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ABSTRACT 

For this dissertation two software applications were developed and three 

experiments were conducted to evaluate the viabilit}' of a unique approach to medical 

information extraction. The first system, the AZ Noun Phraser, was designed as a concept 

extraction tool. The second application, ANNEE, is a neural net-based entity extraction 

(EE) system. These two systems were combined to perform concept extraction and 

semantic classification specifically for use in medical document retrieval systems. 

The goal of this research was to create a system that automatically (without human 

interaction) enabled semantic type assignment, such as gene name and disease, to concepts 

extracted from unstructured medical text documents. Improving conceptual analysis of 

search phrases has been shown to improve the precision of information retrieval systems. 

EnabHng this capability in the field of medicine can aid medical researchers, doctors and 

librarians in locating information, potentially improving healthcare decision-maldng. 

Due to the flexibiUt}' and non-domain specificity of tiie implementation, these 

applications have also been successfully deployed in other text retrieval experimentation for 

law enforcement (Atabakhsh et al., 2001; Hauck, Atabakhsh, Ongvasith, Gupta, & Chen, 

2002), medicine (ToUe & Chen, 2000), query expansion (Leroy, ToUe, & Chen, 2000), web 

document categorization (Chen, Fan, Chau, & Zeng, 2001), Internet spiders (Chau, Zeng, & 



Chen, 2001), collaborative agents (Chau, Zeng, Chen, Huang, & Hendiiawan, 2002), 

competitive intelligence (Chen, Chau, & Zeng, 2002), and Internet chat-room data 

visualization (Zhu & Chen, 2001). 
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CHAPTER 1 

INTRODUCTION 

Since the advent of the Internet there is no lack of online information from a variety of 

sources, and with each passing day the volume grows. Separating "the wheat from the 

chaff in this steadily increasing landslide of information is the challenge that faces 

information extraction researchers. Nowhere is the problem more clearly defined than in 

the domain of medicine. 

The explosion of medical information accessible via the Internet has created a growing 

need for development of a cohesive online medical digital libran,-. Much of the work being 

done in this area has been focused on the development of tools to index and provide access 

to the increasing number of online medical data collections (Houston et al., 1999). The 

proliferation of online information and the diversity of interfaces to data collections have led 

to a "medical information gap" (Tolle & Chen, 2000). Users who need access to such 

information must visit a variety of sources, which can be both excessively time consuming 

and potentially dangerous if the information is urgently needed for treatment decisions. 

When searching for information, whether on the Internet or in local document 

repositories, users typically arc constrained to a keyword-based system. The problem with 

this type of system is that it usually has poor precision and/or is coupled with no method of 

refining or filtering search results. Adding contextual information (i.e., phrases) can 

somewhat improve searching (Houston, 1998). Still, information generated by using existing 

search engines is often too general or inaccurate. What is particularly frustrating is that 
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simple queries can result in an excessive number of documents retrieved—too many to 

search through to determine which are relevant and which are not. 

For instance, a major drawback of keyword searching is the inability to associate terms in 

a search query with one another. For instance, the query George Washington University will 

often bring up documents that contain the three terms, but not necessarily what the searcher 

is looking for. Numerous documents are retrieved on the United States first president, as 

well as those referring to George Washington Carver. 

A phrase-based system allows words to be strung together by using hyphens or 

quotations (e.g., "George Washington University"). This usually provides more accurate 

results than of keyword searching. However, phrase-based systems rely on the user to make 

the effort to discover which mechanism will assist them. This can be beyond the capabilities 

of novice or infrequent computer users. 

A natural language interface enables users to "talk" to the computer—to enter queries in 

a conversational discourse (e.g.. Find me information on the graduate programs at George 

Washington University). Additional processing can identif)' that the query contains an 

entity that can be classified as an organization (i.e., George Washington University) and 

therefore filters out irrelevant pages, such as those referencing a person instead of a place. 

More recendy, information retrieval (IR) researchers have begun to recognize the need 

for natural language mechanisms for filtering out irrelevant documents and rank ordering, by 

relevance, those that are retrieved. The conference recognized as the most focused on 

fostering research in the area of information retrieval is TREC (Text REtrieval Conference) 

(http://trec.nist.gov). Many researchers participating in this conference have recognized the 

http://trec.nist.gov
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need for using natural language processing (NLP) techniques for improving the accuracy of 

retrieved results (Strzalkowski et al, 1999). Although TREC's NLP track was discontinued 

in 1998 (Voorhc.es & Harmon, 1998), and some researchers believe that advanced 

linguistically motivated techniques are too computationally "expensive" to be viable for 

large-scale IR (Sparck-Jones, 1999), researchers in the most recent TREC (2001) have widely 

adopted some type of concept extraction—typically noun phrasing and/or named entity 

identification—for the filtering and question answering tracks (TREC-X, 2001). 

Some researchers envision a world where the saturation of computers will be considered 

to be as ubiquitous as oxygen (Hedberg, 2000). Clearly we are moving towards a more 

highly saturated environment, and with this saturation comes the need to make interfaces 

conform to our needs and wishes rather than forcing the masses to conform to interfaces. 

Since an enormous amount of information exists only in natural language form (Grishman, 

1997) and that amount continues to increase, distilling it into a structured form and then 

processing it further into a knowledge resource is a valuable capability-. 

1.1 Research Goals and Beneficiaries 

The goal of this dissertation is to develop and test a system that allows for a deeper 

semantic understanding of search phrases, to better enable knowledge extraction from text 

documents. Applying information extraction (IE) techniques to get a deeper understanding 

of what information users are searching for can result in time savings as well as better 

decision-making. It is hoped that the work detailed in this thesis can be used to develop 

more effective ways for medical professionals, librarians, and researchers to retrieve 

information from online medical document repositories. 
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There are many potential beneficiaries of research to improve interfaces to medical 

digital libraries. First, there are information providers—the institutions that provide online 

medical information and bear the cost of its maintenance and availability. There also are 

medical researchers and health care providers, who can benefit from more ready access to 

critical information that will result from reduced search time and retrieval of more relevant 

information. Finally, patients and their families w ill gain from having more knowledgeable 

service providers, and being able to conduct searches for information on their own. 

Much textual medical information is captured, stored, and made available through a set 

of public and private institutions. These institutions often distinguish themselves by 

providing a subset of the available medical document collections specified by a particular 

domain. MEDLINE from the National Library of Medicine (NLM) provides access to 

general medicine journals; whereas CANCERLIT, maintained by the National Cancer 

Institute, contains cancer related journals and symposia. Lost in these divided collections are 

interrelationships among the different domains of medical information. For instance, 

articles on chlorine—a common carcinogen—appear in toxicology and general medicine, as 

well as cancer-related journals. 

The cost of storing and updating document information is borne by the institutions that 

provide these services; access to documents is accomplished through information retrieval 

interfaces with the document databases. Since the cost for an organization to provide access 

to documents is far more than its storage (Halverson, 1995), this necessitates providing users 

with efficient retrieval interfaces. 



Medical researchers and practitioners are prolific textual data producers. It is estimated 

that they generate more than 360,000 medical journal articles each year (Detmer & Shortliffe, 

1997). In addition to the proliferation of journal publications, conference proceedings and 

government reports are generated by a variety of sources. 

The World Wide Web (WWW) also contains a vast amount of medical information. 

However, people using it as an information source are often frustrated by the difficulty of 

finding relevant information quickly (Detmer & Shortliffe, 1997). Users who wish to access 

information from a variety of medical sources may have to learn several different 

information retrieval systems, different indexing vocabularies, in order to locate relevant 

information (Houston et al, 2000)—since there is no consistent means of accessing medical 

literature databases. Additionally, the information retrieved is often not specific enough to 

be considered useful. 

Computers do not possess the innate ability to acquire and interpret natural (human) 

language. The world to computers is a series of on-off sequences that are formed into 

higher orders of numbers. Thus, some t^pe of analysis must occur for a system to interpret 

language, with some level of accuracy—a capacit)' we humans possess tacitiy. 

1.2 The Approach 

The system developed for this dissertation employs several techniques to accomplish the 

goal of information extraction from text. It combines Knguistic techniques (e.g., grammar 

rules, lexical lookup, and contextual disambiguation) with a coarse-grained finite state 

automaton and neural network to identify and isolate "entities" within textual documents. 
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Similar to TREC, the information extraction community also has a conference for 

furthering research called the Message Understanding Conference or MUC (MUC, 1998). In 

this conference, a track is dedicated to the identification and classification of "named 

entities" such as person name, location, and currency. 

Many researchers focused on techniques that identified only these general types. For 

some entity types, such as date, it often makes little sense to build a complex system for 

identification. However, many entities can participate in multiple entity types. For instance, 

Clinton could be a person (President William f. Clinton) a location (e.g., Clinton, 

Massachusetts), or an organization (the Clinton administration). For these types of entities, 

fixed systems are often unable to properly classif)- types. 

Medical entities have similar problems in that many entities contain increasingly smaller 

sub-entities. For example tlie phrase "EGFR t)'rosine phosphorylation (Tyr-P) levels" has 

numerous sub-entities. EGFR is the protein Epidermal Growth Factor Receptor (a 

biochemical entity). EGFR regulates cell growth by plio s p hory la ting the tyrosines in a cell (a 

cellular process). Taking the level of EGFR Tyr-P is how a scientist would determine the 

phosphorylation activity within the cell and rate of cell growth (a laboratory procedure). 

1.3 Summary 

As can be seen above, this dissertation overlaps numerous research areas. Chapter 3 is a 

broad coverage literature review which provides more detailed information on related work 

in the fields of information retrieval, digital libraries, information extraction, and natural 

language processing—^particularly the areas of noun phrasing and named entity extraction. 



Finally, there is a discussion of feedforward/backpropagation (FF/BP) neural networks 

(NN) and a more general discussion the previous usage of NNs for linguistic analysis. 
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CHAPTER 2 

RESEARCH QUESTIONS 

Several research questions were studied in this thesis. The first was to evaluate medical 

concept extraction using a noun phrase identification technique called the AZ Noun Phraser 

(AZNP). The underlying technology is a natural language processing (NLP) technique called 

noun phrasing. Could this technique automatically identify and extract relevant search 

phrases from medical journal articles as well as or better than similar techniques? 

Human experts were used to evaluate the phrases generated by all techniques, and select 

those that they deemed relevant from the four phrase generation systems. Chapter 4 

describes an experiment and presents the results of that study. 

The second experiment is an extension of the first, since a version of the AZNP was 

applied to the task of identifying the boundaries of named entities in text. The initial 

research question addressed in this study was to determine whether a combination of a finite 

state automaton (FSA) and a standard backpropagation neural network would be able to 

successfully identify and classify the named entities info entity types as well as other 

techniques. This system, called ANNEE (Artificial Neural Network Entity Extractor), was 

evaluated for accuracy against the top competitors in the Sixth Message Understanding 

Conference (MUC-6). The study employed the same data collection and linguistically 

complex entity types as those used in the MUC-6 evaluation instrument. 



Additional analysis was performed to evaluate the impacts of various system 

modifications to determine whether they had a positive, or negative impact on overall 

performance. The experiment and the results of the study are presented in Chapter 5. 

The systems used in the second experiment were diverse and used a variety of 

techniques. For the most part, they were "tuned" to perform the task of entit}' extraction 

within the confines of the experimental instrument—^useful only for the test domain and not 

easily extensible to others. 

Thus, the ultimate research question this thesis attempts to answer is—can the same 

system designed to work in one domain be moved to another without an appreciable drop in 

its ability to detect entities. Stated another way—ate the results of the system generalizable 

to another domain? The domain for this experiment was medicine—a large departxite from 

the more familiar entity types used for the experiment in Chapter 5. A new set and number 

of entities were selected with the assistance of a medical expert. To make comparisons 

between the previous experiment and the final experiment, the same experimental 

instrument is used. The experimental details and the results of the study are presented in 

Chapter 6. 
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CHAPTER 3 

LITERATURE REVIEW 

3.1 Digital Library Tools for Medical Information Retrieval 

Fox and Marchionini (1998) describe information as a basic human need, suggesting that 

civilization advances when people can apply the right information at the right time. They 

also suggest that substantial progress will be necessary if the world's many digital libraries arc 

to be linked. The focus of this dissertation is to develop and evaluate tools to support 

advancements needed in this area. 

Many search tool interfaces do not allow a sufficient level of specificity, because they rely 

on simple keyword searching and ambiguous query formation. As a result, many of the 

documents retrieved are only slightly related to the searcher's topic. For instance, a person 

searching for information on breast cancer treatment using the Ovid interface 

(http://www.ovid.com/) to MEDLINE would retrieve more than 10,000 documents— 

many of which pertain to the psychological and societal issues surrounding breast cancer 

sufferers and their families. Also interfaces are inconsistent, both in query formation and in 

the type of medical information available. Some applications provide only reference 

information (i.e., title, author, publication information), while others contain abstracts 

and/or full text documents. These obstacles make it difficult for medical professionals and 

others to gather information electronically. 

http://www.ovid.com/
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3.1.1 Keyword Generation and Searching 

Most medical journal papers are accompanied by a set of keywords and/or thesaurus 

headings, usually listed at the beginning of the document. These keywords or phrases 

are intended to represent the dominant topics discussed in the article, and are generally 

designated by the author or generated by domain experts. Since they are often used for 

document retrieval, these keywords or phrases must be highly representative of a 

document's content. Frequently, however, this is not the case. 

Keyword assignment by human indexers relies entirely on the indexer's expertise, in 

both the subject domain and in using the standard subject domain thesaurus. This 

method works well in narrow topic domains having a limited number of documents. 

However, manual indexing becomes extremely difficult as the number of documents 

increases, and/or the documents are from varied domains (Houston et al., 2000). 

The effectiveness of keyword-based retrieval systems is limited. Bates (1986) found 

that different indexers—whc > were all well trained in an indexing scheme—often 

assigned different index phrases to the same document. In addition, indexers may use 

different phrases for the same document at different times. Lasdy, different users may 

use different phrases to retrieve the same information. Furnas, Landauer, Gomez and 

Dumais (1987) showed that the probability of two people using the same term to classify 

an object was less than 20%. 

Manually indexing documents can be difficult and time consuming. A method called 

automatic indexing has been used to extract concepts from textual data (Sal ton, Wong, & 

Yang, 1975). According to Salton (1986), its effectiveness in information retrieval 
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systems compares favorably with that of human indexers. However, most automatic 

indexing programs can perform only keyword indexing—"fetching" keywords that are 

present in a document. 

3.1.2 Automatic Thesaurus Generation 

Based on the pioneering work of Salton, a common method of addressing keyword 

information retrieval problems is to use either a thesaurus, or a vector space 

representation (Salton et al., 1975). Thesauri are mainly used to expand users' queries, so 

that query terms can be translated into alternative phrases that match document indexes. 

These automatically generated indexes contain phrases that appear in a document 

collection. Srinivasan (1996) evaluated different query expansion strategies using the 

MEDLINE test collection to demonstrate the viability of this technique in the medical 

domain. 

Virtually all automatically generated thesauri are based on syntactic analysis using 

statistical co-occurrence of word types in text and vector space representation of the 

documents (Salton, 1988). Most have also incorporated other statistical techniques such 

as cluster analysis, co-occurrence efficiency analysis, or factor analysis. These techniques 

employ mathematical matrices to represent relationships between documents, between 

phrases and documents, and between phrases and phrases. 

As the availability of computer processing and storage power has increased, research 

into the automatic generation of thesauri has also increased. Ng (2000) experimented 

with using these techniques on parallel supercomputers to analyze thek scalability for 
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large-scale information retrieval systems. Automatically generated ncural-like thesauri or 

concept spaces have also generated a great deal of interest (Gallant, 1988). In a neural 

knowledge base, concepts or phrases are represented as nodes and their relationships as 

weighted links. The associative memory feature of this thesaurus type has created a new 

paradigm for knowledge discover)- and document searching by using spreading activation 

algorithms such as the Hopfield net. An example can be found in (Chen, Zhang, & 

Houston, 1998). 

Most statistical methods have concentrated on solving the synonymy problem by 

adding more associative phrases to keyword indexes. A major disadvantage of this 

technique is that "noise" is introduced, because some of these additional terms 

frequently co-occur with different "senses" or meanings of the original search term. 

This can result in the rapid degradation of precision in information retrieval results 

(Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990). 

When the original thesaurus is constructed using a collection that is similar (and 

representative) of the actual environment to be searched, it has been shown one can 

expect improvements on the order of 10 to 20 percent in document recall—successfully 

retrieving a larger number of relevant documents (Crouch, 1990). However, Cimino, 

Johnson, Peng and Aguirre (1994) were not able to reproduce this result, encountering 

difficulties in the usage of thesauri for the automated translation of medical information. 



3.1.3 Other Approaches 

Another way to address the vocabulary problem is to index documents semantically, 

SO users can conduct a search based on conceptual meanings rather than keywords. 

These methods attempt to create spaces in which documents are placed according to 

their meanings, not simply by document keywords. The most representative methods of 

the multi-dimensional semantic space techniques are Metric Similarity Modeling (MSM) 

and Latent Semantic Indexing (LSI) (Dumais, 1994). 

Another approach to semantic indexing has been to use natural language processing 

techniques to analyze sentences, and use word context to interpret content (Lewis & 

Sparck-Jones, 1996). CITE (Doszkocs, 1983) and AQUA (Johnson, Aguirre, Peng, & 

Cimino, 1994) are two examples of the use of natural language parsers in medical 

information access. 

3.2 Natural Language Processing 

The goal of natural language processing (NLP) is to make the computer a fluent user of 

ordinary (human) language. This can only be made possible by performing some type of 

computational or conceptual analysis to generate a "meaningful" structure (i.e., a parse tree 

or logical form structure) directly from input sentences. Manning states that NLP systems 

should have at least enough structure to be able to answer "who did what to whom?" 

(Manning & Schiitze, 1999). 

A variety of research disciplines are involved in the successful development of NLP 

systems. The fundamental aim of linguistic theory is to show how larger units of meaning 



arise out of the combination of smaller ones. Computational linguistics tries to implement 

this process efficiently by subdividing the task into syntax and semantics. Syntax describes 

the formal elements of a textual unit (typically a sentence). Semantics describes how an 

interpretation is calculated (Zaenen & Uszkoreit, 1995). The mapping of words into 

meaning representation is driven by the morphological, syntactic, semantic, and contextual 

cues available in a textual unit (CuUingford, 1986). The barriers to correcdy assigning 

meaning to words range from inconsistent user input to word-form ambiguity. 

Natural language processing seems to be a strongly symbolic activit}^ Words are 

symbols that stand for objects and concepts that exist in our world. These objects and 

concepts are put into sentences that, in theory, obey weU-specified grammar rules. In order 

to build machines that possess the capabilit}' of communicating with people, it is necessary 

to understand and model the cognitive effects of natural language processing (Miikkulainen, 

1997). 

3.2.1 Lexical Analysis 

The fundamental problem of lexical analysis is detennining how to fully and 

adequately provide lexical knowledge to NLP systems. The answer, toward which the 

computational linguistic community is converging today, is to extract the lexicon from 

the texts themselves (Boguraev & Pustejovsld, 1996). A significant botdeneck in this 

approach occurs because it is necessary to populate a lexicon with entries for tens to 

hundreds of thousands of words. NLP systems typically have a limited application range 

that is constrained by their small number of lexical entries. A further problem concerns 

the inability of most experimental systems to "scale up" laboratory prototypes or 
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application programs. This is due to the fact that the systems are usually tuned for 

particular domains, and they primarily contain lexical entries specific to a particular 

system in its current state (Boguraev & Pustejovski, 1996). H. Harley also noted that 

humans encounter a similar problem when faced with the challenge of reading or 

understanding a new domain (personal communication, February 1, 2001). 

3.2.2 Machine Readable Dictionaries and Text Corpora 

There are two types of text resources for lexical data acquisition: machine-readable 

dictionaries (MRDs) and text corpora. Dictionaries are, by definition, repositories of 

lexical information. Text corpora reflect language as it is used and are employed by 

studying regularities of use and patterns of word behavior, which only emerge from the 

analysis of very large samples of text (Boguraev & Pustejovski, 1996). 

Both MRDs and text corpora have drawbacks. A computational lexicon derived 

from MRD sources tends to be incomplete, both with respect to coverage (words) and 

content (lexical properties). Such a lexicon leaves much to be desired regarding data 

consistency and organization. Organizing extracted lexical knowledge is equally 

problematic when using text corpora. Furthermore, the transition from corpus to 

lexicon wiU be delayed until there is resolution of issues, Mice what constitutes the right 

kind of corpus given certain lexical properties (such as those associated with writing style 

or domain), how to balance the corpus (general vs. specific), and how to abstract the 

information acquired through "learning" from the learning mechanism itself (Boguraev 

& Pustejovski, 1996). 
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3.2.3 Morphological Disambiguation: Part-of-speech Assignment 

Ambiguity, in particular, has been difficult for researchers to address. Word stems 

have a variety of prefix and suffix options—each with a slightly different meaning 

and/or part of speech (Boguraev & Pustejovsld, 1996). Morphological disambiguators 

have had some success in addressing both of these issues. There are two basic 

approaches to disambiguation: rule-based and probabilistic. Rule-based taggers typically 

leave some of the ambiguities unresolved but make very few errors; statistical, corpus-

based taggers generally provide a fully disambiguated output but have a higher error rate 

(Karlsson & Karttunen, 1995). 

Rule-based disambiguators have reportedly surpassed standard probabilistic 

approaches (Karlsson & Karttunen, 1995). As with corpus-based approaches, rule-based 

approaches also initially tag text. However, the word is first reduced to its base form 

(simple stem) before it is assigned a part of speech tag. It is also assigned a dependency-

oriented function (red, an adjective, modifies car, a noun) and syntactic properties 

(object, subject, subject complement, etc.). Sentences are evaluated as a whole by 

comparing every possible syntactic representation of the sentence with a large set of 

linguistic rules. In the analysis of a sentence, a successful grammar will discard all 

readings except the most appropriate (Voutilainen, 1997). 

Probabilistic (stochastic) corpus-based processing techniques identify categories of 

lexical properties by empirically studying word occurrences in large bodies of text 

(Boguraev & Pustejovsld, 1996). This method derives probabilities for manually tagging 

a training corpus on which the analysis is based. Stochastic systems based on a Hidden 



Markov Model can also be trained on an untagged corpus, with a reported success rate 

of 96% for English (Cutting, Kupiec, Pedersen, & Sibun, 1992). In either method, the 

corpus is fundamentally used to create a lexicon for tagging words with their respective 

parts of speech. 

Corpus-based approaches are often able to succeed while ignoring the true 

complexities of language, relying on the fact that complex linguistic phenomena can 

often be indirectly observed through simple epiphenomena (Brill, 1995). Using this 

technique, stochastic methods have been able to obtain very high rates of tagging 

accuracy simply by observing fixed-length word sequences, without recourse to the 

underlying linguistic structure. 

An advancement of this technique is called transformation-based error-driven 

learning (Brill, 1995). Text is first passed through an initial state annotator and assigned 

its most likely tag (noun if unknown). Once this has occurred, the annotated text is then 

compared with existing corpora (e.g., the Brown Corpus or the Wall Street Journal 

Corpus) and errors observed in this comparison are noted. The tagger is then trained 

using this information, and the annotations are augmented to more closely resemble the 

training corpus. The last step is repeated until there is no further reduction in errors (the 

tagger is fully trained). 

3.3 Refinement of Searching Using NLP 

The motivation and drive for using NLP techniques in document retrieval is quite 

intuitive. Devanbu, Brachman, Selflidge and Ballard (1991) and Grcardi and Ibrahim (1993) 



discuss the comparative utility of natural language and keyword-based retrieval systems 

interfaces. They found that it is simpler for users to search for a "concept" than to search 

using keywords corresponding to static classification schemes and/or Boolean combinations 

of keywords. Boolean operators are especially problematic since precedence is often 

ambiguous. 

One of the conferences associated with the field of information retrieval is known as 

TREC (Text REtrieval Conference). What sets TREC apart from other conferences that 

provide a forum for communicating recent research in the field of information retrieval (e.g., 

ACM's SIGIR), is that it is run as a competition. Each participating team submits entries to 

various tracks such as ad hoc text retrieval, information filtering, and question answering 

(each covered in more detail below). Since TREC's inception in 1992, the areas on which it 

has focused have changed over the years, as have the approaches to competing in the 

various tracks. 

The ad hoc query task is to take a (given) set of queries and retrieve relevant matches 

from a large document collection. Participants are ranked on their ability to maximize the 

retrieval of relevant documents or information. Participants use keyword-based and/or 

phrase based systems along with sophisticated algorithms to retrieve documents from a 

large-scale data collection (Voorhees & Harmon, 1998). 

One of the newest tracks at TREC is the question-answering (QA) track. Rather than 

return a set of documents, participants ate required to come up with actual answers. Each 

team received a set of fact-based, short answer questions and a large data collection that they 

searched to find the answers. Some participants supplemented the collection with 



information from other sources, such as the Internet. 1 he participants were measured not 

only on the ability to return an answer in the first five responses, but also on the position 

(reciprocal rank) of the right answer in the returned set (first position receiving a higher 

score than second, second higher than third, etc.) (Voorhees & Harmon, 2001). 

The filtering track is designed to evaluate technologies that avoid returning non-relevant 

documents—only retrieving those that match the user's query. There are three subtasks in 

the filtering track: 1) adaptive filtering, making a binary decision to retrieve or to exclude a 

document from a retrieved subset; 2) a batch filtering task, where the system creates a profile 

of relevant documents (based on a training set of documents) to make the decision to 

retrieve a document; and 3) a routing task, which builds on the created profile to rank the 

retrieved documents in order of relevance rather than making a binary decision as to 

whether the document should be retrieved (Voorhees & Harmon, 2001). 

In TREC, once an area is deemed "solved" or "unproductive" it is removed from the list 

of tracks. The NLP track was discontinued in 1998 (Voorhees & Harmon, 1998) since some 

researchers believe that advanced linguistically motivated techniques are too computationally 

"expensive" to be viable for large-scale IR (Sparck-Jones, 1999). However, participants in 

TREC 2001 widely adopted some type of phrasing or information extraction (TREC-X, 

2001)—particularly in the question answering and filtering tracks. 

3.3.1 Noun Phrasing 

Radford (1997) defines a noun phrase as a phrase whose head word is assigned the 

part-of-speech noun, where the head word of a phrase is the "key word which 



determines the properties of phrase." Noun phrasing has been used in information 

retrieval to capture a "richer linguistic representation" of document content (Anick & 

Vaithyanathan, 1997), It has the potential to improve precision over other document 

indexing techniques, since it allows for multi-word queries (or phrases) to be matched 

with words (or phrases) present in the text documents (Girardi & Ibrahim, 1993). 

Anick and Vaithyanathan (1997) describe the motivation for using noun phrases in 

information retrieval as follows: 

• Noun compounds are widely used across sub-language domains for describing 

concepts succincdy. 

• Contiguity makes noun compounds relatively easy to detect and extract from text 

corpora. 

® Unlike many phrasal constructions, noun compounding is generally applied to 

express tighter, more "long Hved" relationships between concepts, thereby 

contributing less "noise." 

® Most proper nouns (e.g., person and/or place names) are captured by the 

technique. 

• Nouns and noun compounds account for the bulk of the phrases that appear in 

actual queries. 

One goal of noun phrasing research is to investigate the possibility of combining 

traditional keyword and syntactic approaches with semantic approaches to improve 

information retrieval quality. A common criticism of keyword-based data mining 



techniques and searches are that single word terms lack an appropriate level of context 

for meaning evaluation. Incorporating a noun phrase parser into the descriptor term 

identification phase of the search engine would enable information retrieval systems to 

identify noun phrases, and evaluate word meaning in the context of an entire noun 

phrase; this could potentially improve the accuracy and level of detail of the information 

retrieved, as well as the quality of the relationships identified. In most cases, the 

relationship between non-head elements of a noun compound and the head noun of the 

compound is a strict conceptual specialization. 

A disadvantage of using noun phrasing for the generation of thesauri and concept 

spaces is that a phrase that most succinctly defines a textual passage may not actually 

appear in the passage (Lewis & Croft, 1990). However, this problem also exists for 

other automatic indexing techniques. 

Devanbu, Brachman, Selflidge, and Ballard (1991) discuss the application of NLP 

techniques. Their application, LaSIE, parses user queries into noun phrases for 

searching. The phrases are then used to locate code segments in complex large-scale 

computer applications for code reusability. In (Anick & Vaithyanathan, 1997), noun 

phrases are used in both query formation and document clustering in the Internet 

domain. 

The use of noun phrasing has also been championed by Carnegie MeUon's CLARIT 

project (Evans, 1994). CLARIT (now a product of Clairvoyance, Inc.) received the 

highest accuracy of the manual Ad Hoc query track (requires user interaction; non-fuUy 

automated system) at TREC-7 (Voorhees & Harmon, 1998), and was among the top five 



at TREC-8 (Voorhees & Harmon, 1999). Of the top participants in the automated Ad 

Hoc query task for TREC-7, over half used a phrasing mechanism of some type and 

experienced accuracy improvements ranging from one to nearly four percent over 

identical non-phrase based systems (Voorhees & Harmon, 1998). More information on 

TREC (Text REtrieval Conference) competitions can be found in the following section. 

3.4 Information Extraction 

As described by Grishman (1997), one of the planners of the Message Understanding 

Conference (MUC), implementations of tools to automatically reduce text documents to 

tabular forms have been around since the late 1980s (Sager, Friedman, & Lyman, 1987). The 

more formalized creation of Information Extraction (IE) as a research field began more 

recently in conjunction with MUC about a decade ago. (irishman defines IE as "... the 

creation of a structured representation of selected information drawn from text." The most 

significant difference between the well-established field of Information Retrieval (IR) and 

the emerging field of IE is that most conventional IR systems treat documents as a 

collection of words whereas IE extracts information from the actual text of documents 

(VVilks, 1997). 

Many IR systems that perform identification of proper names do so by searching 

through text and identifying contiguous words that begin with a capital letter. In studying 

the work of Tomek Strzalkowski, an early participant in TREC and an advocate of NLP in 

IR, it appears he and his colleagues applied this technique for the following submissions: 

(Strzalkowski et al., 1996; Strzalkowski, Lin, & Perez-CarbaUo, 1997; Strzalkowski. Perez-

Carballo, & Marinescu, 1994; Strzalkowski & Perez-CarbaUo, 1995). For TREC-7 and 
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TREC-8, Strzalkowski teamed up with researchers at the University of Helsinki, most 

notably Atro Voutilainen—one of the key developers of the noun phrase generation system 

NPtool (Strzalkowski et al., 1999; Strzalkowski et al., 1998). Strzalkowski's team used the 

University of Helsinki's Functional Dependency Grammar to extract noun phrases as well as 

a system they refer to as Conexor for named entity extraction. Unfortunately, no evaluation 

was conducted of the named entity system or its impact on the overall effectiveness of the 

IR system's accuracy. Their overall accuracy results were mediocre, but they were able to 

demonstrate that NLP systems can be used for information retrieval over large-scale 

collections—something previously considered "too expensive" from a computational 

standpoint (Sparck-jones, 1999). 

The more specialized task of Named Entity (NE) extraction (considered to be a subtask 

of IE along with template element (TE), scenario template (ST), and coreferent (CO) 

analysis) began as a track in the MUC-6 conference in 1995 and continued with MUC-7 in 

1997. More recently, NE extraction has moved from English text processing tasks to 

multilingual texts, and speech entity extraction from broadcast news. These activities have 

spawned two NE conferences—the Multilingual Entity Task (MEl^ 

fhttp: //wwwitl.nistgov/iaui/894.02/related projects/tipster/met.htm) and the Broadcast 

News Workshop (http: / /www.nist.gov/speech/publications/darpa99 /index.htm). 

3.5 Named Entity Recognition 

Most of the recent work being done in the area of named-entity recognition is conducted 

under DARPA funding through the Message Understanding (Conference (MUC). In 1995, 



Gtishman and Sundheim (1995b) added the following stipulations (not previously required) 

to competing participants in the conference; 

• Identification of named entities: e.g., identification of people, organizations, and 

geographic locations in text. 

• Identification of numeric expressions: e.g., time, currency, and percentage 

expressions. 

• Identification of corefetent noun phrases: e.g., descriptive phrases that further 

identify named entities. 

• Determination of word sense: accomplished through the incorporation of 

WordNet. 

• Determination of the predicate-argument structure: a tree representation of the 

constituents of a sentence. 

3.5.1 Approaches to Named Entity Extraction 

There are three main techniques employed by named entity extraction (NEE) 

researchers: rule-based, machine learning, or a-combination of both. Many systems in 

the MUC-6 and MUC-7 named entit)- tracks are built on top of complex deep processing-

linguistic tools, most of which were hand coded. These linguistic analysis systems, 

created for a broad range of pmposes, were adapted to the MUC tasks. This might 

partially explain why these systems do not typically do as well as systems that rely on 
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localized (surface) information, statistical approaches, or shallow linguistic processing 

(Hobbs et al., 1994). . -

3.5.2 Component Parts 

There are several important essential components of information extraction. In a 

survey paper for MUC-5, Jerry Hobbs (1993) created a generic description of the ten 

interrelated modules involved in an information extraction system. He refers to these 

modules as a "cascade of transducers." 

1. Text Zonet: 

The text zoner divides the input text into a set of segments. This assumes that 

documents are marked up into free text "areas." For example, a title of a document 

would be considered one area, along with the abstract, body of the paper, references, 

etc. 

2. Preptocessof: 

The preprocessor converts a text segment into a sequence of sentences, where each 

sentence is a sequence of lexical attributes. This includes the tokenization of words 

and the assignment of syntactic information to the words in a sentence. 

3. Filter: 

The filter eliminates some of the sentences from the previous stage by filtering out 

irrelevant ones. 
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4. Preparser: 

The preparser detects reliable small-scale structures in sequences of lexical items. 

This step further processes words and collects them into phrases such as noun 

phrases, verb phrases, etc. 

5. Pafser: 

The parser analyzes a sequence of lexical items and small-scale structures and 

attempts to produce a set of parse tree fragments, possibly complete, which 

describes the structure of the sentence. 

6. Ftagment Combiner: 

The fragment combiner turns a set of parse tree or logical form fragments into a 

parse tree or a logical form for the whole sentence. 

7. Semantic Interpreter: 

The semantic interpreter generates a semantic structure or meaning representation of 

logical form a parse tree or parse tree fragment. 

8. Lexical Disambiguation: 

The lexical disambiguator disambiguates any ambiguous predicates in the logical 

form. 

9. Coreferent Resolution: 

The coreferent resolver builds a connected representation of the text by linking 

different descriptions of the same entity in different parts of the text. 



10. Template Generator: 

The template generator generates final templates from the semantic representation of 

the text. 

Many of these modules are also relevant to the narrower task of named entity 

extraction. However, this list is considerably more complex than what would be needed 

for a more basic approach that is less dependent on linguistic information, i.e., using a 

statistical or machine learning approach. The bulleted list below is a proposed set of 

modules for named entity extraction using a machine learning approach. The items are 

not numbered like Hobb's list because order can vary from system to system, and the 

processing can, and often does, occur in parallel. 

1. Training Corpora: " ^ 

Training corpora is a set of data that is representative of the testing corpus is used to 

train the system to identify entities. Some type of feedback loop that positively and 

negatively reinforces the system must be in place to make sure that training occurs 

properly. The following section describes training corpora in more detail. 

2. Tokenization: 

This module is a combination of the Text /.oner and Preprocessor modules 

described above. Raw text is segmented into its text areas, sentences are identified, 

and words within the sentences are separated from punctuation and symbols to 

create tokens. 
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3. Entity Boundary Identification: 

This step is the processing of tokenized input to determine the beginning and end 

points of entities (entity boundaries) within the set of tokens. This step generates a 

set of candidate phrases. A subcomponent of this may include a Parser and 

determine boundaries as text is processed. 

4. Text Encoding/Word Feature Identification: 

This step generates the parameters (independent variables) associated with each 

candidate phrase to assist in disambiguating between entity types (dependent 

variables). This step also includes encoding the data, usually numerically, to be 

interpretabie (classifiable) by a machine learning or statistical method. 

5. Contextual/Lexical Analysis: 

This step parses through the tokens in the candidate phrases, including the tokens 

that precede and follow the candidate phrase. The structure is usually some type of 

weighed, directed graph (Markov chain or Finite State Automata). In some instances 

the nodes may include lexical lookups—meaning the predictive power is in the 

nodes. In others, such as Hidden Markov Models (HMMs), the weights of the arcs, 

determined by statistical occurrence, carry the predictive information. 

6. Classification: 

Classification represents the final assignment of a candidate phrase, either to a 

particular category of entity type or non assignment (elimination as a candidate 

entity). 



To clarify, a learning approach is different in many aspects over the more commonly 

employed techniques such as dictionary lookup, finite state automaton (FSA) 

implementations, or some combination of both. These are often referred to as 

handcrafted or FSA systems, and have frequently been used as benchmarks for the 

learning systems. 

Finite state machines and automata are defined by the National Institute of 

Standards and Technology (NIST) in their Dictionary of Algorithms and Data Structures 

(NIST, 2002) is a "model of computation consisting of a set of states." Within this set 

of states there is a start state, a set of inputs, and a transition function that maps input(s) 

and the current state(s) to the next state(s). Allowable next state(s) are defined by the 

transition function. 

NIST defines a hidden Markov model as a "variant of a finite state machine" that 

has a set of states or nodes S, a set of output symbols O, transition probabilities on the 

arcs T, oiitput probabilities P, and initial state probabilities O. The reason this variation 

on an FSA is referred to as a hidden model is that the current state is "not observable." 

Each state is only able to produce a particular output with a certain probability. 

3.S.3 Tfaining Corpus 

Usually training corpora are tagged files made up of a representative subset of the 

document collection to be processed. In the case of BBN Technology's (Bolt, Beranek, 

and Newman) entity extraction tool, Nymble (a.k.a. IntelliFinder), the developers say 

that a corpus of 100,000 words generated excellent results. They performed a series of 



tests of data sizes ranging from 50K to 450K words. There was not a statistically 

significant difference between the training sets, but the most sigmficant reduction in 

performance was between 50 and lOOK (Bikel, Miller, Schwartz, & Weischedel, 1997). 

This performance is Kltely to vary between different techniques. 

The text is typically tagged using SGML. This is then "decoded" and fed into the 

learning mechanism for training. The decoding process is not only for tag removal, but 

also to indicate to the learning mechanism 1) that an entity boundary' has occurred, and 

2) the type of entity the system has encountered. This preserves the natural text format 

of the non-tagged corpora as it is presented to the learning mechanism. 

Usually a subset of the training data is "held out" for tuning the algorithm. Also 

referred to as a validation set (IVIanning & Schiitze, 1999), this portion of the training 

data is used to simulate how the system will perform during the actual testing. A varying 

percentage of the training data is used in this validation phase. Deterrnining the correct 

balance is important, since this data effectively reduces the amount of data you have for 

training the system. 

3.5,4 Text Encoding Word Feature Identification 

Most linguistic systems employ some method of word feature identification and/or 

text encoding—not just those for entit}^ extraction, but for other types of computational 

linguistic tools as well. This is often what determines the success of the learning 

algorithm's ability to classify and identify entities. 



There are several papers that discuss properly encoding text input for processing 

neural networks (Aretoulaki, 1997; Schcler, 1996). Scheler's approach is to identify the 

head noun in a noun phrase, and then attempt to determine (assign) semantic properties. 

Initially, the paper tests whether a simple set of general noun phrases can successfully be 

used as a training set that is generalizable to a set of free narrative text. The accuracy 

was shown to be 97% of correct assignment of whether the head noun was definite, 

indefinite, or neutral. In a larger test, the final accuracy using a larger set of semantic 

features was reduced to 87%, which is still an interesting result. 

The information fed in the network consists 'of information gathered from 

WordNet. They determine the representation by assuming the most "common usage" 

of the word's sense—thus avoiding the problem of morphological disambiguation and 

possibly introducing some portion of the system's errors. They use nine characteristics 

gleaned from WordNet about the "head" noun, and possibly the rest of the words; but 

the examples in the paper do not discuss this. Thus, each word could potentially be 

represented as a 9-tuple to the neural net. This could be a useful encoding scheme either 

by itself or in conjunction with other methods. For instance, with the additional 

information provided by the AZ Noun Phrasersuch as part of speech, perhaps the 

correct word sense would be more easily discernable. Also, the technique could be 

combined with additionally identified features. 

Aretoulaki (1997) describes her attempt to create an abstract generation system in 

her paper published in New Methods in Language Processing. The chapter's greatest 

value is in the analysis performed on 80 attributes generated from syntactic. 
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morphological, semantic, and pragmatic analyzers, in conjunction with lexical 

(dictionary) lookup to determine which have the strongest impact on the system's 

performance. Through several runs with various combinations of the variables, she was 

able to determine that only 12 were highly predictive, and that even those generated 

accuracy results that were barely above random chance (58%). This result supports the 

conclusions of several researchers in NLP—simpler approaches and encoding 

mechanisms tend to have much better results than rich linguistic encoding (Hobbs, 

Appclt, Tyson, Bear, & Isreal, 1992). 

Bikel, Miller, Schwartz and Weischedel (1997) determine their own "word features" 

using a set of rules. This makes it "tunable" to a variety of corpora, but problematic in 

that it may need to be re-tuned for those with dramatic differences. They report that the 

code to implement this function is only ten lines long and is general purpose, even across 

languages; but they tested Spanish and English only. 

Word Feature Example Text Intuition 

Two digit number 01 Two digit year 
Four digit number 2001 Four digit year 
Numbers and letters A123-456789 Part number 
Numbers and dash(es) 10-01 Date 
Numbers and slash(es) 06/01/2001 Date 
Numbers and comma 1, 000 Monetary 

Numbers and period 10.00 Monetary (OS) 
Number only 123456789 Numeric value 

Acronym DBA Organization 
Initial K. Middle/first initial 
First word capitalized The First word of a sentence 
Other capital Kris Proper noun 
Lowercase letters only the Dncapitalized word 
Other # Symbols 

Table 3.1: BBN's Word Feature List 

This method is easier and less computationally expensive than the method used by 

Scheler, but it is also less expressive. Each word in the corpora is encoded as an ordered 

pair (or two place relation)—the word and word feature <w, f> and thus can only be 



assigned a single word feature. Bikel et al. list 14 possible feature values. Examples of 

features are "two digit word" or "all caps." The intuition behind using such a set of 

features is that in the first case, a two-digit number is likely to represent an abbreviation 

for the year, and the second could be an acronym for a corporate name. The entire list 

used by BBN is shown in Table 3.1. 

In the general usage of English, making these types of assumptions may be 

appropriate. Yet in the case of technical text (mathematics, computer science, biology, 

etc.) or medical documents (cancer, general medicine, etc.), it is unlikely to be applicable. 

However, since these indicators do not assign potential entities and are merely used as 

descriptors of the word, this oversight may not necessarily have negative impacts on 

entity identification. Learning algorithms rely on die tagged corpora to resolve what, if 

anything, these features indicate—not the programmer's intended intuition. 

3„5.5 Rule-Based Approaches 

Many systems rely on hand-coded rules. This is not to say that they are simplistic. 

For instance, the University of Durham's LOLITA system, which was used in both 

MUC-6 (Morgan et al., 1995) and MUC-7 (Gatigliano, Urbanowicz, & Netdeton, 1998), 

is a highly complex rule-based system built around a semantic network, based on 

WordNet (Miller, 1990). LOLITA interacts with complex morphological, syntactic, 

semantic, and pragmatic systems. University of Sheffield's entries for the MUC-6 

(Gaizauskas, Wakao, Humphreys, Cunningham, & Wilks, 1995) and MUC-7 

(Humphreys et al., 1998) competitions, described as a pipeline approach (Gaizauskas & 

Wilks, 1998), rehes on a series of independent linguistic analysis modules. The advantage 



49 

of these complex approaches is that the deep linguistic analysis enables them to be more 

broadly useful across information extraction tasks. Thus, these systems are capable of 

participating broadly across the MUC tracks. The logical disadvantages of the general 

language processing approach are slower speed and lower accuracy as compared with 

more focused efforts. 

Rule-based surface structure systems have become more popular in an effort to 

overcome the disadvantages of more complex systems. SRI moved from a deep 

linguistic analysis approach with TACITUS in MLJC-3 (Hobbs, 1991), to a more 

simplistic data driven approach called FASTUS in MUC-4-6 (Appelt et al, 1995; Appelt 

et al., 1993; Hobbs et al., 1992). The result of this change was an increase in speed of 

several orders of magnitude coupled with improved prcdictive ability, particularly in 

recall. Wayne State University's MUC-6 system also attempted to mote efficiendy 

extract meaning from text with their information extraction system UNO. Based on a 

mathematical framework (Boolean algebra) combined with generalized set-theoretic and 

interval-theoretic semantic rules (Iwanska, droll, Taewan, & Adams, 1995), their 

performance was fast but resulted in the poorest accuracy of all MUC-6 entrants. 

Lockheed Martin's LOUELLA grew out of GE's NLToolset, a core knowledge base 

and a large sense-disambiguated lexicon. Text is sequentially processed through 

components for extracting information, organizing it, and generating output (Brady et 

al., 1998; Childs et al., 1995). The system makes multiple passes through the text, trying 

to identify all variations of named entity candidates. Although not used for named-entity 

(NE) extraction, the system automatically generates recognition rules (builds recognition 



templates) based on occurrences of patterns in the text for the scenario template (ST) 

track. This type of pattern recognition was first employed by University of 

Massachusetts (UMass) in MUC-3 (].,chnert. Cardie, Fisher, Riloff, & Williams, 1991) for 

the same purpose. For MUC-6, the UMass system had a series of string "specialists" 

which depend on string pattern matching rules and dictionary lookups to do NF. 

recognition (Fisher, Soderland, McCarthy, Feng, & Lehnert, 1995). It does not appear 

that either group used the automatic pattern recognition for the NE task. Similarly, 

FACILE (Black, Rinaldi, & Mowatt, 1998) from the University of Manchester (UMIST) 

and DX (.Miller, 1995) from SAIC are also strictly rule-based NEE systems, but these 

employ a more contextually aware approach (using the words preceding and following) 

to classify named entity types. 

Commercial named entity extraction systems arc also becoming available. One of 

the entries to the NF, track in MUC-7, FACILE from UMIST, submitted a rule based 

named entity extraction system that uses InXight's LinguistiX™ (www.inxight.com) 

natural language software developer kit (SDK) to do the linguistic analysis. InXight's 

own system for NE is called Thing Finder'^'. FACILE's contribution was that it 

provides support for four languages (English, Italian, Spanish, German) (Black et al., 

1998), but InXight is also working to expand to additional languages. A more recent 

addition is the Microsoft's SmartTags InteUiSense® technology. The ability to create 

custom named entities in Microsoft Office documents is enabled by an SDK that ships 

with Microsoft Office XI'. 

http://www.inxight.com
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3.5.6 Statistical and Machine Learning Approaches to NEE 

Machine learning is largely a direct descendant of an older discipline, statistical model 

fitting (Baldi & Brunak, 1998). The initial goal is the same—extract useful information 

from a corpus of data by building good probabilistic models. Machine learning has the 

additional goal of automating this process as much as possible. As pointed out in 

(Rumelhart, Durbin, Golden, & Chauvin, 1995), machine-learning (ML) approaches arc 

best suited for areas where there is a large amount of data, but little theory. Researchers 

in the field of infonnation extraction, as well as researchers in many other diverse fields, 

find themselves in this exact situation. 

A variety of machine learning approaches are used in computational linguistics. The 

most successful for the task of entity extraction are the probabilistic approaches. 

However, combining strong linguistic theon- with machine learning is showing promise 

(Borthwick, Sterling, Agichtein, & Grishman, 1998; Harabagiu et al., 2000; Lin, 1998; 

Mikheev, Grover, & Moens, 1998). 

3.5.6.1 MITRE's Alembic System 

Prior to MUC-6, MITRE's (http://www.mitre.org) MUC systems were heavily 

syntactically based (Aberdeen et al., 1995). Later systems were heavily influenced by 

the early work that Eric Brill did on automatic rule generation for part of speech 

tagging (Brill, 1992, 1994). As with SRI, when MITRE abandoned the deep syntactic 

parsing approach for a shallow rule based approach, they achieved better 

performance and accuracy. For MUC-6, Alembic cannot be considered a machine 

http://www.mitre.org
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learning approach, as they did not directly use the automatic rule/template building 

capability that Brill espouses. Instead they relied on hand-coded rules that they 

found to be more accurate than the automatically generated ones (Aberdeen at al., 

1995). However, for MUC-7 they used an iterative training system to apply statistical 

weighing to the hand coded rules, so that the best rules arc applied first (Day, 

Robinson, Vilain, & Yeh, 1998). 

3.5.6.2 University of Manitoba/Nalante MUC Systems 

Similar to MITRE, in MUC-6, the University of Manitoba's PIE system was a 

rule-based system. Interestingly, instead of pursuing the surface structure approach, 

I in implemented a broad coverage, principle-based parser for the PIE system to give 

it better lexical analysis capabilities (Lin, 1995). The part of speech tagger, based on 

two dictionaries from Oxford Text Archive, gives a much richer set of POS tags 

than most taggers employed by other participants in that it differentiates between 

transitive and ditransitive verbs. Ultimately, the NE component was rule-based and 

written in LISP-Mke expressions. For MUC-7, Lin (1998) used a manually created 

finite state pattern recognition, augmented with a Naive Hayes classifier for the 

named entity component. The assumption is that collocational context is a good 

indication of the entity class to which it belongs. From the training set, they 

extracted 3623 contexts in which "the frequency of one type of proper names was 

greater (as defined by a rather arbitrary' threshold)" to create what they refer to as the 

dictionary. 



Naive Bayes is computed using the following formula (Manning & Schiitze, 

1999) as shown in (1) below. 

where c is the context of a word in a corpus, sk is the possible of an entity class and y 

are the words in the dictionary used as features for classification. The first pass 

through the system uses the test to extend and augment the dictionary {vj). The 

second pass uses the extended lexicon to perform the named entity recognition. The 

final class assignment is made by selecting the entity class that maximizes P(f | sH). 

New Mexico State University submitted two systems to MUC-6 (Cowie, 1995). 

The first system was very much like other rule-based systems—a series of 

recognizers; character-based recognizer, pre-stored name lookup, and word pattern 

recognition. The second was a system based on Quinlan's ID3 Algorithm (1979, 

1991). Classification attributes are the individual words in the training collection. 

The training data was converted into a sliding window of five word tuples. 

Successful assignments set the start or the end of an entity as the center word of the 

tuple. A separate decision tree was built for each entity type, thus preventing the 

need to disambiguate between entity types. The simplicity of the system is its 

strength, as it could actually be classified as a set of entity boundary identification 

systems. 

(1) 

3.5.6.3 NMSU's ID3 Classifier 
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3.S.6.4 SRA's NetOwFM System 

The highest accuracy system for the NE track at MUC-6 (Krupka, 1995) and the 

first runner-up for MUC-7 (Krupka & Hausman, 1998) was SKA/IsoQuest's (a 

commercial subsidiary of SRA currendy referred to as NetOwl) 

NameTag'''''^/NetOwl Systems (iittp: / /www.netowi.comV Similar to the rule-based 

systems described above, NameTag used three rule types for classifying entities: 1) 

information based on the internal structure of an entit}' (e.g., first name precedes last 

name), 2) the context of words that appear.around the entity (Mr. often precedes a 

person type), and 3) lexical matching (an accurate list of entities for each type being 

classified). Where NetOwl differs from basic rule-based systems, and is more similar 

to statistical systems, is that it employs a probabilistic "rule competition phase" when 

a phrase can be assigned to multiple entit}' classes. This module, called only when 

necessary, selects the most probable entity type based on numeric rule weight of each 

applicable rule and the length of the interpretation. These values (which may be 

either negative or positive) are summed according to each possible entity type. The 

determination of rule weighting was not disclosed in the MUC proceedings. 

SRA's entit}^ extraction system was recentiy used in the TREC-9 conference in 

conjunction with the Information Retrieval Laboratory at Illinois Institute of 

Technology in the Web track (Chowdhury et al., 2000). Entity type information was 

included in the inverted indexes to improve document retrieval. The entity 

information was used for query expansion—entity terms found in the top matching 

documents were resubmitted to retrieve additional documents. 
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3.5.6.5 BBN's Hidden Markov Model Approach 

BBN Technologies (http: / /www.bbn.com). a division of Verizon, employs a 

popular machine-learning algorithm used for a variety of natural language processing 

applications—a hidden Markov model (HMM). HMMs arc useful algorithms for 

modeling a related (non independent) linear sequence of events. This makes it a 

natural algorithm for use with a variety of natural language processing applications. 

BBN's Nymble system for MUC-7 received the third highest score in MUC, behind 

IsoQuest (2nd) and l.'niversity of Edinburgh (1st). 

The high-level description of the generative probabilistic model for Nymble is 

the most likely sequence of name classes (NC), given a sequence of words (W): 

Pr(NC| W). This was calculated using a limitation on Bayes Rule; in that the 

denominator for any given sequence of words is likely to be 1, since words usually at 

most occur once per sentence. This allows them to maximize the equation by 

maximizing the numerator of the Bayes rule equation, as shown in 2. 

Conceptually the model is a augmented bi-gram model; although some may 

consider it to be classified as an n-gram model, since one of the inputs is the 

preceding name class which is a meta-information regarding the previous sequence 

of words (Bikel et al, 1997; Kubala, Schwartz, Stone, & Weischedel, 1998). The 

steps they describe are as follows: 

1. Select a name-class NC, based on the previous NC and the previous word. 

http://www.bbn.com
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2. Generate the first word inside that name class, based on current and previous 

name classes. 

3. Generate all subsequent words inside the current name class where each 

word is conditioned on its immediate predecessor. 

From a computational perspective, this approach is expensive due to the fact that 

the states within each NC are equal to the number of umque words in the training 

set or vocabulary, \ l^\- As the training set grows, the size of each NC also grows, 

making traversal in real-time impossible. To compensate, they use the Viterbi 

algorithm (backward look) to efficiendy search the entire NC search space (there are 

eight possible paths per MUC specifications), and generate the maximum 

Pr(II''O NC). If a failure to classify occurs at any point, the model "backs off to a 

simpler model, thus catching single word entities ITiey state that the model is 

ergodic, and thus will not lock itself into a single NC (even though it may start down 

a particular classification path). For more detailed information on the HMMs and 

the Viterbi algorithm, the reader is referred to Eugene Charniak's book Statistical 

Language T.eaming (1993). 

While BBN seems to eschew the creation of systems that rely on human 

interaction, they have been known to share their systems with researchers working 

on rule-based systems for information extraction from speech—such as NYU 

(Grishman, 1998) and MITRE (Pakner, Burger, & Ostendorf, 1999). 



57 

3.5.6.6 NYU's Maximum Entropy System 

The NYU system developed for the MUC-T conference is a departure from 

previous systems in that computational linguists created hand coded rules and 

combined them with a syntactic parser that conducted lexical lookups of words 

(Grishman, 1995b). They listed several drawbacks of their earlier approach as 

follows: 

1. The processing speed was slow. 

2. Full sentential analysis led to local errors. 

3. Hand coded rules are difficult and time consuming to develop. 

The first problem was also faced other participants such as SRI (Appelt et al., 

1995), who abandoned fuU syntactic analysis .in MUC-5 and found that recognition 

accuracy and speed were both improved. The second drawback is a common one 

that many researchers have tackled by looking at localized information and getting 

excellent results. Successful examples of using localized information would be 

applications of transformation based learning by Eric Brill in a variety of applications 

(Brill, 1994, 1995). The final drawback is a common problem across a variety of 

NLP applications. The more automated your process, the less time it takes to 

develop. One such example is the vector-space models used in information retrieval 

applications (Salton et al, 1975). These models have excellent results due to being 

able to automatically glean characteristics from massive data collections. 
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In MUC-7, NYU submitted a system that combined lexical lookup and 

automatic rule generation with a weighting scheme based on maximum entropy. 

Operating very mvich like a part of speech tagger, the system assigns entity tags to 

individual words as the system parses through the text (eType_begin, 

eType_continue, eType_end, eType_unique, or non_eType), where cType is the 

entity type (e.g., person). 

Maximum entropy modeling is an algorithm used for combining heterogeneous 

information sources for classification. The data used for classification is referred to 

as the feature setj^. Features correspond to model constraints d. From these 

constraints, a model is computed that satisfies all the constraints while preserving the 

greatest amount of uncertaint}' (entropy) (NIanning & Schiitze, 1999). 

Using a set of worti features similar to BBN's list and lexical lookup of the words 

in the text phrase, the system determines the word's entity tag based on the 

probability of an entity tag assignment e, given a set of constraints d. Features are 

binary functions that can be used to characterize a pair {d, e), for example, assigning a 

person_sta£t tag if the previous word was found in the tide lexicon (i.e., Mr.). This 

type of rule would look similar to the example shown in (3) below. 

For every feature in the model ft, an expected value is generated, ai. This allows 

for the computation of the conditional probability by combining the parameter 

multiplicatively, as illustrated in equations (4) and (5) below. 

I . if previous token in the title lexicon(c) = true and 
e- person start 

0: else 
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(4) 

(5) z,w=sn«-"""' 
£• i 

Thus for every feature in the model, the maximum entropy technique can 

extrapolate the expected value offi for a particular training corpus (Borthwick et al., 

1998). 

For their final entry into the MUC-7 evaluation, NYU also took an enhanced 

version of their rule-based system from MUC-6 (Grishman, 1995b), and used the 

maximum entropy modeling (MEM) to weight the hand-coded rules. They also 

collaborated with several other competitors to further test their algorithm. Although 

MENE did not do as well as many of the entries in MUC-7, when they combined 

their MEM system with hand-coded systems from IsoQuest (Krupka & Hausman, 

1998) and the University of Manitoba (Lin, 1998), they surpassed all other 

competitors in accuracy. 

3.5.6.7 University of Edinburgh's LTG System 

The most accurate system in the MUC-7 NE track was the University of 

Edinburgh's LTG system. UnMkc many systems, LTG was focused entirely on the 

NE track. Although built around several machine-learning systems, LTG is best 

described as a hybrid system. They have built their system by employing a variety of 

techniques verified in other applications. They also combine that with a specialized 

XML-based tagging system. 



Initially, the system starts by tokenizing the text and inserting XML tags (e.g., 

<w> and </w> to indicate word boundaries). This is followed by a pre-trained 

maximum entropy-based sentence boundary identification system, a technique 

previously used by (Reynar & Ratnaparldii, 1997). In turn, this is followed by an 

HMM part of speech tagger similar to that of Xerox's (Kupiec, 1992) and BBN's 

POST system (Weischedel & Ayuso, 1993; Weischedel, Meteer, Schwartz, Ramshaw, 

& Palmucci, 1993). The system then uses a finite state SGML transducer, applying 

various sets of interchangeable grammar transformations to combine tokens into 

entity types similar to the techniques used by the SRI Fastus system (Appelt et :il., 

1995). The transduction rules are contextual in that they look at the preceding and 

following words. Further classification is done using lexical lookups in multi-word 

entry (MWE) dictionaries. 

3.6 Neural Networks 

Artificial neural networks, which have strong statistical prediction capabilities, continue 

to gain acceptance as data analysis tools. Different models of neural networks exist. 

Rumelhart Widrow, and Lehr (1994) provide details about different types of artificial neural 

networks and common applications. Lippmann (1987) provides artificial neural network 

taxonomy and describes how (in general) neural networks can be used as classification 

systems. 

The neural network employed in this thesis is specifically a feed-forward 

backpropagation neural network. A more detailed explanation of this type of system is 

provided below. 
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3.6.1 Backpfopagation • • 

The predictive capability of this type of a feed-forward/backpropagation (FF/BP) 

neural network is typically non-Hnear, so it is appropriate to explain that feed-forward 

neural networks perform something similar to non-Hnear regression analysis. The multi

layer network is essentially trying to find a low-order representation in the weights 

between the network layers that best predict a certain outcome. It is this representation 

of a non-Hnear function of the input variables (independent variables) that allows for the 

interactions of relationships among many input variables at one time (Rumelhart et al, 

1995). 

Backpropagation is a neural networking algorithm in which activation is passed 

forward through the network, and the output unit activations are compared with a 

teaching vector. These represent the input/output pairs. The comparison of 

input/output pairs resiilts in error scores that are used to propagate changes back down 

through the layers of weights. Weights represent the numerical strength of the 

connections or links between a node and its neighbors in a neural network (Beardon, 

1989), and can have either positive or negative values (Rumelhart et al., 1994). These 

weights represent the "inteUigence" of the network—the essence of its predictive 

capabiHt}^ 

3.6.2 Activation Function 

The role of an activation function is to combine the inputs being broadcast to a node 

from other nodes in a network. A typical activation function compresses the network 



activation impinging on a node between predetermined limits (Beardon, 1989)—usually a 

value between zero and one. 

During the learning process, the sigmoid unit is roughly linear for small weights (a 

net input near zero), but gets increasingly non-linear in response as it approaches its 

points of maximum curvature on either side of the midpoint. Thus, at the beginning of 

learning, when weights are small the system is mainly linear and seeking a linear solution. 

As the weights grow, the network becomes increasingly non-linear and begins to move 

toward a non linear solution to the problem. This linearity property makes the units 

more robust, and allows the network to reliably attain the same solution in repeated 

experimentation (Rumelhart et al., 1995). Thus, two different training sessions—using 

the same input data and randomly initialized weights—should consistently predict the 

same results. 

3.6.3 Neural Network Parameters 

The ability to train multi-layer networks is an important step toward building 

intelligent applications. Neural networks must learn their own representations, because 

it is not possible to program them by hand (Rich & Knight, 1991b; Rumelhart et al., 

1995). The optimization of neural network parameters is critical in order to achieve the 

best possible predictive ability. 

Five different parameters can be adjusted in the creation of a backpropagation neural 

network: hidden units, number of layers, learning rate, momentum, and number of 

epochs. The number of hidden units refers to the number of nodes plus a threshold 



node which are to be placed between the input and output vectors. Layers represents 

the number of layers of hidden units between the input and output vectors. Learning 

rate is the numeric value by which the weights between the input, hidden, and output 

layers are adjusted. Momentum is a parameter that can increase the pace of learning, 

potentially reducing the amount of time that it takes to train the network. The number 

of epochs refers to the number of times a data set is applied to the neural network for 

training, tuning, and testing. A more detailed explanation of each of these parameters 

and how they represent the customization of a neural network follows. 

3.6.3.1 Learning Rate 

Learning rate determines how much correction is used to correct the weighted 

connections between the network layers. Input/output pairs are given to the 

network, the error rate (the difference between actual and predicted output) is 

calculated, and "blame" is assigned to the weights that were "at fault" for the error. 

Since this adjustment value determines the change in the weighted connections, a 

large learning rate can learn faster than a slower one, but may have the tendency to 

skip over an optimal solution. 

3.6.3.2 Hidden Units 

Between the input and output pairs is one or more hidden layers of nodes. The 

existence of hidden units allows the network to develop complex feature detectors, 

or internal representations (Rich & Knight, 1991a). Predecessors to multi-layer 

networks were limited to simple one-layer networks involving only input and output 



units. There were no hidden units in these cases and no internal representation 

(Rmnelhart et al, 1994). The key to the effectiveness of the multi-layer network is 

that the hidden units learn to represent the input variables in a task dependent way 

(Rumelhart et a!., 1995)—the weights between the input, output, and hidden layers 

are specific to each application of the neural network. 

Only through empirical testing can the best number of hidden units in a hidden 

layer be determined, as there is no current theory to determine the best number of 

hidden units to approximate a given representation (http: / /www.faqs.org/fags/ai-

fag/neutal-nets/part3/section-9.html). The number of hidden layers that will result 

in the best representation function is more predictable. Essentially as the hidden 

layers in a neural network are increased, so does the complexity of the mathematical 

eqiiation that it approximates. If there is a linear relationship between the input and 

output layers, then no hidden layer is required. If the relationship is non-linear, a 

single layer can more readily represent the relationship (Hornik, Stinchcombe, & 

White, 1989). This is a departure from previous work by Lippmann (1987), where he 

concluded ".. .no more than three layers are required (two liidden layers and one 

output layer) in perceptron-like feed-forward nets, because a three-layer net can 

generate arbitrarily complex decision regions." 

3.6.3.3 Momentum 

As mentioned earlier, utilizing a momeintiim factor during the weight 

adjustment of the neural network can increase the speed of learning. This not only 

improves performance, it can also result in preventing a neural network from 
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slipping into local minima. This is due to the fact that the momentum factor tends 

to keep the weight changes moving in the same direction, allowing it to skip over 

local minima (Rich & Knight, 1991a). A potential problem when utilizing the 

momentum clement can result in poorer predictive capabilit\. The same process that 

enables momentum to avoid local rninima also creates the potential of skipping over 

the network's minimum potential mean squared standard error. 

3.6.3.4 Epochs 

The number of epochs, the times the data set is presented to the neural network, 

is determined by the point at which a neural network "converges" or the level at 

which its predictions will be the best. The data set is divided into two or three sets; 

the largest typically is represented by the training epoch. It is during the training 

epoch that the error is calculated and the weight adjustment takes place. It is during 

this portion of the epoch that the network "learns." Following the training epoch is 

a tuning and/or testing epoch. A different, smaller selection of the data set is selected 

and propagated through the network. Error is calculated and reported, bur there is 

no backpropagation of the weights (they remain unchanged). Tuning and testing 

epochs are used to simulate what output values the network would predict using the 

current weights. These steps are repeated until the network reaches "convergence." 

Convergence occurs when the network shows a minimum mean standard deviation 

during the tuning epoch. 



3.6.3.5 Training Data 

In order to properly tune the previously mentioned parameters and train the 

system to build its internal representation for prediction, training data is needed. As 

previously mentioned, neural networks are similar to statistical techniques like linear 

and non-linear regression analysis. When performing these types of analyses, a data 

set consisting of one or more independent variables is used to predict the value of 

one or more dependent variables. Similarly for the neural network, a training 

collection consisting of desired input -—••output mappings is required. Training 

consists of repeatedly presenting the training examples to the network (given a fixed 

set of parameters), and gradually changing the weights between the nodes in each 

layer (based on learning rate and momentum) so that the network will eventually 

compute the desired mappings (Miikkulainen, 1993). 

3.6.4 Linguistic Applications of Neural Networks 

Rumelhart and McClelland did some of the earliest work of linguistic classification 

using neural networks. Rumelhart and McClelland (1986) used a backpropagation neural 

network (BPNN) to identify the past tenses of English verbs. Benello, Mackie and 

Anderson (1989), Schutze (1993), and Schmid (1994) have also used neural networks for 

part-of-speech identification. Scheler (1996) used the lexical database WordNet, which 

was developed by Miller (1990). Scheler used this database to generate the independent 

variables for a "quick-prop" neural network (defined by Fahlman (1988)) to catch 
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grammar errors associated with improper determiner assignment. Palmer and Hearst 

(1997) used a BPNN to synchronize sentence boundaries in parallel multilingual corpora. 

Simple Recurrent Networks (SRN), a modified backpropagation neural network 

(BPNN), were originally proposed by Jain and Weber (1990). SRN's are specialized fully 

connected neural networks that have extra feedback loops from the hidden layer to the 

input layer. These feedback loops enable better analysis of natural language by allowing 

for the contextual processing of words as they are found in a sentence—sequentially. 

Jain used the system to assign words into phrases and another to assign phrases into 

thematic roles (1991). Servan-Schreiber, Cheeremans, and McClelland (1991) were able 

to teach an SRN a finite state grammar by training the system to predict the possible 

next elements in a sequence, given the relative syntactic position in a sentence. Klman 

(1991) was able to use an SRN to predict a context-free language with embedded clauses. 

The sequential processing nature of SRNs makes them a logical choice for the analysis of 

speech (spoken natural language) data as shown by Wermter and Weber (1997). 

Henderson and Lane (1998) used Simple Synchrony Networks (SSN) for syntactic 

parsing. SSNs are considered an extension of SRN. They have an extra mechanism, 

referred to as temporal synchrony variable bmding or TSVB, for processing the syntactic 

constituency. 

In the book, SubsymboUc Natural Language Processing (Miikkulainen, 1993), a 

neural network framework is developed for natural language processing. Miikkulainen 

describes the application of BPNNs to create a "distributed neural network model" for 

the purpose of determining the semantic meaning of words. Miikkulainen's sentence-



processing model was inspired by early semantic classification work by McClelland and 

Kawamoto (1986). Their primary goal was to create a system that could perform word 

sense disambiguation. 

An early question answering system using a neural network (NN) was developed by 

St. John and McClelland (1990). They used two BPNNs that feed into one another. 

The first is a sequential-input NN that processes the constituent phrases in a sentence to 

determine the "gestalt" or the hidden-layer representation. The second NN is a three-

layer network that is trained to answer questions about the sentence based on the 

thematic roles ascertained by the system. St. John (1992) extended this work to script-

based stories. 

Schiitze, Hull and Pedersen (1995) used an NN to do text categorization. In related 

work, Wiener, Pedersen, and Weigend (1995) used a neural network to do topic 

identification. Chen, Schuffels, and Orwig (1996) and Chen, Sewell, and Schatz (1998) 

have used a multi-dimensional neural network, Kohonen Self-Organizing Maps, to 

combine the text categorization with data visualization for document retrieval. Ruiz and 

Srinivasan (1998) used a counter-propagation NN (Kohonen—>Grossberg) to perform 

text categorization in the medical domain. The effect of the Grossberg layer in counter 

propagation networks, developed by Hecht-Nielsen (1987), is to refine the output from 

the Kohonen NN by generating the weighted sum of the Kohonen layer output. 



3.7 Medical NLP Applications 

For more than two decades, the National Library of Medicine (NLM) has had an 

ongoing project with the intent of improving medical informatics—the intersection of 

information technology and the different disciplines of medicine and health carc. More 

formally defined by van Bemmel and Musen (1997), Medical Informatics is the field of 

developing and assessing methods and systems for the acquisition, processing, and 

interpretation of patient data with the help of knowledge that is obtained by scientific 

research. Combining their own experts in the fields of information theory and 

computational linguistics with that of academic researchers funded through the program, 

they have helped refine medical information retrieval via their Unified Medical Language 

System (UMLS) project. 

NLM's UMLS project develops and distributes multi-purpose, electronic "Knowledge 

Sources" and associated lexical programs—something they refer to as "intellectual 

middleware" (UMLS, 2002). System developers are given access to the UMLS system in 

order to do research and enhance their medical informatics applications—particularly those 

that are focused on patient data, digital libraries, Web and bibliographic retrieval, natural 

language processing, and decision support systems. 

At the core of the UMLS system has been the development of a medical ontology, a 

thesaurus, and lexicon—all of which can be extremely helpful for developing tools for 

medical knowledge representation, information retrieval, and natural language processing 

applications. Interdependent with these systems are the Medical Subject Headings (MeSH®) 

associated with the NLM document collection. This controlled medical vocabulary is 



constantly maintained by subject specialists at the NLM, and is a building block of the 

UMLS system. MeSH consists of a set of terms or subject headings that are arranged in 

both an alphabetic and a hierarchical structure. There are more than 19,000 main headings 

in MeSH, and over a hundred thousand headings called "Supplementary Concept Records." 

There are also thousands of cross-references that assist in finding the most appropriate 

MeSH Heading (MeSH, 2000). 

More details on these knowledge sources are presented in the following section (6.1). 

Applications of UMLS as well as independent Medical Informatics research—in particular, 

those that employ NLP—are provided in Section 7.2. 

3.7.1 UMLS® Knowledge Sources 

The UMLS Knowledge Sources is made up of four components: the Metathesaurus, 

the Semantic Network, the SPECIALIST Lexicon, and the Information Sources Map. 

The most current UMLS is the January 2002 edition. The UMLS is based on several 

existing standard medical vocabularies. 

The Metathesaurus contains semantic information about biomedical concepts and 

terms from various controlled medical vocabularies and classifications. Manually created 

by the NLM, the Metathesaurus has captured special word relationships that are not 

available through statistically generated thesauri. For example, the Metathesaurus 

contains the following relationships: synonyms, parent terms, children terms, broader 

and narrower terms, and terms related in other ways (similar terms that are not 

synonyms). The Semantic Network is designed to provide a consistent categorization 
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of the semantic types to which all concepts in the Metathesaurus have been assigned. It 

captures hierarchical relationships, such as "is-a" and "inverse is-a" relationships, and 

non-hierarchical relationships, such as "spatially related to" and "functionally related to." 

In total, there are 132 semantic types and 53 relationships. 

The SPECIALIST Lexicon is an English language lexicon similar to The Wall 

Street Journal or the Brown Corpus except that it contains many biomedical terms that 

do not exist in either of these two sources. The current version contains approximately 

100,000 lexical records that map to 32,000 words. The Information Sources Map 

contains a database that describes biomedical information resources both inside and 

outside the NLM. Because of the increased availability of biomedical services on the 

WWW and the explosive growth of the Internet in general, NLM has focused a great 

deal of effort on the upgrade and development of a World Wide Web (WWW) JAVA 

interface (which supports CORB A-based communication) to the database. These tools 

can be used as building blocks for biomedical application developers. 

3.7.2 Medical Information Retrieval Using NLP 

Finding the appropriate MeSH terms to identify appropriate medical literature using 

existing search engines was identified as a problem by Cooper and Miller (1998). MeSH 

terms are the document keywords assigned by human indexers at the National Library of 

Medicine. Cooper and Miller created tools to extract noun phrases from the free text 

portion of a patient's medical record, in order to map these "relevant report concepts" to 

MeSH terminology for searching the online medical literature databases. Using botli 

lexical (PostDoc) and statistical (Pindex) tools, they were able to generate MeSH ternis 



that they referred to as a "controlled vocabulary of noun phrases." They reported that a 

hybrid of both techniques was able to extract 66% of the relevant concepts in the patient 

record and generated, on average, 71 terms per patient record. 

The approach taken in Chapter 4 of this thesis was to extract the relevant concepts 

from the free text in the documents, and allow searchers to choose from the MeSH and 

the noun phrases that occur in the literature itself. The study of this system, called the 

AZ Noun Phraser (AZNP), is reported elsewhere in (Tolle & Chen, 2000). Leroy, 

ToUe, and Chen extended this work in (T_.eroy et al., 2000) for usage in query expansion. 

They used the AZNP to extract key concepts from user queries against the 

CANCERLIT medical literature database. They were able to perform precision query 

expansion by using an automatic index (generated from the CANCERLIT collection 

with phrases extracted via the AZNP), the UMLS Metathesaurus, and WordNet. In 

related work, Jacquemin was able to perform term acquisition of multi-word terms 

(phrases) using an NLP parser in the medical domain (Jacquemin, 1996). The system, 

FASTR, is able to automatically generate term variant rules by parsing through large 

medical terminology lists. His results show that terms sharing syntactic and semantic 

similarity are highly correlated, although the mechanism can infrequently overgenerate 

incorrect variations of the original term. 

Similar in some respects to the work in this dissertation is work by Soderland, Fisher, 

Aseltinc, and Lernert (1996). They use an inductive learning mechanism to identify 

correlations between diagnoses and the presence or absence of ccrtain signs or 

symptoms (e.g., nausea) in medical discharge reports. In comparison to the UMLS 



system, their system retrieved a larger set of relevant documents. Overall their results 

look promising, albeit a bit lower than the accuracy of most of the participants in 

Message Understanding Conference. 
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CHAPTER 4 

COMPARING NOUN PHRASING TECHNIQUES FOR USE AS 
MEDICAL DIGITAL LIBRARY TOOLS 

The experiment described in this chapter was designed to test a natural language 

processing (NLP) tool called the AZ Noun Phraser that was developed to improve key 

phrase extraction from medical text. In this chapter, the AZ Noun Phraser's performance 

was compared with those of other phrase generation techniques: automatic indexing, MIT's 

Chopper, and LingSoft's NPtool. Different versions of the AZ Noun Phraser were also 

compared: versions with a standard set of corpus-based dictionaries, and versions where 

these dictionaries were combined with the SPECIALIST Lexicon from the National Library 

of Medicine (NLM). 

The AZ Noun Phraser (AZNP) is a shallow parsing system that relies on a lexicon and a 

set of grammar rules to properly identify noun phrases in text. To determine to what degree 

a specialized lexicon would improve the system's accuracy, several tests were run with both a 

general lexicon and one that included the National Library of Medicine's SPECIALIST 

Lexicon. 

1 his chapter is organized as follows: Section 4.1 describes the experimental design 

research questions and the metrics used for evaluation. Section 4.2 is a discussion of the 

results of the experimentation. This is followed by conclusions and a discussion of plans for 

future research. 



4.1 Experiment Details and Metrics 

The following section discusses the testing and analysis phases of a study conducted to 

evaluate noun-phrasing tools. Presented first are the research questions addressed in this 

study, followed by a description of the test collection and the phrasing tools used for these 

experiments. 

4.1.1 Research Questions 

Several research questions were addressed in these experiments: 

1. Determine how the AZ Noun Phraser measured up to other phrasing techniques 

at isolating "relevant" noun phrases from medical abstracts. Would it have 

equivalent or better accuracy as measured by recall and precision metrics? 

2. Determine if interim phrasing (the generation of longest phrase plus any internal 

noun phrases) would have an effect on the generation of relevant noun phrases 

from medical abstracts. 

3. Determine if the SPECIALIST Lexicon would further improve the AZ Noun 

Phraser's ability to generate relevant noun phrases from medical abstracts. 

4. Determine if the AZ Noun Phraser could successfully be used to process a large-

scale document collection. 

The results for the first research question are described in Sections 4.2.1 and 4.2.2. 

The results for the second and third research questions are described in Sections 4.2.3 

and 4.2.4 respectively. The final research question results are described in Section 4.2.7. 



Sections 4.2.5 and 4.2.6 discuss generalizability of the results and overlap analysis (how 

much overlap existed between the phrases generated by the different techniques). 

4.1.2 Test Collection 

The experiment used a portion of the CANCERLIT literature databank provided by 

the National Cancer Institute (NCI). CANCERLIT is a comprehensive archival file of 

more than 1,000,000 bibliographic records (most with abstracts) describing cancer 

research results published over the past 30 years. Approximately 200 core journals 

contribute the bulk of the records in this database. Other information is derived frotn 

proceedings of meetings, government reports, symposia reports, theses, and selected 

monographs. The database is updated monthly to provide a comprehensive, up-to-date 

resource of published cancer research results. NCI estimates that the collection 

increases by more than 70,000 abstracts each year. 

Record format is standard and includes the following fields: authors, contact 

information, MeSH headings, document source, document title, and abstract. Pre-

formulated searches for more than 80 clinical topics are updated and available on the 

Web site. The complete CANCERLI T database is now searchable on the Web at: 

(http://cnetdb.nci.nih.gov/canlit.htm). It is also available through the National Library 

of Medicine and a variety of commercial database vendors, some of which also offer a 

CD-ROM product (http:// www.nci.nih.g()v/canlit/canlit.htm). The portion of the 

CANCERLIT collection that was used contained 714,451 of the most recent records at 

the time of download and required 1.1 gigabytes of storage space. 

http://cnetdb.nci.nih.gov/canlit.htm
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4.1.3 Phrasers 

As part of an effort to improve information retrieval (IR) of text documents, the AZ 

Noun Phraser was created as an adjunct to existing concept space IR and term 

suggestion tools. A commonly employed phrase generation technique is automatic 

indexing, which has been shown to retrieve a high number of relevant documents (high 

recall), but also retrieves numerous non-relevant documents resulting in low precision 

(Chen, Martinez, Kirchhoff, Ng, & Schatz, 1998). It was hoped that better precision 

might be achieved via natural language processing (NLP) techniques—noun phrasing in 

particular. 

Using noun phrases makes it possible to search for terms in the context of the free 

text in which they are found (I'olle, 1997). This has a distinct advantage over the most 

commonly used IR technique, keyword searching, in which improvement in 

performance is not possible beyond a certain point referred to as the "keyword barrier" 

(Mauldin, 1991). Since keywords (single terms often identified by the author or a 

domain expert to represent the document's content) can appear in many contexts, using 

them for information retrieval often results in o\'er-retrieval—retrieval of documents 

that contain the term, but not in the right context. 

The experiment reported on in this chapter also compared a phrasing (not noun 

phrasing) technique called Chopper, a commercial noun phrasing technique called 

NPtool, automatic indexing, and four different versions of the AZ Noun Phraser. In the 

subsection below is a brief description, along with sample output from each of the tools 

generated using a common medical abstract. In the interest of space, only a subset of 
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the phrases generated by each tool is shown in Figures 4.1, 4.2, 4.3 and 4.6. A summary 

of the different techniques tested can be found in Table 4.1. 

Phraser Description Phrase Type 

Chopper 
Machine Understanding 
Group, MIT 

All types of phrases 

NPtool 
Commercially developed 
by LinqSoft 

Noun phrases; "best" 
and interim 

Automatic Indexing 
AI Lab Phrase 
Generation tool 

All types of phrases; 
"best" and interim 

AZ Houn Phraser I Generic Noun Phraser 
Noun phrases; "best" 
only 

AZ Noun Phraser II 
Noun Phraser with 
SPECIALIST Lexicon 

Noun phrases: "best" 
only 

AZ Noun Phraser III Generic Noun Phraser 
Noun phrases: "best" 
and interim 

AZ Noun Phraser IV 
Noun Phraser with 
SPECIALIST Lexicon 

Noun phrases: "best 
and interim 

Table 4.1: Phrase Generation Techniques Tested 

4.1.3.1 Chopper 

Chopper is a natural language analysis engine, developed by the Machine 

Understanding Group at the MIT Media Laboratory under the direction of Dr. Ken 

Haase. Few publications explaining how Chopper works are currently available. 

However, the tool's ability to break sentences into phrases and identify ones headed 

by a noun qualified Chopper as a candidate for this experiment. Preliminary tests to 

determine its ability to correctly isolate nouns in the highly technical text of the 

National Library of Medicine's TOXLINE abstracts looked very promising. 

However, since the testing was to determine which of the tools was best at locating 

noun phrases. Chopper—which categorizes all types of phrases—was at a distinct 

disadvantage against tools developed for that specific purpose. 

One of Chopper's advantages is that text can be submitted with no need for 

special processing such as tokenization (the separation of punctuation and symbols 



from the words), before phrase generation can take place. This can also be a 

disadvantage since the lack of tokenization results in problems with classifying words 

containing punctuation (e.g., c.elegans). Chopper lists non-noun phrases, verb 

phrases, prepositional phrases, etc.; so an associated problem is that phrases contain 

every word in the submitted text. Words are even repeated where necessary to 

generate complete phrases. An example of Chopper's output is shown in I'igure 4.1. 

"These abnormalities included either multiple second polar bodies (PB2), 
and/or multiple small female pronuclei (PH), or meiotic arrest." is 
parsed into: 
1. These (DETERMINER these) abnormalities (NOUN abnormality) 
2. included (VERB include) either (CONJUNCTION) 
3. either (CONJUNCTION) multiple (ADJECTIVE) second (ADJECTIVE) polar 
(ADJECTIVE) bodies (PLURAL-NOUN body) 
4. PB2 (PLACE-NAME pb2) , (,) and (CONJUNCTION) or (CONJUNCTION) 
5. , (,) and (CONJUNCTION) or (CONJUNCTION) multiple (ADJECTIVE) small 
(ADJECTIVE) female (ADJECTIVE) pronuclei (NOON pronucleus) 
6. PN (PROPER-NAME it pn) 
7. or (CONJUNCTION) meiotic (NOUN) 
8. arrest (VERB) 

Figure 4.1: Single Sentence Ootput from Chopper 

Phrases include all parts of speech; determiners, conjunctions, etc. For the 

purposes of this experiment, these words were considered extraneous information. 

During testing. Chopper also appeared to drop sections and in some cases reported 

only the beginning of the submitted abstracts (i.e., it encountered a term it could not 

process and stopped). Another potential integration problem is that the lexicon may 

be difficult or impossible to update with medical terms. However, even without the 

ability to incorporate medical terminology. Chopper's sophisticated part-of-speech 

tagger produced good results identifying parts of speech in abstracts from the 

National Library of Medicine's TOXLINE literature databank (Tolle, 1997). 
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4.1.3.2 Automatic Indexing - -

At the University of Arizona, automatic indexing has been used extensively to 

extract concepts from textual data. Experiments in a variety of domains, from the 

Internet (Chen et al., 1996) to the IN SPEC scientific engineering abstract collection 

(Chen, Martinez et al., 1998), have been conducted. These experiments have shown 

the usefulness of this technique in thesaurus generation. The Automadc Indexing 

application parses input files by combining adjacent words into phrases using 

punctuation and stopwords as 

phrase delimiters. Due to the 

application's inability to assign parts-

of-speech to a word, it generates 

phrases by making multiple passes 

through the stopword list and 

applies hard-coded word adjacency 

rules. This is followed by word 

stemming, and finally, by term-phrase formation. 

Automatic indexing has been quite useful for replacing human indexers when the 

number of files to be processed is extremely large. The greatest problem associated 

with the tool is low precision in information retrieval results, compared with human 

indexer terms. It is for this reason that natural language parsing generation tools are 

being investigated as a replacement for this application. A subset of the output from 

Automatic Indexing can be found in 1 • igure 4.2. 

IVF 
Immunofluorescence 
Immunofluorescence analysis 
Immunofluorescence analysis of microtubules 
MBC 
MBC administered 
MBC disrupted 
MBC disrupted spindle 
MBC disrupted spindle MTs 
MBC exposure 
MTs 
Numerical 
Numerical chrom.osome 
Numerical chromosome analysis 
analysis 
analysis of microtubules 
aneuploidy 

Figure 4.2: A Subset of Output from Automatic 
Indexing of a Medical Abstract 
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4.1.3.3 NPtool 

NPtool, a commercially available noun phrase detector, relies on rule-based 

disambiguation instead of statistical/stochastic methods to determine part-of-speech 

(Voutilainen, 1997). Dr. Atro Voutiilainen originally developed NPtool at the 

Department of General Linguistics at 

Helsinki University, using Karlsson's 1,100 

disambiguation rules and constraint 

grammar formalism. LingSoft, a Finnish 

company, is the current distributor of 

NPtool. 

NPtool lists words with associated 

parts of speech and indicates to which 

phrase the word belongs. Word output is 

normalized (input terms are returned as 

root words and all output is lowcrcase). 

Phrases that the designers consider 

irrelevant such as "in spite of and "in 

addition to" are removed. The final 

output is a list of noun phrases and an indication of how certain the tool is of the 

output (Arppe, 1995) — "?"= uncertain and "OK" = certain as shown in Figure 4.3. 

The major advantage of NPtool is its ability to locate noun phrases. Also, unlike 

Chopper and the AZ Noun Phraser, it not only lists the "best" choice for the noun 

OK ivf 
OK infertility 
OK induction of zygotic aneuploidy 
OK in=vitro technique 
OK in=vitro fertilization 
OK iitimunofluorescence analysis of 
microtubule 
OK identical morphological 
abnormality 
OK hamster 
OK fertilization 
OK exposure to mbc 
OK exposure 
OK embryo development 
OK embryo 
OK effect of mbc 
OK early pregnancy loss 
OK day 
OK cellular aspect of fertilization 
OK carbendazim 
OK aneuploidy 
OK abnormality 
? zygote 
? two-cell stage 
? two-cell 
? polar body 
? point to two mechanism 
? peri-fertilization mbc 
? peri-fertilization 
? multiple second polar body 
? multiple pb with multiple female pn 
? multiple pb with multiple female 
? multiple female pn 
? multiple female 
? mechanism 

Figure 4.3: A Subset of Phrases Generated 
from a Medical Abstract by NPtool 



phrase ("OK"), if also lists other possible options ("?"). In evaluation of the tool, it 

could be concluded that restricting comparison to the best choice should improve 

the NPtool's precision in the experiment, since only the most accurate phrases are 

reported as "OK". Including other potential noun phrases should improv e recall, 

since more phrases would be generated, and thus be considered as valid. 

Alternatively, including more phrases—especially ones the tool suggests arc not the 

"best" possible phrases—would introduce "noise" and reduce precision. For this 

experiment, only the "OK" choices were evaluated. Like Chopper, NPtool also did 

nor require pre-tokenization of input. 

A potential problem associated with the normalization of the output to lowercase 

is that it could cause phrase-matching problems. For instance, "single strain breaks" 

which is typically represented by the acronym 'SSBs' would be returned from NPtool 

as 'ssbs' a term with little or no value to the user. 

The greatest disadvantage of NPtool is that it is a commercial product and 

source code is not freely available. This makes it difficult to integrate the tool with 

existing applications, and impossible to alter it in the future. Updates must come 

from the software developer. Also, there are monetary and availability 

considerations associated with commercially developed software. 

4.1.3.4 AZ Noun Phraser • -

The AZ Noun Phraser (AZNP) was designed to extract high-quality phrases 

from textual data. It is made up of three main components: a tokenizer, a tagger. 



and a noun phrase generator. The tokcnizer module is designed to take raw text 

input and create output that conforms to the UPenn Treebank word tokenization 

rules. Its task is to separate all punctuation and symbols from text without 

interfering with textual content. The tool operates on both plain text and SGML 

tagged files. Sample output from tokenization is shown in Figure 4.4. 

Before tokenization: 
Immunofluorescence analysis of microtubules (MTs) confirmed that MBC 
disrupted spindle MTs during IVF. Numerical chromosome analysis revealed 
that a single dose of MBC administered during in vivo fertilization 
induced aneuploidy in the resulting pronuclear-stage zygotes. The present 
data point to two mechanisms by which peri-fertilization MBC exposure may 
induce early pregnancy loss: 1) arrested meiosis with no zygotic 
cleavage; or 2) induction of zygotic aneuploidy with subsequent 
developmental arrest. 
Af ter tokeni sation: 
Immunofluorescence analysis of microtubules { MTs ) confirmed that MBC 
disrupted spindle MTs during IVF . Numerical chromosome analysis revealed 
that a single dose of MBC administered during in vivo fertilization 
induced aneuploidy in the resulting pronuclear-stage zygotes . The 
present data point to two mechanisms by which peri-fertilization MBC 
exposure may induce early pregnancy loss : 1 ) arrested meiosis with no 
zygotic cleavage, or 2 ) induction of zygotic aneuploidy with subsequent 
developmental arrest . 

Figure 4.4: Tokenization of a Paragraph of a Medical Abstract by AZ Noun Phraser 

The tagger module of the AZNP is a significantly revised version of the Brill 

tagger (BriU, 1993). The Brill tagger—generally considered to be one of the more 

robust part-of-speech taggers—^is rule-based and trainable, relying on error-diiven 

learning to improve its accuracy. The initial implementation of the AZNP included 

two existing general domain lexica: The Wall Street Journal Corpus and the Brown 

Corpus. Two later versions that included the SPECL\LIST Lexicon from the 

National Library of Medicine were tested to determine the performance gain of 

adding a domain-specific lexicon. Figure 4.5 shows the output generated by the 

tagger. 



84 

After Tagging 
Iininunofluorescence/JJ analysis/NN of/IN microtubules/NNS (/( MTs/NNP 
)/SYM confirmed/VBD that/IN MBC/NNP disrupted/VBD spindle/NN MTs/NNP 
during/IN IVF/NNP ./. Numerical/NNP chromosome/NN analysis/NN 
revealed/VBD that/IN a/DT single/JJ dose/NN of/IN MBC/ NNP 
administered/VBD during/IN in/IN viwo/NN fertilization/NN induced/VBD 
aneuploidy/NN in/IN the/DT resuiting/VBG pronuclear-stage/JJ zygotes/NNS 
./. The/DT present/JJ data/NNS point/VBP to/TO two/CD mechanisms/NNS 
by/IN which/WDT peri-fertilization/NNP MBC/NNP exposure/NN may/MD 
induce/VB early/JJ pregnancy/NN loss/NN :/: 1/CD )/SYM arrested/VBN 
meiosis/NN with/IN no/DT zygotic/JJ cleavage/NN ;/: or/CC 2/CD )/SYM 
induction/NN of/IN zygotic/JJ aneuploidy/NN with/IN subsequent/JJ 
developmental/JJ arrest/NN ./. 

Figure 4.5: Part of Speech Tagging of a Paragraph from a Medical Abstract by AZ 
Noun Phraser 

In an effort to make the tool able to handle large textual collections, an extensive 

effort was required to rewrite the tagger to enable the tool to operate in a wider 

variety of environments (NT, Solaris, IRIX).- Memory and CPU usage were 

dramatically decreased without affecting the part-of-speech tagging output. 

The third major component of the AZ Noun Phraser is the phrase generation 

module, which converts the words and associated part-of-speech tags generated by 

the tagger into noun phrases. The phraser utilizes a pattern-matching algorithm to 

isolate phrases from the tagged 

text. Two of the versions of the 

noun phraser generated only the 

longest possible phrase. Two of 

the versions generated both the 

longest phrase and all possible 

interim phrases. The aim was to 

create a direct comparison among 

Immunofluorescence analysis of microtubules 
MTs 
MBC 
spindle MTs 
IVF 
Numerical chromosome analysis 
single dose of MBC 
vivo fertilization 
aneuploidy 
pronuclear-stage zygotes 
present data 
mechanisms 
peri-fertilization MBC exposure 
early pregnancy loss 
meiosis 
zygotic cleavage 
induction of zygotic aneuploidy 
subsequent developmental arrest 

Figure 4.6: Phrase Output from AZ Noun Phraser 
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the AZ Noun Phraser, NPtool, and automatic indexing, each of which also generates 

all phrases, not just the longest possible phrase. An example of the phrases 

generated from the tagged text above appears in Figure 4.6. 

4.1.4 Experimental Design 

The 19 subjects who participated in the study were required to be familiar with 

medical terminology, particularly cancer literature. The subjects were medical librarians, 

doctors, medical students, and researchers. A cross-section of medical terminology 

experts was intentionally chosen to avoid limiting the findings to a single cohesive group, 

thus destroying external validity. The 25 paid subjects were recruited from the Arizona 

Cancer Center (AZCC), the University of Arizona College of Medicine, and the 

University of Arizona Health Sciences Library. However, six subjects were dropped 

during the study—two for submitting incomplete packets and three for not following the 

instructions. The sixth subject, an AZCC medical technician, was dropped from the 

study during the submission of this work for publication, due to reviewer concerns about 

the individual's knowledge of medical terminology (based on education). 

Ten abstracts were randomly selected from the portion of the CANCERLIT 

collection. Each phrase extraction tool processed each abstract. The lists of phrases 

from the different techniques were ordered alphabetically and combined into a single Est 

with dupKcates removed. These lists were paired with the abstracts to create the subject 

test packets. The order of the abstracts in the packets was randomly assigned using a 

pseudo-random number generator to avoid problems associated with learning and/or 

subject fatigue. The instructions that accompanied the packet directed the subjects to 



read the abstracts one at a time and choose "relevant" representative phrases from the 

associated list. They were instructed to complete phrase selection for each abstract 

before proceeding to the next. During the experiment, subjects were allowed to look at 

the abstract when selecting phrases. Although no time limit for completing the packet 

assignment was imposed, most subjects were able to complete the experiment in 1 hour. 

The total number of phrases generated was 1415 unique phrases—approximately 140 

per abstract. 

4.1.5 Relevance Assessment . 

Subjects were expected to have biases regarding what is considered relevant to the 

experiment. To minimize this effect, they were given specific instructions. Relevance 

was defined to the subjects using the following text: 

1. Relevant: Highly relevant phrases are ones that best represent the topic covered 

in the text of the document. For example, a document on hunting dogs might 

contain the following relevant phrases: "bird hunting" or "Labrador retriever." 

2. Not Relevant: Not relevant phrases are ones that are not closely related to the 

topic. Phrases such as "water bottle" or "sunny day" would be considered not 

relevant. Even though these phrases may appear in a document about hunting 

dogs and are weE-formed phrases, they are not representative of the topic. 

3. Error; Error phrases are malformed or incomplete. For instance, the phrases 

"bradore Retri" or "the dog was" would be considered errors. 



To avoid experimental bias, these instructions were reviewed and revised by a social 

scientist, a librarian, and a medical professional prior to conducting the experiment. A 

pilot study was also conducted using a different test collectioti, to make sure the 

instructions were interpreted as they were intended. 

4.1.6 Evaluation Metrics 

In information retrieval experiments, the most commonly used evaluation techniques 

are recall and precision or some derivative of these metrics (Harter, 1996), (Hersh, 1996). 

Recall is the extent to which known "relevant" phrases are generated 

(comprehensiveness), and precision represents how well the generation of non-relevant 

phrases is suppressed (accuracy). 

As defined by Hersh (1996), recall (R) is the proportion of relevant documents (or 

phrases) selected from the collection. It is calculated using the formula below: 

Relative recall is often used as an evaluation technique when the size of a collection 

^ Number of relevant phrases generated 

Number of relevant phrases In the collection 

is too large to determine the total number of relevant phrases. Researchers also use it to 

avoid problems associated with disparate cognitive evaluation of relevance by expert 

subjects (Hersh, 1996). It has been shown that subjects frequently do not agree on 

"relevance" for reasons ranging from bias to task difficulty (Harter, 1996). To avoid 

these problems, a modified relative recall was used—referred to herein as subject recall 

(SR). SR is calculated as follows: 
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Number of phrases generated by an NLP tool which are selected as relevant by a subject 
SR — ~~~ ^ ~~~ ^ ~~~ " 

Total number of phrases selected as relevant by a subject 

Precision (P) is the proporfiou of relevant phrases in the search and was calculated as 

follows: 

^ Number of phrases generated by an NLP tool which are selected as relevant by a subject 

Total number of phrases generated by an NLP fool 

Recall and precision are often considered to be conflicting goals, since typically as 

the number of phrases generated increases, the higher the percentage of recall and the 

lower the percentage of precision—a result which is supported by the findings in this 

chapter. Maximizing recall results in the document retrieval set being comprehensive; 

thus, you are less likely to miss a relevant document. This is particularly useful if one 

were doing a literature review of a particular topic. Maximization of precision results in 

a set of documents that contains few non-relevant documents. If one is seeking an 

answer to a particular question, the first relevant document will often suffice, so 

minimization of the non-relevant documents is most helpful. 

4.2 Results and Analysis 

In this section, the results of the experimentation are presented. Section 4.2.1 presents 

the comparison of all of the phrase generation tools, followed by a comparison of the tools 

that generate interim phrases in addition to the longest phrase in Section 4.2.2. In Section 

4.2.3 the different versions of the AZ Noun Phraser were compared in order to determine 

which version test subjects preferred. Finally, a pair-wise comparison of the effects of 



including the SPECIALIST Lexicon in the AZ Noun Phraser is discussed in Section 4.2.4. 

Pet reviewer request, Section 4.2.5 discusses the issue of generalizability of the results. 

Section 4.2.6 was performed in order to determine hbw similar the techniques are in the 

extraction of noun phrases. Section 4.2.7 addresses the final research question on the 

scalability of the technique, and compares the performance to Automatic Indexing. 

4.2.1 Comparison of All NLP Tools 

The results show a significant accuracy difference among the NLP tools. The 

statistical analysis of this result can be seen in Table 4.2 and Figure 4.7. Table 4.2 is a 

summary of the one-way analysis of variance shown in Figure 4.7. 

Technique Recall Precision 
Chopper 12.90% 6.95% 
NPtool 71.74% 34.32% 

Automatic Indexing 60.00% 34.90% 
AZNP I 37.31% 39.05% 
AZNP II 39'. 79% 40.00% 
AZNP III 51.16% 35.05% 
AZNP IV 51.53% 36.00% 

Table 4.2: Summaty of Recall and Precision Results 

In Table 4.2 you can see the marked difference in recall among the different 

techniques. The recall values range from 71.74% (NPtool) to 12.9% (Chopper). 

Precision ranged to a much lower degree, with a high of 40% (AZNP II) and a low of 

6.95% (Chopper). 

One very clear result from this summary table is that Chopper's results were 

dramatically different from those of the other phrase generation tools. Both recall and 

precision values for Chopper were significantly lower than those for all other techniques. 

This result was not surprising; ( "hopper is not specifically a "noun phrase" generation 
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tool. One possible interpretation of this result is that NLP tools that produce noun 

phrases arc preferable to more general phrase generation tools—even when the 

comparison is limited to just the noun phrases they produce. 

One-way Analysis of Variance: Recall 

Source DF ss MS F P 
Factor 6 4 03681 0. 67280 200.60 0.000 
Error 126 0 42260 0. 00335 
Total 132 4 45941 

Individual 95% CIs For Mean 
Based on Pooled StDev 

Level N Mean StDev - + +- --- ..} 1-_ 
Chopper 19 0 12895 0. 02942 ( * - )  

NPtool 19 0 71737 0. 04134 ( * )  

Autolndex 19 0 60000 0 07087 * )  

ftZNPI 19 0 37316 0. 03902 ( - * )  

AZNPII 19 0 39789 0 04117 ( * )  

aZNPIII 19 0 .51158 0 07869 ( - *  

AZNPIV 19 0 .51526 0 08044 ( - *  

Pooled StDev = 0 05791 0.20 0.40 0 60 0.80 
One-way Analysis of Variance: Precision 

Source DF SS MS F P 
Factor 6 1 .48144 0 24691 24.73 0.000 
Error 126 1 .25787 0 00998 
Total 132 2 .73931 

Individual 95% CIs For Mean 
Based on Pooled StDev 

Level N Mean StDev -1- -+ --- + 
Chopper 19 0 .06947 0 03257 — * — ) 

NPtool 19 0 .34316 0 09736 ( -—  *  — )  

Autolodex 19 0 34895 0 09910 ( -—  *  —  

AZNPI 19 0 .39053 0 11726 ( -  —  *  —  )  

AZNPII 19 0 .40000 0 11377 ( — * -  —  )  

AZNPIII 19 0 .35053 0 10804 ( - —  *  —  )  

AZNPIV 19 0 .36000 0 10562 — * — ) 

Pooled StDev = 0 .09992 0.12 0 24 0.36 

Figure 4.7: Analysis of Variance for Subject Recall and Precision 

Figure 4.7 shows the one-way analysis of variance for all of the phrase generation 

techniques. The top half of Figure 4.7 is the collective recall results, and the bottom half 

is the collective results for precision. A more detailed description of the recall and 

precision results are in Sections 4.2.1.1 and 4.2.1.2, respectively. 
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4.2.1.1 Recall 

The technique with the highest recall value was NPtool with a mean recall 

value of 71.74%. This indicates that NPtool was able to generate more phrases that 

the subjects considered to be relevant, in comparison with the other techniques. The 

next highest recall scores are Automatic Indexing (60%) and the AZNP versions III 

and IV (51.16% and 51.53%, respectively) as shown in Table 4.2. 

Not surprisingly, the techniques with the highest mean recall produced the 

largest number of phrases; 600 (NPtool), 511 (Automatic Indexing), 633 (AZNP III) 

and 623 (AZNP IV); compared with 265 and 273 (AZNP versions I and II). It is 

common result that tools that generate more phrases are more likely to generate 

more phrases that are relevant. 

The overall assessment of the results shown in the top half of Figure 4.7 is that 

the phrase generation techniques are quite different with a statistically significant p 

value that is too small to register (p=0.000). It also shows that there is only a small 

amount of deviation in the 19 subjects' assessment of these techniques—subjects 

rated the techniques similarly. Standard deviations for recall ranged from just 3% 

(Chopper = 0.02942) to 8% (AZNP IV 0.08044). A more detailed analysis of 

agreement among raters will be discussed in Section 4.2.5. 

4.2.1.2 Precision 

Precision was higher for the tools that generated fewer phrases, AZ Noun 

Phraser I (AZNPI and AZNPII, longest phrase generation only; used Brown and 
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WSJ Corpora) and AZNP II (longest phrase generation only; used Brown, WSJ, and 

the SPECIALIST Lexicon). This indicated that test subjects considered a higher 

percentage of the phrases generated by these tools to be "relevant." An alternate way 

of looldng at this result is to say that these tools generated fewer phrases that were of 

no search value, and therefore would have reduced the effectiveness of information 

retrieval. 

Consistent with the recall results, the highest precision values were generated by 

the tools that produced the fewest phrases (AZNP I at 265; AZNP II at 273). The 

generation of more phrases can negatively impact precision, as not all the phrases 

that are generated are necessarily relevant. 

The overall assessment of the results shown in the bottom half of Figure 4.7 is 

consistent with the top half: the phrase generation techniques are different with 

statistical significance (p=0.000). However, there was a slightly higher standard 

deviation in the 19 subjects' assessment of precision. The standard deviation of a 

subject's evaluation of the tools was in the 10% to 12% range, with the exception of 

Chopper at 3% (0.03257). This indicates that the respondents scored the techniques 

with slightly higher differentiation for precision than they did for recall. 

4.2.2 Comparison of Interim Noun Phrase Generation Tools 

There was little difference between the mean precision values of the interim phrase 

generation tools. As previously mentioned, several of the tools generate not just the 

longest phrase, but also interim phrases. Of these tools—NPtool, automatic indexing. 



AZNP 111, and AZNP IV—AZNP IV had the best precision at 36% (0.36). However, 

there was no statistically significant difference between this tool and the other tools (p = 

0.966). The bottom half of Figure 4.8 shows that all the tools are closely in line with one 

another. 

One-way Analysis of Variance: Recall 

Source SB MS 
Factor 3 0, .53192 0 , .17731 36.57 0.000 
Error 72 0, .34909 0, .00485 
Total 75 0, ,88102 

Individual 95% CIS For Mean 
Based on Pooled StDev 

Level N Mean StDev 
NPtool 19 0, .71737 0 , .04134 
Autolndex 19 0, .60000 0, .07087 (  — *  — )  

AZNPIII 19 0, .51158 0, .07869 
AZNPIV 19 0, .51526 0, ,08044 ( — *  — )  

Pooled StDev = 0.06963 0.480 0.560 

— )  

0.640 0.720 

One-way Analysis of Variance; Precision 

Source DF SS MS F •• P 
Factor 3 0 0028 0 0009 0.09 0.966 
Error 72 0 7583 0 0105 
Total 75 0 7611 

Individual 95% CIS For Mean 

N 
19 

Level 
NPtool 
Autolndex 19 
AZNPIII 19 
AZKPIV 19 

Mean 
0.3432 
0.3489 
0.3505 
0.3600 

Pooled StDev = 0.1026 

Based on Pooled StDev 
StDev --+ h + 
0.0974 ( * 
0.0991 ( * 
0.1080 ( * 
0 .1056 ( — 

0.300 0.330 0.360 0.390 

Figure 4.8: Recall and Precision Comparison of Interim Phrase Generation Tools 

The recall values for these tools showed statistical significance with a p value too 

small to register (p = 0.000). NPtool is markedly better than the other approaches, with 

a mean recall value of 72% (0.71737) as shown in the top half of Figure 4.8. The 

standard deviation in the subjects' evaluation of the tools ranged from 10% (0.0974) to 

11% (0.1080), 
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4.2.3 Comparison of A2 Noun Phraser Versions 

Highest recall was generated by AZNP versions III and IV; precision was highest on 

AZNP versions I and II. This result is not unanticipated. As previously described, tools 

that generate more phrases tend to have higher recall, and those that generated fewer 

tend to have higher precision. This result is shown in the one-way analysis of variance 

provided in Figure 4.9. 

One-way Analysis of Variance: Recall 

Source DF SS MS 
Factor 3 0, .31673 0. 10558 26.59 0.000 
Error 72 0 , .28585 0 . ,00397 
Total 75 0, .60258 

Individual 95% CIs For 
Based on Pooled StDev 

Level N Mean StDev + + 
AZNPI 19 0 .37316 0. .03902 { * ) 
AZNPII 19 0 .39789 0, ,04117 { * ) 
AZNPIII 19 0 .51158 0, , 07869 
AZNPIV 19 0 .51526 0, .08044 

Pooled StDev 0.05301 0.360 0.420 

+ 

0.480 

— )  

0.540 
One-way Analysis of Variance: Precision 

Source DF SS 
Factor 3 0 0321 
Error 72 0 8914 
Total 75 0 9235 

Level N Mean 
AZNPI 19 0 3905 
AZNPII 19 0 4000 
AZNPIII 19 0 3505 
AZNPIV 19 0 3600 

MS F 
0.0107 0.86 
0.0124 

P 
0.464 

Pooled StDev 0.1113 

Individual 95% CIs For Mean 
Based on Pooled StDev 

StDev -+ -I + + 
0.1173 ( * ) 
0.1138 . - ( * ) 
0.1080 ( * ) 
0.1056 ( * ) 

0.300 0.350 0.400 0.450 

Figure 4.9; Recall and Precision Comparison of AZNP Versions 

The versions that generated interim phrases (AZNP III and AZNP FV) performed 

better with statistical significance (p = 0.000) on recall than the original AZ Noun 

Phraser, both with and without the SPECIALIST Lexicon (AZNP I and AZNP II). 

However, the latter performed better than the former for precision, although this result 

lacked statistical significance (p = 0.464). In deciding which version of the AZ Noun 
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Phraser will best suit a particular application, one must decide whether the goal is to 

optimize precision or recall. 

4.2.4 Effect of the SPECIALIST Lexicon 

The SPECIALIST Lexicon improved both recall and precision for medical journal 

abstracts. To address the research question regarding the SPECIALIST Lexicon, 

different versions of the AZ Noun Phraser were compared in pairs—those with interim 

phrasing and those without. Figure 4.10 shows the comparison of the two versions of 

the regukr AZ Noun Phraser(no interim phrases) via a one- way analysis of variance. 

AZNP I uses the generic lexica and AZNP II has the addition of the SPECIALIST 

Lexicon. Figure 4.11 provides the results of the versions of the AZ Noun Phraserthat 

generate interim phrases. AZNP III uses the generic lexica and AZNP IV uses the 

SPECIALIST Lexicon. 

One-way Analysis of Variance: Recall 

Source 
Factor 
Error 
Total 

Level 
aZNPI 
AZNPII 

DF 
1 
36 
37 

N 
19 
19 

Pooled StDev 

SS 
0.00581 
0.05793 
0.06374 

Mean 
0.37316 
0.39789 

0.04011 

MS 
0.00581 
0.00161 

F 
.61 

P 
0.055 

Individual 95% CIs For Mean 
Based on Pooled StDev 

StDev + + + 
0.03902 ( * ) 
0.04117 ( * 

0.360 0.380 0.400 0.420 
One-way Analysis of Variance: Precision 

Source 
Factor 
Error 
Total 

Level 
AZNPI 
AZNPII 

DF 
1 
36 
37 

N 
19 
19 

Pooled StDev 

SS 
0.0009 
0.4805 
0.4813 

Mean 
0.3905 
0.4000 

0.1155 

MS 
0.0009 
0.0133 

F 
0.06 

P 
0.802 

Individual•95% CIs For Mean 
Based on Pooled StDev 

StDev + + + +--
0.1173 ( * ) 
0.1138 { * ) 

0.350 0.385 0.420 0.455 

Figure 4.10: Comparison of AZNP I and II with and without SPECIALIST Lexicon 



The results show that while the incorporation of the SPECIALIST Lexicon 

improved both recall and precision, is was not a statistically significant improvement. 

For the non-interim phrase versions, the p value was 0.065 for recall (just above 

statistical significance of 0.05). A p value of 0.802 for precision (shown in the lower half 

of Figure 4.10) shows that the improvement provided by the medical lexicon was not 

statistically significant—in fact, far from it. For the interim phrase versions, the results 

were even more disappointing. The p value was 0.887 for recall and 0.786 for precision 

(see Figure 4.11; recall in the top half and precision in the lower half). 

One-way Analysis of Variance: Recall 
Source OF SS MS F P 
Factor 1 0. ,00013 0, .00013 0.02 0.887 
Error 36 0. ,22793 0, .00633 
Total 37 0. ,22806 

Individual 95% CIs For Mean 
Based on Pooled StDev 

Level N Mean StDev -+ + + + 
AZNPIII 19 0.51158 0.07869 ( * ) 
AZNPIV 19 0.51526 0.08044 ( * ) 

Pooled StDev = 0.07957 0.475 0.500 0.525 0.550 
One-way Analysis of Variance: Precision 

Source DF SS 
Factor 1 0 0009 
Error 36 0 4109 
Total 37 0 4117 

Level N Mean 
AZNPIII 19 0 3505 
AZNPIV 19 0 3600 

Pooled StDev = 0 1068 

Pooled StDev = 0 1066 

MS F P 
0.0009 0.07 0.786 
0.0114 

Individual•95% CIs For Mean 
Based on Pooled StDev 

0.1080 ( * ) 
0.1056 ( * 

0.330 0.360 0.390 

0.330 0.360 0.390 

Figure 4.11: Recall and Precision Comparison of AZNP III and IV with and without 
SPECIALIST Lexicon 

The lack of significant impact in adding the SPECIALIST Lexicon is likely due to 

the fact that the Brown Corpus and The Wall Street Journal lexicons, while not domain 

specific, contain numerous medical terms. Also, since the AZ Noun Phraser 
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automatically tags unknown words as nouns, technical medical terms contained in the 

abstracts (which usually are nouns) arc combined into noun phrases. 

4.2.5 Generalizability of Results 

In order to support the results shown in Sections 4.2.1 through 4.2.4, a 

generalizability study was conducted to test for high inter-rater reliability and low intra-

rater covariance. This was accomplished by using a built-in SAS method (MIVQUEO) 

(Hartley, Rao, & LaMotte, 1978) in the procedure VARCOMP. The MIVQUEO method 

produces unbiased estimates that are invariant with respect to the fixed effects of the 

model and are locally best quadratic unbiased estimates, given that the true ratio of each 

component to the residual effects are adjusted only for the fixed effects. The 

independent variables in the analysis were raters and phrases; response (selecting a 

phrase as relevant) was the dependent variable. This analysis was performed for each 

individual tool. The results are summarized in Table 4.3. 

Variance 
Component 

Chopper NPtool 
Automatic 

Index 
AZNPI AZNPII AZNP III AZNP IV 

Phrases .02228019 .08184487 .07890830 .07338153 .07637109 .07540029 .07608341 
Rater .00043666 .01223199 .01365748 .01942137 .01884889 .01485272 .01495364 
Phrase * Rater .02963704 .12170564 .12457624 .14079048 .14097374 .12375209 .12504054 

Table 4.3: Breakdown of Estimated Response Variance by Tool 

Table 4.3 shows a breakdown by tool (the population evaluated), shown against 

phrases and raters. It can be established from the analysis that across techniques, raters 

had a 2% or smaller variance in their responses. For Chopper there was almost 

complete agreement, with an estimated variance of .04%. The other tools ranged from 
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1.2% to 1.9% rater variance, as shown in row two in Table 4.3. Phrase variance with 

respect to response was also low for Chopper, at less than 2% variance. 

The other tools ranged from 7% (AZNP I) to 8% (NPtool) variance, as shown in 

row one in Table 4.3. Row three in Table 4.3 shows an interaction value between 

phrases and raters that can be explained by random error. The results of this study show 

a high level of agreement across raters, regarding both phrases chosen as relevant and 

those that were not. 

4.2.6 Overlap Analysis 

Moderate to high phrase generation overlap occurred between the NLP Tools. It is 

important to determine if the phrases generated by the different tools are unique. Often 

systems can be complementary if the overlap is low. In order to establish the level of 

overlap, a phrase overlap analysis was performed. The results of this analysis are shown 

in Tables 4.4 and 4.5. 

Chopper NPtool 
Auto 

Indexing AZNP I AZNP II 
AZNP 

III 
AZNP 

rv 
Chopper 559 
NPtool 48 600 
Auto Index 33 240 511 
AZNP I 22 212 124 265 
AZNP 11 25 217 125 253 273 
AZNP III 54 442 378 240 240 633 
AZNP IV 59 439 361 246 251 591 623 

Table 4.4: Phrase Overlap - Raw Score 

In T able 4.4 the diagonals show the number of phrases generated by each technique. 

The off-diagonals are raw scores of the number of phrases that overlapped with those 

generated by the other techniques. For instance, in the output examples in the previous 



section describing the different phrasing techniques. Figures 4.2, 4.3, and 4.6 show that 

Automatic Indexing, NPtool, and the AZNP generated the phrase "immunfluotescence 

analysis of microtubulc(s)". 

The numbers reported in Table 4.5 were generated using the similarity metric Jaccard 

score to report these relationships in percentage. A Jaccard score is calculated as shown 

in (1) below. 

# ( x n y )  
) •^overlap ( ) 

# { x u y )  

where 1, and T, are the two techniques being pair-wise compared, x and y are the sets 

of phrases generated by the two techniques. Thus, the Jaccard score for this overlap 

analysis is the number of identical phrases generated by both techniques (intersection) 

divided by the total number of unique phrases (the sum of both minus the intersection) 

generated by both techniques (union). 

Chopper NPtool 
Auto 
Index 

AZNP I AZNP II 
AZNP 

III 
AZNP 

IV 

Chopper 100% 
NPtool 4.32% 100% 
Auto Index 3.18% 27.55% 100% 
AZNP I 2,74% 32.47% 19,02% 100% 
AZNP II 3.10% 33.08% 18.97% 88.77% 100% 
AZNP III 4,75% 55,88% 49.35% 36.47% 36.04% 100% 
AZNPIV 5.25% 55,99% 46.70% 38.32% 38,91% 88,87% 100% 

Table 4.5: Phrase Overlap - Jaccard Score 

Table 4.5 shows that the overlap ranged from 2.74% to 88.87%. Excluding 

Chopper, the overlaps ranged from 18.97% to 88.87%. The highest levels of overlap 

were between the comparative AZ Noun Phrasertools. The overlap between AZNP I 

and AZNP II was 88.77%, while the overlap between AZNP III and AZNP IV was 
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88.87%. rhere was a moderate level of overlap between non-related tools. The overlap 

between the AZNP III/IV and NPtool was 55.88% and 55.99%, respectively. The next 

highest level of overlap occurred between the AZNP III/IV and automatic indexing, 

which was 49.35% and 46.70%, respectively. In comparing NPtool to automatic 

indexing, we see a marked drop in overlap to 27.55%. There was a moderate-to-low 

level of overlap when NPtool was compared with AZN PI / AZNP II. The outcome was 

32.47% and 33.08%, respectively. 

The high overlap between different A Z Noun Phrasers was to be expected, as was a 

low overlap between Chopper and the other techniques, since Chopper had much lower 

accuracy in isolating noun phrases. The moderate overlap between interim phrasing 

techniques, AZNP III/IV, and NPtool, as well as the moderate overlap between AZNP 

III/IV and automatic indexing, is also not surprising since these are all interim-phrasing 

techniques. It was not surprising that there would be a higher correlation between 

NPtool and AZNPI/II than automatic indexing, since automatic indexing does not 

distinguish between phrase types (it is not a noun phraser per se). 

These results show that there is generally a moderate-to-high level of overlap in 

phrase generation between the tools, with the exception of the poorly performing 

Chopper. This further supports the claim that these techniques are fairly comparable. 

4.2.7 Performance Analysis 

Collection size is an imporrant issue in digital libraries. The literature test collection 

used for the experiment was a subset of a larger collection of documents—a collection 
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that continues to grow. It is therefore important to conduct a large-scale performance 

analysis to determine whether the proposed noun phrasing technique is computationally 

scalable to real-world applications. 

Using 8 nodes of a 32-node 0rigin2000 at the National Computational Science 

Alliance (NCSA) at the University of Illinois Urbana-Champaign, 623,690 CANCERLIT 

journal abstracts were processed—the complete CANCERLIT collection at the time. 

For the AZNP I, the combined total CPU time for all nodes was 13 hours, 48 minutes, 

and 33 seconds (13:48:33). The resultant CPU time was .08 seconds per abstract. As a 

performance benchmark, automatic indexing was able to process the same collection at 

the speed of .005 seconds per abstract. 

Though computationally expensive, the AZ Noun Phraser is capable of processing 

large collections of documents, and can therefore be considered a viable tool for 

generating noun phrases for large-scale medical digital libraries. 

43 Conclusions and Discussion 

The goal of this study was to develop techniques to improve medical information 

retrieval, and to create more effective interfaces for both medical and non-medical users. 

Several conclusions can be drawn from the experiment: 

1. The AZ Noun Phraser is comparable to other noun phrase generation techniques. 

The results clearly show that the AZ Noun Phraser's recall and precision is similar to 

or higher than other phrase generation techniques compared in the study. 
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2. The AZ Noun Phraser performance improved with the addition of SPECIALIST 

Lexicon. 

The SPECIALIST Lexicon increased the abiHty of the AZ Noun Phraser to generate 

"relevant" noun phrases using the CANCERIJT test collection. However, it is 

surprising to see how well the AZ Noun Phraser was able to perform in the medical 

domain without the aid of the medical lexicon. For this experiment, the 

SPECIALIST Lexicon issued in 1997 was used. The newer version released by 

NLM in January 1998 will be incorporated into later releases of the AZ Noun 

Phraser. 

3. The AZ Noun Phraser is computationally feasible for processing large collections. 

Although more computationally expensive than the existing efficient automatic 

indexing tool, the AZ Noun Phraser demonstrated its ability to process large-scale 

digital library collections. 

The experiments give evidence for the viability of using the technique for future 

experimentation and application. The future directions of this research will be to further 

analyze its performance, by incorporating the AZ Noun Phraser into existing information 

retrieval tools for medical and non-medical domains. User studies are currently underway to 

compare the usefulness of the AZ Noun Phraser in the domains of geographical information 

systems, Internet searching, and law enforcement. 

The minor improvement generated by incorporating the National Library of Medicine's 

Specialist Lexicon was a discouraging result. However, other opportunities to incorporate 

more of the NLM's UMLS tools exist. Incorporation of the Semantic Net and the 



Metathesaurus into a medical information retrieval system that includes the AZ Noun 

Phraser may be useful for query expansion and high precision filtering of retrieved 

documents. This appears to be a promising research direction. 
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CHAPTER 5 

NAMED ENTITY EXTRACITON USING LEXICAL, STATISTICAL, AND 
MACHINE LEARNING TECHNIQUES 

Identifying concepts in text has been shown to be useful for improving the precision of 

information retrieval (Houston, 1998). The next step is to further classify these key concepts 

down into "entities" or semantic types. These are typically referred to as the set theoretic 

representations in which an entity participates. For example, Kristin M. ToUe would be 

classified as having the semantic type person; the University of Arizona could be classified as 

either a place or an organization, depending on the context in which it appeared. 

This series of experiments, as with the previous, has the ultimate goal of improving 

information retrieval for medical professionals. Flowever, the experiments described in this 

chapter are not of a medical nature. It must first be established that this approach can 

perform at least as well as other named entity extraction techniques. 

Unlike the experiment conducted in Chapter 4, the MUC-5 systems are not available for 

comparison in a controlled testing environment. However, since the MUC-6 results are 

published, a comparison can be made as to their accuracy by using the same data collection. 

Since the reported results are not in the medical domain, this chapter will make an "apples-

to-apples" comparison using the same training and testing data used for the named entity 

track in the 6th Message Understanding Conference (MUC-6)—The Wall Street Journal 

collection maintained by the linguistic Data Consortium (!.!)(]). Details regarding the 
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MUC-6 data set and the evaluation metrics (both for MUC-6 and the experiments in this 

chapter) are presented in Section 5.2. 

There are three components to the named entity extraction system: a boundary 

identification system, a classification system, and a disambiguation system. The boundaty 

identiiScatioii system is a modified version of the AZ Noun Phraser (AZNP) described in 

Chapter 4. This version of the AZNP was redesigned for better overall accuracy and 

optimized for the task of entity boundary identification. Details of this optimization are 

described in Section 5.1.2. 

The classification system is based on a finite state automata (FSA) which is designed to 

be a first pass at identifying whether a phrase could potentially participate in a particular 

entity class (e.g., Harrj^ is an entity in the set of things that are classified as a person). The 

FSA generates a score as to how well a phrase traverses a given FSA associated with every 

possible entity type. ITie classifier system's purpose is not to make a final classification of 

entity type, but to generate effective predictive variables for the disambiguation system. 

More details about the FSA can be found in Section 5.1.3. 

The disambiguiatioii system is handcrafted backpropagation neural network (BPNN) 

and is the basis for this entity extraction approach's monilter, ANNEE (Artificial Neural 

Network Named Entity Extractor). The traversal scores generated by the FSA as well as 

numerically encoded lexical and contextual information is presented to the BPNN. This 

data, along with the correctly identified entity types, is used to train the system to correcdy 

distinguish between entity types. A more detailed description of the disambiguation system 

follows in Section 5.1.4. 
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Initially, a pilot study was conducted to test the viability of the AN NEK system. For the 

pilot, a subset of The Wall Street Journal data set for MUC-6 was used; 100 documents 

containing 274 entities. ANNEE was compared to MUC-6 participants of the MUC-6 

named entity extraction track. The pilot study showed that ANNEE was able to identify 

named entities in this test collection, and that its accuracy was about mid-range of other 

MUC-6 participants. A more detailed description of the pilot study is located in Section 5.3. 

After the system was initially completed and the pilot experiment conducted, several 

modifications were made in an effort to improve ANNEE's performance. Following these 

modifications, the primary experimentation to evaluate ANNEE was conducted. This set of 

experiments looked at both the incremental changes of each of these modifications and the 

possible interactions. The goals were to determine which individual modification had the 

most impact on accuracy, and which combination would provide the best results. 

Section 5.4 describes the modifications made to ANNEE. Section 5.5 presents the 

experimental design and results. Sections 5.6 and 5.7 contain the conclusions and future 

directions of this work. 

5.1 System Description and Implementation 

ANNEE is a combined machine learning and lexical lookup system. It uniquely 

combines a finite state automata (F"SA) system with an artificial neural network (ANN) to 

accomplish the task of entity extraction. There are three main subsystems within the entity 

extraction application: a boundary identification system, a FSA lexical lookup system, and a 

neural network entity disambiguation system. The following sections will discuss the 
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implementation details and system design, the modifications /improvements to the AZNP, 

the FSA lexical lookup system, and the entity disambiguation systems. 

Training Phase for Entity Extraction 
Last Update: 2/23/2000 

Phrase-Level 

Identny Word 
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case, acronym 

Tokenize 
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Figure 5.1: ANNEE System Design and Data Flow 
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5.1.1 System Design and Data Flow 

Figure 5.1 shows the three main components of ANNEE's design. The initial stage 

is an independent ANSI 'c' application that performs word-level analysis. Although the 

program can be compiled with a C++ compiler (it is both GNU gcc and Visual C+ + 

compatible), it is a linear 'c' application. 

THE phrase-level and entity-level processing are independent C++ applications. As 

with all other modules within the ANNEE^ system, it is ANSI compliant and compiles 

on virtually all platforms (successfully tested on Solaris, IRIX, BSD, NT, 2000, and 

HPUX). 

5.1.1.1 Word-level Processing 

The word-level analysis, as well as a portion of the phrase-level processing, is 

performed with a modified version of the AZ Noun Phraser (A'ZNP) optimized for 

the boundary identification task. Text is first processed sentence-by-sentence, and 

then word-by-word within a sentence to locate potential entity boundaries. All 

possible entity candidates are generated via this stage, and it may be said that this 

system is intentionally designed to over-generate entity candidates. 

Contextual information about each candidate phrase is also captured in the 

boundary identification process. The cyclical arrows within the word level box in 

Figure 5.1 indicate that this process is run iteratively until all sentences have been 

processed through the system. Output from the module is sent to standard output 

(stdout) and can be directly fed into the next stage, phrase-level processing. An 
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example of the type of output generated by the word-level analysis is shown in (1) 

below. 

Tha paragraph: 
"Mr. Wolf, whose sentiments were widely shared by his colleagues, joined 68 
other executives who lunched with the president and then assembled in the 
East Room of the White House in a show of support for the Clinton program." 

Entity candidates and contextual information: 
Wolf NULL MR. , WHOSE 1, first upper char 
East Room IN THE OF THE 2, first upper char all 
White House OF THE IN A 2, first upper char all 
Clinton FOR THE PROGRAM NULL 1, first upper char 
support for the Clinton SHOW OF PROGRAM NULL 4, lower, lower, lower, 

first upper char 

Wolf and East R::oni are the entity candidates. NULL MR. , WHOSE arc the 

contextual words around the entity candidate Wolf—two words that precede the 

entity candidate and two words that follow. If no such word is found, as is the case 

for Wolf which has an empty slot preceding the word Mr., then NULL is inserted in 

place of an actual word. The number that follows the contextual words is the 

number of words in the phrase. Following that is the case information (uppercase, 

lowercase, mixed case, etc.) associated with the entity candidate. 

5.1.1.2 Phrase-level Processing 

As with the word level analysis, this module iteratively works through all inputs 

and sends the output to standard output (stdout). The basis for this system is a 

series of finite state automata (described in Section 5.1.3). The phrase-level 

processing module serves three purposes; to collect (i.e. allow for the tagging of) 

entity types associated with each phrase, to update lexical information, and to 

generate and numerically encode the indicator variables for the entity-level system. 
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This "training" mode is a compile time option. For this reason, two executables 

were compiled—a training version and a testing version. 

max number of FSA states 
0.. n 

phrase lexicon? 
yes = 1; no = 0 

(4) 

entity number 
1 .. n 

word-
level 

lexicon 
list 

phrase 
lexicon 

transition 
matrix 

pre-pre-loc.lex ] 
pre-!oc.!ex 
first-loc.lex 
mid-loc.lex 
last-loc.lex 
post-loc.lex 
post-post-loc.lex 

(TocJex> 

Figure 5.2: Contents of the loc.mtx File 

FSA information (the state transition matrices and lexicon file names) is written 

into a separate text file, one for each entity type. The number of entities and the 

names of these text files are command line inputs to the application. For instance, 

the command line input of "fsa4ee person.mtx org.mtx loc.mtx" indicates 

that there are three entity types to identify (number of inputs on the command line 

after the application name), and that the state transitions and lexicon file names for 

each can be found in the files person.mtx, org. mtx, and loc.mtx respectively. An 

example of the content in these files, loc .mtx, is shown in Figure 5.2. The order of 

the command line input has no relevance to the system's ability to process or identify 

entities. The only caveat is that if the system is compiled for training mode (to tag 
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entities and update the lexicons), the tags must correspond numerically to the order 

in which they are specified on the command-line prompt. 

In training mode, the system updates the contextual and entity lexicons (adds 

entries) and applies statistical occurrence information (i.e. how frequently a particular 

word appears either one or two positions before or after an entity). This executable 

can be run interactively, with a tagger interacting directly with the system, or in batch 

mode; entities and non-entities are pre-tagged and stored in an ASCII file. In both 

instances, a candidate phrase is assigned an entity type as shown in (2) below. 

Wolf = 1 (person) 
East Room = 0 (non-entity) 

(2) White House = 4 (location) 
Clinton = 1 (person) 

support for the Clinton = 0 (non-entity) 

In testing mode, the system is not capable of adjusting the lexical information. It 

can only generate the independent variables needed for the next phase of processing, 

entity assignment. As the testing phrases are fed through the FSA, traversal 

information is captured as well as lexical lookup. Depending on which lexicons are 

used and whether it is looking at bi-gram or tn-gram information, this output can 

differ. Using the score assignments from sentence (1) for "white House," and 

assuming that statistical and bi-gram information are used, the following IVs shown 

in (3) would be generated. Only the numeric information is relevant; the verbiage in 

the parenthesis is added for understandabiiity. 
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General 
Phrase Features 2 (Upper case first chars) 

General Phrase Pattern 12 (noun noun) General 
Phrase length 2 (word count of phrase) 

Person 

Pre-word match 0.09 (the appearing before person name) 

Person 

First word match 0.00 (White as a first name) 

Person 
Middle word match 0.00 (not checked) 

Person Last word match 0.14 (House as a last name) Person 
Post-word match 0.12 (in appearing after person name) 

Person 

Average match score 0.50 (1 out of 2 words found) 

Person 

Traversal score 1.00 (legal transition through FSA) 

Organization 

Pre-word match 0.57 (the appearing before org name) 

Organization 

First word match 0.23 (first word of org name) 

Organization 

Middle word match 0.00 (not checked) 

Organization 
Last word match 0.13 (last vrord as org name) 

Organization 
Post-word match 0.45 (in appearing after org name) 

Organization 

All word match 0.00 (not found in all word lexicon) 

Organization 

Average match score 1.00 (2 out of 2 words found) 

Organization 

Traversal score 1.00 (legal transition through FSA) 

Location 

Pre-word match 0.35 (the appearing before location name) 

Location 

First word match 0.17 (first word of location name) 

Location 

Middle word match 0.00 (not checked) 

Location 
Last word match 0.2 6 (last word as location name) 

Location 
Post-word match 0.35 (in appearing after location name) 

Location 

All word match 1. 0.0found in all word lexicon) 

Location 

Average match score 1.00 (2 out of 2 words found) 

Location 

Traversal score 1.00 (legal transition through FSA) 
General Assignment 4 (location) 

5.1.1.3 Entity-level Processing 

Entity-level processing is also essentially phrase-level processing—each phrase is 

processed individually. The system has two modes: training and testing. Unlike the 

phrase-level processing, these modes are command-line options instead of compile 

time options. This is because one is likely to perform both training and testing in a 

single processing run. In order to indicate whether the further step of testing is 

required, the testing input file name is listed on the command line. Parameters for 

the neural network are read in from an external text file, to prevent the need for 

recompilation when the neural network's parameters change. This is an extremely 

flexible method for both run-time and testing purposes. 
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For example, "nn4ee nn-spec. txt train, idx test. idx" indicates that the 

name of the file containing the neural net parameters is nn-spec. txt and that there 

is data for both training and testing. The last parameter is optional. If missing, the 

system assumes that only training will be performed. More information on the 

neural network is presented in subsequent sections. 

5.1.2 Entity Boundary Identification 

The entity boundary identification component is a modified version of the AZ Noun 

Phraser (AZNP). The goal was to change the system from simple text chunking to one 

that properly identifies entity boundaries. Several modifications were made to improve 

the accuracy of phrase identification. One such change was to implement select interim 

phrasing (btealdng up longer phrases into smaller ones). Another was to reverse the 

processing of the phrase generation system. More derails about these changes are 

provided in Sections 2.2.1 and 2.2.2, respectively. 

Additionally, the system was modified to generate predictive information (indicator 

variables) to assist in the classification of candidate phrases into entity and non-entity 

types. Two of these changes were the ability to generate word features (such as case) 

and to capture the context in which a phrase appears. These are described in sections 

2.2.3 and 2.2.4 respectively. The list of indicator variables generated by the AZNP and 

their descriptions can be found in Section 2.2.5. 
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5.1.2.1 Interim Phrasing 

The original AZNP text chunking system was designed to identify the longest 

possible noun phrase. Testing results described in Chapter 4 show that interim 

phrasing had a negative impact on the precise identification of key concepts. There 

are two significant differences between the ANNEE boundary identifier and AZNP. 

Most notably, AZNP did not include a learning mechanism for weeding out poor 

phrase breakings. It was also allowed to indiscriminately generate all possible interim 

phrases. For this set of experiments, limits were placed on the types of phrases that 

could be broken down into smaller units. 

A series of tests were performed on the training data set to determine which 

conditions created the best interim phrases. It was found that when the phrase 

contained a preposition or conjunction, and the phrase was also longer than three 

words, it would often generate good internal entity candidates. Both the longest and 

the interim phrases are reported as possible entity candidates. The task of weeding 

out incorrect interim or longer phrase candidates was then left to the classification 

and disambiguation components. 

5.1.2.2 Reverse Order Processing 

The next change to the AZNP system was to adjust the phraser to process the 

text in reverse order. Previously, the file was read in, and processed from front to 

back. The effect of this change was a reduction in the number of boundary^ errors. 

1 he examples to illustrate this concept will be based on sentence (4). 



115 

(4) Mr. Henderson of the Scientific Institute for Artificial 
Life addressed a large audience. 

Given a set of legal shallow parse noun phrase patterns: 

Pattern Example 

N Henderson 
NN United States 

NNN Carnegie Mellon 

NPN University of Arizona 

NPDN Department of the Interior 

NNPNN Scientific Institute for Artificial Life 

NPNN Jones of New York® 
NNPDHN U.S. Department of the Interior 

Table 5.1: Subset of Phrase Patterns and Examples 

where N is a noun, P is a preposition, and P is a determiner, sentence (4) would be 

broken into various phrases. If processed front to back, the system would identify 

the noun phrases Mr. Henderson of the Scientific (NNPDN) and 

Institute for Artificial IJ. i e (NPNN), instead of correctly breaking the two 

entities at Mr. Henderson and Scientific Institute for Artificial 

Life. This was due to the greedy nature of the phrasing mechanism that always 

looked for the longest possible phrase. 

Adjusting the algorithm to generate interim noun phrases (described in Section 

5.1.1.1) did not address this problem. Interim phrasing would have correctly 

identified Mr. Henderson, but the second phrase would be broken into Institute 

and Artificial Life, which is stiU incorrect. Allowing the algorithm to process 

the file in reverse order improved boundary identification considerably. 

It appears, from analyzing the output, that Lingsoft's NPtool also processes files 

in reverse order. This is likely to be a positively contributing factor towards the 
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accuracy of the system at noun phrase identification (see Chapter 4, Section 4.1.3.3 

for more details on NPtool). 

5.1.2.3 Word Feature Identification 

Case and structural features of the words that make up a candidate phrase can be 

key indicators in entity identification. This word feature (WF) component identifies 

the characteristics of each word in the phrase—such as case features (i.e. all 

uppercase, first letter capitalized, all lowercase) and if the word contains symbols (i.e. 

pcrcent signs, punctuation, hyphens). The first patterns implemented were the same 

as those used by BBN in their word feature identification system (Bikel et al, 1997). 

In addition to BBN's list of 14 word feature rules, three were added to further 

classify features (KMT). There are potential extensions to this list that may be useful 

in other application domains, such as medical data. The set of word feature rules 

used for this experiment are listed in Table 5.2. 

Word Feature ExaiE^le Potential Value Score Source 

Two digit number 01 Two digit year 1 BBN 
Four digit number 2001 Four digit year 2 BBN 
Numbers and letters A123-456789 Part number 3 BBN 
Numbers and dash(es) 10-01 Date 4 BBN 
Numbers and slash(es) 06/01/2001 Date 5 BBN 
Numbers and comma 1, 000 Monetary 6 BBN 
Numbers and period 10.00 Monetary (US) 7 BBN 
Number only 123456789 Numeric value 8 BBN 
Acronym USA Organization 9 BBN 
Initial K. Middle/first initial 10 BBN 
First word capitalized The First word in sentence 11 BBN 
Other capital Kris Proper noun 12 BBN 
Lowercase letters only the Uncapitalized word 13 BBN 
Other # Symbols 14 BBN 
Number and Percentage 50% Percentage 15 KMT 
Dollar sign and number $10 OS currency 16 KMT 
Number with other sym. 3''tetracycline Technical terminology 17 KMT 

Table 5.2: Word Features Used for This Experiment 
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Since word features are calculated on a "word-level" basis (each word gets a 

word feature score), the average score is calculated and applied across the phrase. 

The average word feature score is a simple calculation; the sum of all the individual 

word feature scores for the phrase divided by the number of words in the phrase. 

For example, the phrase "Institute for Artificial Life" from sentence (4) would 

receive a score 12.25, as shown in (5). 

12 + 13 + 12 + 12 
(5) ^ ^12.25 

5.1.2.4 Contextual Information 

The AZNP identified the only noun phrases in a text document. For entity 

extraction, it is also important to capture the context—the words that precede and 

follow the candidate phrase. A simple modification to the phrase structure allowed 

for words preceding and following the candidate phrase to be stored for use in later 

components. 

Some rules for when contextual information is relevant were necessary— 

particularly for punctuation. It was important to make certain that context did not 

cross sentence boundaries; null values were inserted to prevent this situation. 

Punctuation occurring within a sentence (such as a comma) was considered relevant 

context, and was included as a preceding or following token. 



118 

5.1.2.5 Phrase-level Indicator Variables 

The indicator variables generated by the boundary identification system are 

shown in Table 5.3. 

Variable Description 

Phrase Type 
A numeric representation of the phrase pattern 
e.g. "N"=l, "NN"=2, etc. Range is 1-38. 

Phrase Length 
The number of characters in the phrase 
including white space. 

Phrase Feature Score The average word feature score. 

Table 5.3: Variable Indicators Generated by Boundaty Identification System 

Phrase type is the numeric representation of the phrase. There are currently 38 

phrase types that the boundary identification system uses. These phrase types were 

generated by winnowing down the set of noun phrases used by the AZ Noun 

Phraser. Those that corresponded to the entity types during training were selected. 

Those that did not occur in conjunction with an entity type were removed. If an 

entity had a particular pattern that did not occur in the set of original phrases a new 

pattern was added to the list. 

(6) Mr. Henderson is an excellent pianist. 

Phrase length is the length of the phrase including white space. For instance, 

Mr. Henderson, as it appears in (6) would have a phrase length of 13 (3+1+9). 

Phrase feature score, described in detail in the previous section, is average word 

feature score. For instance, the phrase "Mr. Henderson" would receive the score 

11.50 because "Mr." receives a score of 11 for being the first word in a sentence. 
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5.1.3 FSA 

The finite state automata system (FSA) represents the combination of parsing and 

lexical lookup. The global task it is designed to do is to generate the bulk of the 

indicator variables associated with each candidate phrase, so that the neural network has 

good predictors for classifying candidate phrases. 

Indicator variables for each entity type are generated for successful traversal of the 

I SA associated with that type. Additional scores are generated based on the entire 

phrase (or individual words in the phrase) matching words in the corresponding lexicons 

associated with the entity type. The FSA design and description of traversal are 

described in Section 5.1.3.1. Phrase and word lexicons were initially built from a variety 

of sources, and can be updated during the training phase. Details about these sources 

and the updating mechanism follow in Section 5.1.3.2. In addition to the phrase and 

words within the phrase being looked up, the contextual words that precede and follow 

the phrase are also looked up. Unlike the lexicons for the phrase lookups, these were 

built entirely from training data. Section 5.1.3.3 discusses how scores (indicator 

variables) are generated as a phrase passes through the FSA. 

5.1.3.1 FSA System Design 

ANNEE employs a set of non-deterministic finite state transition networks— 

one for each entity type. This step combines the evaluation of the internal structure 

of an entity type, as well as the contextual cues for proper entity assignment of a 

candidate phrase. 
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As with any FSA, the system has a set of possible states and transitions. Legal 

transitions are represented in a binary transition matrix (1 for valid; 0 for invalid) as 

directed arcs (Gadzar & Mellish, 1989). Figure 5.3 is an example of a simple FSA. 

There are six transition nodes plus a start and stop node; between several of the 

nodes are arcs. These arcs are the possible legal transitions that can take place 

between the nodes. For example, it is a legal transition to move from the Pre-Word 

node to the First-Word node. However, is not legal to transition from the Pre-Word 

to the Mid-Word node, because no arc exists between these two nodes. 

Generic FSA; 

,  i I I  —, ! 
^ . • r-'sB , All ' , ; F'rst _ • I'iliH I aoi • „ , s'tra „ , , . ' 

V'fcsfl. .w\.'oi(i Vi/orr! \i\loi<i • 'iJani • . 'Aord 

Figure S3; A Generic FSA Structure Used for Most Entity Types in the ANNEE System 

Each entity matrix is loaded from an external file, meaning that changes to the 

transition matrix do not require recompilation of the code in order to support a 

different transition matrix. The default and most gencric FSA used for the ANNEE 

system is the one represented in Figure 5.3. 

5.1.3.2 Lexical Lookup 

At each node of the FSA, the system performs a lexical lookup—it checks to see 

if a word exists in a specified lexicon. During training mode the system can update 

information about found and unfound words. A description of that process in 
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found in Section 5.1.3.2.1. The system was bootstrapped with existing lexical 

resources that needed to be reformatted into information that the FSA could use. 

The sources of these lexica are described in Section 5.1.3.2.2. This lexical 

information, both existing and generated by the training process, are used to 

generate scores that are used by the neural network classification system to 

determine the entity class an candidate participates in (or if it participates in 

none). How this is accomplished is described in Section 5.1.3.2.3. 

5.13.2,1 Training mode vs. Data Generation Mode 

The FSA has two modes, training mode and data generation mode. In 

training mode, the system can update the lexicons. For instance, words that 

commonly occur in the first position of a particular entity type should be found 

in the lexicon that is checked when the "First Word" node is reached, etc. If 

they are not found, they have the potential of being added if certain conditions 

exist. For instance, infrequently occurring terms are not included in the lexicons. 

Dxiring the training phase, a criterion is used to determine whether or not a 

term should be added. The threshold value is based on the size of the corpus. If 

a term occurs more than 5% of the time in conjunction with a particular entity 

type, it is added to the lexicon; otherwise, it is rejected. This typically weeds out 

siQgle occurrences, but allows for words occurring at least twice within a given 

document to be added to the lexicon. 



5.1.3.2.2 Lexicon Sources 

An tn i r i a l  set of lexicons was used, even though ANN KM can automatically 

build its own lexicons given a set of pre-tagged training corpora. Person name 

lexicons were extracted from census data; location lexicons were generated from 

the USGS Gazetteer. Edgar Online's list of publicly traded companies was used 

for organizations, as well as several web listings of government organizations and 

companies. 

The person name lexicons were already segmented into first and last names. 

An initials list was also generated. To generate interim words for companies and 

locations, a criterion of greater than 5% occurrence was used for creating the 

pre-trained first, middle, and last lexicons for each of those entity types. 

Contextual lexicons (pre, pre-pre, post, and post-post lexicons) were created 

exclusively from the MUC-6 training sets. 

5.1.3.2.3 FSA Score Generation 

Proper traversal of the FSA (no null transitions) resulted in a perfect score 

(100%). Scores for improper traversals were based on the number of correct 

transitions divided by the number of possible transitions, given the length of the 

candidate phrase. For instance, if the phrase "Help and Welfare 

Department" (intentionally incorrect) was parsed through the system, the system 

would fail on the first transition. In that instance it would have to make a null 

transition to a possible next node in the FSA. Thus, for the first word node, it 
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receives a score of zero and the system skips to the next word. If all other words 

are successfully found in the lexicons at the proper nodes, then the system scores 

1 for each of those transitions, for a total of 2. The final score is 2/3 or 67%. 

The found (or unfound) information for each node is also stored and used as 

indicator variables as well as the overall FSA score. 

5.1.3.3 FSA Indicator Variables 

Even more so than the boundary identification system, the goal of the FSA is to 

create a set of indicator variables to assist ill the disambiguation of entity t}^pes. The 

list of indicator variables generated by the FSA system is shown in Table 5.4. 

Variable Intuition 
Pre-, pre-pre, post- and 
post-post word match(es) 

Capture contextual information. 

FSA traversal score 
Determine a good pairing of an entity type with the 
internal structure of the candidate phrase. 

Internal word matches 
(all words, first, mid 
and last) 

Try to capture phrases that have not been seen 
before, but have commonly occurring words with an 
entity type. 

Table 5.4: Indicator Variables Generated by the FSA System 

S.1.4 Neural Network Entity Disambiguation System 

The work in this chapter focuses on a connectionist, feedforward/backpropagation 

(FF/BP) neural network. The application was developed using Visual C++. The basis 

for the implementation the FF/BP neural network algorithm published in the book 

Artificial Intelligence by Rich and Kmght (1991b). A previous version of the source 

code (written in C) was successfully used for predicting blood serum concentration levels 

of pharmaceutical agents in pediatric patients using pharmacokinetic parameters (ToUe & 

Chen, 2000). 



The NN portion of ANNEE is structured with single input, output, and hidden 

layers. During the pilot study, testing was done to determine the impacts of using more 

than a single hidden layer. A single hidden layer resulted in the lowest mean squared 

standard error (MSSE). This indicated that it is likely that the relationship between the 

input and output layer could be fairly well approximated by a non-linear representation; 

thus, a single layer should result in the best predictive capability. For this reason, a single 

layer was chosen for all other experimentation. Details about the predictive capabilities 

of neural networks can be found in the Literature Review, Chapter 3, Section 3.6. 

5.1.4.1 Neural Network Structure: Inputs and Outputs 

The neural network was implemented to be a dynamic structure. It can expand 

and contract dynamically with the number of entities it is configured to identify, 

without needing to be recompiled. The structure in Figure 5.4 represents what the 

identification configuration would look like if the system was set up to identify three 

entities. This is the same configuration that was used for the experiments described 

in this chapter. 

5.1.4.2 Optimal Neural Network Parameters 

As described in the literature review section of this thesis, there were four 

parameters that were optimized for each experiment; learning rate, momentum, 

hidden units, and training epochs. For a definition of these parameters, the reader is 

referred to the Literature Review, Chapter 3, Section 3.6.3. 
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Figure 5.4: Neural Network Structure for the Identification of Three Entities 

For each test run within an experiment, the optimal parameters had to be 

determined in order to fairly evaluate each configuration. This is an extremely time 

consuming process. Each of the parameters (learning rate, momentum, and hidden 

units) had to be varied in a repetitive set of experiments. Minimum mean squared 

standard error (MSSE) was used as a measure of goodness. Several data analysis 
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tests were performed to confirm that MSSE did, in fact, correlate to the accuracy 

metric F-measure. 

Optimal parameter identification was conducted via a wrapper application that 

exercised the neural network through three nested for loops. The parameters ranged 

as follows: hidden units were varied from 5 to 90 in increments of 1; learning rate 

was varied from .05 to .9 in increments of .05; momentum was varied from 0 to .95 

in increments of .05. The best training epoch was determined by allowing the neural 

network to "over" train and then determine at which epoch the lowest MSSE 

occurred, with all other optimal parameters held constant. Central tendency values 

of the optimal parameters, along with minimum and maximum values are reported in 

Table 5.5. 

Hidden 
Units 

Learning 
Rate 

Momentum Epochs 

Range atteii5>tsd 5-60 .05-.90 0-.95 1-10000 
Minimum (optimal) 12 .05 0 34 
Maximum (optimal) 27 .25 .45 443 
Mean (optimal) 16.83 .•08- .1 160.5 
Mode (optimal) 14, 19 .05 0 137 
Median (optimal) 16.5 .05 0 137 

Table 5.5: Optimal neural network parameters 

5.2 Experimental Data and Metrics 

The experiments reported in this chapter were based on the MUC-6 competition— 

specifically one of the four evaluation tasks—named entity extraction (NEE). The Named 

Entity task for MUC-6 involved the recognition of entity names (for people and 

organizations), place names, temporal expressions, and certain types of numerical 

expressions. This task was intended to be of direct practical value for the purposes of 
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annotating text to indicate names, places, dates, etc. This is considered an essential 

component of many language-processing tasks, such as information extraction (Grishman, 

1995a). 

5.2.1 Data Set 

The corpora used for this experiment was purchased from the Linguistic Data 

Consortium (LDC). These were the same files used for the MUC-6 competition. The 

collection consists of 100 files in the training set and 30 files in the testing set. The files 

are Wall Street Journal (WSJ) articles from the financial page. There are approximately 

3000 actual entities in the training set and 900 entities in the testing set. 

5.2.2 Evaluation Metrics 

The set of experiments described in this chapter was evaluated using information 

retrieval standard metrics. These metrics were also used by the Defense Advanced 

Research Projects Agency Information Technology Office (DARPA/ITO), for the 

Message Understanding Conference (MUC), TIPSTER, and Multilingual Entity Task 

(MET) task evaluation specifications. The three main metrics of these competitions are 

recall, precision, and F-measure. 

As described in Chapter 4, Section 4.1.6, recall can be thought of as the number of 

correct responses divided by the number of expected or possible responses in the answer 

key. Precision is the number of correct responses divided by the number of responses 

generated by the system. The formulaic representations for these two metrics are shown 

in (7) and (8) below: 
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(7) Recall (R) = C/K, 

(8) Precision (P) — C/H, 

where Cis the number of correct responses, K is the total number of responses in the 

key, and H the total number of responses in the system output. 

The F-measure formula shown in (9) is used to combine recall and precision into a 

single accuracy metric (van Rijsbergen, 1979). More formally, F-measure is the 

geometric mean of recall and precision that has the added benefit of preventing the 

optimization of one of these values in favor of the other. The greatest increase in F 

measure is achieved when one attempts to increase both values simultaneously. Its full 

definition includes another parameter, p, which is used to give different weights to the 

recall and precision values. The more general formula for this metric is shown in (10). 

If recall and precision are to be weighted equally, beta is set to 1. Should precision 

be more highly prized, beta can be increased to 2, doubling the value of precision in 

relation to recall. If maximizing recall is the objective, beta can be set to 0.5, doubling 

the recall value relative to precision. In some research papers (including the MUC 

conference) all three numbers are reported. 

The equation shown in (10) is a simplification of the case when both recall and 

precision are weighted equally; this was the equation used to generate F-measure values 

(9) 

(10) F = 2C / (K + H) 



for the experiments described in this chapter. Ideally, an information retrieval system 

should maximize the retrieval of only "relevant" documents and all documents that are 

relevant. Calculation of an F-measure captures the accomplishment of both of these 

tasks simultaneously. More details on the value of F-measure as an evaluation metric can 

be found in Appendix B of this thesis. 

53 Pilot Study 

In order to test the viability of the approach, a pilot study was conducted. Using one 

third of the test data (274 entities) recaU, precision, and F-measure scores were calculated 

and compared to the top MUC-6 participants. These three metrics are all used for 

evaluating the different systems entered in the competition, but F-measure is typically 

considered the final decision maker. 

The results of the pilot study are shown in Table 5.6. The table contains the Ust of 

MUC-6 participants plus ANNEE and is ordered by F-measure. 

Participant Recall Precision F-measure 

SRA. 1 94.84% 95.77% 95.30% 
SRa.2 94.03% 96.22% 95.11% 
SRA.4 91.26% 95.27% 95.00% 
SRA.3 92.07% 96.80% 94.37% 
BBN. 1 94.41% 93.70% 94.05% 
Sterling Software 91.93% 94.75% 93.32% 
U Manitoba 91.59% 94.55% 93.05% 
SRI 91.22% 94.50% 92.83% 
BBN. 2 93.12% - 93.03% 92.57% 
Lockheed-Martin 90.03% 89.84% 89.94% 
MITRE 89.14% 89.62% 89.38% 
NYU 81.99% 96.75% 88.76% 
U Sheffield 82.62% 94.25% 88.05% 
Knight-Ridder 80.90% 94.76% 87.28% 

•ABKSB • 83.944 . • •: f!S.79i 
NMSO CRL.l 84.76% 88.19% 86.44% 
U Mass 76.22% 85.09% 80.41% 
NMSO CRL.2 48.63% 86.58% 62.28% 
U Durham 56.03% 68.01% 61.44% 
SAIC 27.07% 60.29% 37.36% 
Wayne State U 0.55% 55.56% 10.90% 

Table 5.6: Recall, Precision, and F-measure Scores for MUC participants and ANNEE 
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ANNEE fell in the lower to mid-range of the participants. Many of the systems created 

by these participants have been under development by teams of researchers for decades. 

Considering the competition, ANNHl vs results were encouraging enough to consider the 

approach to be promising. 

5.4 Improvements to ANNEE 

After analyzing the results of the pilot study, various improvements were considered to 

increase the accuracy and performance of ANNEE. Sections 5.1 and 5.2 describe system 

improvements which were unlikely to have an impact on accuracy, but would improve the 

system's flexibility and testability. Sections 5.3, 5.4, and 5.5 describe incremental 

modifications that were anticipated to have a positive impact on ANNEE's entity 

identification capabilities. These modifications were added to ANNEE in such a way that 

they could be evaluated for their individual contributions (or degradations) to accuracy. 

5.4.1 Dynamically Structured FSA and NN 

The original system had hard coded entity types. This meant that if ANNEE needed 

to be extended or changed to another set of entity types, additional coding would need 

to be done. Although the program was originally written in C+ + , it did not take 

advantage of object-oricnred programming conventions. This limited the system's ability 

to move rapidly to other domains. 

In order to address these problems, the FSA and NN code was reimplemented in 

C++ using class structures. For instance, there arc entity classes, FSA classes, and 

lexicon classes. Class structures are a logical implementation, since several instances of 



each class are instantiated at runtime via a configuration file, and each class has very 

specific functionality (methods) that need to be performed. 

Although this change did not have a direct impact on accuracy, it had a direct 

positive impact on portabilit}^ and maintainability of the code. No experimentation was 

performed on the impact of this change. 

5.4.2 Automation of Training/Testing Passes 

The original system reqmred a person to interactively indicate entities in the corpus 

each time system changes were made. A much needed enhancement was the ability of 

ANNEE to store and reuse an interactive tagging "experience." This change was 

imperative in order to incrementally retest the other accuracy modifications. 

5.4.3 Context 

The original system looked one word to the right and to the left of the original entity; 

this is typically referred to as the bi-gram data. Bi-gram data refers to the tracking of 

words that are commonly collocated with one another. The modification to ANNEE 

was to increase context—^to look two words to the right and to the left of an entity 

candidate. However, this modification is not a true tti-gfam implementation, in that it 

only determines if the words ±1 and ±2 are collocated with the entity—not whether 

those words are additionally collated with one another. Similar to the University of 

Manitoba's approach using naive Bayes (Described in Chapter 3, Section 3.5.6.2.), 

ANNEE does not consider the relationship between contextual words, only their 

relationship to the entity. Hereafter, it will be referred to as "bi-gram+". 
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In order to achieve a true tri-gram approach, a Markov Chain implementation would 

be reqviired. This is considered a future direction of this work. 

5»4.4 Statistical Occurrence for Lexical Lookup 

The original lexical lookups only gave binary feedback, as to whether a word was 

found in the lexicon in association with an entity type. While this is valuable predictive 

information, assigning a probabilistic value on how frequendy the term occurs (in 

conjunction with a particular entity type) was likely to improve the system's results. 

Making this change manifested itself in several ways. The lexicon files needed to have 

probabilistic information added to them; the FSA system needed to handle a new file 

format; and the probabilities for the occurrences needed to be updateable (trainable). 

Another difficulty was that the training data was limited in scope, and it could not 

provide probabilistic information for the existing data in the lexicon files. Thus, the 

specially constructed lexicon files received an arbitrary starting probabiHt)- setting of .75. 

5.4.5 Filtration 

Many of the inputs to the system were null cases (non-entity types). Out of the 

approximately 14,000 candidate phrases in the training data collection, only 3,000 

represented assignable entity types. There was a consistent ratio in the test collection. 

The list of potential entities was pared down using word feature identification (described 

in Section 5.1.2.3.) and stopwording (removal of common boundary words) to only the 

most "likely" candidates. This resulted in a training set of 4,500. The assumption was 

that limiting the number of candidates to only the most likely would allow the system to 
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be better at learning the fine grained differences between entity types, if diere was less 

noise from null cases. This filtration was performed as part of the boundary 

identification in the word-level part of the system design. 

5.5 Experimental Design 

The experimentation conducted was to evaluate several of the potential system 

improvements described in Section 5.4. Individual changes were evaluated as well as all 

possible combinations. The goal of tliis set of experiments was to determine which system 

would result in the most accurate named entity recognition tool using an FSA/NN design. 

5.S.1 Experiments 

There were two major test runs that were conducted. The first was designed to 

study the impacts of bi-gram versus bi-gram+ data and binary lexical information versus 

statistical with unfiltered data. This test run is described in more detail in Section 5.5.1.2. 

The second test run was the same battery of tests using filtered data. This test run is 

described in more detail in Section 5.5.1.3. In conjunction with these two test runs, 

additional experimentation was required to determine the best ratio of training data for 

the lexicons versus the neural network. This experimentation was run simultaneously 

with the two major test runs and is described in the following section. 

53.1.1 Optimal Data Proportions 

Since the neural network is dependent on the training cases being highly similar 

to the test cases, training on 100% of the file presented an interesting problem. 
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Since the lexicons are updated as data is presented to the system, files processed 

earlier had significantly different lexical information on which to perform the 

analysis—they were not able to generate representative training data for the testing 

phase. As such, it was important to determine what portion of the data collection 

should be used for updating the lexicons, and what portion should be used for 

creating training and tuning files for the neural net. 

Files were randomly selected from the original set of 100 training files in various 

ratios. There were three configurations considered: 

• 25% for lexicon update and 75% for training the neural net 

• 50% for lexicon update and 50% for training the neural net 

• 75% for lexicon update and 25% for training the neural net 

Once lexical update files were processed through the system, the remainder of 

the collection was used for the purposes of training the neural network. The goal of 

this experiment was to determine the proper balance between lexical update 

information and training data. This set of test runs, like those that followed, was 

conducted across all possible experimental combinations; thus the comparisons were 

presented as part of those test runs. 

Since this information is likely to depend heavily on the collection, no truly 

generalizable conclusions can actually be drawn from this experimentation. Thus, 

the results will be reported in future experimentation. No conclusions will be drawn 

from the outcome in this thesis. 



5.5.1.2 Test Runs with No Data Filtration 

Described below are the versions of ANN EH on which the various test runs 

were conducted. The evaluations performed were designed to evaluate the 

combinations of bi-gram versus bi-gram+ models, both with and without statistical 

lexical information. There were approximately 14,000 candidate phrases in the data 

collection, most of which were null (unassigned) cases. The results of this testing is 

presented in Section 5.5.2.1. 

1. Baseline: Bi-gram Model with Binary Lexical Weighting 

This version of ANNEE can be considered identical to the pilot study version. 

2. Bi-gram+ Model with Binary Lexical Weighting 

This version of ANNEE is a bi-gram+ model with binary lexical information. It 

is compared to the baseline for evaluation. The goal was to determine if 

increased context would improve accuracy. 

3. Bi-gram Model with Statistical Lexical Weighing 

This version of ANNEE is a bi-gram model with statistical lexical information. 

It is compared to the baseline system. The goal is to determine the impact of 

statistical weighting in the lexicon. 

4. Bi-gram + Model with Statistical Lexical Weighting 

This version of ANNEE uses the bi-gram+ model and the lexicons with 

statistical occurrence information. It is compared to test runs 2 and 3. The goal 

is to determine the impact of statistical weighting in the lexicon, and to evaluate 

the bi-gram versus bi-gram+ model. 
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5.5.1.3 Test Runs with Data Filtration 

These are the exact same versions of ANNEE that were presented in test cases 1 

through 4. The only change is that the data was filtered to present fewer null 

(unassigned) cases to the system. There were approximately 4,500 candidate phrases 

in the data collection, most of which were actual entities. The comparison of these 

test runs is presented in Section 5.5.2.2. 

5. Baseline: Bi-gtam Model with Binary Lexical Weighting 

This test run was conducted to set a baseline using the filtered data collection. 

6. Bi-gram+ Model with Binary Lexical Weighting 

This is the same as test run 2 with filtered data. 

7. Bi-gram Model with Statistical Lexical Weighing 

This is the same as test run 3 with filtered data. 

8. Bi-grani+ Model with Statistical Lexical Weighting 

This is the same as test run 4 with filtered data. 

5.5.2 Experimental Results 

The results of the test runs are presented in the following sections. Section 5.2.2.1 

shows the results of the test runs 1 through 4 (unfiltered data input). Section 5.2.2.2 

describes the results from the filtered data. The results clearly show that data filtration 

had a negative impact on the system's abiUty to recognize named entities. Data filtration 

represented the only significant impact on ANN EE's performance, albeit a negative one. 

The other tested modifications had small positive impacts on ANN EE's accuracy. 
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5.5.2.1 First Series of Test Runs Results 

The baseline (gold standard) performance of ANNEE appears in Table 5.7 

below as Test Run 1. The scores were lower than the test run and can be explained 

by the fact that ANNEE was processing the full collection, as opposed to the smaller 

subset used for the pilot study. It is likely that the pilot study contained a more easily 

recognizable set of named entities, and variations such as this are not surprising. 

Even using the complete data set, the number of identifiable entities is still quite 

small. 

Test 
Rion Data Ratio 

Recall 
(%) 

Precision 
< % )  

F-msasure 
(%) 

1 

25% Lex update 
75% NN training 

83. 61 79.75 81.63 

1 
50% Lex update 
50% NN training 

86. 58 80.47 83.41 1 

75% Lex update 
25% NN training 

86.03 83.19 

2 

25% Lex update 
75% NN training 

89.22 77.09 « /1 

2 
50% Lex update 
50% NN training 

87.68 83.63 85.51 2 

75% Lex update 
25% NN training 

85.81 84.51 85.15 

3 

25% Lex update 
75% NN training 

85.37 80.08 82.64 

3 50% Lex update 
50% NN training 

86.36 85.70 86,«3 3 

75% Lex update 
25% NN training 

86.69 ' 83.74 85.19 

4 

25% Lex update 
75% NN training 

89.00 80.18 84.36 

4 50% Lex update 
50% NN training 

89.88 88.32 83.09 4 

75% Lex update 
25% NN training 

90.10 87.31 88.68 

Table 5.7: Recall, Precision, and F-measute Metrics for Test Runs 1-4 

I he data ratio, the percentage of data used for lexicon update as compared to the 

percentage used for neural net training, had only a slight impact on accuracy, 

although in general, the results in Table 5.7 show that the best accuracy was achieved 

when the collection was divided in half. The small size of the training data collection 
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may have had a significant impact on this result. For this reason, it is unlilcely that 

these results can be generalized across collections. 

Broadening the context from one word to two words had a positive effect on 

accuracy. Comparing the best-case F-measure results from Test Run 1 and Test Run 

3, there was an improvement of 1.44% (86.03 minus 84.59). In comparing across the 

same data segmentation (50%-50%), the gain would be 2.62% (86.03 minus 83.41). 

The comparison of the best-case I' measure results of Test Run 2 and Test Run 4 

resulted in an improvement of 3.48% (89.09 minus 85.61). 

Statistical information also had a positive effect on accuracy. The best-case F-

measure comparison between Test Runs 1 and 2 show a gain of 1.02% (85.61 minus 

84.59). Comparing across similar data segmentation (50%-50%) the gain was 2.2% 

(85.61 minus 83.41). The best-case F-measure comparison of Test Runs 3 and 4 

show that there was a 3.06% (89.09 minus 86.03) gain in accuracy. 

Test Run 4 with 50%-50% data segmentation represented the best overall 

accuracy at an F-measure of 89.09%. i he fact that the largest gains were in this Test 

Run is likely due to the cumulative effect of having both statistical information and 

additional context. 

5.5.2.2 Second Series of Test Run Results 

The results presented in Table 5.8 below show a dramatic reduction in accuracy 

(based on F-measure) ranging from 15.17% to 19.85%, with an average of 17.16%. 

This result can be explained by the significantly reduced amount of training data— 
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nearly 2/3 less than the data used for the first set of test runs. It seems clear that 

null cases not only assist ANNEE's ability to discern between entities and non

entities, but also provide additional training data for disambiguating between entity 

types. This was a fairly significant result. It may be the case that other researchers 

using statistical techniques it is not uncommon to have used this technique. 

It is not surprising that the contextual and statistical enhancements shown in 

Table 5.8 have similar results to those in Table 5.7, although to a lesser degree. This 

is a positive result in that these improvements are likely to continue to have a 

positive effect on ANNEE's accuracy in other data collections. 

Test 
Run Data Ratio 

Recall 
{%) 

Precision 
(%) 

F-measure 
(%) 

1 

25% Lex update 
75% NN training 

67 .99 64,85 66.38 

1 
50% Lex update 
50% NN training 

71.51 65.26 f ' i  4 1 

75% Lex update 
25% NN training 

69.97 62.17 65.84 

2 

25% Lex update 
75% NN training 

72.83 59.80 65.67 

2 
50% Lex update 
50% NN training 

71. 95 65.53 6S.59 2 

75% Lex update 
25% NN training 

71.07 65.99 68 . 43 

3 

25% Lex update 
75% NN training 

70.41 63. 68 66.88 

3 
50% Lex update 
50% NN training 

70.30 67.19 58.71 3 

75% Lex update 
25% NN training 

69.20 65.38 67 .24 

4 

25% Lex update 
75% NN training 

75.47 61.75 67.92 

4 50% Lex update 
50% NN training 

71. 95 66.73 69.24 4 

7 5% Lex update 
25% NN training 

71. 62 68.53 70.04 

Table 5.8: Recall, Precision, and F-measute Metrics for Test Runs 5-8 

The bi-gram+ improvement comparison (having additional context), the best-

case F-measure results from Test Run 1 and Test Run 3 showed an improvement of 

0.47% (68.71 minus 68.24). The comparison of the best-case !•-measure results of 



Test Run 2 and Test Run 4 resulted in an improvement of 1.45% (70.04 minus 

68.59). In comparing across the same data segmentation (75%-25%), the gain would 

be 1.64% (70.04 minus 68.43). 

In comparing the information from statistical lexical information, the best-case 

comparison between Test Runs 1 and 2 showed an F-measure gain of 0.35% (68.59 

minus 68.24). The best-case comparison of Test Runs 3 and 4 show an F-measure 

gain of 1.33% (70.04 minus 68.71). Comparing across similar data segmentation 

(75%-25%) the gain was 2.8% (70.04 minus 67.24). 

Participant Recall Precision F-iaeasur© 

SRA. 1 94.84% • 95.77% 95.30% 
SRA.2 94.03% 96.22% 95.11% 
SRA. 4 91.26% 95.27% 95.00% 
SRA.3 92.07% 96.80% 94.37% 
BBN. 1 94.41% 93.70% 94.05% 
Sterling Software 91.93% 94.75% 93.32% 
0 Manitoba 91.59% 94.55% 93.05% 
SRI 91.22% 94.50% 92.83% 
BBN. 2 93.12% 93.03% 92.57% 
Lockheed-Martin 90.03% 89.84% 89.94% 
MITRE 89.14% 89.62% 89.38% 
l«mEE.2 09.88% 88.32% SS.03% 
NYU 81.99% 96.75% 88.76% 
0 Sheffield 82.62% 94.25% 88.05% 
Knight-Ridder 80.90% 94.76% 87.28% 
2JSHEE.1 83.94% 89.'84% 86,75% 
NMSU CRL.l 84.76% 88.19% 8 6.44% 
U Mass 75.22% 85.09% 80.41% 
NMSD CRL.2 48.63% 86.58% 62.28% 
D Durham 56.03% 68.01% 61.44% 
SAIC 27.07% 60.29% 37.36% 
Wayne State U 00.55% 55.56% 10.90% 

Table 5.9: Final Comparison of ANNEE to MUC-6 Participants 

5.6 Conclusions 

The best configuration for the ANNEE system was a bi-gram+ model using statistical 

weighting in the lexicons. In fact, this was the expected result of this testing. With this 
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configuration, ANNEE increased from being a middle-to-low range performer in the MUC-

6 competition to a middle range participant, as shown in Table 5.9. 

These results were encouraging and warranted further study. The next logical 

experiment was to study ANNEE's ability to extract entities in other different domains. A 

study of ANNEE's capabilities in one other domain (medicine) is described in the following 

chapter. 

5.7 Future Directions 

5.7.1 Additional Data 

It is a logical conclusion that the more data you have to train the system, the better it 

will perform up to some threshold of diminishing returns. It is not considered 

inappropriate in MUC competitions to use lexicons built from external sources, or create 

rules based on general assumptions. In fact, many of the MUC participants—including 

Ralph Grishnian—are very forthcoming about the details of such enhancements 

(Borthwick et al, 1998). With years of participation, comes years of available training 

data for MUC participants. This data is often used to improve statistical weighting and 

build lexical information. As previously discussed in the Literature Review Chapter 3, 

Section 3.5.6.5, BBN found that they have better accuracy when they first train the 

system with a minimum data set of lOOK words or more (Bikel et al, 1997). 

Additional training data exists that would allow resting of the theory that ANNEE's 

performance could be further enhanced, but this would require an extensive effort to 

"hand tag" the data. As such, this is considered a future direction of this work and 
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outside the scope of this thesis. Even without additional training data, ANNEE 

performed quite well. 

5,7.2 Replacement of FSA with a Hidden Markov Model 

Although this is considered outside the scope of this thesis, an additional 

enhancement would be to use a Hidden Markov Model instead of the FSA component 

There are many potential advantages of this approach. Even using statistical occurrence 

information in the lexicon, the FSA does not have the ability to truly gamer the statistical 

collocation information. It can only determine the probabiHt}^ that a word precedes or 

follows an entity. HMM's capture this information and can be automatically trained to 

generate a transition graph. A generic FSA, such as the one shown in Figure 5.2, does 

not capture aU possible word linkages, and therefore, must be generated by hand. 

As described in the literature review in Section 3.5.6.5, BBN has consistentiy scored 

among the top competitors in the MUC and MET competitions using HMM. Pairing 

the NN as a disambiguation tool with the HMM may have excellent results which can be 

completely generated without the need for hand tuning. 

There are several issues with pursuing this as an enhancement to the ANNEE 

system. The first is that search space generated by HMM can be large and difficult 

(performance-wise) to search. BNN compensates for this problem, by using the Viterbi 

algorithm to reduce the search space within the graph generated by the system 

(Borthwick et al., 1998). Even with the added efficiency from the Viterbi approach, it is 

unlikely that it is faster than a simple FSA. 



Another issue is that HMM needs to have a connection in order to create arcs 

through the system. The generic I S A used by ANN EE does not have this requirement 

in order to recognize and categorize entities. Thus, it can potentially have better 

recognition of entities it has not previously "seen" in some form or another. 
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CHAPTER 6 

MEDICAL ENTITY EXTRACTION USING AN 
ARTIFICIAL NEURAL NETWORK ENTITY EXTRACTION SYSTEM 

The experiment described in this chapter was designed to further evaluate the entity 

extraction capability of the Artificial Neural Network Entity Extractor (ANNEE). The 

previous experiment, described in Chapter 5, compared ANNEE to other entity extraction 

approaches used in the Sixth Message Understanding Conference (MUC-6) competition. 

This experiment is designed to evaluate the final thesis hypothesis—can ANNEE be 

deployed in another domain and continue to extract and classify entity types? The domain 

choscn for this experiment was the field of medicine, more specifically cancer. 

Not only did ANNEE have to work in another domain, the system was faced with 

extracting different entity types and a different number of entities. Since the system can be 

dynamically resized to accommodate any number of entity types and automatically "trains" 

itself to build statistical and lexical information, logistically this was not problematic. The 

potential difficult)' was the impact that a different number of entities could have on the 

neural network structure, and that the new entity types may not be dependent on the same 

independent variables for prediction (i.e., contextual-cues may not have been predictive). 

This chapter is organized as follows: Section 6.1 discusses related work in the field of 

medical information extraction. Section 6.2 describes the experimental design research 

questions, metrics used for evaluation and potential variances between the study conducted 



for the previous chapter and the current one; Section 6.3 is a discussion of the results of the 

experimentation. Section 6.4 presents the conclusions and future directions of this work. 

6.1 Related Work 

Biological entity extraction has been performed recently by several other sets of 

researchers. One system, developed at the University of Tokyo by Fukuda, Tsumnoda, 

l amura, and Takagi (1998), relics mainly on the assumption that protein names can be 

identified according to specific, consistent word features such as the presence of upper cases 

and special characters. The underlying mechanism of their system, PROPER (PROtein, 

Proper-noun phrase Extraction Rules), is a set of hand encoded lexical rules to identify tvvo 

specific protein names in papers that were hand selected to contain these names. Although 

the results looked promising (94.70% recall and 98.84 precision over 80 documents), the 

system is not easily transferable to other domains and entity types since it would be 

necessary to write new rules. 

Collier, Nobata, and I sujii (2000), also at the University of I'okyo, used a Hidden 

Markov model (HMM) in their system that was designed to extract genes and gene products. 

It is unclear whether they made sure that all the documents contained potential entities, but 

they did say they reduced their original set of MEDLINE documents from 3300 to 100. It is 

possible that they used the remaining documents as training data for the HMM. Given that 

they would have to have the entire set marked up for training, it is unlikely. HMMs have the 

disadvantage of being limited in the ability to locate entities that they have not previously 

seen before. The authors attempted to compensate by applying several smoothing methods 

(in order to boost accuracy) and bootstrapped their system with medical lexica. Their final 
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F-measure was 73%. How their system applies to other domains was discussed as future 

work, but as previously mentioned in Chapter 4, HMMs have been successfully applied in 

other domains. 

The University of Sheffield has developed two systems for biological/medical entity 

extraction: PASTA and EmPathlE (Humphreys, Demetriou, & Gaizauskas, 2000). PASTA 

(Protein Active Site Template Acquisition) extracts protein structure information. 

EmPathlE (Enzyme and Metabolic Pathways Information Extraction) was designed to 

identify enzyme reactions. Both of these systems relied heavily on the LaSIE (Large Scale 

Information Extraction) systems they developed for participating in the Message 

Understanding Conferences (MUC). However, in order to support the medical domain, the 

architecture of the original LaSIE system had to be "substantially rearranged for its use in 

the biochemical domain." This is partly due to the fact that their system, while not classified 

as a deep parsing system, is reliant on morphological analysis and specialized grammar rules 

(Gaizauskas, Demetriou, & Humphreys, 2000). Their results in the medical domain were 

not as promising as they had hoped, with 90% F-measure for PASTA and 76% F-measure 

for ImPathlE, as compared to their best score in MUC of 94%. 

In a combined effort, Xerox France, INRIA, and Universite Aix-Marseille developed a 

deeper analysis system to identify gene symbols and names using a linguistic approach based 

on a grammars and semantic analyses of sentences (Froux, Rechenmann, julliard, PiUet, & 

Jactj, 1998). Their corpus was the FlyBase database (Gelbart et aJ., 1997). Using a series of 

finite state automata (tokenization, part of speech tagging and disambiguation) they were 

able to achieve a recall of 94.4% and a precision of 91.4%, resulting in an F-measure of 93%. 
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The problem with this result is that they only used a small number of sentences (1200), and 

all of the sentences were certain to contain at least one entity. This makes their result 

incomparable to systems that do more than disambiguate between entity types, and also 

determine if something is a non-entity. 

6.2 Experimental Design 

It has been shown in the previous chapter that ANNEE is a viable technique for 

extracting entities from text. The entities used for that experiment were the most difficult of 

the Message Understanding Conference competition to classify (Palmer & Day, 1997): 

person names, organizations, and locations (referred to as the ENAMEX task). This 

experiment focuses on extracting entities in a wholly different domain—cancer literature. 

The research question addressed by this experiment is as follows: Can ANNEE be used in a 

different domain, without making any code changes, and extract entities with equal or better 

accuracy? 

In order to give the reader a better understanding of the experiment and to validate the 

process with which this hypothesis was tested, the following sections describe in detail the 

method used for data collection, the consistency of evaluation metrics, and the potential 

experimental variances that could effect the validity of this testing. 

6.2.1 Test Collection 

The collection for this experiment was pulled from the full MEDLINE document 

collection. OVID, a medical information retrieval interface developed by Ovid 

Technologies (www.ovid.com). was used to access the MEDLINE collection through 

http://www.ovid.com
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the University of Arizona's medical library. The collection was gathered by a librarian in 

consultation with a medical researcher at the Arizona Cancer Institute (AZCC). 

To ensure that the collection was fresh, only documents published since 2000 were 

included. Additional limiting factors were that the documents had to do with the 

pathology, diagnosis, complications, and therapy of the disease breast cancer. These 

limitations were imposed for several reasons. The first was to reduce the collection to a 

manageable size. The second was to ensure that a cohesive set of entities could be 

found in the documents. The MEDLINE collection contains millions of documents— 

many which would not contain the entities that the librarian/researcher could classify for 

the experiment. In this respect, the collection more closely mirrored that of the previous 

experiment, in that every document used in the study contained at least one entity. 

These limiting factors generated an original collection size of 609 documents. 330 

were randomly selected from this collection to make up the training and test sets. The 

goal was to generate a collection similar to that used by the MUC competition—300 

training documents and 30 testing documents. 

6.2.2 Entity Determination 

To minimize experimenter bias, the librarian and cancer researcher were also 

responsible for determining the set of possible entities for the experiment and "tagging" 

the entities in the documents. However, given the domain of the data collection and the 

lack of medical expertise of the developer of ANNEE, experimenter bias was unHkely. 

The only instruction given to the taggers was that the entities should not be "simple" to 
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identify—they could not have a standardized representation or be numeric. For 

instance, an entity that could easily be identifiable using simple regular expressions would 

not qualify for the study. 

Originally the taggers identified six entity candidates. These types appear in Table 

6.1 below. 

Entity Name Description EKanples 

Cell or Tissue Cell or tissue type Cancer; tumor cells 

Process Cellular or biological function 
Anti-tumor effects; tumor 
production 

Lab Procedure 
Laboratory procedure or research 
methodology 

RNA sequence analysis; 
clinical trial 

Cell Component Physical component of a cell Nucleus; chromosomes 

Treatment 
Disease treatment or clinical 
treatment 

Chemotherapy; antibiotics 

Gene or Sequence Name of a biochemical substance DNft, p53 gene sequence 

Table 6.1: Entity Types Identified by the Medical Experts 

Two of the six entity types chosen by the researcher and librarian did not have 

enough training data to be included in the study. These were Disease Treatment and 

Gene or Sequence. The entities together made up less than 5% of the total amount of 

training data, and individually were 3% and 2% of that amount, respectively. This 

resulted in a final set of four entity types for ANNEE to identify: Cell or Tissue Type, 

Cell Process, Laboratory Procedures, and Cell Component. 

Even though Disease Treatment and Gene or Gene Sequence had to be dropped 

from the experiment, they were presented to the neural network as potential types to 

identify. Essentially, their results were lumped in with the non-entity class. 
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6.2.3 Evaluation Metrics 

To make an apples-to-apples comparison, rhe metrics used in this study are identical 

to those for the study performed in Chapter 5. Recall, precision, and I' -measure are the 

evaluation metrics used to compare ANNEE's performance at identifying the 

ENAMEX named entities (person, organization, and location) from the Ml C collection 

with ANNEE's performance at extracting medical entities. 

In order to better understand the results presented in Section 6.3,1 have listed the 

formulae for calculating each metric below. Recall is defined in (1), precision in (2) and 

F-measure is shown in (3). 

(1) Recall (R) = CjK ,  

(2) Precision (P) = C/H, 

where C is the number of correct responses, K is the total number of responses in the 

key, and H the total number of responses in the system output. 

,,, 2{PxR) 
(3) 1' measure = 

P + R  

where P is precision, and R is recall. This is a more simplified version of F-measure than 

was previously described in Chapter 5. 

A more detailed description of each of these metrics can be found in the Evaluation 

Metrics Section 4.1.6 in Chapter 4, and Section 5.2.2 in Chapter 5. 
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6.2.4 Experimental Variance " " 

Care was taken to minimize differences between the previous experiment and the 

current one. The same Dell Dimension XPS 450 MHz personal computer was used for 

both experiments. The code for ANNEE remained unchanged and was not recompiled 

from one experiment to the next. Since the wrapper program for ANNEE automatically 

generated the metrics (recall, precision, and F-measure), this too remained constant. The 

second experiment used the exact same parameters as the best outcome of the previous 

experiment. These were the numbers used for comparison. 

Even with these precautions, it is extremely difficult to produce absolute consistency 

between any two experiments—there are usually numerous areas for variance. The main 

types likely to occur between these two experiments are the following: different entity 

types, different number of entities, standardized vs. non-standardized editing style, and 

document type (news vs. technical articles). So for the purposes of clarity and disclosure, 

these potential experimental variances are described in more detail as well as the 

estimated (best guess) impact they may have had. 

6.2.4.1 Entity Types 

The previous experiment had a very well defined set of entity types—ones that 

nearly anyone could classify. For this experiment, only a trained expert could make 

entity classifications. This could have had the impact of entity classifications being 

either more or less "crisp." The number of phrase patterns (parts of speech in the 

phrase) the system used to identify boundaries for the ENAMEX experiment was 
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41. For example, the phrase University of Arizona is a noun phrase of type noun-

preposition-noun. For the medical experiment, the number of phrase pattern types 

the system identified was more than 300. This suggests that the medical entities may 

have been less consistent, or that they were more difficult to classify by the human 

expert. It could also mean that the entity types were more granular. 

Classification difficulty would have a similar impact on the neural network as the 

human classifier (negative). Granularity would suggest that the independent variable 

has more impact on the outcome leading to a positive impact. In either case, the 

impact would be minimized due to the fact that this input to the neural network, or 

independent variable, was logarithmically normalized iti both experiments. 

6.2.4.2 Number of Entities 

The number of entity types presented to ANNEE doubled in the second 

experiment—six versus three. Only four were used for the final analysis, but all six 

(shown in Table 6.1) were processed as potential entity types. While logistically this 

shows the value of creating a dynamic system that allows for automatic expansion 

and contraction, it could have a potential negative impact on accuracy caused by the 

increased number of entity types for discrimination. Since the most of the inputs to 

the neural network were directly tied to specific outcomes (See Figure 5.3 in Chapter 

5), from an algorithmic standpoint, the chance of significant impact was low. 
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6.2.4.3 Editing Style 

The documents used for the previous experiment were from The Wall Street 

Jonrnal collection. They have similar writing styles and are edited in a standardized 

way. The documents used for the medical entity extraction experiment for this 

chapter have no such editing standards. In some cases, the medical documents 

contained spelling and grammar errors not typically present in media publications 

such as The Wall Street Journal. This is likely to have had a negative impact on the 

results, as contextual words are more likely to be inconsistent and less predictive. 

6.2.4.4 Technical vs. News Publication 

The abstracts used for this experiment were highly technical and specific to a 

particular sub domain of medicine. Those used for the previous experiment, 

although extremely homogeneous in nature from an editing standpoint, were broader 

from a topical standpoint. The specialization of terminology is likely to have offset 

the negative impact from editing consistency. The smaller domain should, in theory, 

limit the language to a smaller set of contextual terms, and therefore have a positive, 

moderate impact on the results. 

6.3 Results and Analysis 

The purpose of this experiment was to show that ANNEE would be generalizable to 

other domains. In order to make that type of comparison, the results from the experiment 

conducted in the previous chapter were used as a baseline for comparison. These results 

were also presented in Table 5.7 in Chapter 5. 
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Possible 
<K) 

Actual 
(H) 

Corroct 
<C) 

Recall 
(C/K) 

Precision 
(C/H) 

F-maasure 
(20/(K+H)) 

Person 371 400 348 93.80% 87.00% 90.27% 

Organisation 453 433 392 86.53% 90.53% 88.49% 

Location 85 105 79 92.94% 75.24% 83.15% 

Total 909 938 819 90.10% 87.31% 88.68% 

Table 6.2: ANNEE Results from the ENAMEX Entity Extraction Experiment 

Table 6.2 shows ANNEE's results using the MUC-6 data set for the ENAMEX 

identification task. There were three entities identified by ANNEE for this task: person 

names, organization names, and locations. Overall, the results across entities were fairly 

consistent in that the F-measures ranged from 83.16% to 90.27%, a variance of only 7%). 

The final average 1'-measure score was 88.68%, a respectable score for a initial entry to the 

MUC competition. Table 6.3 shows how ANNEE stacked up when compared to MUC 

participants on the MUC-6 data set. 

Participant Recall Precision F-maasure 

SRA. 1 94.84% 95.77% 95.30% 
SRA.2 94.03% 96.22% 95.11% 
SRA.. 4 91.26% 95.27% 95.00% 
SRR.3 92.07% 96.80% 94.37% 
BBN. 1 94.41% 93.70% 94.05% 
Sterling Software 91.93% 94.75% 93.32% 
U Manitoba 91.59% 94.55% 93.05% 
SRI 91.22% 94.50% 92.83% 
BBN.2 93.12% 93.03% 92.57% 
Lockheed-Martin 90.03% 89.84% 89.94% 
MITRE 89.14% 89.62% 89.38% 
NYU 81.99% 96.75% 88.76% 
SlfflEE 87.31-S as.os--
0 Sheffield 82.62% 94.25% 88.05% 
Knight-Ridder 80.90% 94.76% 87.28% 
NMSU CRL.l 84.76% 88.19% 86.44% 
U Mass 76.22% 85.09% 80.41% 
NMSU CRL.2 48.63% 86.58% 62.28% 
U Durham 56.03% 68.01% 61.44% 
SAIC 27.07% 60.2 9% 37.36% 
Wayne State U 0.55% 55.56% 10.90% 

Table 6.3: Comparison of ANNEE to MUC Participants 

Since several different configurations of ANNEE were evaluated in Chapter 5, it is 

necessary to describe which configuration was used as a baseline. There were three possible 

configurations for data segmentation: 25% training/75% tuning; 50% training/50% tuning; 
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and 75% training/25% tuning. For this experiment, 75%/25% was the selection. There was 

also an option for using trigram information (considering the context of looking at two 

words before and after the candidate entity), or bi-gram information (looking at only one 

word before and after the candidate entity). For this experiment, the trigram information 

was selected due to the positive impact it had on previous results. The final option was 

whether to use binary occurrence information (whether or not it has ever appeared in 

conjunction with this class of entity) or statistical occurrence information (the probability 

that it CO-occurs with this class of entity). Statistical occurrence information was selected. 

These were also the parameters used for the medical entity extraction experiment. 

Table 6.4 provides the results of ANNEE classifying the different medical entities. As 

previously discussed, ANNEE was required to properly classify if an entity was a Cell or 

Tissue, a Process, a Lab Procedure, or a Cell Component. ANNEE had varying results in 

this classification task. The least successful classification was Process with an overall F-

measure of 72.46%; the most successful highest was Cell (Component at 95.03%. To 

compare with the entity classification performed for the ENAMEX task, the lowest i-

measure was for Location (83.16%) and the highest was for Person (90.27%). The variance 

between the highest and lowest i•'-measure for the medical experiment was 22.57% (Cell 

Component — Process; 95.03% - 72.46%) as compared to a 7.11% difference in the 

ENAMEX task. Removing Process reduced the variance to nearly half (14.18%). This may 

indicate that Process may not be as strongly identifiable when compared with the other 

entity types. Still, the overall results of identification were quite good with an overall l -

measure of 89.84%. 
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Possible Actual Correct Recall Precision F-maasure 

(K) (H) (C> (C/K) (C/H) (20/(K+H)) 

Cell or Tissue 2 61 263 243 93.10% 92.40% 92.75% 

Process 123 84 75 60.98% 89.29% 72.4 6% 

Lab Procedure 88 100 76 86.36% 76.00% 80.85% 

Cell Component 365 359 344 94.25% 95.82% 95.03% 

Total 837 806 738 88.17% 91.56% 89.84% 

Table 6.4: ANNEE Results from the Medical Entity Extraction Experiment 

The results of both the ENAMEX and medical entity extraction experiments are 

comparable with the medical entity extraction scoring slightly (but not significantly) higher. 

As shown in Tables 6.2 and 6.4, ANNEE performed at an ]•'-measure of 88.68% for the 

MUC-6 ENAMEX, and at 89.84% for the medical entity extraction experiment. The 

difference is a negligible +1.16% difference. Even though the data supports the hypothesis 

that ANNEE can successfully be deployed in another domain, it must also be noted that the 

results were less consistent than in the original domain. 

6.4 Conclusions 

The results shown in Section 6.3 are positive, supporting the hypothesis that ANNEE 

can successfully be moved to another domain and perform with similar or better accuracy. 

The results also show that ANNEE is viable for usage for medical information 

extraction. In comparison with other systems—ranging from hand-coded rule-based to 

more generic systems with sophisticated linguistic components—ANNEE is a simple system 

that can compete with both. Although this experiment is not an "apples-to-apples" 

comparison due to different entity* types, data sets, and other potential experimental 

variances. Table 6.5 shows approximately where ANNEE falls in comparison to other 

medical entity extraction systems. 
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System Recall Precision F-measure 

PROPER (Univ. of Tokyo) 94.70% 98.84% 97 .7% 
PASTA (Univ. of Sheffield) 88.00% 94.00% 90.90% 

mmm 88.17% •9J.56% g cj, g 4 '<5 

ImPathlE (Univ. of Slieffield) 68.00% 86.00% 76.05% 
University of Tokyo-HMM None given None given 72.80% 

Table 6.5: Comparison with Other Medical Entity Extraction Systems 

Although not a specific requirement to prove the hypothesis, considering a third or 

fourth domain would strengthen this result. A future direction of this work would be to 

support a more robust hypothesis that ANNEE could classify entities across a broad and 

diverse set of domains. 
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CHAPTER 7 

CONCLUSIONS 

The system developed for this thesis brings together a unique set of linguistic, machine 

learning, and statistical techniques for the task of information extraction. A particular goal 

of this system was that it be easily transferable to multiple domains. The system, ANNEE 

(Artificial Neural Network Entity Extractor), goes beyond simple concept extraction in that 

it classifies concepts into the semantic classes in which they participate. For this thesis, 

experimentation was done to evaluate ANNEE's ability to successfully identify entity types 

in two domains—newspaper articles and medical abstracts. 

In order to perform this entity extraction, several algorithms (finite state automata and 

neural networking) were uniquely combined with lexical techniques (lexical lookup, part-of-

speech tagging, phrase grammars). To make the system easily transferable to other domains, 

simple statistical occurrence was applied to word lists, phrase lists, and finite state transitions, 

The approach truly combines linguistic, statistical, and artificial intelligence techniques to 

tackle a complex classification problem. 

7.1 Research Implications 

7.1.1 Chapter 4: Entity Boundary Identification 

The first step in creating an entity identification system is to create a mechanism for 

identifying entity word boundaries. For example, the system must be able to separate "I 
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attended" and from the entity "University of Arizona" in the sentence "I attended 

University of Arizona." Since most named entities can be boundary identified by noun 

phrases (or other recognizable phrase patterns) it was necessary to construct a high recall 

mechanism for extracting entity candidates. Chapter 4 describes an experiment where 

human experts compared the AZ Noun Phraser to other phrase generation techniques. 

The purpose was to determine if the AZ Noun Phraser could identify relevant phrases 

that represented coherent concepts in medical abstracts. The original purpose was to use 

these phrases for the purposes of more precise" information retrieval (I'olle, 1997). 

The goal of the experiment in Chapter 4 was to have recall and precision comparable 

to other phrase extraction techniques. The outcome of the experiment shows that the 

AZ Noun Phraser achieves this goal. 

For the purposes of this thesis, the AZ Noun Phraser was adapted to the task of 

named entity boundary identification. Modifications were implemented to increase the 

precision of the boundary identification task. This new system was used for the 

experiments in Chapters 5 and 6 and although it over-generates entity candidates, for the 

purposes of an entity extraction system, this was not a hindrance. Non-entities were 

considered a specific class of entities to be identified and weeded out by later processes. 

7.1.2 Chapter 5: General Named Entity Recognition 

Beyond identifying concepts in text for improving the precision of information 

retrieval, the next step is to further classify these key concepts down into "entities" or 

semantic types, for example, it is ambiguous as to whether "University of Arizona" could 
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be identified as a place name or an organization. This requires contextual information 

and further classification. 

The purpose of the experiment performed in Chapter 5 was to establish that a 

particular approach could successfully be used for named entity identification. It must 

first be established that this approach can perform at least as weU as other named entity 

extraction techniques. The goal was to determine if a fimte state automaton combined 

with a neural network would be able to identify and properly classify entity types. 

Using the data and results analysis from the MUC-6 competition, ANNEE was 

compared with MUC participants in the task of identifying person names, locations, and 

organization in Wall Street Journal articles. ANNEE scored in the middle range of 

participants. Considering that ANNEE was being compared against systems developed 

by teams of researchers that had been worldng.on the development of their systems for 

decades, this result was considered extremely positive. 

7.1.3 Chapter 6; Generalizing Across Domains 

The experiment described in Chapter 6 was designed to evaluate the final thesis 

hypothesis—could ANNEE be redeployed in another domain (specifically medicine) 

and continue to extract and classify entity types? Not only did ANNEE have to work in 

another domain, the system was faced with extracting different entity types and a 

different number of entities. 

Many of the systems used for information extraction both in medical and non

medical domains use hand-coded rules. While these systems are usually more accurate 



161 

that systems like ANNEE, they cannot be easily redeployed, even within the same 

domain. For instance, the two medical entit)^ extraction systems developed at the 

University of Tokyo, one of which was developed using hand-coded rules and the other 

that used a hidden Markov model (HMM) had significantly different results (F-measure 

scores of 97.7% and 72.8% respectively). However, similar to ANNEE the HMM 

system can more readily be moved to other entity types and domains than the rule-based 

system. 

ANNEE's F-measure score of 89.84% in the medical domain shows that it is 

comparable or better than other entity extraction systems that can be flexibly redeployed 

in the same and other domains. 

7.2 Research Contributions 

7,2.1 Combining a Finite State Automaton with a Neural Network 

for Entity Extraction 

Although not the main contribution, one result of the experiments conducted for 

this thesis was the determination that a finite state automaton combined with a neural 

network would be able to identify and properly classify entity types. 

122 Fast New Domain Redeployment 

One of the significant contributions of this thesis is that the approach can be quickly 

redeployed in different domains (newspaper articles vs. medical academic abstracts) 

without the need for customizing the code. 
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7.3 Future Directions 

There is a wealth of future directions for continued study of the ANNEE system: 

information retrieval system integration and relevant user studies, trying to replace the finite 

state automaton with more sophisticated variants, testing of additional domains, and 

deployment in conjunction with topic clustering techniques. Each of these areas for 

additional study is presented in the following sections. 

7.3.1 System Integration 

The approach within the ANNEE system has shown itself to be able to successfully 

extract entities from two domains. However, its impact on retrieval systems has yet to 

be proved. This is a viable next step research direction—to show the impact on users in 

an information retrieval system. In the field of medical information retrieval the AZ 

Noun Phraser was evaluated in several studies for its ability to extract key search phrases 

from documents, web pages, chat room communications, and queries (Tolle & Chen, 

2000), (Houston et al., 2000), (Leroy et al., 2000), (Zhu & Chen, 2001), (Chau et al., 

2001), (Chau et al., 2002), (Hauck et al., 2002). This type of study has yet to be 

performed with ANNEE. 

In the most recent text retrieval conference, TREC-X, sponsored by the National 

Institute of Standards and Technology (NIS'I*), noun phrases and entity extraction are 

used almost exclusively in the filtering and question answering tracks. The reason is that 

while entitles have a positive impact on precision (the maximization of correct to 

incorrect documents retrieved), they typically also have a negative impact on recall (the 
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maximization correct documents retrieved from the collection). For filtering tasks, 

precision is key. In question answering, it is necessary to determine if the answer you arc 

searching for is in regards to a "what" or a "who." 

However, some searchers are seeking answers rather than all possible answers. With 

limiting factors such as the date of publication, authors, etc., users may want to limit the 

document set retrieved to only the ones that contain specific entities. This is more likely 

to occur when the search is not general purpose, i.e., it occurs in a specialized domain. It 

would be interesting to determine if medical researchers found a precision-based 

mechanism more or less effective in searching. 

7.3.2 Hidden Markov Models 

A hidden Markov model (HMM) is, by definition, a more complex variation of a 

finite state automaton (FSA) (NIST, 2002). Recent work in entity extraction has shown 

that it is possible to determine the probabilistic likelihood that an entity is of a particular 

type. In particular, BBN Technologies have been very successful with their 

InteUiFinder® System. However, in discussions with the developers of the system at the 

DARPA PI conference, San Diego 1999, accuracy of not previously seen entities can 

have a recognition rate as low as 50%. Pairing an HMM with a neural network might 

improve the ability of a system to find previously unseen entities. Also, the HMM 

should, in theory, be able to provide a richer set of independent variables for prediction 

to the neural network. The combination may be extremely successful without 

compromising the ability of the system to be moved readily to other domains. 
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7.3.3 New Domains 

Two domains, while interesting, do not provide adequate confidence that ANNEE 

can be deployed across a wide set of domains. A logical next step would be to consider 

other domains, particularly those in which the AZ Noun Phraser has been deployed in 

order to have a better sense of the generalizabilit) of the results presented in this thesis. 

7.3.4 Topic Clustering 

Although information extraction, information retrieval and question answering are 

common applications of entity extraction, another field of deployment would be 

integration with a clustering technique for visualization of topic areas in Internet chat 

rooms, newspaper articles, corporate documents, etc. ANNEE could easily be teamed 

up with visualization systems such as multidimensional scaling (McQuaid, Ong, Chen, & 

Nunamaker, 1999), Kohonen self-organization maps (SOMs) (Lin, Chen, & Nunamaker, 

2000; Roussinov & Chen, 1999), and others to provide a more restricted set of 

classification phrases to label regions. 

7.4 Optimal Entity Extraction 

One of the biggest limiting factors of any entity extraction system is that natural language 

is a moving target—it is in a constant state of flux. Words can change meanings or fall out 

of usage. They can have multiple meanings that are not distinguishable, even in context. 

Terminology used for one purpose is often reused for different purposes. This is common 

both within and between disciplines. Even the rules that linguists use to describe linguistic 

phenomena are subject to change. Syntactically correct word order alters over time. Even in 



societies that attempt to control changes to the language (e.g. France), new terminology is 

introduced frequently in a controlled and an uncontrolled way. More often than not, these 

changes occur faster than Maguists can study them. Thus, prefect named entity extraction is 

impossible. 

All hope, however, is not lost. As described in several chapters of this thesis, many 

systems are able to perform with excellent results, reaching accuracy in the ninetieth 

percentile. How well they adapt to changes in language and terminology is often what sets 

them apart. 

7.4.1 Automatic Entity Assignment 

The most ideal system would not require training and/or marked up data to perform 

the task of extracting entities. This is, however, difficult if not impossible. Statistical 

language modeling can determine patterns, but automatic assignment to an entity type 

cannot currently occur without human intervention. 

Being trainable is a requirement if a system is to adapt to changes in the language. 

As discussed in Chapter 4, many of the most accurate systems for named entity 

extraction in the Message Understanding Conference (MUC) are not tcainable. Those, 

like ANNEE, that are have a clear advantage over fixed hand-coded, lexically fixed, rule-

based systems that must be altered each time a new entit}' or new entity pattern emerges. 

Probably the best system that exhibits the ability to learn is BBN Technology's 

InteUiFinder^'*^. As described in literature Review in Chapter 4, IntelHFinder relies on a 

hidden Markov Model (HMM) and can likely be trained in multiple domains. Their 
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impressive and consistent high scores in the MUC-6 competition make them easily the 

best of breed in this field. However, they, like ANNEE and other statistical/learning 

systems, require tagged data—the HMM potentially more so than ANNEE since their 

studies show that the best performance is achieved at 100,000 examples to achieve the 

best performance (Bilcel et al, 1997). However, their website states "small training 

samples enable numerous capabilities" (BBN). ANNEE was within 5% accuracy with 

only hundreds of examples. In order to achieve their high scores, it is likely that they 

supplement the MUC training set with other training sets from previous competitions or 

other data. This is a common practice and not considered inappropriate. 

7.4.2 Recognition of Previously Unseen Entities 

In named entity extraction, one hopes to maximize the ability to classify not only the 

things that have been seen (have exact matches in a lexical lookup), but also those not 

previously encountered. It is possible that these unseen entities fit some pattern or have 

some similarity to previously identified entities within a domain and are thus easily 

recognizable. However, this is often not the case and previously unseen entities even in 

the best of systems can be as low as 50% recognition accuracy. This type of analysis is 

generally not reported, so how well existing systems perform at this task is not known. 

But it can generally be accepted that those systems that can recognize not previously 

seen entities are at a distinct advantage over systems that cannot. 

Rule-based systems often perform well at the task of identifying previously unseen 

entities. They rely on the generalizability of the fact that Mr. generally precedes a person 

name and can therefore classify the phrase that follows as an entity of type person. 
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Combining statistics with rule-based systems can result in even higher accuracy 

(Grishman, 1998). The downside of this approach is that someone must hand code the 

rules in each domain—an onerous task to be performed in addition to the tagging for 

statistical occurrence data. If a system could automatically generate the rules that apply 

to a particular entity and then utilize statistical occurrence to tune these rules, this would 

be the optimal system. 

7.4.3 Language Independence 

Statistical systems such as those based on hidden Markov models can be used in 

multiple languages. In addition to MUC, BBN has successfully competed in the 

Multilingual Entity Task Conference (MET) and the DARPA Broadcast News 

Workshop (DARPA, 1999). Their system was able to perform entity extraction in 

English, Spanish and Mandarin. It is possible that ANNEE can also be used for other 

languages, due to the nature of the system's ability to train to a particular domain. This 

should be considered as a possible future direction. 

7.4.4 Domain Independence 

Successfully working in any domain may be an attainable goal for a named entity 

extractor. This is the basis of this thesis—that a system can be redeployed without code 

changes. ANNEE has shown that it can be successfully moved from general entity 

extraction to another domain. Further study is required to prove whether ANNEE is 

truly generalizable. For all intents and purposes, with enough examples, purely statistical 
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systems like InteUiFinder should be equally as good, if not better, at this task. Lilte 

ANNEE they are able to discern contextual cues that assist in entity classification. 

It is a future direction of ANNEE to incorporate the same statistical mechanism 

employed in InteUiFinder (HMM). The potential is that the combination of a HMM 

with that of a neural network classifier could potentially exceed the performance of both 

systems. This is an area for further study. 
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APPENDIX A 

APPLICATION OF CONCEPT EXTRACTION IN 
MEDICAL INFORMATION RETRIEVAL 

The goal of this thesis is to develop tools that can improve the capabilities of our 

existing medical digital library interfaces. One of the applications of the tools described in 

this thesis is the Cancer Space, which can be found at htlp:/ /:ii.bpa.ari2or}a.e:dii and is 

shown in Figure A.I. The approach is to combine existing AI Lab techniques for concept 
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Figure A.1: Concept Space for CANCERLIT 

extraction (Concept Space) (Chen et al., 1996) and data visualization (Kohonen Self-
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Message Box: 
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Figure A2: Java SOM Categorization Map Using Noun Phrases 
to Scrutinize Topics in 300 CANCERIIT Documents 

Organizing Maps) (Lin et al., 2000) with the AZ Noun Phraser (AZNP), which employs a 

natural language processing (NLP) technique called noun phrasing. Chapter 4 details an 

evaluation of the AZNP. An example of a dynamic SOM can be seen in Figure A.2. For 

more information on Kohonen Self Organizing Maps, the reader is referred to Rista 

Miikkulainen's book, Subsymbolic Natural Language Processing (1993). 
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APPENDIX B 

USING F-MEASURE AS AN ACCURACY METRIC 

F-measure, originally proposed in the Information Retrieval community by van 

Rijsbergen (1979), has become a generally accepted metric for calculating accuracy. More 

specifically F-measure approximates the weighted geometric mean of recall and precision 

(Hobbs et al). The value in using F-measure for accuracy is in its ability to normalize the 

tradeoff between recall and precision. In other words, F-measure limits the ability to report 

increased accuracy by maximizing recall at the expense of precision and vice versa (Hull & 

Gomez, 1998). 

Plotted Accuracy Metrics 

1 2 3 4 5 6 7 a 9 10 11 12 13 14 15 16 17 18 19 20 

«Rags 

•—precision —recall prec'recall Average (prec+recall)/2 • "f-measure 

The takeaway from this chart is that as recall and precision change (going in opposite 

directions for illustrative purposes) F-measure (green) remains constant—tJie tradeoff 
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between recall and precision has no impact on tlie metric. The chart also illustrates that 

average RP (t i asi) and P*R ( - ) accuracy metrics suffer from this very problem allowing 

for skewed scoring. 

B.l F-measure Applications and Limitations 

1. F-measure is not relevant outside of comparing techniques or comparing changes to 

a technique. 

2. Like most accuracy metrics, F-measure is usefiil only in controlled experiments 

where all things are equal. It is not an arbitrary number whereby we can compare 

systems that are not tested using an equivalent experiment. 

3. If you can calculate recall and precision, you can also calculate F-measure. 

4. F-measure is not to be confused with the statistical distribution F-score. 

B.2 Mathematical Considerations 

The formuda for calculating the metric is; 

J ^ ^ + l ) p *R 

fi^P + R 

where is a variable used to favor either precision or recall. 

® (5=1; Precision and recall are equally weighted. Most commonly used. 

• = .5; Precision is twice as important as recall (R2P or 2PR). 

® /? = 2; Recall is twice as important as precision (2RP). 

• /? = <x); Precision. 

• = 0; Recall. 



173 

The chart below shows the results of the skewing the ̂  value. 

F-Measure Variations 

1 

0.8 

0.6 

< 
S? 0.4 

0.2 

0 
9 10 11 12 13 14 15 16 17 18 19 20 3 5 6 7 1 2 4 8 

#fte0s 

precison recail f-measure —2RP 2PR 

This table illustrates the more controlled skewing of the accuracy metric. If, for instance, 

you consider precision (dk. blue) to be twice as important as recall (purple), you would 

set the beta value to .5. This would generate the 2PR line (gt ay). The alternative skew is 

2RP (red). 
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