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1 2  

ABSTRACT 

Designers of automatic target recognition algorithms 

(ATRs) need to compare the performance of different ATRs on 

a wide variety of imagery. The task would be greatly facili

tated by an image complexity metric that correlates with the 

performance of a large number of AZRs. The ideal metric is 

independent of any specific ATR and does not require advance 

knowledge of true targets in the image. No currently" used 

metric meets both these criteria. Complete independence of 

ATRs and prior target information is neither possible nor 

desirable since the metric must correlate with ATR perfor

mance. An image complexity metric that derives from the com

mon characteristics of a large set of ATRs and the attri

butes of typical targets may be sufficiently general for ATR 

comparison. 

Many real-time, tactical ATRs operate on forward 

looking infrared (FLIR) imagery and identify, as potential 

targets, image regions of a specific size that are highly 

discernible by virtue of their contrast and edge strength. 

For such ATRs, an image complexity metric could be based on 

measurements of the mutual discernibility of image regions 

on various scales. 

This paper: (1) reviews ATR algorithms in the public 

domain literature and investigates the common characteris



tics of both the algorithms and the imagery on which they 

operate; (2) shows that complexity measurement requires a 

complete segmentation of the image based on these commonali

ties; (3) presents a new method of scale-specific image seg

mentation that uses the mask-driven close-open transform, a 

novel implementation of a morphological operator; (4) re

views edge detection for discernibility measurement; (5) 

surveys image complexity metrics in the current literature 

and discusses their limitations; (6) proposes a new local 

feature discernibility metric based on relative contrast and 

edge strength; (7) derives a new global image complexity 

metric based on the probability distribution of local met

rics; (8) compares the metric to the output of a specific 

ATR; and (9) makes suggestions for further work. 



CHAPTER 1 

INTRODUCTION 

There is a need among designers of automatic target 

recognition (ATR) algorithms for a measure of image complex

ity that is independent of specific ATRs or targets. An im

age complexity metric would facilitate the evaluation of 

different ATRs by setting a standard for comparison. Such a 

metric must predict the performance of a large class of ATRs 

on diverse imagery, without advance knowledge of targets. 

Although some claims have been made, there is no metric in 

the current literature that is widely accepted as meeting 

this need. It is the goal of this thesis to provide such a 

metric for a particular class of ATRs: those which operate 

in real time on forward looking infrared (FLIR) imagery and 

must select a tactical target within seconds. 

An automatic target recognition algorithm is an dmage 

analysis procedure which locates and identifies one or more 

objects of interest in an image. Through comparison with a 

data set of known targets, the ATR selects and identifies 

the object most likely to be a true target. 

The prediction of ATR performance on a diverse set of 

imagery is possible because most ATRs have common 



characteristics.1 A typical real-time ATR that analyzes 

FLIR imagery comprises three stages: 

(1) Detector - finds the most probable locations of 
targets in the image; 

(2) Segmenter - identifies the exact set of pixels that 
comprise each potential target object; 

(3) Classifier - determines which of the objects is actually 
a target; ranks multiple targets in order 
of importance; 

Because FLIR imagery has certain invariant character

istics and because military targets have some important com

mon attributes, the detector stages of most public domain 

ATRs are quite similar. Most find compact regions that con

trast with their immediate surroundings through gray-level 

statistics. Likewise, the segmenters of many ATRs are simi

lar. Most use some type of thresholding operation to iso

late target pixels. The image complexity metric proposed in 

this thesis exploits these similarities. 

Metric development is complicated by the diversity of 

ATR classifier algorithms. They contain few similarities. 

Moreover, the algorithms must be trained (i.e initialized 

before use) with parameters from a known set of expected 

targets. This complication does net render impossible the 

1A11 the ATRs examined for this work are described in 
Chapter 2. All are in the public domain literature; none are 
classified. 



goal of independent image complexity measurement; the simi

larities of the detection and segmentation stages permit the 

development of a reasonable (although, perhaps, imperfect) 

metric. A metric based entirely on the similarities of the 

first two ATR stages is implicitly a measure of target de-

tectability. It should be useful since the detector and seg-

menter stages are critical: a target missed by the detector 

or incorrectly segmented will not be identified by the clas

sifier . 

At present, there are no generally accepted metrics 

that are both accurate and independent of advance target 

knowledge. There are a host of metrics available that de

pend on either low-level image statistics or exact knowledge 

of the locations and characteristics of the true targets in 

an image. Low-level statistics, such as the gray-level stan

dard deviation or entropy have proven to be unreliable esti

mators of ATR accuracy. Although several workers have set 

out to define a general measure of image complexity, there 

is, in fact, no universal definition of complexity. This 

thesis defines complexity in terms of the common character

istics of the ATRs in question. 

All ATRs implicitly make assumptions about the nature 

of targets since the detector and segmenter together effec

tively partition an image into regions that are either po

tential targets or background areas. In the first stage of 

the process, the detector maps the image for target 



similarity; at each pixel it returns a value that indicates 

how much like a target the surrounding region is. The seg-

menter operates on the most highly target-similar regions 

(as indicated by the detector) to distinguish the target 

pixels from the background pixels. During the process, the 

detector and segmenter compute a confidence measure, i.e. a 

numerical indicator of target similarity for each region, 

that determines which regions to pass to the classifier as 

potential targets. Hence, the assumptions of the detector 

and segmenter about the attributes of targets, to a great 

extent, determine the result of the ATR. 

The hypothesis of this work is that image complexity, 

in terms of ATR performance, is a function of the target 

similarity of the various regions in the image, as seen by 

the detector and segmenter. Moreover, an ATR image complex

ity measure should indicate the likelihood that an ATR will 

miss a target in a given image. An ATR is most likely to err 

if the image contains many target-like regions that are not 

targets (i.e., if the image is cluttered). Therefore, a com

plexity measure ought to indicate how cluttered the image 

is. Put simply, the hypothesis is: the more highly target-

similar regions there are in an. image, the more complex the 

image is. 

Grounded on that hypothesis, this thesis proposes a 

method for image complexity measurement derived from the 

common characteristics of the real-time, FLIR image ATRs 



reviewed in Chapter 2. Like a typical detector/segmenter, 

the algorithm finds each uniform region of a specific size 

which contrasts with its neighbors. It measures the intensi

ty of the contrast both in average gray-level and in edge-

strength. It forms a vector from the two measurements and 

takes the vector length as an indicator of the region's 

similarity to a target. The algorithm computes a global 

measure of image complexity from the distribution of all 

vector lengths. The metric is, specifically, the ratio of 

the length of the 98th percentile vector to the length of 

the longest vector. The value of the metric should be close 

to zero for images in which most ATRs fail to locate a true 

target or for which the false alarm rate is very high. The 

metric should be close to one for images in which most ATRs 

find a target and have a low false alarm rate. 

The computation of regional target similarity re

quires a complete segmentation of the image. Although there 

are many well-known methods of image segmentation, there is 

none in the current literature that is precisely applicable 

to the problem at hand. The problem demands a segmentation 

scheme, based on local contrast, that operates primarily by 

thresholding, yet honors certain size and shape constraints. 

A significant portion of this thesis is devoted to the de

velopment of a new image segmentation procedure that meets 

these requirements. The procedure is a generalization of 

recursive thresholding that uses morphological filters. The 
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procedure creates an image partition that emphasizes the 

target-like characteristics of the image. This partition 

facilitates the measurement of local contrast which leads 

directly to the complexity metric. 

Many ATRs use image edges for target detection and as 

a guide to segmentation. For the most part, the ATRs that 

use edges look for strong edges in loosely defined (nonethe

less, deterministic) spatial configurations. Consequently, 

many of the target-specific metrics in the literature evalu

ate image edge content, although none of them consider the 

spatial constraints that the ATRs actually use. This thesis, 

therefore, proposes a new method for measuring regional edge 

strength that derives directly from common ATR usage. 

The local contrast metric and the regional edge 

strength metric together form the vector that describes the 

discernibility (hence the target similarity) of a region. 

The global metric is computed from the distribution of these 

vectors as described before. 

Although the complexity metric in this paper is based 

on the common characteristics of a set of ATRs, it is essen

tially conjectural. To show that the metric is valid re

quires the comparison of the metric values to the results of 

various ATRs operating on a well-known database of imagery. 

This thesis does not present such an analysis. It does 

compare the metrics for three test images with the results 

of a simple contrast box ATR. The results of this simple 



test suggest that the metrics will perform as desired. How

ever, much further testing is required to prove that asser

tion. 

The metric presented herein should provide a good 

measure of target detectability for any real-time FLIR image 

ATR of the type described in Chapter 2. Because the metric 

uses no information about specific targets it probably will 

not correlate with the results of a target-knowledge-based 

ATR such as a matched filter. 

This thesis makes three original contributions to the 

area of image processing. (1) It develops a new image com

plexity metric for predicting target detectability in a 

class of ATRs. (2) It proposes two new local feature dis-

cernibility metrics for quantifying the contrast and edge 

strength of an image region. (3) It details a new method of 

image segmentation based on the mask-driven hit-or-miss 

transform, a novel generalization of recursive thresholding 

based on morphological filters. 

The thesis proceeds as follows: Chapter 2 is a review 

of ATR algorithms in the public domain which examines the 

constraints affecting the ATR problem, including hardware 

limitations and the characteristics of FLIR imagery. It 

presents the details of specific ATRs with emphasis on their 

similarities and differences. Chapter 3 examines image seg

mentation in light of the ATR problem. It analyzes the 

segmentation procedures of the ATRs in Chapter 2 and pro



poses a new method of segmentation based on recursive 

thresholding and morphological filters. Chapter 4 reviews 

the problem of image edge detection and proposes the Marr-

Hildreth edge detector as the appropriate choice to mimic 

the largest number of ATRs. Chapter 5 discusses image com

plexity measurement. First it presents evidence of a need 

for a complexity metric. Next it reviews the metrics in the 

current literature. Then it proposes a new metric based on 

the common characteristics of the ATRs from Chapter 2. 

Chapter 6 details experiments that suggest the validity of 

the new complexity metric. Chapter 7 reviews the thesis, 

discusses its limitations, and presents suggestions for fu

ture work. 
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CHAPTER 2 

AUTOMATIC TARGET RECOGNITION ALGORITHMS 

To develop a method of image characterization to pre

dict target detectability requires a thorough understanding 

of the similarities and differences in public domain, auto

matic target recognition (ATR) algorithms. This chapter 

presents: (1) the ATR problem including the purpose of ATR 

algorithms and the constraints under which they must oper

ate, (2) the characteristics of the infrared imagery typic

ally used by ATRs, (3) the requirements for the character

ization of ATR algorithms (4) the usual components found in 

the algorithms, (5) the common features of ATRs, and (6) 

descriptions of the specific algorithms used in this work. 

An automatic target recognition algorithm is an image 

analysis procedure which locates and identifies one or more 

objects of interest in an image. The location of an object 

is its image position and extent. The object position is 

the pixel coordinate pair where a specific feature, such as 

the brightest point or the centroid of the object, is found. 

The extent of the object is the set of pixels which the ob

ject occupies. Through comparison with a data set of known 

targets, the ATR selects and identifies the object most 

likely to be a true target. As a part of this selection, 

the ATR must be able to reject all clutter, i.e. objects 



the ATR must be able to reject all clutter, I.e. objects 

which are not targets. 

An ATR is designed to be placed inside a weapon, such 

as a missile, or in the weapon's host system such as a plane 

or helicopter. It typically receives imagery from a forward 

looking infrared scanner. It usually seeks a mechanized, 

military target which is independently mobile. It must be 

able to locate and identify that target within a time inter

val of typically less than 30 seconds. Consequently an ATR 

must have modest hardware requirements, process noisy image

ry, and complete its task very quickly. These constraints 

strictly limit the complexity of the possible algorithms. 

In particular, they prohibit the use of elaborate statisti

cal processing for texture analysis or adaptive inverse 

filtering for extraction of very noisy targets. 

Characteristics of FLIR Images 

Each pixel of a forward looking infrared (FLIR) image 

is a local measure of the intensity of energy radiated in 

the infrared region of the electromagnetic spectrum. By 

Stefan's Law, the intensity of radiant energy at a point is 

proportional to the fourth power of its temperature. There

fore, a FLIR image is a "heat map" of a scene. Any source 

of thermal energy appears as a bright area in the image. By 

the second law of thermodynamics, a hot object tends to 

transfer heat to its surroundings. The quantity of heat 



transferred to a particular area is a function of the time 

the object has been in the area. Consequently, stationary 

hot or cold objects often have blurred edges in the image 

and an object which is not a heat source will approach the 

temperature of its surroundings over time and diminish in 

contrast. Atmospheric absorption and scattering diffuse 

infrared radiation. Hence, FLIR images often exhibit low 

contrast as well as soft edges. 

These characteristics are an advantage, however, for 

tactical target recognition. Since most military targets of 

interest are moving objects with hot spots-(for example, a 

jet engine, a rocket plume, or a tank motor), they tend to 

have regions brighter than their surroundings and exhibit 

higher contrast and sharper edges than other image features. 

All of the ATR algorithms examined for this work take advan

tage of these features. Figure 1 is an example of a FLIR 

image. 

Characterization of ATR Algorithms 

It is the intent of this work to measure the complex

ity of images for the purpose of predicting target detecta-

bility. This will help developers to analyze the perfor

mance of ATRs under a variety of conditions. To be useful, 

the complexity measure must be independent of any one par

ticular algorithm or target data set and correlate well with 

the probability of detection of a number of ATRs. 
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Figure 1. Example of a FLIR image. 

The image contains 5 vehicles in a field (4 near 
the center, 1 to the right) with 2 rows of trees 
near the top. 



Therefore, the definition of image complexity proposed in 

this paper is drawn from the common characteristics of a 

number of ATR algorithms and does not use the specific char

acteristics of any one target data set. 

ATRs use varying degrees of a priori knowledge about 

expected targets. Advance knowledge of specific targets 

complicates the task of independently measuring image com

plexity because the extent to which a particular algorithm 

uses prior knowledge determines the degree to which the 

complexity is dependent on that knowledge. For example, if 

an image is to be analyzed by a matched filter, the image 

complexity depends on the correlation between image features 

and target. In this case it is impossible to estimate image 

complexity without a description of the target. 

The complexity of an ATR itself also increases with 

its reliance on advance knowledge. The matched filter must 

test for all possible targets at all possible sizes and 

aspect angles. The hardware and speed constraints limit the 

amount of specific information for which the ATR can search. 

Most ATRs use the general characteristics of a broad class 

of targets in their initial processing. They use specific 

knowledge only in the final stages of the recognition pro

cess. By this stage, a complex image may already have 

foiled the detector. Therefore, the task of measuring image 

complexity independently of target data is feasible if the 
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assumptions of the complexity measure match those of the ATR 

algorithms. 

ATR Components 

Most ATR algorithms have three stages: a detector, a 

segmenter, and a classifier. The stages are in sequence; 

the output of one stage is the input to the next. Some ATRs 

include a preprocessor which acts on the original image to 

reduce noise or to limit the scale of the features to be 

analyzed by the following stages (Figure 2). The preproces

sor may use histogram equalization, linear expansion, median 

filtering, or lowpass filtering. It may also estimate the 

target size based on information from other sensors (e.g. 

the range to the image center as provided by a radar.) The 

detector finds and records the location of the image regions 

most likely to contain a target. It does this primarily to 

reduce the amount of information to be processed by the 

classifier. It is a critical step in the recognition pro

cess since a target missed by the detector will not be re

cognized by the ATR. The segmenter examines the locations 

passed to it by the detector and separates the potential 

target from its background. The classifier performs a vari

ety of tasks: It measures a set of features in each segmen

ted potential target, compares each feature set with a data 

base of known targets, rejects clutter, and selects the 

potential target or targets most likely to be real. 
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DETECTOR 

SEGMENTER 

CLASSIFIER •TARGET 

The four stages of an automatic target recogni
tion algorithm (ATR). 
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There are variations on this structure. Many of the 

specific algorithms described later in this section do not 

have a preprocessor. Some perform detection and segmenta

tion as one stage. Others perform segmentation prior to de

tection. Some do not have a classifier; they simply choose 

the candidate with the strongest detector response as the 

true target. 

Common Features of ATR Algorithms 

To predict the performance of a diverse set of ATRs, 

the similarities of the algorithms must be exploited. All 

tht ATRs assume that a target is visible because it has 

different gray-level characteristics than its surroundings. 

Although there are many ways to test for such differences, 

the hardware and speed requirements of the recognition task 

constrain an algorithm to relatively simple procedures. 

This limits the number of possible detection and recognition 

schemes and simplifies the task of characterizing ATR algo

rithms as a group. 

The following sections demonstrate that most of the 

detectors in ATRs use expected target size and contrast or 

edge information to detect potential targets. Many detec

tors locate all the compact regions of appropriate size 

which are mostly brighter or darker than their immediate 

surroundings. Others, rather than using contrast explicitly, 

distinguish regions based on their gray-level uniformity. 
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Such schemes use contrast implicitly as the region delimi

ter. Some detectors look for edges which encircle blob-like 

regions. Others search for coincidence between edge loca

tions and the boundaries of contrasting regions. A few use 

neither contrast nor edge information. 

All the detectors measure the magnitude of the re

sponse of each potential target. Most detectors pass to the 

segmenter a select subset of only those candidates with a 

sufficiently large magnitude. Some detectors rank potential 

targets and pass the top N candidates (for some fixed N) . 

Others pass all candidates whose values exceed a threshold. 

Once the detector locates the potential targets, the 

segmenter decides which pixels in the vicinity of the target 

location are actually part of the target. Segmenters, gen

erally, either threshold the target region, link pixels of 

similar gray-level, or search for uniform regions inside a 

closed loop of edges. In almost all cases, they use con

trast and edge information. Some algorithms also smooth seg

mented regions or reject those which are too small or too 

large. 

Similarity among the algorithms stops at the classi

fier stage. Some ATRs use a nearest neighbor classifier. 

Others use a multidimensional hypothesis test. Others use a 

linear discriminant function (i.e., a thresholded linear 

combination) of features. All the classifiers must be 

trained with a priori information about a set of expected 



targets. Because this information is different for every 

target set, it is essentially independent of the ATR. 

Therefore, an independent measure of image complexity must 

be based on only the detection and segmentation stages of 

the algorithms. 

Specific Algorithms 

The following is a synopsis of 21 ATR algorithms from 

the public domain literature. Most exhibit the characteris

tics (described above) which facilitate the definition of an 

image complexity measure. Two of them are highly dependent 

on a priori information. Consequently, it is not likely that 

their performance will correlate with the complexity meas

ure . 

Contrast Dependent ATR Algorithms 

Contrast Box. A contrast box ATR is a moving window 

transform which computes neighborhood statistics in two con

centric windows (Figure 3). The output is a function of the 

difference between or the ratio of statistics in the inner 

and outer neighborhoods. There are a variety of implementa

tions in the literature. 

McWilliams and Srinath (1984) present a scheme for 

finding one and only one target in a FLIR image containing 

several targets. Their detector operates on the raw image; 

there is no preprocessing. It has two parts, a contrast box 
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Figure 3. Contrast box ATR. 

Pt and Oj2 are the mean gray-level and variance 
of the inner window, respectively; jiB and ctb

2 

are the same for the border window. 



and a peak detector. Its output is a set of candidate tar

get locations. The inner window adapts to expected target 

size with a fixed aspect ratio of 2.5 (width / height). The 

outer window forms a one or two pixel border around the 

inner window. The local contrast is: 

(2.1) <-:ij=IV1B-lJll 

where pB and pj are the mean gray-levels of the border win

dow and inner window, respectively. This is the absolute 

average contrast between tlie inner and outer windows. 

The detector convolves the image with the contrast 

box to produce a contrast map of the image. A peak detector 

finds high contrast spots in the map. The detector returns 

the values and the locations of the N highest peaks. 

The segmenter centers a double window on a contrast 

peak. It calculates a normalized histogram for the inner 

window and for the outer window. It compares the two histo

grams bin-by-bin assuming that a particular gray-level be

longs to either object or background but not both. It as

signs the gray-level to the object if its inner window bin 

is greater than its outer window bin. Otherwise it assigns 

the gray-level to the background. Then it applies a connec

tivity algorithm to the object pixels to fill in holes. 

The classifier measures the following features in the 

N subimages provided by the detector: local contrast, inner 

box gray-level standard deviation, outer box gray-level 



standard deviation, inner box mean of Sobel edge magnitudes, 

inner box standard deviation of Sobel edge magnitudes, outer 

box mean of Sobel edge magnitudes, outer box standard devia

tion of Sobel edge magnitudes, invariant moment 1, invariant 

moment 2, ratio of height to width, ratio of perimeter 

squared to area, and the normalized box alignment. The clas

sifier forms the dot product between the feature vector and 

a "suitably chosen" weight vector (McWilliams and Srinath, 

1984, p. 47). Then using predetermined (from training data) 

probability density functions for targets and nontargets, 

the classifier performs a maximum likelihood ratio test to 

decide if the object is a target or clutter. 

Schachter (1982) describes contrast box ATRs used by 

Texas Instruments, Ford Aerospace, and Westinghouse. None 

uses preprocessing. They use range information to determine 

the detector size. The TI detector (also described by 

Burton and Benning, 1981) is: 

(2.2) Cij = [(pj - pB)2 + oT
2] / oB

2 

where yij and jig are the mean gray-levels and Oj2 and Og2 are 

the variances of the inner and border windows. Note that 

eq. (2.2) combines first and second order statistics. Cjj 

will be large if: (1) the means of the two regions are dif

ferent and the background is uniform or, (2) the means are 

similar and the inner region exhibits significantly more 

gray-level variation than the outer region. Thus, eq. (2.2) 



finds regions exhibiting texture differences as well as 

gray-level differences. (Burton and Benning do not follow 

the detector stage with a segmenter or classifier. Instead, 

they compute the probability of detection as the probability 

that the actual target is among the N top objects in the 

rank-ordered list of candidate targets output by the detec

tor . ) 

The Ford Aerospace ATR divides the outer window into 

N subregions and computes 

_N 
(2.3) Ci;j = >_ (]ij - nB(k) ) 

where the means are calculated using only pixels which ex

ceed a threshold within their respective windows. In a case 

in which no such pixels exist, is set to the background 

window mean. C^j is large in this case only if there is a 

significant difference in hot spots between the inner and 

outer windows. 

The Westinghouse ATR creates a normalized, 8-bin his

togram for each window. It detects a target if and only if 

the maximum intensity in inner window exceeds that of the 

outer and the sum of the absolute magnitude differences of 

each of the corresponding histogram bins is larger than a 

threshold. That is if, 

__8 
(2.4) >_ |fx(i) - fB(i)| > T, 

i = l 



then the region is a target candidate. Function fw(i) is 

the value of the ith histogram bin in window w and T is a 

threshold value. This requires that the inner window con

tain a hotter spot than the outer window and that the gray-

level histograms of the two windows be significantly differ

ent, although it matters not where. 

Schachter follows each of the three contrast boxes by 

a peak detector. If multiple peaks are close together, the 

presumed candidate target location is the centroid of the 

clustered peaks. The segmenter passes to the classifier, 

simply the contents of the inner window centered at the peak 

location. Schachter provides no discussion of his classifi

cation scheme. 

Dudani et al. (1981) apply a contrast box directly to 

the raw image. They use the ratio of the inner box mean 

gray-level to the outer box mean gray-level, that is 

(2.5) C1;J- = p-j / pB. 

The authors assume that will be close to 1 for 

background and that it will be large for true targets. If 

the largest peak of is sufficiently big, the detector 

assumes the (only) target is at ( i , j ) . Otherwise it assumes 

there is no target. If the detector does locate a target, 

the segmenter isolates it within a fixed window using the 

threshold that causes the boundary of the object in the 
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original image to coincide best with the largest number of 

gradient values in the window. This ATR has no classifier; 

it assumes the peak output is the target. 

Pyramid Techniques, A resolution pyramid is a set of 

images derived from an original through lowpass filtering 

and down-sampling. Level 0 is the original image with line

ar dimensions of NxN. Level J is constructed by lowpass 

filtering level i-1 and taking every other .sample of every 

other line of the result. Thus, level J has linear dimen

sions (N/2i;2 (Figure 4). Some ATRs use pyramids for fea

ture location or image segmentation because global (large) 

features on a low pyramid level are local (small) features 

at a sufficiently high level. Pyramids do not require other 

preprocessing since the higher levels of the pyramid are 

assumed to be noise free. 

Dawson and Treese (1985) present a detector/segmenter 

that finds the location and extent of blobs in an image by 

calculating the position and area of the minimum covering 

rectangle for each blob. The procedure uses the Gaussian 

pyramid scheme of Burt and Adelson (1983). It does not 

include a classifier. 

The detector/segmenter thresholds the smallest image 

at the image mean gray-level. It labels each connected, 

light or dark region and computes its minimum covering rec

tangle. Then, it doubles the size of the rectangles and 



Figure 4. Resolution Pyramid. 

(a) pixel diagram of four levels of a resolution 
pyramid 
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Figure 4. Resolution Pyramid — 

(b) five levels of a 
from Figure 1. 

continued. 

resolution pyramid derived 
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projects them onto the larger image at the next level. The 

detector thresholds that image within each rectangle using 

the corresponding mean value. It labels each connected re

gion and computes the region's minimum covering rectangle. 

The detector/segmenter repeats this procedure until the 

largest image is segmented. 

If all the rectangles are expanded and projected onto 

the original image, they form a nested sequence of rectan

gles containing blobs. This sequence can be represented as 

a tree structure (Figure 5). The detector considers rectan

gles which persist unchanged across two or more levels of 

the tree to contain targst candidates. At any one level it 

ranks blobs in order of their brightness. 

Schneier (1983) "describes a method of identifying 

parts of a picture on which to apply a threshold, and a 

means of calculating a local threshold for each of these 

parts." (p. 345) This ATR does not include a classifier. 

The ATR assumes that blob-like objects in the original image 

will, at some level of the pyramid, become spots. Thus a 

spot detector can be run over low-resolution images in the 

pyramid to find those regions of the original image contain

ing blobs. 

The detector finds regions in the image which differ 

significantly from the background. The segmenter calculates 

a local threshold for each of the regions. The ATR uses one 

of two spot detectors. One is a 3x3 Laplacian (which looks 
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Figure 5. Nested rectangles and corresponding tree struc
ture . 

(a) Nested rectangles containing light blobs in 
the FLIR image of Figure 1. (b) Tree structure 
showing rectangle containment. 



for a central peak surrounded by a valley) with a constant 

threshold. The other is a 5x5 Laplacian with a threshold 

which is a function of the mean and maximum gray-levels of 

the image. The spot detectors consider only those spots 

which are isolated. They rank each of the detected spots 

"according to how much they differ" (Schneier, 1983, p. 

345). Spot detection and pyramid construction are concur

rent. If the number of spots exceeds a maximum (which is a 

function of the pyramid level) then the ATR constructs a 

new, smaller pyramid level. 

When it has detected a sufficiently small number of 

spots at a given level, the ATR halts pyramid construction 

and commences thresholding. The segmenter applies the 

threshold only to the regions of the original image which 

correspond to the spot. It calculates the threshold by ad

ding the gray-level of the spot to the mean gray-level of 

the pixels surrounding the spot and dividing by two. The 

segmenter applies the threshold to a region slightly larger 

than the area corresponding to the spot. 

Schneier suggests that the spot detector could pro

vide the object location to other segmentation techniques, 

such as superslice (see below) which would perform a more 

accurate segmentation than the simple threshold. He also 

indicates that the Laplacian spot detector could be replaced 

with a spoke filter (see below). He claims that using a 



median filter to construct the pyramid yields better re

sults than linear averaging when processing FLIR images. 

Burt et al. (1981) present a pyramid "linking" tech

nique for image segmentation. Hartley et al. (1982) use 

this segmenter in an ATR. The pyramid comprises the origi

nal image and a sequence of images each one half the dimen

sions of the previous image. At each level the pyramid po

tentially links a pixel to 16 son nodes and 4 father nodes 

from the levels below and above, respectively. To initialize 

the pyramid, the preprocessor copies the original image to 

the lowest level and assigns each pixel in each succeeding 

level the average value of its 16 sons. Starting at level 

zero and working to the top, the preprocessor links each 

pixel to one its four candidate fathers. It links the pixel 

to the father closest in value. Then from the second level 

to the top, it reassigns the value of each pixel to the 

average of all of its linked sons. The preprocessor iter

ates until a stable pattern is reached. The segments are 

the "leaf nodes" (pixels in the original image) linked to 

the pixels at a particular pyramid level. Some pixels may 

have no leaf nodes linked to them. Two problems with this 

approach are that segments may be multiply connected and 

that the segment boundaries may be highly erratic. Although 

the technique uses gray-level similarity as the segmentation 

criteria, regions in the final partition will differ in 
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their average gray-level. Thus, region contrast is a de 

facto segmentation criteria. 

Hartley et al. use the pyramid linker as the segmen-

ter stage in an ATR. They reverse the usual order by fol

lowing the segmenter with the detector. The detector ac

cepts as candidate targets, all regions that are brighter 

than the image mean, have a height between 4 and 41 pixels, 

a length between 3 and 50 pixels and an aspect ratio between 

0.4 and 2.0. They do not use a classifier but consider all 

candidates to be targets. 

Other Techniques. There are contrast based ATR 

algorithms which are not contrast boxes or pyramids. Synop

ses of three of them follow. 

Narayanan and Rosenfeld (1981) present an image seg

mentation procedure called superspike which Hartley et al. 

( 1982) tested as part of an ATR. Superspike is one of a 

class of image segmentation techniques which replaces a 

pixel with the average of a select subset of its neighbors. 

Superspike selects only those pixels with a probability of 

occurrence greater than the target pixel. (The histogram 

gives the probability of occurrence.) It does not average a 

pixel, however, if there exists a significant concavity in 

the histogram between its own gray-level and the gray-level 

of the target pixel. In other words, superspike includes a 

pixel in the average only if it has a higher probability of 

occurrence and it is in the same histogram peak as the tar
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get pixel. Histogram smoothing improves the results. The 

authors suggest a simple running average of three consecu

tive bins. 

After a few iterations, the histogram becomes a set 

of spikes. The segmenter labels separate connected regions 

for consideration as possible target areas. A problem with 

this procedure is that isolated noise pixels from separate 

histogram peaks remain in the segmented image. The noise 

can be removed by replacing a pixel with the mean of its 

neighbors if nearly all of the neighbors differ by an above 

threshold amount. Hartley et al. (1982) use superspike as 

the segmenter stage in an ATR identical to the one des

cribed above in conjunction with Burt et al. (1981). 

Goehrig and Ledford (1980) test different combina

tions of preprocessing, segmentation, detection, and classi

fication stages within an ATR. Preprocessing tasks include 

noise cleaning, contrast enhancement, and sensor artifact 

removal. They follow preprocessing with one of three types 

of threshold segmenters: globally adaptive (derives thresh

old from properties of entire image), locally adaptive 

(computes threshold from neighborhood), object adaptive 

(derives threshold from object parameters). 

The globally adaptive scheme selects the gray-level 

threshold from the image histogram such that at least 1% of 

the pixels are greater than the threshold. It segments the 

image by labeling all connected components. The locally 



adaptive scheme filters the image with a 41x25 median filter 

and pointwise subtracts the filtered image from the original 

to produce a co-median image. It thresholds the co-median 

image at the 99 percentile gray-level and labels all connec

ted components. The object adaptive scheme uses superslice 

(Milgram, 1979) to segment the image. Each of the proced

ures considers bright segments (with respect to the thresh

olds) as candidates targets. 

The ATR measures features in each of the candidate 

target regions including object area, centroid, mean gray-

level, and the object to background intensity, 

(2.6) -I = IT - IBQ 

where Xrp is the mean gray-level of the region and IBG is the 

value of a 41x25 median filter centered at the region cen

troid. This is used to calculate the object-to-background 

contrast measure, 

IBG IBG 

The authors were testing segmentation and detection 

accuracy and provide no information about the classifier 

except that it uses the features generated by the segmenter. 

Rubin and Tseng (1978) propose a detector which 

calculates statistics globally and in large (60x60) and 

small (5x5) moving windows and forms a linear combination of 



the results. If the linear combination is larger than a 

given threshold, the detector passes the pixel location to a 

segmenter / classifier. The small and large window statis

tics are:' mean, standard deviation, and directional standard 

deviation. The global statistics are: mean, average of the 

small window standard deviation, hot spots in mean, and hot 

spots in standard deviation. The linear combination does not 

incorporate the statistics directly. In particular the 

large window mean is subtracted from the small window mean 

and the result divided by the average of the local standard 

deviation. This measure is similar to the output of a con

trast box. 

The segmenter is essentially a spoke filter (see 

below) applied to the output of a Sobel operator in the 

vicinity of a potential target. The classifier compares 

each candidate target with a database of known targets using 

a K-nearest-neighbor classifier. It uses the length, width, 

aspect ratio, object to background intensity difference, and 

seven invariant moments of the candidate target. 

Contrast and Edge Dependent ATR Algorithms 

Minor and Sklansky (1981) present an ATR called the 

spoke filter for detecting and finding the boundaries of 

targets in noisy FLIR images. The preprocessor normalizes 

the image, applies a dc notch filter to it, and forms an 

edge map. The normalizer linearly expands the image into 



256 gray-levels. The notch filter subtracts from the nor

malized image a copy of itself convolved with a 17x17 aver

aging filter. It shifts and expands the result into 256 

gray-levels. The edge detector applies vertical and hori

zontal Sobel gradient operators to the output of the notch 

filter. It estimates the gradient direction from the arc

tangent of the ratio of the vertical to the horizontal com

ponents of the gradient. It quantizes the direction into 8 

values (0°, +45°, +90°, +135°, 180°) and thresholds the mag

nitudes setting to zero all but the largest ten percent. The 

edge detector rotates the remaining (nonzero) pixels 90° 

counterclockwise (CCW) so that the intensity to the right of 

the edge is higher than that to the left. The result is an 

edge map with bright blobs surrounded by edge elements flow

ing in a clockwise (CW) direction and dark blobs surrounded 

by CCW edges (Figure 6). 

The detector stage of the ATR is the spoke filter, a 

derivative of the Hough circle detector. It builds a spoke 

map of the image with 8 bits assigned to each pixel. Each 

bit corresponds to one of the eight quantized directions. 

If an edge point is on one of the eight directional radii 

within a certain fixed distance, L, of a target pixel and 

that edge is oriented +90° CW with respect to the radius 

(i.e., radius pointing outward from pixel, edge pointing to 

the right), the procedure sets to 1 the corresponding bit in 

the pixel. If there is no such edge within L pixels of the 
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Figure 6. Spoke filter. 

The numbers indicate which bit is set in the 
output pixel if an edge pixel both coincides and 
is codirectional with an arrow from the row. 



target in a particular direction, it sets the corresponding 

bit to 0. Therefore, each pixel in the map indicates the 

number and directions of edges within L pixels of itself 

which are perpendicular to the radial direction and arise 

from the existence of an adjacent darker region (Figure 7). 

The detector performs a bitwise OR operation on the spoke 

map within a 3x3 neighborhood of each pixel and thresholds 

the result to create a binary map dependent on the number of 

bits set in each pixel. Depending on the desired sensitivi

ty, it sets the threshold for either 7 bits or 8 bits. The 

spoke detector finds light blobs against dark backgrounds. 

It can be changed so that it finds dark blobs against white 

backgrounds by detecting edges which are oriented -90° with 

respect to the radius. The value of L (in pixels) deter

mines the size of the blobs it detects. 

The segmenter thresholds with a sequence of gray-

levels each region of the expanded, notch filtered image 

that corresponds to a blob detected by the spoke filter. It 

selects the threshold that produces a blob whose boundary 

most closely matches the edges in the corresponding region 

of the gradient map produced by the preprocessor. The 

segmenter evaluates the match both in location and direc

tion. That is, the blob border must coincide with an edge 

pixel and be oriented within +45° of the edge direction to 

qualify as a match. 
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Figure 7. Spoke filter output. 

(a) An edge map; The polygon in the lower left 
is too large to be detected by the spoke filter 
in Figure 6. The edge circuit in the upper right 
is the is the appropriate size to be detected. 
(b) A map of the number of bits set in the 
output of the spoke filter in Figure 6 when 
applied to the edge map in (a). If the map is 
thresholded at 7, the only feature detected is 
the circuit in the upper right of (a). A box 
marks the location. 
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The classifier measures both the standard deviation 

of the interior of each target candidate and the fraction of 

points in the boundary of the candidate which have a corres

ponding edge whose strength is in the top five percent of 

all edges in the image. Using these two statistics, a three-

nearest-neighbor classifier determines if the candidate is a 

target or not. 

Milgram (1979) presents a detection and segmentation 

scheme called superslice which chooses thresholds for ob

ject / background discrimination by comparing the boundaries 

of thresholded objects with an edge map of the image. Like 

the segmenter in the spoke filter, superslice chooses the 

threshold for a given region, which causes the blob boundary 

to best coincide with the edge map (Figure 8). 

The preprocessor filters the image with a median 

filter whose size depends on the image noise content and the 

anticipated object or feature size. It is the filtered 

image which is later thresholded. Then, the preprocessor 

performs edge detection (on either the smoothed or raw image 

depending on the image noise content) with an edge detector 

defined by the maximum absolute value of horizontal and 

vertical differences of 4x4 averages. It thins the detector 

response by quantizing edge direction to 45° intervals and 

suppressing nonmaxima in the direction normal to the edge. 

Superslice performs detection and segmentation simul

taneously. Milgram states (1979, p.6) that 



53 

SUPERSLICE RTR 

f \ 
% mJ ana tar**** 

object 
edge 
profile increasing threshold 

A O O 

best fit 

Figure 8. Superslice ATR edge/boundary coincidence. 

With increasing threshold, the blob becomes 
smaller; for one threshold, the blob best mat
ches the objects edge profile. 
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experiments have demonstrated that an object region 
which is discernible at all by the algorithm can be 
extracted over a range of thresholds. . . . Noise 
regions, on the other hand do not tend to persist 
over a range of gray-level thresholds. 

He cites references to support the hypothesis that maximum 

busyness in an image is found in those features with gray-

levels near the peak of the histogram. Consequently, a 

threshold lower than the histogram mode produces an unac-

ceptably high false alarm rate. Superslice, therefore, 

thresholds the image with all gray-levels higher than the 

mode of the histogram. 

Milgram's classifier assumes that valid regions 

satisfy two conditions: (1) the object has discernible 

borders; (2) the object's interior contrasts in gray-level 

with its surroundings. Milgram states that these two heur

istics are fairly independent. He defines the definedness 

of a region as the percentage of its border points which 

coincide with the location of thinned edge points. "One 

would expect noise regions resulting from thresholding to 

exhibit a low edge match score whereas well-defined objects 

would have their highest score at the optimal threshold" (p. 

8). The classifier uses definedness and contrast (absolute 

difference of mean gray-level between the interior and the 

border regions of component) as features in region valida

tion. 
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The classifier rejects some candidates on the basis 

of a discriminant function which requires that the edge 

match score must be greater than 0.5 (50&) and the contrast 

must be more than 0.6 gray-level (out of 64). "Neither fea

ture is by itself is reliable enough to discriminate noise 

regions from object regions" (p. 11). Each threshold pro

duces an exemplar for an object. Assuming the two feature 

measures are sufficiently high for all the exemplars, the 

classifier chooses the one with the highest value as the 

best representation. 

Bhanu and Holben (1984) present 4 relaxation tech

niques for the segmentation of FLIR images. They discuss 

only the segmenters, not complete ATR's. The first tech

nique is a standard two-class relaxation which maps a gray-

level image into a black and white image. Repeated iter

ations tend to extend the target boundary erroneously into 

the background. To prevent this, the authors modify the 

compatibility coefficients for a pixel so that if the pixel 

is an edge, only adjacent edge pixels are included in the 

neighborhood probability calculations. 

The second technique is a two-class edge relaxation 

procedure. (The classes are edge or no edge.) It calculates 

initial probabilities using edge strength and initial com

patibilities using edge orientation. At the . end of each 

iteration, it computes new edge orientations as the average 

of the orientation at the neighboring pixels which are 
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within 30°. At the completion of the iterations, it thresh

olds and thins the result. 

The third technique is a combination of the first 

two. It performs one iteration of each procedure and com

pares the boundaries of the regions from the first procedure 

to the edges from the second. The procedure terminates if 

the coincidence factor is more than 508$. Otherwise, it per

forms another iteration of each procedure. 

The fourth technique is similar to the third but uses 

both gray-level and edge information to compute the proba

bilities. It computes compatibility coefficients as in the 

modification to technique 1 and modifies edge direction at 

each iteration as in the third technique. 

Bhanu et al. (1983) describe the Intelligent Auto

matic Target Cuing (IATC) system. It consists of two algo

rithms. Both estimate the minimum and maximum expected 

target sizes using the field-of-view (FOV) angle and the 

range to the center of the FOV. Both algorithms use the 

same classifier. Algorithm A is a detector followed by a 

relaxation segmenter. The detector computes a binary edge 

map with a thresholded Sobel operator. Next, it scans the 

edge map with a square window, twice the maximum estimated 

target size, advancing by one half the window size. If 

there are a sufficient number of edges in the window, it 

computes the centroid of the edges. Then, to all pixels 

within a similar window, centered at the centroid location 



in an (initially zeroed) output image, it adds a constant, 

c. Because of the window size and the advance rate, there 

can be at most 4 overlaps of the detector window for each 

potential target. Therefore, the values in the output image 

are 0, c, 2c, 3c, and 4c. The detector uses this output 

image as a mask for the original image to isolate potential 

target regions under the assumption that the higher the 

number of overlaps, the more likely there is a target. The 

segmenter is a two-class gradient relaxation technique which 

operates on connected components within the mask. 

Algorithm B is a modified contrast box filter fol

lowed by a segmenter which uses a difference operator. 

"This filter is designed for the acquisition of contrasting, 

compact subsets of pixels having the intuitive appearance of 

blobs." (Bhanu et al. , 1983, p.92). The detector partitions 

a square window into 8 triangular sectors separated by 8 

radii with 45° spacing. (Figure 9). Each sector contains a 

sequence of expanded triangular domains. Each triangle has a 

corresponding perimeter bin. At each pixel location, each 

of the filter's 8 sectors telescopes from a minimum to a 

maximum size. The detector computes the difference in 

average intensity between each sector and its corresponding 

perimeter bin. It stores the maximum difference over each 

sector's telescoping run. The output is the minimum of the 

results for the 8 sectors. Since the filter reports the 

contrast of the weakest of 8 possible edges, it favors 
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SECTOR 3 SECTOR 2 

SECTOR 6 SECTOR 7 

PERIMETER 
BINS 

B'lgure 9. Bhanu's modified contrast box (Bhanu et al., 
1983). 

(a) Sector partition of window. (b) Telescoping 
triangles and perimeter bins from sector 1. 



regions exhibiting strong edges in all 8 directions. Also, 

compact, high contrast regions cause a strong output only if 

they are completely inside the window. Finally; the detec

tor records the locations of the top 20 responses as possi

ble target locations. (It considers clusters of responses 

within one half window of each other to be from the same 

target.) The segmenter uses a variable threshold. It choos

es a threshold on the assumption that the "interface points 

between background and object are locations of high second 

derivative values." (p. 93) (This is quite different than 

the usual assumption that edges occur at the zero crossings 

of the second derivative.) Therefore, the segmenter locates 

an appropriate value in the upper part of the histogram of 

the positive Laplacian values from the target region. It se

lects the value above the histogram peak concurring with the 

maximum of the second order derivative of the histogram. Why 

the authors choose this particular value is not clear. They 

do not state how they use the Laplacian threshold value to 

segment the original image. 

The classifier has two stages. The first computes 

the target area, perimeter, length and width and determines 

which candidates have reasonable values. The second stage 

decorrelates (through rotation and normalization) a set of 

11 features and compares them using a k-nearest neighbor 

classifier to a feature set of known targets and clutter. 



The classifier is trained using a k-means clustering tech

nique . 

Soland and Narenda (1979) discuss a procedure called 

"PATS" (for prototype automatic target screener) designed to 

work in real time by processing the scan lines of a FLIR TV 

camera. The algorithm detects and segments targets in one 

procedure. It extracts potential "object intervals" from 

each scan line by looking for a coincidence of hot spots and 

edges along a scan line. PATS locates hot spots through an 

adaptive thresholding of the image. It chooses the thresh

old using a "background estimator," a 2D filter which yields 

a local background average at each point of the image. (The 

authors offer no description of this filter.) The algorithm 

subtracts the background from the input video and thresholds 

the result to produce a binary output. It flags both hot 

spots and cold spots relative to the background then smooths 

the object intervals with a median filter. A thresholded 

edge detector produces a separate map of edge locations. 

The classifier calculates the following six features 

to discern probable target intervals: average object inten

sity, average object contrast, total object area, bright 

count (they do not explain what they mean by this), left 

edge, and right edge. The classifier uses a hierarchical 

decision procedure to determine whether the object is target 

or clutter. A linear discriminant function of the six 

features was also tried but found to be inferior. 



Algorithms Dependent On Other Features 

All ATR algorithms evaluate gray-level information in 

an image. Most base their decisions on contrast and edges. 

Some use this information indirectly. For example, super-

spike (Narayanan and Rosenfeld, 1981) segments an image so 

that each region contains pixels of similar gray-level. It 

makes implicit use of contrast because it places dissimilar 

pixels in separate regions. Some algorithms, such as the 

two described below, are either completely independent of 

contrast and edges or make extremely indirect use of it. 

The algorithm by Mitchell and Lutton (1978) uses tex

ture to differentiate potential targets from background. It 

uses contrast and edges in such a highly indirect manner 

that it is not trivial to measure the dependency. The ATR 

combines gray-level, edge, and texture information to locate 

candidate target regions. It assumes that combinations of 

these three attributes which occur only a few times over the 

entire image point to potential targets. The preprocessor 

is a 3x3 median filter. The detector stage of their ATR 

includes an edge detector and a texture analyzer. 

The edge detector is unusual. In a 7x7 window, it 

compares the absolute difference between the upper 21 points 

and the lower 21 points to the absolute difference between 

the left 21 points and the right 21 points. The detector 

outputs the greater of the two values. 
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The texture analyzer performs a mln-max local extrema 

calculation (Mitchell et al., 1977) as follows: It measures 

local gray-level extrema in "hysteresis smoothed versions of 

the original image using three smoothing thresholds." The 

authors claim that "the lowest level extrema correspond 

mostly to noise in the image, whereas the highest correspond 

mostly to edges. The remaining medium-level extrema are a 

measure primarily of the texture in the image." (p. 83) The 

output of the texture analyzer is the average of the medium 

level extrema in a 10x10 window. 

From the image, the edge map, and the output of the 

texture analyzer, the candidate target detector constructs a 

three dimensional histogram containing 32 gray-levels, 16 

texture values, and 8 edge values (4096 bins total). The 

detector assumes that potential targets are located near 

clusters of points in the image with three value combina

tions which occur infrequently. It chooses the locations of 

the fifteen least frequent combinations as candidate tar

gets . 

For each candidate target, the segmenter creates a 

three-dimensional histogram of the type described above in a 

disk of pixels with radius 34 centered at the target loca

tion. It also creates a background histogram from the annu-

lus of pixels with outer radius 64 which surrounds the tar

get disk. If a pixel in the target disk has a combination 

of features which appears more than three times in the back



ground annulus then it is assigned to the background, other

wise it is assumed to be a target pixel. The segmented tar

get candidates may be multiply connected and highly erratic 

in shape. 

The classifier produces projections of the candidates 

by summing gray-levels along parallel straight lines in 8 

directions. It measures the width of each projection as the 

number of pixels between 20% and 80% of the total area of 

the projection. It retains the narrowest and the widest of 

the projections. The classifier declares a candidate to be 

clutter if: either projection extends off one edge of the 

image; the ratio of the wide projection to the narrow pro

jection is greater than 2.1; or either projection contains 

more than one large maximum. If a candidate is not disqual

ified at this point, the classifier compares statistics from 

the candidate's projection to those from known target pro

jections. If there is a sufficiently good match, the target 

is classified. If there are no good matches, the candidate 

is considered clutter. 

Brown and Frei (1980) propose a segmentation tech

nique for target recognition (not a complete ATR) which is 

completely independent of contrast and edges. It uses abso

lute gray-level to "grow" regions and object size to termi

nate the growth. The segmenter sorts the pixels by bright

ness. It assigns the first pixel object number 1. It assigns 

subsequent pixels new object numbers if they are not adja



cent an existent object. Otherwise, it assigns them the 

appropriate existing object number. If the pixel is adja

cent to more than one target area, the segmenter merges the 

two areas providing their combined area is not too large 

(maximum expected target size). The segmenter continues 

until a specific maximum number of objects is reached. 

Knowledge Based ATR Algorithms 

This class of algorithms includes two subclasses: 

those which incorporate in the detection or segmentation 

stage, detailed a priori information, such as profile or hot 

spot location, about expected targets; and those which use 

the techniques of artificial intelligence (AI) to solve the 

ATR problem. For reasons detailed in a previous section, it 

is probably not possible to predict the behavior of algo

rithms in this class with an independent image complexity 

measure. Nevertheless, to clarify the distinction between 

knowledge based schemes and those which are not, two of the 

former type are summarized below. 

The intent of this work is to characterize existing, 

public domain ATR algorithms. Nearly all of these use the 

techniques of classical pattern recognition. (Speed and 

hardware complexity still mostly prohibit the on-board use 

of AI techniques.) Therefore we consider only algorithms in 

the first class. 



65 

Chen and Reed (1987) describe "an adaptive algorithm 

for detecting optical targets using a correlated reference 

scene" (p. 46) which they call the "Constant False Alarm 

Rate" ATR. The ATR performs a generalized Neyman-Pearson 

hypothesis test on the image to determine if a target is 

present or not at a particular location. The N-P test is a 

maximum likelihood ratio test with a fixed false alarm rate. 

The detector computes maximum likelihood estimators from the 

image to be tested and one or more images of the scene 

without a target. 

Stern and Driscoll (1981) propose the Filtered Gra

dient Method, a knowledge based ATR that uses a priori 

information about target shape in its detection phase. The 

authors state that the basic assumptions made by most ATR 

algorithms are flawed since "not all targets stand out as 

isolated regions of pixels with contrast and high edge 

value." Also, they point out that a single target may have 

regions which are hotter and regions which are colder than 

the background. 

The filtered gradient algorithm is a technique for 

finding known target shape outlines in a noisy FLIR image. 

It is based on the assumption that the gradient vector is 

perpendicular to the target outline tangent vector. 

The preprocessor lowpass filters the image with a 3x3 

averaging operator. It iterates the process depending on 

the size of the target anticipated. Then, it convolves the 



filtered image with 8 different gradient operators optimized 

for directions 0°, +45°,+90°, +135°, and 180°. It forms a 

gradient map by assigning to each pixel both the number and 

the output value of the gradient operator (1,...,8) which 

produced the largest output at the pixel location. 

The detector is, essentially, a matched filter which 

uses the magnitude of the template gradient at each location 

as a threshold and uses the difference between the template 

gradient direction and the image edge location as the argu

ment of a penalty function. It computes a total score which 

is the sum of the pixel scores around the template. The de

tector repeats this process for every pixel in the lowpass 

filtered image. It considers scores which exceed a thresh

old as detections. Clearly, since the detector is a matched 

filter, there is no need for either a segmenter or a classi

fier. The authors do not address the complexity issues 

arising from the need for a large number of target tem

plates . 

Summary 

This review of 21 ATR algorithms has included 17 

which detect and segment targets by finding compact regions 

which differ from their immediate backgrounds by edges and 

gray-level contrast. Two used other features and two were 

dependent on explicit a priori target knowledge. Therefore, 

one ought to be able to predict the performance of 80% of 



these algorithms on a given image using a measure of image 

complexity which is based on the common characteristics of 

the ATRs. Such a metric could prove useful for characteri

zation of the other ATRs as well. If it does correlate with 

the majority, then the metric provides a known standard for 

comparison of all ATRs. 
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CHAPTER 3 

MORPHOLOGICAL SEGMENTATION OF IMAGES 

An ATR image complexity measure indicates the likeli

hood that an ATR will miss a target in a given image. An 

ATR is most likely to err if the image is cluttered (i.e., 

if the image contains many target-like regions that are not 

targets). Therefore a complexity measure ought to indicate 

how cluttered the image is. To measure image clutter for a 

set of ATRs, an algorithm must find each target-like region 

using the target discriminants common to the set. 

Because the goals and constraints of automatic target 

recognition are invariant (see Chapter 2), the various al

gorithms are similar. The detector stage of a typical ATR 

assumes the regions most likely to be targets are compact 

areas of uniform gray-level which contrast with their imme

diate surroundings. Under that assumption, the detector 

evaluates the image and generates a map that indicates the 

target similarity of the vicinity of each pixel. 

A compact area in this context is region which is ap

proximately the size and shape of the detector window. All 

the ATRs ignore regions which are too small or too large1. 

*Many of them, however, would accept as a potential 
target, a window-sized region which projects from a larger 
area. 



A uniform region is one where the pixels have similar val

ues. For most ATRs, this means almost all the pixels in the 

region exceed (or are less than) a threshold. For some ATRs, 

contrast means difference in average gray-level; for others 

it means there are distinct edges between the regions. Image 

regions are distinct (i.e. discernible) by virtue of their 

contrast with neighboring regions. The detector/segmenter 

stages of most ATRs assume the probability that a region is 

a target is directly proportional to the magnitude of the 

region's contrast. 

Therefore, to measure image clutter, a complexity 

algorithm must find each uniform region of a specific size 

which contrasts with its neighbors. It must measure the 

intensity of the contrast both in average gray-level and in 

edge-strength. Then, this measurement will indicate the 

region's similarity to a target. The distribution of target 

similarity measurements will indicate the potential2 clutter 

content of the image. The algorithm must analyze the dis

tribution to.derive a measure of image complexity. 

This approach to complexity measurement requires the 

segmentation of the entire image. This chapter details a 

morphological segmentation procedure which is inspired by 

the common attributes of the ATRs examined in Chapter 2. 

First, the chapter examines image segmentation in light of 

2It is potential clutter since the algorithm does not 
know which regions are true targets. 



the automatic target recognition problem. Then it reviews 

several survey papers on the most applicable techniques and 

shows why none of these are exactly appropriate for the 

task. Next, the chapter presents a simple recursive thresh

olding method for segmentation which follows from the ATR 

problem, but does not satisfy region size constraints. Then 

it shows how morphological operators fulfill the size re

quirements, but are unable to do the necessary segmentation. 

The next section presents a novel, morphological generali

zation of the recursive threshold segmenter which satisfies 

all the ATR problem constraints. Finally the chapter ana

lyzes the mathematics of the recursive morphological segmen

ter . 

Image Segmentation 

A segmentation of an image is a partition of the 

image such that (1) each region exhibits internally uniform 

characteristics or (2) between any two regions there exists 

a disparity of similar type (e.g. an edge)3. The two cri

teria are neither independent nor identical. Although, a 

partition satisfying one criterion may contain regions simi

lar to a partition satisfying the other, in general, the 

region boundaries will not be. identical. The actual 

3Levine (1985) calls this a "partial segmentation" to 
differentiate it from a "complete segmentation" wherein each 
delineated region corresponds precisely to an identifiable 
object. 



partitions depend on the specific definitions of uniformity 

or disparity. 

To measure image complexity for ATR performance pre

diction, an algorithm must segment the image and assign each 

region a number (based on its contrast and edge strength) 

which indicates the region's similarity to a target. For 

the number to be meaningful, regions in the image that cor

respond to actual targets must be accurately delineated by 

the segmentation procedure. That is, an image region which 

would be identified as a target by most ATRs must, likewise, 

be isolated explicitly by the segmentation procedure. To 

assure this, the segmentation criteria must derive from the 

general characteristics of the ATRs. 

ATR Dependent Segmentation Criteria 

Most of the ATRs detect and segment candidate targets 

in one of two ways: Either (1) they find high average gray-

level contrast between compact, uniform regions and their 

backgrounds; or (2) they find maximum coincidence between 

the locations of strong edges and the boundaries of compact, 

high-contrast regions. Both methods are uniformity segmen

tations. The second is guided by local disparity. Both re

quire a scale constraint since the ATRs seek regions within 

an explicitly limited range of sizes. 
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Region Uniformity: Blob Segmentation. Through dif

ferent methods, the contrast dependent ATRs of Chapter 2 

search for similar objects. Their detector/segmenters are 

of type 1 (above) and define uniformity in terms of gray-

level statistics. The ATRs by McWilliams and Srinath (1984), 

Burton and Benning (1981), Dudani et al. (1981) and 

Schachter (1982) find all compact regions with mean gray-

levels that contrast with their backgrounds. Burt et al. 

(1981) and Narayanan and Rosenfeld's (1981) ATRs partition 

regions of similar average gray-level. Goehrig and 

Ledford's (1980) look for hot-spots using a locally adaptive 

threshold. The Westinghouse and Ford Aerospace (in 

Schachter, 1982) ATRs look for hot-spots in compact regions 

where the gray-level distributions are markedly different 

from those of the surroundings. Dawson and Treese (1985) 

and Schneier (1983) propose ATRs that use locally adaptive 

threshold to partition regions into light and dark (with 

respect to the mean gray-level) subregions. 

All of these ATRs partition an image into regions 

that differ in gray-level statistics. Most use the mean 

gray-level as the discriminant. Moreover, the threshold-

dependent ATRs insist that the gray-level distributions of 

each region not be highly skewed away from the mean in the 

direction of the adjacent region. That is, most of the 

pixels on the inside must be brighter than most of the pix

els on the outside or vice versa. In that sense, most 



contrast dependent ATRs find regions which differ uniformly 

from their surroundings. Although the ATRs segment an im

age, they do not define a partition of it entirely. They 

form a partial segmentation, retaining only the locations of 

those regions which are most highly discernible. Most of 

the detectors are moving windows, either rectangular or 

disk-shaped, which are small in linear dimension with res

pect to the image. Consequently, candidate targets are 

objects which, if placed inside a rectangle or circle, will 

fill most of it. All the ATRs incorporate some type of size 

filter. The filter may be part of the detector, the segmen-

ter, or the classifier, but at some point in the algorithm 

the ATR will reject all regions that are not within well 

defined size constraints. 

In short, the ATRs perform a partial blob segmenta

tion. "Blob" is the common term for the compact, uniform 

regions which are sought by the ATRs. To segment an image 

into blobs is to partition the image so that each region is 

uniform and, as much as possible, of similar scale. In par

ticular, each region should have no features smaller in 

area, aspect ratio, or linear dimension than a given minimum 

size. The choice of scale in segmentation determines which 

features which will be delineated. Blobs which are complete, 

separate regions on a small scale may be only part of a tex

ture on a large scale. Likewise, complexity is a function 



of scale. A textured image may be complex on a small scale, 

but simple on a large scale. 

Region Disparity: Edge Segmentation. Like the con

trast dependent ATRs, the edge dependent ATRs of Chapter 2 

search for similar objects. The spoke filter (Minor and 

Sklansky, 1981) looks for closed loops of edges on at speci

fic scale. It segments the region with the particular 

threshold that results in maximum coincidence between the 

edges and the blob boundary. Superslice (Milgram, 1979) 

finds areas of high coincidence between the boundaries of 

thresholded blobs and high-strength edges. Bhanu and 

Holben's (1984) ATR iterates two relaxations simultaneously, 

a two-class, gray-level relaxation and an edge relaxation. 

It stops when the gray-level region boundaries coincide with 

the edge map. Bhanu et al. (1983) describe two edge depen

dent ATRs. One finds areas with many high-strength edges 

and uses a two-class, gray-level relaxation to segment the 

target region. The other is similar to the spoke filter; it 

finds any region that contains strong edges that form a loop 

of a specific size. It segments the region with the thresh

old that maximizes coincidence between blob boundaries and 

edge locations. Soland and Narenda's ATR (1979) detects 

hot-spots which coincide with edges along an image scan-

line. 

None of these ATRs are solely dependent on edges to 

find potential targets. They look for coincidence between 



strong edges and blob boundaries. Effectively, they use 

edges as a guide to selecting a threshold. They do not use 

the edges alone because accurate edge detection requires 

lengthy computation. Edges, like blobs, exist on a variety 

of scales. The boundary between two regions of different 

texture may contain many small-scale edges, but consist of 

only one large-scale edge. Large scale edge detectors (e.g. 

the LoG detector with a large variance, described in Chapter 

5) are computationally intensive and, therefore, virtually 

unused in ATR edge detectors. All of the ATRs use small 

scale edge detectors which, although fast, are noisy. 

ATR Segmentation: Thresholding for Blobs. The previ

ous two sections suggest: to most ATRs, regions of high 

target similarity are blobs of a specific size that either 

contrast highly with the background or are surrounded by 

strong edges. To find these regions, an ATR's detector 

stage maps the image for either contrast or edges and notes 

the locations of the strongest responses. To save time, 

most ATRs perform a partial segmentation of the image. They 

segment only in the vicinity of the strong detector respon

ses and pass only those segments to the classifier. Effec

tively, they attempt to classify only the regions of highest 

target similarity. 

Although the ATRs segment only a fraction of the 

image, a complexity measurement algorithm must segment the 

entire image. The measures of target similarity that the 



various ATRs use are relative; the algorithms classify the 

top n candidate regions blindly without considering how 

closely the other regions resemble them. A cluttered image 

has many potential targets. Therefore it has many regions of 

high target similarity. A partial segmentation ignores re

gions which may, in fact, have target similarity measures 

that are very close to the top candidates. Consequently, the 

probability of missing a target is high. To determine if an 

image is cluttered, a complexity measurement algorithm must 

examine the distribution of target similarity measures for 

all regions in the image. That requires the segmentation of 

the entire image. 

Image segmentation for complexity measurement need 

not be guided by edges. Assuming that targets are likely to 

have strong edges, some ATRs segment only in the vicinity of 

edges to save time and computational effort. But, all the 

ATRs use essentially one segmentation procedure - threshold

ing for blobs. A segmentation of the entire image that in

cludes, but is not restricted to, regions with strong edges 

does not have to consider edges explicitly. To measure 

target similarity, however, the complexity measure must take 

edges into account. 

A segmentation procedure which approximates the ac

tion of the ATRs in the sense of a "common denominator" is 

to partition the image so that each potential target region 

is no smaller (in area, linear dimension, or aspect ratio) 



than a given size and has a mean gray-level which differs 

from those of its neighbors. Each background (non-target) 

region should be no smaller in area than a specified minimum 

and should be uniform in gray-level. 

The minimum size restrictions derive from the ATR's 

common assumption that small regions are actually noise. 

The ATRs also ignore regions of incorrect aspect ratio or 

unusual linear dimension even if their dreas are target 

size. An image complexity algorithm, perhaps, could segment 

an image into regions of any size and assign high target 

similarity coefficients to those regions of appropriate size 

and shape. But many ATRs expect less than ideal images and 

try to enhance the target qualities of an image's features. 

They effectively segment an image into regions that are as 

similar to targets as possible and then measure the similar

ity of the regions to true targets. Therefore, an image 

complexity measurement algorithm to segment in the spirit of 

ATR algorithms ought to partition an image into target-like 

regions as much as possible and then measure the regions's 

actual target similarity. 

A Review of Threshold Segmentation Techniques 

This section is a review of some of the many 

threshold-based segmentation procedures. It suggests that 

there is none precisely suited to the problem at hand. All 

threshold based segmentation techniques assume that in any 



image region4 the objects of interest have different gray-

levels than the non-objects (i.e. background areas). More

over, they assume that there exists a single gray-1eve1, t, 

such that in the region, most of the object's gray-levels 

are greater than t and most of the background's gray-levels 

are less than t or vice versa. Consequently, if all gray-

levels less than t in the region are set to black and all 

gray-levels greater than or equal to t are set to white, the 

resultant black and white image segments the region into ob

jects and background. 

The thresholding problem has two parts, selection of 

the region and selection of the threshold. Almost all the 

research to date has been on threshold selection. Most re

gion selection schemes (with the exception of Ohlander et 

al . , 1978) have been arbitrary. None of the following 

threshold segmentation algorithms are able to limit the size 

and shape of region features, a capability that is necessary 

to segment an image into regions that are as target-like as 

possible. 

Sahoo, Soltani, and Wong (1988) provide a state-of-

the-art survey which reviews more than 25 threshold segmen

tation techniques. They are all global algorithms which 

select a single threshold for an entire image. Because the 

assumption that objects and background have different gray-

4The image region can be the entire image. 



levels implies that the image histogram is the combination 

of the foreground and background histograms, many of segmen-

ters analyze the image histogram to choose a threshold. Such 

algorithms attempt to logically separate the two histograms 

to find the best threshold. The techniques range from sim

ply choosing the location of the deepest valley in a bimodal 

histogram to minimizing the error in fitting parametric dis

tributions . 

None of the ATRs in Chapter 2 use global threshold

ing; most scan the entire image with a moving window and 

operate in the neighborhood of a pixel. Essentially, they 

apply a locally varying threshold which can have a new value 

at each pixel. Sahoo et al. claim that any of the global 

algorithms that they describe can be used for local thresh

olding. All that is necessary is to partition the image 

into a set of smaller subimages and to apply the algorithm 

to each subimage separately. The authors offer no sugges

tions on how to choose the subimages other than to construct 

a grid of equally sized rectangles. That approach is not 

similar to ATR' s methods either and, consequently, is of 

little use. 

Nakagawa and Rosenfeld (1979) propose a local thresh

olding scheme that is a modification of the method of Chow 

and Kaneko (1972). Their algorithm partitions the image 

arbitrarily and calculates a threshold in each region. Be

fore segmentation, it interpolates the individual partition 



thresholds over the entire image so that each pixel has its 

own threshold. Because this approach is closer in spirit to 

what the ATRs do, it merits further examination. The proce

dure is: {1) divide the image into a grid of 32x32 pixel 

subimages. (2) For each subimage: (a) accumulate a histogram 

and compute its mean and standard deviation; (b) compute the 

least-mean-square fit of a sum, G(i), of two gaussians to 

the histogram; (c) test the bimodality of G(i); and (d) if 

G(i) is bimodal select the threshold which minimizes the 

probability of misclassification. (3) With a locally weight

ed average, assign thresholds to subimages having unimodal 

distributions. (4) Finally, assign threshold values to in

dividual pixels through bilinear interpolation. 

The problem with this procedure is that the initial 

grid size is completely arbitrary. Small features or fea

tures which overlap windows could be lost. Also, like the 

others, this algorithm places no limits on feature sizes. 

Milgram (1979) states that this method's "results are not 

overwhelmingly successful." (p. 2) 

Weszka's paper (1978) is another survey of threshold 

segmenters based on histogram analysis. Many of them are 

also reviewed in Sahoo et al. (1988). Weszka includes some 

local thresholding schemes which are similar to the tech

niques used by ATRs. These use a continuously updated aver

age of local contrast or gray-levels in the neighborhood of 

a point. Some of these techniques choose a threshold that 



depends on both the gray-level and the edge value of the 

pixel (Panda, 1977). One, for example, chooses a threshold 

in a neighborhood as the mean gray-level of those pixels 

having high edge values. Another finds a valley in the his

togram of neighborhood pixels having low edge values. An

other scheme computes the variance in a neighborhood of each 

pixel (Chow and Kaneko, 1972). If the variance is greater 

than a threshold, the algorithm accumulates a histogram of 

the neighborhood. If the histogram is bimodal, it chooses a 

threshold in the valley. The procedure linearly interpo

lates the selected thresholds over the entire image for seg

mentation. 

Since all these methods use histogram analysis, they 

are different from most of the ATR detector/segmenters, 

which use simple mean gray-level differences. Moreover, 

there are no size constraints in any of these procedures. 

The paper by Ohlander, Price, and Reddy (1978) pre

sents a recursive scheme for threshold segmentation which 

adapts to regions for local threshold selection. It uses 

the histograms of various features in a region of a color 

image to determine the thresholds. If it finds an appropri

ate peak in the histogram, the algorithm selects upper and 

lower thresholds which delimit the peak. The algorithm 

thresholds the region, setting pixels with gray-levels be

tween the thresholds to white and all others to black. If 

the histogram does not have a sufficiently well defined 



peak, the algorithm considers the region to be segmented and 

excludes the region from further processing. It then com

piles a mask for the next pass by labeling each connected 

region. It smooths the mask through median filtering, fol

lowed by erosion and dilation (each in a 3x3 neighborhood). 

The algorithm permits a size criterion to be used to exclude 

small regions. The authors note that when an image is eith

er highly textured or its features have similar spectral 

characteristics, the segmentation suffers. 

Because it adapts to local features, Ohlander's tech

nique is the closest of all the threshold segmentation pro

cedures to being directly applicable to our problem. It 

also eliminates some small regions. It does not, however, 

segment the entire image. It highlights regions that have 

unimodal histograms and maps all others into the background. 

The local thresholding techniques in this section 

have some elements in common. Most of them select a thresh

old after a histogram analysis. Except for Ohlander et al. 

(1978), all of the local threshold schemes use arbitrary re

gion selection and have no size limitations. These attri

butes render the techniques useless for ATR image complexity 

measurement. Ohlander's region adaptation is adequate, but 

the dual-threshold and size limitation schemes are inapprop

riate. The following sections expand on the adaptive nature 

of the Ohlander algorithm to develop a segmentation 

procedure which delineates all image regions of appropriate 



shape and scale for the measurement of their target similar

ity . 

Recursive Thresholding 

The following is a recursive thresholding procedure. 

It is similar to Ohlander's (1978), in its adaptation to 

image regions. Unlike Ohlander's, this procedure segments 

all regions with a single threshold (the mean gray-level) 

and does not analyze the region histograms (Figure 10). 

Let I be a digital gray-level image and let M be an 

image mask. Then I is a rectangular array of pixels, each 

of which can assume a value from a discrete set of gray-

levels between black and white. M is an array of labels the 

same size as I which is partitioned, like a jig-saw puzzle, 

into a set of n components, {C^}. Each component has a 

unique label. That is, all the labels in one component are 

the same and no other component has the same label. Each Ck 

has an associated gray-level, t^. The components of M par

tition I into a set of n regions, {Rk}, from which the val

ues, derive. 

The recursive thresholding algorithm assigns tjc the 

mean gray-level (MGL) of Rk. Define Xk as the set of all 

pixels in Rk that are at least as large as tk. Let Xk
c be 

the complement of Xk so that Rk = Xk' + Xk
c. Define the 

threshold transform of Rk, T[Rk], to be a binary image such 
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Figure 10. Recursive thresholding. 

The original image is a low-resolution digitization 
of Georgia O'Keefe's Poppy. Pass 1 highlights few 
meaningful features. Pass 2 shows more detail. 



that if p is a pixel at position (x,y) in R^ then T[p] is a 

pixel at position (x,y) in TtR^], and if p > t^ then T[p] is 

white otherwise T[p] is black. Then, T[R^] = TtX^] + TtX^0] 

where TCX^] contains only white pixels and T[Xjc^] contains 

only black pixels. Let B - T[I] be the threshold transfor

mation of the entire image derived by thresholding R^ with 

tj^ for all k (k = l,...,n). 

To create a new mask, M1, the algorithm partitions B 

by the components of M into n regions, {S^}. (For k=l,...,n, 

Sjj in B corresponds to R^ in I and in M. ) Inside every 

S^, there are black areas and white areas that form subre-

gions of . The black subregions designate pixels in R^ 

that are less than tj,. The white subregions correspond to 

pixels in R^ with gray-levels equal to or greater than t^. 

(If all of Sj^ is white, then all the pixels in R^ have gray-

level tk, since tk is the MGL of Rk. ) For each k = l,...,n, 

the algorithm uniquely labels each connected, entirely white 

or entirely black subregion of S^. (It considers all regions 

of B outside of to be disjoint from S^.) This new set of 

labels is M' . Since each component of M1 is a subset of a 

single component of M, M' is a partition of M. M1 defines 

a new partition of I comprising the set of m regions {R'j}, 

where m > n. For a given j, R' j is a subset of Rk for one 

and only one k. R'j contains only pixels which are either 

all smaller than the MGL of R^ or are all equal to or great

er than the MGL of R^. 



To do a recursive thresholding of I, the algorithm 

gives the first mask, M, one component the size of the orig

inal image with a parameter, tj, equal to the MGL of I. Af

ter each iteration, the algorithm replaces M with M1 . The 

algorithm iterates until there is no change; i.e., M' is 

identical to M. This occurs when every region contains 

pixels with only one gray level. 

The mask created by a recursive thresholding is too • 

detailed to be useful for measuring image complexity. The 

blobs it isolates have a variety of sizes, many of them com

prising only one pixel. It contains regions too small not 

only in area but also in range of gray-levels. ATRs search 

for regions of definite size that contain a range of gray-

levels. The regions are distinct because of statistical con

trast. Recursive thresholding would work if it were to use 

the size and shape of mask regions along with gray-level 

content both to determine new partitions and to decide when 

to quit. In particular, when creating M1 from M, the algo

rithm could do more than blindly label each simply connected 

white or black subregion of Sk. The algorithm could relax 

the connectivity requirement and include pixels in a region 

if the result satisfies appropriate shape and size require

ments. The next section details a way to do precisely that 

with morphological transforms. 
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Morphological Operators 

Unlike a traditional image operator which transforms 

gray-levels as a function of gray-levels, a morphological 

operator transforms an image as a function of shape. It 

compares every neighborhood in an image to a reference set 

and measures the similarity. These measurements facilitate 

the isolation or enhancement of specific image features. In 

particular, they permit segmentation as a function of shape 

and size. A subclass of these operators (the class of hit-

or-miss transforms) is ideally suited to the transformation 

of the image masks generated by recursive thresholding so 

that the individual regions obey size and shape restric

tions . 

Basic References 

Morphological operators were developed by Georges 

Matheron in the late 1960's as a probabilistic extension of 

Minkowsky algebra. He presented the fundamental ideas and 

their derivations in his 1975 text, Random Sets and Integral 

Geometry. Serra (1982) showed that erosion and dilation are 

members of a family of morphological operators which he 

called "hit-or-miss transforms". His text explores many ap

plications of mathematical morphology to image analysis. 

Stoyan (1987) provides a detailed analysis of the statisti

cal properties of the operators. Giardina and Dougherty's 



(1988) text is a practical introduction to the use of the 

operators in signal and image processing. 

There is significant current interest in this class 

of operators as evidenced by the extent of the literature 

over the past five years. Haralick, Sternberg, and Zhuang 

(1987), present a tutorial on morphological methods in image 

processing as does Serra (1986). Maragos and Schafer pres

ent a set-theoretical analysis of morphological operators 

and show that linear shift-invariant filters (in 1987a) as 

well as median, order-statistic, and stack filters (in 

1987b) are all members of the class. Lee et al. (1987) 

demonstrate how morphological operators can be used as edge 

detectors. Haralick, Lee, et al. (1987) discuss multiresolu-

tion image processing and morphology as do Peters and 

Strickland (1986). 

A 1987 conference hosted by the Society for Photo-

optical Instrumentation Engineers was devoted to morphologi

cal image processing. The proceedings included the follow

ing reports: Dougherty and Giardina (1987) show that morph

ological operators form an algebra of sets. Esselman and 

Verly (1987) use the operators to extract features from 

range imagery. Feehs and Arce (1987) present an N-dimen-

sional morphological edge detector. Richardson and Schafer 

(1987) apply morphological operators to FLIR images for 

object location and isolation. Ritter et. al (1987) define 

an image algebra which generalizes the theory of 



mathematical morphology. Sun and Rubin (1987) discuss auton

omous image analysis using morphological operators. 

Other recent papers include Meyer's (1986) on automa

tic screening of cytological specimens. Sternberg (1986) 

discusses the application of mathematical morphology to 

gray-scale images. Crimmins and Brown (1985) discuss image 

algebra and morphology in automatic pattern recognition. 

Sternberg (1983) describes the use of gray-scale morphology 

in the automatic detection of genetic mutations in cells. 

Definition of Morphological Operators 

Morphological operators were defined by Matheron as 

the class of operators satisfying the following four criter

ia : 

Invariance Under Translation. Let S be any set of 

pixels from an image such that S contains the coordinate 

origin. Let x be a pixel location (coordinate pair). Let Sx 

be the translate of S such that the origin of S is located 

at x. Let M[.] be a morphological operator, then 

(3.1) M[SX] = (M[S])X. 

That is, the transform of the translated set is equal to the 

translation of the transformed set. 

Invariance Under Change of Scale. Let a be an inte

ger. Let aS be the magnification of S, then 

(3.2) M[aS] = a(M[s]). 
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That is, the transform of the magnified set is equal to the 

magnification of the transformed set. 

Local Knowledge. Assume the pixel set S is known in

side a mask X1 but not outside. That is, S n X1 is defined, 

[S n X,c] is not defined. Then there exists a set X such 

that 

(3.3) (M[S n X]) n X' = M[S] n X'. 

This means if the transform is performed inside a mask there 

is a always a set of pixels for which the transform is 

known. It defines how a morphological operator deals with 

boundary conditions. The local knowledge criterion guaran

tees that sufficiently far away from a boundary, the trans

form is always well defined. 

Semi-continuity. Morphological operators are defined 

as upper semi-continuous functions. In particular if {Sn} 

(n = 1, 2, 3, ...) is a sequence of sets such that Sn+k c Sn 

for all k > 0 and such that Sn approaches a limit set, S, as 

n increases without bound, then 

(3.4) lim M[Sn] = M[S]. 

This guarantees that the boundary of the transform is equal 

to the transform of the boundary. 

The set of all morphological operators is a large 

class of functions. The class includes non-linear 
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operations such as erosion, dilation, and order-statistic 

filters as well as linear functions in the class of linear 

shift-invariant filters. The criteria extend beyond images 

to functions defined on n-dimensional continuously valued 

spaces. 

Serra's Hit-or-miss Transform 

The segmentation procedure for image complexity meas

urement uses morphological operators that are manifestations 

of Serra's hit-or-miss transform (Serra, 1982). The hit-or-

miss transform is a non-linear transform which measures the 

similarity between image features and a small reference 

image called the structuring element. The output is a map of 

the image's local similarity to the structuring element. 

The following definitions are not general. They in

clude only aspects germane to the segmentation problem at 

hand, that is to create a size dependent mask from a binary 

threshold transform of an image. In general, a hit-or-miss 

transform is a gray-level function of a gray-level image. 

The complexity measurement algorithm uses hit-or-miss trans

forms to process binary images. The restriction to binary 

images simplifies both the definitions and the procedures. 

Structuring Element (SE). This is the "matrix" of a 

hit-or-miss transform. It delineates a neighborhood in the 

image for transform input. Each member of the structuring 

element points to a pixel in the neighborhood. One member, 



the origin, also points to a pixel in the output image. 

Let Z be a structuring element, p a pixel in the original 

image, and Zp the translation of Z such that its origin 

intersects pixel p. Then, Zp traces a ne'ighborhood (which 

includes p) in the input image. The pixel in the transformed 

image which corresponds to p is the target pixel (Figure 

11). A structuring element is actually a small image; its 

members have gray-levels (in the binary case, only two). It 

can have any shape and can be multiply connected. 

The morphological segmenter in the image complexity 

measurement algorithm uses regular structuring elements5 to 

process the binary output of the recursive threshold trans

form. A regular structuring element is simply connected, 

all white, contains the origin, and is symmetric with res

pect to 180° rotation. The rotational symmetry implies that 

a regular SE is symmetric with respect to reflection. That 

is, if Z is an SE, 

(3.5) Z = { z | -z 6 Z} = Z. 

V 
where Z, is the reflection of Z. Reflectional symmetry 

simplifies the definitions of opening and closing (see be

low) . In the exposition that follows, all the structuring 

elements are regular. 

5This is a convenient, descriptive label for the struc
turing elements in this work. The term is not otherwise 
used in the literature. 
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Figure 11. Hit-or-miss transform structuring element. 

(a) This shows a plus, "+", shaped structuring ele
ment (SE), the neighborhood it demarcates in the 
original image, and the target pixel in the output 
image. The location of the target pixel coincides 
with the location of the SE origin within the neigh
borhood . 
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Figure 11. Hit-or-miss transform structuring element — 
continued. 

(b) Nine example SEs. The four on the left contain 
subsets A and B. Two of the four are multiply connec
ted and three are not symmetric with respect to re
flection about their origins. The five on the right 
are regular SEs. They contain only set A and are sym
metric with respect to their origins. 
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Definition of the Hlt-or-miss Transform. Set con

tainment defines hit-or-miss transforms. Let X be the set 

of white pixels from a region of a binary image and let Z be 

a structuring element. Zp is contained in X if all the mem

bers of Zp intersect pixels in X. Zp is excluded from X if 

no member of Zp intersects a pixel in X. Zp meets X if at 

least one member of Zp intersects a pixel in X A binary 

hit-or-miss transform outputs white if the SE satisfies the 

containment criteria and outputs black otherwise. 

The general definition of the hit-or-miss transform 

follows: let Z be a structuring element, partitioned into 

subsets A and B. Let I be an image, X a subset of white 

pixels from I, and H[.] a hit-or-miss transform. Let p be a 

pixel in I and let q be the pixel at the same location in 

H[ I ] . Then, q will be in H[X] if and only if Zp is such 

that Ap is contained in X and Bp is excluded from X. Either 

A or B can be the empty set. 

Hit-or-miss transforms and their complements are 

morphological operators as are the compositions (iterations) 

of the transforms. Thus, hit-or-miss transforms define 

algebra of sets. Moreover, they form a sigma-algebra, since 

by definition, morphological operators are semi-continuous. 

Morphological operators, therefore, define an image algebra. 

This permits the simple hit-or-miss transform, erosion, to 

define dilation (its complement), and opening and closing 

(the compositions of erosion and dilation). 



In the following definitions, Z is a regular SE. All 

the members of Z are in set A; B is the empty set. X is the 

set of white pixels in a region, R, of an binary image, B. 

The complement of X, Xc, is the set of black pixels in R. 

Assume that X is sufficiently far away from the borders of R 

that the local knowledge is sufficient for the transforma

tion of the entire set6. 

Erosion. The erosion of X by Z, denoted X 0 Z, is the 

locus of target pixels p such that Zp is contained in X 

(Figure 12). That is, if Zp is contained in X, then pixel p 

in the transformed image is set to white. Otherwise, p is 

set to black. X 9 Z is a map of all pixels p such that Zp 

is completely contained in X. X 9 Z is a proper subset of 

X; it does not include the boundary regions of X nor does it 

contain any piece of X which cannot cover Z. 

Dilation. The dilation of X by Z, denoted X ffi Z, is 

the locus of target pixels p such that Zp meets X (Figure 

12). The dilation is such that if Zp is excluded from X, 

then pixel, p, in the transformed image is set to black. 

Otherwise, p is set to white. X © Z contains X as a proper 

subset; it is a "thickened" version of X which includes the 

boundary regions of Xc and has filled in any holes or cracks 

in X smaller than Z. X ® Z is the erosion of Xc by Z. 

C 
°This assumption is seldom valid when dealing with a 

real set, X, from an actual image region, R. Sections that 
follow discuss the ramifications. 
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(I) STRiiCTORI&SG ELEMENT 

Figure 12. Erosion and dilation. 

(a) The black and the gray areas together comprise 
the dilated version of the original image (b) . The 
black area of (c) is the eroded version of (b). Part 
(d) shows the 3x3 SE with origin in the center vised 
in the erosion and dilation. 
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Erosion and dilation are duals with respect to com

plementation. The dilation of X by Z is the complement of 

the erosion by Z of the complement of X. That is, 

(3.6) X©Z=(XC0Z)C. 

Thus, in the strictest sense of the definition above, X ffi Z 

is the complement of a hit-or-miss transform. 

Opening. Opening, denoted Xz, is erosion followed by 

dilation. If Z is a regular structuring element, then 

(3.7) Xz=(X0Z)©Z. 

X2 is the union of all translates, Zp, of Z which are con

tained in X (Figure 13). The opening of X traces only those 

regions in X which are large enough to cover the SE. Xz is 

the best approximation of X that can be made out of struc

turing elements (through translation and union) subject to 

the constraint that Xz is contained in X. Xz is smooth with 

respect to the SE; it contains no features smaller than Z 

(neither isolated pieces nor projections). (Xz)c, however, 

can contain subsets of any size. The opening is anti-exten

sive, i.e. Xz c X, and it is idempotent, i.e. (Xz)z = Xz. 

Closing. Closing, denoted Xz, is dilation followed by 

erosion. If Z is a regular structuring element, then 

(3.8) XZ=(XffiZ)9Z. 



Cc) 3 C<0 

(e) structuring element H 

Figure 13. Opening and closing. 

(a) Original set. (b) Open set. (c) Closed set. 
(d) Close-opened set. (e) SE (3x3 with origin in 
center) 
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Closing and opening are duals with respect to complementa

tion (Figure 13). The complement of Xz contains no pieces 

smaller than the SE, which implies Xz has no holes or cracks 

which are smaller than Z. (XZ)C is a smooth version of XC/ 

but Xz can contain pieces smaller than the SE. Closing is 

extensive, i.e. X c Xz, and idempotent, i.e. (Xz)z = Xz. 

Close-open Transform. Opening a set, X, with a struc

turing element, Z, transforms the set so that all components 

of the transformed set, Xz are no smaller than Z. Closing 

causes the complement of the transformed set, (Xz)c to have 

no components smaller than Z. It is not possible, in gener

al, to have all features (i.e., connected subsets such as 

projections and gaps) as large as Z both in Xz and in (Xz)c. 

Nevertheless, by following a closing with an opening (a 

close-open transform) or vice versa (an open-close trans

form), all the features in one of either Xz or (Xz)c are no 

smaller than Z and the areas of both, are at least as large 

as Z. The closing of X by Z, Xz, fills in the holes and 

cracks in X smaller than Z. It causes (Xz)c to be the union 

of translates of Z and to have no features smaller than Z. 

The opening of Xz by Z, (Xz)z, removes any projections, con

nections, or disjoint pieces smaller than Z from Xz. There

fore, the close-open transform creates sets of white pixels 

that are unions of translations of the structuring element, 

and the open-close does the same for black pixels. In the 

close-open transform, the removal of narrow (not as wide as 
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Z) connections between larger areas of Xz creates narrow 

connections between larger areas of ((Xz)z)c (Figure 14). 

Although this is unavoidable, the following theorem guaran

tees that the areas of the all regions generated by a close-

open or ah open-close are at least as large as the area of 

Z. 

Theorem (Component Size): In a binary image, the 

area of any connected component produced by either a close-

open transform or an open-close transform with a regular-

structuring element is equal to or greater than the area of 

the structuring element. 

Proof: Assume Y c (Bz)z is a single, connected com

ponent from a binary image created by the close-open trans

formation of an image B with a regular structuring element 

Z. Let X be the set of white pixels in B. If Y is white, it 

is a component of (Xz)z, and it was generated by the open

ing. Therefore, Y is composed of unions of translates of Z 

and is at least as large as Z. Assume Y is black. Then Y 

is a component of ((Xz)z)c. (Xz)c is the union of translates 

of black equivalents of Z, so any component of (Xz)c is at 

least as large as Z. Recall that opening is anti-extensive 

so that (Xz)z c Xz and (Xz)c c ((Xz)z)c. Therefore all com

ponents of ((Xz)z)c are larger in area than components of 

(Xz)c which are, in turn, all larger than Z. Q.E.D. 
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Figure 14. A close-opened image that is not closed. 

(a) The original image consisting of 2 closely 
spaced, dark disks is closed with respect to the SE 
in (e). (b) shows that the SE cannot fit between the 
2 disks so that the close-opened image (c) has a 
connection between the two disks, (d) shows that the 
SEs are larger than this connection so the image is 
not closed. 
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Recursive Morphological Segmentation 

The recursive thresholding algorithm can use morpho

logical operators to limit the size and shape of the regions 

it delineates. Recall that the algorithm thresholds an im

age, I, inside each of n regions, {} , delineated by the 

components, {C^}, of a mask, M, to create a binary image, B. 

The threshold, t^, for each R^ is the mean gray-level (MGL) 

of the pixels in R^. To create a new mask, M' , the algo

rithm labels connected components of B inside each of the 

regions, {S^}, delineated by M. (For k=l,...,n, in B 

corresponds to R^ in I and in M. The component, C^, of M 

that contains the new component, C'j, of M', is the parent 

of c'j-) Each successive mask in the series created by the 

algorithm is a segmentation map that isolates progressively 

more detail in the gray-level topology of I. 

It is the direct labeling of connected components of 

B which makes this algorithm useless for ATR image complexi

ty measurement. Because the procedure compares single pixels 

to a threshold, connected components can be any size. A mor

phological transformation of B prior to labeling restricts 

the size and shapes of connected regions so that the new 

mask, M1 , (hence the segmentation) has no regions smaller 

than the structuring element. In particular, the close-open 

transform causes white regions to be unions of translations 

of the SE and dark regions to be at least as large in area 

as the SE. Because the ATRs search for bright spots as 
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target candidates, the close-open transform is the appropri

ate morphological operator to apply in the recursive thresh

olding. 

The procedure, for a close-open transform, is as fol

lows: Select a regular structuring element, Z, of appropri

ate size and shape. (See below.) After thresholding image I 

subject to mask M (as before) perform inside component, C^, 

of B, a close-open transform. Then uniquely label each con

nected component inside C^. Repeat for all components (k = 

l,...,n) to create the new mask M1. The remainder of this 

work calls this procedure the mask-driven close-open trans

form. A similar procedure applies for an open-close trans

form. In general any hit-or-miss transform can be applied 

in this fashion as a mask-driven hit-or-miss transform (Fig

ure 15) . 

Understanding the effects of the mask-driven close-

open transform on the segmentation mask requires a detailed 

examination. The close-open is the composition of four sim

ple morphological operators: a dilation followed by two ero

sions and, finally, another dilation. The simplest way to 

do a close-open is to perform each of the four simple trans

forms successively. Thus, to apply the transform requires 

four passes over the binary image, B. A problem arises in 

the application of the close-open inside the components, 

{Sk}, of B. To transform a pixel, p, within a structuring 

element radius of the component border, the SE must extend 
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Figure 15. A mask-driven close-open transform. 

(a) Image mask. (b) Structuring element. (c) origi
nal image. (d) output image. 
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Figure 15. A mask-driven close-open transform — continued. 

Pass 1 and pass 2 are smoothed versions of the same 
image transforms as in Figure 10. 
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into a neighboring region. The problem is the pixels in 

other regions were set according to a different threshold 

than pixel p and have no direct relation to p. 

The following paragraphs examine the behavior of the 

mask-driven close-open transform in detail, first under the 

assumption that the structuring element is sufficiently far 

from the component boundary that local knowledge is not a 

problem. The next section considers the boundary problem 

and offers three solutions. 

The Mask-driven Close-open Transform 

The effect of the close-open transform on the binary 

image created by the recursive thresholding procedure is to 

reshape the white and black subregions. The initial closing 

opens the black regions, i.e., it reduces the black regions 

to unions of translations of the SE. It turns to white any 

black pixels which are not part of one of the unions and, 

therefore, increases the white area. It fills any black 

holes that are smaller and any black cracks which are nar

rower than the SE. The opening retains only those white 

areas that can be represented by the union of translations 

of the SE. It turns to black any white pixels that are not 

part of a union, deleting any white spots or projections 

smaller than the SE. This reclaims some of the black area 

lost in the closing (Figure 16). 
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Figure 16. Steps involved an a mask-driven close-open. 

The structuring element used in this illustration is 
a 3x3 SE with its origin in the center. (a) Two re
gion image mask. (b) Noisy original image. (c) 
Mask-driven dilation of (b) using (a). (d) Mask-
driven erosion of (c) . (e) Mask-driven erosion of 
(d). (f) Mask-driven dilation of (e). (g) resultant 
image mask. (h) Mask outline superimposed on origi
nal image. 
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The action of the transform Is to eliminate small re

gions, initially by merging small black regions with white ' 

areas and then by merging small white regions with black. 

The result is a partition of the binary image such that (a) 

the features of any connected white region are no smaller 

than the SE and (b) the area of any connected black region 

is at least as large as the area of the SE. To permit this, 

the transform switches some of the original pixel assign

ments. An open-close transform is the dual of the close-

open; a description of the open-close is identical to that 

of the close-open with the roles of the white and black pix

els reversed. 

As an example, consider the action of a close-open 

transform with a disk-shaped structuring element on a set of 

isolated white pixels (Figure 17). If the distance between 

the pixels is greater than the diameter of the SE, the pix

els are unchanged by the closing, but eliminated by the 

opening. If the distance between pixels is less than the 

diameter of the SE, the closing can connect the points, de

pending on their number and relative distances. If the white 

area formed by the closing is smaller than the SE, the open

ing will eliminate the white region. If, on the other hand, 

the white area is larger than the SE, the opening approxi

mates it with unions of translations of the SE. 

A open-close transform on the same set of points 

eliminates them since the initial opening merges all white 
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Figure 17. The close-open transform of isolated pixels. 

(a) A set of disjoint pixels. (b) The initial clos
ing (the gray area) fills in the space between close 
pixels and drops distant ones, (c) The opening of 
(b) (the dark area) is shown superimposed on the 
original pixel set. (d) The result of the close-
open. (e) The SE used in the operations. 



features smaller than the structuring element with the sur

rounding black regions. It will, however, merge and isolate 

similar clusters of black points. The choice of transform 

determines which features to enhance. A close-open favors 

white regions, an open-close, black regions. 

The binary image, B, created by recursive threshold

ing subdivides a mask, M, of the original image, I. (The 

components, {C^}, of M trace regions {S^} in B and {R^} in 

I, for k = 1, ..., n. The MGL of Rk is t^.) The white pix

els inside a single point to pixels in that are equal 

to or greater than t^. The black pixels point to those that 

are less than t^. The labeling of connected all-white and 

all-black regions inside each Sk creates a new mask, M' , 

that is a subpartition of M and that defines a new segmenta

tion of I. A close-open transform of merges small subre-

gions with large ones so that all the components, {C1j > (for 

j = l,...,m; where m > n) , of the new mask are at least as 

large as the structuring element. Consequently, a new seg

ment, R'j. of I can contain pixels that are not all of the 

same polarity with respect to the MGL of the R'j's parent 

region. Moreover, it is possible, although unlikely, that 

an R'j corresponding to a white mask region does not have an 

MGL greater than that of its parent.7 

7This situation is a problem only if the resultant MGL 
is identical that of a neighboring region. This chapter 
contains a solution to the problem below. 
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The action of the close-open transform on the clus

tered points example above mimics the behavior of some of 

the ATRs, notably the contrast box, which considers a suffi

ciently clustered group of hot spots as a single candidate 

target. A relaxation segmenter would, in most cases, merge 

the white spots with the black regions unless they were much 

brighter than the background and quite close to one another. 

This apparent difference in segmentation is unimportant be

cause unless the points are very bright and highly clus

tered, the relative contrast of the region will not be high 

and the contrast box is unlikely to consider the region as a 

strong candidate. 

The choice of transform, either close-open or open-

close, determines the polarity of features enhanced by the 

morphological process. Since most ATRs favor hot spots as 

candidate targets, and the recursive thresholding maps 

bright areas into white pixels, the close-open transform is 

the appropriate transform. 

The choice of structuring element determines the geo

metrical structure of the features. Most military targets 

are approximately rectangular in shape. They contain 

straight lines and corners. Their orientation in an image, 

however, is arbitrary. Therefore, most ATRs do not strictly 

limit the shape of candidate targets to rectangles; instead, 

they look for blobs. This suggests that the appropriate 



shape for a structuring element is a disk. A disk is orien

tation independent and "blob-like" regions can likely be 

represented by unions of translations of them. Clearly, if 

an algorithm knows the target shape and orientation ahead of 

time it should use a structuring element with those fea

tures. But, the task at hand is to develop an image com

plexity measure that is independent of advance target know

ledge. A disk SE makes the fewest a priori assumptions. 

The size of the disk determines the minimum size of bright 

features and dark areas in the segmentation map. 

The Structuring Element and Component Boundaries 

The discussion to this point has assumed the local 

knowledge inside a region, S^, of the binary image, B, is 

sufficient to perform a close-open transform of all the 

connected components of S^. This is true only to a certain 

extent. Serra (1982, pp. 49-50) shows that for a structur

ing element, Z, an erosion or dilation is well-defined in

side a mask component, Ck, only for pixels included in 

Cjj 0 Z (i.e., the mask boundary eroded by Z) . Hence, for a 

disk-shaped Z with radius r, the close-open transform is 

valid inside C^ only for pixels at least a distance r from 

the mask component boundary (Figure 18). 

To accurately classify every pixel, the segmenter 

must morphologically transform all the pixels, including 

those within a structuring element radius of a component 
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MRSK REGION 
FOR AN ACCURATE 
TRANSFORM INSIDE 
THIS BOUNDARY 

NEED TO KHON 
THE ORIGINAL IMAGE 
INSIDE THIS BOUNDARY 

(Ck © Z) © z 

NEED TO STORE INTERMEDIATE 
RESULTS INSIDE THIS BOUNDARY 

STRUCTURING ELEMENT Z Hiiiii 

(a) 

Figure 18. The local knowledge limitations of a hlt-or-miss 
transform. 

(a) This shows the regions in which certain informa
tion must be known to accurately transform a region 
Ck. The open square in the SE shows the origin. 
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Figure 18. The local knowledge limitations of a hit-or-miss 
transform — continued. 

(b) - (e) show the steps involved in a closing trans
form. (b) The original image inside Ck © Z and the 
boundaries of and of ® Z. (c) The dilation of 
(b) using SE (f). (d) The darkest areas are the ero
sion of (c). Note that the complete result of the 
dilation must be saved to perform the erosion accur
ately. (e) The closing of (b) in C^. (f) The SE 
used in this transform. The white square is the ori
gin. 



116 

boundary. This section includes three techniques which com

pensate for the local knowledge at region boundaries. The 

first considers unions of translations of SEs strictly in

side each region only. The second permits the SE to change 

shape at region boundaries. The third modifies the bounda

ries of each region in the threshold mask. 

The following three solutions of the local knowledge 

problem use a specific image set (see Figures 19-21) to il

lustrate their effects. Let S be a component, of the binary 

image, that was created by thresholding the corresponding 

image region, R, with a threshold, t. Let S1 be the comple

ment of S created by thresholding with t, the rest of the 

image (i.e. the complement of R). S' is not the complement 

of S in B; that complement is created using other thresh

olds. S' permits the examination of S in light of its re

lationship to surrounding pixels categorized with the same 

threshold. 

The Method of Strict Containment. There is no local 

knowledge problem if the algorithm builds sets within compo

nent S using (1) only those translations of the SE which 

keep the SE completely inside S and (2) the complements of 

those sets. Figure 19 shows an example of this. The closing 

creates the best black subregions it can out of SEs that fit 

entirely inside S. The opening does the same within the lo

cal complement of the result (the complement of the smoothed 

black subregions within S). The procedure appears to base 
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Figure 19. The method of strict containment. 

(a) Original image with the part of Cu S Z outside 
filled with over-threshold pixels. (D) Sub-threshold 
regions large enough to contain the SE in (e) (black 
pixels). (c) Closing transform of (a) with the part 
of Ck © Z outside Cjg filled with under-threshold pix
els. (d) Opening transform of (c) (black pixels). 
I.e., close-open of (a) inside C^. (e) The SE used 
in this transform. The white square is the origin. 
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its segmentation only on pixels inside S. In fact, this is 

not true. The procedure is equivalent to performing the 

closing with all pixels in B outside S set to white and the 

opening with all outside pixels black. An examination of S1 

shows that this assumption may be far from realistic. The 

result is that the smoothed regions are not necessarily a 

good grouping of the fragmentary white and black pixels in 

S. Also, the procedure can produce subregions with areas 

smaller than the SE along the border of S. 

Boundary Adaptive Structuring Elements. Another so

lution of the local knowledge problem is to make the struc

turing element boundary adaptive (Figure 20). That is, for 

p in S, define Zp to operate only on pixels in S. In other 

words, if Zp extends beyond the boundary of S, include in Zp 

only those members that intersect pixels in S. The boundary 

adaptive structuring element changes its shape as it moves 

across the image. Because it varies with translation, an 

opening or closing with a boundary adaptive SE is not a mor

phological operator whenever the SE intersects a region 

boundary. The result of the violation of the translation 

invariance criteria is that an opening or a closing can pro

duce regions smaller than the full sized structuring ele

ment . 

The boundary adaptive structuring element is actually 

a fixed structuring element that, like the method of strict 

containment, makes specific assumptions about the pixels 
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Figure 20. The boundary adaptive structuring element. 

(a) The effective SE is that part of the SE which 
intersects the region that contains the SE origin. 
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Figure 20. The boundary adaptive structuring element — 
continued. 

(b) Original Image with the part of ® Z outside 
filled with under-threshold pixels. (c) Sub-thresh
old regions within Ck © Z large enough to contain the 
SE in (f) (black pixels). (d) Closing transform of 
(b) with the part of © Z outside filled with 
over-threshold pixels. (e) Opening transform of (d) 
(black pixels). I.e., close-open of (b) Inside 
Ck ® Z. (f) The SE used in this transform. The white 
square is the origin. 



outside the component. It assumes the opposite of the prev

ious technique: The procedure is equivalent to performing 

the closing with all pixels in B outside S set to black and 

the opening with all outside pixels white. An examination 

of S' in Figure 20 shows this assumption to be questionable. 

Extensive experimentation has, however, found the boundary 

adaptive SE to work very well. 

Adaptive Region Boundaries. This adaptation of the 

recursive close-open procedure avoids the region-boundary 

local knowledge problem through the modification of the 

boundaries of the threshold mask as follows: At each itera

tion, compute tk as the MGL of the pixels in Rk as before. 

Threshold the extended region Rk ® Z = (Mk ffi Z) n I with tk 

to create the binary region Ek = (Mk © Z) n B. Then close-

open Ek with Z retaining the output for pixels in Sk only. 

That is, form 

(3.9) Sk = (Ek
Z)z n Mk = (((Mk ® Z) n B)Z)Z n Mk. 

Then label Sk as before. Repeat this for all k to form the 

new mask M'. The collection of sets {Ek} does not partition 

B; adjacent sets overlap by the diameter of Z. The collec

tion {Sk) as before does partition B. This approach uses 

knowledge of the behavior of pixels outside a mask region to 

segment inside the region. 

Consider the action of this procedure on a specific 

example (Figure 21). Form set E from S and S* by dilating 
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Figure 21. Adaptive region boundaries. 

(a) Original image including pixels in Ck © Z. (b) 
The union of translates of the SE that fit in the 
sub-threshold areas of ® Z with results saved in 
(Cjj ® Z) ® Z (c) Closing transform of (a) inside 
Cjj ® Z. (d) Opening transform of (c) (black pixels) . 
I.e., close-open of (a) inside Ck © Z. (e) The SE 
used in this transform. The white square is the ori
gin. 



123 

the boundary of S with structuring element Z. Recall that 

a close-open is actually a dilation followed by two erosions 

and another dilation. For a pixel on the border of S (in S) 

to have the correct result after two erosions, the result of 

the dilation must be known a distance of two SE radii from 

the pixel (one radius per erosion). Hence, the procedure 

must perform the dilation in a region outside E equivalent 

to the dilation of the boundary of E. It must dilate only 

the pixels in E. But, it must retain the complete result of 

the dilation (which extends outside E by as much as the ra

dius of Z) so that the subsequent erosion produces complete 

results inside E. The second erosion occurs only in E since 

the first deletes any points outside E. S contains the re

sult of the second erosion since points inside E outside S 

occur within a radius of the SE of S. The result of the fin

al dilation extends into all of E, but, the algorithm only 

needs to retain the pixels in S. 

This example does not violate the information re

quirement stated by Serra. To transform S morphologically 

has required only information from E, which includes all 

pixels inside the dilated boundary of S. It is only the 

intermediate results of the transform that extend beyond E. 

No additional information about the image is needed. . 

The adaptive region boundary procedure can also cre

ate subregions smaller than the structuring element, because 

the labeling occurs inside each separate component. 
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Consider, for example (Figure 22) a region, X, a little lar

ger than the SE, that straddles the boundary between Rj and 

Rj^. and is largely contained in both Ej and E^. X contains 

pixels with gray-levels greater than the MGL of Rj but less 

than the MGL of R^. X is surrounded by pixels in Rj that 

are less than the MGL of Rj and by pixels in Rk that are 

greater than the MGL of R^. Then, in Ej, X is white and 

bordered by a black region; in E^ it is black and bordered 

by a white region. The labeler labels the part of X in Rj as 

one subregion and the part in R^ as another. Both subregions 

are smaller than the structuring element. 

All three techniques for dealing with region bounda

ries can produce subregions smaller than the structuring 

element. To create a segmentation with all regions meeting 

a minimum size criteria requires small regions to be merged 

with neighboring regions. A following section discusses the 

merge procedure. The adaptive region boundary scheme is the 

only one of the three to use outside pixel information in 

its transformation of a region. Therefore, it is unques

tionably the most accurate. The scheme is difficult to 

implement since it requires an overlapping partition of the 

image. In spite of its questionable assumptions, the boun

dary adaptive scheme has proven to produce accurate segmen

tations . 
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22. Spurious small region formation. 

(a) Image region X which straddles the boundary be
tween R.j and Rjj, extended regions Ej = Rj © Z and 
Ek = Rk ® z' anc* SE' z» "i**1 origin marked white. 
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Figure 22. Spurious small region formation — continued. 

(b) Ej thresholded at its mean gray-level (MGL). 
(c) Ejc thresholded at its MGL. (d) Results of mask-
driven thresholding of Rj and R^. (e) Structuring 
element with origin markedf white. 
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Recursion with a Family of Structuring Elements 

The complexity of an image is a function of scale. 

To completely characterize an image requires the measurement 

of complexity on a variety of scales. This, in turn, re

quires a variety of segmentations, one for each scale. A 

family of disk-shaped structuring elements enable a mask-

driven close-open transform to create such a set of segmen

tation. The diameters of the disks must be chosen so that 

features on a wide range of scales can be isolated in the 

various segmentations. (E.g., a family with pixel diameters 

3, 5, 9, 17, and 33). 

To segment an image choose a structuring element, let 

the first mask, M, have one component the size of the entire 

image, let the component threshold equal the mean value of 

the image, and iterate the mask-driven close-open transform 

until M1 is identical to M. 

Using a family of structuring elements, the recursive 

procedure produces a scale dependent series of blob segmen

tations of an image. The display of a segmentation mask as 

an image, with each pixel taking the value of its region's 

mean gray-level, resembles a "paint-by-number" approximation 

of the original image. Depending on the size of the SE and 

the complexity of the image, the mask, so displayed, can 

bear a striking resemblance to the original image. 
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The segmentation procedure is very time consuming (on 

a serial processing computer), when it uses large structur

ing elements. When producing a series of segmentations 

using an SE family, the algorithm can reduce the overall 

processing time if it uses the final segmentation mask from 

the recursion with one SE as the initial mask for the recur

sion with the next smaller SE in the family. It can further 

accelerate the process if it performs successive iterations 

with progressively smaller SEs from the family. In particu

lar, the algorithm runs the first iteration with the largest 

SE. It runs each subsequent iteration with progressively 

smaller SEs until the smallest is used. The algorithm com

putes each mask and stores it together with a list of the 

mean gray-levels of every region, as an image with label 

numbers at pixel locations. Figure 23 is a flowchart of the 

procedure; Figure 24 shows the results of four iterations on 

a simple test image. 

This faster procedure is not without problems. Since 

the large structuring element segmentations do not iterate 

to completion, they do not delineate all areas of interest 

on the scale of the SE. In fact the first iteration is sim

ply a smoothed (with respect to the structuring element) 

version of a simple, one-pass, global thresholding at the 

mean gray-level of the image. Another problem arises in the 

faster segmentation procedure as a result of iteration with 

the SE family. Serra (1982, p. 54) presents the theorem: if 



129 

Linearly expand image 
into 256 gray-levels 

I 
Compute im age MGL 

I 
Threshold ima ge at MGL 

X 
Close-open the binary 
result of the thresholding 
with the largest SE 

I 
Label each connected, en
tirely black or entirely white 
region to form a mask 

^ START 

Figure 23. Flowchart of segmentation procedure using a 
family of structuring elements. 

(Continued on next page.) 
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Have all SEs 

Inside aach driving-mask region 
label each connected subregion 
to form a new mask 

Perform a mask-driven close-open 
using previous mask 

Compute the MGL of each image 
region demarcated by the mask 

Threshold each image region at 
its MQL 

Select the next smaller SE 

Figure 23. Flowchart of segmentation procedure using a 
family of structuring elements — continued. 
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Figure 24. Four iterations of a mask-driven close-open 
transform using a family of structuring 
elements. 

Pass 1. (a) Original image. (b) Input mask. (c) 
Structuring element, (d) Image partition output. 
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Figure 24. Four Iterations of a mask-driven close-open 
transform using a family of structuring 
elements — continued. 

Pass 2. (e) Input mask. (f) Structuring element, 
(g) Image partition output. 
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Figure 24. Four iterations of a mask-driven close-open 
transform using a family of structuring 
elements — continued. 

Pass 3. (h) Input mask. (i) Structuring element, 
(j) Image partition output. 



Figure 24. Four iterations of a mask-driven close-open 
transform using a family of structuring 
elements — continued. 

Pass 1. (k) Input mask. (1) Structuring element, 
(m) Image partition output. (n) Final output mask. 
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X is a set of white pixels from a binary image, and if Y and 

Z are SEs such that Y c Z, then Xz c Xy. The close-open 

transform creates regions in the mask, M, that have areas at 

least as large as the structuring element. It does this, in 

part, by including or excluding pixels which, in a higher 

resolution mask (i.e., a mask created with a smaller struc

turing element), would be part of the region. That follows 

from Serra's theorem. When using an SE family, the algo

rithm creates a new mask, M', by subdividing M with a small

er SE. Some of the regions in M1 may consist entirely of 

pixels which were excluded from a blob in M or an earlier 

mask. Such blobs are artifacts of the segmentation proce

dure and should not be treated as individual regions (Figure 

25) . 

In spite of these problems, the iterative segmenta

tion procedure outlined in Figure 23 appears to produce 

accurate segmentations at the smaller SE scales. 

Merging to Delete Small Blobs and Morphological Artifacts 

The ATR image complexity measurement algorithm seg

ments with thresholding because that is how most of the ATRs 

in Chapter 2 isolate candidate targets. The reason for 

using morphological operators in the segmentation is to 

assure that all the segments are as large or larger than a 

given minimum area and that all the features of potential 

target regions are of controlled shape. Under these 
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Figure 25. Creation of artifacts by iterative segmentation. 

(a) Original image has pointed projections. (b) A 
close-open transform rounds-off the original, (c) The 
second pass with a smaller SE results in 7 regions 
when there should be 2. (d) A merge corrects the 
problem leaving 2 regions. 
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conditions, the segmentation mimics the action of a fixed-

window-size ATR, which tends to lump the attributes of adja

cent small regions. The combination of recursive thresh

olding and morphological operators works against itself to 

the extent that the mask-driven close-open transform can 

create blobs that are smaller than the structuring element. 

* 

This section proposes a solution, the merging of small re

gions, that preserves minimum segment size. 

The algorithm can remove both small blobs and segmen

tation artifacts through a merging procedure as follows: 

After it creates M1 from M, but, prior to the next itera

tion, the algorithm calculates the area of each blob and 

tags those smaller than the SE. It then merges each tagged 

blob with the neighbor whose mean gray-level is closest to 

its own. If the resultant region is still smaller than the 

SE in area the algorithm merges it again. The algorithm 

removes artifacts by searching each blob for neighbors with 

identical (or similar within a given tolerance) MGL and 

merging them. After the merge operation, the algorithm re

computes the MGL1s of each affected blob. 

The merge operation raises two questions. (1) After 

the merge, are the features of candidate target regions 

(i.e., bright regions) still unions of translations of the 

structuring element? (2) Will successive iterations with the 

same SE converge on a single mask, will the merge procedure 
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continually create new regions or will it oscillate between 

a series of segmentations? 

The answer to question (1) is no, not always. Figure 

26 is an example of the formation of a bright region that is 

not the union of translations of the structuring element. 

Figure 26 (a) shows a 10x10 pixel image. Three of the 25 

pixel quadrants have constant gray-levels; viz, NE, 5; NW, 

6; SW, 3. The pixels in the SE quadrant are all 0 except 

the 4 pixels in the upper left corner, which all have gray-

level 2. 

Consider the result of an iterated, mask-driven 

close-open transform on this image with a 3x3 boundary adap

tive structuring element. The MGL of the image is 3.83. 

Hence, the first pass partitions the image into upper and 

lower halves (Figure 26 a and b). The top half of the image 

has MGL = 5.5 and the bottom half, MGL = 2.16. So, the sec

ond pass divides the image into its four quadrants. Because 

three of the quadrants are constant, further iterations do 

not subdivide them. But quadrant SE is not constant and has 

MGL = 0.32. On the third iteration, the boundary adaptive 

structuring element causes the four pixels in the upper left 

of the SE quadrant to separate into a distinct region, S 

(Figure 26 c). S is smaller than the structuring element so 

it is merged with the neighbor of closest mean gray-level, 

viz, quadrant SW. Further iterations leave the partition 

unchanged. The region formed by the merge operation 
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3.83 
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2.16 

6 5 

4 0.32 

Figure 26. Example of a spurious result caused by the merge 
procedure. 

(a) Upper left: image pixel values. Upper right: MGL 
for pass 1. Lower left: MGLs for pass 2. Lower 
right: MGLs for pass 3. 
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Figure 26. Example of a spurious result caused by the merge 
procedure — continued. 

(b) Three passes of mask-driven close-open. Left 
column: image masks. Right column: image partitions. 
Pass 3 after merge contains a bright region not made 
of structuring elements. 
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Pass 3 Qos©-op®n 

Cc) 
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Erosion 

Erosion 

Dilation 

Figure 26. Example of a spurious result caused by the merge 
procedure — continued. 

(c) Effect on the lower right hand quadrant of the 
four steps in the pass 3 close-open. 
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(quadrant SW and the four nonzero pixels of quadrant SE) is 

a "bright region" because its pixels were greater than the 

MGL when the region was created. But, the region is not com

prised of unions of translations of the structuring element. 

This situation, when it arises, defeats part of the 

reason for using the mask-driven close-open transform. Some 

bright target areas may not be delineated as unions of the 

structuring element. In all but the most pathological of 

images, this will not be a frequent occurrence. Although it 

is not possible to perfectly segment an image so that all 

its regions are both closed and open with respect to the 

structuring element, the mask-driven close-open transform 

produces a map which is closer to that ideal than any other 

method known to this author. All the regions are still lar

ger than the structuring element and many of the image fea

tures are quantized into structuring element sized pieces. 

Question (2) above asked if successive iterations 

with the same structuring element always converge to a sin

gle mask. There is no proof of this one way or the other. It 

seems unlikely that new regions will continually appear with 

iterations. The transform with a single-pixel structuring 

element always converges; it is simply the recursive thresh

olding transform. A limit cycle (i.e. a repetitive series) 

of segmentation maps is more plausible although it has not 

been observed in the segmentation of any images to date. 
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CHAPTER 4 

IMAGE EDGE DETECTION 

The previous chapter presented a method of image seg

mentation to facilitate ATR image complexity measurement. 

The method derives from the common characteristics of the 

ATRs discussed in Chapter 2. The segmentation procedure 

partitions an image into regions that most of the ATRs would 

consider as possible targets. The image complexity algorithm 

measures the target similarity of each region to estimate 

the probability that an ATR will not find a true target in 

the image. Many ATRs base their own judgments of target sim

ilarity on the contrast and edge strength of regions. Thus, 

to measure image complexity for those ATRs, the algorithm 

must locate and measure all the edges in the image. 

This chapter reviews the edge detectors used by the 

ATRs of Chapter 2. It discusses the inherent conflict be

tween the narrow specification of spatial location and spa

tial frequency necessary for edge detection. The chapter 

presents the Marr-Hildreth edge detector as the optimal res

olution of the conflict. To conclude, it details a specific 

implementation of the Marr-Hildreth edge detector for the 

image complexity measurement algorithm. 
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Image Edges 

Assume A and B are adjacent sets of pixels such that 

all pixels in A have a gray-level, a, and all pixels in B 

have a different gray-level, b. The boundary between A and 

B is an edge. There is, potentially, an edge between any two 

pixels with different gray-levels. There also can be an edge 

between two regions of different mean gray-level. Whether or 

not there is an edge depends on the scale of edges sought. 

The scale determines the size of the regions to average for 

comparison. The intensity of an edge is a measure of the 

difference in gray-level between the regions. The intensity 

is proportional to the mean gray-level difference. 

ATR Edge Detectors 

The ATRs of Chapter 2 use a variety of methods to 

locate and measure the intensity of edges in an image. The 

spoke filter of Minor and Sklansky (1981) and the relaxation 

segmenter of Bhanu et al. (1983) both use a Sobel gradient 

operator. The Sobel operator requires two convolutions: one 

with a vertical gradient operator, Y,and another with a 

horizontal gradient operator, X, defined by 

1 2  1  - 1 0  1  
(4.1) Y = 0 0 0 X = -2 0 2 

- 1  - 2  - 1  - 1 0  1  

The magnitude of the edge at each pixel is the square root 

of the sum of the squares of the results of the two 
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convolutions. The edge direction is the arctangent of the 

ratio of the vertical component to the horizontal component 

(i.e. the gradient direction) plus 90°. The ATRs consider a 

pixel to be an edge pixel if the pixel's Sobel magnitude is 

greater than a threshold, T. The spoke filter sets T so that 

ten percent of the edge pixels are greater than T. Bhanu et 

al. state that they set the threshold as a function of the 

image; but, they do not say how. 

Bhanu and Holben (1984) use a modified Sobel operator 

that convolves the image with six different masks that sense 

edges in 30° increments. The magnitude is the maximum of 

the absolute values of the six maps at a pixel. The detec

tor achieving the maximum implies the gradient direction. 

For the superslice algorithm, Milgram (1979) devised 

an edge detector that is insensitive to small gray-level 

fluctuations. The superslice edge detector takes "the maxi

mum absolute value of horizontal and vertical differences of 

4x4 averages" (p. 6) . Although there are a number of sig

nificantly different schemes that fit this terse descrip

tion, Milgram does not explain it further. The main idea is 

that the detector computes the magnitude of the gray-level 

difference between neighborhood averages in both horizontal 

and vertical directions and selects the larger of the two. 

Soland and Narenda (1979) do not specify what edge 

detector their algorithm uses. 
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Marr-Hildreth edge detector 

Image edges correspond to local intensity changes. 

Intensity changes occur over a wide range of scales. But, 

on any one scale they are, essentially, a local phenomenon. 

Thus, a perfect edge detector finds precisely localized 

intensity changes at a single spatial frequency. Such a 

detector, however, cannot exist. There is an inherent con

flict in its requirements: the localization of frequency 

requires loss of spatial resolution and vice-versa. Accor

ding to the uncertainty principle, the product of the spa

tial resolution and the frequency range cannot be smaller 

than 1/4 pi (Bracewell, 1965, pp. 160-163). Leipnik (1960) 

shows that the Gaussian filter, 

(4.2) G(r) = [l/o(2pi)1/2]exp(-r2/2o2) 

optimizes the localization in both domains. The variance, 

o2, determines the scale of the features that remain in the 

filtered image. 

Wherever there is an intensity change in an image, I, 

there is a corresponding peak in the image gradient map or 

equivalently, a zero-crossing in the second directional 

derivative, D2I (Figure 27). On the assumption that the 

converse is true, some edge detectors find the zero-

crossings of D2I to locate edges. The slope of D2I at the 

zero-crossing is a measure of the sharpness or abruptness of 

the edge. For example, If the edge is a ramp of slope m, 
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Figure 27. Image edge and zero-crossing of the second 
derivative. 
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the second directional derivative in the direction of the 

ramp is a pair of impulses. One has weight m, the other, 

weight -m (Figure 28). The magnitude of the zero crossing 

is 2m. In this simple case, the magnitude is proportional 

to the slope. 

Marr and Hildreth (1980) combine Leipnik's observa

tion with the zero crossings of D2I to develop an edge de

tector that models the early visual processing of living 

organisms. It was Marr's hypothesis that the task of early 

(i.e. low-level, precognitive) visual processing is to de

rive, from a retinal image, an elementary description of the 

scene which provides information on the reflectance and il

lumination of surfaces and their orientation and distance 

relative to the observer. This description, which Marr calls 

a "primal sketch", is based on the locations and magnitudes 

of intensity changes (i.e. edges) in the image. 

The Marr-Hildreth edge detector optimizes the trade

off between spatial and frequency localization by convolving 

an image with the Gaussian operator (2) and then taking the 

second directional derivative of the result. That is, they 

form 

(4.3) f(x,y) = D2[G(r)*1(x,y)] 

where * is the convolution operator. By the derivative rule 

for convolutions (3) is equivalent to 
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Figure 28. Second derivative of ideal ramp edge. 
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(4.4) f(x,y) = D2G * I(x,y) 

D2G is a bandpass operator with a half-power bandwidth of 

approximately 1.2 octaves. The slope of f(x,y) at a zero-

crossing is a measure of the intensity of the edge. Since 

f(x,y) is a band-limited function, a zero-crossing (transla

ted to the origin) is approximately A sin wx, where A is the 

magnitude of the intensity change across the edge. The slope 

of f at the zero-crossing is m = Aw. Therefore, if a proce

dure measures the slope of m at the zero-crossing then it 

can compute the intensity as A = m/w. The parameter 1/w is 

a space constant (constant over the image) which is a func

tion of the sampling interval. To compare edge intensities 

at a single scale within an image it is only necessary to 

compute the slopes of the zero-crossings. 

To compute a directional derivative requires convolu

tions with two orthogonal masks. Marr and Hildreth show that 

two convolutions are not necessary since for edge detection, 

the Laplacian operator, v2, is an orientation independent 

equivalent of the second directional derivative. They shpw 

that edges exist at the zeros of the convolution v2G * I, 

where 

(4.5) v2G(r) = -{1/[(pi)o4])[l-r2/2o2]exp(-r2/2o2) 



Eq. (4.5) is the Laplacian-of-a-Gaussian, abbreviated LoG. 

The LoG, which requires only one convolution, is simpler to 

use than the second directional derivative. Moreover, the 

slope of the zero-crossings of * I have the same proper

ties as those of D^G * I and, therefore, provide a measure 

of edge intensity. The LoG operator is often called a mexi-

can hat operator because of its shape (Figure 29). 

The LoG is equivalent to the second directional deri

vative to the extent that it causes a zero-crossing in pre

cisely the same location as the differential operator when 

the contour is an infinite, straight edge whose values 

change no more than linearly in a direction parallel to the 

edge. Most edges do not have these characteristics. Hence, 

the Laplacian serves as an approximation of the second di

rectional derivative. Berzins (1984) provides a careful 

analysis of the nature of the approximation. 

Analysis of Edge scale 

As the first section in this chapter stated, edge de

tection is dependent on scale. Long edges can occur between 

regions of different texture, whereas each region itself may 

be rife with shorter edges. On a large scale, a region boun

dary may appear to be one smooth edge; while on a smaller 

scale the boundary is rough, comprising many small edges. 

The variance parameter tunes the Gaussian filter in the 

Marr-Hildreth edge detector to detect edges of a specific 
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Figure 29. Laplacian-of-a-Gaussian (LoG) operator. 
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scale. Given a large variance, it both rejects small edges 

and smooths larger ones. With a variance of 1, it detects 

edges as small as one pixel in length. With the LoG filter, 

it is possible to create an edge-map with features of any 

given scale. In particular, the detector can find edges on 

the same scale as the structuring element that segments the 

image via the technique of Chapter 3. Figure 30 shows the 

response of the LoG to ideal edges of several different 

scales. Note that the intensity of the response is dependent 

on the relative sizes of the LoG variance and the slope of 

the edge. Figure 31 shows the output of the Marr-Hildreth 

edge detector (zero-crossings of the image convolved with an 

LoG) with variances of 1, 2, 3, and 4 applied to a portion 

of the image in Figure 1. 

The edge detectors used by the ATRs do not change to 

accommodate the scale of the target. The Sobel operator 

detects edges on the same scale as the variance one LoG 

operator. Milgram's superslice edge detector presumably 

finds slightly larger edges. None of the public domain ATRs 

of Chapter 2 detects large scale edges. The speed and hard

ware requirements of an ATR severely limit the time avail

able for edge detection. The time required to search for 

large scale edges increases at least as the square of the 

edge variance. Therefore, all the ATRs that use edge detec

tors search for small scale edges. The image complexity 

measurement algorithm likewise looks for small scale edges. 
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Figure 30. Response of LoG to ideal edges of different 
scales. 
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Figure 31. Output of the Marr-Hlldreth edge detector with 
variances of 1, 2, 3, and 4 applied to a portion 
of the image in Figure 1. 

(a) Variance 4. (b) Variance 3. 
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Figure 31. Output of the Marr-Hildreth edge detector with 
variances of 1, 2, 3, and 4 applied to a portion 
of the image in Figure 1 -— continued. 

(c) Variance 2. (d) Variance 1. 
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Small scale edge maps are very noisy. Many of the 

edges are spurious and ought to be rejected. The ATRs reject 

all but the strongest edges. To measure a region's target 

similarity, however, the image complexity measurement algo

rithm needs to retain all the edges that correspond to re

gion boundaries. Therefore, edge strength is not the appro

priate discriminant. Instead, the algorithm uses location. 

The procedure uses the segmentation masks as filters for 

edge selection. It selects only those edges close to the 

boundary of a region in the mask. The segmentation masks 

act as templates for the computation of edge intensity for 

the regions. Chapter 5 describes the exact procedure. 

Implementation of the Marr-Hildreth Edge Detector 

The image complexity measurement algorithm uses the 

Marr-Hildreth edge detector because it provides the optimum 

trade-off between spatial and frequency localization. An 

arbitrary edge detector will sacrifice resolution in one 

domain for accuracy in the other. Rather than taking a 

stand on the relative importance of these two attributes of 

an edge map, the complexity measurement algorithm uses the 

optimum compromise. 

The image complexity measurement algorithm edge de

tector convolves the image with the LoG distribution (Eq. 5) 

of variance one. It finds the zero-crossings (from nonnega-

tive to negative) in the resultant map as follows: The 
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algorithm raster-scans the LoG map. If a map value (pixel) 

is nonnegative, the edge detector examines the pixels eight 

neighbors. If at least one of the neighbors is negative, 

the detector flags the location of the original pixel as a 

zero-crossing. The detector records only nonnegative zero-

crossings because to include the others is redundant. The 

algorithm computes the intensity of the zero-crossing as the 

magnitude of the difference between the nonnegative pixel 

and its negative neighbor. If the pixel has more than one 

negative neighbor, then the algorithm computes the differ

ence using the negative neighbor of largest magnitude. The 

detector stores the intensities at the locations of the 

zero-crossings and records the largest and smallest zero-

crossing values. Then it linearly compresses the entire 

zero-crossing map into 8 bits of resolution so the smallest 

value maps to 1 and the largest value maps to 255. The edge 

detection algorithm stores the 8-bit map together with the 

actual minimum and maximum values. 
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CHAPTER 5 

IMAGE COMPLEXITY MEASUREMENT 

This chapter discusses the need for an image complex

ity metric to predict automatic target recognition algorithm 

performance. It reviews current methods of image characteri

zation not only for .ATR performance prediction, but also for 

image segmentation assessment and image complexity measure

ment. In light of the goals and methods of this work, the 

chapter demonstrates that none of the available image char

acterization schemes are germane. In conclusion, the chap

ter details a new method of image complexity measurement 

that uses the segmentation and edge maps presented in the 

previous two chapters. Preliminary tests on a few images 

suggest that this metric could be a good indicator of ATR 

performance, hence useful to the developers of ATR algo

rithms . 

Introduction 

The measurement of image complexity for the predic

tion of ATR performance is a problem of current interest 

among ATR designers. The ATR working group (ATRWG) of the 

United States Airforce Weapons Analysis Lab (AFWAL), states 

(1985, p. 1) : 

Image metrics are of interest in ATR technology as a 
means of describing the inputs to an ATR or an ATR 
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subsystem and relating them to the performance or 
other behavioral characteristics of ATR systems or 
subsidiary functions. 

Beard et al. (1985, p. 1) of the ATRWG write: 

A key goal of . . . programs pertaining to ATR 
is to develop a uniform procedure by which ATR's can 
be first characterized and then compared. Any mean
ingful comparison between ATR's must give due consi
deration to the environment in which they are meant 
to operate. That is, the final decision of which ATR 
is best for a particular application must be based on 
an operational analysis of the spectrum of conditions 
associated with that scenario. However, because of 
limited resources, it behooves the community to esta
blish a procedure for quantitative characterization 
or parameterization of ATR's that will be relatable 
to a wide range of applications or scenarios. . . . 

It has been suggested that a . . . general ap
proach to ATR characterization is the one where the 
[image] data base is described by the properties of 
the data itself. This has been denoted as the image 
characterization approach. The intent here is to 
characterize the ATR's performance over the interes
ting range of image parameters. . . . 

Lahart et al. (1988, p. 2) write: 

The ability to extrapolate the results [of ATR 
evaluations] to new types of imagery is a necessary 
part of performance prediction. Targets have been 
characterized by metrics, which are easily measurable 
functions of image characteristics exploited by ATR 
algorithms. Performance of algorithms is estimated 
for specific values of target metrics from the image
ry. . . . Predictions of performance for imagery 
characterized by other distributions of metrics can 
be made from these results. Metrics are the means by 
which performance is extrapolated to new scenarios. 

Despite all the interest, there has not been a 

lot of progress. Bhanu (1986) states that 

work in the area of evaluation of ATR algorithms is 
in its infancy [p. 364]. . . . Current algorithm work 
is hampered by a lack of image characterization capa
bility [p. 365]. ... In order to be able to quanti
fy a data base according to the type of images it 
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contains, measures of the information content are 
needed [p. 370], 

There is a great need for quantitative performance 

criteria for ATRs which could enable comparison of various 

ATRs and could predict their performance under various scen

arios. To this end, a number of image metrics have been 

proposed by various workers. 

The goal of this work is to address the above-stated 

needs through the creation of an image complexity metric 

that, for an arbitrary image, will predict target detecta-

bility for any one of a large class of ATRs. The complexity 

measure should be independent of any specific ATR and oper

ate without advance knowledge of true targets in an image. 

This paper proposes an algorithm that segments an image into 

regions that are as target-like as possible (Chapter 2) and 

derives a companion edge map (Chapter 3). With these two 

maps, the complexity measurement algorithm calculates a 

target similarity measure for each region. An analysis of 

the distribution of similarity measurements provides a glo

bal measure of image complexity. 

In the current literature, there is no complexity 

measurement scheme that meets the goals of this work. Al

most all the ATR image metrics require a priori knowledge of 

exact pixel locations of the targets in the image. This 

limits the use of the metrics to well-known imagery. The 

goal of a metric for arbitrary imagery appears feasible 
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because as Lahart et al. (1988) state: "a relatively small 

number of approaches are used in detection and segmentation 

and a limited number of features is used by classifiers" in 

ATR algorithms. Current metrics that do not make use of 

target specific information are very general. They do not 

consider the common attributes of ATR. algorithms and are, 

therefore, of limited usefulness. This chapter addresses 

that deficiency. 

Image Metrics in the Current Literature 

Image metrics have been proposed not only for the 

characterization of ATR algorithms but also for the measure

ment of the accuracy of segmentation procedures. There has 

been some attempt to devise an absolute measure of image 

complexity, independent of any specific problem. It appears, 

however, that such efforts may be futile, since complexity 

is most likely definable only in terms of a specific prob

lem. This section reviews the literature covering these 

three types of metrics. 

ATR Metrics 

Lahart. Lahart et al. (1988) describe three metrics 

for detection algorithms. These metrics require advance 

knowledge of the target locations and extent. They are: 

(5.1) RNq - Target size in terms of resolution cells 

(5.2) TIR - Target interference ratio = |pT - pB| / oB 
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(5.3) TBIR - Target background IR = |pT~viB| / (Oq-Og)1/2 

(5.4) T^^NEW = I^T ~ I / + 

where jjt and oT are the mean and standard deviation of the 

gray-levels inside the minimum enclosing rectangle of the 

target and jiB and oB are the mean and standard deviation of 

the gray-levels inside the background rectangle. (I.e., a 

rectangular annulus whose inner border coincides with the 

target rectangle and whose outside dimensions are twice 

those of the target rectangle. See Figure 32. The authors 

offer no explanation for their choice of dimensions.) 

Resolution cells correspond to the minimal sampled 

representation of an image. They are not, in general, the 

same as pixels. All digital images are of limited frequency 

content (within the Nyquist band). Some are highly limited, 

hence oversampled, since there are more pixels in the image 

than are necessary to represent it. The effect of digital 

sampling is to convolve the spatial quantization function (a 

square pulse) with a point-spread function, which represents 

the image's cumulative resolution loss from all effects pri

or to digitization. If the point-spread function, itself 

sampled, occupies more than one pixel, then the image is 

over sampled. In this case a metric that is a function of 

the number of pixels in an area is not a direct function of 

the amount of information in the area. To be an accurate 
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Figure 32. Target and background rectangles for computing 
target-Interference ratio (TIR) statistics. 
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measure of information content, the number of pixels must be 

divided by a factor derived from the point-spread function. 

Consequently, any metric based on resolution cells must es

timate the point-spread function of the image (Figure 33). 

Assuming that all targets in the image are known, the 

number of resolution cells on target, metric (5.1), permits 

the measurement of other regions for their target size sim

ilarity. It also indicates the likelihood that the ATR will 

reject the actual target as noise or clutter. The target 

interference ratio, metric (5.2), indicates the separability 

of the target from its background. Since the metric varies 

inversely with the background standard deviation, it has 

smaller values for textured backgrounds. The target back

ground interference ratio, metric (5.3), is likewise a 

measure of target-background separability. It favors uni

form targets against uniform backgrounds since it varies 

inversely with the standard deviations of both the target 

and the background. Metric (5.4) is similar to metric (5.3) 

but remains unchanged when a constant is added to. the image 

or the image is multiplied by a constant. 

A metric that derives from the TIR is 

(5.5) CA ~ Tlie clutter area 

The clutter area is the probability that the TIR 

measurement of some part of the background exceeds the 

median target TIR. This is a measurement of image clutter. 
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To evaluate the metrics, the authors plot two curves: 

(1) metric values versus number of false alarms and (2) the 

number of detections versus false alarms. JThey state (p. 7): 

If the metric is a good predictor of perfor
mance, its cumulative curve would be similar to 
[curve (2)]. ... If it is a poor predictor of per
formance, its cumulative curve would be a roughly 
straight line from the origin to the last point, 
representing the total number of detections and false 
alarms in the data set, since this curve would repre
sent a random ordering. 

Lahart et. al make another comparison. They rank 

detected targets according to the number of false alarms per 

image followed by undetected targets ranked by the number of 

false alarms in the image. Then they plot this rank-ordered 

list versus the cumulative false alarms. They also plot TIR 

* RNQ versus cumulative false alarms. They show that the 

image complexity ranking based on metrics is intermediate 

between a ranking based on actual algorithm performance and 

a random ordering. 

Carlson. Carlson et al. (1988) present a set of met

rics that estimate, for a given image, the difficulty of 

each of the three ATR tasks (detection, segmentation, and 

classification). Each task uses specific image features 

that have randomly distributed sets of values. Usually, 

there are measurable differences between the feature distri

butions of target areas and background areas. The authors 

claim that the extent to which the distributions are not 

different, determines the complexity of the task. In other 
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words, the area of overlap in the target and background 

feature distributions is a probabilistic measure of the 

complexity (Figure 34). To compute this overlap, the met

rics must know in advance the location and extent of all 

true targets in the image. The complexity measures are all 

defined by 

(5.6) C = /. ../mintfjfxj,...,xn),fgfxj,...,xn)]dxj...dxn 

where fT and fB are the target and background feature dis

tributions, respectively. The metric, C, is precisely equal 

to the probability of error if a maximum likelihood classi

fier were to differentiate between target and background. 

The authors did not report the results of any tests of their 

metrics. 

Bhanu. Bhanu (1986) discusses two general types of 

image metrics, those dependent on edges and those dependent 

on gray-level uniformity. 

Edge Metrics. Bhanu states that since targets are 

usually present in the vicinity of large magnitude edge 

points, an image can be characterized in terms of the number 

of edge points greater than a threshold. He presents sever

al example metrics including, simply: 

(5.7) Ea - The no. of edges per unit area in the image 

Metric (5.7) assumes that a highly textured image is more 

difficult for an ATR than one with few edges. If p is the 
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Figure 34. Carlson's distributional complexity metric 
(Carlson et al. 1988). 
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number of possible pictures made up of the current number of 

edge points. Then another metric is the information content, 

I, of the image given by 

(5.8) I = -log2P 

For example, if an image contains 256x256 eight-bit pixels, 

ten percent of which are edge pixels that exceed a thresh

old, then the information content of the image is 

(5.9) I = Log2 28x256x256x(1/10) = 52,428.8 

Metric (5.8) assumes that the difficulty of an ATR's task is 

directly related to the amount of variation in the image. A 

measure of complexity similar to I is the entropy, H, or de

gree of uncertainty in the image. If the probability, p^(n), 

that an edge point, i, corresponds to a target object is 

P|(0) and the probability that i corresponds to a nontarget 

object is p^(1) = 1 - p^(0), then the entropy is 

1 
(5.10) H = - > > p^(n) log p^n) 

i n=0 

Gray-level Metrics. Metrics dependent on gray-level 

uniformity are measurements of the similarity of a pixel to 

its neighbors. Such metrics indicate the homogeneity of re

gions. An example is 

(5.11) U = -  >Z>Z[f(x,y) - f~(x,y) ]2 
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where f(x,y) is the gray-level at (x,y) and f(x,y) is the 

average gray-level in a 3x3 window centered at (x,y). 

A metric that is not directly dependent on edges or 

structural uniformity is 

(5.12) The no. of target-like objects that are not targets 

Metric (5.12) is a direct measure of image clutter. 

Beard. Beard et al. (1985) employ five criteria for 

the selection of image metrics. A metric must be (1) signif

icant for ATR performance; (2) monotonically related to ATR 

difficulty; (3) descriptive of scene parametric variation; 

the metric must exhibit (4) avoidance of complicated algo

rithms; and be (5) relatively easy to implement. The first 

criterion determines which of the three ATR stages the met

ric is to evaluate. The second insures "that increasing (or 

decreasing) metric values produce a rank ordering of diffi

culty for performing the recognizer task." (Beard et al., 

1985, p. 4.) The third criterion permits the estimation of 

ATR performance on untried (by the ATR) imagery. The fourth 

criterion facilitates the interpretation of the metric's 

result. The final criterion is to assure that the metric 

can be performed relatively quickly. 

The metrics that Beard et al . propose operate on 

either the original gray-level image or an edge image. The 

edge detector uses two Sobel operators: 
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- 1 0  1  1 2  1  
(5.13) X = -2 0 2 and Y = 0 0 0 

- 1 0  1  - 1  - 2  - 1  

It creates from an image, I, two maps, a magnitude map, M, 

where 

(5.14) M = Int{ (5~1/2)/2x[ (IxX)2 + (IxY)2 ]1/2 ) 

and a gradient direction map, 0, such that 

(5.15) 0 = { Int[ 7.99/(2xPI) x A ] )M0D8, with 

(5.16) A = PI + arctan[(AxY)/(AxX)] 

M is such that 0 < M < 255 and 0 is an integer between 0 and 

7. That is, the gradient direction is quantized to eight 

values. From the magnitude and direction maps, the detector 

creates an edge map by "thinning". It considers a nonzero-

magnitude gradient pixel, p, to be an edge pixel if the mag

nitude of p is greater than or equal to the magnitudes of 

the two pixels opposite p in the direction of p. 

The metrics of Beard et al. are oriented toward de-

tectability since segmentation and classification are harder 

to quantify. (Beard et al. , 1985, p. 4.) The authors claim 

that these metrics are noise sensitive, especially the edge 

domain metrics. They propose 19 metrics. Seven are for de-

tectability. Four, referred to as local metrics, are to 

measure segmentation. Eight are for feature extraction and 
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classification. Many of the metrics rely on a priori know

ledge of target location and extent. For all 19 metrics, 

windows are target-sized masks. The target region is the 

smallest enclosing rectangle for a target. The background 

region is "the set of pixels contained within the rectangu

lar region twice the area of the target region," (Beard et 

al., 1985, p. 5.) but outside the target region. Note that 

the background region has as close to the same area as the 

target region as is possible in a digital image. 

The metrics are as follows: 

Global Metrics. These metrics are computed over the 

entire image and do not require a priori information on 

target regions. 

(5.17) Image standard deviation 

(5.18) Image entropy 

The standard deviation measures the "spread" of the 

gray-levels about their mean, whereas entropy is a measure 

of the "flatness" of the gray-level histogram. 

Global Prominence Metrics. The global target promi

nence (GTP) of a feature is the area under the distribution 

of feature values less than the value of the feature on a 

(the) target. That is if the target feature value defines 

the "tail" of the distribution, then the GTP is the area of 

the distribution less the tail (Figure 35). 
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NORMALIZED AREA OF METRIC 
DISTRIBUTION FOR VALUES 
LESS THAN THAT OF THE TARGET 

Figure 35. Global target prominence (GTP). 
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The average contour length (ACL) is a measure of the 

connectivity of edge pixels. Define the edge neighbors of 

P( En(p), to be the pair of pixels adjacent to edge pixel p 

that lie along the line normal to the direction of the gra

dient at p. Every p that has a nonzero gradient has a pair 

of edge neighbors. An edge pixel p is 3-connected if both 

its edge neighbors are edge pixels whose quantized gradient 

directions differ from p's direction by no more than one. 

There are 72 possible cases of 3-connectivity. An edge pixel 

is 2-connected if one of its neighbors is an edge pixel 

whose quantized gradient direction differs from p's direc

tion by no more than one. There are 48 possible cases of 2-

connectivity. All pixels that are not 2 or 3-connected are 

1-connected. From a connectivity map of all the edge pixels 

compute the number, Eg, of 3-connected pixels and the num

ber, E2 of 2-connected pixels. Since an edge is either a 

loop of adjacent 3-connected pixels or a string of 3-connec

ted pixels terminated by 2-connected pixels, the average 

contour length is 

For example, let the following two strings represent edges 

in an image: 2333333332, 23332. These have contour lengths 

of 10 and 5, respectively. Hence the ACL is 7.5. Using 17, 

(5.19) 
ACL = 2(E3/E2 + 1) , 

ACL = Eg, 

when E2 f 0 

when E2 = 0 
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(5.20) ACL = 2[(8+3)/(2 + 2) + 1)] = 2(3.75) = 7.5 

The following global prominence metrics derive from the GTP 

and the ACL: 

(5.21) GTP of brightest pixel on target 

(5.22) GTP of target contrast 

(5.23) GTP of average target edge strength 

(5.24) GTP of target ACL 

(5.25) Target versus image ACL 

Metric (5.21) measures the relative brightness of a 

hot target. Metric (5.22) is a target-dependent signal to 

noise ratio measured from the output of a contrast box ap

plied to the entire image. Metric (5.23) "quantifies the 

relative amount of edge information contained in the target 

region as compared to the rest of the image." (Beard et al., 

1985, p. 7.) Metric (5.24) is an alternative of metric 

(5.23) that is dependent on edge direction rather than mag

nitude. Metric (5.25) is a "reformulation" of metric (5.24). 

The authors state that metric (5.25) 

is much less sensitive to local structure [than 
(5.24)] but still generates an estimate of target 
prominence while avoiding the difficulty of arbitrar
ily 'slicing up' the image into subregions which may 
violate the continuity of local contours. 

(Beard et al., 1985, p. 8). 
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Local Metrics. These are measures of the segmenta-

bility of a target since they compare the on-target statis

tics to those of the immediate background. 

(5.26) Target to background contrast 

(5.27) Kolmogorov-Smirnov Statistic 

(5.28) Target vs. background entropy 

(5.29) Chi-squared connectivity 

Metric (5.26) is an obvious predictor of target seg-

mentability for any threshold-based segmenter. Metric (5.27) 

considers the target region and the background region to be 

two independent sample sets from a pair of unknown distribu

tions. A low value of the statistic suggests that the two 

distributions are identical; a high value suggests they are 

different. Hence, the metric is a measure of the difference 

between the gray-level distributions of target and back

ground pixels (see DeGroot, 1975). Beard et al. propose 

metric (5.28) since "high entropy targets should be easily 

distinguishable from low entropy backgrounds." (Beard et 

al., 1985, p. 8.) Metric (5.29), the chi-squared connecti

vity "is a straightforward test of similarity in edge con

tent between the target and background regions." (Beard et 

al. , 1985, p. 9. ) 
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The chi-squared connectivity is a test of the hypo

thesis that the true proportion of i-connected edge pixels 

in the target region is 0.5 versus the hypothesis that the 

true proportion is different from one half. (See Beard et 

al., 1985 and DeGroot, 1975). 

Target Metrics. These metrics concern only the seg

mented target areas and are, therefore, completely dependent 

on advance target knowledge. 

(5.30) Target entropy 

(5.31) Target standard deviation 

(5.32) Length to width ratio (aspect ratio) 

(5.33) Pixels on target (POT) 

(5.34) Perimeter squared over area 

(5.35) Average target edge strength 

(5.36) Target edge standard deviation 

(5.37) Target average contour length 

Metric (5.30) is "a measure of image variation on 

target . . . [that] should be quite sensitive to target 

signature modality." (Beard et al. , 1985, p. 9.) Metric 

(5.31) is complementary to metric (5.30). Metrics (5.32), 

(5.33), and (5.34) are common ATR classification features. 



179 

The authors state that metric (5.33) "is a quantification of 

potential target information content" (Beard et al. , 1985, 

p. 10.) in contrast to what Lahart et. al (1988, above) and 

ERIM (1985, below) say about resolution cells. Metrics 

(5.35), (5.36), and (5.37) quantify the amount of edge 

information in the target. 

With the exception of metric (5.17) and (5.18) all 19 

metrics presented by Beard et. al require advance knowledge 

of target segments within the images. 

ERIM-PAIRSTECH• The report by ERIM (1985) describes 

"the context, structure, and motivation" (p. 1.) for a set 

of procedures to characterize ATR algorithms that use pas

sive infrared sensors as their primary imaging devices. The 

procedures were developed by the Passive Autonomous Infrared 

Sensor Technology (PAIRSTECH) program as part of its goal to 

characterize individual ATR algorithms. 

PAIRSTECH expresses each of the three ATR stages (de

tector, segmenter, and classifier) generically as a vector-

valued function of a small set of independent variables. To 

characterize an individual ATR, PAIRSTECH describes with 

operating curves the functional relationship between the in

dependent variables and the outputs of each stage. Because 

the independent variables are themselves functions of image 

content, to describe and control the independent variables 

requires the characterization of the input imagery. 
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The vector-valued function is a set of dependent 

variables that vary as functions of the independent varia

bles. A description of the dependent and independent varia

bles for each stage of a generic ATR follows: 

Detection. 

Dependent Variables. 

(5.38) PD - probability of detection 

(5.39) EpA - false alarm rate 

(5.40) Emd - multiple detection rate 

The probability of detection is the probability that 

an actual target is detected at least once, measured over 

all targets. The false alarm rate is the number of detec

tions that are not part of a target. The multiple detection 

rate is the expected number of extra detections per target, 

measured over all targets. 

Independent Variables. 

(5.41) TIR2 = (pT - ]iB)2 / oB
2 

(5.42) RNQ - number of resolution cells on target 

(5.43) REQ - expected no. of res. cells on target 

(5.44) ESR - edge strength ratio 



181 

Metric (5.41), the target interference ratio squared, 

is metric (5.2) squared. The number of resolution cells on 

target, metric (5.42) is identical in form to metric (5.1) 

listed by Lahart et al. (1988). To determine the number of 

resolution cells on target, the ERIM procedure divides the 

number of pixels on target by a scale factor given by the 

ratio of the product of the x and y standard deviations of 

the point-spread function to the variance of the sampling 

function (1/12 for the ideal sampler, l/sqrt(12) in each 

dimension). The expected number of resolution cells on 

target, metric (5.43), is the average number of resolution 

cells on a target over all targets in the data base. It per

mits the global measurement of image clutter. Metric (5.44), 

the edge strength ratio, is the average squared edge 

strength as measured by a standard edge operator, normalized 

to the local background intensity variance. If the ESR is 

high, then there are many image areas with strong edges 

against smooth backgrounds. Since a large ESR could indicate 

either an image with a few highly discernable targets or an 

image with much clutter, it is not clear how this metric 

ought to be interpreted. 

To see the functional relationships between the de

pendent and independent variables that describe ATR detec

tion, ERIM plots the following graphs: 

(5.45) PD versus RNQ, ESR, and TIR2 
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(5.46) Pp^ versus REQ 

(5.47) Emd versus RN0 and TIR2 

ERIM does not attempt to describe the relationships mathe

matically nor do they describe any numerical use of the 

functions. 

Segmentation. 

Dependent Variables. 

(5.48) As - segmentation accuracy 

(5.49) Rfr - false region rate 

The segmentation accuracy is the overlap area of the 

ATR segmented target and the actual target, divided by the 

area of their union. The false region rate is the number of 

regions generated per image that do not correspond to a 

target. 

Independent Variables. 

(5.50) TBIR2 = (pT - Pg)2 / oTOg 

Metric (5.50), the target-background interference 

ratio squared is a nonnegative version of metric (5.3). 

Segmentation also uses RNQ , REQ, and ESR (metrics (5.42)-

(5.44), respectively) as independent variables. 
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The following graphs illustrate the functional rela

tionships between the dependent and independent variables 

for segmentation: 

i 

(5.51) Ag versus RNQ and TBIR2 

(5.52) RpR versus REQ 

Burton and Benninq. Burton and Benning (1981) pro

pose the probability of candidate detection, Pccj, as an ATR 

performance measure. PC£j is the probability that the actual 

target is among the rank-ordered list of candidate targets 

passed out of the detector/segmenter. 

( 5 . 5 3 )  Pc d  =  N r p r p  /  NQY 

where NTT is the number of true targets detected and NCT is 

the number of candidate targets found by the detector/seg

menter. 

As image metrics they use the signal to noise ratio. 

The input signal to noise ratio is 

(5.54) SNRin = |p(i,j) - pB| / oB 

where p(i,j) is the pixel value at (i,j), pB and oB are the 

mean and std. dev. of a region (typically a 20x30 rectangle) 

surrounding p(i,j) and excluding a target-sized region at 

(i,j). The target SNR is the average of SNRIN over all 
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pixels from true targets. The output SNR (from the detector 

stage of an ATR) of a target is 

(5.55) SNRout = J Si - pc| / oc 

where is the score from the detector for a candidate 

target of rank i and jac and oc are the mean and standard 

deviation of the scores of the clutter (non-target) candi

date objects. In their study, Burton and Benning used the 

top 30 clutter candidates to compute )JC and oc. The target 

output SNR is a measure of visibility of the targets rela

tive to the clutter after the application of the ATR detec

tor . 

Barlow and Stern. Barlow and Stern (1981), base their 

measurement of performance limits for detection and classi

fication algorithms on two assumptions: (1) image clutter is 

a two-dimensional, Gaussian random process. And (2) a target 

is additive to clutter. The authors admit that these assump

tions are of questionable validity. Assumption (1) is, at 

best, only approximate. Assumption (2) is seldom met, since 

targets usually displace clutter and are not additive. The 

authors set up a classical maximum likelihood hypothesis 

test to select between a set of targets and the possibility 

that no target is present. They derive a log likelihood 

ratio based on some a priori probabilities. Although these 

probabilities are of pivotal importance, unfortunately, the 

authors offer no clues for selecting them. 
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Segmentation Metrics. 

Levine and Nazif. Levine and Nazif (1985) introduce 

a "general purpose performance measurement scheme for image 

segmentation algorithms." (p. 155.) The scheme measures re

gion uniformity, region contrast, line contrast, line con

nectivity and texture. A knowledge-based system partitions 

an image so as to maximize a function of these measures. The 

metrics derive from characteristics of human perception. 

They are: 

Region Uniformity. Assume region Rj has area Aj and 

feature (gray-level) variance °j2- Rj is a subset of a lar

ger region, G, with area AQ. Let oMAX
2 be one half of the 

squared difference between the maximum and minimum features 

(gray-levels) in region G. Then a regional uniformity meas

ure is 

(5.56) UjG = Aj°j2 / aG°MAX2 

Metric UjG is Rj's fraction of the maximum possible variance 

in G weighted by Rj's proportion the area of G. 

Region Contrast. This scheme measures the absolute 

contrast between regions Rj and R^ using the Weber-Fechner 

relation. That is 

(5.57) ci j c ji I Pi ^ (P J "P j ) » 
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where and jaj are mean feature values in regions i and j, 

respectively. The relative contrast between a region and 

its surrounding regions is 

(5.58) Cj = >_ (sum over all neighbors R^- of R j) 

where a^j is the adjacency of regions R^ and Rj (i.e., the 

fraction of the total outside boundary of Rj occupied by 

pixels in R^) . The global contrast of area G weights the 

relative contrasts of all regions in the area by a function, 

vj, of region area. 

(5.59) Cq = >_ VjCj / >_ vj, (sums over all Rj in G) 

The authors derive the weights, vj, from a curve represen

ting the human perception of apparent contrast as a function 

of region size. 

Line Contrast. Here, a line analyzer identifies the 

boundary between regions or, alternatively, very thin re

gions as lines and labels them as such. (The authors do not 

say how their line analyzer works.) Line contrast is simi

lar to region contrast and defined by 

(5.60) dj = |F2 - Fr| / (F1 + Fr) 

where 1 and r refer to regions left and right, respectively, 

of line j. Fj is the adjacency weighted average of region 

mean feature values to the left of the line. Fr is similar 
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for the right. For the case of lines represented by thin 

regions, the scheme uses, g^, a measure of the local gra

dient divided by the difference between the maximum and 

minimum features (gray-levels) in the global region that 

contains the line. A hybrid measure of line contrast is 

h j = g j  i f g j > 3 d j  a n d  d ^  <  e p s i l o n ,  
(5.61) J J J J 

hj = dj otherwise. 

a composite measure of line contrast taken over the entire 

region, G, is 

(5.62) Hq = >_ Wjhj / > _  wj, (sums over all lines in G) 

the weights, wj, are taken as the line length. 

Line Connectivity. This is a measure of whether a 

line closes on itself or terminates on another line. It has 

little relevance to the ATR problem. 

Texture Measures. Texture analysis is a complicated 

problem which also has little bearing on the ATR problem. 

Weszka and Rosenfeld. Weszka and Rosenfeld (1978) 

propose a method to evaluate a threshold segmentation of an 

image with a "busyness" measure. The busyness of a segmen

tation is a measure of its "roughness" or noise in the sense 

of jagged edges and small isolated regions. 

The authors compute busyness from a co-occurrence ma

trix, M, for image I. M is an nxn matrix where n is the 

number of gray-levels in I. For any pixel, p, with gray-
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level i, element m(i,j) of M represents the probability that 

one of p's 4-ne.ighbors has gray-level j. M is symmetric 

about its main diagonal. Assume I is threshold segmented at 

gray-level t to create a binary image B. A threshold at t 

partitions the matrix into four rectangular regions (Figure 

36). Matrix elements m(i,j) for i > t and j < t (region C 

in Figure 36) contain the gray-level co-occurrence probabil

ities for pixels in I on the borders of segments in B. The 

busyness, C(t), of B is 

(5.63) C(t) = > m(i,j) (sum over i ^ t and j < t) 

The authors claim (p. 623): 

If C(t) is relatively high for a given threshold we 
would expect the thresholded image to contain a large 
number of noise points and/or jagged edges. Converse
ly, a relatively low C(t) would indicate that the 
threshold chosen results in a smooth picture. 

The authors propose that the best segmentation is 

generated by the t that minimizes C(t) subject to the con

straint that t lies between the object and background means. 

This, of course, presupposes that the gray-level means of 

both the object and the background either are known ahead of 

time or can be derived from a histogram analysis. 

Weszka and Rosenfeld conclude that a segmentation 

guided by the busyness measure exhibits "good results on 

unblurred synthetic images, slightly blurred synthetic 

images (2x2 averaging neighborhood), and real FLIR images." 
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Figure 36. The busyness measure of a co-occurrence matrix. 
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This suggests that the busyness measure might be a good 

metric for the evaluation of segmentations. 

Yasnoff et al. Yasnoff et al. (1977) propose a method 

for comparing an automatic segmentation with a manual seg

mentation of the same image. The authors present two error 

measures, the percentage area misclassified, p , and a pixel 

distance error, e. They contend that a simple measure of 

percentage area misclassified is not worth much because pix

el errors are not weighted according to their importance. 

The authors use a confusion matrix for pixels. The columns 

represent the true (manually assigned) classes for pixels; 

the rows represent the automatic classifications. The 

diagonal entries indicate the number of pixels correctly 

classified by the automatic segmenter. The authors define a 

type I error as the percentage of pixels of class k that are 

misclassified. A type II error is the percent of pixels of 

other classes (all classes other than k) that are classified 

as being from class k. The error measures can be weighted 

to reflect the relative importance of different types of er

rors. This approach does not include spatial location infor

mation in the error estimate. 

The pixel distance error, e, derives from the assump

tion that "the amount of error for a misclassif ied pixel is 

related to the distance in the digital image from the mis-

classified pixel to the nearest pixel which is actually of 

the misclassified class." (p. 230.) Their metric is 
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(5.64) eT ~ normalized pixel distance error 

The normalized error, eT, is the square root of the sum of 

the squares of the euclidean distances of all misclassified 

pixels, divided by the number pixels in the image. 

The authors conducted tests to compare the results of 

the error measure with the judgement of 20 people in a con

trolled test situation. They show that although e is a good 

measure (compared with human judgments) of some types of 

segmentation errors, it is not accurate when shape is an 

important factor. They show, however, that e is consistent

ly better than p. 

Complexity Metrics. 

Waldman et al . Waldman et al. , (1988) attempt to 

create an image clutter measure "in accord with human intui

tive estimates of clutter, being based on the similarity of 

the background texture to the target in size, shape, and 

orientation." (p. 137). They use the gray-level co-occur

rence matrix Q^j(s,A) for step size s in angular direction A 

to form a probability matrix, j, by dividing each entry of 

Q^j(s,A) with Q(s,A), "the total number of possible steps of 

size s along the direction A." (p. 138). That is, 

(5.65) Pjj(s,A) = Qjjts.A) / Q(s,A) 

The sum over all the elements of P^ is 1. 
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For a constant image with gray-level g, has only 

one non zero value on the main diagonal at i = j = g. The 

authors claim that if an image consists entirely of large 

texture elements, values of P^j are large for i near j since 

"a given step is . . . more likely to leave one in the same 

texture element." (p. 139) In fact this is true only if the 

step size of P^j is smaller than the texture element size 

and if individual texture elements have a small range of 

gray levels. They claim that the matrix "must be decreasing. 

. . . for i much different than j." This is untrue in many 

situations. In particular, in the case of large texture ele

ments, there will be an increase in Pjj when i and j are 

gray-levels of adjacent texture elements. 

The authors claim that "some measure of the spread of 

the co-occurrence matrix about its main diagonal could serve 

as [an indicator of] the 'amount of background texture' 

. . . . " (p. 139) They suggest the absolute value measure 

(Pratt 1978, p 474).given by 

(5.66) B(s,A) = >_ |i-j|Pl1(s,A) 
i=0 j=0 

as a good choice. The authors claim that B is large for 

images with "many small texture elements" and that B is 

small for images with "a few large texture elements." (p. 

141). They point out that B is identically zero for con

stant images and for any image when the step size is zero. 
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The authors claim without proof that B(s,A) increases over s 

until s equals the average texture size and then flattens 

out with only small random fluctuations. If this is true, 

and if texture size is the only image characteristic that 

will cause this behavior, then finding the knee on the curve 

will show the average texture size. The authors claim, again 

without proof, that this is indeed true. They propose an 

algorithm for finding the knee on the curve. They define a 

clutter measure by 

(5.67) CA = (s/Ta)B(S,A) 

where TA is the known target cross-section at angle A, s is 

the location of the knee on the curve, and B is given by eq. 

(5.66). 

The authors state without proof that CA has a number 

of properties: 

The first property is that a maximum clutter value is 
obtained when the typical texture size is equal to 
the target size in any direction. This means that 
when averaged over A the maximum clutter is charac
terized by texture elements which are the same size, 
shape (length along the A directions considered), and 
orientation as the target. A second property is that 
clutter = 0 for a uniform background. A third proper
ty is invariance to image magnification. 

The second and third properties are undoubtedly true. The 

first is true whenever B(s,A) increases linearly from zero 

to a breaking point (the knee) and is then flat. B(s,A) will 

behave that way in general only for images with a completely 

uniform, textured background. 



The authors tested their hypothesis on an unspecified 

number of 60x60 synthetic images. These were square grids 

(from 1 to 5 pixels square) with 9 gray levels assigned 

randomly with a uniform distribution. They show that these 

images support their hypothesis. Then they suggest how to 

normalize the measurement given certain theoretical maximum 

values. 

They also claim that their clutter measure "is in ac

cord with human intuitive estimates of clutter." they make 

this claim based on an application of their measure to a 

single experiment on human perception of a highly limited 

nature using only three subjects, (p. 146). 

Finally they test their metric on a large number 

(1120) of simple, regular, synthetic images and compare the 

result to the output of a contrast box ATR. They claim there 

is a good correlation between the results. 

The authors claim that their metric 

"is not just another metric but one of the more 
fundamental metrics. ... We submit this normalized 
measure of clutter as a very significant clutter 
metric. It meets all the requirements of a valid 
metric and should be ranked third in the order of 
image metrics behind object size and contrast" 

Despite their assertions, it appears to this author that 

Waldman et al., (1988) have shown only that their metric is 

a good measure of clutter when the texture is uniform in 

size, gray-level, and spatial distribution and there is 

either a single target or multiple copies of two identical 
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targets that are regularly spaced throughout an image. They 

did not indicate that they had tested their metric on any 

real images nor did they compare the result to any ATR in 

actual use. Images similar to their test cases do not often 

occur in reality. Although their metric may indeed be use

ful , it is the opinion of this author that they have not 

proven it to be so. 

Gonzalez et al. Gonzalez et al. (1978) take a lin

guistic approach to complexity measurement. They assume an 

image can be described as a finite collection of sets of 

primitives such that each set has unary properties and bin

ary properties. A unary property describes an inherent pro

perty of the primitive and a binary property describes a 

relationship between primitives. For example, unary proper

ties of an image region include average gray-level, size, 

and shape. Binary relationships include difference in 

average gray-level and relative position. 

Any given image has a finite number of primitives and 

a finite number of unary relations. The authors define to 

be the number of primitives that have unary property i. Let 

Uy be the average number of primitives per unary property 

and let Sy2 be the variance. They define the structural var

iance, V, as 

(5.68) V = 1 - (Sy2/uy
2) 
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V attains its maximum at 1 when each unary property has the 

same number of primitives. The authors claim that V=0 when 

all primitives are in the same unary relation. This is 

certainly not true since 

_N 
(5.69) uv = (1/N) > Y, 

* i = l 

and 

_N 
(5.70) s 2 = (1/N2) >_ (Yi - uy)2 

i = l 

If Yj f 0 for all i except i=j, then 

(5.71) Uy = (Yj/N) and sy
2 = (Yj/N)2[(N-l)/N] 

so that 

(5.72) V = 1 - [ (N-l) /"N] = 1/N 

This approaches zero for a large value of N. Neither is it 

equal to zero, nor for small sets of unary properties, is it 

close zero. 

The authors define the interset entropy, T, as 

follows: Let disjoint subsets of primitives be such that 

primitives within a subset are related by one or more binary 

relations, but primitives between sets have no binary rela

tions. Let Nj-, be the number of disjoint subsets of primi

tives. Let fB(si) be the number of binary relations among 
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the primitives of the ith disjoint subset and let |S^| be 

the number of primitives in the ith disjoint subset. Then 

% 
(5.73) T = (1/Nd) >_ [fntSi)]/|S±|2 

i=l 

T=0 when there are no binary relations. T is a maximum when 

there is only one disjoint set (i.e. all primitives are re

lated to each other). 

The authors define the interset entropy as follows: 

let g^fSj^Sj) be the magnitude of the difference in the 

number of unary relations defined in subsets i and j . Let 

hB(S^,Sj) be the magnitude of the difference in the number 

of binary relations defined in subsets i and j. Then, 

1 % gu(Si,S,) 
(5.74) W = > >_ 

Nd
2 i = l" j = l 1 + hB(Si,Sj) 

The authors define the structural entropy of a rela

tional description D over P as 

(5.75) R = V + T + W 

To test these definitions, the authors defined seven 

unary properties. A region has property 1, 2,or 3 if it has 

an average gray-level in {(0,84), (85,169), (170,255)), res

pectively. It had one of the properties 4, ...,7 if its .area 

in pixels was in the range ((0,256), (257,1024), (1025, 
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4096), (4097,16384)}, respectively. They defined binary 

relations on the mean gray-level difference of adjacent re

gions. They considered two regions to be adjacent if they 

were contiguous and if each had more than ten pixels in 

their common boundary. Two regions have binary relations 1, 

2, or 3, if they are adjacent and their absolute difference 

in average gray-level is {(0,84), (85,169), (170,255)), 

respectively. The authors computed some values for some im

ages. They did not compare their results to anything else. 

Therefore, it is not. possible to comment on the usefulness 

of validity of their measure. 

Winkler and Vattdrodt. Winkler and Vattdrodt (1978) 

assume that gray-level images can be represented by a grid 

of cells each of which contains a number of dots. The auth

ors do not explain this analogy and it is not entirely ob

vious. Most likely, they assume that the number of dots in 

a cell corresponds to the intensity of a pixel, either pro

portionately or, perhaps, inversely as in a half-tone image. 

Given a fixed number, Z, of cells, and a fixed num

ber, N, of spots, the number of different images is 

(5.76) V = N!/ J7 Nk! (product over k=l,...,Z) 

where Nk is the number of dots in cell k. The sum of Nk 

over k = 1,...,V is N. Based on this the authors define a 

measure of conspicuousness as 
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(5.77) C = [(N/q)N TT (Nk! / (N/Z ) ! ) ]1 /c* 

(product over k=l,...,Z) 

where q is a parameter. They take the log of this and make 

use of the asymptotic approximation for large M that 

(5.78) In M! - M In M - M (Stirling's formula) 

to get 

(5.79) c = 1/q HNk ln(ZNk/q) 

taking q to be N yields 

(5.80) c1 = 1/Z VZ NkZ/N In N^Z/N 

taking q to be Z yields 

(5.81) c2 = 1/Z >11 Nk In Nk 

All sums are over k=l,...,Z. These measures are similar to 

entropy. According to the authors they are "pure measures 

of contrast." (p. 364.) To account for the relative posi

tions of cells, the authors consider the average difference 

in cell content between a cell and its 8-neighbors. 

(5.82) N'k = [ (l/ejTjNjW _ Njc) 2 ] 1/2 

They substitute N'k for Nk in c2 and claim the result, c'2. 

has the following properties: (1) c'2 is always nonnegative; 

(2) c'2 is zero if and only if Nk are distributed uniformly; 



200 

(3)  c 12 is  maximum i f  and only i f  a l l  dots  are concentrated 

in one cel l ;  (4)  c ' 2  is  invariant  under adding a  constant to  

the occupation numbers;  and (5)  c ' 2  is  invariant  under 

"switching contrast  from posit ive to negative picture 

(s ic) ." (p.  366.)  

Winkler and Vattdrodt use their  measure to  f ind 

objects  in images (apparently)  by dividing the image into 

regions and calculat ing the measure for each region.  

Haller.  Haller (1970) ,  had 24 people rate  a  set  of  

ten photographs for complexity.  He a lso performed a "densi-

tometric" analysis  on each photograph to determine i f  the 

complexity of  the photographs could be quantif ied.  The 

photographs were low alt i tude aerial  views of  the ground 

showing a  variety of  natural  and man-made objects .  The 24 

subjects  rated the images by comparing the 45 possible  

pairings of  the images and indicating which of  each pair  was 

more complex.  Haller rank-ordered the ten images based on 

the results .  

The densitometric  analysis  was an analog equivalent  

of  the fol lowing digital  procedure:  Digit ize  each photo

graph into 100 row by 150 column images such that  each pixel  

takes on one of  ten gray-levels  ( l inearly quantized) .  Create 

a  100x149 pixel  difference image by computing the absolute 

value of  the difference between adjacent pixels  in each row. 

Then create a  10x10 co-occurrence matrix,  M, from the dif

ference image.  
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Haller's  metric  i s  

(5.83) Mh  -  The spread of  the main diagonal  of  M 

Haller shows that  the spread of  the main diagonal  of  co

occurrence matrix M matches the human rank-ordering in eight  

of  the ten images.  The main diagonal  registers  adjacent pix

e ls  of  identical  gray-level .  The spread of  the diagonal  i s  

narrow i f  there are uniform regions of  only a  few gray-

levels;  i t  is  wide i f  there are uniform regions in most  

gray-levels .  Thus,  Haller's  analysis  implies  that  the human 

observers found images with uniform regions of  only a  few 

gray-levels  to  be s impler than images whose uniform regions 

existed at  many gray-levels .  Haller was unable to  draw any 

other strong conclusions from the co-occurrence matrix.  

Discussion 

Tables  1 through 4 l is t  the 50 metrics  discussed by 

the previous sect ion.  Table 1 l i s ts  the global  metrics-

metrics  computed from the entire gray-level  image or edge 

map with the same operation applied at  each pixel .  Table 2 

l i s ts  region dependent metrics  -  metrics  computed for each 

region in a segmented image.  Table 3 l i s ts  classif icat ion 

metrics  -  metrics  dependent on the output of  an ATR. Table 

4 l i s ts  al l  the metrics  dependent on advance knowledge of  

the exact  pixel  locations of  the true targets  in the image.  
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Table 1 .  Global  metrics  

Gray-level  dependent 

( 5 . 1 1 )  u  =  -  >  >  [ f ( x , y )  -  f ( x , y ) ] 2  ( g . l .  u n i f o r m i t y )  
x y 

( 5 . 1 7 )  I m a g e  s t a n d a r d  d e v i a t i o n  

( 5 . 1 8 )  I m a g e  e n t r o p y  

( 5 . 5 4 )  snrin = — V>b I  / °b (B  — large mw nbhd) 

( 5 . 8 0 )  c i  =  1 / Z  >  N j ^ Z / N  I n  N j ^ Z / N  ( e o n s p i c u o u s n e s s  1 )  

( 5 . 8 1 )  c 2  =  1 / Z  >  N j j  I n  ( c o n s p i c u o u s n e s s  2 )  

( 5 . 8 2 )  N 1  
k  =  [  ( l / 8 ) E j N j  ( k )  -  N k ) 2 ] 1 / 2  ( d i f f .  f o r  c o n s p .  )  

( 5 . 8 3 )  M jj -  the spread of  the main diagonal  of  the gray-
level  co-occurrence matrix.  

Edge dependent 

( 5 . 7 )  T h e  n u m b e r  o f  e d g e s  p e r  u n i t  a r e a  i n  t h e  i m a g e  

( 5 . 8 )  I  =  - l o g 2 P  ( P  =  #  i m g .  p o s s i b l e  w /  #  o f  e d g e  pts.) 

(5 .44)  ESR -  edge strength ratio (pixel  to  nbhd) 
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Table 2 .  Region dependent metrics  

Gray-level  dependent 

( 5 .  5 6 )  U jG -  AjOj /A gOm a x
2  (region uniformity)  

( 5 .  5 7 )  CU C j i  =  ^j1 /  (yi^ + p j )  ( loc.  contr.)  

( 5 .  5 8 )  C j  :  = >_ a^C^, (reg.  contr.;  sum over a l l  subreg)  

( 5 .  5 9 )  CG :  = ETvjCj /  ZTv-j ,  ( g l b l .  c o n t r . ;  o v e r  a l l  e g )  

( 5 .  7 5 )  R = V + T + W (structural  entropy) 

Edge dependent 

( 5 . 6 0 )  d j  =  I F }  -  F r |  /  ( F j  +  F r )  ( l i n e  c o n t r a s t )  

|  hj  = g_- ,  i f  gn -  > 3dn -  and d^ < epsi lon,  (5.61) j J J J 
j  h j  =  d j ,  o t h e r w i s e ,  ( c o m p o s i t e  l i n e  c o n t r . )  

(5.62) Hq = >_ Wjhj / >_ Wj, (sums over a l l  l ines  in G) 

( 5 . 6 3 )  C  ( t )  =  >  m ( i , j )  ( s u m  o v e r  i  >  t  a n d  j < t )  

Table 3 .  Classif icat ion metrics  

( 5 . 1 2 )  T h e  n u m b e r  o f  t a r g e t - l i k e  o b j e c t s  t h a t  a r e  n o t  
targets  

( 5 . 5 3 )  P c c j  =  N ij. t  /  Nqij> (#  true targ.  /  #  candidate targ.)  

(5 .55)  SNRq u t  = |SA  -  H c |  /  OC  

(5 .64)  eT ,  pixel  distance error 
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Table 4 .  Target  dependent metrics  

Gray-level  dependent 

Contrast 

( 5 . 2 )  TIR -  Target  interference rat io  = | |aT  UBI /  °B 

( 5 . 3 )  TBIR -  Target  background IR = |pip-pg|  /  (oToB ) 1 / 2  

( 5 . 4 )  TIRN E W  ~ 1 V*T ~  1 /  (°B 2  +  °T 2 ) 1 / 2  

( 5 . 2 2 )  GTP of  target  contrast  

( 5 . 2 6 )  Target  to  background contrast  

( 5 . 4 1 )  TIR 2  = (pT  -  pB ) 2  /  oB
2  

( 5 . 5 0 )  TBIR 2  = (l irp -  Hg) 2  /  

( 5 . 6 7 )  CA  = (s /TA )B(s ,A) (Waldman's  c lutter metric)  

Distribution measure 

( 5 . 2 1 )  GTP of  brightest  pixel  on target  

( 5 . 3 0 )  Target  entropy 

( 5 . 3 1 )  Target  standard deviat ion 

Distribution comparison 

( 5 . 5 )  c l u t t e r  a r e a  —  t h e  p r o b a b i l i t y  t h a t  t h e  T I R  
measurement of  some part  of  the background exceeds 
the median target  TIR. 

( 5 . 6 )  C =  . . / m i n E f j l X j , . . . , x n ) , f B ( x a , . . . , x n ) ] d x j . . . d x n  

( 5 . 2 7 )  K o l m o g o r o v - S m i r n o v  S t a t i s t i c  

( 5 . 2 8 )  T a r g e t  v s .  b a c k g r o u n d  e n t r o p y  

( 5 . 2 9 )  C h i - s q u a r e d  c o n n e c t i v i t y  
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Table 4 .  Target  dependent metrics  — continued 

Edge dependent 

quanti tative 

( 5 . 2 5 )  T a r g e t  v e r s u s  i m a g e  a v e r a g e  c o n t o u r  l e n g t h  ( A C L )  

(5 .37)  Target  ACL 

distributional 
1  P i ( 0 , 1 )  —  p r o b .  

( 5 . 1 0 )  H  =  -  >  >  P i ( n )  l o g  p ^ ( n )  t h a t  e d g e - p o i n t  i  
i  n=0 belongs to  ( target ,  

background) 

( 5 . 2 3 )  G T P  o f  a v e r a g e  t a r g e t  e d g e  s t r e n g t h  

( 5 . 2 4 )  G T P  o f  t a r g e t  A C L  ( G T P  -  g l o b a l  t a r g e t  p r o m i n e n c e )  

( 5 . 3 5 )  A v e r a g e  t a r g e t  e d g e  s t r e n g t h  ( o v e r  a l l  t a r g e t s  i n  
the image)  

( 5 . 3 6 )  T a r g e t  e d g e  s t a n d a r d  d e v i a t i o n  

Shape /  s ize  measures 

(5.1) RNQ -  Target  s ize  in terms of  resolution cel ls  

( 5 . 3 2 )  L e n g t h  t o  w i d t h  r a t i o  ( a s p e c t  r a t i o )  

( 5 . 3 3 )  P i x e l s  o n  t a r g e t  ( P O T )  -  ( 1 )  

( 5 . 3 4 )  P e r i m e t e r  s q u a r e d  o v e r  a r e a  

( 5 . 4 2 )  RNQ -  number of  resolution cel ls  on target  = (1)  

(5.43) REQ -  expected number of  resolution cel ls  on 
target  
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The complexity metrics  (5 .75) ,  ( 5  .  80)-(5.82 ) ,  and 

(5 .83)  embody subject ive definit ions of  complexity.  Com

plexity is  meaningless  without a  frame of  reference.  While  

attempting to  create a  general  measure of  complexity,  the 

authors,  Gonzalez et  a l . ,  Winkler and Vattrodt,  and Haller,  

do,  in fact ,  make implicit  assumptions,  which effect ively 

define complexity with respect  to  the problem they are try

ing to  solve.  Since none of  their  assumptions fol low expli

c i t ly  from the ATR problem, their  metrics  are of  dubious 

v a l u e  f o r  A T R  i m a g e  c h a r a c t e r i z a t i o n .  W a l d m a n  e t  a l .  d o  

expl ic i t ly  define complexity.  Based on that ,  they devise  a  

complexity metric  for a  highly specif ic  type of  image.  I t  i s  

possible  that  their  metric  (5 .67)  i s  val id.  But,  i t  re

quires  further test ing for verif icat ion.  

Because the goal  of  this  work i s  to characterize an 

image independently of any specific ATR and without a priori 

knowledge of  actual  targets  in the image,  the detectors  in 

Tables  3 and 4 are not  direct ly  usable.  The global  metrics  

of  Table 1 meet  the two criteria.  None of  these,  however,  

have proven to  be very useful .  Consequently,  this  thesis  

presents  a  new measure image complexity that  i s  computed by 

segmenting an image into target- l ike regions and measuring 

the target  s imilarity of  each region.  The new metric  i s  an 

extension of  exist ing target  dependent metrics  that  measure 

the difference between known targets  and the rest  of  the 

image.  The new technique,  instead,  treats  every region as  a 
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potential  target .  I t  i s  a reasonable approach s ince that  i s  

precisely what the detector stage of  an ATR does.  

The region-based segmentation metrics  of  Levine and 

Nazif  (1985) ,  metrics  (5 .56)  -  (5.62) ,  provide the form of  

the new ATR image complexity measure.  Contrast  measures,  

edge-strength measures and the concept of  global  target  

prominence inspire the precise  def init ion.  

A New ATR Image Complexity Measure 

Chapter 3 s tates  that  an ATR image complexity measure 

should be a  measure of  target  c lutter s ince an ATR i s  most  

l ikely to err in a cluttered image.  The chapter suggests  

that  to  measure image c lutter,  a  complexity algorithm could 

segment the image into target- l ike regions and then measure 

the target  s imilarity of  each region.  The detector /  seg-

menter stages of  most  ATRs assume that  the probabil i ty  that  

a  region is  a target  i s  direct ly  proportional  to  the magni

tude of  the region's  contrast  and edge strength.  Hence,  a  

target- l ike region is  a uniform region of  a  specif ic  s ize  

which contrasts  in mean gray-level  with i ts  neighbors and 

exhibits  relat ively strong edges.  Likewise,  target  s imilar

i ty  depends on the contrast  in average gray-level  and on the 

intensity of  edges exhibited by a  region near i ts  bounda

r ies .  The distribution of  target  s imilarity measurements  

indicates  the c lutter content  of  the image.  



208 

A Local  Metric  Based on Target  Similarity 

Considering the ATRs of  Chapter 2 ,  the target  s imi

larity of  a  region is  equivalent  to  i ts  discernibility. An 

ATR considers a  region l ikely to be a  target  in direct  pro

portion to the region's  edge strength and stat ist ical  con

trast  with surrounding regions.  This  implies ,  that  for an 

ATR, the overal l  complexity of  an image i s  dependent on the 

relat ive discernibi l i ty  of  i ts  regions.  In particular,  i f  an 

image contains predominately low-contrast ,  soft-edged areas 

and just  a  few very high-contrast ,  sharp-edged regions,  the 

image i s  uncluttered;  the high-contrast  regions are easi ly  

detected by the ATR as  potential  targets .  I f ,  on the con

trary,  the image i s  replete  with regions of  s imilar contrast  

and edge strength,  the image i s  cluttered;  an ATR that  

detects  only the most  highly discernable regions wil l  be 

more l ikely to miss  a  true target .  

Relat ive Contrast  Metric .  C h a p t e r  3  d e s c r i b e s  a n  

image segmentation procedure that  f inds al l  target- l ike re

gions ,on a  specif ic  scale .  The measurement of  the target  

s imilarity of  a  region requires  the measurement of  the re

gion's  contrast  and edge strength.  There are a  variety of  

contrast  metrics  among those described in the previous sec

t ion.  The most  appropriate  i s  the region-based contrast  

metric  (5 .58)  of  Levine and Nazif .  I t  i s  the sum of  the 

magnitude of  the contrast  between region Rj and each of  i ts  
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neighbors,  R .j  ,  weighted by the adjacency of  Rj and R^.  To 

compute the contrast ,  Levine and Nezif  use the Weber-Fechner 

relat ion (5.57)  s ince they are attempting to  mimic human 

perception.  I t  i s  inappropriate  to  use (5.57)  to  compute 

contrast  for ATR characterization s ince ATRs do not  have 

human perceptive constraints .  The s imple,  absolute value of  

the difference in mean gray-level  i s  a more appropriate  

contrast  measure.  

Borrowing the adjacency concept of  Levine and Nazif  a  

relat ive contrast  metric  i s  as  fol lows:  Let  

( 5 . 8 4 )  N  =  n o .  o f  b l o b s  ( r e g i o n s )  i n  m a s k ;  

( 5 . 8 5 )  b j  =  j t h  b l o b  i n  m a s k ;  

( 5 . 8 6 )  G ( b j )  =  m e a n  g r a y - l e v e l  o f  b j ;  

( 5 . 8 7 )  G M A X  =  r o a x i m u m  g r a y - l e v e l  d i f f e r e n c e  p o s s i b l e ;  

( 5 . 8 8 )  B ( k j )  =  n o •  p i x e l s  i n  outside boundary of  bj;  

( 5 . 8 9 )  B f b j , ^ )  =  n o .  o f  p i x e l s  i n  b j ^  w h i c h  a d j o i n  b  j  ;  

Let  mj be a relat ive contrast  metric  (rcm) defined by:  

( 5 . 9 0 )  > 
btbj.bi) 

B (b j  )  

I G ( b j )  -  G ( b d ) |  

gmax 

(The sum over a l l  i  such that  b^ borders on bj) .  
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The outside boundary of  bj  i s  the set  of  a l l  pixels ,  

ob^,  not in bj  such that  ob^ has a  4-neighbor in bj .  The 

set ,  {obj^} ,  i s  contained in the set  of  a l l  regions,  b^,  ad

jacent  to  bj .  Mj i s  a weighted average gray-level  difference 

between bj  and i ts  neighbors.  The gray-level  difference 

between bj  and b^ i s  weighted by the fract ion of  bj 's  total  

outside border length ( in pixels)  made up of  pixels  from b^ .  

This  causes  a  large gray-level  difference at  a  few pixels  to  

be equivalent  to  a  lesser difference over more pixels .  For 

each region,  Mj i s  always less  than or equal  to  one with 

equality for a  region that  i s  completely surrounded by ano

ther and whose gray-level  difference with the surrounding 

r e g i o n  i s  a s  l a r g e  a s  p o s s i b l e  ( F i g u r e  3 7 ) .  

Edge Intensity Metric .  As described in Chapter 4 ,  

edges in an image occur wherever a  region with a  relat ively 

uniform gray-level  adjoins another with diss imilar bright

ness  characterist ics .  The transit ion from one region to 

another can be e i ther abrupt or gradual  with corresponding 

edges e i ther sharp or blurred.  The magnitude of  the s lope 

of  the second direct ional  derivative wil l  be large in the 

f irst  case and small  in  the second.  Thus,  the magnitude of  

the s lope is  a measure of  the dist inctness  of  the two re

gions .  

I t  i s  possible  for an image to  exhibit  high contrast ,  

yet  have no highly discernible  objects .  High contrast  i s  the 

result  of  large differences in average gray-level  between 
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regions.  If  these regions merge into one another gradually 

over relat ively large distances,  i t  is  diff icult  to  discern 

where one ends and the other begins;  they are indist inct .  

In th' is  s i tuation the edges have low intensity and an ATR 

p r e s u m a b l y  w o u l d  h a v e  t r o u b l e  i d e n t i f y i n g  o b j e c t s .  I f ,  o n  

the other hand,  an image contains many strong edges,  a  par

t i c u l a r  o b j e c t  o f  s i n g u l a r  i m p o r t a n c e  c o u l d  b e  d i f f i c u l t  t o  

detect .  An image with only a  few strong edges provides the 

s implest  detect ion task.  

The regions isolated by the morphological  segmenta

t ion procedure are image regions of  relat ively uniform gray-

level .  It  i s  l ikely that  there wil l  be edges near the bor

ders of  regions s ince a boundary between such regions indi

cates  a  change in average image brightness .  I f  there i s  an 

edge near the boundary,  i ts  intensity i s  a measure of  the 

abruptness  of  the change.  Thus,  a  measure of  a  region's  

dist inctness  with respect  to  i ts  immediate surroundings i s  

the average intensity of  the edges c losest  to  the region 

boundary.  

A procedure to  compute the dist inctness  of  a  region 

fol lows:  Each pixel  in a  segmentation mask contains a  label  

that  indicates  to  which region the corresponding pixel  in 

the original  image belongs.  A pixel  i s  in the region border 

i f  at  least  one of  i ts  4-neighbors has a  different  label .  

The procedure raster-scans the image mask to  identify those 

pixels  which are in the border of  a  region.  Upon f inding a 
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border pixel ,  i t  searches the edge map for the edge pixel  

c losest  to  the region border element.  I t  does this  by exam

ining the edge map pixels  on the l ine which intersects  the 

border pixel  and the region centroid (Figure 38) .  The exam

ination starts  with the border pixel .  I t  then advances by 

one pixel  along the l ine in alternate direct ions,  inside and 

outside the region,  unti l  an edge pixel  i s  found or unti l  

half  the distance to  the centroid is  covered in both direc

t ions.  When the procedure f inds an edge,  i t  adds the edge's  

intensity to  an accumulator associated with the region.  The 

process  repeats  unti l  i t  has scanned the entire mask.  Then,  

the procedure divides each region's  accumulator by the num

ber of  pixels  in the region's  border.  This  yields the edge 

intensity metric  (EIM),  which i s  the average edge intensity 

for a region.  

The intensity values used determine whether the EIM 

wil l  be relat ive to the image or absolute with respect  to  

the set  of  a l l  possible  images.  The edge detector of  Chap

ter  4 stores  the zero crossing map as  a  set  of  l inearly 

compressed,  8-bit  values along with the actual  16-bit  un

signed minimum and maximum values.  Because the map for each 

image has been normalized,  the EIM computed from the 8-bit  

values i s  of  the same resolution and is  a  relat ive measure 

of  sharpness .  To derive an absolute measure,  the procedure 

expands the relat ive measure and compares i t  to the maximum 

possible  zero-crossing intensity.  That i s ,  i f  R(b)  i s  the 
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Figure 38.  Edge accumulation procedure.  

The region is  shown in gray superimposed on the 
associated edge map.  Note that  the region boundary 
and the edges do not  precisely coincide.  (a)  Region 
border pixel .  (b)  The c losest  edge pixel  on the 
straight  l ine (c)  between the border pixel  and the 
region centroid (d) .  



relat ive EIM of  blob b,  then the absolute EIM A(b)  i s  

A ( b )  =  [ R ( b ) - 1 ] ( M - m ) / 2 5 4  +  m ,  i f  R ( b )  >  0  
( 5 . 9 1 )  

A ( b )  =  0 ,  i f  R ( b )  =  0  

where M i s  the maximum zero crossing intensity and m i s  the 

minimum. R ranges from 1 to  255.  Figure 39 shows example 

values for different  regions in a portion of  the image in 

Figure 1 .  

A Global  Image Complexity Metric  

Each of  the regions generated by the segmentation 

procedure of  Chapter 3 i s  an area of  uniform brightness  on a  

specif ic  scale .  The two metrics ,  the RCM and the EIM, asso

ciated with each region indicate the dist inctness  of  the 

region with respect  to  i ts  surroundings.  The global  image 

complexity metric  in this  sect ion is  a measure of  image 

c lutter.  I t  assumes the complexity of  an image depends on 

the relat ive dist inctness  of  i ts  regions;  a  s imple image has 

only a few highly discernible  regions within a large number 

of  indist inct  regions whereas a  complex image has many re

gions which are,  more or less ,  equally dist inguishable.  

Given the preceding discussion,  consider the fol lowing 

procedure to  measure image complexity:  Use the recursive 

morphological  thresholding procedure of  Chapter 3  to  create 

a  series  of  maps,  each of  which segments  the image into re

gions of  a  specif ic  scale .  Use the Marr-Hildreth procedure 
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8L0B CONTRAST EDGE 

1 0.367 0.776 

2 0.351 0.447 

3 0.113 0.051 

4 0.047 0.024 

Figure 39.  RCM and EIM values for some regions in part  
of  the image in Figure 1 .  
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of  Chapter 4 to  compute an edge map which shows the 

location and intensity of  a l l  the edges in the image.  Com

pute (as  described in the previous sect ion)  the relat ive 

contrast  (RCM) and the edge intensity (EIM) of  each region 

in the segmentation map.  The two numbers map each region 

into a vector in a plane.  The length of  the vector quanti

f ies  the region's  discernibi l i ty  with respect  to  i ts  sur

roundings.  The set  of  vectors  for each segmentation map 

forms a  scattergram of  points  whose distribution indicates  

the relat ive discernibi l i ty  of  regions on the same scale  

within the image.  Compute an image complexity metric  by 

comparing the length of  the longest  vector to  the length of  

the majority of  vectors  in the scattergram. This  measure i s  

s imilar to  global  target  prominence.  I f  the difference is  

great ,  the image i s  s imple on that  scale  and vice-versa.  

R e l a t i v e  V e c t o r  L e n g t h  M e t r i c .  R e c a l l  t h a t  t h e  

global  target  prominence (GTP) metric  i s  the area under a  

feature probabil i ty  distribution of  a l l  image features with 

values less  than that  of  the target .  If  the target  has the 

most  prominent feature,  then the metric  i s  1.  One minus the 

GTP i s  a measure of  the uncertainty or probabil i ty  of  error 

in choosing the correct  target .  

Most  ATRs pass  the n most  prominent candidate targets  

to  the c lassif ier .  (See Chapter 2 . )  The n most  prominent 

candidates  usual ly  correspond to the n most  highly discer

nible  regions.  Let  equal  the length of  the (RCM,EIM) 
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vector of  region 1.  Then,  the n largest  V^'s  are from the n 

most  discernible  regions.  The GTP i s  an indirect  measure of  

the probabil i ty  that  tha target  i s  among these n regions.  

If  the target  region in an image i s  unknown, however,  the 

GTP cannot be used.  

The vector scattergrams suggest  a  complexity metric  

for an image.  Let  VM A X  be the length of  the longest  

(RCM,EIM) vector from the image.  Then VM A X  corresponds to  

the most  highly discernible  region in the image.  The dis

tance between VM A X  and the mass of  the remaining vectors  

(say 98 or 99 percent  of  the rest)  i s  a measure of  the 

complexity of  the image.  In terms of  probabil i t ies ,  this  

metric  i s  the length of  the tai l  beyond the 98th percenti le  

o f  t h e  s a m p l e  d i s t r i b u t i o n  o f  v e c t o r  l e n g t h s  ( F i g u r e  4 0 )  .  

That i s ,  def ine the relat ive vector length metric  (RVLM) by 

( 5 . 9 2 )  R V L M ( p ; s )  =  ( V M A X  -  V p ) / V M A X  =  1  -  ( V p / V M A X )  

where VM A X  is  the length of  the longest  JRCM.EIM) vector 

(EIM is  the relat ive edge intensity metric)  and Vp  is  the 

length of  the pth-percenti le  vector.  The vector difference 

is  divided by VM A X  to  normalize the metric .  The RVLM i s  de

pendent on both the scale ,  s ,  of  the segmentation mask and 

the percenti le ,  p which typical ly  i s  98.  The metric  i s  rela

t ive s ince i t  is  a comparison of  vectors  from within the 

same image.  
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relative vector length metric 

4^ 

lehoth of <rc,es> uectoe 

rvlm = 1-cvp/vnftx) 

v 

Figure 40.  Relat ive vector length metric .  

The graph shows an example distribution of  (RC,EI)  
vector lengths.  
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To verify that  this  i s  a measure of  complexity,  con

s ider that  the probabil i ty  of  detect ion of  a  true target  by 

an ATR i s  equivalent  to  the probabil i ty  that  the target  i s  

among the n top V^'s .  I f ,  indeed,  mil i tary targets  usual ly  

are highly discernible  (see Chapter 2) ,  then the probabil i ty  

that  a  true target  i s  among the top n i s  a function of  the 

amount of  competit ion there i s  for the top n s lots .  If  the 

image i s  cluttered,  there are many regions of  s imilarly high 

discernibi l i ty  and the distance between the most  discernible  

region and the 98th percenti le  in the distribution is  l ikely 

to be small .  Whereas,  i f  the image i s  not  c luttered,  only a  

few regions are highly discernible ,  the majority have rela

t ively small  V^'s ,  and the distance between VM A X  and the 

98th percenti le  vector i s  relat ively large.  

There i s  an RVLM for each segmentation mask from the 

image,  one for each scale .  Thus,  a  complete  characteriza

t ion is  a vector of  numbers,  each indicating the complexity 

on a  different  scale .  

Absolute Vector Length Metric .  The RVLM i s  a rela

t ive complexity measure s ince i t  compares the contrast  and 

edge intensity of  a  large percenti le  of  regions to  the maxi

mum values within the image.  An absolute complexity metric  

c o m p a r e s  t h e  d i f f e r e n c e  b e t w e e n  a n d  V p  t o  t h e  d i f f e r 

ence between the longest  possible  vector,  VjD E A L  and Vp .  

Note that  VM A X  > Vp  and V I D E A L  > Vp .  Then,  
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( 5 . 9 3 )  D f  =  ( V M A X  -  V p )  /  ( V I D E A L  -  V p )  

The difference VjD E A L  -  Vp i s  the distance between the ideal  

region ( i .e . ,  the region with the highest  possible  contrast  

and the sharpest  possible  edges)  and the pth percenti le  of  

the regions in the image.  Therefore,  Df i s  the fract ion of  

the distance which i s  actual ly  attained by a  region in the 

image.  But,  D f  does not  indicate how dist inct  the ideal  

region is  from the majority.  That measure i s  given by 

( 5 . 9 4 )  V L M I D E A L  = 1  -  ( V p  /  V I D E A L )  

The absolute vector length metric  i s  the product  of  D f  

and v l mjdeaL a n c^ ^ s '  therefore,  

( 5 . 9 5 )  A V L M  ( p  ;  s  )  =  ( V M A X  -  V p )  /  V I D E M j  

A s  w i t h  t h e  R V L M ,  t h e  A V L M  i s  d e p e n d e n t  o n  b o t h  t h e  

chosen percenti le  and the scale  of  the segmentation mask 

from which the vectors  were computed.  The absolute metric  

i s  the rat io  of  the actual  dist inctness  of  the most  highly 

discernible  region in the image to  the dist inctness  of  an 

ideal  region in an ideal  image.  

To generate the vectors  for the absolute VLM, the 

relat ive EIM, R(b)  ,  for  each region,  b,  must  be expanded 

(Eq.  5 .88)  and divided by ZCM A X ,  the largest  possible  zero 

crossing value.  ZCM A X  is  the difference between the inte

gral ,  Ip,  of  the posit ive part  of  the Laplacian-of-Gaussian 
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transform and the integral ,  In ,  of  the negative part ,  t imes 

t h e  m a x i m u m  g r a y - l e v e l  i n  t h e  i m a g e .  T h a t  i s ,  

ZCMAX =  ( I p  "  Jn) * gMAX' where 

(5.96) I = //v2G dr, / /  over v2G > 0 

In  =  / /v2G d r ,  / /  o v e r  v 2G > 0 

Limitations of  Metric .  The global  image complexity 

metrics  from the last  sect ion characterize imagery for a  

specif ic  type of  ATR: those that  base detect ion and segmen

tat ion on region discernibi l i ty  through contrast  and edge 

intensity and that  rank target  candidates  in order of  their  

discernibi l i ty .  Although the metric  does not  account for an 

ATR's target  c lassif ier ,  the should be small  when the proba

bi l i ty  of  detect ion (PD )  i s  l ikewise,  s ince a  target  missed 

b y  t h e  d e t e c t o r  s e g m e n t e r  i s  n o t  p a s s e d  t o  t h e  c l a s s i f i e r .  

Moreover,  the metric  should be small  when the false  alarm 

rate i s  high s ince there are many target  s imilar regions in 

the image.  

The metric  probably wil l  not  predict  the probabil i ty  

of  detect ion nor wil l  i t  track ( inversely)  the false  alarm 

rate in an image for an ATR that  uses  specif ic  target  infor

mation in i ts  detector and segmenter.  In particular i t  pro

b a b l y  w i l l  n o t  p r e d i c t  t h e  p e r f o r m a n c e  o f  a  m a t c h e d  f i l t e r .  

Moreover,  i t  l ikely wil l  not  indicate the performance of  an 

ATR whose detector uses  feedback from the c lassif ier  as  do 



some Al-based ATRs.  Nevertheless ,  s ince the majority of  ATRs 

in  the l i terature use region discernibi l i ty  as  their  primary 

detect ion criterion,  this  metric  should prove useful .  

The next  chapter (Chapter 6)  presents  an 'experimental  

analysis  of  the image complexity metrics  which suggests  that  

they are potential ly  useful .  The experiment applies  the 

technique,  on a  variety of  scales ,  to  3 test  images and 

compares the result  to  the output of  .a  s imple contrast  box 

ATR. 
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CHAPTER 6 

EXPERIMENTAL RESULTS 

A test  of  the segmentation procedure and metrics  per

formed on three images a  year ago suggested that  they would 

be useful .  Although tests  on three images are insuff ic ient  

to  prove that  the metric  i s  val id,  they are i l lustrative of  

the act ion and goals  of  the procedure.  

" Images 

The three images appear ( to  people)  to  be of  consid

erably different  complexity.  The image,  FLIR1,  i s  a sect ion 

of  the image in Figure 1 .  I t  i s  a  s imple image in which 10 

or 12 dist inct  regions stand out from a relat ively uniform 

background.  The image,  RURAL, i s  a  digit ized photograph of  a  

natural  scene.  It  appears to  be eore complex than FLIR1.  

I m a g e  A E R I A L  i s  a  h i g h l y  c o m p l e x ,  a e r i a l  v i e w  o f  a  c i t y .  

The image of  a  small  airplane i s  superimposed over 

a l l  three test  images.  The border pixels  of  the airplane 

have been retouched by hand to  make the plane f i t  in smooth

ly  with i ts  surroundings.  The same airplane image i s  in each 

of  the three larger images to  provide a  basis  for compari

son.  



Segmentation Procedure 

Each of  the three images was segmented by the mask-

driven close-open transform described in Chapter III .  (A 

f lowchart  of  the procedure was given in Figure 23.)  The 

procedure used the set  of  5  quasi  disk-shaped structuring 

elements  (SEs)  shown in Figure 41.  The structuring elements  

have diameters  of  33,  17,  9 ,  5 ,  and 3 pixels .  The value 33 

were chosen because no potential  target  features in the im

ages appeared to  be larger than that  in cross-sect ion.  As 

for the others,  i f  the radial  distance from center to  edge 

of  one of  the SE's  i s  divided by 2,  i t  yields the radius of  

the next  smaller disk.  Consequently,  each i teration of  the 

mask-driven transform with this  SE family isolates  features 

half  the s ize  of  the previous i teration.  The smallest  disk 

has a  radius of  one.  (In the fol lowing discussion,  a  struc

turing element from this  set  i s  referred to as  SE-n where n 

i s  i ts  diameter.)  

Figures 42 -  44 show each of  the three test  images 

and the results  of  the various segmentations.  The f igures 

display the segmentation maps with the pixels  in each region 

set  to  the region's  mean gray-level .  The result  i s  an ap

proximation of  the original  image that  resembles  a  paint-by-

number picture.  The level  of  detai l  shown by each map i s  

clearly a function of  the SE's  s ize .  Note how c losely the 

SE-3 maps resemble the original  images.  
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Figure 41.  The family of  5 structuring elements  used to  
segment the 3 test  images.  

( a )  S E - 3 3 ;  ( b )  S E - 1 7 ;  ( c )  S E - 9 ;  ( d )  S E - 5 ;  
(e)  SE-3;  



Figure 42.  Iterative mask-driven close-open transform of  
image,  FLIR1,  using the family of  5  structuring 
e l e m e n t s  i n  F i g u r e  4 1 .  

(a) original image; (b) SE-33 map; (c) SE-17 map; 
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Figure 42.  Iterative mask-driven close-open transform of  
image,  FLIR1 — continued.  

(d) SE-9 map; (e) SE-5 map; and (f) SE-3 map; 
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Figure 43.  I terat ive  mask-driven c lose-open transform of  
image,  RURAL, us ing the  family  of  5  s tructuring 
e lements  in  Figure 41.  

(a) original image; (b) SE-33 map; (c) SE-17 map; 
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Figure 43.  I terat ive  mask-driven c lose-open transform of  
image,  RURAL — cont inued.  

(d) SE-9 map; (e) SE-5 map; and (f) SE-3 map; 
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Figure 44.  I terat ive  mask-driven c lose-open transform of  
image,  AERIAL,  us ing 4  of  the  family  of  5  s truc
turing e lements  in  Figure 41.  

(a) original image; (b) SE-17 map; (c) SE-9 map; 
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Figure 44.  I terat ive  mask-driven c lose-open transform of  
Image,  AERIAL — cont inued.  

(d)  SE-5 map;  and (e) .SE-3 map;  
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Analys is  of  Segmentat ion 

The a irplane in  the  NE quadrant  of  FLIR1 (Figure 42 

a)  i s  not  segmented as  a  separate  region by the  large  SEs 

(diameters  33,  17 ,  or  9) .  I t  does  not  appear separate ly  un

t i l  segmented by SE-5.  In  RURAL, however,  the  a irplane ap

pears  separate ly  in  the  SE-9 map (Figure 43 d) .  The a ir

planes  are  ident ical .  They appear at  di f ferent  levels  in  the  

two Images  because  .of  the  re lat ive  locat ions  of  the  plane 

and surrounding bright  objects .  In FLIR1,  the  a irplane 

(which i s  a  bright  object  with respect  to  i t s  background)  i s  

less  than 9  p ixels  away from a  large  bright  region that  

extends  below i t  and to  i t s  le f t .  Hence,  the  SE-9 c lose-open 

transform merges  the  a irplane with the  nearby bright  region.  

In RURAL, the  a irplane i s  suff ic ient ly  far  from bright  ob

jects  that  i t  i s  segmented separate ly  by SE-9,  the  f irst  SE 

smal ler  than i t  i s  i t se l f .  

Al l  the  features  in  image AERIAL are  a l l  smal ler  than 

SE-33.  Consequent ly ,  the  SE-33 c lose-open transform creates  

a  mask with one region the  s ize  of  the  ent ire  image.  SE-17 

i s  the  f irst  segmentat ion that  del ineates  regions  (Figure 44 

b)  .  The a irplane i s  superimposed s l ight ly  above center  in  

the  middle  of  the  orig inal  image.  I t  i s  f irst  separated from 

i t s  surroundings  by SE-5.  The image i s  so  highly  c luttered 

that  the  a irplane i s  di f f icul t  to  see .  
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Table  5  l i s ts  the  number of  regions  in  each segmenta

t ion map.  The number of  regions  at  each scale  has  no appar

ent  correlat ion with the  v isual  complexity  of  the  scenes .  

The v isual  complexity  appears  depend on the  number of  re la

t ive ly  highly  discernible  regions .  In  FLIR1 there  are  only  

a few highly  dist inct  areas ,  whereas  in  AERIAL,  most  of  the  

regions  appear to  have s tark contrast  creat ing a  jumble  of  

v isual  act iv i ty .  

Figure 45 shows the  edge maps of  a l l  three  images .  

Edge p ixels  appear as  non-black points .  The gray- levels  of  

the  edge pixels  indicate  their  re lat ive  intensi ty .  The 

s trongest  edge pixel  in  the  image i s  white .  The rest  are  

mapped l inearly  into ,  the  remaining gray- levels  as  a  funct ion 

of  their  intensi ty .  Hence,  in  the  map,  the  brighter  the  

l ine ,  the  sharper the  edge i t  represents .  The edge maps of  

the  three  images  show the  same v isual  complexity  re lat ion

ship as  the  images  themselves .  FLIR1 has  the  fewest  high 

intensi ty  edges .  RURAL has  more and AERIAL has  the  most .  

Analys is  of  Metrics  

A scattergram of  the  vector  metrics  from the  segmen

tat ion regions  corroborates  the  intuit ive  complexity  assess

ment  of  a  human observer .  Figures  46 -  48 display the  metric  

scattergrams for  each of  the  images .  The FLIR1 image scat

tergram for  the  SE-3 segmentat ion ( in  Figure 46 e)  shows the  • 

majori ty  of  regions  forming a  roughly  e l l ipt ical  col lect ion 
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Table  5 .  Number of  regions  in  each segmentat ion 
of  each of  the  three  test  images  

SE FLIR1 RURAL AERIAL 

33 5  5  0  
17 13 10 6  

9  51 46 64 
5  244 215 304 
3  B86 820 990 

Table  6 .  RVLM metric  on various  scales  for  
each of  the  three  test  images  

SE FLIR1 RURAL AERIAL 

33 0 .223404 0 .069444 0 .000000 
17 0 .115942 0 .079365 0 .025000 

9  0 .294737 0 .198582 0 .012903 
5  0 .531034 0 .255952 0 .105556 
3  0 .609023 0 .285714 0 .139665 

Table  7 .  AVLM metric  on various  scales  for  
each of  the  three  test  images  

SE FLIR1 RURAL AERIAL 

33 0 .072105 0 .013866 0 .000000 
17 0 .019413 0 .013866 0 .005547 

9  0 .061012 0 .072105 0 .008320 
5  0 .155303 0 .127570 0 .041599 
3  0 .160849 0 .119250 0 .063875 
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Figure 45.  Variance 1  Marr-Hildreth edge maps of  ( top)  
FLIR1,  image RURAL, and image AERIAL.  
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Figure 46.  Scattergram of  re lat ive  contrast  (BC) metric  
versus  edge intensi ty  (EI)  metric  for  image 
PLIR1.  

(a)  SE-33;  (b)  SE-17;  (c)  SE-9;  (d)  SE-5;  
(e)  SE-3 
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Figure 47.  Scattergram of  re lat ive  contrast  (BC) metric  
versus  edge intensi ty  (EI)  metric  for  image 
RURAL. 

(a)  SE-33;  (b)  SE-17;  (c)  SE-9;  (d)  SE-5 ;  
(e )  SE-3 
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Figure 48.  Scattergram of  re lat ive  contrast  (BC) metric  
versus  edge intensi ty  (EI)  metric  for  image 
AERIAL.  

(a)  SE-17;  (b)  SE-9;  (c)  SE-5;  (d)  SE-3.  
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of  points  near the  orig in  of  the  plane.  In  the  scattergram,  

the  vectors  of  a  few regions  with high metric  values  s tand 

apart .  In  the  image,  (Figure 42 a)  about  10 or  12 regions  

s tand out  dis t inct ly  from a  re lat ively  uniform background 

compris ing some 850 indist inct  regions .  Compare the  image 

and scattergram of  FLIR1 with those  of  AERIAL (Figures  44 a  

and 48 d) .  AERIAL'S scattergram has  a  widely  spaced,  roughly  

uniform col lect ion of  points  in  the  plane.  I t  has  no s ignif 

icant ly  deviant  points  which impl ies  there  are  many equal ly  

dis t inct  regions .  The scattergram of  RURAL (Figure 47 e)  has  

a  central  c luster  of  points ,  more d i f fuse  than that  of  Fig

ure  46 (e) .  But ,  i t  a lso  has  some out ly ing points .  The cen

tral  c luster  corresponds to  the  more c luttered regions  of  
\*V » 

the  image where the  blobs  are  not  as  mutual ly  d is t inct .  The 

out l iers  in  the  scattergram correspond to  the  i so lated re

gions  in  uncluttered areas  of  the  image.  

Tables  6  and 7  l i s t  respect ively  the  re lat ive  vector  

length metrics  (RVLM) and the  absolute  vector  length metrics  

(AVLM) for  the  various  segmentat ion maps of  the  three  test  

Images .  The metrics  rank the  images  the  same as  a  person 

would.  This  i s  bes ide  the  point ,  however.  To ascertain that  

the  metric  wi l l  predict  target  detectabi l i ty  requires  a  com

parison of  the  metric  to  the  performance of  an ATR. 
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Comparison with the  Performance of  a  Contrast  Box ATR 

Figure 49 shows the  output  of  the  contrast  box ATR 

(CBATR, described by equ.  2 .2)  appl ied to  the  three  test  

images .  The inner window s ize  was set  to  that  of  the  minimum 

covering rectangle  of  the  superimposed a irplane.  The bright  

spots  in  the  images  of  Figure 49 correspond to  regions  with 

s trong detector  responses .  

Table  8  summarizes  the  performance of  the  CBATR and 

compares  i t  to  the  RVLM metric .  The number of  peaks  in  the  

CBATR output  more than quadruples  from FLIR1 to  RURAL and 

more than doubles  from RURAL to  AERIAL.  Thus the  CBATR de

tects  increasingly  more potent ia l  targets  from the  v isual ly  

s imple  image to  the  v isual ly  complex one.  Moreover,  the  mean 

peak value  of  the  CBATR output  increases  implying that ,  on 

the  average,  the  potent ia l  target  regions  exhibit  high con

trast .  The s tandard deviat ion of  the  peak values  doubles  

from FLIR1 to  RURAL, but  increases  only  s l ight ly  from RURAL 

to  AERIAL which suggests  that  as  the  mean peak contrast  be

comes higher,  the  peak values  become c lustered about  the  

mean within a  f ixed distance.  

Perhaps the  most  s ignif icant  performance s tat is t ic  

for  the  CBATR i s  the  number of  peaks  greater  than the  mean 

peak value  plus  one standard deviat ion ( i .e .  number of  peaks  

> p  + o)  .  This  number indicates  the  compet i t ion among po

tent ia l  targets  for  the  top n posi t ions  and,  therefore ,  i s  
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Figure 49.  Output  of  the  CBATR on each of  the  three  test  
images .  

Peaks  are  marked with white  dots .  A "+" marks the  
locat ion of  the  peak generated by the  target  a ir
plane.  (a)  FLIRl;  (b)  RURAL; (c )  AERIAL.  



Table  8 .  Comparison of  the  CBATR and the  RVLM metric  
on the  three  test  images  

No.  of  peaks  in  
CBATR output  

Mean peak value ,  
l i  (range:  0-255)  

Standard deviat ion,  
o ,  of  peak values  

No.  of  peaks  more 
than lo  from p 

Fract ion of  peaks  
more than lo  from ji  

Value of  peak caused 
by target  a irplane 

Standard score  of  
target  a irplane peak 

Rank of  target  peak 
(1  i s  highest)  

No.  of  regions  
in  SE-5 seg .  map 

RVLM of  image 
(SE-5 seg .  map)  

RVLM metric  of  target  
region (SE-5 seg .  map)  

RVLM blob metric  rank 
of  target  (SE-5 map)  

FLIR1 RURAL AERIAL 

26 115 245 

9 .8  30.8  61.7  

14.1  24.3  27.1  

4  16 36 

0 .1538 0 .1391 0 .1469 

58 55 42 

3 .4184 0 .9959 -0 .7269 

1  16 175 

244 215 304 

0 .5310 0 .2560 0 .1056 

0 .5684 0 .4745 0 .4907 

1  '  6  6 2  
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a measure of  image c lutter .  This  number quadruples  and then 

doubles  going from FLIR1 to  RURAL to  AERIAL.  The increase  

imitates  that  of  the  number of  peaks  in  the  CBATR output  so  

that  approximately  158 of  the  peaks  are  greater  than 1  s tan

dard deviat ion away from the  mean in  each CBATR dis tr ibu

t ion.  Interest ingly ,  this  would be  the  case  i f  the  distr ibu

t ions  were Gaussian.  S ince  most  ATR detectors  pass  on an 

absolute  number of  potent ia l  targets  rather  than a  percen

tage  of  the  total ,  the  probabi l i ty  of  detect ion decreases  

with the  number of  potent ia l  candidates .  

Another  indicator  that  the  images  increase  in  com

plexi ty  i s  the  rank of  the  a irplane out  of  a l l  CBATR peaks .  

The inner box of  the  CBATR was  tuned to  the  s ize  of  the  

a irplane so  i t  should be  part icularly  sensi t ive  to  i t .  The 

a irplanes  rank i s  1 ,  16 ,  and 175 out  of  a l l  the  peaks  in  the  

FLIR1,  RURAL, and AERIAL images ,  respect ively .  The s tandard 

scores  ( the  target  value  minus the  mean target  value ,  d iv i 

ded by the  standard deviat ion)  decrease  dramatical ly  actual

ly  becoming negat ive  for  AERIAL s ince  the  a irplane's  peak i s  

less  than the  mean peak value .  

Al l  of  the  CBATR s tat is t ics  support  the  not ion that  

AERIAL i s  more complex than RURAL which i s  more complex than 

FLIR1.  Table  6  shows that  the  RVLM metric  indicates  the  same 

complexity  trend on each scale .  Table  7  shows s imi lar  re

sul ts  for  the  AVLM except  that  for  SE-9,  i t  rates  RURAL as  

s l ight ly  less  complex than FLIR1.  This  i s  interest ing s ince  
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the  SE-9 RURAL map has  i so lated the  a irplane target  whereas  

the  SE-9 FLIRl  map has  not .  

Not ice  that  both the  P.VLM and AVLM metrics  for  any 

one image tend to  show an inverse  re lat ion to  scale  (a l 

though not  monotonic) .  This  may seem counterintuitve  s ince  

to  people ,  an image with few objects  would appear s impler  

than one with many.  The ATRs however compare the  re lat ive  

discernibi l i ty  of  objects .  The vector  length metrics  quanti 

fy  re lat ive  discernibi l i ty ,  measuring how the  regions  on a  

part icular  scale  stand out  from one another .  In  each of  

these  three  images ,  as  the  scale  becomes larger ,  the  regions  

become more s imi lar  in  terms of  contrast  and edge content .  

Consequent ly ,  the  regions  become less  dist inct ive  and their  

importance equal izes .  The s ingle  except ion to  this  i s  image 

FLIRl  in  which the  SE-33 map i s  less  complex than the  SE-17.  

An analys is  of  three  images  indicates  only  the  possi

bility that  the  metrics  are  appropriate ly  def ined and use

ful .  To provide so l id  evidence that  they actual ly  are ,  re

quires  extensive  test ing on a  known database  of  Images  and 

comparison with the  performance of  actual  ATRs.  
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CHAPTER 7  

CONCLUSION 

The goal  of  this  dissertat ion was to  develop an image 

complexity  metric  for  predict ing target  detectabi l i ty  for  a  

variety  of  tact ical  ATRs.  The metric  was  to  be  independent  

of  any speci f ic  ATR and was not  to  re ly  on advance knowledge 

of  targets  in  an image.  The paper developed a  metric  from 

the  common characteris t ics  of  a  set  of  publ ic  domain (un

c lass i f ied)  ATRs.  The principal  hypothes is  was:  for  an ATR, 

image complexity  i s  a  funct ion of  the  target  s imi lari ty  of  

the  various  regions  in  the  image.  The complexity  metric  was  

des igned to  indicate  the  l ikel ihood that  an ATR wi l l  miss  a  

target  in  a  given image.  

In  the  course  of  this  development ,  the  dissertat ion 

made several  contribut ions  to  the  area of  image process ing.  

I ts  l i terature  review included an analys is  of  over  20 un

c lass i f ied ATR a lgori thms and approximately  50 image met

r ics .  I t  developed and analyzed a  new procedure for  image 

segmentat ion based on the  common characteris t ics  of  ATR 

a lgori thms.  The procedure i s  based on a  new image transform,  

the  mask-driven hi t -or-miss  transform,  which was introduced 

in  this  work.  The d issertat ion presented two new local  fea

ture  discernibi l i ty  metrics ,  the  re lat ive  contrast  metric  



247 

and the  edge intensi ty  metric  and used these  two local  meas

ures  to  derive  a  new global  image complexity  metric .  

Inevitably ,  the  assumptions  that  def ine  a  complexity  

metric  a lso  l imit  i t s  appl icabi l i ty .  The metric  in  this  

paper was based on ATRs in  recent  unclass i f ied l i terature  

that  use  gray- level  contrast  and edge intensi ty  to  f ind 

highly  discernible  image regions .  The metric  probably  wi l l  

not  correlate  with the  results  of  ATRs that  use  di f ferent  

detect ion cr i ter ia .  Nor wi l l  i t  predict  the  performance of  

ATRs that  re ly  heavi ly  on advance knowledge of  speci f ic  

target  s ignatures .  For many ATRs,  the  potent ia l  ut i l i ty  of  

this  metric  i s  unknown s ince  the  s tate  of  the  art  in  ATR 

development  i s  undoubtedly  c lass i f ied.  

There  are  three  potent ia l  problems with the  metric  

which ar ise  from internal  inconsistencies  in  the  segmenta

t ion procedure.  Two of  these  problems stem from violat ions  

of  the  axioms that  def ine  morphological  operators .  The f irst  

i s  that  the  mask-driven c lose-open transform i s  undef ined at  

mask region boundaries .  The paper presented three  approa

ches  to  the  problem but  nei ther  analyzed nor contrasted 

their  ef fects  on the  f inal  metric .  

The second problem i s  the  formation of  spurious  smal l  

regions  by the  recursion.  Merging so lves  the  s ize  problem 

but  can create  bright  regions  with features smal ler  than the  

s tructuring e lement .  This  i s  undesirable  s ince  the  segmen

tat ion procedure was developed speci f ical ly  to  mimic  the  
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act ion of  ATRs that  perform local  thresholding to  search for  

bright  regions  of  a  speci f ic  s ize .  Thus,  under certain 

condit ions  the  segmentat ion procedure does  not  meet  the  

cr i ter ia  used to  develop i t .  The e f fect  this  has  on the  

f inal  image metric  i s  unknown and i s  l ikely  to  s tay that  way 

s ince  there  i s  no s imi lar  metric  to  compare i t  to .  

The third problem i s  that  the  segmentat ion procedure 

i s  recursive ,  but ,  th is  paper nei ther  proves  nor disproves  

that  the  segmentat ion converges .  I f  i t  does  actual ly  con

verge under a l l  c ircumstances ,  then there  i s  no problem.  I f  

i t  does  not  converge,  but  instead forms a  l imit  cycle ,  then 

the  metrics  wi l l ,  in  general ,  d i f fer  for  each segmentat ion 

map in  the  cycle .  Because  no such a  l imit  cycle  was found,  

i t s  ef fects  could not  be  analyzed.  

The g lobal  image complexity  metric  was  derived heur-

i s t ical ly .  I t  i s  nei ther  a  mathematical  derivat ion s tart ing 

from wel l -def ined axioms nor i s  i t  an empirical ly  observed 

phenomenon grounded in  wel l -known principles .  I t  was in

spired by the  act ion of  the  ATRs in  Chapter  II ,  but  i s  

largely  an intuit ive  construct ion.  The metric 's  true worth 

wi l l  only  be  known af ter  extensive  test ing on large  data

bases  of  real  imagery and comparison with the  results  of  

many ATRs.  Further  work on this  metric  must  include such 

test ing.  

The unknowns associated with this  metric  are  s imi lar  

to  those  of  every other  image metric .  They are  a l l  manifes
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tat ions  of  the  uncertainty  embodied in  the  idea of  complex

i ty .  A precise ,  universal  def ini t ion of  complexity  would be  

extremely  useful  in  a  large  number of  appl icat ions .  Conse

quent ly ,  workers  cont inue to  pursue a  def ini t ion for  the  

e lus ive  concept  (see  for  example ,  Beardsley  1988) .  I t  i s  the  

opinion of  this  author that  such pursuits  are  doomed to  

fa i lure  because  of  the  inherent  subject iv i ty  of  the  concept .  

In  the  f inal  analys is ,  a  measure of  complexity  i s  only  as  

good as  i t  i s  useful .  I t  i s  hoped that  the  metric  presented 

in  this  work proves  to  be useful  i f  only  in  the  very narrow 

context  of  i t s  presentat ion.  
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