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ABSTRACT 

Distributed database technology is expected to have a significant impact on data 

processing in the upcoming years because distributed database systems have many 

potential advantages over centralized systems for geographically distributed 

organizations. Data allocation and query optimization are two of the most important 

aspects of distributed database design. Data allocation involves placing a database and the 

applications that run against it in the multiple sites of a network. It is a very complex 

problem consisting of two processes: data fragmentation and fragment allocation. Data 

fragmentation involves the partitioning of each relation into a group of fragment relations 

while fragment allocation deals with the distribution of these fragmented relations across 

the sites of the distributed system. Query optimization includes designing algorithms that 

analyze and convert queries into a set of data manipulation operations. Both the data 

allocation and query optimization problems are NP-hard in nature and notoriously 

difficult to solve. We have attempted to combine the two highly interrelated and 

interactive decision processes in data allocation by formulating them as integer programs 

taking into consideration different constraints and under various assumptions. Various 

solution methods are discussed and a new linearization method is investigated. We next 

analyze the query optimization problem and reduce it to a join ordering problem. Several 

heuristics and a genetic algorithm have been developed for solving the join ordering 
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problem. Some computational experiments on these algorithms were conducted and 

solution qualities compared. The computation experiments show that the suggested 

linearization method performs clearly and consistently better than a currently widely used 

method and that heuristics and genetic algorithms are viable methods for solving query 

optimization problem. 

It is anticipated that the models and solution methods developed in this study for data 

allocation and query optimization in distributed database systems may be of practical as 

well as theoretical use. Nevertheless, much more needs to be done to solve the distributed 

database design problems in order to achieve its potential benefits. Our models and 

solution methods can be the starting point for eventual resolution of these complex 

problems in large scale distributed database systems. 



1 INTRODUCTION 

Distributed database technology is expected to have a significant impact on data 

processing in the upcoming years (Ozsu and Valduriez, 1994). The introduction of many 

commercial products and the continuing, intensive interest in distributed database 

systems in the research community and the marketplace indicate that distributed database 

systems will become more and more popular. They are expected eventually to replace 

centralized systems as the major database technology of the future. Distributed database 

systems have many very promising potential advantages, such as improved reliability and 

availability, improved performance, shareability, expandability, and local autonomy, 

among others. To realize the full potential benefits of distributed database technology, a 

series of technical problems must be resolved, however. Distributed database design and 

distributed query processing are certainly two of the most important and fundamental 

issues that must be appropriately addressed. Distributed database design involves placing 

a database and the applications that run against it in the multiple sites of a network. Data 

Segmentation and allocation are two of the most important aspects of distributed database 

design. The former involves the partitioning of each (global) relation into a group of 

fi-agment relations, while the latter deals with the distribution of these fragmented 

relations across the sites of the distributed system. Query processing includes designing 

algorithms that analyze queries and convert the queries into a set of data manipulation 



operations. Both the distributed database design and the distributed query problems are 

NP-hard in nature and notoriously difficult to solve, which makes finding good solution 

methods, especially fast and high quality heuristics, a high priority. 

This chapter is organized as follows. In Section 1.1, we briefly introduce distributed 

database systems and identify the major technical problems associated with them. In 

Section 1.2, we discuss the major objectives/tasks of this research and provide an 

overview of this dissertation. 

1.1 Distributed Database Systems 

A database system is a computerized system whose overall purpose is to maintain 

information and to make it available on demand (Date, 1990). 

The database model used in this dissertation is the relational database model. In a 

relational database systems, data can be considered as being stored in the form of tables 

called relations. A relation consists of a fixed number of columns called attributes or 

fields. The row of a relation is referred to as record. A attribute or a subset of the 

attributes of a relation that uniquely identify the records of a relation are called keys. The 

information which describes the relations is stored as a relation called a dictionary. A 

relation algebra is a set of operations on the relations, each of which takes one or two 

relations as operands and generates a relation as result. These operations allow the 

manipulation (e.g. queries and updates) of data in a database system. 
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A distributed database is a collection of multiple, logically interrelated databases 

distributed over a computer network (Ozsu and Valduriez, 1991). It is in having data 

located at geographically distributed sites rather than at only one site that a distributed 

database is distinguished from a centralized one. 

Distributed databases have many potential advantages, including local autonomy, 

improved performance, improved reliability/availability, shareability, and expandability, 

among others. These advantages can, however, be offset by some problems, such as 

complexity, cost, etc. To realize the potential benefits of distributed database systems, 

several difficult technical problems need to be solved. The following are some of the 

areas of the problems that must be faced in implementing distributed database systems: 

distributed database design, query processing, catalog management, update propagation, 

recovery control, concurrency control, among others. In this research, we have focused on 

two of the most difficult problems: distributed database design, and query processing. 

1.2 Overview of the Dissertation 

This section lists the research questions, describes the objective/tasks of this research 

and outlines of each of the remaining chapters. 

Previous research centered on solving subproblems of data distribution design (e.g. 

data fragmentation and fragment allocation) in isolation although they are highly 

interrelated. We have attempted to combine the two processes and address the database 

design problem in a integrated maimer. In query processing, previous research was 
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limited to a small number of joins (say 10 to 15); we have investigated the query 

optimization problem with large join queries and tried to answer the following questions: 

1. How complex is the distributed database design problem (i.e. data allocation) when 

the data fragmentation andfragment allocation decisions are combined from the 

standpoint of modeling and solution? 

2. How efficiently/effectively can we solve the combined data fragmentation and 

fragment allocation problem using today's technology? 

3. How complex is the query optimization problem in large scale distributed 

databases? 

4. What solution methods can be used/developed to solve the query optimization 

problem? How efficient/effective are those algorithms? 

This research has been concerned with issues related to distributed database design 

(i.e., data allocation) and query processing (i.e., optimization of queries with a large 

number of joins) in large scale distributed database systems. Our major objective was to 

advance the understanding of and to develop the design techniques for data allocation and 

query processing in large scale distributed database systems. To achieve this goal, we 

undertook the following tasks: to analyze the most important issues related to these two 

problems, to model the problems taking into consideration the most important factors, to 

propose some solution methods for these models, and, finally, to conduct computational 

experiments and compare the results to determine the effectiveness and efficiency of the 

solution techniques (algorithms). We firmly believe that the development of the 
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comprehensive models for the distributed database design and query optimi2ation in large 

scale systems, as well as finding efifective and/or efficient solution techniques to solve the 

problems that have been identified are extremely important and will significantly 

contribute to the use and research of distributed database technology. 

The rest of this dissertation is organized as follows. In Chapter 2, we first review 

previous work on the data firagmentation and allocation problem, and then present several 

quadratic integer programming formulations of integrated data firagmentation and 

allocation problem, taking into consideration different constraints and under various 

assumptions. It is shown that the models developed for vertical data fragmentation and 

fragment allocation have some potential advantages over the models developed separately 

for data fragmentation and for data allocation. This chapter also includes a section 

describing how to formulate the data firagment problem as a hypergraph partition 

problem. 

Chapter 3 discusses the solution methods for data fragmentation and Segment 

allocation. A simple yet efficient linearization method is suggested. 

In Chapter 4, we present some computational results of using the suggested 

linearization method and some classic methods to solve the extremely complicated and 

complex problems formulated in Chapter 2. The computation experiments show that the 

suggested linearization method performs clearly and consistently better than a method 

that is currently widely used. The computational results also indicate that it is possible to 

solve small to medium (or even large) size instances of the vertical data fragmentation 
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and fragmentation allocation problem using state-of-the-art commercial software (such as 

CPLEX) and hardware available today. And toward the end, a numerical example is 

attached to illustrate the problems and solutions. 

Chapter 5 systematically analyzes and formulates the problem of large join queries in 

large scale distributed database systems. We explain why it is reasonable to transform the 

query optimization problem into the problem of ordering joins in order to reduce the 

search space and thus tremendously simplify the problem and demonstrate how this can 

be done. 

In Chapter 6, we discuss the solution methods for the models developed in Chapter 5 

for query optimization in large scale distributed systems. Order construction, order 

improvement and composite algorithms are discussed. Genetic algorithms are described. 

The procedures to adopt and modify genetic algorithm to solve query optimization 

problem are given. 

In Chapter 7, we describe how the computational experiments on the models and 

solution methods presented in Chapters 4 and 5 were conducted. The numerical results 

are presented and compared. 

Finally, Chapter 8 concludes the dissertation. The work is summarized, research 

contributions are listed, and possible extensions and future work are suggested. 
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2 DATA ALLOCATION 

2.1 Introduction 

Distributed database design is certainly one of the most important and fimdamental 

issues to be addressed by any organization that uses distributed database system 

technology. Data jfragmentation and fragment allocation are two of the most important 

aspects of distributed database design. Fragmentation involves the partitioning of each 

(global) relation into a group of fragment relations while data allocation deals with the 

distribution of these fragmented relations across the sites of the distributed system. 

The rest of this chapter is organized as follows. Section 2 and section 3 introduce the 

basic concepts of data allocation and fragment allocation, respectively. In section 4, we 

review the previous work on data fragmentation and allocation. In section 5, we show 

how to formulate the data fragmentation problem as a hypergraph partitioning problem. 

In section 6, we present several quadratic integer programming formulations of the 

integrated data fragmentation and allocation problem, taking into consideration different 

constraints and under various assumptions. Finally, section 7 concludes the chapter. 

2.2 Data Fragmentation 

There are several reasons for data fragmentation. First of all, a global relation is not a 

suitable unit in some cases. For instance, application views are usually subsets of 



relations instead of the whole relations. Secondly, locality of access of applications is 

defined not on entire relations but on their subsets. Therefore, it is very natural to 

consider subsets of relations as distribution units. Thirdly, not replicating relations at all 

will result in a high volume of remote data access. On the other hand, if all relations are 

replicated at some or all sites, problems arise in executing updates, and this may not be 

desirable (or even feasible) if storage is limited and/or the data volume is huge. And 

finally, firagmentation may permit a number of transactions to be executed concurrently. 

Of course, data fragmentation is not something without some possible disadvantages. For 

example, it may result in performance degeneration in some cases. In addition, semantic 

data control, especially integrity checking, is generally more difficult after data 

fragmentation. 

There are several fragmentation alternatives (Ceri and Pelagatti, 1984; Ozsu and 

Valduriez, 1991): (a) horizontal fragmentation, partitioning a relation along its tuples; (b) 

vertical Augmentation, dividing a relation into smaller relations along its attributes; (c) 

hybrid fragmentation, which is a nesting of the first two different types of fragmentation 

in either order. 

Two versions of horizontal fragmentation exist. The first, primary horizontal 

fragmentation of a relation is performed using predicates that are defined on that relation. 

The other, derived horizontal fragmentation, is the partitioning of a relation that results 

from predicates being on another relation. In this study, we focus only on vertical 

partitioning. For more information about horizontal partitioning or hybrid fragmentation. 
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the readers are referred to Ceri et al. (1982), Ceri et al. (1983), Henver and Rao (1988), 

Ozsu and Valduriez (1991), Ra (1993). 

For vertical fragmentation, two types of heuristic approaches have been devised (Ozsu 

and Valduriez, 1991): 

(a). Grouping: starts by assigning each attribute to one fragment and, at each step, joins 

some of the fragments until some criteria are satisfied (see Hammer and Niamir, 1979; 

Sacca and Wiederhold, 1985). 

(b). Splitting: starts with a relation and decides on beneficial partitioning based on the 

access behavior of applications to attributes (e.g., HofFer and Severance, 1975; Navathe et 

al., 1984). 

Since data Segmentation is one of the most basic and important aspects of distributed 

database design, quite a few studies have been conducted and it remains to be one of the 

most challenging problems to be addressed in distributed database system design. 

23 Fragment Ailocation 

The second step of distributed design is allocation of data fragments. There are many 

more studies on data allocation than on data fragmentation. The reader is referred to 

Apers (1988), Hevner and Rao (1988) or Dowdy and Foster (1982) for details about 

firagment allocation and the closely related file allocation problems. Fragment allocation 

is typically treated independently of fragmentation. The process is linear, since the input 

to the allocation is the output of the firagmentation. As Ozsu and Valduriez (1991b or 



1994) pointed out, the isolation of the fragmentation and allocation steps actually 

contributes to the complexity of the allocation model. The two steps have similar inputs 

although fragmentation works on global relations and allocation deals with fiiBgment 

relations. Ozsu and Valduriez (1991b or 1994) suggested that it would be more promising 

to extend the two step methodology so that the interdependency of the fragmentation and 

the allocation decisions is properly reflected. Although the integrated methodology may 

be very complex, there may be synergistic effects of combining these two steps to enable 

the development of acceptable heuristic solution methods. In other words, the benefits 

may outweigh the costs. Since data fragmentation and fragment allocation are design 

problems, it is often affordable and worthwhile to develop and use some sophisticated 

heuristic solution methods. 

In this study, we attempt to combine fragmentation and the allocation by formulating 

them as quadratic integer programming problems. More specifically, we solve the vertical 

fragmentation problem and the related data allocation problem together. Lee (1991) first 

treated each data cell in the global relation and formulated the problem as quadratic 

integer programs and then simplified the problem by introducing the concept of imiform 

fragments as the smallest fragmentation units. These programs are still extremely 

complex because they include a huge number of integer variables. We propose combining 

vertical fragmentation and allocation, making the smallest fragment unit an attribute. 

There are several reasons for doing it this way. First, the structvire of the global relations 

is relatively stable. After ail, a relation is defined after thorough and rigorous analysis of 
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the organization's requirements, taking into account all relevant factors that need to be 

considered. The relation schemes for a database therefore will not be changed until there 

are significant changes in the organization or the database application requirements of the 

organization. If this does happen, it is highly likely that the databases will need to be 

modified/reconstructed anyway. (This is different fi-om tuples, because the tuples in a 

relation may, in many cases, be changed very often). Secondly, the resultant integer 

programs will be significantly less complex and can be analyzed and solved (optimally or 

suboptimally) using state-of-the-art software and hardware available today. 

2.4 A Review of Previous Work on Data Allocation 

The major data requirements related to data Augmentation and allocation include 

application access firequencies, query originating sites, attributes involved, etc. Usually, 

the algorithms developed do not require all the transaction data. Oftentimes only the most 

important queries are considered and included. As a matter of fact, based on the now 

well-known 20-80 rule, a limited number of major transactions (20 percent) typically 

account for most of the use of the database (80 percent). Consequently, it is often 

sufficient to collect data from this 20 percent of transactions. From a computational point 

of view, it is desirable (or necessary in some cases) to keep the required information 

about the database usage to a minimum. 
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Let Q = {q,, q2, qj, q,} be a set of queries (applications) running against relation 

R(a,, a2, a3, aj. An attribute usage value, denoted as QAy for each query q; and each 

attribute is defined as follows: 

f 1 if query q. references attribute a. 
QA," — s 

[0 otherwise 

The attribute usage values can also be defined in a matrix form, where entry (i j) 

represents QAjj. An example attribute usage matrix is shown below: 

a, aj a. ̂ 4 
qi ri 1 0 11 
q2 0 1 1 0 
q3 1 0 1 0 
q4 0 1 0 1 

Figure 2.1 An attribute usage matrix 

Let S={si, S2, S3, sj be the set of nodes (sites) which constitute the distributed 

system. Queries may be originated from all these sites. Application access frequencies 

can be defined in a matrix form, where entry (i,l), denoted as QSn, is the frequency of 

query q; initialized from site S|. An example is shown below. 

s, S2 S3 
qi r 10 5 20 
q2 5 0 20 
q3 20 30 0 
q4 20 10 10 

Figtire 2.2 An access frequency matrix 

Obviously, neither the attribute usage matrix nor the access frequency matrix is 

sufficiently general to form the basis for data fragmentation or allocation because the 

former does not provide the weight of application frequencies while the latter fails to 
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indicate the attributes involved in each query. The combination of these two matrix 

results in a so-called attribute affinity matrix (AA), which provides the basic information 

needed in several vertical fragmentation algorithms. The element of attribute affinity 

matrix (AA), AA(jij2) measures the bond between two attributes of a relation based on 

how they are accessed by the applications. More specifically, AA(ji j2) is the total number 

of access of the transactions referring both attributes j i and j2, that is 

q s 
AAOi, j2) = £2QAij,QAii,QSa 

i=l 1=1 

The following is an example derived from the examples of attribute usage matrix and 

application access matrix described above. 

a, aj aj 34 
a,ri20 35 50 351 
32 35 135 25 75 
a3 50 25 75 0 
a4L 35 75 0 110. 

Figure 2.3 An attribute affinity matrix 

The diagonal values are the summation of values in the corresponding row (or column). 

These values are of no interest to us and were included only for completeness. 

Since the 1970s, a few vertical fragmentation methods have been presented. In the 

following we briefly introduce some of these algorithms. 

Hoffer and Severance (1975) used cluster analysis for centralized database design. 

They presented an algorithm in which attributes of a relation were permuted in such a 



way that attributes with high affinity were clustered together. Their algorithm was 

adopted from the bond energy algorithm (BEA) presented by McCormick et al. (1972). 

Navathe et al. (1984) extended the work of Hoffer and Severance (1975) to the 

distributed environment and suggested a two-step design of fragments. In the first step, 

vertical partitioning is govemed by an empirical notion of partitioning , where the need 

for a transaction to visit multiple fragments is to be minimized but no detailed cost factors 

are required. In the second step, the cost factors that reflect the physical environment of 

the stored fragments are estimated. The design of firagments is fiirther tuned by taking 

into consideration the estimated cost factors. 

Navathe and Ra (1989) presented a graphical algorithm for vertical fragmentation. 

Starting from the attribute affinity matrix, the algorithm forms a linearly connected 

spanning tree and then generates all meaningfial fragments simultaneously. Any cycle is 

considered to be a possible fragment. No objective function is used or required. 

Lin et al. (1993) presented another graph-based cluster approach for vertical 

fragmentation. The method is also based on the attribute affinity matrix (or graph) and 

consist of two phases. In the first phase, a set of clusters vvdth "strong" connectivity 

between its vertices are constructed. Clusters with the "highest affinity index" are then 

iteratively selected as fragments in the second phase. The authors showed that this 

algorithm overcomes some of the deficiencies of the fragmentation algorithm by Navathe 

and Ra (1989). 
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Recently, Chakravarthy et al. (1994) and Muthuraj et al. (1993) compared the work 

that had been done in the area of data clustering and distributed databases and derived an 

objective function that generalizes and subsumes earlier work on vertical fragmentation. 

The objective functions can also be used for developing heuristic algorithms for vertical 

fragmentation. 

For other work on data fragmentation and/allocation, please refer to Mohania and 

Sarda (1994), Srikanth (1995). 

2.5 Hypergraph Representation 

A graph G = (V, E) consists of a finite, nonempty set of nodes (points, vertices) V = 

{v,, V2,..., Vn} and a finite set of edges (lines, arcs) E = {e,, 63, ..., Cn,}. To each edge e 

there corresponds a pair of distinct nodes (u, v) which e is incident on. A graph is said to 

be a directed graph (or digraph for short) if the node pair associated with each edge^^is 

an ordered pair. A graph is undirected if the end nodes of all edges are unordered. A 

weighted graph (network) is a directed or undirected graph in which a real number (often 

referred to as the weight, such as costs, lengths, etc.) is assigned to each edge. 

A hypergraph H = {V, E} consists of a finite, nonempty set of nodes (points, vertices) 

V = {vi, Vj, ..., Vn} and a finite set of edges (lines, arcs) E = {ej, e2, ..., Cn,} whose 

elements are subsets of V of size up to n. Eis covers V, but are not necessary disjoint, i.e. 

/=! 
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A hypergraph is similar to an ordinary graph since both structures consist of a set of 

nodes and a set of edges. The major difference lies in that edges in a graph contain 

exactly 2 nodes whereas edges in a hypergraph contain an arbitrary number (from 2 to n) 

of nodes. Many of the definitions and concepts associated with a graph can be extended 

(sometimes trivially) to a hypergraph. The one of interest in this study is the cut. 

Minimum k-Cut 

Instance: Graph G = (V, E), a weight flmction w:E ->• N, and an integer k [2, 3,..., |V|]. 

Solution: A partition of V into k disjoint sets F = {€[, Ci,..., C^). 

Measure: the sum of the weight of the edges between the disjoint sets, i.e., 

*-i * 
minimize ZZI W({V1,V2}) 

/•=1 y=/+lvleC/ 
vlfCj 

Minimum k-cut problem is NP-hard (Garey and Johnson, 1979). Goldschmidt and 

Hochbaum (1988) showed that minimum k-cut problem is solvable in polynomial time 

0(lvl ) for fixed k. Saran and Vazirani (1991) proved that minimum k-cut can be 

approximated within 2-2/k. 

Extending the concept of minimum k-cut for a graph results in the hypergraph (h-) 

partitioning problem for a hypergraph. Hadley (1995) discussed approximation 

techniques for hypergraph partitioning problems and got some promising results. 

The vertical data fragmentation problem can be formulated as a hypergraph partitioning 

problem. Let H = (V, E) be a hypergraph, and let = (V,, V2, V3,,..., Vj,., , V^) be a 

partition of V into h subsets V,, V2, V3,,..., V^.i , V^. V,, Vj, V3,,..., Vh.i , are often 



called clusters. Let Cj,- be the set of edges intersecting V; and V,-. Qj is then said to 
\Si<jSh 

be an h-cut of hypergraph H identified with the partition Pf,. Let E; denote an edge so that 

Ej intersect 1 elements of P(,. Then E; is said to incur a cost of 1 for the cut. In other words, 

the cost equals the number of clusters to which the edge is adjacent. The cost of a cut in a 

hypergraph is thus the summation of the cost of each edge over all clusters. The concept 

of a weighted graph is also trivially extended to a hypergraph. More specifically, a 

weighted hypergraph is defined as a hypergraph in which each edge has a (positive) 

weight associated with it. The notion of a cut in a weighted hypergraph is the same as for 

an unweighted one except that the cost incurred by an edge relative to a partition is 

defined as the product of its weight by the number of clusters it is adjacent to. As for 

unweighted hypergraphs, the cost of a cut is the sum of the costs of all edges. 

Let us define hypergraph partition (HP) as the problem that consists of partitioning the 

nodes of a hypergraph so that the cost of the cut associated with the partition is minimum 

and the size of the clusters does not exceed a fixed bound. It can be seen that the data 

fiagmentation problem can be easily identified with the hypergraph partition problem. 

Each attribute in a relation can be identified with a node of the hypergraph and 

transactions (queries) can be modeled as edges of the hypergraph. More specifically, the 

transaction frequencies can be modeled as the weights on the edges and weights 

proportional to the size of the attributes can be associated to the nodes they are identified 

with. The bound of each cluster size models the storage capacity at each site. A feasible 
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partition of the nodes of the hypergraph so that the cut associated with it is minimum, 

corresponds to an assignment of the attributes to the fragments so that the weighted sum 

of number of fragment accesses required to complete all transactions is minimized. The 

relationship between hypergraph partition and data fragmentation implies that the 

techniques employed to solve hypergraph partitioning can also be used to solve data 

fragmentation problem. The following is an example derived from the examples of 

attribute usage matrix and application access matrix described above. 

Figure 2.4 A hypergraph representation 

2.6 Models of Vertical Fragmentation and Allocation 

Before we formulate the problem, some notations used throughout this chapter (and the 

following two) are given below: 

Vj: size of attribute aj. 

CIOi: unit I/O cost at site S|. 

CST]: unit storage cost at site S]. 



D|n,: unit transmission cost from site Sn, to site S|. 

K|: storage capacity at site S|. 

LA]: lower limit on number of attributes assigned to site $[. 

UAj: upper limit on number of attributes assigned to site s,. 

2.6.1 Model I 

In case I, we attempt to assign attributes to different sites. It is assumed that there 

only one relation to be considered and no replications are allowed. 

^ f 1 if attribute is assigned to site s, 

|o otherwise 

^ fl if query q,. references any attribute residing at site s, 

•' [0 otherwise 

{1 if any attribute is assigned to site s, 
0 otherwise 

Objective function 

Q S S  2i 
S S QSa E D,„ 2 QAijXj.Vj + £ 2 QS„ £ CIO„(j; V, + H„) 
i=l /=1 m=I y=l ,=I /=! y=i 

m*l 

+ |;cs-ii|;v,x,+|cF0,z, (2-i) 
/=l >l /=l 

St 

QAjX,, < Y„ Vi,j,l (2-2) 
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Xj, < Z, Vj,l (2-3) 

s 
IX, = 1 Vj (2-4) 

a 
IV,X, < K, V (2-5) 

a 
LA, < ^X., < UA, V (2-6) 

X., g {0, 1}, Yi, e {0, 1}, Z, e {0, 1} (2-7) 

where is the overhead of accessing a file at site and CFOi is the overhead cost 

associated with keeping a file (fi:agment) at site Si. (2-1) is the objective function, which 

consists of the transmission cost, retrieval cost, storage cost and the overhead cost of 

keeping a file at different sites. Constraint (2-2) ensures that all the queries can be carried 

out. (2-3) ensures that a site 1 must be open if attribute j is to be assigned to that site. (2-4) 

makes sure that each attribute will be assigned to exactly one site. (2-5) ensures that the 

total size of the attributes assigned to site 1 will not exceed the capacity at site 1 while 

constraint (2-6) guarantees that the number of attributes assigned to a given site 1 will be 

in the range of LA and UA. Constraint (2-7) is a zero-one constraint on the variables. 

In this formulation, attributes are assigned to different sites based on the transmission 

costs, I/O costs, storage costs and overhead cost of keeping files at different sites subject 

to several kinds of constraints. It is implicitly assumed that all the attributes residing at 

any given site make up one Segment and are stored in one file. A query that involves any 

subset of attributes at a given site will require fetching the whole firagment (file) from 
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secondary memory to primary memory. Here we do not consider situations where 

attributes at any site can be grouped further into fragments. This may or may not be 

reasonable depending on particular applications. Obviously, this is acceptable if the 

number of sites is large and/or the nimiber of attributes assigned to each site is small. If 

having more than one fragment at some sites is more desirable, we develop a model in 

case II, which allows fragments to be organized at different sites. An alternative, which 

we describe below, is to use a two-phase method. In the &st stage, we assign the 

attributes to different sites based on the model presented above. In the second stage, we 

divide the attributes assigned to any site into fragments as we do in a centralized system. 

Let F = {fi, f2, f3,..., ff} be a set of fragments in a given site and 

^ f 1 if attribute a^ is assigned to fragment fp 

[0 otherwise 

^ f 1 if query q; references any attribute in fragment fp 

lo otherwise 

^ |l if any attribute is assigned to fragment fp 

" |o otherwise 

The objective fimction is 

Min |;QS,|;CI0Y;,(|;X^Vj + H) + 2CF0,Z, (2-8) 
i=i p=i y=i p=i 

St 

QAjX,, <Yi, Vi,j,p (2-9) 
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Xjp < Zp Vj,p (2-10) 

f 
= 1 Vj (2-11) 

p=i 

£V3X.p<Kp Vp (2-12) 
7=1 

LAp < I:x,p < UAp Vp (2-13) 
7=1 

Xjp 6 {0, 1}, Y.p € {0, 1}, Zp e {0, 1} (2-14) 

where H is the overhead of accessing a file at a given site and CFOp is the overhead cost 

associated with keeping a file (fragment) fp at a given site. In most cases, it is reasonable 

to assume that CFOp is the same for all p. (2-8) through (2-14) have similar meanings as 

(2-l)-(2-7). 

2.6.2 Model n 

In case II, we try to assign attributes to different sites under the condition that attributes 

in any sites can be further grouped into different fragments. It is assumed that there is 

only one relation to be considered and no replications are allowed. 

J1 if attribute a . is assigned to firagment fp at site s, 

|o otherwise 

(1 if query q; references any attribute in fragment fp residing at site s, 

0 otherwise 
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^ 11 if any attribute is assigned to fragment fp at site s, 

'''' [O otherwise 

Objective function 

Mto E S QS„ i S D,. i V; + S i QS. i S CIO, X,,.. Vj + H.) 
i=I /=! '"=1 p„=I >I i=l /=I III=I p„=l >1 

m*! 

+i  csT, i i +i  I:  CFO.Z,,, a-is)  
i=\ p,=i y=i /=i p,=i 

St 

QA.jX.p,, < Yip., Vi,j,p,l (2-16) 

Xjp,. ^ Zp., Vj,p,l (2-17) 

s f 
I I X -p,. = 1 Vj (2-18) 
/=i p,=i 

E E V.X.p,, < K, VI (2-19) 
>1 p,=i 

a f 
LA, < E E Xjp., ^ UA, VI (2-20) 

7=1 p,=l 

Xjp,, e {0, 1}, 6 {0, 1}, Zp., 6 {0, 1} (2-21) 

(2-15) through (2-21) have similar meanings as (2-l)-(2-7). 

2.6.3 Model III 
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In case III, we try to assign attributes to different sites under the condition that 

attributes in any sites can be further grouped into different fragments. It is assumed that 

there can be more than one relation but no replications are allowed. 

Let R={ri, r2, r3,rj be a set of relations that are to be assigned to different nodes in the 

distributed system. 

1 if attribute of relation rk is assigned to fragment fp at site s, 

0 otherwise 

1 if query qj references any attribute of relation rv in fragment fp residing at site s, 
0 otherwise 

J if any attribute is assigned to fragment fp (belonging to relation rk) at site s, 

0 otherwise 

Objective function 

q s s f r a 
Min ^ QS„ I 2 Dim IS V,jSELiy 

r=| /=! '"=lp„=l k=l j=l I /=! '"=lp„=l k=lj=l 

q s r s f a 

s f r a s r f s r f 
+ E CST, £ £ S V,X,,p., + SI E CFO.Z^,, (2-22) 

/=! p,=l *=1 j=\ /=I *=1 p,=| /=I *=1 p,=| 

St 

QAflcjX,jp,, < Vi,k,j,p,l (2-23) 

Xfejp,! - Vk,j,p,l (2-24) 



s f 
= 1 VkJ (2-25) 

/=! p,=l 

r a f 
SSIV,X,,,. < K, VI (2-26) 
t=i >1 p,=i 

r a f 
LA, < < UA, VI (2-27) 

*=i j=i p,=i 

e {0, I}, e {0, 1}, e {0, 1} (2-28) 

(2-22) through (2-28) have similar meaning as (2-l)-(2-7). 

2.6.4 Model IV 

In case IV, we attempt to assign attributes to different sites. It is assumed that there 

only one relation to be considered and replications are allowed. 

^ f 1 if attribute a. is assigned to site s, 

[o otherwise 

^ f 1 if query Qj references any attribute residing at site s, 

•' [0 otherwise 

fl if any attribute is assigned to site s, 
0 otherwise 

Objective fimction 

Min EZQSitSQAj inin{(Dr.Xj„V^+[CIO^Y,j|:X^„V.+H^)]} 
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St 

+ I i QSi'i' i D.-^, i QAjX^., V. + 21 QSiV i CIOlilYjji X^.„v. + HJ: ) 
i=I /=! ffr=I y=l i^I /=! /n=I y=I 

+ f CST, £ V.X^, + I: CFO.Z, (2-29) 
/=l 7=1 /=1 

QA,X, <Y„ Vi,j , l  (2-30) 

Xj, < Z, Vj,l (2-31) 

1<|:X.,  <Lq Vj (2-32) 
/=) 

| ;V.X.,  <K, VI (2-33) 
>1 

a 
LA, < ^Xj, < UA, VI (2-34) 

y=i 

Xj, e {0, 1}, Yi, 6 {0, 1}, Z, 6 {0, 1} (2-35) 

where LCj is the upper limit of copies of attribute a,- allowed in the distributed system. 

(2-29) through (2-35) have similar meanings as (2-l)-(2-7). 

2.6.5 Model V 

In case V, we try to assign attributes to different sites under the condition that 

attributes in any sites can be further grouped into different fragments. It is assumed that 

there is only one relation to be considered and replications are allowed. 
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^ 11 if attribute a. is assigned to fragment fp at site s, 

|o otherwise 

Y f 1 if query q; references any attribute in fragment fp residing at site s, 

|o otherwise 

^ f 1 if any attribute is assigned to fragment fp at site s, 

[0 otherwise 

Objective fimction 

Mm sigS^SQAf aJn{(| ;D«X„.„V,+[£ciO«Y„_,(2Xj,_„V, + H;)l} 
1=1 1=1 j=l Xj„=l p__,=l p^=l J=1 

+ liQS.V i S 
i=I 1=1 m=lp„=l J=l 

+ liQs.V 
i=l l-\ m=l _/=l 

S f 3> S f 
+ S CST, S V.Xj,,, + S I CFO.Z,,, (2-36) 

1=1 p,=i j=i 1=1 p,=i 

st 

QAjXj,,. £ Y„ Vi,j,p, l  (2-37) 

Xj„, S Z„, Vj,p,l (2-38) 

s f 
1 ^ S Z X-p,. ^ LCj Vj (2-39) 

/=i p,=i 

a f 
E E V.X.p,, < K, V1 (2-40) 
j=i p,=i 
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a f 
LA, < £ £ Xjp., ^ UA, VI (2-41) 

7=1 Pi=l 

6 {0, 1}, Yip,, e {0, 1}, Zp,, 6 {0, 1} (2-42) 

where LCj is the upper limit of copies of attribute a,- allowed in the distributed system. (2-

36) through (2-42) have similar meaning as (2-l)-(2-7). 

2.9 Summary 

In this chapter, we first introduced the basic concepts of data allocation and fragment 

allocation and identified the major issues related to them. Then we reviewed previous 

work on data fragmentation and allocation. We presented several quadratic integer 

programming formulations of integrated data fragmentation and allocation problem 

taking into consideration different constraints and under various assumptions. It has been 

shown that the models developed for vertical data fragmentation and fragment allocation 

have some potential advantages over models which are developed separately for data 

fragmentation and for data allocation. This chapter also includes a section describing how 

to formulate the data fragment problem as a hypergraph partition problem so that any new 

techniques developed for hypergraph partitioning can be readily applied to the data 

fragmentation problem. 

In the next two chapters, we will discuss possible solution methods for these extremely 

complex models and report some preliminary computational results from experiments we 

conducted. 
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3 SOLUTION METHODS FOR DATA ALLOCATION 

3.1 Introduction 

The quadratic integer program formulations of the vertical firagmentation and 

allocation (denoted as VFA ) discussed in the previous chapter have many similarities 

with the quadratic assigrunent problem(QAP). For instance, the objective functions of 

both the VFA and QAP are quadratic, and all the quadratic terms in the objective 

flmctions are product of two (different) zero-one variables. The objective flmctions of 

both problems are neither separable nor convex. 

It is well known that the QAP is NP-hard and extremely difficult to solve optimally 

except for small problems (n < 15, where n is the number of sites (facilities)). Therefore, 

solving VFA would be very hard (if not harder). Main approaches to solving constrained 

nonlinear 0-1 programs like VFA include linearization, algebraic methods, cutting plane 

methods, and enumerative methods. The reader is refereed to Hansen et al (1993) for a 

state-of-the-art survey on constrained nonlinear 0-1 programming. Special heuristics may 

be devised as stand-alone methods. Other techniques such as Lagrangean relaxation, tabu 

search, simulated annealing (or other ne\iral network techniques), genetic algorithms, may 

also be employed. Please refer to Reeves (1993) for details about some modem meta-

heuristic methods. It is worthwhile to mention that we may need to consider more than 

one objective at the same time. In these cases, genetic algorithms may be attractive since 
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they may generate several equally good solutions. In this study, we restrict our efforts to 

linearization and conduct experiments with algorithms pertaining to linearization 

approach. 

3.2 Linearization 

Linearization is one of the major methods used to solve nonlinear programs with O-I 

variables. Many researchers devised and/or advocated different linearization methods. 

Glover and Woolsey (1974) listed two basic approaches which are described below. 

A distinct 0-1 product form 

Z = XiX2...X„ (3-1) 

where Xj (i=l, 2,..., n) are 0-1 variables, can be linearized by 

(i) method 1 

X] + X2 + ... + Xn > nz (3-2) 

X| + X2 + ... + x„ - n + 1 < z (3-3) 

where z is a 0-1 variable. 

Method 1 was discovered/rediscovered independently by Dantzig (1961), Zangwill 

(1965), and Watters (1967). 

(ii) method 2 

z > Xi + X2 +... + Xn - n + 1 (3-4) 

z < Xi, i=l,2, . . . ,  n (3-5) 

z > 0 (3-6) 
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where z is a continuous variable. 

Method 1 has its advantage and disadvantage compared with method 2. Method 1 uses 

only two constraints while method 2 requires n + 2 constraints. However, z must be a 0-1 

variable for method I while in formulation 2 it is a continuous variable. In general, 

method 2 is more efifective than method 1 if n is not large (Lin, 1994a). 

To facilitate discussions, now let us consider the following optimization problem 

which represents many binary quadratic integer programs encountered in many decision 

areas such as assignment, capital budgeting, communication network design, facility 

layout design, project selection, to mention just a few. 

min ZSCiiXiX, (3-7) 
i=I 7=1 

St 

^aifcXi>bfc fork = l,2, . . . ,m (3-8) 
i=l 

X,. 6{0,1} fori = l,2,...,n (3-9) 

The methods 1 and 2 (we shall call them GWl and GW2, respectively) described 

above introduce a single new variable to take the place of each unique cross-product term. 

Auxiliary constraints are required to ensure the new variables assume appropriate values. 

More specifically, method 1 requires additional 0-1 variables and n(n-l) new 

constraints while method 2 needs ^n{n-l) additional continuous variables and 2n(n-l) 
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new constraints. Glover and Woolsey (1973, 1974), Glover (1975) presented different 

linearization methods resulting in more compact formulations. More specifically, 

Glover's approach requires only n new continuous variables and 4n new linear 

constraints. The most economical method in the literature is due to Oral and Kettani 

(1992a, 1992b), Kettani and Oral (1990, 1993). In Oral and Kettani (1992), the equivalent 

formulation technique introduces only n new constraints and n new nonnative continuous 

variables. 

Although Oral and Kettani (1992a, 1992b), Kettani and Oral (1990, 1993) reported that 

their compact methods compared favorably in terms of CPU time with Glover's (and 

some other) methods, linearization methods do not appear to have been systematically 

tested. According to Hansen et al (1993), compact linearizations do not appear to be 

clearly better than expanded ones: for some testing problems compact formulations had 

better performances while for others they didn't. It is worthwhile to mention that compact 

formulations may have some disadvantages: they are not straightforward and often 

require some sort of preprocessing to get the formulation. For instances, when used to 

reformulate quadratic assignment problems, Kettani and Oral (1993)'s method may 

require 0(n^) preprocessing operations. 

For other linearizations and equivalent (mixed) integer linear formulations of nonlinear 

0-1 programs, see Adams and Sherali (1986, 1990), Beale and Tomlin (1972), Goldman 

(1983), Lin (1994b), Sherali and Adams (1990). 
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Based on Hansen et al (1993), there were more that thuty papers that reported on using 

GWl linearization or advocated its use. In the database design area, Mohania and Sarda 

(1994) used GWl in rule allocation in distributed deductive database systems. In all the 

models we developed so far in data fragmentation and allocation, only quadratic terms 

appear. So from now on we will limit our discussion to quadratic 0-1 programs although 

some of the analysis can be extended to other cases. We expect that GW2 would have 

better performance than GWl as Lin (1994a) suggested. In the following, we present an 

improved linearization which has the potential to reduce the solution time dramatically. 

First, note that GWl and GW2 exploit the relation between z = XjXj. z = 1 if and only if 

Xj = 1 and Xj = 1. For GWl, we have the following: 

Xi + Xj-2z>0 (3-10) 

Xj + Xj - z < 1 (3-11) 

z 6(0,1} (3-12) 

For GW2, we need to add these constraints: 

Xj + Xj - z < 1 (3-13) 

Xi- z > 0  ( 3 - 1 4 )  

Xj- z > 0  ( 3 - 1 5 )  

z > 0 (3-16) 

We observed that we are solving minimization problems and the coefiRcients of all the 

cross-product terms are positive, we have the following proposition: 
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Proposition 1: To linearize the cross-product terms in our models (I-III), the following 

constraints are sufficient 

X i  +  X j - z < l  ( 3 - 1 7 )  

z > 0 (3-18) 

Proof: In our models (1-3) for vertical fragmentation and data allocation, all the 

coefficients of the cross-product terms are positive. (3-17) ensures that z > 1 if both Xj = 

1 and Xj = 1. If either X; = 0 or Xj = 0 (but not both), (3-18) forces that z is nonnegative. 

Unless both Xj = 1 and Xj = 1, z will always assume the value of 0. Suppose that either Xj = 

0 or Xj = 0, and z > 0 in an optimal solution (X,Z). However, one can always decrease the 

objective value by setting z equal to 0, which contradicts the assumption that the solution 

(X,Z) is an optimal solution. That means that z automatically assumes a value of 0 in an 

optimal solution unless both Xj = 1 and Xj = 1 and constraints (3-17) and (3-18) are 

sufficient, which completes the proof. 

Nonnegative constraints (like z > 0) are implicitly assumed m almost all linear 

programming software. In fact, one usually needs to transform a linear program with 

unrestricted variables to a linear program with only nonnegative variables by introducing 

two nonnegative variables for each unrestricted (in sign) variable. So (3-18) in the 

linearization is not significant. Our linearization requires only one explicit constraint 

which is also included in GWl or GW2. We would anticipate a significant improvement 

in performance. 
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It is worthwhile to note that if the objective flmctioii is to be maximized instead of 

minimized, it is also possible to make the equivalent formulation more compact than 

GWl or GW2. In this case, we only need to add the following constraints: 

Xj + Xj-z > 1 (3-19) 

z < 1 (3-20) 

Although our linearization method is not applicable to all constrained nonlinear 0-1 

programs, it can be used in some of the most common constrained (or unconstrained) 

nonlinear 0-1 programs. One of the most well known problems is quadratic assigrunent 

problems, in which one can always assxime that the cost coefficients of the cross-product 

terms are nonnegative without loss of generality. 

3.3 Summary 

In this chapter, we discussed the possible solutions that may be used to solve the 

vertical fragmentation and fragment allocation problem. A new linearization method for 

some of our model presented in Chapter 2 is developed. 

Some preliminary computational results are provided in the next chapter. 
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4 COMPUTATION EXPERIMENTS ON DATA ALLOCATION 

4.1 Introduction 

In Chapter 2, we formulated the data allocation problem as quadratic integer programs 

and we discussed solution methods in Chapter 3. In this chapter, we report the 

computational results of experiments on data allocation we conducted using the 

techniques developed in Chapter 3. 

4.2 Computational Experiments 

In order to find how efficient we can solve the vertical fragmentation and data 

allocation problems using exact algorithms and to observe the advantage of our 

linearization method over GW2, some computational experiments were conducted. A set 

of 12 instances from model I are tested. All the 12 instances were solved by the CPLEX 

system 3.0 on a DEC Alpha AXP 2100 system (190 MHz, 128M main memory) running 

OSF/1 UNIX. CPLEX employs the Branch-and-bound method to solve (mixed) integer 

programming problems. The computational results are sunmiarized in tables 4.1 and 4.2. 

For each of the two linearization methods, we test instances with different number of 

(major) query patterns, different number of attributes and different number of sites. All 

the instances (except PI2) include the storage constraints and the two sets of attribute-

number-in-site constraints. Also given in tables 1 and 2 are the objective values of the 
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linear programming relaxation and the optimal solution, as well as the number of 

iterations, the nimiber of nodes in the Brach-and-bound tree, and the solution time (in 

seconds). 

The computational results show that: 

(i) The suggested linearization is clearly and consistently better than GW2 

linearization. Although for the suggested linearization the number of nodes explored is 

usually slightly more than that for the GW2 linearization, the number of iterations is 

much less. And what is more important, the solution time is dramatically reduced, It took 

11-80 times longer to solve the same instance with GW2 than with our suggested 

linearization method. The differences might be even more significant had we solved 

instance of larger sizes. 

(ii) With the suggested linearization method and using the state-of-the art software 

package and hardware, we may be able to solve reasonable (small to medium) or even 

large size instances of vertical fi^gmentation and data allocation problems. 



Table 4.1 Computation time wdth Glover and Woolsey's linearization 

Problem no. of no. of no. of optimal no. of no. of LP solution time 

queries attributes sites value iterations nodes value (sec.) 

PI 10 8 3 33892.578 4221 61 28114.786 22J3 

P2 10 10 3 31569.414 8549 94 24901.622 50.97 

P3 15 10 3 44920.537 12449 99 35230.942 121.87 

P4 15 15 3 65972.671 41139 280 50378.727 813.48 

PS 20 15 3 92929.643 91273 535 70258.053 2323J8 

P6 20 20 3 112817.60 149977 691 85163.502 5092.78 

P7 20 10 5 143187.84 40926 140 126005.41 1771J7 

P8 20 15 5 231623.77 260747 739 203892.40 15164.18 

P9 25 10 5 178618.91 66348 296 160481.78 3464.53 

PIO 25 15 5 303880.53 287390 1215 288595.19 20874.98 

P l l  30 15 7 452123.78 391481 733 423445.65 68987.53 

P12 30 20 7 551496.11 63488 190 488434.79 14950J7 



Table 4.2 Computation time with the suggested linearization 

Problem no. of 

queries 

no. of 

attributes 

no. of 

sites 

optimal 

value 

no. of 

iterations 

no. of 

nodes 

LP 

value 

solution time 

(sec.) 

PI 10 8 3 33892.578 1807 65 28114.786 1.60 

P2 10 10 3 31569.414 2741 82 24901.622 4.25 

P3 15 10 3 44920.537 5496 99 35230.942 11.03 

P4 15 15 3 65972.671 13823 306 50378.727 50.73 

P5 20 15 3 92929.643 29366 560 70258.053 140.00 

P6 20 20 3 112817.60 43455 741 85163.502 294.57 

P7 20 10 5 143187.84 7348 132 126005.41 33.88 

P8 20 15 5 231623.77 65743 838 203892.40 415.45 

P9 25 10 5 178618.91 12637 274 160481.78 76.58 

P I O  25 15 5 303880.53 64287 1351 288595.19 595.58 

PI I 30 15 7 452123.78 55824 754 423445.65 851.68 

P12 30 20 7 551496.11 16861 221 488434.79 259.00 
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4.3 A Numerical Example 

In this section, we provide a numerical example to illustrate the problem and the 

solution. The following are the data and solution for the problem 11 in table 2. 

number of queries: 30 

number of attributes: 15 

number of sites: 7 

Distance matrix D 
site 

12 3 4 5 6 7 
1 0.00 0.12 0.30 0.78 0.40 0.90 0.50 

site 2 0.12 0.00 0.19 0.23 0.32 0.60 0.43 
3 0.30 0.19 0.00 0.90 0.18 0.58 0.37 
4 0.78 0.23 0.90 0.00 0.72 0.29 0.38 
5 0.40 0.32 0.18 0.72 0.00 0.11 0.28 
6 0.90 0.60 0.58 0.29 0.11 0.00 0.55 
7 0.50 0.43 0.37 0.38 0.28 0.55 0.00 

Cost and other information 
site I 2 3 4 5 6 7 
CFO 10.0 4.0 7.0 12.0 6.0 9.0 5.0 
CST 0.6 0.2 0.4 0.2 [ 0.2 0.4 0.5 
H 0.03 0.03 0.03 0.02 0.04 0.04 0.04 
CIO 0.03 0.02 0.02 0.03 0.01 0.01 0.01 
K 500.0 500.0 500.0 500.0 500.0 500.0 500.0 
LA I 1 1 1 1 1 1 
UA 4 4 4 4 4 4 4 
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Attribute usage matrix QA 
attribute 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 
1 I 1 0 1 0 0 0 1 0 1 0 0 0 0 1 
2 0 1 1 0 0 1 0 1 1 1 0 1 1 0 1 
3 1 1 0 0 1 1 0 1 0 0 0 1 1 0 0 
4 1 0 1 0 0 0 I 0 0 1 0 1 1 1 0 
5 1 0 0 0 0 1 1 1 1 0 0 1 0 0 0 
6 0 1 1 1 0 0 0 0 0 0 1 1 0 0 1 
7 0 0 1 1 0 1 I 0 0 0 1 0 0 1 1 
8 0 1 0 1 0 1 0 1 1 1 0 0 0 0 0 
9 1 0 0 0 1 1 0 0 0 1 1 1 0 1 1 
10 1 I 0 0 0 0 0 1 1 1 1 1 0 0 0 
11 0 0 1 1 0 0 0 0 1 0 1 0 1 0 1 
12 1 0 1 1 1 0 0 1 1 0 0 0 1 1 0 
13 1 0 0 1 0 1 I 0 0 0 0 1 0 0 1 
14 1 0 0 0 0 1 1 0 0 0 0 0 0 0 1 

query 15 1 0 1 0 1 0 1 1 1 0 0 0 0 1 0 
16 1 1 0 0 0 1 0 1 0 1 0 0 0 0 0 
17 0 0 1 1 1 0 1 0 0 1 1 1 0 1 1 
18 0 1 0 I 0 0 0 0 1 1 0 1 1 0 1 
19 0 0 1 0 0 0 I 0 1 1 1 1 1 0 1 
20 0 1 0 1 0 0 0 0 0 0 0 0 1 I 1 
21 0 0 1 1 0 0 I 1 1 0 0 0 0 0 I 
22 0 0 0 1 1 0 1 0 1 1 1 0 1 0 0 
23 0 1 0 1 0 0 0 1 0 1 1 0 1 1 0 
24 0 0 1 1 1 0 0 0 0 0 0 1 1 1 1 
25 0 1 0 0 0 1 1 1 1 0 0 0 0 I 1 
26 0 0 0 0 0 0 0 1 1 1 0 0 1 1 0 
27 0 1 1 1 1 0 0 0 0 0 0 0 0 1 0 
28 0 1 0 0 0 0 1 1 0 1 1 0 0 0 I 
29 0 1 0 0 0 0 0 1 1 1 1 1 0 1 1 
30 0 1 0 1 0 0 0 0 0 0 0 1 0 0 1 



Access frequency matrix QS 
site 

1 2 3 4 5 6 
1 3 20 10 0 0 40 
2 4 0 30 0 0 9 
3 15 7 20 23 11 0 
4 0 15 2 12 0 5 
5 27 5 16 0 0 19 
6 7 9 30 0 20 0 
7 25 10 15 5 16 14 
8 17 0 20 10 0 10 
9 6 13 11 30 10 0 
10 12 14 0 19 4 20 
11 0 0 20 10 24 18 
12 0 20 10 0 0 24 
13 8 17 7 9 19 3 
14 6 0 9 10 0 6 

query 15 8 0 18 0 0 20 
16 4 24 0 20 5 9 
17 2 13 4 8 9 21 
18 25 30 33 0 0 0 
19 10 0 0 9 9 23 
20 20 10 0 0 6 10 
21 0 0 9 23 0 0 
22 0 20 6 20 30 0 
23 0 0 0 0 8 20 
24 0 20 0 12 10 11 
25 12 0 8 0 0 0 
26 5 20 18 0 16 10 
27 9 0 9 4 12 0 
28 2 10 7 10 0 12 
29 7 0 0 0 20 12 
30 30 4 6 10 0 0 

7 
23 
4 
0 

12 
8 
2 

10 
10 
0 
3 

30 
16 

0 
19 
27 
0 

17 
4 

12 

18 
8 
0 

20 
10 
10 

12 

8 
4 
9 

10 
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Size of the attributes 
attribute 1 2 3 4 5 6 7 8 9 10 
size 50.0 200.0 100.0 150.0 70.0 240.0 30.0 120.0 40.0 55.0 

attribute 11 12 13 14 15 
size 80.0 210.0 65.0 90.0 130.0 

An optimal solutioii 
attribute 

1 7 
2 2, 10, 12 

site 3 6 
4 1 
5 3,4,8,15 
6 11 

7 5,9,13,14 

which indicates that attribute 7 is assigned to site 1, attributes 2,10 and 12, are assigned 

to site 2, and so on. 

4.4 Summary 

We conducted some computational experiments were conducted to find how efficient 

we can solve the vertical fi-agmentation and data allocation problems or what size of data 

allocation probhne we can solve to optimality using exact algorithms and the state of the 

art technology and to observe the advantage of our linearization method over GW2. We 

presented in this chapter some computational results of using the suggested linearization 

method and some classic methods to solve the extremely complicated and complex 

problems formulated in Chapter 2. The computation experiments show that the suggested 

linearization method performs clearly and consistently better than a widely used method. 
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The computational results also indicate that it is possible to solve small to medium (or 

even large) size instances of the vertical data fragmentation and fragmentation allocation 

problem using the state of the art commercial software (such as CPLEX) and hardware 

available today. And toward the end, we provided a numerical example to illustrate the 

problems and the solutions. 
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5 QUERY OPTIMIZATION 

5.1 Introduction 

Query processing is among the most difficult problems that need to be solved before 

the great potential benefits of distributed database systems can be materialized. Query 

processing deals with designing algorithms that analyze queries (including retrieve and 

updates) and convert these queries into a series of operations (Ozsu and Valduriez, 1991). 

The major task of query processing is to find a strategy (or strategies) for executing each 

query over the network in the most cost-effective and efficient way taking into 

consideration of some important factors such as the distribution of the data, 

communication cost, and the lack of sufficient locally available information. Query 

processor is a database management system module used to determine query evaluation 

strategies. Query optimization refers to the process of ensuring that either the total cost or 

the total response time for a query is minimized. The choices to be made by a query 

optimizer sub-module of the query processor include: (i) the order of executing 

(relational) operations; (ii) the access methods for the pertinent relations; (iii) the 

algorithms for carrying out the operations (in particular, relational joins); (iv) the order of 

data movements between sites. 

The objective of query processing in a distributed context is to transform a high-level 

query on a distributed database, which is seen as a single database by the users, into an 
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efficient execution strategy expressed in a low-level language on local databases. If the 

high-level language is relational calculus, the low-level language is an extension of 

relational algebra with communication operations. An important aspect of query 

processing is query optimization. A good measure of resource consumption is the total 

cost that will be incurred in processing the query. In a distributed database system, the 

total cost to be minimized usually includes: 

(i)CPU; 

(ii) I/O; 

(iii) communication costs. 

Another good measure is the response time, which is to be minimized. System 

throughput, availability, and reliability, etc. are also often mentioned as objectives. (The 

later two are more often taken into consideration as constraints). It is worthwhile to point 

out that these objectives are generally conflicting with each other. 

The time complexity of executing relational algebra operations needs to be taken into 

consideration in designing query processing (optimization) algorithms or heuristics. 

Select and project (without duplicate elimination) operations have time complexity 0(n) 

while others such as project with duplicate elimination, group, join, semijoin, division 

and set operators require 0(n log n) operations. Cartesian product operation is one of the 

most expensive operations and has the time complexity of 0(n2). In light of this analysis, 

we get the following general principles: 

(i). the most selective operations that reduce cardinalities should be performed first; 



(ii). operations should be ordered by increasing complexity so that Cartesian products 

can be avoided or delayed. 

There are many different kinds of query processors used in distributed database 

systems. It is very difiScult to evaluate and compare them since they differ in many 

respects and they may serve certain purposes better in some environment and less 

effective or efficient for other purposes. Languages, type of optimization, optimization 

timing, statistics, decision sites, exploitation of the network topology and replicated 

fragments and use of semijoins, among others, are the major characteristics that are often 

used to evaluate and compare the query processors. 

The input language to the query processor can be based on relational calculus or 

relational algebra. The former requires an additional phase to decompose a query 

expressed in relational calculus into relational algebra. In a distributed context, the output 

language is generally some internal form of relational algebra augmented with 

communication primitives. Optimization types include exhaustive search and heuristics. 

Optimization timing can be static or dynamic. The effectiveness of query optimization 

relies heavily on statistics on the database. In a distributed database, statistics for query 

optimization typically bear on fragments, and includes fragment carnality and size as well 

as the size and number of distinct values of each attribute. When static optimization is 

used, either a single site or several sites may participate in the selection strategy to be 

applied for answering the query. The centralized approach is simpler but requires 

knowledge of the entire distributed database, while the distributed approach requires only 
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local information. Hybrid approach may also be used. The network topology is usually 

exploited by the distributed query processor. With wide area networks, the cost flmction 

to be minimized can be restricted to the data communication cost. This assumption 

greatly simplifies distributed query optimization, which can be divided into two separate 

problems: selection of the global execution strategy, based on the intersite 

conmiunication, and selection of each local execution strategy, based on a centralized 

query processing algorithm. With local area networks, communication costs are 

comparable to I/O costs. So it is reasonable for the query processor to increase parallel 

execution at the expense of communication cost. Some algorithms can exploit the 

existence of replicated fragments at run time in order to minimize communication times. 

The semijoin has the important property of reducing the size of the operand relation. 

When the main cost component considered by the query processor is communication, a 

semijoin is particularly useful for improving the processing of the distributed join 

operations as it reduces the size of data exchanged between sites. (However, using 

semijoin may result in the increase of number of messages and in the local processing 

time). 

The problem of query processing can be decomposed into several subproblems, 

corresponding to various layers which perform the functions of query decomposition, 

data localization, global query optimization, local query optimization. The first three 

layers are performed by a central site and use global information. The fourth is done by 

the local sites. 
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a. Query decomposition 

This layer decomposes the distributed calculus query into an algebraic query on global 

relations. 

b. Data localization 

The input to this layer is an algebraic query on distributed relations. The main role of 

the second layer is to localize the query's data using distribution information. This layer 

determines which fragments are involved in the query and transforms the distributed 

query into a fragment query. 

c. Global query optimization 

The input to this layer is a fragment query, i.e., an algebraic query on fragments. The 

goal of query optimization is to find an execution strategy for the query which is close to 

optimal. 

Query optimization consists of finding the "best" ordering of operations in the 

fragment query, including communication operations which minimize a cost fimction, 

which is generally a weighted combination of I/O, CPU, and communication costs. 

d. Local query optimization 

The last layer is performed by all the sites having fragments involved in the query. 

Each subquery executing at one site, called a local query, is then optimized using the 

local schema of the site. 
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The query processing, especially query optimization in distributed database system has 

been and is continually studied by researchers. There are many issues still need to be 

addressed in the future. 

5.2 Query Optimization 

Query optimization in general and the selection of join order (the sequence in which 

relations are joined) in particular is critical to performance of and therefore the success in 

practical relational database management information systems. Query optimization has 

been an active area of research ever since the dawn of the development of database 

management systems. For good surveys on query optimization and closely related issues, 

please refer to Graefe (1993), Jark and Koch (1984), Kim et al. (1986). For the 

complexity of query optimization for different kinds of query types with different 

assumptions, please refer to Ibaraki and Kameda (1984), Ono and Lohman (1990), and 

Wang (1990). 

A query optimizer in a relational database management system translates a non

procedural query expressed in a high-level query language into a procedural plan (a 

sequence of operations) that are implemented in the query execution engine or the file 

system. It selects among the many altemative query execution plans (QEPs), the one with 

the least estimated execution cost, according to a given cost function. The objective 

functions of query optimization may take many different forms. One may try to find a 

query evaluation plan which optimizes the most relevant performance measures, such as 
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the response time, CPU, I/O, and network time and efforts, memory or storage costs, 

resources usage (e.g. energy consumption for battery-powered mobile systems), a 

combination of the above, or some other performance measures. 

The complexity of query optimization is basically determined by the number of 

alternative QEPs, which grows exponentially with the number of relations involved in the 

query. Consequently, enumerative optimization strategies are prohibitively expensive and 

therefore unacceptable as the query sizes grow. Moreover, a database management system 

usually supports a variety of join methods (algorithms) for processing joins and a variety 

of indices (data structures) for accessing individual relations, which increase the options 

(complexity) even fluther. All query optimization algorithms primarily deal with the join 

queries. These are also the scope of this part of dissertation. 

Traditional query optimizers expect to deal with queries involving only a small number 

of relations, usually requiring less than 10 join operations and therefore have relied on the 

use of enumerative optimization strategies (Graefe et al., 1992; Graefe and McKenna, 

1993; Lohman et al., 1985; Selinger et al., 1979) (e.g. dynamic programming) which 

consider most of the alternatives if not all. Dynamic programming (as well as other 

enumerative optimization techniques) finds an optimal plan. But the time (and possibly 

space) complexity of these algorithms is 0(2^) where N is the number of joins involved. 

The combinatorial explosion in execution time (and storage) used by enumerative type of 

algorithms limits the complexity of the queries that can be handled using enumerative 

optimization strategies to about 15 joins on even the most powerful processor today. 
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However, it is widely expected that the query complexity will continue to grow driven by 

the intelligent programs that have the capability to generate queries requiring a large 

number of joins and deeper nesting of virtual relation definitions through views. In 

addition, some new applications are now emerging, such as expert systems/knowledge 

based systems, decision support systems, object-oriented systems, deductive systems, that 

are often built on top of relational systems. These applications, plus engineering, statistic 

and scientific systems, typically require the processing of much more complex queries 

that involve many relations and a large number of joins. Queries with a number of joins 

larger than 10 are often referred to as large join queries. In other words, we are expecting 

queries much more complex both in the number of operands (relations) and in the 

diversity and complexity of operators in the query. 

5.3 Join Methods 

Three major join algorithms have been developed. In the following, we provide a brief 

introduction to them, v; is the cardinality of relation Rj. 

Nested loop 

The nested loop join method is arguably the simplest and most direct (in some sense) 

among the three major join algorithms. For each item in one input (usually called the 

outer input or outer relation S), scan the entire other input (called the inner input or inner 

relation or target relation T) and find matches by comparing one or more attributes. If the 

join condition (predicate(s)) is satisfied, a tuple of outer relation is concatenated with a 
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tuple of inner relation to produce a tuple for the resulting relation R. The computational 

requirement is estimated as 0(vi*v2 ). The time complexity is invariant even if the two 

relations are commuted under the database memory resident assumption. 

Sort-merge 

The two relations (say Ri and R2) to be joined are retrieved and then their tuples are 

sorted over one or more attributes using one of the many sorting algorithms (e.g. quick 

sort). Finally, the sorted relations are merged to form the resulting relation R3. The 

estimated cost is 0(vi+v2+vi*l0g(vi)+v2*l0g(v2)). 

Selective access 

There are several methods in this group. Often used ones are hash based methods, 

indexed based methods and link based methods with computational requirement estimates 

as follows: 

hash based method: 0(vi *h) where h is the average chain length; 

indexed method: (vi*log(v2)); 

link based method: 0(vi). 

It is worthwhile to note that the cost estimates for these accesses are not invariant over 

conmiutation. Therefore, one relation is considered as the 'outer' relation and the other 

one is the inner that is selectively accessed. 

For a new join algorithm which uses filters to delete unwanted tuples as early as 

possible, please refer to Shin and Meltzer (1994). Shin and Meltzer's algorithm can be 

considered as a hash-join method. 
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The join method plays an important role in query optimization. As we will discuss 

later, query optimization problem can be reduced to finding the order in which relations 

are joined, together with the best join methods. The effectiveness of a particular method 

and the choice of join methods depend on many factors, such as cardinality of relations, 

availability of indices, buffer size, etc. 

Selectivity 

The selectivity Sjj, with respect to the joining of relations Rj and Rj, is defined as the 

expected fraction of tuple pairs from Rj and R,- that will join, i.e. 

exp ected number of tuples in the result of joining Ri and Rj 
Sij 

number of tuples in Ri* number of tuples in Rj 

5.4 The Traveling Salesman Problem 

The travailing salesman problem is the most studied problem in combinatorial 

optimization. In this section, we present several new variants of the classic traveling 

salesman problem and discuss their time complexity, which will, hopefully, lead to a 

better understanding the query optimization models we will introduce in the next section. 

5.4.1 The Classic Traveling Salesman Problem 

The statement of the traveling salesman problem is very simple; a traveling salesman 

must visit each and every city in his territory exactly once and then return to the starting 

city. Given the cost of travel between all pair of cities, how should the traveling salesman 
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plan his itinerary so that the total cost of his tour is minimum? Let Xjj be a 0-1 variable 

indicating whether or not the salesman goes directly from city i to city j, and Cy be the 

corresponding distance. The TSP problem can be formulated as 

n n 

min X E  
/=1 7=1 

St 

7=1 

1=1 

no subtours allowed 

Xjj e {0,1} 

If the salesman can start his tour in any city but does not have to return to the first city 

in the end, the TSP is referred as Wandering Salesman Problem (WSP). 

In the following three subsections, we present several models that are built by changing 

the objective function of the classic traveling salesman problem. Although they are 

related to the traveling salesman problem in some sense, they are different from the 

classic traveling salesman problem in various degrees. They may or may not be 

considered as variants of the traveling salesman problem depending on the opinions of 

the researchers and/or practitioners. To facilitate discussions, we treat them as variants of 
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the traveling salesman problem so that other terms widely used for and/or associated with 

the traveling salesman problem can also be used for our purposes. 

5.4.2 Multiplication TSP 

If we define the objective flmction as the product of the costs of the edges in the tour, 

we get a new type of TSP problem which we will refer to as multiplication TSP. 

n n 

1=1 y=i 
Xjj=l 

St 

7=1 

;=1 

no subtours allowed 

Xjj e {0,1} 

In order to show the time complexity of this variant of the traveling salesman problem, 

we need to introduce another problem which is well known to be NP-hard, Halmiltonian 

cycle problem. 

Hamiltonian cycle 
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Hamiltonian cycle in a graph is a cycle (with n edges) passing all the vertices of this 

graph; a graph is said to be Hamiltonian if it has at least one Hamiltonian cycle. 

Hamiltonian path is a path (rather than a cycle and thus having n-I edges) passing all the 

vertices of the graph. Both Hamiltonian cycle and Hamiltonian path are proved to be NP-

hard (Garey and Johnson, 1979). 

Proposition 5.1; The multiplication TSP (MTSP) is NP-hard. 

Proof: First of all, it is obvious that MTSP e NP. Second, the Hamiltonian cycle problem 

is polynomially transformable to the MTSP. Given any graph G = (V,E), we construct an 

instance of the |V|-city MTSP by letting Cy = 1 if [Vj, Vj] e E, and 2 otherwise. It is 

immediate that there is a tour with objective value of 1 if and only if there exists a 

Hamiltonian cycle in G. 

5.4.3 Cumulative Multiplication TSP 

If we define the objective fimction as the sum of the products of the costs of the edges 

in all the subtours form the first city to the current cit>', we get a new type of TSP 

problem (we will refer to it as the cumulative multiplication TSP or CMTSP). To 

facilitate discussion, we will present the problem in a slightly different way. 

INSTANCE: Integer n>2 and n*n matrix C = (Cy), where each Cy is a nonegative integer. 

QUESTION: Which cyclic permutation n of the integers from 1 to n in order to 

ft n 

minimize 
1=1 1=1 



73 

Proposition 5.2: The cumulative multiplication TSP (CMTSP) is NP-hard. 

Proof: Again, we will make use of the result related to the Hamiltonian cycle problem. 

First of all, it is easy to see that CMTSP 6 NP. Second, the Hamiltonian cycle problem 

can be polynomially transformed into a CMTSP problem. Given any graph G = (V,E), we 

construct an instance of the |V|-city CMTSP by letting Cy = 1 if [vj, Vj] e E, and 2 

otherwise. It is relatively easy to figure out that there is a tour with objective value of |V| 

or less if and only if there exists a Hamiltonian cycle in G. 

5.4.4 Weighted Cumulative Multiplication TSP 

Now let us assume that there is a weight associated with each city (node). We define 

the objective fimction as sum of the weighted products of the costs of the edges in all the 

subtours form the first city to the current city, we get yet another new variant of TSP 

problem (we call it weighted cumulative multiplication TSP (WCMTSP) or cumulative 

multiplication TSP with node weight). 

INSTANCE: Integer n>2, a vector*®f nonnegative integers, S = (Sj), and n*n matrix C = 

(Cjj), where each Cy is a nonegative integer. 

QUESTION: Which cyclic permutation n of the integers from 1 to n in order to 

minimize 

.y(7c(l)) * 5(7r (2))(l + (I; nc(y,y +1) • s (n ( j  + 2)))) (5-1) 
/=2 1=1 

where we define s(7i(N+l)) = s(7t(l)) and assume N>2. 
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Proposition 53: The weighted cumulative multiplication TSP (WCMTSP) is NP-hard.. 

Proof: We will make use of the result related to the Hamiltonian cycle problem again. 

First, CMTSP e NP although the computation for the objective value is much more 

expensive. Second, the Hamiltonian cycle problem can be polynomially transformed into 

a CMTSP problem. Given any graph G = (V,E), we construct an instance of the |V|-city 

CMTSP by letting Cjj = I if [vj, Vj] e E, and 2 otherwise. Let s(i) = 1 for all nodes. It is not 

difficult to see that there is a tour with objective value of |V| if and only if there exists a 

Hamiltonian cycle in G. 

5.5 Models for Query Optimization 

5.5.1 The Strategy Spaces 

A query in relational algebra is usually expressed using several basic operators: 

selection (or restriction), projection, Cartesian product, union, set difference. These basic 

operators are applied to either base relations, intermediate relations, and/or views. Some 

other useful operations, such as join, intersection, quotient, can be defined in the terms of 

the basic operations above. One of the most important operations is the join as it is used 

to follow relationships between relations by comparing values in tuple of different 

relations. Join can be considered as a Cartesian production followed by a selection. The 

predicate in the selection uses the comparison operators =,9^,<,<,>,>. Of these, the 

equijoin operation may be the most important case where the comparison operator is the 

equality (=) operator. 



75 

Most query optimizers do not search for the complete strategy space S, but a subset of 

it, which is expected to contain the optimal strategy or one which is close in term of cost. 

Actually, a large number of uiteresting queries can be expressed using three operators: 

select, project, and equijoin. The expressions of these queries in relational algebra are 

referred to as select-project-join queries. Even the Cartesian product can be viewed as a 

join with no comparisons. As a very strong and also very effective heuristic, database 

systems never combine relations that are not connected with a join in the original query 

because such an operation generates the Cartesian product of tuples in the two relations 

involved. This operation is not only very expensive, but its result is also very large, which 

increases the cost of subsequent operations. Therefore, most query optimizers search the 

subspace of S of strategies with no Cartesian products. In fact, most research in query 

optimization has focused on select-project-join queries. Even when other operators are 

presented in the query, subqueries involving only select, project, and join can be 

identified and optimized since join operation is often the most expensive operation. 

Significant gain in performance can be achieved by ensuring the join operations are done 

efficiently. 

A select-project-join query can be expressed as a tree in which the leaves are the 

operand relations and the intemodes are the various operators. Based on the laws of 

manipulation of relational algebra operators, the operators can be rearranged. One of the 

major task of the query optimizer is to order the operators and to decide how they should 

be implemented, i.e. to generate a plan for evaluating the query. Since the cost of join 
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operations depends on the size of the its operand relations, it is desirable to reduce the 

operand relations as much as possible before they are joined. One heuristic in practice is 

to push the selection and projection operations down the query tree so that they are 

applied as early as possible. Therefore, the major remaining problem is to determine the 

order in which the relations should be joined and decide on the joui method for each join 

operation. 

The query optimization problem hence can be transformed into one of deciding on the 

order in which the relations should be joined so that the performance measure of the 

resulting QEP is optimized. 

In most cases, a query can be executed in many ways. An execution of a query (Q) is 

represented by a processing tree. If only the join order needs to be shown, A QEP can be 

concisely represented by a join processing tree. A join processing tree is a tree whose 

leaves are database relations and the internal nodes the join operators. 

Most database systems implement the join operations as a 2-way join and the join 

methods assume that each join has exactly two operand relations. In other words, the 

optimizer needs to select the best sequence of 2-way joins to achieve the N-way join 

requested by the query. A binary join processing tree (BJPT) is one in which each join 

operator has exactly two operators. See figure 5.1 for an example. As in all join process 

trees, each join node represents the operation of the joining the operand relations and also 

represents the result of the join. The join result is an intermediate relation and can be used 

in subsequent joins. 
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join join 

join 

join 

Figure 5.1 A binary join processing tree 

If all internal nodes of such a tree have at least one leaf as a child, the tree is called 

linear. It is called bushy otherwise. In a linear join processing tree, of the two join 

operand, at most one can be an intermediate relation. An out (or left) linear join 

processing tree (left-deep tree) is a linear join processing tree whose inner (or right) 

relations are base relations (never intermediate relations). See figure 5.2 for an example. 

Figure 5.2 A left-deep tree 
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Let N be the number of joins needed to evaluate a query. N is also the number of join 

nodes in a join processing tree. Swami (1989) showed that the total number of different 

The number of linear join processing trees is much smaller. It is easy to see that for a 

LJPT with N join nodes there are N+1 base relations. The number of different LJPTs is 

equal to the total nimiber of permutation of the base relations, i.e., (N+1)!. 

Each state in query optimization corresponds to a strategy (or evaluation plan) of the 

query to be optimized. Therefore , we will use the term strategy and state 

interchangeably. There are two kinds of strategy spaces: one that includes only left-deep 

trees, which is denoted by L, and the one that includes both deep and bushy trees, which 

is denoted by B. 

Most query optimizers (e.g. System/R (Selinger et al., 1979)) limit the search space to 

the L space in order to take advantage of the significant reduction in the search space. 

In this study, we will investigate the strategy spaces that include only left-deep trees, i.e. 

we restrict the choice of QEPs to the ones in L. 

The time-consuming join operation is the major bottleneck for relational database 

management systems, many researches have been done to increase the speed of the join. 

Selinger et al. (1979) described how system R chooses access paths for both simple 

(single relation) and complex queries (such as joins); Krishnamurthy et al. (1986) 

BJPTs is 



discussed the optimization of nonrecursive queries; Swami and Gupta 91988), Swami 

(1989), and Swami and Iyer (1993) presented several polynomial time algorithms 

(heuristics) for optimizing join queries; loannidis and Kang (1990, 1991) analyzed the 

search spaces and suggested randomized algorithms for query optimization; loannidis and 

Wong applied simulated annealing to query optimization. Bermett et al. (1991) presented 

a genetic algorithm for database query optimization and conducted computational 

experiments with up to 16 relations. 

5.5.2 Cost Estimation 

The cost of a QEP corresponds to the performance measure of the query. The cost 

function may consist of I/O cost and CPU cost requested each QEP. However, it is 

extremely difficult, if not impossible, to take into account all factors associated with the 

cost of QEP due to the difficulty in specifying or estimating the parameters of the 

computer systems on which queries are performed. The cost flmctions differ depending 

mainly on the join methods used, the availability of indices, and assumption on the 

computer system on which the databases are located (memory resident or not). 

Until recently, or even today, most database systems were (or are) designed for and 

built on systems where main memory is limited (small). The database relations were 

relatively large and could easily exceed the memory capacities. Therefore, most query 

processing subsystems reasonably assumed that the data (and indices if applicable) 

required for query processing were usually on disk. The disk access is often very 



expensive (say 25 msec to read in a disk block versus 25 usee to access the equivalent of 

a disk block in main memory), the I/O costs may be a dominating component in the cost 

function and the number of disk access is usually taken as the cost measure for comparing 

various strategies for query processing. 

The assumption in the earlier work is that the main memory is small relative to the size 

of the database stored on disk. Many factors (or new developments) make this assumption 

no longer so valid or very reasonable. The increase in chip densities and consequent 

lowering of the memory costs result in very large main memories for medium to high end 

computer systems. This means that many more database applications can reside entirely 

on main memory. In the case that storage requirements exceed memory capacities in 

some applications, it may be possible or desirable to use the idea of database reduction 

(Krishnmurty and Morgan, 1984) which identifies a subset of the database that will fit in 

main memory and is sufficient to process the query (or set of queries). Another method is 

to keep the most frequently referenced relations in memory. No disk accesses are required 

for these relations. In these main memory database systems, it is often reasonable to 

consider the CPU cost. While it is important and necessary that CPU costs (comparison, 

data movement, evaluation of predicates) are estimated carefully, it is extremely difficult 

to give a cost flmction which will suitable under all circumstances. In the following, we 

give one cost model with nested loop join methods. 

Let 7t(l), 7t(2), 71(3),... 7c(N-1), 7r(N) be the relations on the left-deep tree, which decides 

the order all the N relations are joined. Let v(7c(i)) be the size of relation at position i and 
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s(7c(i),7i(j)) is the selectivity between relation 7i(i) and relation Tc(j). When the nested loop 

join method is employed, the estimated cost is 

v(7r(l))*v(7t(2)) 

and the size resultant intermediate relation from joining 7t(l) and n{2) is 

S(7t(l),7U(2))* V(7I(1))*v(71(2)) 

After the third relation v(k(3)) is joined, the cost can be estimated as 

v(71(1))M<2)) + v(7r(l))*v(7l(2))* S(7l(l),7l(2))* v(7i(3)) 

In general, after the N-th relation (assume N > 2) is joined, the cost is estimated as 

v(l) • v(2)(l +1; fi s(jJ +1) • VMJ + 2))) (5-1) 
/=2 /=1 

The cost fimction indicates that the query optimization problem with nested looped 

joins is quite similar to the weighted cumulative multiplication TSP problem with only 

two exceptions: only a open tour is needed and Cy e [0,1]. In other world, this special 

form of query optimization problem can be considered as an open weighted cumulative 

multiplication TSP problem and thus is NP-hard. 

If other join methods are used, the cost ftinction will be different. We observe that 

although the cost fimctions are different, dependent on the merger methods, the cost of C 

can be in the format of 

fi(v(i),vG)) + f2(V(i),v(j),s(iJ),v(l)) 
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when relation (either base relation or intermediate relation) i is joined with relation j and 

followed by the joining of relation I. The generic cost function will take the form of the 

sununation of the products of sizes of the relations and selectivity at stages. 

Although the cost estimate is crude, it is very general and represent a range of cost 

functions taking into consideration of many factors. We believe that if a heuristic works 

well for this cost model, it should be a viable algorithm for this class of cost functions 

also. 

For other cost models for main memory databases, please refer to Swami (1989). For 

other cost models, please refer to Kang (1991). 

5.5 J Cost Estimation for Distributed Databases 

In previous section, we discussed the query optimization and cost estimation for 

centralized systems. It is relevant to and necessary for understanding distributed query 

optimization because (1) a distributed query is translated into local queries, each of which 

is virtually processed in a centralized way, and (2) as has been done in the past, 

distributed query optimization techniques are often, if not always, extensions of the 

techniques developed and tested for centralized systems, and (3) centralized query 

optimization is much simpler in some sense compared to distributed query optimization, 

where the cost of communications makes it more complex and complicated. In other 

words, centralized query optimization is an important component of distributed query 

optimization problem and also the first step of distributed query optimization. Several 
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algorithms have been presented for distributed query optimization. Among them are: the 

reduction algorithm of distributed INGRES (Epstein et al., 1978), System R* algorithm 

(Selinger et al., 1979), SDD-1 algorithm (Bernstein et al., 1981), and the set of algorithms 

of Apers, Hevner, and Yao (Apers et al., 1983). For an good comparison of these four 

algorithms, please refer to Ozsu and Valduriez (1991). 

Early distributed database management systems employ an objective fimction that 

considers transmission costs only in terms of the message size while more recent 

distributed database management systems take into consideration local processing costs 

as well. Although faster commutation networks are available today and the trend will 

continue, transmission cost is still a major component of the total costs needed to count. 

We extend the cost model in previous section to distributed query optimization, taking 

transmission cost into account. After the fragmented queries are completed in the local 

level, the results in each sites can be considered as an intermediate relation. These 

intermediate relations need to be joined to produce the final answer to the original query. 

From this point of view, we are now faced a new query optimization problem in which 

the relations are residing in different places. Even if we still restrict our search to L space, 

the problem is more complex than the one discussed in the previous sections. First, the 

transmission cost should be considered since it is a major component, if not a dominating 

factors, in the total cost fimction. Second, the search space becomes larger. Suppose 

relation (either base relation or intermediate relation) i is joined with relation j and 

followed by the joining of relation 1. We now have two choices: either move the 
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intermediate result from joining relations i and j to the site where relation 1 is located or 

transmit relation 1 to the site where relations i and j was joined. This site can be the site 

relation is located or relation j is located depending on the decision made on joining 

relation i and j. So the total number of strategies in the space of left-deep tree for this step 

of distributed query optimization is now (N+l)!*2'^ instead of (N+1)!, where N is the 

number of relations (i.e. the number of sites). Let D = (din, ) ^>6 the matrix of unit 

transmission cost from site m to site 1. So the transmission cost of relation i with size v(i) 

located at site i to site j is v(i)*dij. The cost fimctions in the previous section can thus be 

modified by adding the cost of transmission. So the distributed query optimization 

problem at this step of distributed query processing is quite similar to the query 

optimization, or more specifically, query ordering problem discussed in previous section 

except that 

(1) the transmission costs need to be added to the cost functions; and 

(2) in addition to the ordering of joins decided by (based on) the processing tree, the 

total costs are usually different depending on which relation is transmitted to the other 

site; and 

(3) the cost of transmitting the final results to the place where the original query is 

issued should be added to the total cost when the strategies are evaluated. 

In next chapter, we will discuss the solution methods mainly for the query optimization 

problem (join ordering problems) in the previous section. Needless to say, the algorithms 
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should be modified accordingly if used for distributed query optimization described 

above. 

Since the forms of the cost functions for them are quite similar, this extension should not 

be very difficult. And the computational results firom the local query optimization should 

also shed some light on the quality of solutions if modified algorithms are used for the 

distributed version of query optimization. Some simple heuristics may be used to simplify 

the distributed query optimization. For example, we may assume that an intermediate 

relations will always be transmitted to the other site and the permutation of the relations 

will then decide the joining process (including the order of joins and how the relations are 

moved). 

5.6 Summary 

In this chapter, we systematically analyze and formulate the problem of large join 

queries in large scale distributed database systems. We explains how to and why is 

reasonable to transform the query optimization problem into the problem of ordering 

joins in order to reduce the search space and consequently tremendously simplify the 

problem. 

The solution methods for query optimization will be discussed and preliminary 

computational results will be presented in the following two chapters. 
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6 SOLUTION METHODS FOR QUERY OPTIMIZATION 

6.1 Introduction 

In the previous chapter, we showed that the query optimization problem can be 

transformed to a join ordering problem and discussed the related models. Join ordering is 

a combinatorial optimization problem and proved to be NP-hard. So it is highly unlikely 

one could devise a polynomial algorithm to solve it efficiently. In this chapter, we 

describe several heuristics with which we will experiment on searching on the L spaces 

for query optimization. We will show how two of the algorithms, nearest neighbor and 

farthest insertion, used to solve traveling salesman problems, are adopted for the query 

optimization problem. We also briefly describe the genetic algorithm and show how to 

apply it to solve the query optimization problem. 

6.2 Order Construction procedures 

The algorithms discussed in the section are order construction procedures, which build 

on an approximately optimal order staring from some initial point(s) based on the 

selectivity matrix and the size of the relations. 

6.2.1 Random Sampling 
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Denoted by RS, the technique of random sampling is one of the simplest. One keeps 

generating new 'random' solutions (i.e. a permutations), remembering the lowest cost 

state visited. When the algorithm terminates (imder the stopping criterion such as number 

of generations, the running time limits, etc.), the lowest cost solution encountered is 

output as the best solution found. 

Methods for generating random permutation are well known. We use the method 

shown in figure 6.1 to get new random permutations. 

/* c code segment to obtain a random permutation */ 
{ 

for (i=0; i<N; -H-i) 
tseq[i] = i; 

for (i=N; i>0; —i) { 
fu = (double) randO/RAND_MAX; 

/* 

do { 
fu = (double) randO/RAND_MAX; 

} while (fu=1.0) 
*! 

iu = (int) (fu*i); 
porder[i-l] = tseq[iu]; 
for (k = iu+1; k<i; -H-k) { 

tseq[k-l] =tseq[k]; 
} 

} 
forO=N;i>0;-i) { 

perm[i] = porder[i-l]+l; 
} 

Figure 6.1 Generating random permutations 
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6.2.2 Nearest Neighbor 

Nearest neighbor algorithm is one of the most simpleminded and yet appealing greedy 

algorithms for constructing an order. It is simple to code and very efficient to perform. 

Starting from a random initial point, each run takes 0(N^) operations. Since we can start 

from at most N initial points, the time complexity for nearest neighbor algorithms is Q 

(N^). Because of the cumulative multiplication type of objective fimctions in query 

optimization, a greedy algorithm like nearest neighbor may be attractive and effective as 

well efficient. 

Nearest Neighbor Algorithm works as follows: 

step 1. Start with a partial order consisting of a single, arbitrarily (randomly) selected 

relation P,; 

step 2. Suppose the current partial order is P], P2, P3,..., P^, k<n. Let P^+i be the relation 

which is not currently on the order and closest to P^, and add Pi^+i to the end of 

the (partial) order by connecting P^ and P^+i; 

step 3. Repeat step 2 until the current order contains all the relations. 

6.2.3 Farthest Insertion 

Since the selection of the optimal ordering for a query is generally NP-complete, i.e., 

computationally intractable as we discussed in last chapter, the actual objective of the 

query optimizer is to find a strategy close to optimal and, perhaps more important, to 
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avoid the bad strategies (Ozsu and Valduriez, 1991, p. 210). Farthest insertion algorithm 

may be a good candidate serving this kind of strategy. Although it may seem strange to 

see that farthest insertion chooses the locally worst point (farthest point) to link, rather 

than the best, there are reasons that this might not be a bad idea after all. The farthest 

cities will be eventually connected to the order sooner or later. Putting the farthest points 

in first residts in the establishment of the outline for the overall shape of the order. The 

order is then refined by adding m the remaining points that are close enough so that their 

addition has only minor effects on the overall order length. Empirical evidences show that 

farthest insertion is among the best heuristics for solving traveling salesman problems 

with Euclidean distance (See Lawler et al., 1985; Rosenkrantz et al., 1977). Since our cost 

models of query optimization are much more complex due to the factors such as the sizes 

of the relation, selectivity, etc., it is not clear at all how well farthest insertion algorithm 

performs. Nevertheless, it is interesting and worthwhile to test the effectiveness of 

farthest insertion algorithm for query optimization. 

Farthest insertion algorithm: 

step 1. Start with a partial order consisting of a single, arbitrarily chosen relation i; 

step 2. If the current partial order does not include all the relations, find the relation k 

which is farthest from the current partial order, i.e., choose relation k, not on order T, 

which maximizes min{Sjij*V|j: j is on T}, where v^ is the size of relation k and Sj^ is the 

selectivity between relations j and k. 

Step 3. Add k to the current order in the best place it fits: 
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1. If T consists of single relation i, then the new order T' is the two-relation partial 

order consisting of the sequence {i,k}; 

2. If T consists of more than one relation, let {i, j} be the two relations of T that 

minimizes the objective function if k is inserted between these two relations and build the 

new order T' by iixserting relation k between relations i and j, i.e., obtain the new order 

i,k,j,...}. 

63 Genetic Algorithms 

Since the query optimization problem is a difficult combinatorial optimization problem 

with complicated objective functions, it is not easy to deal with by most ordinary 

techniques, either exact or heuristics. We thus choose to make use of another technique, 

genetic algorithm, to search for solutions to the query optimization problem. Our major 

goal is not to outperform or to find better solutions than the other heuristics approaches, 

but to show that genetic algorithms may be very effectively applied to the query 

optimization problem with very large number of relations and to describe in some details 

how to accomplish it. 

6.3.1 Genetic algorithm background 

In this subsection, we briefly describe the genetic algorithms. For more detailed and 

complete explanation of genetic algorithms, please refer to Goldberg (1989), 

Michalewicz (1994). Genetic algorithms are a family of computational models inspired by 



nature, or more specifically, by biological evolution. The concept of Genetic Algorithms 

was first presented formally by John Holland (1975) and is thoroughly described in many 

texts (e.g. Davis, 1987; Davis, 1991; Goldberg, 1989; Michalewicz, 1994). Holland's work 

was based upon attempts to mimic in a computational environment the processes of natural 

selection proposed more than a century ago by Charles Darwin (1859) in his controversial 

work - 'The Origin of the Species' by means of natural selection. 

A Genetic Algorithm generates a family of randomly generated solutions to the problem 

being investigated. Each of the solutions is evaluated to find out how fit it is, and a fitness 

value is assigned to each solution. At this point the solutions can be seen to be analogous to 

chromosomes in nature: a chromosome consists of a string of genes in evolution while a 

solution consists of a string of elements. The individuals are then given opportunities to 

'reproduce' based on their fitness. Usually, pairs of solutions are selected for reproduction, 

with a bias towards the best solutions being chosen (in analogy of the concept of survival of 

the fittest). The chosen parents exchange parts of their genetic materials to produce a pair of 

new solutions. The purpose of this so-called 'Crossover* operator is to allow the best 

characteristics of ancestors (solutions) to combine in order to produce better offsprings 

(solutions) whose fitness is great than that of either parent. 

One of the most common operators applied is that of IVlutation' as it can arise in nature 

and can make striking changes to the features of an individual. Mutation is applied at 

random to genes (elements) in solutions. If the solution is represented as a string of bits, 

mutation changes a bit to the different value. For example, if a solution is represented as 
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'01010010' and the third bit is randomly selected for mutation, the solution then becomes 

'01110010'. 

Genetic Algorithms are widely applied to optimization problems, often run with and/or 

against other optimi2ation methods, such as hill climbing techniques, simulated annealing, 

neural networks, etc. Genetic algorithms tumed out to be viable and/or promising technique 

and has been accepted by more and more researchers. The main advantage of genetic 

algorithms over the more conventional methods is that the classic methods usually require a 

continuously differentiable function. A genetic algorithm, on the other hand, only requires 

that a solution can be represented as a list of genes (elements), which makes genetic 

algorithms very attractive. One of the key advantages of the genetic algorithms to search for 

solutions is that genetic algorithms do not rely upon specific knowledge of the problems on 

hand. They perform a purely non-heuristic search through the solution space and only the 

fitness function needs to apply information specific to the problem. They are so robust and 

flexible that they are applied to and work well in very complex systems, such as those with 

discontinuous, multimodel, noise search spaces (Goldberg, 1989). 

Genetic algorithms may be more suitable to complex problems that simple ones. 

Although they can be classified as probabilistic algorithms, they are very different from 

other random algorithms in the way that they combine the elements of directed and 

stochastic search. They tend to balance two objectives: exploiting the best solution(s) and 

exploring the search space. Unlike random search, which explores the search space but 

neglects the exploitation of the promising neighborhood (or regions) of the space, or hill 
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climbing, which exploits the best solution for possible improvement but ignores exploration 

of the search space. 

Another important property of genetic algorithms is that they usually maintain a pool 

(population) of potential solutions while almost all other methods process only a single 

point of the search space. This property has two important implications: first, it means the 

important characteristic of efiBcient parallelization (sometimes called implicit parallelism) 

which we do not exploit in this study; and second, the genetic algorithms provide not only 

the 'best' solution, but also a pool of good solutions that shed light on the effects of 

alternatives available. Further more, one can easily implement genetic algorithms such that 

multi-criteria be evaluated. This feature is extremely important nowadays since most, if not 

all organizations have many diverse and often conflicting objectives. 

Because of their advantages or characteristics mentioned above, genetic algorithms are 

becoming a widely used and accepted technique for very difficult optimization problems, 

such as assembly line balancing problem (Anderson and Ferris, 1994), bandwidth 

allocation of ATM (Pan and Wang, 1991), channel assignment (Cuppini, 1994), database 

design (RJio, 1995), facility layout (Chan and Tansri, 1994; Suresh et al., 1995; Tarn, 

1992), flow shop (Reeves, 1995), job shop problem (Croce et al., 1995; Domdorf and 

Pesch, 1995), mapping problem (Chockalingam and Arunkumar, 1992, 1995), 

multiprocessor scheduling (Hou et al., 1994), query optimization (Bennett et al., 1991), 

quadratic assignment problem (Maniezzo et al., 1995; Tate and Smith, 1995), sequencing 

and ordering (Bean, 1994; Poon and Carter, 1995; Rubin and Ragatz, 1995), traveling 
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salesman problem (Fox and McMahon, 1991; Goldberg and Lingle, 1985; Grefenstette et 

al., 1985; Jog et al., 1989; Nygard and Yang, 1992; Oliver et al., 1987; Ulder et al., 1991; 

Whitley et al., 1989), among many others. 

6.3.2 Genetic algorithm components 

The structure of a genetic algorithm is shown in Figure 6.2. 

PSEUDO CODE 
Algorithm Genetic Algorithm (GA) 

Input: 
Output: 

begin 
// start with an initial time 
t :=0;  

// initialize a usually random population of individuals 
initpopulation P (t); 

// evaluate fitness of all initial individuals of population 
evaluate P (t); 

// test for termination criterion (time, fitness, etc.) 
while not done do 

begin 
// increase the time counter 
t :=t+ 1;  

// select a sub-population for offspring production 
P' := selectparents P (t); 

// recombine the "genes" of selected parents 
recombine P' (t); 

// perturb the mated population statistically 
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mutate P' (t); 

// evaluate it's new fitness 
evaluate P' (t); 

I I select the survivors from actual fitness 
P := survive P,P' (t); 

end-do 
end. {GA} 

Figure 6.2 A genetic algorithm 

The major aspects of a genetic algorithm are described below: 

Representation (coding) 

The first, and perhaps the most important step in applying a genetic algorithm to a 

problem is to devise a suitable coding (representation) for the problem. The potential 

solution is represented as a finite-length string over a finite alphabet. These strings (often 

referred to as genes) are joined together to form another string of values (known as 

chromosomes). Holland (1975) first showed that the ideal is to use a binary alphabet for the 

string and many applications today still use a string of binary digits to represent 

chromosome (solution). For instance, if we want to minimize a function of two variables, 

f(x,y), we might represent each variable by a 8-bit binary number (that is suitably scaled). 

The resultant chromosome would therefore consist of two genes, and contain 16 binary 

digits. However, the values on the chromosome should be able to be arranged and 
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interpreted as needed. For example, the chromosome may represent integers, discretized real 

numbers, as well as Boolean values. 

The fitness function 

Needless to say that a suitable fitness function must be devised. The fitness function will 

interpret the chromosome and evaluate the chromosome's fitness (usually a single 

numerical value) that is supposed to be proportional to the 'ability' or 'utility' of the 

individual which the chromosome represents. The fitness function needs to be defined over 

the set of possible chromosomes. Since the fitness function must accurately measure the 

desirability of the features represented by the chromosome and the large number of times 

the fianction will be called during the execution of the genetic algorithm, the definition of 

this function is crucial and should make the evaluation as efficient as possible. Obviously, 

the definition of the fitness flmction is problem dependent. For function optimization 

problems, the fitness fiinction should be the flmctions to be optimized. For many other 

problems, there may be other performance measxires we want to optimize. 

Reproduction 

The reproduction process includes the selection, crossover (mating), and mutation of the 

chromosomes. 

Selection 

Individuals are selected from the population and then recombined, producing offsprings 

(in the new generation). Parents are randomly chosen from the whole population using a 
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scheme that favors the more fit individuals: fitter individuals may be selected more often 

than those less fit. 

Crossover 

Crossover (usually) takes two individuals, and cuts their chromosome strings at some 

randomly chosen point. The 'tail' segments of the two strings are then exchanged to 

generate two new fiiU length chromosomes, each of which inherits some genes 

(characteristics) fi-om each parent. See figure 6.3. Crossover is not usually applied to all 

individuals and individuals are randomly chosen for crossover. If crossover is not applied, 

offsprings are produced simply by duplicating the parents through the selection process and 

the individual hence has a chance to pass on its genetic materials without the disruption of 

crossover. It is more desirable if offsprings firom crossover are fitter than their parents. 

However, it is quite possible that crossover generates offsprings of low fit. These low fit 

individuals, will be less likely to be selected for reproduction in the next generation. The 

following is an example of crossover and mutation: 

before crossover 
10101010 111|10000 
llOOllOO 110101100 

after crossover 
1010101011101100 
11001100 11010000 

which may be mutated into; 
10111010 11101000 

11001100 01010000 

Figure 6.3 An example of crossover and mutation 
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Mutation 

After crossover is completed, mutation is applied to each offspring individually. Mutation 

alters each gene with a typically small probability. For the binary alphabet cases, this is 

done simply by changing the bit value from 1 to 0 or vice versa Figure 6.3 shows that 

genes of the two chromosomes are mutated at two and one position, respectively. 

The reproduction process actually manipulates the individual chromosomes and must, 

therefore, be decided with the underlying encoding of the chromosomes in mind. When 

defining reproduction operators like crossover, which performs a 'crossover' or mating of 

two chromosomes, care must be taken such that the mixing of gene values will produce 

viable offsprings. Otherwise, repairing (with cost) will have to be done to fix the nonviable 

offsprings. The same is true for mutation. 

Crossover is considered to be more important than mutation for exploring the search 

space rapidly. Mutation provides a small amount of random search and is used to ensure 

that selection and crossover do not lose potentially useful genetic materials. In other words, 

it is supposed to help ensure that no point in the search space would have no chance to be 

examined. 

Control parameters of a genetic algorithm 

There are several other control parameters that govern the genetic algorithm search process. 

The major ones are: 
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Number of generations specifies how many times the population will be replaced through 

reproduction. 

Population size determines the number of individuals (chromosomes) available for use 

during the search. If the size is too big, the genetic algorithm will spend unnecessarily long 

time evaluating chromosomes. If there is too few genetic material, the search may have no 

chance to adequately cover the search space. 

Crossover rate is the probability of crossover (mating) between two chromosomes. 

Mutation rate specifies the probability that values of genes of a newly created (or selected) 

offsprings will be randomly changed. 

Since our major purpose of this part of the dissertation is to devise algorithms and 

compare their effectiveness to solve the query optimization problem, not find the best set of 

parameter values for a specific or a group of instances, we only discuss and test the 

parameters briefly. 

6.3.3 Applying a genetic algorithm to query optimization 

Our approach to the query optimization problem uses a genetic algorithm to search 

through the space of left-deep trees over the set of relations. As we mentioned before, the 

search space is a set of permutation of N relations. Any single permutation of N relations 

yields a solution (which determines the join ordering). The optimal solution is the 

permutation which yields the minimum cost of the order among the N! possible ones. 

Representation 
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Unlike many other applications of genetic algorithms, it is not clear how the 

chromosomes should be represented in query optimization problem. We have two basic 

choices: (1) leave a chromosome to be an integer vector (e.g. [I 2 3... N-1 N]), or (2) 

transform it into a binary string. In a binary representation of N relation query 

optimization problem, each relation should be coded as a string of riog2 n1 bits. A 

chromosome is thus a string of N* f log2 n1 bits. A problem arises: some sequences of a 

string offlog2 n1 bits maybe do not correspond to any relation and thus the chromosomes 

do not represent a solution which should be a permutation of N relations. In addition, a 

mutation or crossover may produce a sequence that is not a permutation. For instance, a 

number i may appear twice while a number j is missing from the sequence. Obviously, 

some sort of 'repair algorithm' is needed to fix a chromosome if binary representation is 

used. 

The alternative integer vector representation may be more straightforward. However, 

cares have to be taken to avoid illegal sequences resulted from crossover and mutation. 

Instead of using 'repair' mechanism, we can incorporate the knowledge of the query 

optimization problem into some of the reproduction operators to avoid illegal 

chromosomes. 

The query optimization problem is similar to the TSP problem in the sense that a 

permutation with minimum cost is searched. We again can adopt some of the ideas 

developed for solving TSP using genetic algorithm. Several vector representations for 

TSP have been presented during the past few years. Among them, adjacency 
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representation, ordinal representation, path representation are commonly used. We choose 

to use path representation in our study. In the following, we will briefly discuss the path 

representation. For details on other two representation methods, one is referred to 

Michalewicz (1994). 

The path representation is employed in this research mainly because it is perhaps the 

most natural and straightforward representation of a permutation (tour, order). For 

instance, a tour 

2-7-4-10-6-8-1-9-7-5-3 

is represented as 

(27 4  1068 1 975 3) .  

Path representation has its own 'genetic' operators. There have been three crossover 

operators considered connected with TSP: cycle (CX) (Oliver et al., 1987), order (OX) 

(Davis, 1985), partially mapped (PMX) (Goldberg and Lingle, 1985). In this study, the 

order crossover (OX) is used. OX works as follow: 

Offsprings are generated by choosing a subsequence of a tour from one parent and 

preserving the relative order of cities from the other parent. For instance, the two parents 

(with two cutting points indicated by '1') are as follows: 

parent 1: (13|579 10|2 864) 

parent l :  (38 |216 9 14 10 75)  

First, the subtours between the cutting points are preserved in the offsprings: 

offspring 1: (xx|579 10|xxxx) 
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offspr ing2:  (xx |216 9 |xxxx)  

Second, starting from the second cutting point of one parent, the cities from the other 

parent are copied in the same order, deleting the cities already presented. The sequence 

cities in the second parent (starting from the second cutting point) is 

4-10-7-5-3-8-2-1-6-9 

after omitting cities 10, 7, 5, 9, which are already in the first offspring, we have 

4-3-8-2-1-6 

Placing the segment above in the first offspring (starting from the second cutting point) 

results in the following new tour: 

offspring I: (16|5 79 10|4382) 

By the same procedure, we get the other offspring: 

offspring 2: (7 10|2169|8435) 

Because some parents may generate more than one offspring in the selection process, 

two identical individuals may be chosen for the crossover process. We modify Davis' 

procedure so that two different offsprings will be generated after crossover even if the 

two parents are identical. When we place the segment obtained from parent 1 into 

offspring 2, we start from the beginning of the tour, in stead of starting from the second 

cutting point. So we actually get: 

offspring 1: (16|579 101438 2) 

offspring 2: (84|2169|357 10) 

Mutation 
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Mutation is an unary operator that supplements recombination operators. In this study, 

we use the reciprocal exchange mutation that swaps the number at position i and the 

number at position at i+1, i<N. The number at position N is switched with the number at 

position 1. This simple mutation guarantees that the resulting offspring is a legal 

permutation and no repairing process is required. 

Selection 

In some application of genetic algorithm, the choice of evaluation fimction is the 

hardest task. This is not the case in query optimization. Although the evaluation functions 

can be very complex and expensive to compute, they has very clear definition and 

meaning. They also indicate the fitness of individuals accurately. In most genetic 

algorithm applications today, the selection is based on the relative fitness of the 

individuals. For example, a chromosome is selected based on the ratio of the individual 

fitness over the total fitness of the whole population. While this method is reasonable and 

works very well in many applications, it might not be very suitable for our purpose. In 

query optimization, the fitness of individuals in a population vary considerably (we can 

see two individuals with fitness difference larger than 10^°° for query optimization 

problem of 100 relations in chapter 7). If selection is based on the relative fitness of the 

individuals, some chromosomes will have virtually no chance to produce offsprings while 

others may generate many. This tends to result in the premature convergence of the 

genetic algorithms and the search space will not be adequately searched. To avoid this 

problem, we suggest the following scaling scheme: sort the chromosome in descending 
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order based on their objective function values, and assign the best individual the fitness 

value N, the second best individual N-l, and so on, i.e. 

order 1 2 3 ... N-l N 

fitness N N-l N-2 ... 2 1 

prob. N/T (N-l)/T (N-2)Ar ... 2/T lAT 

where prob. is the probability that an individual be selected to produce offspring and T is 

the total (scaled) fitness value, i.e. T = (N+l)*N/2. 

6.4 Order Improvement Procedures 

The algorithms discussed in the section are order improvement procedures, which start 

with a feasible (or legal) order and seek to improve the order via a sequence of 

interchanges. 

6.4.1 Hill Climbing 

Hill climbing is a classic technique in optimization. They are several versions of 

hillclimbing algorithms that differ mainly in the way a new solution is selected for 

comparison with the current point. The version of hillclimbing algorithm we use in our 

study is the steepest descent hill climbing algorithm. The pseudo code of the steepest 

decent hillclimbing algorithm is as follows (Figure 6.4): 

PSEUDO CODE 
Algorithm Hill-Climbing Algorithm (HCA) 



Input: 
Output: 
begin 

// start with an initial iteration 
t :=0;  

repeat 
local := false; 

I I initialize a random solution or a solution from other procedure Vj 
initsolution Vi; 

I I evaluate the initial solution 
evaluate Vt; 

I I test for termination criterion 
while not local do 
begin 

I I select new solutions in the neighborhood of Vt 
select new solutions X,; in the neighborhood of Vj 
evaluate Xtj; 
X* := Min X^ 
if X* < Vt 

VT :=X*; 
else 

local := true; 
end-do 

until (local := true) 
end. {HCA} 

Figiare 6.4 Hill climbing algorithm 

6.4.2 Relation Exchange Procedures 

Edge exchange is one of the best-known tour improvement procedures used 

composite algorithms for TSP. It works as follows: 
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r edges in a feasible tour are exchanged for r edges not in that tour under the conditions 

that the result remains to be a feasible solution and the length of the new tour is less than 

that of the previous tour. Exchange procedures are usually called as r-opt procedures 

where r is the number of edges exchanged each time. A r-opt procedure tests all 

exchanges of r edges until there is no feasible exchange that could improve the current 

solution. This solution is, therefore, often referred as r-optimal. Obviously, the larger the r 

is, the more likely it is that the final solution is optimal. However, the computational 

requirements to test all r exchanges increase rapidly as the r increases. Consequently, 

values of r=2 or r=3 are more often used in practices. For more discussion on edge 

exchange for TSP, one is referred to (Frieza et al., 1982; Kanellakis and Papadimitriou, 

1980; Lawler et al., 1985; Lin, 1965; Lin and Kemighan, 1973). The success of the edge 

exchange algorithms motivates us to search for similar local improvement algorithms for 

the query optimization problem. The edge exchange algorithms might not be good 

choices for the query optimization problem we are trying to solve. When the edges are 

exchanged in TSP, only very limited computations are needed to get the new objective 

value. This is simply not the case for the query optimization. Usually, if an edge is 

exchanged for another, we need to compute the objective values again, which is much 

more expensive than the procedure in TSP. We suggest here that reciprocal exchange 

procedure is used. More specifically, we employ the procedure which swaps two relations 

to get better solutions. The reciprocal exchange procedure works as follows: 
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Step I. Start with a initial solution (permutation) obtained from other procedure 

(including a random permutation); 

step 2. find the two relations i and j which, if swapped, will result in maximum cost 

reduction. If no pair of relations can be found to reduce the current cost, a local optimal 

solution is obtained, stop. Otherwise, repeat step 2. 

The reciprocal exchange algorithm is also shown in figure 6.5. 

PSEUDO CODE 
Algorithm Reciprocal Exchange Algorithm (REA) 
Input: 
Output: 
begin 

// start with an initial iteration 
t:=0; 

repeat 
local := false; 

// mitialize a usually random solution or a solution from other procedure Vj 
initsolution 

11 evaluate the initial solution 
evaluate Vj; 

11 test for termination criterion 
while not local do 
begin 

I I select new solutions in the neighborhood of Vf 
select new solutions Xjj in the neighborhood of Vj 

by swapping two relations in Vj 
evaluate 
X* := Min X,; 
i fX*<Vt  

Vt:=X*; 
else 
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local := true; 
end-do 

until (local := true) 
end. {REA} 

Figure 6.5 Reciprocal exchange algorithm 

Like the edge exchange algorithms, the two swapping procedure can be extended to r 

swapping procedures. 

6.5 Two Stage Methods 

The algorithms discussed in the section are two stage methods (composite procedures), 

which apply the order construction procedures to begin with and order improvement 

procedures next. 

First, heuristics may find a solution which is even not a local optimal point. Some 

instances might cause a heuristic to break down. So it is in general useful (or even 

necessary) to use some local improvement procedures to obtain better solutions after a 

order construction procedure is completed. Heiaristics, including the ones we discussed 

above, are not very expensive in term of computation time. So it is also feasible to 

combine them with some other local improvement procedures in order to find better, local 

optimal solution(s). 

For optimization problems such as TSP and query optimization, we may be better off 

to enhance the GA algorithm. Since GA randomly searches some point in the solution 

space, it may end up with a point which is even not the local optimal point. (This partially 



109 

explains why GA can miss some obvious better solutions which are in the neighborhood 

of the current solutions). We suggest that for optimization problems in general and for 

query optimization in particular, a post processing procedure be added to the GA. More 

specifically, we suggest that some techniques such as HCA or other local improvement 

procedures are used to find the local optimal points after the GA procedure is terminated. 

(The global optimal pomt is the local optimal point with best objective values). For 

instance, in solving the query optimization problem, we may keep records of m best 

solutions in the GA procedure. After we finish the GA procedure, instead of just selecting 

the solution with best objective value so far, we may using these m solutions (points) as 

our initial solutions (strings) in HCA and proceed with the HCA procedure. The final 

results we will get will be at least as good as those we get from GA and (conceivably) can 

be better in some, if not most, cases. 

We can test all the combinations of the order construction procedures and local 

improvement procedures, e.g., genetic algorithms and hill climbing, nearest neighbor and 

hill climbing, farthest insertion and hill climbing, etc. 

6.6 The Performance of the Heuristics 

Since the query optimization problem is NP-hard in nature, the approaches to solving 

the problems are usually heuristics. We have followed the trend and presented a couple of 

heuristics that work very well for the traveling salesman problems. Since our query 

optimization problem is at least as hard as the general traveling salesman problem in 
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worst case analysis and in practice harder than the general traveling salesman problems in 

some sense, it is highly unlikely that one can devise some polynomial algorithms or even 

heuristics that will perform better than those for the traveling salesman problems. How 

well can the heuristics perform theoretically? For the sake of completeness of the 

dissertation, in the following, without detailed proof, we listed several results related to 

heuristics for the traveling salesman problems, which should also shed some lights on the 

worst-case performance of heuristics for solving the query optimization problems. 

Theorem 6.1 (Sahni and Gonzalez, 1976): Suppose there is a polynomial-time 

heuristic A for the TSP and a constant r, 1 < r <oo,, such that for all instance of I, 

AO) < V OPT(I). 

Then P=NP. 

Theorem 6.2 (Papadimitriou and Steiglitz, 1977): If A is a local search algorithm 

whose neighborhood search time is bounded by a polynomial, then, assuming P ^ NP, A 

carmot be guaranteed to find a tour whose length is bounded by a constant multiple of the 

optimal length, even if an exponential number of iterations is allowed. 

Frieze et al. (1982) showed that many polynomial time heuristics (including nearest 

neighbor, cheapest insertion, interchange algorithms like Lin and Kemighan (1973)), 

have worst-case ratio r which is 0(n), and only one, a repeated assignment heuristic, has r 

< log n. 

6.7 Summary 



I l l  

The query optimization, or more specifically, the join ordering problem in large scale 

distribued database systems is an very hard (NP-hard) combinorial optimization problem. 

The search space is huge even if we limit our search to L space which consists of only 

left-deep trees. In Chapter 5, we analyzed the problem and developed models for query 

optimzation in large scale distributed systems. In this chapter, order consruction, order 

improvement and composite algorithms are discussed. Genetic algorithms are described 

and the procedures to adopt genetic algorithm to solve query optimization problem are 

given. 
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7 COMPUTATION EXPERIMENTS ON QUERY OPTIMIZATION 

7.1 Introduction 

In Chapter 5, we analyzed and formulated the problem of large join queries in large 

scale distributed database systems. We showed how to transform the query optimization 

problem into the problem of ordering joins in order to reduce the search space and 

consequently tremendously simplify the problem. Chapter 6 described the solution 

methods for the models developed in Chapter 5 for query optimization in large scale 

distributed systems. Order construction, order improvement and composite algorithms 

were discussed. Genetic algorithms were also described. The procedures to adopt genetic 

algorithm to solve query optimization problem were given. In this chapter, we describe 

some computational experiments we conducted on the models and solution methods 

presented in Chapters 4 and 5. The numerical results are presented and compared. 

7.2. Computational Results 

In order to find how effective and/or efficient we can solve query optimization 

problems using the algorithms discussed in last chapter and to observe the advantages 

(characteristics) and/or disadvantages (limitations, pitfalls) of the algorithms over each 

other, some computational experiments were conducted. We tested the order construction 

algorithms, including random sampling, nearest neighbor, farthest insertion, and genetic 



113 

algorithms. To evaluate the quality of the solutions and for completeness, we employed 

exhaustive search (ES) and found the optimal solutions for all the 10 instances when the 

number of relations (N) equals 10. All the solution methods were coded in C. The 

experiments were mostly run on a lightly loaded DEC Alpha AXP 2100 4/275 system 

(275mhz, 256Mb main memory) running Digital UNDC V3.2C except that genetic 

algorithms were run on a Convex C240 Minisupercomputer (1 Gb main memory) ruiming 

Convex OS VI 1.0 and exhaustive search was run on a IBM RS/6000-590 system 

(P0WER2,66 MHz, 512 Mb main memory) running AIX V3.2.5. 

In the experiments we conducted, we use 10 different queries for each N, where N is 

the number of relations, N = 10, 20, 60, 100, 140. This gives a total of 50 different 

queries. The experiments were performed using the main memory cost model described 

in Chapter 5. Since the cost models are quite similar, we expect that solutions at about the 

same level of quality can be obtained if other models are employed. 

All the 50 queries are randomly generated. The size of each relation, Vj, is randomly 

generated and falls in the range [1,50] and the selectivity, Sy, between relations i and j 

are randomly generated and takes the values between 0 and 1, i.e. 

Vj e [1,50] and 

Sij e [0,1]. 

When N = 10, we test the following algorithms: 

Exhaustive search (ES), 

Random sampling (RS), 
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Genetic algorithm (GA), 

Nearest neighbor (NN), and 

Farthest insertion (FI). 

For exhaustive search, we generate and evaluate all the 10! = 3628800 QEPs and find 

the solution with lowest objective value. For nearest neighbor (NN) and farthest insertion 

(FI), we start the algorithms with 10 different initial points. In other words, the algorithms 

are run 10 times with different initial points. For random sampling (RS), we employ three 

different number of sample sizes (which is the number of random permutations 

generated): 1000, 10000, and 100000. For genetic algorithm, we use the following set of 

parameters: 

Parameters Values used 

Population Size 10 chromosomes 

Number of Generations 100, or 1000, or 10000 

Crossover Percentage 0.2 percent 

Mutation Percentage 0.05 percent 

To facilitate comparison and analysis, the computational results are summarized in 

Table 7.1. The numerical numbers under RS are the number of sample permutations 

(solutions) generated and the number under GA are the number of generations run before 

the process stops. We also conduct experiments for N = 20, 60, 100, and 140. The results 

are listed in Table 7.2, Table 7.3, Table 7.4, and Table 7.5. For GA, the same set of 

parameters are used with the three different nimibers of generations. For RS, three 
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different sizes of samples are tested. For NN and FI, the number of runs initial points are 

set to N, the number of relations. The major parts of Table 7.6 were also depicted in 

Figiures 7.1-7.10, each of which represents one instance. In these figures, RS stands for 

RS 100000, and GA stands for GA 10000, in the corresponding tables while RS 1000, RS 

10000, GA 100, GA 1000, are not included in the figures. In the same fashion, the results 

in Table 7.8 were depicted in Figures 7.11-7.20 and Table 7.10 in Figures 7.21-7.30, 

respectively. 

We use relatively small population size in GA. When the population size is 10 and 100 

generations are produced, we examine about 1000 individuals. So it is reasonable and fair 

to compare the results for GA 100 vs. RS 1000, GA 1000 vs. RS 10000, GA 10000 vs. 

RS 100000. From Tables 7.1 through 7.5, it appears: 

GA outperforms RS; 

NN and FI generate comparable, if not better, result as RS 100000 produces. Since FI, 

especially NN, is much more efficient, we think that these results show that NN and FI 

are viable alternatives for solving the query optimization problems; 

The nearest neighbor algorithm performs better than farthest insertion algorithm when 

N is small. As N increases, the later does better than the former. It is easy to see that NN 

is more efficient that FI; 

Overall, GA outperforms all other algorithms. When N=10, GA generates the optimal 

solution nine of ten times. When the solution is not optimal (for instance 8), the result is 
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close to the optimal value (it is, actually, about %13.7 above the optimal value) and is the 

best one among the heuristics; 

Since we use N initial points for NN and FI, there is no way that we can improve the 

results for NN and FI. So NN and FI have disadvantages compared to GA. In GA, it is 

possible to get better solutions by using better parameter (mutation rate, crossover rate) or 

increase the number of generations to be run; 

GA is least efficient among the algorithms tested (ES not included); 

When N is small, FI, especially NN, generates good solutions. However, as N 

increases, the quality of solutions produced by NN and FI decreases. 

To see how GA performs as control parameters change, we ran another set of tests with 

different sets of parameters. The results are summarized in Table 7.6, Table 7.7, Table 

7.8, Table 7.9, and Table 7.10, respectively for N = 10, 20, 60, 100, and 140. To facilitate 

comparison, we also put the results that were originally included in Table 7.1, Table 7.2, 

Table 7.3, Table 7.4, and Table 7.5 for other algorithms in these tables. We observe that 

with the new set of control parameters, GA performs even better. It shows again that GA 

may be a very promising algorithm to solve the query optimization problem. 

7.3 Summary 

The problem of optimi2dng very large join queries is a extremely hard combinatorial 

optimization problem. We implement and conduct computational experiment on several 

algorithms developed in Chapter 6. Among them, the genetic algorithm is more complex 
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to implement but does fare well in the comparisons. These computational results lead us 

to believe that it will be more profitable to experiment with the genetic algorithms. While 

many researches have been conducted to find best set of parameters for a genetic 

algorithm to solve a particular problem, we doubt the effectiveness of this method. It 

seems to us that it would be hard, if not impossible to find a set of parameters which are 

suitable for all instances for that particular problem. We would like to suggest that 

different sets of parameters be used to avoid bad QEPs for the query optimization 

problem. 

The quality of the solutions obtained from our preliminary computational experiments 

indicates that we are doing quite well in solving the large join query optimization 

problem. Nevertheless, it is worthwhile to mention that our experiments are very limited 

and the observations should not be generalized without further investigation. GA and 

other heuristics have their own advantages and disadvantages. For some complex, large 

scale NP-hard problems like query optimization, GA may be a viable technique and is 

prefered because of its robustness and flexibility and its capability to exploit and explore 

the search spaces. 



Table 7.1 Objective values for ES, RS, OA, NN and FI (N=10) 

ES RS RS RS GA GA GA NN Fl 
1000 10000 100000 100 1000 10000 

1 979.305 8289.49 8289.49 7440.83 2.40957e4 1102.47 979.305** 979.305** 5.45368e4 
2 3.53257e6 4.68525e7 2.09419e7 1.24402e7 1.54059e7 3.53257e6 3.53257e6** 1.53646e7 2.39595e7 
3 1067.2 1067.2** 1067.2»* 1067.2** 1067.2** 1067.2** 1067.2** 1104 1104 
4 2.01109e6 1.56254e7 1.56254e7 4.21349e6 8.26994e6 2.53600e6 2.01109e6** 2.23292e6 9.27126e6 
5 2.46814e4 5.99346e5 1.2l652e5 3.99l47e4 4.60l47e5 2.46814e4 2.46814e4** 4.22192e4 4.11674e4 
6 7.36926e6 5.42960e7 5.42960e7 3.41948e7 3.07793e7 1.40024e7 7.36926e6** 7.36926e6** 2.97086e7 
7 3.l56l7e6 6.08337e7 2.6792 le7 8.33802e6 1.02759e7 3.15617e6 3.15617e6** 7.2995 le6 1.17995e7 
8 5,98128e4 3.38374e6 7.79669e5 2.l4128e5 1.67803e6 8.81375e4 6.80085e4* 8.55703e4 5.15008e5 
9 1823.96 8.99795e4 2.72882e4 6130.73 6.35142e4 2567.62 1823.96** 1.56854e4 2.21095e4 
10 9.51665e4 8.16366e5 6.59506e5 2.34326e5 3.25035e5 1.31308e5 9.51665e4** 5.10088e5 8.35484e5 

** Two asterisks indicate an optimal solution for a problem; 
* An asterisks indicates the best solution obtaind for each problem. 

number of relations: 10 
population size: 10 
crossover rate: 0.2 
mutation rate: O.OS 

00 



Table 7.2 Objective values for RS, GA, NN and F1 (N=20) 

RS RS RS GA GA GA NN F1 
1000 10000 100000 100 1000 10000 

1 32* 32* 32* 32* 32* 32* 32* 32* 
2 316.02 133.44 88.2483 416 38.688* 38.688* 38.688 80.1723 
3 578* 578* 578* 578* 578* 578* 578* 578* 
4 288 &9.6* 89.6* 89.6* 89.6'* 89.6* 156.672 288 
5 6.25606el2 4.6025 lei 1 3.55383elO 1.36672e9 4.04049e7 3.86621e5 6.68207e4* 2.05828e8 
6 8.34726el4 1.07772el3 1.07772el3 3.39608el0 1.18984e9 7.96105e8* 6.92266e9 1.37625ell 
7 14* 14* 14» 14* 14* 14* 14* 14* 
8 4.20768el2 4.20768el2 7.74673e8 3.36760e9 5.91610e5 2.36128e5 1.65480e4» 3.51884e5 
9 344.724 285.12 77.8752* 1645 486.45 210.427 77.8752* 726 
10 1295 1295 894.738 1295 1295 317.421* 1295 1295 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations: 20 
population size; 10 
crossover rate: 0.2 
mutation rate: O.OS 



Table 7.3 Objective values for RS, GA, NN and F1 (N=60) 

RS RS RS GA GA GA NN FI 
1000 10000 100000 100 1000 10000 

1 72 60 17.2 320 31.44 19.2879 8.244* 9.70813 

2 80 4* 4* 81 4* 4* 4* 4* 
3 256 46.4 45.28 64 2.64* 2.64* 2.64* 24.423 
4 210 168 41.04 190 190 39.28 14.2215* 31.9031 
5 36 36 32.97* 722 48.33 36 36 36 
6 16 16 8.7132 456 27.81 3.36065* 3.6216 13.2391 
7 6* 6* 6* 107.38 84 6* 6* 6* 
8 18 12.2948 7.08 45 45 3.73408* 7.08 18 
9 35 35 31.55 96 14.8358 4.42418* 14.32 13.8071 
10 63* 63* 63* 140 140 63* 63* 63* 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations; 60 
population size: 10 
crossover rate; 0.2 
mutation rate; 0.05 



Table 7.4 Objective values for RS, GA, NN and FI (N=100) 

RS RS RS GA GA GA NN Fl 
1000 10000 100000 100 1000 10000 

1 60 14.16 14.16 16 15.04 12.72 6.96192* 16 
2 42 12 12 2816.53 646 4.3296* 4.3296* 12 
3 120 11* 11* 220 125 11* 11* 11* 

4 108 22 12.32* 228 48 21.2256 22 12.0035* 
5 39 17 17 180 180 12.12* 12.12* 17 
6 9 9 9 46 20.56 2.776* 3.9 3.05688 
7 58.5 16 1.64* 16 16 1.64* 5.2 3.3644 
8 20 10 6.50086 1569.24 56 5.52296 3.3* 6.49555 
9 69 34 14.2284 910 34 5.6024 3.71* 14.2622 
10 30 28 19.7 252 252 8.44* 9.45 28 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations; 100 
population size; 10 
crossover rate: 0.2 
mutation rate: 0.05 



Table 7.5 Objective values for RS, GA, NN and FI (N=I40) 

RS RS RS GA GA GA NN Fl 
1000 10000 100000 100 1000 10000 

1 68 8 8 49 14.24 5.1* 6.1824 8 
2 54 18 5* 509.133 88 5* 5* 5* 
3 12 12 12 3848.46 12 12 9.84 5.12* 
4 190.243 11 11 347.494 14 9.93 7.77* 11 
5 108 21 21 108 108 6.7488» 7.74 6.98549 
6 5 5 4.12 163.2 21 4.6 5 1.17791* 
7 126 12 4.9 1 1 9  14.393 4.24* 5.43 5.43768 
8 46 18 11.52 39.48 39.48 10.9406 3 2.46* 
9 20 16 2.38 269.62 27.2 1.64512* 5.28 2.51734 
10 132 14 1.84 14 14 1.08333* 6 4.83948 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations; 140 
population size: 10 
crossover rate: 0.2 
mutation rate; 0.05 



Table 7.6 Objective values for ES, RS, GA, NN and Fl (N=10) 

ES RS RS RS GA GA GA NN FI 
1000 10000 100000 100 1000 10000 

1 979.305 8289.49 8289.49 7440.83 4.89973e4 8612.35 979.305** 979.305** 5.45368e4 
2 3.53257e6 4.68525e7 2.09419e7 1.24402e7 1.26501e7 5.46343e6 3.53257e6** 1.53646e7 2.39595e7 
3 1067.2 1067.2 1067.2 1067.2 1067.2 1067.2 \061.2** 1104 1104 
4 2.01109e6 1.56254e7 1.56254e7 4.21349e6 I.32868e7 2.01109e6 2.01109e6»» 2.23292e6 9.27126e6 
5 2.46814e4 5.99346e5 1.21652e5 3.99147e4 1.15455e5 4.88734e4 2.46814e4** 4.22l92e4 4.11674e4 
6 7.36926e6 5.42960e7 5.42960e7 3.41948e7 7.54373e7 7.36926e6»* 7.36926e6»* 7.36926e6 2.97086e7 
7 3.15617e6 6.08337e7 2.6792 le7 8.33802e6 3.15617e6** 3.15617e6** 3.15617e6** 7.2995 le6 1.17995e7 
8 5.98128e4 3.38374e6 7.79669e5 2.14128e5 6.91591e6 5.98128e4** 5.98128e4** 8.55703e4 5.15008e5 
9 1823.96 8.99795e4 2.72882e4 6130.73 5021.63 5021.63 1823.96** 1.56854e4 2.21095e4 
10 9.51665e4 8.16366e5 6.59506e5 2.34326e5 2.48905e5 1.48526e5 9.83896e4* 5.10088e5 8.35484e5 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations; 10 
population size: 3 
crossover rate: 0.4 
mutation rate: 0.05 



Table 7.7 Objective values for RS, GA, NN and Fl (N=20) 

RS RS RS GA GA GA NN FI 
1000 10000 100000 100 1000 10000 

1 32* 32* 32* 32* 32* 32* 32* 32* 
2 316.02 133.44 88.2483 118.414 38.688* 38.688* 38.688* 80.1723 
3 578* 578* 578* 578* 578* 578* 578* 578* 

4 288 89.6* 89.6* 89.6* 89.6* 89.6* 156.672 288 
5 6.25606el2 4.6025 lell 3.55383elO 1.75637e8 1.67114e7 1.63765e5 6.68207e4* 2.05828e8 
6 8.34726el4 1.07772el3 1.07772el3 4.70439el0 2.l6493el0 5.59000e8* 6.92266e9 1.37625en 
7 14* 14* 14* 14* 14* 14* 14* 14* 
8 4.20768el2 4.20768el2 7.74673e8 1.00870e8 1.14899e5 3313.4* 1.65480e4 3.51884e5 
9 344.724 285.12 77.8752* 222.309 222.309 77.8752* 77.872* 726 
10 1295 1295 894.738 1295 1295 317.421* 1295 1295 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations: 20 
population size: 10 
crossover rate: 0.4 
mutation rate: O.OS 



Table 7.8 Objective values for RS, GA, NN and F1 (N=60) 

RS RS RS GA GA GA NN F1 
1000 10000 100000 100 1000 10000 

I 72 60 17.2 27.82 27.82 10.011 8.244* 9.70813 
2 80 4* 4* 4* 4* 4* 4* 4* 
3 256 46.4 45.28 64 64 2.64* 2.64* 24.423 
4 210 168 41.04 210 12.736* 12.736* 14.2215 31.9031 
5 36 36 32.97* 133 36 36 36 36 
6 16 16 8.7132 33 8.4 3.6216* 3.6216* 13.2391 
7 6* 6* 6* 90 6* 6* 6* 6* 
8 18 12.2948 im 180 3.1328 1.90851* 7.08 18 
9 35 35 31.55 78.4 23.75 9.7* 14.32 13.8071 
10 63* 63* 63* 816 63* 63* 63* 63* 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations; 60 
population size: 20 
crossover rate: 0.4 
mutation rate: 0.05 



Table 7.9 Objective values for RS, GA, NN and FI (N=100) 

RS RS RS GA GA GA NN FI 
1000 10000 100000 100 1000 10000 

1 60 14.16 14.16 60 12.72 9.2 6.96192* 16 
2 42 12 12 12 12 2.99648* 4.3296 12 
3 120 11 11 11 11 9.4* n 11 
4 108 22 12.32 102 22 10.9* 22 12.0035 
5 39 17 17 36.93 12.12* 12.12* 12.12* 17 
6 9 9 9 210 7.556 1.3778* 3.9 3.05688 

7 58.5 16 1.64* 16 2.96 1.64* 5.2 3.3644 
8 20 10 6.50086 64 3.3* 3.3* 3.3* 6.49555 
9 69 34 14.2284 5.864 2.683 2.48447* 3.71 14.2622 
10 30 28 19.7 10.22 10.22 7.77* 9.45 28 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations: 100 
population size: 60 
crossover rate: 0.4 
mutation rate: 0.05 



Table 7.10 Objective values for RS, GA, NN and FI (N=140) 

RS RS RS GA GA GA NN FI 
1000 10000 100000 100 1000 10000 

1 68 8 8 8 8 3.32615* 6.1824 8 
2 54 18 5 133 5 3.234* 5 5 
3 12 12 12 104 12 2.86162* 9.84 5.12 
4 190.243 11 II 76 14 6.46* 7.77 II 
5 108 21 21 21 21 5.793* 7.74 6.98549 
6 5 5 4.12 15 2.656 1.15* 5 1.17791 
7 126 12 4.9 14.8 14.8 1.54201* 5.43 5.43768 
8 46 18 11.52 90 11.4 2.28914* 3 2.46 
9 20 16 2.38 6 6 1.47080* 5.28 2.51734 
10 132 14 1.84* 14 1.84» 1.84* 6 4.83948 

* An asterisks indicates the best solution obtaind for each problem. 

number of relations: 140 
population size: 100 
crossover rate: 0.2 
mutation rate; 0.05 
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8 CONCLUSION AND DISCUSSION 

8.1 Summary 

In this chapter we briefly summarize the major problems studied and some of the 

important results obtained in our dissertation research. We then list some of the research 

contributions of the work. Finally, we conclude by discussing possible extensions to our 

work. 

The major problems addressed in our dissertation research have been data allocation 

and query optimization in large scale distributed database systems. The former consists of 

data fragmentation and fragment allocation while the latter involves optimization of large 

join queries. Our goals are to advance the understanding of and the design techniques for 

data allocation and query optimization in large scale distributed database systems, to 

analyze the most important issues related to them, to model the problems, and finally, to 

propose some methods for solving them. 

Distributed database technology is expected to have a significant impact on data 

processing ui the upcoming years (Ozsu and Valduriez, 1994) because they have many 

potential advantages over centralized systems for geographically distributed 

organizations. In this study, we have attempted to combine two highly interrelated and 

interactive decision processes in data allocation by formulating them as integer programs, 

taking into consideration different constraints and under various assumptions. Various 
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solution methods have been discussed and a new linearization method investigated. Some 

preliminary computational results also have been presented. 

It appears that the models developed for vertical data fragmentation and fragment 

allocation have some potential advantages over models developed separately for the two 

processes. The computation experiments show that the suggested linearization method 

performs clearly and consistently better than a method that currently is widely used. The 

computational results also indicate that it is possible to solve small to medium (or even 

large) size instances of the vertical data fragmentation and fragmentation allocation 

problems using commercial software (such as CPLEX) and hardware that are available 

today. 

A major portion of this dissertation has focused on the query optimization problem. We 

systematically analyzed and formulated the problem of large join queries in large scale 

distributed database systems. We have explained why it is reasonable to transform the 

query optimization problem into the problem of ordering joins in order to reduce the 

search space, which tremendously simplifies the problem and have described how this 

can be done. We have discussed several solution methods for the models developed for 

query optimization in large scale distributed systems. Order construction, order 

improvement and composite algorithms have been discussed. Genetic algorithms have 

been described and the procedures for adopting genetic algorithms to solve query 

optimization problem have been presented in some detail. Numerical results of the 

preliminary computational experiments on the models and solution methods that were 
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conducted have been presented and compared. These computational experiments showed 

that use of heuristics, especially genetic algorithms, is viable to solve the large join 

ordering problem and can obtain 'good' query evaluation plans (QEPs) that have low 

cost. 

The preliminary computational results have served our purpose very well in 

demonstrating both the advantages and some limitations of these algorithms. Further 

studies are needed before the extent of their applicability can be fully assessed and their 

potential realized. 

It is worthwhile to mention that the large scale, complex queries we model, and the 

methods developed for solving are not expected to be ad-hoc, interactive queries, 

although we expect some of the techniques developed m this dissertation research will be 

useful in that area as well. It is anticipated that these complex, large scale queries are to 

be presented to the system(s) to be compiled for subsequent execution. The compiled 

code will then be executed later as many times as queries of similar structure are 

presented to the system(s). 

8.2 Research Contributions 

This dissertation research applied analytical and computational techniques to 

distributed database design and query processing problems. Its potential is of theoretical 

as well as practical importance. We consider the following contributions to be significant: 
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The distributed database design process (i.e., data allocation) was formalized and its 

complexity was analyzed. 

The data fragmentation problem was identified and modeled as a hypergraph partition 

problem, permitting any theoretical and algorithmic results related to hypergraph 

partitioning to be immediately used to solve the data fragmentation problem. 

The data fragmentation and fragmentation problems were combined and formulated 

as integer programs, taking into consideration different constraints and under various 

assumptions. 

A new linearization method was developed for solving the data allocation problem. 

Computational experiments were conducted. The computation results showed that the 

suggested linearization method performs clearly and consistently better than a method 

currently is wadely used. The computational results also indicated that it is possible to 

solve small to medium ^or even large) size instances of the vertical data fragmentation 

and fragmentation allocation problem using state-of-the-art technology available 

today. 

The problem of query optimization was systematically investigated in depth. The 

problem was clearly defined and formulated and was reduced to a join ordering 

problem. 

A couple of order construction heuristics were adopted for the query optimization 

problem. 

A genetic algorithm was developed for the query optimization problem. 
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• Two-Stage methods were addressed for improvement the solution quality of the order 

construction procedures. 

• Heuristics and a genetic algorithm were implemented. 

• Computational experiments on the heuristics and genetic algorithm were conducted. 

The results showed that, with limitations, both the nearest neighbor and farthest 

insertion can be viable and very efiBcient alternatives for solving the large join 

ordering problem and demonstrated that the genetic algorithm obtained better 

solutions overall. 

At a higher level, a significant contribution of this research lies in the combination of 

vertical fragmentation and fragment allocation, and the investigation of very large join 

query optimization and the possible integration of the two procedures. This work could 

(hopefully) serve to motivate (or even guide) fiirther research in this area and possibly 

other related areas or other types of database systems. Another key contribution is the use 

of some state-of-the-art software and hardware to solve the extremely difficult data 

allocation problems to optimality, demonstrating the feasibility of using combinatorial 

optimization techniques to solve the database design and query processing problem as 

well as other important problems related to distributed database systems. The importance 

of our work on data allocation and query optimization will increase over time as more 

powerful computing facilities become available and new technologies such as objected-

oriented systems and knowledge base systems begin to make more demands on database 

management systems. Our models and solution methods can be the starting point for 
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eventual satisfactory resolution of the complex design and operation problems in large 

scale distributed database systems and for achieving such systems' great potential 

benefits. 

8.3 Future Work 

It is anticipated that the models for vertical fragmentation and fragment allocation and 

query optimization in distributed database systems and solution techniques developed for 

these models may be of practical, as well as theoretical use. Nevertheless, much more 

needs to be done to solve the distributed database design problems if the potential 

benefits of distributed database systems are to be achieved. We have shown the 

complexity of data allocation and query optimization problems in large scale distributed 

database systems. Given the importance and the great potential benefits and opportunities 

of solving these problems satisfactorily, much work should be done. In the following, we 

suggest several directions for fiitiure research. 

For data allocation problem, we shall try to formulate the following problems: 

(i) Assign attributes to different sites, under the condition that attributes in any sites 

can be further grouped into different fiiagments and assuming that more than one relation 

will be considered and replications allowed. 

(ii) Assign attributes to different sites, under the assumption that only one relation will 

be considered and replications will be allowed but overlaps not allowed. 
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(iii) Assign attributes to different sites under the condition that attributes within 

different sites can be fiirther grouped into different fragments and the assimiption that 

only one relation will be considered and that replications will be allowed but overlaps not 

allowed. 

(iv) Assign attributes to different sites under the condition that attributes within 

different sites can be fiirther grouped into different fragments and the assumption that 

more than one relation will be considered and that replications will be allowed but 

overlaps not allowed. 

For query optimization, a major challenge is to explore the space of bushy trees. The 

problem will become even more complex, but the benefits in terms of cost reduction can 

be significant. In addition, some relaxation or greedy heuristics, such as nearest merge, 

assigrunent problem, spanning tree, etc. that could be particularly suitable for this kind of 

search space might be used and possibly generate high quality solutions. 

Our cost models are mainly for memory resident databases. While it is a reasonable 

assumption and will become more relevant, we understand that this assumption may not 

hold in some cases. It is of interest to see how well the heuristics and genetic algorithm 

we developed will perform under these circumstances. 

Other objective functions also need to be taken into consideration. While we expect 

that algorithms including nearest neighbor, farthest insertion, genetic algorithms will be 

effective, we will try to modify the problem by changing the objective from minimizing 

total cost to other ones, such as minimizing response time. We will test whether the 
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algorithms will be able to adapt to major changes in problem specification and continue 

to produce excellent results. 

Other solution methods that have been shown to be very effective for TSP problems 

should also be tested for solving query optimization problems. Order construction 

procedures, such as nearest merge algorithms, nearest addition algorithms, cheapest 

insertion algorithms, arbitrary insertion, etc., may also turn out to be very good 

techniques for query optimization also. Local order improvement procedures, such as 

ones similar to variable r-opt for TSP need to be tested too. 

During the past decade or so, many new ideas on solving difficult optimization 

problems have been developed. Other modem heuristics may be just as effective and/or 

efficient. We plan to apply to data allocation and optimization of complex large join 

queries relatively new combinatorial techniques like Tabu Search. 

Optimizing large join queries that consist of many joins has been recognized as NP-

hard. Most previous work (research) has been done for single processor systems. In a 

multiprocessor system, the location of each join adds another dimension to the 

complexity of the problem. The problem is similar to that of distributed query 

optimization, but there are differences. For example, the transmission costs are not as 

significant. It would be very interesting to exploit inherent parallelism in optimizing large 

join queries on multiprocessors. 

It is recognized that distributed database design (mainly data allocation) and query 

processing (mainly query optimization) are two highly interrelated problems. Integration 
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of data allocation and query optimization may make the problem more complex and 

complicated. But it may bring the opportunity of obtaining solutions with better quality, 

such as further reduction of costs, more reliable systems, and/or improved availability , 

etc. 

we plan to extend the work in this research to other systems, such as distributed 

multimedia database system, and to take into account other factors such as network load, 

different query processing methods (e.g. semi-join), etc. 
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