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ABSTRACT 

As human dependence on wide area networks like the Internet increases, so does 

contention for the network's resources. This contention has noticeably affected the 

performance of these networks, reducing their usability. This dissertation addresses 

this problem in two ways. 

First, it describes TCP Vegas, a new implementation of TCP that is distin

guished from current TCP implementations by containing a new congestion detec

tion and avoidance mechanism. This mechanism was designed to work in currently 

available wide area networks and achieves between 37% and 71% better throughput 

on the Internet, with one-fifth to one-half the losses, as compared to the current 

implementation of TCP. 

Second, it describes i-Sim, a network simulator based on the x-kernel, that is 

able to simulate the topologies and traffic patterns of large scale networks. The 

usefulness of the simulator to analyze and debug network components is illustrated 

throughout this dissertation. 
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CHAPTER 1 

Introduction 

Our society's dependence on computer networks and computer communication 

has been increasing during the last two decades, a trend that is likely to continue in 

the foreseeable future. The importance of computer networks in our daily life can 

be attested by the exponential growth of the Internet, a global computer network 

consisting of thousands of connected heterogeneous networks. When traced back to 

its origins, the number of hosts connected to the Internet has been doubling in size 

every year since 1981. 

This growth has been fueled by applications that have enabled new levels of com

munication and information sharing between people in different cities or countries. 

Graphical World Wide Web (WWW) browsers, like Mosaic and Netscape, have been 

responsible for most of the Internet's growth in the last two years by simplifying the 

chore of making information publicly available and easy to find on the Internet. 

A downside to this growth has been an increase in contention for Internet re

sources. This contention has noticeably affected the performance of distributed 

applications like Mosaic, at the same time that our dependence on such applications 

is increasing. This dissertation addresses this problem in two ways. First, it pro

poses a new technique to manage this contention, and second, it describes a set of 

tools to analyze the performance and behavior of such mechanisms. 

1.1 Computer Networks 

Computer communication is made possible by the connectivity provided by com

puter networks [24]. At the lowest level, computers are directly connected with each 

other through a physical medium, such as a cable. We call such a physical medium 

a link, and refer to the computers it connects as nodes, to underscore the fact that 
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Figure 1.1: Switch network. 

they may be implemented by specialized hardware rather than general purpose com

puters. Links can be point-to-point, connecting a pair of nodes, or multiple access, 

connecting more than two nodes. The bandwidth (throughput) of a link is given by 

the maximum number of bits than can be transfered over the link in a certain period 

of time. The latency (delay) of the link refers to the time it takes a particular bit 

to travel from one end of the link to the other. 

Links provide direct connectivity between nodes and are one of the basic blocks 

upon which indirect connectivity is built. The need for indirect connectivity arises 

from the desire to have total connectivity: the ability of reach any node from any 

other node. It would be prohibitively expensive to achieve this with direct connec

tivity, since the number of links needed would be C)(n^), where n is the number of 

nodes. 

Figure l.l shows a network with limited direct connectivity. Indirect connectivity 

is achieved by having any node connected to at least two links, shown in the figure 

by squares with dashed lines, forward (or route) data received on one link out on 

another. If this is done in a systematic way, data from any node can reach any other 

node. This type of network is known as a switched network. 
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Figure 1.2: Interconnection of networks. 

The most common type of computei^network is a packet-switched network, where 

nodes send discrete blocks of data to each other. These blocks are called packets 

or messages. The most common strategy used to forward the packets in packet-

switched networks is called store-and-forward. Each node waits until it has received 

a whole packet before forwarding it at a later time to the appropriate output link. 

The end-to-end latency of a packet is defined as the amount of time it takes the 

packet to go from the source host to the destination host. 

The nodes inside the network, connected to two links or more, usually have the 

sole function of storing and forwarding packets. They are generally called switches or 

routers. The nodes at the periphery of the network, connected to only one link, are 

general purpose computers whose goal is to support users and run their applications. 

They are called hosts. 

Packets must contain special information so routers know how to forward them. 

This information is usually held at the beginning of the packet in an area called the 

packet header. 
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Figure 1.3: Small congested network. 

Networks can be categorized according to their size. Two well known examples 

are L.A.^Is (local area networks), which typically extend less than one kilometer, 

and WANs (wide area networks) which can extend to any size. Larger networks 

can be built recursively from smaller, independent ones. .A.n example is shown 

in Figure 1.2. where each cloud represents the switches and links of independent 

networks. The nodes connecting the independent networks are called gateways or 

routers. We call such a network an internetwork, or internet for short. The largest 

current operational internet is called the Internet (capitalized). 

1.2 Congestion 

Congestion occurs in a router when the aggregate bandwidth of incoming packets, 

destined for a particular output link, exceeds the link's bandwidth. Figure 1.3 shows 

a very simple network consisting of three hosts (two sources and one destination) and 

one router. The two incoming links have bandwidths of 10 and 15 Mb/s (millions 

of bits per second), the output link has a bandwidth of 10 Mb/s. Congestion can 

occur in this network—even with only one source active—as long as source 2 is able 

to send the data faster than lOMb/s. 

There arc two types of congestion, transient and persistent. Transient congestion 

can be managed with a queue of buffers at the router. During the congestion period 

the queue will grow and contain the excess packets. When the congestion period 
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ends, the packets in the queue are sent through the output link and the queue 

shrinks. All current routers contain some buffer space to handle transient congestion. 

It is worthwhile to note that a non-empty queue increases packet latency. 

Persistent congestion occurs when the congestion period is long enough that 

the queue overflows (packets are removed from the network by the router). In this 

dissertation we interpret the term congestion, when used by itself, to mean persistent 

congestion. 

Strategies to handle congestion can be divided into two categories, /nsiderstrate

gies are those in which the routers are actively involved. For example, the routers 

can detect when their queues become non-empty and send a special message to the 

sources asking them to slow their sending rate. Such a strategy, whose goal is to 

prevent queue overflow, is called congestion avoidance. 

End-to-end strategies are those in which the routers are not actively involved, 

and the hosts must use indirect methods to detect the congestion. For example, the 

destination can inform the source when a packet has been lost, at which time the 

source can slow its sending rate, under the assumption that all losses are caused by 

congestion. This type of strategy, whose goal is to control congestion once it occurs, 

is called congestion control. 

Insider strategies have the advantage of being able to detect congestion in its 

earliest stages. Their main disadvantage is that they require a certain amount of 

processing be done at the routers, increasing their cost and complexity. 

In principle, routers can use the Internet Control Message Protocol (ICMP) to 

inform sources that they should decrease their sending rate (source quench request). 

This is not done for two reasons. First, there is no accepted mechanism for deciding 

how to pick which sources should be informed and when they should be informed. 

Second, there is no accepted general mechanism for decreasing the sending rate of 

the sources when the source quench requests are received. 

End-to-end strategies have the advantage of being implemented in general pur

pose computers, so they are easier to implement and modify. Routers, on the other 

hand, are sometimes implemented with specialized hardware, so modifying their 
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programming is much harder. Another advantage of end-to-end strategies is that 

they make few (or no) assumptions about the routers in the network, so they can 

work in any network. Their disadvantage, as mentioned earlier, is that they must 

depend in less accurate indirect methods to detect congestion. 

Routers have historically been designed to be as simple as possible. As a result, 

there is no widespread insider congestion strategy in use at this time on the Internet. 

The only congestion control mechanisms in use today are end-to-end. 

As a final comment, when developing a new congestion strategy, an end-to-end 

strategy has the added advantage of being easily tested in real networks. All that 

is required is the right software at a few of the hosts. On the other hand, testing an 

insider strategy on a real network requires changes to the routers in the network. 

This implies that it would be nearly impossible to test an insider mechanism on 

large networks like the Internet. 

1.3 Protocols 

A protocol is a communication standard. It describes a set of rules that allow 

different machines to communicate with each other without ambiguity. In particular, 

it specifies how to pass messages, details the message format, and describes how to 

handle error conditions. 

The task of writing protocols is simplified by following a layered approach, where 

lower level protocols provide some of the functionality upon which higher level pro

tocols are successively build. For example, the lowest layer may provide host-to-host 

connectivity, the next highest layer may provide reliability, and so on. 

Two of the most important protocols are the Internet Protocol (IP) and the 

Transmission Control Protocol (TCP). The main goal of IP is the delivery of pack

ets in heterogeneous connected networks. It forms the infrastructure that allows the 

"seamless" integration of heterogeneous networks. IP follows a best effort approach 

to the delivery of packets; there are no guarantees that the packets will be success

fully delivered to their final destination. IP is a connection-less protocol, meaning 

that it maintains no state information about successive packets. Each packet is 
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handled independently from all other pacicets. 

TCP is layered on top of IP and provides such services as reliability ajid end-

to-end congestion control. It is responsible for most of the Internet's traffic. In 

particular, traffic traces collected at one of the main Internet access points (FIX-

West) show that TCP is responsible for more than 80% of the bytes and 70% of the 

packets seen in the traces. The most widely used implementations of TCP—Tahoe 

and Reno—are named after the Berkeley Software Distributions (BSD) of Unix they 

were a part of. 

1.4 Dissertation Outline 

The goal of this dissertation is to addresses the problem of increased contention 

for the resources on the Internet. It does so in two ways. First, it proposes a new 

end-to-end congestion avoidance strategy. Second, it presents a new architecture for 

network simulation, together with a set of analysis tools. 

The rest of this dissertation is organized as follows. Chapter 2 presents and 

describes the architecture of x-Sim, a realistic network simulator that is able to 

simulate the topologies and traffic patterns of large scale networks. This chapter 

also describes a set of tools whose purpose is to aid in the analysis of network 

behavior and performance. 

The simulator and its tools are then used to do a detailed analysis of TCP in 

Chapter 3. This analysis shows the weaknesses in TCP's congestion control mech

anism and provides the insight needed for developing a new congestion avoidance 

mechanism. This new mechanism is implemented in TCP by modifying TCP's ex

isting congestion control mechanism. This new congestion avoidance mechanism is 

described in detail in Chapter 4 in the context of its TCP implementation. 

Chapter 5 examines the performance of both the existing and new implemen

tations of TCP through experiments, in both real and simulated networks. The 

performance of the new congestion avoidance mechanism is gauged by comparing it 

to the performance of the current TCP implementation. 

Chapter 6 presents some of our experiences with z-Sim, including a study of 
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a new implementation of TCP. This study uncovers a series of problems with this 

implementation, proposes solutions to these problems, implements the changes, and 

measures the performance of the fixed implementation. It also gives a set of guide

lines for network simulation. 

Finally, Chapter 7 summarizes the major contributions of this dissertation and 

discusses possible future directions. 



20 

CHAPTER 2 

Simulator and Visualization Tools 

Simulation is a critical tool for the development, analysis, testing and evaluation 

of network components. This is specially true in the case of wide area networks 

(VV.A.Ns) where we are unlikely to have access to more than a few of the system's 

components. Access to the other components of a WAN is particularly important 

when comparing congestion detection, control and recovery mechanisms. It is not 

sufficient to show that one particular connection with the new mechanism performs 

better than one with the old mechanism; it is important to measure the effects 

that the new mechanism has on the other traffic in the network. For example, 

it is inadvisable to employ a mechanism that results in unfair sharing of network 

resources, or in low utilization of these resources. 

This chapter describes x-Sim, a new network simulator we have implemented 

to aid with network research, as well as a set of tools developed to aid in the 

analysis of the simulations. It starts with a discussion of the x-kernel—a protocol 

implementation environment [II]—which is the framework on which the simulator is 

built. It also describes the minor modifications to the i-kernel that were necessary 

to support the simulator. Next, there is a description of the simulator itself, starting 

with the overall design and ending with the major individual components. This is 

followed by a comparison of x-Sim with existing network simulators, as well as with 

other alternative approaches such as network emulation. The chapter concludes 

with a description of the analysis tools. 

2.1 The a:-Kernel 

The x-kernel specifies an architecture and provides mechanisms for the efficient 

implementation of network protocols. It is an object-oriented architecture whose 
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main objects are protocols, sessions and messages. Protocol objects are static and 

correspond to conventional network protocols; e.g., IP, UDP, TCP. Session objects 

are dynamically created and can be thought of as instances of protocol objects 

which contain the data structures that represent the local state of some network 

connection. Messages are also dynamically created objects that represent the basic 

unit of communication among hosts or the entities. The data contained in a message 

object corresponds to one or more protocol headers and user data. 

Both protocol and session objects are passive, unlike messages, which can be 

thought of as active objects that move through session and protocol objects, as well 

as through the network. The fact that messages are carried along by either execution 

threads or network packets should not prevent us from the useful abstraction of 

viewing messages as active objects. 

To open a new TCP connection, the TCP protocol performs the Open operation 

on IP, its lower level protocol. Once the connection is established, the operation 

returns the handle of a session. This session is then used in all future operations 

dealing with this connection. To send a message, one only needs perform the Push 

operation, with a message as an argument, on the session. 

The jr-kernel encourages a modular approach to protocol implementation, where 

complex protocols can be implemented by many protocol objects. Each type of 

object supports a uniform set of operations which simplifies the composition of 

protocols. 

Figure 2.1(a) illustrates a suite of protocols that might be configured into a given 

instance of the x-kernel. This figure is an example of a protocol graph. Figure 2.1(b) 

gives a schematic representation of the x-kernel objects corresponding to the suite 

of protocols in (a); protocol objects are depicted as rectangles, the session objects 

associated with each protocol object are depicted as circles, and a message is depicted 

as a "thread" that visits a sequence of protocol and session objects cis it moves 

through the protocol-session graph. 

The following subsections briefly describe each of the objects and some of the 

main operations supported by them; a full description can be found in [12]. 
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Figure 2.1: Example x-Kernel configuration. 

2.1.1 Protocol Objects 

Protocol objects serve two major functions: they create session objects and they 

demultiplex messages received from the network to one of their session objects. 

Sessions can be created actively {active open), with the Open operation, or passively 

{passive open) with OpenEnable and OpenDone operations. 

Active opens are triggered by higher level protocols or user processes. Passive 

opens support session creation triggered by a message arriving from the network. 

For example, a server could invoke the OpenEnable operation on the object corre

sponding to the TCP protocol advising it that it will accept messages addressed to 

a given port number and originating from any host. Then, when the first message 

from a given client arrives to that port, the TCP protocol creates a new session and 

invokes the OpenDone operation of the higher level protocol which had originated 

the OpenEnable operation, passing the newly created session as an argument. The 

server can then use the session to send messages back to that client. 

In addition to creating sessions, each protocol also "switches" messages from the 

network to one of its sessions with a Demux operation. Demux takes a message 
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as its argument, and either pcisses the message to one of its sessions, or creates a 

new session—using the OpenDone operation—and then passes the message to it. In 

the case of a protocol like IP, Demux may also "route" the message to some other 

lower-level session. 

Each protocol object's Dem«a: operation makes the decision as to which session 

should receive the message by first extracting the appropriate external id(s) from the 

message's header. It then uses a map routine—part of the i-kernel's framework—to 

translate the external id(s) into either an internal id for one of its sessions (in which 

case Demux passes the message to that session) or into an internal id for some high-

level protocol (in which case Demux invokes that protocol's OpenDone operation 

and passes the message to the resulting session). 

2.1.2 Session Objects 

A session is an instance of a protocol created at runtime as a result of an Open 

or OpenDone operation. Intuitively, a session corresponds to the end-point of a 

network connection; i.e., it interprets messages and maintains state information 

a.ssociated with a connection. For example, TCP session objects implement the 

sliding window algorithm (among other tasks), IP session objects fragment and 

reassemble datagrams, UDP sessions only add and strip UDP headers. 

The meaning of a connection is, of course, protocol dependent. For example, 

an IP session object is associated with a unique { protocoled, remotejp_addr } id, 

whereas a TCP session object is associated with a unique { locaLport, remote4)ort, 

remotejp_addr } id. Hence, one IP session will handle all TCP connections to a 

given host, whereas each TCP connection will have its own TCP session object. 

Sessions support two primary operations. The Push operation is invoked by 

a high level session to pass a message down to some low-level session. The Pop 

operation is invoked by the Demux operation of a protocol to pass a message up to 

one of its sessions. 

For example, once a connection has been established, a session wishing to send 

a message out invokes the Push operation of the corresponding lower-level session. 
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Only session objects, and no protocol objects, are involved in the path of the message 

as it works its way down. Note however, that a message's journey through the session 

objects is not necessarily continuous, as it may temporarily block if, for example, a 

protocol enforces congestion or flow control. 

On the other hand, as a message works its way up a protocol-session graph, a 

lower-level session invokes the Demvx operation on the corresponding higher-level 

protocol, which in turn finds the session associated with that connection and passes 

it the message by invoking its Pop operation. 

2.1.3 Message Objects 

Conceptually, messages are active objects. They either arrive at the bottom of the 

.r-kernel (i.e.. a device) and flow upwards, or they originate from a user process or 

higher level protocol and flow downward to a device. While flowing downward, a 

message visits a series of sessions via their Push operations. While flowing upward, 

a message alternatively visits a protocol via its Demux operation and then a session 

in that protocol's class via its Pop operation. 

As a message visits a session on its way down, headers are added, the message 

may fragment into multiple message objects, the message may suspend itself while 

waiting for a reply message, and so on. As a message visits a session on the way up, 

headers are stripped and the message may suspend itself while waiting to reassemble 

into a larger message. 

The data portion of a message is manipulated—e.g., headers attached or stripped, 

fragments created or reassembled—using the buffer management routines described 

in the next subsection. 

2.1.4 Support Routines 

A buffer manager is used to allocate space, concatenate two buffers, break a buffer 

into two separate buffers and truncate the left or right end of a buffer. The buffer 

manager is implemented in a way that allows multiple references to arbitrary pieces 

of a given buffer without incurring any data copying. The buffer manager is used 
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to implement and manipulate messages; i.e., add and strip headers, fragment and 

reassemble messages. 

A map manager is used to manage a set of bindings of one identifier to another. 

The map manager supports the addition of new bindings to the set, removal of 

bindings from the set, and the mapping one identifier into another relative to a set 

of bindings. Protocol implementations use the map manager to translate identifiers 

extracted from message headers—e.g., addresses, port numbers—into capabilities 

for j:-kernel objects. 

An event manager is used to create and manage threads, as well as timer events. 

The event manager lets a protocol specify a timer event as a procedure that is to 

be called at some future time. By registering a procedure with the event manager, 

protocols are able to timeout and act on messages that have not been acknowledged. 

2.1.5 x-Kernel Modifications to Support the Simulator 

Only minimal modifications to the ar-kernel were necessary in order to use it as 

the infrastructure for the simulator. No modifications were done to the x-kernel 

interfaces, and only some of the routines implementing the interfaces were changed. 

This means that protocols can be moved between the simulator and the x-kernel 

without modifications. 

The event manager was modified to support a global virtual time. The simulator 

keeps track of a simulated global time, and when there are no more threads ready 

to run at this time—all of the threads are either blocked or scheduled to run at a 

future time—the event manager picks the thread that is scheduled to run nearest in 

the future, increments the global time to that thread's scheduled time, and finally, 

the simulator starts e.xecuting the thread. 

Since event calendar processing can consume as much as 40 percent of simula

tion time ([6], [21]) it is important to choose the right data structure to manage 

event lists. Events lists are represented by priority queues, which are abstract data 

types supporting the following two operations: (1) insertion of an element (event) 

with a key (timestamp), and (2) removal of the element (event) with the smallest 
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Figure 2.2: Time difference between current time and time of next event. 

key (timestamp). There are numerous data structures that can be used to imple

ment priority queues (see [5], [18] and [3]). x-Sim uses calendar queues based on 

an analysis of the distribution of event schedule times obtained during simulation 

runs. Calendar queues consist of buckets called days, with a variable niimber of 

days making up a year. Each bucket contains all events scheduled for that day— 

independently of the year—in sorted order. Insertion is 0(1) when the number of 

events per bucket is small. Removal is also 0(1) as long as few buckets need to be 

searched to get the next event. Figure 2.2 shows the cumulative distribution of the 

time difference between the current time and the time of the next scheduled event 

during a simulation. It shows that 96 percent of the time the next event is within 5 

microseconds of the current time. 

The message subsystem was also modified. When simulating a network with 

300 Mb/s links and 200ms round trip times (RTT), the network may contain up 

to 7.5 MB of data in packets within its links. Since reliable protocols must save 

a copy of the data until they receive an acknowledgment indicating the data was 

successfully delivered, the network may contain more than 15 MB of data either 

as packets within its links or stored within the buffers of reliable protocols. When 
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doiag simulatioas, one aormally does aot care about the coatents of most of the data 

in the messages. Only the beginning of the message, which, contains the protocol 

header information, is important. The message subsystem was modified so messages 

carry only about 200 bytes of non-zero data. 

In the standard x-kernel, the protocol graph is static and it is specified at compile 

time. In contrast. x-Sim uses enhanced versions of the routines dealing with the 

creation of the protocol graph, and as a consequence, the protocol graph can be 

specified at runtime. The simulator reads a file specifying the network topology: 

number and type of networks, number of hosts and routers, how the networks, 

hosts and routers are connected, the protocol graph for each host, and configuration 

parameters for all of the elements in the simulation scenario. These configuration 

parameters specify the addresses of each host and network, the speed and delay of 

each point-to-point link and network, whether Ethernet networks should simulate 

collisions, and so on. 

Finally, the simulator augments the x-kernel interface with a few new functions. 

For example, the x-kernel's event manager has a resolution of 1 microsecond; this is 

perfectly adequate for events scheduled by protocols but not for a network simulator 

which may need to simulate a 600 Mb/s ATM link that only takes 0.71 microseconds 

to consume each packet (.^TM packets are 53 bytes long). The simulator allows event 

scheduling with nanosecond accuracy through a new event scheduling function. 

2.2 Simulator 

x-Sim is a network simulator based on the x-kernel. It provides a framework for de

veloping, analyzing, and testing network protocols; for evaluating congestion control 

mechanisms; and for studying network dynamics. 

x-Sim is tightly integrated with the x-kernel architecture; it runs x-kernel pro

tocols and protocols can be moved between the simulator and any x-kernel imple

mentations without any change in the protocol code. This allows us to experiment 

with protocol implementations both in the controlled environment of the simulator 

as well as in real networks like the Internet. 



28 

sf 

\ 

CO o SI 

point-to-point 
link 

routers 

3" O 
0) 

MEGTEST 
I 

TCP 

IP 
I 

ETH 

TRAFFIC 

TCP 
I 

IP 
I 

ETH 

TRAFRC 
I 

TCP 
I 

IP 
I 

ETH 

MEGTEST 

TCP 
I 

IP 

ETH 

Ethernets SIM 

(a) (b) 

Figure 2.3: Example network and corresponding protocol graph. 

When designing a network simulator, one must balance accuracy and simulation 

speed. In general, higher accuracy results in slower simulations. As computing 

power continues to increase, the cost of the simulations becomes less significant, but 

it is never irrelevant. Our approach was to first create a simulator that is cis accurate 

as we could make it, and then, when simulation speed becomes an issue, to introduce 

optional mechanisms that decrease the accuracy and increase the simulation speed. 

This approach, of going from more accurate to less accurate simulations, allows us 

to gauge the effect that the lower accuracy has on the simulations; only then can 

we decide if the resulting less accurate simulations are good enough to be useful. 

The modular nature of the a;-kernel lends itself to packaging the code simulating 

an underlying network as a protocol (SIM) which lies at the bottom of the proto

col graph. Hosts are represented by protocol subgraphs lying on top of the SIM 

protocol. Routers are represented either by protocol subgraphs or by SIM mod

ules. Protocol subgraphs are used for implementing complex routers, such as those 

containing complete implementations of IP. Simpler routers are easier to implement 

as SIM modules. Figure 2.3 shows a network on the left and the corresponding 

x-kernel protocol graph on the right, with routers implemented as SIM modules. In 

this model, passing a message to the SIM protocol is equivalent to putting it into a 

network's physical wire. The SIM protocol then simulates its journey through the 

modeled network until it reaches a protocol subgraph representing the final desti

nation or an intermediate router, at which point SIM parses the message up to the 

protocol subgraph. 
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The following describes the structure of the SIM protocol in terms of three fun

damental components—links^ nodes, and load. We then compare x-Sim to existing 

simulators and emulators, presenting the relative strengths and weaknesses of each 

approach. 

2.2.1 Links 

Physical links can usually be simulated in software very accurately, at least to the 

level of the written specification. Simulating a link's real behavior accurately may 

entail some analysis of real implementations to find, among other things, the likeli

hood of losses due to noise. For example, accurately simulating an ethernet should 

include the ability to simulate collisions and the exponential backoff strategy. As an

other example, simulating ATM networks implies the use of small packets, increasing 

the complexity level—and execution time—of a simulation. 

The architecture of i-Sim closely models the interactions between a link and the 

host/network adapter. The lowest software layer in each node (driver) is tightly 

coupled to the type of link (network) to which it is connected; together they model 

the interactions that occur in a real computer between the network, the adapter, 

and the device driver. 

The three main operations of the driver/network interface in the simulator are; 

(1) queries to the network, for example to check if it is busy; (2) transmissions of 

packets, and (3) callbacks from the network, which are used to model interrupts. 

For example, a node connected to an Ethernet first queries the network to see if it 

is busy. If it is not, it sends the packet. Otherwise, the node registers a callback 

to be notified when the network is not busy. Once the packet has been transmitted 

successfully, the driver gets a callback notifying it of this fact so it can delete its 

copy of that packet. However, since Ethernets allow collisions, the interactions can 

become more complicated. For example, a query may return that the network is 

not busy, including a transmission right after another host has started transmitting, 

this will result in a collision of packets. In this case, both hosts get a callback at 

some later time indicating that the transmission failed. Each host then schedules a 
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retransmission at a later time based on an exponential baclcofF mechanism. 

The simulator currently supports point-to-point links, Ethernet links (with and 

without collisions), and a multiple access link that is a generalization of an Ethernet 

link. The first and last type of links (networks) allow the user to specify several 

parameters, including the bandwidth, delay, byte overhead per packet, a minimum 

and maximum packet size, and a loss or corruption probability. The second link 

type exactly models an Ethernet. 

2.2.2 Nodes 

Physical links are used to connect network nodes, which are usually either routers 

or hosts. To capture their behavior, we need to consider the characteristics of both 

the processor and the software, thereby simulating the delays introduced by both 

the nodes, and the algorithms that they run. 

In x-Sim, the software running on a node is represented in one of two ways: (1) 

by an ar-kernel style protocol graph or (2) by a program that implements an abstract 

specification of the node. When using a protocol graph, each protocol in the graph is 

given by the actual C code that implements the complete protocol. In other words, 

the first case can be viewed as supporting a direct execution simulation. The latter 

czLse is commonly used to implement a simplified (less accurate) model of a node. 

For example, a router can be simulated with an actual implementation of IP (plus 

the necessary lower level protocols) by using existing i-kernel protocol modules, or 

by implementing a simplified specification that models some queuing discipline, such 

as FIFO. Note that when a protocol is given as a module in the protocol graph, then 

this is exactly the same implementation that runs in the x-kernel. This makes it 

possible to move a protocol back-and-forth between a simulated network and a real 

network. 

Note that even though the goal is accurate simulation, there are times when 

practical realities force us to make small deviations from the real code. An illustra

tive example is the length of the TIME.WAIT state in TCP, which is one minute in 

the latest BSD implementation. When doing complex WAN simulations, with more 
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than one thousand connections starting and ending during every simulated second, 

it is not feasible to keep the connection state (after the connection has been closed) 

around for the full simulated minute as this ties up too much memory. Our solution 

is to reduce this delay. We can do this because we know our particular simulation 

does not require the full one minute delay for correctness. 

To simulate the processor accurately, one needs to account for the delays result

ing from the execution of the code invoked to handle each packet. For an even more 

accurate simulation, one needs to also add some variance to these delays to model 

interactions between different subsystems. Simulating the delays and variance with 

tola! accuracy is probably not practical, as the variance may be due to cache and 

TLB effects. Even if one could simulate all of these details, it may not be the best 

thing to do as it ties the results of the simulation to a specific model of hardware. 

x-Sim allows the protocol code to introduce delays by specifying periods of time 

during which the node does no other processing; incoming packets cannot be pro

cessed during such a delay. These delays might be based on measurements of the 

code running on an actual processor and can be specified by a uniform or normal 

distribution. 

2.2.3 Load 

Network load is usually the result of many applications executing on numerous 

hosts. In the case where one is interested in studying the behavior under realistic 

load, realistic traffic sources are of the utmost importance. For example, traffic 

created by multiple bulk TCP transfers is radically different from traffic generated 

by multiple FTP, Telnet, SMTP and NNTP connections.' 

The first step in the creation of realistic traffic is to use a common implementation 

of the underlying protocols—ar-Sim gets this from the protocol graph. Next, we need 

a way to model the traffic. Here, x-Sim contains a protocol that simulates Internet 

traffic based on tcplib [7]. Tcplib is a library that models Internet traffic sources 

'The File Transfer Protocol (FTP) is used to transfer files between conaputers, Telnet is used to 
connect (login) to remote computer systems, SMTP is the protocol used for email delivery, NNTP 
is used to deliver Usenet news. 
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based on empirical data collected at different Internet gateways, and it has been 

shown to produce realistic traffic patterns [23]. This traffic model is realized as a 

protocol called TRAFFIC, which sits at the top of the protocol graph generating 

work. 

The traffic simulation protocol (TRAFFIC) starts conversations with inter-arrival 

times given by an exponential distribution. Each conversation can be of type Tel

net, FTP, NNTP or SMTP; type-specific parameters are also specified. For example, 

FTP conversations are parameterized by the number of items to transmit, control 

segment sizes, and the individual item sizes. All of these parameters are obtained 

from tcplib and are based on probability distributions obtained from real traffic 

traces. Each of these conversations runs on top of its own TCP connection, so each 

conversation adapts to the network conditions by way of TCP's congestion control 

mechanisms. 

One last feature of the traffic simulation protocol is that it is instrumented in 

such a way that the major traffic characteristics are independent of the underlying 

protocols and router congestion mechanisms—the detailed traffic itself is of course 

affected by these differences. What we mean by major traffic characteristics are the 

start times of each conversation, the type of conversation, and the parameters for 

that conversation. This feature allows us to compare the effects that changes—e.g., 

to the TCP implementation—have on the traffic. For example, it allows us to answer 

questions of the form "what are the effects on the routers and bottleneck utilization 

when we go from the one implementation of TCP to another?" 

Finally, there are other protocols (everything is a protocol in the x-kernel) that 

model other types of transfers; for example, the MEGTEST protocol models TCP 

bulk transfers. 

2.2.4 Related Work 

Some of best known freely available network simulators are REAL [19], Netsim [10] 

and the recently released ns from LBL's Network Research Group. None of these 

simulators support common implementations of protocols, that is, direct execution. 
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Instead there is code to simulate the major chaxacteristics of the protocol. One 

problem with this approach is that it misses some of the behavior present in the 

common protocol implementations. In particular, it is our experience that in eval

uating the different BSD implementations of TCP, running the actual TCP code is 

preferred to running an abstract specification of the protocol; the latter approach is 

mostly useful for rapid experimentation. 

For example, we have found the actual behavior of timers in the BSD imple

mentations of TCP to be quite important. Specifically, the round-trip time (RTT) 

measurements are done with a clock that ticks every half a second, resulting in 

very coarse estimates of the RTT. This affects the real time behavior of the proto

col because retransmit timeouts tend to be much longer than the real RTT. Many 

existing simulators use more accurate RTT measurements, resulting in retransmis

sion timeouts that are much smaller than those that normally occur in BSD TCP. 

•As a consequence, packet losses that result in timeouts have a lesser effect on the 

throughput in the simulator than they do in the BSD implementation. 

It turns out that it would be very hard, if not impossible, to do a full implemen

tation of TCP under either Netsim or REAL due to architectural constraints. As 

a result, neither simulator could be used to study the exact behavior of one of the 

common implementation of TCP (like the BSD implementations) to see if there are 

any problems with it. 

.'\nother important feature is that x-Sim protocols are just x-kernel protocols. 

One can use the simulator while implementing and debugging a new protocol, and 

when done, just move it to any x-kernel based system. 

.'\n alternative to simulation is emulation [1], a technique that uses workstations 

connected by a real network, with modifications to the operating system to simulate 

slower links and larger propagation delays. Under this framework, simulated time 

and real time are the same. Some of the advantages of emulation are that it runs real 

protocols, actual behavior like processing overheads need not be simulated, and a 

two minute simulation only takes two minutes to run. There are some disadvantages, 

however, such as the cost of the necessary hardware (to emulate a network with five 
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hosts you aeed at least five workstations), the fact that you cannot emulate a host 

or a link that is /asfer than the actual hardware, and the fact that real time behavior 

of the software is tied to specific hardware. A final disadvantage has to do with the 

available timer resolution, which can result in artifacts affecting the accuracy of the 

emulation. For example, an emulator with timer accuracy of 1ms implies that one 

cannot emulate the exact delay involved in sending packets smaller than 500 bytes 

on a 50QKB/s link (at 5Q0KB/s it takes exactly 1ms to send 500 bytes). 

Finally, we should not think of simulation versus emulation. Simulation, emu

lation, and tests on the actual network should all be considered part of the practi

tioner's repertoire. The confirmation of one technique's results with another tech

nique serves an important function in the scientific process. 

2.3 Visualization Tools 

Running realistic simulations is only the first step, and not necessarily the most time 

consuming step, in the process of studying network behavior. Analyzing the results 

usually involves more work than running the simulations themselves, emphasizing 

the need for tools to aid in this analysis. The rest of the section describes some of 

the tools available as part of the x-Sim simulator package. 

2,3.1 Coarse Grained Tools 

These tools can be divided into two levels. At the high level, some of the protocols 

write summary information to a database at the end of each experiment. For ex

ample, TCP bulk transfers save the number of kilobytes successfully transmitted, 

the kilobytes resent, the number of TCP timeouts, the largest timeout, and so on. 

Routers save average link utilization, average queue sizes, number of packets and 

bytes lost. 

This summary information can then be used for high level analysis of the network 

and its components. The coarse grained visualization tools are used to display 

different views of this information, allowing the user to focus on the relevant parts. 

For example, as part of our research we were interested in comparing the performance 
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Comparison of difTerent implementations of TCP 

TCP-1 traffic TCP-2 traffic TCP-3 traffic 
KB/s 7 8 . 9  6 1 . 8  4 8 . 3  

KB sent 2 3 3 9 . 7  3 3 4 4 . 7  1 8 5 4 . 2  3 2 8 5 . 2  1 4 4 9 . 1  3 2 9 2 . 4  

KB resent 4 0 . 3  8 8 . 4  7 8 . 8  8 8 . 8  5 5 . 0  5 4 . 0  

% resent 1 . 7  2 . 6  4 . 2  2 . 7  3 . 8  1 . 6  

Telnet delay 1 4 5 . 3  1 6 0 . 2  1 5 0 . 9  

delay < 1000 9 9 . 4  9 8 . 5  9 8 . 5  

count 2 0  2 0  2 0  2 0  2 0  2 0  

Figure 2.4: Database output comparing TCP implementations. 

of three implementations of TCP which we will refer to as TCP-1, TCP-2 and 

TCP-3. The simulation topology used is that on Figure 2.3. Two hosts, one on 

each ethernet, run the TRAFFIC protocol to simulate background traffic while the 

other two hosts run the MEGTEST protocol which does a TCP bulk transfer from 

one host to the other. The point-to-point link connecting the two ethernets has a 

maximum bandwidth of 200KB/s and it is the bottleneck since it is slower than the 

1.25MB/s bandwidth of the ethernet networks. 

Each simulation was uniquely specified by choosing one of the three TCP im

plementations and by a seed that was used to create a specific traffic pattern. Each 

simulation lasted 30 (simulated) seconds during which a bulk transfer shared the 

bottleneck link with background traffic. Sixty simulations were run, twenty with 

each TCP implementation using different traffic patterns. The twenty traffic pat

terns were the same for each TCP implementation. 

Figure 2.4 shows the average of some of the information saved in the database 

files. Each pair of columns correspond to one of the TCP implementations; the first 

two are for TCP-1, the next two for TCP-2 and the final two for TCP-3. In each 

pair of columns, the left one—with the TCP implementation name as a heading— 

shows the averages corresponding to the bulk transfer, and the right one shows 

the averages for the background traffic. Hence, the bulk transfer in the TCP-1 

implementation achieved an average throughput of 78.9 KB/s, and during the 30 
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Percent Link Utilization 

TCP-1 TCP-2 TCP-3 
0-5 sec 9 0 . 6 %  7 4 . 3 %  6 4 . 1 %  

5-10 sec 9 3  . 2 %  8 2 . 4 %  7 8 . 1 %  

10-15 sec 9 2 . 3 %  8 2 . 9 %  7 6 . 5 %  

15-20 sec 9 1 . 4 %  8 3 . 8 %  7 5 . 8 %  

20-25 sec 9 1 . 8 %  8 5 . 7 %  7 9 . 2 %  

25-30 sec 8 8 . 6 %  8 0 . 8 %  8 1 . 2 %  

average 9 1 . 3 %  8 1 . 7 %  7 5 . 8 %  

Figure 2.5: Database output comparing TCP implementations. 

seconds it transfered an average of about 2340KB. An average of 40.3KB had to 

be retransmitted, probably due to losses. This 40.3KB represents 1.7% of the data 

successfully transmitted. 

The background traffic in the TCP-1 implementation transfered 3345KB and 

retransmitted 2.6% of the data. An important measure is the average RTT for 

Telnet traffic (Telnet delay in ms); this measure is an indication of how the response 

of the network is affected by the traffic. The next value is the percent of Telnet 

packets with a RTT less than I second. From this table we see that TCP-1 is able 

to achieve a much higher throughput without negatively affecting the background 

traffic, while at the same time retransmitting less data. 

Figure 2.5 shows the average bottleneck link utilization during the 30 second 

simulation. It shows the reason why TCP-1 does so much better than both TCP-2 

and TCP-3: TCP-1 makes better use of the bottleneck link, achieving an average 

of 91.3% link utilization, as compared to 81.7% utilization by TCP-2 and 75.8% by 

TCP-3 

The last type of output from the database file is one that shows individual, 

rather than average, values. It is important to always look at individual values to 

check that the average value is not being affected by a spurious result. Just as 

importantly, results that are out of the ordinary may point to protocol problems. 

Figure 2.6 shows the individual values for the throughput and kilobytes resent for 
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Figure 2.6: Database output comparing TCP implementations. 

the bulk transfers. 

2.3.2 Fine Grained Tools 

The database files contain coarse information about the simulations. Often it is 

useful to be able to do detailed examination of paxticular network components. 

For this purpose, some protocols and routers can save detailed information into 

tracing files. These traces are analyzed and displayed using a set of common tools 

which are part of the z-Sim package. The most detailed traces are obtained from 

the more complex protocols, and they have proven invaluable in the analysis and 

understanding of these protocols. For example, the x-kernel/x-Sim versions of the 

different TCP implementations have been augmented with calls to trace all the 

relevant state of the protocol, such as the size of the different windows and buffers. 



38 

Figure 2.7: Graph showing router's queue size. 

the time when packets are either sent or received, information about retrajismitted 

data, and so on. 

These traces can be examined either graphically, showing the main characteristics 

of a protocol or router, or in full detail as a list of each trace event. The common 

procedure is to first examine the traces graphically, then if anything interesting or 

unusual shows up, to examine the traces in full detail. 

As mentioned earlier, the most complicated traces are those belonging to pro

tocols, particularly TCP. These traces will be explained in the next chapter whea 

we describe TCP. Here we describe two of the traces saved by routers. The first 

one saves the queue size, or more specifically, it saves the minimum, maximum and 

average queue sizes during intervals of a specified length. For example. Figure 2.7 

shows the queue size during a TCP bulk transfer. Each bar represents a 100ms 

interval, the bottom of the bar indicates the minimum queue size and the top the 

maximum queue size during each lOOms intervals. The average queue size is not 

displayed in this example. 

The second type of trace information that routers save is the average output 
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Figure 2.8: Graph showing router's average output bandwidth for a specified link. 
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bandwidth of specified links. This information is similar to that shown in Figure 2.5 

except that instead of presenting 5 second averages it presents averages over user 

specified intervals. Figure 2.S shows the output bandwidth averaged over 100ms 

intervals (thin lines) and 300ms intervals (thick line). The available bandwidth 

for this link is 200KB/s, and it is reached a couple of times during this particular 

simulation. The small hash marks on the x-axis indicate a packet was dropped at 

that time as a result of queue overflow. 
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CHAPTER 3 

Transmission Control Protocol 

We know from experience that internets with no congestion control behave badly 

under high loads [13|. Since most of the traffic over the Internet comes from TCP 

connections, TCP's congestion control mechanisms play a pivotal role in maintaining 

the health of the Internet. This chapter outlines the main characteristics of TCP, 

describes its congestion control mechanisms, and provides an insight into its general 

behavior. 

This chapter is organized as follows. First, we give a brief description of some of 

the early applications that were the catalysis for the invention of computer networks. 

It is easy to understand TCP's main characteristics in this context. Second, we 

describe some of the most important mechanisms in TCP, focusing in those dealing 

with reliability and congestion control. Third, we provide some insight into TCP's 

congestion control mechanisms by analyzing graphs depicting some of the most 

important internal state of TCP. 
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Figure 3.1: Block Protocols maintain block boundaries. 
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Figure 3.2: Stream Protocols do not maintain block boundaries. 

3.1 Background 

As mentioned in Chapter 1, IP forms the infrastructure that integrates a collection 

of heterogeneous networks. It is a block (packet) based protocol; IP accepts blocks 

of data and either delivers the whole block or nothing at all, in such a way that the 

block boundaries are known to the receiving application (or higher level protocol); 

see Figure .3.1. 

Once computers had the ability to communicate with each other, it did not take 

long for the first network applications to surface. Among these first applications 

was Telnet. Telnet is a computer program that allows a user to connect to a remote 

computer: it mimics the behavior of a terminal connected directly to the remote 

computer. Each time the user presses a keyboard key, the ASCII representation of 

the key is sent to the remote computer. This computer in turn echos the key back 

to the user's computer, together with any output that may have resulted from the 

keystrokes sent to the remote computer. Telnet is an example of an application that 

requires a duplex (two way) communication channel. 

In this scenario, there are no inherently important block boundaries. Further

more, since Telnet involves the transmission of very small units of data—and there 

is always some overhead when transmitting packets due to packet header—it makes 

sense to try and send as much information as possible on each packet. A stream 

based protocol does not preserve block boundaries, so the protocol has the option of 
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aggregating blocks of data before sending them (see Figure 3.2). The term segment 

is used to refer to a block of data passed by a stream protocol to a lower protocol. 

A common requirement for most types of communications is reliability. For 

example, one expects email to arrive at the destination without any missing paxts. 

As previously mentioned, IP is not a reliable protocol. It makes perfect sense not 

to burden a protocol whose primary purpose is the integration of heterogeneous 

networks with reliability. There are high costs associated with reliability both in 

terms of code complexity and storage—a reliable protocol must keep a copy of the 

data it sends until the protocol knows the data has been successfully received, in 

case the protocol needs to send the data again. 

Stream based protocols also need to be ordered since there is no way for the 

receiving higher level protocol (or application) to know the position of a block of 

data just received. The usual way of communicating the position of a block is by 

writing this information at the beginning of the block—in the header. Since a stream 

based protocol may break a block into smaller components, it is possible to receive 

parts of the block without the block header. 

Another important issue to consider when dealing with computer communica

tions is how to deal with sources that are able to send at a higher rate than the 

destination can deal with. This mismatch can be due to: (1) the source may be a 

more powerful (higher instruction execution rate) computer than the destination, 

or, (2) the destination may have to perform some time consuming task—such as 

in client-server computing. Flow control is the term used to denote some sort of 

synchronization between the source and destination, so that the source does not 

overrun the destination. 

It is important to distinguish the differences between flow and congestion control. 

Flow control mechanisms prevent the source from overrunning the receiver. They 

are usually simple to design since there are only two entities involved. Congestion, 

on the other hand, occurs at intermediate nodes (the routers) and may involve 

multiple sources. As a result, congestion control mechanisms are more complex and 

harder to design. 
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A useful analogy is to think of a connection's path as a water pipe. Using all of 

the bandwidth available to the connection is equivalent to keeping the pipe full. 

TCP is a protocol designed to provide the communication paradigms just de

scribed. It is a connection based protocol that provides an ordered, stream based, 

reliable duplex communication channel with flow and congestion control. It runs on 

top of IP. so it has at its disposal the full set of network services provided by IP. 

The next subsections present more detailed descriptions of how reliability, flow and 

congestion control are implemented in TCP. 

3.2 Reliability 

Having reliability as a goal implies the possibility of having to retransmit some of 

the data already sent. Thus data needs to be buffered until it is known to have been 

successfully received on the other end. Successful reception implies not only that a 

datagram arrived, but also that it arrived uncorrupted. Hence there is a need for 

mechanisms that insure that the data was not corrupted and that it wcis successfully 

received. A checksum is used to validate both the TCP header and data. 

Two possible mechanisms for informing the source that data arrived successfully 

are: (1) having the receiver send a positive acknowledgment (ACK) announcing that 

a block of data arrived safely, or (2) having the receiver send a negative acknowl

edgment (N.ACK) announcing that a block of data is missing. 

To specify that a block of data has been received or that it is missing, one must 

have a naming scheme. The usual approach used in block baised protocols is to 

number each block of data in the order in which it was passed to the source. This 

approach can be expanded to cover stream based protocols by thinking of each unit 

of data—bytes in this ca^e—as a block. TCP uses a sequence number to uniquely 

name each byte sent over the communication channel. These sequence numbers are 

used by the receiver to correctly order segments that may be received out of order 

and to eliminate duplicates. 

TCP uses positive rather than negative acknowledgments. Furthermore, to con

serve packet space and for reliability reasons, TCP's designers decided on cumulative 
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acknowledgments. Acknowledging a block of data requires two numbers to code the 

sequence numbers of the beginning and end of the block. A cumulative ACK ac

knowledges all data up to a given sequence number, so only one number is needed 

to acknowledge a block of data—assuming all previous blocks have been received. A 

further advantage of cumulative .A.CKs is the reliability of this approach; the loss of 

an .ACK is not very damaging in the common case when later ACKs will be received, 

as the information on the lost ACK will be contained in succeeding ACKs. 

Cumulative acknowledgments inform the source that segments were successfully 

received; an additional mechanism is still needed to determine when segments are 

lost. TCP uses a timeout mechanism to detect and then retransmit lost segments. 

If an ACK is not received by the source within a timeout interval, the data is 

retransmitted. 

The original protocol specification does not require any particular mechanism 

(algorithm) for determining the timeout interval. However, it gives an example 

retransmission timeout procedure beised on the measured round trip time (RTT)— 

the elapsed time between sending the segment and the reception of the ACK. The 

retransmit timeout procedure in use today is based on both round trip time and 

variance estimates computed by sampling the time between when a segment is sent 

and an ACK arrives [13]. 

3.3 Flow Control 

Flow control is the mechanism used to prevent a faster host from overruning a slower 

host. TCP uses a window ba^ed flow control mechanism by which the receiving TCP 

allows the source to send only as much data as the receiver can buffer. The receiver 

controls the flow of data by advertising the amount of free space in its receive buffer. 

This space decreases as new packets arrive and increases as the application reads 

more data. Each acknowledgment the receiver transmits to the source contains the 

total number of free bytes in its buffer space; it is known as the advertised window. 

A convenient way to visualize the dynamics of the advertised window as seen 

by the source is shown in Figure 3.3. The thick gray line represents the advertised 
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Figure 3.3: Window flow control. 

window, which is set to 16KB as the connection is established. The thin black line 

represents the number of bytes that have been sent and have not yet been acknowl

edged (UNACK-COUNT). Its value should not exceed the advertised window, cis 

doing otherwise could result in the loss of packets due to overflowing the receiver's 

buffer. 

The source quickly transmits 16KB of data, the full amount allowed by the 

advertised window. At 100ms, the UNACK-COUNT line decreases to 12KB, sig

nifying that the receiver has acknowledged the first 4KB that were transmitted 

(acknowledgments are cumulative). Note that the destination is not bound to send 

an acknowledgment immediately after it receives a packet. The destination can 

delay sending the ACK for a short time in case more packets arrive (reducing the 

number of ACKs it sends) or to give the application an opportunity to read the 

newly arrived data. 

The fact that the advertised window does not decrease at 100ms implies that 

the 4KB was read by the application—freeing the receiver's bufler space—before 

the .ACK was sent. This same behavior is repeated at 125, 150 and 175ms. 

At 200ms the UNACK-COUNT line once again decreases to 12KB, but unlike 

previous times, the advertised window also decreases (to 14KB), signifying that the 

application had only read 2KB at the time the acknowledgment was sent (about 

50ms earlier). The other 2KB are held in the receiver's buffer and the source can 

onlv transmit 2KB at this time. At 275ms the UNACK-COUNT line decreases from 
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Figure 3.4: Window flow control. 

14KB to 6KB and the source immediately transmits 8KB of data since the adver

tised window stayed at 14KB. Between 350ms and 400ms the UNACK_COUNT line 

decreases to zero indicating that the sending application has no more data to send 

for the time being. 

This type of graph can also be used to visualize the dynamics of the reliability 

mechanism. Figure 3.4 introduces two more symbols to the previous type of graph. 

A packet loss, which in this example occurs at 225ms, is represented by a vertical 

line spanning the whole graph. More specifically, vertical bars mark the time when 

a packet is sent which is later retransmitted, likely because it was lost. Since TCP 

is an ordered and reliable protocol, it does not allow the application to read any 

data beyond the lost packet. 

Since TCP uses cumulative ACKs, it cannot acknowledge any packets containing 

data following the lost packet'. As a result, UNACK.COUNT stays at the same level 

as the advertised window; preventing the source from sending any more packets. 

This situation is remedied at a later time, 1.3 seconds in this example, when a 

retransmit timeout occurs, represented by the dot at the top of the graph, which 

restarts the process. The source assumes all unacknowledged data has been lost and 

resends it. 

'TCP does not decrease its advertised window as a result of data it cannot acknowledge. 
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3.4 Congestion Control 

The original version of TCP did not contain any congestion control mechanisms. 

Congestion is only mentioned in the reliability section of the protocol specification 

as a possible cause of packet losses. This lack of congestion control eventually 

resulted in what is called congestion collapses as a result of the increasing traffic on 

the Internet. The term is used to indicate a persistent state of congestion, where 

the actual throughput of the connections involved is almost zero. 

The dynamics of congestion collapse can be deduced from Figure 3.4. Once a 

link becomes congested, a few of the connections whose path contains the congested 

link are likely to lose one or more packets. This congestion can occur by increasing 

the number of connections going through the link. All connections that lose packets 

timeout and start retransmitting at around the same time (the delay before the 

retransmit timer fires is a function of the connection's RTT). Figure 3.4 shows that 

when the retransmit timeout occurs, the connection resends all the data it had 

previously sent but not gotten an acknowledgment for. The link becomes even more 

congested as a result of one or more connections quickly sending so much data on 

an already congested link. It is not hard to imagine how the process could continue 

indefinitely once it got started. 

3.4.1 Jacobson's Original Proposal 

In 1988, Van Jacobson published a paper [13] in which he describes mechanisms to 

prevent congestion collapse by detecting and controlling congestion. During periods 

when there is no congestion—and therefore no losses—there is a directly proportional 

relationship between UNACK.COUNT and throughput; 

U N AC K.COUNT 
Throughput = 

As UNACK_COUNT increases, the throughput should also increase. When UN-

ACK-COUNT decreases, so should the throughput. Jacobson introduced the con

gestion window as a way of dynamically controlling UNACK-COUNT. The amount 
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of UNACK.COUNT that is allowed is now bounded by both the advertised win

dow and by the congestion window. The congestion window is allowed to change 

dynamically with the purpose of controlling congestion. He described two mech

anisms to control the the size of the congestion window: (1) slow-start and (2) 

linear-increase/multiplicative-decrease. 

Slow-start is used to control the rate by which UNACK.COUNT increases at 

the beginning of the connection, or after a retransmit timeout. When executing 

the slow-start mechanism, the congestion window is initially set to the size of the 

largest packet TCP is allowed to send {max-packet). Each time an acknowledgment 

is received, the congestion window is increased by max-packet. If the receiver is 

acknowledging each packet, then the congestion window will double in size during 

each RTT, resulting in exponential growth of the congestion window. 

Figure 3.5 shows the dynamics of slow-start. The source starts by sending one 

packet to the destination, which sends an acknowledgment in return. When the 

source gets the acknowledgment, it immediately sends two packets. The destination 

once again sends an acknowledgment immediately after receiving each packet. Each 

of these two ACKs results in two packets sent by the source, and so on. 
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Even though the source sent two packets back-to-back, they are spaced out when 

they arrive at the destination. The reason for this is shown graphically in Figure 3.6. 

In this figure, the thickness of a line is inversely proportional to the speed of the link 

it traverses—the thickness of the line represents the time needed to insert the packet 

into the link. Initially, two packets leave the source close together, on a fast link. 

When they get to the bottleneck link it takes longer to insert each packet into the 

link, either because it is a slower link or because other packets are waiting in a queue 

to be sent over this link. For this discussion it is assumed that the bottleneck link 

is slower, so it takes longer to put each packet into the link, and the time between 

each packet increases. When the packets leave the slower link and go into a faster 

link, the time difference between the packets is preserved. If an acknowledgment is 

sent immediately after each packet arrives, the acknowledgments will carry the time 

difference back to the source (assuming there are no queues at the routers). If the 

source now sends one packet as it receives each acknowledgment, they will be sent 

at the rate of the bottleneck link. 

The exponential growth of the congestion window during slow-start continues 

until one of three things happens: (1) it reaches the size of the advertised window, 

(2) it reaches a pre-established value {threshold window), or losses are detected. 

Consider the second case in more detail: at the beginning of the connection, the 

threshold window is usually set to 64KB. However, when slow-start is used after a 
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Figure 3.7: Slow-start: Congestion window size versus time. 

retransmit timeout, the connection hcis an idea of the available bandwidth and the 

threshold window is set in such a way so as to stop the exponential growth right 

before the available bandwidth is reached. 

Figure 3.7 shows the dynamics of slow-start by plotting the congestion window 

as a function of time. The tick marks at the top of the graph are used to indicate 

the time when a packet is sent. Notice how the congestion window increases expo

nentially and how the tick marks seem to be nicely spaced. However, since packets 

are sent back-to-back in pairs, each tick mark is really two overlapping tick marks. 

After slow-start terminates, the linear-increase and multiplicative-decrease mech

anism comes into play. This mechanism increases the congestion window by one 

niax-packel on each RTT (a linear increase) and decreases the congestion window 

by half (a multiplicative decrease) whenever congestion is detected. TCP interprets 

any loss as a sign of congestion. The coarse behavior—without the slow-starts—of 

the linear-increase and multiplicative-decrease mechanism is shown in Figure 3.8. 

The exact mechanism is as follows. When congestion is detected, the threshold 

window is set to half the size of the congestion window. Next, the congestion window 

is set to one. All unacknowledged packets are assumed lost, and slow-start is used 

to increase the size of the congestion window exponentially until it reaches the size 

of the threshold window. 

A mechanism is efficient if it results in a full utilization of the available band-
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Figure 3.8: TCP trace: Congestion window size versus time. 

width. It is fair if it results on all connections getting an equal share of the band

width. An analytical study by Chiu and Jain [4] heis shown that linear-increase and 

multiplicative-decrease mechanisms converge to an efficient and fair state, whereas 

linear-increase and linear-decrease mechanisms can converge to efficiency but not 

fairness. 

3.4.2 Fast Retransmit and Fast Recovery Mechanisms 

The Fast Retransmit mechanism was developed by Jacobson to help reduce the 

dependency on the retransmit timeout by attempting to detect losses earlier. The 

BSD implementations of TCP use a coarse clock, with a granularity of 500ms, to 

measure RTT and to implement the retransmit timer. The coarseness inherent in 

this mechanism results in timeout intervals which are much longer than necessary. 

For example, during a series of tests on the Internet, it was found that for losses 

that resulted in a timeout, it took TCP an average of 1100ms from the time it sent 

a packet that was lost until it timed out and resent the packet, whereas less than 

300ms would have been the correct timeout interval had a more accurate clock been 

used. 

With the Fast Retransmit mechanism, TCP not only retransmits when a coarse

grained timeout occurs, but also when it receives n duplicate ACKs {n is usually 

3). TCP sends a duplicate ACK whenever it receives a new segment that it cannot 

acknowledge because it has not yet received all the previous segments [25]. In 
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Figure 3.10: Behavior of TCP without Fast Retransmit. 

effect, we can think of this mechanism as sending implicit negative acknowledgments 

(.NACKs). 

For example, if Tahoe receives segment 2 but segment 3 is dropped, it will send a 

duplicate ACK for segment 2 when segment 4 arrives, again when segment 5 arrives, 

and so on (see Figure 3.9). When the source sees the third duplicate ACK for 

segment 2 (the one sent because the receiver had gotten segment 6) it retransmits 

segment 3. The Fast Retransmit mechanism is very successful—it prevents more 

than half of the coarse-grained timeouts that occur on TCP implementations without 

it. 

Figure 3.10 shows the behavior of TCP without the Fast Retransmit mechanism 

when it is the only connection active in the network (i.e., there is no other traffic). 
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The network configuration used for this experiment is shown in Figure 3.11, and the 

only traffic consisted of Host la doing a TCP transfer to Host lb (all other hosts 

were inactive). The thick dotted line is the threshold window and the gray line 

is the congestion window. The congestion window increases exponentially at the 

beginning of the connection until losses are detected at around 300ms. The solid 

vertical lines running the whole height of the graph indicate when a segment that 

is eventually retransmitted was originally sent. Nothing is transmitted for a period 

of over a second, as shown by the lack of tick marks at the top of the graph, until 

the retransmit timer fires at around 2 seconds. The dots at the top of the graph are 

used to indicate that a retransmit timer fired at this time. The threshold window 

is set to half the value of the congestion window so slow-start will terminate when 

the congestion window reaches half its previous value. In this particular test, losses 

are detected which further reduce the threshold window. Between 2 and 4 seconds 

one sees a linear increase of the congestion window, until a loss occurs a little before 

4 seconds. After the retransmit timer expires at 5.3 seconds, the threshold window 

is set to half the value of the congestion window. The congestion window is then 

set to the size of one packet, increasing exponentially until it reaches the threshold 

window. This periodic behavior of exponential growth, followed by linear growth, 

followed by a retransmit timeout, is repeated while there is data to send. 

Figure 3.12 shows the behavior of TCP Tahoe, an implementation with the Fast 

Retransmit mechanism. Note that all retransmit timeouts have been eliminated 

e.xcept for the first one. The Fast Retransmit mechanism can eliminate most re-
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Figure 3.11: Network configuration for simulations. 
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transmit timeouts as long as only one or two packets are lost during a period of 

time equal to the RTT of the connection. Note that after each loss there is a small 

period of time when no packets are transmitted—as seen by the lack of tick marks 

on the top of the graph. These pauses are the result of slow-start, since only one 

packet is sent during the first RTT. 

Jacobson realized that there was no need to use slow-start when the losses are 

detected by the Fast Retransmit mechanism. Instead of slow-start, TCP could the 

arrival of duplicate acknowledgments to trigger the transmission of new packets 

with the right spacing between them (see Figure 3.6). In particular, the Fast Re

covery mechanism decreases the congestion window by half (rather than setting it 

to one), waits until it detects the arrival of half the expected number of duplicate 

acknowledgments [U N AC K -C OU NT / {2 x max^eg)), and then uses the incoming 

duplicate acknowledgments to strobe new packets into the network. In other words, 

with the Fcist Recovery mechanism, TCP is able to slow down directly to the reduced 

rate rather than slowing down to one packet per RTT, and then using slow-start to 

increase the rate to the appropriate value. 

The Fast Recovery mechanism is included in the Reno implementation of TCP. 

Figure 3.13 shows the behavior of Reno and also includes graphs showing the sending 

rate (middle graph) and the queue size at the bottleneck router (bottom graph). 

This figure is explained in the next section. 
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Figure 3.13: Behavior of TCP with Fast Retransmit and Fast Recovery. 

3.5 General Graph Description 

In the early stages of this research, it became clear that there wa^ a needed for 

good facilities to analyze the behavior of TCP. As a result, code was added to the 

z-kernel to trace the relevant changes in the connection state. Particular attention 

was paid to keeping the overhead of this tracing facility as low as possible, so as to 

minimize the effects on the behavior of the protocol. Specifically, the facility writes 

trace data to memory, dumps it to a file only when the test is over, and keeps the 

amount of data associated with each trace entry small (8 bytes). 

Various tools were developed to analyze and display the tracing information. 

The rest of this section describes one such tool that graphically represents relevant 

features of the state of the TCP connection as a function of time. This tool outputs 

multiple graphs, each focusing on a specific set of characteristics of the connection 

state. Figure 3.13 shows an example. What follows is a detailed explanation of how 
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Figure 3.14: Common elements in TCP trace graphs. 

to interpret such a graph. 

First, all TCP trace graphs have certain features in common, as illustrated in 

Figure 3.14. The circled numbers in this figure are keyed to the following explana

tions: 

1. Hash marks on the x-axis indicate when an ACK was received. 

2. Hash marks at the top of the graph indicate when a segment Wcis sent. 

3. The numbers on the top of the graph indicate when the kilobyte (KB) was 

sent. 

4. Diamonds on top of the graph indicate when the periodic coarse-grained timer 

fires. This does not imply a TCP timeout, just that TCP checked to see if 

any timeouts should happen. 

5. Circles on top of the graph indicate that a coarse-grained timeout occurred, 

causing a segment to be retransmitted. 

6. Solid vertical lines running the whole height of the graph indicate when a seg

ment that is eventually retransmitted was originally sent, presumably because 
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Figure 3.15: TCP windows graph. 

it Wcis lost.^ Notice that several consecutive segments are retransmitted in the 

example. 

In addition to this common information, each graph depicts more specific in

formation. The middle graph in Figure 3.13 is the simplest—it shows the average 

sending rate, calculated from the last 12 segments. The bottom graph was described 

in Chapter 2, it shows the behavior of the queue at the bottleneck router. The top 

graph in Figure 3.13 is more complicated—it gives the size of the different windows 

TCP uses for flow and congestion control. Figure 3.15 shows these in more detail, 

again keyed by the following explanations: 

1. The dashed line gives the threshold window. It is used during slow-start, 

and marks the point at which the congestion window growth changes from 

exponential to linear. 

2. The dark gray line gives the send window. It is the minimum of the source's 

buffer size and receiver's advertised window, and defines an upper limit to the 

number of bytes sent but not yet acknowledged. 

"For simplicity, we sometimes say a segment was lost, even though all we know for sure is that 
the source retransmitted it. 
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3. The light gray line gives the congestion window. It is used for congestion 

control, and limits the number of bytes sent but not yet acknowledged (UN-

ACK-COUNT). More specifically, a packet will not be sent if the resulting 

UNACK-COUNT is larger than the congestion window. 

4. The thin line gives the actual number of bytes in transit; that is, those sent 

but not yet acknowledged (UNACK.COUNT). 

The graphs just described are obtained from tracing information saved by the 

protocol, and are thus available whether the protocol is running in the simulator or 

over a real network. 

3.6 Detailed Graph Description 

To assist the reader to develop a better understanding of the graphs used throughout 

this paper, and to gain a better insight of Reno's behavior, this section contains a 

detailed description of one of these graphs. Figure 3.15 is a trace of Reno when there 

is other traffic through the bottleneck router. The numbers in parenthesis refer to 

the type of line in the graph. 

In general, output is allowed while the UNACK_COUNT (4) is less than the 

congestion window (3) and less than the send window (2). The purpose of the 

congestion window is to control congestion. The send window is used for flow 

control; it prevents data from being sent when there is no buffer space available 

at the receiver. 

The threshold window (I) is set to some maximum value—e.g. 64KB— at the be

ginning of the connection. Soon after the connection is started, both sides exchange 

the size of their receive buffers, and the send window (2) is set to the minimum of 

the source's send buffer size and the receiver's advertised window size. 

The congestion window (3) increases exponentially while it is less than the thresh

old window (1). At 0.75 seconds, losses start to occur, as indicated by the tall vertical 

lines. More precisely, the vertical lines represent segments that are later retransmit

ted, usually because they were lost. At around 1.0 second, a loss is detected after 
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receiving 3 duplicate ACKs and Reno's Fast Retransntiit and Fast Recovery mech

anisms go into action. The purpose of these mechanisms is to detect losses before 

a retransmit timeout occurs, and to continue transmitting—although at a reduced 

rate—while recovering from these losses. 

The congestion window (3) is set to the maximal allowed segment size for this 

connection and the UNACK_COUNT is set to zero momentarily, allowing the lost 

segment to be retransmitted. The threshold window (1) is set to half the value that 

the congestion window had before the losses. TCP assumes that this is a safe level, 

and that losses will not occur at this window size. 

The congestion window (3) is also set to this value after retransmitting the 

lost segment, but it increases with each duplicate ACK. Since the receiver sends a 

duplicate ACK when it receives a segment that it cajinot acknowledge because it 

has not received all previous data, the reception of a duplicate ACK implies that a 

packet has left the network. 

This implies that the congestion window (3) will reach the UNACK_COUNT (4) 

when half the data in transit has been received at the other end. From this point on, 

the reception of any duplicate ACKs will allow a segment to be sent. This prevents 

the "pipe" from becoming empty, and allows TCP to continue sending at half its 

previous rate. 

Since losses occurred at the previous value, it is eissumed that the available 

bandwidth is now only half its previous value. Earlier versions of TCP immediately 

begin the slow-start mechanism when losses are detected. This resulted in the 

"pipe" becoming almost empty and then filling up again. Reno's mechanism allows 

the "pipe" to stay full. 

At around 1.2 seconds, a non-duplicate ACK is received, and the congestion 

window (3) is set to the value of the threshold window (1). The congestion window 

was temporarily inflated when duplicate ACKs were received as a mechanism to 

keep the pipe full. When a non-duplicate ACK is received, the congestion window 

is reset to half the value it had when losses occurred. 

Since the congestion window (3) is below the UNACK.COUNT (4), no more data 
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can be sent. At 2 seconds, a retransmit timeout occurs—see black circle on top—and 

data starts to flow again. The congestion window (3) increases exponentially while 

it is below the threshold window (1). A little before 2.5 seconds, a segment is sent 

that will later be retransmitted. Skipping to 3 seconds, one can see the congestion 

window (3) increasing linearly since it is above the threshold window (1). 
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CHAPTER 4 

New Approach to Congestion Detection and Avoidance 

The congestion detection and control mechanisms in TCP Reno—and all other 

current implementations of TCP—use the loss of segments as a signal that there is 

congestion in the network. These implementations have no mechanisms to detect the 

incipient stages of congestion—before losses occur—so that no attempt is made to 

prevent loss. These mechanisms are reactive, rather than proactive, in this respect. 

A preferable mechanism is one that detects the early stages of congestion, such 

as increased queue sizes at the bottleneck routers, so that it can slow down the 

source and avoid the losses associated with the later stages of congestion. Such a 

mechanism is described in this chapter. 

The chapter starts by providing an analysis of the behavior of Reno's congestion 

control mechanism. This is followed by a description of previously proposed con

gestion avoidance mechanisms. Next, it describes a new congestion detection and 

avoidance mechanism which forms the cornerstone of a new TCP implementation. 

We call this new implementation TCP Vegas, thereby continuing the practice started 

by the BSD distributions of Unix of naming the releases after cities in Nevada. The 

chapter concludes by describing other performance improving mechanisms which are 

also part of the Vegas implementation. 

4.1 Analysis of TCP's Congestion Control Mechanism 

As a consequence of using a reactive congestion control mechanism, Reno needs to 

create losses to find that it is exceeding the bandwidth of the connection. This can 

be seen in Figure 4.1, which shows the trace of a Reno connection sending 1MB of 

data over the network configuration seen in Figure 4.2, with no other traffic sources; 

i.e., only Hostla sending to Hostlb. In this case, the router queue size is 10, each 
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Figure 4.1: TCP Reno with no other traffic (throughput: 123 KB/s) 

packet is 1.4KB, and the queuing discipline is FIFO. 

As seen in Figure 4.1, Reno's mechanism to detect the available bandwidth is to 

continually increase its window size, using up buffers along the connection's path, 

until it congests the network and segments are lost. It then detects these losses 

and decreases its window size. Consequently, Reno is continually congesting the 

network and creating its own losses. These losses may not be expensive if the Fast 

Retransmit and Fast Recovery mechanisms catch them, as seen with the losses at 

5.8 and 7.7 seconds, but by unnecessarily using up buffers at the bottleneck router 

it is creating losses for other connections sharing this router. 

It is possible to set the experiment in such a way that there is little or no loss 

by limiting the maximum window size so that it never exceeds the delay-bandwidth 

product of the connection plus the maximum queue sizes at the routers. However, 

this it is not a realistic experiment since this information on the state of the routers 

is normally unknown to users of real networks. 
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Figure 4.2: Network configuration for simulations. 

4.2 Previous Congestion Avoidance Mechanisms 

There are several previously proposed approaches for proactive congestion detection 

based on a common understanding of how the network changes eis it approaches 

congestion (an excellent development is given in [16]). These changes can be seen in 

Figure 4.1 in the time interval from 4.5 to 7.5 seconds. One change is the increased 

queue size in the intermediate nodes of the connection, resulting in an increase of 

the RTT for each successive segment. Wang and Crowcroft's DUAL algorithm [28] 

is based on reacting to this increase of the round-trip delay. The congestion window 

normally increases as in Reno, but every two round-trip times the algorithm checks 

to see if the current RTT is greater than the average of the minimum and maximum 

RTTs seen so far. If it is, then the algorithm decreases the congestion window by 

one-eighth. 

Jain's CARD (Congestion Avoidance using Round-trip Delay) approach [16] is 

based on an analytic derivation of a socially optimum window size for a deterministic 

network. The decision as to whether or not to change the current window size is 

based on changes to both the RTT and the window size. The window is adjusted 

once every two round-trip times based on the sign of the product ( WindowSizecurrent 

- WindowSiztoid) x [RTTc^rrsnt -/2TTo/(i) as follows: if the result is positive, decrease 

the window size by one-eighth; if the result is negative or zero, increase the window 

size by one maximum segment size. Note that the window changes during every 

adjustment, that is, it oscillates around its optimal point. 
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Another change seen as the network approaches congestion is the flattening of 

the sending rate. Wang and Crowcroft's Tri-S scheme [27] takes advantage of this 

fact. Every RTT, they increase the window size by one segment and compare the 

throughput achieved to the throughput when the window was one segment smaller. 

If the difference is less than one-half the throughput achieved when only one segment 

was in transit—as was the case at the beginning of the connection—they decrease 

the window by one segment. Tri-S calculates the throughput by dividing the number 

of bytes outstanding in the network (UNACK_COUNT) by the RTT. 

A final congestion avoidance mechanism is Keshav's Packet Pair mechanism [20]. 

As the name implies, this mechanism sends a pair of packets, one immediately after 

the other, and uses the spacing of the acknowledgments to determine the available 

bandwidth; see Figure 3.6. 

As described in the original papers, these mechanisms have weaknesses which 

make them unsuitable for current networks. As a matter of fact, none of these 

mechanisms was ever tested on a real network. DUAL uses individual measurements 

of the RTT to determine if the congestion window should increase or decrease. This 

mechanism works well in the simple queueing networks in which it was tested, but 

breaks down in real networks where the RTT is highly variable. 

C.ARD continually changes the window size and measures the effect this has on 

the RTT. Based on this effect the window will be either increased or decreased. 

For example, a window size increase ( WindowSizecurrent - WindowSizeou > 0) which 

does not increase the RTT results in a further increase of the window. CARD suffers 

from the same weakness described in the previous paragraph—it uses individual 

measurements of the RTT. 

As long as no losses are detected, Tri-S can either increase its window size, or 

leave it unchanged by decreasing it right after it was increased. As a result, Tri-S 

cannot adapt to decreases in the available bandwidth unless the decrease is so large 

that it results in packet losses. That is, Tri-S cannot avoid congestion created by 

increasing background traffic levels. 

The spacing of acknowledgments in Packet Pair can be easily lost when there is 
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traffic in the networw. For example, the first acknowledgment may be delayed in a 

router by encountering a large queue at that router. If the second acknowledgment 

is not delayed by a similar amount, the spacing between them cannot be used to 

determine the available bandwidth. As a result. Packet Pair can only be used in 

networks where all routers use queueing disciplines that preserve the spacing—such 

as Fair Queueing [8]. 

4.3 Congestion Avoidance in Vegas 

Vegcis's approach is most similar to Tri-S in that it looks at changes in the through

put rate, or more specifically, changes in the sending rate. However, it differs from 

Tri-S in the way it calculates throughput and instead of looking for a change in 

the throughput slope, it compares the measured throughput rate with an expected 

throughput rate. The basis for this idea can be seen in Figure 4.1 in the region be

tween 3.0 and 5.5 seconds. As the window size increases one expects the throughput 

(or sending rate) to also increase. But the throughput cannot increase beyond the 

available bandwidth; beyond this point, any increase in the window size only results 

in the segments taking up buffer space at the bottleneck router. 

Vegas uses this idea to measure and control the amount of extra data this con

nection has in transit; that is, data that would not have been sent if the bandwidth 

used by the connection exactly matched the available bandwidth of the network. 

The goal of Vegas is to maintain the "right" amount of extra data in the network. 

Obviously, if a connection is sending too much extra data, it will end up distributed 

over system buffers and cause congestion. Less obviously, if a connection is sending 

too little extra data, it cannot respond rapidly enough to transient increases in the 

available network bandwidth. Vegas's congestion avoidance actions are based on 

changes in the estimated amount of extra data in the network, and not only on 

dropped segments. 

We now describe the algorithm in detail. Note that the algorithm is not in effect 

during slow-start. Vegas's behavior during slow-start is described in Section 4.4. 

First, define a given connection's BaseRTT to be the RTT of a segment when 
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the connection is not congested. In practice, Vegas sets BaseRTT to the minimum 

of all measured round trip times; it is commonly the RTT of the first segment 

sent by the connection, before the router queues increase due to traffic generated 

by this connection. Although we do not know the exact value for the BaseRTT, 

our e.xperience suggests our algorithm is not sensitive to errors in the BaseRTT. 

Assuming the connection is not overflowing the link, the expected throughput is 

given by: 

Expected = WindowSize / BaseRTT 

where WindowSize is the size of the current congestion window, assumed to be equal 

to the number of bytes in transit. 

Second, Vegas calculates the current Actual sending rate. This is done by record

ing the sending time for a distinguished segment, recording how many bytes are 

transmitted between the time that segment is sent and its acknowledgment is re

ceived, computing the RTT for the distinguished segment when its acknowledgment 

arrives, and dividing the number of bytes transmitted by this RTT. This calculation 

is done once per round-trip time. 

Third, Vegas compares Actual to Expected^ and adjusts the window accordingly. 

Let Diff = Expected - Actual. Note that Diff is positive or zero by definition, since 

Actual > Expected implies the need to change BaseRTT to the latest sampled RTT. 

Also define two thresholds, Q < /? roughly corresponding to having too little and 

too much extra data in the network, respectively. When Diff < a, Vegas increases 

the congestion window linearly during the next RTT, and when Diff > (3, Vegas 

decreases the congestion window linearly during the next RTT. Vegas leaves the 

congestion window unchanged when a < Diff < (3. 

Intuitively, the farther away the actual throughput gets from the expected 

throughput, the more congestion there is in the network, which implies that the 

sending rate should be reduced. The 0 threshold triggers this decrease. On the 

other hand, if the bottleneck router queue is empty (no congestion), any transient— 

lasting less than one RTT—increase in the available bandwidth will be wasted since 
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Figure 4.3: TCP Vegas with no other traffic (throughput: 169 KB/s). 

the sources only increase their window size every RTT. That is, it is to the con

nection's advantage to use a few of the buffers at the bottleneck router. The a 

threshold triggers this increase. The overall goal is to keep between a and /3 extra 

bytes in the network. 

We conducted a series of experiments on a pair of SparcStations connected by an 

Ethernet to determine the processing overhead due to the code in Vegas's congestion 

avoidance mechanism. These experiments show that Vegas uses about 5% more CPU 

cycles than Reno. 

Because the algorithm, as just presented, compares the difference between the 
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actual and expected throughput rates to the a and P thresholds, these two thresholds 

are defined in terms of KB/s. However, it is perhaps more accurate to think in 

terms of how many extra buffers the connection is occupying in the network. For 

example, on a connection with a BaseRTT of 100ms and a segment size of 1KB, if 

Q = 30KB/s and = 60KB/s, one can think of a as saying that the connection 

needs to be occupying at least three extra buffers in the network, and (3 saying it 

should occupy no more than six extra buffers in the network. 

In practice, we express a and (3 in terms of buffers rather than extra bytes in 

transit. During linear increase/decrecise mode—as opposed to the slow-start mode 

described below—a is set to one and /? to three. This can be interpreted as an 

attempt to use at least one, but no more than three extra buffers in the connection. 

These values for a and /3 were chosen because they are the smallest feasible values. 

The value of a needs to be greater than zero so the connection uses at least one 

buffer at the bottleneck router. Then, when the aggregate traffic from the other 

connections decreases (as is bound to happen every so often), the connection can 

take advantage of the extra available bandwidth immediately without having to 

wait for the one RTT delay necessary for the linear increase to occur. 0 should be 

larger than a so small sporadic changes in the available bandwidth will not create 

oscillations in the window size. In other words, the use of the a — 0 region provides 

a damping effect. It was decided to set to 3 based on experiments in the simulator 

and on real networks. 

Note that even though the goal of this mechanism is to avoid congestion by 

limiting the number of buffers used at the bottleneck, it may not be able to achieve 

this when there are a large number of "bulk data" connections going through a 

bottleneck with a small number of buffers. In such a case the mechanisms in TCP 

Vegas are unable to avoid congestion. 

Figure 4.3 shows the behavior of TCP Vegas when there is no other traffic 

present; this is the same condition that Reno ran under in Figure 4.1. Unlike 

Reno, Vegas has no losses when there is no other traffic. Vegas's congestion window 

stops growing once it is using all of the available bandwidth. 
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Figure 4.4: Congestion detection axid avoidance in Vegas. 

There is one new type of graph in this figure, the third one, which depicts 

the congestion avoidance mechanism (CAM) used by Vegas. As before, we give a 

detailed graph (Figure 4.4) keyed to the following explanation; 

1. The small vertical line—once per RTT—shows the times when Vegas makes 

a congestion control decision; i.e., computes Actual and adjusts the window 

accordingly. 

2. The gray line shows the Expected throughput. This is the throughput one 

should get if all the bytes in transit are able to get through the connection in 

one BaseRTT. 

3. The solid line shows the Actual sending rate. It is calculated from the number 

of bytes sent in the last RTT. 

4. The dashed lines are the thresholds used to control the size of the congestion 

window. The top line corresponds to the a threshold and the bottom line 

corresponds to the d threshold. 

Figure 4.5 shows a trace of a Vegas connection transferring one MByte of data, 

while sharing the bottleneck router with tciplib traffic (i.e., with the TRAFFIC pro

tocol configured in the simulator). The third graph shows the output produced by 

the TRAFFIC protocol—the thin line is the sending rate in KB/s as seen in lOOms 

intervals and the thick line is a running average (size 3). The bottom graph shows 
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Figure 4.5: TCP Vegas with tcplib-geneva.ted background traffic. 

the output of the bottleneck link which has a maximum bandwidth of 200KB/s. 

The figure clearly shows Vegas's congestion avoidance mechanisms at work and how 

its throughput adapts to the changing conditions on the network. For example, as 

the background traffic increases at 3.7 seconds (third graph), the Vegas connection 

detects it and decreases its window size (top graph) which results in a reduction in 

its sending rate (second graph). When the background traffic slows down at 5, 6 

and 7.5 seconds, the Vegas connection increases its window size, and correspond

ingly its sending rate. The bottom graph shows that most of the time there is a 

100% utilization of the bottleneck link. 
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Figure 4.6: TCP Reno with fcp/f6-generated background traffic. 

In contrast, Figure 4.6 shows the behavior of Reno under similax conditions. 

This figure shows that, as long as there are no losses, Reno continuously increases 

its window size regardless of the background traffic level. For example, as the 

background traffic increases at 3.7 seconds, the Reno connection keeps increaising 

its window size until there is congestion. This results in losses, both to itself and to 

connections which are part of the background traffic. The graph only shows the first 

10 seconds of the one MByte transfer; it took 14.2 seconds to complete the transfer. 

The bottom graph shows that there is under-utilization of the bottleneck link. 

The important thing to take away from these figures is that Vegas is able to 
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make better utilization of the bottleneck link than Reno. In other words, and this 

is discussed further in Section 6.4, Vegcis's increased throughput is not a result 

of its taking bandwidth away from Reno connections, but due to a more efficient 

utilization of the bottleneck link. In fact, Reno connections do slightly better when 

the background traffic is running on top of Vegcis as compared to when the traffic 

is running on top of Reno^ 

4.4 Congestion Avoidance During Slow-Start 

As mentioned in the previous chapter, the slow-start mechanism in TCP will con

tinue until the window reaches a preset maximum or when losses occur. Since there 

is usually not enough information to determine the right preset maximum during 

the initial slow-start, slow-start continues the exponential growth of the congestion 

window until it results in large packet losses—see Figure 4.1. Later occurrences of 

slow-start have enough information to set the maximum: they set it to half the size 

the congestion window had when losses occurred. 

What is needed is a way to find a connection's available bandwidth which does 

not incur these losses. Towards this end, the congestion avoidance mechanism was 

incorporated into slow-start with only minor modifications. To be able to detect and 

avoid congestion during slow-start, Vegas allows exponential growth only every other 

RTT. In between, the congestion window stays fixed so that a valid comparison of 

the expected and actual rates caai be made. When the actual rate fails below the 

expected rate by the equivalent of one router buffer, Vegas changes from slow-start 

mode to the linear increase/decrease mode—described in the previous section—to 

prevent packet losses. 

The behavior of the Vegas's slow-start mechanism can be seen in Figure 4.3 

and Figure 4.5. Vegas's slow-start mechanism is highly successful at preventing the 

losses incurred during Reno's initial slow-start period (see Chapter 5). 

Two problems remain during any slow-start period. First, segments are sent at 

^Remember that the background traffic is generated by a protocol (TRAFFIC) that runs on 
top of TCP. 
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a rate higher than the available bandwidth—up to twice the available bandwidth, 

depending on the ACKing frequency (e.g., every segment or every two segments). 

This causes the bottleneck router to buffer up to half of the data sent on each RTT, 

thereby increasing the likelihood of losses during the slow-start period. Moreover, 

as network speeds increase, so does the amount of buffering needed. Second, while 

Vegas's congestion avoidance mechanism during the initial slow-start period is quite 

effective, it can still overshoot the available bandwidth, and depends on enough 

buffering at the bottleneck router to prevent losses until realizing it needs to slow 

down. Specifically, if the connection can handle a particular window size, then Vegas 

will double that window size—and as a consequence, double the sending rate—on 

the next RTT. At some point the available bandwidth will be exceeded. 

We have experimented with a solution to both problems. To simplify the fol

lowing discussion, we refer to the alternative version of Vegas with an experimental 

slow-start mechanism as Vegas*. Vegas* is based on using the spacing of the ac

knowledgments to gauge the available bandwidth. The idea is similar to Keshav's 

Packet-Pair probing mechanism [20], except that it uses the average spacing be

tween four segments sent during the slow-start period rather than the spacing from 

two segments. Looking at four segments results in a more robust algorithm than 

looking at two because we can use the average of three values rather than just 

one value. This available bandwidth estimate is used to set the threshold window 

with an appropriate value, which makes Vegas* less likely to overshoot the available 

bandwidth. 

Specifically, as each ACK is received, Vegas* schedules an event at a certain point 

in the future, based on its available bandwidth estimate, to increase the congestion 

window by one maximum segment size. This is in contrast to increasing the window 

immediately upon receiving the ACK. For example, assume the RTT is 100ms, 

the maximum segment size is 1 KByte, and the available bandwidth estimate is 

currently 200 KB/s. During the slow-start period, time is divided into intervals 

of length equal to one RTT. If 4 ACKs are expected to arrive during the current 

RTT interval, Vegas* uses the bandwidth estimate (200KB/s) to guess the spacing 
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Figure 4.7: TCP Vegas on the left, experimental on the right. 

between the incoming ACKs (1KB / 200KB/s = 5ms) and as each ACK is received, 

it schedules an event to increase the congestion window (and to send a segment) at 

'20ms (5 X 4) in the future. 

The graphs in Figure 4.7 show the behavior of Vegas (left) and Vegas* (right) 

during the initial slow-start. For this set of experiments, the available bandwidth 

was 300KB/s and there were 16 buffers at the router. Looking at the graphs on the 

left, one sees that a packet is lost at around 1 second (indicated by the thin vertical 

bar) as a result of sending at 400KB/s. This is because Vegas detected no problems 

at 200KB/s, so it doubled its sending rate, but in this particular case, there were 

not enough buffers to protect it from the losses. The bottom graph demonstrates 

the need to buffer half of the data sent on each RTT as a result of sending at a rate 

twice the available bandwidth. 

The graphs on the right illustrate the behavior of Vegas*. It sets the threshold 

window (dashed line) based on the available bandwidth estimate. This results in 
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the congestion window halting its exponential growth at the right time—when the 

sending rate equals the available bandwidth and preventing the losses. The middle 

graph shows that the sending rate never exceeds the available bandwidth (300KB/s) 

by much. Finally, the bottom graph shows that Vegas* does not need as majiy buffers 

as Vegas. 

Notice that while the available bandwidth estimate could be used to jump im

mediately to the available bandwidth by using rate control during one RTT interval, 

congestion can result if more than one connection does this at the same time. Even 

though it is possible to congest the network if more than one connection does slow-

start at the same time, there is an upper bound on the number of bytes sent during 

the RTT when congestion occurs regardless of the number of connections simulta

neously doing slow-start—about twice the number of bytes that can be handled by 

the connection. There is no such limit if more than one connection tries to use 

the available bandwidth at once. Hence, we strongly recommend against doing this 

unless it is known a priori that there are no other connections sharing the path, or 

if there are, that they will not increase their sending rate at the same time. 

Although these traces illustrate how Vegas*'s experimental slow-start mechanism 

does in fact address the two problems with Vegas outlined above, simulation data 

indicates that the new mechanism does not have a measurable impact on throughput, 

and only marginally improves the loss rate. While additional simulations might 

expose situations where Vegas* is more beneficial, we have decided to not include 

these modifications in Vegas. The results presented in Chapter 5 are for Vegas, not 

Vegas*. 

4.5 Other Mechanisms in TCP Vegas 

As mentioned earlier, Reno uses two mechanisms to detect and then retransmit 

lost segments. The first mechanism is the retransmit timeout. It determines a 

timeout interval based on round trip time (RTT) and variance estimates computed 

by sampling the time between when a segment is sent and an ACK arrives. If a 

segment is not acknowledged within the timeout interval, it is presumed lost and is 
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then retransnnitted. 

The second mechanism is the Fast Retransmit Mechanism. It was incorporated 

into Reno (and newer) implementations of TCP to help detect losses earlier than the 

retransmit timeout mechanism. As part of Fast Retransmit Mechanism, Reno sends 

a duplicate ACK whenever it receives a new segment that it cannot acknowledge 

because it has not yet received all the previous segments. A source then interprets 3 

consecutive duplicate ACKs as an indication that a segment was lost and retransmits 

the appropriate segment. 

The Fast Retransmit Mechanism is very successful—it prevents more than half of 

the coarse-grained timeouts that occur on TCP implementations without it. How

ever, some of our preliminary analysis indicated that eliminating the dependency 

on coarse-grained timeouts—i.e. losses are detected "quickly"—would result in at 

least a 19% increase in throughput. 

Rcvd ACK for packet 10 (packets 11 and 12 are in transit) 

Send packet 13 (which is lost) 

Rcvd ACK For packet 11 
Send packet 14 

Rcvd ACK for packet 12 
Send packet IS (which is also lost) 

Should have gotten ACK for packet 13 

Rcvd dup ACK for packet 12 (due to packet 14) 
Vegas checks timestamp of packet 13 and decides to retransmit it 
(Reno would need to wait for the 3rd duplicate ACK) 

Rcvd ACK for packets 13 and 14 
Since it is 1st or 2nd ACK after retransmission, 
Vegas checks timestamp of packet 15 and decides to retransmit it 
(Reno would need to wait for 3 new duplicate ACKS) 

Figure 4.8: Example of retransmit mechanism. 

o: 
O 

Vegas, therefore, extends Reno's retransmission mechanisms as follows. First, 

Vegas reads and records the system clock each time a segment is sent. When an 

ACK arrives, Vegas reads the clock again and does the RTT calculation using this 
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time and the timestamp recorded for the relevant segment. Vegas then uses this 

more accurate RTT estimate to decide to retransmit in the following two situations 

(a simple example is given in Figure 4.8). 

• When a duplicate ACK is received, Vegas checks to see if the difference be

tween the current time and the timestamp recorded for the relevant segment 

is greater than the timeout value. If it is, then Vegas retransmits the segment 

without having to wait for n (3) duplicate ACKs. In many cases, losses are 

either so great or the window so small that the source will never receive three 

duplicate .A^CKs, and therefore, Reno has to rely on the coarse-grained timeout 

mentioned above. 

• When a non-duplicate ACK is received, if it is the first or second one after a 

retransmission, Vegas again checks to see if the time interval since the segment 

was sent is larger than the timeout value. If it is, then Vegas retransmits the 

segment. This will catch any other segment that may have been lost prior to 

the retransmission without having to wait for a duplicate ACK. 

In other words, Vegas treats the receipt of certain ACKs as a hint to check if 

a timeout should occur. Since it only checks for timeouts in rare occcisions, the 

overhead is small. Notice that even though one could reduce the number of duplicate 

ACKs used to trigger the Fast Retransmit from 3 duplicate ACKs to either 2 or 1, 

it is not recommended as it could result in many unnecessary retransmissions and 

because it makes assumptions about the likelihood that packets will be delivered 

out of order. 

The goal of the new retransmission mechanism is not just to reduce the time to 

detect lost packets from the third duplicate ACK to the first or second duplicate 

ACK—a small savings—but to detect lost packets in cases where there is no second 

or third duplicate ACK. The new mechanism is very successful at achieving this 

goal, as it further reduces the number of coarse-grained timeouts in Reno by more 

than half. Note that Vegas contains Reno's coarse-grained timeout code in case the 

new mechanisms fail to recognize a lost segment. 
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Related to making timeouts more timely, notice that the congestion window 

should only be reduced due to losses that happened at the current sending rate, and 

not due to losses that happened at an earlier, higher rate. In Reno, it is possible 

to decrease the congestion window more than once for losses that occurred during 

one RTT interval[9]. In contrast, Vegas decreases the congestion window only if 

the retransmitted segment was previously sent after the last decrease. Any losses 

that happened before the last window decrease do not imply that the network is 

congested for the current congestion window size, and therefore, do not imply that 

it should be decreased again. This change is needed because Vegas detects losses 

much sooner than Reno. 
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CHAPTER 5 

Experimental Results 

This chapter reports and analyzes the results from both the Internet and the 

simulator experiments. The results from the Internet experiments are evidence 

that Vegas's enhancements to Reno produce significant improvements on both the 

throughput (37% higher) and the number of losses (less than half) under real condi

tions. The simulator experiments allow us to also study related issues such as how 

Vegas connections affect Reno connections and what happens when all connections 

are running over Vegcis. Note that because it is simple to move a protocol between 

the simulator and the "real world", the all numbers reported in this section are for 

exactly the same code. 

5.1 Internet Results 

This section begins with measurements of TCP transfers over the Internet. 

Specifically, we measured TCP transfers between the University of Arizona (UA) and 

the National Institutes of Health (NIH). The connection goes through 17 routers, 

and passes through Denver, St. Louis, Chicago, Cleveland, New York and Wash

ington DC. The results are derived from a set of runs over a seven day period from 

January 23-29, 1994. Each run consists of seven transfers from UA to NIH—Reno 

sends 1MB, 5r2KB, and 128KB, a version of Vegas with Q = 1 and /? = 3 (denoted 

Vegas-1,3) sends 1MB, 512KB, and 128KB, and second version of Vegas with Q = 2 

and /? = 4 (denoted Vegas-2,4) sends 1MB. A run was started approximately once 

every hour, a 45 second delay was inserted between each transfer in a run to give 

the network a chance to settle down, and the order of the transfers within each run 

was chosen at random. In total, there were 85 runs of each set of transfers. 

Table 5.1 shows the averaged results for the 1MB transfers. We don't show any 
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Reno Vegas-1,3 Vegas-2,4 

Throughput (KB/s) 53.00 72.50 75.30 

Throughput Ratio 1.00 1.37 1.42 

Retransmissions (KB) 47.80 24.50 29.30 

Retransmit Ratio 1.00 0.51 0.61 

Coarse Timeouts 3.30 0.80 0.90 

Table 5.1: iMByte transfer over the Internet. 

variance numbers because the network conditions were different for each set of trans

fers. Depending on the congestion avoidance thresholds, it shows between 37% and 

42% improvement over Reno's throughput with only 51% to 61% of the retransmis

sions. When comparing Vegas and Reno within each run, Vegeis outperforms Reno 

89% of the time and across all levels of congestion; i.e., during both the middle of 

the night and during periods of high load. The average throughput difference in the 

11% of runs where Reno outperforms Vegas is 10% (52.1 KB/s for Reno versus 46.7 

KB/s for Vegas) and the maximum difference is 25% (49.0 KB/s for Reno versus 

36.5 KB/s for Vegas). 

Also, the throughput was a little higher with the bigger thresholds (2,4), since 

the VegcLs connection used more buffers at the bottleneck router which could be 

used to fill bandwidth gaps occurring when the background traffic slowed down. 

However, the higher buffer utilization at the bottleneck also resulted in higher losses 

and slightly higher delays. We prefer the more conservative approach of using fewer 

resources, so have settled on avoidance thresholds of a = 1 and (3 = 3. For the 

following experiments a = 1 and 0 = 3 unless specified otherwise. 

Experiments were also done with smaller transfer sizes to check if Vegas's through

put improvements were a result of the 1MB transfer sizes. Table 5.2 shows the effect 

of transfer size on both throughput and retransmissions for Reno and Vega5-1,3. 

First, observe that Vegas does better relative to Reno as the transfer size decreases. 

In terms of throughput, there is an increase from 37% to 71%. The results are sim

ilar for retransmissions, as the relative number of Vegas retransmissions goes from 
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Figure 5.1: Network configuration for simulations. 

51% of Reno's to 17% of Reno's. 

Notice that the number of kilobytes retransmitted by Reno starts to flatten out 

as the transfer size decreases. When the transfer size is decreased by half, from 1MB 

to 512KB, there is a 42% decrease in the number of kilobytes retransmitted. When 

the transfer size is further decreased to one-fourth its previous value, from 512KB to 

riSKB, the number of kilobytes retransmitted only decreases by 18%. This indicates 

that Reno is approaching the average number of kilobytes retransmitted due to its 

slow-start losses. From these results, it can be concluded that, for the conditions of 

this experiments, there are around 20KBs retransmitted during slow-start. 

On the other hand, the number of kilobytes retransmitted by Vegas decreases 

almost linearly with respect to the transfer size. This indicates that Vegas eliminates 

nearly all losses during slow-start due to its modified slow-start with congestion 

avoidance. Note that if the transfer size is smaller than about twice the bandwidth-

1024KB 512KB 128KB 

Reno Vegas Reno Vegas Reno Vegas 

Throughput (KB/s) 53.00 72.50 52.00 72.00 31.10 53.10 

Throughput Ratio 1.00 1.37 1.00 1.38 1.00 1.71 

Retransmissions (KB) 47.80 24.50 27.90 10.50 22.90 4.00 

Retransmit Ratio 1.00 0.51 1.00 0.38 1.00 0.17 

Coarse Timeouts 3.30 0.80 1.70 0.20 1.10 0.20 

Table 5.2: Effects of transfer size over the Internet. 
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Reno/Reno Reno/Vegas Vegas/Reno Vegas/Vegas 

Throughput (KB/s) 60/109 61/123 66/119 74/131 

Throughput Ratios 1.00/1.00 1.02/1.13 1.10/1.09 1.23/1.20 

Retransmissions (KB) 30/22 43/1.8 1.5/18 0.3/0.1 

Retransmit Ratios 1.00/1.00 1.43/0.08 0.05/0.82 0.01/0.01 

Table 5.3: One-on-one (300KB and 1MB) transfers. 

delay product, then there will be no losses for either Vegas nor Reno, assuming the 

bottleneck router has enough buffers to absorb temporary sending rates above the 

connections available bandwidth. 

5.2 Simulation Results 

This subsection reports the results of series of experiments using z-Sim. The sim

ulator allows us to better control the experiment, and in particular, gives us the 

opportunity to see whether or not Vegas gets its performance at the expense of 

Reno-based connections. Note that all the experiments used in this subsection 

are on the network configuration shown in Figure 5.1. Experiments with different 

bandwidth-delay parameters have shown similar results. 

5.2.1 One-on-One Experiments 

To understand how two TCP connections interfere with each other, a 1MB transfer 

is started from one host, and then after a variable delay, it is followed by a 300KB 

transfer from another host. The transfer sizes and delays are chosen to ensure that 

the smaller transfer runs concurrently with the larger and terminates before it. 

Table 5.3 gives the results for the four possible combinations, where the col

umn heading Reno/Vegas denotes a 300KB transfer using Reno concurrent with a 

1MByte transfer using Vegas. For each combination, the table gives the measured 

throughput and number of kilobytes retransmitted for both transfers; e.g., in the 

case of Reno/Vegas, the 300KB Reno transfer achieved a 6lKB/s throughput rate 

and the 1MByte Vegcis transfer achieved a 123KB/s throughput rate. Comparing 
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the small transfer to the large transfer in any given column is not meaningful because 

the large transfer was able to run by itself during most of the test. Small transfers 

should only be compared to other small transfers (similarly with large transfers). 

The ratios for both throughput rate and kilobytes retransmitted are relative to the 

Reno/Reno column. The values in the table are averages from 12 runs, using 15 

and 20 buffers in the routers, and with the delay before starting the smaller transfer 

ranging between 0 and 2.5 seconds. 

The main thing to take away from these numbers is that Vegas does not ad

versely affect Reno's throughput. Reno's throughput changes very little when it is 

competing with Vegas rather than itself—the ratios for Reno are 1.02 and 1.09 for 

Reno/Vegas and Vegas/Reno, respectively. Also, when Reno competes with Vegas 

rather than itself, the combined number of kilobytes retransmitted for the pair of 

competing connections drops significantly. The combined Reno/Reno retransmits 

are o2KB compared with 45KB for Reno/Vegas and 19KB for Vegas/Reno. Fi

nally, note that the combined Vegas/Vegas retransmits are less than 1KB on the 

average—an indication that the congestion avoidance mechanism is working. 

The 43% increase in the losses of Reno for the Reno/Vegas czise is explained as 

follows. The VegcLs connection starts first, and is using the full bandwidth (200KB/s) 

by the time the Reno connection starts. When Vegas detects that the network is 

starting to get congested, it decreases its sending rate to between 80 and lOOKB/s. 

The losses incurred by Reno (about 48KB), are approximately the losses Reno ex

periences when it is running by itself on a network with 100 to 120KB/s of available 

bandwidth and around 15 available buffers at the bottleneck router. The reason the 

losses where smaller for the 300KB transfer in the Reno/Reno experiment is that by 

the time the 300KB transfer starts, the 1MB connection has stopped transmitting 

due to the losses in its slow-start, and it will not start sending again until it times 

out at around 2 seconds. A Reno connection sending 300KB when there is 200KB/s 

of available bandwidth and 20 buffers at the bottleneck router only losses about 

3KB. 

This type of behavior is characteristic of Reno: by slightly changing the param-
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Reno Vegas-1,3 Vegas-2,4 

Throughput (KB/s) 58.30 89.40 91.80 

Throughput Ratio 1.00 1.53 1.58 

Retransmissions (KB) 55.40 27.10 29.40 

Retransmit Ratio 1.00 0.49 0.53 

Coarse Timeouts 5.60 0.90 0.90 

Table 5.4: 1MByte Transfer with tcplib-GeneTa.ted Background Reno Traffic. 

eters in the network, one can observe major changes in Reno's behavior. Vegas, on 

the other hand, does not show as much discontinuity in its behavior. 

Since the probability that there are exactly two connections at one time is small 

in real life, the experiment was modified by adding tcplib background traffic. The 

results were similar except for the Reno/Vegas experiment in which Reno only had 

a 6% increase in its retransmission, versus the 43% when there was no background 

traffic. 

5.2.2 Background Traffic 

We next measured the performance of a distinguished TCP connection when the 

network is loaded with traffic generated from tcplib. That is, the protocol TRAFFIC 

is running between Hostla and Hostlb in Figure 5.1, and a 1MByte transfer is 

running between Host2a and Host2b. In this set of experiments, the tcplib traffic is 

running over Reno. 

Table 5.4 gives the results for Reno and two versions of Vegas—Vegas-1,3 and 

Vegas-2,4. Two sets of thresholds were used to measure the sensitivity of the con

gestion avoidance algorithm to changes in the threshold. The numbers shown are 

averages from 57 runs, obtained by using different seeds for tcplib, and by using 10, 

15 and 20 buffers in the routers. 

The table shows the throughput rate for each of the distinguished connections 

using the three protocols, along with their ratio to Reno's throughput. It also gives 

the number of kilobytes retransmitted, the ratio of retransmits to Reno's, and the 



85 

average number of coarse-grained timeouts per transfer. For example, Vegas-1,3 had 

53% better throughput than Reno, with only 49% of the losses. Again note that 

there is little difference between Vegas-1,3 and Vegas-2,4. 

These simula^^ions tell us the expected improvement of Vegas over Reno: more 

than 50% improvement on throughput, and only half the losses. The results from 

the one-on-one experiments indicate that the gains of Vegas are not made at the 

expense of Reno; this belief is further supported by the fact that the background 

traffic's throughput is mostly unaffected by the type of connection doing the 1Mbyte 

transfer. 

The tests were rerun using Vegas for the background traffic instead of Reno. 

These experiments simulate the situation where the whole world uses Vegas. The 

throughput and the kilobytes retransmitted by the 1MByte transfers (Reno and 

Vegcis) did not change significantly (less than 4%) as compared to the previous 

experiment. 

5.2.3 Other Experiments 

Variations of the previous experiments showed similar results, except when TCP's 

send-buffer size was changed. Below is a summary of these experiments and their 

results. 

There have been reports of change in TCP's behavior when the background 

traffic is two-way rather than one-way [30], so tcflib traffic was added from Host3b 

to Host3a. The throughput ratio stayed the same, but the loss ratio was much 

better; 0.29. Reno resent more data ajid Vegas remained about the same. The fact 

that there was little change is probably due to the fact that tciplib already creates 

some 2-way traffic—Telnet connections send one byte and get one or more bytes 

back, and FTP connections send and get control packets before doing a transfer. 

For all the experiments reported so far, TCP's send-buffer size was set to 50KB. 

Experiments were also done with send-buffer sizes between 50KB and 5KB. Vegas's 

throughput and losses stayed unchanged between 50KB and 20KB; from that point 

on, as the buffer decreased, so did the throughput. This was due to the protocol 
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not being able to keep the pipe full. 

Reno's throughput initially increased as the buffers got smaller, and then it 

decreased. It always remained under the throughput me2isured for Vegas. We have 

previously seen this type of behavior while running Reno on the Internet. Figure 4.1 

shows that as Reno increases its congestion window, it uses more and more buffers 

in the router until it loses packets by overruning the queue. Limiting the congestion 

window by reducing the size of the send-buffer may prevent it from overrunning the 

router's queue. 

5.3 Other Evaluation Criteria 

Throughput and losses are not the only metrics by which a transport protocol is 

evaluated. This section discusses several other issues that must be addressed. 

5.3.1 Fairness 

If there is more than one connection sharing a bottleneck link, one would like for 

each connection to receive an equal share of the bandwidth. Unfortunately, given the 

limited amount of information currently available at the connection endpoints, this 

is unlikely to happen without some help from the routers. Given that no protocol is 

likely to be perfectly fair, one needs a way to decide whether its level of fairness is 

acceptable or not. Given that so far the Internet community has found Reno's level 

of fairness acceptable, it was decided to compare Vegas's fairness levels to Reno's 

and judge it in those terms. 

Jain's fairness index [17] is used as the metric. It is defined as follows: given a 

set of throughputs (xi,x2i • • • i a;„) the following function assigns a fairness index to 

the set: 

For all nonnegative numbers, it follows by Jensen's Inequality {E[X'^\ > (£[X])^) 

that the fairness index always results in numbers between 0 and 1. If all throughputs 

are the same, the fairness index is 1. If only k of the n users receive equal throughput 
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and the remaining n — k users receive zero throughput, the fairness index is k/n 

(large dispersion implies small index). 

We ran simulations with 2, 4 and 16 connections sharing a bottleneck link, 

where all the connections either had the same propagation delay, or where one half 

of the connections had twice the propagation delay of the other half. Many different 

propagation delays were used, and the results averaged. 

In the case of 2 and 4 connections, with each connection transferring 8 MB, Reno 

was slightly more fair than Vegas when all connections had the same propagation 

delay (0.993 vs. 0.989), but Vegas was slightly more fair than Reno when the 

propagation delay was larger for half of the connections (0.962 vs. 0.953). In the 

experiments with 16 connections, with each connection transferring 2MB, Vegas was 

more fair than Reno in all experiments regardless of whether the propagation delays 

were the same or not (0.972 vs. 0.921). 

To study the effect that Reno connections have on Vegas connections (and vice 

versa) we ran 8 connections, each sending 2 MB of data. The experiment consisted 

of running all the connections on top of Reno, all the connections on top of Vegas, 

or one half on top on Reno and the other half on top of Vegas. There was little 

difference between the fairness index of the eight connections running a particular 

TCP implementation (Vegas or Reno) and the fairness index of the four connections 

running the same TCP implementation and sharing the bottleneck with the four 

connections running the other TCP implementation. Similarly, there was little 

difference in the average size of the bottleneck queue. 

In another experiment, four connections ran over background traffic. For this 

experiment, Vegas was always more fair than Reno. Overall, we conclude that Vegas 

is no less fair than Reno. 

5.3,2 Stability 

A second concern is stability—it is undesirable for a protocol to cause the Internet 

to collapse as the number of connections increases. In other words, as the load 

increases, each connection must recognize that it should decrease its sending rate. 
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Figure 5.2: Complex simulation network. 

Up to the point where the window can be greater than one maximum segment size, 

Vegas is much better than Reno at recognizing and avoiding congestion—we have 

already seen that Reno does not avoid congestion, on the contrary, it periodically 

creates congestion. 

Once the load is so high that on average each connection can only send less than 

one maximum segment's worth of data, Vegas behaves like Reno. This is because 

this extreme condition implies that coarse-grained timeouts are involved, and Vegas 

uses exactly the same coarse-grained mechanism as Reno. Experimental results 

confirm this intuition: running 16 connections, with a 50ms one-way propagation 

delay, through a router with either 10 or 20 buffers and 100 or 200KB/s of bandwidth 

produced no stability problems. 

We have also simulated complex network topologies like the one shown in Fig

ure 5.2, which consists of 16 traffic sources each of which contains two or three hosts. 

Each host, in turn, is running tcplib-hased traffic. The rectangular boxes represent 

sources of "bulk data" transfers. The resulting traffic consists of nearly a thousand 

new connections being established per simulated second, where each connection is 

either a Telnet, FTP, SMTP or NNTP conversation. No stability problems have 
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occurred in any of our simulations when all of the connections axe running Vegas. 

Intuitively, there is no reason to expect Vegas to lead to network collapse. One 

reason for this is that most of Vegas's mechanisms are conservative in nature—its 

congestion window never increases faster than Reno's (one maximum segment per 

RTT), the purpose of the congestion avoidance mechanism is to decrease the conges

tion window before losses occur, and during slow-start, Vegas stops the exponential 

growth of its congestion window before Reno would under the same conditions. 

5.3.3 Delay 

Given that Vegas purposely tries to occupy between one and three extra buffers 

along the path for each connection, it seems possible that persistent queues could 

form at the bottleneck router if the whole world ran Vegas. These persistent queues 

would, in turn, add to the latency of all connections that crossed that router. 

Since the analytical tools currently available are not good enough to realistically 

model and analyze the behavior of either Reno or Vegas, we must rely on simula

tions to answer this issue. Our simulations show that average queue sizes under 

Reno and Vegcis are approximately the same. However, they also show that Telnet 

connections in tcplib experience between 18 and 40% less delay, on average, when all 

the connections are Vegas instead of Reno. This seems to suggest that if the whole 

world ran Vegas, Internet delay would not be adversely affected. 

5.4 Discussion 

We conclude this chapter with a discussion of issues that are relevant to the process 

of evaluating the practical value of TCP Vegas. It also comments on the relation

ship between this work and other efforts to improve end-to-end performance on the 

Internet. 

5.4.1 BSD Variations 

TCP has been a rather fluid protocol over the last several years, especially in its 

congestion control mechanism. Although the general form the original mechanism 
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described in [13] has remained unchanged in all BSD-based implementations (e.g., 

Tahoe, Reno, BNR2, BSD 4.4), many of the "constants" have changed. For example, 

some implementations ACK every segment and some ACK every other segment; 

some increase the window during linear growth by one segment per RTT and some 

increase by half a segment per RTT plus l/8th the maximum segment size per ACK 

received during that RTT; and finally, some use the timestamp option and some do 

not. 

We have experimented with most of these variations and have found the com

bination used in the ar-kernel implementation of TCP Reno to be the among the 

most effective. For example, the latest version of TCP, that found in BSD 4.4-lite, 

achieves 14% worse throughput than the x-kernel's implementation of TCP Reno 

during Internet type simulations (see Chapter 6). 

5.4.2 Alternative Approaches 

In addition to improving TCP's congestion control mechanism, there is a large body 

of research addressing the general question of how to fairly and effectively allocate 

resources in the Internet. 

One example gaining much attention is the question of how to guarantee band

width to real-time connections. The basic approach requires that a more intelligent 

buffer manager be placed in the Internet routers [2]. One might question the rele

vance of TCP Vegas in light of such mechanisms. We believe end-to-end congestion 

control will remain very important for two reasons. First, a significant fraction of 

the data that will flow over the Internet will not be of a real-time nature; it will be 

bulk-transfer applications (e.g., image transfer) that want as much bandwidth as is 

currently available. These transfers will be able to use Vegas to compete against 

each other for the available bandwidth. Second, even for a real-time connection, it 

would not be unreasonable for an application to request (and pay for) a minimally 

acceptable bandwidth guarantee, and then use a Vegas-like end-to-end mechanism 

to acquire as much additional bandwidth as the current load allows. 

As another example, selective ACKs [14, 15] (as opposed to cumulative ACKs) 
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have been proposed as a way to decrease the number of unnecessarily retransmitted 

packets and to provide information for a better retransmit mechanism than the 

one in Reno. Although the selective ACK mechanism is not yet well defined, we 

make the following observations about how it compares to Vegcis. First, it only 

relates to Vegas's retransmission mechanism; selective ACKs by themselves affect 

neither the congestion nor the the slow-start mechanisms. Second, there is little 

reason to believe that selective ACKs can significantly improve on Vegas in terms of 

unnecessary retransmissions, as there were only 6KB per MB (0.6%)unnecessarily 

retransmitted by Vegas in the Internet experiments. Third, selective ACKs have 

the potential to retransmit lost data sooner on future networks with large delay-

bandwidth products. It would be interesting to see how Vegas and the selective 

ACK mechanism work in tandem on such networks. Finally, we note that selective 

ACKs require a change to the TCP standard, whereas the Vegas modifications are 

an implementation change that is isolated to the sender. 

5.4.3 Independent Validation 

An important part of experimental science is the validation of results by independent 

parties. Peter Danzig's group at the University of Southern California published a 

paper [1] confirming that TCP Vegas yields higher network throughput and transfers 

bytes more efficiently than TCP Reno. Their Internet experiments showed that 

Vegas achieved between 20 and 300% higher throughput depending on the TCP 

version implemented on the receiving host. With Reno receivers, Vegas sources 

averaged 20% higher throughput than Reno sources; with Tahoe receivers, Vegas 

sources averaged 300% higher throughput than Reno sources. This is a significant 

result, as Danzig points out that most receivers in the Internet are running Tahoe 

implementations of TCP. Their experiments also show that with 90% confidence 

Vegas retransmits fewer segments—l/5th as many retransmissions—and lowers RTT 

average and variance. 
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CHAPTER 6 

Experiences with a:-Sim 

The simulator and its tools are an important contribution of this work. The 

ability of x-Sim to run real protocol code allows us to analyze existing protocol 

implementations under realistic conditions. This is an important feature of the sim

ulator, as newer implementations of protocols not only include desirable features but 

also sometimes introduce performance bugs. The first half of this chapter documents 

our e.xperiences analyzing the latest BSD implementation of TCP. This analysis un

covered serious performance problems with this implementation of TCP and led to 

solutions, which when implemented, increased its performance by more than 20%. 

Although there are excellent books on simulation providing good general guide

lines, it is not clear how to map these guidelines to the area of network simulation. 

Furthermore, just as important as the guidelines is being able to quantify the ef

fect of ignoring them. The second half of this chapter provides a set of guidelines 

for network simulation and provides examples that help to quantify the result of 

ignoring them. 

6.1 Analysis of BSD4.4-Lite TCP 

This section presents a case study illustrating how to do performance debugging with 

i-Sim. While the work with TCP Vegas was underway, a new BSD implementation 

of TCP—TCP Lite—was released. We ported this release to the x-kernel with the 

goal of comparing its performance to that of x-kernel's implementation of TCP 

Reno and TCP Vegas. Early simulation results showed that TCP Lite performed 

significantly worse than TCP Reno, the TCP implementation used to measure the 

benefits of using TCP Vegas. In one simple simulation scenario—when no other 

traffic is present—TCP Reno sends one MByte of data in 8.2 seconds (123 KB/s) 
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Figure 6.1: Network configuration for simulations. 

and TCP Vegas sends one MByte in 6.2 seconds (166 KB/s), while TCP Lite takes 

14.6 seconds (70 KB/s). TCP Lite's performance degradation is also seen when the 

data transfers share the bottleneck router with background traffic. 

TCP Lite was analyzed in the simulator to find the reasons for its reduced 

throughput. The first step of the analysis involved examining the graphical and 

textual traces of the simulations (described in the next section), which helped find 

the problem areas quickly. This was followed by a detailed inspection of the code to 

find the exact problems and to ascertain that the problems were not created during 

the porting of the code to the x-kernel. Finally, the code weis modified to fix the 

exposed problems, and tested to gauge the effect of the fixes. The fixed version of 

TCP Lite showed a throughput increase of up to 21% under realistic conditions. 

The rest of this section describes and analyses the problems found in TCP Lite, 

suggests fixes for these problems, and measures the effect these fixes have on the 

throughput and number of retransmissions. The effect of these fixes depend on the 

particular details of the connection, such as RTT and available network bandwidth. 

For example, the problems in TCP Lite may have no effect on a connection over a 

local area network, yet have a dramatic impact on an Internet connection. 

6.1.1 Network Configuration 

The main simulation configuration consisted of two Ethernet LANs connected by 

two gateways through a 200 KB/s link with a 50ms delay (see Figure 6.1). Except 

for the TCP connections that are part of the simulated background traffic, the send 
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Figure 6.2: TCP Lite with No Other Traffic (Throughput: 70 KB/s). 

buffer in each TCP connection was set to 50KB. Using a size that is too small would 

have limited the transfer rate. Note that even though there is an optimal buffer size 

which maximizes the throughput (by minimizing the losses), it is not realistic to 

use it since it is a function of the available bandwidth, which is not known under 

normal circumstances. 

Figure 6.2 shows the trace graph of an isolated TCP Lite connection transferring 

one Mbyte of data, and Figure 6.3 shows the trace graph of a TCP Reno connection 

under the same conditions. In both figures, the topmost graph gives the window 

information, as described in Section 2; the middle graph shows the average sending 

rate, calculated from the last 12 segments; and the bottom graph shows the average 

queue length at the bottleneck router. 

In these tests, the TCP Lite connection performs more than 70% worse than 

the TCP Reno connection. A detailed analysis was carried out to find the cause of 

TCP Lite's performance problems, and to ascertain that they were not introduced 
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Figure 6.3: TCP Reno with No Other Traffic (Throughput: 123 KB/s). 

during the porting of the BSD code to the x-kemel. The performance problems 

found in TCP Lite also manifest themselves under other simulation configurations. 

For e.xample, experiments with a distinguished TCP connection shajing the network 

with traffic generated from tcplib show that the distinguished connection does 14% 

worse when it is running TCP Lite than when it is running TCP Reno. 

The format of the analysis will be first to deduce the problem from the graphical 

traces, then to analyze it further through the textual traces and code inspection. 

For each problem area, we also describe its fix, and the effect of the cumulative fixes 

on TCP Lite's performance. 

6.1.2 Error in Header Prediction Code 

One of the first things to notice in the trace graphs of TCP Lite is the large number 

of retransmit timeouts. These timeouts are represented by the black circles at the 

top of the first graph in Figure 6.2 and occur at 3.5, 10.5 and 14.5 seconds. The Fast 
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Retransmit and Fast Recovery mechanisms seem unable to do their job, which is to 

prevent retransmit timeouts and to keep the pipe full. Looking at the trace graphs 

of TCP Reno in Figure 6.3, one can see that after the losses associated with the 

initial slow-start (resulting in a timeout at 2.0 seconds), Reno recovers from losses 

without a retransmit timeout, unlike TCP Lite. 

The source of the problem can be observed by looking at the top graph of Fig

ure 6.2 at around 8 seconds. Right before the 8 second mark, there are two thin 

vertical lines indicating future retransmissions, and right after that the congestion 

window and the UNACK.COUNT lines suddenly go down ajid up (top graph, light 

gray and black lines). This signals that 3 duplicate ACKs were received, and that 

the Fast Retransmit and Fast Recovery mechanisms went into action. 

A little after 8 seconds, the UNACK_COUNT line goes straight down and up 

again. The fact that it went down signifies that a packet was received acknowledging 

some data, and the length of the lines tells us that it acknowledged more than 20KB. 

The congestion window should have been fixed at this point (made equal to the 

threshold window), since it was inflated to allow the pipe to stay full. However, the 

congestion window was not fixed, and more than 20KB of data were sent at that 

time (the amount of data acknowledged), creating a huge spike in the sending rate 

(middle graph). 

The textual traces show that the packet whose acknowledgment should have 

triggered the reduction of the congestion window was handled by the header pre

diction code. This is the root of the problem. The header prediction code is only 

supposed to handle packets that involve little work, and it does not check for inflated 

congestion windows, which are, after all, a rare occurrence. 

The fix is to add one more test to the part of the header prediction that handles 

pure ACKs for outstanding data, replacing 

if (tlen == 0) { 

if (SEQ_GT(tHdr .th.ack, tp->snd_una) 

SEQ_LEQ(tHdr.th_ack, tp->snd_maLx) && 

tp->snd_cwnd >= tp->snd_wnd) { 
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Figure 6.4: TCP Lite.l with No Other Traffic (Throughput: 99 KB/s). 

with 

if (tlen == 0) { 

if (SEQ_GT(tH(ir.th_ack, tp->snd_una) && 

SEQ_LEQ(tHdr.th_ack, tp->srid_max) && 

tp->snd_cwnd >= tp->s]id_wiid 

&& tp->t_dupacks < tcprexmtthresh) { 

The last test (tp->t_dupacks < tcprexmtthresh) checks whether the number 

of duplicate acknowledgments that have been received is less than the Fast Recovery 

threshold (usually 3). If it is not, the test fails and the header prediction code is 

skipped. 
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The behavior of TCP Lite with this fix (Lite.l) is shown in Figure 6.4. Even 

though the performance increases considerably for this specific simulation, where 

TCP is running by itself (no background traffic), there is em average 2% decrease 

in throughput—as compaxed to the original implementation of TCP Lite— on the 

more complex simulations which also include tcplib traffic. The reason why Lite.O 

(the original version) performs better than Lite.l when there is background traffic 

is as follows. The effect of the problem—not fixing the congestion window size after 

losses—is proportional to the window size when the losses occur. When TCP Lite 

is running by itself, it has a large window when the losses occur, and the problem 

causes a congestion window that is large enough to result in losses and a timeout. 

When TCP Lite is sharing the bandwidth with background traffic, its window size 

is much smaller, and the problem causes a congestion window that is not large 

enough to result in losses. Furthermore, it turns out that the larger congestion 

window size can partially neutralize the problem described in Section 4.5: under 

some circumstances, TCP decreases its congestion window more than necessaxy. 

These results help to illustrate just how complex and nonintuitive TCP behavior 

can be. 

6.1.3 Suboptimzd Retrsinsmit Timeout Estimates 

The retransmission timeout value (RTO) calculation in TCP Lite closely follows 

the code described in the updated version of Jacobson's '88 paper[13]. The RTO is 

based on a, an average round-trip time (RTT) estimator, and (f, a mean deviation 

estimator of the RTT, as follows; 

rto <— a + Ad 

Given m. a new RTT measurement, the estimators are updated as follows: 

Err = m — a 

a <— a -t- goErr 

d <r- d + gi{\Err\ — d) 
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The values chosen by Jacobson for the gain parameters are = -125 = j and 

gi = .25 = J, which allow the use of integer arithmetic by keeping scaled versions 

of a and d. Jacobson multiplies both sides of the equations by the following factors: 

2^a <r- 2^a + Err 

2''d<r-2^d + {\Err\-d) 

Then, defining sa = 2^a and sd = 2^d to be scaled versions of a and d, this results 

in: 

sa sa + Err 

sd i— sd + (|£'rrl — {sd » 2)) 

The whole algorithm can be expressed in C as: 

m -= (sa » 3): 

sa += m; 

if (m < 0) 

m = -m; 

m -= (sd » 2): 

sd += m; 

rto = (sa » 3) + sd; 

Where the RTO is in units of clock ticks. 

Jacobson further describes how, in general, this computation will correctly round 

rto. Although this algorithm is a major improvement over the original algorithm 

described in RFC793 [26], there seems to be a problem with this algorithm based on 

the large delay observed in Figure 6.2, at the point before the retransmit timeout 

fires, as indicated by the large black circles at the top of the graph. For the first 

timeout at 3.5 seconds, there is a delay of 1.7 seconds between the timeout and 

the previous packet sent. For the second timeout at 10.5 seconds, the delay is 2.5 

seconds. 
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Given that the average RTT is about 150ms, the timeout delays seem much 

longer than necessary. To gain a better understanding of the problem, we can look 

at the textual traces shown in Table 6.1 to see the behavior of the RTT, sa,sd and 

the RTO. 

RTT sa sd RTO 

0 8 2 3 

0 7 3 3 

0 7 3 3 

1 8 4 5 

0 7 4 4 

0 7 3 3 

0 7 3 3 

0 7 3 3 

0 7 3 3 

0 7 3 3 

1 8 4 5 

Table 6.1: Original RTO Related Values 

The values shown for sa,sd and rto are taJcen after they have been updated 

based on the new rtt measurement. The RTT is measured using a clock that ticks 

every 500ms; hence it is usually zero except for those packets where the clock ticked 

in between sending the packet and receiving the acknowledgment. Also note that 

in practice, the RTO is not allowed to go below 2, the minimum feasible timer (see 

Figure 6.5). 

Something seems amiss by the fact that the rto stays at 3 regardless of how 

often the rtt is zero. From the equations we see that when m (new RTT) equals a 

(averaged RTT, a = {sa >> 3)), then sa is not modified. Furthermore, if {sd » 2) 

is zero, then the two lower bits of sd are not modified either. The fact that m is 

usually either zero or one results in the fractional bits of a and d (lower three bits 

of sa and lower two bits of sd) being set most of the time. 
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As a consequence, 4sd usually contributes 3 ticks to rto rather than the 1.75 

described by Jacobson.^ These three ticks would be of no great importance if m, 

the measured RTT, was measured with a finer clock, so that it usually had a larger 

value—3 out of 100 is only 3%, 3 out of 1 is 300%! 

We now describe a simple modification to the RTO algorithm which solves the 

problem for the conditions of our experiment, where the RTT is either 0 or 1. This 

modification allows us to test the improvement in performance that is possible with 

a better RTO algorithm. However, we are not fully satisfied that this algorithm is 

the correct one under all possible scenarios and we plan to study it further. 

Our modification is to use a larger scaling factor: 

2^ Err f- 2^m — 2^ a 

2®a 2®a + 2^Err 

2U^2U + 2'^\Err\-2'^d 

Now, if we define sErr = 2^Err, sa = 2®a and sd = 2'^d to be scaled versions of 

Err, a and d, we have; 

'The 1.75 is a statistical average assuming a wide range of RTT values, but in practice, the 
RTT is usually either 0 or 1. See Figure 6.5 for the reason why the bias is needed. 
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sErr <— (m << 2) — {sa » 3) 

sa sa + sErr 

sd <r- sd + (|sErr| — {sd » 2)) 

Then the low order bits that are not modified (and usually end up set) after m has 

the same value repeatedly do not affect the RTO calculation. 

Since we want to be conservative when setting the RTO, and by conservative we 

mean that we never want to retransmit as a result of choosing too small an RTO, 

this implies that the RTO should always be at least two larger than the RTT. For 

example, the largest possible RTT with a value of x ticks has a real time length of 

just less than x + 1 clock ticks (see Figure 6.5), but the smallest possible RTO with 

value x4-2 has real time length of just greater than x + 1 ticks (again see Figure 6.5). 

Note that if there is access to a more accurate clock, as in TCP Vegas, then the 

coarse RTO can be made more accurate since one does not have to worry about 

the extreme cases described in the previous paragraph. For example, if the more 

accurate RTO is less than 200ms, then as long as the segment is sent within the first 

300ms after the coarse-grained clock ticked, the coarse rto can be set to 1 (instead 

of at least 2). A more accurate clock will also eliminate the large jumps in the size 

of the RTO which come from the RTT jumping between 0 and 1. 

The whole algorithm can be expressed in C as; 

sdelta = (m « 2) - (sa » 3); 

sa += sdelta; 

if (sdelta < 0) 

sdelta = -sdelta; 

sdelta -= (sd » 2); 

sd += sdelta; 

rto = max( m + 2, ((sa » 3) + sd) » 2 ); 
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RTT original RTO new RTO float RTO 

0 3 3 3.4 

0 3 3 3.5 

0 3 3 3.5 

0 3 3 3.4 

1 5 3 3.1 

0 4 3 3.1 

0 3 3 2.9 

0 3 3 2.8 

0 3 3 2.5 

0 3 2 2.3 

0 3 2 2.1 

1 5 3 2.5 

Table 6.2: Original and New RTO Values 

The new mechanism approximates the real RTO, obtained by using floating point 

computations, more closely as can be seen in Table 6.2. Unlike the old RTO, the 

new RTO can go all the way down to a value of 2 after the RTT has a value of 0 

repeatedly. 

The version of TCP Lite with both the header prediction and RTO computation 

fixes, which we refer to as Lite.2, has a throughput of 102.8 KB/s for the 1 MByte 

transfer when there is no other traffic. The average throughput for the set of tests 

with tcplib background traffic is 55.9 KB/s, an increjise over the original of 9%. 

However, this is still 6% below the throughput of TCP Reno. 

6.1.4 Options and ACKing Frequency 

The TCP header is normally 20 bytes long. However, one of the header fields—the 

options field—is variable in size, ranging between 0 to 40 bytes in length. TCP 

Lite's .A.CKing frequency is affected by the use of TCP options. When there are no 

options in use, TCP Lite ACKs every other packet. When options (e.g., timestamp) 
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Figure 6.6: TCP Lite.3 with No Other Traffic (Throughput: 117 KB/s). 

are used, however, it ACKs every third packet. The reason is that the test which 

decides to send an ACK is based on how much data has been received, and if it is 

greater than or equal to more than twice the maximum segment size, an ACK is 

sent. However, since TCP options take some of the available payload space, two 

segments that contain an option no longer hold enough data to trigger sending an 

acknowledgment. 

As discussed below, ACKing frequency affects the growth of the congestion win

dow during both slow-start and the linear increase period. We disabled the times-

tamp option as a quick way to test the effect of modifying the code which handles 

the ACKing frequency so it is not affected by the use of options. We refer to this 

version as Lite.3, and its throughput for the 1 MByte transfer experiments was 177 

KB/s. However, only about half of the throughput gain was due to the higher ACK

ing Frequency; the rest of the gain was due to the fact that the RTO happened to be 

2 instead of 3 when the losses occurred, decreasing the delay until the RTO fired by 
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half a second. In the experiment when there is also background traffic, the average 

throughput increased by 5%, but the losses increased by 28% when compared to 

TCP Lite.2. 

Figure 6.6 shows the graphical traces of Lite.3 when transferring 1 MByte. The 

important thing to notice is how the losses are paired when they occur around 4 

and 6 seconds, resulting in decreasing the congestion window twice. The reason the 

losses are paired is that the congestion window is increasing too rapidly—by more 

than one maximum segment per RTT. Before the first loss is detected, TCP Lite 

increases the congestion window, again resulting in an extra lost packet. 

The reason the congestion window is increasing so fast is the extra l/S"* of a 

maximum segment being added to it: 

if (cw > tp->snd_ssthresh) 

incr = incr * incr / cw + incr / 8; 

By removing this 1/8"* increase: 

if (cw > tp->snd_ssthresh) 

incr = incr * incr / cw; 

the losses are not paired any more, so the congestion window is decreased only once. 

In the experiments with background traffic, running TCP Lite.4, which includes 

the four previous modifications (header prediction fix, RTO fix, no timestamps, and 

eliminating the extra 1/8"* increase) results in an average throughput of 62.3 KB/s. 

This represents a 21% increase over the original TCP Lite, and a 6% increase over 

Lite.3 . 

6.1.5 Linear Increase of the Congestion Window and ACKing Frequency 

TCP should perform a multiplicative decrease of the congestion window when losses 

are detected, and a linear increase while there are no losses detected. Due to the 

bugs described above, TCP Lite follows no specific guidelines on how fast to increase 

the congestion window. If there are options, the acking frequency is reduced and the 
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window increases more slowly. By adding the extra 1/8"' of a maximum segment 

size to the congestion window, the rate of increase is now a function of the window 

size (which means the increase is exponential). 

It is easy to specify what should be the upper bound to the rate of increcise for the 

congestion window during the lineax increase mode: the congestion window should 

not be increased by more than one meiximum segment size per RTT. Increasing the 

congestion window at a faster rate will result in the loss of two or more segments per 

RTT when the queue at the bottleneck router is full. This may result in a timeout 

since the fast retransmit and fast recovery mechanisms in TCP Lite cannot aiways 

recover from the loss of two segments when the losses occur during a one RTT time 

interval. 

ACKing frequency can be seen as a tradeoff between higher congestion and lower 

latency. As shown here, it also affects the rate of the linear growth of the congestion 

window in TCP Lite—this is due to the implementation, and it could be changed. 

However, it is not clear that ACKing every two or three packets puts less stress in the 

network than acking every packet. On the one hand, lower ACKing frequencies imply 

fewer packets on the network, but on the other hand, lower ACKing frequencies 

result in more packets being sent at one time. For example, if the receiver ACKs 

after receiving three packets, then the source will transmit 3 or 4 packets at one 

time, the fourth one if the congestion window linear increase allows one more packet 

to go out. If two or more connections do this at the same time, then the likelihood 

of losses increases. Another example resulting in increased stress to the network is 

a server that does not reply to requests immediately. As a consequence, all of the 

delayed acknowledgments are sent at the same time when a TCP timer forces their 

transmission every 200ms. 

We modified the code, creating Lite.5, so that it ACKs after every packet rather 

than after every two packets. The effect on the tests with traflSc was a slight increase 

in the throughput (3%) but a much larger increzise in the losses (48%). The increase 

in the losses may be due to the simulation scenario—e.g., number of buffers at the 

router. We are planning to look into this issue in more detail, since we do not believe 
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it has been settled. Until then, we prefer to take the conservative approach and use 

delayed ACKs (after every two packets) in TCP Lite. 

6,1.6 Handling Big ACKs 

The response of TCP Lite (and previous BSD versions) when it receives a packet 

acknowledging x bytes, is to send x bytes immediately, as long as the windows allow 

it. If X is a large number, equivalent to 4 or more packets, this behavior can result 

in losses due to packets being dropped at the bottleneck. 

Two causes for large acknowledgments (4 or more packets) are (1) losses that 

result in a retransmit timeout, and (2) packets received out of order. The fast 

retransmit and fast recovery mechanisms try to keep the pipe full after a loss is 

detected after receiving three duplicate ACKs. This means that after retransmitting 

the lost segment, TCP keeps sending (new) data at a rate half of what it was 

when the loss was detected. The receiver cannot acknowledge the new data since 

it is missing one or more of the eaxlier segments. If other packets following the 

packet originally lost are also lost, or if the retransmitted packet is lost, the pipe 

will likely empty and a retransmit timeout will be needed to start sending again. 

•After the segment that was lost is retransmitted, the receiver will now be able to 

acknowledge not only the retransmitted packet, but also all of the segments following 

the retransmitted segment which were sent to keep the pipe full. 

The fix to prevent sending too many segments at once is very simple. When 

a large acknowledgment is detected, if the threshold window is smaller than the 

congestion window, set it to the value of the congestion window. Then set the 

congestion window to a lower value so only 2 or 3 segments are sent at one time. 

As new acknowledgments are received, the congestion window will then increase 

exponentially to the correct level, as specified by the threshold window. An example 

of the fix follows: 

if (acked >= 3*tp->t_maxseg && 

(tp->snd_cwnd - (tp->snd_nxt - tp->snd_uiia)) > 3*tp->t_maxseg) { 

if (tp->snd_cwnd > tp->snd_ssthresh) 



108 

tp->sn<i_ssthresh = tp->snd_cwnd; 

tp->snd_cwnd = (tp->snd_nxt - tp->snd_una) + 3*tp->t_maxseg; 

} 

This code needs to be inserted after the window information is updated. Adding 

this fix to Lite.4 (resulting in Lite.6) did not affect the results very much (less 

than 2%), indicating that the problem is rare, at least under the conditions of our 

experiments. 

6.1.7 Final Details 

There is one final detail. The test that checks if the congestion window needs to 

be fi.xed because it was inflated trying to keep the pipe full is slightly wrong. The 

original test 

tp->dupacks > tcprexmtthresh 

should be changed to 

tp->dupacks >= tcprexmtthresh 

However, this will probably not have much of a practical effect. 

6.1.8 Comparing the Different Versions of TCP Lite 

This section compares the average throughput and average losses of the different versions 

of TCP Lite. The experiment consisted of running 20 simulations in which there is a 

distinguished 20 second transfer sharing the bottleneck link with tcplib generated traffic 

running over the same version of TCP as the distinguished transfer. The background 

traffic uses between 30 and 80% of the bottleneck bandwidth. 

There are 7 versions of TCP Lite, denoted by Lite.O to Lite.6, which represent 

the different cumulative fixes applied to TCP Lite. Table 6.3 describes the fixes 

applied to the different versions. The purpose of Lite.3, which does not use the 

timestamp option, is to see the effect of fixing the code which decides when to send 
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TCP Version Fixes 
Lite.O None. This is the original TCP BSD4.4-Lite code 
Lite.l Header prediction fix 
Lite.2 Previous + RTO fix 
Lite.3 Previous + not using timestamp option 
Lite.4 Previous + removing the extra 1/8 increase of the congestion 

window 
Lite.5 Previous + acking on every packet 
Lite.6 Lite.4 -1- fix to prevent sending to much at one time due to 

large ACKs 

Table 6.3: Description of Different Versions of TCP Lite. 

an acknowledgment so the acknowledgment frequency is not affected by the use of 

options. 

Table 6.4 shows the average throughput, the throughput ratio with respect to 

Lite.O, and the percent of bytes retransmitted. The numbers shown axe the averages 

of the 20 runs using different background traffic patterns. As can be seen from the 

table, Lite.4 does 21% percent better in terms of throughput that the original code 

(Lite.O). Based on the current experiments, we recommend the modifications to 

TCP Lite corresponding to Lite.4 (keeping in mind the need for more testing of the 

RTO modifications). 

Our version of Reno hcis lower throughput (5%) and higher losses (36%) than 

Lite.4. The reasons are that the x-kernel's version of Reno does not delay ACKs, 

and it does not contain the the RTO enhancements described in section 6.1.3. When 

comparing to Lite.4, TCP Vegas shows an improvement of 33% under the simulation 

parameters, and a 15% decrease in the number of retransmitted bytes. 

Lite.O Lite.l Lite.2 Lite.3 Lite.4 Lite.5 Lite.6 Reno 
Throughput (KB/s) 51.3 50.4 55.9 58.5 62.3 64.3 61.5 59.3 
Throughput Ratio 1.00 0.98 1.09 1.14 1.21 1.25 1.20 1.16 
Retransmissions 3.7% 4.5% 3.6% 4.6% 3.3% 4.9% 3.8% 4.5% 

Table 6.4: 20sec Transfer with icp/f6-Generated Background TraflSc. 
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Figure 6.7: Simple Simulation Network. 

6.2 Guidelines for Network Simulation 

There is a wealth of literature on the subject of simulation; see [17] and [21] for a 

good overview. Among the issues presented in the literature are general principles all 

simulation experiments should follow to insure the validity of the results. Typically, 

these principles are presented in general terms, and it is up to the experimenter to 

apply them to their particular case. 

This section goes beyond these general principles to present some very concrete 

guidelines dealing with network simulations, in particular. Most of these guidelines 

involve the application of a well known rule, but they are worth enumerating be

cause they contain realistic evidence of what can happen when these rules are not 

followed. That is, these examples help to quantify the value of the general simulation 

principles, as well as the cost of ignoring them. 

Our experience with the networking literature is that in many cases some of 

these guidelines are being ignored. In some cases, this is due to inexperience in the 

area of network simulation. In other cases it is an intentional decision, either as a 

result of misjudging their importance or as a result of practical concerns such as a 

lack of resources. 

Most of the examples used in this section were obtained from the two simulation 

networks shown in Figures 6.7 and 6.8. The first, shown in Figure 6.7, consists of a 

simple topology with 7 nodes. The second simulation network, shown in Figure 6.8, 

is much more complex. It models a subset of one of the Internet backbones, with 
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Figure 6.8: Complex Simulation Network. 

major routers at Los Angeles, San Francisco, Chicago and Cleveland. Three super

computer centers (rectangular boxes) provide sources of large "bulk data" transfers. 

There are 16 traffic sources, each consisting of two or three hosts, each of which is 

running tcj)lib based traffic. The resulting traffic consists of nearly a thousand new 

connections being established per simulated second, where each connection is either 

a Telnet, FTP, SMTP or NNTP conversation. 

6.2.1 Sensitivity to Network Parameters 

Protocols and communication networks generally deal with bits and packets, both of 

which are discrete entities. Many protocol components, such retransmit timers, 

also behave in a discrete manner. Many network parameters, such as the number of 

buffers at a router, are also discrete quantities. Due to this discrete nature, small 

changes in the parameters defining a network experiment can have a considerable 

effect in the outcome of an experiment. The following two examples illustrate the 

sensitivity of a simulation to different settings of such values. 

The first example involves the number of buffers at a router. Here we are running 

an experiment that simply measures the throughput TCP can achieve across a 

simulated network operating under load. In the BSD implementation of TCP, time 
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is measured by counting the number of times a timer, which goes off every 500ms, 

has fired. As data is sent over the connection, losses due to congestion result in 

a temporary halt in the transmission. In some cases, if there are multiple losses, 

the transmission is restarted only after a retransmit timeout. This delay generally 

lasts for two ticks of the 500ms clock. There are situations where for some number 

of buffers at the router, the transmission hiatus (gap) starts right before the timer 

fires, and since the hiatus only lasts for two ticks of the clock, the result is the hiatus 

lasts for about 500ms. Increasing the number of buffers by just one can result in 

delaying the start of the transmission hiatus until after the timer fires, so now two 

clock ticks represent about 1000ms rather than 500ms. For example, we have seen 

simulations where increasing the number of buffers from 22 to 23 leads to a 34% 

decrease in throughput. The same effect can also be obtained when keeping the 

number of buffers constant, but by changing the time when the test staxts relative 

to the tick of the 500ms clock. 

A second example of the unexpected effects of changes in the simulation param

eters is seen when running two TCP transfers at the same time. In this case, the 

experiment consists of two competing TCP transfers, with some delay between the 

start of each transfer. For a particular simulation, a delay of 170ms between the 

start of the two transfers resulted in a throughput of 76.1KB/s for the first trans

fer and 76.2KB/S for the second transfer. Changing the delay to 150ms results in 

throughputs of 87.8KB/s and 75.9KB/s, respectively, a change of more than 15%. 

These examples demonstrate the sensitivity of a simulation to seemingly trivial 

differences in the settings of certain network parameters. The guideline is to vary 

the simulation parameters over a range as large as possible. The basic principles 

behind it are: (1) simulate the right cases, (2) perform sensitivity analysis. 

6.2.2 Analyzing Results 

One should also look at the results from every experiment to catch any instances 

in which the results vary greatly from the average. These instances may expose 

problems in the experiment, problems in the algorithms, or problems with the im-
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Figure 6.9: Graph of queue size showing information lost due to averaging. 

plementation that surface only sporadically. Looking just at averages may result in 

missing vital information. In our experiments, we depend heavily on graphs that 

allow us to quickly see the important results from all the experiments, not just the 

averages. 

Graphs of the average queue size (number of buffers in use) at a bottleneck 

router is the first example of where looking just at the averages may be misleading. 

One of the important uses of a simulator is to experiment, observing the effects on 

the experiment of modifying the parameters. This type of experimentation helps 

develop intuition that can be used to both find problems and the solutions. If we are 

interested in congestion control mechanisms at the router, it is very importajit to 

have a clear understanding of queue behavior under different traffic patterns. The 

top graph in Figure 6.9 shows the average queue size during a 20 second period of 

a simulation, where each point represents the average queue length over a 100ms 

interval. Note that under the conditions of the simulation, there are between three 
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Figure 6.10: Grapii of queue size at bottleneck including min-max bars. 

and ten thousand packets arriving at the bottleneck router every second, so it is not 

practical to show the graph of the instantaneous queue size. 

This graph indicates that the queue size does not vary much, and that it stays 

under 20 buffers. However, the bottom graph, which shows the time interval between 

18 to 20 seconds but averages over a 10ms interval (rather than the 100ms interval), 

shows that the queue size reaches all the way to 50 and that it goes over 20 quite 

often. At this level of detail, one can see a markedly different behavior of the 

queue. Obviously, what one should do is to show both the maximum and minimum 

queue size (over the average interval) together with the average. Figure 6.10 shows 

the same graphs as Figure 6.9 but with the added information. Each, vertical bars 

represents the queue size range over the measurement interval (100ms for the top 

graph, 10ms for the bottom graph). The top graph now tells us a whole new story— 

even though the average queue size is small, it varies dramatically during each 

interval. The mechanism of showing the range together with the average allows 
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Figure 6.11; Queue behavior during four large TCP transfers. 

us to get a much clearer picture, or at least keeps us from coming to the wrong 

conclusions. 

The ba^ic principle is to look at distributions and extremes, not just means, 

when analyzing results. 

6.2.3 Realistic Traffic Sources 

Traffic sources form an integral part of most network simulations—networks without 

traffic are not very interesting. Traffic sources are clearly needed when studying the 

behavior of routers under load, or when analyzing the performance of protocols under 

realistic conditions. The most common ways to simulate this traffic has been either 

through Poisson sources, or by having multiple "bulk transfer" TCP connections. 

There are several problems with Poisson sources. First, it has been shown that 

Poisson sources fail to accurately model either LAN traffic [22] or WAN traffic [23]. 

Moreover, Poisson sources are non-reactive—they behave the same way regardless 
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Figure 6.12: Queue behavior during two large TCP transfers and tc^plib traffic. 

of the network behavior. For example, unlike TCP sources which modify their 

sending rate under the presence of losses, Poisson sources do not modify their rate, 

or any aspect of their behavior for that matter, when packets are dropped due to 

congestion. Another example of non-reactive traffic sources are playback sources, 

which recreate (play back) previously recorded traffic traces. These traffic traces 

are at the packet level, and consist of the time when a packet entered the network 

and the packet's size. 

The problem with non-reactive sources is that there is no way to measure the 

effect new connections have on the background traffic. This is an important issue, as 

new protocols should not be adopted before their effect on current traffic is known. 

The other common way of simulating traffic—starting multiple bulk transfers— 

does produce reactive traffic, but the dynamics of this type of traffic axe very different 

from those of real traffic. For example. Figure 6.11 shows the queue size at the router 

of the network in Figure 6.7 when nodes 1-4 are bulk transfer TCP sources. The 
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graph shows a simple pattern and no information is gained by changing scales in the 

bottom graph. Compare this graph to the graph in Figixre 6.12, in which hosts 1, 

3 and 4 are tcplib traffic sources, and hosts 2 and 5 are bulk transfer TCP sources. 

The behavior at the router is totally different, not as predictable as in the previous 

graph, and changing scales shows new detail. 

The degree of dissimilarity between the two graphs should serve as a warning 

against using bulk transfers as a traffic source when simulating wide-area networks. 

Moreover, studies of congestion control mechanisms should include traffic sources 

that are more realistic than either Poisson or bulk transfers. 

A final issue regarding realistic traffic sources is the need for traffic reproducibil

ity. This means that a traffic source should always produce the saxne traffic pattern 

when given the same set of initial parameters (such as initial seed and connection 

interarrival times) regardless of the underlying protocols, the number of nodes, or 

the type of network. Reproducing a traffic pattern does not mean that a packet 

containing x bytes is transmitted at time t. Instead, it refers to the structural char

acteristics of the traffic. For example, when dealing with tcplib based traffic, a traffic 

pattern is specified by: the time a conversation starts, the type of the conversation 

(FTP, Telnet, SMTP and NNTP) and the parameters for that type of conversation. 

An example of the parameters for an FTP conversation are the number of bulk 

transfers and the length of each transfer. Note that such traffic sources are not 

inherently reactive. However, running them on top of TCP produces reactive traffic 

as a consequence of TCP's congestion control mechanisms. 

Traffic sources that meet this definition of reproducibility allow us to compare 

things such as the effect on the traffic's throughput or losses when it is running on 

top of two different protocols. 

The basic principles behind these discussions are to always use realistic traffic 

sources and justify any traffic distributions used in the experiments. 
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Figure 6.13; Throughput vs. Send Buffer Size. 

6.2.4 Insider Knowledge 

When doing experiments involving TCP transfers, it has been a common practice to 

set TCP's send buffer size based on the bandwidth delay product of the connection. 

After all, why use more buffering that is really needed? The size of the send buffer 

limits the maximal throughput a connection, with a given RTT, can achieve. The 

result of having this upper limit below the available bandwidth is obvious: the 

achieved throughput is not necessarily a reflection of the protocol or the network, 

but is an artificially imposed limit. 

As the send buffer size increases, there is a corresponding increase in the through

put achieved by the TCP transfer. This relationship continues until a the size of the 

send buffer is slightly larger than the average available bandwidth-delay product— 

using a few buffers at the bottleneck router allows the connection to take advantage 

of transient increases in the available bandwidth. What happens after that point 

depends on the TCP implementation. In the BSD implementations of TCP (i.e. 

TCP Reno), the throughput starts to decrease, and does so until it reaches a point 

where additional increases of the send buffer size have no effect on throughput (see 

Figure 6.13a). 

The decrease in the throughput as the buffer size increeises is the result of the 

bandwidth probing mechanism in the BSD-based implementations of TCP. These 

implementations increase the window size continuously, by about one packet per 
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Figure 6.14: Throughput vs. Send Buffer Size. 

RTT, until the buffer size limit is reached or packets are lost. As the window size 

increases from its optimal point, which only uses a few "extra" buffers at the bot

tleneck, the TCP connection uses more and more "extra" buffers at the bottleneck. 

The larger the number of these "extra" buffers, the higher the likelihood that the 

router will not be able to absorb a packet burst. Since some of these bursts will be 

by the connection itself, the larger number of "extra" buffers used by a connection 

increase the likelihood that the connection will have losses. When the losses are de

tected, the congestion control mechanism in TCP reduces the window size by half, 

reducing the throughput. 

Figure 6.13b shows the average throughput achieved by TCP Reno as a function 

of the send buffer size during a series of transfers over the Internet between two fixed 

hosts. Notice how the losses increase as the send buffer size increases. Given all this, 

using a send buffer size which limits the throughput leads to misleading comparisons 

between protocols, as they both perform equally under this condition. Similarly, 

setting the send buffer to its optimal size also leads to misleading comparisons, as 

real applications will not be using this optimal send buffer size—it is not easy to 

know it as different connections will have different optimal sizes, and this optimal 

size will change with time. 

This is another example where varying the parameters of the experiment leads 
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to useful insights and comparisons. For example, a set of experiments comparing 

TCP Reno with TCP Vegas (see Section 5.2.3) showed that TCP Vegas was not 

sensitive to the send buffer size—as long as it is big enough so that it is not the 

limiting factor. Figure 6.14 shows the average throughput for a set of simulations 

with different send buffer sizes. Note that TCP Vegas was not affected by the buffer 

size, whereas TCP Reno's throughput decreases by more than 30%. 

The basic principle to remember is that simulation results are constrained by 

the values of the input parameters. Any bias in the choice of these parameters will 

affect the results. 

6.2.5 Byte versus Time Transfers 

Throughput is generally measured by recording the time required to send a spe

cific amount of data; e.g., if it takes 10 seconds to send 1 MByte of data, then 

the throughput is 100 KBytes/sec. When measuring the difference in throughput 

between two protocols, one of which is generally faster than the other, there is the 

possibility of erroneous measurements in some cases. 

For example, if the experiment includes background traffic, there may be a sys

tematic tendency for the level of traffic to either increzise or decrease during the 

duration of the transfer we are timing. If the level increaises during the transfer, 

then the slower protocol will be unfairly penalized because it had to compete with 

higher levels of traffic at the end of the test, whereas the faster protocol did not. 

Alternatively, if the level of the background traffic tends to decrease during the du

ration of the test, then the slower protocol will be measured as being faster—relative 

to the faster protocol—than it really is. 

Instead, another way of measuring the throughput is to transfer as much data 

aa possible for a certain amount of time. This way both protocols will encounter 

the same background traffic for the duration of the transfer. The differences in the 

measured throughput between the two methods can be considerable, depending on 

the characteristics of the traffic. For example, in one series of experiments resulted 

in a 56% difference in the throughput between two protocols when sending 1 MByte 
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of data but only a 28% difference when sending for 30 seconds. Clearly, the preferred 

nnethod should be to use timed transfers rather than length transfers. 

6.2.6 Unwanted Synchronicity 

It is very easy for simulations to lose a lot of the variability (randomness) that is 

inherent in the real world. This can be either a design flaw with the simulator or 

the result of badly chosen simulation parameters. An example of synchronicity in 

a simulation is starting all transfers at the same time. This is very easy to do in a 

simulator, but it would generally be an uncommon occurrence outside of a simulator. 

Another example of lack of variability can occur with protocols, like the BSD 

implementation of TCP, where coarse timers are used to perform special processing. 

In this implementation of TCP, two coarse timers are used, one firing every 200ms 

and the other every 500ms. Most of the implementations of TCP delay ACKs, 

which means that when they receive a packet they do not send an acknowledgment 

immediately, but instead wait for more packets to arrive so they can acknowledge 

more than one packet at a time. The BSD implementations of TCP wait for one 

more packet, thereby acknowledging two packets at a time. However, since another 

packet may not arrive, TCP uses the 200ms timer to send any acknowledgments that 

were delayed. The 500ms timer is used to check if packets need to be retransmitted 

because they were lost. 

If one is not careful in the implementation, it is easy to have these timers fire at 

the same time on all hosts in the simulated network. This results in periodic bursts 

of data as all hosts send the delayed acknowledgments or start retransmitting lost 

packets at the same time. Since the retransmissions occurring a result of the 

500ms timers involve the slow-start mechanism, which is a restart of the connection 

involving exponential growth of the sending rate, the effect is equivalent to starting 

multiple transfers at the same time. 

A similar burstiness can occur even when the timers for each node do not all 

fire at the same time. The problem happens when using realistic traffic sources 

involving multiple TCP connections, but having only a few traffic sources, each of 
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which is responsible for a large percent of the traffic. Then, when one of the timers 

fires at one of the sources, a large number of connections may send delayed ACKs 

or restart their transmissions. The results are similar to having a large number of 

traffic sources, with a group of sources firing their timers at the same time. 

A tool that is very useful at finding unwanted uniform behavior is Fourier analy

sis [29]. This type of analysis uncovers periodic behavior which may point to possible 

problems and to the cause of these problems. Figure 6.15(a) shows the queue size 

at the router in Figure 6.7 when the only source of tcplib traffic is node 4. It is 

clear from the graph that there is periodic behavior which occurs 5 times per second 

(every 200ms). The fact that the spikes occur every 200ms points to the fast timer 

in TCP as the cause of these spikes. Note that this behavior does not appear in the 

graph of the average queue size, it only appears in the maximum queue size graph. 

One way to eliminate these bursts is to have more traffic sources so the bursts 

will be distributed more evenly—assuming the traffic sources do not fire their timers 

at the same time. Figure 6.15(b) shows the queue behavior when there are three 

traffic sources. Periodic behavior is not as evident in this czise, although Fourier 

analysis shows that it still exists. This periodicity can be decreased even further by 

increasing the number of sources. 

Another way to eliminate some of the periodicity is to introduce node processing 

delays. Figure 6.15(c) shows the queue behavior when a delay, with a uniform 

distribution between 0 and 50^s, is introduced before a packet is sent by the node. 

The periodicity is not as evident cis in the top graph, but it still exists and with 

very high peaks in some instances. 

The basic principle is to put a distribution on everything that needs it. The 

problem is that when dealing with complex simulators, it is not always clear what 

things need to have distributions in them. 
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Figure 6.15: Graphs showing artificial periodic effects in simulation. 
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CHAPTER 7 

Conclusion 

7.1 Summary 

This dissertation has presented the design and implementation of both a new con

gestion avoidance mechanism for wide area networks and a wide area network simu

lator. The primary objective of the congestion avoidance mechanism was to increcise 

performance in currently available wide area networks by making better utilization 

of network resources. The network simulator (x-Sim) was developed to aid in the 

analysis and testing of this congestion avoidance mechanism. A description of x-Sim 

was given in Chapter 2. Its main goals were to: (1) be a realistic network simulator, 

(2) run x-kernel protocols without modification, (3) include good analysis tools. 

The reasons for the first and third point are obvious. The reason for the sec

ond point, the requirement that i-Sim run i-kernel protocols, is that it allowed us 

to test the same protocol implementation in both the simulator and the Internet. 

This eliminates the danger associated with having two implementations of the same 

protocol, one for the simulator and another for the Internet—the danger that the 

two implementations would not exhibit the same exact behavior, leading to faulty 

results. The consequences of this requirement are twofold. First, any protocols al

ready implemented in the x-kernel can be used, saving valuable development time. 

Second, x-Sim is closer to its goal of being a realistic network simulator as a result 

of using common protocol implementations. 

One major weakness of earlier work with end-to-end congestion avoidance mech

anisms is that the mechanisms are never tested in either realistic simulations or real 

wide area networks. The examination of some of these earlier mechanisms indicates 

that they fail under realistic network conditions. Since one of the goals of this work 

was that it result in measurable benefits when used over the Internet, and since 
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TCP is tiie most widely used protocol, it was decided that the congestion avoid

ance mechanism should be introduced into TCP. This was done by modifying TCP 

Reno, the most common implementation of TCP in use today, without requiring any 

changes to the TCP specification. As a result, this new implementation of TCP, 

named TCP Vegas, interoperates with any other valid implementation of TCP—in 

fact, all the changes are confined to the sending side. TCP and its congestion control 

mechanisms were described in Chapter 3. 

Chapter 4 examined the behavior of TCP Reno's congestion control mechanisms, 

provided some insights into congestion avoidance, examined previous congestion 

control mechanisms, and described the congestion avoidance mechanisms in TCP 

Vegas. The main mechanism consists of two fundamental ideas. First, congestion 

can be avoided by limiting the number of extra buffers used by each connection 

in the network. Second, the number of buffers used by a connection can be esti

mated by comparing its actual throughput to an expected optimal throughput—the 

throughput if there were no congestion in the network. 

The behavior and performance of TCP Vegas was examined in Chapter 5 through 

experiments on both real and simulated networks. Experiments on the Internet 

allowed us to measure the performance of TCP Vegas by comparing the throughput, 

number of retransmissions and network response times achieved by TCP Vegas and 

TCP Reno. Although important, performance is not the only issue that needs to be 

considered when measuring the value of a new network mechanism. Other relevant 

issues are the mechanism's effects on existing traffic, its fairness, and its stability. 

These and other issues were explored through simulations with i-Sim. 

The value of ar-Sim is further demonstrated in Chapter 6 were it is used to analyze 

TCP Lite, the TCP implementation in the latest release of the Berkeley Software 

Distribution (BSD) of Unix. This analysis uncovered a number of problems in 

TCP Lite which seriously affected its performance. The causes of these problems 

were determined through the simulator's analysis tools. Finally, solutions to these 

problems are implemented and tested with the simulator. Chapter 6 concludes with 

a set of guidelines for network simulation. 
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7.2 Contributions and Limitations 

This dissertation provides two major contributions to the area of computer net

working. The first contribution consists of TCP Vegas and its congestion avoidance 

mechanisms. Experiments on real and simulated networks show that TCP Vegas 

achieves between 37 and 71% higher throughput on the Internet, with one-fifth to 

one-half the losses, as compared to TCP Reno. Moreover, this improvement in 

throughput is not achieved by an aggressive strategy that steals bandwidth away 

from TCP connections that use the current algorithms. Rather, it is achieved by a 

more efficient use of the available bandwidth. Further experiments with simulated 

networks also show that TCP Vegas is stable and at least as fair as TCP Reno. 

Independent experiments by Peter Danzig at USC confirm that TCP Vegas yields 

higher network throughput and transfers bytes more efficiently than TCP Reno [1]. 

Although TCP Vegas has been shown to decrease congestion in the network, the 

fact that it is an end-to-end mechanism imposes certain limitations. For example, 

its view of the network state is delayed by one round trip time. Therefore it can not 

always react quickly enough to avoid congestion; congestion and losses may have 

already happened by the time it gets enough information to detect the early stages 

of congestion. 

Insider mechanisms—those in which routers are actively involved—could be more 

effective at avoiding congestion than end-to-end mechanisms since they have more 

information available to them. This does not necessarily imply that they would 

always be able to prevent losses; that would depend on the particular details of each 

mechanism. 

One of the reasons why insider mechanisms have not been deployed over the 

Internet is the high cost of modifying or replacing the routers. Another reason is 

the lack of universal agreement on what is the best insider mechanism, and just as 

important, whether the current best is good enough to justify the costs involved. 

Insider mechanisms will likely be used in the future, the only question is how much 

time their deployment will take. 
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Whether ead-to-end congestion avoidance mechanisms have a place in the fu

ture of the Internet will depend on the details of the chosen insider mechanism, or 

mechanisms. 

The second contribution of this dissertation consists of x-Sim and its analysis 

tools, together with a set of guidelines for doing network simulation. x-Sim was 

designed to be more realistic than existing network simulators. It achieves this goal 

through two techniques: by executing real protocol code—from the commonly used 

implementations of the protocol—and by producing realistic network traffic. The 

usefulness of x-Sim can be seen throughout this dissertation. It appears first in the 

work dealing with TCP Vegas, and then in the work analyzing TCP Lite. Through 

the simulator and its tools we were able not only discover the existence of perfor

mance problems, but more importantly, to uncover the causes of these problems 

and to test solutions to these problems. These solutions resulted in throughput 

improvements of more than 20%. 

The realism of x-Sim comes at a cost: detailed and accurate simulations caji take 

a long time to execute and can use a large number of resources such as memory. 

Both of this factors limit the complexity and length of network simulations that can 

be executed in i-Sim. 

7.3 Future Directions 

There are a number of related areas we plan to explore in the future. For example, 

we plan to enhance the simulator and investigate congestion avoidance techniques 

that require new mechanisms in the routers. As mentioned earlier, the realism of 

the simulator can limit the complexity of the simulations it can run. We plan to 

solve this problem by having more than one implementation of the major modules 

of the simulator. Each implementation of a module will simulate the behavior of a 

particular network component at a different level of realism. 

This approach has two advantages. First, it allows us to quantify the effect on 

the simulation of using a lower realism module by comparing the behavior of the 

simulator to a version of the simulator that contains the highest realism modules. 
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This contrasts the current practice of simplifying simulators during their design: as 

a result, it is hard to quantify the effect the simplifications have on the simulations. 

The second advantage is that we can increase execution speed of the simulator by 

using the lowest realism modules which are acceptable for the level of detail we are 

interested in. 

There have been some proposed techniques to avoid network congestion through 

new router mechanisms. A weakness of these works has been the limited realism of 

the simulations used to measure the effectiveness of each approach. Analyzing these 

mechanisms with x-Sim should either uncover weaknesses or increase the confidence 

level in these mechanisms. 
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