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ABSTRACT

The computing power of recent massively parallel supercomputers is rising to
the challenge of exploding demands for speed and memory that can be dedicated
to a single problem. Still the difficulty in parallel programming persists and there is
increasing demand for high level support for building discrete event models to execute
on such platforms.

We present a parallel DEVS-based (Discréte Event System Specification) simula-
tion environment that can execute on distributed memory multicomputer systems.
Underlying the environment is a parallel container class library for hiding the de-
tails of message passing technology while providing high level abstractions for hier-
archical, modular DEVS models. The objective of Heterogeneous Container Class
Library (HCCL) is to provide convenient object-oriented primitives for utilizing a
collection of distributed computing resources to solve large problems and to speed
up computations. Implemented by ensemble methods, parallel container class pro-
vides concurrency and a parallel computing paradigm at a higher level of abstraction
encapsulating the details of the underlying message passing mechanisms. The diffi-
culty of the synchronization problem was reduced by the inherent nature of ensemble
method primitives.

The DEVS/containers architecture for parallel simulation was first implemented

on a massively parallel platform (CM-5) using CMMD message passing library. Then
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the SP2 implementation uses portable MPI so that the simulation architecture can
bé mapped to any heterogeneous and distributed computing environment. Observed
performance of the C++ implementation working on the Thinking Machines CM-5
and IBM SP2 for high resolution ecosystem models demonstrates that high perfor-
mance need not be sacrificed in providing high level abstractions to the discrete event
modelling.

The study of performance and exploitation of the natural parallelism in hierarchi-
cal discrete event models are also supported by capability of mapping DEVS models
to the processors. The closure under coupling property and a mail message approach
to interprocessor communication enable a user to easily partition and map DEVS
models onto parallel platforms. We study how the mapping of DEVS models af-
fect the performance and the efficiency of parallel simulation. The results are in
agreement with earlier theory which predicts that optimal mappings are predictably

influenced by communication overhead and communication/computation ratio.




13

CHAPTER 1

INTRODUCTION

1.1 Introduction

Advances in massively parallel platforms are increasing the prospects for high per-
formance discrete event simulation. Simulations of landscape ecosystems with high
realism and ATM networks vital for modern communication technology demand com-
puting power which greatly exceeds the current workstation technology. However,
prospects are excellent that modelling and simulation environments may be imple-
mented on next-generation high performance, heterogeneous distributed computing
platforms. Computing technology is becoming powerful enough to support the volu-
minous amounts of knowledge/information necessary for representing such systems

and the speed required of simulations to provide reliable answers in reasonable time.

1.2 Motivation

The computing power of recent massively parallel supercomputers is rising to the

challenge of exploding demands for speed and memory that can be dedicated to a
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single problem. In their quest for computation speed, designers of commercial super-
computers have often sacrificed generality and flexibility. But conventional worksta-
tions offer much more comfortable platforms for model construction and simulation.
Thus the need has emerged for high level “front ends” supporting model develop-
ment for high performance platforms. Existing applications of parallel discrete-event
simulations developed on distributed memory multicomputers are often highly archi-
tecture dependent. Synchronization protocols, whether conservative [1], optimistic
[2], or application specific[3], must generally be adapted to a new application, making
it difficult to migrate one system to another. Implementing intricate synchronization
protocols in distributed memory multiprocessor systems is tedious because message
passing incurs serious communication overhead and programming complexity[4]. Few
tools exist to aid the programmer in debugging and verifying such protocols.

Thus our motivation for building a general purpose and portable discrete-event
simulation environment is to shield the modeler from having to deal with the underly-
ing message passing technology[5] while exploiting the speed and memory advantages
of high performance platforms. Nicol[6] has stressed the importance of developing
parallel simulation environments that hide most synchronization protocols and auto-
mate a wide variety of simulation models.

We have developed a Heterogeneous Container Class Library (HCCL) that can

be implemented in both sequential and parallel/distributed platforms. The objective
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is to provide convenient object-oriented primitives for utilizing a collection of dis-
tributed computing resources to solve large problems and to speed up computations{7].
Implemented in C++, these classes contrast with other concurrent portable C++
computing models [8] which compose distributed data structures with parallel exe-
cution semantics. HCCL provides concurrency and a parallel computing paradigm
at a higher level of abstraction encapsulating the details of the underlying message
passing mechanisms.

In particular, applied to discrete event simulation, HCCL abstractions support
construction of deadlock-free, synchronous, parallel DEVS simulation environments.
In this dissertation, we describe a conservative synchronization protocol, based on
HCCL primitives, that has high processor utilization and achieves significant speedups
relative to uniprocessor simulation of the same models. Concepcion[9] proposed a
generic methodology for mapping DEVS hierarchical, modular simulation models to
a tree structured multiprocessor architecture. Qur C++-implemented DEVS simu-
lation environment[10] is based on this methodology. However, the implementation
manages simulation messages at any level of the hierarchy without the need for special
hardware. This hardware independence enables it to be readily ported to a variety of
distributed, multicomputer platforms. For instance, the physical message passing in
the simulation environment was developed initially on the CM-5 employs the CMMD
message passing library. Then we rewrote the messaging layer in the widely accepted

MPI (Message Passing Interface) and tested it on the IBM SP2 system. Our approach
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exploits the property of closure under coupling of the DEVS formalism[11] to support
automated model] partitioning and mapping to a processor architecture. Other DEVS
implementation on parallel/distributed platforms can be found in [12, 13].

Mapping the simulation models to the processors appropriately at the initial time
of simulation can lead to improved efficiency of the simulation process. We have
studied the effect of mapping hierarchical and modular discrete event models mapped
to a parallel simulation. The closure under coupling property of the DEVS and the
mail message approach enable a user to partition and map DEVS models onto the

parallel simulation and modelling environment in an efficient and easier manner.

1.3 Organization

This dissertation comprises 7 chapters. In the second chapter, we discuss why
we based the simulation environment on the system-theoretically based formalism,
DEVS. Parallel DEVS is a revision of the sequential DEVS formalism aimed at full
exploitation of parallel execution. The third chapter describes the concepts of HCCL
and the implementation of parallel Container class on multicomputer systems. The
communication overhead is modeled based on the efficient tree-style multicasting
communication that implements parallel HCCL ensemble method message-passing.
Chapter 4 describes the construction of parallel DEVS/HCCL architecture exploiting
the flexibility of hierarchical model mappings. Chapter 5 presents benchmarking

results obtained for parallel simulation execution time with a class of high resolution,
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large scale ecosystem models. We review the GIS-based approach and the DEVS
representation of watershed model to reduce the computation and communication. In
the chapter 6, we study how the mapping of DEVS models affect the performance and
efficiency of parallel simulation. An ATM-based multistage interconnection network
is employed to show that a user partitions and maps DEVS models onto parallel
platforms taking advantage of closure under coupling property of Parallel DEVS and
a mail message approach to interprocessor communication. Chapter 7 concludes
with a summary of results. It also presents some possibilities for future research.
Appendix A describes the architecture and communication system of the CM-5 and
SP2 systems along with a brief review of parallel programming models. Appendix
B discusses the performance benchmarking results for some MPPs. Appendix C

compares the message-passing libraries, CMMD, MPI, and PVM.
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CHAPTER 2

DEVS FORMALISM

2.1 Introduction

The Discrete Event System Specification(DEVS){14] formalism was introduced in
the early 70’s and later extended to enable constructing discrete event simulation
models in a hierarchical, modular manner. DEVS introduces a strong modularity
between model specification and simulation. Not only does it provide a powerful
modelling methodology but also a framework for model behavior generation via its
abstract simulator concepts. Since it is language and platform independent, DEVS
affords an excellent vehicle for investigating alternative parallel/distributed mapping
and architectures. In this section, we discuss why we based the simulation environ-

ment on the system-theoretically based formalism, DEVS.

2.2 The DEVS formalism

In the conceptual framework underlying the DEVS formalism (14], the modelling

and simulation enterprise concerns four basic objects:

e the real system, in existence or proposed, which is regarded as fundamentally a

source of data
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e the model, which is a set of instructions for generating data comparable to
that observable in the real system. The structure of the model is its set of
instructions. The behavior of the model is the set of all possible data that can

be generated by faithfully executing the model instructions.

o the simulator which exercises the model’s instructions to actually generate its

behavior.

e ezperimental frames capture how the modeler’s objectives impact model con-
struction, experimentation and validation. Experimental frames are formulated
as model objects in the same manner as the models of primary interest. In this
way, model/experimental frame pairs form coupled model objects which can be

simulated to observe model behavior of interest.

The basic objects are related by two relations:

e the modelling relation, linking real system and model, defines how well the
model represents the system or entity being modeled. In general terms a model
can be considered valid if the data generated by the model agrees with the data

produced by the real system in an experimental frame of interest.

e The simulation relation, linking model and simulator, represents how faithfully

the simulator is able to carry out the instructions of the model.
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DEVS falls within the formalisms identified by Ho[15] for Discrete Event Dy-
namical Systems (DEDS). Because of its system theoretic basis, DEVS is a univer-
sal formalism for DEDS[16]. The universality claims of the DEVS are justified by
Characterizing the class of dynamical systems which can be represented by mod-
els. Praehofer and Zeigler[17] showed that any causal dynamical system which has
piecewise constant input and output segments can be represented by DEVS. Viewed
as dynamical systems, all discrete event models expressed in logical process or sim-
ilar formalisms, fit this condition. However, so do a great variety of event-based,
continuous statespace systems.

The DEVS formalism provides a mathematical means of defining a system com-
posed of objects. Unlike continuous systems, inputs for discrete event systems are
not piecewise continuous functions of time. Inputs for discrete event systems oc-
cur at discrete arbitrary intervals of time. A system can be described as existing
in any one of a set of internal configurations or "states” with discrete inputs and
outputs. The state of a system summarizes the information concerning past inputs
that is needed to determine the response of the system to subsequent inputs[18]. The
DEVS formalism furnishes a simple way to represent system parameters for discrete
event-systems. One strength of the formalism lies in its strong formal representation

capable of mathematical manipulation.
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2.2.1 The Basic DEVS Model

In modeling a discrete event system using the DEVS formalism, one must first
define the basic models that constitute the system. A basic model has specification

for dynamics of the model. The DEVS formalism defines a basic model (M) as:

M = (X, S,Y, Sint, 6ezt, A, ta) (2.1)

Where:
X : set of external input events;
S : sequential state set;
Y : set of external event types generated as output;
bint : S — S : internal transition function dictating state transitions due
to internal events;
dezt 1 Q X X — S : external transition function dictating state transitions
due to external events;
Q={(se) |s€8S,0 < e< ta(s) }: total state of M;
A: S — Y : output function generating external events at the output;
and

ta : S — Real : time advance function [18].
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2.2.2 The Coupled (Digraph) Model

The second form of a model, called a coupled model, tells how to couple (con-
nect) several component models together to form a new model. This latter model
can itself be employed as a component in a larger coupled model, thus giving rise
to construction of complex models in hierarchical fashion. Coupled models (equa-
tion 2.2) coordinate and control the operation of their components. They provide
the mappings for the output to input translations and the set of influencees for each
component in the coupled model. They also provide the tie-breaking functions for
simultaneously scheduled events.

Mathematically, a coupled model (DN) is represented:

DN = (D, {M:},{L},{Z:;}, SELECT) (2:2)

Where:
D is a set of components names;
for each ¢ in D,
M; is a component model
I; is the set of influencees for ¢
and for each jin I,

Z;; is the i-to-j output translation function
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and

SELECT : subsets of D — D : is the tie-breaking function [18].

2.3 Parallel DEVS

Closure under coupling is a desirable property for subclasses of dynamical sys-
tems since it guarantees that coupling of class instances results in a system in the
same class. The class of DEVS-representable dynamical systems is closed under cou-
pling. This justifies hierarchical, modular construction of both DEVS models and
the (continuous or discrete) counterpart systems they represent.

The sequential DEVS formalism was revised to remove all vestiges of sequential
processing and to enable full exploitation of parallel execution{19]. The revision dis-
tinguishes between transition collisions and ordinary external events in the external
transition function of DEVS models. Such separation enables us to extend the mod-
eling capability of the collisions and to do away with the necessity for tie-breaking of
simultaneously scheduled events, as embodied in the select function. P-DEVS is re-
placed by a well-defined and consistent formal construct that allows all transitions to
be simultaneously activated. The revision provides a modeller with both conceptual

and parallel-execution benefits[20]. We now review this structure.

A DEVS basic model is a structure:

M=< X'; va&nta 5ezt, /\, ta >
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X: a set of input events.

S: a set of sequential states.

Y: a set of output events.

dint + S — S: internal transition function.

ezt : @ X X% — S: external transition function,
where X® is a set of bags over elements in X,

A : S — Y®: output function.

ta: S — Ro+_o: time advance function,
where @ = {(s,¢€)|s € 5,0 < e < ta(s)},

(e is the elapsed time since last state transition).

DEVS models are constructed in hierarchical fashion by interconnecting compo-
nents (which are DEVS models). The specification of interconnection, or coupling,

is provided in the form of a coupled model. The structure of a coupled model is:

DN =< X,Y,Da {M},{L‘},{Zi,j} >

X: a set of input events.

Y: a set of output events.

D: a set of component names.

for each ¢ in D, M; is a component.

for each ¢ in D U {self}, I; is the influencees of :.
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for each j in I;, Z;; is a function, the i-to-j output translation.

The structure is subject to the constraints that for each z in D,
M; =< X;, S;, Y;, Sintiy bextir ta; > is a DEVS basic structure,
I; is a subset of D U {self}, i is not in I,
Zseif,i + Xeetf = Xjy
Zigels : Yi = Yy,

Zi;: Y= X;.

Here sel f refers to the coupled model itself and is a device for allowing specification
of external input and external output couplings.
The structure is subject to the constraints that for each z in D,
M; =< X;, 5;,Y;, bintiy bezt;y ta; > is a DEVS basic structure,
I; is a subset of D U {self}, ¢ is not in I,
Zseif,j : Xeety = Xj,
Zigeif + Y = Yy,

Zi;: Y = X;.

Here sel f refers to the coupled model itself and is a device for allowing specification

of external input and external output couplings.
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The behavior of a coupled model is constructed from the behaviors of its compo-
nents and the coupling specification. The resultant of a coupled model is the formal
expression of such behavior. Closure of the formalism under coupling is demonstrated
by constructing the resultant and showing it to be a well defined DEVS. Such closure
ensures that hierarchical construction is well defined since a coupled model (as repre-
sented by its resultant) is a DEVS model that can be coupled with other comrponents

in a larger model. Details of closure proof are given in [19].
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CHAPTER 3

HCCL ON THE DISTRIBUTED MEMORY
MULTICOMPUTER SYSTEMS

3.1 Introduction

The objective of Heterogeneous Container Class Library (HCCL) is to provide
convenient object-oriented primitives for utilizing a collection of distributed com-
puting resources to solve large problems and to speed up computaj;ions[21]. Imple-
mented in C++, these classes contrast with other concurrent portable C++ com-
puting models[8] which compose distributed data structures with parallel execution
semantics. Other efforts[22, 23] to implement languages that coordinate distributed
objects lack a serial counterpart, and the portability between serial and parallel
models. HCCL can be implemented in both sequential and parallel/distributed plat-
forms. HCCL in parallel provides concurrency and a parallel computing paradigm
at a higher level of abstraction encapsulating the details of the underlying message
passing mechanisms.

In order to reduce the communication overhead caused by the frequent ensem-

ble methods message passing, we employ the tree-style multicasting scheme and the
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collection of return values with contiguous subset of processing nodes. In this chap-
ter, we describe the implementation of parallel HCCL primitives on multicomputer
systems, the TMC CM-5 and IBM SP2. In particular, applied to discrete event
simulation, HCCL abstractions support construction of deadlock-free, synchronous,
parallel simulation environments.

The remainder of the chapter is organized as follows:

Section 3.2 introduces the container class concepts. The parallel container class
and its implementation on the CM-5 and SP2 are discussed in section 3.3. The per-
formance improvement using effective tree-style multicasting is discussed in section
3.3.1. Some benchmarking results obtained for the communication of distributed
memory multicomputers also presented. Section 3.4 presents the analysis of perfor-
mance of parallel HCCL on various platforms to estimate the effect of implementation

on various platforms.

3.2 Ob ject-oriehted Heterogeneous Container Class Library

An object-oriented heterogeneous container class library (HCCL) was built to
reduce the complexity of creating C++ software. The objective was to increase
the flexibility of C++ to handle different kinds of elements in a single list-like data
structure. This should also enhance code reusability, save programmers’ time in
coding, and result in easier-to-maintain software[7]. Due to its support of object-

oriented programming and its widespread acceptance, the C++ language was used to
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implement the HCCL classes. This section discusses the container in terms of object
behavior specifications. The behaviors are the requirements for parallel/distributed

container as well as for serial implementation.

entities
'
containers
|
' f
bags orders
' f
sets queues
' '
relations stacks
/ /
functions lists

Figure 3.1: Class Hierarchy of Containers

A container is an object used to allocate, and coordinate, the processing of ob-
jects transparently to the user. The main features of object-oriented programming
such as the concept of class, inheritance, information hiding, data abstraction, and
polymorphism are needed to implement such class functionality. Figure 3.1 shows
the hierarchy of container classes and their basic methods. The characteristics of the

classes are summarized as follows:

e container the base class, provides basic services for the derived classes.
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e bag counts numbers of object occurrences.

set only one occurrence of any object is allowed.

e relation sets of key-value pairs, used in dictionary fashion.

function is a relation in which only one occurrence of any key allowed.

¢ order maintains items in given order.

e gueue maintains items in first-in/first-out(FIFO) order.

stack maintains items in last-in/first-out(LIFO) order.

list maintains items in order determined by an insertion index.

The container class is a subclass of the more basic class, entity, which provides
methods that work with those of container. Since container is derived from entity,
container instances can be placed into other containers, thus setting up the basis for
hierarchical construction7].

HCCL contains a collection of ensemble methods to treat the items in a container

as a unit. The five ensemble methods are enumerated as follows[10]:

e tell-all sends the same command to each object in a container (Fig. 3.2).

e ask-all sends the same query to each object and returns a container holding the

responses (which are also objects) (Fig. 3.3).
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them. Thus, using the polymorphism properties of C++ we define two classes for
each abstract container class; one (lower-case) implementing the ensemble methods in
serial form, the other (upper-case), implementing them in parallel form(Figure 3.4).
The serial implementations run on any architecture that has a C++ compiler. In
particular, if the nodes of a parallel or distributed system run C++, then the serial
containers will work on them(10].

The distinction between serial container and parallel CONTAINER is the way mes-
sage passing is accomplished. The implementation of parallel CONTAINERs must
involve physical message passing among objects residing on different nodes. Such
message passing must be implemented by employing the communications primitives
provided by the underlying parallel/distributed system.

For example, our CM-5 implementation employs CMMD(CM-5 message passing
library)[24] while the MPI[25] is employed on the SP2 system. Likewise, a network
of workstations linked together under PVM[26, 27| offers the communication primi-
tives supplied by PVM. In a serial system, message passing is reduced eventually to
subroutine invocation. For shared memory systems, system-specific synchronization
primitives are provided and explicit message passing is not required. We adopted
the MPI as the message passing library for the future platforms to demonstrate the
portability of the parallel CONTAINERS.

We have chosen the message-passing programming model over shared-memory

programming model in implementing the HCCL to exploit the better features and
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to organize parallel objects and collect replies from containers by physical message
passing. Thus, the User Interface provides a high level of control to coordinate all
containers running on processing nodes. The coordinator and container are of the
same parallel CONTAINER class, but they differ in the way each executes the com-
mands or queries of the ensemble methods. For instance, multicasting ensemble
method messages are initiated by the coordinator, providing global information with
its containers. The ordinary containers that are under the control of the coordinator
are to receive and pass the messages. The coordinator collects the returned values
from its containers and uses them as more meaningful information for the coordi-
nation of its containers. Container entities can be organized into hierarchies using
containers and coordinators at any number of levels appropriate to the application.
Such structures can be dynamically configured during the application runtime as well
as at initial setup using basic container operations(e.g., add and remove). Using en-
semble methods a collection of processors can be organized and managed by parallel
CONTAINER class objects.

The parallel CONTAINER objects constructed through the user interface object
are mapped onto the physical processing nodes as shown in the Figure 3.6. Since
mapping of the CONTAINER object is translated transparently to the user, the in-
formation of which parallel object resides on which processing node is hidden inside
the container operations. As the free processing nodes are available on the multi-

computer system, the basic container operation add and remove selectively adds and
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removes the objects. So a user application program can be layered over such CON-
TAINERs without concern for coordination of underlying computing resources. In
the chapter 4, we illustrate parallel CONTAINERS serve as the supporting layer of

the parallel DEVS simulation environment.

3.3.1 Tree Style Multicasting Communication

Both serial and parallel containers retain the data abstraction and modular con-
struction critical to object-oriented programmability. In addition to the basic con-
tainers’ behavior, the parallel CONTAINERS classes have to maintain concurrency
and synchronization of the objects on multiple computing resources. Multicasting
ensemble methods to container members can achieve a high degree of concurrency in
a parallel architecture. Collection of responses from containers nodes that execute
queries keeps them properly synchronized.

We initially used a serial communication technique whose communication time
increases rapidly as the number of processors increases. This was later replaced
by a multicasting technique for ensemble methods which shows that a nearly flat
dependence on number of processors can be obtained. This multicasting function sets
up a tree-style asynchronous communication pattern with CMMD blocking message
passing functions on the CM-5 and MPI blocking function on the SP2 as in Figure

3.7.
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—> Collection of Retum Values

e — Multicasting Ensemble Method Messages

Figure 3.7: Tree-style Asynchronous Communication for Multicasting and Collection
of Return Values
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Most commercial distributed memory machines provide their own broadcasting
communication primitives with relatively low latency. However, they tend to require
all computing nodes to participate in the broadcasting, blocking all nodes in a group
or a partition. This creates difficulty in parallel programming. In contrast to such
global broadcasting, nonglobal tree-style multicasting can be performed to a subset of
contiguous processors suitable to program hierarchical structures. Each node in the
contiguous subset calculates its parent and child nodes to send and receive messages.
The root node initiates a subset multicast by sending the messages to its right and
left children. Then all of the nodes in the set receive a copy of the message, sending
data to nodes which help accomplish the multicast by spreading the data even further
until all the requested nodes receive a copy of the multicasting message of the node.
Not all the nodes in the subset exit the multicasting function at the same time; i.e.
not synchronous. A node will exit as soon as it has sent its message to its immediate
recipients (i.e. its "children” in the multicast tree), and all of the nodes will exit only
when they have both réceived a message from its parent and has sent copies to all of
its designated children.

Figure 3.8 illustrates the actual implementation of multicasting to contiguous set
of containers with blocking point-to-point communication in MPI. The coordinator
container sends the ensemble method messages to its subordinate containers by calling
"MPI_mc_to_contiguous_subset” function. The containers invoke

"MPI_receive_mc_to_contiguous_subset” to start relaying the messages to recipients.
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#detine TYPE O
/* Determine the parent node ID and the left and right child node ID */

A 2 e s S R SRS RS R SRR 2T ¥4

/* Coordinator Container s/
L e  n s L N e N aacsasanseyyry)

void MPI_mc_to_contiguous_subset(int low_node,
int high_node,
void =buffer,
int butfer_desc);

MPI_Status status;

/*

* start sending messages in buffer to the left and right
*/ children nodes if both of them are in a tree range.

.

int 1,r1;

1=low_node+LEFT(0);
r=low_node+RIGHT(0);
it (1<=high_node)
MPI_Send(buffer,buffer_desc ,MPI_BYTE,1,TYPE,MPI_COMM_WORLD);
it (r<=high_node)
MPI_Send(buffer,buffer_desc,MPI_BYTE,r, TYPE,MPI_COMM_WORLD);

JA S e e e ans s s e s R A S A R e S22 74

/* Container */
T Y TR TR T PR RR R TRy

void MPI_receive_mc_to_contiguous_subset(int low_node,
int high_node,
void sbuffer,
int buffer_desc);

{
int k,1,r,p;
MPI_Status rstatus, lstatus;

it (MyProcID>=low_node &k MyProcID<=high_node)
{ ;# BEGIN if receiver is in multicast receiving set */

%
0/ determine the location in tree, parent, children
*

k=MyProcID-low_node;

p=low_node+PARENT(X);

1=1low_node+LEFT(k);

7=low_nodo+RIGHT(k);
*

* wait to hear from parent

*
MPI_Recv(buffer,buffer_desc, MPI_BYTE, (MyProcID==1low_node)?MPI_ANY_SOURCE:p,
y TYPE,MPI_COMM_WORLD,&rstatus);

*®

* continue sending to children
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*/

if (1<=high_node)
MPI_Send(buffer,buffer_desc,MPI_BYTE,1,TYPE,MPI_COMM_WORLD);

if (r<=high_node)
MPI_Send(buffer,buffer_desc,MPI_BYTE,r,TYPE,MPI_COMM_WORLD):

} /* END if receiver is in broadcast receiving set %/

Figure 3.8: Multicasting to Contiguous Subset of Containers in MPI

The collection of return values( e.g. reduce) can also be faster than serial collec-
tion when the return values are gathered in the reverse order of multicasting using
the same linked tree that has already been set up. Figure 3.9 shows the detailed
implementation in MPI. Contrary to multicasting function, the collection function,
"MPI _receive from_contiguous_subset”, is called by all the coordinator and the con-
tainers objects. The leaf nodes in the tree start sending the requested data to its
immediate parent in the subset. When a parent gets data from its children nodes,
it applies the requested operation (User.handler function) with its own data (e.g.
get the minimum of the three, get the mazimum of the three, sum of the three, etc)
and returns the result to its own parent. This is asynchronous like multicasting but
synchronizes the whole operation at the root node. These multicasting and collection
of values are very appropriate for the coordinator with its own contiguous container
objects. The requirement for contiguity requires judicious mapping of objects to

processors, which is achieved inside the parallel container’s operation.




/* Determine the parent node ID and the left and right child node ID */
#define TYPE O

void MPI_return_contiguous_subset(int low_node,
int high_node,
void *my_buffer,
void sbuffer,
c int buffer_desc)
int k,1,r,p;
MPI_Status status;

it{(!y?rocID>lov_nod¢ && MyProcID<=high_node)

/*
t/ determine our place in tree, parent, children
*

k=MyProcID-low_node;

p=low_node+PARERT(X) ;

1=low_node+LEFT(Xk);

7=lov_node+RIGET(k);
*

t/ if the node has no child node, send message to the parent.
=

it (1>high_node && r>high_node) {
MPI_Send(my_buffer,buffer_desc,MPI_BYTE,p, TYPE,MPI_COMM_WORLD);

VL

* The node receives the result from child and compute its result

* by the aggregate function (User handler function).
* The result is returned to the parent.

s/
if (1<=high_node && r<=high_node) {

MPI_Recv(buffer,buffer_desc, MPI_BYTE,l,TYPE,MPI_COMM_WORLD,&status)

User_handler(my_buffer,buffer,buffer_desc);

MPI_Recv(buffer,buffer_desc, MPI_BYTE,r,TYPE,MPI_COMM_WORLD,&status);

User_handler(my_buffer,buffer,buffer_desc);
HPI_Send(ny_buiter.bufter_desc.HPI_BYTE.p,TYPE.HPI_COHH_UORiD);

}
else if (1<=high_node) {

MPI_Recv(buffer,buffer_desc, MPI_BYTE,l,TYPE,MPI_COMM_WORLD,&status);

User_handler(my_buffer,buffer,buffer_desc);
MPI_Send(my_buffer,buffer_desc,MPI_BYTE,p,TYPE,MPI_COMM_WORLD);

}
else if (r<=high_node) {

MPI_Recv(buffer,buffer_desc, MPI_BYTE,r,TYPE,MPI_COMM_WORLD,&status);

User_handler(my_buffer,buffer ,buffer_desc);
MPI_Send(my_buffer,buffer_desc,MPI_BYTE,p,TYPE,MPI_COMM_WORLD);

void MPI_receive_from_contiguous_subset(int low_node, int high_noda,
void *my_buffer, void sbuffer, int buffer_desc)

MPI_Status status;

42
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if{(HyProcID!=1ov_node)

/*
t/ vait for the result from contiguous subset of nodes
*
it (MyProcID <low_node)
MPI_Recv(buffer,buffer_desc, MPI_BYTE,low_node,TYPE,MPI_COMM_VORLD,

&status);
/®
‘/ call the return function for the rest of the nodes
*

else it ( (MyProcID>low_node &k MyProcID<=high_node)
MPI_return_contiguous_subset(lov_node,high_node,my_buffer,
buffer,buffer_desc);

else

/*

t/ root node of the tree
*

int 1,r;

1=low_node+LEFT(0);
r=low_node+RIGHT(0);

if (1<=high_node) {
MPI_Recv(buffer,buffer_desc, MPI_BYTE,1l,TYPE,MPI_COMM_WORLD,kstatus);
User_handler(my_buffer, buffer,buffer_desc);

}
if (r<=high_node) {

MPI_Recv(buffer,buffer_desc, MPI_BYTE,r,TYPE,MPI_COMM_WORLD,kstatus);
User_handler(my_buffer, buffer,buffer_desc);

/*

* returns the final result to the coordinator node

*
MPI_Send(my_buffer,buffer_desc,MPI_BYTE,low_node-1,TYPE,MPI_COMM_WORLD);

Figure 3.9: Collection of Return Values from Contiguous Subset of Containers in
MPI

Figure 3.10 shows the communication time of ensemble methods messages in serial

and multicasting with 1000 iterations on the CM-5. The collection of return values
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Figure 3.10: Communication time of Ensemble Methods in Serial and Multicasting
on the CM-5

consumes more time since the nodes with their children nodes have additional re-
quested operations. Time complexity of serial communication is O(p) while that of
multicasting is O(log p), where p is the number of processors.

We measured the broadcasting and the tree-style multicasting times on the 32
nodes of the CM-5 and SP2 systems (Figure 3.11). It is difficult to measure any
collective operation on MPPs[28] and the best communication performance is always
not observable in real applications since there are overheads from operating systems
and the competition from other processes for communication resources. Thus we
measure the time from the beginning and the end of the operation with many iter-

ations. The result shows that the SP2 system’s communication time is worse than
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the results reported[28], but it is due to the simple testing method and incomplete
optimization(using C++ compiler and runs without host-files). The notable result is
that we can take advantage of asynchronous communication nature of multicasting
giving some time for a node to exit the function and do its own computing while
the broadcasting function blocks all the nodes[29]. The multicasting is effective for a
large number of processing nodes and architecture-independent, making it a general

way for communication for various kinds of platforms.

| ! il ] | | I

100000 [~ D _broadcaston CM=$

- & - N -+ Multcasting at Node-0 oa CM~5

--®-+-8 Multicasting st Node~31 on CM-$
« d - & - MP1_beoadcast on SP2
=@ <@+ Mulicasting at Node~0 on SP2

| =0—9— Multicasting & Node-31 oa SP2 -

% A
g 1000 - 1
s o
g 7
=
100 7
10 | i 1
4 16 64 256 1024 4096 16384
Message Size ( Bytes )

Figure 3.11: Comparison of Broadcasting and Multicasting Functions
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3.4 Cost of Container Communications over Networks

The importance of the communication aspect depends on the hardware platform
and its communication software. The aspect is more important in distributed mem-
ory multicomputer and networked workstations where communication is relatively
expensive compared to tightly coupled shared memory multiprocessors. To ana-
lyze and predict the communication performance of Container Communication on
different kinds of platforms, we begin with characterization of a point-to-point com-
munication model on multicomputer systems. The characteristic is the basis of the
analytical model for tree-style multicasting communication paradigm, a set of point-
to-point communication. The tree-style multicasting is used to implement the ensem-
ble method message-passing. Since the ensemble method message-passing dominates
the execution time of parallel container operations, estimation of such communication
times can help the design of efficient application on the parallel container layer.

Hockney(30] proposed an elegant model to characterize the communication time
(in microseconds) for a point-to-point communication operation on multicomputer

systems.

t=to+ rﬂ (3.1)

- <]

e 18 the asymptotic bandwidth in MBytes per second, which is the maximal band-

width achievable when the message length approaches infinity. to is the latency (or
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startup time), which is the time needed to send a 0-byte message. = represents the
transmission delay in passing an m-byte message through a network with an asymp-
totic bandwidth of r., MBytes/s. Hockney introduced two additional parameters.
The half-peak length, m L bytes, is the message length required to achieve half of the
asymptotic bandwidth. The specific performance, 1o MBytes/s, indicates the band-
width for short messages. Only two of the four parameters, ro., to, my, and 7o, are

independent. The other two can be derived from these relations: t, = ;3- =1

%o

Hockney’s model has several nice properties. First, it is simple, a linear function
of one variable, m. Second, r., and t, each represent a fundamental quantity of
point-to-point communication. Third, it is architecture-independent, in that the
same model can apply to different architectures by changing the parameter values.
Fourth, the overhead values projected from Equation 3.1 match closely with the
measured communication times. Hockney showed how this model characterized the
communication overheads on the Intel Paragon, Intel Delta, Meiko CS-2, and Cray
C90[30].

The communication pattern in the asynchronous tree-style multicasting has an
interesting characteristic that the communication completion time of each node is
different from others depending on its location in a binary structure. The commu-
nication time of a node at level : ranges from i X ¢ to ¢ X ¢ x 2, where ¢ is single

point-to-point communication time of Hockney’s model. Here, ¢ is constant since

the ensemble method messages are passed with a predefined message size during the
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parallel container operation. A node with left and right child nodes needs to pass its
received message in two steps. In our implementation, a node sends the message to
the left child and then the right child in sequence. Thus the rightmost child waits for
the message until its left sibling receives one from parent node. The communication

time of the last leaf node, T, is

T =2xt x [log, p] (3.2)

Where p is number of nodes and ¢ in 3.1.

The communication time for iterations of ensemble method messages in tree-style
multicasting is not a summation of . Due to the asynchronous characteristic, the
communication between the nodes at ¢ and ¢ + 1 levels overlaps with that of upper
level and lower level nodes in a pipeline manner. The pipelined communication
gives a significant advantages over centralized communications. The upper bound

of communication time for n ensemble primitives message passing operations with p

nodes is
T.=T+2xtxn (3.3)
Where T is in 3.2.
Maximum throughput of the tree-style communication in 2’:: is tp = 7.

Message interface is also a major factor of communication overheads on the com-

puting platforms. Network communication overhead is only slightly smaller than
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latency. This indicates that most latency is the direct result of overhead, which is
processor time spent on work associated with communication. This conclusion is con-
sistent with performances studies showing that high performance network hardware
directly contributes only a small portion of total latency[31].

So the problem is the processor time required for network communication. The
network is the first memory level in which the application does not directly perform
communication; instead, the application calls an operating system service. The op-
erating system service that provides network communication is complex with three
primary layers: application interface, network protocol, and network driver. Much
has been written about communication performance and why network service path
lengths are so high. Opinions have polarized over which layer is to blame. In reality,
all three add significant overhead. In a typical implementation, overhead spreads
almost equally across the layers.

Besides multicomputer systems, the parallel containers should run on any com-
puting resources, such as a network of workstations and high performance PCs. Eth-
ernet used in a local area network as transmission medium has the network trans-
mission speed of 1 MBytes/s. Effective network bandwidth of such Trans-media
is significantly lower than that of interconnection network of multicomputer sys-
tems. Previous studies[32, 10] indicate that inter-processor communication overhead
causes dominant effect to the execution elapsed time over a cluster of workstations

connected with Ethernet. While the current VLSI technology nearly doubles the
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processor performance in 18 months, the performance increase rate in transmission
network is relatively low. However, the recently emerged standards, such as ATM

and SCI(Scalable Coherent Interface)({33], are expected to bridge the gap.
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CHAPTER 4

PARALLEL DEVS IMPLEMENTATION OVER
PARALLEL CONTAINERS

4.1 Introduction

Existing applications of parallel discrete-event simulations developed on distributed
memory multicomputers are often highly architecture dependent. Synchronization
protocols, whether conservative [1], optimistic [2], or application specific[3, 34], must
generally be adapted to a new application, making it difficult to migrate one sys-
tem to another. Implementing synchronization protocols is tedious because message
passing in distributed memory multiprocessors system incurs serious communication
overhead and programming complexity[4]. Few tools exist to aid the programmer in
debugging and verifying such protocols.

Thus our motivation in building a general purpose and portable discrete-event
simulation environment is to shield the modeler from having to deal with the under-
lying message passing technology while exploiting the speed and memory advantages
of high performance platforms. Nicol[6] has stressed the importance of developing
parallel simulation environments that hide most synchronization protocols and auto-

mate a wide variety of simulation models.
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HCCL abstractions support construction of deadlock-free synchronous, parallel
DEVS simulation environments. In this paper, we describe a conservative synchro-
nization protocol, based on HCCL primitives, that has high processor utilization and
achieves significant speedups relative to uniprocessor simulation of the same mod-
els. Concepcion[9] proposed a generic methodology for mapping DEVS hierarchical,
modular simulation models to a tree structured multiprocessor architecture. Our
C++-implemented DEVS simulation environment[10] is based on this methodology.
However, the implementation manages simulation messages at any level of the hier-
archy without the need for special hardware. This hardware independence enables
it to be readily ported to a variety of distributed, multicomputer platforms. Our
approach exploits closure under coupling of the DEVS formalism[11] to support au-
tomated model partitioning and mapping to a processor architecture. Other DEVS

implementation on parallel/distributed platforms can be found in [12, 13, 35).

4.2 Flexibility of Hierarchical Model Mappings in Sequen-

tial and Parallel DEVS

The standard mapping of a hierarchical P-DEVS model onto an abstract simulator
results in a hierarchical architecture with a one-one correspondence to the model’s
composition tree structure. However, many alternative mappings exist and some are

likely to be much better, depending on the model behavior and the host platform
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Figure 4.1: Abstract Class and Inheritance Hierarchy Exploiting Closure Under Cou-
pling

characteristics. Here, we note that closure under coupling enables any coupled model
in the model composition tree to be mapped into an equivalent resultant model. This
mapping, described above, can be implemented within an object-oriented framework,
as illustrated in Figure 4.1.

Here, atomic model and coupled model objects present the same interface to clients,
one that is abstracted in a devs superclass with virtual transition functions. This
greatly increases the flexibility with which mappings can be done. In particular it
helps overcome limitations of conventional high performance architectures which do

not support hierarchical clusters.
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Figure 4.2: Parallel Container Classes for DEVS Implementation

Figure 4.2 describes the parallel CONTAINER class to implement the DEVS sim-
ulators in parallel. COUPLED and BLOCK are for the user’s class while COU-
PLED_PE and BLOCK_PE classes are for parallel system classes with properties of
parallel DEVS simulators. CONTAINERS, COUPLED, and BLOCK class objects
are created and handled by a user on the User Interface node. When a BLOCK
object is created on the User Interface, a message is sent to one of container nodes
in the nodes pool to create a BLOCK_PE object on the available container node.
Then any BLOCK object’s method is sent to the BLOCK_PE node and executed by
the message interpreter that decodes commands. The entities of CONTAINERS_PE
and COUPLED_PE are pair classes created on the parallel container nodes by the
CONTAINERS and COUPLED classes on the User Interface. This provides a user

with a transparent interface to handle objects dispersed at the node pool.
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While COUPLED_PE and BLOCK_PE are similar to serial version of coupled
and block, COUPLED_PE coordinates the BLOCK_PEs or COUPLED_PEs in a hi-
erarchical construction of the parallel containers. A COUPLED_PE not only sends
ensemble method messages to its subordinate parallel containers but operate the ba-
sic "add” and "remove” parallel container operation. For example, The functions for
tree-style communication is initiated by the COUPLED_PE object. The collected
data of reduce operation is returned to the coordinator object. The simulation cycle
of DEVS models can be dictated by parallel container’s ensemble method messages.

The linkage between parallel containers and serial DEVS models can be achieved
by BLOCK_PEs that embody serial devs models as a class variable. The mapping of
serial hierarchical models to parallel DEVS container BLOCK_PEs is supported by
this linkage. From now on, we will assume the term, BLOCK, represents BLOCK or

BLOCK_PE in order to avoid confusion.

4.3 Construction of Parallel DEVS/Containers Architec-

ture

One of the key objectives in designing the DEVS-based high performance simu-
lation environment is portability of models across platforms at a high level of ab-
straction. One should not have to rewrite or modify a DEVS model to run on serial,

parallel or distributed environments[10]. Such portability would enable a model to
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be developed and verified in a serial platform and then be easily ported to a paral-
lel/distributed platform. DEVS implementation over container classes in an object-
oriented form can achieve this portability goal. The DEVS formalism is expressed as
a collection of objects and their interactions with the details of the implementation
hidden within the objects. The user interacts with only those interfaces that manifest
the DEVS constructs while being shielded from the ultimate execution environment.
This approach is well illustrated in Figure 4.3. DEVS is implemented in terms of a

collection of HCCL classes.

DEVS

containers classes
ensemble methods

paralell CONTAINER classes

C++

Computing Platforms

Figure 4.3: Implementation of DEVS using Containers Classes in C4++

The parallel DEVS-C++ simulation environment is unique from other efforts [6]
to build a general and portable simulation environment, in that a higher level of

control scheme, such as HCCL class is employed.




57

top block\

~+— cell(ij)

v

block of cells
Figure 4.4: Hierarchical Construction of Block Models from Atomic Cell Models

In Figure 4.4, a two-dimensional grid of atomic components called cells is parti-
tioned into blocks. Each block is assigned to a processor node. The closure property of
DEVS guarantees that each block can itself be regarded as a DEVS model which can
now be considered as a component model for a larger configuration. These compo-
nents are then grouped together to form a new DEVS model (shown as “top block™)
which is equivalent in behavior to the original composition of cells. Note that blocks
function as containers whether they contain cells or (in the case of the top block)
lower level blocks.

A cycle in a DEVS simulation can be implemented in terms of ensemble methods.

It is outlined as follows:

1. Compute the nezt event time: this is done by a reduction which gets the mini-

mum of the component times to next event.
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2. Tell all imminent components to compute outputs and ezecute internal transi-
tion functions: Determine the imminent components whose next event times
are minimal. They are identified by comparing the minimal time value supplied
by the Tell all command with its own next time value. The imminent compo-
nents sort and distribute their output messages called the mail. They execute

their internal transition functions.

3. Tell all components with incoming mail to execute their ezternal transition func-

tions with their mail as input.

The simulator in the RootCoordinator repeats the following simulation cycle until
the next simulation time is infinite.
tN = next_tN();
while (tN < INFINITY)

compute_input_output();

wrap-delt_func();

tL = tN;

tN = next_tN();

end while




59

Figure 4.5 illustrates the mapping of top block and the nodal blocks on the DEVS
BLOCK processing nodes. The mapping corresponds to that of parallel CONTAIN-
ERs since the DEVS block models are embodied in the CONTAINER environment.
The top block functions as a coordinator of the containers and the container on a
processing node implements a DEVS block model. In other words, looking inside a
node, we see it executing a DEVS simulation cycle in a block model based on se-
rial containers. These serial blocks are coordinated at the next level by the DEVS
simulation cycle using parallel CONTAINER ensemble methods on multicomputer
systems. Only one coordinator(top block) process is needed at the top level for man-
aging the intercommunication and synchronization of nodes. Simulator processes
run on other nodes are linked to either atomic or coupled models, the encapsulation
mapping embodied in the common interface blinds them to the difference.

The parallel and synchronous nature of ensemble methods can construct the dead-
lock free synchronous parallel DEVS simulation environment. The User Interface
block dictates each step of simulation to its container processors. In the current
DEVS/CONTAINER architecture, the User Interface block contains the global time
of next internal event. This is determined as the minimum of the nodal blocks’ times
of next internal event[36]. The nodal blocks whose next time of events are minimal
will generate the output messages and execute their internal transitions. A sequen-

tial nodal block’s time of next internal event is also the minimum of its components
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Figure 4.5: Mapping of DEVS Block Models to Parallel DEVS/Container Layer
(ultimately) cells’ times of next internal event. This conservative synchronization ap-
proach is guaranteed not to violate simulation time causality during simulation[11].

Mathematical reasoning in [6, 37] shows that the statistical average performance
difference of conservative and optimistic synchronization is a factor of 2. It is expected
the overhead of rollback in the case of Time Warp [38, 39] on the multicomputer
systems can significantly degrade the overall simulation performance in addition to

the relatively low factor of speedup gain between two algorithms[40].
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The typical problem of conservative algorithms is low processor utilization. How-
ever, the sequential DEVS simulation on each node can achieve high processor uti-
lization rates. Our approach to improving simulation performance is to employ hier-
archical structure of DEVS models to find optimal mappings of model components

to processor blocks[41, 42].

Mail of Messages Exchange

Figure 4.6: Mail Handling Scheme between Fixed Neighbor Nodes: Localized sorting
in source blocks and localized distribution

The output and input messages of a DEVS model are transferred in a form analo-
gous to mail distribution. The mail approach has an advantage of treating messages as
containers with specialized methods for assembling and disassembling a collection of
contents (port,DEVS name, address, and value structures). Exchange of mail among
nodal blocks occurs at every cycle during a simulation run. Since a major overhead
in parallel simulation is physical communication, mail distribution algorithms should
be designed to minimize communication time. In our simulation example in the next

chapter, each block node has two neighbor nodes to exchange their mail. It occurs
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in two stages as shown in the Figure 4.6. First, the message sizes information is
exchanged among the nodes that are to receive and send. This allows the recipient
nodes to create enough buffer space for mail messages since the size of mail messages
may be variable at each simulation cycle. Next is the step for actual mail exchange.
Each node sends and receives message in both upstream direction and downstream
direction.

Point-to-point message-passing operation can be blocking and nonblocking. Block-
ing communication does not complete the message-passing until both sender and
receiver acknowledge the completion of communication process. Since the communi-
cation process blocks the next operation, it can cause long communication latency.
Nonblocking communication can improve performance on many systems by over-
lapping communications and computation. Multi-threading is one mechanism for
achieving such overlap. The following lists the blocking and nonblocking functions
for point-to-point communication in MPI and CMMD. Implemented in asynchronous

communication primitives , the mail exchange time was reduced by more than 5%.

o Blocking point-to-point communication primitives:
MPI Send, MPI Recv,

CMMD _send_block, CMMD _receive_block







64

results exclude the time of model simulation in order to measure only the message
passing operation times taken for exchanging different mail sizes. It shows that the
message-passing operation does not severely affect the performance of the DEVS sim-
ulation as we use large number of processors. The communication time for messages
that are a multiple of 16 bytes takes much less time than others in the CM-5[43].
Based on the experimental results to be discussed, the overhead consumes less than

10% of the overall communication/computation cycle.
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CHAPTER 5

SIMULATION RUN EXAMPLES

5.1 Introduction

GIS-based watershed model developed and tested in sequential platform is mapped
to a parallel/distributed environment by recompiling with the parallel version of
containers. As an atomic DEVS cell component, we employed a model for surface
infiltration and runoff{44]. In contrast to other models where channels are “built
in” using distinct functional components, our high resolution model enables channel
flows to “emerge” from the underlying water dynamics and landscape topography.
The ability of the DEVS representation is extended to achieve orders of magnitude
speedups in both sequential and parallel simulation environments. Such speedup is
achieved through reductions in computation and communication that are the result
of mechanisms that are closely related to predictive contracts.

In the first section, we review the GIS-based approach and the DEVS representa-
tion of watershed model to speed up simulation performance is discussed. Advantages
of a Supercomputer include large memory capacity that far exceeds the sequential
workstations. Mapping of large scale models and the result of speedups are presented

in the second section.
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hydrology simulation contain thematic layers for elevation, slope, aspect, vegetation,
soils and other essential parameters.

The single data handler object working on the sequential environment does not
impose a problem in reading the data and updating the result of simulation data in
database. In the parallel/distributed simulation environment on a multicomputer,
data handler objects residing on different nodes should handle data subsets of one
large geographic region data since the models are mapped to processing nodes that
do not share the whole data set. Requests to GIS database by many data object
handler at the initialization step of the simulation becomes a performance bottleneck
with the time complexity of O(n) if access to data is processed in sequence (where
n is the number of nodes). Most of parallel systems require each of the nodes to
have parallel IO capabilities to share a file descriptor for improved throughput. In
order to avoid such overheads in the parallel DEVS simulation environment, the
coordinator’s object handler reads the whole data set and broa.dca.stss_ to the BLOCK
nodes using the tree-st);le multicasting method. The object handlers on the BLOCK
nodes initialize the data with the broadcast GIS-data. This reduces the GIS data
initialization step to a complexity less than O(2). Collecting simulation data that
are generated by models to update GIS database is not yet.

For DEVS Representation of watershed dynamics we place an atomic model at
each cell location. Thus there is an array of spatially referenced models that form a

coupled DEVS. Atomic models are stand-alone modular objects that contain state
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variables and parameters, internal transition, external transition, output and time
advance functions. Two state variables are standard: phase and sigma. In the
absence of external events the model remains in the current state, including phase
state variable, for the time given by sigma at which time an internal transition occurs.
If an external event occurs, the external transition immediately places the model
into a new state, depending on the input event, the current state, the time that has
elapsed in that state. The new state may have a new value for sigma thus scheduling
the next internal transition. Traditional runoff differential equation systems DESS
can be formalized in an atomic model cell. One way, equivalent to the conventional
numerical analysis approach, is to transform the continuous system into a discrete
time approximation. That is, we set sigma of the cell to some constant dt. Each
cell updates its states and generates outputs to neighbor cells at every fixed time
step. However, while straightforward, updating the states of every cell every time
step imposes a heavy computational burden that may be far more than necessary as
suggested earlier.

A more efficient and conceptually satisfying approach is to partition the state space
into output equivalent blocks. While its state trajectory remains in a block, each
cell’s output remains constant. Internal events of each cell correspond to boundary
crossings in the cell’s state space. Given a state on a boundary, each cell predicts
the state that will be reached on the next boundary crossing and the time (sigma) to

reach it. Due to the heterogeneity of soil conditions, slope, and input flux conditions
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each cell fills at a different rate and thus takes a different time to reach its next
quantization level. Note that while it is in a quantum block, the cell’s output fluxes
to its neighbors are constant and all input fluxes are constant as well. Therefore, this
enables the cell to compute when and where the next level crossing (increasing or
decreasing) will occur. When a cell receives an external event from a neighbor, the
message carries the latter’s new input flux and new water level. The receiving cell’s
time and location of next boundary crossing may differ from that initially predicted.
The DEVS formalism can handle this situation. Since the elapsed time is known, the
actual water level can be computed and sigma recalculated to represent reaching of
the next quantum level at the new rate.

When a quantized cell model implemented in this way was tested, the results were
disappointing. Analysis suggested a remedy: squeeze events dispersed over the time
axis that are "close enough” to each other into groups, that can be executed in one
iteration. To accomplish this effect, we granulize the time axis with a time granule
of size in addition to quantizing the state space. Note that in this quantized and
granulized representation, the outputs may be delayed by in the worst case, but the
change of state still propagates in zero time. For example, when a cell receives a flux
change input from a neighbor cell at time, this causes its state to change at the same
time. Then the cell sends its updated states to all neighbor cells also at time without

delay, setting its sigma to 0 for this purpose[45].
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Many experiments were performed with DEVS-C++ on a RS/6000 processor and
on an IBM SP2 multiprocessor. We compared the quantized DEVS models, with
different state quanta and time granules to the discrete time DEVS models with
various time steps. Table 5.1 summarizes the dramatic effects on speed that were

observed when models are matched for accuracy.

Models Runoff | Iterations Execution Execution
(m3/hour) Time (seconds) | Time (seconds)
on RS/6000 on SP2
(32 nodes)
DM(dt=0.00001) 4,965.23 | 4,000,000 890,256 97.830
QM(D=0.1,d=0.01) | 4965.08 29,100 853 119

Table 5.1: Comparing models: DM(dt) is the discrete time model with time step dt,
QM(D,d) is the quantized DEVS model with quantum D and time granule d
Simulation with the quantized model (D=0.1 and d=0.01) is 1043 times faster on a
serial processor than that of the discrete time model with time step 0.00001 while dis-
playing little accumulated error. To analyze the source of this speedup we measured
the number of events (sum of internal and external transitions) during simulation.
The average number of events per iteration in the model QM(D=0.1,d=0.01) is ap-
proximately 6 % of that in DM(dt=0.00001). Additional speed-up was extractable
through parallel execution. A seven fold time reduction in QM execution was obtained
with a 32 processor configuration of the IBM SP2. The overall speedup obtained was

thus 7 * 1043 = 7301.
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For the parallel simulation of both discrete time and quantized models serial runs
on sequential machines consisted of running a single block containing different num-
bers of cells on each node simulating subsets of the full data set. Figure 5.2 illustrates
the mapping of top block and the nodal blocks on the to implement the watershed
models linked with GIS on the parallel machines.

In the first experiment, the number of processing nodes used on the parallel plat-
forms increases in proportion to the data set. That is, for an array of N x N cells,
N processors are employed, each with a row of N cells under a DEVS block model.
This condition allows us to estimate the scalability of the simulation environment.
We used one level of hierarchical construction for parallel DEVS/CONTAINER ar-
chitecture. The CM-5 in NCSA employs a Sparc 2 processor with 32 megabytes of
memory with a total of 512 nodes. The SP2 in CTC(Cornell Theory Center) has 336
nodes available for the largest pool. The RS/6000 processor in SP2 has a minimum
of 128 megabytes of memory. Detailed architectural descriptions of the two machines
are in the Appendix A.

Initial results showed that the ratio of execution times became greater as the
number of cells increased due to the dynamic memory management, which resulted
in a superlinear speedup[46]. The reason that such superlinear increase is observed is
that the C++ dynamic memory management time increases strongly as the number of
cells is increased. Subsequently, the cell model was refined using an efficient memory

management technique in the development process.
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Number of Nodes | Speedup on the CM-5 | Speedup on the SP2
31 4.05 5.82
63 8.83 11.71
127 18.56 26.38
255 43.04 58.07
509 74.49 N/A

Table 5.2: Speedup results of the Quantized Cell Models on the CM-5 and SP2
relative to its serial runs on single node(Sparc 2 and RS/6000 processor respectively)

us to observe scalability of the mail message communication since more cells generate
more mail message to be exchanged between the BLOCKs. The result of experiment
on both the CM-5 and SP2 with 32 nodes is shown in Figure 5.4 along with its
serial runs. The number of cells simulated ranges from 512, 1024, 2048, 4096, 8192
to 16384. The scalability of the result indicates that the simulation time of certain

problem sizes can be predicted by its analytical performance model.

5.3 Simulation of Large Scale Cells

One of the advantages of the MPP platforms is to process the voluminous data
that are usually beyond the capacity of single sequential workstations. For example,
the total memory available on the CM-5 with 512 nodes in NCSA is 16 Giga Bytes and
on the SP2 in CTC with 336 nodes is 43 Giga Bytes at the minimum. The memory
per node limits the size of program and data on a distributed memory multicomputer
system. The maximum number of QMs and DMs that can be simulated on the CM-
5 is less than 20000 while single SP2 node can run up to 55000 cells. In order to

demonstrate the capability of simulating large scale problem sizes, we run one million
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cells on the CM-5 with DM(dt=0.01). As shown in Figure 5.5, the one million cells
are divided by the number nodes used with a step of 50. We see that simulation of 63
nodes with 16394 cells per node takes 4,950 seconds while that of 252 nodes with 4000
cells takes 1,200 seconds. The simulation time is reduced to 25% by using 4 times the
number of nodes with 25% fewer cells per node. This indicates the efficiency of the

parallel DEVS simulation of watershed models is nearly stable for large scale cells.

Number
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Per Node
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Figure 5.5: Runs of One Million Cell Models with Varying Number of Nodes

This experiment shows the relationship between efficiency and computational load
per node. Table 5.3 illustrates the speedup and efficiency result from the simulation
of one million cells with different number of nodes. The computational load on

each node is also proportional to the number of cells per node. The result indicates
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the efficiency of the simulation with different computational load can be high and

predictably stable with well balanced computation / communication ratio.

No. of cells/node | No. of nodes(BLOCKs) used | Speedup | Efficiency (%) ||
50 20,000 33.5 64.5 I
100 10,000 67.7 66.4 |
150 6,666 102 67.1 4
200 5,000 140 69.3
250 4,000 175 69.4

Table 5.3: Partition and mapping of one million cell watershed models

The simulation of ten million cells uses 512 nodes and consumes 14.5 Giga Bytes

of memory on the CM-5. The test requires the exclusive use of the machine. One

cell may cover an area of 30 x 30 square meters on the ground. Thus the ten million

cells cover approximately 10'° square meters or 2,500 square miles. Table 5.4 shows

the times at some iteration steps. The simulation data observable can be produced

within 4 hours for such large area.

Iterations | Model Time (hours) | Execution Time (hours)
1000 1 1.63
10000 10 3.16
20000 20 4.46

Table 5.4: Simulation of Ten Million Cells on the CM-5 with DM (dt=0.001)
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CHAPTER 6

MAPPING HIERARCHICAL DEVS MODELS ONTO A
HIGH PERFORMANCE PLATFORM

6.1 Introduction

Parallel discrete event simulation is an efficient method to study and observe
very complex systems that demand high computing power. Many researches have
been performed to enhance the parallel simulation throughput [47, 6]. Mapping the
simulation models to the processors appropriately at the initial time of simulation
can lead to improved efficiency of the simulation process. In this chapter, we study
the effect of mapping hierarchical and modular discrete event models mapped to a
parallel simulation and modelling environment constructed on the IBM SP2 system.
The closure under coupling property of the DEVS and the mail message approach
enable a user to partition and map DEVS models onto the parallel simulation and
modelling environment in an efficient and easier manner.

Hierarchical simulation, a form of distributed simulation in which hierarchical
model structure is preserved, has many advantages over the traditional sequential
simulation. With hierarchical simulation, model behavior can be more easily observed

and studied. Zeigler and Zhang [41] explored a methodology for finding an optimal
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mapping of a given hierarchical model structure to a multiprocessor system through
sequential simulation. An algorithm, ENCLOSE, was proposed for recommending
the time optimal mapping of a model structure onto a multiprocessor system based
on the analyses of simulation times on a single processor. Wang [48] implemented
the DEVS broadcast model class on a SIMD architecture with a limitation of single
level. In [49], the external events and internal events are parallelized for a hypercube
architecture. For the external events, a task graph representing hierarchical DEVS
models is transformed into a binomial tree which can be easily embedded into a
hypercube network. The internal events are parallelized in a partitioned subcubes,
such that the synchronization overhead is minimized.

We have built a parallel DEVS-based (Discrete Event System Specification) simu-
lation environment that supports the high level modelling with abstractions for hier-
archical, modular DEVS models [36]. HCCL(Heterogeneous Container Class Library)
abstractions support construction of deadlock-free, synchronous, parallel DEVS sim-
ulation environments which is based on a conservative synchronization protocol. The
DEVS/containers architecture for parallel simulation was first implemented on a mas-
sively parallel platform (CM-5) using CMMD message passing library. The recently
completed SP2 implementation uses the portable message passing interface standard,
MPI[25] Therefore, the simulation architecture can be mapped to any heterogeneous

and distributed computing environment. In this chapter, we study how the mapping
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of DEVS models affect the performance and efficiency of parallel simulation. The re-
sults are in agreement with earlier theory[41] that explains how optimal mappings are
predictably influenced by communication overhead and communication/computation
ratio.

The rest of the chapter is organized as follows:

Hierarchical model and simulation structure in DEVS-C++ supported by the
closure under coupling property and mail message approach are discussed in section
2. Section 3 presents Banyan switch models for multistage interconnection network.
These are employed to obtain the main results on hierarchical simulation. Section 4
presents speedup and éfﬁciency data obtained for various mappings with unoptimized
and optimized communication on the SP2 system. Finally we draw conclusions from

this chapter.

6.2 Hierarchical Model and Simulation Structure

Figure 6.1 illustrates the fundamental principles of hierarchical model organization
in DEVS-C++. If the descriptions for the models A and B in the model base are in
the proper modular form, we can create a new model by specifying how the input
and output ports of A and B are to be connected to each other and to the ports of
the new model. Such specifications of model interconnection are called the Coupling
scheme. The resulting model, AB, called a coupled model.is again in modular form.

The term modularity, as used here, means the description of a model in such a way
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that it has explicitly expressed input and output ports through which the model must
communicate with other models. Model AB can then be placed into the model base,
and this model itself can be called upon to construct larger models in the same way in
which models A and B were constructed. Atomic models are the primitive constructs

for building coupled models: they are assumed not to be further decomposable.

AB

L e e I e PN e

in—= A [—oum

Figure 6.1: Hierarchical construction of models

6.2.1 Coupled Model Classes

coupled (COUPLED)

digraph block (BLOCK)

Figure 6.2: Subclasses of Coupled Models

Coupled models is the major class which embodies the hierarchical model com-
position constructs of the DEVS formalism; digraph models and block models are

specializations which enable specification of coupled models in specific ways as shown
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in Figure 6.2 with its parallel counterpart(COUPLED and BLOCK). A coupled model
is defined by specifying its component models, called its components, and the cou-
pling relations which establish the desired communication links. A coupled model
tells how to couple several component models together to form a new model, and
can itself be employed as a component in a larger coupled model, thus giving rise to

hierarchical construction. It contains the following information:

o the set of components
e for each component, its influencees
o the set of input ports through which external events are received

e the set of output ports through which external events are sent

The coupling specification consists of :

e the external input coupling which connects the input ports of the coupled to
model to one or more of the input ports of the components. This directs inputs

received by the coupled model to designated component models.

o the external output coupling which connects output ports of components to
output ports of the coupled model. When an output is generated by a compo-
nent it may be sent to a designated output port of the coupled model and thus

be transmitted externally.
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cells or (in the case of the top block) lower level blocks. block madel uses address
based addressing scheme while digraph uses port based addressing scheme.

In the parallel version, the COUPLED corresponds to coupled and BLOCK is the
counterpart of block of serial implementation. The major difference between parallel
and serial version is the message-passing operation. BLOCK can embody sequential
coupled classes so that it can simulate the steps of simulation cycle as in sequential
version. Thus a hierarchical sequential simulation structure can be decomposed and

mapped to parallel BLOCK. COUPLED couples the BLOCKs.

6.3 Hierarchical Simulation of Banyan Switch Fabric Mod-

els

The Banyan network has been considered as a candidate for the interconnecting
network linking a large number of memory and processor modules together in a
multiprocessor system and as a switching fabric for packet-switched interconnection
of computers[50]. The Banyan switch is a multistage self-routing architecture which
uses fewer g elements than the minimum number needed to realize a rearrangeably
nonblocking design. Specifically, the Banyan switch requires (¥) log N elements. The
switch can not be blocking; even if two inputs should simultaneously seek a way to the
same output, the ability to concurrently deliver the inputs to their correct outputs

cannot be assured. A consequence of this blocking property is that, to achieve a
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reasonably low lost packet rate, smoothing buffers must be deployed internally to the

switch.
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Figure 6.4: An 8 x 8 Banyan switch fabrics with interconnection pattern

An 8x8 Banyan switch appears in Figure 6.4. We see that 3 elements are arranged
in three columns, each containing four elements. The inputs to the switch are the
inputs to the B elements contained in the first column; the outputs from the switch
are the outputs from the § elements contained in the last column.

The Banyan derives its name from the patterns which interconnect the switching
elements of its various stages. The basic interconnection pattern is that of a "perfect
shuffle”. Referring to Figure 6.5, the buffers are provided so that cells which cannot
be immediately delivered because of a path conflict are stored and delivered on a

deferred basis.







87

travel the intermediate blocks of switches and arrive at the last block. Then the

packets are sent to TRANSD to be used to collect the data.

6.3.1 Mapping of Hierarchical Banyan Switch Models

In order to demonstrate the effect of mapping in parallel simulation, we group
equal number of blocks to each digraph model in each BLOCK. GENR model is
assigned to the digraph model of the first BLOCK. At the last BLOCK of the digraph
model, TRANSD is assigned so that it can sink the solved packets. For example, in
Figure 6.8, each digraph model consists of two blocks. Figure 6.9 shows the the
mapping of 4 blocks to each digraph of BLOCK. With N blocks of Banyan switch
models, we consider the case of mapping nb blocks to each BLOCK. nb ranges from
1,2, 4, 8, 16 to 32, depending on N.

Inside a BLOCK, D of digraph model adds the component Banyan blocks with
unique address ranges. D adds the coupling relationship to complete the hierarchical
construction of the models. The packets flow in one direction from the first BLOCK
to the last BLOCK as in the multistage interconnection network. The packets that
arrive at the BLOCK are translated into the mail message entities and injected
into D as external inputs. The last block outputs its packet to D if it is still in the
intermediate stage. In the output step of the simulation cycle, D generates the packet
messages as outputs. Since the packets are the set of mail message entities, they have

to be converted in the form of message arrays. The message class has a method of










90

physical location of the sender and the receiver. However, on the SP2, the measured
point-to-point communication time varies slightly with the node location[28].

In allocating processing nodes to a user job on the SP2, a user has two choices.
First, the Partition Manager always assigns tasks to the lowest nodes that are avail-
able in the pool(non-specific allocation). The other option is to use a host list file so
that the user specifies which nodes will be allocated to the job. A "rack” is a group
of 8 wide nodes or 16 thin nodes on the SP2. By specifying nodes in a certain rack
or neighbor racks, nodes physically located nearby can be chosen, thus optimization
in message-passing operation can be obtained.

The number of blocks used, n, ranges from 2, 4, 8, 16, 32, to 64. In our sequential
time measurement, we ran the sequential simulation on one SP2 node. The num-
ber of BLOCKSs used, N, ranges from 2, 4, 8, 16 to 32 depending on the number of

blocks grouped. The speedup is measured for each case. The efficiency of the parallel

simulation is measured by ( Numbi%?;%“gc K72 since the parallel DEVS simulation ar-
chitecture requires one COUPLED model node and one User Interface BLOCK node
in addition to the BLOCK nodes. The optimization of the message-passing operation
on the platform is also a major factor in achieving optimized parallel simulation. We
ran the same simulation in two modes; non-specific allocation(Run 1) and specific
allocation(Run 2) on the SP2. Figure 6.10, 6.12, and 6.14 show the parallel execution
time, speedup, and efficiency respectively with non-specific allocation. The results of

specific allocation are shown in Figure 6.11, 6.13, and 6.15.
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In terms of speedup, the effect of communications overhead is easily seen in the
non-optimized runs. Here the fastest runs are obtained with 2 or 4 blocks/BLOCK
rather than the one-block-to-a-BLOCK assignment that employs all available proces-
sors. For example with 64 blocks in Run 1, the mapping with 4 blocks per BLOCK,
i. e., using 16 + 2 processors, rather than 64 + 2 processors, gives the best speedup
(6.87). The simulation data of Run 2 indicate that optimized communication on
the target platform can greatly affect the speedup and efficiency of the mapping. In
all cases, the best speedup is obtained with one block/BLOCK, i. e., using all of
available processors.

Speed-up factors are almost triple the values with non specific processor allocation.
However, the efficiency of processing in the fastest mappings is quite low. Maximum

efficiency can be approached only using small number of processors.

6.5 Conclusion

This chapter reviewed an approach to hierarchical and distributed simulation with
discrete event models and measured the speedup and efficiency of mapping different
number of models to simulator nodes. The property of closure under coupling ensures
the hierarchical construction of DEVS models and facilitates decomposing model
structure and mapping it to parallel platforms.

Grouping different numbers of Banyan switch blocks per BLOCK shows that the

speedup and efficiency vary predictably depending on the computational load and
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number of processing nodes used for parallel simulation. As shown in the two exper-
iments, the optimizing message-passing operations on the platform can be a major
factor in achieving speedup and efficiency. The effect of communication overhead
and communication ratio on speedup is in agreement with theory in [41]. In order
to analyze the effect of mapping more closely, the development of analytical models

remains for further work.
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CHAPTER 7

CONCLUSIONS

7.1 Conclusions and Contributions

In this dissertation, we have discussed a hierarchical, flexible and parallel simula-
tion environment based on DEVS/containers abstractions. DEVS models’ portability
not only separates the behavior from implementation but supports the development of
models on a serial platform which are relatively easy to translate to parallel simulation
environments. Using object-oriented technology, the parallel simulation environment
is built on top of parallel CONTAINER classes. As a result, a modeller is hidden
from the parallel simulation synchronization protocol and is freed from the difficulty
of writing and debugging such protocols. The DEVS/containers architecture for par-
allel simulation was first implemented on a massively parallel platform (CM-5) using
CMMD message passing library. Then the SP2 implementation uses portable MPI so
that the simulation architecture can be mapped to any heterogeneous and distributed
computing environment.

Besides the capability of high level modelling in the parallel DEVS simulation
environment, the message-passing overheads were significantly optimized by scalable

and efficient asynchronous tree-style multicasting function. The communication times
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of ensemble method message-passing show a nearly flat dependency on the number
of nodes.

Observed performance of the CM-5 and SP2 implementation on high resolution
real world problems demonstrates that high performance need not be sacrificed in
providing high level abstractions to the discrete event modeller.

Although our efforts have been at the level of massively parallel computers and
heterogeneous, distributed computing at the LAN level, the DEVS/containers ar-
chitecture could be applied at the WAN level where the Army ADS (Advanced Dis-
tributed Simulation) is concentrated. It would be interesting to contrast this with the
approach with alternatives being developed. Mowbray et al.[51] provide C++ classes
to encapsulate interprocess communication mechanisms for discrete event simulation
without the higher levels of containers and DEVS. We believe that a more flexible,
portable and theory-justified modelling can be obtained by adding in the latter levels.

The study of performance and exploitation of the natural parallelism in hierarchi-
cal discrete event models are also supported by capability of mapping DEVS models
to processors. The closure under coupling property of Parallel DEVS and a mail
message approach to interprocessor communication enable a user to easily partition
and map DEVS models onto parallel platforms. The experimentation using Banyan
switch fabric, a multistage interconnection network, shows how the mapping of DEVS
models affect the performance and efficiency of parallel simulation. The results are

in agreement with earlier theory[41] which have predicted that optimal mappings are
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predictably influenced by communication overhead and communication/computation

ratio.

7.2

Future Work

o The current parallel DEVS/CONTAINER architecture is implemented in one-

level hierarchical in order to avoid high communication overhead by the ensem-
ble method message passing in multiple hierarchical levels. To explore various
mapping strategies of serial models to parallel architecture, fully hierarchical
parallel DEVS/CONTAINER architecture should be implemented. In the cur-
rent parallel CONTAINER, multiple hierarchies can be constructed, but the
mail message between multiple levels are not completely implemented. Inter—
processor communication for mail message between levels can be more complex

and can increase communication overheads.

By using the parallel CONTAINER structure, we can run several different sets
of simulation processes in one simulation execution. For example, heterogeneous

local area networks that form a wide area network can be simulated at each

partition of BLOCKs. Such simulation of processes is easy if each process

is completely isolated. When several groups of BLOCKs are set up to run

different simulation processes, some efficient schemes should be developed to
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solve problems of synchronization and scheduling of simulation processes and

complex mail message transfer among them.

In order to analyze more closely the effect of mapping, the development of
analytical models for communication/computation overheads remains for fur-
ther work. The analytical models should identify the major constituents of

simulation overheads that affect the performance of parallel simulation.

The simulation protocol employed in DEVS/CONTAINER architecture is con-
servative and time causality violation is strictly prohibited. Optimistic algo-
rithm might be employed to utilize unused communication/computation cycles

with a rollback function introduced.
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Appendix A

OVERVIEW OF THE CM-5 AND SP2 AND THE
" PROGRAMMING MODELS

The technology of the massively parallel platforms encompass the advances in
processor design, fast interconnection network, memory systems, peripheral devices,
compiler, operating system, programming environments, and application challenges.
We briefly review some architectural and software characteristics of the CM-5 and

the SP2 system.

A.1 The Thinking Machine CM-5

The CM-5 is a scalable distributed memory multiprocessor system which can be
scaled up to 16K processors. It supports both SIMD and MIMD programming mod-
els. Each node on the CM-5 is a SPARC processors providing a peak floating point
performance of 128 Mflops. The CM-5 has two internal networks that support inter-
processor communication-the Control Network and the Data Network.

The control network is responsible for communication patterns in which many
processors may be involved in the processing of each datum, such as global reduction
operations, parallel prefix operations, and processor synchronization. The data net-

work supports point-to-point communication and has a fat tree topology as shown
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in Figure A.1l. It is actually 4-ary fat tree or quad tree, where each node has four
children. Each internal node of the fat tree is implemented as a set of switches. The
number of switches per node depends on where it is located in the tree. Further

details can be found in [52] and http://www.think.com.

1. Type: Synchronized MIMD, distributed memory multivector computer

2. Processors: make = SPARC, speed = 32 MHz, memory = 32 MBytes with 64
KBytes of cache, speed = 128 MFLOPS, word = 64 bits for vector processing
unit, configuration of 32 to 16K processing nodes. Control consists of a RISC
microprocessor(CPU), memory, I/O with local disks and Ethernet connections,

and a network interface.

3. Network Topology: Fat tree for Data Network, Universal Architecture(Data,

Control, and Diagnostic Network)
4. Communication Bandwidth: 20 MBytes/s
5. Programming Model: Extended Data Parallel Model, SPMD

6. Synchronization: control processors supervises processing nodes, block broad-

casting, branching.

7. Theoretical Performance: max 59 GFLOPS for 1024 processing nodes sys-

tem.



http://xovnD.think.coTn

10.

11.

12.
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Measured Performance: In [53], a speed of 59.7 Gflop/s is reported on the
solution of a dense linear system of order 52224 on a 1024 nodes system. For
a matrix multiplication a speed of 18 Gflop/s on a 1024-node machine was

obtained on a simplified Boltzman equations.

Uniqueness: Fault-tolerance(error-detection circuitry in processor), Teraflop
performance, hardware support for both SIMD and MIMD, very high commu-

nication, memory and I/O bandwidth
Proprietary Languages: FORTRAN90, *LISP, C*, Paris

I/O: Data Vault(up to 60 GBytes) with sustained rate of 25 MBytes/s, multiple

CM-HIPPL(I/O controller with 8 CMIO ports), CM-IOP with 16 ports.

0OS: CMOST; enhanced version of SUN OS, support for timesharing and batch

processing(NQS), partition management

e AT e

Figure A.1: Courtesy, CM-5 fat tree
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A.2 IBM SP2

The RISC System/6000 Scalable POWER parallel System, or SP, is a distributed
memory machine from IBM. It consists of nodes connected by an Ethernet and
by a high-performance switch. The processors are standard POWER?2 architecture
RS /6000 processors, which are superscalar pipelined chips capable of executing four
floating point operations per cycle. The SP2 system is designed to handle even the
most computing and I/O intensive jobs with ease, allowing you to address projects
and problems once considered too complex or expensive to pursue. Figure A.2 illus-
trates the connection of High Performance Switch.

Further details can be found in http: //www.austin.tbm.com and

http: //www.tc.cornell. edu.

1. Type: Distributed memory multicomputer

2. Processors: make = RISC System/6000, speed = 66.7 MHz,. memory = 128
MBytes with 64 KBytes data cache(thin node), 256 MBytes with 256 KBytes

data cache(wide node), speed = 266 MFLOPS,

3. Network Topology: bidirectional multistage interconnection Omega network,
two-level cross-bar switch(TB2) the interface between the node and the switch,

features a DMA.




10.

11.

12.
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Communication Bandwidth: 35 MBytes/s, latency of around 50 microsec-

onds.

Programming Model: SPMD with communication libraries of MPI, MPL,

PVM
Synchronization: global synchronous clock

Theoretical Performance: max 136 GFLOPS for 512 processing nodes sys-

tem.

Measured Performance: In [53], a speed of 88.4 Gflop/s is reported on the

solution of a dense linear system of order 52224 on a 512 nodes system.

Uniqueness: Single-point-of-control system management capability that bal-

ances serial and parallel, batch and interactive application

Proprietary Languages: XLC, XLC++, XLF, XLHPF, and Network-Linda,
a wide variety of tools for source analysis, automatic parallelization, perfor-

mance monitoring, visualization, and debugging.

I/O: microchannel adapter (MCA) slots to permit a variety of I/O and network

interfaces.

OS: AIX, IBM’s version of UNIX,
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Figure A.2: Courtesy, High Performance Switch Network on the SP2 (64-way); Mul-
tiple Paths between any two nodes, Network Scales with each added node

A.3 Parallel Programming Models

Data parallel, Shared-memory, and Message-passing programming models on the

MPPs are summarized and compared in this section.

e Data Parallel:
In contrast to control, parallel model, homogeneous local operations on a large
number of data items are executed in lock step which will alternate with global
aggregation and redistribution of results. With the lockstep operations in SIMD
computers, the data-parallel code is easier to write and to debug because par-

allelism is explicitly handled by hardware synchronization and flow control[54].
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Data Parallelism is also implemented on SPMD multicomputers, depending on

the grain size and operation mode adopted.

Shared-memory Model:

The communication through a shared variable is ‘coordinated by synchroniza-
tion mechanism on tightly coupled shared memory architecture. Process syn-
chronization should be provided when any process requires the result produced
by another. While the data access latency is low for small number of requests

from processor, the scalability of speedup can be limited by shared property.

Message-passing Model:

Processes need to send and receive the message over communication network to
share data on loosley coupled distributed memory multicomputers where there
is no shared memory. The message may be instructions, data, synchronization
and so on. The communication delay caused by message-passing is much longer
than that caused by accessing shared variables in a common meinory. Message-
passing operation can be either synchronous or asynchronous. Synchronous
message-passing must synchronize the sender and receiver in time and space.
In asynchronous communication, the sender is allowed to send a message with-
out blocking, regardless of whether the receiver is ready or not. Computation
time and communication overhead must be considered to exploit the benefit of

asynchronous message-passing.
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Data parallel computation was popularized first by the Connection Machine, in
its early SIMD versions (CM-1,2,200) and then in the next MIMD style, CM-5. Al-
gorithms expressed in the data parallel model, e.g., programmed in CM-specific code,
can achieve very high performance on architectures geared to support the requisite
local computation and global communication among large numbers, e.g., millions, of
processors.

There are significant tradeoffs among the important considerations of portability,
efficiency, and ease of coding. The message-passing programming model is widely
accepted because of its portability. If care is to be taken to maintain a balanced
computation load and avoid redundant computations, some applications, however
are too complex to be coded in a message-passing mode. The shared-memory pro-
gramming model may simplify coding, but it is not portable and often provides little

control over interprocessor data transfer costs.
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Appendix B

PERFORMANCE BENCHMARKING FOR MPPs

The performance of MPPs is often tested by benchmark suites. In this chapter,
the benchmark results for several commercial MPPs are shown. With the advance
of processor technology, the performance of machines is improved rapidly. In order
to achieve a good performance, user’s application should be written to exploit the
benefit of parallel hardware and software systems.

The performance of MPPs are often illusive and difficult to measure since there are
many factors to consider depending on the interest of the users and the vendors. The
theoretical performance of MPPs is calculated based on a single processing node’s
performance of the machine. When real application runs on a MPP system, it is
almost impossible to achieve such a pencil and paper performance. However, the
actual performance of MPPs can be measured by benchmark test suites which consists
of numerical simulation.

Even though a benchmark test can not judge the overall performance of a system,
it i often used as a performance indicator of MPPs. Among those benchmark suites,
NAS and LINPACK are widely accepted. The Numerical Aerodynamics Simulation
(NAS) parallel benchmarks from NASA Ames Center focus on eight important as-

pects of highly parallel supercomputing for aerophysics applications. The simulated




111

Figure B.2 shows the benchmark that involves solving a system of linear equa-
tions on the CM-5 and SP2. The result was taken from a recent survey study done
by Dongarra [53]. The problem size is allowed to increase and the performance num-
bers reflect the largest problem run on the machines. The performance comparison
indicates that the SP2 system is three times faster than the CM-5 for the same
number of processors.

Gflop/s

I I I I I
100 [~ =5

63.1
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| | | | | |52

32 64 128 256 512 1024
Number of Processors

Figure B.2: Benchmark result by solving a system of linear equations on the CM-5
and the SP2
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Appendix C

A COMPARISON OF MESSAGE PASSING LIBRARIES

In this chapter, we discuss the user-level application program interfaces, CMMD[24],
MPI[25], and PVM[27]. The design concepts and available features are slightly dif-
ferent from each other. However, the three share the common objective to provide a
user with an interface to utilize the computing resources with explicit message-passing
functions.

In historical background, CMMD became available to the users with the announce-
ment of CM-5 in 1991. MPI-1 standard was specified by a group of high performance
computing experts from research and industry in 1993-1994. A new MPI-2 standard
is scheduled to be announced in 1997. The development of PVM started in 1989 and
in 1991 stable PVM 2 was released. PVM was evolved over a series of new versions

and PVM 3.4 is about to be released in 1997.

e CMMD:
The Connection Machine communication library, CMMD, is a user-extensible
‘communjca.tion library. Applications using CMMD take advantage of the level
of programming control offered by node-level programming. This type of pro-
gramming is particularly well suited to applications that demand dynamic allo-

cation of tasks or data among processors. CMMD supports both the host/node
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programming model and the hostless programming model. In host/node pro-
gramming, the user writes two programs: one runs on the host (a CM-5 parti-
tion manager), and the other independent copies of the node program run on
each of the processing nodes. The host may have little involvement aside from
initially invoking the node program and providing user interface services. In
the hostless node programming model, the user writes a single program, the

independent copies of which is run on every node.

o MPI: The Message Passing Interface

MP1is a standardized and portable message-passing system designed by a group
of researchers from academia and industry to function on a wide variety of par-
allel computers{56]. The main advantages of establishing a message-passing
standard are portability and ease-of-use. In a distributed memory communica-
tion environment in which the higher level routines and/or abstractions are built
upon lower level message passing routines the benefits of standardization are
particularly apparent. Furthermore, the definition of a message passing stan-
dard provides vendors with a clearly defined base set of routines that they can
implement efficiently, or in some cases provide hardware support for, thereby

enhancing scalability.

e PVM: The Parallel Virtual Machine
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PVM (Parallel Virtual Machine) is a software package that permits a hetero-
geneous collection of Unix computers hooked together by a network to be used
as a single large parallel computer. Thus large computational problems can be
solved more cost effectively by using the aggregate power and memory of many
computers. The software is very portable. The source, which is available free

thru netlib, has been compiled on everything from laptops to CRAYs.

PVM enables users to exploit their existing computer hardware to solve much
larger problems at minimal additional cost. Hundreds of sites around the world
are using PVM to solve important scientific, industrial, and medical problems
in addition to PVM’s use as an educational tool to teach parallel programming.
With thousands of users, PVM has become the de facto standard for distributed

computing world-wide.

Figure C.1 compares the three API(Application Program Interfaces), CMMD 3.3,

MPI-1, and PVM 3.3. A detailed discussion of features available in PVM and MPI

can be found in [57].
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Figure C.1: CMMD, MPI, and PVM characteristics
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