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ABSTRACT 

In this dissertation we address large, multiple-mode, resource-constrained project 

scheduling problems with the objective of minimizing makespan. After noting that 

projects often fail and new research is needed, we provide the formal definition of the 

resource-constrained project scheduling problem and review the existing literature. We 

then introduce a new model based on digital electronics. We conceptualize our model 

using agent technology and discuss it as extension of existing models with more 

representational power. We also describe how our model supports distributed planning. 

After implementing our model, we conduct two computational studies. In the first, we 

develop two agent types: basic and enhanced where the enhanced agent is more 

sophisticated in selecting an activity execution mode. We apply these agents to the 

scheduling of 500 instances of a small project originally published by Maroto and Tormos 

(1994). We evaluate the performance of the agents in conjunction with their use of eight 

heuristic prioritization rules: shortest and longest processing time, fewest and most 

immediate successors, smallest and greatest resource demand, earliest start lime, and 

earliest due date. Our results show that enhanced agents consistently outperform basic 

agents while the results regarding priority rules were mixed. 

In the second computational study, we ftirther develop our enhanced agents by providing 

still more sophisticated mode selection. We also evaluate static versus dynamic 

prioritization and two more priority rules: shortest and longest duration critical path. For 

this study we generated 2500, 5000, 7500, and 10000 activity projects. For each of these. 
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we generated networks with complexities of 1.5. 1.8. and 2.1. For these twelve networks, 

we generated 20 problem instances for every possible combination of resource 

factor = 0.25,0.50, 0.75. 1.0 and resource strength = 0.2.0.5.0.8. We graphically 

evaluated scheduling performance, computation times, and failure rates and conducted an 

extensive statistical analysis. We found that enhanced agents using shortest processing 

time priority consistently produced the shortest schedules. However, these agents fail 

more often than basic agents. We found that dynamic prioritization requires more 

computation time, but provides little improvement in scheduling performance. We 

conclude this work with suggestions for future research. 
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1. INTRODUCTION AND BACKGROUND 

1.1 Introduction 

It is widely recognized that project failures are alarmingly common (DeMarco. 1982; 

McComb and Smith, 1991; Fried, 1992; Willcocks and Griffiths, 1994; Meyer. 1998). In 

fact, a lengthy list of disastrous project failures could easily be generated. Here are just a 

few examples that characterize the potential seriousness of the problem: 

• A U.S. Department of Defense project awarded to General Dynamics was 
completed two years late with a final cost 66% over the originally estimated 
budget of $843 million (Davidson and Huot, 1991). 

• A $125 million attempt to create a travel industry support system including 
airline, hotel, and rental car data failed completely after more than 3 years of 
development effort (Oz, 1994). 

• The city of Denver, Colorado spent approximately $3 billion for a new 
international airport which was to begin operation in October of 1993 only to 
experience repeated delays in the opening which caused losses in excess of $30 
million (Phillips, 1994). 

• The Kevin Costner film, Waterworld. was released much later than intended and 
$100 million over budget (Weinraub, 1995). 

The above examples are purely anecdotal, but the problem is generally recognized and 

pervasive. Numerous researchers and practitioners state flatly that many, if not most, 

projects fail in one regard or another (examples include DeMarco, 1982; Fried. 1992; 

Lindstrom, 1993; Willcocks and Griffiths, 1994; Charette, 1995; Gibbs, 1996). Formal 

studies of failures are substantially in agreement with the general opinion. Carlyle (1988) 

found that 25% of all real-time systems and telecom projects fail entirely. Gates (1998) 

cites a study by the Gartner Group which shows that failure rates for data warehousing 
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projects is approximately 60%. Ward (1994) cites a study by a large consulting firm 

which found that 25% of large projects end in cancellation before completion. 60% 

exceed the budget, and 75% have quality problems. 

The key activities at the start of a project are planning and scheduling (Ward. 1994) and 

doing this poorly is thought by many to contribute significantly to the probability of 

project failure (Pulk, 1990; McComb and Smith. 1991; Williams. 1995; Eisner. 1997; 

Roetzheim, 1997). The four basic reasons for project planning are to reduce uncertainty, 

improve efficiency, obtain a better understanding of objectives, and provide a basis for 

project control (Kerznc. 1995). The role of the project manager is to determine the best 

combination of time, duration, cost, and resource usage for completing activities 

(Speranza and Vercellis, 1993). This is typically a challenging process made all the more 

difficult by the need to estimate work effort (Bergeron and St. Amaud, 1992) which 

essentially requires an educated guess about the future (Pollack-Johnson. 1995) under 

highly uncertain circumstances (Arinze and Partovi. 1992). 

1.2 The Development of Traditional Project Planning Methods and Tools 

There are numerous methods and tools available to the project manager that can support 

the planning process. One of the earliest approaches was the Program Evaluation and 

Review Technique (PERT). This technique was established as part of a joint effort of 

Lockheed Aircraft; Booz, Allen, and Hamilton; and the U.S. Navy to support the 

development of the Polaris missile system (Moder, et.ai, 1983). Another technique is the 

Critical Path Method (CPM) developed by du Pont and Remington Rand Univac. As a 
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historical coincidence, these two very similar techniques were developed concurrently 

and independently in the late 1950s. 

Both CPM and PERT provide a simple and effective means by which to represent 

projects, activities, events, and durations. A project is represented as a network of nodes 

and arcs using either the activity-on-arc (AoA) convention or the activity-on-node (AoN) 

convention (Shtub, et.ai, 1994). Under AoA, arcs represent activities and nodes represent 

relationships between activities and milestone events. Under AoN, nodes represent 

activities and arcs represent the logical relationships between activities. Although CPM 

and PERT did not originally use the same convention, the two are essentially equivalent 

and a project represented in one form can easily be converted to the other (Meredith and 

Mantel, 1985). 

CPM and PERT are still widely used, but there have also been numerous extensions to 

expand the capabilities of the original formulations. One problem with PERT and CPM is 

that both assume activities must be performed either serially or can be performed entirely 

in parallel. For real projects, however, there can be cases in which a successor activity can 

be started after some portion of the predecessor is completed. In other words, the two 

activities can be performed partially in parallel (Badiru, 1993). The Precedence 

Diagramming Method (PDM) was developed to address this problem. Under this method, 

activity relationships include a lead-lag time which specifies the amount of time (or 

percent of time) by which one activity must lead or lag another. 



The Graphical Evaluation and Review Technique (GERT) was developed by A. Alan B. 

Pritsker and is a further generalization of the PERT/CPM/PDM models (Moore and 

Clayton. 1976). The traditional PERT/CPM/PDM techniques are limited to deterministic 

branching where it is assumed that all project activities will occur with a probability of 

1.0. There is no way of using PERT/CPM/PDM methods to represent an activity with 

some probability of occurrence less than 1.0. To address this, GERT provides 

probabilistic branching for which a probability is assigned to represent a likelihood of 

occurrence of some or all activities. Unlike traditional PERT/CPM-like techniques. 

GERT also allows for the possibility of some activities being repeated. 

Although the restriction was later relaxed, the original GERT model required that all 

nodes in a network be of an exclusive-OR type on their receiving side (Elmaghraby. 

1977). This means that node realization occurred when one and only one of the incoming 

activities was completed. The Generalized Activity Network (GAN) model never had this 

restriction and is therefore a further generalization of previous models (Elmaghraby. 

1977). The GAN model uses an AoA representation. The arcs are defined as a vector, u. 

of dimension > 2 where u = (p^, Y^, C^,...). For the directed arc. u, pj^ is the probability 

that the arc will be realized given that the node at its tail is realized, Yy is a random 

variable representing the duration of activity u, and is a cost function for activity u. 

Under the GAN model, nodes are split into two parts representing a receiver on the 

incoming side and an emitter on the departing side. Node realization depends on the 



receiver type of which there are three: AND, incIusive-OR, and exclusive-OR. AND 

nodes are realized only when all activities leading to the node are realized. Inclusive-OR 

nodes are realized when any one or more of the activities leading to them are realized. 

Exclusive-OR nodes are realized when one, and only one, of the activities leading to them 

are realized. Note that a GAN consisting solely of exclusive-OR type nodes is equivalent 

to the GERT network. 

There are two types of emitter nodes under the GAN model: must-follow and may-follow. 

The must-follow node specifies that all activities on the departing side of the node will be 

undertaken when the node is realized. The may-follow node specifies that only one 

activity on the departing side of a node will be realized. If there is only one activity on the 

departing side of a node, then must-follow and may-follow are equivalent. If there is more 

than one activity departing a may-follow node, then each will have an associated 

probability of being realized. Total probabilities equal one, thus one of the activities 

emanating from a may-follow node will be realized. 

The Venture Evaluation and Review Technique (VERT) is another extension of 

traditional PERT/CPM-like methods. It is similar to GERT in that it permits the 

probabilistic modeling of project activities (Lee, et.ai, 1982). In VERT, nodes represent 

milestones or decision points while arcs represent activities. The values associated with 

each activity are the duration, cost, and performance. Performance can be any relevant 

unit of measure or a dimensionless index that incorporates a number of characteristics. 

The duration, cost, and performance values can be represented in the form of a standard 
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statistical distribution, a histogram, or a mathematical relationship with some other part 

of the project. 

VERT nodes are of two types. The first type is a split node which has separate input and 

output logic. The second type is a single unit logic node that covers the input and the 

output logic. For split nodes, there are four forms of input logic and six forms of output 

logic. For single unit nodes there are four forms of logic. Input logic forms are: INITIAL. 

AND, PARTIAL AND. and OR. INITIAL logic is used to represent the start of the 

network. AND logic indicates that all inputs to the node must be completed before that 

milestone is satisfied. PARTIAL AND requires only that a minimum of one input be 

complete. OR logic requires just one input to be completed before the milestone is 

satisfied. 

The six types of output logic are TERMINAL, ALL. MONTE CARLO. FILTERl. 

FILTER2. and FILTER3. TERMINAL represents the end of the network. ALL will 

simultaneously begin all of the activities following the node. MONTE CARLO will begin 

just one activity foliov^g the node and that activity is determined by Monte Carlo 

simulation. FILTERl will begin one or more activities depending on the satisfaction of a 

combination of time, cost, and performance requirements. FILTER2 will begin an activity 

based on the satisfaction of one of the time, cost, or performance requirements. FILTERS 

will begin an activity depending on whether or not one or more of the arcs leading into 

the node was completed or not completed. 
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The four single unit forms of logic are COMPARE. PREFERRED. QUEUE, and SORT. 

COMPARE logic begins activities based on cumulative time, cost, and performance 

requirements. PREFERRED logic begins activities based on user preferences. QUEUE 

logic begins activities based on the response of a simulated queue. SORT logic begins 

activities sequentially depending on user supplied time. cost, and performance 

requirements. 

1.3 The Need for Additional Research 

Certainly the tools which have been developed over the past several decades have made 

project management more effective. In the previous section, we presented only the most 

widely known of the many tools and techniques available to project managers. Given the 

number of available tools and their capabilities, one may reasonably ask whether the 

introduction of another tool is worthwhile. However, problems remain as projects grow-

ever larger and more complex and it is expected that matters will only grow worse in the 

future with each new generation of projects (Davidson and Huot. 1991; Best. 1990; Kraut 

and Streeter, 1995). Changes in technology will continue to destabilize the environment 

and organizations will always push the size of projects to the limits of manageability 

(Humphrey, 1989). And although researchers have been studying project modeling for 

many years, the majority of the existing tools and techniques are variations on the same 

general concepts and there is a need for new and better models (Elmaghraby, 1995). 

Among other problems, current models are inadequate for representing the criteria that 

trigger the start of an activity (Lee, et.al., 1994). For these reasons and others it is 
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expected that project managers will continue to welcome new developments in project 

management as they generally have in the past (Ozdamer and Ulusoy. 1995). 

1.4 Structure of this Thesis 

In response to the issues just raised, we will introduce a new means of modeling projects 

based on boolean logic and demonstrate that the new model is simple yet powerful. We 

will describe an open model which is flexible and extendible and describe how the new-

capabilities can be used in a distributed project planning envirormient. We will describe 

how our model is implemented programmatically using ideas derived from relatively new 

agent-based technologies and demonstrate its feasibility by applying it to a relatively 

small project. In our final chapter, we will describe a second more advanced 

implementation and provide a complete computational study including large projects with 

as many as 10.000 activities. We will conclude with suggestions for future research. 
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2. FORMAL DEFEVITIONS AND TERMINOLOGY 

In the previous chapter we avoided the need for the formal definitions we will utilize 

often in the remainder of this dissertation. In this chapter, we will present those 

definitions and discuss the prior research in which they were established. In the process of 

doing so, we will lay much of the foundation for our own work and provide the context 

within which it can be understood and evaluated. 

2.1 Traditional Terminology 

A project is typically a one-of-a-kind effort undertaken for the purpose of achieving a 

specific end objective (Lewis. 1995). A project consists of some number of activities 

(Sprecher, 1994) where each activity requires some nonzero amount of time to be 

completed (Nahmias. 1997) and is a subset of the total work that must be accomplished to 

achieve the end objective of the project. Project management is a collection of principles, 

methods, and techniques applied for the purpose of determining the best means by which 

to satisfy project requirements (Wallace and Halverson. 1992). One of the major 

functions of project management is the generation of a project schedule (Davis, et.ai, 

1992). The formal name for the problem of generating a project schedule is the project 

scheduling problem (PSP). Activities in a PSP are subject to precedence constraints 

which require that no activity begins until all of its immediate predecessors are 

completed. In the research literature, this type of constraint is also referred to as a 

technological constraint. 
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Given a set of activities to which predecessors and durations have been assigned, there is 

a simple algorithm that can be used to determine one or more critical paths for a project. 

The critical path is a set consisting of those activities which if delayed will cause a delay 

in completion of the project (Turban and Meredith. 1985). The network pathway made up 

of these activities is the path from which the critical path method derives its name. A 

formal definition of the algorithm used to find this critical path will be provided in the 

next section. 

In addition to time, activities may also require resources (Turban and Meredith. 1985). 

where a resource is any object used for the purpose of completing the activity (Pasquale. 

1993). Activities which require resources are subject to resource constraints in that no 

activity can begin unless the resources it requires are available (Demeulemeester and 

Herroelen. 1992). In this dissertation, resources will be allocated exclusively meaning that 

no resource can be concurrently allocated to more than one activity. 

Resources can be classified in many ways (see Shtub. et.ai, 1994 for some examples). A 

common approach is to classify resources as renewable, nonrenewable, and doubly-

constrained (Kolish, 1995). Renewable resources are those which are constrained to a 

maximum per-period availability. This typically refers to entities that are not consumed in 

their use. Examples include personnel, tools, and equipment. Nonrenewable resources are 

constrained to a maximum per-project availability. This is resource type is typically used 

to model entities which are consumed in their use. Examples include fiiel, supplies, and 

cash. Doubly-constrained resources are those which are constrained on a per-period and 
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per-project basis. Examples include cash subject to both cash flows and a total budget. 

When one expands the project scheduling problem to include the allocation of resources, 

the more general problem is formally referred to as the resource-constrained project 

scheduling problem (RCPSP). 

Although we have not stated so explicitly, we have assumed to this point that only one 

duration and one resource requirement will be mapped to each activity. However, we can 

further generalize the RCPSP to consider the possibility that activities can be performed 

in more than one manner where each manner is referred to as an execution mode. Put 

another way, corresponding to each activity mode is a specific duration and resource 

requirement. A problem of this form is called the multiple-mode, resource-constrained 

project scheduling problem (MMRCPSP). Furthermore, when activity durations are 

inversely related to the quantity of resources allocated to the activities, the problem is 

referred to as the time-resource tradeoff version of the MMRCPSP. If we also assume 

that activities, once started, will continue to completion without interruption, this is 

referred to as project scheduling without preemption. If one also assumes that activity 

durations are known with certainty, then this is referred to as a deterministic problem. If 

however one assumes, as we will, that durations are not known with certainty, this is 

referred to as a stochastic problem. The full formal name of specific problem type we will 

address in this dissertation is the stochastic, nonpreemptive, MMRCPSP with time-

resource tradeoffs. 
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2.2 Our Notational Scheme 

In this section we will provide our notational scheme and the formal definitions that will 

be used throughout the remainder of this dissertation. Tables I. 2. and 3 list the symbols 

and definitions we will use. 

Symbol Definition 

Activity indices 

J Total number of project activities 

m Mode index 

M Number of modes per activity where M is the same for all 
activities 

Mj Number of modes for activity j 

^jm Estimated duration of activity j when executed in mode m 

^jm Actual duration of activity j when executed in mode m 

STj Start time of the activity j 

FTj Finish time of the activity j 

Pj Set of immediate predecessors of activity j 

Set of all predecessors of activity j 

Set of immediate successors of activity j 

Set of all successors of activity j 

NC Network complexity calculated as the average number of 
nonredundant arcs per node 

LA Number of activities ahead of any activity that must be 
checked for precedence feasibility for a given project 

Table 1. Notational Scheme for Activities 
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Symbol Definition 

r Renewable resource pool index 

R Number of pools of renewable resources 

Units of renewable resources in pool r 

kfmr 
Units of renewable resources needed from pool r by 
activity j when executed in mode m 

n Nonrenewable resource pool index 

N Number of pools of nonrenewable resources 

r^N 
Units of nonrenewable resource in pool n 

'^jmn 
Units of nonrenewable resources needed from pool n by 
activity j when executed in mode m 

P Periodically renewable resource index 

P Number of pools of periodically renewable resources 

< Units of periodically renewable resource in pool p 

RRp Time periods between renewals of pool p 

RQp Units of periodically renewable resources added to pool p 
at time of renewal 

Units of periodically renewable resources needed from 
pool p by activity j when executed in mode m 

NRPFD„ 
The potential future demand for resources from pool n of 
nonrenewable resources 

R f f ^ ,  R F ^ ,  R f P  Resource factors for renewable, nonrenewable, and 
periodically renewable resources 

RS^, RS-^, RSP Resource strength for renewable, nonrenewable, and 
periodically renewable resources 

Table 2. Notational Scheme for Resources 
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Symbol Definition 

t Time 

H Maximum project makespan 

ESTj Earliest possible start time for activity j 

EFTj Earliest possible finish time for activity j 

LSTj Latest possible start time for activity j 

LFTj Latest possible finish time for activity j 

CPMdj Duration of activity j used for CPM-type calculations 

Table 3. Notational Scheme for Time Calculations 

A project consists of a set of activities y=l,...-/where Jis equal to the total number of 

activities that make up the project (Kolisch, 1996). When necessary, /./. and k will be 

used as activity indices (whether k is being used as an activity index or for resource 

requirements will always be clear from the context). Each of the j activities can be 

executed in exactly one of some number of modes m = 1,.... where Mj is the number of 

modes for activity j. Associated with each activity j and each mode m is a particular 

estimated activity duration, dj^, and actual activity duration, djf„. STj and FTj are the 

start and finish times of the activity j, respectively. Pj and Sy are the sets of immediate 

predecessors and irrmiediate successors of activity j, respectively. LA is number of 

activities ahead of any activity that must be checked for precedence feasibility for a given 

project. The algorithm used to determine LA will be given later. 



Available to the project are zero or more pools of renewable resources r = 1—R where R 

is the number renewable resource pools and is the number of units of renewable 

resource available in pool r. Renewable demand is represented by which is the units 

of renewable resource needed from pool r by activity j when executed in mode m. 

Also available to the project are zero or more pools of nonrenewable resources n = 1 —N 

where N is the number nonrenewable resource pools and K„ is the number of units of 

nonrenewable resource available in pool n. Nonrenewable resource demand is represented 

by which is the units of nonrenewable resource needed from pool n by activity j 

when executed in mode m. 

We do not explicitly model doubly-constrained resources. However, they can be modeled 

implicitly. As demonstrated by Talbot (1982), a pool of doubly-constrained resources can 

be represented as one pool of renewable resources along with one pool of nom-enewable 

resources where the number of units in the renewable pool represents the maximum 

possible per-period consumption while the number of units in the nonrenewable pool 

represents the total number of units available during the life of the project. Both pools are 

decremented by the number of units of doubly-constrained resource to be allocated. 

In addition to traditional resource types, we also consider periodically renewable 

resources which are constrained on a per-phase basis where a phase is a period of time 

during the life of the project that consists of some fixed number of contiguous time 

periods. These are used to model resources which are consumed in their use. but 
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replenished by some fixed amount at some fixed rate. A common example is cash subject 

to a flow rate where some amount of cash is typically budgeted at the start of the project 

then added to repeatedly after some fixed interval of time for the life of the project. Note 

that a periodically renewable resource is similar to a doubly-constrained resource except 

that renewals of periodically renewable resources continue indefinitely until the project is 

completed. 

Available to the project are zero or more pools of periodically renewable resources 

p=\....J* where P is the number periodically renewable resource pools and Kp is the 

number of units of periodically renewable resource in pool p. RRp is the renewal rate of 

periodically renewable pool p expressed as the number of project time periods that pass 

between renewals. RQp is the renewal quantity for periodically renewable pool p 

expressed as the units of resource added to pool p at the time of renewal. Demand for 

periodically renewable resources is represented by kj^p which is the units of periodically 

renewable resource needed fi-om pool p by activity j when executed in mode m. 

A precedence constraint exists for all activities j and the set of predecessor activities in Pj 

in that no activity j can start before all activities in Pj have been completed. In addition, a 

resource constraint is defined for each activity j and mode m by kjff,„, and kj„,p in 

that no activity can start unless it has at least one mode for which kj^^ < kj^„ < K„, 

and kj„p< Kp. 
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For algorithmic convenience, two dummy activities will be added to those that make up a 

project. The first activity is the dummy source which is assigned an index ofy-1 . The 

dummy source has an estimated and actual duration of zero {i.e.. d\^ = 0 and 

^\m = 0 V m) and no resource requirements (i.e., = 0. k\^„ = 0, and = 0 V m. r. 

n, andp). The predecessor set for the dummy source is empty {i.e.. P\=0) and its 

successors include all other activities for which Pj = 0. The second dummy activity will 

be the dummy sink which is assigned an index of J where the value of J for all projects is 

equal to the number of nondummy activities plus 2. Like the dummy source, the dummy 

sink has an estimated and actual duration of zero {i.e.. dj^=Q and dj^ = Q'^ m) and no 

resource requirements {i.e.. k= Q.k= 0, and k j ^ p  =  0 ^  m . r . n .  and p ) .  The set of 

predecessors for activity J includes all other activities for which Sj = 0 and its successor 

set is empty {i.e.. Sj=0). Activities will be uniquely, sequentially, and numerically 

indexed by j such that the value of the index for activity j will be greater than the value of 

the indices for all activities in Pj and less than the value of the indices for all activities in 

The maximum possible project makespan, H. is determined as: 

. Mj 
/ /=  X  max  { d i m )  

y=l m = 1 
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ESTj and EFTj are the earliest possible start and finish times for activity j. LSTj and LFTj 

are the latest possible start and finish times for activity j. As stated earlier, given a set of 

activities to which predecessors and durations have been assigned, there is a simple 

algorithm that can be used to determine the critical path or paths for a project. The values 

of ESTj, EFTj, LSTj, and LFTj are generated during the execution of this algorithm. We 

formally define the algorithm here for the case of a single mode project where CPMdj is 

set equal to dj V j. 

A two-pass algorithm is used to determine the critical path. We will assume an AoN 

representation and a set of activities to which a dummy source and dummy sink have 

been added. During the forward pass, the network is traversed breadth first fi-om dummy 

source to dummy sink. As each activity j is visited, ESTj is calculated as the maximum 

EFTi for all / in the set of immediate predecessors of/; 

£57, = EFT^ = 0 

for / = 2 to y do 

ESTj = max {EFTI \ i e Pj} 

EFTj = ESTj + CPMdj 

end for 

Upon completion of the forward pass, ESTj and EFTj will be known for all j. At that 

point, a breadth first backward traversal from dummy sink to dummy source is executed 

to calculate the values of LFTj and LSTj for all j. As each activity j is visited on the 
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backward pass, LFTj is calculated as the minimum LSTi for all / in the set of immediate 

successors ofy": 

LFTj=EFTj 

LSTj= EST J 

fory = J-l to I do 

LFTj = min{Z,5r,- [ / e Sj} 

LSTj = LFTj - CPMdj 

end for 

The two-pass algorithm will reveal the critical path of the network. It consists of all 

activities for which ESTj = LSTj (alternatively. EFTj = LFTj). 

The assigrunent of CPMdj for the single mode case as just discussed is straightforward 

since there is only one mode and therefore only one dj from which to choose. For a 

multiple-mode problem, this is not the case and one must choose the means by which 

CPMdj is to be assigned. The choice will have considerable impact on how one should 

interpret the result of the critical path analysis. However, once the assigimient is made, 

the algorithm for determining the critical path is the same as that which was just given for 

the single mode case. 

2.3 Integer Programming Formulation of the MMRCPSP 

Although several objectives are possible for the MMRCPSP, we will focus on the 

minimization of makespan subject to precedence and resource constraints. For 
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deterministic time durations and renewable resources, this problem can be formulated as 

a 0-1 integer programming problem. The formulation is as follows (for similar 

formulations see Kolisch and Sprecher, 1996 and Boctor. 1996): 

Minimize: 

Mj LFTj 

m=\t=EFTj 

Subject to the following four constraints: 

M J LF rj 

S S j=\ J (1) 
m=\i=EFTj 

2 ^^hmt - 2 j = 2 J. Pj (2) 
m=U=EFTfj m=lt=EFTj ^ 

j=l m=l s=t 

r = 
t= (3) 

y= I,...-/. 

^ j m t  S {04} f n = \  Mj, (4) 
t = EFTj, ...XFTj 

Constraint (1) ensures that no more than one mode and one finish time will be assigned to 

each activity. Constraint (2) enforces precedence requirements by ensuring that no 
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activity will start before the completion of all of its predecessors. Constraint (3) ensures 

that no activity will consume more renewable resources than are available. Constraint (4) 

ensures that Xj^f will be a binary variable {i.e., a variable for which 0 and 1 are the only 

possible values). 

2.4 The Complexity of the MMRCPSP and Solution Approaches 

The RCPSP is NP-hard (Alvarez-Valdes Olaguibel and Tamarit Goerlich. 1989. Ozdamer 

and Ulusoy, 1995. Kolisch. 1995). Therefore, the MMRCPSP. as a generalization of the 

RCPSP, is also NP-hard. Given a problem with this complexity, it is unlikely that an 

exact algorithm can be found which is capable of solving large deterministic problems in 

a practical amount of time (Alvarez-Valdes Olaguibel and Tamarit Goerlich. 1989). 

Based on this and the fact that project management problems are stochastic in nature, we 

have elected to focus on heuristic approaches and will do so for the remainder of this 

dissertation. We will implement and analyze the performance of several heuristic 

prioritization rules and compare their ability in solving large, stochastic, nonpreemptive. 

multiple-mode, resource-constrained project scheduling problems. In the next chapter, we 

will introduce several of the heuristics which have appeared in previously published 

work. 
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3. TRADITIONAL HEURISTICS 

As described by Alvarez-Valdes Olaguibel and Tamarit Goerlich (1989). most heuristic 

algorithms for the RCPSP follow the same general approach. Initially, all project 

activities are placed in a set of activities called the available set (we prefer and will use 

the term initial set). Next any activity for which all predecessors are finished is moved 

from the initial set to the eligible set. When the eligible set contains multiple activities, 

access to resources is controlled using a prioritization rule. Once prioritized, activities are 

scheduled in priority order until available resources are insufficient to satisfy demand. 

When an activity is scheduled, it is moved from the eligible set to the active set and the 

units of available resources are decremented by the amount allocated to the scheduled 

activity. Activities remain in the active set for an amount of time equal to their duration. 

At that point, they are moved from the active set to the finished set and the number of 

available renewable resources is incremented by the amount previously allocated to the 

finished activity. This process continues until all activities are in the finished set. The 

heuristically-determined makespan for the project is equal to the completion time of the 

final activity (i.e., the dummy sink). We will follow this approach as will be described 

later in this dissertation. 

3.1 Classification of Heuristic Algorithms 

Although a large number of heuristics exist for the RCPSP. most fall into one of four 

broad categories (Alvarez-Valdes Olaguibel and Tamarit Goerlich, 1989). The category in 

which a particular heuristic belongs is determined by the nature of the prioritization rule 
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used to control resource allocation. If the priority is based solely on one or more 

characteristics of the activities themselves, then this is referred to as an activity-based 

heuristic. Examples include shortest processing time and longest processing time. If the 

priority is based on relationships among the activities, then this is referred to as a 

network-based heuristic. Examples include fewest inmiediate successors and most 

immediate successors. If the priority is determined by parameters derived from a 

traditional critical path analysis, then this is a CPM-based heuristic. Examples include 

on/off critical path, earliest start time, latest finish time, and minimum slack. If the 

priority is determined by resource requirements, then it is a resource-based heuristic. 

Examples include greatest resource requirement and smallest resource requirement. 

Heuristics that do not fall into any of the previous four categories can be placed in a 

catch-all category called other. Examples of "other" include various random prioritization 

methods. 

3.2 A Brief Chronology of SigniHcant Previous Work 

There have been literally hundreds, perhaps thousands, of heuristic algorithms for project 

scheduling proposed in the research literature over the past several decades since the 

inception of the CPM and PERT methodologies. Fortunately, there have also been several 

good survey articles which serve as valuable summaries of what would otherwise be an 

overwhelming body of research material. In this section, we will briefly discuss the major 

surveys that have appeared and several other articles which are of particular significance. 
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We focus primarily, but not exclusively, on articles which address heuristics for solving 

RCPSPs. 

Davis, 1966 This is one of the earliest surveys to discuss resource-constrained project 

scheduling. Davis considered three versions of the problem: the time/cost tradeoff 

problem, resource leveling and scheduling to satisfy resource constraints. After describing 

the state-of-the-art approaches for solving these problems, Davis concludes by noting the 

numerous barriers to further progress. As an interesting historical note, many of these 

barriers have since been overcome while some still persist. 

Davis, 1973 In this article, Davis follows up on his own previous survey. Here, he 

describes three types of resource-constrained project scheduling problems: the 

time/resource tradeoff problem (which is the focus of our work), the resource leveling 

problem, and the fixed resource limit problem. These are obviously similar to the 

problem types considered in Davis' 1966 survey article. Davis also described how the 

RCPSP is related to two other well-known problems: the assembly line balancing 

problem and the job shop scheduling problem. In his discussion of procedures known at 

the time for solving the RCPSP, Davis separately addressed heuristic procedures and 

optimal procedures and discussed many proposals of both types. Noting the scarcity of 

such work, Davis also discusses the few comparative studies which were done to analyze 

the relative performance of the proposed scheduling methods. 
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In his conclusion. Davis makes several important observations. First he emphasizes the 

existence of an "almost-confiisingly-wide variety" of scheduling tools available in the 

form of "large, complex computer programs." Yet, he also points out that there was no 

general agreement as to which scheduling methods performed the best since numerous 

studies had found conflicting results. He concludes by noting that progress had been made 

in finding methods that could generate optimal solutions of small projects of 50 activities 

or fewer, but heuristic methods were the only means known for addressing problems of 

real-world size. 

Cooper (1976) This is a firequently cited paper in which Cooper proposes two types of 

heuristic procedures for scheduling resource-constrained projects. The first, which he 

refers to as the parallel method, allocates resources to activities based on an assigned 

priority. The second approach, called the sampling method, is used to generate multiple 

complete project schedules from which the best result is selected. In his computational 

study. Cooper found that the sampling method had a somewhat higher computation cost, 

but yielded results which are at least 7% better than those produced by the parallel 

method. 

Patterson (1984) This paper provided a comparative study of exact approaches for 

addressing the RCPSP. Although not a survey article, this work has become well-known 

and widely used for the problem set it contains. In the article. Patterson collected a set of 

110 problems from a variety of sources which represented an "accumulation of all multi-

resource problems existing in the literature" at the time of his writing. Until recently. 



44 

these problems were the most widely used test set for evaluating the performance of 

heuristic and exact methods for solving the RCPSP. 

Alvarez-Valdes Olaguibel and Tamarit Goerlich (1989) This paper provided a review 

of many of the best known heuristics for the RCPSP at the time of its publication as well 

as a computational study of their performance. Specifically, the paper provided formal 

definitions for 26 previously studied heuristic prioritization rules as well as two new 

rules. After defining the rules, the authors described the means by which they generated a 

test set of 144 problems based on the parameterization presented by Cooper (1976). The 

authors tested the performance of 25 of the 27 rules they described (two were dropped for 

technical reasons) against the 144-problem test set. They found that no single heuristic 

dominated all others across all problem types. 

Icmeli, Erenguc, and Zappe (1993) This article provides a very good review of project 

scheduling work organized by problem type. The authors define three fundamental 

problem types: 

• Resource-constrained problems 

• Time/cost tradeoff problems 

• Payment scheduling problems 

In addition, they identify three hybrids based on combinations of the fundamental types: 

• Cash flow and resource restriction problems 

• Resource-constrained time/cost tradeoff problems 

• Time/cost tradeoff with discounted cash flow problems 
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For each problem type, the authors present a well constructed summary of the work done 

in that area. 

Ozdamer and Ulusoy (1995) Given that the RCPSP is a constraint satisfaction problem, 

the authors of this article classify previous work based on objectives and constraints. 

They consider four objectives and four constraints. The objectives are: 

• Minimize makespan 

• Minimize total or weighted tardiness/lateness/completion time 

• Maximize net present value 

• Maximize/minimize multiple objectives 

The constraints are: 

• Precedence constraints only 

• Precedence and renewable resource constraints 

• Precedence, renewable, and nonrenewable resource constraints 

• Precedence, renewable, nonrenewable, and doubly-constrained resource 
constraints 

The authors reviewed 83 articles and carried out a computational study of their own. 

Interestingly, it seems the authors were less interested in a computational study than in 

demonstrating the ease with which one could be done. Specifically, they say their results 

demonstrate that "simple commonsense heuristics can lead to essential gains.'' Thus, the 

authors conclude their article by encouraging researchers to seek "flexible heuristic 

decision making procedures to meet the demands of practitioners." 

In the next chapter, we begin exactly such an undertaking. 
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4. DIGITAL MODEL 

In this chapter we will introduce and describe in detail our model for project scheduling 

(many of the ideas presented in this chapter also appear in Knotts, et.ai, 1998a). We 

begin with the terminology and general concepts which we will use in this chapter and 

later chapters. 

4.1 Systems, Models, and Related Concepts 

A system is a part of reality that can be distinguished from the rest of the world (Delaney 

and Vaccari, 1989) and consists of a collection of entities that interact for some common 

purpose (Schruben and Yucesan, 1993). A model is a statement of the relationships 

between natural and formal systems (Rosen, 1985). It is a representation of a real system 

that contains what is believed to be the important characteristics of the natural system 

being modeled (Peterson, 1981). Those characteristics not thought to be important are 

abstracted away from the formal system, thus reducing the complexity of the model 

compared to the natural system (Curtis, et.ai. 1992). 

Certainly some models are better than others, so one must consider what makes a good 

model. As mentioned, this depends to a large extent on the purposes for which the model 

is being created. This is referred to as the model's usefiilness (Delaney and Vaccari, 

1989). In addition, the accuracy, precision, and completeness of the model should be 

considered. Accuracy refers to the faithfulness with which the model represents the 

natural system. Precision is the level of nonambiguity of the model. Completeness is the 
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extent to which the model contains all the necessary characteristics to satisfy the purpose 

for which it is to be built. We will use these characteristics throughout this chapter to 

argue the value of our model. 

4.2 Reinventing the Wheel 

Before creating a new model formalism from scratch, one should attempt to find similar 

models already available in other fields (Geoffrion. 1987; Jones, 1994). If one can find 

another system whose behavior is at least somewhat analogous to the one of interest, an 

existing model can be used as the basis for the new model. This approach can be 

especially valuable when the existing model is well-established and well-understood 

(Delaney and Vaccari, 1989). In addition, cross-fertilization of this sort can reduce the 

proliferation of urmeeded formalisms and provide important insights into the new 

problem which may not otherwise emerge (Flood and Robinson, 1988). In addition to 

these, we will conclude this chapter with some practical advantages of using an existing 

model. 

In our review of the various CPM/PERT extensions, it is clear that a means of 

representing boolean logic has been incorporated into several of the extensions. The GAN 

model, for example, includes node types for AND, inclusive-OR, and exclusive-OR logic. 

The VERT model provides four input logic forms of which two are AND and OR. This 

suggests to us the possibility of a new model based on digital circuitry. We find this 

concept particularly appealing for the reasons given in the previous paragraph. 

Specifically, the models used for digital circuit design are long standing and well 
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understood. In fact the fundamentals of boolean logic as implemented in digital circuitry 

date back to the work of George Boole in 1854 (Wakerly. 1990). As we describe our 

model in the remainder of this chapter, we will highlight other characteristics which we 

also believe are of value. 

4 J A New Model Based on Digital Circuit Design 

In this section, we will discuss how the abstract characteristics of such digital circuits can 

be used to represent a project network of activities. In particular, we demonstrate how all 

of the standard constructs of a project network can be represented by a digital circuit. 

First, there are similarities between the characteristics of a project activity and a standard 

AND gate which suggest it would be possible to use an AND gate as a model of an 

activity in a metaphorical sense. 

An AND gate is one of the basic electronic elements used to build digital circuits 

(Wakerly, 1990). The simplest AND gate has two inputs and one output. Since the AND 

gate is a digital device, its inputs and outputs are limited to two possible values. These 

values may be labeled as TRUE/FALSE, HIGH/LOW, ON/OFF, O/I. or any other two-

value designation. For our work, we prefer the conciseness of 0 and 1. but the choice 

somewhat arbitrary. All that matters in boolean algebra is that 0 is not 1 and 1 is not 0. 

The behavior of a 2-input AND gate is given by the truth table in Table 4. This table 

shows that the only circumstance under which the output of the AND gate is 1 will be 

when both inputs are 1. Put another way, an input value of 0 at either or both inputs will 
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result in an output value of 0. Note that the truth table fully defines the behavior of an 

AND gate for all possible input combinations of 0 and 1. 

Input 1 Input 2 AND Output 

0 0 0 

0 I 0 

1 0 0 

1 I 1 

Table 4. Truth Table for a 2-Input AND Gate 

Using the metaphor proposed as our model, we view the 2-input AND gate, illustrated in 

standard form in Figure 1, as being analogous to a project activity which requires the 

completion of two predecessor activities before it can begin. Specifically, we state that 

the output of an AND gate becomes 1 only when the activity which it represents has been 

completed. Thus, the output of an AND gate with two inputs will not become I until the 

outputs of both AND gates connected at its inputs (representing predecessor activities) 

become 1. This is illustrated in Figure 2 where Activity C is preceded by Activities A 

and B. 

There is a short delay in a real AND gate between the time at which an input changes and 

the time at which the effect of that change appears at the output. This is due to the fact 
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Outpu t  

Inpu t  2  

Figure 1. Standard 2-Input AND Gate 

Figure 2. Example AND Gate with Two Predecessors 
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that some nonzero time is required for an electrical signal to pass through the device from 

it inputs to its output. In the digital electronics field, the amount of time required for this 

to occur is called propagation delay (Wakerly, 1990). In our model, we recognize this as 

being analogous to activity duration. 

Generally speaking, real propagation delays are on the order of nanoseconds, but for the 

purposes of extending our metaphor, we will make two assumptions. First, so that we 

may properly represent activity durations, we will allow for the assignment of any 

nonnegative value to the propagation delay of an AND gate. Thus, for example, we may 

assign a propagation delay of 5 days to a particular AND gate to represent the fact that we 

expect the corresponding activity to require 5 days for completion. Our second 

assumption is that AND gates in our model need not all have the same propagation delay. 

In other words, we may assign different propagation delay to each AND gate 

corresponding to the estimated duration of the activity represented by the AND gate. Note 

that we can represent project milestones using an AND gate with a propagation delay of 

zero. 

To this point we have restricted our discussion to 2-input AND gates. However, activities 

in real projects are not constrained to a particular number of predecessors. In our model, 

this can easily be represented by an «-input AND gate where the value of n is equal to the 

number of predecessors. Although there is no way to conveniently represent all possible 

inputs to an «-input AND gate using a truth table, stating the behavior is simple. The 

output of an «-input AND gate is I if and only if the values of all inputs are 1. Otherwise, 
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the output is zero. Thus, an activity represented by an w-input AND gate will not begin 

until all n immediate predecessors connected to its inputs are finished. 

4.4 Representing a Project 

Since we have demonstrated that an AND gate can represent activity inputs, outputs, and 

durations, it is (in the technical sense discussed earlier) at least as useful, accurate. 

precise, and complete as most traditional models of an activity. We now consider the 

degree to which a collection of AND gates is an adequate model of a project consisting of 

a finite, arbitrary number of activities. 

We will assume, for the time being, that the execution of any two activities can occur in 

only one of two possible ways: sequential or concurrent. When two activities are 

sequentially related, one of the activities must be completed in its entirety before the other 

can begin. When two activities share one or more common predecessors, they are 

concurrently related. In this case, both may begin only when all of the shared 

predecessors are finished. Once that occurs, the two may be executed in parallel and will 

continue in parallel until the activity with the shorter of the two durations is finished. 

Sequential activities are represented in a traditional AoN network by connecting the 

predecessor activity to the successor activity using a directed arc where the tail is 

connected to the predecessor and the head is connected to the successor. Doing the same 

using multiple AND gates, with the outputs of predecessors connected to the inputs of 
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successors, will result in an appropriate representation of the same relationship. Thus, the 

model is adequate in this regard and the correct behavior results. 

In the case of concurrent activities, where two or more activities depend on the 

completion of the same one or more predecessors, the AND gate representation is also 

adequate. This construct can be modeled with AND gates by connecting the output of a 

predecessor AND gate to the inputs of multiple successor AND gates. Connected in this 

fashion, the AND gates properly model the behavior of concurrent project activities and 

as before the correct behavior results. Therefore, we have demonstrated that our model is 

at least as usefiil, accurate, precise, and complete as most traditional methods for 

modeling projects which are limited to sequential and concurrent activities. For a detailed 

example of the use of our model to represent a small project of this type, refer to Knotts. 

et.ai, 1998a. 

4.5 Representation of Projects in General 

Although it has been stated elsewhere that the essential weakness of model validation is 

the inability to yield results which show the validity of a model for all instances of a 

system (Gruhn, 1991). we claim that a reasonable approach is to define the fundamental 

properties of the system being modeled then demonstrate that those properties can be 

represented by the proposed model. In this section, we eliminate the restrictions of the 

previous section and define the fiindamental properties of a project network in general. 

Following that, we show how our model can be used to represent those properties. 
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A project consists of some finite number of activities which can be related in some finite 

number of ways. The ways the activities can be related fall into two general categories: 

logical and temporal (Lee and Murata. 1994). Although previously we assumed only two 

possible relationships, there are actually five logical relationships and seven temporal 

relationships. The possible logical relationships are as follows: 

• Sequence (/—7): Activity i precedes Activity j in that the finish of Activity i is 
connected to the start of Activity j. 

• Parallel (/ || j): There is no direct connection between Activity / and Activity j 
nor any indirect connection through a common immediate predecessor or 
common immediate successor. Note that the term parallel as used here is 
different than traditional PERT/CPM terminology. 

• Fork (/ K j): Activities / and j start at the finish of the same predecessor 
activity. 

• Join (/ H j): Activities / and j finish at the start of the same successor activity. 

• Fork/Join (/1—i y)- Activities / and j start at the finish of the same 
predecessor activity and finish at the start of the same successor activity. 

The previous logical relationships include those traditionally referred to as Start-to-Start, 

Start-to-Finish. Finish-to-Start, and Finish-to-Finish. To clarify these definitions, we 

provide an example of each type in the form of a traditional AoN network in Figure 3. 

We also show how the same relationships can be represented using AND gates in Figure 

4. It is clear firom Figures 3 and 4 that a conversion fi-om an AoN representation to a 

representation using our model requires only a 1-to-l mapping fi-om the AoN symbology 

to the AND gate symbology. 
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Sequence 

Parallel 

Fork 

Join 

Fork/Join 

Figure 3. Example Logical Relationships 
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D—^Z)~ Sequence 

D" 
Parallel 

Fork 

Join 

Fork/Join 

Figure 4. Example Logical Relationships Represented Using AND Gates 
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Logical relationships do not consider how activities are related in time, so we consider all 

possible temporal relationships between activities next. Assume we have two activities 

designated as / and J. Thus, we have four times of interest which are the start and finish 

times of activities i and J: STf, STj, FTi, and FTj. Given two activities and four times, 

there are seven possible temporal relationships. Although a complete enumeration would 

result in more relationships, all but the following can be eliminated by recognizing the 

symmetries that exist: 

• Equal {STI = STj and FTi = FTj): Activities i and j start and finish at the same 

time (note that this does not mean the activities are connected in any way; it 
merely means they start and finish at the same time and, therefore, are of equal 
duration). 

• Precede (fT/ -< STj): Activity i finishes before Activity j starts. 

• Meet (FZ/ = STj): Activity / finishes when Activity j starts. 

• Overlap (57/ ^ STj < FTj < FTj): Activity / starts before Activity j and 

finishes after Activity j starts, but before Activity j finishes. 

• Start {STI = STj < FTj < FTj): Activity / and Activity j start at the same time, 

but Activity / finishes first. 

• During {STj < STi < FTj < FTj): Activity / starts aft:er and finishes before 

Activity j. 

• End {STj  <  STj  <  FTj  =  FTj ) :  Activity / starts before Activity j and both 

finish at the same time. 

Examples of each of these relationships for the AoN network model is given in Figure 5. 

A full network is provided containing at least one example of each possible temporal 

relationship and the activities are also represented in the form of a Gantt chart in Figure 6. 
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The start and finish times in the Gantt chart were derived using the two-pass algorithm 

presented earlier. Table 5 lists one or more activity pairs as an example for each type of 

relationship. (Note: The table is not intended to be an exhaustive list of all possible 

examples for each type of relationship. Thus, other examples not shown may also exist 

for the given relationships.) In Figure 7 we show how these relationships can be 

represented using AND gates. 

Figure 5. Example Temporal Relationships 
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2  
3  

4  

5  
6  
7  

8  
9  

0  2  4  6  8  1 0  1 2  

Figure 6. Gantt Chart of Temporal Relationships 

Relationships Examples of Relationships 

Equal 5,8 
Precede 2,9 3.8 3.9 

Meet 2,5 2.8 3.6 
Overlap 2,7 3.7 

Start 2.3 3.4 2.4 
During 6,7 

End 2,6 5,9 8,9 

Table 5. Example Relationships 
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Figure 7. Representation of Temporal Relationships Using AND Gates 

It is possible for activities to be related logically and temporally. Consider, for example, 

two activities, / and j\ which are logically related start-to-start. In addition, they are 

temporally related in that the start of Activity j must be delayed until after the start of 

Activity / by some x units of time. An implementation of this requirement using our 

model is shown in Figure 8. In addition to the AND gates for Activities / andy, three 

dummy AND gates are employed. The purpose of dummy 1 is to ensure that Activity / 

cannot begin until all inputs it requires are available. Likewise, the purpose of dummy! is 

to ensure that Activity j caimot begin until all inputs it requires are available. The 

durations of dummy 1 and duminy2 are both set to zero. The purpose of dummy3 is to 

cause a time delay between the start of Activity / and Activity j. Its duration is set to x, the 
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desired delay time. Thus, die logical and temporal relationship is implemented and the 

required behavior achieved. 

Ail inputs 
required for 

the start of 
Activity / 

dummy I  

dummyl 
= 0 

All inputs 
required for 

the start of 
Activity j 

duminy3  

d • X dummyJ 

dummy!  

dummyl 
= 0 

"j 

Figure 8. Example Logical and Temporal Relationship Using AND Gates 

We have now demonstrated that the digital model is capable of representing all possible 

logical and temporal relationships between activities. Thus, we conclude that the digital 

model can represent projects of an arbitrary number of activities where those activities 

can be related in any logical or temporal maimer. Based on this, we claim that our model 

has all the same capabilities of traditional network models. 



62 

4.6 Additional Formalities 

Having demonstrated that our digital model has at least the same capabilities of 

traditional PERT/CPM-type models, we now further utilize our metaphor to incorporate 

additional capabilities. First, we address the issue of representing resources. However, 

before doing so, we must define some additional formalities in regard to inputs and 

outputs. In the material which follows, the reader will note that we rely heavily on 

concepts borrowed from state diagramming methods. We do so in part because it 

increases the generalizability of our model. 

As stated earlier, the only permissible values in our digital model for inputs and outputs 

are 0 and 1. For this to work properly, we must carefully define what an input and output 

represents. First, an input defines one specific state of some state variable that can have 

any number of possible states. When the state variable is in the defined state, we assign it 

a value of 1; otherwise it is assigned a value of 0. As an example, consider an ordinary 

traffic light. We might choose to define a state named GREEN ON. If this were an input 

to one of our digital elements, its value would be 1 when the green light is illuminated. 

Otherwise, if any other light, any combination of lights not including green, or no lights 

are illuminated, the input would be assigned a value of 0. Of course, the choice of 

GREEN ON as a state is arbitrary. We could just as easily define a state of GREEN OFF. 

A value of 0 for GREEN OFF would be equivalent to a value of 1 for GREEN ON so 

long as we are not concerned with the state of any of the other lights. If their states do 

matter, we could, for example, define a single state to be 
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RED OFF/YELLOW OFF/GREEN ON where the value would be 1 if the green and only 

the green light is illuminated. 

4.7 Incorporating a Representation of Resources into tiie Model 

One characteristic of our definition of input is that it can be used to represent the 

completion of predecessor activities and the availability of resources. For example, 

assume that a project includes an activity which caimot begin until two things are true. 

First, its predecessor activity must be complete and second, a particular resource must be 

available. In this case, we have two state variables for which we will define one state for 

each. We will define the first to be PREDECESSOR DONE and the second to be 

RESOURCE AVAILABLE. Notice here that a digital element with these inputs will 

behave properly regardless of what the inputs represent. All that matters is that the value 

of these inputs become 1 when the entities to which they refer are in the given states. The 

implication is that we need not be any more specific about the nature of inputs other than 

to say they are requirements that must be satisfied before an activity can begin. Finally, 

state variables for resources are not limited to states such as AVAILABLE or NOT 

AVAILABLE. In fact, a more typical definition would be of the form UNITS 

AVAILABLE > UNITS REQUIRED since this is the more conventional way to 

represent the fact that sufficient resources for the start of an activity are present. 

Our definition of output is also more general than is typical of traditional models. An 

activity, upon completion, can produce a traditional output and it can also "produce" 

leftover resources. By leftover resources, we are referring to any units of resource that 
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were inputs to the activity, but were not fully consumed by the activity, hi this manner, 

the model is capable of representing renewable and nonrenewable resources. For the case 

of renewable resources, there would always be leftovers in accordance with the definition 

of renewable. For nonrenewable resources, there would never be leftovers. 

4.8 Incorporating Additional Digital Elements into the Model 

Having addressed the means by which resources are represented in our model, we now 

extend our metaphor by recognizing that digital circuits are typically constructed using a 

variety of logical elements in addition to AND gates. Although all possible expressions of 

boolean logic can be modeled using only a few types of gates, we will add OR, NAND. 

NOR, XOR, and NOT to our discussion. (For a complete discussion of boolean algebra, 

see Gregg, 1998.) We will also suggest capabilities supported by our model that are not 

supported by traditional PERT/CPM-type methods nor any other project scheduling 

models of which we are aware. 

At the time this research was initiated, we were aware of no similar models. Since that 

time, however, two have been found. Slagle and Hamburger (1985) discuss a tool for 

weapons targeting which utilizes AND, OR, and NOT logical operators. Although the 

problem domain is quite different from project scheduling, their model clearly includes 

some of the same concepts which we propose. In Lee, et.ai, (1994) the UCLA graph is 

discussed. This model is in fact derived from PERT and includes AND and OR input 

logic as well as AND and OR output logic. In several regards, however, it differs from 
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our model is significant ways. In particular, it includes the notion of token passing that is 

more common to Petri nets that it is to PERT networks. 

We illustrate the use of these new elements for representing projects using our digital 

model. The standard representation for the new elements appears in Figure 9 (Sargent and 

Shoemaker, 1995). Table 6 shows the behavior for the 2-input versions of these new 

elements. As can be seen in the table, the output of an OR gate is 1 if either or both of its 

inputs are 1. If we use this element to model an activity as we did with the AND gate, 

then we have an activity that begins when either or both of its inputs are I. Note that we 

no longer refer to these as required inputs since the activity can begin when only one of 

the two are available. And as before, the value of the input can represent the completion 

of a predecessor activity or the availability of sufficient units of resource. Finally, as was 

the case for an AND gate, the OR gate is not restricted to two inputs. An M-input OR gate 

will have an output of 1 when any one or more of its n inputs has a value of I. 
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{> NOT 

NOR 

NAND 

Figure 9. Standard Digital Elements 

Inputs Outputs 

Input 1 Input 2 OR 
Output 

NAND 
Output 

NOR 
Output 

XOR 
Output 

0 0 0 1 1 0 

0 1 1 1 0 1 

1 0 1 1 0 1 

1 1 1 0 0 0 

Table 6. Behavior of Digital Elements 

The behavior of a NAND gate, as shown in Table 6, is the logical inverse of the AND 

gate. That is, the output of a NAND gate is 0 if and only if the values of its inputs are 
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both 1. For the case of the «-input NAND gate, the output of the gate is 0 only when the 

value of all inputs is 1; otherwise the output value is 1. The behavior of a NOR gate is the 

logical inverse of the OR gate. In this case, the output is 1 if and only if the values of its 

inputs are both 0. The output of the n-input NOR gate is I only when the value of all its 

inputs is 0. Finally, the output of the XOR gate is 1 only when the value of exactly one of 

its inputs is 1. The output of an w-input XOR gate is 1 if and only if the value of an odd 

number of the n inputs is 1. 

4.9 Multiple Digital Elements Per Activity 

Although our discussion to this point may suggest that our model supports only one 

digital element per activity, this need not be the case. The requirements of any single 

activity could be represented by any finite number of elements. This provides the ability 

to model a level of complexity provided by very few models and do so in a way that is 

relatively easy to implement and understand. As an example, consider that a construction 

task called CLEAR SITE cannot begin until all the following requirements are satisfied: 

• A building permit is obtained. 

• A frontloader or backhoe is available and an operator for one or the other is 
available. 

• A dumptruck and a driver are available. 

These requirements can be represented using the logical elements shown in Figure 10. 

Notice there is a box around the entire circuit since all of it is part of the CLEAR SITE 

activity. The box serves as a "black-box" inside which it is possible to represent 
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additional logical complexity using multiple digital elements as long as the external 

interfaces obey the rules of our modeling method for individual elements. 

Clear Site 

Permit Obtained 
Site Cleared 

Frontloader Available —] 

Backhoe Available —j 

Operator Available 

Dump Truck Available 

Driver Available 

Figure 10. Example Project Using AND Gates 

4.10 An Open and Flexible Model 

The previous section suggests a final extension to the capabilities of our model. In the 

course of designing real digital circuits, an electronics engineer would generally prefer to 

use the standard AND, OR, NAND, NOR, XOR, and NOT elements which we have 

discussed. However, it is occasionally the case that some functionality is needed for 

which standard elements would be difficult to use. In this case, the electronics engineer 

may choose to design a new type of element. We see in this an extension of our model 
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that would permit the project manager to use the same approach resulting in an open 

project scheduling tool. 

To appreciate the openness of our model, consider the well-known PC-based spreadsheet 

application. Nearly all commercially available spreadsheets are designed such that a 

spreadsheet cell can contain data or a formula or both. Furthermore, a good-quality 

spreadsheet typically includes a large number of built-in functions that can be entered into 

cells as they are or used to create custom formulas not included with the spreadsheet. 

We envision a project management tool based on our model that is similar to a 

conventional, good-quality spreadsheet. Specifically, an implementation of such a tool 

could provide a set of the standard digital elements of the kind we have discussed and 

perhaps others. It addition, the tool could included a utility that would allow the project 

manager to create new elements based on the existing ones. In this manner, such a tool 

would be open to the type of customization rarely seen in commercial project scheduling 

tools. 

4.11 Practical Advantages of Cross-Fertilization 

In the opening of this chapter, we cited authors who suggested there are several 

advantages to be had from using existing models as opposed to creating new models. In 

addition to those already mentioned, we would like to add a few others specifically 

related to our work. First, by utilizing an existing model, we avoided the need to create 

new terminology and new symbology. Though we recognize that digital electronic 
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technology is not universally familiar, it is certainly better known than would have been 

an entirely new model. Second, to the extent that there is value in implementing a 

software-based version of our model, one could avoid the need to create such software 

from scratch by modifying tools already written for digital circuit design. Granted, 

extensive modifications would be required, but there would be no need to start from 

scratch. Finally, for any individuals who may be completely lacking in the familiarity 

with digital concepts required to understand our model, there is a large number of readily 

available publications many of which are easily accessible to readers of all backgrounds. 
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5. CSCW AND PROJECT PLANNING 

Having presented a new model, we recognize a potential practical problem that may limit 

the utility of any tool implemented on the basis of our model. As we have suggested, our 

model could serve as the basis for a tool that provides additional functionality. 

Unfortunately, additional functionality in almost any new tool will invariably increase the 

time required to use the tool thereby placing a greater burden on those v/ho wish to apply 

the new functionality. The potential magnitude of this problem is suggested in a survey by 

Willis (1985) which found that already less than 10% of the functionality of computer-

based project management tools is used by any one organization. Worse still, our choice 

to address large projects opens up the additional problem that the task of simply inputting 

the data to represent the project becomes a significant undertaking by itself. This fact 

alone may make it less likely there will be sufficient time to conduct a meaningfiil 

analysis of the results (Elmaghraby, 1995). 

One way to make practical use of the additional functionality provided by our model is 

through computer-supported cooperative work (CSCW). Although we will not implement 

direct support for CSCW as part of this dissertation, we will devote this chapter to 

addressing the topic and describing how such support could be used in real-world 

environments. (Many of the ideas presented in the chapter are also discussed in detail in 

Knotts, et.al, 1998b.) We will also borrow more ideas from the field of digital electronic 

design and similar engineering fields. In such fields, it is common practice to decentralize 

the design processes. This approach, often referred to as flmctional decomposition, is 
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often the only means by which to address large, complex problems (Ulrich and Eppinger. 

1995). But far from being a detriment, decentralization through functional decomposition 

can be of considerable value. Many common project management problems occur 

because the project manager wastes too much time addressing issues that should be left to 

the project team. In fact, handing over responsibility for these issues is the preferred mode 

of operation. The members of the project team should determine the schedule based on 

the objectives provided by management (Gross and Price. 1990). In this chapter, we 

describe how a tool based on our model would support such decentralization. We begin 

the next section with an introduction to computer-supported cooperative work and its 

advantages. 

5.1 Introduction to CSCW 

Interest in CSCW has grown significantly in recent years. It is a multidisciplinary field 

which focuses primarily on the nature of group work and how it can best be supported 

with computer-based information and communications systems (Kurbel, 1994). In the 

CSCW field, the term groupware is typically used to refer to computer software used to 

support the communication and coordination needs of individuals working in teams 

(Lundgren, 1992). 

The motivation for research in CSCW stems, in part, from two observations. First, almost 

any task can be performed more efficiently and reliably when automated by a computer. 

Second, the outcome of a task when performed by a group is oftentimes superior to the 

outcome that would result if the same task were carried out by an individual working 
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alone. This often results from the synergistic effect of working cooperatively in groups. 

Thus, to the extent we can design computer systems to automate tasks and simultaneously 

support group interaction, we can take advantage of both of these facts. 

5.2 The Nature of CSCW and Project Management 

Project management is a good example of the many application domains that could 

benefit from the use of CSCW tools. Project management is inherently complex (Pietras 

and Coury, 1994) and generating feasible project schedules has always been one of the 

most challenging aspects of project management (Davis, et.al.^ 1992). This is made even 

more difficult by an environment that is never without unforeseeable problems (O'Keeffe. 

1994). The plarming and scheduling of any project involves uncertainty concerning both 

internal and external entities and events (Arinze and Partovi. 1992) and matters are worse 

for large projects where conflicts for resources are more common (Maroto and Tormos, 

1994). Under such circumstances, a project's success depends significantly on the quality 

of the interactions among the individual participants, yet no existing project management 

tool provides direct support for this interaction (Kurbel. 1994). 

Although proponents of groupware believe it can improve productivity where other 

computer applications have failed, the technology is not without its challenges (Lang. 

1993). One characteristic of groupware which makes it difficult to design is the inherent 

complexity associated with group interaction (Easterbrook. 1995). As a response to 

numerous and expensive groupware failures, Grudin (1994) offers a set of challenges for 

groupware developers that includes the following: 
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• Close the gap between those who benefit directly from the adoption of 
groupware and those who must do additional work as a result of the adoption 
of groupware. 

• Ensure that the critical mass of users required for the success of a groupware 
system is involved in its adoption and use. 

• Do not disrupt normal group social processes any more than necessary. 

• Provide as much flexibility as possible within the groupware system to address 
the kind and number of exceptions that typically occur and are easily managed 
during normal group interaction. 

Although we know of no conmiercially available tools for project management that 

directly support group interaction, at least two authors have proposed such tools in the 

research literature. Kurbel (1994) describes a system used to help resolve conflicts among 

activities that simultaneously require the same resources. In his approach, collisions are 

resolved by weighting the activities involved in the collisions and assigning resources to 

the activities with greatest weight. Zellouf. et.ai, (1995) also proposed a project 

management tool with group support. They describe a framework for software project 

management including a tool to support cooperative work which schedules and 

coordinates the activities planned for the project. Momentarily, we will propose a system 

of our own which is similar to these in some ways, but also different in other important 

characteristics. 

53 Team Terminology 

In the presentation of our proposed tool, we will make frequent use of the terms project 

team and activity team. A project team consists of all individuals assigned to work on a 
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particular project. An activity team consists of all individuals assigned to work on a 

particular activity. For every project, there is exactly one project team, but multiple 

activity teams. The various activity teams are made up of subsets of the members of the 

project team. Put another way, the union of all activity teams would be equivalent to the 

project team. 

5.4 A Project Scenario 

In this section, we propose an integrated project management tool with CSCW features 

(hereafter, CSCW/PM) in the context of a typical project scenario. The project begins 

with a statement of some goal to be attained and perhaps a date by which the work must 

be completed. With this established, a work breakdown structure (WBS) is created which 

provides a hierarchical decomposition of the project into activities where each activity is 

typically defined to produce a particular output (Shtub, et.ai, 1994). Next, a project 

schedule must be devised to define how the activities are related to each other and when 

they will occur (in other words, the logical and temporal relationships discussed earlier). 

The primary purpose of CSCW/PM is to support this scheduling process. 

With a WBS in place, the project's activities can be delegated to the activity teams 

responsible for carrying them out. Although it is not strictly required that CSCW/PM be 

used in this way, there are several good reasons for doing so. In addition to the reasons 

given earlier, tools which can quickly provide what-if analyses for schedule development 

are valuable to project managers (Siddiqee, 1990). Thus, distributing tasks to a number of 

activity teams working in parallel supports this by accelerating the overall process. 
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Second, it is generally true that individuals responsible for doing the work are most 

familiar with how it should be done, the resources required, and the time needed. 

During the initial stages of the scheduling process, the activity teams work independently 

to define the requirements of the activities assigned to them. Defining activity 

requirements using CSCW/PM is similar to creating the kind of black box described 

earlier. The output of the black box is defined as being the output which the activity is 

meant to produce. Based on this output, the activity team works backwards to define the 

required inputs and the estimated amount of time needed to complete the activity, hi 

doing so, the activity team is, in effect, determining the internal components of the black 

box. 

Although the activity team need not consider it explicitly, the inputs to any black box 

clearly must come from somewhere outside the black box. In other words, the inputs must 

come from other black boxes or from a source external to the project. In a similar fashion, 

the output generated by the activity team's own black box will be available to other black 

boxes in the project. The important point however, is that the activity teams need not 

consider any black box other than their own. Therefore, teams can work independently 

and concurrently. The independence provides the freedom for each activity team to 

concentrate fully on its own work while the concurrency across activity' teams accelerates 

the entire process. 



77 

A completed activity will be recorded in an electronic file using the CSCW/PM tool. The 

file will consist of the data that defines the activity including information such as a 

unique activity designator, the output produced by the activity, and the inputs required by 

the activity. This is again very much like the process used in electronic circuit design. 

Activity teams using CSCW/PM would work independently until all the activities are 

defined. Afterward, they would submit their work to be used in the next stage of the 

planning process. 

5.5 Group Interaction Supported by the Proposed Tool 

To this point in our project scenario, the proposed CSCW/PM has supported group work 

in a counterintuitive way: It has provided the means to work independently during the 

first stage of the plarming process. However, independent work disappears in the second 

stage of project planning where a more traditional form of groupwork is supported, .^s 

described, once all the activity teams have finished creating the specifications for their 

activities they will submit them electronically. At that point, the full project team is 

assembled to participate in one or more simulations of the project which will be provided 

by the CSCW/PM tool. 

As a tool to support group interaction among the members of the project team, the 

CSCW/PM simulation is meant to be used interactively. Instead of running to completion 

as rapidly as possible, the simulation will run slowly enough for the project team to 

observe the behavior of the project being represented. During this process, the tool will 
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provide extensive feedback regarding the state of the project and the state of the 

individual project activities. 

At any point during the CSCW/PM simulation, the process can be paused to allow the 

project team to careftilly consider the current state of the project. If everyone is satisfied 

with the progress to that point, the simulation can be restarted where it was interrupted. 

More importantly, if anyone observes that the project is not running as expected, a 

discussion and negotiation process within and across activity teams can be initiated. 

To illustrate the discussion and negotiation process, consider the following: During the 

simulation, an activity team notices a potentially serious delay in the start of its activity 

caused by the lack of a particular unit of resource. In response to this observation, the 

activity team can pause the simulation to consider alternatives for addressing the problem. 

Among other things, they may consider whether or not the resource is really needed by 

the activity. If not, the activity's requirements can be modified interactively and the 

simulation restarted. Or, perhaps the activity team will decide after discussion that their 

activity simply cannot begin as soon as had been originally thought. Still another 

possibility is that the required resource is held by some other activity. In this case, the 

team needing the resource and the team holding it could negotiate for priority. 

Where negotiations between activity teams is made difficult by the complexity of the 

project, the CSCW/PM tool can help by providing a rollback feature to be used for what-

if analysis. With this feature, the project simulation may be run repeatedly under different 
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circumstances for each run. Upon completion of each experiment the results can be 

discussed, then the simulation can be rolled back to an earlier point for the start of 

another experiment. This allows the project team to perform multiple what-ifs as a means 

to decide, among other things, which activities should have highest priorities in accessing 

resources. Regardless of the outcomes, potentially serious problems can be identified and 

addressed using the CSCW/PM project simulation before the start of the real project. 

As discussed, we envision an iterative process of negotiation, modification, and 

simulation supported by the CSCW/PM tool that can continue until everyone is as 

satisfied as possible with the project's outcome. At that point, a schedule based on the 

simulation can be produced to serve as the initial plan for the project. Thus, the proposed 

tool will support a planning process through which many of those involved will have 

acquired important insights into the nature of the project before the actual project start. 

5.6 Advantages of the Proposed CSCW/PM Tool 

A significant advantage of the CSCW/PM tool is that it represents the project as it really 

is: A distributed, dynamic process of multiple independent and interacting entities 

brought together for the purpose of achieving some conunon goal. An animated 

representation as we have proposed will result in a deeper understanding of the project 

which is not possible using traditional static methods such as PERT or CPM. Another 

advantage of the proposed tool is that it supports a design process much like the well-

established methods described for digital electronics. The tool supports this by providing 

a standard formalism and associated language that can be used by all participants in the 
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process which eliminates the ambiguities typical of traditional meetings. Thus, our 

proposed CSCW/PM tool promotes an efficient process where everyone is focused on the 

same objective and conversing in the same language. 

5.7 Discussion of Implications 

We will now discuss our proposed CSCW/PM tool in regard to the challenges set forth by 

Grudin (1994). First, we believe the tool closes the gap between those who benefit 

directly firom the adoption of our proposed system and those who must do the additional 

work. For this tool, the work is distributed not to professional project planners, but to 

those who will ultimately be required to do the work. Project simulations using our 

proposed tool will help the activity teams reach agreements with project managers on 

reasonable deadlines by which they must complete their work. We are also confident that 

a critical mass of users can be involved in the process. Through the distribution of project 

plarming work to activity teams, there is virtually no limit to the number of people who 

can be involved in the process. Furthermore, the only limit to the number of people who 

can participate face-to-face in the simulation is the capacity of the facility where the 

simulation will occur. Alternatively, if face-to-face interaction is not required, there is no 

limit to the number of people who can participate. A simulation using such a tool could 

be run repeatedly for a few activity teams at a time or run simultaneously for all activity 

teams by networking with multiple locations. 

Our proposed tool does not disrupt any of the normal social processes. We believe the 

interactions among activity teams, individuals on the same activity teams, and individuals 
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across activity teams will be very similar to those that would occur naturally. In other 

words, the negotiations encouraged by our proposed tool during simulations of the project 

are much the same as those that would occur during, for example, a weekly project status 

meeting. However, the advantage of our proposed tool is that it makes it more likely these 

interactions will occur early in the project's life cycle when they can be of the most 

benefit and when conflicts can most easily be resolved. 

Finally, the proposed tool provides all the flexibility inherent in human interactions 

because it does not replace those interactions. Instead, it provides a standardized forum in 

which the interactions can occur most fruitfully. The purpose of our proposed tool is 

primarily to provide feedback so that the teams involved will be better informed and. 

therefore, more effective in their interactions. 
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6. AGENT-BASED IMPLEMENTATION 

As mentioned in the opening chapter, our uhimate intent for this dissertation is to conduct 

a computational study of project scheduling heuristics using a system based on our digital 

model, hi this chapter, we discuss how we plan to implement the scheduling program that 

will be used for the computational study. For reasons that will be given, we have chosen 

to implement the program using agent technology. In this chapter, we will discuss agent 

technology and the logical design of our program with a focus on why we have chosen 

agent technology and how we will utilize it in the logical specification of our program. 

6.1 Introduction to Agent Technology 

Agent-based approaches for problem solving are relatively new. They originated as a 

specialization of distributed artificial intelligence, which is itself a subfield of artificial 

intelligence (Moulin and Chaib-draa, 1996). Perhaps due to its newness, there is no 

generally agreed-upon definition of the term agent (Wooldridge and Jennings, 1994) and 

the term has been widely applied (Singh, 1994). Among the numerous examples, the term 

has been used to refer to any entity authorized to act on behalf of another (Minsky and 

Riecken, 1994) or any self-contained, problem-solving entity (Jennings and Wooldridge. 

1995). The term has also been used to refer to any entity with an ability to solve problems 

without human intervention (Jennings and Wooldridge, 1995) through the use of its own 

sensors and effectors (Davidsson, et.ai, 1994). In addition to the few definitions given 

here, there are many others. For just a taste of the breadth of definitions and variety of 
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agent applications, see Franklin and Graesser. 1997; Milewski and Lewis. 1997; Kitano. 

1996; Luck and D'Invemo, 1995; Mataric, 1995; Steels. 1995. and Maruichi, et.al. 1990. 

Given the absence of any general agreement, we will provide our own definition for 

agent. In our work, we will recognize two entity types: active and passive. Active entities 

are those which are capable of manipulating their environment. Passive entities are those 

which constitute the environment that can be manipulated. We will refer to the active 

entities as agents and everything else as objects. In passing, we also agree with 

Wooldridge and Jennings (1994) that a precise, universal agreement in terminology, 

though valuable, is less important than the pursuit of "interesting and useful work." 

6.2 Agent Properties 

In addition to being active entities, agents may have many other properties. We 

emphasize "may" in recognition of the fact that there is no more agreement among 

researchers regarding the properties of agents than there is as to the definition of the word 

itself. That said, we will cite several sources. First, agents can exhibit autonomy, social 

ability, responsiveness, and proactiveness in addition to adaptability, mobility, veracity, 

and rationality (Jennings and Wooldridge, 1995). Furthermore, agents can have both 

high-level and low-level reasoning capabilities (Davidsson. et.ai, 1994) and the actions 

that result from these capabilities can be influenced by intentions and beliefs (Singh. 

1994). Additionally, agents can have goals and an ability to plan based on their goals 

(Rozenblit, 1992) and can act with relative independence (Boden, 1994). 
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The extent to which agents exhibit one, many, or most of the characteristics just described 

is primarily dependent on the type of agent. If we categorize agents according to 

sophistication, then the simplest agents are purely reactive while the most advanced are 

purely deliberative (Jennings and Wooldridge, 1995). These same two extremes can also 

be referred to as reactive and cognitive (Bussman and Demazeau, 1995). In addition. 

there are hybrid agents that have the capabilities of purely reactive and purely deliberative 

agents (Jennings and Wooldridge, 1995). Similarly, agents can be classified as sensing 

agents that can maintain information about their local state, self-conscious agents that are 

aware of the existence of other agents and are capable of communicating with them, and 

social agents that have models of other agents' states, goals, and plans (Parunak, 1996). 

In more recent work, agents have been classified as collaborative, interface, mobile, 

information/Internet, reactive, and hybrid (Nwana and Ndumu, 1997). 

Of the many useful properties attributed to agents, we will focus on just a few. 

Specifically, our agents are responsive in that they can perceive and react to their 

environment (Jennings and Wooldridge, 1995), they have some degree of self-awareness 

(Ekdahl, et.ai, 1994), and they can directly manipulate their environment (Haddawy and 

Rendell, 1990). Although we have demonstrated by citing the literature that many other 

characteristics are possible, those given here will be sufficient for our agents to perform 

project scheduling tasks. 
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63 The Essence of Agent Technology 

In describing what we believe to be the essence of agent technology, we will adopt some 

of the ideas which originated with the work of Rodney Brooks at MIT's Robotics 

Laboratory (Brooks, 1991). The concept frequently cited in the literature by Brooks and 

others as central to agent technology is the notion of emergent complexity (in addition to 

Brooks, 1991 other examples can be found in Bussman and Demazeau, 1994. Guha and 

Lenat, 1994. Jennings and Wooldridge, 1995. Maes, 1995. Parunak. 1996, and Nwana 

and Ndumu, 1997). Emergent complexity is based on the idea that one can build a system 

of multiple simple agents firom which complex behavior "emerges" as a result of their 

actions and interactions (Jennings and Wooldridge. 1995). Or. put another way. problem 

solutions are obtained as the "side effects" rather than the direct effects of agent behavior 

(Ferber. 1996). 

6.4 Advantages of Agent Technology 

Agent-based systems have the advantage of being more robust, flexible, and fault tolerant 

than traditional systems (Maes, 1995) in part because the simple patterns of agent 

behavior are easier to program (Ferber, 1996). In many circumstances, agent technology 

provides a means of addressing problems in a way that is more natural, easy, and efficient 

while in other circumstances it provides the only means known of addressing problems 

that were previously thought unsolvable (Jennings and Wooldridge, 1995). In addition, 

the naturalness of an agent-based approach can help us better understand the behavior of 

complex systems (Singh, 1994). Finally, an agent-based system can often solve problems 
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faster (by exploiting parallelism) with lower communication costs, more flexibility, and 

more reliability than many traditional problem-solving approaches (Moulin and 

Chaib-draa, 1996). 

6.5 Problems Best Suited for Agent Technology 

Problem types for which agent technology is especially appropriate share many of the 

same characteristics of project scheduling. Appropriate problems include those in which 

the problem can be easily factored into naturally occurring entities, the problem setting is 

decentralized, and the problem environment includes a wide range of conditions to which 

the system must respond (Parunak, 1996). Other problems which are most suitable for 

agent technology are distributed problems which are open and complex (Jennings and 

Wooldridge, 1995). In addition, agent technology is appropriate for any system that must 

operate in a dynamic and unpredictable environment (Maes, 1995). 

Agent technology has been used to address some of the classic operations research 

problems. Colomi, et.al. (1992) have applied agent technology to the traveling salesman 

problem. Parunak (1996) discusses the use of agent technology for manufacturing 

scheduling. Nwana and Ndumu (1997) describe agent-based work for scheduling and 

diary management. Liu and Sycara (1998) applied agent technology to job shop 

scheduling and were able to obtain 'Very high quality solutions." In addition to the other 

advantages given, this work has encouraged us to investigate the use of agent technology 

as the means for implementing our project scheduling program. 
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6.6 Incorporation of Agents Into Our Model 

We will implement our program using agent technology by mapping an agent to each 

project activity. Each agent will have a degree of self-awareness that will include 

knowledge of the precedence and resource constraints of the activity to which it is 

assigned, the duration of the assigned activity, and the priority or priorities that provide 

access to the globally available resource pools. Agents will operate in a blackboard 

environment where the current state of the project will be recorded in a location visible to 

all agents (Englemore and Morgan. 1988). 

Each agent may have one or more priorities depending on the nature of the prioritization 

rule. As an example, consider a rule that assigns priorities based on the numeric value of 

the activity ID. Since there can be only one ID per activity, this rule would provide only 

one priority per activity. On ±e other hand, consider a rule which assigns priorities based 

on the number of resource pools from which resources are required. For multiple-mode 

projects, which are the focus of this research, such a rule would yield multiple priorities 

{i.e., one priority for each activity execution mode). 

In our model, priorities function in a manner similar to tickets that provide permission to 

access the blackboard. Thus, when a priority rule yields more than one priority per 

activity, each agent will have multiple tickets and, therefore, multiple opportunities to 

access the blackboard. In fact, for reasons of implementation convenience, agents will 

always have multiple tickets regardless of the priority rule. For cases where the priority 

rule yields only one priority per activity, each ticket will have the same priority and all 
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tickets of the same value will be ordered randomly. For cases where the priority rule 

yields more than one priority per activity, the value of each ticket will be set in 

accordance with each of the priorities. This point will come up again later since our 

research includes some priority rules which provide one priority per activity and others 

which provide more than one priority per activity. 

Blackboard information will include the resource quantities currently available in all 

resource pools and the current state of all agents. Agents will be able to review the 

contents of the blackboard to determine whether or not the activities to which they are 

assigned can be initiated. Agents take turns reviewing the blackboard in accordance with 

their current state and their priority or priorities. Any agent with access to the blackboard 

will be able to update the blackboard. Updates include changes to record their own state 

and changes to resource quantities. Simulations begin with the initialization of the agents 

and the blackboard and continue until the dummy sink is finished or until it is clear that 

no feasible schedule will be found. 

6.7 Two Implementations 

The discussion in this chapter has been largely conceptual in nature. This is necessarily 

the case because the two implementations described in the following chapters differ in 

how these concepts were implemented. That being the case, the specific details of the two 

implementations are left to the respective chapters in which they are addressed. 
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7. FIRST IMPLEMENTATION 

In this chapter we present the details of the first implementation of our agent-based 

scheduling system (much of the material in this chapter also appears in Knotts, et.ai, 

1998c). We will provide the specifics of exactly how the concepts presented in previous 

chapters are used. We will then present a computational study in which we compare the 

performance of two agent types and eight priority rules in terms of schedule quality and 

the time required to generate schedules. 

7.1 Description of the First Implementation 

The first implementation of the agent-based project scheduling system can schedule 

projects with the following limitations: 

• Up to 250 activities fi-om a predefined project network 

• Up to 2 modes per activity 

• Up to 4 predecessors per activity 

• Up to 4 successors per activity 

• Up to 3 pools of renewable resources where the maximum possible units in 
each pool is system dependent 

The agent-based project scheduling system consists of two programs: 

• The Instance Generator 

• The Project Simulator 

In the following paragraphs, we will describe our system architecture, discuss how the 

system looks to the user externally, and then present the internal algorithms implemented 

in each module. 
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7.2 System Architecture 

The architecture of our scheduling system is illustrated in Figures 11 and 12 where Figure 

11 is the Instance Generator Program and Figure 12 is the Project Simulator Program. 

Computational studies require the use of the Instance Generator Program to create 

problem instances for an existing project network. The Project Simulator Program is then 

used to schedule the projects and generate experimental results. The primary module of 

the Instance Generator Program is the Instance Driver Module. The primary module of 

the Project Simulator Program is the Simulation Manager Module. 

Network 

Global 
Data 

Instance 
Driver 

Module 

Instances 

Figure 11. Instance Generator Architecture 
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Simulation 
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Blackboard 

Figure 12. Project Simulator Architecture 
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73 Instance Driver Module 

As shown in Figure 11. the Instance Driver Module is invoked by the user with a request 

to create problem instances based on an existing project network. As part of the request, 

the user must specify the number of instances to be created, the number of modes to be 

generated for each activity, the number of renewable resource pools, the ma.ximum units 

of resource in each pool, and the minimum and maximum units of resource that an 

activity can require from each pool. Based on these parameters, the Instance Driver 

Module will read the Network File, create the requested instances, and write each one to a 

separate Instance File. It will also create and write a single Global Data File containing 

the information common to all instances. When finished, the Instance Driver Module will 

notify the user. 

7.4 Simulation Manager Module 

Once the problem instances have been generated, the user must invoke the Simulation 

Manager Module to schedule the generated projects. The Simulation Manager Module 

will begin by reading the Network File and the Global Data File. It will then read one 

Instance File for each simulation experiment to be run. Based on the information in the 

input files, the Simulation Manager Module will set up the simulation experiment. 

Specifically, it will create a data structure containing one agent for each activity and it 

will initialize the blackboard based on the data in the input files. When finished, the 

agents and the blackboard will have all the information necessary to ensure that no 

precedence or resource constraints are violated. As a final step, the Simulation Manager 
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Module will set the value of the global simulation clock to zero and provide a signal to 

indicate that the initialization is complete and the individual agents are free to access the 

blackboard as part of carrying out the simulation. During the course of the experiment, 

the Simulation Manager Module will periodically check the blackboard to determine 

whether or not the simulation is finished. To accomplish this, the Simulation Manager 

Module looks for the completion status of the dummy sink. Once the dummy sink is 

finished, the simulation is complete and the Simulation Manager Module will write the 

outcome to a Results File. At that point, the Simulation Manager Module will set up the 

next experiment instance and continue this process for each Instance File. 

7.5 Agents 1 through J 

Upon observing the signal to start a simulation experiment, each agent will begin to act 

according to the rules which define its behavior. Each agent will have exclusive access to 

the blackboard in accordance with the current state of the project and its priority or 

priorities as determined by the priority rule in effect for the experiment. Upon gaining 

access to the blackboard, an agent will determine whether or not its precedence and 

resource requirements can be satisfied. If the requirements cannot be satisfied, the agent 

will wait for another turn. If the requirements can be satisfied, the agent will remove the 

resources it requires from the blackboard and hold them for a time equal to the actual 

duration of the activity to which it has been assigned. Upon determining from the global 

simulation clock that the actual duration of the activity has passed, the agent will return 
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all resources to the blackboard. (Also see Knotts. et.ai. 1998d for further discussion of 

other mechanisms for allocating mutually exclusive resources.) 

7.6 Priority Rules 

Eight different prioritization rules will be evaluated. These rules were chosen because 

they represent two examples from each of the four rule types discussed earlier. We also 

chose each pair to represent opposite ends of the criteria by which they are defined. The 

priority rules are listed in Table 7. SPT and LPT are examples of activity-based rules. FIS 

and MIS are examples of network-based rules. SRR and GRR are resource-based rules. 

EST and EDD are CPM-based rules. When the application of a priority rule results in a 

tie among agents attempting to access resources, the tie is broken randomly. 

Acronym Definition 

SPT Shortest Processing Time 

LPT Longest Processing Time 

FIS Fewest Immediate Successors 

MIS Most Immediate Successors 

SRR Smallest Resource Requirement 

GRR Greatest Resource Requirement 

EST Earliest Start Time 

EDD Earliest Due Date 

Table 7. Priority Rules 
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7.7 Problem Source 

The project network used as the basis for generating problem instances for our simulation 

experiments was originally published by Maroto and Tormos (1994). The network as 

published contained 51 activities. However, the published network did not include a 

dummy source which is required for our simulations, so it was added. Thus, the actual 

network used in our experiments contained 50 nondummy activities along with the 

dummy source and sink. The modified Maroto and Tormos project network is given in 

Figure 13. Arrows have been omitted from the arcs to improve readability, but the 

precedence relationships are implicitly defined by the node numbering. The original 

Maroto and Tormos project included durations (which we will use as estimated durations) 

and renewable resource requirements for one activity execution mode. Resource 

requirements were defined for three pools of renewable resources. 
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Figure 13. Maroto and Tormos (1994) Project Network 

7.8 Instance Generator Algorithms 

We utilized the Maroto and Tormos (1994) precedence requirements for all problem 

instances in our simulation experiments. For the first activity execution mode, estimated 

activity durations and renewable resource demands were the same as those published by 

Maroto and Tormos as shown in Table 8. The project included only renewable resources 

and the number of units of renewable resource in each pool, taken directly from the 
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R R R 
article, were set to = S ,  K j  =  6. and ^^3 = 5. Our desire to study multiple-mode 

problems required that we generate a second activity execution mode. The second mode 

was randomly generated such that it would be likely to have an estimated duration less 

than the first mode, but require more resources. This is referred to as a time/resource 

tradeoff. Specifically, mode 2 estimated activity durations, dp for ally. were generated 

randomly from a uniform distribution where the mean of the distribution was 3/4 of 

and the end points were ± 50% of this value. More formally, dp was randomly selected 

from a uniform distribution such that (31%)dj\^dp^{9l%)dj\  for ail j .  A uniform 

distribution was selected under the assumption that little is known in regard to the actual 

distribution of activity durations (Law and Kelton. 1991). 
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J Kf ^2 

I 0 0 0 0 

2 5 8 0 0 

3 7 5 0 0 

4 2 8 4 0 

5 14 0 6 0 

6 I 0 2 0 

7 5 0 4 0 

8 3 4 0 0 

9 8 4 4 0 

10 20 0 0 5 

11 J 0 0 3 

12 4 5 0 0 

13 7 0 6 0 

14 6 0 
'* J 0 

15 25 0 0 0 

16 4 8 0 0 

17 3 8 0 0 

18 8 0 4 0 

19 12 0 2 0 

20 5 2 0 0 

21 5 4 0 1 

22 8 0 0 0 

23 6 4 2 0 

24 4 0 1 0 

25 
•> J 5 1 0 

26 5 0 0 0 

j Kf ^3 
27 5 0 0 0 

28 J 4 4 0 

29 'S 
J 0 4 I 

30 20 0 0 5 

31 5 0 0 3 

32 11 0 5 2 

33 2 0 4 0 

34 12 0 
'% 
J 0 

35 5 2 0 0 

36 2 8 0 0 

37 10 0 0 4 

38 14 2 0 1 

39 6 5 0 0 

40 J 0 2 0 

41 9 0 6 0 

42 9 2 0 0 

43 4 5 0 0 

44 5 0 6 0 

45 8 0 6 0 

46 2 4 4 0 

47 10 3 0 3 

48 4 0 0 3 

49 7 0 0 3 

50 15 1 0 0 

51 5 1 0 0 

52 0 0 0 0 

Table 8. Maroto and Tormos (1994) Instance Data 

Mode 2 resource requirements for the three pools of renewable resource were generated 

such that they were equally likely to be 0, 1. or 2 units greater than the mode 1 

requirements for the same activity and resource pool. In cases where this resulted in a 

resource requirement greater than the total units available, the requirement was set to be 

equal to the maximum available number of units for that resource pool. The second mode 

for the 1^' and 52"*' activities are special cases where the estimated durations, actual 

durations, and all resource requirements for both activities were set to zero for both 
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modes. Actual durations for both modes were also determined randomly. The potential 

differences between estimated and actual values were used to represent project 

uncertainty. Actual durations were determined by selecting a random value from a 

uniform distribution such that djf„-{dj„,l2) < ^ djm^{djm/~) ^ J- range of 

values was selected to ensure that dj^ would be in the middle and, therefore, equally 

likely to be greater or less than dj„,. It also ensures that can never be less than 0. 

7.9 Assignment of Priorities 

The Instance Driver Module also assigns one or more priorities to each agent. The 

algorithms used for each rule are described here. 

Shortest Processing Time (SPT) Each agent j is assigned two priorities, one for each of 

its two modes. The priority is equal to: (—l)<iy^. Note: The system is designed such that 

access to the blackboard goes to the agents with larger priority values. Thus, dj^ is 

multiplied by -1 so that activities with shorter duration modes will have higher priority 

values. Values for other priority rules are multiplied by -1 for the same reason. 

Longest Processing Time (LPT) Each agent j is assigned two priorities, one for each of 

its two modes. The priority is equal to: d -
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Fewest Immediate Successors (FIS) For this rule, each agent is assigned one priority 

based on the number of immediate successors. It is a fimction of the cardinality of the set 

of immediate successors, Sj, multiplied by negative one: (-1)|.^1. 

Most Immediate Successors (MIS) For this rule, each agent is assigned one priority 

based on the number of immediate successors. It is calculated as: |.^i. 

Smallest Resource Requirement (SRR) Each agent j is assigned two priorities, one for 

each of its two modes. A total resource requirement is calculated separately for each 

R 
mode across all resource pools as: X ^jmr • priority for each mode is set equal to this 

r=l 

R 

value multiplied by negative one: (—1) X kj„r 
r=\ 

Greatest Resource Requirement (GRR) Each agent j is assigned two priorities, one for 

each of its two modes. A total resource requirement is calculated separately for each 

R 
mode across all resource pools as follows: X ^jmr • priority for each mode is set 

r=l 

equal to this value. 

Earliest Start Time (EST) For this rule, each agent is assigned one priority where the 

priority is set to {-\)ESTj and ESTj is determined for all j as: 

EST\ = EFT I = 0 

fory = 2 to y do 
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Mj 
CPMdj= min {dj„} 

m^\ 

ESTj = max {EFTi \ i G Pj} 

EFTj = ESTj + CPMdj 

end for 

Earliest Due Date (EDD) For this priority, we note that the minimum late finish time is 

logically equivalent to the earliest due date (Alvarez-Valdes Olaguibel and Tamarit 

Goerlich, 1989). Thus, although this rule is based on the late finish time, we refer to it as 

EDD. For this rule, each agent is assigned one priority equal to (-l)LFTj where LFTj is 

determined for all j as: 

J 
J-FTj = = X, max {d} 

y=l m=\ 

forj = J-\ downto 1 do 

Mj 
CPMdj = min {dj^} 

LFTj = VDm.{LSTi \ i G Sj}: 

LSTj = LFTj - CPMdj 

end for 

7.10 Basic and Enhanced Agent Behavior 

In the computational study which follows, we consider two agent types: basic and 

enhanced. Having presented the architecture of our system, we may now provide a clearer 

explanation of basic versus enhanced agent behavior. Recall that one of the primary 

functions of an agent is to scan the blackboard one or more times in search of the 
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resources it requires. Furthermore, in the context of the MMRCPSP, there are multiple 

activity execution modes for each agent. Thus, it is possible at any given point during the 

execution of a simulation experiment for there to be multiple resource feasible activity 

execution modes. As an example, consider the resource requirements for the two modes 

and two resource pools shown in Table 9. Suppose there are currently 5 units of resource 

available in pool 1 and 4 units of resource available in pool 2 {i.e.. = 5 and K-, = 4). 

For this example, the type of resource is not an issue and under these circumstances, both 

execution modes are resource feasible. 

m ĵnil 

I 2 1 

2 J 4 

Table 9. Example Resource Requirements 

The defining difference between a basic and enhanced agent is the means by which an 

execution mode is selected. A basic agent, which is purely reactive, will select the first 

resource feasible execution mode that it finds. The mode which a basic agent will test 

first for resource feasibility is determined by the priority rule in effect. In cases where 

both modes have the same priority, the first mode to be checked for resource feasibility is 

determined randomly. 

Whereas the basic agent will not consider additional activity execution modes once it 

finds one that is resource feasible, the enhanced agent may or may not consider other 
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modes depending on several circumstances. First, if only one mode is resource feasible, 

the enhanced agent will become active in that mode regardless of any other 

circumstances. This decision makes sense since the agent has no apriori knowledge 

regarding the value of waiting for other modes to become resource feasible. Second, even 

if more than one mode is resource feasible, an enhanced agent will become active in the 

first resource feasible mode it finds for which - This is justified as a means of 

controlling the amoimt of time an enhanced agent might spend in deliberation since 

consideration of all modes would require more time. Finally, if more than one mode is 

resource feasible, but there are none for which the enhanced agent will choose 

the mode for which dj^ is smallest. Ties between modes are broken randomly. 

7.11 Basic Agent Algorithm 

The algorithm which controls the behavior of basic agents is given here. Table 10 lists 

notation not given earlier which appears in the algorithm. 

Symbol Deflnition 

EtoAj Time at which agent j went from the eligible to active state 

Clock Simulation clock 

Table 10. Additional Notation for Basic Agent Algorithm 

Agents get exclusive control of the blackboard in priority order. Thus, they are free to 

take the resources they find because /) access is exclusive. //) higher priority agents have 

already had their turn, and ///) only lower priority agents remain to visit the blackboard. 
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Recall from our discussion in the previous chapter that agents may be assigned more than 

one priority depending on the nature of the prioritization rule. Now having presented the 

priority rules to be used for this research, we can be more specific about how the 

priorities translate into the number of opportunities to access the blackboard. Note that for 

FIS, MIS, EST, and EDD, each agent j is assigned one priority. For SPT. LPT. SRR. and 

GRR, each agent j is assigned Mj priorities. For our system to function properly in 

scheduling multiple-mode problems under such circumstances, it must be designed to 

work regardless of the number of priorities. This was accomplished by providing all 

agents with Mj opportunities to access the blackboard, regardless of the priority rule. 

If blackboard access is viewed as equivalent to having a ticket to enter, as suggested 

earlier, then it is clear that agents will get Mj tickets. Each ticket corresponds to a priority 

and a particular activity execution mode. This is important because the algorithm which 

governs agent behavior repeatedly refers to mode m. The proper interpretation of the 

algorithm requires that one recognize the connection between priorities and modes. 

Having provided this, the algorithm which controls basic agent behavior is as follows: 

if (/• e InitialSet) and (/ G FinishedSet i G Pj) then 

InitialSet = InitialSet / j 

EligibleSet = EligibleSet U j 

end if 

if (/ G EligibleSet) and (^ V r= 1.. .i?) then 

EligibleSet = EligibleSet / j 
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K^- kf^^r- \. . .R 

ActiveSet = ActiveSet U {j,m) 

EtoAj = Clock 

end if 

if {(j ,m) G ActiveSet)) and ({Clock - EtoAj) > then 

ActiveSet = ActiveSet / (J,m) 

FinishedSet = FinishedSet U j 

end if 

The InitialSet consists of all agents which are not precedence feasible. The EligibleSet 

consists of all agents which are precedence feasible, but not yet active or finished. The 

ActiveSet consists of (agent, mode) tuples which are precedence and resource feasible. 

The FinishedSet consists of all completed agents. 

7.12 Enhanced Scheduler Algorithm 

The algorithm which controls the behavior of enhanced agents is given here. Table 11 

lists notation not given earlier which appears in the algorithm. 

Symbol Definition 

SD Shortest duration 

SDM Shortest duration mode 

Table 11. Additional Notation for Enhanced Agent Algorithm 

The algorithm that governs the behavior of enhanced agents is as follows: 
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if (/• e InitialSet) and (/ G FinishedSet V z G Pj) then 

InitialSet = InitialSet / j 

EligibleSet = EligibleSet U j 

end if 

if (/ G EligibleSet) and 

V r = l . . . / ? ) a n d  

(3 r : V X ; 1 <x < Mj\x<> m) then 

EligibleSet = EligibleSet / j 

K^- kf^ V r= \...R 

ActiveSet = ActiveSet U ij.m) 

EtoAj = Clock 

else if (J G EligibleSet) and 

V r = l . . . / ? ) a n d  

^djm-djm > 0) then 

EligibleSet = EligibleSet / j 

Kf=K^-kf^  Vr=l . . .«  

ActiveSet = ActiveSet U (/,/w) 

EtoAj = Clock 

else if (/• G EligibleSet) and 

( kfmr ^  V  r  =  1 . .  m=\..Mj) and 

> 0) ^ 1 ^ ^ ^ < >'")) then 

EligibleSet = EligibleSet / y 

v r = i . . . «  

ActiveSet = ActiveSet U (/,m) 
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EtoAj = Clock 

else if (/• G EligibleSet) and 

(kf,„r ^ ^ r=\...R.m=\...Mj) and 

^  ( d p -  d j x  >  0 )  V  X  :  I  < x < M j  : x < > m ) )  then 

EligibleSet = EligibleSet / j 

K h K ^ - k f „ ^ r = \ . . . R  

ActiveSet = ActiveSet U (J,m) 

EtoAj = Clock 

end if 

if ((/,m> E ActiveSet)) and {{Clock - EtoAj) > then 

ActiveSet = ActiveSet / {/,m) 

V r =l . . .«  

FinishedSet = FinishedSet U j 

end if 

7.13 A Small Example Project 

In this section, we provide an example of a simulation experiment of one instance of a 

small project. The example consists of seven activities (the first and last of which are the 

dummy source and sink, respectively). This project was originally published by Kolisch 

(1995) but has been modified to suit our purposes. The precedence requirements of 

activities are presented in Figure 14 and the activity durations and resource requirements 

are given in Table 12 where the top row of the table provides the activity index and mode 

index as a tuple {j ,m).  For this example, we will assume K^= 4 and K^= 8. 
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Figure 14. Small Example Project 

(/» (1,1) (2,1) (2^) (3,1) (4,1) (4,2) (54) (6,1) (6,2) (7,1) 

^jm 0 4 5 2 2 6 2 2 4 0 

^jm 0 5 4 2 2 4 'y J J 4 0 

^jm\ 0 2 I I 3 1 1 2 1 0 

^jml 0 3 1 0 4 2 0 -> J 0 0 

Table 12. Example Project 

7.14 Simulation of Basic Agents Under SPT Priority 

For this example, we will walk through a simulation of basic agents where priority is 

determined by shortest processing time (SPT). Priorities for the example problem based 
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on SPT are given in the leftmost column of Table 13 where the center column provides 

the activity and mode indices as tuples (/.m) and the right column shows the estimated 

activity duration from which the priority order was determined. The chronology of events 

for this walkthrough is given in Table 14. We will assume that all the necessary variable 

initializations have occurred and the blackboard is ready for the first agent. For the SPT 

priority. Agent 1 is first to have control of the blackboard. Since Agent 1 has no resource 

requirement and a duration of zero, it will start and finish immediately. At that point. 

Agents 2. 3, and 4 all become precedence feasible. Of these. Agent 3 in Mode 1 will have 

the first access to the blackboard based on its priority as shown in Table 13 where the 

center column of the table lists all (agent, mode) tuples for the project in priority order. 

Agent 3 will find the resources it needs and take them from the blackboard. Of the 

precedence feasible agents. Agent 4 in Mode 1 has the next highest priority. It will also 

find and take the resources it needs. Next is Agent 2 in Mode 1. but it will have to wait 

since the remaining resources are insufficient to satisfy its requirements. 
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Priority (/>») ^jm 

1 (1,1) 0 
2 (7,1) 0 
3 (3,1) 2 
4 (5,1) 2 
5 (6,1) 2 
6 (4,1) 3 
7 (2,1) 4 
8 (6,2) 4 
9 (2,2) 5 
10 (4,2) 5 

Table 13. Prioritization Based on Shortest Processing Time 

t Event Before After Before After 

0 (1.1) Starts 4 4 8 8 
(1,1) Finishes 4 4 8 8 
(3.1) Starts 4 3 8 8 
(4,1) Starts 3 0 8 4 

2 (3,1) Finishes 0 1 4 4 
(4,1) Finishes 1 4 4 8 
(6,1) Starts 4 2 8 5 
(2,1) Starts 2 0 5 2 

5 (6,1) Ends 0 2 2 5 
7 (2,1) Ends 2 4 5 8 

(5,1) Starts 4 3 8 8 
10 (5,1) Ends 3 4 8 8 

(7,1) Starts 4 4 8 8 
(7,1) Ends 4 4 8 8 

Table 14. Simulation Chronology Basic Agents Under SPT 

At time 2, Agents 3 and 4 will finish and return their resources to the blackboard. At that 

point. Agent 6 will become precedence feasible. Mode 1 of Agent 6 has a higher priority 

than either mode of Agent 2 so Agent 6 will take the resources it requires and become 
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active in Mode 1. At that point. Agent 2 in Mode 1 will have access to the blackboard 

where it will also find sufficient resources to become active. 

At time 5. Agent 6 will finish and return its resources to the blackboard. Two time units 

later. Agent 2 will finish and return its resources upon which Agent 5 will be precedence 

feasible. At time 7, Agent 5 will become active and hold resources until it finishes at time 

10. Upon the completion of Agent 5, the dimimy sink. Agent 7. will start and finish 

immediately. Thus, the makespan for the project as determined in this example 

experiment is 10. 

7.15 Simulation of Enhanced Agents Under SPT Priority 

We will now walk through a simulation of the project depicted in Figure 14 and Table 12 

using enhanced agents. The chronology of events for this walkthrough is given in Table 

15. As before. Agent 1 is the first to have control of the blackboard. It starts and finishes 

immediately. Next, Agents 2. 3, and 4 become precedence feasible. Priorities are the same 

as for the basic agents. Thus, Agent 3 in Mode 1 is again the first nondummy agent to 

access the blackboard. It will take the resources it needs. Agent 4 in Mode 1 has the next 

highest priority. However, rather than become active in Mode 1, Agent 4 will find 

sufficient resources for both of its execution modes. Since Agent 4 is an enhanced agent, 

it will follow the rules described earlier in selecting an execution mode. Namely. Agent 4 

will compare the estimated and actual durations for both modes then choose Mode 2 since 

d^x = and ^ (^^4r ^4l)- Agent 4 will update the blackboard accordingly. 
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Agent 2 is the next to have access to the blackboard. It will also choose its second mode 

and take the resources it needs. 

t Event Ki Before Ki After Ki Before After 

0 (1,1) Starts 4 4 8 8 
(1,1) Finishes 4 4 8 8 
(3,1) Starts 4 3 8 8 
(4,2) Starts J 2 8 6 
(2,2) Starts 2 1 6 5 

2 (3,1) Finishes 1 2 5 5 
4 (4,2) Finishes 2 J 5 7 

(2,2) Finishes J 4 7 8 
(5,1) Starts 4 J 8 8 
(6,2) Starts 3 2 8 8 

7 (5,1) Ends 2 J 8 8 
8 (6,2) Ends J 4 8 8 

(7,1) Starts 4 4 8 8 
(7,1) Ends 4 4 8 8 

Table 15. Simulation Chronology of Enhanced Agents Under SPT 

At time 2. Agent 3 will finish and return its resources followed by Agents 2 and 4 at time 

4. With the completion of Agents 2, 3. and 4. all the initially available resources are back 

on the blackboard and available for Agents 5 and 6. Agent 5 has the higher priority and 

will take the resources it requires at time 4. Agent 6 goes next, chooses Mode 2. and takes 

the resources it requires. At time 7. Agent 5 will terminate then return its resources. One 

time unit later. Agent 6 will finish and return its resources. The simulation is complete at 

time 8 with the start and finish of the dummy sink. 
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7.16 Preliminary Simulation Results 

Our primary focus in this work is the multiple-mode scheduling problem with stochastic 

durations. However, before discussing our results for that problem, we wish to state that 

our agent-based scheduling method appears to be at least comparable to the scheduling 

methods incorporated into several commercial software packages. Maroto and Tormos 

(1994) used eight different commercial applications to schedule the single mode, 

deterministic duration, 51-activity problem described in their article and in the previous 

section. The results they found are given m Table 16. (Note: Microsoft Project for 

Windows was used four times with different options enabled each time.) 

We applied our agent-based approach to the same problem instance as given by Maroto 

and Tormos (1994) where the only modification was the addition of a dummy source. 

Since the Maroto and Tormos project is a single-mode problem, we used only basic 

agents. We found that the makespan determined by oiu- method where agent priorities are 

determined randomly was 233 time units as shown in the last line of Table 16. Our results 

are clearly comparable to those found by Maroto and Tormos for the commercial software 

they evaluated. While we carmot draw any significant conclusions about our approach 

based on one instance of a single problem, the comparison does at least suggest the 

feasibility of our method in an admittedly informal sense. 
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Commercial Product Makespan 

CA-Superproject 224 

Instaplan 249 

Micro Plarmer Professional 236 

Microsoft Project for 
Windows 1 

231 

Microsoft Project for 
Windows 2 

257 

Microsoft Project for 
Windows 3 

233 

Microsoft Project for 
Windows 4 

224 

Project Scheduler 226 

Agent-based Scheduling 233 

Table 16. Commercial Software Scheduling Versus Agent-based Scheduling 

7.17 Computation Environment 

All programs for this study were implemented in Pascal and all simulation experiments 

were run on the same IBM-compatible PC containing a 133MHz Pentium processor and 

16 Mbytes of RAM. All the required data structures are implemented as arrays or arrays 

of records. Once a problem is loaded, the entire simulation is performed in main memory 

with no further need for disk I/O until the simulation is complete and the results are 

written to an output file. 
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7.18 Full Computational Study 

Our full computational study began with the generation of 500 problem instances for the 

Maroto and Tormos (1994) project network. We then carried out a full factorial smdy in 

which each of the 500 problem instances were scheduled by the 16 possible combinations 

of agent type and priority rule. 

7.19 Computational Results 

Simulation results are shown in Tables 17 and 18. Table 17 compares basic and enhanced 

agents in terms of project scheduling performance. The second and third colunms of 

Table 17 are the average makespan of the project across the 500 problem instances as 

determined when the priority rule in the leftmost column is applied. The second column 

shows the average makespan for the 500 problem instances as determined by a set of 

basic agents. The third column shows the average makespan for the 500 problem 

instances as determined by a set of enhanced agents. The number in parentheses 

following the makespan in the second and third columns is the ranking of the priority rule 

in terms of its performance relative to the other rules in the same column. The fourth 

column is the average difference in makespan between the basic and enhanced agents for 

the 500 problem instances. The fifth and sixth columns are the minimum and maximum 

differences in makespan, respectively, for the problem instances where the difference 

between basic and enhanced agents was the greatest and least, respectively. All 

differences were calculated as {basic makespan - enhanced makespan). Thus, positive 
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values in the fourth, fifth, and sixth columns represent cases where the performance of 

enhanced agents was better than that of basic agents. 

Priority Basic 
(rank) 

Enhanced 
(rank) 

Avg Diff Min Difr Max Difr 

SPT 175.1 (1) 175.1 (7) 0.0 0 0 

LPT 245.8 (8) 173.0 (6) 72.8 -28 222 

FIS 203.4 (6) 172.6 (5) 30.8 -5 198 

MIS 201.5 (5) 171.5 (4) 30.0 -16 203 

SRR 231.0 (7) 181.4 (8) 49.6 -21 217 

GRR 184.8 (2) 169.0 (2) 15.8 -6 143 

EST 201.1 (4) 170.2 (3) 30.9 -21 201 

EDD 194.5 (3) 163.2(1) 31.3 -21 183 

Table 17. Scheduling Performance 
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Priority Basic Enhanced 

SPT 0.04 0.08 

LPT 0.05 0.08 

FIS 0.05 0.08 

MIS 0.05 0.08 

SRR 0.05 0.08 

GRR 0.05 0.08 

EST 0.05 0.08 

EDD 0.04 0.07 

Table 18. Computation Time Perforaiance (seconds) 

Table 18 compares the performance of basic and enhanced agents in terms of the 

computation time required to reach a solution where the time is given in seconds. The 

second and third columns of Table 18 show the average computation time to reach a 

solution when the priority rule in the leftmost column is applied. The second column 

shows the average computation time per instance required by a set of basic agents to 

solve the 500 problem instances. The third column shows the average computation time 

per instance required by a set of enhanced agents to solve the 500 problem instances. 

7.20 Discussion of Results 

Unless otherwise stated, the results discussed here are all averages taken over the 500 

problem instances used for the simulation experiments. In regard to the scheduling 

performance of the eight priority rules, no single priority rule dominated across agent 
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types. However, of the eight priority rules. GRR and EDD both performed relatively well 

regardless of agent type. GRR ranked 2nd for both agent types while EDD ranked 3rd and 

1st for basic and enhanced agents, respectively. In contrast, the performance of LPT and 

SRR was relatively much poorer regardless of agent type. LPT was ranked 8th and 6th 

while SRR was ranked 7th and 8th for basic and enhanced agents, respectively. 

In regard to the scheduling performance of the two agent types, enhanced agents were 

clearly superior. Enhanced agents generated better schedules for seven of the eight 

priority rules. For the LPT priority rule, the difference between basic and enhanced agents 

was 72.8 time units. At the other extreme, the performance of basic and enhanced agents 

was identical for SPT. It should be noted, however, that this is not coincidental. Rather, it 

is because the behavior of the two agent types is defined such that basic and enhanced 

agents will behave identically when priority is given to agents with the shorter processing 

times. Thus, both agents behave the same for SPT and. therefore, generate the same 

results. 

The difference between the best basic agent performance (SPT) and the worst basic agent 

performance (LPT) was 70.7 time units. The difference between the best enhanced agent 

performance (EDD) and the worst enhanced agent performance (SPT) was 11.9 time 

units. For problem instances where basic agents outperformed enhanced agents, the 

difference in performance was much less dramatic than for cases where enhanced agents 

outperformed basic agents. For the problem instance where basic agents were most 

superior to enhanced agents, the difference in performance was only 28 time units. More 
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notable, however, enhanced agents generated a schedule with a makespan of 222 time 

units shorter than that generated by basic agents for the same problem instance when LPT 

was applied by both agent types. 

Before comparing the computational performance of priority rules, it should be noted that 

regardless of the priority rule, the values required to determine priority were provided to 

the agents before the execution of the simulation experiment. In other words, the times 

shown in Table 18 are not a function of the time required to compute the parameters upon 

which priority was based. Thus, a fairer comparison of computation times among priority 

rules and across agent types is possible. With this said, it is clear from Table 18 that when 

one compares priority rules within agent type, there is virtually no difference in the time 

required to reach a solution regardless of the priority rule. Comparing across agent types, 

basic agents consistently reached solutions faster than enhanced agents, but the time 

difference in all cases was very small. 

In regard to the scheduling performance of the priority rules, there is no obvious pattern 

in the results. Consider, for example, the case of SPT. Although the absolute results 

achieved using SPT were identical for basic and enhanced agents (for the reason given 

earlier), the relative results were very different. SPT, when applied by basic agents. 

ranked I st in terms of scheduling performance. The same rule, when applied by enhanced 

agents, ranked 7th. Aside from SPT, however, the changes in the relative performance of 

the priority rules across agents type were much smaller. In fact, no other priority rule 
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moved in ranking more than one position except for EDD which moved two places from 

3rd to 1st. 

In regard to the scheduling performance of the agents, our results are clearer. Enhanced 

agents consistently, and in some cases dramatically, outperformed basic agents. Even the 

worst results achieved by the enhanced agents (181.4 time units for SRR) would have 

ranked 2nd relative to the performance of the basic agents. In light of the fact that the 

difference in computation times between basic and enhanced agents was insignificant in 

every case, it appears that the small additional time spent in deliberation by the enhanced 

agents is well worth it. 

Our results, taken as a whole, are encouraging in at least one specific and important 

fashion. They suggest a significant distinction between traditional heuristic project 

scheduling methods and agent-based methods, especially in consideration of the nature of 

enhanced agent behavior. Recognize that a priority rule, when applied by a basic agent, 

will generate a result very much like the result yielded when the same priority rule is 

applied using more traditional non-agent-based scheduling methods. To understand this, 

recall that each agent in the simulation experiments we conducted has two activity 

execution modes, one of which will be implemented by the agent. In addition, there are 

certain characteristics associated with every agent, activity, and mode which determine 

the priority of the agent in accessing resources. The characteristics which actually 

determine priority are obviously based on the priority rule being used by the agents. 
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As described earlier, the essential difference between basic and enhanced agents is the 

means by which they select an activity execution mode. Consider, for example, a basic 

agent using the LPT priority rule. Under this rule, priority in accessing resources will go 

to the basic agents assigned to activities with longer durations. Note, however, that under 

this rule each agent will actually have two priorities, one for each activity execution 

mode. As our agents are implemented, this gives each agent two chances to access 

resources corresponding to each of the two modes. Obviously for LPT, the mode which 

will have the higher priority, and therefore the first chance to access resources, is the one 

with the longer duration. When this mode is resource feasible, it will certainly be the 

mode implemented by the basic agent. (Note: Where the nature of the priority rule is such 

that all modes of any given activity are of equal priority, the mode which the agent checks 

first for resource feasibility is determined randomly.) In contrast, this may not be the 

mode implemented by the enhanced agent. Upon determining that the mode in question is 

resource feasible, an enhanced agent may then consider other modes and will in many 

cases implement a mode other than the one by which priority was determined. Once 

again, this capability is the defining distinction between basic and enhanced agents. 

Our discussion of basic and enhanced agents is most informative when one considers how 

our results appear to pivot around the SPT priority rule. As mentioned earlier, SPT was 

the best rule when applied by basic agents, but nearly the worst when applied by 

enhanced agents. This is true even though the absolute results for SPT were identical for 

both basic and enhanced agents. What this suggests is that the criteria used to determine 



122 

priority in accessing resources need not, and perhaps ought not. be the same as the criteria 

used for mode selection. This is exactly the capability provided by our enhanced agents 

that is not provided by basic agents nor by most traditional project scheduling heuristics 

of which we are aware. This encourages us to pursue further improvements in the 

deliberative capabilities of our enhanced agents and we will do so in the next chapter. 
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8. SECOND IMPLEMENTATION 

In this chapter we present the details of the second, more advanced, implementation of 

our agent-based scheduling system. We will describe the additional functionality and how 

that flmctionality is implemented. We will then present a computational study in which 

we compare the performance of four agent types and 10 priority rules in terms of schedule 

quality and the computation time required to generate schedules. 

8.1 Description of the Second Implementation 

The second implementation of the agent-based project scheduling system can schedule 

projects with: 

• Up to 10.000 activities 

• Up to 4 modes per activity 

• Up to 12 predecessors per activity 

• Up to 12 successors per activity 

• Up to 4 pools each of renewable resources where the maximum possible units 
in each pool is system dependent 

• Up to 4 pools each of nonrenewable resources where the maximum possible 
units in each pool is system dependent 

• Up to 4 pools each of periodically renewable resources where the maximum 
possible units in each pool is system dependent 

Running a simulation experiment requires the use of three programs: 

• The Network Generator 

• The Instance Generator 

• The Project Simulator 
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In the following sections, the process of network generation, instance generation, and 

project simulation will be discussed in detail. As was the case in the previous chapter, we 

will describe our system architecture and the algorithms implemented in each module. 

8.2 System Architecture 

The architecture of our scheduling system for the Instance Generator Program and the 

Project Simulator Program is the same as was given in Figures 11 and 12 of the previous 

chapter. The architecture of the Network Generator is given in Figure 15 of this chapter. 

The primary module of the Network Generator Program is the Network Driver Module. 

The Network Generator creates activity networks based on user parameters. The Instance 

Generator is used to create problem instances for existing networks and the Project 

Simulator is used to schedule the projects. 
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Network 
Driver 
Module 

Network 

Figure 15. Network Generator Architecture 

We have designed our problem generation programs to be similar to an existing problem 

generator named ProGen. ProGen is described in Chapter 6 of Sprecher (1994) and 

Chapter 4 of Kolisch (1995). Test projects generated by ProGen for RCPSP research are 

appearing with more frequency in the published literature. In fact, ProGen would have 

been used for our work, but at the time of this work it was unable to generate problems of 

the size we wish to study. 

For the sake of comparability with other published research which does use ProGen. we 

have made every effort to implement the same algorithms contained in ProGen. However, 

there are a few cases where we had to extend the existing ProGen algorithms to address 



126 

the creation of more general problem types. There were other cases where we changed the 

existing algorithms because we had reason to believe that improvements were justified. 

The algorithms we used and the differences with ProGen will be given in the following 

discussion. 

83 Network Driver Module 

As shown in Figure 15, the Network Driver Module is invoked by the user with a request 

to create a network based on user parameters. As part of the request, the user must specify 

the size of the network to be created, the number of immediate successors of the dummy 

source, the number of immediate predecessors of the dummy sink, and the network 

complexity. Based on these parameters, the Network Driver Module will generate a 

network and write an output file containing the specifications for the network. The 

Network Driver Module will notify the user when finished. The algorithms used in this 

process will be given momentarily. 

8.4 The Instance Driver Module 

As was the case for our first implementation, the purpose of this module is to generate 

problem instances for existing networks. However, the parameters which must be 

provided are different. For our second implementation, the user must provide the 

following: 

• Number of instances to be created 

• Number of modes to be generated for each activity 

• Average mode 1 activity duration 
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• Duration variance, duration modal change, and duration estimation error 

• Number of renewable, nonrenewable, and periodically renewable resource pools 

• Resource factor 

• Resource strength 

Based on these parameters, the Instance Driver Module will read the Network File, create 

the requested instances, and write each one to a separate Instance File. Unlike our 

previous implementation, the Instance Driver Module will formulate the problem 

requirements using a simple, general purpose language which we will discuss. Finally, the 

Instance Driver Module will create and write a single Global Data File containing the 

information common to all instances. The Distance Driver Module will notify the user 

when instance generation is complete. 

8.5 Simulation Manager Module 

As before, the user must invoke the Simulation Manager Module to schedule projects. 

The Simulation Manager Module behaves as described in the previous chapter. It will 

begin by reading the Network File, the Global Data File, and an Instance File for each 

simulation experiment to be run. It will set up the experiment, create a blackboard, and 

generate agents. It will monitor progress until the simulation is finished, then write the 

results. Upon completion of the final instance, the user will be notified. 

8.6 Network Generator Algorithms 

In this section and those which follow, we have used parameters derived from those used 

in the ProGen 2.0 source code which, at the time of this writing, is available on the 
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Internet at ftp://ftp.bwl.uni.kiel.de/pub/operations-research/psplib. Network generation 

requires the following four parameters: 

• J: number of nodes 

• !Si j : number of post-source nodes 

• \Pj\'. number of pre-sink nodes 

•  NC:  average number of nonredundant arcs per node 

J is the number of nodes in the project network and. since we are using the AoN 

convention, it is equal to the number of project activities. iSjl is the number of immediate 

successors of the dummy source activity and \PJ[ is the number of immediate predecessors 

of the dummy sink activity. The immediate successors of the dummy source and the 

inunediate predecessors of the dummy sink are handled as special cases during network 

generation for reasons that will be explained in a moment. 

NC captures the complexity of a network as measured by the average number of 

nonredundant arcs per node. This parameter provides a measure of the extent to which the 

start times of project activities are constrained by precedence requirements. This is 

important because networks highly constrained by precedence requirements are easier to 

schedule. Thus, the measure of complexity must be based solely on nonredundant arcs 

since the addition of a redundant arc is not equivalent to the addition of a precedence 

constraint. 

ftp://ftp.bwl.uni.kiel.de/pub/operations-research/psplib
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As will be described in a moment, arcs are added to a network randomly. Each time an 

arc is added to a network, the Network Driver Module tests the arc to ensure its validity. 

There are five reasons for which a random arc addition may be rejected as invalid: 

• Predecessor ED is greater than or equal to successor ID 

• Predecessor-successor pair already exists 

• Successor has already reached maximum number of predecessors 

• Predecessor has already reached maximum number of successors 

• Predecessor-successor pair is redundant 

The purpose of the first rule is to enforce the convention for labeling network nodes 

which requires that predecessor IDs be less than successors IDs. The purpose of the 

second, third, and fourth rules are self-evident. The final rule is intended to ensure that 

only nonredundant arcs are added to a network. There are four criteria against which an 

arc is tested for redundancy (Kolisch. 1995). We have provided each of the criteria and an 

illustration of each in Figure 16. The Network Driver Module adds arcs to the network, 

then tests for redundancy by each of the four criteria. Any arc which is determined to be 

redundant is immediately removed. 

Networks are generated in three steps. In the first step, nodes are created and randomly 

linked. Because of the manner by which arcs are added, it is possible that some nodes will 

be deadends {i.e., nodes without successors). Thus, a second step occurs during which the 

deadends are repaired by finding a valid successor for each one. Finally, as a result of 

adding arcs to repair deadends, the network will have a complexity greater than the target 

complexity requested by the user. For this reason, a third step occurs in which arcs are 
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Figure 16. Redundant Arcs 

randomly deleted until exactly the target complexity is achieved. The algorithms used 

during these steps differ considerably from those used by ProGen. In the next few 

paragraphs, we will present our network generation algorithms and provide justification 

for why they are different from ProGen. 

The Network Driver Module begins the network generation process by first linking the 

dummy source to its |5i| immediate successors then linking the dimmiy sink to its IPJ 

immediate predecessors. An example of this is given in Figure 17 forJ = 2500. |5i| = 3. 

and \PJ = 3. The reason the immediate successors of the dummy source and the 

immediate predecessors of the dummy sink are treated as special cases can now be given. 
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It is done because the insertion of an arc between any two nodes immediately after the 

dummy source or between any two nodes immediately before the dummy sink will make 

one of the existing arcs redundant. This is true regardless of the values of |5i| or \P^. One 

can see this in Figure 17, for example, where it is clear that arcs 2—3. 2—4, 3—4. 

2497—2498, 2497—2499. or 2498—2499 all cause an existing arc to be redundant. 

2497 

2500 2498 

2499 

Figure 17. Example of hiitial Network Generation 

Once the relationships between the dummy source and its immediate successors and the 

dummy sink and its immediate predecessors are established, the Network Driver Module 

departs significantly from the network generation method provided by ProGen. We have 
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good justification for this which can be made clear by considering an example of how 

ProGen adds arcs. Consider the network given in Figure 17. After making the connections 

shown in Figure 17, ProGen will begin creating the remaining nodes in ID order and 

randomly adding predecessors for these nodes as it goes. Referring to Figure 18. ProGen 

will first create Node 5 then randomly select a predecessor firom among Nodes 2 through 

4. It will continue this process after the creation of each new node by randomly selecting 

a predecessor for Node j firom among the potential predecessor nodes 2 to j-\ until the 

desired complexity is achieved. 

2497 

2498 2500 

2499 

Figure 18. Example of Network Generation 



1-̂  

As justification for using a different approach, we note that for the ProGen arc addition 

algorithm the odds of being selected as a predecessor are not the same for all nodes. 

Consider that any Node j is a potential predecessor for a set of nodes including all those 

in the network with IDs from y+1 up to . The size of this set obviously depends on 

the value of j and it varies from \P^ up to y-|5il-2. If a network is built in this manner, it 

will have an artificial shape that is strictly a function of the creation process. We claim 

that the resulting shape is a poor representation of real projects and our contention is 

supported in survey results published by Tukel and Rom (1998). In the survey, project 

managers were asked to characterize the most common network structure as being either 

skewed left, centered, or skewed right. Their survey included depictions of network 

structures similar to those given in Figure 19, from which project managers were asked to 

choose. They found that slightly over 60% of the respondents rated the centered network 

as most common. The ProGen algorithm tends to produce networks which are skewed 

right. Our approach, as described in the following sections, is designed to avoid this 

problem and yield a centered and therefore more realistic network structure. 
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Skewed Left 

Centered 

Skewed Right 

Figure 19. Representation of Network Skewness 
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8.7 Arc Addition 

Before adding arcs, the Network Driver Module builds an array of records that serves as a 

table of potential predecessors. The array contains one record for each network node. 

Each record contains two elements. The first element is the node ID and the second 

element is a random number selected fi*om a uniform distribution with end points equal to 

the node ED-w and the node ID+«. The value of n was determined experimentally and was 

set to 5 based on results which demonstrated that smaller numbers tend to restrict the 

randomization effect while larger values increase the amount of time required to generate 

a network. Table 19 is an example of such an array for a 2500 node network. 

ID Randoin(ID-5,ID+5) 
2 0 
3 7 
4 J 
5 6 
6 2 
7 10 
8 9 
9 5 
10 11 
11 13 
12 15 

• 

2499 2499 

Table 19. Potential Predecessor Array 



After building the array, the Network Driver Module sorts the result according to the 

value in the second record element. The outcome of this step for the example given in 

Table 19 is shown in Table 20. 

ID Randoiii(ID-5JD+5) 
2 0 
6 2 
4 3 
9 5 
5 6 
3 7 
8 9 
7 10 

10 11 
11 13 
12 15 

• 

2499 2499 

Table 20. Sorted Potential Predecessor Array 

Once the table is sorted, the Network Driver Module creates a network by processing 

each record sequentially in accordance with the following algorithm: 

for j = 1^11+2 to J~\ do 

Pj = 0 

nPredsAdded = 0 

nPredsToAdd =J{NC) 

x = 0 

repeat 

/ = PredsArray[j+5-x] 
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Result = VaIiclateArc(/.y) 

a Result = SUCCESS then 

Pj = Pj U i 

increment nPredsAdded 

increment x 

end if 

until {nPredsAdded = nPredsToAdd) or (x =y+5) 

end for 

The node being processed is represented by the value of j. The counter nPredsAdded 

stores the number of predecessors that have successfully been added to node j. The value 

of nPredsToAdd is a function of NC where a random choice to add 1. 2. or 3 predecessors 

is made such that the proportions of 1 s, 2s, and 3s will yield the target complexity. The 

value of X is used to control the array traversal so that the starting point for the traversal 

will be such that all possible predecessor nodes for j firom j-\ to 2 will be considered. 

PredsArray is the array of potential predecessors created in the manner just presented. 

The value of i is the node ID of a potential predecessor for node j. Validate Arc(zV) is a 

subroutine which will verify the validity of arc /—y using the five validation criteria given 

earlier. If ValidateArc returns SUCCESS, / is added to the set of immediate predecessors 

of/, Pj. The search for valid predecessors continues until either the target number have 

been added {i.e., nPredsAdded = nPredsToAdd) or there are no more predecessors firom 

which to choose {i.e.. x = j+5). 

To illustrate how the algorithm works, consider that 7= 2500, |5i| = 3, \PJ[ - 3. Also, the 

tables used for adding predecessors are as given in Table 19 and Table 20, and the value 
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of nPredsToAdd is 2. Under these circumstances, the Network Driver Module's first 

attempt to add an arc to the network will be 12—5. ValidateArc will reject this because 

the predecessor ID is greater than the successor ID. The next four attempts to add a 

predecessor, 11 —5. 10—5. 7—5. and 8—5 will be rejected for the same reason. 

On the sixth attempt to add a predecessor for node 5. the result will be the successful 

addition of arc 3—5. Since nPredsToAdd = 2. the process will continue with a failure for 

5—5 and 9—5, but will conclude with the addition of 4—5. The processing of Node 6 is 

next and arc addition will continue in the maimer just described until Node 2499 is 

processed. 

8.8 Deadend Identification and Repair 

After the final node is processed, there will likely remain some number of nodes which 

were never chosen as predecessors and are therefore deadends. The Network Driver 

Module will locate and repair all deadends by finding a valid successor for each one. 

8.9 Arc Deletion 

Once the Network Driver Module has finished processing deadends, it will determine the 

number of arcs that must be removed to achieve the target value for NC. It will then 

randomly remove arcs until the target NC is reached while being sure not to create new 

deadends in the course of removing arcs. 
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8.10 Graceful Failures 

The network generation process can fail, particularly when a high complexity network is 

requested. Failure occurs when the Network Driver Module is unable to find sufficient 

nonredundant arcs to reach the target NC value. To ensure a graceful failure under these 

circumstances, the Network Driver Module has a hard coded parameter which limits the 

total number of attempts it will make to reach the target complexity. If a sufficiently 

complex network cannot be found before the limit is reached, the Network Driver Module 

notifies the user of the failure, then terminates. Network generation can also fail if there 

are one or more deadends for which no valid successor can be found. If this happens, the 

user will be notified that generation of the requested network has failed. 

Notably, no failures occurred in the process of generating networks for the computational 

study which follows. Thus, it is reasonable to assume that failure is unlikely for the NC 

levels we studied which, as we will demonstrate later, appear to be the levels of most 

interest in the existing research literature. 

8.11 Instance Generator Algorithms 

Like the Network Driver Module, the Instance Driver Module is patterned after 

ProGen 2.0. It will generate problem instances for an existing network according to the 

parameters provided by the user. The problem instances which are generated will include 

estimated activity durations, actual activity durations, resource requirements, and resource 

pool sizes. The generation process requires the following parameters: 

• M: number of modes 
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• AvgDurModel : average duration for mode 1 activities 

• DurVar : duration variance 

• DurModeChg: duration modal change 

• DurEstErr : duration estimation error 

• AvgDmdModeM: average resource demand for mode M activities 

• DmdVar : demand variance 

• DmdModeChg : demand modal change 

• R : number renewable resource pools 

• N: number of nonrenewable resource pools 

• P : number of periodically renewable resource pools 

• RF^, RF^, RF^ : resource factors for renewable, nonrenewable, and 

periodically renewable resources, respectively 

• RS^, RS^, RS^ : resource strengths for renewable, nonrenewable, and 

periodically renewable resources, respectively 

8.12 Assignment of Estimated Durations 

Estimated activity durations are determined for each activity j and mode m based on 

AvgDurModeL DurModeChg, and DurVar as follows: 

dj„  = RANDU ( AvgDurModel * DurModeChg^"^'^^ * DurVar, 

AvgDurModel * DurModeChg^'"'^^ * (1.0 ^ DurVar)) 

RANDU is a subroutine that returns a randomly drawn value from a uniform distribution. 

The first and second arguments to RANDU are the minimum and maximum values of the 

uniform distribution, respectively. 

As an example of the assigrmient of estimated durations, assume AvgDurModel = 12. 

Based on this, the Instance Driver Module will assign mode 1 estimated durations such 
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that the average mode 1 estimated duration across all J-1 activities (the dummy source 

and sink are excluded) will be 12 time units. The Instance Driver Module uses DurVar to 

determine the range of values from which it will choose estimated durations. As an 

example, if DurVar = 0.50. the Instance Driver Module will assign mode 1 estimated 

durations to activities by randomly selecting them from a uniform distribution with a 

minimum value of AvgDurModeI*DurVar = 12»0.50 = 6 and a maximum value of 

AvgDurModel*(l.O+DurVar) = 12*1.50 = 18 time units. 

Once the Instance Driver Module has assigned estimated durations for all mode 1 

activities, it will process the remaining modes such that each mode is likely to require less 

time, on average, than the previous. This is accomplished using the DurModeChg 

parameter. If, for example, DurModeChg = 0.75. then the average estimated duration for 

mode 2 will be AvgDurMode 1 * DurModeChg = 12*0.75 = 9 time units. The same value 

of DurVar is applied to all modes. Thus, the Instance Driver Module will assign mode 2 

estimated durations by selecting them from a uniform distribution with minimum and 

maximimi values of 9±50%. All durations are integer valued. Duration values which are 

not whole numbers are rounded up or down to the nearest whole number. This process is 

repeated for all M modes. 

8.13 Assignment of Actual Durations 

Actual activity durations are determined based on estimated durations and DurEstErr as 

follows: 
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djfn = RANDU ( d- (DurEstErr * dj^). 

dj„ + {DurEstErr * dj^)) 

Thus, actual durations are equal to estimated durations plus or minus some deviation that 

represents the degree of uncertainty in estimating durations where the degree of 

uncertainty is controlled by the value of DurEstErr. 

8.14 Assignment of Renewable Resource Requirements 

The Instance Driver Module assigns all resource requirements by first determining which 

activity/mode combinations will require some number of resources greater than zero. 

Those activity/mode combinations which will require resources are assigned a value of 

TRUE as an indicator of the need for resources. The number of activity/mode 

combinations that are to be assigned the TRUE indicator is based on the resource factor. 

RF. As described by Sprecher (1994) and Kolisch and Sprecher (1996), RF is a measure 

of the density of a three-dimensional Jy. My. R array. It is the proportion of the J*M*R 

array cells which will be set to TRUE indicating that activity j will require resources from 

pool r when executed in mode m. The algorithm for renewable resources is as follows: 

RRArray\j,m.r] = FALSE V j, m, r 

TargetTrueCount = J * M * R * RF^ 

ActualTrueCount = 0 

repeat 

y = RANDU (2, J-I) 

m = RANDU (1, iW) 

r = RANDU (1,/?) 
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if RRArray\j\mj'] = FALSE then 

RRArray\j ,mx] = TRUE 

increment ActualTrueCount 

end if 

until ActualTrueCount = TargetTrueCount 

TargetTrueCount is the number of cells which will be set to TRUE and is calculated as 

the total number of array cells {J* M* R) multiplied by the resource factor for renewable 

resources, RF^. ActualTrueCount is a counter used to record the number of cells that have 

been set to TRUE. RRArray[j\m,r] is used to record the renewable resource requirements 

from pool r for mode m of activity j. 

As an example, assume we wish to apply the previous algorithm to a small project of 

10 activities. S4=2 modes, and R = 2 renewable resource pools. Table 21 represents 

the initial values for RRArray. 
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Mode 1 Mode 2 

Node Pooll Pool 2 Pooll Pool 2 

1 FALSE FALSE FALSE FALSE 

2 FALSE FALSE FALSE FALSE 

3 FALSE FALSE FALSE FALSE 

4 FALSE FALSE FALSE FALSE 

5 FALSE FALSE FALSE FALSE 

6 FALSE FALSE FALSE FALSE 

7 FALSE FALSE FALSE FALSE 

8 FALSE FALSE FALSE FALSE 

9 FALSE FALSE FALSE FALSE 

10 FALSE FALSE FALSE FALSE 

Table 21. Example Initial Renewable Resource Requirements 

Assume the value of Rf^ is 0.25. hi this case. 25% or 10 of the 40 cells in the previous 

table will be set to TRUE. The dummy source and sink are treated as special cases which 

require no resources, but are included in the calculation of the total cells to be set to 

TRUE. Therefore, this example requires that 10 of the 32 nondummy cells must be set to 

TRUE. An example result is given in Table 22. 
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Mode 1 Mode 2 

Node Pool 1 Pool 2 Pool 1 Pool 2 

1 FALSE FALSE FALSE FALSE 

2 TRUE TRUE FALSE FALSE 

3 FALSE FALSE TRUE FALSE 

4 FALSE TRUE FALSE FALSE 

5 TRUE FALSE FALSE FALSE 

6 TRUE FALSE TRUE FALSE 

7 FALSE FALSE FALSE FALSE 

8 FALSE TRUE FALSE FALSE 

9 FALSE TRUE FALSE TRUE 

10 FALSE FALSE FALSE FALSE 

Table 22. Examples Resource Requirements After RF Processing 

In the next resource assignment step, the Instance Driver Module will convert the TRUEs 

in Table 22 to units of demand. For every cell equal to FALSE, it will assign a resource 

demand of 0. For every cell equal to TRUE, it will assign a number for the resource 

requirement using the following; 

^jmr " ̂ jmr * RANDU ( AvgDmdModeM * DmdModeCh^^-* DmdVar, 

AvgDmdModeM * DmdModeCh^^' '"^*{1.0 ~ DmdVar)) 

The algorithm for generating renewable resource requirements is: 

fory = 2 to J-\ do 

form = 1 to Mdo 

for r = 1 to nRRPools do 

if RRArray[j,in^] = TRUE 
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RRArray[j,mj-] = RANDU (AvgDmdModeM* DmdModeCh^^^''^ * 

DmdVar,AvgDnidModeM* DmdModeCh^'^''"^ *(1.0 ~ DmdVar)) 

else 

RRArray[/,mj-] = 0 

end if 

end for 

end for 

end for 

An example of applying the previous algorithm to Table 22 for AvgDmdModeM = 24. 

DmdVar = 0.50. DmdModeChg = 0.75 is given in Table 23. 

Mode 1 Mode 2 

Node Pooi 1 Pool 2 Pooi 1 Pooi 2 

I 0 0 0 0 

2 18 24 0 0 

3 0 0 18 0 

4 0 34 0 0 

5 21 0 0 0 

6 15 0 21 0 

7 0 0 0 0 

8 0 24 0 0 

9 0 14 0 18 

10 0 0 0 0 

Table 23. Resource Requirements After Random Assignment 
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8.15 Calculation of Renewable Resource Pool Sizes 

The Instance Driver Module uses the resource strength, RS, to determine the total number 

of units of resources in each pool of renewable resources. The calculation is as follows: 

= Kminf- + ^Xi(,RS(^Kmaxf - Kminf)) 

J-\ 
R. R Kmin^ = max< min( A: f 

J=2 m=\ 

Kmaxjr = max{ X ^/m}} 
t = \  j = 2  

RND is a function that rounds a real value up or down to the nearest integer value. 

D 
Kmirtr is the number of units of resource required to ensure that there is a feasible 

solution to the scheduling problem. In other words, there is no resource feasible solution 

to the scheduling problem if the number of units of resource for any renewable pool r is 

R R set to a value less than Kmin^ . Kmax^. is the maximum number of units of renewable 

resource for which the scheduling problem is constrained by the resources in pool r. If the 

n 
units in pool r are greater than Kmax^ , then the availability will be such that each 

activity can be executed in the mode with the largest demand for resources from pool r 

and none of the activities will be required to wait for resources from pool r {i.e., neither 

mode selection or activity start time are constrained by resources in pool r). RS is used to 

calculate a number of units for pool r that lies somewhere between a resource infeasible 

problem and one which is not constrained by pool r resources. 



148 

D 
For the example shown in Table 23. the value of Kmin\ would be: 

D 
Kmin\ = max{ min{0. 0}, 

min{18. 0}. 

min{0. 18}. 

min{0. 0}. 

min{21. 0}, 

min{15, 21}. 

min{0, 0}, 

min{0, 0}. 

min{0, 0}, 

min{0. 0}} = max{0. 0. 0. 0. 0, 15. 0. 0. 0. 0} = 15 

n 

The value of KmaXr for pool r of renewable resources is the peak per period demand for 

resources from that pool. It is determined by scheduling all activities to begin at their 

earliest possible resource unconstrained start time in the mode which requires the 

maximum number of units of resource from pool r. then determining the period for which 

D 
demand for resources from pool r is greatest and setting the value of Kmax^ to the 

demand for resources from pool r for that period. If we assume that the peak demand for 

resources from pool 1 occurs in time period 1 when activities 1 and 2 both require 18 

n R R 
units, then Kmax\ = 36. Based on this, we can compute for RS = 0.50 as Kmin\ + 

RND(i?5*( Kmax^ - Kminf)) = 15 + RND(0.50»(36-15)) = 26. 
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8.16 Assignment of Nonrenewable Resource Requirements 

The process of determiiiing nonrenewable resource requirements is similar to that which 

is used for renewable resources. The RF^ value is applied to the generation of 

nonrenewable resources in exactly the same maimer as was just described for renewable 

resources. The actual unit requirements are also assigned in the manner equivalent to that 

which was just presented, namely; 

^Jmn ~ ̂ Jmn * RANDU {AvgDmdModeM • DmdModeCh^^-'"^ * DmdVar. 

AvgDmdMxkM* DmdModeCh^^''"^»(/.O - DmdVar)) 

For this implementation of our scheduling system, the values of AvgDmdModeM. 

DmdModeChg, and DmdVar are the same for all resources. Therefore, the differences in 

renewable and nonrenewable demand will be due solely to the randomness implemented 

by using the RANDU subroutine. 

8.17 Caicuiation of Nonrenewable Resource Pool Sizes 

As before, the Instance Driver Module uses the resource strength. RS. to determine the 

total number of units of resources in each pool of nonrenewable resources. However, in 

accord with the definition and purpose of RS. the calculation of nonrenewable resource 

pool sizes is modified since nonrenewable resources are consumed by the activities which 

use them. The new formulation, as given by Sprecher (1994) and Kolisch and Sprecher 

(1996) is: 
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= Kmini! +K^^{RS{Kmax^ -Kmin^)) 

Kmin^ = Y, 
y=2 

Kmax^ = ^ 
7=2 

/n=I 

Mj J  k r  

max{A:y;„„} 
/7l=l 

Kmin^ is tlie project's total demand for nonrenewable resources when all nondummy 

activities are executed in the mode m which requires the fewest units of resource from 

pool n. Kmaxj^ is the project's total demand for nonrenewable resources when all 

nondummy activities are executed in the mode m which requires the most units of 

nonrenewable resource from pool n. This formulation preserves the meaning and use of 

RS. As was true of Kmin^ for renewable resources. Kmin^ is the minimum number of 

resources that must be in pool n of nonrenewable resources to be certain that at least one 

resource feasible schedule exists. Kmax^ is the largest quantity of resources for which 

mode selection and activity start times will still be constrained by the resources in pool n. 

Thus, RS represents how severely the project is constrained by resources in nonrenewable 

resource pool n. 

8.18 Assignment of Periodically Renewable Resource Requirements 

The process of determining the demand for periodically renewable resources uses RF^. 

AvgDmdModeM, DmdModeChg, and DmdVar exactly as was described for renewable 

and nonrenewable resources. 
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8.19 Calculation of Periodically Renewable Resource Pool Sizes 

The proper manner of determining the pool sizes for periodically renewable resources is 

derived on the basis of the following two observations: 

• Periodically renewable resources are like nonrenewable resources in that they 

are consumed by the activities which use them. 

• Unlike nonrenewable resources, they are periodically replenished during the 

course of the project by some fixed quantity at some fixed time interval. 

Based on these observations, a periodically renewable resource pool can be viewed as 

identical to a nonrenewable resource pool during the time prior to replenishments. We 

will refer to the contiguous time periods prior to replenishments as project phases. 

As currently implemented, the Instance Driver Module assumes that periodically 

renewable resources will be initially stocked and replenished at fixed time periods by 

some fixed amount. The number of time periods between renewals for pool p of 

periodically renewable resources is called the renewal rate, RRp. The niunber of units of 

resource added to each pool p of periodically renewable resources is called the renewal 

quantity, RQp. For this study, RRp = H/nPhases for all p where H is the project's 

maximum possible makespan which is calculated as described in Chapter 2. The initial 

value for Kp is set equal to RQp where RQp is calculated as: 
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ROp = [Kmirip + KND{RS{KmaXp -  Kmirip))]  /  nPhases 

J - l  f  M j  

Kmirip = mm{kj„p} -
j=2['"-^ 

J - \ {  M ,  

Kmaxp = j max{^_^„} • 
y=2l'"=' J 

The formula for determining RQp is identical to that which was used for nonrenewable 

resources except for division by the number of project phases. We chose this formulation 

based on our observations at the start of this section regarding the similarity in nature 

between nonrenewable and periodically renewable resources. As was true of renewable 

P  P  and nonrenewable resources. Kmirip and KmaXp are the two extremes between a 

resource infeasible problem and a problem that is not constrained by resources from pool 

n where RS controls the tightness of the constraints. 

8.20 Problem Formulation 

Unlike the first implementation of the agent-based scheduler, the second implementation 

requires that precedence and resource requirements be formulated using the syntax of a 

general purpose language which was developed for this research. In this language, the 

precedence and resources requirements of activities are represented as an expression of 

the project state that must exist for precedence and resource feasibility. Activities are 

represented by An where n is the activity ID number. As described in Chapter 3. activities 

can be in exactly one of only four possible states: initial (I), eligible (E). active (A), or 

finished (F). There are six relational operators for activities: equal (EQ), not equal (NE). 
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less than (LT), greater than (GT). less than or equal (LE), and greater than or equal (GE). 

Statements containing these states and operators can be interpreted without ambiguity 

since activities must move from one state to another in a well-defined order; I^E^A^F. 

Thus, for example, the statement that an activity is "less than active" is interpreted to 

mean that the activity is in either the eligible or initial state. Here are some other example 

statements and the proper interpretations: 

AlEQI: activity 1 is in the initial state 

A2NEE : activity 2 is in some state other than eligible 

A3LTF : activity 3 is in the initial, eligible, or active state 

A4GTE : activity 4 is in the active or finished state 

A5LEE : activity 5 is in the eligible or initial state 

Resources are represented by R/?, N«, or Pn where R is a pool of renewable resources, N 

is a pool of nonrenewable resources, P is a pool of periodically renewable resources, and 

n is the pool number. The relational and logical operators that were applied to activity 

states can also be applied to resource states. Although the syntax of the language does not 

require it, the second operand in a statement regarding a resource pool will typically be a 

numeric value. Here are some example statements: 

R1EQ5 : renewable pool 1 contains exactly 5 units 

R2NE3 : renewable pool 2 contains some number of units other than 3 

N1LT8 : nonrenewable pool 1 contains less than 8 units 

N2GT5 : nonrenewable pool 2 contains more than 5 units 

P1LE4 : periodically renewable pool 1 contains 4 or fewer units 

P2GE6 : periodically renewable pool 2 contains 6 or more units 
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The language syntax requires that statements be enclosed in square brackets. The 

following is a valid statement of an activity requirement: [AIEQF]. The following is a 

valid resource requirement: [R1GE6]. 

The language also includes the six logical operators that can be used to express a 

relationship between activity and/or resource states. These logical operators are 

specifically intended to support our digital model as presented in Chapter 4. The 

operators are NOT, AND, OR. NAND, NOR. and XOR. The language syntax requires 

that logical relationships between activity or resource states be enclosed in parentheses. 

An example of a statement written using the correct syntax is ([A1EQF]AND[R1GE6]). 

This would be the correct way of expressing the precedence and resource constraints for 

an activity that is preceded by Activity 1 and must have 6 units of renewable resource 

from pool 1 of renewable resources. A more elaborate example statement is as follows: 

((((((((((([A1EQI]AND[A2NEE])0R[A3LTA])NAND[A4GTI])N0R[A5LEA]) 

X0R[A6GEI])AND[R1 GT2])NAND[R2LT5])OR[N I GE5])NAND[N2LE 10]) 

N0R[P1EQ3])X0R[P2NE8]) 

Although we could translate this lengthy statement into even lengthier sentences, the 

more important point is that the language is concise and unambiguous. As stated, the 

Instances Driver Module will convert all precedence and resource constraints into 

statements of this form using the language just described. 
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8.21 Assignment of Agent Priorities 

For our second implementation we will study 10 priority rules. The first eight rules are 

nearly identical to those discussed in the previous chapter, although some have been 

modified to better suit the more general problem being addressed in this chapter. The 

algorithms by which priorities for all 10 rules are calculated are given in the following 

paragraphs. 

Shortest Processing Time (SPT) Each agent j is assigned one priority for each of its Mj 

modes equal to: (-l)Jy^. 

Longest Processing Time (LPT) Each agent j is assigned one priority for each of its Mj 

modes equal to: dj^ • 

Fewest Immediate Successors (FIS) Priority for this rule is determined exactly as it was 

in our first implementation: (-l)|^i. 

Most Immediate Successors (MIS) Priority for this rule is also calculated exactly as it 

was for the first implementation: j^^i. 

Smallest Resource Requirement (SRR) For this rule, each agent is assigned one prioritv' 

for each of its Mj modes where the priority is the sum of the agent's total resource 

requirement across all pools of all resource types multiplied by -1. Thus, the priority for 

mode m for agent j is: 



156 

R S P ^ 

j^r=l n=\ p=\ J 

Greatest Resource Requirement (GRR) For this rule, each agent is assigned one 

priority for each of its Mj modes where the priority is the sum of the agents total resource 

requirement across all pools of all resource types. Thus, the priority for mode m for agent 

y is: 

R .V P 

r=\ n = \ p=\ 

Earliest Start Time (EST) For this rule, each agent is assigned one priority where the 

priority is set to {-l)ESTj and ESTj is determined for all j as: 

ESTx = EFT I = 0 

for / = 2 to J do 

Mj 
CPMdf= min {dim) 

•' m=\  ̂

ESTj = max{EFTi | / E. Pj} 

EFTj = ESTJ + CPMdj 

end for 

Earliest Due Date (EDD) For this priority, we note that the minimum late finish time is 

logically equivalent to the earliest due date (Alvarez-Valdes Olaguibel and Tamarit 

Goerlich, 1989). Thus, although this rule is based on the late finish time, we refer to it as 
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EDD. For this rule, each agent is assigned one priority equal to {-\)LFTj where LFTj is 

determined for all j as: 

J  M j  

LFTJ= LSTj= X max{djm) 
y=l m=\ 

for j = J-\ downto 1 do 

CPMdj= min {dj^} 
m=\ 

LFTj = minlLSF/1 / G Sj}; 

LSTj = LFTj-CPMdj 

end for 

Critical Path Short (CPS) For this rule, each agent is assigned one priority where the 

priority is set to 1 if the agent is on the critical path or set to 0 if not on the critical path. 

The critical path is determined using the traditional two-pass algorithm based on the 

shortest activity duration. Agent j is defined to be on the critical path if EFTj = LFTj 

(alternatively, ESTj = LSTj). The algorithm for determining EFTj and LFTj is as follows: 

EST\ = EFTi = 0 

fory = 2 to Jdo 

Mj 
CPMdj= min {d,y„} 

^ /7I=I ^ 

ESTj = max{£fT/ \ i G Pj}; 

EFTj = ESTj+CPMdj 

end for 

LFTj=EFTj 

LSTj= ESTj 
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for j = J-\ downto I do 

LFTj = niin{Z-.S7/1 / G 5^}; 

LSTj = LFTj - CPMdj 

end for 

Critical Path Long (CPL) For this rule, each agent is assigned one priority where the 

priority is set to 1 when the agent is on the critical path or set to 0 if not on the critical 

path. The critical path is determined using the traditional two-pass algorithm based on the 

longest activity duration. Agent j is defined to be on the critical path when EFTj = LFTj 

(alternatively, ESTj = LSTj). The calculation of EFTj and EFTj is as follows: 

EST\ = EFT\ = 0 

fory = 2 to J do 

CPMdj = max {dj^} 
/n=l 

ESTj - max (EFT/1 i S Pj}: 

EFTj = ESTj + CPMdj 

end for 

LFTj=EFTj 

LSTj=ESTj 

for J = J-l downto 1 do 

LFTj ~ minfZSr/ \ i G Sj}: 

LSTj = LFTj - CPMdj 

end for 
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8^2 Description of the Agent-Based Project Scheduler 

As was the case in the last chapter, we have two levels of mode selection: basic and 

enhanced. To this, we have added two types of prioritization: static and dynamic. Thus, 

we have four agent types: basic static, basic dynamic, enhanced static, and enhanced 

dynamic. In regard to mode selection, enhanced agents are more sophisticated than basic 

agents in their ability to choose an activity execution mode. In regard to prioritization, 

static priorities are assigned prior to the start of a simulation and do not change during the 

course of the simulation. Dynamic priorities are also assigned prior to the start of a 

simulation, but are updated repeatedly during the course of the simulation. 

The responsibilities of all four agent types is generally the same as was described in the 

previous chapter. Each agent is responsible for a single activity in regard to which it will 

monitor the simulation blackboard to determine when the activity is precedence and 

resource feasible. When the activity is precedence and resource feasible, the agent will 

remove the resources required from the blackboard and hold them for a time equal to the 

actual activity duration. When the activity is finished, the agent will return renewable 

resources to the blackboard. 

8.23 Basic Static Agent 

This is a basic agent which is defined as one which will move into the active state in the 

first precedence and resource feasible mode that it discovers. Furthermore, this is a static 

agent for which the priority calculated before the start of the simulation will not change 

during the course of the simulation. 
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8.24 Basic Dynamic Agent 

This is also a basic agent and. therefore, will become active in the first precedence and 

resource feasible mode it finds for its activity. However, its priority is reevaluated during 

the course of the simulation. 

8.25 Enhanced Static Agent 

This is an enhanced agent which will deliberate in regard to the best mode in which to 

become active. Upon determining there is an activity mode which is precedence and 

resource feasible, this agent type may choose to become active in that mode or another of 

its resource feasible modes. In this implementation of our scheduling system, an enhanced 

agent will choose to become active in the precedence and resource feasible mode for 

which the actual duration, is shortest. Ties are broken randomly. This is also a static 

agent so, as before, its priority does not change during the simulation. 

8.26 Enhanced Dynamic Agent 

This is an enhanced agent which will behave as just described in regard to mode 

selection. It is also a dynamic agent, so its priority will be updated during the simulation. 

8.27 Basic Agent Algorithm 

The algorithm which controls the behavior of basic agents is given here. Table 24 lists 

notation not given earlier which appears in the algorithm. 
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Symbol Definition 

EtoAj Time at which agent j went from the eligible to active state 

Clock Simulation clock 

Table 24. Additional Notation for Basic Agent Algorithm 

The basic agent algorithm is as follows: 

if (/• e InitialSet) and (/ G FinishedSet V / G Pj) then 

InitialSet = InitialSet I j 

EligibleSet = EligibleSet U j 

end if 

if (J e EligibleSet) and 

(yt^^^</:/^Vr=l.../?)and 

n=\. . .N) and 

l.../>)then 

EligibleSet = EligibleSet / j 

II 

k^ '^jmn 

II < - kP 
J f ^ P  

ActiveSet = ActiveSet U (/,/w) 

EtoAj = Clock 

end if 

if ((/,m) e ActiveSet)) and {{Clock - EtoAj) > djf^) then 

ActiveSet = ActiveSet / (/,m) 
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K^'K^+kf„,yr=\. . .R 

FinishedSet = FinishedSet U j 

end if 

8.28 Enhanced Agent Algorithm 

The algorithm which controls the behavior of enhanced agents is given here. Table 25 

lists notation not given earlier which appears in the algorithm. 

Symbol Definition 

EtoAj Time at which agent j went from the eligible to active state 

Clock Simulation clock 

Table 25. Additional Notation for Enhanced Agent Algorithm 

The enhanced agent algorithm is as follows: 

if (/ e InitialSet) and (/ e FinishedSet V i e Pp then 

InitialSet = InitialSet / j 

EligibleSet = EligibleSet U j 

end if 

if (/• e EligibleSet) and 

r=\. . .R.)3nd 

V « = 1 ...;V) and 

p= I. . .P)  then 

Mj 
choose m : dj j f i  = min {dj^f i)  

nt=\ 
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EligibleSet = EligibleSet / j 

Kf-K^- kf^  V r= \ . . .R 

K^'  K^-r ' l . . .R 

ActiveSet = ActiveSet U {j,m) 

EtoAj = Clock 

end if 

if ((/,m) e ActiveSet)) and {{Clock - EtoAj) > djffi) then 

ActiveSet = ActiveSet / (j\m) 

FinishedSet = FinishedSet U j 

end if 

8.29 Improved Simulation Execution Efficiency 

As each nondummy sink agent enters the finished set, there will possibly be one or more 

agents that will be precedence feasible as a result. Because of the numbering convention 

used for agent IDs, we can say that upon agent fs completion, agents with IDs ofy+l 

through J are potentially precedence feasible. However, it is rarely the case that all J-j+\ 

activities need be considered and we have implemented a mechanism in this version of 

our scheduler to take advantage of this as a means of improving simulation efficiency. 

Prior to the start of a simulation, a look ahead value, LA, is calculated based on 

J  
precedence relationships as: max {min{y-/: i e  P ; } } .  This tells us that for any agent j  

J=2 
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that enters the finished set. agents with IDs greater than j+LA need not consider the 

possibility of being precedence feasible. Thus, the number of agents checking for 

precedence feasibility is typically much less than J-j+\. 

8^0 Control of Nonrenewable Resource Consumption 

The incorporation of nonrenewable resources into this implementation of our scheduling 

system requires that a means be included to prevent excessive consiunption of these 

resources. The algorithm which does this relies on the computation of the potential future 

demand for nonrenewable resources, NRPFD. An NRPFD value is calculated for each 

pool n of nonrenewable resources. The value of NRPFD^j is computed as: 

y-1 
I 

y=2 

f  M j  
y A. 

m=\ 
jmn 

Mj 

This value serves as part of a mechanism that provides an indication of whether or not an 

allocation of nonrenewable resources at any point during a project simulation is likely to 

result in the eventual total consumption of all nonrenewable resources before the 

completion of the project. An example will demonstrate how the mechanism works. 

Assume a project consisting ofJ=5 activities with M=2 modes each has N = 1 pool of 

nonrenewable resources with demand given in Table 26. 
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ID Mode 1 Mode 2 

1 0 0 

2 10 30 

3 10 40 

4 10 20 

5 0 0 

Table 26. Example Demand for Nonrenewable Resources 

The minimum demand for nonrenewable resources will not be less than 30 units while 

the maximum demand will not be more than 90 units. The actual demand will depend on 

the mode in which each activity is executed. Since this cannot be known prior to a 

simulation, the NRPFD^ provides a mechanism for reducing the likelihood that the 

consumption of nonrenewable resources from pool n will exceed the total number of units 

available (assuming that the number of units initially available is at least adequate for the 

minimum possible demands of all agents). 

The NRPFDyi is the sum of the average demand for each activity where the average 

demand is taken to be the total demand for nonrenewable resources from pool n for all 

modes divided by the number of modes. Thus, the MRFFD„ for the requirements shown 

in Table 26 is (10+30)/2 + (10+40)72 + (10+20)/2 = 20 + 25 + 15 = 60. 

Assume the total number of nonrenewable units available in pool n is = 65. Also 

assume that Agent 1 is the only agent in the eligible state. Agent 1 will begin mode 
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selection by determining whether nonrenewable resources should be conserved. It does so 

by subtracting the NRPFDn from the units of nonrenewable resources currently available: 

- NRPFDfi = 65 - 60 = 5. Since the result is greater than 0. Agent 1 concludes that 

there is no need to conserve nonrenewable resources. Thus, it may choose to execute the 

activity assigned to it in either of the two modes. 

Assume Agent 1 chooses mode 2. As a result, it will reduce the available number of 

nonrenewable resources from = 65 to = 35. It will also remove its contribution 

from the NRPFDfi. ^ result, the new value of NRPFDfi will be 60 - (10+30)72 = 40. 

Agent 2 becomes eligible and follows the same procedure as Agent 1. However, Agent 2 

finds that the potential fiiture demand of NRPFDy, = 40 is greater than the number of 

nonrenewable resources currently available which was reduced to = 35 by Agent 1. 

Thus, Agent 2 will choose to conserve nonrenewable resources and become active in the 

mode which consumes the fewest units of nonrenewable resource {i.e.. mode 1). Agent 2 

will change the NRPFDfi to 15 and to 25. Finally, Agent 3 v^ll become eligible. It 

will find no need conserve nonrenewable resources and will behave accordingly. 

The example just given was for a project with only one pool of nonrenewable resources. 

For a project with multiple pools of nonrenewable resources, it may be necessary to 

conserve the resources in more than one pool. In this case, the agent will choose to 



167 

become active in the mode for which the sum of its demand for nonrenewable resources 

for all pjools requiring conservation is smallest. 

The decision to conserve or not conserve nonrenewable resources takes precedence over 

all other mode selection criteria. This is true for basic and enhanced agents. If this were 

not the case, experimentation shows that the system frequently fails to find resource 

feasible schedules. When there is no need to conserve nonrenewable resources, agent 

behavior is controlled by the algorithms given previously. When nonrenewable 

conservation is needed, the mode selection algorithm for basic and enhanced agents is: 

if (/ G EligibleSet) and 

r=\. . .R)wi 

choose m : £ kf„„ = i , : NRPFD„ > 
n=\ > I 

EligibleSet = EligibleSet / j 

K^-kf„„ Vr=l...« 

K^-kf„py r=\. . .R 

ActiveSet = ActiveSet U (J,m) 

EtoAj = Clock 

end if 
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831 Previous Computational Studies 

The parameters used for our computational study were selected on the basis of previous 

computational studies. Parameters used for several such studies are given in the following 

paragraphs. To provide meaningful comparisons, we have intentionally cited studies 

which used ProGen or problem generation methods similar to our own. However, because 

parameters for computational studies are not reported consistently, the information we 

have will vary from source to source. Also, some of the studies which follow are 

investigations of exact methods for finding optimal solutions to deterministic problems. 

For these, problem sizes are typically smaller than those addressed by heuristic 

approaches. We include the problem sizes of these studies only for the sake of 

completeness. 

Ahn and Erenguc (1998) J = 12. 14. 16, 18, 20, 22. 27. 32, 42, 52; .S,, = RANDU(1,2): 

\Pj\ = RANDU(3,3); \Sj\ = RANDU(1.3); \Pj\ = RANDU(1.3); Mj = 2; 

djrf j  = RANDU(5,10); R = 2: M=2-,  NC = 1 .8; RF^ = 0.5; RF^ = 1.0; RS^ = 0.2; 

RS^ = 0.7. 

De Reyck and Herroelen (1998) J = 10, 20. 30. 50; Mj=\; \ = RAND[2.4]; 

\Pj\ = RAND[2,4]; max |5y| = 3; max \Pj\ = 3;R = RAND[1,5]; dj^n = RAND[1,10]; 

= 0.25, 0.50, 0.75, 1.0; RS^ = 0.25. 0.50. 0.75. 
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Sprecher and Drexl (1998)7= 12. 14. 16. 18. 20; \S\ \ = 3; \Pj] = 3; min |^i - 1: 

max \Sj\ = 3; min |Py| = 1; max IPy] = 3; iVC = l.S; Mj= 1. 2. 3; /? = 1, 2. 3.4. 5; 

N= I, 2, 3; RFf^ = 0.5, 1.00;= 0.20, 0.25, 0.50. 0.70. 0.75. 1.00;= 0.5. 1.00; 

RS^ = 0.20. 0.25, 0.50, 0.70, 0.75, 1.00. 

KoUsch and Drexl (1997) J= 10. 30; NC = 1.5; Mj = 3; max \Sj\ - 3; max \Pj\ = 3; 

RF^ = 0.5. 1.0; RS^ for 10 node instances = 0.2. 0.5. 0.7, 1.0; 

RS^ for 30 node instances = 0.25. 0.50, 0.75; R = 2i N=2. 

Boctor (1996) y= 50, 100; Mj = RANDU(1.4); avg \Pj\ = RANDU[0,5]; /? = 1, 2, 4; 

djx = RANDU(1.15); dj^ = RANDU {dj^.^+\5IMj)) V m > 1; 

kjffif. = RANDU(1,5) such that the weighted average demand for each j is approximately 

the same for m; = Kavg^ + 0.40 (Kmax^ - Kavg^) where Kmax^ is calculated as 

described earlier and Kavg^ = where m is chosen such that djfn = min{^^>;j} and 

all j are executed at their earliest possible start time. 

Lee and Kim (1996) J= 50, 100, 150; iV^- = 1; /? = 1,4. 7; Resource constraints = loose, 

tight; djm = RANDU[1.10], \Pj\ = RANDU[1.5], |5y| = RANDU[1.5]; 

kjffif. for tight problems = RANDU[0,1]; kjffif for loose problems = RANDU[0,2/3]. 
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Sprecher (1994) J= 12; = 3; = RAND[1,10];/? = 2; iV= 2; iS,! =3; Pjy =3; 

min l^i = 1; max |.^-| = 3; min |F^-| = 1; max |Py| = 3; RF^ = 0.5. 1.00; 

= 0.20, 0.50, 0.70, 1.00; RF^ = 0.5, 1.00; RS^ = 0.20. 0.50. 0.70. 1.00. 

832 Problem Parameters for Network Generation 

The parameters used for our computational study are given in Table 27. We are 

specifically interested in large problems thus we generated networks of J = 2500, 5000. 

7500. and 10000 nodes which would be considered large in comparison to most which 

appear in the literature. The NC values of 1.5. 1.8. and 2.1 were chosen as being typical of 

existing studies as cited in the previous section. The values for maximum possible 

predecessors per node, max \Pj\ = 12, and maximum possible successors per node, max 

|.^-| = 12, were selected to be larger than the values that appear in most research 

publications. The value for the number of nodes immediately prior to the dummy sink. 

\PJ = 6, was determined experimentally and chosen to be as small as possible yet large 

enough to provide sufficient successor nodes for the potentially numerous deadends that 

might randomly occur during the generation of large networks. The value for the number 

of nodes immediately after the dummy source, iSj j =6, was chosen arbitrarily to be the 

same as \Pj\ .  
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Parameter Value(s) 
J 2500. 5000, 7500. 10000 

NC 1.5, 1.8, 2.1 
max \Pj\ 12 

max 15^1 12 

\ n  6 

\Sx\  6 
M  4 

AvgDurModel 12 
DurVar 0.50 

DurMode Var 0.75 
DurEstErr 0.10 

R.N.P 4 
A vgDmdModeM 128 

DmdVar 0.50 
DmdModeVar 0.75 

RfR^ RfP 0.25, 0.50. 0.75. 1.0 
RS^, RS^, RSf 0.2. 0.5. 0.8 

nPhases 4 

Table 27. Parameters used for Problem Generation 

833 Problem Parameters for Instance Generation 

The value for the number of modes. A/ = 4. was the same for all activities and was set to 

be similar yet slightly greater than that which is typically used in existing research. The 

value of the average estimated duration of activities when executed in mode 1. 

AvgDurModel = 12, was chosen to be similar to existing research. The value for duration 

variance, DurVar = 0.50, and the duration decrease for modes subsequent to mode 1. 

DurMode Var = 0.75, were selected such that the average duration of activities executed 

in mode m would be longer than the average duration of activities executed in mode m+1 

yet it would still be possible that dj^\ > djfn for some specific values ofy and m. The 

value of the error for estimated durations, DurEstErr = 0.10, was chosen to represent a 
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level of project uncertainty that would prevent duration estimates from being more 

accurate than ±10%. 

Values for the number of renewable and nonrenewable resource pools. /? = 4 and .V = 4. 

were selected to be representative of those found in existing research. The number of 

periodically renewable resource pools, P = A, was arbitrarily set to the same as R and .V. 

The value of the average demand for resources for activities executed in mode 4. the 

demand variance, DmdVar = 0.50, and the demand decrease for modes prior to mode 4. 

DmdModeVar = 0.75. were all set to such that the allocation of additional resources 

would be proportional, on average, to the corresponding reduction in activity duration. 

The specific value for AvgDmdModeM = 128 was set as the convenience for program 

testing. It was chosen as the smallest value for which the minimum, average, and 

maximum demand, on average, for modes 1, 2, and 3 would all be whole numbers. The 

values for resource factors and resource strengths for renewable and noru-enewable 

resources, = RF^ = 0.25, 0.50. 0.75, 1.00 and = RS^ = 0.2, 0.5, 0.8, were all 

chosen to be similar to those which appear in the existing research. The values of the 

resource factor and strength for periodically renewable resources, RF^ = 0.25, 0.50. 0.75. 

1.00 and RS^ = 0.2, 0.5, 0.8, were chosen to be equal to those for the other resource types. 

The value for the number of project phases, nPhases = 4. was chosen based on the 

assumption of a traditional project which typically has four phases: design, build, test, 

and implement. Note that periodically renewable resource pools will be replenished every 

HInPhases time periods regardless of the actual project duration. The decision to allow 
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indefinite replenishment of periodically renewable resources was made to avoid an 

otherwise implicit form of modeling project cancellation. Projects subject to cancellation 

are not part of this study. If they were, cancellations would be modeled explicitly rather 

than implicitly as the result of insufficient resources. 

834 Experiment Limitations 

The problems which were generated for this research did not make use of all of the 

supported logical and relational operators. The only relational operators in the generated 

problems were EQ and GE. The only logical operators were AND and OR. Note, 

however, that these operators are sufficient for representing the majority of the project 

scheduling problems which appear in the research literature. 

8.35 Computation Environment 

All programs for this study were implemented in the C language and all simulation 

experiments were run on an SGI 0rigin2000 supercomputer with 12 GB of memory and 

48 processors. All the required data structures are implemented as arrays or arrays of 

records. Once a problem is loaded, the entire simulation is performed in main memory 

with no further need for disk I/O until the simulation is complete and the results are 

written to an output file. 
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9. FULL COMPUTATIONAL STUDY BASED ON 
SECOND IMPLEMENTATION 

The computational study for our second implementation began with the generation of 12 

networks, one for each possible combination of network size (J= 2500. 5000, 7500. 

10000) and network complexity (NC = 1.5. 1.8. 2.1). We then generated for each of these 

12 networks, 20 problem instances for the 12 possible combinations of resource factor 

iRF= 0.25, 0.5, 0.75, 1.0) and resource strength (_RS = 0.2, 0.5, 0.8). Thus, the final result 

was 12* 12* 20 = 2880 projects to be used to test the performance of our schedulers. 

Each of the 2880 projects were scheduled using all four agent types: basic static, basic 

dynamic, enhanced static, and enhanced dynamic. For static agents, priorities were 

assigned using the 10 priority rules presented earlier. For dynamic agents, priorities were 

assigned using the EST, EDD. CPS, and CPL rules (the other six rules were not used 

since reprioritization after the start of the project would yield the same priorities as would 

be assigned prior to the start of the project). 

The total number of experiments for basic static agents is: 2880 problems * 10 priority 

rules = 28800. The total number of experiments for enhanced static agents is also 2880 

problems * 10 priority rules = 28800. The total number of experiments for basic dynamic 

agents is 2880 problems * 4 priority rules = 11520. The total number of experiments for 

enhanced dynamic agents is also 2880 problems * 4 priority rules = 11520. Thus, the total 
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number of experiments conducted as part of the study for our second implementation is 

28800 + 28800 + 11520 + 11520 = 80640. 

9.1 Computational Results 

Simulation results are shown in Tables 28 through 32. In Table 28. results are aggregated 

by agent type. In Table 29. results are aggregated by prioritization type. In Table 30. the 

results are broken out into four groups by agent and prioritization tvpe. In Table 31. 

results are aggregated by priority rule. Recall that the total number of experiments run for 

the EST. EDD, CPS, and CPL rules was greater than that for the other six rules. In Table 

32, results are broken out by agent type, prioritization type, and priority rule. 

Agent Type Makespan (Rank) Time (Rank) Failures 
Basic 19830 (2) 16.9 (1) 680 of 40320 (1.7%) 

Enhanced 13757 (1) 17.3 (2) 2372 of 40320 (5.9%) 

Table 28. Results By Agent Type 

Prioritization Type Makespan (Rank) Time (Rank) Failures 
Static 16894 (2) 2.8 (1) 2367 of 57600 (4.1%) 

Dynamic 16774 (1) 52.4 (2) 685 of 23040 (3.0%) 

Table 29. Results by Prioritization Type 

Agent and 
Prioritization Type 

Makespan (Rank) Time (Rank) Failures 

Basic Static 19915 (4) 2.6 (1) 676 of 28800 (2.3%) 
Basic Dynamic 19621 (3) 51-9 (3) 4 of 11520 (0.03%) 
Enhanced Static 13760 (2) 3.0 (2) 1691 of 28800 (5.9%) 

Enhanced Dynamic 13749 (1) 53.0 (4) 681 of 11520 (5.9%) 

Table 30. Results by Agent and Prioritization Type 
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Priority 
Rule 

Makespan (Rank) Time (Rank) Failures 

SPT 13890 (1) 2.8 (1) 404 of 5760 (7.0%) 
LPT 20062 (10) 2.8 (4) 171 of 5760 (3.0%) 
FIS 16783 (7) 2.8 (3) 158 of 5760 (2.7%) 
MIS 16777 (6) 2.8 (2) 168 of 5760 (2.9%) 
SRR 18773 (9) 2.8 (5) 177 of 5760 (3.1%) 
GRR 15295 (2) 2.8 (6) 630 of 5760 (10.9%) 
EST 16764 (3) 20.2 (7) 332 of 11520 (2.9%) 
EDD 16770 (4) 30.2 (10) 355 of 11520 (3.1%) 
CPS 16772 (5) 30.1 (9) 327 of 11520 (2.8%) 
CPL 16796 (8) 29.9 (8) 330 of 11520 (2.9%) 

Table 31. Results by Priority Rule 



177 

Agent Type Prioritization 
Type 

Priority 
Rule 

Makespan (Rank) Time (Rank) Failures 

Basic Static SPT 14014 (15) 2.5 (1) 219 of2880 (7.6%) 
Basic Static LPT 25985 (28) 2.6 (7) Oof2880 (0.0%) 
Basic Static FIS 19633 (25) 2.6 (3) 3of2880(0.1%) 
Basic Static MIS 19613 (19) 2.6 (5) 1 of2880 (0.0%) 
Basic Static SRR 23495 (27) 2.6 (6) Oof2880 (0.0%) 
Basic Static GRR 17034 (16) 2.7 (10) 447 of2880 (15.5%) 
Basic Static EST 19624 (22) 2.6 (9) 1 of2880 (0.0%) 
Basic Static EDD 19606 (18) 2.6 (4) Oof2880 (0.0%) 
Basic Static CPS 19627 (24) 2.6 (2) 3 of2880 (0.1%) 
Basic Static CPL 19624 (21) 2.6 (8) 2 of2880 (0.0%) 

Basic Dynamic EST 19627 (23) 38.1 (22) 1 of2880 (0.0%) 
Basic Dynamic EDD 19599 (17) 56.8 (25) I of2880 (0.0%) 
Basic Dynamic CPS 19634 (26) 56.4 (24) 2 of2880 (0.0%) 
Basic Dynamic CPL 19623 (20) 56.3 (23) Oof2880 (0.0%) 

Enhanced Static SPT 13768 (11) 3.0 (15) 185 of2880 (6.4%) 
Enhanced Static LPT 13764 (8) 3.0 (14) 171 of2880 (5.9%) 
Enhanced Static FIS 13775 (12) 3.0 (16) 155 of2880 (5.4%) 
Enhanced Static MIS 13768 (10) 3.0 (13) 167 of2880 (5.8%) 
Enhanced Static SRR 13742 (5) 3.0(17) 177 of2880 (6.1%) 
Enhanced Static GRR 13724 (2) 3.0 (11) 183 of2880 (6.4%) 
Enhanced Static EST 13758 (6) 3.0(12) 154 of2880 (5.3%) 
Enhanced Static EDD 13740 (4) 3.0 (20) 181 of2880 (6.3%) 
Enhanced Static CPS 13764 (7) 3.0(19) 153 of2880 (5.3%) 
Enhanced Static CPL 13800 (14) 3.0 (18) 165 of2880 (5.7%) 

Enhanced Dynamic EST 13702 (1) 37.1 (21) 176 of2880 (6.1%) 
Enhanced Dynamic EDD 13767 (9) 58.5 (28) 173 of2880 (6.0%) 
Enhanced Dynamic CPS 13731 (3) 58.4 (27) 169 of2880 (5.9%) 
Enhanced Dynamic CPL 13797 (13) 57.9 (26) 163 of2880 (5.7%) 

Table 32. Results by Agent Type. Prioritization Type, and Priority Rule 

The column labeled "Makespan" in each table provides the average makespan for projects 

and the relative ranking of the result compared to the others in the same table . The 

column labeled "Time" provides the average computation time required to generate 
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project schedules and the ranking of each compared to the other results. All times are 

given in seconds. The column labeled "Failures'' gives the number of projects for which 

no resource feasible schedule was found. Results are given as "x ofy' where x is the 

number of failures and>' is the total number of projects submitted for scheduling. The 

number in parentheses is the percentage of projects for which no feasible schedules were 

found. 

9.2 Discussion of Results: Overview 

In this section, we will present a detailed discussion and graphical analysis of our results. 

In particular, we will address the topics of schedule quality, computation time, and 

scheduling failures. For each of these topics, we will graphically compare results for the 

four agent types: basic static, basic dynamic, enhanced static, and enhanced dynamic. We 

will also graphically compare results for the 10 prioritization rules: SPT, LPT. FIS. MIS. 

SRR, GRR, EST, EDD. CPS, and CPL. In every case, we will consider how scheduling 

performance, computation times, and scheduling failures were affected by network size, 

network complexity, resource factor, and resource strength. 

In addition to our graphical analysis we have also carried out a detailed statistical 

analysis. We performed an independent groups /-test for all possible pairwise 

comparisons of agent types and all possible pairwise comparisons of priority rules. These 

comparisons were made for each level of the four independent variables (i.e., network 

size, network complexity, resoiurce factor, and resource strength) which appear in our 

graphical analysis. The dependent variables used for the r-tests were scheduling 
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performance and computation times. Some of the results will be discussed as part of the 

graphical analysis which follows. The complete results of all /-tests are provided in 

Appendix A of this document. 

93 Discussion of Results: Schedule Quality 

In Figure 20 we compare the scheduling performance of the four agent types in a plot of 

average project makespan versus network size, J. There are no statistically significant 

differences between the enhanced static and enhanced dynamic agents for any network 

size and our labeling in Figure 20 does not distinguish between the two. All other 

pairwise comparisons were statistically significant for all network sizes (refer to Tables 

A-1 through A-4). It is obvious ft-om Figure 20. however, that prioritization type had 

relatively little impact on scheduling performance compared to agent type. The maximum 

performance difference between basic static and basic dynamic agents occurs for 

J = 10000 and is less than 2%. In contrast, enhanced agents consistently outperformed 

basic agents and were able to generate project schedules with makespans approximately 

one third shorter in duration. These results occur because enhanced agents are more 

successful than basic agents in selecting activity execution modes with shorter realized 

durations. 
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Figure 20. Average Makespan Versus Network Size for Agent Types 

Figure 20 also shows that project makespan increases linearly as a function of network 

size. One would expect this since, all else being equal, projects with more activities will 

require more time to complete. The only way to schedule more activities without 

increasing makespan would be to increase concurrency which would violate our 

assumption that all else is equal. One would also expect a linear relationship due to the 

fixed level of concurrency. More specifically, we see in Figure 20 that makespans are 

equal to some fraction of the sum of all activity durations. The value of the fraction is a 

fimction of the level of concurrency and is constant across all network sizes which were 

considered. In this study, the average project makespan is approximately 3.2 times the 

network size (i.e., 3.2*J) for basic agents and 2.2 times the network size for enhanced 

agents (i.e., 2.2*J). 
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In Figure 21 we see a pattern of results that will be repeated several times in this analysis 

regarding the relative scheduling performance of the 10 prioritization rules. The two 

extremes are SPT and LPT where SPT is consistently the best performer and LPT the 

worst regardless of network size. The two next most extreme are SRR and GRR. The 

results for FIS, MIS, EST. HDD. CPS, and CPL are almost exactly at the midpoint 

between the extremes and there are no statistically significant differences between any 

two of these six rules for any network size (see Tables A-5 through A-8). 
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Figure 21. Average Makespan Versus Network Size for Priority Rules 

The explanation for the relative scheduling performance of the priority rules as shown in 

Figure 21 will apply to several of the plots which will follow. First, consider SPT versus 

LPT. All else being equal and given an objective of minimizing project makespan. SPT 
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will always outperform LPT simply because there is no reason to select an activity 

execution mode with a duration longer than the shortest available. However, when one 

considers time/resource tradeoff problems, as we have in this study, it is possible that 

LPT could perform well. Specifically, since durations and resource requirements are 

inversely related, higher levels of concurrency might be possible if activities are executed 

in longer duration modes. So although individual activities would require more time on 

average, the makespan of the project as a whole could be shortened. Thus, prioritization 

by LPT could yield shorter makespan projects through increased concurrency. Clearly, 

however, conditions which might favor the use of LPT were not included in this study as 

demonstrated by Figure 21 and other plots that will follow. As we will see. LPT 

consistently performed worse than all other rules regardless of circumstances while SPT 

consistently performed best. Certainly any increase in concurrency resulting from 

prioritization by LPT did not make up for the use of longer duration modes. 

Reasoning similar to that just given can also be used to explain the performance of SRR 

and GRR. Again, due to time/resource tradeoffs. SRR prioritization will favor longer 

duration execution modes while GRR will favor shorter duration execution modes. Thus, 

we see that SRR is the second worst performer and GRR is the second best. In regard to 

the remaining six rules, it is clear from Figure 21 that all perform equally well. None of 

these six rules use criteria directly derived from activity durations or resource demands, 

and their performance falls almost exactly midway between the two extremes. 
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In Figures 22 through 25, we show the results depicted in Figures 20 and 21 in four plots 

broken out by agent type and priority rule. In Figure 22, we see the pattern of results we 

just described for Figure 21 regarding the relative positions of the priority rules in the 

plot. In Figure 23, we see that the performance for the four CPM-based rules is nearly 

identical. This is the expected result since there is no reason to believe that priority 

assignment for an RCPSP based on CPM analysis will have any effect on the makespan 

of the project (for a detailed explanation of this, see Bowers, 1995). In Figure 24. we see 

that the performance for all 10 priority rules is nearly the same. This is because the rules 

which govern the behavior of enhanced agents will always generate an "SPT-like" result, 

since short duration activity execution modes are favored by enhanced agents regardless 

of the priority rule actually being applied. In Figure 25, we again see very little difference 

in results. In this case, the SPT-like behavior of the agents and the use of CPM-based 

priority rules are the cause. 
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Figure 22. Average Makespan Versus Network Size 
by Priority Rule for Basic Static Agents 
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Figure 23. Average Makespan Versus Network Size 
by Priority Rule for Basic Dynamic Agents 
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Figure 24. Average Makespan Versus Network Size 
by Priority Rule for Enhanced Static Agents 
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Figure 25. Average Makespan Versus Network Size 
by Priority Rule for Enhanced Dynamic Agents 



186 

In Figure 26 we compare the scheduling performance of the four agent types in a plot of 

average project makespan versus network complexity. There are no statistically 

significant differences between the basic static and basic dynamic agents for any of the 

three network complexities. Also, there are no statistically significant differences between 

the enhanced static and enhanced dynamic agents for any of the three network 

complexities. (See Tables A-9 through A-11.) As was the case in Figure 20. enhanced 

agents outperformed basic agents. On average, enhanced agents generated schedules with 

makespans approximately 69% of those generated by basic agents, regardless of network 

complexity. The explanation is the same as before; enhanced agents are more successfiil 

than basic agents in selecting activity execution modes with shorter realized durations. In 

Figure 26, there is a slight increase in makespan as a flmction of increasing complexity. 

The increase is approximately linear. It is a result of the higher average number of 

precedence constraints per node in networks of higher complexity. The effect of this is a 

reduction in the average number of concurrently active agents and, therefore, a small 

increase in project makespan. 
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Figiire 26. Average Makespan Versus Network Complexity for Agent Types 

In Figure 27 we compare the scheduling performance of the 10 priority rules in a plot of 

average project makespan versus network complexity. In this plot, we again see the same 

relative performance among the 10 rules that was evident in Figure 21. As before. LPT 

and SRR are worst while SPT and GRR are best. The remaining six rules fall midway 

between the extremes with no statistically significant differences between any two of 

them (see Tables A-12 through A-14). 
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Figure 27. Average Makespan Versus Network Complexity for Priority Rules 

In Figures 28 through 31. we show the results depicted in Figures 26 and 27 in four plots 

broken out by agent type and priority rule. As before, we see in Figure 28 the same 

relative performance for the 10 priority rules. In Figures 29 through 31. we see little 

difference in performance among the rules for the reasons given earlier. Also, in all four 

plots, we see a small increase in project makespan as a function of increasing network 

complexity. (Although the increase in makespan as a ftmction of network complexity 

appears to be greater in Figures 29. 30. and 31 than in Figure 28. note that this is because 

the y-axis in Figure 28 is zero based while the y-axis for the other three plots is not zero 

based). 
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Priority Rule for Basic Dynamic Agents 
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Figure 32 provides a comparison of scheduling performance as a fimction of the resource 

factor. The results generated by enhanced agents were significantly better than those 

generated by basic agents for all levels of resource factor. The enhanced agents 

outperform basic agents by roughly the same margin as was shown in Figures 20 and 26 

for the reason already discussed. In addition, the results generated by basic dynamic 

agents were significantly better than those generated by basic static agents for RF = 1.0. 

(See Tables A-15 through A-18). It is also appears in Figure 32 that makespan grows as 

the value is increased from 0.25 to 0.75. However, for /?F= 0.75 and 1.0. there is only 

a small additional increase in makespan for basic agents and an even smaller increase for 

enhanced agents. There are at least two possible explanations for this. First, if we assume 

that the makespans of projects for which no resource feasible schedule was found would 

have been greater, on average, than the makespans of projects which were successfully 

scheduled, then the average makespans shown in Figure 22 would all be artificially 

deflated. The amount by which the averages might be deflated would depend on the 

number of scheduling failures for each value of RF. 



192 

25000 

Basic Static 

20000 
e. 
gn 

Basic Dynamic 
15000 

Enhanced 

u 

5000 

0.25 0.5 0.75 1 

Resource Factor 

Figure 32. Average Makespan Versus Resource Factor for Agent Types 

As shown in Table 33. scheduling failures typically occurred more often for higher values 

of RF. (Basic dynamic agents are an exception for reasons that will be given later). Thus, 

the extent to which the average makespans may have been artificially deflated would be 

greater for higher values of RF. However, additional experimentation suggests this 

probably had only a small impact, if any, on the actual results. For the 20 additional 

experiments that were performed, it was found in every case that less than three activities 

remained to be scheduled at the point of failure. From this, it is possible to make a 

reasonably good estimate of what the worst case project makespan would have been by 

simply adding the durations of the unscheduled activities to the project's makespan at the 

point of failure. Having done this for all 20 additional experiments, it was found that 
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nearly all would have finished with makespans close to the average of those that were 

successfully scheduled. 

Agent Type /?F=0.25 RF=Q.5 i?F=0.75 ^F=1.0 
Basic Static 21 108 210 337 

Basic Dynamic 0 1 J 1 
Enhanced Static 17 229 670 775 

Enhanced Dynamic 7 85 278 311 

Table 33. Number of Scheduling Failures as a Function of RF 

A second possible explanation for the observations in Figure 32 appears to be better 

supported by additional experimentation. Table 34 shows the average time enhanced 

static agents spent in the eligible set as determined by scheduling five instances each of 

projects for which J = 10000, NC = 1.5. and RS = 0.5. Although the results are not 

entirely convincing, it is worth noting that the largest increase of time in the eligible set 

occurs between RF = 0.5 and RF = 0.75. This agrees nicely with Figure 32. 

/fF Value Total Time in 
Eligible Set 

Additional 
Time 

0.25 0 
0.5 343 343-0=343 

0.75 1148 1148-343=805 
1.0 1509 1509-1148=361 

Table 34. Time in Eligible Set Versus /?F Value 

To further support our explanation for the observations in Figure 32, Table 35 provides 

an illustration of how RF can effect the number of concurrently active agents and. 

therefore, the time agents spend waiting to become active. The example shown in Table 

35 is a single mode problem where the total demand for resources across J = 8 agents is 
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24 units. The value of /IF controls how this total demand is distributed. In Table 35. we 

assume all eight agents are eligible at the same time and consider how many will become 

active if AT = 15. The result, in the last line of Table 35. shows that the maximum number 

of active agents decreases until RF reaches 0.75 then stays at 5. Obviously, this example 

is carefully constructed to make our point. More experimentation would be required to 

determine the extent to which the effects demonstrated in the example actually occurred 

in our experiments. 

• ' 

Resource Demand 

J RF= 0.25 RF= 0.5 RF= 0.75 RF= 1.00 
1 12 6 4 J 
2 12 6 4 J 
3 0 6 4 J 
4 0 6 4 J 
5 0 0 4 J 
6 0 0 4 J 
7 0 0 0 J 
8 0 0 0 J 

Maximum number of 
ac t ive  agents  for  K=15 

7 6 5 5 

Table 35. Effect of RF on Concurrency 

In Figure 33 we compare the scheduling performance of the 10 priority rules in a plot of 

average project makespan versus resource factor. In this plot, we again see the same 

relative performance among the 10 rules. As before, LPT and SRR are worst while SPT 

and GRR are best. Once again, the remaining six rules fall midway between the extremes. 

This pattern is exactly as was seen earlier except for three cases. At /fF= 0.75. the 

performance differences for SPT versus GRR and LPT versus SRR are not statistically 
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significant. At RF = 1.0, the performance difference for LPT versus SRR is not 

statistically significant. (See Tables A-19 through A-22). 
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Figure 33. Average Makespan Versus Resource Factor for Priority Rules 

In Figures 34 through 37, we show the results depicted in Figures 32 and 33 in four plots 

broken out by agent type and priority rule. In Figures 35, 36. and 37. we see the same 

pattern of results as was observed in Figures 32 and 33 for the reasons already given. 

Figure 34, however, requires more explanation. First, although it is not evident in Figure 

34, the results for SPT, FIS, MIS. EST. EDD. CPS, and CPL all have the same fimctional 

form as was seen in Figures 32 and 33. Thus, for these observations, we again revert to 

the explanation already given. The results for LPT, SRR, and GRR are different. For LPT 

and SRR, the explanation is simple. Both of these rules are specifically intended to 
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counteract the effect of increasing RF. That is, while increasing RF will tend to reduce the 

number of concurrently active agents, applying LPT or SRR will tend increase the 

number of concurrently active agents. In Figure 34, it appears that the net result is a 

complicated interaction between the two forces. Although the results for GRR are even 

less clear, they suggest that the effect of an increase in the RF value is magnified when 

GRR is applied. Ultimately, more experiments are needed to precisely determine the 

exact causes of all the observations in Figure 34. 
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Figure 35. Average Makespan Versus Resource Factor 
by Priority Rule for Basic Dynamic Agents 
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Figure 36. Average Makespan Versus Resource Factor 
by Priority Rule for Enhanced Static Agents 
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Figure 37. Average Makespan Versus Resource Factor 
by Priority Rule for Enhanced Dynamic Agents 

Figure 38 is a plot of average project makespan versus resource strength. Again, the 

enhanced agents outperform basic agents regardless of resource strength due to their 

superior ability to choose activity execution modes with shorter realized durations. (See 

Tables A-23 through A-25 for the statistical analysis). Unlike previous cases, however, 

the superiority of the enhanced agents over basic agents is not constant, but rather less for 

RS = 0.2 than for RS = 0.8. This is caused by the increased need to conserve 

nonrenewable resources for lower values of RS as confirmed by additional experiments. 

Table 36 shows the average number of times each allocation type was used by enhanced 

static agents to schedule 20 instances each of ay= 2500 activity network with NC = 1.8. 

RF = 1.0 where priorities were assigned according to SPT. 
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Figure 38. Average Makespan Versus Resource Strength for Agent Types 

RS Value Conservative 
Allocation 

Normal 
Allocation 

0.2 1871 629 
0.5 788 1712 
0.8 0 2500 

Table 36. Allocation Type Versus Resource Strength 

When resources are scarce, as they are for low RS values, all four agent types will use 

conservative resource allocation more frequently. This mode selection algorithm, which 

is designed to conserve nonrenewable resources, is the same for all four agent types. 

Because of the coupling between activity durations and resource demands, choosing 

activity execution modes which conserve nonrenewable resources will result in projects 

with longer makespans. As RS increases, resources become more plentiflil and all agent 

types are less constrained in regard to mode selection. The decrease in makespan for 
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enhanced agents is greater relative to basic agents because enhanced agents are more 

aggressive in choosing shorter duration activity execution modes. Thus, there are two 

factors at work: more plentiful resources for larger values of RS and a greater tendency on 

the part of all agents to conserve resources for smaller values of RS. The net effect of the 

interaction of these two factors is a nonlinear reduction in average project makespan as a 

function of increasing values of RS. 

In Figure 39 we compare the scheduling performance of the 10 priority rules in a plot of 

average project makespan versus resource strength. In this plot, we see the same general 

relationship among the priority rules as was evident in Figures 21. 27. and 33. In this 

case, however, there are fewer significant performance differences a.tRS = 0.2 than for 

RS = 0.5 and 0.8 (see Tables A-26 through A-28). This is again due to the conservative 

allocation of nonrenewable resources. It also appears in Figure 39 that the reduction in 

makespan as resources become more plentiful, has a greater effect for the priority rules 

which are most greedy in seeking to become active in short duration execution modes. 

Put more simply, the greediest rules appear to get the most advantage from an increase in 

the level of available resources. Furthermore, the greedy rules appear to be rapidly 

reaching an asymptotic value beyond which no further decreases in project makespan are 

possible. (Note: The asymptotic value corresponds to shortest possible project makespan 

where every activity is executed in its shortest duration nonresource constrained mode.) 
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Figure 39. Average Makespan Versus Resource Strength for Priority Rules 

In Figures 40 through 43. we show the results depicted in Figures 38 and 39 in four plots 

broken out by agent type and priority rule. In Figure 40. we note the interesting 

observation that the performance of less resource greedy rules such as LPT and SRR is 

actually worse as resource availability increases. Intuitively, this makes perfect sense. It 

tells us there is no good reason for an agent to choose a longer duration activity execution 

mode when resources are sufficiently plentiful that shorter duration modes do not 

significantly reduce the average number of concurrently active agents. In Figures 41.42. 

and 43, we see results similar to those which appeared in Figures 38 and 39 for the 

reasons already provided. 
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9.4 Discussion of Results: Computation Times 

In our analysis of computation times, we will see as we did for scheduling performance 

that the four agent types again form two pairs. This time, however, the pairing is based on 

prioritization type. As will be shown, computation times for the pair of static agents and 

for the pair of dynamic agents are very similar across nearly all circumstances. Also, as 

one would expect, dynamic agents require more computation time than static agents in all 

cases. This is caused entirely by the time needed for the recomputation of priorities. Our 

first example of this is Figure 44. There are no statistically significant differences in 

computation times between the two types of static agents for any network size. For 

dynamic agents, the only statistically significant difference in computation times is for 

J= 10000. (See Tables A-29 through A-32). 

Another important distinction between static and dynamic agents, as evidenced in Figure 

44. is the growth in computation time as a fimction of network size. For static agents, the 

growth is nearly linear. For dynamic agents, the growth in computation time as a fimction 

of network size is n~ {i.e., if the project size doubles, the time needed to generate a 

schedule is four times longer). Also, as already mentioned, the time required by enhanced 

dynamic agents is slightly more than that required by basic dynamic agents at 7= 10000. 

In this case, the additional time is used for mode deliberation during which enhanced 

agents consume more time in the process of selecting an activity execution mode. 
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Figure 44. Average Computation Time Versus Network Size for Agent Types 

In Figure 45 we see a pattern of results that will be repeated several times in the analysis 

of computation times. Specifically, we will see that SPT. LPT. FIS. MIS. SRR, and GRR 

are nearly identical and require less computation time than the other rules in all 

circumstances. This is due entirely to the effect of dynamic reprioritization. For SPT. 

LPT, FIS, MIS, SRR, and GRR, there is no reprioritization since priorities based on these 

rules would not change regardless of when they are computed. For EST. priorities are 

recalculated many times during a simulation, but doing so requires only a forward 

traversal of the network. For HDD, CPS, and CPL, priorities are also recalculated many 

times, but these rules require a forward and backward traversal of the network. In light of 

these facts, we see the results we would expect for computation times in Figiire 45. For 

SPT, LPT, FIS, MIS, SRR, and GRR, there are no statistically significant differences for 
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any network size. There are also no statistically significant differences for EDD. CPS. and 

GPL. (See Tables A-33 through A-36) Finally, we see that computation time is a function 

of network size regardless of the prioritization rule. This is exactly as would be expected. 

For SPT, LPT, FIS, MIS. SRR. and GRR. the increase in computation time as a function 

of network size is nearly linear. For these rules, the average computation time for 

networks of J= 2500 nodes is 0.92 seconds while the average computation time for 

networks ofJ= 10000 nodes is 4.94 seconds. The computation times for EST grow much 

faster than this and the computation times for EDD. CPS. and CPL grow even faster. 

Again, this is due to the nature of the reprioritizations and depends on whether 0. 1. or 2 

traversals of the network are required. 
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Figure 45. Average Computation Time Versus Network Size for Priority Rules 
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In Figures 46 through 49. we show the results depicted in Figures 28 and 32 in four plots 

broken out by agent type and priority rule. In Figures 47 and 49. we again see the 

difference in computation times required by dynamic agents depending the number of 

networks traversals required for recompute priorities. In Figures 46 and 48. we see the 

nearly linear growth in computation time as a function of problem size. We have no 

explanation for why the results are not perfectly linear in Figures 46 and 48. However, we 

dismiss this result from flirther discussion since it does not have a significant impact on 

our research or our conclusions and therefore a complete explanation can be deferred 

pending additional experimentation. 
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Figure 49. Average Computation Time Versus Network Size 
by Priority Rule for Enhanced Dynamic Agents 

Figure 50 is a plot of average computation time versus network complexity. The 

statistical analysis of these results is given in Tables A-37 through A-39. Again, static 

agents require considerably less computation time than dynamic agents. As before, the 

additional time is needed for the recomputation of priorities. Also, there is a small, but 

statistically significant, difference in computation times between enhanced static agents 

and basic static agents. In this case, additional time is required by the enhanced agents for 

mode deliberation. Beyond this, a correct interpretation of the results is more difficult 

since there is no clear pattern for the two types of dynamic agents. Thus, we will defer 

any conclusions regarding the computation times for these agents until more experiments 

can be conducted. Regarding the growth in computation time as a function of complexity. 
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there is some increase for static agents with increasing complexity. This is due to the 

additional time needed to verify precedence feasibility when the average number of 

predecessors per node is increased. Logical reasoning would suggest that such an increase 

in computation time also occurs for dynamic agents. However, this cannot be confirmed 

statistically from our results. 
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Figure 50. Average Computation Time Versus Network Complexity for Agent Types 

Figure 51 is a plot of computation time versus network complexity for the 10 priority 

rules. Again, the rules are grouped together based on the number of traversals needed for 

reprioritization. For the SPT. LPT, FIS, MIS, SRR, and GRR group, there is an increase 

in computation time as the network complexity increases. This is due to the greater 
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number of predecessors that must be checked to verify precedence feasibility. (For the 

statistical analysis, see Tables A-40 through A-42.) 
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Figure 51. Average Computation Time Versus Network Complexity for Priority Rules 

Additional time to verify precedence feasibility for higher complexity networks is also 

needed for the EDD, CPS, and CPL rules, but rather than an increase in computation time 

for larger values of network complexity, we see the opposite. This can be explained by 

considering the mechanics of reprioritization. Reprioritization is necessary only when the 

eligible set is nonempty. Furthermore, the eligible set is less likely to be empty for low 

complexity ne^^o^ks. To see why, consider Figure 52. The two networks in this figure are 

identical except for their complexity. Note that for the lower complexity network, activity' 

4 will become eligible upon the completion of activity 2. Similarly, activity 5 will become 
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eligible upon completion of activity 3. Given that reprioritizations occur every time there 

is a change in the eligible set and assuming that activities 2 and 3 do not finish at the 

same time, the entrance of activities 4 and 5 into the eligible set will require two 

reprioritizations. Now consider the higher complexity network. In this case, activities 4 

and 5 become eligible only upon the completion of activities 2 and 3. Therefore, activities 

4 and 5 will become eligible at the same time regardless of the respective finish times of 

activities 2 and 3. Thus, only one reprioritization is needed as a result. Given that fewer 

reprioritizations are needed for higher complexity networks, the total computation time is 

less and the result is as seen in Figure 51. 

Lower Complexity 

Higher Complexity 

Figure 52. Networks of Different Complexities 
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The explanation of the observations in Figure 51 for EDD. CPS, and CPL also apply to 

EST. In this case, however, the impact as depicted in the figure is not as great. There are 

two reasons for this. First, as was true for all rules, the computation time is increased 

somewhat by the additional number of predecessors that must be checked to verify 

precedence feasibility. Second, the additional time needed for the number of 

reprioritizations is less for EST than for EDD. CPS, and CPL due to the number of 

required traversals. Thus for EST. we see that these two factors nearly balance one 

another and there is almost no change in computation time as a function of network 

complexity. 

In Figures 53 through 56, we show the results depicted in Figures 50 and 51 in four plots 

broken out by agent type and priority rule. In Figures 53 and 55. we see an increase in 

computation time as a function of increasing complexity for the reasons previously 

provided. Although this effect is not apparent in Figures 54 and 56, it is because the 

increase in computation time to verify precedence feasibility is very small relative to the 

total computation time needed by a dynamic agent due to reprioritization. 
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Figure 57 is a plot of average computation time versus resource factor which shows that, 

once again, static agents require less computation time than dynamic agents. As before, 

the difference is due to reprioritization. There is some growth in computation time for 

static agents as a fimction of the resource factor. This is because, for larger values of RF. 

more resource pools must be checked to determine the resource feasibility of an activity 

and therefore more time is needed. As for dynamic agents, we again hesitate to draw any 

specific conclusions since there is no apparent pattem in the computation times for these 

agents. (See Tables A-43 through A-46 for the statistical analysis of these results.) 
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Figure 57. Average Computation Time Versus Resource Factor for Agent Types 

In Figure 58, we again see the same relationship in computation times among the 10 

priority rules (See Tables A-47 through A-50). And we also see a small increase in 
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computation time as a fimction of the value. As just discussed, this is due to the 

additional time to verify the resource feasibility of activities. However, unlike earlier 

results, GRR requires slightly more computation time at RF = 1.0 than do SPT. LPT. FIS. 

MIS, and SRR. This is most likely due to a larger number of failed visits to the 

blackboard as a result of assigning higher priorities to agents which require more 

resources. Furthermore, this problem is magnified for higher values of RF. Thus, there are 

more total visits to the blackboard when priority is assigned by GRR and RF = 1.0 and 

therefore more computation time, on average, is required. (Recall that each agent will 

visit the blackboard as many times as required to find the resources necessary to become 

active.) 
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In Figures 59 through 62. we show the results depicted in Figures 57 and 58 in four plots 

broken out by agent type and priority rule. Results for the static agents in Figures 59 and 

61 show the same small increase in computation times as a function of resource factor, 

the cause of which has already been identified. Although we see no evidence of this for 

the dynamic agents in Figures 60 and 62, the reason is similar to that given for our 

observations in Figures 54 and 56. It is because the increase in computation time to verify 

resource feasibility is very small relative to the total computation time needed by a 

dynamic agent due to reprioritization. 
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Figure 59. Average Computation Time Versus Resource Factor 
by Priority Rule for Basic Static Agents 
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Figure 60. Average Computation Time Versus Resource Factor 
by Priority Rule for Basic Dynamic Agents 

09 

E 
H 
e 

3 fi. 
E o 

O 

0 .25 0 5 0 75 

Resource Factor 

SPT. LPT. 
FIS. MIS. 
SRR. GRR. 
EST. EDD. 
CPS. CPL 

Figure 61. Average Computation Time Versus Resource Factor 
by Priority Rule for Enhanced Static Agents 



220 

TH 

» 60 — EDO, CPS. 
on GPL ' 
g 50 

EST 
O 

1 
3 
S- 20 
S 
o 
U 10 

n 
0.25 0 5 0 75 1 

Resource Factor 

Figure 62. Average Computation Time Versus Resource Factor 
by Priority Rule for Enhanced Dynamic Agents 

Figure 63 is a plot of average computation time versus resource strength. Again, static 

agents require significantly less computation time than dynamic agents due to 

reprioritization. Also, there is a slight decrease in computation time for static agents as 

resource strength increases. Specifically, the average computation time decreases from 

3.11 seconds for RS = 0.2 down to 2.62 seconds for RS = 0.8. The explanation is similar 

to our earlier discussion regarding visits to the blackboard. That is, a review of the 

blackboard to determine resource feasibility by any particular agent is more likely to be 

successful when resources are plentiful (e.g., RS = 0.8) than when resources are scarce 

{e.g., RS = 0.2). Thus, the total number of visits to the blackboard by each agent will be 

fewer for larger values of RS. One more time, we hesitate to draw any specific 
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conclusions regarding a comparison of the computation times of the two types of dynamic 

agents. (See Tables A-51 through A-53 for the statistical analysis of these results.) 
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Figure 63. Average Computation Time Versus Resource Strength for Agent Types 

Figure 64. a plot of average computation time versus resource strength, is similar to 

Figure 63 for related reasons. (For the statistical analysis, see Tables A-54 through A-56.) 

Here again we see a small decrease in computation time for larger values of RS. As 

before, this is because the number of times each agent must check the blackboard before 

successftilly finding the resources it requires to move into the active set will be greater for 

smaller values of RS. For EST, EDD. CPS. and CPL we see a more obvious reduction in 

computation time as resources become more plentiful. The reason is similar to that given 

earlier for other results. When resources are scarce, the average number of concurrently 
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active agents is reduced so the number of reprioritizations per project increases. And 

again, the impact of this is more obvious for the two pass priority rules than for the one 

pass priority rules. 
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Figure 64. Average Computation Time Versus Resource Strength for Priority Rules 

In Figures 65 through 68. we show the results depicted in Figures 63 and 64 in four plots 

broken out by agent type and priority rule. In all four plots, we see the same reduction in 

computation times as RS increases for the reasons already provided. 
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9.5 Discussion of Results: Scheduling Failures 

Figure 69 is a plot of the percentage of failed projects versus network size where failed 

projects are defined as those for which no resource feasible schedule was found by our 

scheduling program. Failures occur because one or more pools of nonrenewable resources 

are entirely consumed before the completion of the project. From Figure 69. it does not 

appear that the likelihood of failure is a function of network size. This is the result we 

would expect since the number of units calculated and assigned to each pool of resources 

is determined in such a way it would not be influenced by network size. To see this most 

clearly, refer back to the algorithms given earlier for the computation of resource pool 

sizes. 

In regard to the differences between agent types, we see in Figure 69 that basic dynamic 

agents failed least often. There are two reasons for this. First, basic agents are less 

aggressive in seeking to become active in short duration modes than are enhanced agents. 

Given the time/resource tradeoff formulation of our projects, this corresponds to a lower 

total demand for resources thereby reducing the likelihood that any pool of nonrenewable 

resources will be entirely consumed before the completion of the project. The second 

reason basic dynamic agents fail least often is because the only priority rules tested by 

these agents are EST, HDD, CPS, and CPL. Under these rules, priority assignment is not 

a function of resource demand so there is no tendency to become active in modes with 

higher than average resource requirements. 
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The next most successful agent type in terms of low failure rate is the basic static agent. 

This agent type fails more often than the basic dynamic type because it does include 

priority rules which will tend to consume more resources. Finally, we see that the 

enhanced agents, both static and dynamic, fail most frequently. This is because these 

agent types are the most aggressive in seeking to become active in the shorter duration 

modes. Thus, they tend to consume more resources and. as a result, fail most frequently. 

The obvious differences in the minimum and maximum percentage of failures within 

agent type as a function of project size can be explained by considering the results of 

some additional experimentation. We scheduled 20 projects for which J = 2500. 

NC = 1.5, RF = 1.0. and RS = 0.2. These same 20 projects were scheduled four times 

using basic static, basic dynamic, enhanced static, and enhanced dynamic agents. Prior to 

scheduling, the initial number of units in each of the four pools of nonrenewable 

resources was recorded. After scheduling, the number of units remaining in each of the 

four pools of nonrenewable resources was recorded. From this, the average percent of 

nonrenewable resources which remained unallocated was determined. The results appear 

in Table 37. 
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Figure 69. Failures Versus Network Size for Agent Types 

From Table 37 and Figure 69. it is clear that the agent types with the most variation in 

likelihood of failure are also those which are consuming resources most aggressively. As 

a result, these agent types are most sensitive to the random variation in resource demands 

and so it would appear that differences in the likelihood of failure as a function of 

network size are simply due to randomness. Also recall from the experiments described 

earlier that failures tend to occur very late in the scheduling process. In other words, it is 

typically the case that resources are sufficient to schedule all but the last few activities. 

Thus, it would seem that failures are more likely to occur when the resource demands of 

the final few activities are greater than average, thereby making it impossible to find a 

resource feasible activity execution mode. 
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Agent Type 
Average percentage of nonrenewable 

resources which remained 
unallocated at end of project 

Basic Static 1.73% 
Basic Dynamic 1.81% 
Enhanced Static 0.18% 

Enhanced Dynamic 0.14% 

Table 37. Nonrenewable Resource Consumption by Agent Type 

In Figiire 70 we consider the likelihood of failure as a function of network size for the 10 

priority rules. In this figure, we see that the two most resource greedy rules resulted in the 

most scheduling failures. GRR failed most often and SPT. due to the time/resource 

tradeoffs, was the second most likely to fail. The remaining eight rules gathered, more or 

less, into a single group with little difference in failure rates among them. The 

explanation for the variance in failure rates within each rule is similar to that just given 

for the variance in failure rates within each agent type. That is. the rules which tend to 

come closest to the total consumption of resources have the most variance in failure rates. 

To highlight this. Table 38 provides a comparison of resource consumption for GRR. 

which favors execution modes with high resource demands, versus FIS. for which 

resource consumption is not part of the prioritization criteria. In these experiments, both 

rules were applied by all four agent types to schedule 20 projects each where 7= 2500. 

NC = 1.5, RF = 1.0, and RS = 0.2. We see from the results of these experiments in Table 

38 that GRR leaves considerably fewer units of unallocated nonrenewable resources and 

is, therefore, more sensitive to random variations in nonrenewable resource requirements. 
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FIS, in contrast, is less sensitive these variations. Thus, we see the kind of results 

illustrated in Figure 70. 
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Figure 70. Failures Versus Network Size for Priority Rules 

Rule Average percentage of nonrenewable 
resources which remained unallocated 

GRR 0.13% 
FIS 0.90% 

Table 38. Nonrenewable Resource Consumption by Rule 

In Figures 71 through 74, we show the results depicted in Figures 69 and 70 in four plots 

broken out by agent type and priority rule. The explanations just given account for all the 

observations in these four plots. However, we do note that in Figure 73. GRR and SPT 

are not so obviously set apart from the other eight rules as they are in Figure 71. Recall 

that this is because an enhanced agent has a tendency to behave in an SPT-Iike fashion 
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regardless of the priority rule it actually applies. Also note that although Figure 72 looks 

quite different from the others in terms of the variation in percentage of failures, this is 

actually because total number of failures for basic dynamic agents was very small. They 

were able to find feasible schedules for all problems except four. 
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Figure 73. Failures Versus Network Size 
by Priority Rule for Enhanced Static Agents 
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Figure 74. Failures Versus Network Size 
by Priority Rule for Enhanced Dynamic Agents 

Figure 75 is a plot of the percentage of failed projects as a function of network 

complexity. Here we see same relationship between agent types as was observed in 

Figure 69. However, we do not see any evidence of a relationship between failure rates 

and network complexity. This is the result we would expect since network complexity is 

not related to the demand for or availability of resources. 
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In Figure 76 we consider the likelihood of failure as a function of network complexity for 

the 10 priority rules. Again, we see the same relationships between the rules where the 

resource greediest are most likely to fail. And again, we see no evidence of a relationship 

between network complexity and likelihood of failure. 
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Figure 76. Failures Versus Network Complexity for Priority Rules 

In Figures 77 through 80. we show the results depicted in Figures 75 and 76 in four plots 

broken out by agent type and priority rule. Our observations and the explanations for 

them are the same as those already given. Namely, in Figure 77, we see that GRR and 

SPT fail most often due to their tendency to consume more resources. In Figure 78. we 

see the very small number of failures for basic dynamic agents due to the nature of the 

basic agent and the EST, EDD, CPS. and CPL rules. In Figures 79 and 80. we see the 

impact of the SPT-like behavior of enhanced agents. 
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by Priority Rule for Basic Dynamic Agents 
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Figure 80. Failures Versus Network Complexity 
by Priority Rule for Enhanced Dynamic Agents 
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Figure 81 is a plot of failures versus resource factor for the four agent types. Again, the 

same relationship between agent types is observed. In this case, however, failure is 

certainly a function of the RF value for three of the four agent types: basic static. 

enhanced static, and enhanced dynamic. This is because any agent with a nonzero demand 

for resources from any particular pool of resources will never request less than 27 units. 

(To see why, refer back to the algorithms given earlier for computing resource 

requirements.) Furthermore, as the /IF value increases, there will be more nonzero kjmr S. 

As a result, the mechanism for conserving nonrenewable resources becomes less effective 

in its ability to ensure that a resource feasible schedule can be found. As for the basic 

dynamic agents, the likelihood of failure does not appear to be influenced by the value of 

RF. To understand why. recall that basic dynamic agents are the least aggressive in 

seeking to become active in shorter duration activity execution modes. Thus, they have no 

tendency toward higher than average resource requirements. As a result, our mechanism 

for conserving nonrenewable resources is sufficiently effective for basic dynamic agents. 
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Figure 81. Failures Versus Resource Factor for Agent Types 

In Figure 82 we see the same general relationship among the 10 rules that has already 

been noted. That is. resource greedy rules fail most frequently. And again, the likelihood 

of failure is clearly a ftmction of the RF value. The explanation for this is the same as was 

just given for the observations in Figure 81. That is, as the number of nonzero kjmrS 

increases, the nonrenewable resource conservation mechanism is less likely to be 

successful in ensuring that a resource feasible schedule can be found. Also, as one would 

expect, the impact of this shortcoming is more pronounced for the most resource greedy 

rules. 
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Figure 82. Failures Versus Resource Factor for Priority Rules 

In Figures 83 through 86, we show the results depicted in Figures 81 and 82 in four plots 

broken out by agent type and priority rule. Our observations and the explanations for 

them are the same as already given for Figures 81 and 82. 
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Figure 87 is a plot of failures versus resource strength. Here, we see the influence of 

several factors. First, the differences between agent types are once again a function of 

their aggressiveness in seeking to become active in short duration modes. Second, as we 

saw earlier in Table 36, the mechanism for conserving nonrenewable resources is applied 

more often for RS = 0.2 and the likelihood of failure is thereby reduced for all agent types. 

Third, for RS = 0.8, resources are plentiful and so failures are rare. Finally, referring to 

both Table 36 and Figure 87, we see for RS = 0.5 that the scarcity of resources is 

apparently such that the conservation mechanism is not applied often enough to ensure 

that a resource feasible schedule can be found. As a result failures are most common for 

this value of RS. 
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Figure 88 is similar to Figure 87 and the same factors are at work. For small values of RS. 

the conservation mechanism is effective enough to significantly decrease the likelihood of 

failure. At high values of RS, resources are plentiful and. therefore, the fi-equency of 

failures goes down as a result. Finally, at RS = 0.5. the conservation mechanism that 

appears to work well for RS = 0.2 is less able to adequately conserve resources. 

In Figures 89 through 92. we show the results depicted in Figures 87 and 88 in four plots 

broken out by agent type and priority rule. Our observations and explanations are the 

same as those already given. 
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Figure 88. Failures Versus Resource Strength for Priority Rules 
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9.6 Conclusions 

In regard to the evaluation of our methods in an absolute sense, we cannot say much 

because we have no standards against which to make comparisons. There are no methods 

of which we are aware that are capable of providing an optimal solution to problems of 

the size and general nature which we studied. In fact, we are unable to find any research 

literature that addresses problems in the range of 2500 to 10.000 activities, even among 

that which considers heuristic procedures. (Although such research probably exists, it 

would surely be fair to characterize it as uncommon.) Several commercial scheduling 

tools are available which can solve problems of any size, but we do not know of any 

published information sources regarding their performance. With this in mind, our 

conclusions are limited primarily to comparisons within our own study. 

Our computational study which was described in Chapter 7 suggested that further agent 

enhancement might lead to still better scheduling capabilities. Our second computational 

study indicates that, in fact, this was true. Enhanced agents are better able to generate 

project schedules with shorter makespans across a variety of circumstances. Here, we will 

consider the nature of the advantage and how it is derived in detail. In doing so. we will 

focus primarily on our second computational study which was more general than the first. 

Recall that there are two fundamental differences between basic and enhanced agents. 

First, a basic agent will become active in the first resource feasible activity execution 

mode that it finds where the order in which it considers alternative modes will depend on 

the prioritization rule. For each mode, a basic agent will have a chance to access the 
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blackboard and consider the resource feasibility of the mode for which it acquired 

blackboard access. An enhanced agent will also have an opportunity to the review the 

blackboard for each mode. But once access is acquired, the enhanced agent is free to 

consider the resource feasibility of any or all of its alternative modes. 

Although the mode selection process we implemented is somewhat more complicated, the 

basic idea is that enhanced agents will seek to become active in modes with the shortest 

possible realized durations. Put another way. enhanced agents prefer the same modes that 

would, on average, have the highest priorities when the SPT rule is applied. This is 

important because we also saw in our evaluation of priority rules that SPT consistently 

provided the best results. Based on this, we can reasonably assume that the "SPT-like" 

behavior of the enhanced agents would be an advantage in reducing project makespans. 

In recognition of the value of SPT-like behavior for SPT-friendly project environments, 

we offer a word of caution. Although we apparently generated no such problem instances 

for our study, it is a simple matter to fabricate a project for which prioritization by LPT 

rather than SPT will provide a shorter project makespan. In fact, one could easily create 

projects that would tend to favor almost any priority rule over any other. That being the 

case, we do not know that enhanced agents would, in fact, provide better schedules for all 

projects. Although our results are encouraging, we know enhanced agents will not 

provide the best solution in all circumstances. However, rather than seeing this weakness 

of enhanced agents, we see it as a pathway toward further enhancement. It should be 
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possible to design an agent that knows when to behave in an "SPT-like" fashion and 

when to behave in some other manner. 

The second ftmdamental difference between basic and enhanced agents is the accuracy of 

the information available to each type. Basic agents have no awareness of realized 

durations. If this were not the case, basic agents applying the SPT priority rule would 

achieve the same level of performance, on average, as enhanced agents applying the SPT 

rule. However, this is not the case, because enhanced agents do have an awareness of 

realized durations that is not shared by basic agents. Recalling that realized durations may 

differ from estimated durations by as much as 10%. an awareness of realized durations is 

equivalent to eliminating a significant amount of uncertainty from the mode selection 

process. That being the case, we can also interpret our results as providing a measure of 

the value of reducing uncertainty or the range of uncertainty. In other words, when 

comparing the makespan of projects generated by basic versus enhanced agents, some of 

the difference in performance is surely due to the reduction of uncertainty. 

Using our simulation methods, we could experimentally evaluate the impact of 

uncertainty reduction by scheduling problem instances identical in every regard except 

the parameter which controls estimated uncertainties. By comparing results, we could 

derive an estimate of the value of, for example, a 5% reduction in uncertainty in terms of 

shortened makespan. Although we recognize that some uncertainty in unavoidable, this 

knowledge would still have practical value because there are surely some situations in 

which uncertainty can be reduced through more complete analyses. To the extent that 
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additional analysis and reductions in makespan both have quantifiable costs, one could 

make an informed decision regarding the usefulness of additional analysis in the manner 

we just described. 

In regard to the two types of prioritization we studied, dynamic prioritization required 

considerably longer computation times, but yielded only slightly better results in fewer 

than all cases. One possible explanation for this is that reprioritization was not 

retroactive. As an example of what we mean, assume we have a 10 activity project and 

we wish to give the highest priority to activities on the critical path. Our initial analysis 

determines that the critical path consists of activities 1—2—5—7—10. Now assume, 

based on this, resources are allocated to activities 1. 2. and 5. Later in the process, as part 

of  recalculat ing priori t ies ,  we f ind that  the cri t ical  path has changed to 1—3—4—7—10. 

From this new result, we see that activities 2 and 5 should not have had priorities higher 

than activities 3 and 4, but the resources have already been allocated. Our algorithms 

were not designed to be retroactive in that a later analysis was not used to undo actions 

taken on the basis of an earlier analysis. This is the most likely reason that the 

recalculation of priorities, as was done by dynamic agents, did not produce significantly 

better results than static prioritization. 

In so far as priority rules are concerned, SPT and GRR provided the shortest schedules 

while LPT and SRR performed worse than all others. As mentioned earlier, SPT and 

GRR are related in that GRR will tend to give high priority to activities with shorter 

durations due to time/resource tradeoffs. LPT and SRR are related in the same way except 
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they will both favor longer duration activity execution modes. In our discussion, we will 

focus primarily on these four rules since they provide the most insight into the nature of 

our problem instances and the schedules that were experimentally generated. 

The results we see in our experiments imply that the projects we generated were such that 

a reduction in concurrency that could result from favoring shorter duration modes did not 

significantly increase project makespans to the point that a rule like LPT would yield 

better results. There are several factors that can account for this and all of them interact in 

some way with activity durations and/or the degree of concurrent execution of activities. 

First, precedence requirements can be such that even for a low complexity network, there 

is essentially no scheduling decision to be made. Consider, for example, a 5 node network 

of 1 -'2—3—4—5. For such a case, it is clear there is only one possible schedule and no 

amount of reduction in resource requirements will increase concurrency. For such 

networks, SPT will always yield the minimum possible project makespan. High network 

complexities can. of course, also reduce the maximum possible concurrency by reducing 

the average size of the eligible set of activities. 

A second issue is resource requirements. If resources are plentifiil. then a rule like SPT 

which requires more resources in a time/resource tradeoff problem can still be used 

without decreasing the degree of concurrency. Problems such as this are, in effect, not 

constrained by resource requirements. SPT can also outperform LPT when the 

time/resource tradeoff is formulated such that small decreases in resource requirements 

are coupled with large increases in durations. In this case, it is more difficult to increase 
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concurrency and even where it can be increased, the added length of activity durations 

may more than offset the advantage of increased in concurrency. In other words, 

executing two activities sequentially where both require 3 units of time is better than 

executing them concurrently in a mode where both require 8 units of time. 

Our problems were formulated such that the issues we just described were not likely to be 

characteristic of entire projects, but that does not mean such circumstances could not 

occur in isolated cases. Aside from that, however, our problems clearly favored the 

application of SPT and SPT-like rules such as GRR. We took care to generate problems 

which we found to be common in the research literature. So to the extent that one wishes 

to schedule real projects within the bounds of the parameters we used to generate our 

problem instances, it appears that SPT and related priority rules, such as GRR. are good 

choices. 

As to the other priority rules: FIS, MIS. EST. EDD. CPS, and CPL. additional 

experiments suggest that these perform the same as would random prioritization. From 

this it seems that, at least for the types of projects we considered, one could simply guess 

which activities should get priority and perform as well as these rules. It may also suggest 

that any rule which is not explicitly or implicitly a fimction of activity durations and 

resource requirements may be no better than guessing. In stating this, we are also 

promoting the notion that the performance of a rule based on random assignment of 

priorities ought to be considered the worst acceptable. In other words, performance equal 
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to or worse than random prioritization is the same as guessing and therefore has no more 

value than guessing. 

To this point we have ignored the issues of computation time and frequency of failures. 

So far as computation time is concerned, our results allow us to do this. We found that the 

more computationally intensive dynamic prioritization approaches do not produce 

significantly better results and, therefore, we can disregard them from further 

consideration. Frequency of failures, however, deserves more attention. Here, we found 

that the approaches which produce shorter average makespans are also those that tend to 

fail most often. In this case, there is clearly a tradeoff between performance and the 

likelihood of failure. We identified the reason for this earlier when we stated that the 

approaches which fail most often are those which are most aggressive in regard to 

durations and resource consumption. 

As a research issue, the failure rates we found are difficult to put into context. Failure 

rates in studies of resource-constrained project scheduling are not always published. 

Furthermore, those which we did find in the research literature did not address problems 

of the same general nature which we considered in this study. Given that the likelihood of 

failure is surely a function of the generality of the problem, the results of previous 

research are therefore not comparable to ours. That being the case, the only comparisons 

we can make are within our study as we have done in the earlier parts of this chapter. 
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As a practical matter, the extent to which the failure rates we found would be acceptable 

is a fimction of circumstances. If a tool must be applied to a problem some number of 

times before it produces a feasible solution, the extent to which this is acceptable depends 

on the interaction of at least three issues. First, what is the number of times? All else 

being equal, 5 times is obviously better than 10 times. Second, how much time does each 

application require? Even 100 applications of the tool may be reasonable if each requires 

less than one second. Finally, how much better are the results relative to the additional 

effort? Applying the tool even twice might be considered too much trouble if the result is 

only 1% better. On the other hand, considerably better results can justify the additional 

effort. 

Although it is clearly a matter of subjective judgement, the better of our scheduling 

approaches, if applied to real world projects, might fail too often for most user's tastes. 

For our research, we had access to a very powerful computer which was able to solve 

even the most time consuming problem instances in three minutes or less. Under these 

circumstances, the inconvenience of failure is relatively small. Unfortunately, a less 

powerful computer would require considerably more time. This problem, however, could 

easily be resolved. Failures occur for one reason only: insufficient quantities of 

nonrenewable resources to satisfy all demands. This can be overcome by tuning the 

mechanism that conserves the resources to be more aggressive. Solution quality would 

suffer somewhat as result, but the extent of reduction in quality and the degree to which it 

would be acceptable is an issue for future research. 
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9.7 Suggestions for Future Research 

Our results suggest that still more agent enhancement may be worthwhile. In this section 

we consider several possibilities. First, we may wish to develop agents which are capable 

of determining the best prioritization rule for themselves. Of course our results suggest 

that SPT is always the best choice. But we know, at least in theory, this is not universally 

true. Thus, agents would be more powerful to the extent that they could evaluate the 

nature of a project for themselves and determine which prioritization rule will yield the 

best results. 

In this work, we have also used the same type of agent for all experiments, but this need 

not be the case. In other words, there is no reason that would prevent agents from 

applying different priority rules to the same problem instance. Assume for example that 

we designate some activities as being particularly important to the successfiil outcome of 

the project. For these, we may wish that agents be especially aggressive in seeking larger 

than average resource allocations to better emphasize the significance of these activities. 

In contrast, agents for other less important activities might choose to use as few resources 

as possible even if that means that activity will require more time. In this fashion, we 

could think of all agents as taking some position along a continuum from highly 

competitive to highly cooperative. 

Agents could also be designed that could take account of their own history as a means of 

determining how competitive they ought to be. Consider, for example, an agent that has 

been in the eligible set for an unusually long time. Upon recognizing this, such an agent 
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might choose to increase its own priority so that it may finally acquire the resources it 

needs to move into the active set. This is very much like a traditional process scheduling 

algorithm called aging used in computer systems to ensure that no user's process is 

repeatedly delayed for an excessively long time (Silberschatz. et.al.. 1991). Aging is 

typically considered a mechanism that ensures fairness in allowing access to system 

resources for all users in a reasonable time. Thus, aging would function much the same 

for agents in ensuring that no agent remains in the eligible set significantly longer than all 

other agents. 

hi regard to our model of a project, still more generalization can be justified. First, 

durations as we have modeled them are a function of the number of resources assigned to 

an activity. While this is reasonable to a degree, we recognize that activity durations may 

also be a function of the quality of the resources assigned to the activity. Consider, for 

example, the assignment of personnel to a particular task. Surely the amount of time 

required to complete the task will not only be a function of the number of personnel 

assigned to it. but also their individual experience, skills, and abilities. Thus, it seems 

natural that task durations should be defined to take this into account (see Knotts. et.al., 

1998a for an example of how such an idea can be implemented using our model). 

In regard to modeling resources, our model is limited to three types: renewable, 

nonrenewable, and periodically renewable. Renewable and nonrenewable are the two 

resource types that typically appear in the literature. We added periodically renewable 

which is somewhat of a hybrid combining characteristics of doubly-constrained resources 
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and resources subject to flow rates. That said, however, surely these three do not cover all 

possible resource types. Consider a type of resource similar to nonrenewable except that it 

is subject to a consumption rate that is a fimction of who uses it or how it is used. As a 

specific example, a construction project might require the cutting and laying of ceramic 

tile where the quantity of tile needed might depend on the cutting skills of the 

construction worker. In other words, a more skilled worker may generate less wasted tile 

as a result of poor cutting techniques. Thus, the total requirement of the resource for the 

specific task is a fimction of the individual personnel assigned to the task. 

Although we have proposed several directions to take in fiittire research, what is badly 

needed is guidance in determining which direction would be of the most practical value. 

In fact, we have every reason to wonder about the usefulness of the work which has just 

been described. Regardless of how effective our agent-based approach may be for the 

types of projects we addressed, the existing research literature provides very little 

information about the nature of real projects. In our case, we generated test projects on 

the basis of several parameters, but we do not know how closely the resulting projects 

resemble real projects. What is needed are careful and complete studies of the natiore of 

real projects with an emphasis on how we can translate the results into a set of parameters 

by which similar projects can be automatically generated for future experiments. Such 

research, in fact, is a continuing need since the nature of projects changes with time. 
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APPENDIX A. STATISTICAL ANALYSIS OF RESULTS 

This appendix contains the pairwise /-tests that were done on the basis of the data 
generated by the second implementation of our project scheduling tool. Each table of data 
corresponds to a particular graph which appears in the body of this document. 

A.1 Statistical Comparisons of Makespans 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 3.95* 79.24* 63.50* 

Basic Dynamic 59.58* 57.73* 
Enhanced Static 0.04 

Table A-1. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network size of 2500 (*significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 3.89* 80.90* 63.04* 

Basic Dynamic 61.30* 57.29* 
Enhanced Static 1.11 

Table A-2. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network size of 5000 (*significant at /kO.10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 3.89* 78.71* 62.64* 

Basic Dynamic 58.98* 56.72* 
Enhanced Static 0.03 

Table A-3. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network size of 7500 (*significant at /kO.IO) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 3.96* 79.88* 63.57* 

Basic Dynamic 60.43* 58.26* 
Enhanced Static 0.05 

Table A-4. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network size of 10000 (*significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 25.80* 15.48* 15.22* 22.44* 7.52* 17.59* 17.53* 17.60* 17.75* 
LPT 14.04* 14.29* 5.17* 19.83* 17.79* 17.88* 17.75* 17.59* 
FIS 0.30 9.25* 7.93* 0.48 0.58 0.46 0.29 
MIS 9.53* 7.65* 0.13 0.22 0.11 0.06 
SRR 15.88* 11.62* 11.72* 11.59* 11.42* 
GRR 8.67* 8.60* 8.69* 8.85* 
EST 0.11 0.02 0.24 
EDD 0.14 0.35 
CPS 0.21 

Table A-5. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for network size of 2500 (*significant at /KO. 10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 25.95* 15.89* 15.62* 22.73* 7.48* 18.20* 18.10* 18.16* 18.29* 
LPT 13.81* 14.12* 5.03* 19.79* 17.44* 17.55* 17.49* 17.34* 
FIS 0.34 9.17* 8.28* 0.33 0.47 0.38 0.23 
MIS 9.49* 7.98* 0.06 0.07 0.01 0.16 
SRR 16.04* 11.40* 11.53* 11.45* 11.30* 
GRR 9.21* 9.10* 9.17* 9.31* 
EST 0.17 ^ 0.06 0.12 
EDD 0.10 0.29 
CPS 0.19 

Table A-6. Results of /-tests for edl pairwise comparisons of makespans by priority rule 
for network size of 5000 (*significant at /KO.IO) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 25.62* 14.85* 14.91* 22.43* 7.36* 17.43* 17.24* 17.37* 17.43* 
LPT 14.26* 14.19* 4.96* 19.71* 17.51* 17.76* 17.58* 17.52* 
FIS 0.06 9.76* 7.44* 0.12 0.12 0.04 0.11 
MIS 9.69* 7.50* 0.04 0.20 0.02 0.04 
SRR 15.97* 11.64* 11.90* 11.72* 11.65* 
GRR 8.69* 8.47* 8.62* 8.69* 
EST 0.31 0.09 0.00 
EDD 0.21 0.30 
CPS 0.08 

Table A-7. Results of Mests for all pairwise comparisons of makespans by priority rule 
for network size of 7500 (*significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 26.10* 15.66* 15.69* 23.01* 7.44* 18.32* 18.15* 18.20* 18.30* 
LPT 14.19* 14.20* 4.89* 19.94* 17.46* 17.73* 17.63* 17.50* 
FIS 0.01 9.73* 8.05* 0.13 0.11 0.03 0.09 
MIS 9.73* 8.08* 0.11 0.13 0.05 0.07 
SRR 16.34* 11.62* 11.89* 11.79* 11.66* 
GRR 9.37* 9.17* 9.23* 9.34* 
EST 0.30 0.20 0.04 
EDD 0.10 0.26 
CPS 0.15 

Table A-8. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for network size of 10000 (*significant at /7<0.10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 1.93 45.72* 33.43* 

Basic Dynamic 35.45* 29.21* 
Enhanced Static 0.14 

Table A-9. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network complexity of 1.5 (*significant at p<Q. 10) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 1.47 45.48* 33.07* 

Basic Dynamic 35.73» 29.23* 
Enhanced Static 0.13 

Table A-10. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network complexity of 1.8 (*significant at /KO. 10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 1.41 45.93* 33.38* 

Basic Dynamic 36.07* 29.41* 
Enhanced Static 0.06 

Table A-11. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for network complexity of 2.1 (*significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 18.38* 9.74* 9.86* 15.36* 5.01* 11.07* 11.16* 11.21* 11.24* 
LPT 10.00* 9.90* 3.79* 13.86* 12.09* 12.04* 11.97* 12.00* 
FIS 0.12 6.38* 4.65* 0.02 0.09 0.16 0.16 
MIS 6.27* 4.77* 0.11 0.04 0.02 0.02 
SRR 10.59* 7.55* 7.50* 7.42* 7.44* 
GRR 5.31* 5.40* 5.45* 5.47* 
EST 0.09 0.17 0.17 
EDD 0.08 0.08 
CPS 0.00 

Table A-12. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for network complexity of 1.5 (*significant at p<0.10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 17.87* 10.07* 9.98* 15.03* 4.51* 11.18* 11.25* 11.24* 11.30* 
LPT 9.19* 9.24* 3.45* 13.75* 11.26* 11.21* 11.24* 11.12* 
FIS 0.07 5.81* 5.46* 0.19 0.14 0.16 0.06 
MIS 5.86* 5.37* 0.11 0.05 0.07 0.01 
SRR 10.73* 7.07* 7.02* 7.05* 6.94* 
GRR 6.00* 6.06* 6.04* 6.12* 
EST 0.06 0.04 0.15 
EDD 0.02 0.09 
CPS 0.11 

Table A-13. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for network complexity of 1.8 (•significant at p<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 17.96* 10.13* 10.03* 15.42* 5.19* 11.42* 11.39* 11.37* 11.54* 
LPT 9.13* 9.19* 3.15* 13.13* 11.05* 11.07* 11.11* 10.93* 
FIS 0.08 6.08* 4.81* 0.04 0.08 0.11 0.07 
MIS 6.15* 4.72* 0.04 0.01 0.01 0.17 
SRR 10.40* 7.26* 7.29* 7.32* 7.14* 
GRR 5.41* 5.37* 5.35* 5.52* 
EST 0.04 0.07 0.15 
EDD 0.03 0.19 
CPS 0.22 

Table A-14. Results of Mests for all pairwise comparisons of makespans by priority rule 
for  ne twork  complexi ty  of  2 .1  (*s igni f icant  a t  fXO.  10)  

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 0.31 50.62* 36.07* 

Basic Dynamic 42.30* 33.81* 
Enhanced Static 0.07 

Table A-15. Results of r-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource factor = 0.25 (*significant at /KO.IO) 
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Basic Dynamic Enhanced Static Enhanced Dvnamic 
Basic Static 0.58 43.72* 31.16* 

Basic Dynamic 35.34* 28.24* 
Enhanced Static 0.54 

Table A-16. Results of r-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource factor = 0.5 (•significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dvnamic 1 
Basic Static 1.39 31.20* 23.53* 1 

Basic Dynamic 23.74* 28.18* 
Enhanced Static 0.61 

Table A-17. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource factor = 0.75 (*significant at /7<0.10) 

Basic Dynamic Enhanced Static Enhanced Dvnamic 
Basic Static 3.29* 34.19* 24.88* 

Basic Dynamic 24.67* 20.15* 
Enhanced Static 0.00 

Table A-18. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource factor = 1.0 (^significant at p<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 18.81* 11.51* 11.51* 14.59* 8.04* 12.88* 12.88* 12.89* 12.92* 
LPT 9.09* 9.08* 5.64* 12.14* 11.09* 11.09* 11.08* 11.05* 
FIS 0.00 3.63* 3.55* 0.01 0.01 0.02 0.05 
MIS 3.62* 3.55* 0.00 0.00 0.01 0.04 
SRR 7.04* 4.26* 4.26* 4.25* 4.22* 
GRR 4.06* 4.05* 4.07* 4.10* 
EST 0.00 0.01 0.04 
EDD 0.01 0.05 
CPS 0.03 

Table A-19. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource factor = 0.25 (*significant at /7<0.10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 16.17* 9.37* 9.36* 13.78* 4.64* 10.73* 10.74* 10.87* 10.79* 
LPT 8.01* 8.05* 3.12* 12.13* 9.57* 9.59* 9.45* 9.53* 
FIS 0.03 5.03* 4.76* 0.14 0.13 0.28 0.19 
MIS 5.07* 4.74* 0.17 0.17 0.31 0.23 
SRR 9.48* 5.83* 5.85* 5.70* 5.79* 
GRR 5.55* 5.55* 5.69* 5.61* 
EST 0.00 0.16 0.06 
EDD 0.17 0.07 
CPS 0.10 

Table A-20. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource factor = 0.5 (^significant at p<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 13.35* 6.88* 6.96* 11.68* 1.68 7.59* 7.75* 7.55* 7.92* 
LPT 7.35* 7.25* 2.00 11.75* 9.03* 8.83* 9.08* 8.71* 
FIS 0.09 5.41* 5.15* 0.24 0.05 0.29 0.09 
MIS 5.31* 5.24* 0.36 0.17 ^ 0.41 0.02 
SRR 10.05* 6.64* 6.44* 6.69* 6.31* 
GRR 5.60* 5.77* 5.56* 5.93* 
EST 0.23 0.05 0.41 
EDD 0.29 0.18 
CPS 0.47 

Table A-21. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource factor = 0.75 (*significant at /7<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 14.28* 7.01* 6.89* 13.10* 3.53* 7.82* 7.80* 7.87* 7.83* 
LPT 8.30* 8.35* 1.39 10.57* 10.07* 10.17* 10.07* 10.09* 
FIS 0.09 6.94* 3.18* 0.12 0.18 0.09 0.13 
MIS 7.00* 3.07* 0.00 0.07 0.01 0.01 
SRR 9.37* 8.38* 8.48* 8.38* 8.40* 
GRR 3.48* 3.44* 3.52* 3.48* 
EST 0.08 0.03 0.01 
EDD 0.11 0.06 
CPS 0.04 

Table A-22. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource factor = 1.0 (^significant at /KO.IO) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 1.35 10.84* 8.34* 

Basic Dynamic 7.06* 6.05* 
Enhanced Static 0.25 

Table A-23. Results of r-tests for all pi^irwise comparisons of makespans by agem and 
prioritization type for resource strength = 0.2 (*significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 3.90* 62.48* 43.31* 

Basic Dynamic 52.26* 40.36* 
Enhanced Static 0.92 

Table A-24. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource strength = 0.5 (*significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 0.32 84.86* 56.36* 

Basic Dynamic 84.89* 61.18* 
Enhanced Static 0.08 

Table A-25. Results of /-tests for all pairwise comparisons of makespans by agent and 
prioritization type for resource strength = 0.8 (*significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 5.38* 1.79 1.84 4.02* 1.66 2.21 2.07 2.18 2.20 
LPT 3.65* 3.62* 1.39 3.67* 4.12* 4.26* 4.15* 4.14* 
FIS 0.04 2.26 0.10 0.15 0.01 0.12 0.13 
MIS 2.22 0.14 0.10 0.03 0.07 0.08 
SRR 2.31 2.48 2.62* 2.51 2.50 
GRR 0.26 0.12 0.23 0.24 
EST 0.17 0.03 0.02 
EDD 0.13 0.15 
CPS 0.01 

Table A-26. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource strength = 0.2 (*significant at p<0.10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 23.40* 13.78* 13.53* 20.12* 8.42* 14.64* 14.94* 14.86* 14.96* 
LPT 12.88* 12.98* 4.67* 16.67* 16.29* 16.06* 16.18* 16.04* 
FIS 0.18 8.43* 5.33* 0.42 0.14 0.24 0.13 
MIS 8.56* 5.13* 0.20 0.07 0.02 0.08 
SRR 12.81* 10.57* 10.32* 10.44* 10.31* 
GRR 5.55* 5.83* 5.74* 5.84* 
EST 0.34 0.21 0.35 
EDD 0.12 0.01 
CPS 0.14 

Table A-27. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource strength = 0.5 (* significant at /7<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 28.66* 

> 1 
00 (N 21.79* 26.64* 10.52* 23.10* 23.10* 23.10* 23.10* 

LPT 12.21* 12.21* 4.18* 22.02* 15.19* 15.19* 15.17* 15.19* 
FIS 0.00 8.34* 12.74* 0.01 0.01 0.02 0.01 
MIS 8.34* 12.72* 0.02 0.02 0.03 0.02 
SRR 19.24* 10.12* 10.13* 10.11* 10.12* 
GRR 13.82* 13.82* 13.83* 13.82* 
EST 8.18* 0.02 0.00 
EDD 0.02 0.00 
CPS 0.01 

Table A-28. Results of /-tests for all pairwise comparisons of makespans by priority rule 
for resource strength = 0.8 (•significant at /KO.IO) 

A.2 Statistical Comparisons of Computation Times 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 6.36* 0.17 6.41* 

Basic Dynamic 6.19* 0.05 
Enhanced Static 6.24* 

Table A-29. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network size of 2500 (*significant at /KO.IO) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 26.08* 0.29 25.66* 

Basic Dynamic 25.78* 0.41 
Enhanced Static 25.37* 

Table A-30. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network size of 5000 (significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 63.96* 0.49 65.26* 

Basic Dynamic 63.47* 1.30 
Enhanced Static 64.77* 

Table A-31. Results of r-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network size of 7500 (significant at /7<0.10) 

Basic Dynamic Enhanced Static Enhanced Dvnamic 
Basic Static 100.74* 0.55 104.91* 

Basic Dynamic 100.19* 4.16* 
Enhanced Static 104.35* 

Table A-32. Results of r-tests for all pairwise comparisons of computation times by agent 
and pr ior i t iza t ion type for  network s ize  of  10000 (s ignif icant  a t  /kO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.00 0.00 0.00 0.01 0.02 2.06 3.53* 3.53* 3.53* 
LPT 0.01 0.00 0.01 0.03 2.06 3.53* 3.54* 3.54* 
FIS 0.00 0.00 0.02 2.05 3.52* 3.52* 3.d2* 
MIS 0.00 0.02 2.05 3.52* 3.53* 3.53* 
SRR 0.01 2.05 3.52* 3.52* 3.52* 
GRR 2.03 3.50* 3.50* 3.50* 
EST 1.47 1.47 1.47 
EDD 0.00 0.00 
CPS 0.00 

Table A-33. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network size of 2500 (significant at /KO.IO) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.01 0.01 0.01 0.04 0.02 8.93* 14.23* 14.25* 14.24* 
LPT 0.00 0.00 0.03 0.01 8.92* 14.21* 14.23* 14.22* 
FIS 0.00 0.03 0.01 8.92* 14.21* 14.24* 14.22* 
MIS 0.03 0.01 8.92* 14.21* 14.23* 14.22* 
SRR 0.01 8.89* 14.18* 14.20* 14.19* 
GRR 8.90* 14.20* 14.22* 14.21* 
EST 5.29* 5.31* 5.30* 
EDD 0.02 0.01 
CPS 0.01 

Table A-34. Results of r-tests for all pairwise comparisons of computation times by 
priority rule for network size of 5000 (significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.02 0.01 0.00 0.01 0.09 20.36* 36.03* 35.95* 36.03* 
LPT 0.00 0.01 0.00 0.07 20.33* 36.07* 35.93* 36.01* 
FIS 0.00 0.00 0.08 20.34* 36.01* 35.94* 36.02* 
MIS 0.00 0.08 20.35* 36.02* 35.94* 36.02* 
SRR 0.07 20.34* 36.01* 35.93* 36.01* 
GRR 20.26* 35.93* 35.86* 35.94* 
EST 15.66* 15.59* 15.67* 
EDD 0.07 0.00 
CPS 0.08 1 

Table A-35. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network size of 7500 (significant at /KO. 10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.06 0.06 0.04 0.05 0.11 38.53* 55.89* 55.18* 54.94* 
LPT 0.00 0.01 0.00 0.05 38.47* 55.83* 55.11* 54.88* 
FIS 0.01 0.00 0.05 38.47* 55.83* 55.11* 54.88* 
MIS 0.01 0.07 38.49* 55.85* 55.13* 54.93* 
SRR 0.06 38.48* 55.84* 55.12* 54.89* 
GRR 38.42* 55.78* 55.06* 54.83* 
EST 17.36* 16.64* 16.41* 
EDD 0.71 0.95 
CPS 0.23 

Table A-36. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network size of 10000 (significant at /KO.IO) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 121.14* 24.49* 101.01* 

Basic Dynamic 117.61* 4.62* 
Enhanced Static 98.17* 

Table A-37. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network complexity of 1.5 (significant at /7<0.10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 110.55* 18.98* 119.87* 

Basic Dynamic 107.67* 2.09 
Enhanced Static 116.71* 

Table A-38. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network complexity of 1.8 (significant at p<0.10) 

Basic Dynamic Enhanced Static Enhanced Dvnamic 
Basic Static 113.80* 8.02* 113.73* 

Basic Dynamic 111.27* 0.04 
Enhanced Static 111.19* 

Table A-39. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for network complexity of 2.1 (significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.25 0.72 0.05 0.42 1.96 26.77* 26.81* 26.73* 27.01* 
LPT 0.47 0.19 0.17 2.23 27.29* 27.33* 27.24* 27.53* 
FIS 0.67 0.29 2.69* 27.28* 27.31* 27.22* 27.51* 
MIS 0.37 2.03 27.28* 27.32* 27.23* 27.52* 
SRR 2.40 27.32* , 27.35* 27.26* 27.56* 
GRR 26.16* 26.24* 26.15* 26.44* 
EST 12.25* 12.07* 12.04* 
EDD 0.17 0.32 
CPS 0.14 

Table A-40. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network complexity of 1.5 (significant at p<0.10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.43 0.40 0.01 0.38 0.94 27.13* 27.52* 27.55* 27.47* 
LPT 0.02 0.42 0.05 0.52 27.80* 28.21* 28.24* 28.16* 
FIS 0.39 0.02 0.55 27.90* 28.31* 28.34* 28.26* 
MIS 0.36 0.93 27.86* 28.26* 28.29* 28.21* 
SRR 0.57 27.76* 28.17* 28.20* 28.12* 
GRR 26.61* 27.02* 27.05* 26.97* 
EST 12.31* 12.08* 11.94* 
EDD 0.27 0.40 
CPS 0.12 

Table A-41. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network complexity of 1.8 (significant at /kO.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.76 0.79 0.65 1.01 0.96 26.67* 27.70* 27.83* 27.80* 
LPT 0.03 0.10 0.25 0.22 27.10* 28.18* 28.31* 28.28* 
FIS 0.14 0.21 0.19 27.12* 28.21* 28.34* 28.31* 
MIS 0.35 0.32 27.10* 28.18* 28.31* 28.28* 
SRR 0.02 27.04* 28.13* 28.26* 28.24* 
GRR 25.79* 26.83* 26.96* 26.93* 
EST 11.83* 11.60* 11.77* 
EDD 0.31 O.ll 
CPS 0.20 

Table A-42. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for network complexity of 2.1 (significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 100.74* 1.03 98.75* 

Basic Dynamic 100.78* 0.78 
Enhanced Static 98.79* 

Table A-43. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for resource factor = 0.25 (significant at p<0.10) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 106.25* 7.39* 95.49* 

Basic Dynamic 104.86* 2.07 
Enhanced Static 94.27* 

Table A-44. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for resource factor = 0.5 (significant at /7<0.I0) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 97.02* 14.33* 96.79* 

Basic Dynamic 92.86* 0.75 
Enhanced Static 92.62* 

Table A-45. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for resource factor = 0.75 (significant at /KO.IO) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 95.43* 24.38* 88.17* 

Basic Dynamic 90.66* 1.52 
Enhanced Static 83.82* 

Table A-46. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for resource factor = 1.0 (significant at /KO.IO) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 1.04 0.90 0.91 0.82 0.77 24.69* 24.65* 24.85* 24.87* 
LPT 0.13 0.12 0.21 0.26 24.63* 24.62* 24.82* 24.84* 
FIS 0.01 0.08 0.13 24.64* 24.62* 24.82* 24.84* 
MIS 0.09 0.14 24.64* 24.62* 24.82* 24.84* 
SRR 0.05 24.63* 24.61* 24.81* 24.83* 
GRR 24.48* 24.46* 24.65* 24.68* 
EST 10.55* 10.31* 10.33* 
EDD 0.33 0.31 
CPS 0.01 

Table A-47. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for resource factor = 0.25 (significant at p<Q. 10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.54 0.31 0.51 0.75 1.02 23.88* 24.40* 24.34* 24.70* 
LPT 0.22 0.03 0.20 0.49 24.14* 24.68* 24.61* 24.98* 
FIS 0.19 0.43 0.71 24.10* 24.63* 24.56* 24.93* 
MIS 0.24 0.52 24.16* 24.70* 24.63* 25.00* 
SRR 0.28 24.08* 24.63* 24.56* 24.93* 
GRR 23.48* 24.02* 23.96* 24.32* 
EST 10.23* 10.36* 10.18* 
EDD 0.16 0.15 
CPS 0.32 

Table A-48. Results of r-tests for all pairwise comparisons of computation times by 
priority rule for resource factor = 0.5 (significant at /7<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.56 0.25 0.21 0.56 0.61 22.80* 23.15* 23.12* 23.42* 
LPT 0.29 0.33 0.00 0.05 23.45* 23.84* 23.81* 24.12* 
FIS 0.03 0.29 0.34 23.56* 23.94* 23.91* 24.22* 
MIS 0.33 0.38 23.54* 23.92* 23.89* 24.19* 
SRR 0.05 23.47* 23.86* 23.83* 24.14* 
GRR 22.29* 22.66* 22.64* 22.93* 
EST 10.77* 10.27* 10.67* 
EDD 0.56 0.22 
CPS 0.34 

Table A-49. Results of /-tests for all pairwise comparisons of computation times by 
priority rule for resource factor = 0.75 (significant at /7<0.10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 1.36 1.09 1.28 1.22 1.51 21.56* 22.26* 22.20* 21.91* 
LPT 0.29 0.08 0.15 2.96* 22.65* 23.33* 23.26* 22.96* 
FIS 0.21 0.14 2.70* J 22.72* 23.41* 23.34* 23.04* 
MIS 0.07 2.89* 22.60* 23.29* 23.22* 22.92* 
SRR 2.82* 22.62* 23.31* 23.24* 22.92* 
GRR 20.30* 21.03* 20.97* 20.69* 
EST 10.46* 10.33* 10.11* 
EDD 0.14 0.27 
CPS 0.13 

Table A-50. Results of r-tests for all pairwise comparisons of computation times by 
priority rule for resource factor = 1.0 (significant at /7<0.10) 
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Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 110.95* 5.64* 103.65* 

Basic Dynamic 108.49* 2.46 
Enhanced Static 101.38* 

Table A-51. Results of /-tests for all pairwise comparisons of computation times by agent 
and prioritization type for resource strength = 0.2 (significant at /7<0.10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 116.82* 16.24* 113.02* 

Basic Dynamic 110.83* 0.34 
Enhanced Static 107.22* 

Table A-52. Results of Mests for all pairwise comparisons of computation times by agent 
and prioritization type for resource strength = 0.5 (significant at /KO. 10) 

Basic Dynamic Enhanced Static Enhanced Dynamic 
Basic Static 118.10* 20.38* 114.29* 

Basic Dynamic 117.42* 0.57 
Enhanced Static 113.64* 

Table A-53. Results of Mests for all pairwise comparisons of computation times by agent 
and prioritization type for resource strength = 0.8 (significant at /KO. 10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.37 0.40 0.00 0.33 0.15 26.47* 26.58* 26.51* 26.60* 
LPT 0.03 0.37 0.03 0.53 27.21* 27.31* 27.24* 27.33* 
FIS 0.40 0.07 0.56 27.21* 27.31* 27.24* 27.33* 
MIS 0.33 0.16 27.20* 27.31* 27.24* 27.33* 
SRR 0.49 27.14* 27.25* 27.18* 27.27* 
GRR 25.99* 26.10* 26.04* 26.12* 
EST 12.46* 12.38* 12.28* 
EDD 0.06 0.23 
CPS 0.16 

Table A-54. Results of r-tests for all pairwise comparisons of computation times by 
priority rule for resource strength = 0.2 (significant at /7<0.10) 
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LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 0.25 0.22 0.72 0.38 1.52 25.87» 26.74* 26.77* 26.82* 
LPT 0.02 0.48 0.15 1.78 26.93* 27.83* 27.87* 27.92* 
FIS 0.50 0.18 1.76 27.03* 27.94* 27.98* 28.03* 
MIS 0.28 2.21 26.98* 27.86* 27.90* 27.95* 
SRR 1.80 26.96* 27.86* 27.90* 27.95* 
GRR 25.15* 26.06* 26.09* 26.14* 
EST 12.01* 11.61* 11.71* 
HDD 0.47 0.35 
CPS 0.11 

Table A-55. Results of f-tests for all pairwise comparisons of computation times by 
priority rule for resource strength = 0.5 (significant at /KO. 10) 

LPT FIS MIS SRR GRR EST EDD CPS CPL 
SPT 1.77 1.60 1.41 2.09 1.07 28.24* 28.76* 28.89* 28.98* 
LPT 0.17 0.36 0.31 0.68 28.08* 28.65* 28.78* 28.88* 
FIS 0.18 0.49 0.50 28.09* 28.66* 28.79* 28.89* 
MIS 0.68 0.32 28.11* 28.67* 28.80* 28.90* 
SRR 0.99 28.05* 28.63* 28.76* 28.86* 
GRR 27.45* 27.99* 28.12* 28.21* 
EST 11.95* 11.76* 11.76* 
EDD 0.24 0.28 
CPS 0.04 

Table A-56. Results of Mests for all pairwise comparisons of computation times by 
priority rule for resource strength = 0.8 (significant at /7<0.10) 
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