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ABSTRACT 

Gamma-ray detectors based on high-density semiconductors, such as cadmium 

zinc telluride, are being developed for applications in nuclear medicine, astronomy 

and the monitoring of nuclear weapons material. In contrast to the more commonly 

used scintillators, which convert gamma-ray energy into light, semiconductors 

directly convert the energy of a gamma ray into electrical current. This direct 

conversion often leads to the perception that gamma-ray detection in semiconductors 

is not an estimation problem. This dissertation presents the contrasting view that 

gamma-ray detection in semiconductors is fundamentally an estimation problem, and 

it is only through appropriate statistical analysis of gamma-ray signals that optimal 

energy resolution and spatial resolution can be achieved. 

To estimate interaction parameters, such as the energy of the gamma ray and its 

interaction position, it is first necessary to have an accurate model of the detector 

system. In this work, the system consists of slabs of CdZnTe with arrays of pixel 

electrodes mounted on integrated readout circuits. A theoretical model of detector 

behavior is presented, including a new model for charge spreading in the detector. 

Methods for experimentally determining detector behavior are developed based on 

mapping detectors with narrow beams of gamma rays. 
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Estimating the interaction positions and energies proceeds from a statistical 

model of the production of pixel signals, derived from our physical model. Energies 

and interaction positions are estimated by maximizing the likelihood function. The 

likelihood is the probability that a gamma ray with a given position and energy will 

produce an observed set of pixel signals. This maximum-likelihood estimation 

improves the energy resolution over simpler methods and can give the interaction 

position in three dimensions. 

A likelihood function can be calculated for an entire set of gamma rays, in 

which case an image can be estimated from the raw data without ever estimating 

individual interaction positions and energies. The Expectation-Maximization 

algorithm is used to reconstruct images and energy spectra by maximizing the 

ensemble likelihood fxmction. In this work, the list-mode form of the algorithm is 

used, meaning that the raw data consist of lists of pixel signals for each gamma ray. 

Both spatial and energy resolution improve when this algorithm is applied to the raw 

pixel signals. 
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CHAPTER 1 

1. INTRODUCTION 

The need for high spatial resolution and energy resolution in gamma-ray detection 

systems has driven the development of high-density semiconductors. In nuclear-

medicine applications, better spatial resolution is needed to locate smaller structures, 

such as tumors. Better energy resolution is needed to reject gamma rays that have lost 

energy by scattering in body tissue. In gamma-ray astronomy, better spatial resolution 

gives more detailed maps of stellar phenomena that produce high-energy radiation, and 

improved energy resolution allows narrow emission lines to be distinguished from 

background radiation. 

Gamma-ray detectors have gone through a wide range of development throughout 

this century. The first commonly used gaimna-ray detector, the Geiger counter, is a 

detector based on ionization of a gas. The first practical gamma-ray detection system 

with good spatial resolution was a system based on a scintillator and photomultipliers 

(Anger, 1957). In this system, the gamma-ray energy is converted to light in the 

scintillator, and the light is detected by multiple photomultiplier tubes. Semiconductor 

detectors have existed for several decades, but the low density of materials such as 

silicon and germanium makes common semiconductors inefficient gamma-ray detectors. 

To make efficient detectors with good stopping power, we need to use materials with 

high density and high atomic number. At the forefront of high-atomic-number 

semiconductor systems today is cadmium zinc telluride (CdZnTe). Its development 
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stems from the development of CdTe gamma-ray detectors, with the zinc added to 

increase the resistivity of the material. 

Developments in three areas have brought semiconductors into the position of 

serious competition with scintillator-based systems: crystal growth techniques have 

improved to produce higher yields of reliable crystals; fast and flexible readout 

electronics have been developed for reading signals from large numbers of electrodes 

simultaneously, and the theory underlying the production of electrode signals from 

gamma-ray interactions is now well understood. As a result, we now have detectors 

with better and more predictable performance, the electronic capability to get detailed 

maps of detector response using small electrode structures and the theory that enables us 

to use these maps to improve the estimation of gamma-ray interaction positions and 

energies. 

1.1 Gamma-ray imaging systems 

The primary purpose of most gamma-ray detectors is to record the energy and 

interaction position of gamma rays emitted from some source. For a gamma-ray imaging 

system, the interaction position from the detector must be combined with some 

measurement of the direction of the gamma ray in order to give some information about 

where the gamma ray came from. The wide range of gamma-ray imaging systems, from 

Compton cameras to systems with gamma-ray mirrors, are distinguished primarily by 

how the interaction position in a detector is related to the direction of the incoming 

gamma ray. It is generally the system geometry that provides the key for relating 
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interaction position to direction, not the properties of the detector, although detector 

characteristics certainly influence the performance of each system. 

A variety of gamma-ray detector systems for both nuclear medicine and gamma-ray 

astronomy are shown in Fig. l.l, each requiring a different method for determining the 

direction of an incoming gamma ray. With a parallel-hole collimator (a), the gamma 

rays are confined to only one possible direction: normal incidence with the detector 

surface. In single photon emission computed tomography (SPECT) (b), the angle of 

incidence can be determined by relating the interaction point to the location of a pinhole 

in front of the detector. Multiple pinholes or other shapes cut in an absorbing material 

can be used to give multiple possible directions for individual gamma rays. SPECT 

systems can also be built using parallel-hole collimators. In positron-emission 

tomography (PET) (c), the direction is determined by the interaction of two collinear 

gamma rays emitted from positron annihilations. In a Compton camera (d) 

(Kamae, 1988), the detection of two interaction points, combined with the energy 

deposited at the initial interaction site, defines a cone of possible angles for the initial 

direction of a Compton scattered photon. In a Compton camera, very good energy 

resolution is required since the scattering angle varies sharply with deposited energy. 

Finally, grazing-incidence mirrors focus gamma rays with a given direction to a single 

point on the detector surface (e). 

The detectors being developed in this work were originally designed for use in a 

human SPECT system (Barber, 1996). They are now going to be used in both animal 
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(c) (d) 

(e) 

Fig. 1.1 Diagrams of five different gamma-ray imaging systems, including a parallel-hole 
collimator (a), SPECT imager with pinholes (b), PET system (c), Compton camera (d) and mirror 
system (e). 
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SPECT systems and astronomy missions with gamma-ray mirrors. In the SPECT 

systems, the gamma rays are emitted from radioactive elements, such as Tc-99m, 

attached to chemicals that are designed to go to specific structures in the body, such as 

tumors. In the astronomy missions, the mirrors will reflect gamma-ray line emissions, 

such as those from Ti-44 in supernova remnants. 

1.2 Semiconductor detectors 

For all of the systems listed above, other than the Compton camera, the method for 

determining the direction of the gamma ray is independent of the detector used for 

locating the gamma-ray interaction position. The semiconductor detectors discussed in 

this work can be used in any of these systems. 

1.2.1 Properties of semiconductor detectors 

When a gamma ray interacts in a semiconductor, the initial interaction always occurs 

with a single electron. That electron absorbs some or all of the gamma-ray energy and 

proceeds to transfer energy to other electrons. Eventually, all of the energy gets 

transferred into either heat in the crystal lattice or the excitation of electrons from the 

valence band to the conduction band. Two of the most probable types of interactions for 

140 keV gamma rays are Compton scattering and photoelectric absorption. Compton 

scattering is an inelastic scattering process in which the initial gamma-ray energy is 

distributed between an electron and the scattered photon. With photoelectric absorption 

the gamma-ray energy is completely absorbed in the process of ejecting a bound electron. 
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The vacancy left by the ejected electron can then be filled by an electron transition from 

a higher band, producing a characteristic x ray. Radiation emitted from the interaction 

site, either as a Compton scatter or a characteristic x ray, can produce other charge 

deposits separated from the interaction site. When a static electric field is applied to the 

detector, the electrons separate from the holes and the charges travel toward opposite 

sides of the detector. In detectors with poor charge transport, the charges traveling 

across the detector can be temporarily trapped at sites of crystal defects. 

The difficulty in developing semiconductors for gamma-ray detection has been to 

develop material with two competing requirements: high stopping power for gamma rays 

and good charge transport (less trapping). Some detectors with excellent charge 

transport, like silicon and germanium, have very low stopping power. High-density, 

high-atomic-number detectors, particularly room-temperature semiconductors like 

CdZnTe and Hgl2, have good stopping power but poor charge transport. The holes in 

particular are severely trapped in these detectors, being stopped almost at the interaction 

site. Compensating for the trapped holes in estimating gamma-ray interaction positions 

and energies will be discussed in Sec. 4.2.2. 

1.2.2 Readout systems for semiconductor detectors 

All semiconductor gamma-ray detectors function by detecting the increased current 

that flows through the detector when a gamma ray interacts in the crystal. The increased 

current takes the form of a short current pulse. There are two general methods for 

detecting current pulses fi-om gamma-ray interactions: measuring the height of the 
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current pulse as it occurs using a charge-sensitive preamplifier or detecting the change in 

the charge stored on an integrating capacitor using a reset integrator. With a charge-

sensitive preamplifier, a shaper amplifier is used to generate an individual pulse for each 

gamma ray, where the height of the pulse is measured by a circuit that is triggered by the 

pulse. Pulse-height detection is the best method for many applications. Since the 

interaction is measured over a short time scale (a few microseconds), there is little added 

noise from the detector leakage current. This fact, combined with the lower-noise 

electronics available for pulse-height detection circuits, makes pulse-height detection the 

method of choice for gamma-ray spectroscopy. It is also possible to measure the 

interaction time to less than a microsecond using semiconductors with pulse-height 

detection, information that is unobtainable with integrating systems. 

For practical considerations, including cost, we have chosen to use integrating 

electronics based on reset integrators. Arrays of gated integrators have been developed 

for CdZnTe detector arrays with small pixel electrodes (Barber et al., 1996). The 

detector crystal is grown separately from the readout circuit, and the two are bonded 

together using cold-welded indium bumps. A diagram of the combined detector module 

is shown in Fig. 1.2. The gamma rays enter through the top surface, which has a 

continuous gold electrode. The negative voltage applied to the top surface causes the 

electrons to move toward the pixel electrodes on the bottom. The motion of the charges 

in the detector induces charge distributions on the pixel electrodes, as discussed in Sec. 

2.2. The electrode charge is supplied by current flowing from the readout circuit. The 

integrated current is stored on a sample-and-hold capacitor and then is read out through a 
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series of bus lines to a final output line. These readouts have been constructed for 48x48 

arrays of 125 jam pixels and 64x64 arrays of 380 |im pixels. 

V: 

 ̂••• 
Fig. 1.2 Diagram of a detector module, showing the detector crystal on top and the readout 
ASIC on the bottom. The two pieces are connected by cold-welded indium bumps. 
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1.3 Estimation methods 

The detection of gamma rays in semiconductor detectors is fundamentally an 

estimation problem. Prior to the development of computers, only estimation techniques 

that could be implemented in analog electronics could be used with gamma-ray detectors. 

In scintillator-based gamma-ray detectors, the collection of multiple photomultiplier 

signals as digital data has enabled the simple weighted average of traditional Anger 

cameras to be replaced with estimation methods based on statistical analysis of the 

photomultiplier signals (Gray & Macovski, 1976), (Milster et. al., 1985). This same 

basic statistical method is used for analyzing semiconductor detector signals in Chap. 4. 

1.3.1 Reconstruction algorithms 

In addition to estimating parameters of individual gamma-ray interactions, it is 

possible to estimate parameters of an ensemble of gamma rays. The information from 

individual interactions may include the gamma-ray energy and interaction position. The 

information from an ensemble of gamma rays may be the distribution of radioactivity in 

a patient' s body or the distribution of gamma-ray flux on the detector surface. 

Radioactivity distributions in SPECT systems were first reconstructed using the 

filtered back-projection algorithm, an algorithm based on the Radon transform for 

determining an object distribution from parallel projections of the object. This method is 

based on the specific physical construction of the system and is not easily generalized to 

variations in the system construction. It was realized that a truly statistically based 



27 

reconstruction method could accommodate an arbitrary detector configuration, and so the 

expectation-maximization (EM) algorithm was applied to finding radioactivity 

distributions that are in good statistical agreement with the collected data (Shepp and 

Vardi. 1982). The EM algorithm is applied to image reconstruction in semiconductor 

detectors in Chap. 5. 

1.4 Focus of the present work 

The purpose of this work is to provide ways to achieve optimum detector 

performance through better data analysis. The first step in achieving this goal is to have 

a better understanding of the physics of gamma-ray detection (Chap. 2). The physical 

model, along with experimentally derived models, forms the basis for estimation methods 

(Chap. 3, 4, 5, 6). These methods must be incorporated into real imaging systems with 

practical software (Chap. 7 & 8). 

In Chap.2, models for relevant physical processes in the semiconductor crystal are 

presented. Simulations are developed to include multiple effects simultaneously for 

predicting pixel signals from interaction positions. The validity of the models is verified 

through tests on the detectors for measuring attenuation, scattering, charge spreading and 

the induction of pixel signals. Deviations from theory are presented, including an 

analysis of grain boundaries in the detector crystal. 

In Chap. 3, the statistical basis for estimating interaction positions and energies is 

presented. An outline of probability theory leads to a discussion of different strategies 
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for estimation. The likelihood is defined as equal to the probability density function, but 

with the estimated parameters as the variable. Maximum-likelihood estimation follows 

from the maximization of the likelihood. Nuisance parameters are discussed, with the 

definition of a nuisance presented as a parameter that does not enter into the Baysian cost 

function. It is found that if one parameter is a nuisance parameter and there is a known 

prior, the minimization of cost leads to a marginalization of the posterior probability over 

the nuisance parameter, regardless of the choice of the cost function. 

In Chap. 4, the application of maximum-likelihood estimation to semiconductor 

gamma-ray detectors is discussed. The likelihood for a given set of pixel signals is 

calculated from simulations of interactions that deposit energy at multiple locations. By 

choosing the position and energy that maximize the likelihood, the lateral interaction 

position and energy can be estimated, as well as the depth of interaction. The depth 

estimation can be attributed to the generation of negative signals due to trapped holes. 

Chap. 5 presents maximum-likelihood estimation for an ensemble of gamma rays. In 

this case, images and energy spectra can be estimated directly from raw data without ever 

estimating individual interaction positions and energies. The expectation-maximization 

(EM) algorithm is used to find an image or energy spectrum to maximize the likelihood 

for an entire set of pixel signals collected for all gamma rays. This algorithm uses the 

same likelihood fimctions calculated in Chap. 3. A method for incorporating background 

radiation into the EM algorithm is presented. 
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Chap. 6 presents maximum-likelihood position estimation, as well as image 

reconstruction, for regions of the detectors that deviate from predicted behavior. Data are 

collected from a narrow beam of gamma rays that is scanned over the detector surface. 

The data can be used to estimate parameters in a known statistical model for the pixel 

signals, such as a multivariate Gaussian. Alternatively, the data can be simplified to a 

small number of parameters and probabilities can be measured directly from the mapped 

data. 

Chap. 7 covers the use of the estimation methods outlined in Chaps. 3,4,and 5 in two 

future imaging systems: a compact single-detector imager that uses a high-resolution 

collimator, and a SPECT system based on our semiconductor detector arrays. Issues 

such as computation time for different algorithms, optimizing timing diagrams and 

voltage settings, and theoretical vs. experimental device characterization will be 

discussed. 

Chap. 8 summarizes the software that has already been developed for running the 

current gamma-ray imaging systems. Timing diagrams for both the 48x48 arrays and the 

64x64 arrays will be discussed in terms of tradeoffs in speed, detection efficiency and 

energy resolution. The Labview programs and DSP programs will be discussed in detail, 

including instructions on how to modify the existing code. Programs for simulating the 

effects of gamma-ray interactions will be presented, including a full program for 

calculating the weighting potentials for induced signals. Finally, examples of estimation 

sofbvare in 'C will be presented, including maximum-likelihood estimation of individual 



interaction positions and energies. 

Chap. 9 summarizes the key points from the previous chapters and presents 

suggestions for future work. 
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CHAPTER 2 

2. A PHYSICAL MODEL OF SEMICONDUCTOR GAMMA-RAY 

DETECTORS 

2.1 The gamma-ray detector system 

The estimation of gamma-ray energies and interaction positions can be thought of as 

a series of estimation tasks. The output signals, recorded as a series of digital voltage 

measurements, are used to determine the charge that flows onto the integration capacitors 

in the pixel readout circuits. The capacitor charges are used to find how much charge 

accumulated on the pixel electrodes that are attached to the detector crystal. The charges 

on the electrodes are used to estimate the positions and sizes of charge deposits in the 

detector crystal, and from these deposits the initial gamma-ray energy and interaction 

position can be estimated. 

At every stage in this process of working backwards from the pixel signals, an 

accurate description of the true behavior of the detector is necessary. For example, we 

must accurately predict the amount of charge that accumulates on the pixel electrodes in 

response to charge deposition in the detector crystal if we want to use the electrode 

signals to find the locations of the charge deposition. To generate an accurate physical 

detector model, we must first understand the nature of the devices we are using, then 

understand how to apply physical theory to predicting the response of these detectors to 

gamma-ray interactions. 
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2.1.1 Gamma-ray imaging arrays 

Our research group has produced two types of pixellated imaging arrays: 48x48 

arrays with 125 jam pixel pitch and 64x64 arrays with 380 nm pixel pitch. The 48x48 

arrays were the prototype detectors, designed to test the principle of using an integrating 

readout circuit with semiconductor gamma ray detectors. These arrays are still our 

primary tool for testing the theory of the production of signals in gamma-ray detectors, 

since the finer pitch gives greater information about processes that take place on a scale 

of less than 380 |am. The 64x64 arrays are the detectors being developed for use in 

gamma-ray imaging systems. The 64x64 arrays were originally developed as prototypes 

for detectors to be installed in a human SPECT system. We now also plan to install them 

in a small-animal SPECT system and to use them as spot imagers with high-resolution 

coliimators. Additionally, similar detectors with a " smart" readout that reads only pixels 

near a gamma-ray hit are being developed for the Goddard Space Flight Center for use 

with a gamma-ray astronomy balloon program that employs grazing-incidence gamma-

ray mirrors. 

These detectors are hybrid imagers, consisting of separate detector crystals and 

readout circuits. The detector crystals are 1.5 mm - 2 mm thick slabs of CdZnTe, 

consisting of almost single-crystal material. The 48x48 arrays have 0.7 cm x 0.7cm 

slabs, while the 64x64 arrays have 2.5 cm x 2.5 cm slabs. The detector crystals have a 

continuous electrode on top, through which the gamma rays enter, and an array of pixel 

electrodes on the bottom. The pixel electrodes are produced by photolithography, a 
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process in which a material called photoresist is chemically altered by illumination with a 

light pattern. The unaltered region is eliminated in a chemical development process. The 

gaps are used to define where to etch parts of a continuous contact that lies beneath the 

photoresist. The resulting pixel pads have inter-pixel spaces of 25nm for the 48x48 

arrays and 50^m for the 64x64 arrays. 

The readout circuit is an application-specific integrated circuit (ASIC) that contains a 

separate initial readout stage for each pixel in the array. A single uncut silicon wafer 

with seven ASICs is shown in Fig. 2.1. These wafers are fabricated at Mitel Corp. in 

Quebec, Canada using a 3 fam, whole-wafer alignment process. The entire circuit is 

designed to match the detector crystal size (25mm x 25mm), so each input stage, called 

the unit cell, lies directly below the pixel pad it is meant to read out. This design forces 

the ASIC to a size larger than would be necessary to accommodate the readout circuitry. 

Each unit cell of the ASIC operates as a gated integrator, integrating the charge that flows 

into the readout circuit during an integration time of ~ 1 ms. Both the integration cycle 

and the clocking of pixel signals to the output bus are controlled by externally supplied 

clocking signals. In the standard readout mode, the detector clocks out an entire frame of 

pixel signals during a single integration cycle, reducing dead time to less than 5 %. It is 

also possible to operate in test modes that have separate integration and readout cycles, 

allowing for flexible integration times. The details of different clocking modes will be 

discussed in Sec. 8.2. 
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Fig. 2.1 A single uncut silicon wafer containing seven ASICs, the readout chips for our hybrid 
detector modules. The ASICs can be tested at this stage to find good devices. 

The connection between the detector crystal and the ASIC is formed by indium 

bumps that are applied to both the detector pixel pads and the pads on the ASIC. The 

bumps are rectangular, measuring 15 ^m and 30 |im on a side and 10 i^m to 20 )am high. 

The orientation of the detector bumps and ASIC bumps are orthogonal, to assist the 

mating during the cold welding process. The bumps are pressed together under constant 

pressure until good contact is made. The process of mating the two pieces together is 

called hybridization, with the resulting detector module called a hybrid. 
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A diagram of the ftill system used for testing these devices is shown in Fig. 2.2. 

Each ASIC has a line of 35 connection pads that includes the clocking signals, power 

lines and output signals. These pads are connected to corresponding pads on a " daughter 

board" on which the entire hybrid is mounted with wax. The daughter board contains 

decoupling capacitors for power inputs to the hybrid along with buffer transistors to 

reduce output impedance for the analog output signals. Four daughter boards, with four 

detectors, are mounted in an aluminum test box with thermoelectric coolers and dry 

nitrogen flow. The electronics necessary for operating the detectors include power 

supplies, a clocking signal generator and level-shifting electronics for the clocking 

signals and output signal lines. A separate high voltage supply, either a battery or a 

plug-in supply, sends a negative high voltage (—150 V) to the top electrodes of all four 

detectors. The output signals pass to a data-acquisition computer that has four boards 

with analog-to-digital converters (ADCs) and digital signal processors (DSPs). 

2.1.2 Readout electronics 

Understanding the behavior of these detectors requires an understanding of the 

operation of the readout ASIC. A representative circuit diagram is shown in Fig. 2.3. 

The first section of the unit cell is called a capacitive-feedback transimpedance amplifier 

(CTIA). The current that flows through the detector pixel is shown as a current source in 

parallel with a capacitor. The capacitor represents all sources of capacitance at the input 

to the circuit, including the capacitance between the detector and the ASIC. The current 

source represents the charge that is generated in the detector crystal, both fi-om thermal 
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Fig. 2.2 A diagram of the full detector system as it currently exists, with detector hybrid (A), 
daughter board (B), aluminum test box with cooling (C), high voltage for the top electrodes (D), 
power supplies (E), level-shifting electronics (F), data acquisition boards (G), clocking signal 
generator (H) and data acquisition computer (I). Thin lines are single wires while dark lines are 
bundles of multiple wires. 
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Fig 2.3 General circuit diagram for the ASIC. The detector pixel is represented by the pixel 
capacitance, a current source for leakage current and current induced by gamma-ray interactions. 
There is one unit cell for every pixel in the array. The outputs of the unit cells are transferred 
over bus lines to the final output under control of an external clocking signal generator. 

excitation of charges, known as leakage current, and from gamma-ray interactions. We 

represent the detector current as a current source because the amount of current that flows 

through the circuit depends only on the properties of the detector, not the properties of the 

readout circuit. The integration capacitor and operational amplifier convert the input 

current into a voltage at the amplifier output. The output voltage changes throughout the 

integration cycle as current flows through the circuit, resulting in a final voltage V=Q/C, 

where C is the capacitance of the integration capacitor and Q is the integrated charge. 

The integration cycle is reset when the integration capacitor is discharged by the closing 
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of the reset switch. After the reset, a new integration cycle begins. 

After the integration stage, the voltage on the output of the CTIA is sampled by a 

correlated double-sample-and-hold (CDSH) circuit, designed to reduce the " kTC" noise 

(Motchenbacher and Conelly, 1993) that forms when the small integration capacitor is 

reset with an FET switch. The buffered output is then connected to sets of column bus 

lines, with one row of pixels coimected at a time. The 64:1 multiplexer at the bottom of 

the column bus lines samples the column signals, then successively connects the column 

buses to a single output bus. The 48x48 readout is slightly different, with 16 output lines 

from the ASIC and an external circuit for multiplexing those 16 lines to a single output 

line. 

The most significant limitation of the circuit for gamma-ray imaging is the limited 

output voltage range of each stage of the circuit. This is particularly a problem for 

integrating readouts, since the total integrated charge will be very large if there is a 

substantial amount of leakage current in the detector. The problem is partially solved by 

an input offset voltage, not shown in Fig. 2.3, that sets the integration capacitor to an 

initial value that leaves more room for integrated current. The offset cannot correct for 

extreme variations in leakage current that cause some pixels to hit the limit of the circuit 

dynamic range while other pixels remain in a proper operating range. The dynamic range 

is limited by voltage rails that place maximum and minimum values on the pixel signal at 

each stage in the readout circuit. A pixel signal can hit a voltage rail at any stage of the 

readout circuit. The effect of voltage rails can be seen in Fig 2.4, showing dead regions 



Fig. 2.4 Maps of dead regions of a detector (shown in black) for temperatures of 20° C (a), 
15° C (b), 10° C (c) and 0° C (d). The bias voltage was -100 V and the illumination was with 
140 keV gamma rays. The dead regions correspond to pixels with low resistivity, where the 
integrated leakage current produces signals that exceed the internal voltage limits of the ASIC. 



40 

of a detector at different temperatures. As temperature increases, leakage current 

increases, leading to more pixels with signals that exceed the internal voltage limits of the 

ASIC. The clocking signals can be changed to reduce the integration time to 

accommodate higher leakage current. The details of these clocking schemes, as well an 

analysis of the resulting tradeoffs, will be discussed in Sec. 8.2. 

2.1.3 Data-acquisition system 

The final stage in the process of detecting gamma rays is the system that converts the 

stream of analog data to digital data for imaging. The first step this system is the analog-

to-digital converter (ADC), which in our case is located at the input to the data-

acquisition board mounted in the computer. The ADC converts voltages in the range of 

1.5 to 3.5 V to 12-bit words. The level-shifting electronics after the daughter board can 

put the output signals in the proper range for the ADC. A frame pulse and sample pulse 

are generated by the same board that generates the ASIC clocking signals, and it is these 

pulses that synchronize the data acquisition with the ASIC output. One full fhune of data 

is stored in the ADC unit and then transferred to the DSP at four times the acquisition 

rate. The clock that controls this data transfer is generated from the sample clock by a 

phase-locked loop. The phase-locked loop requires a continuous stream of sample 

pulses, including "place-holding" pulses that must be eliminated in later data processing. 

The initial data processing occurs in the DSP. The initial processing step is always 

to subtract a stored table of ofTsets from the measured voltages. We sometimes call the 

table of offsets the baseline table. The baseline table includes offsets inherent to the 
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ASIC, as well as offsets from variations in leakage current. From there, signals that lie 

above an adjustable threshold are identified as having gamma-ray hits. The neighboring 

pixel signals can then be summed together to recover charge that has spread to 

neighboring pixels, or else raw data can be stored for later analysis in the computer. The 

data stored in the DSP is accessed by a Labview™ program running on the computer, 

fi'om which images can be constructed and data can be stored to disk. For most of the 

results of Chap. 2, 4, and 5, the DSP was run in full data mode, in which groups of pixel 

signals were stored surrounding each gamma-ray interaction. These raw signals were 

then transferred to the hard drive by the Labview interface and analyzed later with 'C 

programs. 

Full-data mode requires some detector dead time (-50%) for processing in the DSP, 

but it is the best method for getting the maximum information from individual interaction 

events. The details of the different acquisition programs will be discussed in Sec. 8.3. 

For the next five chapters, the details of the data acquisition will be ignored, and it will be 

assumed that we have access to arrays of pixel signals for each interaction. The next-

generation system being designed for the animal SPECT imager will accommodate 

storage of raw signals with minimal detector dead time. 
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2.2 Physical processes in the detectors 

We will now undertake a thorough description of the physical processes that take 

place between the initial interaction of a gamma ray in the detector crystal and the final 

production of pixel signals. When we talk about pixel signals in the remaining chapters, 

it will always be assumed that offset subtraction and gain correction have already been 

performed. The physical effects of gamma-ray interactions can be divided into a three-

step process: charge deposition, charge transport and charge induction. Charge 

deposition refers to the generation of charge deposits at one or more locations, due to the 

initial gamma-ray absorption and any subsequent absorption of radiation emitted or 

scattered fi-om the interaction site. Charge transport includes the motion of charges 

toward the electrodes, charge trapping and charge spreading. Charge induction refers to 

the generation of charge distributions on the electrode surfaces in response to charges in 

the detector crystal. 

In analyzing these various processes, the three steps described above can all be 

separated sequentially in simulating the effects of a garmna-ray interaction; the output of 

one process can be used as the input for the next process. This does not mean that all 

three processes are actually separated in time (charge induction begins before charge 

transport is completed). The separation of the processes in simulations depends on two 

assumptions: the motion of one charge deposit is independent of other charge deposits 

and the induction of electrode charge at the end of the integration cycle depends only on 

the final charge distribution in the detector at the moment the integration capacitor is 

sampled. Charge deposits can in fact influence each other through Coulomb attraction 
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and repulsion, but for the energies of interest in this work (<140 keV) the charge deposits 

are usually small enough and separated far enough to make their motions approximately 

independent, justifying our first assumption. The second assumption is valid because the 

induced charge distribution on the electrodes responds almost instantaneously to the 

motion of charges in the crystal, so at any instant the induced charge can be calculated 

from the charge distribution in the detector. 

2.2.1 Charge Deposition 

The first stage in charge deposition is the initial interaction of the gamma ray in the 

detector crystal. The initial interaction can be either a Compton scatter, a photoelectric 

interaction or a coherent scatter. Since coherent scattering has a low cross section and 

leaves little or no charge deposited at the interaction site, we will ignore it in the 

discussion here. A thorough analysis of coherent scatter in CdZnTe can be found in 

Eskin. 1997. The relative strengths of these three processes in CdZnTe for different 

energies can be seen in Fig. 2.5, showing attenuation coefficients in units of 1/cm. For 

higher energies, above 1 MeV, an additional process of electron-positron pair production 

begins to arise. For the energies of interest in this work, below 140 keV, photoelectric 

interaction is the dominant interaction in CdZnTe. 

The result of each interaction is a deposit of electron-hole pairs. Since photons 

emitted from the initial interaction site can go on to have other interactions, the net result 

of a single gamma-ray interaction can be multiple charge deposits in the crystal. The 

expected number of electron-hole pairs at each deposit site will be proportional to the 
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Fig. 2.5 Attenuation coefficients for photoelectric absorption, Compton scattering and 
Coherent scattering in Cdo,9Zno.iTe. 

deposited energy, but there will always be some randomness since some of the energy 

goes into the production of phonons (lattice vibrations in the crystal). In the absence of 

phonons, all of the energy would go into electron-hole pair generation and the variance in 

the number of electron-hole pairs would be almost zero. If most of the energy goes into 

phonons, the probability for the number of generated electron-hole pairs approaches a 

Poisson distribution, with a variance equal to the expected number of pairs. The truth is 
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somewhere in between, but the Poisson limit defines the maximum possible variance due 

to random pair generation. In our detectors, at 140 keV, the 31,000 generated pairs 

would have a standard deviation of 176 electrons, corresponding to less than 1 keV 

equivalent noise. We expect the true standard deviation due to random production of 

electron-hole pairs to be much lower, making random charge generation a minor noise 

source compared to other noise sources in our system. 

For all of the interaction processes mentioned above, the probability law for the 

distance before interaction of photons in the detector can be modeled by an exponential 

distribution 

p(r) = /ie-^ , (2.1) 

where r is the distance traveled in the detector before an interaction occurs and // is the 

attenuation coefficient. Equation (2.1) is strictly valid only for an infinite homogeneous 

medium. For a gamma ray entering the material, the distance is measured from the point 

of entry. For gamma rays generated in the material, the distance is measured from the 

point of emission. When we use the word "emission", it can mean either a true emission, 

such as an X ray emitted from the transition of an excited electron, or scattering that 

produces a new gamma-ray direction. Even if no interaction occurs, Eqn. (2.1) 

accurately describes the distance from any point to the next interaction, starting from any 

point in the gamma-ray path. 

Equation (2.1) can be used to describe the attenuation of the gamma-ray beam for 

multiple types of interaction processes, with each process having a separate attenuation 
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coefHcient if considered independently. The total attenuation coefficient for considering 

multiple interaction processes can be deduced as follows: let and be the 

attenuation coefficients for photoelectric and Compton interactions. The probability law 

on r for each interaction type considered separately is an exponential, as in Eqn. (2.1). 

To generate a sample r from the combined processes, we can simply select a sample from 

each of the two exponential distributions and choose the smaller one, since the first 

interaction defines the true interaction point. If r is the minimum of two independent 

random variables r\ and r^, where r\ is the sample from the photoelectric exponential and 

ri is the sample from the Compton exponential, the probability law on r can be calculated 

by summing two terms that correspond to the two interaction types 

X X 

P,c.C'*) = Pphot('•)/dr, ('*2) + Pco.,pir)\dr, (/^) . (2.2) 
r r 

Each term on the RHS of Eqn. (2.2) is the probability of one interaction type occurring 

multiplied by the probability that the other interaction type has not already occurred. If 

we then substitute in the actual interaction probabilities using Eqn. (2.1) we get the total 

probability for the interaction point as 

P,oXr)  =  exp(-//pAo,'-)]exp(-//c„mp'-) + [^comp exp(-//c«mp'-)]exp(-//p,„,r) 

= i^pho. ^Mcon,p)^Mr^^P>'o- •^^Con.py) 

The result in Eqn. (2.3) is the same as Eqn. (2.1), but with + /4comp. The result of 

Eqn. (2.3) can be generalized to include arbitrary numbers of interaction types by 

summing their attenuation coefficients. 
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To find the total attenuation of gamma rays in the material, Eqn. (2.3) must be 

integrated over the effective detector thickness in order to give the probability of an 

interaction occurring. The effective detector thickness D is the distance through the 

material along the gamma-ray path, varying with incidence angle 6 D= L! cos(^, 

where L is the true detector thickness. The absorption efficiency, calculated using the 

effective detector thickness, is plotted in Fig. 2.6 as a function of energy. Absorption 

efficiency changes noticeably with angle at higher energies since the increased absorption 

path collects gamma rays that otherwise would pass through undetected. 
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Fig. 2.6 Absorption efficiency vs. angle of incidence for a 1.5 mm thick slab of CdZnTe. 
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Photoelectric interactions 

A gamma ray is capable of interacting with any electron in the detector crystal, 

including tightly bound electrons, valence electrons and conduction electrons. 

Photoelectric interactions and Compton scatters are distinguished by whether the gamma 

ray is completely absorbed during the interaction. With photoelectric interactions the 

gamma ray is completely absorbed, losing all of its energy and momentum. It is 

impossible for a photon to transfer all of its momentum to a single electron and still 

satisfy conservation of energy, so momentum must be transferred to the nucleus. A 

photoelectric interaction is most likely to occur with an inner-shell electron. The electron 

is ejected from near the nucleus, leaving an electron vacancy at the interaction atom and 

creating electron-hole pairs as it loses energy in the material. The energy released when 

the vacancy is filled can go into an x ray or an Auger electron. Compton scatters do not 

transfer much momentum to the nucleus, so Compton scattering must leave the photon 

with some energy. 

With photoelectric interactions, the initial ejected electron carries away energy E -

Eb, where £ is the initial gamma-ray energy and Eb is the electron binding energy. The 

vacancy can be filled by different electrons from higher shells. For Cd, Zn and Te, there 

are multiple energy bands from which an electron can fill the vacancy, but most 

interactions produce emitted x rays with one of two energies: Ea or Ep. There are in fact 

numerous emission lines in the a and P bands, but they are represented here by average 

energies. The emitted x ray will always have a lower energy than Eb, since it comes from 

a bound shell as well. The remaining energy, either Eb —Ea or Eb —Ep, is emitted in low-
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energy photons that are absorbed near the interaction site. Another possibility for filling 

the vacancy is an Auger electron, which distributes the remaining energy in a local cloud 

of electron-hole pairs at the interaction site. 

The direction of an emitted x ray is entirely random, while the direction of the 

photoelectron is random but biased in the direction of the initial gamma ray, having a 

distribution of deflection angles that depends on the electron' s initial velocity v. The 

differential cross section as a function of angle is (Heitler, 1944) 

da, _ sin^(^ 
dn " (\-J3cos(,0)y 

where C„ is a normalization constant and P=v / c is the electron speed relative to the 

speed of light. Simulations have been performed for finding the resulting charge cloud 

shape including scattering (Eskin, 1997), giving charge clouds with a full extent of 

~ 20 i^m for a 110 keV electron. We will ignore this distribution in further simulations 

since it is small compared to the width associated with the spreading of the charge clouds. 

One peculiarity of photoelectric interactions in this material should be noted before 

continuing on to Compton scattering. Even though the probability law for the distance 

before interaction is always an exponential, as in Eqn. (2.1), multiple interactions can 

lead to a probability law that is not an exponential for the final interaction point. 

Photoelectric interactions occur with individual atoms, and so interactions with different 

atoms can give different emitted x rays. The Zn x rays are both less than 10 keV, and so 

are typically absorbed within 10 (im of the emission point. The Te K shell binding 
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energy is 31.8 keV, with emitted x rays of 27.5 keV and 31.0 keV. The Cd K shell 

binding energy is 26.7 keV, lying directly below the energies of the Te x rays. In this 

situation, there is a high probability of Te x rays being reabsorbed by Cd, giving 

secondary x rays. The probability law on the final absorption point of these x rays no 

longer follows an exponential law, but is rather an integral over possible interaction 

points. 

where r is the final position measured fi"om the initial absorption site for Cd x rays 

formed fi-om an initial Te photoelectric interaction, and r\ is the Te x ray interaction 

point. In Fig. 2.7, the probability for the final x-ray absorption distance is shown for 

different combinations of interactions. 

Compton scattering 

Compton scattering is an inelastic interaction that can occur with any electron in the 

crystal. Compton scattering leaves a scattered photon and an energetic electron, called 

the Compton electron. The standard formulas for Compton scattering (Barrett and 

Swindell. 1981) are strictly valid only for interactions with fi"ee electrons, although 

scattering with bound electrons can also take place. For an interaction with a free 

electron at rest, the sum of the scattered photon energy and the Compton electron energy 

must equal the initial gamma-ray energy. The energy required to free an electron fi-om 

the valence band is just a few eV, so valence electrons can be treated almost as free 

electrons. 

(2.5) 
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Fig. 2.7 Probability laws on final absorption (losition for Cd and Te x rays that are absorbed 
only once, as well as the probability law for Te x rays that are absorbed by Cd to then spawn a 
Cd X ray (Te—»Cd). 

If the electrons are assumed to be at rest, momentum and energy conservation can be 

used to obtain relationships between the scattering angle and tlie energy lost to the 

electron. 

l + a(l-cos^ ) 
(2.6) 

where £',„c is the incident gatmna-ray energy, Ep is the scattered photon energy, 0 is the 

scattering angle and a = Ei„c / 511 keV. 
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A somewhat more complicated problem is finding the probability law for the 

scattered photon angle. The probability is related to the differential cross section for 

scatter at an angle 0 into a differential solid angle dH (Evans. 1968). 

dcTg ^ r; 
dCl 2 

ar(l-cos^^ f _2/'i ziv2 
1 + 

V 

1 + cos^ 0 
(l + ar(l-cos^)* 

(2.7) 
(1 + cos ̂ 1 + <3r(l - cos 0)] )  

where ro = 2.818 x 10 cm and a is defmed as before. Equation (2.7) is a 

representation of the KJein-Nishina cross section. The solid angle in a ring of constant 0 

is dr2=27r sin(0)d0. Eqn. (2.7) can be integrated numerically to find the probability law 

on the deflection angle (Eskin. 1997). 

The scattered photons can have energies in the range of 90 keV to 140 keV for 140 

keV incident photons. These photons can then be Compton scattered again or undergo 

photoelectric interactions. In the end, if the energy fi-om photoelectrons and Compton 

electrons are assumed to be deposited entirely at the absorption sites, the net result of a 

single gamma-ray interaction can be expressed as a list of charge deposits of different 

sizes at different positions. The initial gamma-ray energy must equal the sum of the 

deposited energies, unless a photon escapes the detector crystal. 

2.2.2 Charge Transport 

Once a charge deposit has been created, the electron cloud and the hole cloud 

separate under the influence of the static electric field in the material. The charges then 

move through the material subject to three forces: the static electric field, the electric 
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field generated by other charges in the cloud and random excitations by the thermal 

motion of the crystal lattice. While being subjected to these forces, charges can become 

trapped at points of minimum potential energy caused by crystal point defects. After 

trapping, the charges can be freed by thermal excitations, a process known as detrapping. 

In addition to the processes of trapping and detrapping, electrons and holes can 

recombine. We will be ignoring recombination in the following discussion since it is not 

expected to have a significant effect on the charge distribution for interactions in 

CdZnTe. 

Motion through the crystal 

The direct motion of the charges in response to the applied electric field is governed 

by the mobility // of the charge carriers. We use the term charge carrier to include both 

electrons and holes. The charge carrier drift velocity v is 

V = //£•, (2.8) 

were E is the electric field strength. The mobility arises fi-om the constant acceleration 

and collision of the charges as they travel. The condition for the linear relationship in 

Eqn. (2.8) is that the motion of the charge carriers is dominated by random thermal 

excitations, giving times between collisions that are independent of the electric field. As 

soon as the electric field becomes strong enough to begin to alter the time between 

collisions, Eqn.(2.8) is no longer valid. The mobility is different for electrons and holes, 

having a value in CdZnTe of ~1100 cm^ /V s for electrons and ~100 cm^ /V s for holes. 

At these values, for a 1000 V/cm electric field, the electrons will require 136 ns to 



traverse a 1.5 mm thick crystal and the holes will require 1500 ns . 
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Trapping of charge carriers 

Trapping occurs at a constant rate, independent of the velocity of the charge carriers. 

If traps are thought of as solid objects and trapping occurs when the charge "hits" the 

trap, the independence of trapping rate and velocity makes sense only when we consider 

the random thermal motion of the charge carriers. In the absence of a biasing field, the 

charges are in continuous motion and continually have the possibility of running into a 

trap. As long as thermal motion dominates over motion induced by the electric field, the 

average time between trapping events does not vary with the electric field strength. 

The mobility and trapping time can be combined to give a probability law on the 

distance traveled through the material before trapping, 

p(r) = -^e-''^'' , (2.9) 

where ris the trapping time and r is the total distance traveled along the direction of the 

electric field before the charge carrier is trapped. The factor //r£' is the drift length, 

defined as the average distance traveled along the direction of the electric field. The drift 

length is expected to be about 2 cm for electrons and 0.2 mm for holes in CdZnTe with a 

1000 V/cm electric field. The number of electrons AJ^that manage to traverse the entire 

detector is 

= , (2.10) 

where V is the potential difference across the detector, No is the initial number of 
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electrons and L is the detector thickness. The result of Eqn. (2.10) is plotted in Fig. 2.8, 

with larger V leading to higher electric fields, faster transit times and less trapping. 

Charge diffusion 

The random motion of charge carriers occurs on a very short time scale, with the 

average times between collisions being of order 10*'^ s. This means that a charge may 

undergo more than a million collisions before it finishes traversing the detector. This 

motion is well described by the so-called "random walk", where the position is changed 

rapidly by independent random motions. The random motion forms electron and hole 

diffusion currents -De Vpe and -Dh^Ph, where Pe and ph are the electron and hole charge 

densities respectively, and De and Dh are the electron and hole diffusion constants. We 

are defining the charge densities in Coulombs, so pe is negative. 
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Fig. 2.8 Electron transport vs. bias voltage for a 1.5 mm thick slab of CdZnTe. 
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The electron and hole currents induced by the electric field E can be derived from 

Eqn. (2.8) as -^iepJE and ̂ hPhE. Using the current continuity equation, 

= , (2.11) 
at 

and the vector relation V (V/7)=V"/7, we can write two separate continuity equations for 

electrons and holes, 

A V V. + ^ (2.12 a) 
at 

= ̂  • (2.12b) 
at 

A simple relationship between the diffiision constants and the mobilities can be 

found by assuming a system with a static electric field has reached thermal equilibrium. 

In this case, there is no change in the charge densities with time, so we can rewrite Eqns. 

(2.12 a) and (2.12 b) as 

Dyp^ = -^y{Ep^) (2.13 a) 

Dy'p,=/j,^iEp,) (2.13 b) 

In thermal equilibrium, the charge densities must follow a Boltzman probability 

distribution for probabilities of occupied states. The corresponding charge distribution 

for electrons is 

, (2.14) 

where 0 is the electrostatic potential, C is a normalization constant that depends on the 
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full potential distribution, T is the temperature and ki, is Boltzman's constant. The 

exponent in Eqn. (2.14) is positive because ^ is the potential for a positive charge, but 

the electron has a negative charge -e. If Eqn. (2.14) is substituted into Eqn. (2.13 a), the 

result is 

D,V (VCe'^'*'^) = -//,V ) , (2.15) 

which can be transformed using Vexp(/(r)) = exp(/(r))y/(r) to get 

= . (2.16) 

The potential is related to the electric field hy E = -V^, leading to the Einstein relations 

(2.17 a) 
e 

, (2.17 b) 
e 

where the relation for holes in Eqn. (2.17 b) can be found by the same argument as above. 

Charge clouds with a static, homogeneous electric field 

We will be discussing the distribution of only the electrons in the following pages 

because the pixel signals are relatively insensitive to the shape of the hole charge clouds. 

The holes are trapped very quickly in the material, so the hole charge clouds do not 

become as large as the electron charge clouds. The holes are also generally trapped far 

from the pixel pads. As will be discussed in Sec. 2.2.3, the pixels are much less sensitive 

to variations in charge distributions that are far from the pixel pads. 
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If we examine the equation of motion in Eqn. (2.12 a) in the absence of an electric 

field, we get the diffusion equation for electrons. 

If Peir,t) is initially a spatial impulse, Pe{r,to) = Qo b(r-ro), the charge cloud will spread 

with time into the radially symmetric Gaussian distribution 

Peir,t) = V exp ̂  k-r/ ^ (2.19) 

where Qo is the total amount of charge and the standard deviation is a^it) = ^j2DJ . 

Equation (2.19) collapses to a two-dimensional Gaussian when projected onto the pixel 

plane. 

The initial impulse could describe the charge cloud formed by a gamma-ray 

interaction, but our detectors have a constant electric field that must be included in the 

continuity equation. If Eqn. (2.12 a) has a constant electric field in the z direction, the 

motion of the electrons follows 

• (2-20) 

Let us define p/jr,t) as the solution in Eqn. (2.19) for an impulse at to. We will show 

that pd(,i^,t) is the solution to Eqn.(2.20), where r'=r+/jJit-to)Ez z . If we substitute pdi.r',!) 

for pe in Eqn. (2.20), we must use the total derivative with respect to time on the RHS 

since K depends on time, giving 
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(2.21) 

We can rewrite the RHS of Eqn. (2.21) as 

dpj (r ' , t )  ̂  dp j i r ' , t )  ^ d r '  
(2.22) 

dt dt dt 

By using the definition of Eqn. (2.22) can be rewritten as 

dpj i r ' , t )  dp^(r ' , t )  ,  dp^ i r ' j )  = + -
dt dt ' • dz 

(2.23) 

If Eqn. (2.23) is substituted into Eqn. (2.21), the first term on the RHS of Eqn. (2.23) 

cancels the first term on the LHS of Eqn. (2.21), since pj(f,t) is a solution to Eqn. (2.18). 

The second term on the RHS of Eqn.(2.23) is equal to the second term on the LHS of 

Eqn. (2.21), so the equality in Eqn. (2.21) is satisfied, proving that Pd(.r',t) is a solution to 

Eqn., (2.20). Substituting the definition of r' into Eqn. (2.19), we get the solution to Eqn. 

The final cloud size can be found by calculating the time for traversing the detector 

t =LI(jicE.), where L is the distance from the interaction site to the pixel electrodes. The 

solution in Eqn. (2.24), like Eqn. (2.19), is the impulse response of the system. The 

solution for an arbitrary initial charge distribution can be found by convolving the initial 

distribution with the impulse response. 

The argimient used to derive the solution in Eqn. (2.24) can also be used for a more 

(2.20), 

(2;r<r;(r-/o)) 
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general class of operators than just the Laplacian operator, V^. In general, if Poir,t) is the 

impulse response to the system described by 

= (2.25) 
at 

where is a shift-invariant operator that does not depend on time, then 

Po(r^^i t-to)Ez z ,t) is the impulse response of the system described by 

+ = • (2-26) 

We will use this result later when examining the charge cloud shape formed by the self-

repulsion of the charges. 

Self-repulsion of the charge cloud 

The electric field component in Eqn. (2.12 a) is strictly valid only for a static electric 

field. Any changing electric field induces a magnetic field that will exert additional 

forces on the charges. As long as the motion of the charges is slow enough, the magnetic 

field can be ignored (Eskin, 1997). This is what we call the quasi-static approximation, 

where the electric field is changing but can still be described well by electrostatic 

equations. The Coulomb force exerted by the charges on each other is one example of a 

quasi-static electric field. The Coulomb force can be incorporated into the diffusion 

equation along with a static electric field in the z direction. Equations (2.12 a) and (2.12 

b) become 
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oy-p, 4- //,£, ̂ +//,v. 
& d/ 

(2.27 a) 

AVV. A.V • (£,A ) = ̂  
cz dr 

(2.27 b) 

The first term on the LHS is the diffusion term, the second is the term describing motion 

due to the biasing electric field Eb, and the third term describes the effect of the electric 

field Ec from the charges themselves. We have used the term Eb for the biasing field 

because E: would include the z component from Ec. We leave as a scalar so that in the 

term with the biasing field, we can simplify the gradient to a simple derivative with 

respect to 2. 

If the diffusion term is small compared to the term containing Ec, and we ignore the 

biasing field for the moment, Eqn.(2.27 a) becomes 

For a radially symmetric charge cloud, Ec can be calculated by integrating over the field 

from the charges at each radius. 

(2.28) 

r 

(2.29) 

where e is the permittivity of the material, being 10.6 ft for CdZnTe. 

We can use the vector identity V {Ep)=pV E + E Vp, along with Poison's equation 

VE = p/s to convert Eqn.(2.28) into 
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^A=(r,z) + AA (VA(/-,l)) = 5^^ . (2.30) 
e at 

By using the fact that p is radially synunetric, Eqn. (2.30) becomes 

+ = (2.31) 
£ or at 

We can solve Eqn. (2.31) to find a uniform ball of charge that expands with time, 

given an initial impulse pjijrfi) = Qo 5(r). The justification for this solution will follow 

the full presentation of the solution. We will use r as the radial component of the radially 

symmetric distribution, where /^|r|. The charge density of this expanding ball can be 

written as 

= —^ball '* , (2.32) 
Ri t )  

where 

bau(x)j;, :>;} <"'> 

and 

R0)  = 3//e^ia K 
(2.34) 

4;rs 

An inspection of Eqns (2.32) and (2.34) shows that the total charge is indeed Qo, but Qo is 

negative since we are dealing with electrons, thus the absolute value of Qo in the 

numerator of Eqn. (2.34). 

Before we check the solution, we need to examine some of the properties of this 
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charge cloud. The first is the electric field it generates. If we use Eqn. (2.32) with Eqn. 

(2.29), we find that the electric field becomes 

E,{r , t )  =  

r ^ 
•r 

Qo 
4^sr' 

rr 

r<Ri t )  

r  >  Ri t )  

(2.35) 

We also need to solve for the derivatives of the charge cloud with respect to r and t. The 

derivative of Eqn.(2.32) with respect to r is 

dr dr 

£ I 

^ r ^ 

Kt)  

R{t )  

£ 

Ri t )  

S{r -R{ t ) )  

-I (2.36) 

The derivative of Eqn. (2.32) with respect to t is 

dpj^) £ 
dt 

ball 
£ d 

Rit ) )  St  
ball 

^ r ^ 

RU).  

pXr , t )  £  r  oRU) I r  
t  R \ t )  d t  U(0  

^.PAL20__^mils (r -RU))  
t dt 

(2.37) 

We can now check the solution to Eqn. (2.31) by substituting Eqns. (2.35), (2.36) and 

(2.37) into Eqn. (2.31) to get 
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(2.38) 

The first term on the LHS cancels the first term on the RHS. The second terms on each 

side are equal to each other if we use Eqn. (2.34) to get 

Since the equality in Eqn. (2.38) is satisfied, Eqn. (2.32) must be a solution to Eqn.(2.31). 

The same argument used to derive Eqn. (2.24) for the translation of the diffusion 

charge cloud can be used to derive the self-repulsion solution in the presence of a biasing 

electric field. The operator on the LHS of Eqn. (2.28) does not depend on time, so the 

solution in Eqn. (2.32) must be translated hy for including the effects of the bias 

field. 

Self repulsion with trapping 

Up to this point we have ignored the effects of charge-carrier trapping. The trapping 

can be included as a charge drain in the LHS of Eqn. (2.30). If we again ignore diffusion 

and the biasing field, the continuity equation with trapping is 

dRj t )  . r3 / /Jg j]^ l^ -^  _  Rj t )  
(2.39) 

dt A;rs 3 3/ 

(2.40) 
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£ T Ol 
(2.41) 

where ris the trapping time. The trapping rate is proportional to the total number of 

charge carriers, since the trapping of each electron is assumed to be independent of all 

other electrons in the charge cloud. Equation (2.41) cannot be entirely accurate since the 

electric field should be generated by both the trapped charges and the moving charges. 

Trapped charges can also detrap and become moving charges. We will include 

detrapping later, assuming for the moment that trapped charges are trapped permanently. 

We will also assume for the moment that the density of trapped charges near the moving 

charge cloud is small enough that the trapped charges have no effect on the motion of the 

moving charge cloud. Later on, we will examine simulations that include the electric 

field from the trapped charges in order to test the validity of this assumption. We will 

once again ignore the biasing field at first and add it later as a translation in the final 

solution, following the argument of Eqn. (2.26). 

We will first present the solution to Eqn. (2.41), then substitute it in to check that it is 

the correct solution. The charge cloud is once again a radially symmetric ball, but with 

(2.42) 

and 

(2.43) 
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The electric field at the edge of the ball, calculated using Eqn. (2.29), is 

EAX(') .0  =  
4^£R^(0 

The derivative of Eqn.(2.42) with respect to r is 

dpXr, t )  £  
^ • - i f- '  -ball 

• ^ r - R ( t ) )  

The derivative of Eqn. (2.42) with respect to r is 

Tball 
 ̂ /•  ̂

v^(0/ 
^•ballf '' 

Ae^exp(j/)-l) {^(0 .  

dR(0 

r(exp(/J-l) //,r(exp(;/)-l) 
-^r-/?(0) 

(2.44) 

(2.45) 

(2.46) 

By substituting Eqns.(2.42), (2.44), (2.45) and (2.46) into Eqn. (2.41), the equality of 

Eqn.(2.41) is satisfied, verifying that Eqn.(2.42) is a solution to Eqn. (2.41). 

If we include the biasing field, the solution in Eqn. (2.42) gets translated to 

ball l r  +  / / j£Jl  (2.47) 

We can see the resulting final charge cloud diameter as a fiinction of the trapping 

time in Fig. 2.9. The diameter is calculated as twice the radius in Eqn. (2.43) for a 1 
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MeV alpha particle interacting at the top of our 1.5 mm thick detector, with a -150 V bias 

voltage. For large trapping times, the diameter approaches the limit of Eqn. (2.34) for no 

trapping. At small trapping times, more charges are trapped and there is less total charge 

to propel the expansion of the charge cloud. At very small trapping times, the charge 

cloud diameter is almost meaningless since almost no charges will actually traverse the 

detector without trapping. 

Self-repulsion with trapping and detrapping 

In the preceding analysis, the trapped charges were assumed to leave the charge 

distribution entirely and contribute nothing to the detected signals. There must always be 

some detrapping, however, caused by thermal excitations in the crystal. If charges never 

detrapped, the traps would all eventually become filled and the properties of the material 

would change over time. The charges detrap at a rate 2^, following an exponential 

probability for time trapped t as 

Just as variable trapping times affect the size of the charge cloud, so will variable 

detrapping times. If the detrapping time is large compared to the integration time in the 

readout circuit, the charges can be considered to be trapped permanently, and the 

previous analysis deriving Eqn. (2.47) is valid. If, however, the detrapping time is 

comparable to the integration time, some of the trapped charges will be released and 

travel to the pixel electrodes. The number of electrons that actually reach the pixel 

electrodes will then vary depending on when the interaction took place during the 

(2.48) 
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integration cycle. 

If the detrapping time is small compared to the integration time («l ms) then almost 

ail trapped charges will reach the pixel electrodes during the integration time. An 

analytic solution to the final charge distribution on the pixel electrodes can then be found 

with two approximations. The first approximation is that diffusion can once again be 

ignored. The second is that the density of trapped charges is small enough that a trapped 

charge, once released, experiences no further lateral motion before it hits the pixel 

electrodes. We will use pfj) to represent the distribution of trapped charges after the 

moving charge cloud has completed transit across the detector. 

200.00 — 

o O) 
m 
•5 160.00 — 
'5 
s 
OB 

•f 120.00 — 

£ 80.00 jn TD •o 
J u 
 ̂ 40.00 

a 
o 

0.00 

O.OOE^O 2.00E.6 4.00E.€ 6.00E.6 8.00E.« 1.00E-S 
Trapping time In seconds 

Fig. 2.9 Final charge cloud diameter in /on as a function of trapping time for a 1 MeV alpha 
particle interacting at the top of a 1.5 mm thick CdZnTe detector with -150 V bias voltage. 
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If all the trapped charges reach the pixel plane before the end of the integration time, 

the total charge distribution on the pixel plane will be the two-dimensional projection of 

Ptir) plus the two-dimensional projection of pA.r,tmax), where tmax is the transit time of the 

charge cloud. The projection of the trapped charges onto the pixel plane is 

(2.49) 

where P{ } is the two-dimensional projection operator that gives the line-integral 

projections onto the pixel plane. We can rewrite p^r,t) from Eqn. (2.47) as 

= _3aexp( •I \ 

(2.50) 
'  ' \  Ri t )  

The z coordinate of p^r,t) is irrelevant after projection onto the pixel plane, so Eqn.(2.49) 

becomes 

P{p , {r ) )  =  p\l dt'- e-''"hal\ 
\ i  r4^V)  

I'•I (2.51) 

Equation (2.51) can be expressed as an integral over R, 

3s I 

0 ^  V/?;  
(2.52) 

becoming 

P{pXr)}  =  p \^y« ball 
^ 1 1  ^ \r\ . I*-! . ^^max J 

(2.53) 

where Rmax is calculated from using Eqn. (2.43). If we include the untrapped charges 

from Pe{r,tmax), thc total charge distribution on the pixel plane where r is the two-



70 

dimensional vector on the pixel plane, is 

(2.54) 

A comparison of the charge-cloud shape for two different detrapping times is shown 

in Fig. 2.10, with one detrapping time much less than the integration time and one 

detrapping time much greater than the integration time. If the detrapping time is less than 

the integration time, the trapped charges detrap and the distribution becomes much more 

concentrated. This change in the charge cloud shape is a critical test of whether short 

term trapping and detrapping are present in the crystal. 

Multiple trapping levels 

The model can be expanded to include multiple trapping levels. Let us assume there 

are two trapping levels: one with trapping time Ti that detraps in much less than the 

integration time and one with trapping time ti that detraps in significantly greater than 

the integration time. The total trapping rate is the sum of the trapping rates from the two 

types of traps, so the total trapping time riot is 

This is the trapping time that governs the decrease in the strength of the untrapped charge 

cloud and the trapping time that is used to calculate Rmax- The fi-action of trapped charges 

that go into the trap with detrapping time T\ is r2/( ri+ r2). It is mostly these trapped 

r, 
tot 

I 1 
— H (2.55) 
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charges that will go on to be released and travel to the pixel plane. The projected charge 

distribution then becomes 

= P\ 
4^ 

H In 
r, + r, 

3s 

ball ̂  kl ^ 

In ball kl 

7^ 

(2.56) 

Distance from center in microns 

Fig. 2.10 Charge cloud shapes projected onto the pixel plane, shown as a function of radius r. 
The projection is done numerically. The solid line is for a 1.3 MeV alpha particle interacting in a 
1.5 mm thick CdZnTe crystal with r= 7x10"' s and Td = 1x10"^ s, calculated using Eqn. (2.47). 
The dashed line is for the same alpha particle interacting in a crystal with with r= 7x10"' s and 

= IxlO"^ s, calculated using Eqn. (2.54), showing the increased charge in the center from 
trapped charges that have become detrapped. 
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Numerical solution to the charge cloud 

All of the above solutions that include self-repulsion ignore the diffusion of the 

charge carriers, the interactions between electrons and holes, and the electric field 

generated by trapped charges. To include these effects, we must do a full numerical 

simulation of the evolution of the charge cloud using the equations of motion that include 

all charges. If we take the self-repulsion equation of motion in Eqn. (2.41) and add the 

diffiision and biasing field, we get the equation of motion for electrons of 

+ = • (257) 
OZ £ t Ot 

We can now include the distribution of trapped charges/?, that can detrap into the 

distribution of moving charges. The two distributions are governed by the two equations 

of motions 

oy-p, + — + — = % (2.58 a) 
OZ £  r Tj Ot 

Pe P, ^ ^P. 
T Tj  d t  

(2.58 b) 

where is the detrapping time. The electric field Ec is formed from the moving 

electrons, the trapped electrons and the trapped and moving holes. Similar equations of 

motion describe the motion of the holes. 

The electric field can be calculated by integrating the electric field over the entire 

charge distribution/?, where/? is the sum of all of the charge distributions. If we assume 

that there is only a single charge deposit, the total charge distribution must be radially 
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symmetric in the x-y plane. We define r as the radius in the x-y plane. We can then write 

the distribution asand calculate the electric field from Coulomb's law as 

x x 2 - r  * t \  
E^{r,z, t )=  jdz'jrdr' f p "" ' ^((r-r'cos^r + (r-r')f) 

-<D 0 0 z'f+r'+ r''-2rr'COS 

(2.59) 

As was stated above, we are in the quasi-static limit where the instantaneous electric field 

can be calculated from the instantaneous charge distribution, ignoring magnetic effects. 

The integrand can be tabulated as a function of r, r' and z-z' for unit charge density. The 

table can then be summed over a finite grid of values of /^r,z,t) to find the electric 

field. 

After we calculate the electric field, the trapped and untrapped charge clouds can be 

incremented by calculating the rates of change in Eqn. (2.58). After each calculation of 

the electric field, the charge cloud is modified in 1 ns intervals. The derivatives of the 

charge cloud can be calculated from a simple difference of adjoining points, with the 

distance between discrete points in the charge cloud of 1 (im in both r and z. The 

calculation is time consuming, but is speeded substantially by adjusting the time 

increments to match the rate of change, with smaller increments used near the beginning 

of the simulation when the charge cloud is compact and the rate of change is large. 

The full simulation can be used to test the validity of the assumptions about separation 
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of charge clouds and electric fields from trapped charges, as well as including charge 

diffusion. The influence of the electron and hole charge clouds on each other can be seen 

in Fig. 2.11, where we plot the electron charge cloud radius containing 90% of the charge 

as a function of time if we include the holes (a) and if we ignore the holes (b). We can 

see that only for very small times (<10 ns) does the influence of the holes affect the size 

of the charge cloud appreciably. An initial charge cloud size of 5 ^m was assumed, 

corresponding roughly to the size of the charge deposit from an alpha particle, with the 

total number of charges corresponding to a 5.1 MeV alpha particle. The initial change in 

the charge cloud shape disappears as we go to longer times. In general, the expansion of 

the charge cloud is not sensitive to initial conditions. An increased expansion early on 

leads to a slower expansion later, since the electric field decreases at larger radii. 

The diffusion of the charge cloud does play an appreciable role in modifying the 

charge-cloud diameter. The radius of the charge cloud containing 90 % of the charge is 

plotted as a function of deposited energy in Fig. 2.12 for only diffusion, only self-

repulsion and the two effects combined. The addition of the self-repulsion term is not 

significant for energies below 150 keV, giving only a 10% increase in the cloud width at 

110 keV. A typical charge deposit that we expect for 140 keV gamma rays interacting in 

CdZnTe is a 114 keV deposit left by photoelectric interaction with a cadmium atom. The 

increase due to self-repulsion is still small compared to the spreading of energy by x rays 

emitted from a gamma-ray interaction site. The self-repulsion of the charge cloud will be 

the dominant spreading mechanism, however, for high-energy alpha-particle interactions, 

since these particles deposit all of their energy within a few jam. Alpha particles are 
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Fig. 2.11 Radius of charge cloud for S.I MeV alpha particle. The solid line is the charge-cloud 
shape predicted by Eqn. (2.34). The dashed line is the shape predicted by full a full simulation 
that includes the effects of holes on the charge cloud. Only for times less than 10 ns do the holes 
have an appreciable effect, but the temporary reduction in the charge cloud width is quickly 
smoothed out at later times. 

frequently used to test materials, due to the very large signals they generate and their 

quick absorption, so including self-repulsion can have serious implications for detailed 

material testing with alpha particles. 

Our final question to answer from simulations is whether we can safely ignore the 

electric field generated by trapped charges, both in terms of its effect on the moving 

charge cloud and its effect on charges that detrap. To test this, we calculated simulated 

charge-cloud radii (again measured to containing 90% of the charge) for detectors with a 
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short detrapping time and measured the change in the radius with trapping time. The 

results are plotted in Fig. 2.13 with including the electric field from the trapped charges 

(a) and ignoring the field from the trapped charges (b). It is only for very short trapping 

times that the trapped charges have an appreciable affect on the moving charges. The 

point at which the effect becomes significant is approximately when the trapping length 

is equal to the charge-cloud radius. 

200 — 

E 3 160 — 

a> O) 
9 JZ O 
"o 

s 
ai 

 ̂ 120 

s  c 
8 

g 
b 

40 

0  ^ ^ ^ ^  

0 200 400 600 800 1000 
Energy in keV 

Fig. 2.12 Final diameters of charge clouds containing 90% of the charge for just diffusion 
(horizontal line), just self repulsion (dashed line) and the two effects combined (curved solid 
line). The diameter is calculated from an initial uniform ball of charge of diameter 10 urn, with 
travel across a 1.5 mm thick slab of CdZnTe at -150 V bias. 
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Fig. 2.13 Radius of the charge cloud containing 90% of the charge plotted as a function of the 
trapping time r for a fixed expansion time of 50 ns. The solid line is for simulations that ignore 
the electric field from trapped charges. The dashed line is for simulations that include the field 
from trapped charges, showing slightly increased spreading for r less than 10ns. The drift length 
for a rof 10 ns is 110 |im. 

2.2.3 Charge Induction 

The result of simulations of charge deposition and charge transport is a distribution 

of charges in the detector crystal that includes trapped charge carriers in the bulk of the 

material and charge carriers that have reached the electrodes. In either case, the charge 

carriers generate an electric field that induces motions of free charge carriers in the metal 

contacts. As carriers move in the metal contacts, leaving and entering through the 

readout circuit, a charge distribution forms on the surfaces of the contacts. The charges 

in the contacts will move in response to both the charges in the detector crystal and the 
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charges in the contacts themselves. Eventually, an equilibrium must be reached by which 

the forces cancel out and there is no longer any net motion of charges in the contacts. 

The condition for equilibrium is called the electrostatic boundary condition, which simply 

states that the sum of all electric fields must be perpendicular to the metal surfaces of the 

contacts. 

Even though the charges in the material are in motion, the charges in the contacts 

move quickly enough to reach equilibrium instantly in response to the motion of the 

carriers in the detector. Thus, we call this a "quasi-static" problem, where the charge 

distributions on the contacts can be calculated as if the detector charges are static, and 

then recalculated once the detector charges move. 

The Ramo-Shockley theorem 

There are many approaches to solving the problem of finding the charge distribution 

that forms on the contact electrodes in response to charges in the detector. One of the 

most convenient is the Ramo-Shockley theorem (Ramo, 1939 and Shockley, 1938), 

which is discussed in Eskin. 1999. Other methods include the use of image charges for 

evaluating the potential distribution that a charge produces in the detector, fi*om which 

the pixel charge can be calculated using Green's theorem (Barrett et al., 1995 and Eskin 

et al., 1999). We choose the Ramo-Shockley approach because it yields faster 

calculations for simple electrode structures. 

The Ramo-Shockley theorem is based on the theoretical construct of calculating the 
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potential distribution that forms in the detector by setting one electrode at 1 volt and all 

other electrodes at ground. This potential is called the weighting potential <IV, and it can 

be used to calculate the amount of charge Q that collects on the electrode in response to a 

point charge q in the detector. 

where d/dn  is a derivative normal to the surface that defines both integrals. The LHS is 

an integral over the volume enclosed by the surface. The RHS is the integral on the same 

surface. 

For a point charge located in the middle of the detector, we will define a surface that 

consists of three parts: a surface immediately surrounding the electrode on which the 

charge will be calculated (Si), a surface immediately surrounding the charge (S2) and a 

surface surrounding all other electrodes (S3). These three surfaces are shown in Fig. 2.14. 

We will use C>i as the weighting potential and <I>2 will be the potential generated by the 

point charge with all electrodes grounded. This potential is the Green's fimction with 

homogeneous Dirichlet boundary conditions (Barrett et al., 1995). Poisson' s equation 

dictates that the entire left side of (2.61) must be zero on all surfaces, since 

V" <I>i = <1^ = le= 0. On surface Si, <I>i=l and <1^=0. On surface S3, <I>i and 

Q = (2.60) 

Equation (2.60) is the Ramo-Shockley theorem. 

The theorem will mow be proved starting with Green's theorem. 

(2.61) 
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<1^ are both zero. We then have 

f d-r^ + <t>,\  d ' r^ = 0 (2.62) 
J  dn  'J  dn  dn  

02 •'2 

Using Gauss' s law, 

I , (2.63) 
dn s  

the first integral in Eqn.(2.62) becomes Q/e , the second integral becomes *tKvq/e and the 

third integral is zero. The resulting equation is Eqn. (2.60). 

Fig. 2.14 Diagram of three surfaces used for generating the weighting potential. 
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In order to calculate the pixel response to a distribution of charges in the detector, 

the result can be integrated over an arbitrary charge distribution p (r) 

Q = -\d'r<i>Sr)p{r) (2.64) 

In this analysis we have ignored any charge that exists on the pixel pad at the start of the 

integration cycle since the circuit only sees the charge difference between the beginning 

and end of the integration cycle. The charge distribution p (r) that forms the solution is 

simply the final charge distribution at the time the integration capacitor is sampled. All 

intermediate stages of charge motion are irrelevant to the final calculation, as long as the 

true final distribution is known. 

Calculating the weighting potential 

The only remaining step in the calculation of the amount of charge induced on an 

electrode in response to a charge in the detector is the calculation of the weighting 

potential. As stated above, the weighting potential is the potential distribution in the 

detector that forms when one pixel is set to one volt and all other electrodes are 

grounded. We will use the method presented by Castoldi. et al.. (1996) for finding 

potentials for arbitrary potentials on one surface. The basic strategy is to construct a set 

of charges that will reproduce this potential distribution on the two detector surfaces. 

We will use multiple dipole layers to produce the weighting potential, but the calculation 

can also be done with Fourier-transform propagation (Eskin, 1999). 

As long as there are no charges in the detector, which is true for the calculation of 
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the weighting potential, there is only one potential distribution in the detector that can 

have a given boundary potential. This statement of the uniqueness theorem can be 

proved by imagining two potentials <I>i and <1^ that are different, but have the same 

values on the detector surface (Griffiths. 1990. o.l 17). Let <1^ The Laplacian 

(V") of and <1^ must all be zero due to Poisson's equation, and the value of <I>3 is 

zero on all surfaces. By definition, if <I) = 0 then <I> has no local maximum or 

minimum. Hence, the extrema occur on the boundaries, making zero both the maximum 

and minimum of <1^. Therefore <1^ must be zero everywhere in the detector, and 

(Pi = Oi. The uniqueness theorem guarantees that any charge distribution that produces 

the surface potentials can be used to find the potential in the detector volume. 

One charge distribution that reproduces the surface potentials is an infinite series of 

dipole sheets, with each sheet the same size as the pixel. A diagram of this theoretical 

construct is shown in Fig. 2.15. The potential at position r due to an arbitrary shaped 

dipole layer is (Durand. 1966. p.54) 

where f2(r) is the solid angle subtended by the dipole layer from position r. There is an 

analytic expression for the solid angle subtended by a square, given by 

where a is the pixel half-width . Equation (2.66) has been expressed with sums to 

demonstrate the relationships between the four terms in the original equation in (Eskin. 

(2.65) 

n(x,y,z) = ^ ^ tan"' 
(a + 2mx - x)(a + 2ny - y) 
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1997 p. 119). The resulting potential for Eqn. (2.65) has a value Vat the top surface of 

the dipole sheet, -Fon the bottom surface and zero for points on the plane z=0 that lie 

outside the dipole sheet. 

The placement of the first dipole sheet at the pixel with unit voltage reproduces the 

correct potential on the pixel plane, but not on the top electrode. The second sheet at 

z = 2L evens the potential to zero on the top electrode, but changes the potential at the 

pixel electrodes. The succession of dipole layers at integer multiples of 2Z, alternately 

corrects the potentials on the two surfaces. The resulting potential in the detector volume 

is 

<^{r) = ^'^aix,y,z-2kL) . (2.67) 

— 21. 

-2L 

-4L 

Fig. 2.15 Diagram of multiple dipole sheets used to generate the weighting potential. 
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Equations (2.67) , (2.66) and (2.60) can be combined to calculate the induced charge 

on a single pixel in response to the charge distribution left in the detector after all charges 

have either been trapped or reached the electrodes. If we ignore charge diffusion and 

coulomb repulsion, the expected pixel signal for different interaction depths is plotted in 

Fig. 2.16. The figure shows the pixel signal due to interactions along a line passing 

through the pixel center while parallel to a pixel edge. The different curves represent 

interactions at different depths. The most striking result is that for lower interaction 

depths, the pixel signal can go negative in response to interactions that occur outside the 

pixel boundary. This fact forms the basis of the estimation of depth of interaction in Sec. 

4.5. 
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Fig. 2.16 Three simulations of signal in a single pixel as the interaction point is scanned 
through the pixel center, shown for interactions at three different depths: the top surface (dark 
solid line), the center of the detector (light solid line) and the bottom surface at the pixel 
electrodes (dashed line). 
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2.3 Testing theoretical predictions 

The theoretical predictions outlined in Sec. 2.2 will form the basis of estimation 

methods to be developed in Chap. 4. In order to trust their validity, it is important to 

present experimental results confirming the basic predictions of the theory. We tested 

predictions for detector properties such as the detection efficiency, charge-carrier 

trapping, charge spreading and charge induction. All physical processes must be taken 

into account together for testing a single detector property. It is frequently the case that a 

measurement designed to test one effect, such as the absorption efficiency as a function 

of angle, will be incorrect unless the test is carefully compared to real predictions of the 

full theory. 

2.3.1 Detection efficiency 

In this section, we will discuss the difference between absorption efficiency and 

detection efficiency, and how a confusion of the two terms can cause misleading results. 

Absorption efficiency is the flection of gamma rays that enter the detector that are 

absorbed in the crystal. We can also use the term to include those gamma rays that 

undergo Compton interactions in the material. Absorption efficiency is a property of the 

detector material and geometry alone, not the readout circuit or estimation methods. 

Detection efficiency is the fraction of gamma rays that pass some test in the data analysis 

such that they are considered to be "detected". If the detection criterion is for the 

measured energy to be within some energy window centered on the expected energy, or 

photopeak, the detection efficiency can be called the photopeak efficiency. 
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The detection efficiency is an experimentally measured number, which can then be 

compared to the theoretically predicted absorption efficiency. If we use an energy 

window centered on ±10% of the photopeak max^imum as an acceptance window for 

gamma-ray detection, the relative detection efficiency as a function of angle is plotted in 

Fig. 2.17 for Am-241 (60 keV) and Tc-99m (140 keV) gamma rays. The theoretical 

absorption efficiency at different energies was shown in Fig. 2.6. This is a good example 

of where detection efficiency and absorption efficiency appear to be in conflict, since Fig. 

2.6 shows the absorption efficiency at 60 keV as an almost flat line. The conflict is 

mostly resolved if we expand the energy window to include ±70% of the photopeak 
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Fig. 2.17 Measured detection efficiency vs. angle of incidence for 60 keV and 140 keV 
gamma-rays using an energy window of ±10% of the photopeak maximum. The test was done on 
the 64x64 array with a 1.5 mm thick detector crystal. 
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Fig. 2.18 Measured detection efficiency vs. angle of incidence for 60 keV and 140 keV 
gamma-rays using an energy window of ±70% of the photopeak maximum. 

maximum. The resulting detection efficiency is plotted in Fig. 2.18, showing much 

greater agreement with the predicted absorption efficiency. 

These results can be explained in terms of the escape of x rays emitted fi-om sites of 

photoelectric absorption. If an emitted x ray escapes from the detector material, its 

energy is lost forever, and so the gamma ray appears to have less energy. Since the 

attenuation length of emitted x rays is less than 160 ^m, they escape only if the initial 

absorption is very close to the detector surface. Since the attenuation length at 60 keV is 

only 270 jim, a significant fraction (-8%) of the x rays escape for normal incidence 

gamma rays. At inclined incidence, the gamma rays become absorbed much closer to the 
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detector surface, and so the x rays have less distance to travel to escape. Thus, detection 

efficiency decreases with increasing angle for 60 keV gamma rays with a narrow energy 

acceptance window. The efficiency goes back up if the window is expanded to include 

only the energy deposited at the interaction site. The results do not vary significantly for 

140 keV gamma rays since the interactions are not confined near the detector surface. 

2.3.2 Charge-carrier trapping 

The effects of charge-carrier trapping can be analyzed by measuring the variation of 

the signal strength with bias voltage. We measured the variation in signal strength as a 

function of the bias voltage in Fig. 2.19. The data were collected using the 64x64 array 

with 380 |im pixels, and signal strength was measured by summing neighboring pixel 

signals that lie above a threshold. In order to use this information to measure the 

Te product, the measured results must be compared to the theoretical curve predicted by 

Eqn (2.10). If a value of re is selected to give the least-square deviation from the 

measured curve, it gives the second line plotted in Fig. 2.19 for/AjZ^ =1.5 x 10'^ cm"/V. 

The results show a slight mismatch of the two curves, especially near the lower 

voltages. A better agreement between data and experiment comes when we include the 

effects of charge induction in the theoretical prediction. When charges are trapped in the 

material, they usually have a small effect on the pixel signals. In the case of electron 

trapping, the fraction of charges that are trapped can be expected to be 7% for a -150 V 

bias voltage. This corresponds to only 1.5% of charges falling within 380 ^im of the 
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pixel electrodes, the so-called " near-field" region where the pixel is most sensitive to 

trapped charges. 

We must also consider that the signals are actually measured by summing multiple 

pixel signals to recover charge that has spread to neighboring pixels. This summing 

effectively increases the near-field region, but still only a small number of electrons 

contribute to the signal. When the bias voltage is decreased, the number of trapped 

charges increases dramatically. At —20 V, 7% of the electrons are trapped within 380 |im 

of the pixel electrodes. These charges will contribute positive signals to multiple 

electrodes, increasing the signal strength more for each added pixel signal. 

0 20 40 60 80 100 
Bias voltage (negative) 

Fig. 2.19 Measured signal vs. bias voltage for 60 keV gamma rays, with a dashed line 
showing the best fit for the number of electrons traversing the detector with 
//r=2.1 x 10"^ cm^/V. 



90 

The result is that, for low bias voltages, the detected signal strength is higher than would 

be predicted from just considering the number of electrons that reach the electrodes. 

When charge induction is included with simulations of the summing procedure, and // is 

varied until it is in least-squares agreement with the data, it gives the curve shown in Fig. 

2.20 for =1.7 X 10'^ cm^/V. The data were analyzed for only a single spot in the 

detector. This same method should be applicable to measuring /4 Te across an entire 

detector. 
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Fig. 2.20 Measured signal vs. bias voltage for 60 keV gamma rays, with a dashed line 
showing the best fit for a full simulation of detector response including charge induction. The 
best fit value is ^r= 1.7 x 10'^ cm^A'^. 
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2.3.3 Charge spreading 

The measurement of charge spreading is complicated by the fact that our smallest 

pixel sizes, 125 urn, are larger than the widths of the expected charge clouds. We must 

then use some method for calculating the charge distribution that includes multiple 

interactions. The simplest method is to choose some statistic that is representative of 

charge spreading, such as the average amount of signal in neighboring pixels, and then 

compare measurements of that statistic to theoretical predictions of the same statistic. 

The second method is to reconstruct the true charge distribution. All of the tests in this 

section were done on the 48x48 array. 

Measuring a single interaction statistic 

This first method can be accomplished by simply comparing the strength of the 

highest signal for a given interaction to the sum of that signal and the surrounding eight 

pixel signals. We can express this statistic as 

largest pixel signal 
largest pixel signal + sum of 8 neighboring signals 

where gain correction and offset subtraction have already been done on the pixel signals. 

We expect ̂  to decrease as charge spreading increases. We measured the average value 

for p using 5.1 MeV a particles that were passed through a thin layer of plastic wrap. We 

chose a particles because they deposit all of their energy within a few ^m of the detector 

surface. High-energy gamma rays would distribute interactions throughout the detector, 

leading to varying transit times. Gamma rays would also cause multiple charge deposits. 
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significantly complicating the measurement of charge spreading for individual charge 

deposits. We used the plastic wrap to decrease the energy of the a particles so that they 

wouldn't saturate our readout electronics. The plastic could also be layered to different 

thickness to vary the energy of the alpha particles. The plastic is not a precise attenuator, 

so the actual energy of the a particles was inferred from the detected signals. 

The resulting values for y? are plotted vs. energy in Fig. 2.21. Theoretical predictions 

are shown on the same plot. The results indicate significantly less charge spreading than 

predicted at higher energies, but still confirm the basic prediction that charge spreading 

increases for larger charge deposits. The theoretical results shown include the effects of 

charge trapping, but do not include any detrapping effects. The presence of rapid 

trapping and detrapping in the crystal is one possible explanation for the decreased 

spreading at high energies, as shown in Fig. 2.10. These detectors are not equipped to 

make a definitive evaluation of the cause of the decreased charge spreading. To make the 

analysis complete, a system that can simultaneously measure pulse shapes and charge 

spreading must be used. 

Reconstructing the charge distribution 

As a second test of our theoretical predictions, we reconstructed the full charge 

distribution using data from a large numbers of gamma-ray interactions. This method is 

based on the assumption that the charge cloud for a particles of the same energy must 

always be the same shape and be radially symmetric. We choose to expand the charge 

distribution in a set of Laguerre-Gauss functions, then seek a maximum-likelihood 
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solution to the values in the expansion. 

Let the pixel signals for each interaction be represented by a vector^,, with a 

corresponding interaction position r,. The radially symmetric charge distribution will be 

represented by a vector of seven Laguerre-Gauss functions f, where the radial 

representation of /is 

We choose seven terms in the series as a reasonable number for giving a good 

representation of the charge cloud. More terms could be added, but at a cost of increased 

computation time. 

f i r )  =  f c r )^ f ,L , {2^r - fc r ) -^ - f^L^{2 / r r^ / .  (2.69) 
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Fig. 2.21 Theoretical (dashed line) and measured (solid line) values for^ defined in 
Eqn.(2.68), as a function of energy for alpha particles. These measurements were done on the 
48x48 arrays. Linear detector behavior could not be guaranteed above 1 MeV. 
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The Laguerre polynomials are 

A)(0 = i 
A(r) = -r + l 

L,(r) = r^ -4r + 2 
, , • (2.70) 

Z3(r) = -r^+9r'-18r + 3 

L„{r )  =  ( . 2n- r -  l)4_,(r)- (n -  1) -L„_2(r )  

The infinite set of Laguerre-Gauss functions are orthogonal when integrated in one 

dimension over the radial coordinate r (Abramowitz and Stegun, 1965). The 

multiplication by the Gaussian term in Eqn. (2.69) allows us to represent /"with fewer 

t e rms ,  knowing  tha t /goes  to  ze ro  fo r  l a rge  r .  

We will use maximum-likelihood estimation, to be discussed in Sec. 3.2, to solve for 

/. The reader who is unfamiliar with this type of estimation may wish to return to this 

section after reading Chap. 3. Since the interaction positions are unknown, the likelihood 

must be calculated by integrating over the interaction positions. 

which is equivalent to marginalizing over a nuisance parameter, as discussed in Sec. 3.3. 

The \/L' term comes from the prior probability law on the interaction positions, which is 

uniform over the pixel. The maximum-likelihood estimate can be found by maximizing 

the logarithm of the likelihood in Eqn. (2.71), 

M I /) = n [;^]j 1) (2.71) 

(2.72) 
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The integrals can be calculated by finding the r that maximizes the integrand, then 

summing in a finite grid around the maximum until the integrand becomes sufficiently 

small. The maximum can be found by first truncating the expansion in Eqn. (2.69) to the 

first two 2 terms. Once a solution is found for these two terms, a third term can be added. 

With the addition of each new term, the previous terms are modified again to search for 

the maximum. By adding one term at a time the solution gets closer and closer to the true 

maximum with minimal searching. The calculation of Eqn. (2.70) is speeded 

considerably by storing a look-up table that gives the expected pixel signals for each 

Laguerre-Gauss function as a function of position. The resulting charge cloud radius 

containing 90% of the charge is shown in Fig. 2.22. The theoretical results from Fig. 

2.10 are plotted again in Fig. 2.22. Just as in Fig. 2.21, the measurements indicate less 

charge spreading at higher energies than is predicted by theory, but they confirm the 

basic prediction of increasing spreading at higher energies. The charge cloud shapes are 

plotted in Fig. 2.23 for 200 keV and 1 meV alpha particles. The shape predicted by 

simulations fi"om Eqn. (2.58) for trapping time r= 1.2 x 10"' s and detrapping time 

rj = I \ 10'^ s is plotted in the dashed line in Fig. 2.23, showing how such an effect 

could be used to explain the measured results. 
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Fig. 2.22 Theoretical (dashed line) and measured (solid line) values for charge cloud 
diameter containing 90% of the charge, shown as a function of alpha-particle energy. 
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Fig. 2.23 Charge cloud shapes for 200 keV (a) and 1 MeV (b) alpha particles. The light 
solid line is the shape formed by the reconstruction with Laguerre-Gauss functions. The dashed 
line is the curve predicted by fitting trapping times and detrapping times to agree with the 
reconstruction. The excellent agreement here is partly due to the ability to vary two parameters in 
the simulation. These results do not confirm the hypothesis of fast trapping and detrapping to 
explain the charge cloud shapes, but they show that it is a plausible hypothesis. 
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2.3.4 Charge induction 

The basic prediction of charge induction is that trapped charges will produce signals 

in multiple pixels, with electrons producing positive signals and holes producing negative 

signals. These results have ab-eady been partially confirmed in Sec. 2.3.2, where the 

addition of charge induction improved the agreement for variation of signal vs. Bias 

voltage in Fig. 2.20. The negative signals induced by trapped holes, however, are a 

particularly significant prediction of the theory. We expect negative signals to be most 

significant for interactions that occur near the pixel electrodes. We need to use higher 

energy gamma rays, such as 140 keV, to produce interactions near the pixel electrodes. 

The variable depth of interaction and the emission of x rays from interaction sites 

make a direct reconstruction of charge distributions like in Fig. 2.23 nearly impossible. 

As a result, we can only compare some statistic derived from measured data to a 

theoretical prediction of the same statistic. We chose to measure the fraction of 

interactions that produce at least one negative pixel signal below the equivalent of —5 

keV. This statistic should eliminate most negative signals due to noise and give a 

reasonable indication of whether the predictions of the theory are valid. The predicted 

value for this statistic at —150 V bias is 18 %. The measured values for all pixels in one 

64x64 detector array are plotted in Fig. 2.24. The results indicate that the bulk of the 

pixels do not come up the predicted fraction, although there are a large number that come 

close. We will see later that in the pixels that come close to 18%, the negative signals are 

nevertheless sufficient to allow a good estimate of the depth of interaction. The regions 
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that are far below 18% do not enable us to achieve good depth estimation. We attribute 

these regions of poor depth estimation to anomalous increased charge spreading in the 

detector crystal, which will be discussed in more detail in Chap. 6. 
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Fig. 2.24 Histograms of percent of 140 keV events that produce at least a -5 keV signal in 
a neighboring pixel, shown for all 4096 pixels in a single 64x64 array. The expected value from 
theory is 18%. 



99 

2.4 Imperfections in the crystal 

The preceding sections ail deal with theoretical predictions of detector behavior. 

Some discrepancies from theory have been noted, as in the curves for charge spreading 

vs. energy, but explanations have centered on changing the homogeneous model of the 

material to account for the anomalous results. There are some regions of the detectors, 

however, that clearly have inhomogeneous behavior. What follows is a brief discussion 

of some of the inhomogeneous phenomena in our detectors, with particular emphasis on 

how these phenomena influence detection efficiency. All of the tests in this section are 

for the 64x64 arrays. 

2.4.1 Grain boundaries 

One well known property of CdZnTe is that it is very difficult to grow as a single 

crystal. The result is that even in a 25 mm square slab, it is very common to see a crystal 

grain boundary running through the material. Grain boundaries and other material 

imperfections in CdZnTe have been discussed in Hilton, et al.. 1999. One such grain 

boundary can be seen in three maps in Fig. 2.25: an infrared transmission map, a leakage 

current map, and a detection efficiency map. All three show roughly the same shape, 

visible particularly well in the infirared transmission and detection efficiency maps. It 

should be noted that the detection efficiency map was measured by simply flood-

illuminating the detector with 60 keV gamma rays. It appears that some pixels have a 

much higher efficiency than most of the detector, but it is theoretically impossible for any 

region of the detector to have a detection efficiency greater than 100%. The 
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(c) 

Fig. 2.25 Three maps of the same detector in infrared transmission (a), detected counts 
with flood illumination (b), and a voltage offset map (including internal ASIC offsets as well as 
leakage current) (c). 
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apparent increased detection efficiency is due to gamma rays being detected in a different 

pixel than the pixel of interaction. 

There are two easily quantified effects of grain boundaries: reduction of charge 

transport and shifting of charge transport. The efTects of the reduced charge transport can 

be seen in the detection efficiency map Fig. 2.25 (b). Electrons from interactions that 

occur above the grain boundary are stopped at the grain boundary, either recombining 

with holes or detrapping at a much later time. We can compare measured noise peak 

Fig. 2.26 Map of noise peak shifts with strong gamma-ray illumination in lower right 
comer of the same detector shown in Fig. 2.25 (white corresponds to a larger shift). The shifting 
of the peak at the grain boundary would be consistent with strong trapping that detraps slowly. 
Illumination was with 60 keV gamma rays. Only charges that actually penetrate the grain 
boundary will cause the noise peak shift in pixels directly under the grain boundary. The 
evidence then suggests that charges both travel along the grain boundary and penetrate the grain 
boundary. 
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positions with and without gamma rays in Fig 2.26 to see that some charge does 

eventually pass through the grain boundary. 

We can get a map of the structure of the grain boundary by assimiing that interactions 

that occur above the grain boundary are not detected. We can then use the number of 

detected gamma rays to measure the grain boundary height. If Nf is the average number 

of gamma rays collected in a region with no grain boundary and N is the number of 

gamma rays detected in the pixel, our estimate of the fraction of gamma rays that interact 

be low the  gra in  boundary  i s  N/Nf .  

The expected number that interact below the grain boundary can be found by 

integrating the interaction distribution from the pixel electrodes to the grain boundary. If 

d is the distance of the grain boundary above the pixel electrodes and L is the detector 

thickness, the expected value for N is 

where N q  is the actual number of gamma rays that enter the detector. The expected value 

for AJ^is simply Eqn. (2.73) with «/=£, or 

L - d  

L  

= exp(-Z,// + d^) - exp(-Z-//) , 

= exp(-I//)[exp(<///) -1] 

(2.73) 

= -/Vo(l-exp(-I//)) . (2.74) 

Dividing Eqn. (2.73) by Eqn. (2.74), we get 
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N e \p i -L / j^exp(d / j ) - l ]  
(l-exp(-L//)) 

exp(<///) -1 
exp(Z.//)-l 

Equation (2.75) can be rearranged to give the grain boundary height in terms of NINf, 

d  = —In 
r  X ,  \  

^(exp(/^)-1)^ + 1^ (2.76) 

The resulting map of the grain boundary using Eqn. (2.76) is shown in Fig. 2.27. 

The effects of charge shifting near grain boundary edges can be seen in the energy 

spectra collected from pixels near the edge of the grain boundary. The energy spectrum 

for a pixel just one pixel position to the left of the boundary is shown in Fig. 2.28 (a). A 

spectrum for a pixel adjacent to the first pixel, on the bright line in the efficiency map, is 

shown in Fig. 2.28 (b). These two spectra are shown for the same total counting time 

with the same illumination, showing the apparent increased detection efficiency in the 

greater number of counts in Fig. 2.28(b). This spectrum can be explained in terms of 

gamma rays interacting above the grain boundary having electrons travel toward the edge 

of the grain boundary. The broad spectrum results from interactions that occur above the 

grain boundary at different distances from the pixel. 
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Fig.2.27 A three-dimensional map of the same grain boundary in Fig. 2.26, with the bottom 
at the pixel electrodes. The height of the boundary was calculated assuming that all gamma rays 
that interact above the boundary are not detected, using Eqn.(2.76). 

The validation of this hypothesis can be seen in a test done with mapping detector 

response near the grain boundary. The photopeak maximum for the pixel used in Fig. 

2.28(b) is plotted in Fig. 2.29 as a function of distance of the beam from the pixel center, 

in the direction of the interior of the grain boundary. The beam is a 100 /«i wide 

coliimated beam of Am-241 gamma rays. The charges shift into this edge pixel, losing 

charge as they travel along the grain boundary. 
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Fig. 2.28 Energy spectra with 60 keV gamma rays one pixel to the left of the grain 
boundary of Fig. 2.26 (a) and on the edge of the grain boundary (b). 
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Fig. 2.29 Map of photopeak maximum in the same pixel shown in Fig. 2.28 (b) as a 
collimated beam of 60 keV gaimna rays is scanned from the pixel center toward the grain 
boundary. 
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2.4.2 Other defects 

There are a host of other defects in the crystal, of which we will only present two. 

The first is a phenomenon known as "twins", which are parallel lines of crystal 

deformation that often occur in pairs (Kittel, 1986). With twins, the region between the 

lines becomes shifted with respect to the neighboring regions. One example of these can 

be seen in the leakage map of a detector in Fig. 2.30 (a). A corresponding map of 

detector efficiency in Fig. 2.30 (b) shows almost no trace of the twin. 

Another type of defect is local inhomogeneities in charge transport that tend to 

concentrate charges into certain pixels. Since interaction positions are most commonly 

estimated by finding the pixel with the highest signal, even a small change in charge 

transport near the pixel edge will correspond to an apparent change in detection 

efficiency. A line of measured counts for 10 pixels with flood illumination is shown in 

Fig. 2.31 (a). A similar map of total number of collected counts for a gamma ray beam 

that is centered over each pixel is shown in Fig. 2.31 (b). For Fig. 2.31 (b), the counts are 

counted on all pixels in the region, rather than just the pixel over which the beam is 

centered. These results show that apparent local variations in detection efficiency do not 

always actually correspond to true variations in detection efficiency. 
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(b) 

Fig. 2.30 Maps of detector with "twins" in the upper left comer in pixel offset voltages 
(a), and counts with flood illumination with 60 keV gamma rays (b). The detector has lower 
resistivity along the twins, corresponding to the higher offsets. The gamma ray map is distorted 
near the twins, but the twins do not produce any consistent change in apparent detection 
efficiency. 
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Fig. 2.31 Maps of detection efficiency along a line of 11 pixels measured with flood 
illumination(a) and with scanning a narrow gamma-ray beam (b). The deviations in (b) fall 
within expected statistical variations of gamma-ray counting, while (a) has extreme variations. 
The variations in (a) can be attributed to charge shifting that makes some pixels appear to get 
more hits, even though the actual efficiency of the detector is not changing. 
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CHAPTERS 

3. MAXIMUM-LIKELfflOOD ESTIMATION 

The primary task of most gamma-ray detectors is to measure the energy and 

interaction position of each detected gamma ray. We call the energy and interaction 

position "interaction parameters" because they are the numerical representation of the 

physical interaction event. Other parameters that could possibly be measured are the 

interaction time and the direction of incidence. In terms of the most basic data analysis, 

the measurement of energies and interaction positions for pixellated gamma-ray detectors 

is a simple task. The position of the pixel can determine the interaction position and the 

voltage of the pixel signal gives the gamma-ray energy. If there are signals in multiple 

pixels, the position can be chosen as the pixel with the highest signal and the energy can 

be measured by summing multiple pixel signals. 

To improve the data analysis, we must move from measurement to estimation. Even 

though every measurement is in fact an estimate, we use the word "measurement" for 

extracting information from the data through simple physical arguments, without regard 

to measurement uncertainties. To "estimate", we must recognize the role of uncertainties 

in the system through characterizing the pixel signals in terms of probabilities. The 

uncertainties in the pixel signals arise from both the random nature of the gamma-ray 

interactions and the additional random electronic noise in the pixel signals. 
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In this chapter, we present the foundations of estimation theory that will be used 

specifically for our detectors in Chap. 4. The concepts of probability and probability 

density functions are presented first, followed by an overview of estimation theory. 

Maximum-likelihood estimation is presented as an alternative to estimators based on 

prior probabilities. We introduce the definition of a nuisance parameter, and explain how 

best to deal with nuisance parameters in an estimation task using prior probabilities. 

3.1 Probability theory 

Estimation theory is founded on probability theory. Probability theory describes how 

data are generated from a physical system. Estimation theory describes how the physical 

attributes can be determined from the data. Thus, we call the calculation of probabilities 

the "forward" problem, while estimation solves the "inverse" problem. From the 

probabilities, an estimation procedure can be formulated to maximize some parameter 

calculated from the probabilities. The estimation method may depend on any prior 

information about which values are more likely to occur, as well as penalties for the error 

in the estimates. 

The simplest definition of probabilities is in terms of discrete numbers. We call any 

number that can assume multiple possible values a random variable. If the random 

variable x can only take on a discrete set of values c,,C2'—Cn then we call P^{c) the 

probability that a sample of x will take on the value c,. In the standard frequentist 

definition of probabilities, P/c,) represents 



I l l  

„,  ,  , .  Number  o f  occurrences  o f  c  
P,(c,) = lim^^^ ^ (3.1) 

where N is the total number of samples of x. 

We can move on to continuous probability distributions by defining a continuous 

distribution in terms of discrete probabilities. We call an arbitrary distribution of 

probabilities in any number of dimensions a probability density function (PDF). The 

PDF for a random variable x is written in lower case, pjix). The PDF can be defined by 

relating it to the probability that a sample of x falls in some interval le 

where Piy-£<x<y+^ is the probability that x will fall within ±£"of>'. The approximation 

on the RHS holds as fgoes to zero. By defining an interval in the continuous 

distribution, a discrete number can be calculated in terms of Eqn. (3.1). 

In multiple dimensions, the random variable is called a random vector at and can be 

defined as 

where V is the volume contained in the integral over a region centered on^. The 

approximation on the RHS holds as y goes to zero. In addition to T going to zero, the 

range of the integral in each dimension must also go to zero. Otherwise, the volume 

could be a "pancake" that goes to zero in one dimension but averages the true PDF over a 

(3.2) 

P{ x  in volume V centered ony) = \dyp ,{y )^Vp^{y)  , (3.3) 
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wide region in another dimension. It should be noted here that the units on all PDFs are 

the inverse of the dimensions of their arguments. Thus, a one-dimensional PDF defined 

as a function of meters will have units of 1/meters. 

There are any number of rules that can apply to manipulating PDFs, but we will 

present here only the definition of conditional probabilities and the method for 

marginalizing a PDF. A conditional PDF is a PDF defined for one or more variables, 

given a value for another set of variables. We write the PDF for x conditional on as 

We will use pixy) as the joint PDF for and>', where the joint PDF is the same as 

the multi-dimensional PDF in Eqn. (3.3) but with the dimensions specified separately. 

The conditional PDF can be calculated in terms of the joint PDF of and y according to 

Conditional PDFs can be expressed with either variable as the conditional variable. For 

Uvo variables, the two possible conditional PDFs are related by Bayes' rule. 

To calculate p{y), we need to marginalize pixy) overx. Marginalization is the 

procedure for reducing the number of dimensions in a PDF by integrating over one of the 

variables. For example, if we are given p{xy), we can calculate piy) as 

Pix \y )  =  S^  
P i y )  

(3.4) 

p i x \ y ) p i y )  =  p i y \ x ) p i x ) .  (3.5) 

(3.6) 

The marginalization procedure can also be formulated in terms of the conditional 
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PDFpix\y). Using Eqn. (3.4) and Eqn. (3.5), we can convert Eqn. (3.6) into 

X 

p{y)  =  ̂ dxp{y \x )p{x)  (3.7) 

In Eqn. (3.6), the dimension of the argument of a joint PDF is reduced by integrating 

over one of the variables. In Eqn. (3.7), the dimension of the conditional variables in a 

PDF is reduced by integrating the conditional PDF multiplied by a PDF for the variable 

to be integrated. Marginalization can be used to reduce the number of variables on either 

side of a conditional PDF. 

3.2 Estimation procedures 

The clearest way to see the development of estimation procedures is to start from a 

complete model that includes all known information about the problem, then simplify. 

We will use the notation of putting a caret on a variable to indicate an estimate of that 

variable. Thus, r is a true value of a vector and f is an estimate of that vector. To 

completely characterize an estimation procedure, we will start with p(5|r), the conditional 

PDF giving the probability of getting a data set g given a set of interaction parameters r. 

We will also need a prior probability law on r, represented by p{r), and a cost function 

C(f, r) that describes a penalty for getting incorrect estimates. The goal of the 

estimation procedure can now be very clearly defined: minimize the average cost. This 

can be formulated as 

\dr a,r^,r)p{g\r)p{r) 
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where "argmin" means that the estimate is chosen to be the that minimizes the integral 

in the brackets. We use as a place holder to represent a possible estimate of r, with 

f being the actual chosen estimate. Estimators formulated in terms of cost functions and 

prior probabilities are referred to as "Bayesian" estimators. 

The estimator of Eqn. (3.8) defines the optimal estimate given the assumptions that 

we know the prior probability law and the cost function exactly. It can be argued 

whether the penalties for every estimation procedure can be described with a cost 

function, but a larger problem with Eqn. (3.8) is the extreme amount of information it 

requires about the system. We can calculate p{g\r) directly from a physical model of the 

system, but />(r) and C(f,r) are often extremely difficult to specify accurately. We will 

generally have to make loosely justified assumptions for assuming a form for a prior 

probability or a cost function. 

The simplest choice for a cost function is the maximum-a-posteriori (MAP) cost 

fiinction. 

which penalizes any false estimate equally, regardless of the amount of error. Using Eqn. 

(3.9) with Eqn. (3.8), we find that as £-goes to zero, 

where K is the constant representing the first term on the RHS and M is the number of 

(3.9) 

Jdr  C{r^ , r )p{g \ r )p{r )  = J JrQ7(^|r)p(r)-J</r ball|^i^^-^jc/7(^|r)p(r) 

^K-£"Cp{g \ r )p i f )  
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dimensions in r. The estimation procedure of Eqn. (3.8) then becomes 

r = arg max{/K^| r)p{r)]  (3.11) 
r 

which is the formula for the MAP estimator. 

If we instead want to minimize the quadratic cost function 

C(f,r)=|r-rp , (3.12) 

the optimum estimate for minimizing the cost is the posterior mean (Frieden, 1983), 

Both the MAP and posterior mean estimates are based on the assumption that we 

know the prior probability pir). The question then arises: what do we do if there is no 

known prior probability law on r? For example, if we are using a gamma-ray detector to 

detect extraterrestrial gamma rays from a previously unmapped region of the sky, there is 

no real basis for defining a prior probability law. The simplest assumption in this case 

would be a prior PDF that is uniform over the detector surface. This is called a neutral or 

non-informative prior, since it is meant to represent a state of complete ignorance about 

the prior. The assumption of uniform priors to reflect unknown priors is not universally 

applicable, however. For example, if we want to measure the velocity of an object for 

which we have no prior, a uniform probability in velocity is easy enough to assume. The 

energy could then be found from the estimated velocity. If we tried instead to estimate 

the energy of the object first, a uniform prior in energy would yield a different estimated 

^ \drrp{g\r)p{r)  

\drp{g\r)p{r)  
(3.13) 
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energy than the energy derived from estimating the velocity. 

One solution to this quagmire of assumptions is to define a new estimation strategy: 

instead of minimizing cost functions, estimate the variable by maximizing the agreement 

between the variable and the data. This is called maximum-likelihood estimation. We 

define the likelihood as L{r\g) = p{g\r), reflecting the fact that in an estimation task the 

data are known and the interaction parameters are unknown. The maximum-likelihood 

estimate is then simply the estimate that maximizes the likelihood, 

r = argmax{/?(^|r)} . (3.14) 
r 

Equation (3.14) makes no use of a prior probabilities. A comparison of Eqn. (3.14) with 

Eqn. (3. II) shows that maximum-likelihood estimation and MAP estimation yield the 

same result if there is a uniform prior. 

The role of a prior in MAP estimation becomes less significant if there are multiple 

data sets used for estimating the same unknown. Let us now use r as the position of a 

gamma-ray point source, so multiple gamma rays can give information about the same r. 

In the above equations, ̂  is a general data vector that can accommodate any set of data, 

so multiple data sets can be incorporated into a single g. We will find it more 

convenient, however, to use a set of vectors {^} if each element gj is statistically 

independent. This could represent data collected from multiple photons, where each 

photon produces an independent data sexgj. We can then write the likelihood as 



/l=l 
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(3.15) 

If we use the fact that logarithms are monotonic transformations, so the logarithm of a 

function is maximized at the same point that the function is maximized, the r that 

maximizes the likelihood in Eqn. (3.15) can be found by 

r = arg r))l . (3.16) 

If we have a known prior p(r), the posterior probability distribution is 

. (3.17) 

for which the MAP estimate is 

r = arg maxjln p(r) + ̂  ln(/>(^„ |r))j . (3.18) 

We can see that the larger the number of samples N, the less influence the prior has on 

the final estimate, and the MAP estimate in Eqn. (3.18) approaches the ML estimate in 

Eqn. (3.16). It can further be shown that the ML estimate is asymptotically unbiased as 

N goes to infinity, whereas the ML estimate for a single sample can be highly unbiased. 
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3.3 Nuisance parameters 

In general, assumptions about cost functions and prior probabilities can be extremely 

difficult to make. Unless you are actually dealing with money, the assignment of cost 

can take on an arbitrary character. We often choose a MAP cost function for 

computational convenience, with little attention paid to exactly how far from the true 

value an estimate can be and still incur no cost. The MAP cost function makes any 

estimate other than the true value of the parameter have an equal cost, but this is 

obviously absurd for most applications. For example, we may choose a MAP cost 

function for estimating a tumor location, but there is nearly always some benefit if an 

estimate is only slightly off of the true value instead of far off of the true value. The 

MAP cost function is only a convenient approximation and shouldn't be regarded as the 

an exact representation of the actual cost of errors. Priors can be equally vague and 

dubious. In estimating radioactivity distributions, we will often make constraints on the 

estimate of an distribution to ensure smoothness, with smoother distributions having a 

higher prior probability. While the general tendency of radioactivity distributions to be 

smoother than a ML estimate is valid, setting down a specific form for the prior based on 

physical arguments becomes very ad-hoc. 

While it can be difficult to know how to choose an exact cost function, it is often 

easy to know specific properties of a cost function. In particular, there is often good 

justification for deciding how a cost function must depend differently on different 

parameters. There will often be an initial data analysis step and a final data analysis. 

The initial data analysis could be the estimation of a gamma-ray interaction positions in 
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three dimensions. The final data analysis could be the formation of an image or making 

some decision about an image, such as if an object is present in the image. Some 

parameters can be present in the initial data analysis but absent in the final data analysis. 

If a parameter is not used in the final data analysis, then the cost function can't depend on 

that parameter. For example, if we have gamma rays entering a semiconductor at normal 

incidence an image can be formed by projecting all of the estimates onto a single plane. 

The depth of interaction is then lost completely in the final data analysis, so the depth of 

interaction cannot enter into the cost function. 

We call parameters that have no effect on the cost function "nuisance" parameters, 

because they are ultimately useless in the final data analysis. This does not mean, 

however, that a nuisance parameter does not play a strong role in an estimation task. It 

can be very common to have likelihoods that depend strongly on nuisance parameters. 

For example, in the case of a gamma ray entering a semiconductor detector at normal 

incidence, the depth of interaction strongly influences the pixel signals. An interaction at 

the very bottom of the detector has a much weaker signal in the interaction pixel than an 

interaction at the top of the detector. Any formulation of the likelihood must include a 

dependence on the depth of interaction. Nonetheless, for normal-incidence gamma rays 

the depth is a nuisance parameter and is never used in any subsequent data analysis. 

To find out what we should do with a nuisance parameter, we must go through the 

analysis to minimize the expected cost. From Eqn. (3.8), we can write the formula for 

minimizing the cost, but with a cost f\mction that depends only on x and a likelihood that 
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depends on x and y.  Both x and y are vectors here, but could just as easily be replaced by 

scalars. The estimate of or is then 

X = arg mm J dx^ dy C{x^,x)pig\x,y)p{x,y) (3.19) 

If we use p(xj;)=p{x)p{y]^) and shuffle terms, Eqn. (3.19) can be rewritten as 

x = arg nun 
X, 

Jdx C(x,,x)p(ac)Jdypig\x,y)p{y\x)  (3.20) 

The second integral in Eqn. (3.20) is a marginalization over^, so we can write Eqn. 

(3.20) as 

X = arg mm J dx C{x^,x)p{x)pig\  x)  (3.21) 

Regardless of our choice of cost flmctions, Eqn. (3.21) tells us that we can always 

marginalize the likelihood p{g\xy) over j as long as^' is a nuisance parameter and there is 

a known prior for 

The simplicity of the result in Eqn. (3.21) makes it seem insignificant, until we 

realize that this procedure is almost never followed. A good example is the estimation of 

gamma-ray energies and interaction positions. If a detector is used as a spectrometer, 

with no position information being used, the position is a nuisance parameter. 

Nonetheless, there are some spectrometers which give some position information, such as 

the 3D position sensitive detectors developed by He. 1997. In these detectors, position 

and energy are always estimated at the same time. What we have presented here shows 
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that any estimation procedure for this system should be based on a likelihood that is 

marginalized over position, such that the actual interaction position is never estimated. 

Separable estimation of variables 

For some types of cost functions, there may be two variables (or random vectors) 

that need to be estimated, but the estimation of each variable can be carried out 

separately. We will continue to use random vectors for generality, but any random 

vector could be replaced by a scalar variable in this formalism. In order for both vectors 

to be estimated, the cost function must depend on the estimates of both vectors. If we 

include a cost function that depends on both jc and j in Eqn. (3.19), the estimation 

procedure becomes 

j:,j' = argmm Jdxjdy Cix^,x,y^,y)p(g\x,y)pix,y)  (3.22) 

If we define the Bayesian risk as 

R(x^>ye\g) = jCix^^x,y^,y)pig\x,y)pix,y), (3.23) 

then Eqn. (3.22) becomes simply a problem of minimizing the Bayesian risk, 

x,>' = argmin{/?(j:,,^J^)} (3.24) 
Xe^ye 

We can see from Eqn. (3.24) that the minimization of the Bayesian risk can be treated 

like any problem for minimizing the value of a function of multiple parameters, 

involving a search through the parameter space to find the minimum. 
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There are two conditions under which the estimation of x and y can be done with one 

vector at a time. The first condition for being able to separate the estimation of the two 

vectors is if/?(jc^, is separable in*, and^,, either by multiplication 

= K(-^e\8)^y(ye\g)  " (3-25) 

or by addition 

" (3-26) 

These two different definitions of a separable fimction are in fact equivalent when 

searching for the minimum of a function, since we can convert from Eqn. (3.25) to Eqn. 

(3.26) by taking the logarithm. Minimizing the logarithm of /?(*e,>',|^) will also 

minimize . 

In order for the Bayesian risk to be separable the cost function must be separable, 

either with multiplication or addition as in Eqns. (3.25) and (3.26). An inspection of Eqn. 

(3.23) shows that even if the likelihood and the prior are not separable in x and the 

Bayesian risk is still separable if the cost function is separable in x and^. For example, if 

we are diagnosing patients for chemical contamination from a workplace accident, the 

total cost for misdiagnosis must presumably be the addition of the costs for each patient. 

The implication is that a separate diagnosis can be made for each patient, even though 

there may be a strong correlation on the prior for contamination (if one person has 

harmful levels of contaminants, it presumably makes it more likely that other people 

have contaminants). This does not mean, however, that the optimal diagnosis for each 

patient can be made without looking at the symptoms of other patients. Each individual 
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diagnosis will still depend on the entire data set g, which would include the symptoms of 

all other patients from the same accident. As long as each physician has access to all of 

the information, however, the diagnosis of each patient can be made separately. 

The second condition for being able to estimate jc and^^ separately is if a change in 

one vector always produces less change in the Bayesian risk than a change the other 

vector. We will call the vector that always has a greater effect on the Baysian risk ±e 

dominant vector. We can express the condition for^ being the dominant vector as 

for any JC, J and where j If the inequality in Eqn. (3.27) is satisfied thenj* can 

always be estimated first, followed by the estimation of x. Any change inj', will produce 

a larger change in the Bayesian risk than any change in so minimizing the Bayesian 

risk with respect to will always yield the correct In practice, Eqn. (3.27) can only 

be satisfied if either the risk does not depend on jc^at all or else j is a discrete variable. 

If we replace the random vector^ with a single discrete variable a that can take on N 

possible values, then the condition for being able to estimate a before estimating jc is 

for all i ,j and x. We call x a subordinate parameter, meaning that the estimation of JC 

must take place after the estimation of a. The estimation procedure is to first find the a 

that minimizes 

max{/?(jc^,^J^)}- /f(jr,>i^) > max{/?(j:^, j^J^)}-min{/?(x,,jrJ^)} 
X X 

(3.27) 

max{^(x^,a,|^)}- /?(jf,aJ^) > max{/?(x^,a,|^)}- min{/?(jr,,a-|^)} 
X X.  x^ 

(3.28) 



d = argmin{/?(jf,fl|^)} 
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(3.29) 
a 

for any x, then estimate x by 

X = argmin{/?(x,a|^)} (3.30) 
X  

It should be noted that the condition in Eqn. (3.28) will only generally be satisfied 

for a limited number of data sets g. In general, there will be some data sets that produce 

approximately equal conditional risk between two values of a, in which case Eqn. (3.28) 

would be invalid. Almost no parameter will be universally subordinate for all g, but only 

approximately subordinate. 

Hypothesis testing 

We will show how the notion of a subordinate parameter can be used with the 

problem of hypothesis testing. A hypothesis test is a test to decide between two 

competing hypotheses about the data, such as whether a tumor is present or absent. 

Accompanying the hypothesis test can be an estimation task, such as estimating the 

location of the tumor. The hypothesis test itself is in fact an estimation task with two 

discrete outcomes: tumor present and timior absent. The hypothesis test then fills the role 

of the discrete variable a in Eqns. (3.29) and (3.30). 

In the case of detecting the tumor, we can imagine two diagnostic situations that 

would produce two different types of cost functions. The first situation is where the test 

for detecting the tumor is a preliminary test that will be followed up later by a more 



125 

accurate test. In this case, it is easy to imagine a cost f\mction that does not depend on x 

at all, since the position will be determined later by the more accurate test. The position 

jc is then a true nuisance parameter, and we can marginalize the likelihood over x to 

perform the hypothesis test. The second diagnostic situation is where the estimate of the 

tumor location will be used to determine where to make an incision to remove the tumor. 

Alternatively, the location may be important for detecting proximity to vital organs. The 

cost function must then depend on the estimated position. 

We will use //, to represent the hypothesis of "timior present" and Hq to represent 

the hypothesis of "tumor absent". Assuming that the cost function does depend on the 

estimated position, we will divide the total cost function into four flmctions; 

C,,(J:,X) = cost of deciding //, and estimating JC when is true and X is the true tumor position. 

C,o(I) = cost of deciding and estimating JC when Hq is true. 

Co,(JC) = cost of deciding Hq when is true and JC is the true tumor position. 

Qo = cost of deciding when is true. 

In writing these four functions we have already eliminated unnecessary dependences in 

the arguments, such as the fact that the cost function cannot depend on JC if we decide 

since no position is estimated if we decide the tumor is absent. We can further simplify 

the cost function by assuming that the cost does not depend on the estimated position if 

there is actually no tumor. Additionally, we can assume that the cost does not depend on 

the true position if we decide the tumor is absent. We then have only C^,(JC,JC) that 



126 

depends on the estimated and actual positions, with C,o ,Co, and Qo now being constants. 

We can calculate the conditional risk for the two hypotheses as 

R{Hj,xJig) = ^dxY,CjXx,x^)pig\x,H,)pix,H,) (3.31) 
1=0 

If we marginalize over jc and eliminate unnecessary dependence on x,  the conditional risk 

becomes 

,  x j g )  =  Q o P i g l  ̂ o)/K^o) + J dxQ^ix,  x^)p{g\  X,  //, )/?(*, //,) (3.32) 

and 

R{Ho\g) = C^p{g\H,)p{H,) + C^,p{g\H,)piH,) (3.33) 

We then choose hypothesis H, if the conditional risk found by minimizing Eqn. (3.32) 

with respect to x^ is less than the risk in Eqn. (3.33), 

C,oP(5l Ho )P( ̂ 0) + arg min{ J dxQ iix,x^ )M^| x, / / ,  ) p {  x, / / , ) }  
(3.34) 

< C^Pig\ H, )piH,) + C,,pig\ H, )p{ //,) 

To simplify Eqn. (3.34), we must make specific assumptions about C,,(ar,i). If 

C,,(x,x)is  actually a  constant C,, ,  we can rearrange terms in Eqn. (3.34) and decide H, 

if 

(C;o-Coo)/?(//o) 
pig \H, )  (Q , -q , )p ( / / , )  '  

which is the standard likelihood ratio test statistic for simple hypothesis tests. The 

position is now a nuisance parameter. 
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If the cost function does depend on the estimated position, we can define 

^ \dxC,^{x,x^)p{g\x,H^)pix,H^) 

\dxp{g\x,H^)p{x,H,)  

\dxQ^{x,x^)p{g\x,H^)pix,H^) 

If we assume that the prior does not depend on position, Eqn. (3.36) simplifies to 

> )  

(3.36) 

/ X J<^C„(X,jcJP(^1J:,//,: 
n I ) = 

pig \H, )  
(3.37) 

We can then use Eqn. (3.34) to define a new hypothesis test for deciding //, 

Pig\H,)  
p( .g\Ho) 

(C,o-Coo)p(//o) 

Q, - min{C;,(jcj} 

(3.38) 

piH,)  

Unlike Eqn. (3.35), we cannot use just the likelihood ratio as our test statistic in Eqn. 

(3.38). 

In Eqn. (3.38) we have derived a general form for the hypothesis test that 

incorporates a test statistic on the RHS that depends on the data. To have the hypothesis 

test and the estimation of x be separable, the RHS of Eqn. (3.38) must be independent of 

the data. We will now show that if x is a subordinate parameter, the RHS of Eqn. (3.38) 

is independent of the data. 

If we express the definition of a subordinate parameter fi-om Eqn. (3.27) in terms of 

the hypothesis test, x is a subordinate parameter if 
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max{^( jf,, - RiHolg) (3.39) 

One example of where the condition of Eqn. (3.39) is satisfied is if we use the MAP cost 

function for*. 

Qi(x,x^) = q  1 - rect 
X -  X ,  

(3.40) 

If we substitute Eqn. (3.40) into Eqn. (3.32), we find that becomes 

independent of jc, as £" goes to zero, in which case the RHS of Eqn. (3.39) must be zero 

and the inequality is satisfied. 

We can see directly how x being a subordinate parameter makes it possible to 

perform the hypothesis test without estimating x. We will use Eqn. (3.37) again to 

calculate C,'i (x^). 

c;, (jc,)= 
jdxC,,  1 - reel 

X -  X ,  

\ £ 

= C„-
h rect 

x-x^ 
\ £ 

(3.41) 

-  \pig\x,H,)  

As £*goes to zero, the second term on the RHS goes to zero andQi (jc,) becomes 

independent of g. If Q, (jc^) is independent ofg then Eqn. (3.38) becomes a simple 

hypothesis test that does not require estimating x.  
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CHAPTER4 

4. MAXIMUM-LIKELfflOOD ESTIMATION OF GAMMA-RAY 

ENERGIES AND INTERACTION POSITIONS 

4.1 Introduction 

In Chap. 3, we discussed estimation theory based on known probability density 

functions (PDFs). For many estimation problems, however, the most difficult part of an 

estimation task is the calculation of the PDF. For our semiconductor detectors, there is 

no convenient relationship between the estimated parameters (energy and interaction 

position) and the data (sets of pixel signals). The interaction of a gamma ray is a 

complicated process involving the generation of secondary photons from Compton 

scattering and photoelectric absorption, the spreading of charge clouds and the induction 

of pixel signals, all discussed in Chap. 2. 

The task discussed in this chapter is how to relate the physical detector model to a 

statistical detector model. The physical model is the description of what actually occurs 

in the detector between the interaction of a gamma ray and the accumulation of charge on 

the pixel electrodes. The statistical model is the probabilistic description of the pixel 

signals in terms of the properties of the gamma ray. The statistical model can be 

represented entirely by the PDF of the pixel signals in terms of the gamma-ray energy 

and interaction position. If all needed parameters are included in the PDF, the PDF 

constitutes a complete characterization of the physical system in terms of information. 

We will begin with the description of the calculation of the PDF, called the 
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likelihood when the estimated parameters are the unknowns. The calculation of the 

likelihood is presented with degrees of accuracy, progressing from the most accurate and 

time-consuming method (full Monte-Carlo calculation) to the least accurate and fastest 

method (fitting the PDF to a preset form, such as a Gaussian). Methods will also be 

discussed for searching through the likelihood to find the maximum-likelihood estimates. 

We will then discuss the procedures for generating data to test the estimation, followed 

by the results of these tests. The actual algorithms for the estimation will be presented in 

Chap. 8. 

4.2 Calculating the likelihood 

4.2.1 Monte-Carlo calculation 

Maximum-likelihood estimation requires knowing the likelihood in order to 

maximize it. Here, we present a method for calculating the likelihood based Monte-

Carlo simulations, the method that makes the most direct connection between the 

physical model and the definition of a PDF. The definition of the PDF in Eqn. 3.2 is that 

the PDF represents the expected number of samples of a random variable per unit of data 

space. In its simplest form, the Monte-Carlo procedure is to generate a large number of 

simulated sets of pixel signals and count the number that fall within some region of data 

space. To make the calculation simpler, we can simulate sets of expected pixel signals 

and find the average probability of generating the observed set of pixel signals. This 

describes the calculation of a probability, but it can also be used for calculating the 

likelihood by varying the interaction parameters. 
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If we want to calculate the likelihood for a set of pixel signals ̂  as a function of the 

interaction position r and energy E, we can generate a number of sample sets of pixel 

signals ^,(r,£), where the "bar" denotes that these are the expected signals in the 

absence of electronic noise. Here we are taking a doubly stochastic view of the pixel 

signals where gi{r,E) is a random variable that forms the average signal values for the 

Gaussian electronics noise. We are ignoring other noise sources, such as noise 

introduced by charge quantizat ion.  The g,{r ,E) are samples drawn from p{g{r,E)) .  

The approximation to the likelihood l(r,E\g) is then 

Kr,  E\g)  = p{g\  r ,E) =  ̂ d  "gp(g\g{r ,  E))p(g{r,E))  

= -;^^P{s\gi{r ,E))  
^ 1=1 

with the approximation becoming more accurate as the number of samples N becomes 

large. Assuming identical and independent Gaussian noise in the pixel signals, the 

probabilities in the sum are simply 

P(g\g{r, E)) = 7—3^exp 
\2^cr) 

f \ _ , _xt2 \  

(4.2) 

where M is the number of pixel signals used and a is the standard deviation of the 

electronics noise. 

The calculation described in Eqn. (4.1) seems simple enough, but N must be 

enormously large to make it accurate, since most simulated sets of pixel signals will not 

be close to the observed set. In order to reduce the computation time without any loss of 
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accuracy, we must restrict the physical simulation such that we bias the signals toward 

agreement with the observed signals. 

It is possible to use a different probability law for the data than the true probability 

law to generate samples for Monte-Carlo integration. As an example, we will calculate a 

probability for some data^ in a single dimension x using 

Pig) = \d-x p{g\x)pix)  

I ^ ' (4.3) 

where the jt, are samples drawn from p{x). We will now introduce a new probability 

law \\f{x) which we will multiply and divide in the integrand of Eqn. (4.3), 

P(x) P(g) = jdx p(g\x)^'ix)  
y ix)  

We can now calculate the integral by drawing random samples jc, from \|/(.r), 

(4.4) 

p(,)=±y-P<£k)£(£i. (4.5) 
^(x,) 

The advantage of drawing samples from a different function than the true probability 

law is that we can confine the integration to regions where the integrand is likely to be 

high. For example, let us assume p{x) is distributed smoothly over a large region and 

p(s\ is confined to a narrow region centered on a point Xq. Drawing random samples 

from p(x) will only rarely produce a random x that lies close to Xg, so will have to be 

very large to get a good estimate of the integral. If we choose i|/(x) such that it is a 

narrow function centered on jcq, most samples will contribute significantly to the integral 
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and the computation time can be dramatically reduced. 

TO manipulate the physical simulation, we will need to express the likelihood in terms 

of an integral over the position of a secondary photon. A secondary photon is a photon 

emitted or scattered from an interaction site, being either a Compton scattered photon or 

a characteristic x ray. The interaction point of this first secondary photon will be called 

r,. We can get the full likelihood by integrating over 

We will now introduce the probability law4'(r^|r,£) as a new conditional probability on 

the interaction position of the secondary photon. 

We can now perform the integral with the Monte-Carlo technique of Eqn. (4.5), 

generating random samples from4'(rj|r,£') and multiplying by the term in the 

brackets in Eqn. (4.7) 

To further simplify the Monte-Carlo integration, we can generate sample sets of expected 

pixel signals g^{r,E) using *I'(rJr,£) for choosing r,. Equation (4.8) then becomes 

(4.6) 

p<.gir ,E) = jdr,p<.glr .r„Emr,{r .E) 
J y ir , \r ,E) 

(4.7) 

pig\r ,E)^—^p(g\r ,r ,^. ,E) (4.8) 

(4.9) 

How does the modified Monte-Carlo integration help us? It will only help us reduce 
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the number of samples N if ^(r,i r, £) is carefully chosen and can be expressed 

analytically. Any choice of *F(r,|r,£) will produce accurate results, but only some 

choices for 4'(r^|r,£) will speed up the calculation. The problem with the Monte-Carlo 

technique is guaranteeing that the simulated pixel signals will be close to the observed 

signals. It is fairly easy to find a rough location for r, if r and E are known by assuming 

that all of the energy fi^om the secondary photon gets deposited at a single location. If we 

choose r, E) such that r, is likely to be near the rough estimated location, the 

simulation is much more likely to produce pixel signals that agree closely with the 

observed signals. We choose to use an exponential law centered on an estimated position 

, 

— -exp 
4;r%-ro| ^ 

-I'-.-'ol (4.10) 

where X can take on an arbitrary value, but is chosen experimentally to minimize 

computation time. 

We can also use Monte-Carlo simulation to perform marginalization over nuisance 

parameters. From Sec. 3.3 we learned that if there is a nuisance parameter, defined as a 

parameter that doesn't enter into the cost function, the optimal estimation strategy is to 

marginalize over the nuisance parameter. If the gamma rays all enter at normal 

incidence, the depth of interaction z is a nuisance parameter and the marginalized 

likelihood is 
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p{g\  X,  y ,E) = \  dzpig\x,  y ,  z ,  E)p{z\  E) 

X, y,  z ,  E )—e\p(- / j^z) 
Me 

(4.11) 

The integral in Eqn. (4.11) can be approximated by a Monte-Carlo calculation using 

randomly selected depths. If Eqn. (4.11) is combined with a Monte-Carlo calculation of 

p{g\x,y,z,E), the marginalized Monte-Carlo calculation is 

where g^{x,y,E) is a set of pixel signals generated with random depth z .  

Regardless of how the physical model is manipulated, a Monte-Carlo calculation is 

long and tedious.  Many samples need to be generated for  each calculat ion of  p{g\  r ,  E),  

and the calculation must be repeated multiple times to find a maximum-likelihood 

solution for r and E. All of the equations discussed so far have had no approximations. 

Even the use of the artificial PDF ^'{r^\r,E) for the secondary photon interaction 

position is an exact method. The only approximation comes from the choice of a finite 

value for N. After discussing the practical details of how to do a Monte-Carlo 

simulation, we will delve into approximations in the physical model that greatly reduce 

the computation time. 

While the time for doing full Monte-Carlo simulations is prohibitive for doing 

estimation in a real imaging system, it does have value as a benchmark by which to judge 

all other estimation methods. While there is no guarantee that maximum-likelihood 

Pig\x,y,E)^—Y^ p(g\  g,{x,  y ,E)) ,  
^ 1=1 

(4.12) 
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estimation based on the full Monte-Carlo method is the optimum estimator, it is 

reasonable to assume that the most accurate calculation of the likelihood yields the best 

results with maximum-likelihood estimation. We can then compare the results from 

other methods to see if the reduced computation time was worth any loss in accuracy. 

4.2.2 Tools for Monte-Carlo simulation 

Before proceeding to approximations for the calculation of the likelihood, we will 

discuss the tools needed for performing a full Monte-Carlo simulation. The Monte-Carlo 

simulation is a simulation of the actual physical events that take place in the detector, but 

it does not necessitate simulating the actions of every particle. For example, once we 

have calculated the size and location of charge deposits, we will ignore the fact that the 

charge clouds are composed of individual electrons and treat the evolution of the charge 

cloud as a deterministic process. We will have to simulate every step in the absorption of 

the gamma ray, however. 

The tools of the Monte-Carlo simulation can be divided into random and 

deterministic components. Everything dealing with the absorption and scattering of 

photons will be random, producing a random collection of charge deposits. Everything 

dealing with the generation of pixel signals from those charge deposits will be 

deterministic. 

A full flow chart for the course of a simulation is shown in Fig. 4.1. With the lateral 

interaction position and energy fixed, a random depth of interaction is generated from an 
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exponential probability law. If the depth is greater than the thickness of the material, the 

gamma ray has left the material and a new simulation is begun. Once the first interaction 

site has been chosen, an interaction type is generated randomly, either a Compton scatter 

or a photoelectric interaction. A randomly generated direction is chosen for the 

secondary photon, and the distance to the secondary photon interaction point is selected 

Calculate c]istatx:e lo 
mteractioo pomt 

Set array of pixel signals 
to zero 

Choose interaction type: 
Pnotoetectrx: or Compton 

II Priotoeiecinc. cnoose 
Cd. Te or Zn 

Cuoose Auger electron 
or type o( K » ray 

II Cooipion. select 

angle of scattenng 

Choose an initial angle 
and point of entry on the 

top surface 

End smulation 
If interaction pent lies 
outside the detector 

Calculate conintjution to 
the pixel signals from the 
charge deposit usmg the 

look-up iat>ie 

Find size of charge 
deposit, energy of emitled 

gamma ray and direction 
of emitted gamma ray 

From scattenng angle 
calculate size ol charge 

deposit, energy ol scattered 
gamma ray and direction 
of scattered gamma ray 

If emitled gamma ray 
has energy less Ifian 

7 keV. deposit its energy 

at the emission site using 
the kxik'up table and end 
the simulation. Otherwise, 

return to firxjing the new 
interaction point 

Fig. 4.1 Flow chart for Monte-Carlo generation of pixel signals 
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from an exponential. New interactions with new generated photons are continued until 

the photon energy is less than 7 keV, at which point the energy is assumed to be 

deposited locally. Once all interactions have ceased, there is a list of charge deposits at 

different positions with different energies. Each charge deposit produces a set of 

expected pixel signals calculated from a look-up table that includes charge spreading, 

charge trapping and signal induction. The signals from each charge deposit are suimned 

together to give the total expected signal. 

Generating a random interaction depth 

The first step is the selection of a random depth of interaction. The interaction depth 

is govemed by the attenuation length //£, which depends on the gamma-ray energy. The 

probability law is an exponential, as in Eqn. (2.1). To generate a random sample fi-om an 

exponential, we must use the random number generator from the computer. The random 

number generator generates a random integer between 0 and N, where N can be varied. If 

we divide by N, we get a random number between 0 and 1, which we will call r. The 

probability law on r is 

We can generate a sample z from an exponential by calculating z from r using z=fir) 

rPrieden. 1983). An interval dr gets transformed to an interval dz after conversion by 

z=J{r), with the relationship dz=dr dfldr. Conservation of probability dictates that the 

probability of generating a sample of r in the interval dr must be equal to generating a 

(4.13) 
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sample from z in the interval dz, 

p{z)dz = p{r)dr . (4.14) 

Equation (4.14) can be rewritten using Eqn. (4.13) as 

dr = p(z)dz for 0 < r < 1 . (4.15) 

Equation (4.15) is simply a differential equation that can be integrated on both sides, 

r  2 
j d r = j d z p ( z )  , (4.16) 
0 

and can be written as 

r = F^(z) , (4.17) 

where F^z) is the cumulative probability function for z. To solve for z, we must invert 

Eqn. (4.17), 

z = Fi'(r) . (4.18) 

To solve for the exponential distribution, we first recognize that the cumulative 

probability is 

f'z(^) = f exp(-A£^) = I - exp(-//£z). (4.19) 
0 

Using the transformation in Eqn. (4.18), we get 

2 = -//^log(l-r) (4.20) 

In Eqn. (4.20) we have the general formula for finding the sample from an exponential 

law with arbitrary //£•. Notice that the argument of the logarithm must be less than one, 

so the logarithm must be negative and the resulting value for z must be positive. 
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Choosing the interaction type 

Once we have an interaction depth, we must choose an interaction type. To select 

the type, we have a preset table of probabilities for Compton interactions and 

photoelectric interactions at different energies. If ^omp is the attenuation coefficient for 

Compton scattering and is the attenuation coefficient for photoelectric interactions, 

we can generate a number 

q = . (4.21) 
^Phot Mcomp 

A random number r is generated between 0 and 1 and is compared to q. If f>q, the 

interaction is a Compton interaction. Otherwise, it is a photoelectric interaction. 

Compton scattering 

Once the interaction type has been chosen, the remaining two tasks are to choose the 

energy deposited at the interaction site and choose the direction of the emitted photon. In 

the case of Compton scattering, the energy and direction are related by Eqn. (2.6). We 

will generate a random direction first, then calculate the energy of the scattered photon 

from Eqn. (2.6). The energy deposited at the interaction site is simply the difference 

between the initial photon energy and the scattered photon energy. This deposited energy 

is actually contained in an energetic electron, but the electron range is short enough that 

we assume the full energy is deposited locally. 

To generate the random angle, we must use Eqn. (4.18), but with z replaced by the 

angle 0. The probability law p{0^ is itself a tabulated fimction, calculated from Eqn. 
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(2.7). If/?(^ is tabulated in 1000 values/?, between 0 and n, the procedure for applying 

Eqn. (4.18) is to simply select a random r and count through the tabulated list, adding the 

numbers until they exceed r. The transformation can be written as 

N S-\ _ 
Choose ^=iVr such thatV—^^>r>V—^^ (4.22) 

triooo triooo 

Equation (4.22) can be used to generate a look-up table for calculating ^from r, with the 

random number selected between 0 and 1000. Once we have found a random 0. we can 

generate a random azimuthal angle ^by multiplying a random number between 0 and 1 

by 2K. 

Photoelectric interactions 

With a photoelectric interaction, the angle of the emitted photon and the amount of 

deposited energy are independent quantities. To determine the amount of deposited 

energy, we must first determine the atom that the gamma ray interacted with and the type 

of characteristic x ray emitted. The type of atom can be found by generating a random 

number like in Eqn.(4.2I), but with the attenuation coefficients specified for the three 

elements Cd, Te and Zn. By storing a look-up table in increments of 1 keV, the 

interaction atom can be selected fi-om a single random number generated between 0 and 

1. 

Once the atom has been selected, the interaction can then produce either an emitted x 

ray or an Auger electron. The emitted x ray can either be a or Kp x ray. The local 

energy deposition always takes place in two steps. The first step is the ejection of an 
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energetic photoelectron, which generates electron-hole pairs as it loses energy in the 

crystal. The second step occurs after the emission of an x ray, at which point the atom 

still contains energy that is released in low-energy photons. For an Auger electron, the 

full energy is deposited locally. Since low energy gamma rays and energetic electrons all 

deposit their energy near the interaction site, the total deposited energy can be treated as 

a single quantity at a single location. The interaction type can be selected in the same 

way the interaction atom was selected, using a random number generated as in Eqn. 

(4.21). 

Once the energy of the K x ray has been selected, a random angle can be selected. 

The azimuthal angle can be selected uniformly randomly, as with Compton scattering. 

The angle 9 must be selected from the probability law 

p(^0) = ^s\n0 O<0<^ , (4.23) 

where the probability is proportional to the amount of solid angle that lies within an 

increment ddat the given value of 9. To generate a sample from the probability law in 

Eqn. (4.23), we must use the transformation 

^=cos"'(l-/-) , (4.24) 

where r is a uniform random number between 0 and 1. Even though the transformation 

in Eqn. (4.24) has an analytic form, it is still more efficient to calculate a look-up table as 

we did for selecting ^for Compton scattering. 
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Finding the new interaction point 

Now that we have a charge deposit, a secondary photon energy and two angles for 

the secondary photon, we must calculate the interaction point for the secondary photon. 

The selection of the distance r from the initial interaction site is simply a selection from 

an exponential law, as in Eqn. (4.20). We now have to relate our angles ^and ^ and the 

distance r to the distance from the interaction site in the three coordinates and z. 

The gamma ray begins with the incident angles ^ and Instead of representing the 

angles with ^ and we can represent them with three direction cosines; 

r^ =cos(^,), r„. =sin(<^,)cos(<!>,), =sin(^,)sin(<^,) . (4.25) 

We can define a new set of coordinates x', y', z' such that the unit vectors are 

• (4.26) 

Z'= rJ + + rJ 

The vector f' lies along the initial gamma-ray direction, the vector lies in the x-y plane 

and the vector x' is perpendicular to f and y'. 

If ^and ip are the new directions relative to the incident direction, we can form a 

new set of direction cosines as 

- (f • jc)cos ff+{x' • i)sin ̂ cos^ + (>•' • .J)sin ^sin <p 

=(f' _p)cos^+(x' ,p)sin^cos^ + (j''->>)sin^sin^ , (4.27) 

= (z' •f')cos^+(x' •f')sin^cos^ + (^' -f )sin^sin^ 
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which becomes 

sin ^cos^ 

r 
^ sin ^sin^ 

-rZ 

f . 
I " sin ^sin ̂  (4.28) 

cos 0- sin 0cos (p 

when we apply Eqn. (4.26). The new direction cosines are already normalized, with 

If .r, >' and z are the coordinates of the interaction, the next interaction position 

x', y', z' can be found by 

where r was the distance to the next interaction point, calculated using Eqn. (4.20). Once 

a new interaction point is found, a new interaction process is chosen and a new charge 

deposit is generated. The paths of the generated photons are traced through the detector 

until the photon energy is less than 7 keV or the interaction point lies outside the 

detector. 

Calculating the generated signals 

Once all charge deposits have been generated, we must calculate the expected pixel 

signals. The pixel signals will generally be proportional to the energy deposited in a 

given charge deposit. The only non-linearity arises from the self-repulsion of the charge 

x' = x + r^r, y' = y + r^^r, z' = z + r^r (4.29) 
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cloud, which increases with deposited energy. For the energies of interest in this 

dissertation, the self-repulsion is expected to make a minimal contribution to the charge 

spreading. We can generate full simulations including the self-repulsion, but for the 

purpose of performing estimation it is sufficient to assume charge diffusion without self-

repulsion. In the work done with alpha particles in Chap. 2, the self-repulsion was 

included completely. In Sec. 4.4 we will see that the simple model of charge diffusion 

leads to biases in the estimated gamma-ray interaction positions. Assuming a slightly 

larger value for the charge-spreading constant corrects the biases. It can be assumed that 

this ad-hoc correction encompasses the effects of self-repulsion and the spread of the 

initial electron cloud, but simulations have failed to make a direct connection between 

these effects and the experimentally derived value for the increased charge spreading. 

We will proceed to describe how to calculate the pixel signals with the assumption of 

simple charge spreading, acknowledging that the diffusion constant can be adjusted at 

will to improve the estimation. The initial charge cloud is assumed to be a spatial 

impulse at the deposit location x, y, z. The charge cloud will spread into a Gaussian 

shape on the pixel electrodes, centered at x, y. As the charge cloud travels through the 

detector, it leaves a distribution of trapped charges. We model the total charge 

distribution in 20 layers in the z direction. At each layer, we divide the charge 

distribution into a set of discrete points in the x-y plane. Both the electron and hole 

charge clouds are traced through the material, traveling in opposite directions. 
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At each of the 20 layers, the amount of charge deposited in a single layer is 

calculated as 

(4.30) 

where Q is the amount of charge left in the charge cloud. Once the total charge deposited 

in a layer has been determined, the distribution in the x-y plane is normalized such that 

the total charge is equal to Qj^. Once both charge clouds have been traced through the 

material and the full charge distribution is calculated, the pixel signals can be calculated 

using Eqn. (2.60), multiplying each charge deposit by the weighting potential. 

The full simulation of the charge spreading, charge trapping and signal induction is 

stored in a single look-up table that gives a set of pixel signals for different interaction 

positions with I keV energy. The pixel signals from each charge deposit can then be 

calculated by multiplying the pixel signals in the look-up table by the deposited energy in 

keV. The signals resulting from all charge deposits are simimed together, giving the total 

expected set of pixel signals for a single gamma-ray interaction. Different look-up 

tables are generated for the 48x48 arrays and the 64x64 arrays. The details of the 

software for generating the look-up table will be discussed in Sec. 8.5. 

4.2.3 Approximations for reducing computation time 

The full Monte-Carlo method for calculating the likelihood using Eqn. (4.9) with the 

Monte-Carlo simulations is shown in Fig. 4.2. The simulations using the full detector 
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Repeat N time^ 

Sum=0 

Likelihood = Sum 

Calculate and add to Sum 

Generate set of signals gi using Monte Carlo 
simulation of pixel signals with as the 

probability law for 

Fig. 4.2 Flow chart for Monte-Carlo calculation of the likelihood using Eqn. (4.9) and 
simulations. 

model in Sec. 4.2.2 are straightforward but time consuming. Even with the time-saving 

step in the Monte-Carlo simulation in Eqn. (4.5), it can take a few seconds to estimate a 

single gamma-ray interaction position by maximizing the likelihood. We will present 

three approximations that give progressively more inaccurate results, but progressively 

shorter computation time. Software for maximiun-likelihood estimation using all of 

these approximations will be presented in Sec. 8.6. 
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The first approximation is to assume that the entire gamma-ray energy is split 

between two charge deposits: the charge deposit at the initial interaction site and the 

charge deposit at the absorption site of the secondary photon. We can then integrate the 

likelihood using either Monte-Cario integration or integration by sampling a fixed grid of 

points. We have chosen the sampling on a fixed grid when using this approximation. The 

calculation of g{r,r^,E) is reduced to simply summing two sets of pixel signals, 

g{r,r,,E) = {E-E,)g{r) + E^g{r^) , (4.31) 

where ̂ (r) are the pixel signals for a I keV charge deposit at position r, generated by the 

look-up table, and is the energy of the secondary photon. We can then calculate 

p(^|r,£) using Eqn. (4.31) with Eqns. (4.2) and (4.6). 

The second approximation is to once again assume that there are only two charge 

deposits, but to estimate the second charge deposit location rather than integrating over 

that location (shown in Fig. 4.3). The location of the second charge deposit is a nuisance 

parameter, so from Sec. 3.3 we know that the optimal estimation strategy is to 

marginalize over the nuisance parameter. It is faster, however, to estimate the nuisance 

parameter. There is no longer any Monte-Carlo aspect to the estimation. We have 

reduced the problem to the estimation of two quantities that have a deterministic 

relationship with the expected pixel signals. The only randomness comes from the 

electronic noise in the pixel signals. Assuming the noise in each pixel has the same 

variance, the estimation strategy is to find the two locations that produce pixel signals 

that have the smallest squared deviation from the observed pixel signals. Multiple 
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interaction processes can be accommodated by estimating the interaction type as well. 

The third approximation is that there are only one or two possible sets of pixel 

signals that can be produced by each interaction point, shown in Fig. 4.4. The first set of 

pixel signals is simulated with all of the charge deposited at the interaction site using 

normal charge diffusion. The second set of pixel signals represents interactions where 

Repeat until p(£\gi) 
reaches a maximum in all 

three dimensions ^ceppigjgi) as 
the likelihood 

Perturb r, in one 
dimension 

Calculate p(gjgi) 

Calculate p(gjgt) 

Choose initial gtiess for r. 

Generate set of signals gt using look up table for the 
two deposits at r and r., assuming a photoelectric 

interaction 

Generate set of signals gt using look up table for the 
two deposits at r and r., assuning a photoelectric 

interaction 

Fig. 4.3 Flow chart for calculation of the likelihood by estimating an emitted x ray interaction 
position. 
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Choose smallest of or lg-^2 
aixi calculate the likelihood 

Calculate ̂ 1 using look-up table #l 
that gives the signals expected for a 
single charge deposit at r using the 
standard value for charge spreading 

Calculate gz using look-up table #2 
that gives the signals expected for a 
sin^e charge deposit at r using 4 

times the standard amount of charge 
spreading 

Fig. 4.4 Flow chart for calculation of the likelihood by estimating the initial interaction position 
using two possible sets of pixel signals for each interaction position. 

the K X ray goes some distance from the interaction site, represented by distributing the 

charge in an even circle around the interaction site. This latter choice of a representative 

set of pixel signals is very ad hoc, but it is effective in approximating the effects of the K 

X rays with a single set of pixel signals. There is now a much smaller set of pixel signals 

to search through to find least-squares agreement with the data. This method is useful 

only for the 64x64 arrays, where the range of the K x ray is smaller than the pixel size. 

The exact value for the radius of the charge cloud for the second set is chosen 
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experimentally to give a uniform image when the detector is illuminated with radiation. 

The justification for this method is simply that it gives fast results with a minimal loss in 

accuracy, as will be seen in Sec. 4.4. The algorithm using this approximation will be 

shown in Sec. 8.4. 

4.2.4 Maximizing tiie likelihood 

Once we have chosen a method for calculating the likelihood, we must search 

through the parameter space to find the interaction position that maximizes the 

likelihood. In general, the only way to do this is with a simple progressive search that 

seeks to maximize the likelihood successively in each dimension of the parameter space, 

for which the algorithm is shown in Fig. 4.5. Methods that attempt to calculate 

derivatives to speed up convergence are not very useful here because we generally have 

to move only a few steps in any direction in parameter space to find the maximum. For 

example, in the 64x64 arrays, a rough initial guess for the interaction position can be 

found from a simple weighted mean of the pixel signals. The final maximum-likelihood 

solution using any method is usually no more than a third of a pixel from the initial 

guess. It may seem that, even if the distance is short, there is an advantage to be gained 

in finding the maximum of the likelihood with as much accuracy as possible. In practice, 

with our detectors there is little added benefit to finding the maximum to less than a tenth 

of a pixel, so we usually reach the maximum in one dimension in three steps. The same 

is true for estimating the energy. A simple search for incrementally maximizing the 
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likelihood produces the fastest search. In a system with less noise, a finer scale for 

maximizing the likelihood may produce better results. 

Choose initial guess for r, £ 

Calculate likelihood for r, £ given^ using one of 
three methods presented in Figs. 4.2,4.3 or 4.4. 

Perturb r or £ in one 
dimension 

Calculate likelihood fbrr, £ given^ using one of 
three methods presented in Figs. 4.2, 4.3 or 4.4. 

Repeat until likelihood 
reaches a maximum in all 

four dimensions 

Keep r, £ as the 
maximum-likelihood 

estimates 

Fig. 4.5 Flow chart for algorithm for maximizing the likelihood. The likelihood can be 
calculated by any of the previously discussed methods. 
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4.3 Procedures 

We have outlined the methods that will be used for estimating gamma-ray energies 

and interaction positions. We must now use the detectors to test the effectiveness of the 

maximum-likelihood estimation based on a physical detector model. In this chapter, we 

will look at only the separate estimation of energies and interaction positions, generating 

images and energy spectra. In a real imaging system, both energy and position 

information are always used. Usually the energy information is used only to select which 

gamma rays will be included in the image, but it is still used. In Sec. 4.4, we will discuss 

some results of calculations of likelihoods, showing correlations between position and 

energy, but images and spectra will be treated as separate quantities. 

4.3.1 Physical arrangement 

Energy Spectra 

The physical arrangement for testing the detector, including shielding and source 

positioning, depends on the task to be performed. If we are measuring an energy 

spectrum, we generally want the gamma rays to illuminate the detector surface 

uniformly, such that the energy spectrum represents an average over all possible 

interaction positions. Some interaction positions produce different spectra than others. In 

particular, interactions in the center of a pixel tend to produce better estimates of gamma-

ray energies. Forming energy spectra with restricted beams of gamma rays that only 

illuminate one part of a pixel can then give misleading results if we need to know the 

average spectral performance. 
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We must use some type of shielding, however, even if we are interested in only the 

spectrum of the gamma rays. We use shielding to reduce the number of gamma rays that 

scatter before entering the material. A diagram of a typical arrangement for measuring a 

gamma-ray spectrum is shown in Fig. 4.6. The beam is confined to a small region of the 

detector to reduce the number of photons that pass through the detector, Compton scatter 

below the detector and interact back in the region being analyzed. If the entire detector is 

illuminated, significant numbers of gamma rays can backscatter up into the material. To 

average over larger regions of the detector, we must scan the beam across the detector 

and take data at different points. We want our measiu-ed spectrum to consist as much as 

possible of gamma rays of only a single energy that enter through the top surface. 

Fig. 4.6 Physical arrangement for measuring a gamma-ray spectrum. The beam is confined to 
limit counts from scanering. The pinhole pictured here has straight edges, which can allow some 
X rays generated by interactions with the wall of the pinhole to hit the detector. Angled pinholes 
can reduce the detection of x rays generated at the pinhole. 

Source 

Sheilding 

Pinhole 

Detector 
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Imaging 

When forming ganmia-ray images, there are three general methods for generating a 

patterned distribution on the detector surface: shadow imaging, pinhole imaging and 

collimator imaging. Diagrams of these three methods are shown in Fig. 4.7. With 

shadow imaging, the source is either confined to a small area or held far above the 

detector. The source distribution on the detector surface is then a projection of an object 

placed in front of the detector, convolved with the point-spread-ftmction (PSF) inherent 

to the physical arrangement. The maximum extent of the PSF will be equal to DJLjL^, so 

getting the object as close to the detector surface as possible reduces the blur in the 

image. For 140 keV ganuna rays, Ljmust be measured to the center of the detector 

crystal to account for interactions throughout the detector volume. 

With pinhole imaging, the source distribution is broad and the gamma rays pass 

through a small pinhole, forming a pinhole camera. The extent of the PSF in this case is 

DjJLjL^, where Dp is the pinhole diameter. We used pinholes that were laser drilled in 

pieces of gold, having widths of 10 ^m, 30 )im and 75 ^m. Combining a small pinhole 

with a small source allows us to get a good measure of the PSF inherent to the detector. 

In collimator imaging, the source is extended as with pinhole imaging, but the 

gamma rays are all restricted by the collimator to near normal incidence. We used 

collimators for imaging small animals that were laid directly on top of the collimator, as 

discussed in Sec. 7.2. It is generally more difficult to get high spatial resolution with a 

collimator, but if the source is close to the detector a collimator is much more efficient. 
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Fig. 4.7 Diagrams of shadow imaging (a), pinhole imaging (b) and collimator imaging (c). In 
(a) our object is an absort>er that attenuates the gamma rays from the source. In (b) and (c) the 
object is a distribution of radioactivity. 
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4.3.2 Running the detector 

Cooling 

Both the 64x64 arrays and the 48x48 arrays are capable of being cooled. For the 

64x64 arrays, the cooling is controlled with thermoelectric coolers. For the 48x48 

arrays, the detector can be cooled with a dewar of liquid nitrogen attached to a cold 

finger underneath the detector. For all of the tests with the 64x64 arrays we cooled down 

to approximately 0° C, but no cooling was used with the 48x48 arrays. The reason we 

don't cool the 48x48 arrays is that the cooling system is more inconvenient (requiring 

liquid nitrogen) and the 48x48 arrays have less leakage current, so fewer pixels saturate 

the readout circuit at room temperature when a bias voltage is applied. 

Voltages 

The performance of the detector is affected by voltages that control the working of 

the readout chip. The performance is also affected by the high voltage applied to the top 

electrode. In the 48x48 arrays the voltages going into the readout are fixed (or at least 

very difficult to change). In the 64x64 arrays, voltages can be set to place an initial 

charge on the integration capacitor and adjust the working range of each stage of the 

readout circuit. We will examine images taken on the entire detector surface in Sec. 

7.2. 

In Chap. 2, we varied the high voltage to test the properties of the detector crystal. 

In the following tests, however, the voltage is held fixed at -144 V (a voltage set by our 
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battery high-voltage supply). This voltage is sufficient for good electron transport, while 

not being so high as to cause too much leakage or produce a danger of arcing. 

Clocking signals 

The clocking signals can be adjusted to produce different integration times, giving 

different amounts of noise. In the 48x48 arrays, reducing the integration time reduces 

the noise, even when there is no bias voltage. There is obviously some noise from the 

ASIC that is entering onto the integration capacitor, or possibly surface leakage current, 

but the true nature of this noise has not been fully examined. The limited speed of our 

data-acquisition system limits how small we can make the integration time and still have 

minimal detector dead time. For normal operation, the dead time is less than 5%, 

corresponding to a full frame being acquired during a single integration cycle. If the 

integration time is reduced, we can no longer read an entire frame during a single 

integration cycle. In this case, we read the data after the integration cycle. The circuit is 

then not integrating during the readout time, so there is a substantial detector dead time. 

In a real imaging system, detection efficiency will almost always be more important 

than energy resolution, so timing diagrams would usually be chosen for producing 

minimal dead time. For testing the detectors, we want to know the capabilities of the 

estimation algorithms, so sometimes we run detectors with reduced integration times to 

cut down on the noise. 
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In the 64x64 arrays, the integration time has very little impact on the noise, so we 

always run with a full 1 ms integration time. Since we cool these detectors to less than 

0° C, there is very little leakage current, and the leakage current produces no noticeable 

change in the noise at these temperatures. The noise comes from both the ASIC and the 

external system electronics that buffer and level-shifl the output signal. 

4.3.3 Data acquisition 

The data acquisition was run in full-data collection mode, where a set of pixel 

signals is recorded for every detected gamma ray. In both the 48x48 arrays and the 

64x64 arrays, the data collection is triggered by the detection of a pixel signal with a 

voltage above some threshold. Only a small area of the detector was checked at a time, 

with data stored from the signals surrounding that area. In the 48x48 arrays, 15x15 sets 

of pixel data were stored for each gamma ray. In the 64x64 arrays, 12x12 sets of pixel 

data were stored for each gamma ray. In performing the estimation, the data sets were 

reduced down to as small as 3x3 sets of pixel signals. For all estimation tasks, the size of 

the array used in the maximum-likelihood algorithm will be mentioned. 

4,4 Results 

4.4.1 Calculations of likelihood functions 

Likelihood functions form the basis for maximum-likelihood estimation, so before 

we proceed to the results of estimation tasks, it will be instructive to look at some of the 
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likelihood functions generated by the Monte-Carlo simulations, discussed in Sec. 4.2.2. 

Two likelihood functions are shown in Fig. 4.8 for a 60 keV gamma ray and a 140 keV 

gamma ray interacting in the 48x48 array. In both cases the set of raw pixel signals used 

to generate the likelihood function is shown. Notice that for the 60 keV gamma ray, the 

likelihood fimction takes on a much more asymmetric shape, even though the pixel 

signals have a similar form as for the 140 keV gamma ray. At 60 keV, the interaction 

location is often confused with the location of the interaction of an x ray emitted from the 

interaction site, whereas at 140 keV the large size of the deposit at the interaction site for 

photoelectric interactions makes the likelihood more compact. 

The likelihood fimction can be plotted as a function of both energy and position, but 

this is difficult to represent graphically. Instead, we plot the average energy at the peak 

of the likelihood function in Fig. 4.9 and the average width of the likelihood function in 

Fig. 4.6 as a function of the simulated interaction position. The width is measured along 

the energy dimension at the position that maximizes the likelihood. Fig. 4.9 shows that, 

in the 64x64 array, there is very little bias in the estimated energy for different 

interaction positions. Fig. 4.10 shows us that the uncertainty in the energy increases for 

interactions that occur near the border between pixels. 
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Fig. 4.8 Likelihood functions for 60 keV (a) and 140 keV (b) gamma rays, shown with the 
corresponding sets of pixel signals (c & d), expressed in units of keV. Each sub-pixel in (a) and 
(b) is 25 )i.m, whereas the pixel signals in (c) and (d) are given for the 125 |j.m pixels on the 
detector. We use the term sub-pixel for any pixel in an image that is smaller than the detector 
pixels. 
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Fig. 4.9 Plot of the average energy at the peak of the likelihood function for simulated 
data, shown for interactions along a line through the center of a pixel in the 48x48 array for 140 
keV gamma rays. For the maximum-likelihood estimator, the resulting energy estimates are 
expected to be unbiased to within less than 1 keV. 

4.4.2 Energy estimation 

Energy spectra can be generated using signals from only a single pixel, summing 

neighboring pixel signals or maximum-likelihood estimation. We include the spectra 

from summing pixels because it was the first approach we used for correcting for charge 

spreading to neighboring pixels. When simiming neighboring pixels, a 5x5 region of 

pixel signals is checked and any signals that lie above some threshold are included in the 

sum. The threshold can be set to optimize the energy resolution. All three types of 

spectra are shown in Fig. 4.11 for 60 keV gamma rays interacting in the 48x48 array and 
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Fig. 4.10 Plot of the predicted width of the photopeak for the spectrum formed by the energy 
estimates, shown for interactions along a line through the center of a pixel in the 48x48 array for 
140 keV gamma rays. 

in Fig. 4.12 for 140 keV gamma rays interacting in the 64x64 array. In both cases, the 

maximum-likelihood estimation produces about a 30% improvement in the energy 

resolution over summed spectra. 

The 48x48 array was nm with a timing diagram that produces the minimal noise. 

Different timing diagrams can be chosen to increase the system noise by increasing the 

integration time. In Fig. 4.13, spectra resulting from different integration times are 

plotted. For each spectnun, the width of the photopeak can be compared to the measured 

noise on individual pixels. The noise scales almost linearly with the noise in the pixel 
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signals, indicating that the errors in the estimates are being dominated by the system 

noise and not inconsistencies in the detector modeling. 

We can also test the results of estimating the interaction position and marginalizing 

over the interaction position. The results in Fig. 4.11, 4.12 and 4.13 were done with 

estimating interaction positions. The data for Fig. 4.13 (c) was reanalyzed with 

marginalizing over the interaction position, giving the spectrum in Fig. 4.14 with no 

noticeable improvement in the energy resolution. 

Maximum-likelihood estimation offers a clear advantage for estimating gamma-ray 

energies over more naive approaches such as summing pixel signals. In. Chap. 5, we will 

show how the energy resolution can be improved further by reconstructing energy spectra 

rather than estimating individual gamma-ray energies. 
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Fig. 4.11 Energy spectra formed from signals from a single pixel (a), summing neighboring 
pixel signals (b) and maximum-likelihood estimation (c) using 60 keV gamma rays with the 
48x48 array. A minimum energy of 15 keV was required for including gamma rays in the 
spectra. The energy resolution for (b) is 11 keV FWHM and the energy resolution for (c) is 7.5 
keV FWHM. 
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Fig. 4.12 Energy spectra formed from signals from a single pixel (a), summing neighboring 
pixel signals (b) and maximum-likelihood estimation (c) using 140 keV gamma rays with the 
64x64 array. A minimum energy of IS keV was required for including gamma rays in the 
spectra. The energy resolution for (b) is 15 keV FWHM and the energy resolution for (c) is 10 
keV FWHM. 
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Fig. 4.13 Energy spectra formed from maximum-likelihood estimation for different amounts 
of noise in the pixel signals in the 48x48 array using 60 keV gamma rays. The noise in a single 
pixel was 2.2 keV FWHM (a), 3.3 keV FWHM (b) and 5.5 keV FWHM (c). The resulting 
spectra widths were 4.1 keV FWHM (a), 6.4 keV FWHM and 9.6 keV FWHM, showing a nearly 
linear relationship between the spectra widths and the noise in the system. 



168 
600 — I 

40 80 120 
Estimated energy in keV 

160 

600 — 

400 

o a 

2 
E 

200 — 

(a) 

40 80 120 
Estimated energy in keV 

160 

(b) 
Fig. 4.14 Energy spectra formed by maximum-likelihood estimation with the 48x48 array 
using 140 keV gamma rays when both energy and position are estimated simultaneously (a) and 
when the likelihood is marginalized over position (b). In both spectra, the energy resolution is 8 
keV, showing that while marginalization is theoretically optimal it doesn't necessarily produce 
noticeable improvements in estimates. 
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4.4.3 Position estimation 

The estimation of interaction positions was performed for both two-dimensional 

position estimation and three-dimensional position estimation. In the 48x48 array, an 

image taken with flood illumination with 60 keV gamma ray in Fig. 4.15 (a) shows the 

biases in the estimates toward the pixel boundaries. The positions were estimated with 

maximum-likelihood estimation using the full Monte-Carlo simulation of pixel signals. 

The positions were estimated to a tenth of a pixel, but are displayed as an image with 25 

(am image pixels (a fifth of the 125 jim pixel pitch). Fig. 4.15 (a) uses the value of 

charge spreading predicted by theory. If we increase the diffusion constant in the model 

by 20%, the resulting flood image appears much more uniform in Fig. 4.15 (b). We will 

use this increased value for the charge spreading as an experimentally derived quantity 

for improving the estimation. This does not imply that the actual charge spreading is 

necessarily larger. Some effects from self-repulsion of charge carriers could certainly 

contribute to increased charge spreading, but not by 20% at these energies. 

With the modified value for the charge diffusion, we took an image of a lead grating 

with 102 (im lead strips that are 50 nm thick, shown in Fig. 4.16. As above, the energy 

was 60 keV. The image in Fig. 4.16 (a) is the image resulting from estimating the 

position to the size of the pixels, showing no trace of the grating structure. If positions 

are estimated with maximum-likelihood estimation, the grating appears in Fig. 4.16 (b). 
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(b) 
Fig 4.15 Images of flood illumination of the 48x48 array with 60 ke V gamma rays using 
maximum-likelihood estimation with the standard model for charge diffusion (a) and with charge 
diffusion increased by 30% (b). 
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(b) 

Fig. 4.16 Shadow images of a lead grating with 102 >un bars using 60 keV gamma rays with the 
48x48 array. The images were formed by choosing the interaction position as the pixel with the 
largest signal (a) and by maximum-likelihood estimation (b) 
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It should be noted that the spatial resolution should be expected to vary 

considerably with the gamma-ray energy. At energies below the K absorption edge, a 

photoelectric interaction will produce a single charge cloud that should make the 

interaction position easy to estimate with great precision. Above the K absorption edge, 

most of the interaction energy will usually go into an x ray. If the x ray interaction 

position and the initial interaction position cannot be distinguished, then the position 

estimation is limited by the range of the x ray. This is the situation for energies near 60 

keV, where the deposited energy and the energy of the x ray are about equal. At higher 

energies, the deposited energy will dominate for photoelectric interactions, but Compton 

scattering becomes significant in limiting the spatial resolution. 

Another significant property of our estimation algorithm is that way can estimate 

the interaction position in three dimensions, getting the depth of interaction. Depth 

estimation stems from the negative signals that occur in pixels surrounding the 

interaction pixel. These negative signals are due to the effects of charge induction due to 

the trapped holes. The effects of trapped holes have been discussed in Luke. 1994. In 

detectors where the electrodes are large compared to charge spreading effects, the depth 

can be estimated using a simple analytic expression based on the electrode signals (He, 

1997 and Qi, 1998). For our smaller pixel sizes, an analytic technique is not effective 

and so we must use the maximum-likelihood estimation described here. 

We tested the estimation of the depth of interaction in a 64x64 array using a narrow 

collimated beam of 140 keV gamma rays. The beam was generated by a 1 mm Tc-99m 
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source held 20 cm from a 75 fim gold pinhole. The beam was tilted at an angle so as to 

pass through the detector at a 45 degree angle. A scatter plot of the estimated positions is 

shown in Fig. 4.17. The positions have been projected onto a single plane along the 

direction of the beam. The positions were estimated with finer depth resolution than the 

standard 1/20 of the detector thickness to give a more realistic looking plot. This image 

was taken in the region of our detector that gives the best depth estimation. Other 

regions do not do quite so well, but the fine resolution of the plot indicates what may 

ultimately be possible in these detectors. 

A more typical result of the depth estimation is shown in the images of a small 

section of a parallel-hole collimator in Fig. 4.18. The three images show three images of 

the collimator with the collimator tilted at different angles. The images are shown 

I—3W|im—i 

Fig. 4.17 Scatter plot of 140 keV interactions from a beam of gamma rays entering the 
material at 45 degrees in the 64x64 array. 
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projected onto a plane parallel to the collimator face. In Fig. 4.19, the same three images 

are shown without depth estimation. We can see that for small deflection angles, the 

depth estimation enables us to recover some useful information for compensating for the 

blur incurred by gamma-rays entering the material at non-normal incidence. At higher 

angles, the collimator bores become significantly blurred, but the depth estimation 

enables some recognition of the bores to persist. 

An interesting capability for depth estimation is the analysis of backscattering fi-om 

gamma rays that pass through the detector. A narrow beam of 140 keV gamma rays was 

passed through the detector at normal incidence. The estimated interaction positions 

were plotted for two energy windows in Fig. 4.20. For the lower energies, there is a 

significant number of gamma rays that interact outside the beam. The average estimated 

energy for these gamma rays was 65 keV, which is below the expected backscatter 

energy but could still be reasonably attributed to multiple Compton scattering beneath the 

detector. 

4.4.4 Testing approximations 

In Sec. 4.2.3, we outlined three approximations that could be used for simplifying 

the calculation of the likelihood. To test these three approximations, we used all three in 

estimating energies for 140 keV gamma rays in the 64x64 array. Figure 4.21 shows 

spectra generated with the three approximations, as well as the spectrum generated with 

the full Monte-Carlo simulation. The results show a generally increasing photopeak 

width as the estimation method is simplified to decrease computation time, but the 
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increase is only from 10 keV FWHM to 12 keV FWHM. The approximations appear to 

do a good job of using the information in the pixel signals. 
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(a) (b) 

(c) 

Fig. 4.18 Images of part of a parallel-hole collimator with 380 ^m pitch with positions 
estimated by maximum-likelihood estimation to a tenth of a pixel (38 ^.m) for normal 
incidence (a), IS degrees (b) and 30 degrees (c). Each image pixel is 38 pin. Images 
were projected onto the pixel plane along the angle of incidence. The source and 
collimator were both tilted to produce the different angles. The energy was 140 keV. 
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Fig. 4.19 Images formed by maximum-likelihood estimation from the same data used 
in Fig. 4.18, but without depth estimation. As before, the angles are normal incidence (a), 
15 degrees (b) and 30 degrees (c). When images are formed without depth estimation, 
significant blurring occurs along the direction of tilt. 



(a) 

>1 

(b) 

Fig. 4.20 Images of a 140 keV gamma-ray beam entering the 64x64 array at normal 
incidence, shown for the 110-170 keV energy window (a) and the 50-110 keV energy 
window (b). We attribute the increased number of counts far from the beam in (b) to 
Compton back-scattering from gamma rays that pass completely through the material. 
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(C) 

Fig. 4.21 Three spectra formed by maximum-likelihood estimation using 140 keV gamma rays 
with the 64x64 array with varying levels of approximation. The full Monte Carlo generation of 
likelihood functions gives 10.4 keV FWHM (a), approximating two charge deposits gives 10.2 
keV FWHM (b) and choosing between two representative K x ray interactin positions gives 12.1 
keV FWHM (c). 
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5. IMAGE RECONSTRUCTION USING THE EM ALGORITHM 

5,1 Introduction 

In Chap. 4, a likelihood function was calculated for each set of pixel signals 

associated with individual gamma rays. The maximum-likelihood position and energy 

estimates were then simply the position and energy that maximized the likelihood. No 

other information in the likelihood function was used other than the value of its 

maximum. The likelihood function can contain significant information besides the 

position of its maximum, however. In some cases a likelihood function can be divided 

into two approximately equal parts that are significantly spatially separated, as in Fig. 

5.1. This particular example is the likelihood function for a simulated interaction of a 60 

keV gamma ray that splits its energy almost evenly between the initial interaction site and 

the absorption site for an emitted K x ray. In this case, the highest peak would be chosen 

as the maximum-likelihood position estimate and the information about the second peak 

position would never be used. 

We can use the full information from the likelihood function if we estimate an entire 

fluence distribution rather than estimating individual interaction positions, where fluence 

is defined as the average number of gamma rays per imit area. The fluence distribution 

is a deterministic function of the source distribution. When we form an image from 

individual position estimates, we are really using that image as an estimate of the fluence, 

meaning that we are using the actual number of gamma rays detected in a pixel as the 
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Fig. 5.1 The likelihood function calculated for a 60 keV gamma ray interaction that produces a 
K X ray that interacts about 275 |jjn from the initial interaction site. The data was simulated for 
an interaction in the 48x48 array. Each pixel in the image of the likelihood is 25 ^m. Bright 
corresponds to higher likelihood. 

estimate of the average tiumber of gamma rays. By using image reconstruction 

algorithms, such as the expectation-maximization (EM) algorithm, the fluence 

distribution can be estimated directly without ever estimating individual interaction 

positions. Fluence estimation using the EM algorithm has been performed previously 

using scintillation cameras (Marcotte.1993). 

The EM algorithm is an iterative algorithm designed to converge to the maximum-

likelihood solution in the case of Poisson noise (Dempster et al., 1977). It was first used 

for tomographic reconstructions in nuclear medicine by Shepp and Vardi. (1982). In 

tomographic imaging systems, some form of reconstruction algorithm is necessary. It 
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would be ridiculous to try to estimate the emission point of each gamma ray in a SPECT 

system. Unlike SPECT systems, estimating the fluence distribution on a single detector 

surface does not require a reconstruction algorithm. If the likelihood for each gamma ray 

is highly localized, the individual position estimates are sufHcient for forming an image. 

If the likelihood is spread over several image pixels, individual position estimates may 

not be sufficient for utilizing all of the information in the likelihood fimction. For a 

high-resolution gamma-ray imaging system, such as our 48x48 arrays with 125 ^im 

pixels, the likelihood fimction can be extended over multiple pixels. If we attempt to 

reconstruct an image with sub-pixel resolution, the likelihood function will generally be 

highly complex. We will show that, at this scale, image reconstruction with the EM 

algorithm allows us to achieve a spatial resolution that is better than what is possible by 

estimating individual interaction positions. 

We will begin by introducing the EM algorithm and deriving the list-mode form of 

the EM algorithm that we will be using in this chapter. We will then review the 

calculation of the likelihood function and show how the results from Chap. 4 can be used 

with the list-mode EM algorithm. In addition to reconstructing spatial fluence 

distributions, the EM algorithm will also be used to reconstruct energy spectra. The EM 

algorithm has already been used for reconstructing energy spectra in Eskin. 1995. The 

connection between energy spectra reconstruction and fluence reconstruction will be 

analyzed with the task of separating source gamma rays from a uniform background. 

Comparison will be made between reconstructing images from raw data and 

reconstructing images from the individual position estimates. Results of tests on the 
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48x48 array confirm the improved energy and spatial resolution that can be obtained 

using the EM algorithm, with similar tests showing that the spatial reconstruction does 

not produce the same advantage with the 64x64 arrays. 

5.2 The List-Mode EM Algorithm 

5.2.1 The EM algorithm 

The EM algorithm is an iterative procedure that seeks to maximize the agreement 

between the image and the data. A single likelihood can be calculated for a fluence or 

source distribution and a given data set. The likelihood for the full data set is calculated 

using the likelihoods associated with individual gamma rays and their interaction points 

or emission points. With each iteration of the algorithm, a new fluence distribution is 

calculated that has a greater likelihood of producing the observed data. Eventually, the 

algorithm will converge to the maximum-likelihood solution, but the algorithm is never 

actually Iterated that far, since the true maximum-likelihood solution will have a strong 

noise amplification (Wilson, 1994). 

The standard form of the EM algorithm uses data that are histogrammed, meaning 

that the data space is divided into discrete bins and the number of ganmia rays that fall in 

each bin is counted. The histogramming can be something as simple as counting the 

number of gamma rays that hit each pixel. The data set will then consist of a discrete set 

of numbers, which we represent by the data vector g. If the source or fluence distribution 
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is represented by a vector f, the data will be related to/ by a system response matrix H. 

The data will be random, but the average expected data is related to f by 

. (5.1) 
1=0 

where N is the total number of image elements. The number of elements in H is simply 

N-kM, where M is the number of data elements in g. If A'^and M are not too large, the 

system response matrix can be measured experimentally using a point source moved 

throughout the image volume. 

The likelihood can be calculated from the system response matrix by considering the 

likelihood for each data element independently. Each element g\ must be a Poisson 

random variable, since the detection of each photon is an independent event. If the 

gamma-ray flux is high, such that sometimes two gamma rays hit so close in time that 

they cannot be distinguished as two separate events, g, will deviate from a Poisson 

distribution, but we will assume the Poisson model is accurate. The only unknown in a 

Poisson distribution is the mean, which we calculated in Eqn. (5.1). The probability for 

one element gi will be then be given by 

. (5.2) 
gr-

Each gj is an independent random variable, so the total probability for the full vector^ is 

the product of the individual probabilities, 

= • (5-3) 
^=0 
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The likelihood is simply the probability expressed with the object as the unknown. 

To maximize the likelihood, it will be convenient to maximize the logarithm of the 

likelihood. The logarithm is a monotonic transformation, making the maximum of a 

function coincide with the maximum of the logarithm of the fimction. The log likelihood 

L is then 

The derivation of the EM algorithm follows directly from the maximization of the 

likelihood in Eqn. (5.4) (Dempster et al., ,1977}. We will present the resulting iterative 

calculation here for histogrammed data, proceeding to the derivation of the list-mode 

form of the EM algorithm in Sec. 5.2.3. 

The first step in the EM algorithm is the choice of an initial guess for f. It is 

generally sufficient to choose a uniform value for all elements off. The algorithm then 

proceeds with recalculating each element J) using the previous f. We will use a 

superscript with parenthesis to denote the iteration number t, with each new 

calculated from the previous vector using 

L = ln(Pr(^|/)) = log(^,) - g, - log(^,!) . (5.4) 

(f+i) _ (5.5) 

where Sj is the sensitivity of the system to theimage element, defined as 

(5.6) 
1=0 
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The EM algorithm has several properties that make it well suited to reconstructing 

source or fluence distributions. The algorithm always preserves the positivity of the 

object if the initial object guess is positive. The system response matrix H must be 

positive, since it is impossible to detect a negative number of gamma rays. Since g is 

also positive, the iterative calculation in Eqn. (4.5) involves the addition, multiplication 

a n d  d i v i s i o n  o f  o n l y  p o s i t i v e  n u m b e r s ,  s o  e a c h  n e w  m u s t  b e  p o s i t i v e  i f i s  

positive. It also has a built-in constraint on the smoothness of the estimate through the 

choice of the number of iterations. As more iterations are added, the EM algorithm tends 

to change the low-resolution structures first, with high-frequency components in the 

estimate increasing after several iterations (Wilson, 1994). Tme source distributions will 

tend to be smoother than the images that result from large numbers of iterations. This 

tendency toward smooth objects is a form of a priori knowledge about the object. 

Attempts have been made to formulate an a priori distribution of objects more precisely, 

with this knowledge included as a regularizing term that enters each iteration of the 

algorithm (Oi.l998). We will find it sufficient to stop the algorithm after a limited 

number of iterations to ensure smoothness in the estimate. 

5.2.2 List-mode data storage 

Before introducing the list-mode EM algorithm, we must first clarify the concept of 

list-mode data and why it is important. List-mode data are data that are stored as a list of 

numbers for each ganmia-ray interaction (Barrett et. al., 1997). These numbers can be 

lists of photomultiplier signals in a scintillation camera, or lists of pixel signals in a 
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pixellated semiconductor array. List-mode data can produce more efficient data storage 

than histogramming if there are multiple data elements for each gamma ray. For large 

numbers of data elements, histogramming may require more memory than is physically 

possible in a realistic system. The total required data storage space for histogrammed 

data is RxL," bytes, where M is the number of elements in the data list for each gamma 

ray, L is the number of values that each data element can have, and R is the number of 

bytes in each histogram bin. If each gamma ray has four parameters in the data, each 

stored with 8-bit accuracy, and there is one byte available for each histogram bin, the 

total memory needed to store g will be 256'* bytes. If there are nine numbers for each 

gamma ray, the total number of elements in g will be 256', or 4.7x10^' bytes! For data 

sets of this size, histogramming becomes impossible because of limited data storage 

space. 

We will now see how the data storage requirements change if we use list-mode data 

storage. In this case, the required data storage space is simply A^xAfxlogsCZ.) , where N is 

the total number of gamma rays. The log8(Z,) is just the number of bytes stored per data 

element. Thus, for the two systems described above with four and nine data elements per 

gamma ray, the total required memory would be M<4 and Nx.9 bytes. For the system with 

four data elements for each gamma ray, the list mode storage is more efficient if N is less 

than 1x10'. For the system with nine data elements for each gamma ray, the list mode 

data storage is more efficient if N is less than 5x10^°. We store a minimum of nine pixel 
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signals per gamma ray with our imaging systems, so list-mode storage must be used if the 

original data are to be kept. 

We can, of course, always reduce the data storage by storing an estimated interaction 

position instead of the raw data. If depth is ignored, this would require storing only two 

numbers per gamma ray, each with 8-bit accuracy, in order to accommodate position 

accuracies down to 25^m in the 48x48 array. If sub-pixel spatial resolution is not 

required, storing the individual estimated interaction positions would be easily 

accommodated with histogrammed data storage. We are seeking the maximum possible 

resolution of the system, however, requiring the full calculation of the likelihood function 

from the raw pixel signals. Only with list-mode data storage with the raw data can we 

make use of the full information fi-om the pixel signals. 

5.2.3 Derivation of the list-mode EM algorithm 

We will now derive the list-mode EM algorithm from the standard EM algorithm. 

The system response matrix and data vector will be reformulated in terms of probabilities 

and data lists. A derivation of the list-mode EM algorithm starting from the definition of 

the likelihood in terms of list mode data has been presented in Parrag/a/.. 1998. We 

will not present that derivation, but work instead directly from Eqn. (5.5). We choose 

this method because the standard EM algorithm may already be familiar to many readers, 

and it is useful to make the connection between the two algorithms. 
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We will begin by expressing our list-mode data as a histogrammed data vector g, 

despite the fact that the resulting data storage and system response matrix would be 

unreasonably large. Only after some manipulation of the algorithm will we introduce 

terminology for converting back to list-mode data storage. Each element in g 

corresponds to a possible data list. If a data list for a single gamma ray is represented by 

a vector A, the corresponding element of g will be where iiA) indicates that i is a 

function of .,4. If we assume the number of elements in g is very large compared to the 

number of gamma rays, g will be a vector with only ones and zeros. This fact will be 

important later in converting the EM algorithm to a more manageable form. 

The system response matrix will be converted to a notation involving probabilities. 

Each element in the object/ has a specific range of positions for gatmna-ray interactions. 

If r is the gamma-ray interaction point, the corresponding element in the object is Jj(r), 

where y(r) shows that J is a flmction of r. We will use Pr(/i|r) to denote the probability 

that a gamma ray emitted from the point r produces a data vector A, given that it was 

detected. It is, of course, possible for a ganuna ray hitting a detector surface to not be 

detected, either by passing through the material or by hitting during the dead time 

associated with the readout circuit. 

There is a one-to-one correspondence between A and i and a one-to-one 

correspondence between r and j. We can thus express A and r as functions of i and j, 

written as A{i) and r{j). Expressed in terms of the system response matrix, Pr(/4(i)|r(/)) is 
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Pr(/l(OirO)) = ̂  • (5.7) 

We can use Eqn. (5.7) to convert Eqn. (5.5) into 

2 
1=0 

— • (5-8) 
XS.Pr(/«(OIKn))/."' 
n=0 

If we now assume that the number of detected gamma rays is small compared to the 

number of elements in g, we can assume all elements of g are either zero or one. The 

zero elements contribute nothing to the sum in Eqn. (5.8). If there are 7 detected ganrnia 

rays, there will be exactly 7 non-zero elements in^. If we now assign a number m to 

each gamma ray, there is a unique data element / for each gamma ray, so we can express i 

as a function of m, or i(/w). The sum over / in Eqn. (5.8) can then be converted to a sum 

over m , giving 

j-i 
fj"" = /;"Z Pr(/l(/(m))|r<j)) yir 

"=0 (5.9) 

If we now use Am =A(i(m)) as the data vector for the gamma ray, Eqn. (5.9) becomes 

(5.10) 
-"Z'S.pK'i.W"))/;" 

n=0 

The only remaining step for converting to the final form of the algorithm is to 

convert the discrete probability Pr(^„|r(/)) to a continuous probability density p(^„|r(/)). 

As the resolution of the elements of A„ increases, ^r{A„\r{j)) will become smaller and 

smaller, but the resulting algorithm will not change significantly since both the top and 
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bottom will become smaller. If the bin size becomes small compared to the variations in 

p{Am\rij)), we can approximate as 

Vr(A,\r{j))=Vp(AMj)) • (511) 

where V is the volume of a single bin in data space. In this limit, Eqn. (5.10) becomes 

— , (5,12) 

rt=0 

which is the final form of the list-mode EM algorithm. It should be noted that we no 

longer need to calculate S„ using the system response matrix with Eqn. (5.6), but can 

determine the sensitivity directly from the physical characteristics of the system. 

The list-mode EM algorithm can be used only with systems that can be modeled 

theoretically to calculate p{Am\riJ)). This is not generally true of SPECT systems, where 

the response matrix must be mapped experimentally to account for detector 

inhomogeneities, variable pinhole size, etc.. In our semiconductor detectors, there are 

many regions of the detectors that must be experimentally characterized in order to know 

their response to gamma rays, as discussed in Chap. 6, but other regions behave very 

close to the behavior predicted from theory. We will be analyzing the effectiveness of 

the list-mode EM algorithm in the well-behaved regions of our detectors, building on the 

calculations of likelihoods presented in Sec. 4.2. 
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5.3 Fluence reconstruction 

Due to the variety and complexity of the variations of list-mode reconstruction that 

we will be discussing, we have chosen to incorporate the results into the discussion of 

these different methods. We will begin with fluence reconstructions in the 48x48 array 

using raw data. Results will be compared with reconstructions based on the estimated 

interaction positions of individual gamma rays. Results from the 64x64 array will also be 

discussed. In all of the results in this section, the estimated gamma-ray energy will be 

used only to select which gamma rays will be included in an image. Different ways of 

using energy information will be discussed in Sec. 5.4. 

5.3.1 Reconstruction from raw data in tiie 48x48 array 

Methods 

We choose the method for calculating likelihoods using Eqn. (4.6) and Eqn. (4.31), 

where the interactions are simulated with two charge deposits: one at the initial 

interaction position and one at the K x ray interaction position. The likelihood is 

calculated by integrating over the position of the K x ray. We considered using the 

method of calculating the likelihood by estimating the K x ray absorption point. In Sec. 

4.4, we found that this method was sufficient for maximum-likelihood estimation of 

individual energies, but integrating over interaction positions is necessary to accurately 

represent the full likelihood. This is particularly obvious in simulations of events where 

the two charge deposits are separated by over 100 ^m. Estimating the interaction 

position of the K x ray will tend to get the positions correct, but it will not accurately 
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represent the relative strength of each peak in the likelihood function. A thorough study 

has not been made comparing reconstructions with these two different methods for 

calculating the likelihood, but we choose the integration method out of principle for 

computational accuracy. 

In the 48x48 array, we did imaging tests only with Am-241 (60 keV) gamma rays. 

Two difficulties in using higher-energy gamma-ray sources, such as Tc-99m (140 keV), 

are the difficulty in getting high-contrast structures with features that are less than 125 

fim and the difficulty in alignment. Tc-99m gamma rays interact throughout the volume 

of a 1.5 mm CdZnTe crystal, whereas 60 keV gamma rays interact near the surface. 

Since we cannot sense the depth of interaction in the 48x48 array, the source must be 

aligned very accurately to avoid blur associated with non-normal incidence. 

We use a two-dimensional vector r in Eqn. (5.12), but the likelihood must also 

depend on the depth of interaction and the gamma-ray energy. To eliminate these 

variables from the likelihood we must either estimate them, assign them preset values or 

marginalize over them. Since we know the interactions must take place at the top of the 

detector, and since there is no good way to estimate depth in these detectors, we assign a 

constant depth equal to the attenuation length at 60 keV, or 230 |im. We choose to 

estimate the energy using the standard maximum-likelihood estimation described in Sec. 

4.2. We keep only gamma rays with estimated energies between 50 keV and 70 keV. 

This choice of an energy window is arbitrary, since we have not defined a context in 

which the source radiation would have to be distinguished from background radiation or 
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scattered radiation. In Sec. 5.3, we will discuss incorporating the energy information into 

the EM algorithm for background subtraction. 

We performed reconstructions on only a small region of the detector, a 12x12 pixel 

area. The small area creates a problem for reconstruction near the border, since those 

gamma rays that hit near the edge can share charge with pixels outside of the 12x12 area. 

The result is that if we only use data from the pixels in the 12x12 area, these gamma rays 

tend to have estimated energies lower than 60 keV. Unlike many problems with edge 

effects in tomographic imaging systems, this leads to a decreased detection efGciency on 

the border. While it might be possible to compensate for the decreased sensitivity in the 

EM algorithm, it would require dividing by very small numbers on the border. If the 

predicted or measured sensitivity is slightly off, this could lead to extremely inaccurate 

results on the border. 

We choose to store a 14x14 set of pixel signals for each gamma ray and keep only 

the center 12x12 portion in the images. This doesn't avoid problems on the border 

entirely, as artifacts on the edge of the 14x14 border will tend to have effects a few pixels 

into the image. To get around this, we assign a uniform value for the 75 nm closest to the 

border of the 14x14 section, reconstructing the rest with the list mode EM algorithm and 

keeping in the end the center 12x12 section. In doing this, we are using a priori 

knowledge that the objects we will be imaging do not have extreme contrast, and so 
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forcing the border to be uniform is reasonable. The value of the uniform border fluence 

is estimated by averaging the fluence in the reconstruction area. 

Results 

The result of a list-mode EM reconstruction of an image of three source points is 

shown in Fig. 5.2 (a). The image formed from individual position estimates is shown in 

Fig. 5.2 (b). The images were generated with a 1 cm diameter Am-241 source with a lead 

shield in front of it. Three pinholes were set in the lead in a triangular pattern. The 

source was held 10 cm above a 30 |J.m gold pinhole, which was positioned 1 mm above 

the detector surface, shown in Fig. 5.3. The resulting magnification reduces the pattern in 

the lead by 100 times. The distance between the pinholes in the lead was 0.6 cm, so the 

distance between the points on the detector surface should be 60 pm. The images are 

displayed with 25 ^m image pixels, not to be confused with the 125 )im pixel electrodes 

on the detector. From here on, we will refer to the image pi.xels as sub-pixels. The 

images in Fig. 5.2 were formed with a total count of 2000 gamma rays, and the image 

was formed from 5 iterations of the EM algorithm. 

The choice of the stopping point is somewhat arbitrary. Figure 5.4 shows images 

reconstructed from the same data set used in Fig. 5.2, but with different numbers of 

iterations of the EM algorithm. As the number of iterations increases, the image 

progresses from a smooth image to an image consisting of discrete points. The first 

iteration is simply the back-projection of the object, as can be seen from the standard EM 
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reconstruction formula in Eqn. (5.5). As iterations increase, the object tends to become 

concentrated in image points that make the maximum contribution to the likelihood 

functions of the individual gamma rays. At extreme numbers of iterations, the object 

may collapse to a series of points. In Fig. 5.4 (c) we see the image nearly collapse to two 

points. In none of the images are the three points clearly distinguishable. 

While an image of point-like objects seems to give a good measure of the system 

resolution, the appearance of the reconstruction can be deceptive. Let us look at Fig. 5.5 

with a reconstruction of the same object from Fig. 5.2, but with only 500 gamma rays in 

the image. We see the algorithm begin to progress to a series of points, but the points are 

different from those in Fig. 5.2. If we didn't know the shape of the source ahead of time, 

however, we could be led to believe that Fig. 5.5 (c) is an accurate image since the image 

is reconstructed with apparently such high resolution. The lesson to be learned from 

these images is that we can only evaluate the quality of the images if we know what the 

object being imaged is. 
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(b) 

Fig. 5.2 Pinhole images of an Am-241 source with 3 points, shown using maximum-likelihood 
estimation of individual interaction positions (a) and reconstruction with the EM algorithm (b). 
There are 2000 counts in the image. The reconstruction is shown for a 12x12 pixel region 
reconstructed with 25 nm sub-pixels. 
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Source casing 

Lead sheet with 
three pinholes 

Innaging pinhole 

Detector 

Fig. 5.3 Arrangement for imaging source formed from 3 pinholes in a lead sheet in front of an 
Am-241 source. 



(a) (b) 

(c) 

Fig. 5.4 Images of the same three sources from Fig. 5.2 using the EM algorithm with 3 
iterations (a), 7 iterations (b) and 30 iterations (c). 
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Fig. 5.5 An EM reconstruction of the same source as in Fig. 5.3, but with only 500 counts in the 
image. The algorithm was iterated 10 times. While qualitatively the image appears as good as or 
better than the image in Fig. 5.3 (b), the source points are in fact slightly shifted. 

Discussing the spatial resolution of a system that uses a non-linear reconstruction 

algorithm can always be debatable. There is no simple way to measure a point-spread-

function. Even a fundamentally low-resolution system may produce a narrow image of a 

point source if the EM algorithm is iterated enough times. To try to get some measure of 

the system resolution, we used a shadow image of a lead grating. The grating is a SO ^m 

thick grating with 102 ^im bars separated by 102 Jim. The image is shown in Fig. 5.6 (a) 

using individual position estimates and in Fig. 5.6 (b) using the EM algorithm. The 

grating was laid on the detector surface on top of a piece of tape, and the source was held 

10 cm above the detector. The reconstruction in Fig. 5.6 (b) is shown using 15 iterations. 

A series of images with different numbers of iterations is shown in Fig. 5.7. 
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(b) 

Fig. 5.6 Shadow images of a lead grating with 102 ^m bars taken with 60 keV gamma rays 
using the 48x48 array, shown using individual estimated interaction positions (a) and EM 
reconstruction with 10 iterations. Each image pixel, or sub-pixel, is 25 |im, with the total 
displayed area being a 12x12 pixel region. 
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To use the grating to measure the system resolution, we must compare it to what we 

would see with a system with an easily definable system resolution. We compared the 

images in Fig. 5.6 to blurred images with the same known grating shape. The blurred 

images were generated by convolving the grating with a Gaussian of variable width. The 

position and orientation of the grating were varied along with the Gaussian width until 

they gave an image that was in least-squares agreement with the images in Fig. 5.6. The 

values that gave least-squares agreement were found by choosing an initial guess that fit 

well, and then generating successive images with slightly different values of the three 

variable parameters (position, orientation and Gaussian width). The least-squares values 

were found after approximately 2000 steps through the parameter space. The resulting 

values for the Gaussian width were 104 ^.m full-width-half-maximum (FWHM) for the 

individual position estimates in Fig. 5.6 (a) and 41 |im (FWHM) for the EM 

reconstruction in Fig. 5.6 (b). When the same technique was applied to the image with 

50 iterations of the EM algorithm in Fig. 5.7 (c), the resulting resolution was 43 ^im, 

showing that the measurement of the system resolution is not highly sensitive to the 

iteration number for large numbers of iterations. 

The EM algorithm does remarkably better than using individual position estimates, 

as can be seen by both visual inspection of the images in Fig. 5.6 and by comparing 

measurements of the system resolution. The same likelihood calculations are used for 

both images, so the difference cannot be attributed to the accuracy of the physical models 

used for the different estimation methods. The effectiveness of the algorithm can be 
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attributed to the complexity of the likelihood fimctions at the scale of less than 125 p.m. 

The generation of K x rays frequently produces likelihood functions that are elongated or 

divided into parts, as in Fig. S.l. The spatial resolution using individual position 

estimates is approximately limited by the total spatial extent of the likelihood functions, 

which is not true for EM reconstructions. 

Before continuing on to reconstructions using estimated interaction positions, some 

justification for the method we used for dealing with edge effects should be discussed. 

We described previously a method for compensating for edge effects where the 

reconstruction was performed on a 14x14 pixel area, with the 75 |im on the edge of the 

14x14 area set to a constant value. This method was used in all of the previous 

reconstructions. The effectiveness of this method can be seen by comparing it to simple 

reconstructions using 12x12 and 14x14 sets of pixel signals. A simple reconstruction 

using data from only the 12x12 pixel area is shown in Fig. 5.8 (a). The image shows a 

decreased efHciency at the edge since gamma rays that interact near the edge are 

normally not counted in the energy window of 50 keV to 70 keV. If we use 14x14 sets of 

pixel signals and only reconstruct on a 12x12 area, we get an increased number of counts 

at the edge in Fig. 5.8 (b). The counts in the edge pixels are being dumped improperly 

into the edge of the 12x12 area since all gamma rays in the 14x14 area must be put into 

the image. If we reconstruct a 14x14 area, but only keep the central 12x12 area, we get 

the image in Fig. 5.8 (c), showing a significant reduction in artifacts, but still some 
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inconsistencies at the edge. Artifacts at the edge of the 14x14 pixel area can carry over 

into the central 12x12 area. Only by forcing the outer edge to a constant value do we get 

the image in Fig. 5.6 (b). 

5.3.2 Reconstruction from estimated positions in tiie 48x48 array 

Even if using the EM algorithm seems to produce better results than estimating 

individual interaction positions, we still caimot be certain that we are improving the 

information content of the image. It is well known that if enough gamma rays are 

collected, giving less noise in the image, a system with low spatial resolution can produce 

images with higher spatial resolution after image processing. This means that an image 

formed from individual estimated interaction positions can be made to have higher spatial 

resolution if the EM algorithm is applied to the image formed from the estimated 

interaction positions. Only by comparing reconstructions using raw pixel data to 

reconstructions using the estimated positions can we see if the raw data contains more 

information than the estimated positions. 
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(a) (b) 

(c) 

Fig. 5.8 Images formed using different methods for dealing with the image boundary: 
reconstruction using only data from the 12x12 section (a), reconstruction using data fi'om the 
14x14 section but only reconstructed in the center 12x12 area (b), and reconstruction using the 
full 14x14 section but keeping only the center part of the image (c). 
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To use the EM algorithm with the estimated interaction positions, we must define 

the likelihood function for each gamma ray in terms of the estimated position. 

Previously, we used the likelihood p{AJr{j)) as the probability of getting the data set 

A„ given a true interaction point r{j). If we estimate the individual interaction positions, 

our data set for a single gamma ray will be changed from the raw data A„ to an estimated 

position . The likelihood is then p{f„\r{j)), which is the probability of getting an 

estimated position r„ given a true interaction position r(j). The EM algorithm retains the 

same form as before, but with the probabilities expressed in terms of the estimated 

positions, changing Eqn. (5.12) to 

, (5.13) 

•""S-S.M'.ik"))/.'" 
/i=0 

Using ±e iterative procedure in Eqn. (5.13), we can reconstruct images from the 

same data set used in Fig 5.6 (a), giving the images in Fig. 5.9. The measured resolution 

of the image, using the method of least-squares fitting to a blurred image, is 93 |im. 

While the image seems to be less noisy than the original image formed from the 

estimated positions in Fig. 5.6 (a), the reconstruction introduces noticeable image 

artifacts. 
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Why is the reconstruction so much worse when we use the estimated interaction 

positions? The basic reason for the inferior performance of imaging based on the 

estimated positions is that the likelihood p{rjr{j)) is a likelihood based on incomplete 

information. The maximum available information available to us is the raw pixel signals 

An,. If p{r„\rij)) were always proportional to p{AJr{j)), we would call r„ a sufficient 

statistic for the pixel signals, meaning that the estimated position contains all relevant 

information from the pixel signals. If were a sufHcient statistic, the reconstruction 

using Eqn. (5.13) would be identical to the reconstruction using Eqn. (5.12). This is 

clearly not the case in comparing Fig. 5.9 to Fig. 5.5 (b). 

5.3.3 Reconstruction using the 64x64 array 

We also did image reconstruction with the list-mode EM algorithm using the 64x64 

array. The EM algorithm was used exactly as in Eqn. (5.12), but with the system 

geometry for the 64x64 array used in the calculation of the likelihood functions. Since 

the 64x64 array has larger pixels and the signals give some information about the depth 

of interaction, we chose to do tests with 140 keV gamma rays. We performed 

reconstructions on 12x12 pixel sections using 14x14 sets of pixel signals, using the same 

method described previously for compensating for edge effects. 

Using a 0.1 mm thick grating, we generated images from individual position 

estimates in Fig. 5.10 (a) and from an EM algorithm reconstruction in Fig. 5.10 (b). 

Examples of different iteration numbers for the EM algorithm are shown in Fig. 5.11. 
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While the images appear qualitatively better in the reconstructions, a measurement of the 

system resolution using least-squares fitting to a blurred grating shows only moderate 

improvement in the system resolution, giving 185 nm FWHM for Fig. 5.10 (a) and 145 

p,m FWHM for Fig. 5.10 (b). More importantly, if we reconstruct using estimated 

interaction positions with Eqn. (5.13), we get a nearly identical reconstruction in Fig. 

5.12. The result indicates that the estimated interaction position contains most of the 

relevant information from the pixel signals. 
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(a) 

(b) 

Fig. 5.10 Shadow images of an 0.1 mm thick lead grating with 400 wide bars using 140 keV 
gamma rays, shown using individual estimated interaction positions (a) and EM reconstruction 
with 10 iterations. 
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Fig. S. 12 A reconstruction of the same data used in Fig. 10, but using the estimated interaction 
positions to calculate the likelihoods used in the EM algorithm. The algorithm was iterated 10 
times. 
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5.4 Using Energy Information 

5.4.1 Energy spectrum reconstruction 

The pixel signals collected for each ganuna-ray interaction give information about 

both the position and energy of the gamma ray. In general, these two types of 

information cannot be separated easily. There can be correlations in the likelihood 

function between position and energy. The true gamma-ray distribution is a flmction of 

both position and energy, represented by the continuous distributiony(r^ that has units 

of gamma-rays per unit area per unit energy. In Sec. 5.3, we estimated E for each gamma 

ray to get the fluence as a function of position. In this section, we will discuss the 

reconstruction of energy spectra, where we estimate the position of each gamma ray and 

reconstructy(£) as the expected number of gamma rays per unit energy. Energy 

spectrum reconstruction based on a physical detector model has been done previously in 

Eskin. 1995 using single-element detectors rather than pixellated arrays. 

The principle is identical to the EM fluence reconstruction, but with the object/now 

being a discrete set of samples of the energy spectrum. The relevant probabilities are 

now p{Am\E{j)), where E{j) denotes the energy corresponding to the element off. The 

iteration step of the list-mode EM algorithm is then 

j-\ 

fU*\ )  _  p(4.|£(y)) 
(5.14) 
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As before, a uniform initial value for/is chosen to start the iterations, and Eqn. (5.14) is 

applied to all elements offin turn before a new iteration is begim. The algorithm is 

stopped after a few iterations to avoid severe noise amplification. 

Unlike the fluence reconstructions, there is little problem with edge effects in 

spectral reconstruction. The upper end of the spectrum goes to zero rapidly above the 

main gamma-ray energy. At the low energy end, the spectrum goes to zero because of 

the fact that the data-collection system detects only gamma rays that produce at least one 

pixel signal above a certain threshold. In Eskin. 1995. the initial guess for the spectrum 

was chosen to have values of zero at the spectra extrema. We choose to keep the uniform 

spectrum value for all reconstructed energies, letting the EM algorithm push these values 

to zero. 

We applied the EM algorithm to spectra from both Tc-99m and Am-241 using the 

48x48 array. A lead sheet was used to generate x rays with the 140 keV gamma rays to 

give a structured spectnmi that can demonstrate the improved energy resolution with the 

algorithm. Figure 5.13 shows the high-count spectra generated using individual position 

estimates (a) and EM algorithm reconstruction (b). Results using a low-count spectrum 

are shown in Fig. 5.14. The EM algorithm makes a significant improvement in the 

separation of the lead K x-ray lines. The results using an Am-241 spectrum (without lead 

scattering) are shown in Fig. 5.15. 

It should be noted that the reconstruction in Fig. 5.13 (b) is not a result of processing 

on the spectrum of Fig. 5.13 (a), so this is not a "spectrum processing" algorithm. Figure 
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(a) (b) 

Fig. 5.13 Energy spectra with 10,000 counts formed by 140 keV gamma rays passing through a 
lead sheet, shown using individual energy estimates (a) and EM algorithm reconstruction (b). 
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(a) (b) 

Fig. 5.14 Energy spectra with 1,000 counts formed by 140 keV gamma rays passing through a 
lead sheet, shown using individual energy estimates (a) and EM algorithm reconstruction (b). 
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(a) (b) 

Fig. 5.15 Energy spectra with 10,000 counts formed by 60 keV gamma rays, shown using 
individual energy estimates (a) and EM algorithm reconstruction (b). 

5.13 (a) is based on maximum-likelihood estimates of individual gamma-ray energies. 

Figure 5.13 (b) is a reconstruction using the raw pixel signals, so there is more 

information being used to generate the reconstruction than simply the original energy 

spectrum. 

In Eskin. 1995. the main advantage of using the EM algorithm was in using 

information contained in long tails of a spectnun below the photopeak. The only 

information for each gamma ray was its estimated energy. One particular advantage of 

the pixellated detectors, however, is the fact that different gamma rays have different 

accuracies in their energy estimates. The differences in energy accuracy between 

different gamma rays can be seen in Fig. 5.16, showing spectra formed from gamma rays 

that produce signals in two pixels (a) and three or more pixels (b). The accuracy of the 



estimates is a vital piece of information that is lost when individual energies are 

estimated, but is used effectively in the full EM algorithm reconstruction. 
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Fig. 5.16 The same spectrum from Fig. 5.13 (a) divided into events that produce positive signals 
in one or two pixels (a) and events that produce signals in three or more pixels (b), showing how 
spreading signals between more pixels increases the noise. 
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5.4.2 Using reconstructed energy spectra for background subtraction 

We will now discuss how the effectiveness of the EM algorithm can be tested in a 

real imaging task where the energy information can be used. We choose to use the 

reconstructed spectrum to perform background subtraction. A diagram of the 

arrangement for generating the background is shown in Fig. 5.17. An Am-241 source 

forms a shadow image through a gold pinhole. A Tc-99m source is located beyond the 

edge of the detector. Compton scattering of the 140 keV gamma rays produces the 

spectrum shown in Fig. 5.18 (a). The spectrum with the 60 keV gamma rays added is 

shown in Fig. 5.18 (b). These are raw spectra shown without any reconstruction steps. 

The height of the source can be varied to produce different signal-to-background ratios. 

Am-241 Source 

Detector 
Housing in 
a Dewar 

Tc-99m 
Source 

Grating 
Detector 

Fig. 5.17 A diagram of the arrangement for generating the background radiation 
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(b) 

Fig. 5.18 Spectra showing only the scattered radiation from the Tc-99m (140 keV) source (a) 
and the scattered radiation combined with the Am-241 (60 keV) source (b). 
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The standard method for background subtraction is to count all gamma rays that fall 

in a set energy window. The number counted with the source off gives the expected 

number of background counts. When the source is on, the background is subtracted from 

the measured number of counts to give an estimate of the true number of source counts. 

The resulting numbers can be positive or negative, even though the true source must 

always be positive. The choice of the energy window can be set to optimize the signal-

to-noise ratio. 

The variance of the estimates for Poisson data with background subtraction will be 

equal to the variance introduced by the source added to the variance introduced by the 

background, both of which are equal to the expected number of counts. The signal-to-

noise ratio (SNR) is then 

SNR=-!-̂  , (5.15) 

where Ns is the expected number of source counts and Nb is the expected number of 

background counts. Increasing the energy window increases both the number of source 

counts and the number of background counts. Given the assumption of background that 

is independent of the signal, the energy window should generally be chosen to maximize 

the SNR in Eqn. (5.15). hi practice, the optimum window can be found by using many 

sample spectra to find the window that maximizes the SNR. The setting of the window 

must be done separately from the data used to form an image to avoid self-correction for 

noise in the data that would not accurately reflect the true performance of the system. 
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The background subtraction using reconstructed spectra is done in exactly the same 

way. Sample spectra are taken to find the optimum energy window, and then this energy 

window is used to count the number of gamma rays in a given pixel of the image. The 

background spectrum is not reconstructed, but is measured with a large number of counts. 

The spectra are reconstructed separately for each pixel, so that the source strength can be 

determined separately for each pixel. 

We formed images of a single spot generated by source held above a 75 /fln pinhole 

using spectra formed from individual energy estimates and EM algorithm 

reconstructions, shown in Fig. 5.19. There is very little noticeable difference between the 

two images. We can detect a difference, however, if we use uniform illumination to 

generate a flat field, from which we can calculate the standard deviation in the estimate of 

the source strength in each pixel. Since we are using the EM algorithm only on the 

energy spectrum and not doing any spatial reconstruction, a simple noise comparison is a 

legitimate test of the two different methods of calculating the source strength. We 

generated variable source strengths by varying the distance of the Am-241 source from 

the detector, producing plots of the variance of the pixel signals in Fig. 5.20. The three 

plots show the noise formed using an unoptimized energy window for individual energy 

estimates, an optimized window for individual energy estimates, and an optimized 

window for EM reconstructed spectra. 

The energy windows were optimized for each source strength using sample data 

sets, with the window chosen to minimize the variance. The data used to generate the 
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plots in Fig. 5.20 were different from the data used to optimize the energy windows. The 

results indicate some advantage for using EM reconstructed spectra when there is a 

known background spectrum. It is unclear what effects variations in the background 

spectrum will have. 

(b) 

Fig. 5.19 Shadow images of a grating using 60 keV gamma rays in the presence of background 
radiation from a Tc-99m source. The source strength in each pixel was estimated using raw 
energy spectra (a) and spectra processed using the EM algorittun. 
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Fig. 5.20 Plots of the signal-to-noise ratio for uniform illumination of the detector using an 
unoptimized energy window with raw spectra (light solid line), an optimized energy window with 
raw spectra (dashed line) and an optimized energy window with spectra reconstructed using the 
EM algorithm (dark solid line). 
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5.43 Incorporating background into the EM algorithm 

Instead of reconstructing spectra and then performing background subtraction, it is 

possible to include the effects of the background directly into the fluence reconstruction. 

To do this, we will need to include a single extra parameter into the object vector/: the 

background strength. The object vector will then consist of N-I elements for the fluence 

values and the last elementyjv will be the background strength. We only need a single 

background number because we will assume (accurately) that the background will be 

spatially uniform over the small reconstruction area on our detector. 

The background spectrum is measured separately and is assumed to be known. The 

only variable in the background is the total background fluence. The probability of a 

background event producing the signals A„ will be written p{A„\background)), and the 

sensitivity of the detector to a background event will be Sb. To make the dependence on 

the source energy clear, we will write p(/4m|r^5) to explicitly include the known source 

energy Es. We write the modifled EM algorithm as two separate procedures to make the 

distinction between the background term and the other source terms clear. Including the 

background term as fs, the iteration step in Eqn. (5.12) becomes 

j < N  
S^p{AJbackground)fl,'^ 

"-o . (5.16) 
_ M /-('-I) _ V p{AJbackground) 

J ~ JN " JS ^ S_-\ 
S^p{A.\background)fl^^ + (O 
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The only remaining step for making the algorithm complete is the calculation of 

p{Am\background)). We will represent the background spectrum as 6(£). We can now 

calculate p{A„\background)) by integrating p(Am\r,E)) over all energies and positions. 

j jEl jd 'rp( A J r ,E)b(E) 
piAJbackground) = -2 ^ (5.17) 

\dEbiE) 

It should be noted that p{Am\background)) needs to be calculated only once for each 

gamma ray. The effect of the background, then, is to simply add a single term in the 

denominator for each gamma ray. If the background strength fs is now assumed to be 

known, the modified EM algorithm is then 

/r- fr t  — , (5.18 

n=0 

where bm =Sb f</ piAm\background)). One clear advantage of including the background 

directly into the EM algorithm rather than performing background subtraction is that the 

result is guaranteed to be positive, which must be true of the source whether or not there 

is background radiation. 

We compared the results of doing EM reconstructions with Eqn. (5.12) and with 

Eqn. (5.18). When using Eqn. (5.12), the reconstruction gives the fluence for gamma 

rays with estimated energies in the energy window, and the background must be 
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subtracted later. When using Eqn. (5.18), the effects of the background are incorporated 

into the algorithm and there is no background subtraction. Images using these two 

methods are shown in Figure 5.21. The advantage of incorporating background 

subtraction into the EM algorithm is clearer in scans through an image of a single point 

source, shown in Fig. 5.22. The background subtraction in Fig. 5.22 (a) produces 

negative sidelobes that cannot exist in a real source, while the result in Fig. 5.22 (b) has 

no sidelobes. There are certainly other ways of dealing with negative sidelobes in a 

reconstruction, including simply setting the negative values to zero, but the incorporation 

of the background into the EM algorithm is a method with reasonable statistical 

justification. 

If the backgroimd spectrum is unknown, this method would have to be modified to 

include variability in the background. If the background spectrum is known, but the 

background strength varies, it could be possible to estimate multiple background 

parameters. If the background strength varies smoothly, the background could be 

expressed by a linear superposition of smooth functions, such as sines and cosines, and 

the background could be reconstructed with a small number of parameters. In this case, 

object to be reconstructed would consist of the N source points plus M parameters of the 

background. 
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Fig. 5.21 Shadow images of a grating with 60 keV gamma rays in the presence of background 
radiation using the standard list-mode EM algorithm in Eqn. (5.12) followed by background 
subtraction (a) and using the list-mode EM algorithm in Eqn. (5.18) that includes the effects of 
the background (b). In both cases the algorithm was iterated 10 times. 
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Fig. 5.22 Scans through reconstructions of an image of a point source in the presence of 
background radiation using the standard list-mode EM algorithm in Eqn. (5.12) followed by 
background subtraction (a) and using the list-mode EM algorithm in Eqn. (5.18) that includes the 
effects of the background (b). When the background is subtracted, we can get negative sideiobes 
(a) but when the background is included in the reconstruction all values are guaranteed to be 
positive (b). 
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CHAPTER 6 

6. ESTIMATION USING EXPERIMENTAL CHARACTERIZATION 

OF DETECTORS 

6.1 Introduction 

While much progress has been made in improving the growth of CdZnTe, it is still a 

difficult crystal to grow without serious defects such as grain boundaries. As a result, 

detectors such as our pixellated arrays usually have several regions with poor imaging 

performance. The previous two chapters contained methods for estimating gamma-ray 

energies and interaction positions using a theoretical model as the basis for maximum-

iikelihood estimation. This model includes the generation of K x rays, Compton scattering, 

charge diffusion, charge trapping and signal induction, but it takes no account of defects 

such as grain boundaries, inclusions or voids in the material. Ideally, we would want to 

characterize the position and structure of these defects and then include them in our 

theoretical model. Mapping detectors with a narrow beam of gamma rays has proven 

effective in characterizing how these defects affect charge transport in the detector crystal, 

but as yet there is no clear way to include defects in a theoretical model, so we must use an 

experimental approach to improve our estimation of interaction positions. 

The necessity of compensating for crystal defects can be seen clearly in the image 

artifacts that occur in some portions of the arrays. One example appears in the flood-

corrected image of a 400 /«! slit illuminated by 60 keV gamma rays shown in Fig. 6.1 (a). 

A comparison with an image of flood illumination of the detector at 60 keV in Fig. 6.1 (b) 
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shows that the bump corresponds to a point along a large structure of low efHciency 

running across the detector. Our arrays can still perform well in some regions that deviate 

significantly from theory, but we find that when efficiency varies dramatically over the 

space of a few pixels, as in the structure in Fig. 6.1 (b), it is very common to get image 

artifacts, even after flood-correction. 

In this chapter, we describe how we can almost eliminate many of these artifacts by 

mapping the detector surface with gamma rays and using the mapped data as the basis for 

maximum-likelihood estimation. We will first present the method for mapping the detector 

response. We will then present two methods for calculating likelihood fimctions using the 

mapped detector response. Experimental use of the likelihood functions is presented in 

individual position estimates and EM algorithm reconstmctions. 

(a) (b) 

Fig. 6.1 Images on an imperfect detector showing the a shadow image of a line (a) and flood 
illumination (b), both with 60 keV gamma rays. The line image has been flood-corrected. 
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6.2 Experimental Device Characterization 

6.2.1 Collecting the data 

Since regions with image artifacts do not behave according to theory, we must 

analyze the detector behavior experimentally to understand how pixel signals are 

generated from gamma-ray interactions. By mapping the detector with a narrow 

collimated beam of gamma rays, we can measure the detector performance as a 

function of the lateral interaction position and use this map for generating an estimation 

procedure to improve data analysis. For mapping the arrays, we set up an automated 

program that includes control of a translation stage and data acquisition into a single 

Labview program. A diagram of the mapping arrangement is shown in Figure 6.2. A 6 

mm Tc-99m (140 keV) or Am-241 (60 keV) source is placed 5 to 15 cm above a 75 

gold pinhole and the pinhole is placed 5 mm above the top surface of the detector. The 

rest of the detector is shielded with lead. The pinhole is positioned in the upper left 

comer of the region to be mapped and then stepped in regular increments across a small 

section of the array. The source and detector are held fixed. The pinhole has a wide 

angle of acceptance ( >20°) so there is no problem with the small variation in beam 

angle introduced by moving the pinhole. 

The digital signal processor (DSP) checks the pixel signals in the region to be 

mapped for a signal above a threshold equivalent to 1/10 of the gamma-ray energy. 

Once a signal above this threshold is detected, a 7x7 set of pixel signals surrounding the 

detection pixel is stored in the DSP. At each pinhole position we record up to 2000 
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Fig. 6.2 Diagram of assembly used to map detector response 

interactions. The total time to collect the data at each position is also recorded to 

compensate for variations in detection efficiency with position. The pixel signal that 

triggers the data storage is not necessarily the pixel of interaction. Only after further 

analysis is the interaction position of the gamma ray determined. The analysis for a 

single integration cycle stops once one gamma ray is detected and its data are stored, so 

only one interaction per integration cycle is counted. If two interactions occur in the 

same 7x7 region during the same integration cycle, the data will still be recorded, but 

the data will be rejected in subsequent processing if the total signal is much larger than 

what is expected for one gamma ray. For this work the rate of gamma-ray interactions 

is low enough that probability of multiple hits during a single integration cycle is less 

than 10%. 

We mapped four sections of our arrays with both Am-241 and Tc-99m. In one 
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section the spot size of the beam was 125 /«n and the pinhole was stepped in 75 /An 

increments. The other three sections were mapped with a beam of 225 /jm diameter 

spot size stepped in 190 /sn increments. Each mapped position corresponds to an 

image point or sub-pixel. The sub-pixels have the dimensions of the stepping length. 

The spot size overfills the sub-pixel to ensure that we have at least some gamma rays 

falling on every point in the mapped region for at least one pinhole position. It is not 

clear what the optimum beam size should be, but accepting a larger beam size allows us 

to place the source closer to the pinhole and collect more gamma rays per pinhole 

position. 

6.2.2 Calculating the likelihood 

The data collected from the mapping procedure can now be used to improve 

estimates of gamma-ray interaction positions. The basis of an estimation procedure will 

be knowledge of the probability density function (PDF) of the pixel signals for each 

possible interaction position, so we must somehow extract these PDFs from the mapped 

data. Once we have characterized the PDFs, we can use maximum-likelihood 

estimation to estimate individual interaction positions. Alternatively, we can iteratively 

reconstruct an image using the expectation-maximization (EM) algorithm. 

If g represents a 7x7 set of pixel signals collected for a single gamma ray and r is the 

lateral position of the interaction, then the PDF for g given r is written asp(g|r). The 

fimction p(g\r) can have a very large number of parameters to calculate. If/Ksl'') can take 
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on any form, it would be impossible to fully characterize/7(g|r) from just a few hundred 

gamma-ray hits. Some way must be found of reducing /K^r) to a small number of 

parameters that can be estimated easily from the mapped data. 

We present two methods here for reducing the likelihood to a reasonable number of 

estimable parameters. The first method is to assume some form for the PDF that has only a 

few variable parameters. The free parameters can then be estimated by fitting them to the 

mapped data. The second method is to assume no preset form for the PDF, but to reduce 

the data space to a very small number of parameters, from which the true PDF can be 

calculated. The first method is more accurate if the assumed model for the PDF is accurate. 

The second method is more general, since it is entirely accurate in characterizing the PDF, 

even though a large amount of information can be lost by reducing the size of the data 

space. 

Fitting the data to a model 

To simplify a PDF, we can assume some form that has a small set of free parameters, 

such as a multivariate Gaussian, and then estimate the free parameters from the data. In the 

case of a multivariate Gaussian, the fi%e parameters are the mean values of the pixel 

signals, the variance of the pixel signals and possibly the covariance between different 

pixels. Choosing a form can be based on assumptions about the physical processes in the 

detector or simply on observations made from the data. 
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To estimate the parameters of a multivariate Gaussian model for the pixel signals, we 

simply need to calculate the mean and variance for each pixel using the mapped data. Let 

gjj be the pixel for the f' collected photon. The estimate of the mean for pixel i is then 

Reducing the data space 

The second approach for computing the likelihood is to reduce the data from the set of 

49 pixel signals to some smaller set of numbers, possibly a single number, and then 

estimate the PDF directly from the mapped data. There are many examples of ways to 

simplify the data. Storing the pixel signals at lower resolution (fewer bits) reduces the size 

of the data space over which the PDF must be measured. The simplest approximation of all 

is to reduce the entire set of 49 pixel signals to a single integer: the number of the pixel with 

the highest signal. This is the standard approximation made for gamma-ray imaging with 

pixellated detectors, where the only desired information is the pixel of interaction. In this 

case we are no longer measuring a PDF but a probability law that is a function of a single 

integer. This law is a function of the pixel number / and position number j and is 

approximated by 

(6.1) 

while the estimate of the variance a, ' is 

(6.2) 

m j ) =  Number of gamma rays detected in pixel i 
(6.3) 

N 
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where N is the total number of gamma rays collected for a single mapping position. P{i  \ j )  

is nothing more than the normalized point response of pixel / to a narrow collimated beam 

of gamma rays centered at position j. 

In reducing the set of 49 pixel signals we have eliminated a large amount of 

information from the pixel signals, but it reduces the number of parameters that we need to 

estimate to 9 or 25 pixel responses. If 1000 gamma rays are collected, there are plenty of 

counts for getting a good approximation for P(' \J)- When we choose to reduce the size of 

the data space, we can get a very good estimate of the true PDF for the reduced data, but it 

is not clear if it is better to get a good measurement of the PDF for a reduced data set or to 

get an inaccurate measurement of a PDF using the full data set. 

6.3 Estimation using the mapped data 

Individual position estimates 

If we assume a Gaussian model, the logarithm of the likelihood can be easily 

calculated, giving a simple procedure for maximum-likelihood estimation. Under this 

model, each pixel signals will vary about its mean value according to a Gaussian PDF. 

These variations can either be correlated between pixel signals or independent. We will 

present the procedure that assumes no correlation between pixel signals. The mean and 

standard deviation of each pixel signal are measured from the mapped data for each pinhole 

position, where ŝ  is the mean value of the pixel signal for the/* pinhole position and o,y 

is the standard deviation. If g, is the H'' pixel signal for the gamma ray to be estimated, the 



238 

log-likelihood is then 

i = lnp(gU) = i-^^=# 
,=I 

(6.4) 

where M is the total number of recorded pixel signals for each gamma ray. We can 

maximize the likelihood by finding the j that minimizes 

Equation (6.5) describes the method for finding the position j with expected pixel signals 

that have a weighted least-squares deviation from the observed pixel signals, with the 

weighting being the variance of the noise in each pixel. 

Image reconstruction with the EM algorithm 

It may be possible to obtain much more information from the data if instead of 

maximizing the likelihood for individual position estimates we try to maximize the 

likelihood of the entire data set. The EM algorithm seeks images with greater likelihoods 

of producing the entire data set. In Chap. 5, we derived a list-mode form for the EM 

algorithm from the standard form for histogrammed data. If the data are recorded as a 

single pixel position, as in Eqn. (6.3), the data are most easily represented with 

histogrammed data, so we use the histogrammed form of the EM algorithm in Eqn. (5.5), 

but with the system response matrix elements replaced by the probabilities multiplied 

by the sensitivities. 

(6.5) 
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(6.6) 

As with using the EM algorithm in Chap. S, the algorithm will be iterated until it 

produces a clear image, but not so much that the noise amplification is too great. The 

system response matrix for the mapped data is very sparse, having very few non-zero 

elements. As a result, the algorithm converges rather quickly. We will not worry too 

much here about what the optimum stopping point for the algorithm is. We only seek 

confirmation that the algorithm can correct obvious artifacts in the image. 

6.4 Results 

The estimation procedures outlined above dramatically improve images in regions of 

the detector with significant image artifacts, but the best choice of approximations and 

image analysis depends significantly on the energy of the gamma rays. We analyzed the 

data for 60 keV using a Gaussian model that assumes no correlations between pixel signals. 

Mean pixel signals were measured using the mean of the mapped data for each pinhole 

position. An enlargement of the anomalous bump of Fig 6.1 (a) can be seen in Fig. 6.3 (a), 

with Fig. 6.3(b) showing the same region analyzed using maximum-likelihood estimation 

from the mapped data. The 12x12 pixel section shown in the images was mapped in 190 

micron steps, recording 1000 gamma rays per position. We can see two other examples of 

where this method improves images in Fig. 6.4 and Fig. 6.5. Both figures show 60 keV 

images of the same slit placed on different detectors, where (a) is the normal flood-

corrected image and (b) is the image corrected with maximum-likelihood estimation. As 
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(b) 
Fig. 6.3 A close up of a 12x12 pixel section surrounding an anomalous bump in the image of a 
slit at 60 keV. Images were formed using single-pixel spectra for coimting events in each pixel (a) 
and by maximum-likelihood estimation based on mapped detector response (b).The map was 
taken in four positions per pixel, so the positions were estimated to half the pixel size in (b). 
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(a) 

(b) 

Fig. 6.4 A close up of a 12x12 pixel section surrounding an anomalous bump in the image of a 
slit at 60 keV. Images were formed using single-pixel spectra for counting events in each pixel 
(a) and by maximum-likelihood estimation based on mapped detector response (b). 
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(b) 

Fig. 6.S A close up of a 12x12 pixel section surrounding gap artifact in the image of a slit at 60 
keV. Images were formed using single-pixel spectra for counting events in each pixel (a) and by 
maximum-likelihood estimation based on mapped detector response (b). 
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with Fig. 6.3 (b) these 12x12 pixel sections were mapped with four pinhole positions per 

pixel. 

It should be emphasized that these artifacts become significant only when the image 

contains high-resolution structures. Fig. 6.6 shows an image of a 2mm disk centered on the 

same location as the artifact in Fig. 6.5 (a), with the image simply flood corrected without 

any estimation using the mapped data. We see that if the true image is smooth over an 

imperfect region of the detector, we can simply flood-correct the image to get a good 

estimate of the image. The reason for the effectiveness of flood-correction for smooth 

objects is simple: locally a smooth object gives uniform illumination, the same as for a 

flood image. Thus, the flood image will be nearly proportional to the image of the object 

and dividing the two images for flood correction will reproduce a smooth object. 

Fig. 6.6 A shadow image of a 2 mm hole in a lead sheet using the same 12x12 pixel region shown 
in Fig. 6.S (a). The only data processing for this image is flood-correction. The detector mapping 
was not used. 
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Another section of the array was mapped in 75 pm increments using a 125 /im wide 

beam of 60 keV gamma rays. This section shows no image artifacts, but the mapping gives 

us sub-pixel resolution in the image of a watch gear shown in Fig. 6.7. Each of the pixels in 

the image is a 75 /um square, so there are 5 image pixels across each of the detector pixels. 

The extreme resolution of the image is not typical in these detectors, but it can be achieved 

if the pixel signals are sensitive to small changes in the interaction position. In this 

particular region, the charge cloud appears to spread very broadly and shift with the 

interaction position. It is ironic that an effect such as increased charge spreading, which we 

might think would degrade the detector spatial resolution, actually improves the spatial 

resolution if analyzed properly. 

Fig. 6.7 A shadow image of a watch gear at 60 keV in a 5xS pixel section of the array. Each sub-

pixel shown in the image is 76 /An wide. Positions were estimated with maximum-likelihood 

estimation based on a mapping of the detector in 76 //m steps. 
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If we look at an image of the same slit from Fig. 6.4 with 140 keV gamma rays, we 

see little improvement in the image if gamma ray positions are estimated using a Gaussian 

PDF model. Fig. 6.8 (a) shows an image of the slit in the same position as Fig. 6.4. This 

image is formed from estimating the pixel of interaction as the pixel with the highest signal. 

Fig. 6.8 (b) is the same data analyzed with maximum-likelihood position estimates 

assuming a Gaussian model. 

A better approach when using data from 140 keV gamma rays is to analyze the 

mapped data by calculating a probability law that is only a function of the number of the 

pixel with the highest signal, and then reconstruct an image using the EM algorithm. The 

image after three iterations of the EM algorithm is shown in Fig. 6.9. The result may seem 

surprising since we throw away a considerable amount of information for each gamma ray 

when we reduce the set of 49 pixel signals to a single pixel position. The advantage of this 

approach, however, is that by reducing the size of the data space we can get a very precise 

experimental measurement of the probability law on the data. It can be better to accurately 

measure the probabilities on simplified data than to inaccurately estimate a PDF using the 

full data set. 

6,5 Conclusion 

We have shown that image artifacts in CdZnTe detectors can be significantly reduced 

when the region surrounding the artifact is mapped with a narrow beam of gamma rays. 

There is no set rule, however, for choosing how to analyze the data for improving the 
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(a) 

Fig. 6.8 Images of a slit taken with 140 keV gamma rays using single-pixel spectra for counting 
events in each pixel (a) and by maximum-likelihood estimation based on mapped detector 
response (b). The Gaussian model used for approximating the likelihood does not provide a good 
model for estimating individual interaction positions. 

Fig. 6.9 An image of the same slit as in Fig. 6.8, but with the image formed using the EM 
algorithm rather than estimating individual interaction positions. 
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images. For 60 keV gamma rays interacting near the surface of the detector, it worked well 

to estimate interaction positions by fmding the position with the mapped signals with the 

least-squared deviation from the observed signals. For 140 keV gamma rays it worked well 

to use an image histogram for each mapped position as the basis of an EM algorithm image 

reconstruction. The EM reconstruction has a clear advantage for efficient data collection 

because it requires no change in how data are collected. The standard method for imaging 

in the detector is to estimate interaction positions as being the pixel with the highest signal. 

The EM algorithm can be applied retroactively to the mapped region to clean up the image 

artifacts. For the Am-241 images we must store full sets of pixel signals for each gamma 

ray in the mapped region, which takes significantly more time than just recording a single 

number. 

We have outlined here an estimation procedure that is entirely experimentally based. 

We have made no use of our knowledge of fundamental physical processes, such as the 

generation of K x rays or Compton scattering. These processes can only be affected by 

changes in the density of the material, whereas there are numerous possible causes of 

deviations in charge transport in the crystal. A fruther step of this analysis could be to 

employ a mixed experimental/theoretical model where the detector response to a charge 

deposit is measured experimentally but the generation of charge deposits is simulated 

theoretically. It may also be possible to determine the depth of interaction from the signal 

in the top electrode, giving a fully three-dimensional map of the response of the detector. 
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CHAPTER 7 

7. APPLYING ESTIMATION METHODS TO TWO IMAGING 

SYSTEMS 

7.1 Introduction 

In applying the estimation methods from the previous three chapters to real imaging 

systems there are three primary questions to answer: How will gamma rays be selected 

for inclusion in an image? How will the interaction positions be estimated? How will the 

final image be formed? The answers to these three questions will define our procedures 

for data analysis. The estimated energy is the primary factor for selecting gamma rays, 

with the range of accepted energies depending on the amount of scattered radiation and 

background radiation. The question of how to estimate interaction positions comes down 

to a choice between estimation based on a theoretical detector model and estimation 

based on experimental device characterization. The formation of the final image 

involves issues of correction for spatially varying sensitivity and the question of whether 

some further image processing is necessary, such as image reconstruction with the EM 

algorithm. 

We will be examining how these questions should be answered for two imaging 

systems that will be constructed at the Center for Gamma-Ray Imaging at the University 

of Arizona. The first system is a hand-held collimator imager that uses a single 64x64 

hybrid CdZnTe array with a high-resolution collimator, shown in Fig. 7.1. The 

collimator is manufactured by Tecomet using layers of tungsten etched by 
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photolithography. The collimator has bore spacing matched to the pixel spacing of 380 

//m. The data analysis will be performed in a DSP with more computing power and more 

memory than in our current DSPs. 

The second system is an animal SPECT system that will use our CdZnTe hybrids as 

well as hybrids that employ either CdTe or thick films, such as Pbl. The system diagram 

is shown in Fig. 7.2. The inner ring will contain the thick film or CdTe detectors. These 

detectors will be primarily used for detecting lower energy gamma rays from 1-125. The 

outer ring will contain the CdZnTe detectors, used for imaging with Tc-99m. Both rings 

can actually be used for the higher energy gamma rays, but the outer ring will have 

greater sensitivity at 140 keV. For the SPECT system, data will be acquired in list-mode 

in a DSP and processed later in a computer. Image reconstruction using the EM 

algorithms will be a necessary part of the data processing. 

We will present an analysis of how the estimation methods developed in this work 

can be applied to these two systems. To begin, we will discuss issues related to the 

detectors themselves, including setting the bias voltage and aligning the collimator. We 

will then discuss data analysis involving energy estimation, position estimation and 

image reconstruction. 
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Fig. 7.1 The hand-held collimator imager 
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Fig. 7.2 The animal SPECT system 
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7.2 A hand-held collimator imager 

The hand-held collimator imager is designed to be a convenient and relatively 

inexpensive system that will bring high-resolution gamma-ray imaging to a broader 

community of researchers. Individual modules will be used with Labview software 

designed specifically for convenient use by researchers with little familiarity with the 

technology. The primary application will be animal imaging, but the possibility remains 

for some imaging of structures just below human skin. Additional applications outside of 

medical imaging may also be found. 

The imager can be used as a simple planar imager, but we anticipate that it will be 

used with some means of rotating the object to give multiple projections for three-

dimensional image reconstruction. We have already done planar imaging of mice and 

rats using a high-resolution collimator mounted above one of our detector arrays (Kastis, 

1999). The suggestions for data analysis presented in this section include procedures 

already being used with the detector and procedures that should improve the performance 

of the detector. 

7.2.1 Setting up the imager 

In setting up the imager we will need to set the voltages affecting the operation of the 

detector module, choose an operating temperature and align the collimator. The voltages 

that affect the detector module include the high voltage on the top electrode and the 

voltages that govern the internal operations of the readout circuit. The setting of these 

voltages along with the setting of the temperature will determine how much of the 
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detector is operational. Aligning the collimator such that every collimator bore is 

centered on a detector pixel will improve the spatial resolution of the imager. 

Setting voltages and temperature 

As we saw in Sec. 2.2, large amounts of leakage current can saturate the integration 

capacitor for an individual pixel and make that pixel cease to function for detecting 

gamma rays. Adjusting the voltage VOFF that sets a fixed charge on the integration 

capacitor can be one way of making a pixel operational, even if there is a large amount of 

leakage current. There is a narrow range of voltages on the integration capacitor that 

correspond to an operating pixel. If the voltage is too high or too low the voltage can be 

limited by further stages in the readout circuit, making the pixel cease to function. By 

setting a fixed charge on the integration capacitor we can compensate for the leakage 

current. We should set VOFF such that the output voltage for a pixel is near the bottom 

of its operating range. It can then be possible to make the pixel operational for a large 

leakage current but non-operational if the leakage current is reduced. 

The problem with adjusting VOFF to compensate for leakage current is that VOFF 

is a single voltage that is set for all 4096 pixels in the array, so we cannot make 

individual adjustments for every pixel. VOFF can be used to compensate for a large 

amount of leakage current, but if the resistivity of the material is not uniform it will be 

impossible to make all of the pixels operational if some pixels have a large leakage 

current. 

Unless the resistivity is very uniform across an entire detector, we will not be able to 
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make an entire detector operational unless we greatly reduce the leakage current. We can 

reduce leakage current by cooling the detector or reducing the bias voltage on the top 

electrode. We generally operate our detector at about -5 °C, but have regularly operated 

at -15 °C. If the detector is cooled below -20 °C, we begin to observe the failure of 

some regions, presumably due to excessive electron trapping at cold temperatures. We 

generally operate the bias voltage at -150 V, but have used voltages as high as -220 V. 

Cooling is the preferred method for reducing the leakage current because reducing the 

bias voltage can adversely affect charge transport. If the bias voltage is reduced, more 

electrons become trapped as they traverse the detector because they move more slowly 

through the material. The result is a reduced output signal, producing reduced energy 

resolution. 

We have found in the detectors we have tested so far that we can eliminate leakage 

current as a cause for dead pixels if we cool to —5 °C and use —150 V bias. The cooling 

system being designed for the hand-held imager will be able to accommodate this 

temperature. If these detectors ever have to be operated with less cooling, however, it is 

important to realize that for most applications it is better to have more operational pixels 

than better energy resolution. Only if there is significant scattering would energy 

resolution become more important. If we cannot cool enough to make all pixels 

operational, it should be preferable to reduce the bias voltage and sacrifice some energy 

resolution in order to regain some pixels. 
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Aligning the collimator 

The collimator is designed to have a single bore for every pixel in the array. If the 

collimator is not aligned properly, regions at the edge of the detector can be blocked by 

the collimator. Even if the collimator is aligned well enough such that every pixel in the 

array receives gamma rays, it still may have all of the bores centered on the pixels. The 

method that we use for aligning the collimator is a two-step process. The first step is to 

make sure that every pixel in the array is receiving some ganrnia rays when a source is 

placed above the detector. Currently, we scan an Am-241 source located 20 cm above 

the face of the collimator and check that every pixel has some response to gamma rays. 

The easiest way to do this is to take a 30 second image and scan the source over the 

detector as the image is being accumulated. This does not produce a very uniform image, 

but it is sufficient to tell if there is any region blocked by the collimator. A faster and 

more convenient way to do this would be with a broad source that covers the entire 

detector, such as a dish with liquid with Tc-99m. The collimator is moved successively 

until we reach a position where ail pixels are illuminated. 

The next step is to center the bores over every pixel. To do this, we take two strips 

of lead and place them on top of the collimator on either side of a single row of 

collimator bores. We can then place a source above the collimator or scan a source as 

before, giving an image of the single row of collimator bores. If the image shows up as a 

single row of illuminated pixels, then the alignment is almost optimum. Depending on 

the type of source and its height above the detector, a small amount of leakage can be 

expected into pixels on either side of the illuminated row. The important thing is for the 
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general pattern of illumination to be centered. Currently, our adjustments for the 

collimator position are not sensitive enough for us to be sure of whether the collimator is 

perfectly centered. With a better alignment system, we could align the collimator so that 

it exactly straddles two rows (giving equal numbers of gamma rays in two adjacent 

rows), move the collimator one pixel space until it straddles the next rows and then move 

the collimator back half way to the center of the pixel. 

Af^er one row is aligned, we must recheck to see that all pixels are still illuminated. 

If every pixel can still receive gamma rays, then we must align the columns using the 

same method. In the current system the rows must then be rechecked since the 

adjustment is not stable enough to control one movement in one direction independent of 

movement in the other direction. No matter how good the aligimient system is, it will 

never hurt to check aligmnent in both directions when the final position is established. It 

should be noted that small defects in the detector crystal and unevenness in the lead strips 

may lead to some unevenness in the line for a single illuminated row. Lead strips 

constructed with better precision should be constructed to reduce human error in 

alignment of the strips. A cross-hair pattem for aligning both directions simultaneously 

would be an even greater improvement. Currently, we do the alignment with a few hand 

calculations to satisfy us that the line is centered. If alignment is ever need to be done 

very often, it could be useful to write software that could quickly tell you how centered 

the line is. 



256 

7.2.2 Data analysis in tiie DSP 

The first choice to be made in deciding what to do with the data entering the DSP is 

whether the DSP should do any data analysis at all, other than deciding where the 

gamma-ray hits are. The existing DSP software already identifies the locations of 

gamma-ray hits by checking for signals above a threshold. Once the hit pixel has been 

identified, it would be simple enough for the DSP to simply store a block of 9 pixel 

signals surrounding the hit location and save the actual analysis to determine the position 

and energy for later in the computer. This would be list-mode data storage in the DSP. 

The memory requirements for list-mode storage would not be prohibitive, even if 

there is a relatively high count rate. The memory needed for storing a single set of 9 

pixel signals would be 20 bytes: 2 bytes for the x and y coordinate of the central hit pixel 

and 2 bytes for each of the 9 pixel signals. For an image with 200,000 counts, the 

memory requirement would be 4 megabytes, well within our expected memory of the 

DSP. If there is too much data to be stored in the DSP, data could easily be transferred 

to the PC and cleared for more data. Once the data for an image has been stored, the data 

could be analyzed with the simplified maximum-likelihood algorithm shown in Fig. 8.20. 

The primary difficulty with this scenario for list-mode data acquisition is the large 

memory requirements and the time needed to analyze the data. While the memory 

requirements for one image may not be prohibitive, people may be using these detectors 

for long hours taking multiple images. Particularly if people want to run tests with 

phantoms using very high count rates, the memory requirements could become quite 
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large. In our own tests with animal imaging, we have found that it is necessary to have 

immediate feedback on the images in order to adjust the positions of the animals. While 

it might be simple enough to include some basic histogrammed image along with the list-

mode data acquisition, the complexity of the software for including all of the possibilities 

for generating the image would be both difficult to construct and hard to make user 

friendly. 

There is also little need for the added spatial resolution and energy resolution that 

could be gained by the maximum-likelihood estimation. For imaging of small animals 

Compton scattering should be minimal, making energy resolution not a high priority. 

The spatial resolution cannot be better than the pixel size because the collimator bores 

match the pixel size. The only complication we expect with these detector modules 

comes from regions of the detector with severe defects, as discussed in Chap. 6. We 

found that in certain circumstances, image defects could even produce artifacts that move 

the detected position of a gamma ray by an entire pixel. 

We found in Chap. 6 that the best strategy for compensating for crystal defects when 

using 140 keV gamma rays was to map the response of the system to a beam of gamma 

rays and then do an EM algorithm reconstruction of the image. The mapped detector 

response in Chap. 6 was mapped at half the pixel spacing, but the data were only 

recorded as a single interaction pixel for each gamma ray. An improvement on this 

technique would be to record the position with finer resolution. Since we are interested 

in regions with crystal defects, there is no reason why maximum-likelihood estimation 
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based on the expected detector model should do any better for estimating the interaction 

position than a simple weighted average of the pixel signals. 

We propose estimating the interaction position using a simple weighted average of 

the pixel signals and storing the interaction position to a fifth of the pixel size. The 

energy can be estimated using a simple summing algorithm, already used in 

"muxmun2.c" in Fig. 8.16. The data can then be stored as a simple energy spectrum for 

each sub-pixel. When an image is extracted from the DSP, an energy window can be 

selected by the user and the counts in the energy window can be counted to form an 

image that has 320 bins on each side. The variable energy window can allow for 

variations in the amount of scattering in the object. While it is true that the energy 

resolution should be good enough to reject most scattering, the imperfect detector regions 

will typically have very poor energy resolution, so adjustment of the energy window may 

become important. For display purposes, the image shown to the user could be 

simplified to a simple 64x64 image. The image with more bins could be used for EM 

algorithm reconstruction in the computer. 

7.2.3 Data analysis in tiie computer 

While the most computationally intensive task of the computer will be EM algorithm 

reconstruction, the most important data analysis done in the computer will be flood 

correction. Fig. 7.3 shows images of a mouse skeleton done without flood correction, 

with flood correction and with EM algorithm reconstruction based on naapping the 

detector response at each pixel. The image improves considerably with flood correction. 
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but is not noticeably improved with the EM algorithm reconstruction. We observed in 

Chap. 6 that reconstructions based on mapping the detector were only helpful if there are 

high-resolution structures in the image. In most cases, the likelihood of there being a 

significant high-resolution structure right at the location of a crystal defect is very 

unlikely. It should thus be considered whether EM reconstruction should be included at 

all as a standard part of this imaging system. Flood correction, however, is a necessary 

step because the apparent detector efficiency varies dramatically in certain regions. 

Flood correction is based on dividing the recorded image by a stored "flood image". 

The flood image is an image taken with uniform illumination of the detector. Care 

should be taken that the flood image is not taken with such a high count rate that it 

changes the measured energy spectra considerably firom event pile-ups. When the image 

is divided by the flood image, we are correcting for apparent changes in detector 

efTlciency, but that does not always mean that the actual efficiency is varying. We saw in 

Fig. 2.24 that a flood image can be very non-uniform but the actual detection efficiency 

at each pixel may not vary much. If the flood image at a particular pixel is very low or 

extremely high, we count that as a dead pixel and ignore its data in the image. The image 

at dead pixels is filled in by averaging with surrounding pixels. 



Fig. 7.3 Images of a mouse skeleton done without flood correction 
and with EM algorithm reconstruction (c). 

(a), with flood correction (b) 
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Flood correction of histogrammed images can form the images viewed for immediate 

feedback on the imaging. The final data analysis can be an EM algorithm reconstruction 

based on mapping the detector response at each pixel position, discussed in Chap. 6. The 

image formed from a beam centered on a pixel forms one row in the system H matrix, 

with the full matrix formed by including the response of all detector pixels. Flood 

correction can be included in the reconstruction by recording the sensitivity of each pixel 

to gamma rays. The image shown in Fig. 7.3 (c) used three iterations of the EM 

algorithm. Even after reconstruction, however, we found that the images looked better 

(no implication here about being better) when we smoothed the images with a median-

window filter. Figure 7.4 shows the same image from Fig. 7.3 (c) after median-window 

filtering with a three pixel wide filter. 

7.2.4 Detector characterization and system characterization 

For both the mapping of the system response and the measurement of a flood image, 

we have the choice of whether to include the collimator or not in our measurement. If we 

don't include the collimator, then we are measuring the response of the detector. If we 

include the collimator we are measuring the response of the system. The H matrix and 

flood images used in Figs. 7.3 and 7.4 were measured without the collimator in place, so 

they are classified as detector characterization. The H matrix for measured using a 

collimated beam of gamma rays scaimed over the detector. The flood image was 

measured using a small source held far above the detector. 
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Fig. 7.4 The same image from Fig. 7.3 (c) but with a three-pixel-wide median window filter 
applied to the image. 

There are several reasons why characterizing the detector without the collimator in 

place might be imperfect. First, it doesn't account for irregularities in the collimator. It 

is certainly possible that slight irregularities in some bores might affect the detection 

efficiency for certain pixels. Second, the response is not being measured using gamma-

rays as they would actually strike the detector. We used gamma rays at near normal 

incidence striking all of the detector surface evenly for measuring the flood image. With 

the collimator in place, gamma rays would not illuminate the detector evenly but would 

be concentrated in the centers of pixels if the collimator is close to the detector surface. 

Gamma rays would also enter the detector at a variety of angles, although not enough to 

cause significant interactions in neighboring pixels. 

The measurement of the H matrix and the flood image should work better if they are 

done with the collimator in place, giving us a system characterization. The H matrix 
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could be measured by scamiing a tube source above the collimator face. The distance 

from the face and the length of the tube could be varied to match the expected 

dimensions of the object being imaged. The flood image could be measure by simply 

placing a broad source above the collimator, such as a dish with radioactive water. We 

attempted characterization with a dish of radioactive water, but found that the response 

was highly irregular, presumably due to variations in the depth of the water across the 

dish. A better flood source with an even distribution of activity should make the 

measurement of the flood image both simple and accurate. 

7.3 A SPECT system for animal imaging 

The SPECT system will incorporate many 64x64 arrays for reconstructing three-

dimensional distributions of radioactivity in small animals. While in many respects the 

data acquisition will be the same as for the collimator imager, there will be greater 

demands on system performance. Compton scattering is likely to be more significant in 

the SPECT system, so energy resolution will be more important for rejecting scattered 

events. The spatial resolution of the system will most likely not be limited by the 

detector pixel size, but sub-pixel position estimation could still be important for gaining 

optimal performance from the system. In particular, depth-of-interaction estimation may 

become important since the system will use pinholes for collimating the gamma rays, 

allowing some gamma rays to enter the detector at signiflcant angles. 
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7.3.1 Setting up the detectors 

As with the collimator imager, the most important factor with the detectors for the 

performance of the system will be the number of working pixels in the detectors. Having 

small regions of dead pixels will not be a significant fault in the system like it would be 

for the collimator imager, but we nonetheless would like as many working pixels as 

possible. In choosing the operating temperature and the bias voltage, the primary 

concern should then be to reduce the leakage current enough so that very few pixels 

become non-operational because of limited voltage ranges in the ASIC. 

Tradeoffs between the need for scatter rejection and the need for estimating the 

depth of interaction may also affect our choice of the bias voltage on the detectors. In the 

previous chapters we did not explore the results of changing the bias voltage, but we 

certainly expect the bias voltage to affect the estimation procedures. Lowering the bias 

voltage should increase the electron trapping, causing an increased depth dependence to 

the electron contribution to the signal. This increased depth dependence would decrease 

the energy resolution, but it might increase our ability to estimate depth in regions where 

we currently can't. We have found that we can get excellent depth estimation in some 

regions of the detectors, but we can by no means count on reliable depth estimation 

across all detectors. We have worked with a very small number of detectors and thus 

cannot give firm predictions about the properties of materials we will get in the future, 

but we fully expect some regions to have poor performance. Thus is a possibility for 

further study, but the data is currently lacking for drawing conclusions about the 

possibility of lowering the bias voltage to improve depth estimation. 
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7.3.2 Strategies for estimating interaction parameters 

We will use maximum-likelihood estimation for estimating the energy and position 

of the gamma-ray interactions. We must process thousands of gamma rays per second, 

so the only realistic algorithm is the algorithm based on the simplest detector model, 

shown in Fig. 8.20. This algorithm only allows for two representative sets of pixel 

signals for each interaction position, and makes the convenient but erroneous assumption 

that the signals will scale linearly with the gamma-ray energy. 

Once we have estimated the energy and interaction position, we will that have to 

decide how those estimated parameters will be used. The energy can be used for 

deciding which gamma rays will be included in the image, but there are possibilities for 

using multiple energy regions. Work has already been done to overlay weighted images 

formed from different energy windows (Gallas, 1999). With the thick-film detectors, 

there is the possibility that there may be a significant "background" due to detector noise 

that looks like a gamma-ray hit, in which case as algorithm such as that developed in Sec. 

5.5 may be a possibility. 

The position can be estimated to very fine precision, but it must be estimated into a 

discrete set of sub-pixels. This is not a requirement of the data storage but a requirement 

of using a mapped H matrix for the system, which must use data set in discrete bins. We 

could use data with arbitrary position resolution if we use a full list-mode reconstruction 

for the entire system, in which case the detector response would have to be determined by 

computation rather than mapping the system. If we are storing the data in discrete bins. 
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we can choose to store the position in two dimensions or in three dimensions. Using two 

dimensions has the advantage of a reduced size for the H matrix, whereas using three 

dimensions has the advantage of incorporating the depth of interaction. A good 

compromise would be to store the data in two dimensions, but have each bin in data 

space lie along a path in line with the pinhole. A diagram of the bins in this arrangement 

is shown in Fig. 7.5. The depth of interaction can then be used to give a division of the 

data space that should lead to a sparser H matrix (the response to each voxel in the 

object will include fewer bins in data space). 

Returning to the subject of trade-offs between energy resolution and depth-of-

interaction estimation, we have not explored what advantages there could be to using 

prior information in estimating the interaction position. Specifically, it may be possible 

to get improved depth estimation in all regions of the detector if we assimie the gamma-

ray energy is 140 keV rather than estimating the energy. The disadvantage is that we will 

count scattered radiation the same as gamma rays that have not scattered. If no radiation 

were scattered there would be a clear advantage to assuming the correct energy rather 

than estimating the energy. The tradeoffs of assuming a set energy vs. estimating the 

energy would depend on the details of the tradeoffs with a specific system. In addition to 

assuming a fixed energy it may be possible to assume some prior probability law for the 

energy, a procedure that could lead to decreased energy resolution and improved position 

estimation. 
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Fig. 7.5 Diagram of proposed bins for dividing up the detector into bins of data, shown in one 
dimension. 

7.3.2 Detector characterization and system characterization 

As with the collimator imager, there is a choice between characterizing the detector 

response or the system response. If we measure only the detector response, we would 

have to assume the form of the system H matrix based on geometrical arguments. If we 

only measure the system response, the H matrix would include within it both 

irregularities in the system construction and irregularities in the detectors. Since we 

would most likely have to map the H matrix experimentally to get a realistic 

measurement of the system response, the only advantage to doing a separate detector 
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characterization would be to map the detector in finer detail than would be possible in the 

system mapping. Additionally, with the detector mapping a better measurement of the 

detector efficiency could be obtained. The input to the EM algorithm for the object 

reconstruction could then be the flood-corrected images on each of the detectors. 

We recommend, however, that an H matrix based on only the system response 

should be used. As with the collimator imager, there is no way to guarantee that the 

measured sensitivity is the true sensitivity unless the conditions for the measurement of 

the sensitivity are identical to the conditions of imaging, including identical angles of 

incidence. Additionally, distributing the characterization of the system in two stages 

leaves more room for errors to occur. If the H matrix is based on a single system 

characterization then there can be no errors introduced in the process of installing the 

detectors into the imager. 
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CHAPTER 8 

8. SOFTWARE AND ALGORITHMS 

8.1 Introduction 

The software that we use for generating gamma-ray images can be divided into 

two parts: data-acquisition and data-processing. For some of the data-acquisition 

programs, the data acquisition software performs all of the data processing "on-the-fly", 

and no further processing is needed. For other programs, the data acquisition software 

simply collects sets of raw pixel signals, and substantial data processing is needed later in 

order to extract information from the data. The data-acquisition software is all 

implemented in the Labview™ graphical programming language. Further data 

processing is implemented with 'C programs. 

The data-acquisition software operates by accessing data stored in a digital signal 

processor (DSP). As was discussed in Sec. 2.2, the DSP is mounted on a data-acquisition 

board that includes an analog-to-digital converter (ADC). The ADC samples data from 

the analog output of the readout chip, after it has been level-shifted into the appropriate 

voltage range. The data for each frame are stored in a buffer and are transferred to the 

DSP if the DSP is finished processing data from the previous frame. The initial stage of 

the data acquisition always takes place in the DSP. The operations of the DSP are 

controlled by a program that is loaded into the DSP from Labview. The Labview 

program forms the display on the computer monitor, which contains virtual buttons and 

controls that govern the data acquisition. One of the controls in the Labview program is 
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the selection of which program to load into the DSP. A single Labview program can 

sometimes operate with a variety of DSP programs. For example, different DSP 

programs can be chosen for collecting single-pixel spectra or collecting spectra by 

summing neighboring pixel signals. Both DSP programs can be run by the same 

Labview program. 

The data processing sofbvare in 'C includes simply summing neighboring pixel 

signals together, performing maximum-likelihood estimation of energies and interaction 

positions and doing EM reconstructions of the fluence distribution on the detector 

surface. The summing of neighboring pixel signals can be done on-the-fly in a DSP 

program. All other types of data processing must be done on sets of raw pixel signals. 

One of the Labview programs we will be discussing is designed specifically for 

extracting sets of raw pixel signals from individual gamma-ray interactions. 

We will begin with an overview of different clocking schemes for the readout 

chip for both the 48x48 array and the 64x64 array. Each different set of clocking signals 

is called a timing diagram. Different timing diagrams are used to control the integration 

time and the order of pixels being sent to the output of the readout chip. Labview 

programs will be presented, along with samples of DSP code used with each Labview 

program. We will discuss both how to operate the programs and the details of the data 

acquisition. Some suggestions for ways to modify the programs will also be made. As a 

prelude to discussing the data-processing software, we will present 'C code for 

simulating the effects of gamma-ray interactions in a semiconductor. The simulation 
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code includes the calculation of the weighting potential and ray-trace code for tracing the 

interactions of photons in the detector. Finally, estimation software will be presented for 

doing maximum-likelihood estimation of individual energies and interaction-positions. 

8.2 Timing diagrams 

8.2.1 Timing diagrams for the 64x64 array 

Standard timing diagram 

The 64x64 array operates with a simple raster-scan readout, starting in the upper left 

comer of the array (viewed from the output pads) zmd scanning from left to right across 

each row and incrementing through the rows from top to bottom. The fimction of each 

timing signal is as follows: PRSTl controls the reset switch on the integration capacitor. 

When PRSTl is high, the capacitor is shorted and loses all stored charge; PCL controls 

the clamp switch, which sets the clamp capacitor to a constant voltage; POFF shifts 

charge onto and off of the integration capacitor in order to give a fixed offset to the 

signals; PSHl is the sample-and-hold at the unit cell, sampling the signal on the 

integration capacitor at the end of the integration cycle; PRAS initializes the row shift 

register to the first row; PSAS increments the row shift register; PSH2 sets the column 

sample-and-hold. There are two sample-and-hold capacitors at the bottom of each 

column. One capacitor samples the column bus when PSH2 is high and the other 

capacitor samples when PSH2 is low; PRST2 resets a capacitor in the final output 

amplifier to prevent drift; PRAF resets the column shift register to the first column; PSAF 

increments the column shift register. 
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Two additional signals are the frame clock and the pixel clock. These two signals go 

only to the ADC and are never sent to the readout chip. The frame clock signals the ADC 

to begin storing samples at the beginning of the input data buffer. The pixel clock 

initiates the sampling of the analog waveform for a single analog-to-digital conversion. 

With each new clock pulse, a new value is stored in the input data buffer. The pixel 

clock must have a continuous train of pulses in order for the phase-locked loop in the 

ADC to work. 

The current location of the timing diagrams for use with the Ad-Tron signal 

generator board is in the 'DGS' directory. The timing diagram made to follow the initial 

design specifications is stored as "mux64f ped". It was generated using the 

"TimingGen64.vi" Labview program, described in Eskin. 1997. 

Modifications to the standard timing diagram. 

We have found it necessary to make two modifications of the standard timing 

diagram for proper fimctioning of the readout chip. The first modification is to lengthen 

the pulse in PSHI from 20 to 40 /is. We found that when the arrays were cooled 

significantly (< —10 °C) the signal from one integration cycle would "bleed" into the next 

integration cycle. A graph of 10 consecutive samples following a gamma-ray interaction 

is shown in Fig. 8.1, using the standard timing diagram with a 20 /iS pulse in PSHI. We 

found that if the pulse is increased to 40 ̂  there is no noticeable bleed-through from one 

frame to the next. 
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We attribute the bleed-through to insufficient current charging up the sampie-and-

hold capacitor. The capacitor has a maximum charge rate set by the current flowing into 

it, regardless of the voltage being sampled. If there is insufficient current, the capacitor 

will only reach part of its expected value. This means that when a gamma ray hits, the 

pixel will not reach its full voltage, and during the next frame it will not discharge its full 
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Fig. 8.1 Plot of 10 consecutive samples of the same pixel following a gamma-ray interaction, 
obtained using timing diagram "mux64fped". The array was cooled to -15° C. We attribute the 
persistence of the signal from one frame to the next to be the result of incomplete charging of the 
sample-and-hold capacitor. 
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voltage. Under recommendation from Dr. Augustine, the chip designer, we tried to 

adjust the current flowing into the capacitor using the ISS2 current source line, but this 

was not successful in preventing the bleed-through. Once the solution of lengthening the 

sample pulse was found, no further work was done on this problem, so a different 

solution using adjustments to the operating voltages may still work. 

The timing diagram based on the original specifications, but with the lengthened 

sample pulse, is stored in "mux64y.ped". It was generated using the 

"TimingGen64V7.vi" Labview program. 

The second modification that we made to the timing diagram was to switch the 

choice of column sample-and-hold capacitors by changing the low and high states of 

PSAS and PSH2. The original problem we were trying to solve was the fact that the 

final row was not functioning. The final row had signals that were up at a high value and 

did not respond to increased leakage current or to gamma rays. The initial hypothesis for 

why this was occurring was that we were actually reading one row ahead, so the first 

output row was actually the second row of the array. Based on our understanding of the 

timing functioning of the readout circuit, the only way this could happen was if PSAS 

was actually changing before PSH2. Simply lengthening the lead in PSH2 before PSAS 

did not solve the problem. More research needs to be done to clarify why this solution 

works. 
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The timing diagram with the low and high states of PSAS and PSH2 reversed, 

including the lengthened sample pulse, is stored as "mux64v.ped". It is generated using 

the "TimingGen64V8.vi" Labview program. We can compare the offset voltage map 

generated by "mux64y.ped" and "mux64v.ped" in Fig. 8.2. With "mux64y.ped" the final 

row rests at a low value that is not functional, shown in Fig. 8.2 (a). The entire array 

shifts down one row in Fig. 8.2 (b) using "mux64v.ped", recovering the first row of the 

array. 

(a) (b) 

Fig. 8.2 Offset voltage maps of a 64x64 array, shown using "mux64y.ped" (a) and 
"mux64v.ped" (b). The bottom row in (a) is not functional. When the entire pattern is shifted 
down in (b), all rows become operational. 
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Before continuing on to other timing diagrams, we will mention a problem with the 

arrays that was not fixed by changes in the timing diagram. Whenever the computer is 

turned on, the phase-locked loop must determine the relationship of the pixel clock to the 

fi^me clock. For some reason (as yet not explained) the entire array can shift into two 

different positions. Offset maps after two different times turning the computer on are 

shown in Fig. 8.3, showing that the entire array can shift back and forth by one pixel. 

This would be consistent with the ADC not properly registering the correct location of 

the fi-ame pulse in relation to the sample pulses in the pixel clock. On the theory that a 

different frame pulse could eliminate this problem, we tried a large number of different 

frame pulses, including varying the position and length of the pulse. No variation of the 

frame pulse solved this problem. 

(a) (b) 

Fig. 8.3 Maps of offset voltages for two different times turning the computer on. Whenever the 
computer is turned on, the synchronization between the samples pulses and the output of the array 
can switch between two states. No change in the timing diagram has yet corrected this problem. 
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Once the computer is on, the images remain steady. The image can shift if the frame 

clock or pixel clock is disconnected from the input of the ADC. Our current solution is to 

remove and attach the fiame clock repeatedly until the array appears as in Fig. 8.3 (a), 

with all columns operational. Unless a solution is found with the ADC, the final solution 

may have to be to write a program that can determine if the image is displayed with the 

proper position and adjust the data-acquisition software if it is not positioned correctly. 

Operating with the readout chip permanently reset 

In performing noise analysis on the chip, it is helpful to be able to separate the noise 

in the unit cell from the noise further down the electronics chain. To do this, we 

generated the timing diagram "mux64rst.ped" that has PRST and PCL permanently high. 

With these voltages high, the output of the unit cell should be constant and virtually 

noiseless. The measured output noise can then be compared to the noise measured with 

"mux64v.ped" and "mux64rst.ped" to determine the noise contribution from the input 

stage. 

Variable integration times 

The original timing diagram has a fixed 1 ms integration time. For testing purposes, 

it was desired to create timing diagrams with variable integration times. In principle, the 

only required change to the timing diagram is to move the pulse in PSHl to earlier in the 

integration cycle. The difHculty with this solution is that the main body of the timing 

diagram is generated by a loop that repeats 32 times. To produce a different position for 
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PSH1 would require dividing the timing diagram into two sections, with multiple 

parameters that must be adjusted for each change in the integration time. 

A simpler solution was to simply place the entire integration cycle before the readout 

cycle. The integration time can then be lengthened by a single change in the number of 

repetitions of a block in the integration period. We generated timing diagrams 

"mux64_l.ped" through "mux64_12.ped", each with a different integration time. The 

timing diagrams are generated with the "TimingGenVarInt.vi" Labview program. 

8.2.2 Timing diagrams for tiie 48x48 array 

Standard timing diagram 

The operation of the 48x48 arrays is very similar to the 64x64 arrays. The main 

structural difference between the two arrays is the path the signals must take to leave the 

readout. The 48x48 arrays have 16 output lines, with each output line used by 3 columns 

of the array. Outside of the readout chip, the 16 output lines are multiplexed into a single 

output line. The timing diagram must be modified accordingly to account for the change 

in the readout. 

The function of each signal for the 48x48 arrays is as follows: PRST resets the 

integration capacitor when high; PCL resets the clamp capacitor when high; PSHl opens 

the connection to the first sample-and-hold capacitor when high; PRAS resets the row 

shift register; PSAS increments the row shift register; PSH2 controls the column sample-

and-hold, alternating between two capacitors depending on the state of PSH2; PENA, 
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PENB, and PENC switch the connection to the output line between three columns, with a 

different column connected if a different one of these three signals is high; PRVM resets 

the external multiplexer for the 16 output lines; PIVM increments the external 

multiplexer. As with the 64x64 arrays, a pixel clock and a frame clock must be sent to the 

ADC. 

The file for the basic 48x48 timing diagram is stored in "mux48.ped" in the 'DGS' 

folder. It is generated by the "TimingGen48.vi" Labview program. 

Modification to the standard timing diagram 

As with the 64x64 arrays, some modifications had to be made to the standard timing 

diagram for the readout circuit to function properly. The specific problem we found with 

the 48x48 arrays was that signals would carry over into the row directly below a pixel 

with a high signal. This is a difficult effect to test since most gamma rays will produce 

signals in multiple pixels. As a result, it is very difficult to tell if signal in a neighboring 

pixel is due to an electronics problem or a real charge distribution in the detector. The 

initial clue to the problem was the asymmetric distributions of charge that would appear 

in response to gamma rays. Fig. 8.4 shows the average pixel signals surrounding the 

highest signal produced by a gamma ray. The results are averaged over a large region of 

one of the 48x48 arrays. The disproportionate amount of signal in the pixel below the 

center pixel was our first clue of a problem. 

Our hypothesis was that the column sample-and-hold capacitor was not being fully 
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discharged. To test this, we constructed the timing diagram "mux48b.ped" that 

increments four rows at a time, so that the output consists of every fourth row. We can 

only readout a fourth of the array this way, but it allows us to determine that the 

asymmetric charge cloud shapes were really due to an electronics problem. Almost no 

gamma-ray interactions will produce signals four pixels below the interaction pixel. If 

significant signals remain in the pixel that is read out below the interaction pixel, it can 

be attributed to electronics. We generated a charge-spreading map as in Fig.8.4, but with 

every fourth row read out, shown in Fig. 8.5. We now see the normal charge sharing to 

the side pixels, but almost no signal in the pixel above the interaction pixel and 

approximately 20% of the interaction pixel strength in the lower pixel. 

0.05 0.21 0.02 

0.19 1.00 0.20 

0.08 0.43 0.09 

Fig. 8.4 Average relative signals in a 3x3 pixel area surrounding gamma-ray hits using 
"mux48.ped". There is a disproportionate amount of signal in the pixel directly below the 
interaction pixel. 
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-0.01 0.01 0.02 

0.21 1.00 0.19 

0.04 0.20 0.03 

Fig. 8.5 Average signals surrounding gamma-ray hits using "mux48b.ped", with 3 rows 
skipped between each readout row. There is still a dispropK)rtionate amount of signal in the pixel 
directly below the interaction pixel. Since the signal in the pixel below the interaction pixel 
remains even after sicipping 3 rows, we can infer that the signal is due to the readout circuit and 
not actual charge spreading in the detector. 

We decided that the fix might come from doing the column sample-and-hold twice 

for each column, so we generated the timing diagram "mux48d.ped". With 

"mux48d.ped", the spreading to the lower pixel disappears. The exact reason for the 

solution is unclear. As with the 64x64 arrays, the 48x48 arrays have two sample-and-
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hold capacitors at the bottom of each column. If there is any signal that carries over from 

one sampling, we would expect it to appear two rows down. Regardless of the exact 

reason, we have found that "mux48d.ped" works and continue to use it as our main 

timing diagram for nmning the 48x48 arrays. 

Multiple samples for each pixel 

As with the 64x64 arrays, we generated a number of different timing diagrams for 

testing the 48x48 arrays, including separating the integration cycle from the readout cycle 

to produce variable integration times. One timing diagram which was substantially 

different from the 64x64 arrays was "mux48g.ped". In this timing diagram, each pixel 

signal is sampled four times, and only a part of the array is read. The four values can 

then be averaged together to give a better estimate of the true pixel signal. Noise 

variance as a function of the number of averaged signals is plotted in Fig. 8.6. We will 

assume that there are two noise sources, one that is constant for the four samples and one 

that is independent form sample to sample. The noise source with a constant value for 

the four samples would correspond to noise on the integration capacitor. The noise 

source that is independent from sample to sample would correspond to noise in the 

external electronics. From Fig. 8.6 we can infer values of 0.06 mV standard deviation for 

the noise on the integration capacitor and 0.08 mV for the external electronics noise, with 

both values referred to the input to the ADC. We use "mux48g.ped" for tests that require 

the optimum energy resolution, even though we only read a portion of the array. 
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Fig. 8.6 Noise standard deviation vs. number of added pixel signals using the "mux48g.ped" 
timing diagram. 
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8.3 Labview programs and DSP code 

The Labview programs that we will be discussing here are designed for operation for 

use at the University of Arizona for testing our imaging arrays. While the software has 

been designed to be as user-friendly as possible (or at least as user-fnendly as was 

convenient to make it), it still requires a good deal of knowledge about the system to 

make it function properly. Many controls exist on the front panel that should not be used 

during normal imaging operations. There is no convenient prompting by the program to 

ensure proper operation (one could imagine the program prompting the user "Are you 

sure that you want to take an image if you haven't loaded the DSP program?"). 

Nonetheless, we believe the current programs form a good model for more user-fnendly 

programs being developed for use by less experienced users at other laboratories. 

The headings of all of the following sections are for programs for the 64x64 arrays. 

All of the figures will also be for the 64x64 arrays. The programs for the 48x48 arrays 

all follow the same pattern as those for the 64x64 arrays. At the end of each section, any 

corresponding programs for the 48x48 arrays will be mentioned and any significant 

differences will be described. 

8.3.1 Basic data acquisition - Muxmaster 

Muxmaster 

The Muxmaster program was the first Labview program developed for running the 

64x64 arrays. The details of the operation of this program and the details of the 
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underlying software are all discussed in Eskin. 1997. Here, we will give a basic outline 

of the operation of the program, as well as some description of the operation of the DSP 

code. Since we always use Muxmaster2 now for imaging, we will wait until the next 

section for a step-by-step description of how to operate a program. The description of the 

Muxmaster will serve to establish the background for how the Labview program relates 

to the DSP. 

Every Labview program has a front panel that forms the main user interface to the 

program. The front panel for Muxmaster is shown in Fig. 8.7. When the program is first 

turned on, the program listed in the 'DSP filename' box is automatically loaded into the 

memory of the DSP. There are four DSP boards, numbered 0-3. Only the board listed in 

the 'board' control in the upper left comer receives the DSP program. 

The controls on the interface include controls that send commands to the DSP, 

controls that retrieve data from the DSP and controls that manipulate data already in the 

computer running Muxmaster. 'Re-Load DSP Program', 'Make Baseline Table', 'Run 

Histogram' and 'Generate PC Image' are all buttons that send commands to the DSP. 

'Re-Load DSP Program' sends the DSP program in the 'DSP file name' box to the DSP. 

'Make Baseline Table' tells the DSP to average the number of frames in the 'frames to 

average' box for every pixel in the array. 'Run Histogram' begins the acquisition of 

energy histograms for every pixel, running for the amount of time in 'Set Integration 

time'. 'Generate PC Image' retrieves the energy histograms stored in the DSP and 

measures the number of counts in an energy window set for every pixel. The setting of 
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the energy windows is done with the controls in the box with the 'Set Windows' button, 

and will be discussed in Sec. 8.2.2. 

iliwMiiiai; SISiBBH 

Fig. 8.7 Front panel of the "Muxmaster.vi" Labview interface. 
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The remaining controls on the front panel all control the manipulation of images and 

data storage. The central viewing box displays whatever is specified by the 'Image 

Source' control. Among other things, it can display an image acquired by the 'Generate 

PC Image Button' or the offset table generated by the 'Make Baseline Table' button. 

Cursors for searching through the image can be controlled by the buttons just below the 

viewing box. Whatever pixel the cursor is resting on will have its energy spectrum 

displayed in the 'pixel spectrum' window. Expanding and rescaling the spectrum can be 

done with the controls surrounding the spectrum window. 

DSP Code- "muxmunch.c " 

The heart of the data acquisition is the program that is loaded into the DSP. This 

program is divided into numerous subroutines, with the operation of a subroutine started 

by a change in the variable 'command'. Without input from Labview, the DSP runs in a 

continuous loop of checking for a change in the value of 'command'. When Labview 

loads a new value for 'command' into the DSP, a subroutine begins. The subroutines 

include 'Make Baseline Table' (command=I), 'Clear Histogram Memory' (command=2), 

'Fill Hist' (command=3), and 'Quick Hist' (command=4). The basic program is 

"muxmunch.c". An example of the 'Fill Hist' subroutine is shown in Fig. 8.8. 

The DSP program contains a mixture of 'C code and assembly code. The assembly 

code is contained in the brackets that begin with the "asm" statement. After defining 

some variables, the program checks the value of 'command' to check if it is equal to 3, 
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void FillHist(){ 

uns igned indx ; 
unsigned bin, histVal, binVal.inc; 
register int "dataBase asm("i4") ; // where to find the raw data, assign to 

//index reg 4 

while (command == 3) { // keep going til command is turned off 
idleO; // wait for interrupt 
im_busy = TRUE; // set the I'm busy flag 
indx = GetlOP (GPS) ; // This index left in GPS by the last DMA load 
dataBase = shortAdr [indx] ,- // find data address by index number 

/••***•*•*••*•*••••*••**•* Histo assembler code: ****»*•••••••••*•*•*••*/ 
// This version uses one larger loop with a jumped-over section if no hit 

asmC rS = dm(_gainExp) 
rll = 0; 
r9 = dm{_offset) ; 
modify(i4,LEADER); 
r6 = 255; 
ilO = _thresh; 
i2 = HISTSTART; 
m4 = HISTBLOCK; 
r4 = dm( fineGain) 

rS is the coarse gain shift value gainExp 
bit test value, needs to be in r register 
! i4 is the raw dataBase row start address 
! start after leader samples 
! r6 holds the clip value 255 
! ilO is the threshold row start address 
! i2 is the histogram row start address 
m4 holds the histogram size for one pixel 

! fixed gain for now 

lcntr=ROWS, do Rloop until Ice; 
rl = dm(i4,m6), r2 = pm(ilO,ml4); 

! fetch operands for first pixel in column (m6 and ml4 are always 1) 
r3=rl - r2; ! add gain access here 

lcntr=COLS, do Cloop until Ice; 
if LT jump (PC, Cloop) (DB) , else r3 = r3 • r4 (SSI); 

! No hit is found(the next two instructions are processed Anyway:) 
r3 = Ishift r3 by rS,rl = dm(i4,m6), r2 = pm(il0,ml4); 

! histogram update subroutine, coarse scale by gainExp 
!also fetch operands for next pixel in loop 

rlO = m6; !set rlO to 1 
r3 = min(r3,r6); ! clip to 255 
rS = Ishift r3 by -1; ! shift one more over to get hist word offset 
btst r3 by rll, m3 = r8; ! look at the Isb and copy r8 to a modify 

! register 
if not sz rlO = Ishift rlO by 16; ! if Isb is a 1, change rlO to 0x10000 
r7 = dm(m3, i2) ; ! fetch hist value (incurs 1 wait state) 
r7 = r7 + rlO; ! update the hist value 
dm(m3,i2) = r7; ; write back (write incurs 1 wait state) 

Cloop: r3 = rl - r2,modify(i2,m4) ; ! calc next hit and update the histogram 
!pointer 

modify(i4,HSAMPLES-C0LS-l) ; ! update dataAt pointer to start of next row 
Rloop: modify(ilO,-1); ! update threshold pointer to start of next row 

DHist: dm(_im_busy) = mS; done (m5 is always zero) 

"i2","ilO","rl" , "r2","r3","r4","rS","r6" , "r7","r8","r9" , "rlO","rll","m3","m4' 
) } } 

Fig. 8.8 The text of the "FillHist" subroutine in the "muxmunch.c" DSP program 
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the command number for this subroutine. If command is equal to three, the program 

checks which of the two input data buffers is ready for analysis. There are two input 

buffers that store alternate fi'ames of data so that one frame can be analyzed while the 

next frame is being acquired. The value of 'GetI0P[GP5]' can be either 0 or 1, 

depending on which buffer is ready. That number gets transferred to the variable 'indx' 

and the appropriate memory location is found for the beginning of the data, stored as the 

pointer 'dataBase'. 

The assembly code proceeds to initialize some constants and registers and the main 

loop of searching through the data for gamma-ray hits begins. There is a row loop and a 

column loop, with "lcntr=ROWS, do Rloop until Ice;" being the equivalent of 

"for(i=0;i<ROWS;i-i-+)" in 'C, where ROWS is a variable equal to 64. For each pixel in 

the array the new pixel signal is read into the register 'rl' and the stored offset is read 

into 'r2'. The offset is then subtracted from the signal and if the result is less than zero, 

the program skips ahead to the end of the column loop ("jump(PC,Cloop)") and values of 

'rl' and 'r2' are retrieved for the next pixel. If the value was above zero, the remaining 

section of the DSP code finds the appropriate place in the histogram memory for the 

measured energy (stored as 'r3') and increments the memory by one ("r7=r7+rlO"). 

We hope that the preceding rough outline of the DSP code makes the character of the 

programming accessible to those with at least some experience with computer 

programming. The examples of'Muxmaster' and "muxmunch.c" are presented as 
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examples for comparison with the main programs we now use, 'Muxmaster2' and 

"muxmun2.c". 

The 48x48 array 

The equivalent basic imaging program for the 48x48 array is 'Mux48.vi'. The 

controls are all basically the same as for 'Muxmaster'. The only structural difference in 

the program is the fact that the data from the 48x48 array is not in a raster scan, but is in a 

scan of three columns at a time. To convert from the data order in the 48x48 array to the 

raster scan, we use the Lab view program ' Convert, vi'. To convert numbers from raster 

scan to the data order in the 48x48 array we use 'Convert2.vi'. Both of these conversion 

routines are accessed repeatedly in the 'Mux48.vi' program. The DSP program is 

'mux48.c'. 

8.3.2 Summing neighboring pixel signals - Muxmaster2 

We will present the operation of 'Muxmaster2' in great detail in this section, 

intending this to be the primary reference for the operation of the program. The 

underlying DSP code will be presented in less detail, giving a simple summary as was 

done for "muxmunch.c". A complete description of the controls for 'Muxmaster2' will 

be followed by a description of how to generate files needed for imaging. Generating 

these files, including a gain map, requires more experience with the arrays. If these files 

have already been generated, the more casual user can use the simple step-by-step 

procedure at the end of this section for operating the arrays. 
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Muxmaster2 

'Muxmaster2' is an imaging program designed to accommodate maximum user 

flexibility with a minimum of controls. The program is designed for use with the 

original "muxmuncher.21k" DSP program and the "muxmun2.21k" program, which sums 

neighboring pixel signals for estimating the gamma-ray energy. The front panel for the 

Labview program is shown in Fig. 8.9. The 5 control boxes along the left side of the 

panel contain the primary imaging control functions. In the upper left comer of these 

boxes are the 'Re-Load DSP Program', 'Make Baseline Table', 'Run Histogram', 'Quick 

Image' and 'Save Image' buttons. For a basic imaging task, the user only needs to use 

the controls in these 5 boxes, plus the 'board' control in the very upper left comer. 

The 'board' control selects between the four DSP boards mounted in the computer. 

'Muxmaster2' is designed for operating one board at a time. We will discuss programs 

for operating multiple boards later. Any board can be used, so if one board is "frozen" 

the input can be rerouted to a different board and the appropriate selection can be made in 

the 'board' control. 

'Re-Load DSP Program' selects the program that will be loaded into the DSP. The 

"muxmunch.c" program can be used for generating single-pixel histograms, or the 

"muxmun2.c" program can be used for summing neighboring pixel signals. Only the 

"muxmun2.c" program can be used for generating images without taking fiill energy 

histograms, owing to an incompatibility between "muxmunch.c" and 'Muxmaster2' 

which has not yet been resolved. The other features in this box are the 'Frame Counter', 
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Fig. 8.9 Front panel of the "Muxmaster2.vi" Labview interface. 



'Data Valid' and 'Overflow watch' indicators and the 'reset' button. The 'Frame 

Counter' tells how many frames of data have been accumulated by the DSP. If Labview 

is busy, 'Frame Counter' will not change. It is generally better not to press any buttons if 

'Frame Counter' is not changing. The 'Data Valid' indicator tells if the DSP is working 

properly. If 'Data Valid' is red the computer will usually need to be turned off 

completely for the system to work again. 'Overflow watch' goes red if the DSP is unable 

to process one frame of data before the next begins, meaning that information is being 

lost. Once 'Overflow watch' turns red, it stays red until the 'reset' button is pushed. 

Sometimes a stray error will send 'Overflow watch' red, even if almost data is being 

acquired normally. To see if substantial data is being lost, press 'reset' and see if 

'Overflow watch' turns red immediately. If it takes a few seconds, then you are probably 

only losing one out of a few thousand frames and there is no cause for concern. 

'Make Baseline Table' initiates the accumulation of the baseline table in the DSP. 

When this button is pressed, the subroutine "Make Baseline Table" is initiated in the 

DSP. The DSP does a simple average of the number of frames specified in 'Frames to 

average', which is selected from a pull-down menu that gives multiples of two. The 

more frames that are averaged, the more accurate the measurement of the average value 

for each pixel. Ideally, we would like to only measure the baseline table with no gamma 

rays hitting the detector. In practice, this is often impractical. If the gamma-ray flux is 

low enough, the measurement of the baseline table will not be seriously affected, but it 

would be preferable to be able to measure the baseline table well, even in the presence of 
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a high gamma-ray flux. Attempts were made to only average values close to the 

previous value of the baseline, but the DSP stopped taking valid data after some time. A 

future system should incorporate a better method for baseline table measurement. 

The other features of the 'Make Baseline Table' box are 'offset', 'gain', and 'Use 

gains'. The value of 'offset' gets subtracted from every pixel in the baseline table. 

Using "muxmunch.c" this has the effect of shifting all of the spectra up by 'offset'. 

Using "muxmun2.c", the offset will be added 9 times since 9 pixels are summed. Offset 

is only set different from zero with "muxmun2.c" for test purposes. 'Gain' sets a 

constant gain for every pixel in the array; this gain is usually set at I. A higher gain 

spreads out the spectrum so it fills more of the spectrum window. Only for high-energy 

radiation above 140 keV would gain ever need to be lowered. Gain only goes in multiples 

of 2, taking values of 1, 0.5, 0.25, 2,4, etc.. 'Use gains' tells the DSP to use the gain file 

stored in the computer. If 'Use gains' is off, all of the pixels are given a constant gain. 

The gain file is specified by the 'gain file' control in the 'Set Windows' box. The gain 

file is automatically loaded when the program is first turned on. 

The 'Run Histogram' button initiates the collection of data. If the 'Histogram 

method' control is set to 'Standard Histogram', the DSP will collect energy histograms 

for every pixel in the array for the length of time specified by 'Set integration time per 

cycle'. If the 'Histogram method' is set to 'Quick Image', the DSP will simply count the 

number of gamma rays that fall in an energy window, storing the value in the first bin of 

the pixel spectrum. If we are running with 'Quick Image', the number of collected 



295 

counts can be seen by moving the cursor to the desired pixel and looking at the first bin in 

the pixel spectrum. For both 'Standard Histogram' and 'Quick Image' the data are 

collected by summing neighboring pixel signals if "muxmun2.c" is running in the DSP. 

The 'thresh!' and 'thresh2' controls in the 'Load Thresholds' box control how the pixels 

are summed. The DSP checks every pixel to see if its signal is above 'thresh 1'. If it is, 

the neighboring pixels are included in the sum if their signal is above 'thresh2'. The two 

thresholds are loaded automatically every time 'Make Baseline Table' is pressed. 

The other features in this box are 'cancel', 'idle' and 'clear histogram memory first'. 

'Cancel' simply stops the integration and can be pressed at any time. 'Idle' blinks if a 

histogram is being taken. 'Clear histogram memory first' indicates that the histogram 

memory will be cleared when the 'Run Histogram' button is pressed. If this button is not 

set, the image or spectrum will be accumulated on top of the previous image or spectrum. 

The 'Quick Image' button simply retrieves the image stored in the DSP from running 

'Quick Image' selected from 'Histogram Method'. The image is automatically displayed 

in the image viewing window. If 'Standard Histogram' was used, you need to press 

'Generate PC Image' to form an image. Labview extracts the pixel spectra one at a time 

from the DSP and counts the number of counts that fall in the energy window. The final 

image is then displayed in the viewing area. The energy window for both the 'Generate 

PC Image' and for 'Quick Image' are set by the other controls in this box. The high 

window is always set by the 'high window' control and is constant for all pixels. The 

low window can be set to a constant value if 'Use fixed low window' is on, in which case 
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the low window is simply the value in the 'low window' control. If 'Use fixed low 

window' is off, a stored low window table will be used. The low-window table is 

automatically loaded from the file specified in 'Low Window File' when the program is 

turned on. We will discuss how to generate a new low-window file when we discuss the 

'Set Windows' box. 

The other features of the box include 'Download window values', 'cancel', 'Restore 

quick image every 10 seconds', 'Save as Flood Image' and 'pixel being integrated'. 

'Cancel' can be pressed to stop the image generation from 'Generate PC Image'. 'Pixel 

being integrated' tells which pixel is currently being analyzed by 'Generate PC Image'. 

'Download window value' initiates transfer of the low window and high window values 

into the DSP for use by 'Quick Image'. The window values are automatically 

downloaded every time 'Make Baseline Table' is pressed, so 'Download window values' 

almost never needs to be pressed. If 'Restore Quick Image every 10 seconds' is on, the 

'Quick Image' button will be pressed automatically every 10 seconds while it is running 

so the image can be viewed as it is accumulated. When 'Quick Image' or 'Generate PC 

Image' is pressed, the resulting image is stored in the 'Image' buffer. If 'Store as Flood 

Image' is on, the image will be stored in the 'Flood' buffer instead. One of the image 

viewing options will be 'Flood corrected image', in which case the Image buffer will be 

divided by the Flood buffer to give a flood-corrected image. 

The 'Save Image' button simply saves the current image onto disk. A dialog box 

appears when the button is pressed for selecting the file for storage. The image that is 
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saved is whatever image is currently in the image viewing window, not necessarily the 

image in the 'Image' buffer. We can use 'Save Image' then for storing the baseline table 

if 'baseline table' is selected from the 'image source' control above the viewing window. 

We can retrieve images from memory using the 'Load Flood' and 'Load Image' buttons. 

We will often keep a stored flood image for flood correction, so we will often acquire an 

image and use the 'Load Flood' button to bring up the appropriate flood image for flood 

correction. 

'Load Thresholds' simply loads the values of 'thresh 1' and 'thresh2' into the DSP. 

The controls for 'thresh I' and 'thresh2' have a selection of four values, one for each DSP 

board. The values that are used are determined by the currently selected value for 

'board'. As was stated above, the thresholds are automatically loaded whenever 'Make 

Baseline Table' is pressed, so 'Load Thresholds almost never needs to be pressed. 

'Multiple Image' allows us to make multiple consecutive images of the same object. 

If 'Multiple Image' is on, 'Quick Image' will run automatically for the amount of time 

specified in 'Set integration time per cycle'. When the integration reaches the end, a 

'Quick Image' will automatically be retrieved from the DSP and stored in the file 

specified by 'file name'. The baseline table will then be remeasured, and 'Quick Image' 

will run again. The histogram memory will not be cleared, so the images are added on 

top of each other. When the second image is taken, it is stored after the first image in the 

same file. This repeats for the nimiber of images specified in 'Number of Images'. This 

feature is convenient for making sure that a single glitch does not min a large amount of 



298 

data. If a source is moved or the DSP goes haywire, only one image will be ruined and 

the rest will be fine. Generally, if there were no problems in the data acquisition, we will 

simply save a separate image at the end with 'Save Image' and ignore the multiple image 

data. 

The 'Set windows' button initiates the measurement of value for storing in the 

'Photopeak' and 'Low window' buffers. The photopeaks and low windows are 

determined from the pixel spectra. Different methods can be selected from 'Photopeak 

method' and 'Low Window method. The options in 'Photopeak method' are 'Keep 

previous values', 'Peak Value in Spectrum' and 'Counts from top'. 'Keep previous 

values' is used if only the low windows are to be changed. 'Peak Value in Spectrum' 

selects the highest point in the spectrum, averaged over 9 bins. 'Counts from top' counts 

adds values starting at the top of the spectrum and stops when the total is greater than the 

specified number of counts in the 'counts from top' control that appears when 'Counts 

from top' is selected. The last bin (#255) is never counted since it can sometimes contain 

junk data. The only additional option for 'Low Window method' is to choose 'Fraction 

of Photopeak', in which case the low window is simply the fraction of the photopeak 

specified in the 'Fraction of Photopeak' control. 

Once we have photopeaks and low window values, we can measure gains. The gain 

is simply a measurement of the photopeak position. When 'initialize gains' is selected, 

all of the gain values are set to 128. The gains are always stored as integers. When 'Set 

gains' is pressed, a new set of gains are generated by multiplying the previous gains by 
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the photopeak value and dividing by 128. Thus, if the gains are initialized, the first use of 

'Set Gains' will make the gains equal to the photopeaks. We can use the value of 

'Multiply gains' to multiply all of the gains by a constant number. This can be 

convenient is we are measuring the gains with 60 keV gamma rays but want to use them 

with 140 keV gamma rays. The photopeaks, low windows and gains can all be loaded or 

saved to disk using the 'Save Files' and 'Load Files' buttons. These buttons always do 

all three files. 

The other controls on the front panel include the controls for adjusting the image 

viewer and controls for viewing the pixel spectrum. These controls may not be self 

explanatory, but can be deduced with a bit of practice. The only remaining significant 

controls are the 'Save spectral data', 'Measure Counts above low window', 'Save single 

spectrum' and 'Move Stage' buttons. 'Save spectral data' initiates saving every spectrum 

from every pixel in the array in a single file. Beside this button should be a warning label 

"Do not press this button", for the procedure can be very time consuming. 'Measure 

counts above low window' measures the number of counts above the low window for the 

displayed spectrum. This button has to be pressed twice to work properly. 'Save Single 

Spectrum' saves the spectrum shown in the spectrum window as a list of 256 numbers. 

'Move stage' initiates a program for moving a computer controlled translation stage. The 

temperature indicator simply measures the temperature at the temperature sensor, which 

is placed near the imaging arrays. 
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Measuring parameters for imaging 

Before an array can be used for imaging, we must measure three different properties 

for each pixel: the pixel gain, the flood response of the pixel and whether the pixel a dead 

pixel. The measurement of gains was discussed briefly above but will be expanded here. 

Once these three parameters are known for every pixel, the array can be used as described 

below under Step-by-step gamma-ray imaging. 

To measure the gains we must use a source that can give flood illumination of the 

detector. The count rate should not be so high that signiflcant numbers of counts appear 

above the photopeak. The procedure is as follows: press initialize gains, then run 

'Standard Histogram' for enough time that the spectra appear relatively smooth. The 

more counts in the spectrum, the better the measurement of the maximum will be. The 

'Use gains' button should be turned on. After the spectrum has been accumulated, select 

'Peak Value in Spectrum' from 'Photopeak method' and then press 'Set Windows'. 

When 'pixel being windowed' reaches 4096, press set gains and leave 'Multiply gains' 

set to 1.00 . We then take a new spectrum using 'Standard Histogram', after having 

pressed 'Make Baseline Table'. Once the new spectrum has been collected, we press 'Set 

Windows' again. When 'pixel being windowed' reaches 4096, we press 'Set Gains' 

again. The process can be repeated three or four times until the peak values in the spectra 

are all centered at 128. 

We are iteratively correcting the gains. A single spectrum includes neighboring 

pixels, so the gain reflects an average of the gains from surrounding pixels. Only after 
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iterative correction do the gain values reach their correct values. For the final gain 

measurment, the Low Window can be set as a fi^ction of the photopeak and the gains can 

be scaled by 'Multiply gains' if a different source is used for imaging. At the end, 'Save 

Files' should be pressed to save the gains and low windows. 

To measure the flood image, we take a normal image on the detector but turn on the 

'Store as flood image' switch. Setting this switch is actually unnecessary if we are 

storing the flood image to disk. Any image can be stored to disk an then be brought up 

later as a flood image using the 'Load Flood' button. Once an image has been stored to 

disk, there is no indicator in the file as to whether it is a normal image or a flood image. 

When taking a flood image, the imaging conditions should resemble the conditions used 

to take the real images. Of particular importance is making sure that as little scattered 

radiation enters the detector as possible. Some pixels with poor energy resolution may be 

much more sensitive to scattered radiation, so they would show a high response of 

scattered radiation is entering the detector. To view a flood corrected image, simply 

select 'Flood corrected image' from the 'Image Source'. The flood correction takes the 

image in the 'Image' buffer, divides by the 'Flood' buffer and multiplies by 1000. If one 

of the values in the flood image is zero, the image is divided by 1. The multiplication by 

1000 is to make sure that the integer value of the flood corrected image is high. 

The final parameter to check is whether a pixel is functional. We classify a pixel as 

dead if the flood image value is less than some number (usually 10) or if the flood image 

value is excessively high (more than 10 times the average for the array). We can also 
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classify a pixel as dead if there are a substantial number of counts in the pixel when an 

image is taken with no illumination. There will always be some background counts, but 

some noisy pixels may have a large number of counts. Using these three criteria, dead 

pixels can be averaged over in the final image. There is no Labview procedure yet for 

compensating for dead pixels. Processing of dead pixels must take place outside the 

program. 

Step-by-step gamma-ray imaging 

Let us assume that the gain file, flood image and dead pixel map have already been 

generated. We will now take the less-experienced person through a step-by-step guide 

for taking a gamma-ray image. We will assume that the imaging apparatus has been set 

up correctly with appropriate shielding. The imaging steps are as follows: 

Step 1: Press the start button for starting the Labview program. This may seem 

obvious, but it is often forgotten by the Labview novice. The start button is a little white 

arrow located above the main program on the left. It is not shown in the figures 

presented here. 

Step 2: Select the correct board using the 'board' control. The output from the array 

goes into one of four boards in the computer. If the wrong board is selected, nothing will 

happen. Once the board has been selected, make sure "muxmun2.21k" is selected in the 

'DSP File name' box and press 'Re-Load DSP Program'. If at this point the 'Data Valid' 

light is red, try tuming the program off and repeating steps 1 and 2. If the 'Data Valid' 
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light is still red, turn of the power to the array, turn off the computer and start again. 

Alternatively, the input can be connected to a different DSP board and that board can be 

tried to see if it is "frozen". 

Step 3: Press 'Make Baseline Table', leaving 'Frames to average' at 1024, 'offset' at 

0 and 'Gain' at 1.0 . 'Use Gains' should be on. Wait for the 'Frame Counter' to start 

changing again before doing anything else. If after 5 seconds it does not change, the 

board is frozen and the same procedure outlined in step 2 for dealing with a frozen board 

must be followed. 

Step 4; Set the integration time in 'Set integration time per cycle'. Make sure 

'Hitogram method' is set to 'Quick Image'. If a long image will be taken, set the 

integration time to 120 seconds and select the number of images in the 'Multiple image' 

box. The number of images will be multiplied by 2 to give the total number of minutes in 

the image. Select a file name with an existing path in the 'file name' control. Now press 

'Multiple image'. When 'current image number' reaches one less than 'number of 

images' and the 'Elapsed time' has stopped changing, the imaging is completed. 

Step 5: Press 'Quick Image', then press 'Save Image'. To view a flood-corrected 

image, press 'Load Flood' with the appropriate 'Flood file', then select 'flood corrected 

image' from the 'Image Source' above the image viewer. You have now taken one 

complete gamma-ray image. 



Muxmun2.c 

In Fig. 8.10, the segment of the DSP code for summing neighboring pixel signals is 

shown from the 'Fill Hist' subroutine in "muxmun2.c". The program operates very 

similarly to "muxmuncher.c", but includes some additional features. Most notably we 

have included multiplication by a separate gain for every pixel. The gain values are 

stored in memory at the location pointed to by 'i3'. The thresholds for simiming pixels 

are stored in the 'rl5' and 'rl4' registers. After reading the pixel signal into 'rl' and 

subtracting the offset in 'r2', the signal is compared to 'threshlstored in 'rl5'. If the 

signal was greater than 'rl5', the program proceeds to multiply the signal in 'r3' by the 

gain in 'r7', storing the result in 'rS'. The pointers are then modified to set them at the 

beginning of the 3x3 summing region. The data in the 3x3 summing region are each 

compared to 'thresh2' stored in 'rl4'. If they are greater than 'rl4', they are included in 

the sum in 'r3'. 

There are two particularly unusual features to this program. The first is the 

comparison to the signal in the central pixel. The central-pixel signal is stored in 'rS'. 

Each pixel in the 3x3 summing region is compared to 'r8'. If any signal is greater than 

'rS', the register 'r6' is changed from -I to a positive number. This is a signal later on to 

reject this pixel and move on to the next. We only want to count each gamma ray once. 
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lcntr=ROWS, do Rloop until Ice; 
rl = dm(i4,m6), r2 = pm(il0,ml4); 
! fetch operands for first pixel in column(m6 and ml4 are alwaysl) 

r3=rl - r2; Isiibtract offset from raw data 
r7=dm(i3,ra6); ! fetch pixel gain 
rl3=rl3+r4; !increment row counter rl3 by 1 

lcntr=COIiS, do Cloop until Ice; 
rl = dm(i4,m6); I fetch raw pixel signal 
r8=r3-rl5; [compare to threshl 
if LT jump(PC,Cloop)(DB), else r8=r3*r7 (SSI); 

!s)cip if not above threshl, otherwise multiply by pixel gain. 
!We could have threshl be varieible to accotint for gain variations, 
! but for now threshl is constant 
!Next 2 instructions are processed even if jump to Cloop 
r7=dm(i3,m6) , r2 = pm(il0,ml4); ! fetch gain sind offset 
r6=-l; !r6 will be negative unless a surrounding 

!pixel signal is greater than the central pixel 
r3=0; ! initialize r3 for storing the sum of 9 pixels 

modify(i4,-69); !go back to start of 3x3 area 
modify(ilO,-67); !go back to start of 3x3 area 
modify(i3,-67) ; 'go back to start of 3x3 area 
rl2=0; !rl2 counts row of 3x3, 0 to 2 

lcntr=3, do Aloop until Ice; !for 3 rows 
rl2=rl2+r4; !increment rl2 by 1 

lcntr=3, do Bloop until Ice; !for 3 columns 
rl = dm(i4,m6), r2 = pm(ilO,ral4);I fetch signal and offset 
r7=dm(i3,m6) ; !fetch gain 

r9=64; !These 6 rows are for checking if 
r9=r9-rl3; !we are accessing the 65th row, 
if GT rl2=rl4; !which doesn't exist. We skip if 
r9=3; !rl3=64 (main row counter) 
r9=r9-rl2; land rl2=3 (sum row counter) 
if EQ jump(PC,Bloop) ; ! and proceed to next pixel 
r9=rl - r2; [subtract offset from signal 
r9=r9*r7 (SSI); [multiply by gain 
r2=rl4-r9; ! Check if greater thaui thresh2 
if LT r3=r3-t-r9; ! and add signal to sum 
r2=r8-r9; !Check if signal is larger than 

i central pixel signal (rS) 
if LT r6=rl4; ! and set r6 positive 

Bloop:r3=r3; [place holding instruction for loop 
modify(i4,63); [Move to start of next row 
modify(ilO,61); [Move to start of next row 

Aloop: modify(i3,61); [Move to start of next row 

Fig. 8.10 A section of the "FillHist" subroutine for the "niuxmun2.c" DSP program. 
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By checking neighboring pixels to see if any are higher than the central pixel, we can 

make sure that the gamma ray is only counted when the central pixel has the highest 

signal. 

The other imusual feature of "muxmun2.c" is the procedure for making sure the final 

row functions. We keep track of the row number of the central pixel in 'rl3' and the row 

number in the 3x3 summing region in 'rl2'. If rl3=64 and rl2=3, we are accessing data 

that do not actually exist. The instruction "if EQ jump(PC,Bloop)" makes sure these 

pixels are not included in the sum. We might expect all edge pixels to have a problem 

with summing neighboring pixels, but most edge pixels fimction well. On the right and 

left edges, the summing routine accesses pixel signals that lie between the rows, the 

"place-holding" signals that must be used to operate the phase-locked loop. These 

signals are always lower than the rest of the array and never get counted into a sum as 

positive signal. The first two pixels in the upper left comer still do not function, however. 

Additional instructions could be added to make these two pixels operational again when 

doing adjacent pixel summing. 

The 48x48 array 

The equivalent program for summing neighboring pixel signals in the 'Mux48b.vi' 

program, with the equivalen DSP program being "mux48b.c". As with 'Mux48.vi', the 

data order from the 48x48 array must be converted to a raster scan data order. Because 

we are summing neighboring pixel signals, however, the conversion tables must also be 
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transferred to the DSP program. 'Mux48b.vi' includes an automatic transfer of a 

conversion table to the DSP for determining which pixel signals are in the 8 nearest 

neighbors. 

8.3.3 Storing raw data - Muxniaster9 

Only the simplest data processing can be done on-the-fly in the DSP. To do more 

complicated data analysis, we need to store sets of raw pixel signals surrounding 

individual gamma-ray hits. 'Muxmaster9' is the Labview program that allows us to do 

this. It operates with the DSP program "muxmun9.c". 

A diagram of the front panel from 'Muxmaster9' is shown in Fig. 8. II. The 'Re-

Load DSP Program' and 'Make Baseline Table' buttons function the same as in the other 

Labview programs. 'Collect data' initiates the collection of raw pixel signals, storing 

them in the file in 'File to write'. The program can run entirely just by turning the 

Labview program on and pressing 'Collect data'. We need to set a variety of controls on 

the right side of the panel, however, to take control the region in which we will keep 

pixel signals. The DSP program checks all pixels in a trigger region to see if any pixels 

have signals above some threshold, set by 'Threshold for triggering'. The trigger region 

is defined by 'Far left x-position of trigger area', 'Far top y-position of trigger area' and 

'Width and length of trigger region'. The trigger region is always square. If a pixel 

signal in the trigger region lies above the threshold, all of the pixels in the trigger region 

and those just beyond it will be stored to memory. The 'Number of pixels to store 
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Fig. 8.11 Front panel for the "Muxmaster9.vi" Labview interface. 
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beyond trigger region' specifies the number of pixels in each direction. Thus, if 'Width 

and length of trigger region' is equal to 5 and 'Number of pixels to store beyond trigger 

region' is equal to 2, the total size of the array stored to memory is 9x9. 

The pixel signals are all stored in the same memory used for collecting histograms. 

Included in the 'Muxmaster9' program is a display of the pixel spectrum left over from 

the original 'Muxmaster', now relabeled as pixel data. In the window, we can see 

displayed consecutive pixel signals fi'om the same pixel. All of the values have been 

raised by 500 to make sure all values are positive. The gamma-ray hits then appear as 

spikes in the data stream. 

For maximum flexibility for choosing any array size for storing data, we can store 

up to 256 values for each pixel. After the 256 values have been collected, the data must 

be brought up into the computer with Labview and stored to disk. For storing more than 

256 hits, we divide the data acquisition into cycles. At the beginning of each cycle, the 

baseline table is re-measured and the number of hits in 'Number of hits per cycle' is 

collected. After that number of hits has been collected, the data are brought up into the 

computer and stored to disk. The cycles continue until 'Number of cycles' has been 

reached, at which point the program is terminated. 

The image viewing window can still be used for viewing the baseline table and can 

also be used for moving a cursor to select the pixel to be displayed in the pixel data 

window. 'Save Image' can be used for saving the baseline table. 
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While we talked much about "list-mode data storage" in previous chapters, 

"Muxmaster9.vi" is not actually a list-mode data-acquisition program. A true list-mode 

program would store the pixel signals consecutively such that the entire DSP memory 

could be used for data storage. We use a pre-assigned section of memory and then fill up 

that section with data. A true list-mode data acquisition program would be helpful, but 

the current program runs with almost no dead time for reasonable count rates. 

83.4 Mapping the detectors - MuxStage 

In Chap. 6, we discussed estimation methods based on maps of the detectors taken 

with a narrow ganmia-ray beam. We use the 'MuxStage' Labview program for 

performing this mapping. The program is designed for use with a computer-controlled 

translation stage. It operates with the "muxmun4.c" DSP program. 

The front panel for 'Muxstage' is shown in Fig. 8.12. The format for the data storage 

in the DSP is the same as for 'Muxmaster9', with raw pixel values being stored 

consecutively in the histogram memory. Instead of having a fixed trigger region, the 

trigger region and data storage region are shifted as the translation stage scans a source 

across the detector. When 'Collect data' is pressed, the DSP begins taking data in the 

region centered on 'Current x stage' and 'Current y stage'. Data are collected at the 

single position and then stored to a file. Data are collected for the time specified in 'Time 

for first full image'. After this time is reached, the data are stored to disk. A separate file 

is stored for data collected fh>m each stage position. The file name is built 



Fig. 8.12 Front panel for the "MuxStage.vi" Labview interface. 
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on the file name in 'File name (first part)'. Appended to each file name is the x stage 

position followed by the y stage position. After the first data set is stored, the stage is 

moved in the x direction, with the distance determined by 'Number of steps to 

increment'. The next length of time for data acquisition is determined from the 'Half 

Life', set such that each position has the same total gamma-ray fluence during the 

collection time. The process continues through a square array of x and y positions until 

all data has been collected. The center of the trigger region moves automatically as the 

stage moves the source. The program stores 7x7 arrays of pixel signals. To change this 

value, the internal Labview programming must be modified. 

8.4 Simulation code 

In this section we will present an overview of the 'C software used to simulate the 

effects of a gamma-ray interaction. The simulation software can be divided into two 

parts: the calculation of pixel signal responses to individual charge deposits and the 

simulation of randomly generated charge deposits due to multiple interactions spawned 

from a single gamma ray. The pixel signal responses are stored in a single look-up table 

that gives the expected 5x5 array of pixel signals for a charge deposit of I keV. Sections 

8.3.1 and 8.3.2 go through the process of calculating the look-up table starting with the 

calculation of the weighting potential. This software will be presented in its entirety in 

'C code. The simulation of charge deposits will be used with the look-up table in the 

full Monte-Carlo simulation software in Sec. 8.3.3. The final result will be a program 
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that gives randomly generated sets of pixel signals for a given energy and input position 

relative to the central pixel of the 5x5 array. 

8.4.1 Generating the weighting potential 

Weight 64. c 

The calculation of the weighting potential comes from Eqns. (2.65), (2.66) and 

(2.67). We use the "weight64.c" program for calculating the weighting potential on a 

finite grid of points, shown in Fig. 8.13. The potential is calculated for 200 positions in x, 

200 positions 'my and 20 depths z. The size of the pixel pads can be changed, but is 

shown in the program for 380 /sn pixels. 

The final weighting potential file is stored in "weight64.dat". The pixel pad width is 

set in the variable 'w'. Note that this is the width of the actual pad, not the distance 

between pixels. Our actual pad widths are 330 /an. The weighting potential will be 

calculated here assuming that we have a single 330 //m pixel surrounded by a continuous 

electrode, with a continuous electrode on the top surface. There is assumed to be no gap 

between any of the electrodes. In "intpix64.c" we will use an approximation to the 

weighting potential for inter pixel spaces. 

We will calculate the weighting potential out to four pixels from the central pixel, so 

the distance between samples in the x-y plane, stored as 'xysamp', is 380/50 /an. The 

distance 'zsamp' between samples in the z direction is the detector thickness divided by 

20. In this case, the weighting potential is being calculated for a 2.1 mm thick detector. 
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//weight64.c: This program calculaCes the weighting potential for 
// a single pixel of width 'w' on a grid in x, y, cuid z. The weighting 
// potential is used to calculate the charge induced on an electrode for 
// a stationary charge located somewhere in the detector volume. The 
// charge Q induced on the electrode is Q=f(r)q where 
// f{r) is the weighting potential and q is the amount of charge at 
// position r . 
//The output file will then be used by the program intpix64.c to adjust the 
//weighting potential for inter-pixel spaces 
#include<stdio.h> 
#include<math.h> 
#include<stdlib.h> 
double a,b,c,x,y,z,p,q,p2,q2,r,w,xysamp,zsamp; 
int i, j , k, 1, m, n; 
FILE 'fp; 
void main(){ 

// The file 'fp' stores the grid of weighting potential values. 
fp=fopen("weight64.dat","w") ; 

//The pixel width is 'w' . Note that this is the actual electrode 
// width, not including the space between pixels. 
w=330.0; 
xysamp=380.0/50.0; //The distance between samples in x and y 
zsamp=2100.0/20.0; // The distance between samples in z (depth) 

for(i=0;i<200;i++){ //sample 200 positions in x 
for(j=0;j<200;j++){ //sample 200 positions in y 
for(k=0;k<20;k++){ //sample 20 positions in z 
r=0 ; 
if (k==0){ if (xysamp*i<w/2 && xysamp*j<w/2) r=2«3.14159; //Calculate 

// weighting potential at pixel plane 
else r=0; 
goto skip; 

} 

for(1=-100;1<100;1++){ // calculate 100 terms in the series that converges 
p=w/2-xysamp«i; // to the weighting potential. 
p2=w/2+xysamp*i; 
q=w/2-xysamp*j; 
q2=w/2+xysamp*j ; 
z=zsamp*k-2*l*2100.0; 
if {z!=0) r=r+atan(p«q/{z*sqrt(p*p+q*q+z*z))) 

+atan(p*q2/(z*sqrt(p*p+q2«q2+z*z))) 
+atan(p2*q/(z*sqrt(p2*p2+q*q+z*z))) 
+atan(p2*q2/(z*sqrt(p2«p2+q2*q2+z*z))); 

} 
skip: fprintf(fp,"%f ",r/(2*3.14159)); 

} 
fprintf(fp,"\n"); 

} 
fprintf(fp,"\n"); 

} 
fclose(fp); 
} 

Fig. 8.13 Text of the 'Veight64.c" program for generating the weighting potential. 
so 'zsamp' equals 2100/20. 
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The potential is calculated first for 20 depths at the origin of the x-y plane. The first 

position (k=0) is the depth at the pixel plane. In this case, Eqn. (2.65) tells us that if the 

voltage is 1 V and we are at a point directly above the pixel plane, the weighting potential 

must be 1. Here, we use 'r' to store the calculated solid angle and divide by 2n later. If 

we are outside the pixel, the solid angle is zero and r=0. We multiply the current index 

for X and y by the distance between samples in the x-y plane to get the total distance fi'om 

the pixel center. If that distance is less than w/2 in both x and y, then r=27i. Otherwise, 

r=0. 

If we are above the pixel plane, the infinite series in Eqn. (2.67) can be used to 

calculate the weighting potential. The infinite series of dipole sheets is truncated to a 

sum fi-om —100 to 100 , giving 200 total dipole sheets. For each sheet, the solid angle 

must be calculated using Eqn. (2.66). The four terms shown added to 'r' are the four 

terms in Eqn. (2.66) for calculating the solid angle. 

Finally, as each new value for the sum of solid angles is calculated, the value is 

divided by 2n and stored in the file "weight64.dat". 

Intpix64.c 

The weighting potential calculated in "weight64.c" was calculated assuming that 

there are no inter-pixel spaces. It was found in Eskin. 1997 that for small inter-pixel 

spaces, the weighting potential could be found by approximately a linear ramp between 

the weighting potential at the true pixel pad edges. The only appreciable difference in the 



316 
weighting potential comes in the inter-pixel spaces bordering the central pixel, where the 

potential makes a rapid transition from high to low. We can calculate the weighting 

potential at the edge of the central 330 //m pixel pad and calculate the potential at the 

adjacent edge of the next pixel pad to generate a linear ramp between the two. 

We use the program "intpix64.c" for changing the values in the weighting potential 

tale for the inter-pixel spaces. The program takes as its input the file "weight64.dat" 

generated by "weight64.c" and gives an output file with the corrected values for inter-

pixel spaces in "weight64b.dat". 

The text of "intpix64.c" is shown in Fig. 8.14. The variables 'setl' and 'set2' are 

used to indicate the boundaries in the look-up table for the inter-pixel space. For our 330 

//m pixel pads with 50 /^m inter-pixel spacing and for a distance between samples in the 

x-y plane of 7.6 /^m the values of 'setl' and 'set2' are 22 and 30 respectively. The 

original weighting potential is stored in memory in the 'ind[ ]' array. The array is a one-

dimensional array, so the x, y, z values must be found by multiplying indexes. We use 

the index 'i' for the x direction, 'j' for the y direction and 'k' for the z direction. If either 

'i' is between 'setl' and 'set2' or 'j' is between 'setl' and 'set2', the linear ramp is used 

to change the value in the 'ind[ ]' array. If both 'i' and 'j' are between 'setl' and 'set2', 

we are in the square region in the comer between four pixels. In this region, we use a 

different approximate formula for calculating the weighting potential. The sum of the 

weighting potential on the four pixels is the same as if there were no inter-pixel space. 
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//incpix64.c: This program corrects the weighting potential 
// for inter-pixel spaces. It uses the file •weight64.dat' generated 
// by the program "weight64.c" which calculates the weighting 
//potential assuming no inter-pixel spaces. 
//The file weight64b.dat is then used by the program "gaus64.c" to 
//calculate pixel response including diffusion 
#include<stdio.h> 
#include<math.h> 
#include<=stdlib .h> 
double a,b,c,x,y,z,p,q,p2,q2,r; 
long int i,j,k,l,m,n; 
long int setl=22; //The number corresponding to the edge of the pixel 

//If the space between samples is 380/50=7.6 microns and the distance 
//to the edge of the pixel electrode is 330/2=165 microns then sample 
//number 22 is 21x7.6=159.6 microns from the center of the pixel. 

//We choses the last sample that lies on the pixel electrode for setl 
long int set2=30; // The number corresponding to the edge of the next pixel. 

//Set2 is the first sample that lies on the next electrode 
float gap; 

void main(){ 
float •ind=(float 'jmalloc(20*40000*sizeof(float)); 
FILE *fp,*ft; 
fp=fopen ( "weight64.dat","r"); //File with weighting potential calculated 
without inter-pixel spaces 
ft=fopen("weight64b.dat","w"); //Output file which will include 
approximate correction for inter-pixel spaces 
gap=(float)(set2-setl); 

for(i=0;i<20*200*200;i++){fscanf(fp,"%f ",&ind[i]);} //Read in the input 
//file into memory 

for(i=0;i<200;i++){ //for 200 positions in x 
for(j=0;j<200;j++){ //for 200 positions in y 
for(k=0;k<20;k++) { //for 20 depths 
//The following does a linear ramp between the weighting potential 
// at position setl etnd the potential at position set2, which is the region 
//betwen pixel electrodes 
if (i>setl && i<set2)ind[4000*i+20*j+k]=ind[4000*20+20*j+k]-((i-

setl)/gap)*(ind[4000*setl+20*j +k]-ind[4000*set2+20*j +kl ) ; 
if (j>setl && j <set2) ind [4000*i+20* j •••k] =ind [4000*i+20*20+k] - ( (j-

setl)/gap)•(ind[4 000*i+20*setl+k]-ind[4 000*i+20*set2+k]); 

//For the square region at the comers of 4 pixels we use this approximate 
formula for the weighting potential: 
if {j>setl && j<set2 && i>setl && i<set2) 
ind(4000*i+20*j+k]=ind[4000*setl+20*setl+k]-(1-(set2-j)/gap*(set2-

i)/gap)*(ind[4000*set1+20*(set1+1)+k]-ind[4000*set2+20*set2+k]); 
} } }  

for(i=0;i<200;i++){//output corrected weighting potential values to a file 
for(j=0;j<200;j+ + ) { 
for(k=0;k<20;k++) { 

fprintf(ft,"%f ",ind[4000*i+20*j+k]);} 
fprintf(ft,"\n") ; } 
fprintf(ft,"\n");} 
fclose(fp); 
fclose(ft); } 

Fig. 8.14 Text of the "intpix64.c" program for calculating the weighting potential in the region 
between pixel pads. 
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The file "weight64b.dat" is finally generated using the fully corrected weighting 

potential table. We will then use the weighting potential for calculating the response of 

pixels to a charge deposit in the detector. 

8.4.2 Calculating the look-up table 

The final look-up table for giving the pixel response to a charge deposit will be 

calculated using the "gaus64.c" program. This program takes as its input the 

"weight64b.dat" file that has the signal induction corrected for inter-pixel spaces. The 

"gaus64.c" charge transport through the crystal, including trapping and charge diffusion, 

and generates a simulation of the distribution of trapped charges in the material. The 

pixel signals are then calculated by looking up the contribution of each block of trapped 

charge using the "weight64b.dat" file. 

The program is divided into two main programs: the main body of "gaus64.c" and 

the subroutine "signalgen.c". The text of "gaus64.c" is shown in Fig. 8.20 and the text 

of "signalgen.c" is shown in Fig. 8.21. There is an additional subroutine called 

"totalcharge.c", shown in Fig. 8.22. As the control program, "gaus64.c" sets up the 

generation of the final look-up table "response64.dat" by generating the positions in x, y, 

and z that will form the simulated deposit position relative to the central pixel of the 5x5 

array of data. 
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/gaus64.c: This program calculates the pixel response 
//to a unit charge in the volume of the detector including 
// the effects of charge diffusion and trapping. 
//It takes the file 'weight64b.dat' generated by "intpix.c" 
//as the weighting potential. It then calculates the charge 
//distribution at a series of depths cind multiplies the charge by the 

//weighting potential to get the contribution of the charge to the 
//pixel signal. The output file •response64.dat' will then 

//be used by "meixlike.c" to estimate interaction positions and 
//energies. 

#include<stdio.h> 
# include<math.h> 
#include<stdlib.h> 
long int i, j , k., dep, j2, )c2,1, m, 12 , m2 , n, n2, t, q, q2, charges , i2, ch, fl, 

f2,f3,f4; 
double a,b,c,d,depth,e,f,p,g,h,x,y,y2,z,volt,sigma, sigma2, 

taue, tauh, tau2 , tau3 , dif fe, dif fh, dif f, mue, muh, tau, mu, chl, ch2 ; 
float depdat[20],signals[25]; 
FILE •in,*out; 

void main(){ 
float •ind=(float *) malloc (20*40000*sizeof (float) ) ,-
in=fopen("weight64b.dat","r"); 
out = fopen ("response64.dat","w"); 
for(i=0;i<200*200*20;i++) fscanf(in,"%f ",&ind(i]); //Input weighting potential 
fclose (in) ,-

for(f3=0;f3<50,-f3++) { //for 50 positions x 
for (f4=0;f4<50;f4++){ //for 50 positions y 
for(dep=0;dep<20;dep++){ 

totalcharge (dep, depdat) ,-
signalgen (f3, f4 , depdat, signals, ind) 
for(i=0;i<5;i++){ 

for(j=0;j<5;j++){ 
fprintf(out,"%f signals[5*i+j]); }} 

fprintf (out, "\n" ) ; } fprintf (out, "\n" ),-} fprintf (out,"\n" );} 
fclose(out); 
} 

Fig. 8.15 Text of the program "gaus64.c" for calculating the response table. It uses the 
subroutines "totalcharge( )" and "signalgen( )" , shown in Fig. 8.22 and Fig. 8.23. 
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void signalgen(float: f3,float int f4) { 
long int l,m,12,m2,fl,f2; 
float Z ;  

for (f 1=0 ; fl<5 ; f !••-+) { //for 5 pixels x 
for (f 2=0 f 2<5; f 2++) ( //for 5 pixels y 
i=abs((2-f1)*50+f3-25); //i=distance from pixel center (x) 
j=abs((2-f2)•50+f4-25); //j=distance from pixel center (y) 
z=0 ; 
for(k=0;k<20;)c++){ //for twenty depths of trapped charges: 
if (k>dep) sigma=28*sqrt (k-dep+0 .001)/sqrt (20 .0) ; //calculate the stardard 

//deviation of the charge cloud for electrons 
else if (k<dep) sigma=6*sqrt (dep-k+0 . 001)/sqrt (20 .0) ; //calculate the 

//standard deviation of the charge cloud for holes 
if (k==dep) sigina=5.0; 
y=0; //y is the sum of samples of the Gaussian calculated for normalization 
n2=(int) (sigma/2.0); 
for (l=-n2 ; lcn2 ; 1++) { 
for(m=-n2;m<n2,-m++) { 
y=y+7.6*7.6*(l/(2*3.14159*sigma*sigma))•exp(-

0.5*7.6*7.6*(l*l+m*m) /(sigma*sigma)); }} 
for(l=-n2;l<n2;l++){ 
for(m=-n2;m<n2;m++){ 
12=abs(i+1); 
m2=abs(j +m) ; 
k2=19-k; 
if {12>199)12=199; 
if (m2>199)m2=199; 
//Calculate the amount of charge at position l,m and multiply by the weighting 
//potential 
z=z+7.6*7.6* (1/y) •depdat [k] * (1/ (2*3 .1415 9«sigma*signia) ) •exp (-
0.5*7.6*7.6* (l*l+m*m) / (sigma*sigma) ) 'ind [4 000*12+20*m2+k2] ; } } 

} 
signal[5*fl+f2]=2; 

} }  
} 

Fig. 8.16 The subroutine "signalgen( )" for calculating a 5x5 array of pixel signals for a given 
interaction position. 
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void tocalcharge(inc dep, float* depdat) { 
int k; 
float Z ;  

z = l; fraction of the charge that has been trapped 
int a=10,b=-9; 
drifte=7.46*pow(a,b); 
b=-8; 
drifth=8.6*pow(a,b); 
for(k=dep;)c<20;k++){ //starting at the interaction depth and going toward 

//the pixel electrodes 
if (k<19) depdat[k]=z*(7.46*pow{a,b))/taue; // calculate amount of electrons 

//trapped at depth k 
else depdat[k]=z; 
z=z-2«(7.46*pow(a,b))/taue; } 
Z = - l ;  

for(k=dep;k>-l;k--){ //starting at the interaction depth 
if (k!=dep) depdat[k]=0; 
if (k>0)depdat[k]=depdat [k]+z*(8.6*pow(a,b))/tauh; //calculate trapped holes 
else depdat[k]=depdat [k]+z ; 

a=10;b=-8 ; 
^=z-z* (8 .6*pow(a,b) )/tauh; } 

} 

Fig. 8.17 Text of the subroutine "totalcharge( )" for calculating the total amount of charge 
deposited at each depth in the crystal for a given interaction depth. 

The subroutine "signalgen.c" generates the actual pixel signals from an the input 

position, assuming the charge deposit is 1 keV. This subroutine calculates the amount of 

charge at each position in the crystal using known values for trapping and assimiing 

Gaussian charge distributions with known width. The contribution of all trapped charges 

to the pixel signals is accomplished by multiplying the amount of charge at a certain 

position by the weighting potential at that position. The weighting potential is shifted for 

each of the 25 pixel signals. The "totalcharge.c" subroutine simply calculates the amount 

of charge trapped at each of 20 layers in the material and stores those values in the array 

'depdat'. 
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8.4^ Full Monte-Carlo simulation software 

The programs for doing a full Monte-Carlo simulation of sets of pixel signals is 

divided into the program that chooses a random interaction position ("gammasig.c" in 

Fig. 8.19) and the program that actually simulates the generated signals ("mcsignals.c" in 

Fig. 8.18). "Mcsignals.c" is the real meat of the simulation software, with "gammasig.c" 

used only to specify the initial conditions for the interactions (entrance position and 

direction). 

The simulation in "mcsignals.c" takes as its input an initial x, y, and z coordinate, 

an initial x, y, and z direction and an energy. The direction is represented by direction 

cosines dx, dy and dz. The direction cosines are equal to the cosine of the angle 

measured from each of the three axes. There are many tables that are required for the 

simulation. "Response64.dat" is the table generated by "gaus64.c" in Fig. 8.15. 

"Compton.dat" is a lookup table for choosing a random direction given an input energy. 

The table takes integer energies in keV between 1 and 200. A random number between 1 

and 1000 is chosen to give a random angle deviation from the incidence angle. 

"Totmu.dat" gives the linear attenuation coefficient for energies from 1 to 200. 

"Photprob.dat" gives the probability that, given that an interaction has occurred, the 

interaction is a photoelectric interaction. "Cdteprob.dat" gives the probability that a 

photoelectric interaction is with a Cd or a Te atom. "Cdprob.dat" gives the probability 

that a photoelectric interaction is with a Cd atom. 
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With an initial position and direction to start with, "mcsignals.c" proceeds to choose 

a random distance to the next interaction (r). The position is then changed to the new 

interaction position. The interaction type is chosen using the "photprob[ ]" table. Only 

photoelectric and Compton interactions are included in this simulation. If the interaction 

is photoelectric, the interaction atom is chosen and the type of emitted radiation is 

selected. The signals generated from the deposited energy are calculated using the 

"resp[ ]" lookup table. The array "signals" stores the signals that accumulate as the 

interactions proceed. A new direction is chosen randomly using the "randir" subroutine 

and the simulation returns to the top with the new energy, direction and position. If the 

interaction was a Compton interaction, the deposited energy and angle have to be 

calculated using the "comang[ ]" lookup table and the subroutines "compdir" and "edep". 

"Compdir" calculates a new set of direction cosines given the previous values and the 

randomly chosen deviation angles "theta" and "phi". "Edep" gives the deposited energy 

as a function of the deviation angle "theta". We have not shown here the text of 

"compdir", "edep" or "randir". 



324 

// mcsignals : A program that does a Monte-Cario simulation of a set of pixel signals given an input position and 
//angle. This is a subroutine designed to fit into the "gammasig.c" program for simulating flood-illumination at normal 
//incidence, but it can be used in a number of different programs. 
void mcsignals( float x, float y, float z, float dx, float dy, float dz. int e){ 
int type,atom; 
float r,x2,y2,z2,dx2,dy2,dz2,e2,q,theta,phi; 
double p; 
p=pow(2,15); 
float thick=1500; 
for(i=0;i<25;i++) signals[i]=0; 
randomize(); 
begin: 
if^e<7) { for(i=0;i<5;i++){ 

for(j=0;j<5;j++){ 
signals[5*i+j]+=e*resp[25'50*20*(intXx/7.6) + 25*20*(intXy/7.6) +25*(intXz/75>+5*i+j]; }} 

break; } 
r= -(l/totmu[e]) ln(l-rand( )/p); 
x=x+r*dx; y=y+r*dy; z=z+r*dz; 
if (z>thiclc) break; 
if (rand( )/p < photprob[e]) type=0; 
else type=l; 
if (type=0) { q=rand( )/p; 

if(q <cdteprob[e]) atom=0; 
else if(q<tdprob[e]) atom=l; 
else atom=2; 

ifl;atom=0){ q=rand( )/p; 
if(q<0.6803) e2=e-23.2; 
else if (q<0.820) e2=e-26.1; 
else e2=e; } 

ifl;atom=l){ q=rand( )/p; 
if(q<0.7058) e2=e-27.5; 
else if (q<0.96) e2=e-31.0; 
else e2=e; } 

iftatom=2) e2=e; 
e=e-e2; 
randir(*dx, "dy, 'dz); 

if(type=l){ j=random(IOOO); 
theta=comang[j,e]; 
phi=rand( )*2*3.14159/p; 

e2=edep(e,theta); 
e=e-e2; 

compdir(*dx,*dy,*dz, theta, phi); 

for(i=0;i<5;i++){ 
for0=0y<5u++){ 

signals[5*i+j]-H= e*resp(25»50*20*(intXx/25) + 25»20»(intXy/25) -t-25»(intXzr75)+5«i+j]; }} 
goto begin; 

Fig. 8.18 Text of the "mcsignals.c" subroutine that gives a 5x5 set of pixel signals for a given 
input energy, position and direction. 
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11 gammasigx: This program uses the "mcsignals" subroutine as the basis for simulating sets of gamma ray 
// interactions for flood illumination of a single pixel; 

^include <stdio.h> 
^include <stdlib.h> 
^include <math.h> 
float •resp={float •) malloc( I250000*sizeofl;float)); 
float •comang=(float*) malloc(200000*sizeofl[float)); 
float signaIs[2S].totmu[200],photprob[200],cdteprob[2(X)],cdprob[200]; 
FILE •out,*reponse,*compton,*totmus,*photprobs,*cdteprobs,*cdprobs; 
long int ij,lc,l,m,n,c; 
float x,y^ 
void main() { 
out=fopcn("c:\\dan\\signals.dat*',"w"); //read in files for simulations 
responsc=fopcn("c;\\dan\\response64.dat"); 
for(i=0;i< 1250000;i+-t-) fscanfl[responsc,"%f\&resp[i]); 
fclose( response); 
compton=fopen("c:\\dan\\compton.dat"); 
for(i=0;i<200000;i++) {fscanf(compton,"%f',&comang[i]); 
fclose(compton); 
totmus=fopen{"c:\\dan\\totmu.dat"); 
for(i=0;i<200;i-H-) { fscanfl[totmus,"%f",&totmu[i]); 
fclosc(totmu); 
photprobs=fopen("c:\\dan\\photprob.dat"); 
for(i=0;i<200;i++) { fscanflihotprobs,"%f",&photprob[i]); 
fclose(photprob); 
cdteprobs=fopen("c:\\dan\\cdteprob.dat"); 
for(i=0;i<200;i-H-) { fscanfl[cdteprobs,"%f',&cdteprob[i]); 
fclose(cdteprob); 
cdprobs=fopen("c;\\dan\\cdprob.dat"); 
for(i=0;i<200;i-H-) { fscanfl[cdprobs,"%f',&cdprob[i]); 
fclose(cdtprob); 
for(i=0;i<l000;i++){ e=l40; 

x=Tandom(380); 
y=random(380); 
z=0; 
dx=0; dy=0; dz=l; 
mcsignals(x,y^dx,dy,dz,e); 

for(j=0y<5u++){ 
for(k=0;k<5;k-t-+){ fprintfl[out, "%fsignals[5*j+k]; } 

fj)rintf(out,"\n"); } 

} 
fclose(out); 

} 

Fig. 8.19 Text of the "gammasig.c" program that gives 5x5 sets of pixel signals for flood 
illumination of a single pixel using the "mcsignals.c" subroutine. 
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8.5 Estimation algorithms 

8.5.1 Maximum-likelihood estimation using Monte-Carlo simulations 

The software for maximum-likelihood estimation is based on the "mcsignals.c" 

subroutine in Fig. 8.18 for generating Monte-Carlo simulations of pixel signals. The 

subroutine "McMl.c" in Fig. 8.20 uses "mcsignals.c" to generate 1000 sets of pixel 

signals for a given interaction location. The likelihood for the observed signals is then 

calculated by averaging the likelihoods for the 1000 interactions to give an approximation 

for the true likelihood. The position and energy are then perturbed to find positions or 

energies that give a higher value for the likelihood. The procedure is repeated until the 

likelihood is maximized. 

The simulation presented here is a true brute-force calculation of the likelihood. As 

was discussed in Sec. 4.2, the likelihood can also be calculated using simulations that are 

more likely to produce signals more similar to the observed signals. We have chosen to 

present the simpler Monte-Carlo simulations here since the program is easier to 

comprehend, but the modified simulations can be incorporated easily. The "Mcest.c" 

program in Fig. 8.21 sets up the arrays from the input files and reads in the data from the 

file "rawdata.dat" as input to "McMl.c". 
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//McMl.c: A sxibroutine performing maximum-likelihood estimation based on a 
//full Monte-Carlo simulation of pixel signals. 
void McML(){ 
long int 1,m,n,nx,ny,nz, skip,done,set,index,s, t3 , s3,t2; 
float a,a2,mse; 
a2=0; //a2 stores a term that increases as the mean-square 

//deviation of the true pixel signals from the expected signals 
// decreases. Thus, the algorithm is completed when a2 is at its maximum,-

nx=20;ny=25;nz=10; //initial guess for x,y,z position (out of 50x50x20) 
skip=3; //skip is the number of positions to skip in each step 
// of searching to maximize a2; It starts at 3 and then goes to 1 

while(done!=3 || abs(skip)!=1){ 
if(done==3) skip=l; 
sigraas=l.2*1.2 ; //variance of pixel signals in keV squared 
done=0; //done gets increased by one each time the search reaches 

//a maximum in one dimension (x,y,z) . 
for (index=0; index<4;index++) { //for x,y,2,axid e 

skip=abs(skip); l=0;set=0; 
while (set==0) { //set=l when the search has maximized in one dimension 
if(index==0) nx += skip; //For each of 
if(index==l) ny += skip; //the three 
if(index==2) nz += skip; //dimensions search in increments of "skip" 
if(index==3) e += skip; // also search through energy 

if(nx>49)nx=49; if(nx<0) nx=0; //Clip values if they have exceed the 
if(ny>49) ny=49; if(ny<0) ny=0; //limits of the pixel 
if(n2>19) nz=19; if(nz<0) nz=0; 

a=0; 
for(i=0;i<1000;i++){ mcsignals(7.6*x,7.6*y,75«z,0,0,l,e) 

for(j=0; j<5; j++) { //Calculate mean square deviation of simulation from 
for(k=0;k<5;k++) { mse=pow(signals[5*j+k]-dat[j[k],2)}} //true signals 

if(mse<100.0) a=a+exp(-0.5/sigmas*(mse-50.0) ) } //Get scaled probability 

if(a>a2) {a2=a;t2=t;nx2=nx;ny2=ny;nz2=nz;e2=e; }//store values if a 
//is greater than the previously 
//recorded maximum and update the maximum, a2 

else { nx=nx2;ny=ny2;nz=nz2;e=e2; //if the likelihood has not increased 
if(l==0) skip=-skip; //then reset values and search in other direction 
else set=l; } //if other direction has already been searched then 

//stop for this dimension 
1 + +; //increasing 1 indicates another dimension has been mcucimized 

} //while loop that stops when set==l 
if(l==3 && skip<0) done-t-+; //if likelihood has not increased in either 

//direction of this dimension then increase "done" 
} //for the next index (dimension of x,y,z) 

} //while loop that stops when done==3 auid skip==l. 
if (spread2==l) e=dat[2] [2]/signall [25*20*50*nx2+25«20*ny+25*nz+5*2<-2 ; 
else e=dat [2] [2]/signal2 [25*20*50*nx2+25*20*ny+25*nz+5«2+2; 

//e is the calculated energy 
} //and nx2,ny2 and nz2 are the positions 

Fig. 8.20 Text of "McMl.c" subroutine for doing maximum-likelihood estimation with full 
Monte-Carlo simulations. 
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//MCest.c: This program uses the "McMl.c" subroutine for doing maximum-
//likelihood estimation of gamma-ray interaction parameters 
#include <stdio.h> 
#include <math.h> 
#include <stdlib.h> 

long int i,j,k,sigl[5][5],dat[5][5],nx2,ny2,nz2; 
float x,y,z,e,e2; 
float •resp=(float •) malloc( 1250000*sizeof(float)); 
float •comang=(float*) malloc(200000*sizeof(float)); 
float signals [25] ,totmu[200] , photprob [200] , cdteprob [200] ,cdprob(200] ; 

FILE 'out, 'reponse, •compton, *totmus, •photprobs, 'cdteprobs, 'cdprobs; 

void main(){ 
//insert here the opening of the files from 
//"gammasig.c" 

FILE •out; 
out=fopen("results-dat" , "w"); //output file as list of x,y,z,E 
in=fopen(*rawdata.dat" , "r"); //Data input file 
for (i=0; i<1000;i4"t-) { //for 1000 sets of pixel signals 
for(j=0;j<5;j++){ 
for(k=0; k<5;k++){fscanf(in,"%f",dat[j] [k]);}} 
McMl(); //run "McMl.c" for doing estimation 
fprintf(out,"%ld, %ld, %ld, %fXn",nx2,ny2,nz2,e) //save estimation results 

} 
fclose(in); 
fclose(out); 
} 

Fig. 8.21 Text of "MCest.c" for using "McMl.c" to do Monte-Carlo maximum-likelihood 
estimation. 
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8.5.2 Maximum-likelihood estimation with a simplified detector model 

We can speed up our simulations enormously by using a simpler model of the 

detector physics. In Sec. 4.3.4 we discussed a simplification where there are only two 

possible sets of pixel signals for each interaction position. The two sets correspond to all 

of the charge being deposited at the interaction site, but with different amounts of charge 

spreading. The first set uses the normal value for the charge spreading, and the second 

set uses a value of 4 times the maximum charge spreading. The first set is meant to 

represent interactions where there are no secondary photons (such as photoelectric 

interactions that produce Auger electrons) or where the secondary photon is absorbed 

close to the interaction site. The second set is meant to represent interactions where 

energy is deposited far from the interaction site. If we assume the two sets are equally 

probable to occur, the likelihood can then simply be calculated by finding the set of pixel 

signals that has the least squared deviation from the observed signals. The programs for 

doing the estimation are in "maxlike.c" in Fig. 8.22 and in "Mlest.c" in Fig. 8.23. 

The simplifications used here are very ad-hoc, but they are justified in giving results 

that are not much worse than the full Monte-Carlo simulation method. The advantage of 

doing a brute-force calculation of the likelihood is not to actually use that method in a 

practical imaging system, but instead to serve as a benchmark by which to judge all other 

algorithms. 
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//maxlike.c: This program perforins maximum-likelihood estimation of 
//event parameters for gamma-ray interactions. The raw data in the 
// "rawdata.dat" file is assumed to consist of 5x5 sets of pixel 
//signals for each gamma-ray interaction, with gain correction and offset 
//subtraction already included and the highest signal in the center. 
void maxlike (){ 
long int l,m, n,nx,ny, nz,skip,done, set, index, a, a2, t,s, t3, s3 , t2, spread, spread2 ; 
a2=0; //a2 stores a term that increases as the mean-square 

//deviation of the true pixel signals from the expected signals 
// decreases. Thus, the algorithm is completed when a2 is at its maximum,-

nx=20;ny=25;nz=10; //initial guess for x,y,z position (out of 50x50x20) 
skip=3,- //skip is the number of positions to skip in each step 
// of searching to maximize a2; It starts at 3 and then goes to 1 

while (done! =3 || adjs (skip) ! =1) { 
if(done==3) skip=l; 
done=0; //done gets increased by one each time the search reaches 

//a maximum in one dimension (x,y,z). 
for(index=0;index<3;index++){ //for x,y,and z 
skip=eibs (skip) ; l=0;set=0; 

while(set==0){//set=l when the search has maximized in one dimension 
if(index==0) nx += skip,- //For each of 
if(index==l) ny += skip,- //the three 
if(index==2) nz += skip; //dimensions search in increments of "skip" 

if(nx>49)nx=49; if(nx<0) nx=0; //Clip values if they have exceed the 
if(ny>49) ny=49; if(ny<0) ny=0; //limits of the pixel 
if(nz>19) nz=19,- if(nz<0) nz=0; 
for (j =0 ,-j <5; j++) { //get the expected signals from the look-up tables 
for(k=0;k<5;k++){sigl[j ] [k]=signall[25«20«50*nx+25*20*ny+25*nz+5*j +k]; 

sig3[j] [k]=signal3[25*20*50*nx+25*20*ny+25*nz+5*j+k] ; }} 
s=0;t=0;s2=0;t2=0; 

for(j=0;j<5;j++){ 
for (k=0 ;k<5 ;k-»-+) {s=s-»-sigl [ j ] [k]*sigl[j] [k] ; s3= s3+3ig3[j] [k]«sig3[j] [k] ; 

t=t+dat [ j ] [k] •sigl [ j ] [k] ; t3=t3+dat [ j ] [k] 'sigS [ j ] [k] ,- } } 
if(t*t/s > t3*t3/s3) { spread=l; a=t*t/s;} //a increases with the 
else {spread=2; a=t3*t3/s3;} // likelihood, assuming gaussian noise 

if(a>a2) {a2=a;t2=t;nx2=nx;ny2=ny,-nz2=nz;spread2=spread; }//store values if a 
//is greater than the previously 
//recorded mcLximum and update the maximum, a2 

else { nx=nx2;ny=ny2?nz=nz2; //if the likelihood has not increased 
if(l==0) skip=-skip; //then reset values and search in other direction 
else set=l; } //if other direction has already been searched then 

//stop for this dimension. 
1++; //increasing 1 indicates another dimension has been maximized 

} //while loop that stops when set==l 
if(l ==2 && skip<0) done++; //if likelihood has not increased in either 

//direction of this dimension then increase "done" 
} //for the next index (dimension of x,y,z) 
} //while loop that stops when done==3 and skip==l. 

if (spread2==l) e=dat[2] [2]/signall[25*20*50«nx2+25*20«ny+25*nz+5*2+2; 
else e=dat[2] [2]/signal2 [25*20*50*nx2-t-2S*20«ny+25*nz+5*2+2 ,-

//e is the calculated energy 
} //and nx2,ny2 and nz2 are the positions 

Fig. 8.22 Text of "maxlike.c" subroutine that estimates the energy and position of a gamma ray 
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//MLest.c: This prcjgram uses the "maxliJce.c" subroutine for doing maximum-
//likelihood estimation of gamma-ray interaction parameters 
Sinclude <stdio.h> 
Sinclude <math.h> 
Sinclude <stdlib.h> 

long int i, j , k, sigl [5] [5] , sig3 [5] [5] , dat [5] [5] , nx2, ny2, nz2 
float x,y,z,e; 
float •signall=(float •) malloc( I250000*sizeof(float)); //The look-up table 

//gives the 25 pixel signals 
//for a 50x50x20 set of possible 
//interaction positions in the 
//central pixel. 

float •signal3=(float •) malloc{ i2S0000«sizeof(float)); 

void main() { 
FILE 'in,*resp,•resp2,*out; 
resp=fopen("response64b.dat","r"); //pre-calculated look-up table 
resp2=fopen("response64c.dat","r"); //pre-calculated look-up table 
out=fopen("results-dat","w"); //output file as list of x,y,z,E 
for(i=0;i<1250000;i++) fscanf(resp, "%f &signall[i]); //Read in the look-up 

//table #1 
for(i=0;i<1250000;i++) fscamf (resp2, "%f &signal3[i]); //Read in the look-up 

//table #2 
in=fopen("rawdata.dat","r"); //Data input file 

for(i=0;i<lOOO;i++){ //for 1000 sets of pixel signals 
for (j=0; j<5; j-t-+) { 
for (k=0;k<5;k-t-+) {fscanf (in, "%f" ,dat [ j ] [k] ) ; }} 
maxlikeO; //run "maxlike.c" for doing estimation 
fprintf(out,"%ld, %ld, *ld, %f\n",nx2, ny2,nz2,e) //save estimation results 

} 
fclose(in); 
fclose (out); 
fclose (resp); 
fclose (resp2); 
} 

Fig. 8.23 Text of "Mlest.c" program for using "maxlike.c" subroutine to estimate positions and 
energies of gamma-ray interactions. 
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CHAPTER 9 

9. SUMMARY AND CONCLUSIONS 

All of the work presented in this dissertation is aimed at connecting the 

understanding of the physics of detectors to the understanding of the signals that come 

from the detectors. The connection works in two directions: understanding the physics 

enables us to understand the statistical properties of electrode signals for improved 

spectral and image estimation; understanding how to process the signals effectively 

enables us to test hypotheses about the detector physics. Making the connection in both 

directions strengthens our understanding of how to both design detector systems and to 

analyze the data effectively. As semiconductor detectors enter into use in real clinical 

and research imaging systems, new system geometries will require new analysis for 

performing estimation tasks and new materials, such as Pbl2 thick films, will require a 

renewal in exploring hypotheses about the detector physics. 

In the following, we will summarize the main points from the research contained in 

this work in the areas of detector physics, estimation and software development. An 

outline of future work will follow, with relevant questions presented to be answered by 

future researchers. 

9.1 Detector physics 

A survey of the relevant physical processes in a semiconductor gamma-ray detector 

was made, including Compton scattering, photoelectric absorption, charge transport. 



333 

charge-carrier trapping, charge diffusion, self-repulsion of charge clouds and signal 

induction. New developments in the theory of the self-repulsion of charge clouds were 

presented, including analytic descriptions of charge cloud shapes in the presence of 

charge carrier trapping. Experimental verification of charge cloud shapes for high-

energy alpha particles was achieved in the 48x48 array. The existence of traps with 

detrapping times less than the integration time was proposed as an explanation for why 

charge clouds do not appear to expand as far as self-repulsion predicts. A summary of 

phenomena that produce inhomogeneous detector behavior was also presented, including 

an analysis of charge transport along grain boundaries. 

9.2 Estimation methods 

Methods were developed for creating a statistical model of detector pixel signals 

using the physical model developed in Chap. 2. The statistical model was developed as a 

probability density function (PDF) that relates the gamma-ray energy and interaction 

position to the pixel signals. The PDF can be used to perform maximum-likelihood 

estimation of the gamma-ray energy and interaction position. The theoretical basis for 

marginalizing PDFs over nuisance parameters was developed and applied to 

marginalizing over the depth of interaction for normal incidence gamma rays. For 

gamma rays with off-normal or unknown incidence angles, the depth can be estimated in 

the 64x64 arrays using the negative signals produced by trapped holes through signal 

induction. 
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The PDFs from the individual gamma rays were combined to give a single ensemble 

likelihood that relates the entire set of pixel signals from all ganrnia rays in an image to 

the fluence distribution on the detector surface. The fluence can be estimated using the 

list-mode expectation-maximization (EM) algorithm. Tests of the EM algorithm with the 

48x48 arrays show that the EM algorithm reconstructs images with substantially better 

spatial resolution than images formed from individual position estimates. Spectral 

reconstruction was also performed, and tested in the task of background subtraction, 

showing that the EM algorithm produces spectra that give better estimates of the true 

source strength. A new variation of the EM algorithm was also presented for including 

all detected gamma rays in a single algorithm by treating the background as another 

estimable parameter. 

Experimental detector characterization was used for estimating gamma-ray 

interaction positions in regions of detectors with unusual detector behavior. In some 

regions, estimated positions can be almost one pixel away from the true interaction 

position because of detector crystal defects, such as grain boundaries. We used a 

collimated beam of gamma rays to map the detector response. The mapped data was 

either fitted to a Gaussian model for the pixel signals or used to generate images for each 

mapped position. The data was for test images was then analyzed using individual 

maximum-likelihood position estimates or EM fluence reconstruction. The mapping was 

effective in providing estimation methods for correcting some of the effects of crystal 

defects. 
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9.3 Software 

Software was developed for both data acquisition and data analysis. Labview 

programs were designed, built on previous data-acquisition programs, for summing 

neighboring pixel signals on-the-fly and storing sets of raw data from gamma-ray 

interactions. User interfaces were designed for more user-friendly use and expanded to 

include controls for conveniently taking multiple images of the same object. Software 

for controlling an electronic translation stage was combined with a Labview program for 

automated mapping of detectors with beams of gamma rays. New sets of clocking 

signals were developed for the 48x48 array for obtaining optimal energy resolution. 

Software was developed in 'C for simulating the production of pixel signals from 

gamma-ray interactions. The simulations were incorporated into programs for 

performing maximum-likelihood estimation of interaction parameters. Efficient methods 

for performing maximum-likelihood estimation based on extreme simplifications in the 

physical detector model were developed for greater computational efficiency. 

9.4 Future work 

9.4.1 Detector physics 

The most important processes in any gamma-ray detector are the processes that lead 

to the detection of a gamma ray, including absorption and scattering processes. These 

processes have been all well understood for some time and will continue to be the 

comerstone of anyone's understanding of gamma-ray detectors. The foundations for 
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understanding charge transport and the induction of pixel signals have also existed for 

some time, but have only recently been applied to thoroughly understanding the behavior 

of semiconductor gamma-ray detectors. The largest work for the near future will be to 

understand the material properties of newly developed semiconductors and the role of 

contacts on semiconductors. 

Thick-film detectors, if current technology developments live up to their promise, will 

be the main detectors in use in a new animal imaging system at the Center for Gamma-

Ray Imaging at the University of Arizona. Thick films are promising for the simple 

deposition process whereby the material is deposited directly onto the readout circuit, 

without the need for indium bumps and hybridization. Thick films exhibit very strong 

electron trapping, making the energy resolution very poor. Our detectors, with their 

small pixel electrodes, will be ideal for studying the physics of thick films on a detailed 

level. Of particular importance will be deducing how the combination of the trapping 

and the induction effect will interact in the production of pixel signals. Trapping models 

may have to be expanded to include inhomogeneous trapping. 

Another important area for future research will be understanding the properties of 

electrode contacts. Our detectors have blocking contacts, whereby the electrons are all 

stopped at the contact surface. It is well known that in many other detectors the electrons 

that reach the contacts continue through the readout circuit and cause another electron to 

enter the material through the opposite contact, a process called photoconductive gain. 

The IMARAD company has claimed to have developed detectors that are not blocking. 
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but still do not show evidence of photoconductive gain. Some relevant questions include: 

Are the IMARAD detectors truly non-blocking? Are our detectors completely blocking, 

or do some electrons make it through the contact and get reinjected? What are the 

implications for signal induction with non-blocking contacts? Answering these questions 

will be important for choosing the future selection of detector material. 

9.4.2 Estimation methods 

The general outline for the future work with estimation methods has already been 

presented in Chap. 7, but there are new areas of research that may prove of vital 

importance for the imaging systems being developed in this group and other groups. The 

most important work will be in tying our understanding the physics of the pixel signals to 

the use of the information about the gamma-ray energy. In Chap. 4 we developed 

methods for getting the probability for a set of pixel signals as a function of the gamma-

ray energy. Much work has already been done in SPECT systems for making use of more 

of the information in energy spectra for scatter correction. It will be important to tie in 

the statistical detector modeling such that not only the estimated energy, but the 

uncertainty in the estimated energy, can be used in any scatter-correction schemes. It 

will also be important to know if spectral reconstruction can assist in scatter correction. 

In addition to scatter correction, background subtraction may become an important 

part of SPECT imaging in this group. In addition to background introduced by out-of-

fleld activity the thick film detectors will have noise that reaches up into the energy 
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window for gamma-ray counting. This noise will effectively form a set of background 

counts that must be subtracted off. Unlike for scatter correction, a background event 

contains no information about the object, so background correction algorithms are 

fundamentally different from scatter correction algorithms. Variations on the 

background EM algorithm in Sec. 5.4 may prove useful with thick-film detectors. 

9.4.3 Software 

The software development in this work has dealt with the data-acquisition system 

and data analysis. The software for data analysis will be a straightforward extrapolation 

of the fiiture development in estimation. The software for data acquisition will be 

replaced by the new field-programmable gate array (FPGA) based electronics being 

developed for the new animal SPECT systems. Only the current test setup and the new 

hand-held collimator imager will continue to use the LABVTEW software. Of particular 

importance will be the development of software for use by non-experts, making the 

systems "idiot proof. Systems will be shipped to laboratories across the country, and 

outside the country, where people will not have the experience in changing the data-

acquisition software. While much work has been done, further work will be needed to 

ensure that the software proposals in Chap. 7 can be incorporated smoothly into a user-

fnendly system. 
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