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ABSTRACT 

The Internet has made it possible for large amounts of data to be made available to users 

in a variety of areas. This has to lead to users being inundated with lots of information, 

making it difficult for them to locate data that would be of use to them. One domain that 

has not been immime to this problem is that of remote sensing. Remotely sensed data is 

available in abundance and can potentially be of use to many users. But it is difficult for 

users from different application domains to locate appropriate datasets and process them. 

Current search tools such as search engines are not adequate for remotely sensed data as 

most searches using these tools yield an inordinately large number of web sites, each of 

which has to be explored individually by the user and then the results manually collated. 

Besides, traditional search techniques are not embedded with the knowledge about the 

remote sensing domain. 

The goal of this research is to find out how users with varying backgrounds and levels of 

expertise can retrieve and access resources over the Internet. This dissertation describes a 

virtual enterprise model of intelligent agents that deals with the complexities of locating 

and retrieving remotely sensed data over the Intemet. The methodology followed in this 

research includes (i) agent modeling, (ii) building agent cooperation techniques that 

would enable agents to understand terminology used at different sites and communicate 

with each other, (iii) optimizing communication flows between various agents, (iv) 

validating the model, and (v) verifying the prototype. The important contributions of this 

research include among others an agent model generalizable to problem domains other 
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than remote sensing, a formally defined ontology (a collection of terms and relationships 

between those terms) for the remote sensing domain, and a prototype system that 

implements the model and the ontology. 
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CHAPTER 1 

INTRODUCTION 

The past few years have seen an exponential growth of the Internet and the emergence of 

the World Wide Web (WWW). In January 1999, there were 250 million users on the 

Internet and this number is expected to double by January 2000 

[http://www.cs.purdue.edu/homes/bxd/inter/growth.html]. This explosive growth has 

made information available to anyone with access to a phone line and heralds the advent 

of the "Information Age". 

Internet users need a new class of information retrieval techniques to help them utilize the 

increasingly vast selection of networked information resources on the Internet effectively. 

Information discovery, i.e., locating objects of interest when the population of objects 

from which to choose is potentially widely distributed, has become a very important 

issue. There may be a wealth of information available on a topic of interest, but that 

information may be scattered haphazardly and randomly across the Internet, which makes 

discovering and retrieving resources increasingly difficult [Lynch, 1995]. There are 

many problems associated with information discovery. 

First, describing and classifying resources is a difficult task because the same resource 

can be described in different ways depending on the perspective of the person cataloging 

the resource. For example, a photograph of downtown Tucson in the early 1900s can be 

cataloged several different ways. An architect may be interested in the building 

http://www.cs.purdue.edu/homes/bxd/inter/growth.html
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structures while someone in the fashion industry may be more interested in the clothes 

people wore in that period. Second, there is no well-established taxonomy for describing 

resources in some domains. For example, in a classification of educational institutions in 

different countries, different terms such as "baccalaureate," "0-Levels" and "High 

School" may be used, even though all the terms refer to die same concept. Third, as 

different types of resources are added to the Internet, the number of resource types and 

categories tends to evolve over time. Sometimes the same resource may itself change 

form over time. A simple example is that of an author of a textual web document adding 

more material to it. A more complex example is one where a seismologist processes 

geologic data, thereby changing its form. Fourth, users may not always have sufficient 

domain icnowledge to determine what data would be most useful. This is especially true 

of scientific data such as geologic or remotely sensed data. Such data is of use to people 

in a variety of domains, but they would need help from a scientist to decide what data 

would be most useful to them. Finally, more often than not, users want a summary of 

available pertinent resources rather than an exhaustive list. Current search techniques 

sometimes return hundreds of thousands of hits to the user, through which he or she must 

wade to figure out what data would be most useful. 

One problem domain that is subject to these problems is that of remote sensing. Remote 

sensing satellites with electromagnetic energy sensors are generating large amounts of 

data to assist in inventorying, mapping, and monitoring earth resources. Such remotely 

sensed digital data are used to support accurate, timely, and reliable decision-making in 

such varied applications as: geologic mapping (mapping the different types of rock 
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formations in a region), soil mapping (documenting different types of soils in a region), 

land use mapping (documenting how land is currently being used, e.g., agricultural versus 

urban development), and environmental assessment (documenting data of interest to 

environmentalists, e.g., deforestation in the Brazilian rain forests). 

Unlike some other resources on the Internet, it is difficult to identify and retrieve satellite 

data most suitable for a particular query because raw satellite data can be processed using 

a variety of methods, depending on the specific application. The users of satellite data 

need to have knowledge about remote sensing, and the characteristics of different 

sensors. Specifically, each application requires datasets with certain spatial, temporal, 

and spectral requirements. 

The spatial resolution of a dataset refers to the extent of the earth's surface captured by a 

sensor in each pixel of the dataset. For example, if an architect wants to map the roads in 

Tucson, AZ, she needs a dataset with a spatial resolution of 30 meters or less. This 

means that the each pixel of the dataset should contain 30 meters or less of the earth's 

surface in it. 

The temporal resolution of a dataset refers to the time when a sensor was launched and 

how frequently a sensor captures data about the same location on the earth's surface. For 

example, an environmentalist trying to study deforestation in the Brazilian rain forests 

since the 1060s needs data from a sensor that has been capturing data since the 1960s. 

On a similar note, an envirorunentalist trying to monitor an oil slick along the 
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Mediterranean coast on a weekly basis needs datasets from a sensor that senses the same 

part of the earth at least once a week. 

The spectral resolution of a sensor refers to those bands of the electromagnetic spectrum 

that the sensor is capable of sensing. For example, if a government agency wants to map 

vegetation in the United States, it would need datasets with information in the near-

infrared and the red ranges to be able to identify vegetation. 

Table 1.1 shows the spectral, spatial and temporal resolutions of the datasets captured by 

various sensors available for commercial use. For example, the Landsat satellite carries 

an MSS sensor on board. The Landsat satellite goes over the same part of the earth's 

surface every 16 to 18 days. Each pixel of the datasets captured by the MSS sensor 

contains an area of 79 meters. The MSS sensor is capable of sensing in the visible range 

(O.5-0.7 |am) and the near infrared range (0.7-1.1 |im) 
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Table 1.1: Characteristics of Sensors 

Satellite Repeat 

Cycle 

Sensor Spatial 

Resolution 

Visible 

(^m) 

Near 

Infrared 

(Mm) 

Thermal 

Infrared 

(pm) 

Landsat 16 or 18 

days 

MSS 79 m 0.5-0.6 

0.6-0.7 

0.7-0.8 

0.8-1.1 

SPOT 26 days XS 20 m 0.5-0.59 

0.61-0.68 

0.79-0.89 

NOAA 12 hours AVHRR 1.1 km. 0.58-0.68 0.72-1.1 3.55-3.93 

10.3-11.3 

11.5-12.5 

1.1 Research Questions 

There are several challenges in locating, accessing, and processing satellite data. 

First, the data seldom are available at one site; rather, they are typically dispersed over a 

number of geographically distributed sites. Some of these have raw data. For example, 

the NOAA Satellite Active Archive (http://www.saa.noaa.gov/) serves data from the 

AVHRR sensor. The Arizona Regional Information Archive (http://aria.arizona.edu) 

serves data from the Landsat TM sensor. Other sites have datasets processed for specific 

applications. For example, the Space Science and Engineering Center 

http://www.saa.noaa.gov/
http://aria.arizona.edu
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(http://www.ssec.wisc.edu/data/volcano.html) serves volcano watch data, and the 

National Environmental Satellite, Data, and Information Service (NESDIS) serves 

imagery for significant events such as fires, volcanoes, floods, tropical storms, oil spills, 

ice, dust storms and storms. 

Second, a large number and variety of sources produce data. Sources of data refers to the 

various sensors on board satellites that are currently sensing data. The sensors and their 

characteristics are summarized in Table 1.1. 

Third, the remote sensing domain has its own set of terms, which makes it more difficult 

for users from different application domains to locate appropriate datasets and process 

them. To make the problem worse, different terminology is often used to describe the 

same concept. For instance, the terms "level-slice," "density-slice," and "threshold" all 

refer to the same processing algorithm that groups ranges of digital values measured by 

sensors and then color codes those ranges. Different sites may use different terms to 

describe datasets that have been processed in a similar manner. 

Fourth, there are a number of users who have neither the expertise in remote sensing nor 

time to learn to understand how to access and process the data. There may be architects, 

engineers, government employees and environmentalists who can potentially use satellite 

data but are not able to decide which dataset to use and how to process it. 

Some queries firom users may require data to be assembled firom multiple sites. For 

example, to map fires, a forest ranger would need a digital elevation model, as well as 

http://www.ssec.wisc.edu/data/volcano.html
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data acquired by the Landsat TM and AVHRR sensors. But all the data may not be 

available at the same site. 

Finally, domain specific knowledge may be required to answer high level queries from 

users. To answer a query such as Where is corn grown in Arizona?, the spectral, spatial 

and temporal characteristics of the various sensors have to be considered in determining 

which sensor would be most appropriately relied upon. 

The chief focus of our research is to deal with these challenges in locating and retrieving 

satellite data. Therefore the primary research question is: 

"How can users with varying backgrounds and levels of expertise with remote sensing 

be able to retrieve and access satellite data most appropriate for their uses?" 

Our problem domain displays characteristics common to other resource discovery 

problems such as there being a distributed and dynamic environment. It also displays 

additional characteristics as follows: (1) There is a need for the user to have domain 

specific knowledge to make a decision about which data would be most useful for a 

particular purpose, and (2) The same resource can be of use to different users with 

completely different queries. For example, the same Landsat TM dataset can be used in 

fire mapping or crop mapping, depending on how it is processed. The environment with 

which we are dealing is very similar to commercial enterprises on the Internet. There are 

commercial as well as academic users looking for satellite data at various stages of 

processing. There are many suppliers of raw as well as processed satellite data. 
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Researchers have taken a variety of approaches to dealing with the problem of being 

inundated with too much unwanted information, commonly referred to in literature as the 

problem of information overload. Some of them include using search engines and 

directories. However, each of these techniques has its own drawbacks. Search engines 

(software tools that help users find web pages that relate to one or more user-provided 

key words) require massive computational resources, and directories (web sites that 

provide a set of links to all the web pages that fall within predetermined areas of interest) 

require human editors to keep them up to date. A more detailed description of the current 

approaches for resource discovery is provided in Chapter 2. 

An alternative approach that appears promising is the use of a virtual enterprise model of 

intelligent agents that are capable of locating data and processing it to produce the 

information sought by users. Software agents are computer programs that behave like 

humans and have properties such as autonomy, adaptability, mobility, and 

communication ability [Cohen, 1994, Etzioni, 1994, Finin, 1994]. 

Therefore, Research Question I is: 

"Is an agent based approach appropriate in a problem domain that: 

(a) is similar to other resource discovery problems in complexity and scale, and 

(b) has additional characteristics such as requiring the user to have domain specific 

knowledge in order to access and use the resources?" 
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The remote sensing domain, like any other scientific domain, has its own vocabulary and 

relationships between terms, and scientists use a lot of domain specific knowledge when 

they are trying to locate datasets and process them in response to queries from users. To 

enable agents to make decisions on behalf of users, the agents need to have a mechanism 

by which to interface with existing or dynamically created knowledge about the remote 

sensing domain. The challenge here is to provide the remote sensing terminology and 

knowledge about how to process remotely sensed data in a structured marmer to the 

agents in a way that allows the agent to reason about the queries from the users and also 

to communicate and collaborate with other agents. There are many knowledge 

representation techniques such as keywords, thesauri, taxonomies and ontologies. The 

challenge here is to select the most appropriate knowledge representation technique and 

use an appropriate methodology to build a knowledge base. 

Therefore, Research Question 2 is; 

"What technique would be most suitable to capture domain-specific knowledge in the 

remote sensing domain, and what would be the most appropriate methodology to build 

it?" 

In our problem domain, we assume that we have users with different levels of expertise. 

This means that novice users may not be able to provide as much information as the more 

experienced users to help the agents identify which datasets would be most suitable for 

the query. To effectively serve different types of users, agents should be able to adjust to 

different user backgrounds. This means that when the user provides incomplete 
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information, the agent should be able to take that information and infer other pieces of 

information from the knowledge base. For example, if the user mentions wanting to do 

crop mapping in southwestern Arizona, the agents should be able to infer that the 

required spatial resolution is 30 meters or greater and that the sensor most suitable for the 

user's query is Landsat TM. 

The agents should be able to adapt to different problem domains as long as the 

knowledge in each domain has been captured in a systematic manner and represented 

using a knowledge structure that the agent understands. 

Therefore, Research Question 3: 

"How can agents be designed so that: 

(a) they can deal with users with different levels of expertise and 

(b) they can be adapted to other resource discovery problems with characteristics 

similar to the remote sensing domain?" 

In a problem domain such as ours, where we are trying to do resource discovery on 

behalf of different types of users and retrieving data from sites of many different 

suppliers, many actions need to be taken. Since some of these can be done 

simultaneously, we need to have more than one agent in the model. 

Therefore Research Question 4 is: 
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"What should be the different types of agents and how many of each should be 

Implemented so that time spent by the user in the system in minimized?" 

Once the agent model is designed and implemented, it has to be validated. The challenge 

here is that this is a scenario in which multiple agents with varying knowledge and beliefs 

exchange messages with each other using remote sensing knowledge captured and 

represented by means of an appropriate knowledge representation technique. 

Therefore Research Question 5 is: 

"How do we ensure that agents are able to effectively use the remote sensing 

knowledge and exchange messages to process queries from users? 
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1.2 Dissertation Overview 

The first part of the dissertation describes the theoretical foundations of an agent-based 

model called SAGE the purpose of which is to deal with the problem of making 

heterogeneous, distributed remotely sensed data over the Internet transparently available 

to users with varying levels of expertise. The various steps involved in formulating the 

SAGE agent-based model are described below: 

Literature Survey: The goal of a literature survey is to find answers to research questions 

I and 2. First and foremost, we did a survey of the available techniques for resource 

discovery. Chapter 2 describes the advantages and disadvantages of each resource 

discovery technique, culminating in the choice of the agent-based model for the remote 

sensing domain. Second, we compared several knowledge representation techniques to 

determine which technique would be most suitable to capture knowledge in the remote 

sensing domain. 

Agent Modeling: The next step, described in Chapter 3, is that of agent modeling. The 

agent model that seemed appropriate for use in this situation is the virtual enterprise 

model consisting of agents that are adaptive (able to adapt to changes in their 

environment) and interactive (able to communicate and collaborate with each other 

effectively). A virtual enterprise model seemed suitable because we are dealing with a 

situation similar to that of an enterprise. We decided to use symbolic logic to represent 

agent beliefs and intentions, due to its precisely defined notation. The decision to use 

symbolic logic was taken to enable validation of the model using proof theory in order to 



28 

answer research question 5. The agents were constructed so as to be easily extensible to 

other resource discovery problem domains. The agents were designed in a flexible 

manner to answer research question 3. 

Agent Cooperation Techniques: To effectively interact with each other, the agents should 

understand varying terminology across different sites used by different agents. For the 

virtual enterprise model to be successfully employed in a heterogeneous environment, it 

is essential to have an ontology for the agents to use to conununicate with each other. An 

ontology is a powerful representation that allows representation of complex relationships 

such as generalization and aggregation between terminologies in different subject area. 

Our methodology for building the ontology involved protocol analysis, coding, and 

evaluation and is also detailed in Chapter 3. This step was performed to answer research 

question 2. 

Optimization of Information Flows: The next step was to see how many types and 

numbers of agents should be present so that queries are processed more efficiently. 

Chapter 4 describes a simulation model to determine which resources have to be 

replicated to ensure scalability of the model. The simulation results answer research 

question 4. 

Prototyping and Formal validation: The next step was to ensure that the agents are 

capable of handling typical queries from users. Using proof theory, we evaluated the 

collective reasoning processes that will occur in response to a variety of queries from 

users. Here the intention was to ensure that the agents can collaborate to successfully 
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process different queries and to answer research question 5. We have built a prototype 

that is capable of handling queries related to fire mapping and vegetation mapping in the 

State of Arizona, from novice as well as expert users. The prototype system has been 

verified and evaluated. Chapter 5 describes the prototype as well as the validation, 

verification and evaluation. 

The dissertation ends with a discussion of the contributions of this research effort, and 

highlights some areas for future research. 
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CHAPTER2 

LITERATURE SURVEY 

This chapter describes the various approaches for discovering resources on the Internet, 

and evaluates the merits and limitations of each. The goal of this chapter is to answer the 

research question about whether an agent based approach is appropriate in a problem 

domain which is similar to other resource discovery problems in complexity and scale, 

and has additional characteristics such as requiring the user to have domain specific 

knowledge to access and use the resources. 

One approach is to query the physical attributes of satellite data images on the Internet 

using pattern recognition techniques. This approach is known as Content-Based Image 

Retrieval and is described in Section 2.1. This is followed by a discussion of traditional 

search and indexing techniques (such as using Yahoo) in Section 2.2. Finally, related 

agent-based architectures and ontologies are described in detail in Sections 2.3 and 2.4. 

2.1 Content Based Image Retrieval 

Images are being generated at an ever-increasing rate by sources such as defense and 

civilian satellites, military reconnaissance and surveillance flights, fingerprinting and 

mug-shot-capturing devices, scientific experiments, biomedical imaging, and home 

entertainment systems. One approach being considered by researchers is that of content-

based retrieval. Content-based retrieval means retrieving relevant images based upon 
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their contents and not the captions of the images or textual descriptions prepared by 

humans, by users who are not familiar with what the images have in them. 

Here is an example to illustrate how complex it is to store and retrieve images on the 

basis of their content. A set of photographs of a busy street scene a century ago might be 

useful to historians wanting a snapshot of the times, to architects looking at the buildings, 

to urban plaimers looking at traffic patterns or building shadows, to cultural historians 

looking at changes in fashion, to medical researchers looking at female smoking habits, 

to sociologists looking at class distinctions, or to students looking at the use of certain 

photographic resources or techniques. Even an enormous amount of descriptive text 

carmot adequately substitute for the viewing of the image itself So, even if there existed 

a cataloger who reviewed the collection, similar photographs could be given different 

descriptions at different times. 

A content based image retrieval system (CBIR) is required to use information from these 

image repositories effectively and efficiently. Approaches to CBIR differ in terms of 

which image features are extracted, the level of abstraction manifested in the features, 

and the degree of desired domain independence. There are two major categories of 

features: primitive and logical. 

Primitive features are low level image features that can be extracted automatically or 

semi-automatically firom pixel data. Examples of such features are object centroids and 

boundaries. In case of satellite data, band ratios such as Normalized Difference 

Vegetation Index or NDVI (computed using the pixel values of the near-infirared and the 
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red bands and considered to be a good indicator of the presence of vegetation), are 

regarded as primitive features. 

Logical features are abstract representations of images at various levels of detail. Some 

logical features may be synthesized from primitive features while others can only be 

obtained through considerable human involvement. Logical features denote the deeper 

domain-specific semantics manifested in images [Cawkell, 1994]. They include two 

types of logical attributes: 

• Attributes that definitely need human intervention such as time and geographical 

location of the area represented in the image. This kind of information cannot be 

derived from pixel data. For example, the latitude and longitude of the earth's surface 

in a remotely sensed dataset and the time of data acquisition cannot be inferred from 

the pixel values of the dataset. 

• Some attributes can be inferred using primitive featxires. For example, in case of a 

remotely sensed dataset, features such as crops grown in Southwest Arizona can be 

derived from the pixel data. This can be done using supervised techniques (using 

processing algorithms on the dataset semi-automatically with human intervention), as 

well as unsupervised techniques (using processing algorithms on the dataset without 

human intervention). 

Our contention is that logical features provide more meaning or semantics to the images, 

and this is the information that is required by end users. It is based upon the logical 
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features that one can do a truly content-based retrieval of the satellite images. Therefore, 

in our model we provide techniques to capture and use logical features of images. 

A number of systems have been proposed for satellite data management. Some of these 

use primitive pixel data for image retrieval and hence cannot really be considered 

content-based retrieval systems. For example, Barros et al. [Barros, 1995], utilize spectral 

distribution information in a feature based image database. However, the system only 

allows queries such as, "Show me all the pixels that are spectrally similar to the specific 

pixel that I am interested in." Li et al., describe a system in which the user provides a 

pixel template as input, which is then compared to the images in the database using a 

similarity measure [Li, 1995]. However, the system cannot handle high level queries 

from novice users. 

Other systems such as. Sequoia 2000 [Anderson, et al. 1994], Paradise [Li, 1995], and 

Quest [Li, 1995], use a combination of primitive and logical features to retrieve images. 

For example. Sequoia 2000 can handle simple queries where the user has to provide 

values for parameters such as geographic location of the image, time of acquisition, 

quality level (i.e., whether the image is cloud free or not), and the sensor used to capture 

the image [Anderson, et al. 1994]. These systems use a SQL-like query language for 

retrieving satellite images. Similarly, the data in NASA's Distributed Active Archive 

Centers (DAAC) can be searched via the Earth Observing System Data and Information 

System (EOSDIS) Information Management System (IMS). This is achieved by indexing 

the data products which then enable users to retrieve data by specifying geographic 
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criteria along with optional selections for others such as temporal criteria, geographic 

parameters, satellite image data sources, data collection instruments, and data centers 

[http://lyta.gsfc.nasa.gov/~imswww/pub/imswelcome/]. NASA's IIFS (Intelligent 

Information Fusion System) uses supervised and unsupervised techniques to extract 

logical features from images [Short, 1996]. However, it assumes that the data and 

processing algorithms are stored at one site and that there is one object oriented database 

for storing the metadata about the images. Further, this system is not provided with the 

knowledge to actually process the data. Gahegan's system [Gahegan et al., 1996] uses 

feature extraction strategies (rules about which processing algorithms should be used) 

stored in frames. However the user is still required to select the dataset to be used for 

processing. The user has to be an expert in remote sensing to be able to identify the 

sensor that would be most appropriate for the user's query to use the system. 

A major limitation of most of these systems is that they only provide access to colors, 

shapes, and textures. However, users want to know what the multimedia data contains. 

They want to know what the shapes and colors represent (dogs, cats, cars, etc.). The 

primitive features are only hints to help to identify the "real" information content that 

users want to access and manipulate. In case of systems such as NASA's IIFS and 

Gahegan's system, the assumption is made that the user is an expert in remote sensing. 

None of the systems in existence address the question of users with no knowledge of 

remote sensing posing high level queries such as "Where is com grown in Arizona?" 

http://lyta.gsfc.nasa.gov/~imswww/pub/imswelcome/
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A content based retrieval system must provide a mechanism for expressing high-level 

conceptual ideas and definitions. Because conceptual information is domain and user 

dependent, the knowledge base must support multiple views of the data and allow the 

views to evolve or change over time. 

Another issue that has been ignored is that of the distributed nature of satellite data. This 

problem is increasing in magnitude with the growth of the Internet. It is very important 

to address this issue because users are not aware of which sites on the Internet have data 

that could be of use to them. The solution to this question has to be one that can address 

the distributed and dynamic nature of the Internet. NASA's IMS addresses this issue by 

including ''data center" as one of the keyword criteria in its metadata structure for 

describing satellite data. But "data center" refers to only to NASA's sites. IMS does not 

address the issue of keeping up with evolution of data. 

2.2 Internet Resource Discovery Technologies 

Researchers have proposed and implemented technologies such as search engines and 

Internet directories to search for information on the Internet. 

A search engine is a set of three programs. (1) A spider (also called a "crawler" or a 

"bot") goes to every page or to representative pages on every web site that wants to be 

searchable and reads it, using hypertext links on each page to discover and read a site's 

other pages. These crawlers or spiders read pages by following links on the web, going 
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from one page to all the subsequent pages to which it refers and to all those to which they 

refer, and so on. As a spider visits each page, it lists all the words in the page and adds 

the page to an inverted index so that each page can easily be found starting from any 

word it contains. (2) A program creates a huge index (sometimes called a "catalog") from 

the pages that have been read. (3) A program receives the user's search request, compares 

it to the entries in the index, and returns results to the user. Search engines need massive 

computational resources for indexing remotely sensed data as well as huge disk 

repositories for storage. Besides, the number of false hits is large because the search 

engines are not selective in their search of the Internet. This is because search engines do 

not differentiate between web sites based on subject matter. For example, if a user 

performs a search on the keyword "agents," the search engine may return results about 

literary agents, sports agents, real estate agents and software agents. They also fail to 

consider information stored in databases and servers that are not actually web documents. 

Another disadvantage is that the web is continuously evolving, and so it is difficult for 

the index to be up to date. So, users find that some of the search engine's links are stale 

[Etzioni and Weld, 1998]. The frequency at which search engines update their web sites 

varies. The less fi-equently the index is updated, the greater is the likelihood of missing 

new information as well as getting stale links in the list of results. Table 2.1 shows a 

comparison between a few popular search engines. For example, the search engine 

AltaVista is big in size (covers 140 million web sites), its spiders crawl to 10 million sites 

everyday; and the results it presents in response to queries fi-om users can be between 1 

day to 1 month old. This is because if a webmaster submits a page to Altavista for 
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registration, the page is registered in a day. For an unsubmitted page, it can take up to a 

month for it to be updated into the index [http://www.user.xpoint.at/baerti/links/ 

maschinen.html]. 

Table 2.1: Comparison of Search Engines 

Search 

Engine 

AltaVista Excite HotBot/ 

Inktomi 

Infoseek Lycos Northern 

Light 

Web 

Crawler 

Web sites 

indexed 

(in 

millions) 

Big 

(140) 

Medium 

(55) 

Big 

(110) 

Small 

(30) 

Small 

(30) 

Medium 

(80) 

Tiny 

(2) 

Pages 

crawled 

per day 

10 million 3 million Up to 

10 

million 

6 to 10 

million 

3 million+ 

Freshness 1 day to 

1 month 

1 to 3 

weeks 

1 day to 

2 weeks 

1 day to 

2 months 

2 to 3 

weeks 

2 to 4 

weeks 

Updated 

weekly 

Submitted 

Pages 

1 day 1 to 3 

weeks 

Within 

2 weeks 

Within 

2 days 

2 to 3 

weeks 

2 to 4 

weeks 

1 to 6 

weeks 

Non-

submitted 

pages 

I day to 

1 month 

3 weeks 2 weeks 1 to 2 

months 

2 to 3 

weeks 

2 to 4 

weeks 

1 to 6 

weeks, if 

at all 
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For broader searches going beyond the keyword into a discipline or a subject area, 

subject searching sites, or directories, are more effective. Web directories such as Yahoo 

use an editorial staff to organize the Web sites into a comprehensive catalog. Directories 

provide a convenient way to find sites on the Internet, but because Internet directories 

require human editors, the final output is far from comprehensive and cannot grow to 

handle more than a tiny fraction of the content on the Internet. Further, directories 

provide an inert collection of links. The user has to follow each link, going from one site 

to another. Often, the user has to fill out forms at each and every site, and sift through the 

results for relevant information [Etzioni and Weld, 1998]. 

Some companies such as pcorder.com, pricewatch.com and Junglee use off-line 

aggregators to store information in a relational database and use data entry staff to 

manually collect information. Here again, these technologies have the limitation of using 

human resources to gather and organize information [Etzioni and Weld, 1998]. 

Both search engines and directories have alleviated the problem of information overload 

but also have their downsides. A common disadvantage of both is that information can 

become outdated very fast because techniques and terminology for remotely sensed data 

evolve rapidly. Another disadvantage is that both these techniques search the Internet 

based on keywords provided by the user. However, in many situations, the user may not 

have the required domain knowledge to provide the appropriate keywords. Yet another 

disadvantage is that search engines and directories are not selective in the web sites 

covered by them. Problem domains such as discovery and retrieval of remotely sensed 

data need more specialized tools because 



39 

(a) The results are likely to be more precise. The user does not have to wade through 

irrelevant information. 

(b) Specialized tools embedded with domain specific knowledge can infer more 

information about the data at various sites than what is provided by the vendor or 

supplier of the data. For example, if a supplier satellite data describes a dataset as 

having been acquired by the AVHRR sensor, the datasets's spatial resolution can be 

inferred. 

In light of these shortcomings, we considered the option of using a model that employs 

intelligent software agents that interact with each other - a multi-agent model. 

2.3 Intelligent Agents 

2.3.1 What is an Intelligent Agent? 

In simple terms, an agent is a piece of software which performs a given task using 

information from its environment and acts in a marmer so as to complete the task 

successfully. The software should be able to adapt itself based on changes occurring in its 

environment. 

Traditionally agents have been viewed as rational systems with mental states (such as 

beliefs, desires and intentions) and rational acumen. According to Wooldridge 
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[Wooldridge, 1996], this notion is simply an abstraction tool that gives us a simple and 

convenient way of conceptualizing such complex software systems. 

According to Bird [Bird, 1995] who urges researchers to use the word "intelligence" 

more conservatively, agents wholly governed by necessity are not intelligent. He uses 

the phrase "governed by necessity" to mean "to be without choice." In other words, 

given a set A of all possible situations presentable to an agent governed by necessity and 

a set B of all possible agent responses then there is a many-to-one or a one-to-one 

mapping from A to B. Therefore, the primary characteristic of an agent that is not wholly 

governed by necessity is the presence of a many-to-many or one-to-many mapping 

between situations and responses. 

According to Pattie Maes, an agent is a piece of software that is proactive, personalized 

and adapted. It can act on behalf of people, take initiative and make suggestions as 

opposed to traditional software that is passive. She proposes a shift in paradigm from 

direct manipulation where the user has to initiate everything to indirect control where the 

user has an army of agents to help with the user's different tasks, goals and interests 

[Maes, 1994]. 

In general, the various definitions of an agent encompass a variety of software 

applications. At one end of the scale are relatively simple, client-based software 

applications that can assist users in performing mundane tasks such as sorting e-mail or 

downloading web pages from the web. This class of agent is often referred to as 

"personal assistant" agents. At the other end of the scale is the concept of sophisticated 
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software entities possessing artificial intelligence that autonomously travel through a 

network environment and make complex decisions on a user's behalf. 

2.3.2 Characteristics of Intelligent agents 

Different researchers have proposed characteristics that should be displayed by software 

systems to qualify them to be called agents. Some of those attributes are: 

• Autonomy - If agents are autonomous, it means that they can operate independently 

[Wooldrige, 1996] or without direct intervention of humans or other agents and have 

some kind of control over their actions and internal state. They contain algorithms, 

conditional statements, fuzzy logic, neural networks and the like for making decisions 

about their environment and executing their tasks. They can be launched by a user or 

by another agent. Once launched, agents execute or wait until termination conditions 

within a system are satisfied or until an explicit termination message is sent or their 

task is completed. For example, in our problem domain, an agent would have 

knowledge related to remote sensing, and be able to use that knowledge to make 

decisions without consulting a human being. 

• Social ability - Agents can communicate, cooperate, and negotiate with other agents 

(and possibly humans) via some kind of agent-communication language in order to 

achieve its tasks [Wooldridge, 1996]. Agents can establish formal interaction with 

other agents and request information from other agents. (This requirement for an 



agent to negotiate through a pre-defined mechanism distinguishes this approach from 

standard client-server software). Agents have a model of other agents and can, 

therefore, communicate with other agents to provide associated services or 

information as well as a means to contact look-up or search directories to locate such 

agents [Struthers, 1996]. For example, an agent in our problem domain should be 

able to exchange messages and have knowledge about capabilities of other agents. 

Reactivity - Agents maintain an ongoing interaction with their environment and other 

components [Wooldridge, 1996]. Agents perceive their environment (could be the 

physical world, a user via a GUI, a collection of other agents, the Internet, or a 

combination) and respond in a timely fashion to changes that occur in it. 

Pro-activeness - Agents do not simply act in response to their environment but are 

capable of taking action to change their environments. They are able to exhibit goal-

oriented behavior by taking the initiative. In other words, they are capable of taking 

initiative and are not solely driven by events [Wooldridge, 1996]. This characteristic 

is not commonly found in current agent implementations. 

Have a model of its own capability - Agents have knowledge of their current resource 

usage, projected resource usage and current interactions with other like agents 

[Struthers, 1996]. For example, when a software agent sends out a request, it waits 

for a reasonable period of time for a response from the receiving agent. 
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Mobility - Agents should be able to go onto the network to accomplish the delegated 

task [http://www.raleigh.ibm.com/iag/iaghome.html]. In our problem domain, an 

agent that travels to a supplier's web site to read metadata about data at that site can 

be said to possess this characteristic. 

Veracity - Agents will not knowingly communicate false information [Wooldridge, 

1996]. This means that the agents must not be malicious. 

Benevolence - Agents cannot have conflicting goals and every agent will try to do 

what is asked of it [Wooldridge, 1996]. 

Rationality - Agents will act in order to achieve their goals, and will not act in such a 

way as to prevent their goals being achieved - at least as far as their beliefs permit. 

Anthropomorphism - Agents have human-like character interfaces. An example is the 

Microsoft Agent [http://www.techmall.eom/techdocs/NP970909-l.html] that supports 

animated, interactive characters, enabling developers to enhance the interfaces of 

their Web pages or desktop applications to make more use of the natural ways people 

communicate. 

Delegation - The agent can be entrusted to tackle some or all of an activity 

[http://www.raleigh.ibm.com/iag/iaghome.html]. For example, in our problem 

domain, when a novice user asks a high level question and waits for a response from 

the agents without providing any further input, it can be seen as delegation of activity. 

http://www.raleigh.ibm.com/iag/iaghome.html
http://www.techmall.eom/techdocs/NP970909-l.html
http://www.raleigh.ibm.com/iag/iaghome.html
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• Personalization - The user determines how the agent interacts. The agent learns 

about the user and adapts its actions accordingly [http://www.raleigh.ibm.com/iag/ 

iaghome.html]. Agents that maintain records about the user's profile and customize 

their approach in dealing with the user based on the profiles, can be said to have the 

characteristic of personalization. 

• Predictability - The user has a reasonable expectation of the results 

[http://www.raleigh.ibm.com/iag/iaghome.html]. 

It is not mandatory, however, for a software system to possess all these characteristics in 

order to qualify as an intelligent agent. This is because there is no universally acceptable 

definition of agency. The most commonly found characteristics of agents are autonomy, 

social ability and reactivity. 

2.3.3 Why Intelligent Agents? 

According to Wooldridge [Wooldridge, 1996], there are certain kinds of complex, 

distributed and heterogeneous systems that carmot be built using traditional software 

engineering, and require the presence of an intelligent agent based architecture. 

Attributes of such systems are: 

http://www.raleigh.ibm.com/iag/iaghome.html
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Reactivity - A reactive system is situated in an environment over which it has partial 

control, and must maintain an ongoing interaction with its environment, and must react 

within environment-specific time limits. An example of such a system is an air traffic 

control system that has constantly to monitor changes in its environment and take action. 

Openness - Not all components are known at design-time, and components may enter and 

leave the system at run-time. Components may behave in an unpredictable way and may 

be built by different organizations with possibly conflicting interests. A component 

operating in such an environment cannot have complete, correct information about the 

environment and may have to deal with other components that are actively hostile. Any 

application diat encompasses many nodes on the Internet can be said to be an open 

application. This is because it has to compete with processes running on the various 

nodes. There could be failure of nodes, leading to situations in which it has to look for 

alternative ways to accomplish the same task. 

Conflict - When a system is dealing with conflicting tasks, it has to know how to 

prioritize them rationally. An example is an air traffic control system receiving landing 

requests on the same runway at the same time from two pilots. 

According to Jain et al., the agent metaphor which has for the most part been studied in 

artificial intelligence, has recently become popular in mainstream computing because of 

its suitability for open environments [Jain, Aparicio and Singh, 1999]. 
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Agent technology is suitable for applications that have the characteristics of natural 

distribution, a need for flexible interaction and a dynamic environment [Muller, 1997]. 

In our problem domain, rapidly evolving data and algorithms are distributed across 

different sites in an open and unpredictable environment makes agent-based technology a 

very attractive option. 

2.3.4 Agent Categories 

Agents can be classified in many ways. 

1. Reactive Agents versus Intentional Agents 

• Reactive Agents'. Reactive agents react to changes in their environment and messages 

from other agents. They are not able to reason about their intentions (goal 

manipulation), and their actions are a result of triggering rules or of executing 

stereotyped plans. For example, first generation expert systems composed of a 

knowledge base containing rule sets, a fact base, and an inference engine [Moulin, 

1996]. 

• Intentional Agents'. Intentional agents are able to reason about their intentions and 

beliefs, create plans of actions, and execute those plans. Examples of intentional 

agents include planning systems because they can select their goals, reason on them, 

select or create plans, detect conflicts between plans, and execute and revise plans. In 
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a multi-agent model, intentional agents coordinate themselves by exchanging 

information about their beliefs, goals, or actions [Moulin, 1996]. 

2. Static versus Mobile Agents 

• Static agents: Static agents simply sit on the server or PC and actively monitor the 

environment [Struthers, 1996]. A static agent waits for a user or another agent to 

come to it or send a message to it to make requests. A static agent would represent an 

information provider while a mobile agent might represent an information seeker. An 

example of a static agent is one that aids the user in sorting and prioritizing her mail, 

even to the point of being able to respond automatically to certain mail messages. 

The System Agent in the Microsoft Plus! for Windows 95 package is another 

example. Once set up, it is supposed to monitor the system and perform routine 

maintenance tasks on behalf of the user. 

• Roving or mobile agents: A mobile agent is a program that acts on behalf of a user or 

another program and is able to migrate from host to host on a network under its own 

control. The agent chooses when and to where it will migrate and may interrupt its 

own execution and continue elsewhere on the network. The agent returns results and 

messages in an asynchronous fashion. Mobile agents can communicate with other 

mobile agents or with stationary (server) agents. Agents may travel to become co

resident with information or processing resources, to propagate data, or even to do 

business on behalf of their users [http://www.cem.ch/~montsecp/agmov.htm# 

whats_a_mobile_agent]. Mobile agents execute commands while living on a remote 



48 

server, only reporting back to their home base when a given task is accomplished 

[Struthers, 1996]. An example of a mobile agent is an agent built as a part of the 

GYPSY project. It finds and purchases a cheap flight ticket, makes a reservation in a 

hotel and finds concert events for the given weekend. The user chooses the special 

tasks the agent should perform. The agent then transports itself to the server of a local 

travel agency and searches for an offer. When it has finished, it contacts a special 

trading service for the addresses of other travel agencies. It migrates to these servers 

for further searches. If the search criteria match its requirements, it books a ticket and 

then returns home with the booking status and the itinerary. 

3. Micro Agents versus Macro Agents 

• Micro agents: Micro agents perform low-level tasks needing a high level of 

functional correctness [Struthers, 1996]. Micro agents are simple, autonomous 

entities (insect-like). They react to changes in the "environment" (state variables), 

have limited scope and extent. They sense, evaluate and act. They can cooperate and 

communicate with other micro-agents by making changes to the environment. An 

example of a micro agent is an email agent such as MIT Media Lab's MAXIM 

Pittp://www.cudenver.edu/~wwolfe/agents.html] which takes action on emails on 

behalf of users. 

• Macro agents: Macro agents can be used for high level tasks such as planning, 

resource scheduling, monitoring performance and so on [Struthers, 1996]. An 

example of a macro agent is a planning agent forming part of the TRAINS project 

http://www.cudenver.edu/~wwolfe/agents.html
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that can use English conversation to interact with and assist humans in problem 

solving tasks such as scheduling trains. TRAINS is a natural language system that 

uses extensive common sense knowledge and reasoning. It can also be considered to 

be an interactive planning assistant that collaborates with humans to solve problems 

[http://www.cs.rochester.edu/u/trains/tn94-3/intro.html]. 

4. Stand-alone Agents versus Social Agents 

• Stand-alone agents: Stand-alone agents do not have social ability, i.e., the ability to 

communicate with other agents and humans via some agent communication language. 

An example of a static or a stand-alone agent is an agent that helps a user perform a 

task with some software application such as a word processing software package. 

Such agents are considered useful because applications are becoming very feature-

rich, and users tend to only use a few of the applications' capabilities. 

• Social Agents: Social or collaborative agents are those that are capable of working 

together to perform a complex task or of communicating with each other to their 

mutual advantage. The first type of collaboration allows a large, complex task to be 

broken down into more manageable pieces. Further, it is possible that by doing this, 

certain sub-tasks can be performed in parallel by the agents and the results managed 

and compiled upon completion. The second type of collaboration increases the 

learning curve of the agents by letting them swap learning. Social agents seek a form 

of synthesis, in which the whole is greater than the sum of its parts. Social agents 

http://www.cs.rochester.edu/u/trains/tn94-3/intro.html
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possess explicit knowledge about other agents. They must be able to maintain these 

models to reason on the knowledge incorporated in them in order to make its plans 

with respect to other agents' models. [Moulin, 1996]. 

2.3.5 Potential Application Areas for Intelligent Agents 

Some of the characteristics of intelligent agents make them useful in handling problems 

such as; 

• Managing the information overload: Agent support is needed to sort and filter an 

incoming data stream automatically into a manageable amount of high-value 

information. Agents are being put together that personalize the search to the user's 

interests and learn how effectively they have done so in order to match the user's 

interests more closely in future. Other agents watch the current activity of the user 

and try to retrieve information relevant to the current task. An example of an agent 

implementation that helps with information overload is the Informant 

[http://informant.dartmouth.edu], a service that saves the user's favorite search engine 

queries and web sites, checks them periodically, and sends the user email whenever 

there are new or updated web pages. Another example is Butterfly, a software agent 

that helps a user find Internet Relay Chat (IRC) chaimels 

[http://nvv^.www.media.mit.edu/people/nwv/projects/butterfly/]. It works by 

maintaining a keyword profile of the user's interests, sampling the conversations in 

various channels, and recommending channels of interest. Other examples include 

http://informant.dartmouth.edu


FAQfinders that guide users to Frequently Asked Questions (FAQs) on the Internet, 

and indexing agents such as WebCrawler and Lycos. 

Decision support: There is a need for increased support for tasks performed by 

"knowledge workers" (such as managers, technical professionals, and marketing 

persoimel), especially in the decision-making area. An example is the Data Mart 

technology built for the United States Postal System [http://www.gcn.com/gcn/ 

1999/January25/9b.htm]. The Data Mart helps post offices track their sales and 

decide what items to stock. The Data Mart uses information gathered by the service's 

Point of Sale (POS) One program at individual post offices. The Data Mart tells each 

post office the best product mix based on past sales, the changes from this year to the 

last for specific products, and the best- and worst-selling stamps for this month and 

the last. 

Repetitive office activity: There is a pressing need to reduce labor costs and increase 

office productivity by automating tasks performed by administrative and clerical 

persoimel in functions such as sales or customer support. Examples of such agents 

include agents that act as personal assistants by scheduling meetings and managing 

personal email. An example of an agent that helps reduce repetitive activity is the 

MIT-Media Lab's Maxim, which learns to prioritize, delete, forward, sort and archive 

mail messages on behalf of the user. When a new situation occurs (e.g., arrival of a 

message) the agent tries to predict the action(s) of the user. The agent compares the 

new situation with its memories (previous situation-action pairs) and finds a set of 
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nearest neighbors. The actions associated with these nearest neighbors are used to 

suggest an action that the agent believes the user will take in this new situation. 

• Mundane personal activity: Individuals need new ways to minimize the time spent on 

routine personal tasks like booking airline tickets, managing personal email, and 

scheduling meetings. One specific form of smart agents is voice-activated interface 

agents that reduce the user's burden of having to explicitly conmiand the computer 

[Crabtree, 1996]. Another example is the groupware product Lotus Notes which has 

simple to moderately complex agents in its design to help automate and streamline 

frequently performed tasks. These agents are supposed to help in things like email 

filtering, or in the filling out of forms. 

• Search and Retrieval: These agents perform the tedious, time-consuming, and 

repetitive tasks of searching databases, retrieving and filtering information, and 

delivering it back to the user. Examples of agents that help with search and retrieval 

are the Firefly Passport, IBM's Webby, Excite's Jango and WebCompass. 

• The Firefly Passport [http://www.firefly.com/] has a model of the users' likes and 

dislikes. This model is used to compare the preferences of many different users, 

in order to perform collaborative filtering and give referrals. This agent does not 

act on a user's behalf but contains passive descriptions of the users' preferences. 

For instance, the Firefly Network uses statistical models to learn user preferences 

about music, and suggest selections based on reviews fi:om other users with 

similar preferences. 

http://www.firefly.com/


IBM's WBI (pronounced "Webby") [http://www.almaden.ibm.com/cs/user/wbi/ 

and http://www.raleigh.ibm.com/iag/iaghome.html], a personal Web Agent, 

serves as an independent intermediary between the Web browser and Web server. 

It remembers patterns of usage, searches sites by keyword or title, advises a user 

of web site changes and leams any particular user's web usage patterns. The 

software can be used to personalize customer service applications by 

remembering personal histories and usage patterns and delivering custom content 

for each user. For instance, WBI can annotate web pages before the user sees 

them to highlight text that might be of particular interest or to add hyperlinks to 

related pages that the user or others have seen. 

Excite's Jango [http://jango.excite.com] is a software robot or a softbot. Softbots 

are intelligent assistants that search the web for information on a person's behalf 

Consumers visit Excite's shopping search, where they can choose a product 

category and describe the product that they are looking for. Jango determines 

(from a local database) what information sources to query and contacts those sites 

in parallel. The database also has information about the kind of information 

available on each site, where on the site to find the information, and how to 

translate it into the standard format that Jango can understand and present in its 

report to the user. Jango also has a filtering mechanism that filters duplicate or 

poor information. 

http://www.raleigh.ibm.com/iag/iaghome.html
http://jango.excite.com
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• WebCompass uses intelligent agents to do a multi-database searches on the 

Internet [Hewlett, 1996]. It has a built-in database of more than 40000 entries 

that cover popular areas. The user can choose and activate any of the topics, and 

then the WebCompass retrieves, summarizes and organizes the relevant 

documents. 

• Domain experts: Domain expert agents are "expert" software agents and are models 

of real-world agents such as translators, lawyers, diplomats, union negotiators, 

stockbrokers, and even priests. An example of a domain expert agent system is 

CMU's RETSINA agent [http://www.cs.cmu.edu/~softagents/aircraft.html] for 

aircraft maintenance. A mechanic carries a wearable computer as he completes his 

maintenance tasks. Upon encountering a discrepancy in an inspection, the mechanic 

fills out a form on this computer. The system analyzes the form and seeks out 

relevant information from agents. The system then displays the processed information 

recommendations and files the form for future use. The advantages of wearable 

computers with agents include automatic location and retrieval of information 

relevant to repairs, utilization of historical repair data, increased efficiency of access 

to information from manuals, and reduction in average time for repair. The overall 

result is timely, quality maintenance. 

• Managing business processes: Business processes encompass numerous 

organizations, physical distribution of organizations, decentralized ownership of 

tasks, information and resources involved in the business process, existence of 

http://www.cs.cmu.edu/~softagents/aircraft.html
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autonomous groups within organizations, high degree of natural concurrency of tasks, 

necessity to place constraints on the entire process, and unpredictability [Jennings, 

1996]. Therefore the most natural way to view business processes is as a collection 

of autonomous, problem solving agents which interact when they have 

interdependencies. For example, (a) Lockheed uses agents to coordinate between 

different departments in aircraft design such as CAD, (b) BT uses a prototype agent 

system to control the process of customer service quotations, and (c) in Spain, a 

building construction firm uses agents for decentralized management of construction 

activities [Crabtree, 1996]. 

• Agent Based Commerce: Current research is focusing on agents that take the 

buying/selling further to an extent that the agents are active participants in the buying 

and selling process and may be given pricing strategies to sell and buy goods which 

may lead to dynamic pricing for the goods [Crabtree, 1996]. Examples of agents that 

help enable electronic commerce are Anderson Consulting's BargainFinder, 

LifestylePinder and BackseatBrowser. 

• BargainFinder [http://bf.cstar.ac.com^£'] is an intelligent agent that provides 

comparison shopping on the Internet. BargainFinder allows users to type in the 

name of a CD or music group and then searches on-line stores for the lowest 

prices available. 
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• LifestyleFinder was an experiment designed to help companies better understand 

and target their customers on the WWW by inferring consumer interests and 

buying preferences. 

• BackSeat Browser is an intelligent agent that watches web sites the user visits and 

provides the user with a list of other sites that would be of interest. BackSeat 

Browser was developed to determine how useful information provided through 

passive observation could be. 

Our problem domain displays all the characteristics that make it a good candidate for the 

use of agent technology. First, the environment is a highly dynamic one. Satellite data is 

distributed across the Internet and is constantly evolving. Sensors on satellites transmit 

new data to receiving stations on earth everyday, and the form of the data changes as and 

when it is processed. The data are distributed across several thousand nodes on the 

Internet, making for a very open environment. To be able to cope with constant flux, the 

technology has to be highly reactive. It is also important that there be multiple agents 

spread across the network, each solving part of the problem. This is important because 

the technology solution has to be scalable to keep up with expansion of the Internet and 

the quantity of data. These agents should be able to exchange messages and understand 

terminology used by each other. The agents should also be goal oriented in order to be 

able to take requests from users and execute actions to satisfy those requests. Therefore, 

the agent characteristics that are important in the problem addressed by this dissertation 

are reactivity, sociability, and autonomy. 
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Usefulness of agents in handling problems of information overload, lack of domain 

knowledge, and search and retrieval prompted consideration of using intelligent agents to 

deal with the problem of enabling novice users access and retrieve remotely sensed data. 

This is due to the quantity of data available, the distributed nature of the problem and the 

fact that users need domain knowledge to determine what data would be suitable. 

Existing agent implementations of particular interest to us include decision support 

agents such as Data Mart, and search and retrieval agents such as Excite's Jango and 

WebCompass. Excite's approach to storing web sites in a database, and querying sites in 

parallel seems promising. This, however, is not by itself sufficient in our context because 

agents in our problem domain should be able to do domain specific reasoning about 

queries from novice users before sending messages to sites having data. Another set of 

agent implementations that seem relevant from our point of view is comprised of the 

domain expert agents. Our agents should be able to combine attributes of information 

retrieval as well as those of domain expert agents. They should also be capable to storing 

user profiles and making it available for ftiture dealings with the users. 

None of the existing agent implementations deal with the problem of locating and 

retrieving remotely sensed data to answer queries from users who do not understand 

remote sensing. 
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2.4 Ontologies 

Every domain has its own set of terminology and different types of terminology 

relationships. Intelligent agents do not understand English, but in a muhi-agent model, 

agents should be able to communicate with each other. Agents residing on different hosts 

may employ varying terminology. To enable agents to communicate successfully with 

each other and reason about the problem domain, they should have information about the 

entities in the universe of discourse, along with their definitions and formal axioms that 

constrain the interpretation and use of those names [Huhns and Singh, 1996, Gruber, 

1993]. Scientists use a lot of domain specific knowledge when they are trying to locate 

satellite datasets and process them in response to queries from users. To enable agents to 

take decisions on behalf of users, this terminology and knowledge needs to be made 

available to them. This is a generic problem that exists in other domains as well. 

The fundamental problem is to capture the terminology in the domain. Some schemes 

that have been considered by researchers include: 

• Keywords - In this case, over time, the domain vocabulary is collected. The words 

are maintained in a list. Relationships between terms are ignored. 

• Thesauri - In case of thesauri, keywords are armotated with their definitions. For 

example, the keyword "AVHRR" may be described as a sensor launched in 1972. 
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• Taxonomies - Taxonomies include terms as well hierarchical relationships between 

terms. For example, the fact that wildland fires and forest fires are types of fires 

would be represented in a taxonomy. 

Keywords provide a quick way for agents to locate useful information, but they ignore 

relationships between terms. They can therefore handle only very simple queries. It is 

very difficult to express complex queries using only keywords. 

Thesauri offer a more structured way of arranging terms into broader, narrower and 

related classification categories. They are only slightly better than keywords because 

armotations or definitions are not easily searchable. 

Taxonomies provide classification structures that add the power of inheritance of 

meaning from generalized taxa to specialized taxa. They can therefore handle more 

complex queries than keywords, but they are limited by the fact that they include only 

hierarchical relationships. 

Ontologies, on the other hand, allow a richer variety of structural and nonstructural 

relationships than taxonomies, because taxonomies are limited to generalization. Also, 

ontologies differentiate between entities and instances of those entities. This makes them 

more scaleable than other knowledge representation techniques. 
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2.4.1 Deflnition of an Ontology 

In very simple terms, an ontology is a formal and declarative representation, which 

includes a vocabulary for referring to terms in the subject, and a set of logical statements 

that describe what the terms are and how they are related to each other [Uschold, 1996]. 

It is an explicit specification of some topic that includes the vocabulary (or names) to be 

used for referring to the terms in that subject area, the logical statements that describe the 

terms, how the terms are related to each other, and how they can or cannot be related. 

The concept of an ontology originated in philosophy and was later adopted by the 

Artificial Intelligence (AI) community, predominantly for natural language processing. 

There is now renewed interest in the concept among researchers interested in designing 

and building software agents. Each community defines the concept from a different 

viewpoint. 

2.4.1.1 In Philosophy 

In philosophy, an ontology is a systematic account of Existence. According to Bunge, an 

ontology is not a set of things but a philosophical theory concerning the basic traits of the 

world. The American Heritage Dictionary defines ontology as the branch of metaphysics 

that deals with the nature of being. 

However, the problems studied by the philosophers of mathematics and language (where 

the concern was the a priori nature of reality) are similar to the problems related to 
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building formalized bodies of knowledge (where the goal is to build transparent 

knowledge bases which would enable sharing and exchanging parts of them across an 

information network for a variety of different purposes) [Guarino and Poli, 1995]. 

2.4.1.2 In Artificial Intelligence (AI) 

The concept of an ontology has been used widely in AI. Among the AI community, an 

ontology refers to a set of concepts or terms that can be used to describe some area of 

knowledge or build a representation of it [Swartout, 1999]. Ontologies are content 

theories about the sorts of objects and relations between objects that are possible in a 

specified domain of knowledge [Chandrasekaran and Josephson, 1999]. According to 

Gruber, in AI what "exists" is that which can represented and an ontology of a program is 

a set of representational terms. Definitions associate the names of entities in the universe 

of discourse (e.g., classes, relations, fiinctions, or other objects) with human readable text 

describing what these names mean and formal axioms that constrain the interpretation 

and well-formed use of these terms[Gruber, 1993]. 

Bunge developed an ontology that deals with concepts relevant to the field of information 

systems such as objects, entities and relationships [Lee et. al., 1996]. An ontology is 

particularly useful for natxiral languages because of the tendency in a natural language to 

refer to the same concepts in multiple ways. The Chat-80, Ontolingua, Microkosmos, 

Thought Treasure, CNR, IRST and Cyc are examples of projects which use an ontology 

for natural languages. 
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2.4.1.3 In the Agent Community 

According to Tom Grueber [Gruber, 1995], an ontology is a specification used for 

making ontological commitments. An ontology is a description (like the formal 

specification of a program) of the concepts and relationships that can exist for an agent or 

a community of agents. Practically, an ontological commitment is an agreement to use a 

vocabulary (i.e., ask queries and make assertions) in a way that is consistent with respect 

to the theory specified by an ontology. When agents are built and they commit to 

ontologies, knowledge can be shared with and among these agents. According to 

Gomez-Perez [Gomez-Perez, 1995], from the point of view of knowledge sharability. an 

ontology can be used to exchange queries and assertions among agents that are in 

operation. The ontology vocabulary defines the ontological commitments among agents 

that are agreements to use the shared vocabulary in a coherent and consistent manner. 

Ontologies are viewed as foundational knowledge shared by agents to enable them to 

communicate their specialized knowledge. Ontology definitions are channels through 

which agents make requests and answer queries. 

According to Neches [Neches, 1996], all knowledge systems are based on ontologies -

either implicitly or explicitly. A larger knowledge system can be composed from two 

smaller ones if their ontologies are consistent. One way to solve this problem is to have 

common, reusable ontologies. 

An explicit ontology would include a vocabulary of terms and some specification of their 

meaning. The degree of formality could vary - one could have ontologies that are highly 
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informal, i.e., expressed loosely in natural language, or have ontologies that are 

rigorously formal, i.e., with meticulously defined terms with formal semantics, theorems, 

and proofs of such properties such as soundness and completeness. 

2.4.2 Ontology Applications 

According to Uschold et al., people, organizations and software systems must 

communicate between and among themselves. But there may be a lack of a shared 

understanding between them. This could lead to poor communication among people and 

between people and organizations as well as difficulties in identifying requirements and 

thus in defining a specification of the system [Uschold, 1995, Uschold, 1996]. 

Also in situations where there are disparate modeling paradigms, methods, languages and 

software, it is more difficult to bring about inter-operability and to take advantage of re

use and sharing. This leads to wasted effort in re-inventing the wheel [Uschold, 1995, 

Uschold, 1996]. 

The impediments to sharing and re-use are as follows [Neches, 1991]: 

• Heterogeneous representations: There are a variety of approaches to knowledge 

representation, and knowledge represented in one formalism cannot be directly 

incorporated into another formalism. There is neither a single knowledge 

representation that is best for all problems, nor is there likely to be one. For example, 

it is difficult to translate semantic nets (diagrammatic networks representing the 
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connections between concepts in a knowledge domain) to frames (a knowledge 

representation that organizes information about items of interest into standardized 

collections of attributes). 

• Dialects within language families: Even within a single family of knowledge 

representation formalism, it can be difficult to share knowledge across systems if the 

knowledge has been encoded in different dialects. For example, there are several 

dialects within the KL-One family itself, and different systems may adopt different 

dialects. 

• Lack of communication conventions: We lack an agreed-upon protocol specifying 

how systems are to query each other and in what form answers are to be delivered. 

Also, we lack standard protocols that would provide interoperability between 

knowledge representation systems and other conventional software like database 

management systems. This problem is accentuated by the fact that the Internet is 

highly heterogeneous in nature. Data are found in structured as well as unstructured 

forms. Even if some of the data are in databases, those databases may themselves be 

heterogeneous in nature. 

• Model mismatches at the knowledge level: The knowledge bases lack shared 

vocabulary and domain terminology. Absence of knowledge about the relationship 

between the two sets of terms makes it difKcult to reconcile them. In the remote 

sensing domain, two datasets may be described using different terminology. This is 

because researchers use varying terminology to refer to the same concepts. 
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• Conceptual analysis and commonsense formalization of knowledge: In areas like 

databases, as well as in more recent fields like knowledge engineering, the rigorous 

analysis of the domain and the choice among the available representation primitives 

are difficult tasks, appearing to rest on a mixture of introspection and 

implementation-level considerations [Guarino and Poli, 1995]. The assumptions of 

the users are often hidden. As a result, knowledge integration and re-use tend to be 

very difficult, and existing systems need often to be rebuilt firom scratch when a new 

problem is addressed. For example, the term "source of data" may mean different 

things to database designers. One designer may intend "source of data" to refer to the 

sensor that acquired the data. Another may intend it to refer to the site that stores the 

data. 

According to Neches et al. [Neches, 1991], knowledge based systems can be built by 

assembling reusable components instead of building them firom scratch and having the 

new system interact with the existing systems, using them to perform some of its 

reasoning. In diis way, declarative knowledge, problem-solving techniques, and 

reasoning services could be shared between systems. Separate systems could 

communicate with one another and benefit firom each other's knowledge without sharing 

a common knowledge base. 

Therefore there is a need for shared sets of explicitly defined terminology. Shared 

ontologies could provide a basis for packaging knowledge modules - describing their 
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contents or services that are offered and their ontological commitments in a reusable 

form. 

According to Chandrasekaran et al. [Chandrasekaran, Josephson and Benjamins, 1999], 

ontological analysis is important because it clarifies the structure or knowledge of a 

domain. The ontology for a given domain forms the heart of any system of knowledge 

representation. An ontology enables cohesive and coherent reasoning and also enables 

knowledge sharing. 

According to Gruber, common ontologies are used to describe the ontological 

commitments for a set of agents so that they can communicate about a domain of 

discourse without necessarily acting on a globally shared theory. 

2.4.3 Examples of Ontologies 

A number of systems such as the Chat-80, Ontolingua, Microkosmos, Thought Treasure, 

CNR, IRST, and, Cyc use an ontology [Sowa, 1995]. The field of planning requires 

integration of user input in various formats and has hence seen the use of an ontology in 

projects such as ARPI, MIT Angel, USC-ISI Sensus, Edinburgh Plan and TOVE [Sowa 

1995]. 

These ontologies vary in size and purpose. For example, the Cyc Project seeks to 

develop an extremely large commonsense knowledge under which all applications are 

built [Neches, 1996], while some ontologies are very domain-specific. 
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2.4.3.1 Bunge's Ontology 

In Bunge's ontology, the world is made up of things that possess properties, and these 

properties are perceived via attributes. An attribute (e.g., weight) represents a property in 

general while an attribute value (e.g., 36 kilograms) represents a property in particular. A 

collection of objects possessing the same property is referred to as a class. A complex 

thing or system is made up of simpler things that interact. This is an aggregation 

hierarchy. Complex things have inherent and emergent properties. The state of a thing is 

represented by a combination of its attribute values. The state of a thing can vary over 

time and space. An event is a change in the state of a thing and is represented as an 

ordered pair of states [Lee, 1996]. 

Bunge's ontology deals directly with concepts relevant to information systems and 

computer science domains (e.g., systems, subsystems, and couplings). Some of the 

ontological constructs in Bunge's ontology are thing, property, state, conceivable state 

space, state law, lawfiil state space, event, event space, transformation, lawful 

transformation, history, coupling, system, system composition, system environment, 

system structure, subsystem, system decomposition, level decomposition, level structure, 

stable state and unstable state. [Wand, 1995]. 

2.4.3.2 Chat-80 System 

Geographical categories adapted from the Chat-80 system can be seen in Figure 2.1. The 

ontological categories in this case serve two purposes - first, to determine the constraints 
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on possible combinations of nouns, verbs, and adjectives in English, and second, to 

determine how the English words and phrases map to the database domains [Sowa, 

1995]. Chat-80 uses a Prolog inference engine to store all definitions and relationships. 

This inference engine is used to answer queries about various terms in the ontology. 

Chat-80 ontology represents a typical microworld - a domain of discourse that is tailored 

to a single application. Such specialized domains are commonly used in research 

prototypes and commercial systems. A sample application using the Chat-80 ontology is 

a natural language interface to a geographical database. For example, to the question 

"Where is London?" the sample application answers "Europe, United_Kingdom and 

Westem_Europe" [http://www.lpa.co.uk/ind_dem5.html]. 

Figure 2.1: Geographical Categories Used in the Chat-80 System 
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Chat-80's weakness lies in the difficulty of sharing and reusing data and programs for 

other applications. An example of a situation where this becomes a problem is when one 

needs a shared ontology that can support applications across all areas of business 

http://www.lpa.co.uk/ind_dem5.html


69 

including engineering, manufacturing, accounting and sales. Different applications may 

classify the same objects in very different ways, and an ontology that is ideally optimized 

for one application may make knowledge sharing and re-use difficult or impossible. 

2.4.3.3 ARPA/Rome Laboratory Planning Initiative (ARPI) and the MIT LCS 

Planning Ontology Project 

The ARPA/Rome Laboratory Planning Initiative (ARPI), built using LOOM, 

[http://medg.lcs.mit.edu/doyle/projects/po/] has built an air campaign ontology. The 

purpose of this ontology is to help with planning, scheduling, resource allocation, and 

crisis management plarming in relation to air campaign planning. This project included 

the development of the Knowledge Representation Specification Language (KRSL) for 

representing plans and plarming information. 

The Planning Ontology project aims to develop a sharable and modularly structured 

ontology for describing plans, plan-related information, and the activity of plarming. The 

aims of the project are to construct ontologies usable for plarming and reasoning in the air 

campaign and healthcare plarming domains. In its present form, the ontology both 

includes some terms that are not relevant to air campaign planning and omits some that 

are. The inclusion of irrelevant terms is not a serious problem, since such terms can be 

ignored. However, the omission of needed terms is a problem. 

http://medg.lcs.mit.edu/doyle/projects/po/
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2.4.3.4 The USC ISI SENSUS project 

The objective of this ontology, also built using LOOM, is the creation and use of large 

(50,000 or more) concept taxonomies for natural language processing and other 

applications by combining online resources such as dictionaries and thesauri, statistical 

methods over text, and traditional human knowledge acquisition interfaces. The ontology 

is being constructed at USC/ISI by extracting knowledge from a variety of sources. It is 

represented in Loom, FrameKit, and Prolog. The topmost levels of the ontology, which is 

called the ontology base (OB), consist of approximately 400 terms. The OB contains 

nodes that represent generalized distinctions required for the processing of the parsers, 

analyzers, and generators in order to do machine translation [http://www.isi.edu/natural-

language/resources/ sensus.html ]. 

2.4.3.5 The Mikrokosmos Ontology 

This is an in depth, broad coverage ontology for multilingual natural language 

processing. The goal of the Mikrokosmos project is to process texts about mergers and 

acquisitions of companies. Since the input language is unrestricted, the ontology aims to 

cover a wide range of concepts outside this particular domain 

[http://crl.nmsu.edu/Research/Projects/mikro/ontology/documents/ijcai95/node2.html]. 

Parts of the Mikrokosmos ontology, represented using a semantic net, can be seen in 

Figure 2.2. Most objects in the domain of company mergers and acquisitions can be 

foimd under the three main branches of social-objects: organization, social-role, and 

geopolitical-entities. 

http://crl.nmsu.edu/Research/Projects/mikro/ontology/documents/ijcai95/node2.html
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Figure 2.2 Parts of the Mikrokosmos Ontology 

All 

Objcct 

Event 

Propeny 

Physical Object 

Mental Object 

Social Object 

Attribute 

Relation 

Representational 

Abstract Object I 

Organization 

Geopolitical Entity 

2.4.3.6 The Thought Treasure Ontology. 

The goal of the Thought Treasure project is to develop a computer program which can 

understand, learn from, and communicate in natural language, using any and all available 

techniques. One of the components of the Thought Treasure project is an ontology that is 

composed of a set of objects organized into a hierarchy. The top-level object is called 

concept. Concepts are broken down into entities or things or objects, and situations. 

Situations are broken down into states of affairs or static situations, and dynamic 

situations or actions or activities or processes. States are broken down into relationships 

between concepts such as weight-of, attributes or properties or characteristics of concepts 

such as heavy, and enumerated attributes or collections of mutually exclusive (or simply 

related) attributes such as male and female. Thought Treasure runs on PCs and Unix and 

includes 20,000 concepts organized into a hierarchy, 50,000 English and French words 

and phrases, a syntactic and semantic parser, and an English and French generator. The 



72 

focus is on making it possible to obtain answers to questions easily answered by humans 

but previously difficult for computers such as Can beds speak? Is soda a drink? Do 

[http://www.signiform.com/tt/htm/tt.htm] 

2.4.3.7 Cyc Project: Common Sense Knowledge Base 

The Cyc Project seeks to develop an extremely large commonsense knowledge under 

which all applications are built [http://www.mcc.com/projects/cyc/cyc.html, Neches, 

1996]. This project has a language, Cyc-L, for implementing its ontology and developing 

an application-specific knowledge base. Currently, Cyc is an industry product, and the 

ontology implementation is proprietary, though documentation suggests that it is 

represented using a semantic net. 

people have fingernails'^ How long does a play last? What is yellow hair called? 

Figure 2.3:Top Level Categories used in Cyc 
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http://www.signiform.com/tt/htm/tt.htm
http://www.mcc.com/projects/cyc/cyc.html
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The goal is to make information retrieval, integration, and consistency-checking 

standardized and more efficient. Components of the CYC knowledge base (CYC KB) 

include time, space, substances, intention, causality, events, human capabilities, 

limitations, goals, decision making strategies, contradiction, uncertainty, belief, emotions, 

planning, art, literature, history and current affairs. The top-level categories can be seen 

in Figure 2.3. 

2.4.4 Ontologies Summary 

From our study of ontologies, we realized that the primary motivation in building the 

existing ontologies such as the Cyc ontology, Mikrokosmos and Thought Treasure is to 

enable natural language processing (NLP). This is because ail NLP systems that seek to 

represent and manipulate meanings of texts need an ontology as a source of semantic 

primitives. Words in most languages are highly ambiguous. Words have synonyms and 

do not map to meanings uniquely. For NLP purposes, it is not enough to select a set of 

concepts but also to tell the computer how a concept is related to some or all of the other 

concepts known to the system. Conceptual relationships have to be organized in a 

hierarchy or a taxonomic classification. 

These ontologies attempt to enable semantic as opposed to syntactic information 

retrieval. In syntactic information retrieval, the user specifies some set of words and a 

search of some sort is conducted for the occurrence of these words. Semantic 
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information retrieval takes place when the words are actually ''understood." For 

example, in the case of a relational table with two columns, "name" and "spouse," 

recording the fact that the value in the "spouse" column is the husband or wife of the 

value in the name column would be a step toward semantic information retrieval. In 

general, the focus in on making it possible to obtain answers to questions easily answered 

by humans. 

In the case of Mikrokosmos, the focus of the ontology is on the vocabulary used in 

mergers and acquisitions of corporations. Other ontologies such as the ARPA/Rome 

Laboratory Planning Initiative (ARPI) and the MIT LCS Planning Ontology Project are 

very domain specific. The ARPI and LCS ontologies are built to serve air campaign and 

health care domains. The Chat-80 ontology is also very application specific. And the 

kinds of questions it can handle are very limited in extent and complexity from the 

viewpoint of our problem domain, which at present deals with satellite data in Southwest 

USA. For example Chat-80 was unable to answer the question "Where is Phoenix? " 

One important lesson that we learned from the study of the existing ontologies is that 

there is no ontology that has been built specifically for the remote sensing domain. Even 

though Chat-80 is about geographic data, it is too limited to be of use in our case. 

Among ontology building tools, two are worth mentioning. The Ontolingua and LOOM 

projects are general-purpose ontology building tools that use variants of the Lisp 

language [Gruber,1993, http://vvww.isi.edu/isd/LOOM/documentation/LOOM-DOCS. 

html]. These programs accept definitions and inter-definition relationships for a particular 

http://vvww.isi.edu/isd/LOOM/documentation/LOOM-DOCS
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domain and store them in a memory-resident database for deduction and knowledge 

sharing. For example, the Ontolingua accepts all definitions and relationships in the KIF 

language, parses the KIF inputs for syntactic correctness and stores the input as "frames" 

in a memory-resident object-oriented database. Queries to the frames are made using an 

application programming interface called the Generic Frame Protocol. Loom uses a 

similar technique to siore and allow queries on specific ontology domains. While these 

ontology-building applications offer tools to develop ontologies, they are unsuitable for 

distributed Internet access. The use of Lisp as the engine for the Ontology program 

increases the response time, due to the inherent slowness of this functional language. 

This is unacceptable in an Internet envirorunent where fast response times are critical for 

user satisfaction. Second, the use of memory-resident databases is good for small 

university prototypes but will not be able to the handle the large number of datasets 

involved in the remote sensing domain. Finally, memory-resident databases do not offer 

services such as persistence and recovery, which even small commercial databases such 

as Microsoft Access provide. In suimnary, the state of current ontology-building tools 

appeared insufficiently advanced to warrant further investigation in the direction. 

The second lesson that we learned is that there is a need for more constructs in our 

ontology than are generally being used for NLP. This is because the concepts in our 

problem domain and the relationships between them are complex. For example, a 

complex set of rules are required to infer the fact that data from the Landsat TM sensor 

can be used to map cotton fields in Arizona. Therefore, we decided to use a semantic 

model instead of a semantic net to represent the ontology. A semantic model allows 
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representation of more complex terminology relationships and makes the distinction 

between concepts and instances of concepts. This will make it easier to update the 

ontology over time. 

A remote sensing ontology that specifically addresses applications in remote sensing was, 

therefore, developed with the help of experts and users of remote sensing data. 

2.5 Summary 

The goal of this chapter was to answer the research question about whether an agent 

based approach is appropriate in a problem domain which is similar to other resource 

discovery problems in complexity and scale, and has additional characteristics such as 

requiring the user to have domain specific knowledge to access and use the resources. 

After an extensive survey of the literature, we decided to use a network of intelligent 

agents in conjunction with an ontology built specifically for the remote sensing domain. 
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CHAPTER 3 

SAGE MODEL 

The SAGE model uses a network of intelligent agents that communicate and collaborate 

with each other to answer queries from users. The agents are organized in the form of a 

virtual enterprise model. To help the agents reason about the user's query and understand 

each other's terminology, we have constructed an ontology for the remote sensing 

domain. This chapter also discusses the virtual enterprise model of agents (Section 3.1), 

the ontology (Section 3.2), the algorithms that are used by the agents to traverse the 

ontology (Section 3.3) as well as the structure of the messages that agents exchange with 

each other (Section 3.4). The goal of this chapter is to answer the research question about 

how to design the agents so that they can deal with users with different levels of expertise 

and they can be adapted to other resource discovery problems with characteristics similar 

to the remote sensing domain. This chapter also answers the question about what would 

be the most appropriate methodology to build the ontology. 

3.1 Virtual Enterprise Model 

The virtual enterprise model uses software agents of three different kinds (demand, 

supply and broker agents) who interact and collaborate with each other to supply answers 

in response to users' queries (See Figure 3.1). The environment that we are dealing with 

where novice as well as expert users are looking for remotely sensed data is very similar 
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to commercial enterprises on the Internet. There are commercial as well as academic 

users looking for satellite data at various stages of processing. There are many suppliers 

of raw as well as processed satellite data. Users are not always aware of where the data is 

located. The suppliers or vendors are interested in locating customers but may not have 

the resources to reach out to all of them. 

Figure 3.1: Virtual Enterprise Model of Intelligent Agents 

Broker Agents 

Supply Agents 

Another feature of this problem domain is that the user may not be in a position to state 

her needs clearly. This is because remotely sensed data is useful to people from a variety 

of fields who do not have knowledge about remote sensing. This, in turn, places an 

additional burden on the agents to do some reasoning about what data would be most 

useful to answer the user's question. 

Demand Agents 

"MT 
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The SAGE model caters to two different categories of queries that essentially serve two 

different types of users: 

• The first category of queries or the Level I queries is firom users who are remote 

sensing scientists. They understand remote sensing and know what data they require 

for their own application. Such users may ask questions such as: "Find AVHRR data 

for North Africa acquired on July 10, 1997". In such a case, the SAGE model would 

locate the appropriate sensor data acquired on that date for that location. 

• The second category or Level 2 queries is from novice users who have a question 

about a specific application domain such as crop mapping or fire mapping but do not 

know the type of sensor data that would be most appropriate. An example of a query 

from this category is "Was there a fire in Southwest Arizona in May 1998?" In this 

case, the model is designed to reason about the query, to ask the user for more 

information, and to respond with a list of appropriate datasets. The datasets could be 

previously classified images that the user could use without further processing, or 

pre-processed datasets that are most relevant to the application but have not been 

classified for any particular purpose along with instructions for processing the 

datasets. 

The SAGE model achieves the goal of catering to different types of users through the use 

of the virtual enterprise model where the agents reason about the user's query using a 

remote sensing ontology. The model also provides for different types of messages that 

agents can exchange with each other. 
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There are different types of the agents in the SAGE model: 

• The user interacts with the User Interface Agent (UIA) to specify the type of data 

required. The UIA uses user profiling rules to customize the interface for the 

individual user, categorizes the user's query and prompts the user for parameter 

values. 

• The Application Broker Agent (ABA) takes the values from the UIA, infers values 

that have not been provided and determines what type of data would be most suitable 

for a query. Finally, it sends a message to the Directory Broker Agent with dataset 

specifications. 

• The Directory Broker Agent (DBA) is an agent that is responsible for contacting the 

appropriate supply agents with the necessary search parameters. 

• There are two types of Supply Agents (SAs): Raw Data Supply Agents (or RDAs) 

that service sites with raw sensor data, and Classified Data Supply Agents (or CSAs) 

that service sites with processed data. These agents determine what datasets to retum 

to the user using the query processing rules. 

3.2 Ontology 

For agents to be able to successfully reason about queries firom users and deal with 

heterogeneous terminology at various sites, it is essential to have an ontology. A 
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common ontology is also necessary to provide the knowledge in a cohesive, complete and 

structured manner to the agents that may use varying vocabulary to refer to the same 

terms. We have developed an ontology specifically to address applications in remote 

sensing. This ontology was developed with the help of experts and users of remotely 

sensed data. 

3.2.1 Methodology for Ontology Construction 

Our methodology for building the ontology involved: (See Figure 3 .2) 

Figure 3.2: Methodology for Developing the Ontology 

• Identifying the motivating scenario: Our motivating scenario came from the Office of 

Arid Lands Studies which deals with huge amounts of satellite imagery from a variety 

of sensors. The scientists at this office deal with a variety of questions such as "What 

is the extent of deforestation in the Amazon Basin?", "Map the deserts in Arizona 

and California", and "What areas are susceptible to landslides in San Mateo, 



California?". To answer such questions, they have to examine and retrieve multiple 

datasets. Often the answers to such questions vary depending on the quality of the 

data, and extent of processing performed on the data. Quality of the data can be 

determined by a number of factors such as the extent to which the images are cloud-

free, and who acquired and processed it. Further, different sensors have different 

spectral, spatial and temporal resolutions and therefore different datasets may be 

suitable for different applications depending on the sensor that measured it. Using 

this motivating scenario, we generated a list of categories with the help of the Arid 

Lands scientists (See Appendix A for more details). Examples of categories are fire 

mapping, vegetation mapping, desertification assessment, water mapping, etc. 

Examples of representative queries are;Where is cotton grown in Arizona?''\ Where 

are small grains grown in Arizona?", and " Were there any fires in Southeast Arizona 

that is covered an area of20000 acres or more in May 1997?" 

Determining the purpose and scope for the ontology: The set of queries representing 

the perceived needs was used to examine whether an existing ontology could be used. 

Having examined existing ontologies (as described in Chapter 2), it became clear that 

none of them dealt with the domain of remote sensing. We believe our ontology is a 

pioneering effort in the field. 

Protocol Analysis: We formally defined all the terminology comprising the ontology 

and their relationships using protocol analysis [Zahedi, 1993]. In this method, human 

experts were asked to verbalize their thought processes while answering a 
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representative set of queries. Current remote sensing literature was also studied to 

gather knowledge about crop and fire mapping. This was an iterative process that 

resulted in a comprehensive definition of all the different terms used by the scientists, 

their meanings and their inter-relationships. This step is also referred to as ontology 

capture in other literature. 

• Ontology Coding: At this stage, we adopted a semantic model to represent a structure 

of the ontology. Traditionally, semantic networks have been used to represent an 

ontology. However, the basic structure of an ontology conforms closely with that of a 

semantic model because both are based on the principles of classification, 

generalization-specialization and aggregation. Just as the extension of a database is 

its schema, and its intension is the actual data, the extension of the ontology is defined 

by the semantic model, and the intension comprises the specific terms in the 

ontology. This allows us to implement the ontology when we develop a prototype 

software system based on our virtual enterprise model. 

• Ontology Rules Documentation: The knowledge in the remote sensing domain is 

complex and, there are several rules that are required to make the ontology useful to 

software agents. The ontology rules documentation stage involved expressing the 

rules using symbolic logic. 

• Ontology Evaluation: The last step is evaluating the ontology. The purpose in 

building the remote sensing ontology is to enable software agents to answer questions 

firom novice users regarding using satellite data for general purposes. Evaluation of 
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the ontology therefore involves ascertaining that the terminology and the rules in the 

ontology are adequate for this purpose. 

3.2.2 Ontology Structure 

As mentioned above, ontologies are commonly captured in some form of a semantic 

network - a graph whose nodes are concepts or individual objects and whose arcs 

represent relationships or associations among the concepts. The network is augmented 

by attributes, constraints, functions and rules that govern the behavior of the concepts 

[Huhns and Singh, 1997]. Most ontologies represent and support relationships among 

classes of meaning including generalization and inheritance, aggregation and 

instantiation. 

Our ontology is represented using a semantic model known as the Unifying Semantic 

Model (USM). The reason for this is that the USM provides all the constructs required to 

express complex relationships such as generalization and aggregation [Ram, 1995]. 

Another reason for providmg a precise structure for our ontology is to make our agent 

model generalizable. We have embedded knowledge about only the structure of the 

ontology in each of the agents. This makes them easily extensible to other problem 

domains as long as there is an ontology constructed for that domain using the same 

structure. 
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In general, ontology 0 consists of object classes, relationships and integrity rules (See 

Figure 3.3). The object classes are a collection of entities that have common properties. 

Associations between or among entity classes are called relationships. Rules place 

constraints on the object classes and relationships. 

Figure 3.3: Structure of the Ontology 

Each object can be described in terms of its name, its attributes and its type. 

Characteristics or properties of members of object classes are called attributes. In the 

ontology, there is a "start" object class and a "goal" object class. The "start" object class 

is the construct from which the agents start traversing the model in order to process 

queries from users. The "goal" object class is the construct that the agents are trying to 

reach. An object that is neither the "start" nor the "goal" is an "intermediate" object class 

(See Figure 3.4). 
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Figure 3.4: Object Classes, Attributes and Relationships 

Relationships can be defined in terms of relationship type and the objects that participate 

in the relationship (See Figure 3.5). An "interaction" relationship relates members of an 

entity class to members of one or more other entity classes. "Generalization" is the 

means by which differences between similar objects are ignored by forming a higher 

order type. The higher order class is called the superclass and the similar object classes 

that comprise the superclass are called subclasses. The subclasses can have subclasses of 

their own thus creating a hierarchy. "Aggregation" is the means by which relationships 

between lower level types can be considered to be higher level types. 
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Figure 3.5: Relationships 

The ontology also consists of rules that impose restrictions on the object classes and the 

relationships. Rules can be of various types: 

• Static "State of the World" Rules: These are rules that are not expected to change 

over time. These are rules that impose values on certain attributes based on values of 

other attributes. Rules in this category include those that constrain attributes of 

sensors. Examples include rules that determines the spatial, spectral and temporal 

resolutions of various sensors; the phenology or growth patterns of crops at various 

locations, latitude/longitude and path/row information about various locations, and 

information about processing algorithms. The reason the static rules have been 

grouped together is because these rules do not affect maintenance problems that arise 

from replicating the ontology across platforms. 



88 

• Decision Support Rules: These are the rules that help the agents decide which datasets 

are most suitable for queries from novice users. This knowledge has been acquired 

from remote sensing scientists at the University of Arizona, and is expected to change 

over time with advances in remote sensing research. 

An example of a decision support rule is the rule that determines what data would be 

most suitable to identify where cotton is grown in Arizona. Such a rule would state 

that if the user wants to map cotton in Arizona, the sensor that would provide the 

most suitable data would be the Landsat TM sensor and that one of the datasets 

should have been acquired in the month when the fields are bare. 

• Query Processing Rules: These are rules that determine how the agents function and 

take routine decisions. These rules help the agents customize the interface according 

to past query history of users, take decisions about what trade-offs are acceptable 

when it comes to selecting datasets and how to rank datasets before presenting them 

to the user. 

3.2.3 General Notations used in Formal Representation 

The Unifying Semantic Model has been used to code the ontology. The symbols that are 

used to denote an entity, and different types of relationships can be seen in Figure 3.6. 
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Figure 3.6: Semantic Model Symbols 

Entity 

Interaction Relationship Generalization Relationship Aggregation Relationship 

The set theoretic notation used in expressing different types of rules and agent traversal 

algorithms are: 

There exists 

c Is a subset of 

For all 

Implies 

Is equivalent to/ is similar to 

1\ And (conjunctive connective) 

v Or (disjunctive connective) 

Is equal to 

Negation 
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o Not equal to 

< Is less than 

> Is greater than 

< Is less than or equal to 

> Is greater than or equal to 

3.2.4 Detailed Description of the Ontology 

3.2.4.1 Terminology - Examples from Remote Sensing Ontology 

In developing the ontology we used the procedure of protocol analysis with our remote 

sensing specialists. This procedure consisted of asking the scientists to describe the 

various types of remote sensing applications, the data used in such applications, and the 

terms used in their field. Several such sessions of protocol analysis resulted in a standard 

set of terms and inter-relationships among these terms. 

An overview of the ontology can be seen in Figure 3.7. The entity class "User" 

represents the users who have registered to search for data. The instances of the user 

entity represent individual users with information about their names, occupations, contact 

information and a self description as a "novice" or an "expert" user. Users submit 

queries - and over a period of time, the queries submitted, and the results of those queries 
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are stored in the ontology. This information is used by the agents in conjunction with the 

user-profiling rules. 

Figure 3. 7: Overview of the Ontology 

In general, users look for either raw or unprocessed data, or for classified data. When an 

expert user submits a Level 1 query, there is not much burden on the model to determine 

what data would be suitable for the user's query. However, when a user performs a Level 

2 query, the model has to first determine what data would be most suitable for the user 

using the decision support rules in the ontology. Each query is a combination of 
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parameters such as "Location" and "Date", and this is represented by the aggregation 

relationship. The goal is the "Dataset object class. Figures 3.8 to 3.15 expand the 

overview seen in Figure 3.7. Each figure has been explained in detail. 

In our ontology, the "start" object class is the object class called "Query" (See Figure 

3.8). There are two types of object class queries - "Dataset Query" (where users request 

for remotely sensed datasets) and "Algorithm Query" (where users request for processing 

algorithms that help in processing remotely sensed datasets). Dataset Query, in turn, has 

two other subclasses. The bottommost tier of query subclasses is composed of object 

classes that are aggregates of the parameters for which the user has to provide values. 

For example, if the user wants to submit a Level 1 query, she has to provide values for 

the parameters "Sensor", "Date" and "Geographic Location". If the user wants to submit 

a Level 2 query, the user has to provide values for Application, Date, Geographic 

Location, and Processing Algorithm. If the user to submit an Algorithm Query, the user 

has to provide values for the "Processing Algorithm" (name of the algorithm) and 

"Platform" (the specifications of the user's machine). 
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Figure 3.8: Remote Sensing Ontology- Start Object Class 

Some parameters may themselves have subclasses. For example, the parameter 

"Application" has many subclasses such as "Fire Mapping", "Vegetation Mapping", 

"Desertification Assessment" and "Hazards Mapping". (See Figure 3.9). A complete 

listing of all subclasses can be seen in Appendix A. 
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Figure 3.9: Remote Sensing Ontology- "Application" Sub-Classes 

Each of the "Application" subclasses could have subclasses of their own. For example, 

the "Vegetation Mapping" subclasses have many tiers of subclasses. (See Figure 3.1 0) 

The various tiers of subclasses of earth materials were constructed using the guidelines 

provided by the Land Use and Land Cover Classification System [Anderson et.al., 197 6]. 

The attractive feature about this classification system is its tiered architecture allows 

coarse-grained as well as fine-grained spatial resolution. For example, "Vegetation" 

could either be classified as "Agriculture" or more finely as "Crops" or "Orchards" 
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depending on the requirement of the application. Similarly fires can also be classified 

into different types - "Wildland Fires" and "Forest Fires". Refer to Table 3.1 for an 

extract from the Land Use and Land Cover Classification System. For example, the 

category "Agriculture" coded as 200 has three subclasses - "Cropland and Pasture" 

coded as 210, "Orchards, Groves, Vineyards, Nurseries, Ornamental Horticultural Areas" 

coded as 220, and "Confined Feeding Operations" coded as 230. Similarly, "Cropland 

and Pasture" has the subclasses "Row Crops" coded as 211, "Field Crops" coded as 212 

and "Pastures" coded as 213. It can be seen from this example that as one moves down 

each level, the spatial granularity required for the application also increases. 

Figure 3.10: Remote Sensing Ontology- "Vegetation" Sub-Classes 
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Table3.1: An Extract of the Land Use and Land Cover Classification System 

Level 1 Level 2 Level 3 

200 Agriculture 210 Cropland and Pasture 211 Row Crops 

212 Field Crops 

213 Pasture 

220 Orchards, Groves, 221 Citrus orchards 

Vineyards, Nurseries, Vineyards, Nurseries, 
222 Noncitrus orchards 

Ornamental Horticultural 

Areas 223 Nurseries 

224 Ornamental 

Horticultural 
225 

Vineyards 

230 Confined Feeding Operations 231 Cattle 

232 
Poultry 

233 
Hogs 
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All other applications can also be categorized similarly in a hierarchical fashion. The 

reason for constructing the ontology in this manner is to be able to narrow down the 

user's query and provide a more precise response to the user. At any tier if the user is not 

able to select a subclass, then the user will be prompted to provide values for parameters 

for all the subclasses in that tier. 

The goal object class is always the "Dataset" object class (See Figure 3.11). The aim of 

the agents is then to traverse from the "start" to the "goal". Along the way they would 

traverse through the intermediate object classes. If the user does not provide values for 

the intermediate object classes, the agents may have to reason and figure out what the 

values could be based on the instances of the object classes in the ontology using the 

static rules in the ontology. 

The agents use the decision support rules to determine what data would be most 

appropriate for a user's query given the parameter values provided by the user. Once 

datasets partially or fully satisfying the requirement are found, the agents use the trade

off rules and the dataset ranking rules to determine which datasets should be returned to 

the user, and how they should be sorted. 

Datasets can be of different types. Depending on the query from the user, a different 

subclass of the "Dataset" object class is the goal for the query. 

Once the required characteristics of the dataset are determined, one alternative is have a 

supply agent fetch it from a vendor's site. If a dataset with the same characteristics had 
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been located earlier for a different query, information about it would have been stored in 

the ontology as an instance of one of the subclasses of the "Dataset" object class. The 

user is given this information, and if requested by the user a new search is conducted. 

Figure 3.11: Remote Sensing Ontology- Goal Object Class 

Some of the intermediate object classes can be seen in Figures 3.12 and 3.13. Figure 3.12 

shows the intermediate classes that will be traversed in processing a Level 2 query related 

to crop mapping. Having values for the object classes "Crop" and "Geographical 

Location" makes it possible to derive the value for the object class "Phenology". 

Knowing the phenology and the geographical location makes it possible to determine the 

appropriate sensor and processing algorithms. For example, if the user wants to identify 

com fields in Arizona, information of other crops grown in Arizona would be required. 
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This information is important because com can be clearly distinguished from other earth 

materials only in those spectral bands where com and the surrounding crops have 

contrasting reflectance or emittance properties. This is because vegetation may also 

show different growth cycles or phenology at different locations. For example, 

phenology of com in South America is diametrically opposite to phenology of com being 

grown in North America. This information is very important from the point of view of 

processing data. 

Figure 3.12: Remote Sensing Ontology -Intermediate Object Classes 
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Figure 3.13 shows the intermediate object classes that would be traversed to answer 

questions relating to fire mapping. For example, the values for the object classes 

"Sensor" and "Processing Algorithm" can be inferred from knowing the values of 

acreage and geographical location. 

Figure 3.13: Remote Sensing Ontology- Intermediate Object Classes 

Another aspect of our ontology deals with various algorithms used to process data sets 

collected by sensors. This is important because different algorithms serve different 

purposes. And it is important that the agents be aware of how a particular dataset has 

been processed and what that implies. For example, "Processing Algorithm" can be of 

four types - "Preprocessing Algorithms", "Image Enhancement Algorithms", "Image 

Classification Algorithms" and "Change Detection Algorithms". Preprocessing 

Algorithms can be of four types - "Noise Removal", "Geometric Correction", 

"Atmospheric Correction" and "Radiometric Correction". "Image Enhancement" can be 

of two types - "Spatial Filtering" and "Supervised Classification". "Image 
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Classification" can be of two types - "Unsupervised Classification" and "Contrast 

Stretching" (See Figure 3.14 ). 

Figure 3.14: Remote Sensing Ontology- Processing Algorithms 
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Our multi-agent model has different types of agents each with a different expertise 

collaborating with each other to answer user queries. The information about the different 

types and instances of agents are also stored in the ontology. The ontology also has 

interface information about each agent. This is comparable to a list of object class 

methods. The reason for storing this in the ontology is that when an agent needs a piece 

of information, it can look up the ontology to find out which agent has a method that 

returns the value it is looking for (See Figure 3 .15). 

Figure 3.15: Remote Sensing Ontology- Types of Agents 
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• As mentioned before, the user interacts with the UIA to specify the type of data 

required. The UIA uses user profiling rules to customize the interface for the 

individual user, traverses the ontology from "Query" object class, categorizes the 

user's query and prompts the user for parameter values. 

• The ABA takes the values fi-om the UIA and traverses the ontology towards the 

"Dataset" object class. It infers values for object classes along the way and also 

checks the for integrity rule violations. On reaching the "Dataset" object class, it 

sends a message to the DBA with dataset specifications. 

• The DBA is an agent that is responsible for contacting the appropriate supply agents 

with the necessary search parameters. The DBA refers to the ontology for addresses 

of supply agents. 

• There are two types of supply agents: RDAs that service sites with raw sensor data, 

and CSAs that service sites with processed data. The SAs use the ontology to infer 

more information about the datasets at the supplier sites, using the limited 

descriptions provided by the supplier. These agents determine what datasets to return 

to the user using the query processing rules. 

Attributes of some of the object classes in the ontology can be seen in Table 3.2. For 

example, the object class "Sensor" has the attributes "Sensor Name", "Launch Date", 

"Failure Date", "Swath", "Spectrum", "Temporal Resolution" and "Spatial Resolution" 
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Table3.2: Attributes of Object Classes in the Remote Sensing Ontology 

Object Class Attribute 

Sensor Sensor_Name 

Launch_Date 

Failure_Date 

Swath 

Spectrum 

Temporal_ResoIution 

Spatial_Resolution 

User User_Name 

Expertise_LeveI 

Contact_Information 

Query Query_Id 

Date_Submitted 

User_Name 

Level 

Result_Dataset_Id 

Level_l_Query Sensor_Parameter_V alue 

Date_Parameter_V alue 

Location_Parameter_V alue 

Level_2_Query Application_Parameter_V alue 

Date_Parameter_V alue 

Location_Parameter_V alue 



Date Day 

Month 

Year 

Location Location_Name 

Latitude 

Longitude 

Path 

Row 

Area 

Processing Algorithm (ProcAlgo) Proc_Algo_Name 

ProcAlgo_Capabilities 

ProcAlgo_Desc 

Crop Crop_Name 

Genus_Name 

Species_Name 

Phenology Crop_Name 

Location_Name 

Month 

Stage_Of_Growth 

Dataset Dataset_Id 

Date_Acquired 

Latitude, Longitude 

Path, Row 
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Acquring Source 

SupplierSite 

Quality_Agency 

Quality_Rating 

Rank (valid for a particular query ID) 

Query_id 

Agent Agent_Name 

Host_Where_It_Resides 

Interface 

3.2.4.2 Rules 

This part of the chapter elaborates on the various rules embedded in the ontology to guide 

agent interaction. The rules have been grouped into three categories. The first category 

is that of "static rules". As the name implies, these are rules that are not expected to 

change over time. They include rules about sensors, geographic coordinates of cities and 

details about processing algorithms. The second group consists of decision support rules. 

These rules have been built using knowledge acquired from remote sensing scientists and 

current literature in the remote sensing field. The third group consists of rules that help 

agents make routine decisions about how to use information about past behavior of users, 

and how to retrieve and rank datasets. The reason the rules have been categorized in this 

manner is to differentiate between rules that will change over time and those that will not. 

Static rules that are not expected to change over time can be replicated several times 
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without the cost of frequent updates. Decision support rules have to be replicated with 

care as maintenance costs will also go up. The query processing rules can be tied to 

individual agents if they are expected to stay stable. If it is likely that the methods used 

to select and rank datasets, and profile the user will change frequently, it may be a good 

idea to store those separately as well. 

3.2.4.2.1 Static ''State of the World" Rules 

The static rules are those that are not expected to change over time. Rules SR-1 to SR-21 

are the rules that constrain attribute values related to the Sensor object class. For 

example, SR-1 states that if the name of the sensor is AVHRR, the launch date is 1984. 

SR-2 states that if the name of the sensor is AVHRR, the failure date of the sensor is 

"none". SR-3 states that if the name of the sensor is "AVHRR", the swath of the datasets 

acquired by it is "2200 kilometers", SR-4 states that if the name of the sensor is 

"AVHRR", the spatial resolution of the dataset is 1.1 .km. SR-5 states that if the name of 

the sensor is "AVHRR", the temporal resolution is "weekly". SR-6 states that if the 

name of the sensor is AVHRR, the electromagnetic bands that it senses in include near-

infrared, visible and thermal. Rules SR-7 to SR-21 are similar to SR-1 to SR-7. 

SR 1. Sensor.Sensor_Name = "AVHRR =x> Sensor.Launch_Date = "1984" 

SR 2 Sensor.Sensor_Name = "AVHRR" => Sensor.Failure_Date = "none" 

SR 1 Sensor.Sensor Name = "AVHRR" => Sensor.Swath = "2200 km" 



108 

SR 4 Sensor.Sensor_Name = "AVHRR" => Sensor.Spatial Resolution = "1.1 km" 

SR S Sensor.Sensor_Name= "AVHRR" => Sensor.Temporal_Resolution = 

"weekly" 

SR 6 Sensor.Sensor_Name= "AVHRR" => Sensor.Spectrum = "near-infrared"A 

Sensor.Spectrum = "Visible", Sensor.Spectrum = "Thermal" 

SR 7. Sensor.Sensor_Name = "Landsat_TM" => Sensor.Launch_Date = "1991" 

SR & Sensor.Sensor_Name = "Landsat_TM" => Sensor.Swath = "185 km" 

SR 9. Sensor.Sensor_Name = "Landsat_TM" =?> Sensor.Temporal_Resolution = "16 

days" 

SR IQ. Sensor.Sensor_Name = "Landsat_TM" => Sensor.Spatial_Resolution = "30m" 

SR 11. Sensor.Sensor_Name = "Landsat_TM" => Sensor.Spectrum = "panchromatic" 

A Sensor.Spectrum = "visible" A Sensor.Spectrum = "near-infrared" A 

Sensor.Spectrum = "SWIR" A Sensor.Spectrum = "Thermal" 

SR 12 Sensor.Sensor_Name= "SP0T-2_PLA" => Sensor.Lauch_Date = "1990" 

SR D. Sensor.Sensor_Name = "SP0T-2_PLA" => Sensor.Swath = "60 km" 

SR 14 Sensor.Sensor_Name = "SP0T-2_PLA" => Spatial Resolution = "10 m" 
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SR 15. Sensor.Sensor_Name = "SP0T-2_PLA" => Temporal Resolution = "26 days" 

SR Id Sensor.Sensor_Name = "SP0T-2_PLA" => Spectrum = "panchromatic" 

SR 17. Sensor.Sensor_Name= "SP0T-2_MLA" => Sensor.Lauch Date = "1990" 

SR 1& Sensor.Sensor_Name = "SP0T-2_MLA" => Sensor.Swath = "117 km" 

SR 19. Sensor.Sensor Name = "SP0T-2_MLA" => Spatial Resolution = "20 m" 

SR 20l Sensor.Sensor Name = "SP0T-2_MLA" => Temporal Resolution = "26 days" 

SR 21. Sensor.Sensor_Name = "SP0T-2_MLA" ^ Spectrum = "green" " A 

Sensor.Spectrum = "red" A Sensor.Spectrum = "near-infrared" 

Rules SR-22 to SR 28 are specific to the cotton crop in Arizona. These rules together 

describe the phenology or the growth pattem of the cotton crop in the state of Arizona. 

SR 22 records the fact that if the name of the crop is "cotton" and the location is 

"Arizona", the months in which the field is prepared for growing cotton are "January" 

and "February". SR 23 records the fact that if the name of the crop is "cotton" and the 

location is "Arizona", the months in which the field is planted are "March" and "April". 

SR 24 records the fact that if the name of the crop is "cotton" and the location is 

"Arizona", the month in which the cotton bolls emerge is "April". SR 25 records the fact 

that if the name of the crop is "cotton" and the location is "Arizona", the months in which 
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the cotton bolls bloom are "June" and "July". SR 26 records the fact that if the name of 

the crop is "cotton" and the location is "Arizona", the month in which the bolls set is 

"August". SR 27 records the fact that if the name of the crop is "cotton" and the location 

is "Arizona", the month in which the bolls open is "September". SR 28 records the fact 

that if the name of the crop is "cotton" and the location is "Arizona", the months in which 

the crop is harvested are "October" and "November". 

SR-29 to SR-33 describe the phenology of small grains in the state of Arizona. These are 

similar to rules SR-22 to SR-28. 

SR 22. Crop.Crop_Name = "Cotton" A Location.Location_Name = "Arizona" A 

Phenology.Stage_of_growth = " Field Preparation" => Date.Month = 

"January" v Date.Month = "February" 

SR 23. Crop.Crop_Name = "Cotton" A Location.Location_Name = "Arizona" A 

Phenoiogy.Stage_of_growth = " Planting" => Date.Month = " March" v 

Date.Month = "April" 

SR 24. Crop.Crop_Name = "Cotton" A Phenology.Stage_of_growth = 

"Emergence" => Date.Month = " April 

SR 25. Crop.Crop_Name = "Cotton" A Phenology.Stage_of_growth = "Blooming" 

^ Date.Month = " June" v Date.Month = "July" 
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SR 26. Crop.Crop_Name = "Cotton" A Phenology.Stage_of_growth = 

Bolls_Setting" => Date.Month = " August" 

SR 27. Crop.Crop_Name = "Cotton" A Phenology.Stage_of_growth = 

"Bolls_Opening" ^ Date.Month = " September" 

SR 28. Crop.Crop_Name = "Cotton" A Phenology.Stage_of_growth = "Harvesting" 

=> Date.Month = " October" v Date.Month = "November" 

SR 29. Crop.Crop_Name = "Small Grains" A PhenoIogy.Stage_of_growth = 

"Seeding" => Date.Month = "October" v Date.Month = "November" 

SR 30. Crop.Crop_Name = "Small Grains" A Phenology.Stage_of_growth = 

"Emergence" => Date.Month = "October" v Date.Month = "November" 

SR 31. Crop.Crop_Name = "Small Grains" A Phenology.Stage_of_growth = 

"Maximum_Blooming" => Date.Month = "April" 

SR 32. Crop.Crop_Narae = "Small Grains" A Phenology.Stage_of_growth = 

"Maturing" => Date.Month = "June" v Date.Month = "July" 

SR 33. Crop.Crop Name = "Small Grains" A PhenoIogy.Stage_of_growth = 

"Harvesting" Date.Month = "July" v Date.Month = "August" 
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SR-34 to SR-39 are rules that state what the latitude and longitude are for the state of 

Arizona, and what the paths and rows are for certain cities in Arizona. Latitudes and 

longitudes, and paths and rows are different types of geographical coordinates for 

locations. The reason for providing this information in the ontology is because the user 

may not always have information about the latitude and longitude or the path and row. 

Even if the user is provided a graphical user interface and asked to select a place off of a 

map, the agents need suitable information that would enable them to translate the place 

selected by the user to the corresponding coordinates. 

For example, SR-34 states that the latitude for Maricopa County is "33:32:33N" and the 

longitude is " 112:04:17W". It also states that Phoenix belongs to Maricopa County. 

SR 34 Location.Location_Name = "Maricopa County" => Location.Latitude = 

"33:32:33N" A Location.Longitude = "112:04:17W" 

Location.Location_Name(Phoenix) c Location.Location_Name(Maricopa 

County) 

SR 35 Location.LocationName = "Pima County" => Location.Latitude = 

"32:11:45N" 

A Location.Longitude = "110:53:30W" 

Location.Location_Name(Tucson) c Location.Location_Name(Pima County) 



1 1 3  

Similarly, SR-36 states that for Winslow, AZ, the path is 36 and the row is 36. 

SR 36 Location.Location Name = "Winslow, AZ" => Location.Path = "36" A 

Location. Row = "36" 

SR 37 Location.Location_Name = "St. Johns, AZ"" => Location.Path = "35" A 

Location.Row = "36" 

SR 38 Location.Location_Name = "Lake Havasu City, AZ" => Location.Path = 

"38" A Location.Row = "36" 

SR 39 Location.Location_Name = "Prescott, AZ " => Location.Path = "37" A 

Location.Row = "36" 

SR-40 is a static rule that states what crops are grown in Southeast Arizona. There are 

two reasons for storing this information in the ontology. The first reason is that if a Level 

2 user or a novice user wants to map crops in Southeast Arizona, the information in the 

ontology can be used to prompt the user for appropriate values. The second reason is 

that, in future, new decision support rules may need information about all the crops that 

are grown in Southeast Arizona. 
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SR 40 Location.Location Name = "S.E.Arizona" => Crop.Crop_Name = "Cotton" 

A Crop.Crop_Name = "Cole Crops" A Crop.Crop_Name = "Leafy Greens" A 

Crop.Crop_Name = "Lettuce" A Crop.Crop_Name = "Melons" A 

Crop.Crop_Nanie = "Onions" A Crop.Crop_Name = "Peppers" A 

Crop.Crop_Name = "Potatoes" A Crop.Crop_Name = "Spinach" A 

Crop.Crop_Name = "Sweet Com" A Crop.Crop_Name = "cotton" A 

Crop.Crop_Name = "Small Grains" 

SR-41 to Sr-45 are static rules that state the capabilities of certain processing algorithms. 

For example, SR 41 states that the processing algorithm "ERDAS" can reproject Space 

Oblique Mercator projection to Universal Transverse Mercator (UTM) projection, and 

can perform regression to register data from the Landsat-TM sensor to a Digital Elevation 

Model (DEM). 

SR 41 ProcAlgo.ProcAlgo_Name = "ERDAS" => ProcAlgo.ProcAlgo_Capabilities = 

{"Reproject Space Oblique Mercator projection to Universal Transverse 

Mercator (UTM) Projection", "Regression to register Landsat TM to the 

Digital Elevation Model (DEM)"} 

SR 42 ProcAlgo.ProcAlgo_Name = "IDRISI" => ProcAlgo.ProcAlgo_Capabilities = 

{" Reproject Space Oblique Mercator projection to Universal Transverse 

Mercator (UTM) Projection", "Regression to register Landsat TM to the 
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DEM", "Unsupervised classification"} 

SR 43 ProcAlgo.ProcAlgo_Name = "ENVI" => ProcAlgo.ProcAlgo Capabilities = 

{" Reproject Space Oblique Mercator projection to Universal Transverse 

Mercator (UTM) Projection", "Regression to register Landsat TM to the 

DEM"} 

SR 44 ProcAlgo.ProcAlgo_Name ="TNTMIPS" => ProcAlgo.ProcAlgo_Capabilities 

= {" Reproject Space Oblique Mercator projection to Universal Transverse 

Mercator (UTM) Projection", "Regression to register Landsat TM to the 

DEM"} 

SR 45 ProcAIgo.ProcAlgo_Name = "Kauff-Thompson (KT) Protocol" => 

"ProcAlgo.ProcAlgo_Capabilities = {"Does a linear transformation of the data 

values into brightness, greenness and wetness indices that are diagnostic of the 

passage of fire"} 

3.2.4.2.2 Decision Support Rules 

The decision support rules in the ontology are dependent on the type of application the 

rules support. Two such application areas "Crop Mapping" and "Fire Mapping" are 

presented here. 



116 

• Crop Mapping: 

If user wants to locate a crop like cotton in Arizona, then the user needs three datasets 

- one when the crop is at its greenest, the second when the crop is defoliated and 

ready for harvest and the third when the field is bare. Best results can be obtained 

firom three datasets (all acquired by the Landsat TM sensor in the same year) - one 

when the crop was at its greenest, the second when the crop is defoliated and the third 

when the field is bare. But it is possible that datasets meeting all the criteria are not 

found. To take care of such an eventuality, alternative rules exist in the ontology to 

help the agents decide what tradeoffs are acceptable. These are represented in the 

form of alternative preferences. 

For example, DSS-CM rules la, lb and Ic represent the rules that would be used to 

select datasets when Landsat TM datasets are available in the same year. DSS-CM 

rules 2a, 2b and 2c would be used when Landsat TM datasets are available but not in 

the same year. DSS-CM rules 3a, 3b and 3c would be used when Landsat TM 

datasets are not available but datasets from other sensors are available all in the same 

year. DSS-CM rules 4a, 4b and 4c would be used when Landsat TM datasets are not 

available and the datasets from other sensors meeting the minimum criteria are 

available in different years. 

For example, DSR-CM-la states that if the user has selected "Crop Mapping", and 

the crop name provided by the user is "cotton", the sensor that would be most suitable 

would be Landsat TM. The path and row of the Landsat TM dataset should be those 



117 

of the location indicated by the user. Also, the dataset should have been acquired in 

the month in which the cotton field was being prepared. DSR-CM-lb and DSR-CM-

Ic state that datasets from other stages in the phenology should also be used and that 

all the datasets should have been acquired in the same year. 

DSR-CM la Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name(q) => Dataset Dl.Sensor Name = 

'Landsat_TM" A Dataset Dl.Month = Phenology.Month A Dataset 

Dl.path = Location.path(q) A Dataset Dl.row = Location.row(q) 

Where Phenology.Stage_of_Growth = "Field Preparation" v 

Phenology. Stage_of_Growth = "Seeding" 

DSR-CM lb Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = "Arizona" ̂  Dataset D2.Sensor_Name = 

'Landsat_TM" A Dataset D2. Month = Phenology .Month A Dataset 

D2.path = Location.path(q) A Dataset D2.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Blooming" 

And Dl.year = D2.year 

DSR-CM Ic Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = "Arizona" => Dataset.Sensor_Name = 
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'Landsat_TM" A Dataset D3. Month = Phenology.Month A Dataset 

D3.path = Location.path(q) A Dataset D3.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Harvesting" 

And Dl.year-= DS.year 

DSR-CM-2a, 2b and 2c state that Landsat TM datasets are required to do cotton 

mapping in Arizona. But DSR-CM-2a, 2b and 2c are less stringent about the 

conditions that should be met by the datasets for them to be suitable for the user's 

query. This is because the condition that the three datasets should be from the same 

year has been eliminated. 

DSR-CM 2a Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name(q) Dataset Dl.Sensor_Name = 

'Landsat TM" A Dataset Dl.Month = Phenology.Month A Dataset 

Dl.path = Location.path(q) A Dataset DLrow = Location.row(q) 

Where Phenology.Stage_of_Growth = "Field Preparation" v 

Phenology.Stage_of_Growth = "Seeding" 

DSR-CM 2b Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 
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Location.Location_Naine = "Arizona" => Dataset D2.Sensor_Name = 

'Landsat_TM" A Dataset D2. Month = Phenology.Month A Dataset 

D2.path = Location.path(q) A Dataset D2.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Blooming" 

DSR-CM 2c Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = "Arizona" => Dataset.Sensor_Name = 

'Landsat_TM" A Dataset D3. Month = Phenology.Month A Dataset 

D3.path = Location.path(q) A Dataset D3.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Harvesting" 

DSR-CM-3a, 3b and 3c are even less stringent about the conditions that should be 

met by the datasets for them to be suitable for the user's query as compared to DSR-

CM-2a, 2b and 2c. This is because, the condition that the three datasets should have 

been acquired by the Landsat TM sensor, is relaxed. DSR-CM-3a, 3b and 3c state 

that any sensor that senses in the near-infrared and visible electromagnetic bands with 

a spatial resolution of less than 100 meters would suffice. Other requirements with 

regard to the phenology of the crop have to be met. Besides, all the datasets should 

have been acquired in the same year. 
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DSR-CM 3a Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name(q) Dataset Dl.Sensor_Name = x A 

Dataset DI.Month = Phenology.Month A Dataset Dl.path = 

Location.path(q) A Dataset Dl.row = Location.row(q) 

Where Phenology.Stage_of_Growth = "Field Preparation" v 

Phenology.Stage_of_Growth = "Seeding" 

x.Spatial Resolution < 100 m A x.Spectrum = "NIR" A x.Spectnim = 

"visible" A x.Temporal_Resolution >= monthly Axe Sensor 

DSR-CM 3b Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = "Arizona" =:• Dataset D2.Sensor_Name = 

X A Dataset D2. Month = Phenology.Month A Dataset D2.path = 

Location.path(q) A Dataset D2.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Blooming" And Dl.year = 

D2.year 

And X c Sensor A x.Spatial Resolution < 100 m A x.Spectrum = 

"NIR" A x.Spectrum = "visible" A x.Temporal_Resolution >= monthly 

DSR-CM 3c Selected(Application, "Crop Mapping") A Crop Name = "cotton" A 

Location.Location_Name = x => Dataset.Sensor_Name = 



'Landsat_TM" A Dataset D3. Month = Phenology. Month A Dataset 

DB.path = Location.path(q) A Dataset DB.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Harvesting" 

And D1 .year -= D3.year 

And, X c Sensor A x.Spatial Resolution < 100 m A x.Spectrum = 

"NIR" A x.Spectrum = "visible" A x.Temporal Resolution >= monthly 

DSR-CM-4a, 4b and 4c are similar to DSR-CM-3a, 3b and 3c in the sense that they 

prescribe using data from different sensors as long as the sensors meet certain 

requirements. But DSR-CM-4a, 4b and 4c are less stringent about the conditions that 

should be met by the datasets for them to be suitable for the user's query. This is 

because the condition that the three datasets should be from the same year has been 

eliminated. 

DSR-CM 4a Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name(q) => Dataset Dl.Sensor Name = x A Dataset 

Dl.Month = Phenology .Month A Dataset Dl.path = Location.path(q) A 

Dataset Dl.row = Location.row(q) 

Where Phenology.Stage_of_Growth = "Field Preparation" v 

Phenology.Stage_of_Growth = "Seeding" 
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And X c Sensor A x.Spatial Resolution < 100 m A x.Spectrum = "NIR" 

A x.Spectrum = "visible" A x.Temporal_Resolution >= monthly 

DSR-CM 4b Selected(Application, "Crop Mapping") A Crop Name = "cotton" A 

Location.Location_Name = "Arizona" => Dataset D2.Sensor_Name = x 

A Dataset D2. Month = Phenology.Month A Dataset D2.path = 

Location.path(q) A Dataset D2.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Blooming" 

And X c Sensor A x.Spatial Resolution < 100 m A x.Spectrum = "NIR" 

A x.Spectrum = "visible" A x.Temporal_Resolution >= monthly 

DSR-CM 4c Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = x Dataset.Sensor_Name = 

'Landsat_TM" A Dataset D3. Month = Phenology.Month A Dataset 

DS.path = Location.path(q) A Dataset D3.row = Location.row(q) 

Where Phenology.Stage_of_growth = "Harvesting" 

And x c Sensor A x.Spatial Resolution < 100 m A x.Spectrum = "NIR" 

A x.Spectrum = "visible" A x.Temporal_Resolution >= monthly 

DSR-CM 5 Selected (Application, "Crop Planning") A Dataset.Sensor_Name = 

"Landsat_TM" (Perform("Calculate NDVI for each dataset") A 



Perform("Find differences in NDVI between datasets)) v (Perform(Find 

difference in NIR between datasets)) v Perform(Unsupervised 

classification on each dataset) 

• Fire Mapping: 

Rule DSR-FM-1 states that if one wants to map fires in a location, the area of which is 

less than 100,000 acres, ones needs to get two Landsat TM datasets - one acquired 

before the fire and the other acquired after the fire, an AVHRR dataset, a digital 

elevation model for the area and some aerial photography of the area. 

DSR-FM 1 Selected(Application, "Fire Mapping") A Location. Area < 100000 acres 

A Date(q) A Location.Location_Name(q)=> Dataset.Sensor_Name D1 = 

"Landsat TM" A Dataset.Sensor_Name D2= "AVHRR" A Dl.Date < 

(q - 6 months) A Dl.Date > (q + 6 months) A Dataset.path = 

Location.path(q) A Dataset.row = Location.row(q) A 

Ancillary_Data.Ancillary_Data_Name D3 = "Digital Elevation Model" 

A Ancillary_Data.Ancillary_Data_Name D4 = "Aerial Photography A 

D2.Date = q 
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Rules DSR-FM-2a to DSR-FM-2d state how the datasets selected to answer a query from 

a user related to fire mapping should be processed. This information is stored in the 

ontology to serve 2 purposes: 

1. If there is a processing agent with access to the processing algorithms, it can use these 

rules to actually process the data for the user. 

2. In the event that there is no processing agent, these rules will be used to inform the 

user about how to process the datasets to find answers to her queries. 

For example, DSR-FM-2a states that if the user wants to do fire planning and the dataset 

being returned to the user was acquired by the Landsat TM sensor, the dataset has to be 

reprojected to Universal Transverse Mercator (UTM) units. 

DSR-FM 2a Selected (Application, "Fire Planning") A Dataset.Sensor_Name = 

"Landsat_TM" => Perform("Reproject to Universal Transverse 

Mercator (UTM)") 

DSR-FM 2b Selected(Application, "Fire_Mapping") A Dataset.Sensor_Name = 

"Landsat_TM" A Ancillary_Data.Ancillary_Data_Name = "Digital 

Elevation Model" => Perform ("Regression to register Landsat TM to 

the DEM") 

DSR-FM 2c Selected(Application, "Fire_Mapping") A Dataset.Sensor Name = 
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"Landsat_TM" A Ancillary_Data.Ancillary_Data_Name = "Digital 

Elevation Model" => Perform("Clustering into fuel types") 

DSR-FM 2d Selected(Application, "Fire_Mapping") A Dataset.Sensor Name = 

"Landsat_TM" A Ancillary_Data.Ancillary_Data_N£inie = "Digital 

Elevation Model" A Ancillary_Data.AncilIary_Data_Nam = aerial 

photography => Perform("Label Clusters into Fuel Models") 

3.2.4.2.3 Query Processing Rules 

Query Processing Rules are those that determine how the agents function when they 

receive a query. Query Processing Rules are of three types: 

• User Profiling Rules 

• Dataset Ranking Rules 

• Trade-off Rules 

User Profiling Rules 

To reduce the time spent by the user in categorizing her query, UPR 1 and 2 read the 

expertise level of the user stored in the ontology and display to the user only those parts 

of ontology that are likely to be of interest to the user. 



126 

UPR I User.Expertise Level = "Expert" => Display (Level 1 Branch) 

UPR 2 User.Expertise_Level = "Novice" => Display (Level 2 Branch) 

Every time a query is processed successfully, the results of the search are stored as 

instances of the Dataset object class. This information can be used, by displaying to the 

user the most recent results of a query similar to the one submitted by the user the last 

time the user logged into the system. 

For example, UPR-3a states that if the user is an expert user and the user's name is "John 

Doe", the agents read the parameter values provided by the user for the most recent Level 

1 query from John Doe in the previous session. 

QPR 3a User.Expertise_LeveI = "Expert" => Select(Query.QueryId A 

LeveI_l_Query.Sensor_Parameter_Value QSP A 

Level_l_Query.Date_Parameter_Value QDP A 

Level_l_Query.Location_Parameter QLP A Query.Date QD) 

Where Query.User_Name = "John Doe" A (-I3 Query 1 C: Query where 

(Query.Date < Query 1.Date A QueryI.User Name = "John Doe")) 
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UPR-3b states that the most recent query where the parameter values were the same as 

the values provided by the user in the previous session should be then selected. 

UPR 3b Select (Query.Queryld, Query.Result_Dataset_Id.) 

Where Query.User o "John Doe" A 

Level_l_Query.Sensor_Parameter_Value = QSP A 

Level_l_Query.Date_Parameter_Value = QDP A 

Level_l_Query.Location_Parameter_Value = QLP A (Query.Date > 

QD) 

UPR-4a states that if the user is an novice user and the user's name is "John Doe", the 

agents read the parameter values provided by the user "John Doe" for a Level 2 query in 

the previous session. 

UPR 4a User.Expertise_Level = "Novice" Select(Query.QueryId A 

Level_2_Query.Application_Parameter_Value QAP A 

Level_2_Query.Date_Parameter_Value QDP A 

Level_2_Query.Location_Parameter QLP A Query.Date QD) 

Where User.User_Name = "John Doe" A (-I3 Query 1 <z Query where 

(Query.Date < Query 1.Date A Queryl.User_Name = "John Doe")) 
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UPR-4b states that the most recent query where the parameter values were the same as 

the values provided by the user in the previous session should be selected. 

UPR 4b Select (Query.Queryld, Query.Result_Dataset_Id.) 

Where Query. User o "John Doe" A 

Level_2_Query.Application_Parameter_Value = QAP A 

Level_2_Query.Date_Parameter_Value = QDP A 

Level_2_Query.Location_Parameter_Value = QLP A (Query.Date > QD) 

Dataset Ranking Rules 

Datasets from different sites may be ranked by different quality ranking agencies. To 

rank them, the ontology Dataset ranking rules (DPR-1 and DPR-2) ask for the datasets to 

be grouped by agency name and then sorted in ascending order. Here, the assumption is 

that pairs of datasets are compared at a time. 

DRR 1 Datasetl.Quality_Rating > Dataset2.Quality_Rating Dataset 1.Rank > 

Dataset2.Rank 

Where Datasetl.Quality_Agency = Dataset2.Quality_Agency 

DRR 2 Dataseti, i = l..n, Vi, 

dataseti.Rank < dataseti-i-i.Rank 
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Trade Off Rules 

These are rules that tell the agents how to perform tradeoffs while taking decisions using 

the decision support rules. For example, TOR-1 states that if the user's query deals with 

crop mapping, the agents should try to find datasets that meet DSS-CM 1 criteria. If 

datasets are not found, the datasets should meet the DSS-CM 2 criteria. If datasets are 

not found, the datasets should meet the DSS-CM 3 criteria. If datasets are not found, the 

datasets should meet the DSS-CM 4 criteria. 

TOR 1 Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name = "Arizona" 

FindDataset (DSS-CM 1) v FindDataset (DSS-CM 2) v FindDataset (DSS-

CM 3) V FindDataset (DSS-CM 4). 

3.3 Agent Traversal Algorithms 

In our model, each agent has some knowledge that involves traversing the ontology to 

answer queries from users. The agents have to understand only the structure of the 

ontology and not the specific terminology in the remote sensing ontology. This will 

make it easier to use the agents in other problem domains. 
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3.3.1 User Interface Agent (UIA) 

The user interacts with the UIA to specify the type of data required. The UIA starts 

traversing the ontology at the "Query" object class. The UIA's task is to categorize the 

user's query and prompt the user for parameter values. It checks to see if the object class 

has subclasses and if so, prompts the user to select one from the list. The UIA also 

determines what the "goal" object class should be for the query from the user. It then 

continues traversing the ontology, ignoring those object classes not selected by the user. 

If any of the subclasses are aggregates of other subclasses, it then asks the user to provide 

values for each object class that comprises the aggregate object class. The user requests 

and the "goal" for the query are then passed on to the ABA. The algorithm expressed in 

the form of a flowchart can be seen in Figure 3.16. A formal representation of this 

algorithm can be seen in Section 3.3.4.1 
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Figure 3.16 Agent Traversal Algorithm (UIA) 

NO 

NO 

3.3.2 Application Broker Agent (ABA) 

The ABA takes the values provided by the UIA and prompts the user to pick one of the 

alternative values or provide new values. It traverses through the ontology moving 

toward the "goal" object class. It figures out values for object classes along the way 

either by retrieving instance values from the ontology or by prompting the user to provide 
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values. If it is not possible for the ABA to reach the "goal", it would send a message to 

the UIA asking the user to be informed that there is insufficient information to determine 

what data is most appropriate for the user. If there are instances, i.e., datasets with the 

required characteristics located in response to a previous query, it informs the user about 

the previous results along with a note about when the search had been conducted. If there 

are no instances of the "goal" available, it sends a message to the DBA with 

specifications that the dataset should meet. . The algorithm expressed in the form of a 

flowchart can be seen in Figure 3.17. A formal representation of the algorithm can be 

seen in Section 3.3.4.2. 
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Figure 3.17 Agent Traversal Algorithm (ABA) 

3.3.3 Raw Data Supply Agent (RDA) 

The DBA is an agent that is responsible for contacting the appropriate supply agents with 

the necessary search parameters. There are two types of supply agents: RDAs who 

supply raw sensor data, and CSAs who supply data that has already been processed for a 

particular application. There may be one or more DBAs in existence each of which is 

capable of servicing a set of SAs, and the sites serviced by two DBAs may overlap. 
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There may also be one or more of each type of SA depending on the number of sites 

having data of each type. 

If the burden of providing information about the datasets is on the vender, there is a high 

likelihood that vendors may provide incomplete information about their products. 

Requiring complete descriptions may discourage vendors from using SAGE. To deal 

with this problem, our model takes whatever information the vendor supplies, and tries to 

infer more information about the datasets from the ontology. For example, if the vendor 

provides information about the sensor that captured the data, the spectral, spatial and 

temporal characteristics of the dataset can be broadly inferred. 

The RDA compares the data requirements with the descriptions of datasets at various 

sites. If the descriptions are not complete, it traverses through the ontology to see if 

further information about the datasets can be inferred. If the dataset descriptions fully or 

partially match any of the dataset descriptions, it sends a message to those sites that have 

the datasets. The same algorithm expressed in the form of a flowchart can be seen in 

Figure 3.18. A formal representation of the algorithm can be seen in Section 3.3.4.3. 
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Figure 3.18 Agent Traversal Algorithm (RDA) 

NO 

3.3.4 Agent Traversal Algorithms- Formal Notation 

3.3.4.1 Raw Data Agent 

In more formal notation, this algorithm states that there exists a c such that cis an object 

class, the ancestor of which is the start object class or there exists d such that d is an 

ancestor of c and d was selected by the user. In effect, this states that for an object class 

to be selected by the user, it has to be a child of the start object class or its immediate 

parent should have been selected by the user. 
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3 c I class (c ) A ancestor (c , start) A (chosen ( c ) v (3d | class ( d ) A ancestor( c , d ) A 

chosen(d)) 

where, 

class = object class in ontology 

ancestor(x,y) = y is an ancestor of x 

chosen(x) = x has been selected by the user 

3.3.4.2 Application Broker Agent 

In formal notation the algorithm states that there exists a value v such that it has either 

been provided by the user or been inferred from the ontology. The value is such that it 

leads towards the goal object class. 

3 {v} 1 V V, ( User_Provided ( v ) v Inferred_From_Ontology ( v )) A Descendant ( v , 

Goal) 

User_Provided(x) = x is the value provided by the user 

Inferred_From_Ontology(x) = x is the value inferred from the ontology 

Descendant(p,q) = q is a descendant of p 
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3.3.4.3 Raw Data Agent 

A more formal representation of the algorithm states that there exists an s such that for all 

s, the attribute value of the dataset is the same as or is similar to the attribute values 

requested by the DBA. Also, there exists an R such that it is a Static Rule and it can be 

applied where there is an attribute which is one of the specifications provided by the 

DBA for which there is no corresponding value available in the description of the dataset. 

a {s} I V s, ( Attrib (s ) = Attrib ( DBA_input)) v ( Attrib ( s ) c Attrib ( DBA_input) A 

3 RI Static_Rule ( R) A Applies ( R, Attrib (DBA_input) A -lAttrib ( S)) 

3.4 Messages Exchanged between Agents 

In a multi-agent model, agents have to frequently exchange messages to collaboratively 

achieve goals. The SAGE model provides for two types of messages between agents -

one way messages and two-way messages. One way messages are messages sent from 

one agent to one or many agents where the sender agent does not expect a response. Two 

way messages are messages where the sender agent expects a response from the receiver 

agent. This classification is important from the point of view of implementation. In case 

of two way messages, the sender agent continues to listen on the connection it has with 

the receiver agent. In all the messages, where a list of values is being sent and the length 

of the list could vary, the list is preceded by a number, which represents the length of the 

list. 
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3.4.1 One Way Message Formats 

User Interface Agent To Directory Broker Agent: 

Message I is used to inform the DBA about the Level 1 query parameter values provided 

by the user. 

Msg 1 Level_l_Parameter_Inform_Msg = {Sensor Name, Date, Latitude, Longitude, 

Number_of_Spectral_Bands, <List of Spectral Bands>} 

User Interface Agent to Application Broker Agent: 

Message 2 is used to inform the DBA about the Level 2 query parameter values provided 

by the user. 

Msg 2 Level_2_Parameter_Inform_Msg = {Application, Number_of _Parameters, 

<List of Parameter Values>} 

Application Broker Agent to Directory Broker Agent: 

Message 3 is used when the ABA has determined the description of the dataset that 

would be most appropriate for the user's query. It sends a description to the DBA so that 

a search can be conducted. 
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Msg 3 Level_2_Dataset_Requirement_Msg = {Application, Sensor_Name, Date, 

Latitude, Longitude, Number of Spectral Bands, <List of Spectral Bands>, 

Number Of Processing Aigorithms, <Names of Processing AIgorithms>} 

3.4.2 Two Way Message Formats 

Application Broker Agent and User Interface Agent: 

Application Broker Agent to User Interface Agent: 

Message 4 is used when the ABA wants additional information from the user in order to 

process the query from the user. It sends the Parameter Name and the number of values it 

expects from the user. 

Msg 4 Elicit_From_User_Msg = {Parameter_Name, 

Number_of_Values_Expected} 
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User Interface Agent to Application Broker Agent: 

Message 5 is used when the UIA takes the response from the user and sends it to the 

ABA. If the user's response is "No", the ABA will terminate reading the message at the 

point it reaches the "User_Response" parameter. 

Msg 5 Elicit_From_User_Response_Msg = {Parameter_Name, User_Response, 

Number_of_Values_Provided, <List of Values Provided>} 

Where 

User_Response = {Yes, No} 

Application Broker Agent and User Interface Agent: 

Application Broker Agent to User Interface Agent: 

Sometimes, the response from the user may be invalid. The ABA sends a message to the 

UIA informing the UIA that the value is invalid, and may suggest alternative values from 

the ontology. 

Msg 6 Invalid Value Msg = {Parameter_Name, Value Provided By User, 

Number_of_Altemative_VaIues, <List of Alternative Values>} 
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User Interface Agent to Application Broker Agent: 

The UIA takes the alternative values from the user and passes them on the ABA. 

Msg 7 Invalid_Value_Response_Msg = {Parameter_Name, User_Response, 

Number_of_Altemative_Values, <List of Alternative Values>} 

Directory Broker Agent and Supply Agent: 

From Directory Broker Agent to Supply Agent: 

Message 8 is sent by the DBA to the SA with required dataset specifications in response 

to a Level 1 query. 

Msg 8 Level_l_Dataset_Req_Msg = {Sensor_Name, Date, Latitude, Longitude, 

Number_of_Spectral_Bands, <List of Spectral Bands>} 

From Supply Agent to Directory Broker Agent: 

Message 9 is sent by the SA to the DBA with details about the dataset found that meets 

the criteria sent by the DBA for a Level 1 query 
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Msg 9 Level_l_Dataset_Req_Response_Msg = {Dataset_Id, 

Dataset_Acquisition_Date, Sensor_Name, Latitude, Longitude, 

Number_of_Spectral_Bands, <List of Spectral Bands>, 

Number of Processing Algorithms, <List of Processing Algorithms>, 

Processing_Agency_Name, Quality_Assessing_Agency, Quality_Rating} 

From Directory Broker Agent to Supply Agent: 

Message 10 is sent by the DBA to the SA with dataset specifications for a Level 2 query. 

Msg 10 Level_2_Dataset_Req_Msg = {Application, Sensor_Name, Date, Latitude, 

Longitude, Number_of_Spectral_Bands, <List of Spectral Bands>} 

From Supply Agent to Directory Broker Agent: 

Message 11 is sent by the SA to the DBA with details about the dataset found that meets 

the criteria sent by the DBA. 

Msg 11 Level_2_Dataset_Req_Response_Msg = {Dataset_Id, Dataset_Title, 

Number_of_Legend_Items, <List of Legend Items>, 

Dataset_Acquisition_Date, Latitude, Longitude, Sensor_Name, 

Number_of_Processing_Algorithms, <List of Processing Algorithms>, 



143 

Processing_Agency_Name, Quality_Assessing_Agency, Quality_Rating} 

3.5 Summary 

The goal of this chapter was to answer the research question about how to design the 

agents so that they can deal with users with different levels of expertise and they can be 

adapted to other resource discovery problems with characteristics similar to the remote 

sensing domain. This chapter also answers the question about what would be the most 

appropriate methodology to build the ontology. To answer these questions, we described 

the SAGE model in detail and also described the methodology used to build it. 

The SAGE model consists of a virtual enterprise model of intelligent agents that use a 

remote sensing ontology to answer questions from the user. The remote sensing ontology 

consists of remote sensing terminology coded using a semantic model. The ontology also 

includes different types of rules - static rules, decision support rules and query processing 

rules. An important part of the SAGE model is the agents. There are many types of 

agents and each agent has a traversal algorithm that it uses to traverse the ontology. The 

rules and the agents have been coded using symbolic logic. The agents can exchange 

different types of messages with each other. The types of messages and the parameters of 

each message have also been described. 
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CHAPTER4 

SIMULATION 

Chapter 3 described the SAGE model in detail. The SAGE model uses a network of 

collaborating intelligent agents to understand the user's query, determine what data 

would be suitable to serve the user's purpose, and return appropriate data from multiple 

sites to the user. Some of the actions taken by the agents are done serially while others 

can be performed simultaneously. Similarly, the ontology is accessed and used by 

multiple agents. 

The key question that would arise in the minds of people who deploy this system would 

be how to determine the number of agents needed to expect a reasonable performance 

from the system. Another equally important question in their minds would be to know 

how many copies of the ontology should exist on different nodes. 

To answer these questions, we built a simulation model, and found the response time in a 

variety of scenarios. This seemed to be an attractive option considering the number of 

stochastic parameters involved in the problem domain. This chapter presents a simulation 

study on the distribution of agents that optimizes information flow in the multi-agent 

model. This simulation study tries to answer the question - "What should be the number 

of agents and copies of the ontology that should be deployed in the virtual enterprise 

based SAGE implementation so that we have a reasonable response?". 
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Since the goal of the simulation study was to determine how many times the agents and 

the ontology should be replicated, we did not build the costs of maintenance into the 

simulation model. This is because the simulation model deals with taking queries from 

the user, having the agents reason about it and communicate with each other, and giving a 

response to the user. To estimate the cost of maintaining the system, a separate model 

would have to be built. But, that would be a very difficult task because: (1) Cost can be 

measured in terms of money (depending on the specifications of the machines used in the 

system) as well as effort required to maintain the ontology, and (2) It is very difficult to 

predict how fast the ontology will grow, and what changes will occur in the field of 

remote sensing. A general discussion of the costs involved can be found in Section 4.5.2. 

Section 4.1 describes the simulation model and some of the assumptions. Section 4.2 

describes the estimation of the input stochastic parameters used in the simulation. The 

output performance parameters and the results of the simulation study are detailed in 

Sections 4.3 and 4.4 respectively. A discussion of the results can be found in Section 4.5. 

A summary of the chapter can be found in Section 4.6. 
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4.1 Simulation Model 

The simulation model has the following entities, each of which has been introduced in 

Chapter 3: 

« The User Interface Agent (UIA) 

« Directory Broker Agent (DBA) 

« Application Broker Agent (ABA) 

« Supply Agent (SA) - The model does not differentiate between Raw Data Agents 

(RDAs) and Classified Data Agents (CSAs). 

« Ontology, which is logically split into two parts. This is because one part of the 

ontology is used by the UIA and the SAs, and the other is used by the ABA. Splitting 

the ontology this way, and treating the two parts as separate entities can help us fine 

tune the SAGE implementation. If one part of the ontology is more heavily used than 

the other part, the part that is used more often can be replicated. The two parts are: 

• Ontology Part 1 (OntoPartl): used by the UIA and the SAs 

• Ontology Part 2 (OntoPart2): used by the ABA. 

A flowchart of the actions undertaken whenever a query is fed into the simulation model 

is shown in Figure 4.1. First a query is generated. The query goes into the UIA queue 

(the queue where entities wait for the UIA resource). When a UIA is available, the query 
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seizes the UIA. The entity, then, goes into the OntoPartl Queue (the queue where 

entities wait for the Ontology Part 1 resource). When one of the copies of the OntoPartl 

resources becomes available, the query seizes the resource. The UIA then searches the 

ontology for the parameters that need to be presented to the user. In the simulation 

model, this is represented by a delay (the simulation clock moves ahead by some time). 

This is followed by one more delay - for the time it takes the user to provide values for 

the parameters. The query entity then releases the OntoPartl resource and the UIA 

resource. The UIA then communicates with the DBA (in case the query is a Level 1 

Query) or with the ABA (in case the query is a Level 2 query). The act of 

communicating also results in a delay. 

In case of a Level 1 query, the query entity enters the queue for the DBA. When the 

resource becomes available, the query seizes it. The DBA then looks up the addresses of 

SAs and sends messages to them. We have assumed that the time taken to look up 

addresses of SAs is negligible and therefore can be ignored. There is a delay for the time 

it takes the DBA to communicate with the SAs. The DBA is released and the query then 

enters the queue for the SAs. There is a delay for the time it takes the SAs to traverse the 

ontology. The purpose for traversing the ontology is to infer more information about 

datasets at various sites (in case suppliers have provided limited information about 

datasets at their sites). The SAs then send out messages to the sites that have data that 

meet the specifications received from the DBA. The SA is released and the simulation 

clock moves ahead by the time it takes for the sites to respond to the SA. The query then 

enters the queue for the SAs, and seizes them when they become available. There is a 
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delay for the time it takes the SA to compile the resiilts. The SA is released and there is a 

delay for the time it takes the SA to contact the DBA. The query enters the queue for the 

DBA. The DBA is seized when it becomes available. There is a delay for the time it 

takes the DBA to sort and rank the results from the various SAs. The DBA is then 

released. There is a delay for the time it takes the DBA to contact the UIA. The query 

enters the UIA queue and seizes it when it becomes available. There is a delay for the 

time it takes the UIA to display the results to the user. The UIA is then released. 

In case of a Level 2 query, the query entity enters the queue for an ABA and the 

OntoPart2. When the resources become available, the query seizes the resources and 

there is a delay for the time it takes the ABA to traverse through the ontology to reason 

about the user's query. Once the ABA is done with traversing the ontology, the query 

releases the ABA and the OntoPart2. The ABA then communicates with the DBA. 

There is a corresponding delay after which the entity enters the queue for DBAs. From 

this point on, the processing for a Level 2 query is similar to that of a Level 1 query. 

4.1.1 Model Assumptions 

• Inter-Arrival Time: It is assumed that tiie inter-arrival time of queries is 4.19 seconds. 

This number was computed after conducting a survey of traffic at web sites serving 

satellite data (See Section 4.2.1 for an explanation about how this number was 

calculated). It is assumed that the data collected are independent and normally 



149 

distributed. It is also assumed that the inter-arrival times are distributed 

exponentially. Exponential distributions are often used to model inter-arrival times 

because in such situations the random quantities satisfy the memoryless property. 

• Level I versus Level 2 Queries: :t is assumed that there is a fair balance of Level 1 

and Level 2 queries. This assumption was made because at present, there seem to be 

a fair distribution of sites that serve raw data and those that serve data processed for a 

particular application. Given that the SAGE model is capable of handling queries for 

raw as well as processed data, this assumption seems reasonable. 

• Typing Speed: The average typing speed is assumed to be 30 words a minute. 

Considering that the user may have to provide on an average of 15 parameter values, 

it is assumed that it would take on an average 30 seconds for the user to interact with 

the User Interface Agent. It is assumed that the time taken to type is normally 

distributed among the population with a standard deviation of 5. 

• Ontology Traversal (ULA and ABA): It is assumed that the User Interface Agent and 

the Application Broker Agent woiild have to traverse through an average of 10 object 

classes of OntoPartl to be able ;o elicit all parameter values from the user. The 

estimated time for each parameter in 1.65- seconds (refer to Section 4.2.2 for an 

explanation about how this number was calculated). Therefore, the mean time would 

be 1.65 X 10 = 16.5 seconds. From the data collected, it is assumed that the time 

taken to traverse the ontology is normally distributed with a standard deviation of 0.5. 
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• Ontology Look-Up (DBA)-. In case of the Directory Broker Agent, it would have to 

consult the ontology only once to find out the addresses of the supply agents it should 

contact. The mean estimated time for this is therefore 1.65 seconds and the standard 

deviation is 0.05. 

• Ontology Look-Up (SA): On some occasions, the Supply Agent may have to refer to 

the ontology to figure out more information about the datasets at the supplier site. It 

is assumed that on an average of 10 object classes will be accessed, leading to a 

processing time of 16.5 seconds with a standard deviation of 0.5. 

• Communication Time between Agents: Tlie commimication time between agents, as 

well as an agent and a supplier site is assumed to by 2.25 seconds with a standard 

deviation of l.l (refer to Section 4.2.3 for details about how this number was 

calculated). 
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Figure 4.1: Simulation Model 

Level 2 Query 
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4.2 Estimating Stochastic Parameters 

4.2.1 Estimating Traffic 

Webmasters managing web sites that serve satellite data were contacted and asked for 

information about traffic experienced at their sites. Responses were received about the 

following sites (See Table 4.1): 

Site 1: NOAA Satellite Active Archive (http://www.saa.noaa.gov/newbin/WWWdisplay). 

Site 2: Global Land Biosphere 

(http://daac.gsfc.nasa.gOv/CAMPAIGN_DOCS/LAND_BIO/stats/wwwstats.html) 

Site 3: NOAA/NASAAVHRR Oceans Pathfinder sea surface temperature data 

(http:// podaac.j pi .nasa. go v/sst) 

Site 4: Wyoming Spatial Data Clearinghouse 

(http://wgiac.state.wy.us/wsdc/usgs/drg/DRG75map.html) 

Site 5: Pennsylvania Spatial Data Access (http://www.pasda.psu.edu/ 35077) 

Site 6: Arizona Regional Image Archive (http://www.aria.arizona.edu) 

http://www.saa.noaa.gov/newbin/WWWdisplay
http://daac.gsfc.nasa.gOv/CAMPAIGN_DOCS/LAND_BIO/stats/wwwstats.html
http://wgiac.state.wy.us/wsdc/usgs/drg/DRG75map.html
http://www.aria.arizona.edu


Table 4.1: User Traffic at Sample Data Sites 

Web Site Number of Hits Number of requests per day 

Site 1 l otal page hits: 110,314 

Total Bytes Sent: 2,919,439,622 

Number of days spanned: 138 

2574 hits per day 

Site 2 Files t ransmitted During Summary 

Period 6007 

Bytes Transmitted During 

Summary Period - 49362731 

Average Bytes Transmitted Daily -

3797133 

462 tiles per day 

Site 3 75000 users in database 205 tiles per day (assummg 

that each user asks for data 

once a year) 

Site 4 52,334 tiles have been downloaded 

by 9,813 users 

77 tiles by 14 users per day 

Site 5 35407 visitors smce March 13, 

1998. 

97 tiles per day (assummg 

each user asks for one file) 

Site 6 646 downloads smce 6/1/98. 

365 of those since 1/1/99 

7 downloads/day. 
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The median number of queries received by each site per day is 206 (See Figure 4.2). The 

response from site 6 was ignored because the site is not fully functional. Because of the 

high variability in the responses, the median was adopted for use in the simulation model. 

If the virtual enterprise model of intelligent agents had 100 supplier sites linked to it, it 

could receive 20,600 request per day or 14 queries a minute. This would result in an 

inter-query arrival time of 4.19 seconds. 

Figure 4.2: Number of User Requests per Day (Descriptive Statistics) 

4.2.2 Estimating Ontology Access Times 

To estimate how much time it would take to access the ontology, a script with 50 SQL 

queries, each of which returns one field from one table, was run 10 times. The number of 

observations was considered sufficient because there was not much variability. For each 

run of 50 queries, the start tune and end time was recorded. The difference between the 

start time and the end time was then calculated and averaged, in order to determine the 

time to run each query. Descriptive statistics for the mean time from the 10 runs was 

Number of requests per day 
2574 
462 
205 
77 
97 

Mean 
Std Deviation 
Median 

683 
1068 
206 
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then calculated. The mean time to run each query was 1.65 seconds (more details in 

Figure 4.3). 

4.2.3 Estimating Communication Times 

The next step was to determine the time that any two agents would take to communicate 

with each other. To do this, a single keyword search was done 10 times using the Yahoo 

search engine. The time taken to get the results was collected, and the mean time to run 

an SQL query was subtracted from it to get the communication time. Descriptive 

statistics was then calculated for the same (shown further in Figure 4.4). 

Figure 4.3 Estimating Time Taken to Query a Database 

Start Time End Time Time Taken Time Taiten Time per query 
(minutes) (Seconds) (seconds) 

12:22:15 12:23:45 0:01:30 90 1.8 
12:24:32 12:25:54 0:01:22 82 1.64 
12:26:13 12:27:34 0:01:21 81 1.62 
12:28:25 12:29:47 0:01:22 82 1.64 
12:30:09 12:31:31 0:01:22 82 1.64 
12:31:54 12:33:15 0:01:21 81 1.62 
12:33:45 12:35:06 0:01:21 81 1.62 
12:35:14 12:36:36 0:01:22 82 1.64 
12:36:45 12:38:07 0:01:22 82 1.64 
12:39:02 12:40:22 0:01:20 80 1.6 

Mean 
Std Deviation 

1.646 
0.017650936 
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Figure 4.4: Estimating Communication Times 

Total time (x) Total Time - Average Time to Query a Database 
(seconds) (x -1.65 seconds) 

6 4.35 
4 2.35 
4 2.35 
5 3.35 
4 2.35 
4 2.35 
3 1.35 
2 0.35 
3 1.35 
4 2.35 

Mean 2.25 
Standard Deviation 1.10050493 

4.3 Performance Parameters 

Response is measured using one performance parameter - average time spent in the 

system by each query. Time spent in the model is important because users would be 

enthusiastic to use SAGE only if the time taken to process queries was reasonable. 

The other performance parameters that were considered were jitter and throughput. 

These are the performance parameters commonly used in the networking literature. Jitter 

is typically used in high bandwidth networking applications such as audio and video, and 

measures the variability in response time as that affects audio and video quality. Given 

that the satellite images are static, it is unlikely that there will be stress on the bandwidth 

resources and thus, performance is unlikely to be affected by jitter. 
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In addition, the throughput parameter was ignored because this model assumes a single 

thread of activity per user task and consequently, a decrease in time spent in query 

processing should automatically lead to a rise in throughput, and vice versa. The model 

does not differentiate between queries that consiune time and those that do not, i.e., does 

not prioritize queries according to any criteria. Hence, a situation where throughput is 

increased at the expense of time consuming queries is unlikely to arise. 

4.4 Results of the Simulation Study 

The simulation model was built using SIMAN, a powerful general-purpose simulation 

environment created by the Systems Modeling Corporation for modeling and analyzing 

the performance of discrete, continuous and hybrid systems. SIMAN is designed around a 

logical modeling framework in which the simulation system is segmented into a model 

component and an experiment component. The model describes the physical elements of 

the system (such as agents, copies of the ontology and queries) and their logical inter

relationships. The experiment specifies the conditions under which the model is to run 

including elements such as initial conditions, resource availability, type of statistics 

gathered and length of run. Once the model and experiment have been defined, they are 

linked and executed by SIMAN to generate the simulated response of the system. 
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Three scenarios were considered in the simulation experiments: 

Scenario I: It was assumed that the expected communication time between two agents is 

an average of 2.25 seconds with a standard deviation of 1.1, as was obtained from the 

study summarized in Figure 4.4. 

Scenario 2: In many sections of the Intemet, the response times may be slower because 

of constraints in network bandwidth. This is particularly true in countries where the 

Intemet infrastructure is in a naacer. t-its of dfc'.elopment. Keeping in mind these sorts of 

scenarios, a slower communication time was assumed. This is also sometimes found on 

the faster sections of the Intemet when there is excessive traffic. For this case, the 

average communication time was assumed to be 50% higher. 

Scenario 3: This is where the communication time was assumed to be 50% lower. This 

is something that can be e/pecied within corporate intranets. It is essential to consider 

this because sometimes a cotp£?ra4v'i. day decide to implement the virtual enterprise 

model on the company's machines tc retrieve data owned by the corporation. 

Within each scenario, five cases were considered (see Table 4.2). For example, case 1 is 

where there are 100 vendor sites. These five cases were considered for all the three 

scenarios. This resulted m the running of 15 simulation runs. 
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Table 4.2: Simulation Cases 

Case Number ot Sites 

1 100 

2 200 

3 300 

4 400 

5 500 

In the simulation model, it was assumed that a high numbers of each resource are 

available. This was done to find out the best response time possible in each case. In all 

the cases, only a firaction of the resources available were used. This helped us determine 

the best response time, and how many agents and copies of the ontology are required to 

achieve that response time. The results can be seen plotted in figures 4.5 to 4.10. 

Figures 4.5, 4.7 and 4.9 show that the agents that are used more than the others are the 

SAs and the UIAs. As the number of sites being served increases, the number of UlAs 

and SAs required to get a comparable response time increases at faster rate as compared 

to the increase in the number of ABAs and DBAs. Figures 4.6, 4.8 and 4.10 show that 

Ontology Fart 1 is used much more often than Ontology Part 2. This is because as the 
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number of sites being served increases, the number of copies of Ontology Part I required 

to maintain a comparable response time increases at a faster rate than the number of 

copies of Ontology Part 2s required. 

These are not unexpected results because the most compute-intensive agents are the SAs 

and the UIAs. The SAs are responsible for communicating with the vendor sites and 

compiling results received from them. The UIA is used every time a user interacts with 

the system. The ABA is accessed only when the user submits a Level 2 query. In the 

simulation model, it is assumed to happen only 50% of the time. This is the reason why 

the ABA is not heavily used. The rate at which the use of the ABA increases with an 

increase in the number of sites is also not comparable to the increase in use of the UIA 

and the SAs. The use of the DBA is comparable with the use of the ABA. This is 

because the DBA merely looks up the ontology to see which SAs should be contacted for 

a particular query from the user. The processing time to do that is negligible. 

The average response time in the three scenarios were 86 seconds, 96 seconds and 76 

seconds respectively. To achieve comparable response times, the model used more 

numbers of UIAs, SAs and OntoPartls when the communication time was increased, and 

fewer numbers of those when the conmiunication time was reduced. This shows the 

dependence of the response time on compute-intensive work performed by the UIAs and 

SAs, showing them to be very important in the SAGE architecture. 



Figure 4.5: Agents Required in Scenario 1 
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Figure 4.6: Copies of Ontology Required in Scenario 1 
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Figure 4.7: Agents Required in Scenario 2 
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Figure 4.8: Copies of Ontology Required in Scenario 2 
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Figure 4.9: Agents Required in Scenario 3 
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Figure 4.10: Copies of Ontology Required in Scenario 3 

60 
U) 

-~ 50 c. 
8 40 
0 30 
.... 
Q) 20 .c 
E 10 
:::J 
z 0 

1 2 3 4 5 6 7 

Hundreds of Sites 

-+-Number of 
busy onto1s 

--+--Number of 
busy onto2s 

163 



164 

4.5 Discussion of Simulation Results 

4.5.1. Resources 

The numbers of each resource required in each case can be seen in Table 4.3. For 

example, in case of the UIA, the number of agents required to get a reasonable response 

time in the case where there are 100 vendor sites is approximately 12. In case of the 

DBA, the number of agents required to get a reasonable response time in the case where 

there are 400 sites is approximately 2. 

Table 4.3: Number of Resources Required for a Reasonable Response Time in 

Scenario 1 

Resource 100 sites 200 sites 300 sites 400 sites 500 sites 

UIA 11.228 22.136 33.038 44.797 55.703 

DBA 0.39815 0.78259 1.1712 1.5872 1.969 

ABA 1.9584 3.8388 5.8885 8.0154 9.803 

SA 19.816 39.052 58.416 79.176 98.324 

Onto Part 1 11.227 22.135 33.038 44.796 55.702 

Onto Part 2 1.9584 3.8388 5.8885 8.0154 9.803 
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It is obvious from the simulation results that the agents that need to be duplicated most 

often with an increase in the number of sites being served are the SAs and the UIAs. As 

far as the ontology is concerned, the part that needs to be replicated more often with an 

increase in the number of sites is ontology part 1. This is expected because Ontology 

Part 1 is used by both the UIA and the SA. Ontology Part 2 is used only by the ABA 

only for Level 2 queries. As mentioned earlier, a Level 2 query is submitted only 50% of 

the times by a user. 

4.5.2 Costs 

There are costs associated with duplication of the resources. It was not possible to build 

them into the simulation model because these costs are not easily quantifiable. Besides 

costs can be in the form of time and money. 

Machine Cost: To duplicate each agent, there has to be a machine available where the 

new agent can be deployed. Some vendors may be willing to host SAs on their machines 

in order to make access to their data quicker, but in the worst case there might be the 

need to provision a machine for each SA. Similarly, to duplicate each part of the 

ontology, machines are needed to host them. The UIA agent, being a Java applet, needs a 

machine to serve the applets to each user who accesses SAGE. 

Let us consider the case where there are 100 sites as seen in Table 4.3. As can be seen, 

the number of agents involved = number of UIAs + number of DBAs + number of ABAs 
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+ number of SAs + number of Ontology Part Is + number of Ontology Part 2s = 12 + I + 

2 + 20 + 12 + 2 = 49. Taking the average price of personal computers in June 1999 as 

computed by Dataquest to be $912, the maximum total cost of deploying SAGE would be 

$912 times 49 or $44,688. Note that this is the maximum as each machine hosts one 

agent, and this translates to $447 per v-endor site in SAGE. However, if one assumes that 

the present average personal comr;.'.ter ''ith a 366 MHz Pentium II processor can handle 

3 agents, the cost drops by a factor of three to $149 per vendor site in SAGE. This is 

very likely to be reasonable in any deployment scenario. Moreover, given that the price-

performance ratio in personal computers is rapidly going down with time, this figure is 

likely to drop in the future creating an even more viable scenario for the deployment of 

SAGE. 

Time Cost: Besides the costs of replicating the agents and the ontology, and deploying 

them, there is a cost of maintenance. The agents undergo change every time there is a 

change in the query processing rules that are built into each agent. The ontology 

undergoes change every time new entities are added to it or new instances of entities are 

added to it. The cost is the time required to do these updates. At present, there are no 

automated tools to propagate changes across the network. However, if the system grows 

to a point where a large numb-^r of agents and copies of the ontology exist across the 

Intemet, it will be essential to build tools that will do the changes in a semi-automated 

manner. 
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4.6 Summary 

The goal of the simulation study was to answer the question "How many agents and 

copies of the ontology are required in order to ensure a reasonable response time from the 

system?". Communication time between agents was varied, and the effect of this 

variance on the numbers of resources required was studied. The simulation model was 

run for different numbers of vendor sites being serviced by the system. The conclusion 

of this simulation study is that the agents that would need to be replicated most often are 

the UIA and the SA. Regarding the ontology, the first part of the ontology is accessed 

and used most often, and therefore needs to be replicated more often than the first part of 

the ontology. Replicating the agents as well as the ontology would result in additional 

costs in terms of machines required to host the agents and the ontology, and effort to 

maintain and update the system. The benefit of getting a reasonable response time has to 

be balanced with the costs to arrive at a decision about how many times to replicate the 

resources. 
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CHAPTERS 

MODEL VALIDATION AND IMPLEMENTATION 

The goal of this chapter is to answer the question about how to ensure that the agents are 

able to effectively use the remote sensing knowledge and exchange messages to process 

queries from users. To answer this question, we undertook validation of the model, and 

verification and evaluation of the prototype. Validation is the process of determining that 

a model actually fulfills the purpose for which it was intended. Verification of any 

computer system is the task of determining that the system is built according to the 

specifications required of it. Evaluation determines the anticipated acceptance of the 

system by the end users and its performance in the field. [Miskell, 1989]. In other words, 

three operations are required: 

• Validate to show the right model was built. 

• Verify to show the system is built right. 

• Evaluate to show the usefulness of the system. 

This chapter discusses the model architecture in Section 5.1 and formally validates it in 

Section 5.2. The prototype system is described in Section 5.3, and verification of the 

system is shown. The lessons learnt and evaluation of the system are discussed in 

Section 5.4. The chapter is summarized in Section 5.5. 
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5.1 Model Architecture and Implementation 

The architecture of the SAGE model that implements the agent based virtual enterprise 

model is shown in Figure 5.1. 

Figure 5.1: Model Arciiitecture 
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The various components of the model are: 

User interface: The user interacts with the system through a graphical user interface. 

Users interested in searching for particular resources interact with this part of the system 

to specify their requirements and the system uses the network of agents described in 

Chapter 3 to fetch the data. 

Intelligent Agents: The agents communicate and collaborate with each other to process 

the queries and deliver results to the user. 

Knowledge Base: The ontology described in Chapter 3 is available to the agents. The 

agents traverse the ontology and use the rules to process queries from users. 

Distributed Datasets: These are the datasets and products of remotely sensed images 

made available at supplier sites. 

We have implemented a prototype system called SAGE on a Pentium Pro 200 MHz 

workstation with 128 MB memory. The specific domains the model is capable of 

handling include fire mapping and crop mapping. The intelligent agents have been 

implemented using the Java language for portability; The specific development tool used 

was Symantec Visual Cafe v.2.1 which provided the features necessary for Internet 

database connectivity. The agents communicate with each other using the Berkeley 

sockets interface (Windows v.2.0), which is a de-facto standard for communication on 

the Internet. This means that even though the agents are physically on the same machine, 

they can be easily ported to other machines without changing any of the software. 
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The knowledge used by the agents and the ontology are stored using Microsoft Access 

relational database management systems. The agents use Java Database Connectivity 

(JDBC) to connect with the Microsoft Access database. Our approach is not specific to 

Microsoft Access or JDBC. An examination of architectural dependencies revealed that 

the SAGE system could be easily ported to Oracle and ODBC, for example, without 

much effort. 

The user interacts with SAGE through an Intemet-browser-based graphical user interface 

to search for data. The use of a Java-capable Internet browser such as Microsoft Explorer 

or Netscape Navigator eases the access requirements on the user to the minimum level 

required. Users interested in searching for particular resources interact with this 

component to specify their requirements and SAGE uses the network of agents described 

in Chapter 3 to fetch the data. A detailed description of the interaction of the user with 

the SAGE system is described in Section 5.3 where the reader is walked through different 

types of queries. 

5.2 Formal Validation 

Validation answers the question, "Is the knowledge base correct?" Thus, validation is the 

determination that the completed model is capable of performing the fimctions in the 

requirements specification and is usable for the intended purposes. It is practically 

impossible to test a model under all the rare events possible. Only a degree of confidence 

about VEilidity can be obtained. 
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One of the impediments to validating agent-based systems is the very nature of the agent-

based systems. They are used in working with incomplete or uncertain information or "ill 

structured" situations. These are cases in which all scenarios cannot be envisaged in 

advance. In these situations, reasoning offers the only hope for a good solution. 

Therefore, we have validated the SAGE model using proof theory and by using example 

queries to test the implementation. Proof theory involves formal inferencing to check 

whether the conclusions derived are valid. It is possible to use proof theory with the 

SAGE model because the rules in the ontology and the agent traversal algorithms have 

been formally expressed using symbolic logic. 

This section describes the formal validation of the agent model using examples of Level 1 

and Level 2 queries. The Level 2 queries are from the fire mapping domain and crop 

mapping domains. The question we tried to answer about validation is: "How well do 

inferences made compare with knowledge and heuristics of experts in the field?" The 

principle involved in selecting the queries was to ensure that all the branches of the 

ontology related to Level 1 queries, crop mapping queries and fire mapping queries were 

tested. 

5.2.1 Level 1 Query 

A Level I query usually originates from a user well versed with remote sensing 

principles. An example of such a query is "G/ve me A VHRR data for the city of Phoenix 

acquired in October 199T\ Here we assume that user U is not particular about which 
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bands of the electromagnetic spectrum are to be returned. The UIA starts processing this 

query from the "Start" object class, which in this case is "Query." The UIA presents the 

subclasses of "Query" with their descriptions to the user. (See Figure 5.2) 

Figure 5.2: Level 1 Query - UIA's Role 
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If the user has used SAGE before, the following user profiling rule will come into play. 

In this case, UPR-1 states that: 

User.ExpertiseJLevel = "Expert" =>Display (Level I Branch) 
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In other words, if the user is an expert user, the user will automatically be shown the 

Level 1 branch of the ontology. 

Using UPR-3(a) and 3(b), the parameter values provided by user U during the previous 

session will be retrieved. If queries using the same values were processed at a later date 

for a user other than U, the results of that query will be returned to the user. 

Rule 3 a states that if the user is an expert user, the details of the most recent query from 

user U should be retrieved. 

User.Expertise Level = "Expert" =>Select(Query.QueryIda 

Level I Query.Sensor Parameter Value QSP a Level 1 Query.Date Parameter Value 

QDP A Level 1 Query. Location Parameter QLP A Query. Date QD) 

Where Query. User_Name = "U" A (-i3Queryl cQuery where (Query.Date < 

Query 1.Date A QueryL User_Name = "U")) 

Rule 3b states that the most recent query (from any user) for which the parameter values 

were the same as the values provided by the user in the user's most recent query should 

be selected. 

Select (Query.Queryld, Query.Result_Dataset_Id.) 
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Where Query.User <> "U" A Level I Query.Sensor Parameter Value = QSP A 

Level I Query. Date Parameter Value = QDP A 

Level I Query.Location Parameter Value = QLP A (Query.Date > QD) 

If the user wants to submit a new query, the UIA then traverses the ontology: 

3c I class (c) A ancestor (c, start) A (chosen (c) V(3d \ class (d) A ancestor(c, d) 

A chosen(d)) 

where 

class = object class in ontology 

ancestor(x,y) = y is an ancestor of x 

chosen(x) = x has been selected by the user 

The UIA's algorithm involves traversing the descendants of the start object class and 

ignoring object classes not selected or "chosen" by the user. 

Assuming q is the query from the user, 

Query (q) A Selected (q, Dataset Query, Query) A Selected (q, Level I Query, Dataset 

Query) => ProvideAggregate (q. Level I Params, Level I Query) 

where 

Selected (x,y,z) = in the query x from the user, the user has selected the y object class 

which is a child of the z object class. 
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ProvideAggregate (x,y,z) = for the query x from the user, the user has to provide values 

fi)r the set ofparameters y which comprise the type of query z. 

In other words, if the user selects the subclasses "Dataset Query" and "Level 1 Query", it 

means that the user has to provide values for the object classes that form the aggregate 

"Level 1 Query". 

Let us assume that the following are the values provided by the user: 

Query. Location Name = Phoenix 

Query.Sensor_Name = A VHRR 

Query. Date = October 1987 

Using the static rule 34, the UIA derives the latitude and longitude for the city of 

Phoenix. 

Location.Location_Name ~ "Maricopa County" =>Location.Latitude = 33:32:33N 

A Location. Longitude = 112:04:17W 

Location.Location_Name(Phoenix) crLocation.Location_Name(Maricopa County) 

Once the UIA has acquired all the parameter values from the user using the traversal 

algorithm described in Chapter 3, it passes on the parameter values provided by the user 

to the Directory Broker Agent (DBA). 

The message sent by the UIA to the DBA is as follows: 
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Level_1 Parameter Inform Msg = {AVHRR, 1987, = 33:32:33N, 112:04:17W} 

The DBA then looks up addresses of Raw Data Supply Agents (RDAs) from the ontology 

and sends out this message to them: 

LevelJ_Dataset_Req_Msg = {AVHRR, 1987, 33:32:33N, 112:04:17W} 

The RDAs search for the data and return this message to the DBA: 

Level_1 _Dataset_Req_Response_Msg = {Datasetjd, Dataset_Acquisition_Date, 

Sensor_Name, Latitude, Longitude, Number of Spectral Bands, <List of Spectral 

Bands>, Number_of_Processing_Algorithms, <List of Processing Algorithms>, 

Processing_Agency_Name, Quality_Assessing_Agency, Quality_Rating} 

The actual values taken in the Level_l_Dataset_Req_Response_Msg depend on the 

datasets available. 

On receiving the messages from the RDAs, the DBA sorts the datasets using DRR-1 and 

DRR-2. This rules states that if the quality rating of one dataset a is greater than that of 

another dataset b and both a and b have been ranked by the same quality ranking agency, 

then a should be ranked lower than b. 

Dataset 1.Quality_Rating > Dataset2.Quality_Rating =>Dataset 1.Rank > Dataset2.Rank 

Where Dataset 1.Quality_Agency = Dataset2.Quality_Agency 

Dataseti, i = l..n, Vi, 
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dataseti.Rank ^dataseti+i.Rank 

The DBA then sends the ranked list of datasets to the UIA, which then displays the 

results to the user. 

5.2.2 Fire Mapping Query 

Queries relating to fire mapping may range in complexity. They may be as simple as 

"Find all the fires in the year 1997 in Winslow, Arizona", or as complex such as ''What 

was the rate offire recovery for all fires in the years 1990 to 1996 in fVinslow, Arizona? " 

The reason the second query is more complex is that it requires multi-temporal datasets 

spaced closely in time over the period 1990 through 1996. Our model is not yet equipped 

to handle such complex queries. This is because the rules required to analyze datasets to 

undertake change detection are more complex. But given our success with other types of 

queries, we believe we should be able to incorporate these into the model. 

Consider a query such as "Was there a fire in Southwest Arizona in the May 1994?" The 

UIA starts processing this query firom the "Start" object class, which, in this case, is 

"Query." The UIA presents the subclasses of "Query" with their descriptions to the user. 

Let us assume the user is a ncvics user and wishes to do a Level 2 query. The user is 

then presented with the object classes that comprise the Level 2 query object class. (See 

Figure 5.3) 

If the user has used SAGE before, the following user profiling rule come into play. 



179 

Using UPR-4(a) and 4(b), the parameters values provided by the user for the user's most 

recent query are retrieved. If queries (from other users) using the same values were 

processed at a later date for a user other than U, the resuhs of those queries are returned 

to the user. 

UPR-4a states that the parameter values provided by the user for the most recent Level 2 

query from the user should be selected. 

User. Expertise _Level = "Novice" => Select(Query.QueryId A 

Level 2 Query.Appiication Parameter Value QAP A 

Level 2 Query. Date Parameter Value QDP A Level 2 Query. Location Parameter 

QLP A Query. Date QD) 

Where User.User_Name = "U" A (-,3 Query I c: Query where (Query.Date < 

Query I.Date a Query LUser_Name = "U")) 

UPR-4b states that results of the most recent Level 2 query performed using the same 

parameter values derived using UPR-4b should be selected. The results are then 

displayed to the user. 

Select (Query.Queryld, Query.Result_Dataset_Id.) 

Where Query.User <> "U" A Level 2 Query.Application Parameter Value = QAP A 

Level 2 Query.Date Parameter Value = QDP A 

Level 2 Query.Location Parameter Value = QLP A (Query.Date > QD) 
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If the user wants to submit a new query, the UIA uses UPR - 2 to determine which 

branch of the ontology to display to the user. 

User. Expertise_Level = "Novice " Display (Level 2 Branch) 

In other words, if the user is a novice user, the user is automatically shown the Level 2 

branch of the ontology. 

The UIA then traverses the ontology; 

3c I class (c) A ancestor (c, start) A (chosen (c) V(3d \ class (d) A ancestor(c , d) 

A chosen(d)) 

where 

class = object class in ontology 

ancestor(x,y) = y is an ancestor of x 

chosen(x) = x has been selected by the user 

The UIA's algorithm involves traversing the descendants of the start object class and 

ignoring object classes not selected or "chosen" by the user. 
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Figure 5.3: Fire Mapping Query - UIA's Role 
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Assuming q is the query from the user. 

Query (q) A Selected (q, Dataset Query, Query) A Selected (q. Level 2 Query, Dataset 

Query) => ProvideAggregate (q. Level 2 Params, Level 2 Query) 

Where 

Selected (x,y,z) = for the query x from the user, the user has selected the y object class 

which is a child of the z object class. 
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ProvideAggregate (x,y,z) = for the query x from the user, the user has to provide values 

for the set ofparameters y which comprise the type of query z. 

In other words, if the user selects the subclasses "Dataset Query" and "Level 2 Query", 

the user has to provide values for the object classes that form the aggregate "Level 2 

Query". 

Let us assume that the following are the values provided by the user: 

Query. Location Name = "Winslow, AZ" 

Query. Date = "October 1987" 

Using static rule SR-36, the UIA derives the path and row of Winslow, Arizona. 

Location.Location_Name = "Winslow, AZ" =>Location.Path = "36" A Location.Row = 

"36" 

One of the parameters, '''Application^ itself has many tiers of subclasses and the user is 

prompted to pick a subclass at each level (See Figure 5.4). Let us assume that the user 

selects "Fire Mapping," "Wildland Fires," and "Forest Fires." "Forest Fires" is an 

aggregate of object classes and those are the parameters for which the user needs to 

provide values. 

Application (q) /\ Selected (q, Fire Mapping, Application) A Selected (q, Wildland Fires, 

Fire Mapping) a Selected (q. Forest Fires, Wildland Fires ) => ProvideAggregate (q. 

Forest Fires Params, Forest Fires) 
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In other words, if the user selects the subclasses "Fire Mapping," "Wildland Fires," and 

"Forest Fires," the user has to provide values for the object classes that comprise "Forest 

Fires," in order to do a Forest Fire mapping query. 

Once the UIA has worked through all the generalization and aggregation relationships 

using the traversal algorithm described in Chapter 3, it passes on the parameter values 

provided by the user to the Application Broker Agent (ABA). (See Figure 5.3) 

The message sent by the UIA to the ABA is as follows: 

Level_2_Parameter_Inform_Msg = {"Forest Fire Mapping", 4, 36, 36, October 1987, 

20000 acres} 
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Figure 5.4: Fire Mapping Query - UIA's Role 
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The ABA traverses the ontology using the traversal algorithm described in Chapter 3. 

Along the way, it may have to infer values for object classes from the instances of the 

object classes in the ontology or obtain that information from the user. (See Figure 5.5) 

3{v}\ Vv, ( User Provided (v) VInferred From Ontology (v)) A Descendant ( v, 

Goal) 

User_Provided(x) = x is the value provided by the user 

Inferred_From_Ontology(x) = x is the value inferredfrom the ontology 
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Descendant(p,q) = q is a descendant of p 

The aba's traversal algorithm states that the ABA traverses the ontology towards the 

Goal object class. Along the way it may have to infer values for object classes by asking 

the user for the value, or inferring it from the ontology. 

The ABA uses the following decision support rule to determine what data would be most 

suitable for the user's query: 

Selected(Application, "Fire Mapping") A Location.Area < 100000 acres A 

Date(October 1987) => Dataset.Sensor_Name Dl= "Landsat_TM" A 

Dataset.Sensor_Name = "AVHRR" A Dl.Date < (October 1987 - 6months) A Dl.Date 

> (October 1987 + 6 months) A AncillaryJData.Ancillary_Data_Name = "Digital 

Elevation Model" A Ancillary_Data.Ancillary_Data_Nam = "Aerial Photography 

Using rules such as DSR-FM-2b, the ABA determines what processing algorithms are 

required to process the datasets. DSR-FM-2b states that if the user wants to do fire 

mapping and the Landsat TM sensor is being used with a digital elevation model, the 

Landsat TM dataset has to be registered to the digital elevation model. 

Selected(Application, "Fire_Mapping") A Dataset.Sensor_Name = "Landsat_TM" A 

Ancillary_Data. Ancillary_Data_Name = "Digital Elevation Model" ^ Perform 

("Regression to register Landsat TM to the DEM") 
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Using static rules such as SR-43, the ABA determines which processing algorithms are 

capable of performing the required processing. SR-43 states that ENVI is capable of 

regressing Landsat TM data to a digital elevation model. 

ProcAlgo.ProcAlgo_Name = "ENVI" => ProcAlgo.ProcAlgoJOapabilities = {" 

Reproject Space Oblique Mercator projection to Universal Transverse Mercator (UTM) 

Projection "Regression to register Landsat TM to the Digital Elevation Model"} 

Figure 5.5: Fire Mapping Query - ABA's Role 
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Once the ABA has all the values it needs to traverse to the dataset object class, it checks 

whether there are any instances of the "goal" stored in the ontology from previous 

searches (See Figure 5.6). 

Figure 5.6: Remote Sensing Ontology - ABA's Role 
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If there aren't any, then a message is sent out to the DBA asking for a new search to be 

undertaken: 

Level_2_Dataset Requirement_Msg = {"Fire Mapping", "Landsat TM", "May 1997", 

36, 36, 2, visible, near-infrared, 3, ERDAS,ENVI, Kauff-Thompson (KT) Protocol} 

The DBA then sends out messages to RDAs requesting for raw data: 
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Level_2_Dataset_Req_Msg = = {"Forest Fire Mapping", "Landsat_TM", "October 

1997", "36", "36", 2, visible, near-infrared} 

The supply agents determine which sites to query, based on whatever information is 

available about datasets at supplier sites using the following algorithm: 

3 {s} I Vs, (Attrib (s ) =Attrib ( DBA Jnput) ) v(Attrib ( s ) czAttrib ( DBA Jnput) a 

3 R I Static Rule (R) A Applies ( R, Attrib (DBAJnput) A -Attrib (s) ) 

The RDAs traverse the ontology using the limited descriptions that the supplier may have 

provided. As mentioned earlier, often, more information can be inferred about datasets 

from the ontology. 

The RDAs then compile datasets that partially or exactly meet the parameters of the 

query and pass them on to the DBA. 

The message sent by the RDAs to the DBA would have the following format: 

Level_2_Dataset_Req Response Msg = {Dataset id, Dataset Title, 

Numberj)f_Legend_ltems, <List of Legend Items>, Dataset_Acquisition_Date, Latitude, 

Longitude, Sensor_Name, Number_of_Processing_Algorithms, <List of Processing 

Algorithms>, Processing_Agency_Name, Quality_Assessing_Agency, Quality_Rating} 

The DBA compiles the responses from all the CSAs using static rules DRR-1 and DRR-

2. These rules state that if the quality rating of one dataset A is greater than that of 
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another dataset B and both A and B have been ranked by the same quality ranking 

agency, then A should be ranked lower than B. 

Datasetl. Quality Rating > Dataset2. Quality Rating => Dataset 1. Rank > Datasetl.Rank 

Where Dataset I.Quality_Agency = Dataset2.Quality_Agency 

Dataseti, i = l..n, Vi, 

dataseti. Rank <dataseti+i.Rank 

The sorted results are then passed on to the UIA, which formats the results and presents 

them to the user. 

If a Processing Agent were to exist, the following Decision Support rules would be used 

to process the data selected by the user: 

Selected (Application, "Fire Planning") A Dataset.Sensor_Name = "Landsat_TM" => 

Perform("Reproject to UTM") 

Selected(Application, "Fire_Mapping") A Dataset.Sensor_Name = "Landsat_TM" A 

Ancillary_Data.Ancillary_Data_Name = "Digital Elevation Model" => Perform 

("Regression to register Landsat TM to the DEM") 
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Selected(Application, "Fire_Mapping") A Dataset.Sensor_Name = "Landsat_TM" A 

Ancillary_pata. Ancillary_pata_Name = "Digital Elevation Model" 

Perform("Clustering into fuel types ") 

Selected(Application, "Fire_Mapping") A Dataset.Sensor_Name = "LandsatJTM" A 

Ancillary_Data. Ancillary_Data_Name = "Digital Elevation Model" A 

Ancillary_Data.Ancillary_Data_Nam = aerial photography => Perform("Label Clusters 

into Fuel Models") 

5.2.3 Crop Mapping Query 

Consider a query in which the user wants to do cotton mapping in Prescott, AZ. The UIA 

starts processing this query from the "Start" object class, i.e., the "Query" object class. 

The UIA presents the subclasses of "Query" with their descriptions to the user. Let us 

assiune the user is a novice user and wishes to do a Level 2 query. The user is then 

presented with the object classes that comprise the Level 2 query object class. (See 

Figure 5.7) 

If the user has used SAGE before, the following user profiling rule will come into play. 

If the Using UPR-4(a) and 4(b), the parameter values provided by the user for the user's 

most recent query are retrieved. If queries (from other users) using the same values were 

processed at a later date for a user other than U, the results of that query are returned to 

the user. 
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UPR-4a states that the parameter values provided by the user for the most recent Level 2 

query from the user should be selected. 

User.Expertise Level = "Novice" =>Select(Query.QueryIda 

Level 2 Query.Application Parameter Value QAP a 

Level 2 Query. Date Parameter Value QDP A Level 2 Query. Location Parameter 

QLP A Query. Date QD) 

Where User. User_Name = "U" A (-,3Query! CQuery where (Query.Date < 

Query I.Date A Query I.User_Name = "U")) 

UPR-4b states that results of the most recent Level 2 query performed using the same 

parameter values derived using UPR-4b should be selected. The results are then 

displayed to the user. 

Select (Query. Query Id, Query. ResultJDatasetJd.) 

Where Query. User <> "U" A Level 2 Query.Application Parameter Value = QAP A 

Level 2 Query.Date Parameter Value = QDP A 

Level 2 Query.Location Parameter Value = QLP A (Query.Date > QD) 

If the user wants to submit a new query, the UIA uses UPR - 2 to determine which 

branch of the ontology to display to the user. 

User.Expertise_Level = "Novice" Display (Level 2 Branch) 
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In other words, a novice user is automatically shown the Level 2 branch of the ontology. 

The UIA then traverses the ontology using the following algorithm: 

3c 1 class (c) A ancestor (c, start) A (chosen (c) V(3d \ class (d) A ancestor(c, d) 

A chosen(d)) 

where 

class = object class in ontology 

ancestor(x,y) = y is an ancestor of x 

chosen(x) = x has been selected by the user 

The UIA's algorithm involves traversing the descendants of the start object class and 

ignoring object classes not selected or "chosen" by the user. 
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Figure 5.7: Crop Mapping Query - UIA's Role 
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Assuming q is the query from the user, 

Query (q) A Selected (q, Dataset Query, Query) A Selected (q, Level 2 Query, Dataset 

Query) => ProvideAggregate (q, Level 2 Params, Level 2 Query) 

where 

Selected (x,y,z) = in the query x from the user, the user has selected the y object class 

which is a child of the z object class. 
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ProvideAggregate (x,y,z) = for the query x from the user, the user has to provide values 

for the set ofparameters y which comprise the type of query z. 

In other words, if the user selects the subclasses "Datziset Query" and "Level 2 Query", 

and provides values for the object classes that form the aggregate "Level 2 Query," it 

means that the user wants to submit a Level 2 query. 

Let us assume that the following are the values provided by the user: 

Query. Location_Name = Prescott, AZ 

Query. Date = "any year" 

Using static rule SR-39 the UIA derives the path and row of Prescott, Arizona. 

Location.Location Name = "Prescott, AZ" => Location.Path - "37" A Location.Row = 

"36" 

One of the parameters, ''Application'^ itself has many tiers of subclasses and the user is 

prompted to pick a subclass at each level (See Figvire 5.8). Let us assume that the user 

selects "Vegetation," "Agricultural," and "Crops." The user then selects "cotton" to be 

the crop of interest. 

Application (q) A Selected (q, Vegetation Mapping, Application) A Selected (q. 

Agricultural Mapping, Vegetation Mapping) A Selected (q. Crop Mapping, Agricultural 

Mapping) ProvideAggregate (q, Crop Mapping Params, Crop Mapping) 
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In other words, if the user selects the subclasses "Vegetation Mapping," "Agricultural 

Mappmg," and "Crop Mapping," the user has to provide values for the object classes that 

comprise "Crop Mapping" in order to do a crop mapping query. 

Let us assume that the following are the values provided by the user for the crop mapping 

parameters: 

Crop _Mapping. Crop_Name = cotton 

Crop_Mapping. Acreage = "none " 

Crop_Mapping.Acreage refers to the minimum size of fields that interest the user. 

Once the UIA has worked through all the generalization and aggregation relationships 

using the traversal algorithm described in Chapter 3, it passes on the parameter values 

provided by the user to the ABA. (See Figure 5.8) 

The message sent by the UIA to the ABA is as follows: 

Level_2_Parameter_Inform_Msg = {"Crop Mapping", 4, 36, 36, any year, cotton} 
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Figure 5.8: Crop Mapping Query - UIA's Role 
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The ABA then traverses the ontology using the traversal algorithm described in Chapter 

3. Along the way, it may have to infer values for object classes from the instances of the 

object classes in the ontology or obtain that information from the user. (See Figure 5.9) 

3{v}\ Vv, ( User_Provided (v) VInferred_FromjDntology (v)) A Descendant (v, 

Goal) 

User_Provided(x) =x is the value provided by the user 
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Inferred_From_Ontology(x) = x is the value inferredfrom the ontology 

Descendant(p,q) = q is a descendant of p 

The aba's traversal algorithm states that the ABA traverses the ontology towards the 

goal object class. Along the way it may have to infer values for object classes by asking 

the user for the value, or inferring it from the ontology. 

The ABA uses the decision support rules DSR-CM-la to DSR-CM-3c to determine what 

data would be most suitable for the user's query. For example, DSR-CM-la states that if 

the user wants to do cotton mapping, the best sensor to use would be Landsat TM and 

that one of the datasets should be from the month in which the cotton field is being 

prepared or the seeding is taking place. 

Selected(Application, "Crop Mapping") A Crop_Name = "cotton" A 

Location.Location_Name(Prescott, AZ) => Dataset Dl.Sensor_Name = 'LandsatJTM" A 

Dataset DI.Month = Phenology.Month A Dataset Dl.path = Location.path(Prescott, AZ) 

A Dataset Dl.row = Location.row(Prescott, AZ) 

Where Phenology.Stage_of_Growth = "Field Preparation " v 

Phenology.Stage_of_Growth = "Seeding" 

The months that are appropriate are inferred using static rules SR-22 

Crop.Crop_Name = "Cotton" ALocation.Location_Name = "Arizona" A 

Phenology.Stage of_ffrowth = " Field Preparation" => Date.Month = "January" v 

Date.Month = "February" 
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Using rules such as DSR-CM-5, the ABA determines what processing algorithms are 

required to process the datasets. 

Selected (Application, "Crop Planning") A Dataset.Sensor_Name = "Landsat_TM" => 

(PerformCCalculate NDVIfor each dataset") A Perform("Find differences in NDVI 

between datasets)) v (Perform(Find difference in NIR between datasets)) v 

Perform(Unsupervised classification on each dataset) 

Using static rules such as SR-42, the ABA determines which processing algorithms are 

capable of performing the required processing. 

ProcAlgo.ProcAlgo Name = "IDRISI" ProcAlgo.ProcAlgo Capabilities = 

Reproject Space Oblique Mercator projection to Universal Transverse Mercator (UTM) 

Projection "Regression to register Landsat TMto the DEM", "Unsupervised 

classification "} 
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Figure 5.9: Crop Mapping Query - ABA's Role 
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Once the ABA has all the values it needs to traverse to the dataset object class, it checks 

whether there are any instances of the "goal" stored in the ontology from previous 

searches. (See Figure 5.10) 
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Figure S.IO: Crop Mapping Query - ABA's Role 
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If there aren't any, then a message is sent out to the Directory Broker Agent (DBA) 

asking for a new search to be undertaken. 

Level_2_Dataset_Requirement_Msg = {"Crop Mapping", "Landsat TM", "any year", 

37, 36, 2, visible, near-infrared, 1, IDRISI} 

The DBA then sends out messages to RDAs requesting for raw data: 

Level_2_Dataset_Req_Msg = = {"Crop Mapping", "Landsat TM", "anyyear", 37, 36, 

2, visible, near-infrared, 1, IDRISI} 
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The RDAs determine which sites to query, based on whatever information the suppliers 

have provided using the following algorithm; 

3{s} \ Vs, (Attrib (s) =Attrib (DBAJnput)) v(Attrib (s) czAttrib (DBAJnput) A 

3R I Static_Rule ( R) A Applies (R, Attrib (DBAJnput) A -Attrib (s) ) 

The RDAs then compile datasets that partially or exactly meet the parameters of the 

query and pass them on to the DBA. 

The message sent by the RDAs to the DBA is: 

Level_2_Dataset_Req_Response_Msg = (Dataset_Id, DatasetJTitle, 

Number_of_Legend_Items, <List of Legend Items>, Dataset_Acquisition_Date, Latitude, 

Longitude, Sensor_Name, Number_ofJ[*rocessing_Algorithms, <List of Processing 

Algorithms>, Processing_Agency_Name, Quality_Assessing_Agency, Quality_Rating} 

The actual values taken in the Level_2_Dataset_Req_Response_Msg would depend on 

the datasets available. 

The DBA compiles the responses from all the CSAs using static rules DRR-1 and DRR-

2. These rules state that if the quality rating of one dataset A is greater than that of 

another dataset B and both A and B have been ranked by the same quality ranking 

agency, then A should be ranked lower than B. 

DatasetLQuality_Rating > Dataset2.Quality_Rating DatasetLRank > Dataset2.Rank 
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Where DatasetI.Quality Agency = Dataset2.Quality_Agency 

Dataseti, i = I..n, Vi, 

dataseti. Rank <dataseti+t. Rank 

The sorted results are then passed on to the UIA, which formats the results and presents 

them to the user. 

5.3 Verification of Prototype System 

Verification asks the question "Is the system built right?", i.e., verification is checking 

that the ontology is complete and that the agents can properly manipulate this 

information. Issues raised during verification include: 

• Does the design reflect the requirements? 

• Does the detailed design reflect the design goals? 

• Does the code accurately reflect the detailed design? 

• Is the code correct with respect to the language syntax? 

When the program has been verified, it is assured that there are no "bugs" or technical 

errors. 

To verify our prototype system, we ran three types of queries on the prototype system. 

The first is a Level 1 query, such as might be expected from an expert user. The second 
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is a Level 2 query related to fire mapping. The third is a Level 3 query related to crop 

mapping. We checked for three points: 

1. Is all the data that is appropriate for a query being returned to the user? 

2. Is any data that is not suitable for a query being displayed to the user? 

3. For Level 2 queries, are the respective ABAs doing the reasoning that has been 

described in the previous section, i.e., are they arriving at the correct (as stated by the 

remote sensing scientists at the University of Arizona) conclusions? 

Figures 5.11 and 5.12 show how the system processes a Level 1 query from a novice 

user. Figure 5.11 shows the screen that is displayed to a user who wanted Landsat TM 

data. The user is asked for the location of interest, a start date and an end date. The 

request is passed on to the DBA, which then passes the request on to the RDAs. The 

results received by UIA can be seen in Figure 5.12. A Level 1 query is fairly 

straightforward, as there is not much reasoning involved in answering it. The results 

being displayed to the user are appropriate. No irrelevant data are being displayed to the 

user. 
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Figure 5.11: Levell Query User Interface 
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Figure 5.12: Results Displayed by the UIA 

ADRG Home UA Home 

AIJRGThe SAGE System~ .. 
User Interface Agent 

Results received from Directory Broker Agent 

S. E.Arizona epfirman@ag. arizona. edu 



206 

Figures 5.13 to 5.15 show how the agents process a Level 2 query related to crop 

mapping. In Figure 5.13, the user is asked to provide values for a crop mapping query. 

The user has to provide the crop name, location and a particular year (optional). Let us 

assimie that the user selects "cotton," "S.E.Arizona" and "1995." The UIA pzisses on this 

information to the Crop Mapping Broker Agent (CMBA). In Figure 5.14, it can be seen 

that the CMBA has arrived at the conclusion that the best months for data acquisition to 

do cotton mapping in S.E. Arizona are March, June and September. The CMBA also 

concludes that the best sensor to use would be "Landsat TM". 

In Figure 5.15, it can be seen that the user is being shown a Landsat TM dataset acquired 

in June 1995. The UIA also provides a link to the Arizona Regional Information Archive 

(ARIA) web site. If the user were to select this link, the ARIA web site would be 

automatically queried for Landsat TM data for the region of interest to the user. The data 

shown on the ARIA web site are not specific to a particular year - and so, the user could 

choose to map cotton in a year other than 1995 too. 
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Figure 5.13: Crop Mapping User Interface 



Figure 5.14: Decisions Taken by the Crop Mapping Broker Agent 

~Crop Mapping Broker Agent !I lit £i 

To map cotton in S.E.Arizona 
the best months to get data for would be 
march and june and september 
In order to map cotton in S.E.Arizona 
the best sensor to use would be LandsatTM 
Contacting DirectoiY Broker Agent... 
Lands atTM 1 http :1/b p a o sf.b p a. arizona. e d u/ ~s h a i I aj a 
http://aria.arizona.edu/setvlet/ResultSetvlet?path=~ 

208 



Figure 5.15: Results Displayed by the UIA 
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Figures 5.16 to 5.18 show how the agents process a Level 2 query related to fire 

mapping. In Figure 5.16, the user is asked to provide values for a fire mapping query. 

The user has to provide the location, start date, end date and the minimum acreage of 

fires (optional). If previously classified data is available, only data meeting the minimum 

acreage criterion would be returned. 

Let us assume that the user selects "S.E.Arizona", "1/1/1970", 31/12/1998 and "20000". 

The UIA passes on this information to the Fire Mapping Broker Agent (FMBA). In 

Figure 5.17, it can be seen that the FMBA has arrived at the conclusions that the best 

sensor for fire mapping in S.E. Arizona would be Landsat TM. In Figiure 5.18, it can be 

seen that the user is being shown raw as well as processed Landat TM images. 
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Figure 5.16: Fire Mapping User Interface 
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Figure 5.18: Results Displayed by the UIA 
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It can be seen from the three examples that the prototype system: 

• Returned all the relevant data to the user, 

• Did not return any irrelevant data to the user, 

• Reasoned correctly about the queries, especially the Level 2 queries, 

• Had no bugs. 

Therefore we can conclude that the design reflected the requirements, and the code was 

correct. It must be kept in mind, however, that an agent-based system cannot be 

completely verified because there can be situations that cannot be envisaged in advance. 

5.4 Evaluation of the Prototype System 

Evaluation addresses the issue, "Is the system valuable?" This is determined by the 

acceptance of the system by its end users and the performance of the system in its 

application. Pertinent issues in evaluation are: 

• Is the system user friendly, and do the users accept the system? 

• Does the agent-based system offer an improvement over the practices it is intended to 

supplement? 

To answer the first question, for three reasons, the use of the system has to be gauged 

over a long period of time. Currently, the system serves a limited set of queries (only crop 

mapping and fire mapping in Arizona). Second, the ontology is expected to grow over 
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time as more users use the system. Third, the prototype system is linked to a limited 

number of sites. A much better idea of the system's utility can be obtained were it able 

retrieve a sizable number of datasets in response to a user's query. 

However, it is clear that (1) Users need not have any knowledge of remote sensing to be 

able to use the system, (2) The prototype makes it unnecessary for users to go from one 

site on the Internet to another and query them individually, (3) The customized screen for 

each application makes it easy for the user to provide information, and (4) The Web 

based interface makes it possible for users to access the prototype system from virtually 

anywhere and makes it hardware and software independent. 

To answer the second question about whether the agent-based system offers an 

improvement over the practices it is intended to supplement, we used some of the search 

engines to get an idea of how results presented by them compare with our prototype 

system. 

The following are the keywords that we used with the search engines Altavista, Excite, 

and Hotbot as well as with the SAGE . 

1. "AVHRR" and "Arizona" 

2. "cotton mapping" and "Arizona" 

3. "fire mapping" and "Arizona" 

The reason Altavista, Excite and Hotbot were selected was their extensive reach 

compared with other search engines (See Chapter 2 for more details). 
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In document retrieval literature, the metrics used to evaluate performance include recall 

and precision. Recall is defined as the percentage of relevant documents in the 

recommended population. Precision refers to the percentage of the recommended 

documents that are relevant. In the context of the Internet, it is not possible to measure 

recall since it is not possible to inventory the total number of documents on the Intemet 

that are relevant. Precision is also difficult to compute because some search engines 

return thousands of documents for single-keyword searches. Assumptions made in 

computing precision include: 

1. Some of the search engines searches resulted in more than 1,000,000 web sites being 

displayed as results. Precision was computed for the top 10 recommended 

documents. This is because the SAGE model is currently a prototype system that has 

been linked with sample satellite data websites linked to it. We believe that if we 

computed precision over a larger number of recommended sites for the search 

engines, it would work to the disadvantage of the search engines since relevance 

diminishes as one moves down the list of web sites in the results list. 

2. Only those web sites that had datasets downloadable by users were considered to be 

relevant. 

3. Web sites with stale links were considered to be irrelevant. 

4. For a web site to be relevant, it had to meet all our criteria. For example, a web site 

returned for the keywords "AVHRR" and "Arizona" was considered relevant only if 
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it had AVHRR datasets for Arizona. Having AVHRR datasets for Alaska would not 

qualify the web site to be counted as a relevant web site. 

Table 5.1 Information Retrieval Precision Comparison 

Keywords AltaVista Excite Hotbot SAGE 

''AVHRR" and 

"Arizona" 

U.l 0.1 U.l I 

"Landsat IM" and 

"Arizona" 

0.8 0.4 U.3 1 

"cotton mappmg" and 

"Arizona" 

0 0 U I 

"tire mappmg" and 

"Arizona" 

U 0 0 I 

From Table 5.1, it can be seen that the SAGE prototype system's precision was far 

superior to those of the search engines. This was not an unexpected result, considering 

that the SAGE system is a specialized system designed to answer queries related to 

remote sensing data. It can also be seen that the precision of the search engine results is 

better when it comes to searching for raw or unprocessed data such as "AVHRR" data 

and "Landsat TM" data than when searching for data processed for specific applications 
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such as "cotton mapping" and "fire mapping." The SAGE prototype, on the other hand, 

had very high precision in answering such queries. This is because search engines do 

keyword searches. There is no way a search engine can return a Landsat TM dataset with 

instructions about how to process it to do cotton mapping. The SAGE prototype has an 

ontology with the requisite knowledge to perform detailed reasoning about such queries 

from novice users. 

The following points have to be kept in mind while interpreting the results: 

• With the SAGE model it is possible to retrieve data with greater precision than with 

search engines examined in this study. For example: 

• For Landsat TM datasets it is possible to specify areas in greater spatial 

granularity than say the state of "Arizona". 

• It is not possible to retrieve Landsat TM datasets using search engines by 

specifying the geographical coordinates of a location. 

• If search engines were provided with keywords such as "AVHRR" and "Arizona" 

and August 1994," their precision level would fall even lower. The SAGE model 

is well equipped to deal with such queries. 

• Sometimes, search engines include a web site in the results more than once. For 

example, Excite listed the Arizona Regional Information Archive (ARIA) web site six 

times. In this case, the ARIA web site was counted as one hit. 

• With search engines, it is not possible to state certain requests such as 
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• "Give me all AVHRR datasets for the state of Arizona for the years 1989 to 

1990." 

• "Give me all images of fires in Arizona where the acreage of the fire is 20000 or 

more." 

• Even if search engines return relevant results, users have to wade through hundreds of 

thousands of results to find them. 

5.5 Use and Maintenance of the Prototype System 

It is expected that the prototype system will be accessed and used by end users searching 

for data as well as vendors who want to advertise the data at their sites. 

End users can connect with one of the UIAs using an Internet browser and the URL of 

the UlA. Depending on whether the user is an expert or a novice user, the user submits a 

Level 1 or a Level 2 query and is then presented with a list of the parameters for which 

the user has to either select or provide values. After this, the sequence of steps to be 

followed constitutes the query procedure. 

Vendors have to send email to a knowledge engineer (also referred to in Internet search 

engine companies as an ontology expert) with details about the datasets at their sites. The 

knowledge engineer then enters this information into the ontology. The vendor has to 

send email to the knowledge engineer at regular intervals to keep the information up to 

date. This procedure can be automated by building an agent that can parse information at 
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the vendor sites. Another way to improve efficiency would be to have vendors provide 

metadata in a standardized manner. 

Maintenance of the system also involves keeping the knowledge base up to date. 

Changes such as emergence of new sensors can be easily reflected in the ontology by 

creating new instances of the "Sensor" entity. Changes that would require more effort to 

incorporate include emergence of new application areas with processing rules unique to 

them. This would imply changes to the terminology in the ontology in the form of new 

entities as well as instances of entities, as well as changes to the decision support rules. 

The more times the ontology has been replicated, the greater the effort that will be 

required to keep all the copies of the ontology up-to-date. Changes to the query 

processing rules will have to be replicated as many times as there are copies of agents in 

existence. Complete automation of this process would be difficult because changes have 

to be verified and approved by a knowledge engineer before they can be included in the 

system. 

If complex rules are made available to the agents, they will be capable of greater goal-

oriented behavior. The downside of having software agents capable of goal-oriented 

behavior is that human involvement in decision making is minimized. Any errors in the 

knowledge made available to the agents could have serious repercussions. As the 

ontology grows more care will have to be exercised by the knowledge engineer who will 

have to ensure that an expert verifies all terminology and rules. 
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5.6 Summary 

The goal of this chapter was to answer the question about how to ensure that the agents 

are able to effectively use the remote sensing knowledge and exchange messages with 

each other to process queries from users. To answer this question, we undertook 

validation of the model, and verification and evaluation of the prototype. The SAGE 

model has been validated using proof theory and the prototype has been verified using 

sample queries. The system has been compared with alternative resource discovery 

technologies such as Altavista, Hotbot and Excite. The SAGE prototype performed very 

well in comparison with these. But for the SAGE system to prove itself, it has to be 

studied over a period of time. Its performance is linked to the number of suppliers who 

hook up to the supply agents. Expert and novice users will choose to use the SAGE 

system over the currently popular search engines only if they are convinced that the 

number of sites the SAGE system covers is comparable with the number of sites covered 

by the average search engine. 
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CHAPTER 6 

FUTURE WORK AND CONCLUSION 

This dissertation deals with the problem of making distributed and heterogeneous satellite 

data available within the same framework to expert as well as novice users. An 

innovative approach to accessing resources in a distributed environment has been 

described. 

This chapter discusses the contributions of this dissertation in Section 6.1, and touches on 

some possible avenues for future research in Section 6.2. 

6.1 Contributions of this Dissertation 

• Our approach uses a virtual enterprise model of intelligent agents that communicate 

and collaborate with each other to answer questions from users. The user interacts 

with the User Interface Agent (UIA), and the Supply Agents (SAs) interface with the 

supplier sites. The Application Broker Agents (ABAs) reason about the question 

from the user and help the UIA and the SAs communicate. The agents are capable of 

handling queries from expert as well as from novice users. The SAGE model has 

been validated using proof theory and the prototype has been verified by testing the 

system with sample queries. This has answered the first research question regarding 

whether an agent based approach is appropriate in a problem domain that is similar to 

other resource discovery problems in complexity and scale, and has additional 
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characteristics such as requiring the user to have domain specific knowledge to access 

and use them. 

• The agents share a common remote-sensing ontology that has been built in 

consultation with scientists at the Office of Arid Lands at the University of Arizona. 

The ontology is a collection of terms commonly used in the remote-sensing domain. 

The ontology also consists of different types of rules that capture relationships 

between terms, provides guidelines for decision making by the ABAs and lays out 

general rules that can be used by agents for performing routine tasks. This has 

answered the second research question about what techniques and methodology 

would be most suitable for use in capturing domain-specific knowledge in the remote-

sensing domain. To the best of our knowledge, this is the only remote-sensing 

ontology in existence. 

• In the SAGE model, the agents have knowledge about the structure of the ontology 

but not of the ontology itself This makes the agents generalizable to other similar 

problem domains. The agents can be ported to problem domains that have ontologies 

built using the structure prescribed by this dissertation. This has answered the third 

research question about designing that can deal with users having different levels of 

expertise and can be later adapted to other comparable resource discovery problems. 

• The communication flows between agents has been optimized using a simulation 

model built and run using the SIMAN sofhvare package. The simulation model, as 

well as the recommendations made as a result of the simulation study, can be used in 

the future by developers of other agent-based models. This has answered the fourth 
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research question about how many of each type of agent should be implemented to 

minimize time that must be spent in the system by the user. 

• A prototype system that implements a "virtual enterprise model" of intelligent agents 

has been described (See http://adrg.bpa.ari20na.edu/sage). The system addresses 

several challenges to locating and accessing widely distributed satellite data. 

Currently, this system is capable of handling queries relating to crop mapping and fire 

mapping in the State of Arizona. This prototype has been verified using sample 

queries and has been evaluated by comparing it with some existing search engines. 

This has answered the fifth research question about ensuring that the agents are able 

to effectively use remote sensing knowledge to exchange messages and to process 

queries relating to crop and fire mapping. 

In summary, the chief contributions of this research are: 

• A formally defined agent-based model generalizable to other resource discovery 

domains. 

« A well structured validated ontology for the remote-sensing domain. 

• A working prototype that can be used to access and retrieve satellite data 

We believe that this work has implications for other areas of research such as distributed 

data mining and electronic commerce. This has been described in detail in Section 6.2. 

http://adrg.bpa.ari20na.edu/sage
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6.2 Future Work 

6.2.1 SAGE Model Refinement 

We are further investigating several interesting issues that may have impacts on the 

scalability and usability of the model. 

First, we are working on making the product registration process as simple as possible. 

We are designing agents that will obtain information about a vendor's data in a semi

automatic marmer. To accomplish this, we are developing mechanisms to analyze the 

contents of a vendor's site and obtain the names and meanings of the parameters expected 

by the site. 

Second, we are investigating techniques to enable easy addition and deletion of data in 

the model. Condensed information about evolution of data at supplier sites has to filter 

through to the DBA using either the pull or the push technology. Pull technology will 

reduce the burden on suppliers to provide updates but will, however, require the suppliers 

to standardize the format of metadata available at their sites. Push technology, on the 

other hand, will require suppliers to provide updated information on a regular basis. This 

may not be an appropriate approach, especially if the vendors are providing the data free 

of charge. 

Third, we intend incorporate agents to assist the user in processing some of the datasets 

for specific applications. In the current implementation, if the agents do not find 

previously classified data to answer a Level 2 query from a user, they point the user to 

appropriate raw data. They also provide the user with information about how to process 
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the data to get the results that would answer the user's query. This, however, may 

discourage novice users from using satellite data. The alternative would be to have the 

agents retrieve the dataset, retrieve the appropriate processing algorithms, and process the 

data before returning it to the user. The only obstacle to this procedure is the fact that 

much of the remote-sensing processing software is proprietary in nature. The challenge 

is to find freeware or shareware software that would provide satisfactory results and 

make that available to the agents. 

Fourth, the SAGE ontology has to be extended to other application areas such as 

desertification assessment. We believe that the some of the information in the ontology 

is relevant to all applications and hence would make it easier to extend the ontology. 

Fifth, the current implementation put the entire burden of maintaining and updating the 

ontology on the system administrator. We plan to build a new agent called the 

"Knowledge Base Agent" that would be capable of making changes to the ontology. 

This is because as long as the system is still a prototype it can be easily maintained by a 

human being. But, if the system grows to a point where it is no longer a proof of concept 

prototype, automated techniques to maintain the ontology will have to be developed. 

This is because remote sensing is a rapidly evolving field. The number of application 

areas that can potentially use satellite data is growing. This implies that there will be a 

need to add new entities as well as instances of entities into the system. This also means 

addition to and change in the decision support rules. In a large scale system where there 

are copies of the agents and the ontology at various sites, this will mean making sure the 

updates are reflected at all the sites. Automated techniques would make this task easier. 
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Sixth, user feedback has to be collected over a period of time regarding the datasets 

returned by the agents to the users. This input can be highly usefiil in determining how 

well the SAGE model is doing in satisfying needs of users. Future work includes a new 

agent that takes feedback from the user, matches it with the performance of the system, 

and alters the knowledge base when the actual performance deviates from the desired 

performance. 

Finally, the current implementation has the ontology stored in a Microsoft Access 

database. The problem with this is that it is difficult to store complex rules in it. This has 

resulted in some of the rules being tied to agent implementation. In an ideal scenario, it 

would be best to separate the agent implementation completely from the rules. This 

would mean that the rules should be stored as triggers and procedures in, for example, an 

Oracle database. An alternative is to build a separate rule base and make that available to 

the agents. 

6.2.2 Agents for Other Applications 

SAGE uses agents to locate and retrieve distributed resources. The tasks performed by 

the SAGE agents can be extended and used in several other applications. Potential agent 

applications include: 

• Data mining agents that do sophisticated pattern extraction, context sensitive searches 

and natural language understanding and 

• Agents for electronic commerce and automation of supply chain management. 
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Distributed Data Mining: 

The growth of the Internet has made huge quantities of data available from distributed 

and heterogeneous sources. Data mining from heterogeneous sources can benefit a 

variety of fields such as business, science, engineering, and medicine. However, data 

mining from heterogeneous sources poses a lot of new challenges. The data in most of 

the sources is unstructured in nature. Research issues include distributed algorithms for 

popular data mining techniques, techniques for communication minimization, and 

cooperative learning. Some researchers are attempting to use mobile software agents to 

do distributed data mining (DDM). Issues that arise because of using an agent-based 

approach in DDM include building techniques for agent interaction, cooperation, 

collaboration, negotiation, and organizational behavior. 

Electronic Commerce and Supply Chain Management: 

The global production and distribution supply chain is very complex, involving 

procurements of component parts from many suppliers. Responding rapidly to changes 

in demand and in customer preference and the ability to exploit new technologies are 

becoming critical. While price is undoubtedly a factor in procurement, in many cases 

availability within a specified period of time is more important, as are appropriately 

phased deliveries to support just-in-time operation. Timely interactions require close 

coordination of the planning and logistics systems of buyers and suppliers, which may 

propagate through the entire supply chain. The aim of the new technology must be to 
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support close interaction between the procurement, production planning and logistics 

systems in the supply chain of business enterprises. 

An agent driven supply chain management system can be used to allocate scarce 

resources effectively. This is because a planning agent can be designed to make and alter 

plans on the fly, thus making it possible to take advantage of the dynamic nature of the 

Internet. 

The areas of electronic commerce and supply-chain management go hand in hand. A 

multi-agent model should result in stimulating the market place. Rational software 

agents could bargain with the objective of getting the best deal for their owners. The 

negotiation process between these software agents would cause a virtual supply chain 

form, from the material acquisition to final product delivery. 

Consumers stand to benefit from the use of software agents because they can help lower 

transaction costs related to personalized searches for individual users, brokering, and 

negotiation. Use of mobile agents and automated planning software would make it 

possible to respond promptly and accurately with information obtained from the entire 

supply chain. 

6.2.3 Methodologies for Agent-based Models 

Another area for ftiture work is the development of methodologies for building agent-

based models. A structured approach is very important from the point of view of 
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verification of properties of a multi-agent model and avoidance of an ad hoc verification 

procedure.. Only a well-accepted methodology using a structured approach will lead to 

development of standards for verification of properties of multi-agent systems. Such a 

methodology should support autonomy and cooperation, allowing each agent to have its 

own competencies and knowledge as well as the ability to act independently and make 

decisions on its own. Autonomous agents may need to cooperate to solve complex 

problems. The methodology should provide ways to embed knowledge in the agents as 

well as to build independent knowledge bases such as an ontology that is used in 

common by multiple agents. 
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Appendix A 

Appendix A describes all tlie categories of applications that are potential users of satellite 

data coded into a semantic model. 

Figure A. 1 show the various subclasses of the "Application object class. 

Figure A.l: Classes of Application 
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Figure A.2 shows the various subclasses of the "Urban" entity class. The "Urban" entity 

class refers to mapping features in cities such as buildings and parking lots. 

Figure A.2: Subclasses of "Urban" Entity Class 
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Figure A.3 show that various subclasses of the "Residential" entity class. The 

"Residential" entity class refers to residential buildings. The subclasses of this class 

includes different types of residential dwellings. 

Figure A.3: Subclasses of "Residential" Entity Class 
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Figure A.4 shows the various subclasses of the entity class "Commercial and Services". 

This includes different types of commercial structures. 

Figure A.4: Subclasses of "Commercial and Services" Entity Class 
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Figure A.5 shows subclasses of the "Industrial" object class. The subclasses represent 

types of industrial structures. 

Figure A.5: Subclasses of "Industrial Entity Class 
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Figure A.6 shows the different subclasses of transportation such as "Airports" and "Port 

Facilities". 

Figure A.6: Subclasses of "Transportation** Entity Class 
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Figure A.7 shows the various subclasses of the "Communications and Utilities" class. 

An example of a subclass is "Water Supply Plants". 

Figure A.7: Subclasses of "Communications and Utilities'* Entity Class 
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Figure A.8 shows tlie various subclasses of the "Institutional" class. This object class 

refers to buildings belonging to various institutions. An example of a subclass is 

"Military Facilities". Educational institutions include colleges,universities, high schools, 

and elementary schools 

Figure A.8: Subclasses of "InstitutionaP Entity Class 
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Figure A.9 shows the various subclasses of the "Recreational" class. An example of a 

subclass is "Golf Courses". 

Figure A.9: Subclasses of "Recreational" Entity Class 
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Figure A. 10 shows the various subclasses of the "Open Land and Other" object class, 

example of a subclass is "Undeveloped Land". 

Figure A.IO: Subclasses of "Open Land and Other" Entity Class 
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Figure A.l 1 shows the various subclasses of the "Agricultural" object class. An example 

of a subclass is "Cropland and Pastures". 

Figure A.11: Subclasses of "Agricultural" Entity Class 
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Figure A. 12 shows the various subclasses of the "Cropland and Pasture" object class, 

example of a subclass is "Row Crops". 

Figure A.12: Subclasses of "Cropland and Pasture" Entity Class 
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Figure A.13 shows the various subclasses of the "Ochards, Groves and Vineyards" object 

class. An example of a subclass is "Citrus Orchards". 

Figure A.13: Subclasses of "Orchards, Groves and Vineyards" Entity Class 

Figure A.14 shows the various subclasses of the "Confined Feeding Operations" obejct 

class. An example of a subclass is "Cattle". 

Figure A.14: Subclasses of "Confined Feeding Operations" Entity Class 
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Figure A.15 shows the various subclasses of the "Other Agriculture" object class. An 

example of a subclass is "Inactive Agricultural Lands". 

Figure A.15: Subclasses of "Other Agriculture" Entity Class 
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Figure A.16 shows the various subclasses of the "Rangeland" object class. An example 

of a subclass is "Grassland" which in tum has subclasses of its own. 

Figure A.16: Subclasses of "Rangeland" Entity Class 
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Figure A.17 shows the various subclasses of the "Forest Land" object class. An example 

of a subclass is "Evergreen Forest". 

Figure A.17: Subclasses of "Forest Land" Entity Class 
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Figure A.18 shows the various subclasses of the "Water" object class. An example of a 

subclass is "Streams and Canals". 

Figure A.18: Subclasses of "Water" Entity Class 



248 

Figure A.19 shows the various subclasses of the "Wetland" obejct class. An example of 

a subclass is "Forested Wetland". 

Figure A.19: Subclasses of "Wetland" Entity Class 
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Figure A.20 shows the various subclasses of the "Barren Land" obejct class. An example 

of a subclass is "Beaches". 

Figure A.20: Subclasses of "Barren Land" Entity Class 
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Figure A.21 shows the various subclasses of the "Tundra" obejct class. An example of a 

subclass is "Shrub and Brush Tundra". 

Figure A.21: Subclasses of "Tundra" Entity Class 

Figure A.22 shows the various subclasses of the "Perennial Snow or Ice" obejct class. 

An example of a subclass is "Shrub and Brush Tundra". 

Figure A.22: Subclasses of "Perennial Snow or Ice" Entity Class 
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