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ABSTRACT

Semiconductor-based gamma-ray-imaging detectors are under development for use
in high-resolution nuclear medicine imaging applications. These detectors, based on
cadmium zinc telluride, hold great promise for delivering improved spatial resolution and
detection efficiency over current methods. This dissertation presents work done on three
fronts, all directed toward enhancing the practicality of these imaging devices. Electronic
readout systems were built to produce gamma-ray images from the raw signals generated
by the imagers. Mathematical models were developed to describe the detection process
in detail. Finally, a method was developed for recovering the energy spectrum of the
original source by using maximum-likelihood estimation techniques.
Two electronics systems were built to read out signals from the imaging detectors.
The first system takes signals from a 48 x 48-pixel array at 500 k samples per second.
Pulse-height histograms are formed for each pixel in the detector, all in real time. A
second system was built to read out four 64 x 64 arrays at 4 million pixels per second.
This system is based on digital signal processors and flexible software, making it easily
adaptable to new imaging tasks.
A mathematical model of the detection process was developed as a tool for
evaluating possible detector designs. One part of the model describes how the mobile
charge carriers, which are released when a gamma ray is absorbed in a photoelectric
interaction, induce signals in a readout circuit. Induced signals follow a "near-field

effect," wherein only carriers moving close to a pixel electrode produce significant
signal. Detector pixels having lateral dimensions that are small compared to the detector
thickness will develop a signal primarily due to a single carrier type. This effect is
confirmed experimentally in time-resolved measurements and with pulse-height spectra.
The second part of the model is a simulation of scattering processes that take place
when a gamma ray is absorbed within the detector volume. A separate simulation
predicts the spreading of charge carriers due to diflEusion and electrostatic forces. The
models are used in a technique to improve the energy resolution of the detectors by
estimation of the source spectrum using the Expectation-Maximization algorithm.
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CHAPTER 1
1. INTRODUCTION
One day in the near future a patient will come to a neurologist complaining of
headaches and blurred vision. The doctor will order a SPECT scan of the brain, which
will be performed on a new brain imager that uses high-resolution semiconductor
detectors. The brain scan picks up a small tumor only two millimeters in diameter. The
cancer has been caught at an early stage, before it has caused damage to the brain or
spread to other parts of the body. Because of this early detection, the treatments are
effective, and the patient's life is saved.
The foregoing scenario illustrates the motivation behind the research presented in
this dissertation. The nuclear medicine imaging modalities are valuable diagnostic tools
that reveal information on biochemical activity inside the body. However, the poor
resolution of nuclear images, as compared to computed tomography and magnetic
resonance imaging, has earned this field the nickname "unclear medicine." Improvement
in the spatial resolution of SPECT (Single Photon Emission Computed Tomography) will
undoubtedly increase the accuracy of this type of imaging and will likely expand the
number of situations in which SPECT can be used. In the 1970's it was foreseen that
gamma-ray-imaging detectors based on semiconducting materials were the key to highresolution imaging (HofFer gr a/.. 1971. USAEC. 1973). Only in the past five years have
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the technologies of materials, electronics, and computing come together to produce
practical imaging devices.
The Radiology Research group at the University of Arizona has been active in
developing imaging devices based on the compound semiconductor cadmium zinc
telluride (CdZnTe). In the course of designing these devices and the associated imaging
systems, we found it necessary to revisit the physics of gamma-ray detection as it relates
to multi-element detection devices. It became clear that various scatter and charge
spreading effects were significant and needed to be analyzed. We realized that the
energy resolution of these detectors could be improved by post-processing the spectral
signals, if the detection process could be modeled accurately. In addition, we needed to
design and build electronic readout systems that were specialized to the task of collecting
gamma-ray images. All of these topics are addressed in this dissertation.

LI Semiconductor detectors in nuclear medicine
1.1.1 Photomultiplier-based systems.
At present, virtually all nuclear medicine imaging devices use a scintillatorphotomultiplier combination to detect gamma rays. Detection is a multi-step process.
The scintillator absorbs a gamma ray and re-emits the energy as a weak flash of visible
light. The photocathode of the photomultiplier tube (PMT) absorbs the visible photons
from the scintillator and emits a burst of electrons. The electrons are accelerated and
their number multiplied by the dynode chain in the photomultiplier until the signal is
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strong enough to be processed by external electronics. Each gamma ray that is absorbed
in the scintillator results in an electrical pulse, the strength of which depends on the
energy of the gamma ray and the proximity of the absorption point to the faceplate of the
PMT. Today's gamma cameras are based on a system developed by Anger ri958). The
Anger camera uses a single, large scintillator with many PMTs arrayed behind it. The
location of a gamma ray absorption is deduced from a weighted average of signals from
the PMTs closest to the flash of light.
A gamma-ray imaging detector should have good spatial resolution to accurately
locate the source of the gamma ray, and good energy resolution to distinguish between
scattered and unscattered radiation. The scintillator-PMT combination suffers from
certain intrinsic performance limitations in both of these areas. The scintillation process
results in a small number of optical photons, and only a fraction of these find their way to
a PMT. The energy resolution of these systems is limited by noise in the resulting signal.
The spatial resolution that can be obtained is likewise limited by the need to interpolate
between multiple PMT signals. The thickness of the scintillator crystal affects spatial
resolution, and these crystals need to be around 1 cm thick to absorb a large fraction of
the incident gamma rays. PMTs are also susceptible to magnetic fields, which can
become a particularly difficult problem when the camera head must be rotated to new
positions in a tomographic system. All of these performance issues have been addressed
by many clever technological fixes, and present-day systems perform quite well. Still,
significantly higher performance will require the move to a fundamentally different
means of detecting gamma rays.
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1.1.2 History of semiconductor detectors
Semiconductors are appealing as radiation detectors because they convert gamma
rays direcdy into electronic signals with no intervening conversion to visible photons.
Indeed, practically all detection of visible light is now accomplished with silicon
photodiodes or other solid state detectors, and the once-common PMT is used only for
specialty applications, such as in gamma cameras. Research on materials such as
cadmium telluride (CdTe) was very strong in the 1960's when the first gamma cameras
were being developed, but the semiconductors made poor detectors compared to the
scintillator-PMT combination. Cadmium telluride detectors had poor energy resolution
because of strong trapping of charge carriers and low material resistivity. The material
was also prone to a polarization effect, which caused a degradation in performance over
time. Recent improvements in the temary material cadmium zinc telluride (CdxZm-xTe,
where x = 0.8 to 0.9) have made it the material of choice. Centimeter-size pieces of
CdZnTe with uniformly good properties are now readily available, although they are still
quite expensive.
Semiconductors have been used in nuclear medicine for certain non-imaging or
small-scale imaging applications. Several types of surgical probes have been built to aid
in tumor detection during surgery. Hartsoueh (1994') has reviewed the various types of
surgical probes. Probes have also been used outside the body to track flow in lymphatic
ducts (Williams, et al.. 1994). Small-scale internal imaging has also been done with
probes. A 21-element surgical probe was built by Harsough et al. (1993) that was
equipped with a position sensor and operated as a miniature imager. Saffer (1993)
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investigated a collimatorless probe that made use of the coincidence of the gamma-ray
pairs given ofFby In-l 11 to form images without the use of collimators or pinholes.

1.1.3 Imaging detectors
The necessary ingredient to make the leap from small arrays of detector elements to
full-scale imaging devices is an appropriate readout technology. In the 1970's and 80's,
the technology of infrared focal planes was maturing, building a technological base that
could be adapted to the detection of gamma rays. Long-wavelength infrared imagers face
the same fundamental problem as gamma-ray imagers: the preferred detecting medium is
a thick piece of an exotic material while the preferred medium for the fabrication of
readout circuits is the standard, silicon integrated circuit. The solution is to produce
hybrid structvires in which the individual pixels of the detecting material are bonded to a
matching silicon integrated circuit by means of conductive bumps. We have chosen to
produce this type of structure, which is shown in Fig. I.l, using CdZnTe as the detecting
material fBarber et al., 1996). The detector is a (nearly) single-crystal slab of (nearly)
intrinsic semiconductor with electrodes deposited on both faces. The electrode that faces
the radiation source, which we refer to as the "front" or "top" electrode, has a single
electrical contact to a high-voltage power supply. The other electrode is patterned by
photolithography into pixels. Indium bimips, measuring 20 to 40 |im on a side and 10 to
20 |im high are formed in the center of the pixel pads, and matching bumps are formed
on the readout integrated circuit. The two sides are aligned and cold-welded to form the
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hybrid structure. A low-viscosity epoxy is introduced to fill the gap and to help hold the
structure together.
Another class of imaging hybrid is the crossed-stripe array (Stable gr a/.. 1996. Macri

et ai, 1996'). In this structure both sides of the detector slab are pattemed into stripes.
Each stripe is connected by wire bond to a readout circuit. This configuration has the
advantage of requiring far fewer readout circuits than a pixel array with the same number
of detecting elements. Issues related to the readout of crossed-stripe signals are related
briefly in Sec. 2.1.1. A formula for the induced signals fi-om crossed-stripe arrays is
presented in Sec. 3.3.2.
CdZnTe is currently the most popular semiconducting material for gamma-ray
imaging, but several research groups are working on other solid-state imaging
technologies. Among the contenders are mercuric iodide (Hgt) (Pattg/g/.. 1986).
selenium (Jeromin g/a/.. 1996). single-crystal silicon, and amorphous silicon arrays
(Antonuk. g/g/.. 1995).
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Fig. 1.1
CdZnTe hybrid imaging device. On the bottom is the readout IC with
indium bumps on each pixel that bond to matching bumps on the slab of CdZnTe
semiconductor.

1.2 Potential benefits of move to semiconductors
1.2.1 Resolution and system efficiency
Roeulski ri993) performed simulation studies to determine the possible benefits of
using high-resolution detectors in a pinhole-aperture SPECT system. He found that not
only is it possible to obtain reconstructed resolution comparable to computed tomography
or magnetic resonance imaging (about 1 mm), but that gains in the overall detection
efficiency are possible as well. This counter-intuitive effect comes out of a the flexibility
allowed in designing the geometry of the detection system. High-resolution detectors
could be substituted in place of lower-resolution detectors. Since smaller pinholes are
necessary to take advantage of the finer detector resolution, the system efficiency would
drop. But, the high-resolution detectors could be moved closer to the pinholes.
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sacrificing some of the resolution, but making room for many more pinholes that can be
used. The net effect is a larger total pinhole area, and increased sensitivity. In general,
the available detector resolution can be used to obtain some combination of improved
reconstruction resolution and improved system sensitivity, depending on the choice of
design parameters.

1.2.2 Signal strength and stopping power
Semiconductors convert gamma-rays directly to electrical signals, in contrast to
scintillators, which create photons that must be detected by a light-sensitive device. In
the semiconductor, the charge carriers that are liberated in a photoelectric interaction are
rapidly swept out of the detector by the applied electric field. An array of pixel
electrodes senses the motion of the charge carriers and generates a pulse in the attached
readout circuit. The photons generated in a scintillator cannot be directed. They spread
out in all directions, some of them finding the faceplate of a PMT. The net signal is
smaller than for the semiconductor, and there is much greater ambiguity as to the origin
of the gamma-ray interaction. Both of these effects contribute to lower resolution in the
scintillator system.
CdZnTe has better stopping power than the most corrmionly used scintillator, Nal.
That is, a thirmer slab of detector material can be used, which also contributes to the
superior energy resolution of the semiconductor imager.
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1.3 Deficits of semiconductors
Despite the intrinsic advantages, semiconductors have rarely been used in imaging
systems. One major reason is the trapping of charge carriers, which has the effect of
lowering the energy resolution. In nuclear medicine, information on the energy of the
detected gamma rays is used to distinguish between scattered and unscattered radiation
emanating from the patient. Acceptance of scattered gamma rays as unscattered results in
lowered resolution in the reconstructed image. If the energy resolution of the detector is
poor, either the reconstructed resolution will suffer, or many useful gamma rays must be
ignored, resulting in reduced efficiency. Likewise, other deficits in material parameters,
such as low resistivity or non-uniformity, ultimately reduce either the system efficiency
or the spatial resolution.
The other major problem with semiconductors is cost. The detector material is
expensive, and so are the readout circuit and the hybridization and packaging needed to
produce a functioning imager. The extemal electronics needed to operate the imager are
also more complicated than the electronics for a standard gamma camera. Most of these
costs will lower significantly as the associated technologies mature. Rogulski (1993) has
made some estimates of the fundamental costs involved in producing a semiconductorbased gamma camera.
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1.4 Focus of the present work
The goal of the research presented here is to find ways to overcome some of the
physical and technological hurdles that need to be crossed before the advantages of
semiconductor detectors can be realized. There are three topics: design and
implementation of readout systems (Chap. 2), modeling of the detection process (Chap. 3,
4, and 5), and recovery of energy resolution lost in the detection process (Chap. 6).
In Chap. 2, we discuss the design of two readout systems that were built to gather
images from imaging devices under development. The first system was made for reading
out a 48 X 48 pixel imager at 500,000 pixels per second. At the core of this system is a
pulse-height histogranaming machine originally built to process data from a modular
SPECT system. The second system was built to handle the signals from an array of four
64 X 64-pixel imagers, each reading out 4 million pixels per second. This system uses
flexible digital signal processors to handle the data stream. The bulk of Chap. 2 consists
of detailed descriptions of the electronics and software.
Chap. 3 presents a theory of signal generation in multi-element detectors. The signals
generated by gamma-ray interactions are found by solving the electrostatic boundaryvalue problem for the detector under consideration. A number of mathematical
approaches are applicable to this problem; three methods are presented and are shown to
be formally equivalent. Models of detector performance based on this theory enable the
design of an optimal pixel geometry for a given detector material. The model predicts an
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interesting trend that we call the "small-pixel effect," which implies that pixels with
lateral dimensions smaller than the detector thickness will have the best performance.
In Chap. 4 we develop tools for Monte Carlo simulation of scatter and charge
spreading inside the detector. These effects work counter to the small-pixel effect,
favoring pixels with larger lateral dimensions. A combination of the induction theory and
the scatter simulations can be used to realistically model the performance of a detector,
and optimize its design parameters for a given task.
Chap. 5 covers simulations and results of experiments undertaken to confirm
predictions of the induction model. Time-resolved measurements and pulse-height
spectra are compared with the predictions. In general, the measurements agree with the
predicted trends.
In Chap. 6 we present a technique for recovering energy resolution that had been lost
during the detection process. This estimation technique makes use of the modeling tools
developed in Chapters 3, 4, and 5. Maximum likelihood estimation of energy spectra is
implemented using the Expectation Maximization algorithm. As an example, the
technique is implemented on a single-element detector, with good results. This technique
holds promise for allowing CdZnTe detectors to be used in new situations where energy
resolution is important.
Chapter 7 summarizes the key results from the previous chapters.
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CHAPTER 2
2. ELECTRONICS AND SOFTWARE FOR READOUT OF GAMMARAY IMAGERS
2.1 Implementation issues in gamma-ray imaging systems
In one way a gamma-ray imaging array operates much like the CCD sensor in a
video camera: it takes in clocking signals and puts out a stream of analog values, one for
each pixel in the array. The generation of images from the gamma-ray device is a
different matter, requiring far more complex signal processing than a normal video
application. The gamma-ray imager is operated as a counting device. The flux of
gamma-rays is low enough that a pixel will likely receive at most one gamma-ray within
a frame time of approximately 1 ms. The value of a pixel that has absorbed a gamma ray
corresponds to the energy in the gamma ray, and is analogous to the pulse height from the
standard pulse processing electronics normally used for radiation detection. If the
gamma ray has the appropriate energy to be classified as a primary (unscattered) event,
we wish to count it as part of the image. The minimal operations required to generate a
gamma-ray count image are thresholding of the pixel signal and binning of the abovethreshold events in an image memory buffer.
The question immediately arises as to how the energy thresholds are to be set. A
pulse-height spectrum must be acquired in order to determine the location of the
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photopeak as the basis for setting the threshold (or lower window value). This must be
done for every pixel in the array, since each pixel will have its own offset value, its own
gain, and possibly a unique shape of the pulse-height spectrum. It is desirable to collect a
pulse-height spectrum for all pixels in the array simultaneously and at the full data rate of
the imager. This operation requires far more memory and processing power than is
involved in simply counting gamma ray events, but it was found to be well worth the
effort to have full spectral information for every pixel. The two data-acquisition systems
described in the following sections are, in essence, histogramming machines, which take
in pixel values and sort them into pulse-height spectra, one for each pixel in the array.

2.1.1 Imaging devices
In the crossed-stripe type of imaging device a slab of semiconductor material is
patterned on one side with horizontal stripes and on the opposite side with vertical
stripes. The readout circuits, attached to each stripe by a wire bond, continuously
monitor the current flov^g through the stripe electrodes. The attached circuits also
maintain the required field through the detector by providing a bias voltage to the stripes
on one side of the array. When a gamma ray interacts in the bulk of the detector material,
current flows through at least one row electrode and one column electrode. The location
of the interaction is estimated from the intersection of the row and column having the
strongest signals. This is sometimes referred to as "row-by-column" readout. Because of
the requirement of matching two signals that are coincident in time, such readout
electronics must operate asynchronously. Readout is event-driven, depending on the
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simultaneous sensing of a pulse in a row electrode and a column electrode. Only one
ganuna ray interaction at a time can be read out from the detector array. Crossed-stripe
detectors have the advantage of needing a low number of readout circuits, only 2N to read
out an effective array of

x

pixels. A significant disadvantage is that the signals on

the cathode side of the detector depend largely on hole transport, which is rather weak in
CdZnTe. As will be shown in Sec. 3, the near-field effect makes this signal especially
weak for fine-pitched stripes.
Our research group has concentrated on developing the pixel-array type of hybrid
imager that was shown in Fig. 1.1. In this configiuation, the slab of detector material is
patterned on one surface with a matrix of pixel electrodes, with the opposing surface left
as a continuous electrode. A single wire contact to the continuous, "fi-ont" electrode
provides the bias voltage. The pixel pads are bonded en masse to readout circuits on a
matching integrated circuit, using indium bumps as the contact medium. Unlike the
crossed-stripe array, the pixel array is operated in firame-integration mode (event-driven
readout is possible with more sophisticated readout IC's). The preamplifier stage
connected to each pixel electrode integrates the current for one fi-ame period. During the
following fiame period the multiplexer within the readout IC samples the stored values
from each pixel and delivers them to the external circuitry. Readout is thus synchronous,
and relies on a low flux of gamma rays to ensure that an integrated pixel signal will be
due to either zero or one absorption events per frame.
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This hybridization technology used to assemble the pixel-array imagers is borrowed
from the infrared detector industry. In fact, our first-generation imager was simply a 48 x
48 germaniiun hybrid infrared focal plane array, adapted to count gamma rays. The next
version of the 48 x 48 used a 1.5 mm thick CdZnTe detector crystal. The pixels were 125
|am on a side, making the whole detector area only 6mm. An overview of the data
acquisition system for these imagers, dubbed the "Mux48", is given in Sec. 2.2.
The next generation of imager produced by our group was the 64 x 64 array, which
has pixels on 380 |im centers. The 1.5 mm thick CdZnTe slab measures 25mm on a side,
including a guard ring around the periphery. This size approaches the practical limit of
current technology to produce reasonably priced pieces of spectroscopic quality CdZnTe
material. The readout integrated circuit (ROIC) that mates with the detector was custom
designed for this project. An integrated circuit of this size is unusual, since most IC
fabrication is done with projection aligners having a field diameter of about 9 mm. Our
IC was fabricated using a 3 |am, whole-wafer alignment process. The hybrid package
was designed to allow packaging of multiple detectors in close proximity, forming an
imaging group of four or more. Each imager is mounted on a small ceramic substrate
which provides support and electrical contacts to the device. The ceramic "daughter
board" holds decoupling capacitors for power inputs to the device along with buffer
transistors to handle the video outputs. (Fig 2. la) Four daughter boards can be mounted
on a ceramic mother board (Fig 2.1 b). The mother board provides thermal coupling to a
thermoelectric cooler. The cooler can provide a moderate, 20-30 C drop from room
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temperature, which dramatically lowers the thermally generated leakage currents in the
detector. The cooling system also provides temperature stabilization, making possible
long stretches of data acquisition without having to compensate for thermal drift. The
data acquisition system for the Mux64 imager is described in Sec. 2.3.

2.1.2 Readout techniques
The first job of a readout circuit is to convert the currents induced by motion of

(b)
Fig. 2.1
Packaging of hybrid imagers, (a) Readout IC mounted on a daughter
board, (b) Four hybrid imagers on daughter boards mounted in a cooled enclosure.
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charge carriers into a voltage signal that represents the number of charge carriers
liberated in a gamma-ray interaction. The circuit universally used for this purpose, both
for traditional pulse processing systems and for the multiplexed systems used in pixel
imagers, is the capacitive feedback transimpedance amplifier, or CTIA (Fig. 2.2(a)). A
transimpedance amplifier converts current to voltage. In this case the currents flowing
through a pixel electrode are forced by the operational amplifier to flow through the
capacitor in the feedback path. A charge builds up across the feedback capacitor, and the
corresponding voltage, V = C IQ, appears at the output. The final pulse height after all
charges have drifted across the detector is a measure of the integrated current. In the
absence of any carrier trapping, the pulse height corresponds to the number of charge
carriers created by the absorption of a gamma ray, hence the term "charge-sensitive
preamplifier." In multi-element detectors, this linear relationship does not hold. As
shown in Sec. 4, the pulse height could be lower or higher than the corresponding number
of carriers, and it can even go negative.
In traditional pulse electronics, the fast-rising pulse is allowed to decay slowly
through a discharge resistor in parallel with the integrating capacitor. Pixel-array imagers
are usually operated in a fi-ame-integration mode. In this type of readout all pixels are
reset at the beginning of an integration period by means of a shorting switch in the CTIA
feedback path. This type of preamplifier circuit is often called a "gated integrator". The
pixels integrate for a fixed period, then all the integrated signals are read out serially by
means of an analog multiplexer (whence the generic term MUX for these types of readout
IC's). All pixels will integrate a fixed amount of leakage current, plus the signal from

any gamma-ray interactions. As long as the radiation fliix and integration time are low
enough to make it unlikely that two interactions will occur at the same pixel during the
same integration time, all pulses can be assximed to come from individual gamma rays.

(a)

(b)

Fig. 2.2
Readout circuits, (a) Pixel unit cell, with capacitive-feedback gated
integrator and correlated double sampler, (b) Multiplexer chain that transfers a stored
pixel signal to the external electronics.

After the preamplifier stage the next job of a readout system is to sample the pulse
height and present the stored voltage to the multiplexer. In the Mux48 and Mux64
systems, a correlated double-sample-and-hold (CDSH) stage is employed to reduce the
"kTC" noise (Motchenbacher and Connelly. 1993") that arises when the small capacitor in
the preamplifier is reset. A larger sample capacitor is reset to a known value at the
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beginning of an integration period, and samples the final pulse height at the end of the
period. The voltage on the sample capacitor then represents the difference between the
final and initial values. The CDS stage is followed by a buffer amplifier and another
sample-and-hold stage. Double buffering allows the pixel voltage firom a previous
integration period to be read out while a new value is being built up in the preamplifier
circuit.
The multiplexer fimction of the ROIC (Fig. 2.2(b)) serves to connect each pixel
output in turn to a single output line. Multiplexing is accomplished in two stages. First,
an analog switch connects each pixel in the array to the nearest column bus. These
switches are controlled by row-address lines. When a row of switches is turned on, the
voltage fi-om each pixel in the row appears on its column line. A second multiplexer
stage connects each coluirm in turn to the output stage. The Mux64 readout operates in
this type of raster-scan order. The Mux48 readout differs in that it has sixteen output
channels. In this ROIC the second multiplexer stage consists of sixteen separate
switches, each selecting one of three columns. To simplify data acquisition, an external
16-to-l multiplexer selects firom the sixteen output lines to generate a single stream of
pixel values.

2.1.3 Data acquisition tasks
A fimne-readout imager sends out a constant stream of pixel voltages, much like
ordinary video systems. But, unlike video for visible or mfi-ared light, pixel voltages do
not represent an irradiance, the consequence of many thousands of absorbed photons. In
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a gamma-ray counting system, the voltage represents the energy in a single gamma ray,
or more often than not, merely is a measure of the detector dark current. An image must
be built up from thousands of frames of data; each pixel in the image representing the
number of gamma rays, within a certain range of energies, hitting that pixel over the
course of the image acquisition period.
The data-acquisition system that takes in a stream of analog pixel values and
produces, in the end, a count-rate image must perform several tasks along the way. The
first job is to set energy windows to select the energy range of interest for each pixel. To
accomplish this, a pulse-height spectrum is needed for every pixel in the array. Pixel-topixel variations in offset and gain complicate this task. Some of these variations are due
to the ROIC, particularly the threshold voltage of the transistors in the preamplifier
circuits. Loceil variability in the detector material show up as variations in dark current as
well as variability in the scale and shape of the pulse-height spectrum. Some facility is
needed to automatically set energy windows for each pixel, or to prescale the spectra so
that one energy window can be applied to all.
Once the windows have been set, image data can be acquired. A few different
acquisition modes can be used to collect the image data. One way is to collect pixel
pulse-height spectra just as was done for setting the energy windows. The counts of
interest are found by summing up all counts lying within the windows. This technique is
used in the Mux48 system, described in the next section. Another means would be to
select out of the input stream only those values that fall within the energy windows of
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interest, and add these selected events to the count image. In another technique referred
to as "list mode" selected pixel values that pass a threshold criterion are stored, along
with their pixel number and other relevant data, in a list of events that can be processed
into an image at a later time. The latter two techniques can be implemented in the Mux64
system.
Aside from the main task of sorting through pixel data, the data-acquisition system
must be able to save, load and print images and spectral data. The acquisition system
needs to synchronize with the operation of the multiplexer timing, and the analog-todigital conversion stage. In the following two sections, the particular solutions used for
the Mux48 and the Mux64 system are laid out in detail. The information presented is
intended primarily for those future graduate students or other unfortunate souls who are
pressed into service operating or repairing these systems.

2.2 The Mux48 data acquisition system
2.2.1 System overview
The first Mux48 imager was originally a germanium-based infrared focal plane array
pressed into service as a gamma detector. The hybrid device is mounted in a Dewar,
fitted with an aluminum window, to allow operation at cryogenic temperatures. The
imager was at first operated using an existing test system made for evaluating focal-plane
arrays. The test system was controlled by an HP Series 9000, Model 300 computer
(Hewlett Packard, Palo Alto, CA). Timing signals to operate the multiplexer were
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generated by an Interface Technology model RS-432 data generator, which was
programmed by the HP computer. The logic signals were level-shifted to the appropriate
voltages by custom circuitry before being sent to the imager. The sixteen analog outputs
from the imager are combined by an external multiplexer, also controlled by the data
generator signals. The resulting video stream was digitized by a Tustin model X-1500
analog-to-digital converter (ADC) (Tustin Electronics, Santa Anna, CA) to 14-bit
resolution at a rate of up to 500 k samples per second. The digitized signals are fed into
the HP computer for analysis and display.
After establishing the basic operation of the imager using the existing test rack, we
realized that more specialized hardware would be needed to generate count-rate images
from the Mux48 imager. The HP computer had neither the memory nor the processing
power to perform the core function of generating a pulse-height spectrum for each pixel.
This is essentially a histogramming operation. A block of memory is allocated for each
pixel. In each block there are a number of memory locations that are the "bins" of the
pulse height spectrum. For each pixel in a frame of data, the data-acquisition system
must determine the pulse-height based on the digitized voltage value, look up the
appropriate location in memory corresponding to that specific pulse height for that pixel,
increment the value, and put the result back into memory. Fortunately, such a
histogramming machine had already been built for the purpose of collecting signals from
modular gamma cameras. This system, based on the VME bus, served as the dataacquisition engine for a stand-alone SPECT system, which had been used in several other
research projects (White .1994. Chen, 1995'). The electronics were designed to take in
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digitized pulses resulting from photomultiplier tube signals, and histogram the values for
analysis of the spatial pattern of photomultiplier response. Although the designed
purpose was rather different from the present situation, the underlying histogranuning
fimction was the same. The hardware was modified and became the basis of the secondgeneration Mux48 data acquisition system.

2.2.2 Detailed hardware description
In its present incarnation, the Mux48 system operates completely independently of
the HP 300 computer that once ran all functions. That venerable workstation has since
joined the great virtual machine in the sky. Fig. 2.3 shows a block diagram of the current
Mux48 readout system. Timing signals are generated by an Interface Technologies
Model 670 data generator, which operates autonomously. Its timing diagrams are created
on a PC using the program 670pc.exe and stored locally on a floppy disk. Video output
from the multiplexer is fed into a set of electronics called the Bridge Box. The Bridge
Box forms the link between the analog signals from the imager and the histogramming
hardware residing in the VME chassis. Its two principal functions are to digitize the
video stream and to count pixels. For each pixel in a frame, the ten bits of digitized video
are concatenated with twelve bits of pixel address to form a 20-bit word. This word is
clocked to the VME system for histogramming.
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It is important to note that pixel data do not come out of a Mux48 imager in the usual
raster-scan sequence. The ROIC is organized with sixteen parallel output channels, each
of which receives signals from one of three coluirms of pixels. The external 16:1
multiplexer selects one of the sixteen output lines at a time. Both internal and external
multiplexers, plus the sampling clock, are controlled by the timing diagram. Typically,
the multiplexing sequence is set to read out the 144 pixels accessed by one output line,
then switch to the next line. In addition, a "checkerboarding" scheme was implemented
in which every other pixel was sampled from one block of three columns, then the block
was read out again, sampling the other 72 pixels. The purpose of sampling every other
pixel was to allow the multiplexer to readout at a high rate, avoiding any possible
problems with droop in the sample-and-hold circuits, while not exceeding the maximum
rate of the ADC. Regardless of the order of readout, the Bridge box counts pixel data
sequentially, from 0 to 2303, and places the data in that order into histogram memory.

48 X 48 Hyt}rid in dewar

IBM compatffila
—

Internee
Technologies timing
generator

I

tf rI
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Bridge Box

VME Card Cage
6it3 interface card

Vkseo digrtizer and
pixel counter

Motorola computer
Microcontroner card

Oerandomizer card
Histogram memory
Frame and pbcii dodts

Fig. 2.3

Block diagram of the Mux48 readout system.
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The pixel locations are sorted out in software using a "scramble number" lookup key.
The VME system was originally built to acquire signals from four modular gamma
cameras; sometimes it is referred to as the QuadCam system. Master control for the
VME rack comes from a 68020-based computer (Motorola, Inc.) rurming the PDOS
operating system. In its present use, the computer's only job is to pass control to a
custom controller card, based on the 8751 microprocessor. Once activated, this card
takes over the VME bus and runs the simple histogramming program. The other custom
card in the QuadCam system is called the Derandomizer card. Its purpose is to take in
20-bit words from any of four modular cameras. It is continually scanning among the
four inputs for a trigger pulse, which is the result of a gamma ray hit in one of the
cameras. When a pulse comes in, the data word from the corresponding camera is
latched, concatenated with a two-bit camera code, and placed on the VME address bus.
When the address data are ready, the controller card takes over, commanding the VME
bus to access the memory location, adding one to the value, and replacing the result in the
same memory location. The maximum data rate for this operation was measured at 525
kSPS (thousand samples per second). The rate-limiting factors are the memory read and
write cycles.
To turn the QuadCam system into a pulse-height histogramming system, a few
modifications were made to the Derandomizer card, to disable the camera scanning and
to send 20-bit data from one set of input lines to the VME address bus. No changes were
made to the controller card. The master control program was reconfigured to allow
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operation from the command line, without user intervention. This lets the PC send a
command over the serial link such as "nmmux 100", to start a 100 second histogramming
run. When the run has finished, the data in histogram memory is accessed by the PC
using a pair of Bit3 bus interface cards. The Bit3 cards allow VME memory to appear as
memory on the PC bus. Once configured, memory access is transparent to the program
running on the PC. Histogram memory is allocated as 2304 blocks, one for each pixel. A
block size is 1024 words, one for each bin in the 10-bit range of the analog-to-digital
converter. The word size is 16 bits, so each bin can hold 64k counts before overflowing.
On the PC side, the Bit3 card is set up to operate in page mode, accessing only one block
of spectral data at a time. This avoids problems associated with allocating large regions
of memory under Windows 3.1.
Electrical schematics for the Bridge box are laid out in Figs. 2.4 and 2.5. The
process of digitization and subsequent data transfer stages proceed fi"om the Sample
clock, which comes into the Bridge box from the Interface Technologies data generator.
The critical components of the timing sequence are shown in Fig 2.6. First, a delayed
pulse is generated from the rising edge of Sample, which is used for triggering the ADC
at the optimal moment. The delay can be adjusted by turning RVl while monitoring the
Encode pulse at the A/D socket. Pin 16. The delayed pulse is sent through a digital
shaping network to generate a short (30ns) Encode pulse. This fast pulse is
recommended by Analog Devices to keep clocking noise out of the video stream. When
the ADC has completed a digitization cycle in about 300 ns, it asserts the Data Valid
{DAV) flag. The falling edge of this pulse triggers the CLK pulse, which alerts the VME
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system that a set of data is ready. Data are available to the VME system for the duration
of the CLK pulse, which is about 1.3 ^s. At the end of this period, the pixel counter is
updated on the rising edge of CLK. The pixel counter is reset to zero by the Frame pulse
from the data generator. After the first digitization cycle, it is incremented to 1, and so on
up to 2304, after the last pixel in the sequence. A 12-bit comparator, which is
programmed by front panel switches, monitors the pixel counter and gives a pulse
whenever the selected pixel is reached. This signal serves as an oscilloscope trigger and
is quite useful for selecting portions of the video waveform for inspection.
The video signal first enters the A/D Board, where it is amplified and sent to the
Analog Devices AD 1671 12-bit ADC. The Gain and Offset controls on the front panel of
the box are used to adjust the video range so that it fills the input range of the ADC,
which is 0 to 2.5 V. The Monitor output from the box gives a way to see the signal that is
delivered to the ADC. The digitized signals are passed to the main Bridge board along
with the Data Valid (DAV) flag.
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Timing diagram for Bridge box digitization and data transfers

2.2.3 Software description

Operating instructions

The Mux48 data-acquisition software was written to run under MS Windows 3.1. It
was written using the Borland 4.0 C-h- compiler and Object Windows Library (Borland
International, Inc., Scotts Valley, CA). As shown in Fig. 2.7, three windows are
presented to the operator. The main control panel contains the buttons and menu items
for nmning the test sequences. The Graph window displays a count-rate image with an
adjustable gray scale on the right. The Spectrum window displays the contents of
histogram memory for one pixel. The pixel to observe is selected by clicking on the pixel
of interest in the Graph display. A scrolling Text window (not shown) is also available to
the user, presenting information and debugging messages as the system operates.
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A typical data acquisition proceeds according to the following sequence. First, the
Clear button is pressed. This clears out all histogram memory in preparation for a new
acquisition. Next, an acquisition time is typed into the Integration time box and the Start
button pressed. A dialog box will appear to count down the time, allowing an early
Cancel if necessary. After an integration, the pixel histograms can be viewed by clicking
on various points in the Graph window. Typically, the first integration in a series will be
done with no gamma rays incident on the detector. Only a narrow Gaussian peak will
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Fig. 2.7
Primary windows of the Mux48 program. Upper left: main control panel.
Upper right; Graph window for displaying images. The image being displayed is a
shadow image of a gold chain. Bottom: Spectrum display window.
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appear in each pixel histogram. The center of the peak corresponds to the average offset,
or baseline level of the pixel. Running the Find Noise Peaks menu item from the Spectra
menu will find all the noise peaks and mark them when viewed in the Spectrum window.
The next step in the sequence is to open a flood source of radiation onto the detector,
clear histogram memory and run another integration. Pulse-height spectra should now be
visible in the spectrum display window; manual setting of the vertical scale will be
necessary to bring out low-count spectra. Next, the photopeaks are found using the Find
Photopeaks menu item. This technique works only if there are recognizable photopeaks
in the spectrum. If not, which is often the case with CdZnTe detectors, energy windows
can still be set using a method that does not rely on knowledge of the photopeak location.
Now, the energy windows are set using the Autoset Windows menu item. With windows
in place for each pixel, a count-rate image can be generated by pressing the Get Image
button. Finally, the image can be saved using the Save menu item.

Menu Items

File Menu

Menu selections under the File menu relate to handling image data files, which are
saved with the .MUX extension. A MUX file header is shown in Fig. 2.8(a). Selecting
New creates a new MUX data structure, which contains count data, window settings,
noise peak and photopeak locations, quality codes, and a descrambling key. As the datataking sequence progresses, the image data, window locations, and peak locations are
filled into the data structure. Quality codes are single-letter pixel descriptors of pixel
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performance that are inserted by the user from the Spectrum window. Once a MUX file
has been stored using the Save menu item, it can be recalled at any time using Open. If
an imaging device maintains consistent parameters, an associated MUX file can be called
up, and imaging can proceed immediately using the stored window settings. The Print
menu item prints out the current image from the Graph window.
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Example

Line
description
Mux name

CdZnTe #2

Comments

48 X 48
Checkerboard readout.

Format start

Format:

Format key

PixNo Counts QualCode NoisePk NoiseSigma PhotoPk LowWind
HighWind ScrambleNo

Data

1

0

0 257 1.47 1 2 511 0

2

5

0 257 1.47 1 2 511 72

3

0

O 257 1.47 1 2 511 1

(a)
Line
description
Mux name
Comments
WindowOnly
(0 or 1)
CrunchFactor

Example
Mux 48
48 x 48, Non-checkerboard readout
Window only = 0
Crunch factor = 2

( 1 , 2 , 4 , 8, 16,32)

Format start

Format:

Format key

PixelNo
PhotoPk

Data

i
J.

0 2
0 0
0 0
2 0 2
0 0
231
3 0 2
0 0

Quality LowWind HighWind
Spectrum data ...
511
0 0
0 0
511
0 0
76 .
511
0 0

NoisePk

NoiseSigma

1 0 1
1781
0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

.

.

1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 1 11 54 166 329 489 411

.
1 0 1 0 0 0 0 0 0 0 0 0 0 0 0
0 0 0 0
24 64 218 428 498 350

0 0 0 0
139 48

(b)
Fig. 2.8
File formats for Mux48 system, (a) MUX file format for image data, (b)
SPT file format for spectral data.
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Spectra Menu - Find Noise Peaks

The Spectra menu controls the setting of peak markers and energy windows. Find
Noise Peaks nms a peak-finding algorithm on each spectrum in histogram memory. The
ftmction simply searches for the bin with the highest value, ignoring the first five and last
five bins. Once the peak is found, it searches on either side for the half-max point, doing
a linear interpolation between the nearest two bins. The width of the noise peak is
reported as a standard deviation, to the nearest 0.01 bin. Since the Find Noise Peaks
algorithm looks for peaks, rather than finding a median or other average, it can be run on
data with or without gamma radiation present. It should be run when the detector is
ready to operate: stabilized at the required temperature and bias voltage. Temperature
drift is probably the main cause of movement in the noise peak locations. The noise
peaks should be checked regularly for drift.

Spectra Menu - Find Photopeaks

The Find Photopeaks procedure is the next step in the window setting process, but,
because of charge sharing between the very narrow 125 |im pixels in the array,
recognizable photopeaks are not always available. The Find Photopeaks dialog box asks
for a starting offset in bins from the noise peak. The algorithm will search upward from
there, picking out the bin with the most counts. This "dumb" algorithm is really
insufficient to pick out most photopeaks fi-om the Poisson noise in low-count spectra and
from poorly defined spectral shapes. In the future, some sort of curve-fitting algorithm
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should be implemented to perforai this task if a parametric model of the spectral shape
can be developed.

Spectra Menu - Autoset Windows

Energy windows may now be set using the Autoset Windows menu item. The
Autoset Windows dialog box appears (Fig. 2.9), offering four methods for setting the
windows. (In addition, a version of Method 4 is accessible via the Spectrum window.)
On the left is a selection button to choose the desired method, and on the right are boxes
to enter the parameters that apply to the selected method. Histogram bin numbers run
from I to 512. Default windows run from 2 to 511, covering all the recorded data except
those out-of-range counts that are pegged at the first and last bin.
Method 1 sets a fixed lower and upper window, applied uniformly to all pixels. This
method is usefiil for observing the distribution of offset levels. For instance, if all
windows are set to cover the upper half of the range, an image based on these windows
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will show how many pixels have offsets in the upper half of the full range.
Method 2 sets windows with a fixed offset from the noise peaks. This method is the
most expedient for generating images quickly. Gain variations from pixel to pixel tend to
be small, so setting the same windows relative to the noise peak gives results adequate for
general imaging. This method implements its own peak search, (ignoring the first and
last bins) so neither Find Noise Peaks nor Find Photopeaks need be run before setting the
windows this way.
Method 3 sets windows for each pixel such that there are always the same number of
counts for each. This Equal Counts method provides some adaptation to variations in
gain and efficiency, effectively implementing a flood-field correction to the image by
varying the window size. The algorithm sets the upper window to the highest bin with
non-zero counts. The lower window is set to the highest bin that satisfies the condition
that the number of counts equals or exceeds the specified count value.
Method 4 implements energy windowing in the usual sense, setting the windows
proportional to the spread between the noise peak and the photopeak. Both Find Noise
Peaks and Find Photopeaks must be run before executing this windowing method. This
is the preferred method if photopeak values are available, as it accounts for gain
variations. A button on the Spectrum window will also run the Method 4 algorithm,
using the current window settings as a model.
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Spectra Menu - Save Spectra

Invoking the Save Spectra menu item brings up a dialog box with options for saving
multiple spectra (Fig 2.10). The user can choose a contiguous series of pixels with the
From and To boxes. To save all spectra, choose the range 1 to 2304. For the special case
of storing a single spectrum, the bin values are written to the file, one per line. This
format is convenient for quick importation into a plotting program.. When more than one
spectrum is to be stored in the file, the data are written in the .SPT file format, detailed in
Fig. 2.803). The resolution option allows for saving the fiill 1024 points, or to save space
with reduced resolutions of 512, 256, or 128 bins. Another space-saving feature is the
Save within window only checkbox. With this feature selected, only the bins between the
upper and lower windows are saved in the file. This option can save considerable space
in the SPT file, with the possible complication of a different number of bins being stored
for each pixel.
The Open Spectra menu item recalls an SPT file and returns the data to histogram
memory. This allows a long integration to be done in stages, storing intermediate results
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54

in a SPT file as a safeguard against a system crash. Of course, all pixels must have been
saved in the SPT file at 512 or 1024 resolution to be able to refill histogram memory
completely. There is an oversight in the SPT file format which is that the
scrambleNumber is not stored with the spectral data. The MUX file associated with the
device under test should be loaded first. This MUX file will restore the scramble key so
that when spectral data is loaded, the spectra will be placed in the right locations in
histogram memory.

Windows

Main Window

The menus at the top of the Main window control the data-processing and storage
operations, as described in the preceding section. The three buttons. Clear, Start, and Get
Image control the data-acquisition process, which was outlined in the Operating
Instructions section. The two edit boxes, labeled Mux ID and Comments, are for the user
to record the identifier of the device under test and the type of test. This text is included
m the MUX and SPT files when saved. The Status box gives short messages on the
current operation. A message of "Ready" indicates that the system is idle and awaiting
user input. When long-running operations are initiated an appropriate message will be
displayed. The status box also displays any messages sent firom the VME console, which
may appear when commands are sent to that computer.

Graph Window

The Graph window is a simple gray-scale display of the count images generated by
the Get Image button. The color key on the right shows the ten shades of gray used and
the counts they correspond to. When the image is generated, the upper and lower bounds
are set to the maximum and minimum counts in the image. The user can override these
bounds by typing the values in the top and bottom edit boxes. The intermediate count
levels will be adjusted by linear interpolation.

Spectrum Window

The Spectrum window appears whenever a pixel in the Graph window is selected.
The spectrum display covers 512 screen pixels, showing a half-resolution graph of the
spectnmi stored in histogram memory. The windowed region of the spectrum is shown
in color reversal, while the noise peak and photopeak bins are marked with vertical lines.
Above and below the spectrum graph are dual-use sliders. These sliders control setting
of the windows or the peak markers According to the buttons to the right of the graph,.
Values of these markers as set in the spectrum override the previous settings unless the
UnSet button is pressed. The user can thus override the results of die peak selection
algorithms or the window setting algorithms. The quality code buttons on the left are for
manual selection of bad pixels. By default, all pixels have the

status. Clicking the

Exclude button will cause that pixel record zero counts the next time Get Image is run,
appearing as black in the Graph window. This helps eliminate the problem of
malfunctioning pixels with thousands of counts overwhelming the gray scale autoscaling.
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The selection of fVeak as a pixel designation has no effect on the display; it is only a
marker which appears in the MUX file.

Text Window

The Text window displays supplemental information on the progress of various
operations. For instance, when a pixel is selected in the Graph window, the Text window
will display information such as scramble number, number of counts, and displayed
color. The Text window is useful primarily as a debugging aid; it is a display area for
program messages to stderr and stdout. When the Mux48 program is exited normally,
the Text window will still be open and must be closed manually. Conversely, closing the
Text window will terminate the Mux48 program.

Program structure

The Mux48.EXE program is a stand-alone application written in the €++
programming language. The program is made to be compiled under the Borland
Integrated Debugger / Editor (IDE) and run under the Windows 3.1 operating system.
Borland's Object Windows Library is used to handle most operating system calls and all
of the windowing and other user interface features. The project file Mivc48.IDE (or a
similarly named file for alternate versions of the program) contains all the information
needed to compile and link the program code (Fig. 2.11). There are eight source code
files having the CPP extension; each will be described briefly in the following. There are
also header files {*.H) associated with most source files. The file Bridge3.RC is a

57

Resource Compiler file which specifies the user interface elements such as menus, dialog
boxes, and icons. The file Merits. H holds code numbers for each of the user interface
elements so they may be matched with the source code that uses them. The file
Bridge. DEF holds some runtime information needed by the operating system.

Source Files

Bridge.CPP holds the main program code. It sets up the main window by defining
the type TMyWindow and the methods that respond to menu selections and button clicks.
It also defines the method TMyApp::InitMainWindow which starts up the program.
When the application is started, the window named MainWindow is created by a call to
the creator method of TMyWindow. The buttons and edit boxes in MainWindow are
specified explicitly as user-interface elements. In the other parts of the program, the user
elements are invoked by an identifier which links them an extemally defined resource.
The TMyWindow method starts up the diagnostic Text window, checks that the Bit3 card
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is working, sends some initialization commands to the VME system, and creates a new
Graph window. After these initialization steps, the system runs automatically, waiting to
respond to a button press or menu selection with the appropriate response fimction.
Bit3b.CPP defines the Tbit3 object, through which the histogram memory is
accessed. The communications code is adapted from a file transfer program written for
the VME system in its former role as a gamma camera controller. The critical
modification to these routines is the macro statement:
"MK_FP(LOWORD(&_D000H),0)" which allows the Windows program to directiy
access the Bit3 card, which uses the low memory address OxDOOO. Three methods are
defined as members of Tbit3\ Setup, GetSpect, and PutSpect. GetSpect handles one pixel
spectrum at a time, taking a pixel number, a crunch factor, and start and stop bins as
parameters. The crunchFactor is a data-reduction factor. With a value of I, all bins in
the requested range are returned, up to 1024 in a full histogram memory. A
crunchFactor of 2 causes pairs of bins to be summed together; crunchFactor of 4 sums
four bins, and so on. PutSpect works the same way as GetSpect. If the crunchFactor is
larger than 1, the bin counts are spread evenly among groups of adjacent bins.
In Dialogs.CPP the dialog boxes that get information from the user are defined. The
type TAutosetDlg is the didog box invoked when Autoset Windows is selected. This box
merely gathers information from the user and retiuns the values to the main window for
interpretation. The TSaveSpectDlg gathers information on the desired options when Save
Spect File is selected. The TCountdownDlg is more complex. This routine is in charge

of initiating an integration run in the VME system. The method EvTimer is set up to run
once a second during the acquisition period. It counts down the seconds and looks out
for a message from the VME system that the integration is finished. If an integration
period longer than 100 seconds has been requested, the job is broken down into 100
second chunks. If the Cancel button is pushed during a run, invoking the Destroy
method, the job will take no more than 100 seconds to be cleanly terminated.
The GraphwndCPP file holds the definitions for the class TGraphWindow, which
displays the count rate image. The window can draw itself on the screen or print to
paper. There are response methods to change the gray scale and to call up the Spectrum
Window when a pixel is clicked.
MKX.CPP defines the Tmvx class, which is primarily a data structure holding the

image data and associated values. At the core of a Mux object is the pixelDat structure,
which is defined in the header file Mux.H. A pixelDat holds eight items: a single-letter
quality code; the values noisePeak, noiseSigma, and photoPeak, which are recorded to
1/100 bin resolution; the low Window and highWindow bin markers, the counts within the
window, and the scrambleNumber for that pixel. A Tmux object holds an array of 2304
pixelDats, plus three strings: fileName, muxName, and comments.
The method NewMux is responsible for initializing the data structures and generating
the scramble numbers. No options are offered the user as to the scramble code they wish
to use. Different scrambling schemes are at present implemented by generating a whole
new Mux48 program with the scrambling code "hardwired" into the NewMux method. If,
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in future applications, more than one readout sequence will be used, the program should
be modified to allow the user a choice of scrambling schemes, perhaps by means of a
scramble table stored in an external file. Once a TMux structure has been generated and
saved in a MUX file, it can always be loaded in and its scramble-number sequence will be
interpreted properly by any version of the program. The scramble sequence will remain
operational until replaced by a New or Open menu selection. The Mux.CPP file also
contains the methods for opening, saving, and printing MUX and SPT files.
The Printing.CPP file holds some required code to allow windows to print out on
paper. At present, printing works only for the Graph window, and the grayscale key is
not rendered correctly. For publication-quality output, it is best to import the image data
to a plotting program and print from there.
The Serial.CPP file defines a rudimentary TSerial object, which is used to
communicate with the VME console over the COMl serial link. Aside from the
constructor, the only methods are OutString and InString.
The file SpecwndCPP defines the TSpectrumWindow, which retrieves and displays
the spectral data from histogram memory, as well as allowing the user to set energy
windows, peak markers and quality codes. This window is the most complex part of the
Mux48 software because of the many ftmctions it performs and the number of userinterface elements involved. The Spectrum window is created as a child object of the
Graph window, but it remains hidden until the user clicks on a pixel in the Graph
window. If the same pixel is clicked twice, the Spectrum window will go back into
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hiding. The CanClose method of this window is overridden so that, if the user tries to
close the window, it becomes hidden but is not destroyed. When the focus of the
Spectrum window is moved to a new pixel, the New Data method, and the GetData
method which it calls, are responsible for saving the most recent window and peak
settings and then calling up the new spectral data and associated settings.
The size and location of the user interface elements in the Spectrum window (Fig.
2.7) are laid out in the TSpectrumWindow method, rather than via the Resource Compiler.
The elements are arrayed around the central spectrum display box whose location and
size is defined by the variables spx, spy, spw, and sph. Most of the other methods in the
TSpectrumWindow object are for responding to user operation of the controls. For
example, ChangeHighSlider will be invoked by the operating system whenever the user
moves the upper slider. The method sets either the highWindow or the photo Peak,
depending on the state of the Markers radio buttons. If the highSlider has moved to the
left of the lowSlider, ChangeLowSlider is called to move the low slider over and prevent
a crossover problem. Then DrawSpectrum is called to redraw the spectral data with the
current settings; the region between the upper and lower windows is shown in reverse
color and the two peak markers are drawn as colored lines. Finally, ShowCountlnfo is
called to update the number appearing at the bottom of the window.

Updates and modifications

The source code described above was written to meet specific needs for operating the
Mux48 system. It has proved sufficiently modular and flexible to allow changes over
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time, and will likely be modified in the future to automate certain acquisition tasks.
However, when new hardware was built to operate the Mux64 system, we took the
opportunity to switch to the commercial data-acquisition package Lab VIEW™ (National
Instruments, Austin, TX), rather than revamp the Mux48 code. Actually, a version was
compiled to handle 64 x 64 data and can still be used if the need arises, subject to the
speed limitations of the VME system. The Mux48 system has also been made to work
with the Mux64 hardware and software, which are described in the following section.

2.3 The Mux64 data acquisition system
2.3.1 System overview
The Mux64 system is the follow-on project to the Mux48. This system was built
from the ground up to be a nuclear medicine imager, and all the design choices could be
made with this class of task in mind. As far as the data acquisition system is concerned,
most of the performance requirements represented modest upgrades from the Mux48
system. The readout data rate was set at 4 MHz (determined by the readout rate of the
custom-designed ROIC), and four imagers were to run in parallel. This represents a
factor of 32 increase in bandwidth from the Mux48 system. The Mux64 readout chip
puts out a single stream of sampled pixel values, in raster scan order. As a general plan
of attack, it was decided to implement correction of offsets, and possibly gains, as a
preprocessing stage, then to histogram all pixels at 8-bit resolution. This two-stage
process reduces the amount of histogram memory required by a factor of four or more
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while retaining energy resolution on the order of 1 keV. A preliminary electronics design
was developed, incorporating a hybrid analog-digital offset correction stage, a variety of
acquisition and storage modes, and equipped to handle the data stream for all four
devices. This full-custom design proved too difficult to implement. We decided to use
programmable digital signal processing (DSP) boards with built-in analog-to-digital
converters as the main data-acquisition engine. The Mux64 system based on these boards
is diagrammed in Fig 2.12. The parts of the custom electronics design that were
ultimately built are the power and clock buffer circuits on the input side and the video
amplifiers on the output side. These circuits are packaged in a stack of circuit boards
affectionately known as the "sandwich." Details of the readout chip and driver
electronics are presented in Matherson ("1998).
The LabVIEW system was chosen for the top-level software that control the datagathering functions and presents the results to the operator. LabVIEW is graphically
based, both in its user interface elements and in its programming language. LabVIEW
programs are called virtual instruments, or VI's. Each VI has two windows: a control
panel, which responds to operator commands and displays graphical or numerical data,
and a wiring diagram, where programs are constructed by linking together icons that
represent controls, operators, or other VTs. The complete software hierarchy is described
in Sec. 2.3.3.
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Timing signals

The timing signals to drive the readout clocks and to trigger the analog-to-digital
conversion are generated by a pair of Adtron Model DGS-2/16 boards which reside
inside the control computer. The master board of the pair has a 64 kword memory which
is clocked out at a speed of up to 50 MHz. The two outputs from the master board are
used for acquisition timing while the 16 outputs from the slave board drive the ROIC
timing signals. The Adtrons are "dumb" boards that only read out sequential memory
addresses; no looping or branching is possible. The software provided for generating
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Mux64 hardware overview. Timing signals are generated by two data
generator boards located in an ISA bus expansion chassis. The "sandwich" electronics
provides power and level-shifted timing to the four imaging devices. Video signals from
the readouts are amplified in the sandwich stack, then digitized in one of four DSP
boards.
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timing sequences, named Pulse Editor or PED, is also a strictly linear, non-looping tool.
To generate the highly repetitive timing sequences used by the Mux64 imager a
Lab VIEW virtual instrument called Generate Timing. VI was written (Fig. 2.13). This
program lets the user define the timing as a three-level deep series of nested loops. Once
the timing is defined by the user, the sequence is expanded and written to a file in a
format compatible with PED. The Adtron program pedloadexe is then used to load the
data from PED file into on-board memory and start the timing sequence. Typically, the
timing diagram in current use is programmed to load up automatically when the computer
starts. A user of the Mux64 system will not have to think at all about the timing unless it
needs changing. The PED program can be used to change the master clock of the timing
diagram, and this clock setting can be saved as part of the PED file. The Adtron master
board can also accept an external clock, which allows fine adjustment of the rate, if
needed.
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In the Generate Timing. VI panel, two blocks of controls determine the timing
sequence. The Groups block in the upper left comer defines the top loop level in which
the number of repetitions of each of three groups is specified. In a typical timing diagram
Group 1 is a firame-start sequence that executes once, Group 2 covers the readout of two
rows, executing 32 times, and Group 3 is a frame-end sequence, executing once. The
main

timing control is the central array of square buttons The nimierical control on the

upper left of this section selects a block number for editing. One vertical column of
buttons represents the bit pattern that is output from the timing board for the duration of
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Fig. 2.13
Front panel for the Generate Timing virtual instrument, which programs
the Mux64 timing signals.
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one clock tick. At the top of the button array are three quantities to be set for each block.
The Group Number control selects which of the three top-level groups this block belongs
to. The No. Repetitions control determines how many times the present block is repeated.
The No. of Ticks control sets the length of the block. A block can be any number of ticks
long, but in the present series of timing diagrams they are all six or twelve ticks long. A
series of six ticks represents one pixel cycle: with a 40 ns tick time the pixel time is 240
ns, giving a readout rate of 4.167 MHz. A sample-clock pulse should be set to appear at
the same position in every block. This uninterrupted sample clock needs to be
maintained to satisfy the quirky input stage of the Bittware data acquisition boards, which
are described in the next section.
The sequence for defining a new timing diagram is as follows. An existing version
of the Generate Mux Timing. VI should be saved under a new name. This VI does not
have a way of saving the state of the controls other than as the default values for a VI
with a unique file name. If the need were felt, loading and saving of timing info could
probably be implemented using the data logging feature of Lab VIEW. The button states
and number controls may be edited either with the VI stopped or while running with the
Expand and write to file switch off. While running, the button selections will be echoed
in the graph area to the right of the Block definition control. Before saving the VI, the
menu item Make Current Values Default should be selected fi-om the Edit menu. When
ready, hit the Expand and write to file switch and run the VI. The expansion takes about
two minutes to produce a 25,000 word timing file. The Write in PED format. VI will be
called to perform the format conversion and prompt the user for a file name. The
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resulting PED file should be copied to the \DGS directory for convenient downloading
using the PED program.

2.3.2 Data acquisition electronics
DSP board architecture

We use the Blacktip board, produced by Bittware Research Systems, Concord, NY,
to digitize, process and store the pixel signals. One board is dedicated to processing the
signals from each operating detector module. The Blacktip is an ISA bus card based on
the Analog Devices ADSP21062 SHARC™ digital signal processor. In fact, the board is
populated only by the SHARC chip and 2 MB of memory, pliis a small amount of glue
logic. This low chip count results from the high integration in the SHARC chip. The
SHARC (which stands for Super Harvard Architecture Computer) has a 2 Mbit internal
memory, which is enough to hold all the program code and all the data buffers on-chip.
Only the pixel pulse-height histograms are stored in the external memory. The SHARC
includes controllers for direct memory access (DMA) and input-output (I/O) which run
independently of the arithmetic processors, so data acquisition and host communication
can proceed with no impact on number-crunching performance. Another feature of the
SHARC chip is its dual data busses which can be accessed simultaneously, which is the
core idea of the Harvard Architecture for processors. Up to three arithmetic functions
can also run in parallel, all in one clock cycle. These featiu-es add up to a system that
allows fast, fully programmable acquisition and processing of pixel data.
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A/D module

The bitsi-Arrow mezzanine card provides the analog interface to the system. The
Arrow board is based on a 12-bit, 10 MHz analog-to-digital (A/D) converter. Acquisition
timing and interface to the SHARC chip are controlled by a programmable logic device
(PLD). Three SMA connectors on the board's back panel are used in our system. The
Trigger line accepts a TTL-level pulse and is set to start the acquisition process on the
rising edge. This input is connected to the Frame pulse generated by the Adtron data
generator. The Clock line accepts a TTL pulse which initiates an A/D conversion of one
pixel value. Our Pixel Clock signal is wired to this input. The Input line accepts the
analog signal and is wired to the Video signal coming from the drive electronics. The
fourth SMA connector is not used.
Some customization has been done to the Arrow boards to suit our requirements.
The Arrow Rev. 1 board uses a transformer input stage before the buffer amplifier and
A/D converter. It was found that AC coupling distorted the video signal, so this
transformer has been removed. The video signal now drives a 1 kQ load resistor, which
feeds directly into the buffer amp. The signal range must fall within the range of 1.5 to
3.5 V to match the A/D converter. Voltages less than 2.5 V are digitized as negative
numbers and those greater than 2.5 V are assigned positive values.

Timing considerations

The peculiar acquisition mode used in the Arrow boards requires some special
accommodation in the timing diagram. The context of the problem is that the Arrow
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board communicates with the SHARC chip over a Link Port, which is a four-bit-wide
data path. The job of the PLD controller on the Arrow board is to take 12-bit data from
the A/D, right shift it by four bits to form a 16-bit word, and send the data over the Link
port in four-bit nibbles. This means that data transfers from Arrow to SHARC need to
move at four times the acquisition rate. Bittware's solution was to use a phase-locked
loop (PLL) to generate a data transfer clock running at four times the sample clock
frequency. This concept works in practice, but with some restrictions. PLL's operate
only within a limited frequency range. In this case, the sample clock is restricted to a rate
of 3 MHz, or higher. The nominal MUX readout rate of 4 MHz is accommodated, but
the array cannot be run at slower speeds, for instance at half speed, for test purposes. A
more problematic feature of the timing scheme is that, once started, the PLL never stops!
The sample clock input can be removed from the Clock input jack and the Arrow will go
on digitizing as if it were running on an internal clock. As in all video systems, the data
stream from the MUX is not one continuous stream of pixel values, but is interrupted by
"horizontal retrace" and "vertical retrace" periods. Since the Arrow cannot stop
digitizing at the end of a row, the horizontal retrace period must be set to an integral
number of pixel cycles, and the timing diagram must provide a non-stop pixel clock
during this period. The extra row-end samples (typically two) and some extra frame-start
samples streamed into the SHARC input buffers along with the pixel samples. Valid
pixel data are extracted from the useless samples as part of subsequent processing steps.
More details on the timing and acquisition can be found in the following sections.
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2.3.3 Software
Software hierarchy

As shown in Table 2.1, the data acquisition software consists of a series of modules
arranged in a hierarchy. Each module sends control messages to the level below it and
provides services for the level above it. In the following sections modules are detailed,
starting from the bottom and moving up.

Software module

Type of program

Purpose

muxmaster.vi

LabVIEW instrument

Top-level control

ruiunux.llb

LabVIEW VI library

Command-level controls

bittboard.llb

LabVIEW VI library

Interface to bittboard.dll

bittboard.dll

Dynamic link library

Interface to DSP21k library

dsp21k32.dll

Dynamic link library

Mediates all PC-to-DSP
communication

muxmunch.21k

SHARC executable

Runs all processes on the
SHARC chip

Table 2.1
Data-acquisition software hierarchy. Five layers of software facilitate the
data-acquisition process. The user interacts with the top-level LabVIEW virtual
instrument, and commands filter down to the DSP assembler code executing in the
SHARC chip.

1
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DSP Software

The MuxMunch Program

Program flow

The SHARC chip runs the program muxmunch.21k, which is compiled from a single
source file, muxmunch.c. The bulk of the code is written in C, but the few routines that
do the data acquisition work are implemented with short sections of optimized assembly
language code, which is accessed from within muxmunckc through the asmQ construct.
Muxmunch controls all the data acquisition and on-chip processing functions. All
operations are controlled from the host computer through the command variable which
indicates the current routine to be run. On entry into mainQ the program initializes
variables, starts the DMA transfer process, then enters a loop that scans the command
variable and executes routines according to the command code. When idling, command
is set to zero. When the host wants to run a routine, it writes the appropriate code number
to the command variable. Once the DSP has finished executing the routine, it resets
command to zero, indicating to the host that it is free to start a new routine.

Data acquisition process

Pixel values coming in over a link port from the Arrow mezzanine module are
transferred to holding buffers by direct memory access (DMA). The DMA controller is a
separate section of the SHARC processor that operates independently of transfers to the
ALU or the host computer. A double-buffering scheme is implemented to ensure the

i
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continiiity of data flow. The process of data hopping from one buffer to another is often
called "ping-ponging", whence the naming of the acquisition buffers, ping and pong. The
DMA controller is set to capture a number of samples corresponding to one frame of
data, including some number of leader pulses and two end-of-row samples. This number
is defined as PACKEDSIZE in the muxmunckh header file. Once enabled, the Arrow
board is set to wait for the first Trigger pulse before initiating the transfer process. When
the DMA controller has counted PACKEDSIZE 32-bit words, an intermpt is generated
and all transfers are halted. The interrupt service routine resets the DMA transfer
parameters, directing data flow into the unused buffer, and re-enables the Arrow board.
The DMA controller is capable of fiilly automatic DMA chaining, where data
overflowing one buffer is automatically redirected to an empty buffer, but this tended to
cause uncertainty in the location of pixels within the buffers, and this technique had to be
abandoned. Another SHARC feature is called 2D acquisition, which has not been tried
with the present system. This is a means of filtering out the unwanted samples in the
leader and horizontal retrace areas through use of dedicated row-covmt and column-count
registers. Implementation of this method would cut down on extra loop cycles presently
taken up with skipping over imwanted row-end samples. However, we may want to use
some of these samples in the fiiture for purposes of digital DC restoration or drift
tracking.
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Routine name
Command
code
0 (none)
1 MakeThresh

2 ClearHist
3 FillHist

4 Quicklmage

5 Clearlmg
6 SamplePixel

7 QuickHist

8 HistAndlmage

9 Abort
Table 2.2

Description
DMA data acquisition continues while waiting for
new command.
Makes the Baseline table (originally called the
Threshold table) by summing frames into the img
buffer, then dividing by nFrames. Result is copied
to the thresh buffer, leaving out the horizontal and
vertical retrace pixels.
Erases all of histogram memory.
Runs the standard histogramming routine, which
takes in pixel, applies gain and offset, and if the
value is in range increments the appropriate bin in
histogram memory. This routine runs continuously
until the command variable is reset to zero.
Compares each pixel to its threshold. If above
threshold, the corresponding pixel in the img buffer
is incremented. Runs continuously until command
is reset.
Erases the img buffer.
Copies multiple readings (up to 4096) of the pixel
pixindex to the img buffer. Used for gathering of
noise statistics.
A streamlined version of the histogramming
routine. Accesses histogram memory on word
boundaries only, grouping into 128 bins rather than
256. This fast-coarse routine should be able to
keep up with the full data rate, but it still falls
behind when every pixel needs to be histogrammed.
Performs both histogramming and filling of img
buffer. When the hit rate is reasonably low, this
routine is preferred, as it generates the image on the
fly. Runs until command is reset.
Breaks out of the main loop and terminates the
muxmunch program.

Muxmunch processing routines listed by command number.

Processing routines

After the initialization code, muxmunch.21k enters a loop that continually monitors
the command variable, waiting for a non-zero value to be written by the host computer.
When this happens, control is passed to one of the data-processing routines listed in
Table 2.2. These routines either perform a single action such as clearing out a region of
memory, or a continuous data gathering action such as histogramming. The continuous
routines check the command variable after processing each fi-ame of data and revert
control back to the main loop once the value has changed back to zero.
It is fairly easy to expand the ftinctionality of muxmunckc by adding a new routine
to the command list. First, declare the routine name at the start of the file, then assign a
command number to the routine and insert a case statement to check for this number in
the command loop. Write the body of the routine using one of the existing routines as a
model and place it with the others near the end of the file.. Once compiled, (see
instructions in the following section) the routine can be accessed from LabVIEW using
SendCommand.VI.
A typical DSP routine is FillHist, the standard-mode histogramming procedure,
which is listed in Fig. 2.14. FillHist is invoked when command is set to 3. All operations
within FillHist happen within its own command loop that makes sure the value is still 3.
If not, control reverts back to the main command loop. The first thing that FillHist does
is wait for the next frame of data by using the idle fimction. This ftmction suspends
execution of the current program until an interrupt is thrown. This happens every time
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one of the input buffers fills up. After the interrupt service routine (ISR) returns, FillHist
is allowed to proceed. The first thing it does is set the im_busy flag. This flag is checked
by the interrupt service routine. If im busy is found to be TRUE during the ISR, it means
that FillHist or another routine has not finished within one frame time. The ISR sets the
overflow flag to let the host know that data has probably been lost. The next thing
FillHist does is look up the address of the most recently gathered frame of data and place
it in the dataBase variable. Now the code switches over from C to assembler to
implement the core histogramming loop. An outer loop increments every row, updating
pointers to the input data, the offset table, and the histogram memory to the start of each
row. The inner (column) loop cycles through the 64 pixels in a row. It executes in four
clock cycles if the pixel value is below histogramming range If the pixel is in range, it
takes eleven cycles to do the calculations, plus two wait states to access the histogram
memory. At the standard pixel rate (250 ns) there is time for an average of nine clock
cycles per pixel.
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/**********'***' Command 3 - Fill Histogram Memory »»«»»»»•»••••••»»•••»»»»•/
void FillHist(){
unsigned indx;
unsigned bin, histVal, binVal,inc;
register int *dataBase asm('*i4"); // where to find the raw data, assign to index reg
4
while (command == 3) { // keep going til command is turned off
idle(); // wait for interrupt
im_bu3y = TRDE;
// set the I'm busy flag
indx = GetI0P(GP5);
// This index left in GPS by the last DMA load
dataBase = shottAdr(indxl; // find data address by index number
Histo assembler code: •••»»••»»•»»»•»»»»»•••»/
// This version uses one larger loop with a jumped-over section if no hit
asmC rS » din(_gainExp);
! rS is the coarse gain shift value gainExp
rll = 0;
! bit test value, needs to be in r register
r9 = din(_offset);
! i4 is the raw dataBase row start address
modify(i4,LEADER);
! start after leader samples
r6 = 255;
! r6 holds the clip value 255
ilO = _thresh;
! ilO is the threshold tow start address
i2 = HISTSTART;
! i2 is the histogram row start address
m4 = HISTBLOCK;
! m4 holds the histogram size for one pixel
r4 = dm(_fineGain);
! fixed gain for now
lcntr=ROWS, do Rloop until Ice;
rl = dm(i4,ro6), r2 = pm(ilO,ml4);
! fetch operands for first pixel in column
! (m6 and ml4 are always 1)
r3=rl - r2; ! add gain access here
lcntr=COLS, do Cloop until Ice;
if LT jump(PC,Cloop) (DB), else r3 = t3 * r4 (SSI); ! No hit is found
! (the next two instructions are processed Anyway:)
r3 = Ishift r3 by r5, rl = din(i4,m6), r2 = pm(ilO,ml4);
! histogram update
subroutine, coarse scale by gainExp
! also fetch operands for next pixel in loop
rlO = m6;
! (no longer: add in offset (usually negative)and) set rlO to
1

r3 = min(r3,r6);
! clip to 255
r8 =• Ishift r3 by -1;
! shift one more over to get hist word offset
btst r3 by rll, m3 » r8;
! look at the Isb and copy r8 to a modify
register
if not sz rlO = Ishift rlO by 16;
! if Isb is a 1, change rlO to 0x10000
rl = dm(m3, i2);
! fetch hist value (incurs 1 wait state)
r7 = t7 + rlO;
! update the hist value
dm(m3,i2) = r7;
! write back (write incurs 1 wait state)
Cloop: r3 = rl - r2, modify(i2,m4); ! calc next hit and update the histogram
pointer
modify (i4,HSAMPI<ES-C0LS-l);
! update dataAt pointer to start of next
row
Rloop: modify(ilO,-1);
! update threshold pointer to start of
next row
DHist: dm(_im_busy) = m5;
! done (m5 is always zero)
: / / n o output
: //no inputs
: ''i2", "ilO", "rl", "12",''t3",''r4", "rS", "r6", "rl", "r8", ••t9",*'rlO","rll'', "m3", "m4"
// clobbers
);

Fig. 2.14

Program listing of the FillHist DSP routine.
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FillHist can keep up with the data rate if no more than half of the pixels fall above
the offset value and need to be histogrammed. This situation is easy to arrange if the
Offset value is set to a negative value so that spectra are shifted left and the noise peak
does not appear within the histogram window. If ftill-rate pixel processing is needed, two
fast-mode routines are available. The QuickHist routine was written to do fiill rate
histogramming at half the spectral resolution. The Quicklmage routine generates images
at ftill speed by bypassing the histogramming operation altogether. There are few
situations when either of these fast alternatives is needed, since normal hit rates are well
below the 50% mark. If one wishes to observe the noise peaks, the standard FillHist
works fine, and ample statistics can be gathered in a few seconds.

Compilation

All source files for the DSP reside in the directory c:\adi_dsp\dspcode\muxmuncher.
The muxmunch compile desktop icon will bring up a DOS window in the appropriate
directory. SHARC programs are compiled with the Gnu C compiler. The batch file
MKmm21k.bat compiles the program as a .2Ik executable and copies it to the
c:\labview\mux64 directory. Another batch file MKmmEXE.bat compiles the program
with debugging features enabled and with the .exe extension for use by the SHARC
simulator.
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Running the simulator

The SHARC simulator can be used to debug the program code. However, the
simulator does not follow the SHARC performance in every respect, and some program
sections will run flawlessly in the simulator but freeze the actual chip. It is possible to
force interrupts or emulate I/O transfers within the simulator. An expedient method is to
comment out the idleQ instruction in a section source code to allow debugging to
proceed.
The simulator expects an executable program to end with .EXE rather than .2IK. A
separate batch file called mkmm2Ikbat facilitates compiling muxmunch.c in a form
compatible with the simulator. Within the program, choose Load File from the File menu
and open the architecture file blacktip.ach, then open the executable, muxmunch.exe.
From the Execution menu choose CBUG to start the C debugger. The menu set will
change to the debugging menus. Choose Restart from the Execution menu. The program
will load, start rurming, then stop at the first executable statement. Single step through
the program using Ctrl-S and skip over statements with Ctrl-N. To view the assembly
code, switch back to the main menu set via the Window menu and select Memory from
the Memory menu. Within the Memory window, the PI0 key will step through
individual instruction lines. Watches and breakpoints can be set, and register values be
followed by selecting from the appropriate menus.
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Using the diagnostic program Diag21k

Bittware supplies the diag21k program to provide command line access to their
boards. The batch file mmO.bat will start up diag21k and load miamunch.21k into Board
0. The basic commands to read and write from memory locations are mr and mw. To
view the value of the command variable, type "mr li _command." To put the value 7 into
the command variable, type "mw li _command 7." To view the first 10 values in the
histogram memory type "mr sh 400000 10." To view a graph of the first 100 values in
the ping buffer type "mv li _ping 100." A question mark will bring up the help window
for diag21k.

Interface libraries

The DSP21K library, supplied by Bittware, handles all communication between the
PC and the Blacktip boards. The library, consisting of several source files written in C,
has been compiled into a 32-bit dynamic link library (DLL) to facilitate access from
LabVIEW. The DSP21K ftmctions are not called directly from LabVIEW; an
intermediate library of functions, BittBoard.dll, was written to handle this task. Each
function from the DSP21K library that is used in the Mux readout system has a
corresponding BittBoard flmction of the same name. In turn, each BittBoard function is
called from a like-named VI from the LabVIEW library BittBoardUb. Table 2.3 lists the
ftinction names as they appear in each of the levels of interface software.
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DSP21K32.DLL
Function

Description

BittBoard.LLB
Virtual Instrument

Bittboard.DLL
Function

On startup, opens boards
according to
environment variables.
Initializes error handler.
Closes boards when
DLL is unloaded.
Downloads executable
code (2IK file) into
SHARC internal
memory.
Starts DSP program.
Resets the SHARC
processor.
Resets the Blacktip
board.
Looks up the
downloaded file name in
the board structure.
Looks up the address of
a named variable.
Uploads one or more
integers from a fixed
memory location.
Uploads one or more
integers from a named
memory location.
Downloads one or more
integers to a fixed
memory location
Downloads one or more
integers to a named
location.
Tests board opening and
error handler.
Tests named uploads and
downloads.

(entry code,
executed when
calling VI is loaded)

DLLMain

dsp21k_msg_func
dsp21k_open
dsp21k_close

DownloadExe

downloadExe

dsp21k_dl_exe

StartProc
ResetProc

StartProc
resetProc

dsp2Ik start
dsp21k_reset_proc

ResetBoard

resetBoard

dsp2Ik_reset_bd

DSPFileName

DSPFileName

(none)

GetAddress

getAddress

dsp21k_get_addr

UploadlntFixed
UpIoadArrFixed

uploadFixed

dsp2Ik_ul_ints

UploadlntVar
UploadArrVar

uploadVar

dsp21k_get_addr
dsp21k_ul_ints

DownloadlntFixed
DownloadArrFixed

downloadFixed

dsp2Ik_dl_ints

DownloadlntVar
DownloadArrVar

downloadVar

dsp21k_get_addr
dsp21k_dl_ints

TestError

openBoard
testErr
downloadVar
uploadVar

dsp21k_open
dsp2lk error
dsp21k_get_addr
dsp21k_dl_ints
dsp2lk ul ints

Table 2.3

TestUpload

Interface library function names.

The DSP21K library is one of two libraries supplied by Bittware to facilitate
communication between the PC and the Blacktip boards. In the Blacktip manual (Chap.
7) it is referred to as the Host Interface Library or HIL. The other library, which we
elected not to use, is called the DspHost library. The DspHost functions run on the
SHARC and use the PC as an interface device for user interface and data storage. All
transactions are initiated by the SHARC by means of interrupts. By contrast, the Host
Interface Library runs on the PC, which initiates and moderates all data transfers.
Interrupts by the SHARC to the PC are not needed, so we avoid this potentially
troublesome operating mode. On the other hand, the PC must poll the SHARC when it
needs to see if a task has been completed.
The software revision of the DSP21K library shipped with our boards is 3.09.
Bittware uses the modification date of their files as a code for the revision number, so a
directory listing of their files will show the creation time as 3:09 am. Although the
library came precompiled both as a 32-bit extended DOS library or a 16-bit Windows
DLL, they had not made a 32-bit DLL version. This form of the library is necessary for
access by the Win95 version of LabVIEW (v 4.0). Several changes had to be made to the
source code to make it compile as a 32-bit DLL. The revised source files reside in the
directories c:\dsp21k\mylib and c:\dsp21k\myinc.
The reason the BittBoard library is needed is that the DSP21K functions all take as
their first parameter a pointer to a structure that contains information about the board to
be addressed. In the DSP21K source code, this structure is called a DSP2IK or
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PDSP21K, and its name is usually board. The DLLMain function of the BittBoard DLL
takes on the job of setting up a DSP21K structure for each board in the system. It does
this by looking for system-level environment variables of the form ADSPx where x is a
number from 0 to 3. For a board to be recognized by this program, the appropriate
environment variable needs to be set in the system startup file autoexec.bat. The
DSP21k_open function is called for each board and its DSP21K structure is kept in an
array. All the Bittboard flmctions take a board index as the first argument; the function
selects the appropriate DSP2IK and passes a pointer to the corresponding fimction in the
DSP21K library. Several of the Bittboard functions are also set up to take 0 as a board
index, indicating that the same function should be called for all boards in the system.
In the LabVIEW BittboardLLB, one VI is set up to call the corresponding fimction
in Bittboard.DLL. Another library, RunMux.LLB holds Vis that perform tasks specific to
operating the readout system. The SendCommand. VI writes a number to the command
variable, causing the MuxMunch.21k program, which is running on the SHARC chip, to
branch to one of the numbered processing routines. SendCommand waits until the
routine has finished, which it indicates by setting command back to zero. The RunMta
Vis in common use are listed in Table 2.4. Several other VPs in this library were written
to various system flmctions, but are not used by the top-level VI, MuxMaster.
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RunMuxXLB
Virtual Instrument
SendConimand

Getlmage
GetWaveform

Make Threshold

LoadProgram

Datalntegrity

GetSpectrum

Table 2.4

Description

Runs one of the DSP routines in the
command list. Polls the DSP until the
routine is completed, then returns an
error code.
Uploads from img buffer and formats
into 64 X 64 matrix for display
Gets an array of values, usually from
ping or pong and displays a waveform
plot. Option of interpreting values as 16
or 32-bit words. Very useM for
debugging the data-aquisition process.
Called when the Make Baseline Table
button is pressed. Downloads the
AvFrames variable and runs the
MakeThresh DSP routine. Uploads the
result to the Baseline table.
Resets the board, loads the selected DSP
program and restarts the processor.

Checks a sample of the incoming data
for out-of-order nibbles, a problem that
occurred frequently when DMA
chaining was used. The data-grabbing
sequence has since been changed and
integrity checking is no longer
necessary.
Pulls a pixel spectrum from histogram
memory. Unpacks from 32-bit to 16-bit
words.

BittBoardXLB and
RunMuxXLB VI's
called
DownloadintVar
UploadlntVar

UploadArrVar
UploadArrVar

SendCommand
UploadArrVar

ResetBoard
ResetProc
DownloadExe
StartProc
UploadlntVar

UploadArrFixed

Commonly used virtual instruments from the RunMux library.
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Top-level control software: MuxMaster.vi

MuxMaster is the master control panel for the Mux64 system. Normally, it is the
only window needed to operate the imager. The various buttons and other controls on the
main panel cause commands to be sent to the Blacktip board via Vis in the RimMux.LLB
and BittBoardLLB libraries. The MuxMaster window is divided into three major areas,
as shown in Fig. 2.15. Along the top row are three text boxes that hold information on
the type of test and the board(s) being used. Arrayed along the left side, from top to
bottom, are five panels for operation of the data-acquisition process. On the right are the
display windows for images and pulse-height spectra. The MuxMaster.VI program
operates in a continuous loop that cycles two times per second. When the program starts
up, and after some initialization steps, the loop starts, checking the controls in each of the
panels throughout the screen for new activity and acting on the values in the controls. In
the following section each of the control panels will be described briefly.
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Fig. 2.15
The MuxMaster main control panel. Along the top row are general
information boxes. Five panels along the left side control the data gathering
process. The multi-purpose image display area is in the center, with an associated
gray-scale histogram display to its right. At the bottom is the spectrum display
panel.

Test-level controls

The region along the top of the MuxMaster screen is intended for test-level controls.
In the current version of MuxMaster, which accesses a single Bittware board at a time,
the top row holds a date-time indicator, an imager ID number, a control in which to enter
a description of the test, and the Save Image button. The date and time, and the Test
Description strings are written to the image files when saved in .M64 format. On the next
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row is the board-selection button, determining which of the four Bittware boards is to be
addressed. Multiple boards can be accessed either sequentially, by switching the board
selector, or by opening another version of MiccMaster, saved under a different name, to
comraimicate with the other board. In the future, when operation of multiple imagers in
parallel becomes common, new versions of MuxMaster should be written to send
simultaneous commands to all boards and to merge the images from the boards into a
single viewer frame.

Acquisition control panels

The five panels on the left side of the screen are meant to be accessed in top-tobottom order, at least when starting a new test. The yellow buttons initialize an action,
while the other controls are for setting parameters.
The first panel is the Monitor panel, which starts the DSP program and monitors its
status. The Re-load DSP Program button is needed only when something goes wrong
and the SHARC needs to be reset and restarted. When MuxMaster is first started by
pressing the Run button (right-pointing arrow at the top left of the window), it checks to
see if a program is running on the selected board. If not, it resets the board, loads the
version of the muxmunch program specified in the DSP File Name control and starts the
SHARC processor. If muxmunch is already rurming, it leaves the SHARC alone. In
either case, user intervention is not required. However, if the Data Valid indicator has
gone red, or if the Frame Counter has stopped, pressing the Re-load button will get the
system started again. The Frame Counter periodically reports the value of the
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frames gathered global variable, giving an indication that the DMA transfer process in
the SHARC is proceeding. This indicator will not update during certain operations while
LabVIEW is busy working on another task. If LabVIEW is not busy and the frame
counter is still not changing, then the SHARC has hung up for some reason and either the
DSP program needs to be reloaded or the whole computer may require a power down
cycle to work again.
The Data Valid monitor shows the result of Data Integrity, vi which is called
periodically during the monitor loop. If it goes red or flashes red-green, the data
acquisition process may have gotten out of sync, or the input video may have been
disconnected, shorted, or hit a rail with a result that the signal is constant from one frame
to the next. Early problems with data coming in scrambled have been fixed, but it is still
possible to have variation in the number of leader pixels before the first pixel of data.
The value of LEADER is "hardwired" into the Muxmunch program in the header file
muxmunckh. Any mismatch will show up as diagonal lines in any of the image
windows. The only known way to rectify this situation is to unplug the video BNC from
the input to the Blacktip board and reconnect. After a few random tries, the leader will
land by chance on its proper value. It is best to call up Get Waveform, vi from the
runmux.llb and watch the input waveform on the screen. It will usually be clear from the
waveform which of the first few samples corresponds to the first pixel data.
The Overflow indicator reports the value of the overflow DSP global variable, which
is switched by the interrupt service routine whenever data are coming in faster than they
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can be processed. This situation can occur while histogramming in normal mode if the
noise peaks are included in the range of values to be histogrammed. Data acquisition and
processing go on unimpeded during an overflow condition, but some frames of data will
be skipped over. Hitting the Reset button writes a zero to the overflow variable so the
next overflow condition can be flagged. The muxmunch program does not clear the
overflow flag progranmiatically.
The second control panel runs the Baseline routine, which averages multiple frames
to find the mean voltage level for each pixel. This routine should be run when there is no
gamma ray flux on the detector. The Make Baseline Table button starts the process,
which comes down to nmning the makeThresh routine in the SHARC chip. MakeThresh
adds successive frames of raw data into the img buffer. Then it calculates a mean value
for each pixel by dividing each value by the number of accumulated frames. The Frames
to Average control selects a power of two, from 1 to 65,536 frames. A typical selection
of 4096 frames results in stable values for the baseline table, and takes only four seconds
to complete. The possible values are restricted to powers of two, which reduces the
division operation to a logical shift. The SHARC chip is quite capable of performing
speedy division by other values, but an apparent bug in the integer-division routine of the
math library gave wrong results, and it was abandoned. The Offset value is added to each
Baseline value before it is stored. This shifts the position of the noise peak in the
spectrum either to the right for positive values of Offset or to the left, and out of
histogranuning range for negative values. When incoming data are processed by one of
the histogramming routines, each pixel is multiplied by the Gain value. Unity Gain

equates to histogramming at fiill resolution, with each bin representing one least
significant bit of the 12-bit ADC. Normally, gains will be set to a value, well less than
one, that fits spectra into the 256 bins allocated for each pixel. Gains greater than one
may be used, but the bin size will be below the resolution of the ADC.
When the histogramming routines operate on raw pixel data, the Baseline value is
subtracted off before any scaling by gain factors. In this way any pixel values that are
less than the Baseline value are rejected in a minimum number of clock cycles. It is in
this sense that the Baseline table serves as a threshold table as well as correcting for
offsets. The actual offset value included in the Baseline table is the value of the Offset
control, prescaled by the inverse of the gain value in the Gain control. After gain
correction is applied in the histogramming routine, the offset comes out properly in bin
units. If either the Offset or Gain control is changed. Make Baseline Table must be nm
again so that appropriately prescaled offset values are stored. It is good practice to run
Make Baseline Table frequently to correct for any drifting in pixel values. Doing so will
not invalidate any window settings or other stored values.
The next step after gathering a set of spectral data using one of the histogramming
routines is to set energy windows for each pixel. In the Set Windows section options are
provided for finding photopeaks and for setting the windows. When some of the methods
are selected from the drop-down lists, an associated control will appear, allowing input of
a needed value. Most of the ftmctions described in this section were implemented by Dan
Marks. In the current implementation only the lower edge of the window is set; the upper
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limit always being the next-to-last bin. Ordinarily, energy windows should be set
according to the location of the photopeak and the noise peak. Thanks to baseline
correction, the noise peak is always in the same location, which is the value in the Offset
control. Unfortunately, the spectra from current CdZnTe arrays are so poor that a
photopeak is not visible. The Set Counts from Top method is implemented as one of the
Photopeak Method options as a way to work around the lack of a recognizable peak in the
spectrum. This method scans down from bin 511, summing up counts until the number
equals or exceeds the number in the Counts from top control. The Counts from top
number should be selected to include all the counts in the upper tail of the spectrum, if
one can be discerned. When this method is run on flood illumination, the resulting flood
image should look uniformly gray, with any variance being due to the randomness in the
lowest bin of the window, which can be substantial. This ad hoc technique works
reasonably well in practice, and provides some measure of flood field correction
automatically.
For situations in which the pixel spectra do have a recognizable photopeak, the Peak
value in spectrum method will search for the peak. The Use Previous Values option
should be selected when the photopeaks have already been identified or the photopeak
locations are not used by the selected window setting technique. There are three options
under the Low Window Method selection box for setting the window values. The
Fraction of Photopeak method sets the windows according to the value of the Fraction of
photopeak numeric control. Typically, values will be set to less than one, usually ranging
between 50% and 100% of the photopeak bin location. Values greater than one are also

valid. Window settings are clipped to lie between 0 and 511. The window setting can be
translated to energy units by multiplying the fractional value by the energy of the gamma
source. The Set Counts from Top option works the same way as the photopeak method of
the same name. When using this method for setting windows directly, photopeak
information is not used. There may be only slight difference between the two-step
process of finding photopeaks with the Set Counts from Top method then setting
windows based on a fraction of that value, versiis just setting the window directly using
the Counts from top value. Both options are available for the user to experiment with.
The third window setting method is Fixed Location, which sets all windows to the same
absolute position. This option comes in handy when debugging the system. If and when
pixel-by-pixel gain correction is implemented in the DSP, all spectra will be prescaled to
the same size and a fixed window is all that will be needed. On that subject, all of the
above functior\s implemented in LabVIEW are prime candidates for porting to run on the
DSP. This will save a great deal of time in the data-gathering process.
The last of the control panels is the Generate PC Image panel, which calls up spectra
from histogram memory and integrates under the windows to generate a count-rate
image. If the image has already been generated during the histogramming process, it can
be seen by the image viewer and the PC Image panel is not needed. The Store as Flood
Image button will save the generated image in Flood Image memory. Any image in the
normal PC Image memory will be divided by the flood image and be available for view
as the Flood Corrected Image.
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Image viewer

The multi-purpose image viewer takes up the upper right section of the MuxMaster
panel. Using the Image Source selector, one of five images in memory can be observed,
as listed in Table 2.5. The units display and the gray scale control update automatically
to follow the Image Source selection.
The Continuous Update button causes the selected image to be recalled from
memory every time the MuxMaster main loop cycles, about two times per second. This
feature is used primarily for viewing the img buffer as an image builds up. Although
access to the SHARC memory is supposed to proceed independently of other DSP
operations, frequent accesses to image or histogram memory appear to interfere with the
data-gathering operations, resulting in some image or spectral memory being placed in

Table 2.5

Image Source

Storage

Units

Range

Img buffer

SHARC

Counts

0 to 4 G

Baseline table

SHARC

mV

-1000 to 1000

Low Windows

SHARC

Bins

0 to 511

PC Image

PC

Counts

0 to 4 G

Flood Image

PC

Counts

0 to 4 G

Flood Corrected

PC

Normalized

0 to Inf.

Image sources viewable in MuxMaster.
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the wrong location. For this reason, the Continuous Update mode should be used
sparingly, and not when critical data are being taken. Pressing the Update Now button
will cause a single update of the current image.
Any image being viewed can be saved to disk by pressing the Save Image button.
Saved images can be recalled into the Mux64 Viewer,vi. At present, stored images cannot
be recalled back into MuxMaster, but it would be simple to implement this feature if
needed.
To the right of the image display is the grayscale key and the grayscale histogram
plot. Any values falling below the Minimum value are color coded as pink, and all
values above the Maximum are coded as blue. The grayscale range may be set by
pressing the Autoscale button or by adjusting the cursors in the grayscale histogram
graph. If these cursors get out of visible range, pressing on the Rescale Hist button will
bring the cursors, and the image display, back to a reasonable setting.
Below the image display are the crosshair cursor controls and the spectrum display.
Moving the crosshairs to a new pixel, either by dragging it with the mouse or by
manipulating the cursor controls, causes the spectrum display to call up the
corresponding pulse-height histogram from SHARC memory. The X, Y, and Z cursor
displays reflect the column, row, and gray-level value of the pixel, respectively. The
Pixel Number indicator gives the serial number of the pixel, from 0 to 4095.

Spectaim (histogram) viewer

The spectrum viewer occupies the bottom panel of the MuxMaster screen, displaying
the contents of histogram memory for the pixel selected by the crosshair cursors in the
image window. The spectrum display has two cursors of its own, which show the
location of the Low Window and Photopeak for the displayed pixel. These are display
cursors only, reflecting values assigned by the Set Windows functions. Moving the
cursors does not overwrite the assigned Window and Photopeak values. The zoom
controls and scale controls located on the lower left of the spectrum graph are very useful
for zooming in on details of spectra. If desired, the Scale switch will display the spectral
height in bins or in mV, properly accounting for the system gain.

Updates and modifications

The preceding description offers only a snapshot in time of a set of tools that will
continue to evolve as the needs of its users change. It is my hope that those who modify
the software and hardware will concurrently modify this document to reflect the changes.
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CHAPTERS
3. MODELING OF INDUCED SIGNALS DUE TO MOVING
CHARGES
Starting from first principles, we will calculate the signal induced in a readout circuit
connected to a pixel electrode in a semiconductor gamma-ray imaging array. The starting
point will be the Laplace equation, from which we can find the electrostatic potential
throughout the detector volume due to the presence of a charge carrier in the interior.
The induced currents are calculated from the change in the potential as the carrier moves.
Two approaches will be presented that use Green ftmctions in solving for the potential:
decomposition into basis ftmctions, and construction of an infinite series of image
charges. We will then present another approach to the problem based on the RamoShockley theorem, which introduces the concept of weighting potentials. These
potentials may be readily calculated in three dimensions using a Fourier transform
propagation technique. An analytic solution is found for the special two-dimensional
case of a strip detector. All the methods of calculation are shown to be formally
equivalent and to agree numerically. Finally, techniques are developed for calculating
the induced signal from the weighting potential in the presence of charge carrier trapping.
Much of the content of this chapter and Chap. 5 also appears in Barrett and Eskin
(1995) and Eskin e/a/. (1998).
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In single-element semiconductor detectors the induced signal is proportional to the
distance the charge carriers move. Strong trapping of holes relative to electrons results in
signals that vary with depth of interaction and a pulse-height spectrum having a
characteristic trapping tail. Imaging arrays fall vmder the classification of multi-element
detectors, which have a single continuous radiation-sensitive region with multiple
electrodes. In this case, the induced current in any one electrode no longer depends only
on the distance that carriers travel, but also on their proximity to the electrode surface.
This "near-field" effect can be exploited by choosing the pixel plane to be the anode and
designing a small pixel aspect ratio (pixel width / detector thickness). In this situation the
signal is due almost entirely to electron transport, and the hole trapping tail is largely
eliminated, with no loss in detection efficiency.
Even theoretically, an infinitesimally small pixel does not have the best transport
properties. Since electrons are trapped to some degree, electron-only transport does
involve some signal variation wdth depth of interaction, and a bit of hole transport can
serve to balance out this trend. Small pixels are also prone to degradation of the energy
resolution by a variety of charge-spreading mechanisms such as Compton scattering,
escape of K-shell x-rays, and diffusion of charge carriers. These processes of non-local
charge deposition, which are treated in Chap. 4, set a lower bound on pixel size, unless
steps are taken in the image acquisition system to recover signal that has spread to
neighbor pixels. (Marks et al.. 19961. For a given set of material parameters and energy
of incident radiation, there is an optimal pixel aspect ratio which may be determined by
modeling both the induced signals and the scattering processes.
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3.1 Induced currents in multi-element detectors
Drifting charge carriers in a semiconductor move at a slow speed (lO^cm/s or less), so
electromagnetic forces can be ignored and the system can be treated as quasi-static. The
detector volume is either intrinsic semiconductor or a depletion region having very high
resistivity, and it is assumed to be fi-ee of charge carriers except for those liberated in an
interaction with a gamma ray. We consider the detector geometry shown in cross section
in Fig. 3.1. The continuous top electrode is held at a (negative) bias potential Vb, while
the bottom pixel electrodes are kept at ground potential by a transimpedance amplifier
connected to each pixel (In the figure, only one amplifier is shown explicitly). When a
gamma ray is absorbed in a photoelectric interaction, a packet of many thousand electronhole pairs is created. Under the influence of the bias field, the holes will drift upward
toward the continuous (cathode) electrode while the electrons will drift downward toward
the more positive (anode) pixel electrodes. The motion of charge carriers causes a
current to flow through the electrodes. If this were a single-element detector, having only
a single bottom electrode, it would be sufficient to invoke the idea of current continuity
and assume that the current through either electrode,

i{t) = e[NXt)v,+N,{t)v,],

(3.1)
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is proportional to charge carrier motion regardless of the position of the carriers. Here
N^{t) and

are the number of carriers, possibly changing over time due to trapping

and detrapping, and v, and

are the carrier drift velocities, which are assumed

constant. This model cannot be applied to multiple-element detectors as there are several
paths the current can take and the current through each electrode depends on the position
of the carriers.
Consider a point charge of magnitude e created within the detector volume at the
three-dimensional position vector r;. In the absence of boundary conditions the potential
from this point charge is

cD,(r) =

AKe^e}r-r\

where Sg is the permittivity of free space, and

(3.2)
'

is the relative permittivity of the

•X

Fig. 3.1
Pixel-array detector in cross section. The continuous top electrode is
connected to a bias voltage Vb- Pixel electrodes on the bottom plane are held at ground
potential by the input node of a charge-sensitive preamplifier.
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detector material. (We will attempt to use MKSA standards for units, with the exception
that distances will usually be expressed in cm or |^.)
Along the top and bottom planes, where all electrodes are held at fixed potential, a
surface charge will be created to offset the discontinuity in potentials. From Gauss's law,
V • D = /C7, we find the surface charge density on the pixel plane.

a X r , t) = £o€r

5<D(r,/)
dz

(3.3)
r=0

where r is the two-dimensional position vector on the electrode surface. The current
flowing through the pixel electrode at a given time is the time derivative of the surface
charge density, integrated over the pixel area.

,;(/) = J
Jpa

at

(3.4)

Often we are not interested in the details of the current, but only the integrated
charge stored on the feedback capacitor in the readout preeunplifier after all carriers have
had time to drift across the detector (if not trapped along the way). This charge signal
depends only the initial and final surface charge densities,

Q. =

Here,

) - o-(r,0)].

(3.5)

is the maximum time for carriers to drift from the interaction point r; to the

electrodes. The initial surface charge a-{r,0) may be presumed to be zero, the pixel
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electrode voltage having been reset by its readout circuit. Even immediately after a
gamma-ray absorption, the electrons and holes created will be in close proximity to each
other, and there will be no effective charge distribution in the bulk until carriers start to
separate. The net signal may then be expressed using Eqn. (3.3) as

(3.6)

The key to finding the final integrated charge is to find a potential due to a single
point charge which satisfies the inhomogeneous Poisson equation, Eqn. (3.7), with the
appropriate boundary conditions. Such a potential is, in fact, a Green function, and
methods for finding the form of this function are discussed in the next section. From the
known potential the surface charge can be found from Eqn.(3.3), and the integrated
charge from Eqn. (3.5). The solution for a general initial distribution of charge p { r j )
can be found by superimposing the solutions for a distribution of point charges.

3.2 Solutions using Green functions
The potential distribution O throughout the detector volume due to a charge
distribution p satisfies the inhomogeneous Poisson equation

V^<D(r,/) = -^^^.

(3.7)
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The potential can be found with the aid of a Green function G(r; rj), which represents the
potential at r due to a point charge at

. The function G must satisfy

(3.8)

V^G(r;ro) = -4;rJ(r-ro)

within the volume F as well as surface boundary conditions on the top and bottom
electrodes.
G(x, y, L ) = G(x, >-,0) = 0.

(3-9)

Green's theorem gives a relationship between <I> and G as

(3.10)

The volume F includes the entire detector volume whose x and y dimensions extend to
infinity. Both G and O are presumed be zero at the infinite boundaries so the
contribution of the edges to the surface integral can be ignored. The outward-directed
normal derivative

points in the +z direction for the top surface aX z = L and the -z

direction for the bottom surface, where

2

= 0. The small spaces that, in practice, separate

a pixel electrode from the surrounding surface region are ignored for the moment, but
will be treated in the next section. Combined with Eqs. (3.7), (3.8), (3.9), and the surface
boundary conditions.
<i>{x,y, L ) = V g and cD(x, 3^,0) = 0,

(3.11)
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Eqn. (3.10) can be solved for the potential.

Alt
A)r J00

dzo"

z=L,

*-^\d\Q(r,r,)p(r,,t).
Ane Jy

(3.12)

The first term in Eqn. (3.12) represents the potential due to the fixed bias voltage
while the second term gives the potential due to the mobile distribution of charges
produced in a gamma-ray interaction. To calculate the signal induced on a pixel by a
charge distribution within the detector volume, we substitute the second term in Eqn.
(3.12) into Eqn. (3.6) to obtain

(3.13)

3.2.1 Eigenfunction solution
We present two techniques for finding the form of the Green function. One method
involves constructing the Green function from an orthonormal set of basis functions that
satisfy the boundary conditions. A second technique is to construct an infinite series of
image charges, alternating positive and negative, arrayed in a way that the potential adds
up to zero on both the top and bottom electrodes. This image-charge form of a Green
function will be shown in the next section.
The needed Green fimction can be constructed from a complete, orthonormal set of
eigenfunctions, {u„}, that satisfy the same boundary conditions as Eqn. (3.9), namely
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M„(r) = 0, r on surface S.

The eigenfunction equation for the operator

(3.14)

is

(3.15)

Since the {«„} are a complete, orthonormai set, they must obey the relation

Y,"''('')u„{ro) = S(r-r^).

(3.16)

n

Combining Eqs. (3.8) and (3.15) with (3.16) leads to the form for constructing G from the
basis functions.

(3.17)

To find the form of the basis functions we observe that the detector volume is
assumed infinite in x andy, so complex exponentials indexed by the continuous variables
4 and r\ can be used in these dimensions. In the z-direction, the finite extent and
boundary conditions at the surfaces dictate a series of sines, indexed by the integer
variable m. The form of the basis flmctions is then

(3.18)

The constants in front were found by normalizing. The eigenvalues, which can be
found from Eqn. (3.14), are
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=

+

(3.19)

The Green function is found from Eqn. (3.17),

G(x,y,z;Xo,yo,Zo) = - 4 7 r y r d ^ T d A ^ ] —

^

x
(3.20)

exp[2OT^j: - A:,)]exp[2ffli7(y- >>,)]sin|^-^jsin|^^"

Proceeding with the integrals first, we notice the radial symmetry of the problem and
transform to cylindrical coordinates, expressed by the two-dimensional position vector
p = [p,&). With the substitution a = (nur / Z.), the inner integrals become

"•'"q^r^TT^-expNp-Cr-r.)]
=-2.R
•'0

(2^yO) + CC

Here, we have recognized the form of the Bessel function in the integral over 6.
Applying a formula from integral tables and substituting in the rest of the expression for
G, we obtain

G(r, rj =12 4^2^:31)f
^f
n-rjn i J-
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where K,, is the zero-order modified Bessel function. The result of Eqn. (3.22) has been
derived by Jackson (1975) p. 131 using similar methods. The cylindrical symmetry of G
is reasonable in this geometry. We would expect that the potential at location r due to a
point source at Kq within the detector would depend in some detailed way on the vertical
coordinates z and

, but in the horizontal plane would depend only on the relative

radial separation |r - Toj.

As a check on the validity of Eqn. (3.22) we can see if this Green function properly
reproduces the linear ramp potential profile that should exist within the detector in the
absence of charges. This charge-free potential is given by the first term in Eqn. (3.12).
Substituting the Green function from Eqn. (3.22) gives, for the first term in Eqn. (3.12),

/w;zz

. (3.23)
L

First, the derivative with respect to Zg can be evaluated.

f \

^ ^ j2

• ( m n z \ rriK

(mnzA

Here we have set r = 0 without loss of generality. Next, let the integral over To be done
in cylindrical coordinates. An exchange of the order of simimation and integration yields

aiji+o-K

mTiz

2^jrodro K

mm-.

(3.25)
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Performing the integral over

(Abramowitz and Stegun. 1972, eqn. 11.4.22) yields

(3.26)

Finally, the summation over m can be evaluated (Gradshtein and Rvzhik. 1965. 0.381.
resulting in

(3.27)

which is exactly the linear potential we expect.

3.2.2 Image charge solution
The solution for G derived above in Eqn. (3.22) is correct, but is difficult to evaluate
in practice. The series is an alternating one that must be coerced into convergence by
means of apodizing fimctions. A different version of G using image charges converges
monotonically, although not rapidly, and has the advantage of being easy to visualize as a
series of real point charges. Fig. 3.2 demonstrates the construction of the series of images
of an original positive unit charge located at /^ = (0,0, Zq} . The original charge is the
only charge in the series lying inside the detector volume, which is the only region where
Eqn. (3.7) need apply. We are free to place image charges outside of the detector volume
which serve to satisfy the boundary conditions [Eqn. (3.10)] at the electrode surfaces.
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The Green function is the sum of the |r|~' potential from each point charge. We write the
Green flmction with positive and negative charges balanced in pairs (Kellogg. 1929. p.
230). which serves to speed convergence of the series,

G(r;r3)=

±

^

P

*=-^[(2)fcZ:-z + Zo )^ + r-]2

1

(3.28)

^

[(2kL -z- Zq )' +

That the image charge solution is equivalent to the eigenfunction version derived
above can be shown using the Poisson summation formula (Morse and Feshbach. 1953.
p. 467). The general idea of Poisson summation is that the summation of a function f(A:)
over all k can be obtained by treating A: as a continuous variable and finding its Fourier
transform F(«), then summing over n. The formula, including shifts and scaling is

(3.29)
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The function in Eqn. (3.28) may be recast as ^ f[ak - b ) + f{ak - c ) , with a = 2 L ,
k
b = Z - Z q , and c = 2 + Z • The Fourier transform of f{k) has a known form
q

(Abramowitzand Stegun. 1972. Eqn. 9.6.21)as longas « 0 ,

F(«)=f dk^

=2Ko(2w), («?^ 0) •

(3.30)

For the case of « = 0, the fiinction F(0) does not have a closed form, but this term will
cancel out in the following step. With Eqn. (3.30) the summation in Eqn. (3.28) becomes

4L
e 4L-Z,
3L

@ 2L+z„
2L

e 2L-Z.
L

O z.

e -z,
-L
-2L+Z.

-2L

Fig. 3.2
Placement of an infinite series of image charges. Alternating positive and
negative charges outside of the detector volume serve to cancel the potential at the
boundary planes z=0 and z=L.

no
^

2^(2nm\

-Ixmc

(3.31)

+7F(0)-§F{<')
a
a

n«l

a

--K/—le
a J

a J

\

The Bessel function Kg is even, so the summations may be combined. After substituting
for a, b, and c, we obtain

J

L

_ g

-iam{z+:a)
L

iam{:-Za]
L

_ g

gi7i(j+jn)
L

(3.32)

The exponential terms may be combined, yielding

2 cos
4^_-

^{z-ZQ)

' m { z + za)
-2 cos
L

(3.33)

f .( m i z \ . (TOTz.

which is exactly the eigenfunction version of Eqn. (3.22).
With an expression for the Green function Eqn. (3.28) in hand, the induced signal may
be calculated using Eqn. (3.13). The expression can be simplified by evaluating the
derivative w i t h respect t o z a t z = 0

2 k L + Zn
[(2kL + 2„f+r'f

2kL~z„
[(2H;-z.)-+r"]

p(''o/m<«)-(3.34)
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We will find it useful to calculate the induced signal when the charge distribution is
restricted to a thin vertical line which is centered over a circular pixel of radius R. In
this case, the expression reduces to

2kL + ZQ

2kL -

2 - -

[(2AZ + Zo)' + ^ ' ] ^

/^Vmax)-(3-35)

[{2kL-z^f +

Integration over arbitrary pixel shapes

The form of Eqn. (3.35) gives the signal for an interaction in the center of a circular pixel
of radius R. The series expression can be evaluated once, giving a table of Qp^ versus
R. From this table, the signal induced in a pixel of arbitrary shape due to an interaction
at an arbitrary point can be calculated using the radial integration method shown in Fig.
3.3. The algorithm starts at a point on the perimeter of the pixel and takes small steps
around the periphery until it returns to the starting point. At each step it calculates the
distance Rp to the interaction point and the small angle between the current point and the
next point. If the interaction point lies inside the pixel, the algorithm proceeds by
summing up all the wedges ^ Qpf^Rp'jAdp . If the interaction lies outside the pixel
boundary, the value of Qp{^Rp^AOp is added to the sum only if another pixel edge lies
between the current point and the interaction point. If nothing lies between the pixel edge
and the interaction point, the value of Qp^Rp^AOp is subtracted from the sum. The
precision of the numerical integration can be set to any needed level by choice of the step
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size used. Performing the integration this way requires fewer evaluations of the function
than a traditional numerical integration, which would need to sample points throughout
the interior of the pixel.

Fig. 3.3
Example of the radial technique for integrating over an arbitrary pixel
shape. The interaction point is located to the left of the pixel. The black wedges
represent positive contributions to the integral. The gray wedges represent negative
contributions.

3.3 Solutions using weighting potentials
3.3.1 The Ramo-Shockley theorem
Ramo n939'> was the first to prove the theorem introduced by Shockiev (1938'). which
provides a convenient way to calculate the current flowing through an electrode due to
motion of a charge carrier. The answer lies in calculating a vector function called the
weighting field, which is the field v/ithin the volume when the electrode of interest is held
at unit potential and all other electrodes are grounded. Similarly, the charge induced on
an electrode is found from the weighting potential. In the following, we will derive the
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Ramo-Shockley theorem and relate it to the preceding analysis using Green functions. In
Sec. 3.3.2 we present a technique for calculating the weighting potential that is well
suited to analyzing array detectors.
The generalized situation under consideration is shown in Fig 3.4. A volume of space
contains an arbitrary number of groimded electrodes (A, B, etc), and a unit point charge
e. We wish to answer the question: how much charge

to the presence of e, and how much current

is induced on electrode A due

flows in electrode A when the charge

moves?
In Fig. 3.4(a), a point charge is located at point e, electrode A is the current-sensing

(a)

(b)

Fig 3.4
Diagram for illustrating the Ramo-Shockley theorem, (a) Original
configiu^tion has multiple electrodes held at ground potential and a single charge e. The
potential throughout the shaded region between the labeled surfaces is <0. (b) Alternate
configuration in which the point charge is removed and electrode A is held at unit
potential. The potential throughout the shaded region is O'.

I

a.
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electrode; B and C represent all other electrodes in the system. All electrodes are held at
ground potential. An electrostatic potential d) exists throughout the volimie due to the
charge e, but is forced to zero at the electrodes. The potential satisfies the Laplace
equation, V^O = 0, in the charge-free region between electrodes. When a small sphere
5, is drawn around point e, the potential on this sphere is

. Gauss's law gives the

relation between this potential and the enclosed charge.

(3.36)

In Fig. 3.4(b), the charge e has been removed and electrode A has been raised to unit
potential. The potential now on the surface

is labeled O',. A relation between O and

O' can be found using Green's theorem.

(3.37)

The volume is the region between the three surfaces, Sa, Sb, and Se. Immediately we can
set the whole LHS of the equation to zero because

= 0 throughout the

volume. The RHS is divided into three surface integrals. On surface Sa, <t>'= 1 and
0 = 0. On surface Sb both <I> and O' are zero. We then have

(3.38)
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By Gauss's law, these three surface integrals yield the enclosed charge, as in Eqn. (3.36).
The first integral gives the induced charge on electrode A, (-Q^le^e^). The second term
gives

• The third integral is zero since there is no charge present when O' is

applied. The result is
(3.39)

Stated in words, the charge on electrode A due to the presence of the point charge e
is equal to the charge e weighted by a potential O' resulting from setting electrode A at
unit voltage. The potential distribution O' is what we will call the weighting potential
. Generalizing fi-om a point charge to a distribution of charge p{r), (and dropping
the minus sign) we have.

(3.40)

In a pixel detector, the quantity measured by the readout circuit is the change in the
charge stored on its integrating capacitor between the start and end of the integration
time. The net signal is then

(3.41)

To obtain the current flowing through electrode A as the charge moves, we take the
time derivative
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e

dt

dt

(3.42)

dt

We define the weighting field,

= -VO^, and the velocity of the charge v = —. Then

=e£^(r)-v(r).

(3.43)

or, if the field and velocity point in the same direction.
i .A

=

,

(3.44)

which is the usual statement of the Ramo-Shockley theorem.
The theorem has been used in the radiation-detector field for many years, although
attempts to define a "generalized Ramo's theorem" led to a long controversy over energy
balance and the effect of space charge (Cavalleri. et al., 1963. Martini and Ottaviani.
1969. Deshoande. 1970. Vass. 1970. Cavalleri. et al.. 19711 Since that time, the validity
of the origined theorem has been reconfirmed (deVisschere. 1990"). and extended to
include electrodes connected to each other via arbitrary impedance networks (Gatti. et al.
1982).
We note that a weighting potential is not a true, dimensionally correct potential.
Rather, it is a unitless quantity, ranging in value from 0 to 1, amounting to a type of
geometrical form factor. The weighting field is a vector function, with units of (1/length)
rather than (V/length).
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There are many ways to find the form of the weighting potential, one of which is to
use the same Green functions derived above. The relationship between the two
expressions, for the case in which the electrode of interest lies in the x-y plane, can be
seen by looking at the general expression for
point charge e at location

from Eqn. (3.13), but with a single

,

(3.45)

Comparison with Eqn. (3.39) results in

The usefulness of the weighting potential approach lies in the variety of existing
techniques for finding potential distributions that can be applied to finding the form of
0^(r). For two-dimensional problems and simple electrode geometry, the technique of
conformal transformations can be used (Durand. 1966V Arbitrarily complex threedimensional geometries can be evaluated using finite-element techniques (McAllister et
ai, 1985). We will present two methods that are particularly well suited to describing the
slab geometries of pixel detectors. The first method (Sec. 3.3.2) finds the weighting
potential fi-om an infinite series of images of the pixel electrode. The second method
(Sec. 3.3.3) allows the determination of the full potential distribution from its value on
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the pixel plane. This technique also leads to a solution (Sec. 3.3.4) that includes the
effect of inter-pixel spaces.

3.3.2 Method using images of the pixel electrode
In a pixel detector, the task of finding the weighting potential is the task of finding
the potential distribution within the detector volume when one pixel is set at one volt, and
all other pixels plus the front electrode are set to zero volts. We will use a method
presented by Castoldi. et al. (1996) for finding the potential in the volume due to an
arbitrary potential distribution on one surface. This method makes use of the properties
of a dipole layer of the same size as the pixel electrode. The dipole layer consists of a
layer of positive charges just above the pixel plane (z > 0) and negative charges just
below the plane (2 < 0). The magnitude of the dipole moment M per unit area is such
that the potential just above the electrode surface has the value V = M / 2e^e^. A wellknown result in electrostatics is that the potential at position r due to a dipole layer of
area A is (Durand, 1966. p. 54)

=

(3.47)

where Q(r) is the solid angle of the area A as viewed from point r. For a point just
above the dipole layer, the potential is V. For a point on the plane outside the area A
the solid angle is zero, and so is the potential. As the point r moves away from the pixel
plane, the potential drops off as l/r^. Eqn. (3.47) represents part of the solution we need.
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namely the potential due to an electrode at unit voltage when the rest of the pixel plane is
at zero. In order to match the boundary condition at 2 = Z., we must construct a series of
images of the dipolc layer, just as was done in the method of image charges in Sec. 3.2.2.
If a dipole layer is placed at z = 21, its negative-polarity side will face downward, and its
potential will just balance the potential from the original dipole layer dX z- L. Of
course, this will also change the potential at z = 0, necessitating the placement of another
dipole image at z = -2L, and so on. The series representation of the full potential
satisfying all boundary conditions is

(3.48)

r-r

Fortimately, a closed-form expression exists for the solid angle subtended by a square
region. For a square region centered at the origin, with a half width a =Wjl, the solid
angle formula is

Q { x , y , z ) = tan

{a-x){a-y)
z ^ j { a - x f +{ a - y f -h.

+ tan -I

{a-x){a+ y)
z^J{a - x f + { a + y f + z^
(3.49)

+ tan -1

(a + x)(fl-y)
z^(a+

+ tan-I

{a+ x){a+ y)
z-^^a + xf

i

+(a- yf +

+ (or + yf + 2^
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This expression properly goes negative when 2 < 0. In their paper, Castoldi, et al. show
that the series of Eqn. (3.48) converges as \/k', and they introduce a method of
weighting terms in the series according to the position z IL, which speeds the
convergence to l/.

In Fig. 3.6 a calculation using this method is compared with the image charge
method of Sec. 3.2.2 and the Fourier-transform propagation method of the following
section. All yield the same numerical results to within the error introduced by truncation
of the series.

3.3.3 Method using Fourier-transfomn propagation
From the known potential distribution on the pixel plane (at z = 0 ) and on the
continuous top electrode ( z = ), it i s possible t o f i n d t h e potential distribution <I)(x, v, z )
throughout the detector volume. Here, we follow the derivation presented by Kavadias.
et al. (1994). Starting with a potential distribution that satisfies the Laplace equation.

(3.50)

we apply a two-dimensional Fourier transform in x and y only,

f

ycx

+

cy J

f
•'«

which reduces to the transformed Laplace equation.

^

= 0,(3.51)
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= k-^k^,k^,z),

where

is the two-dimensional transform of 0 { x , y , z ) , and

(3.52)

+k^.

Eqn. (3.52) has the general solution

^K,k^,z) = A[k,,ky' + B{k,,ky',

(3.53)

to which we apply the boundary conditions on the bottom and top electrodes specific to
solving the weighting potential

-

0) = do(A:,,A: ),
'
^

(3.54)

Here, «I>o(a:, y) represents the potential distribution on the pixel plane with one pixel
electrode held at unit potential and the rest held at groimd potential. These boundary
conditions impose constraints on Eqn. (3.53),

A{k„k,)e-'^ + B{k^,ky^=0,

which are readily solved for A and B,
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Aft
(3.56)
B(k

k ]-

^

Substitution into Eqn. (3.53) yields

^[k^,k^,z)= ^o[k^,ky)

e e —e
e -e

e
(3.57)

= ®a t)£i2h^(^Z£)
swhkL
This equation provides a convenient way to find the potential at any plane z given
the value at the pixel plane, z = 0, and the constraint that 0 = 0 at z = L. The method is
to find the Fourier transform of

, multiply by the propagation function

sinh k[L -z)/ sinh kL, and take the inverse transform to obtain the weighting potential
<X>o{x,y,z). The expression in Eqn. (3.57) is similar to that derived by He (1995) using
an expansion in basis functions. We also note that technique employed here is equivalent
to the angular spectrum method used in optics for calculating dif&action patterns
(Goodman, 1968. p. 48) when taken to the electrostatic limit of zero fi-equency.

3.3.4 Analytic solution for a strip electrode geometry
In practice, the Fourier transform steps described in the previous section must be done
numerically for most problems of interest. For the two-dimensional case of a strip
detector with no gaps between strips, a simple closed-form expression for the weighting
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potential can be found. In this case the weighting potential at the pixel plane is a onedimensional function.

(3.58)

where W is the strip width. Rather than transforming, multiplying, and inverse
transforming, we instead use the convolution theorem for Fourier transforms and
convolve with the transform of the propagation function, which is (Spiegel. 1964. p. 197').

^.,fsinh^,(l-z)^
[ sinh k^L

FJZ
sm-

2 L cosh

^
cos —

(3.59)

The convolution yields

-I

coth— X
2l

^

fV\
nz
7CZ
, 7t '
tan— -tan"' coth— x + — tan —
2)
L
2 .
2 J
L

.(3.60)

This weighting potential is plotted in Fig. 3.5 for strip electrodes of two different widths.
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(b)
Fig. 3.5
Weighting potential for strip detectors. For reference the strips are
rendered on the back surface of the plots, (a) Strip width of 5.25 nun for an aspect ratio
of W/L = 3.5. (b) Strip width of 0.375 mm for an aspect ratio of W/L = 0.25.

3.3.5 Method for including inter-pixel spaces
The Fourier transform technique of Sec. 3.3.3 can be further extended into an
iterative method that solves for the weighting potential including the effect of inter-pixel
spaces. Kavadias. et al. (19941 derived this method as a means of calculating
capacitances between pixels; the weighting potential is a byproduct of this calculation. In
the dielectric region between pixels there is no electrode forcing the voltage to a certain
value, but the boundary condition on the normal component of the electric field must be

125

satisfied. In the detector volume, occupying the range 0 < z < Z, and having dielectric
constant

= 11, we will label the normal component of the electric field as 6.. In the

air space below the detector, with

= I, the normal component of the electric field is

labeled 6'.. The boundary condition on the z-component of the electric field is

£^S,{x,y,0) =

(j[:,y,0).

(3.61)

This condition holds only in the inter-pixel region. On the electrode surfaces
a =

= 0.

The z-component of the electric field is found from the potential fiinction via a
detour through Fourier space. In Eqn. (3.57) we found an expression for the Fourier
transform of the potential in the detector volume.

sinh^(Z,- r)
, 0<z <L.
sinhA£

(3.63)

Taking the derivative in the z-direction, we obtain

cosh^
sinh^
= do(^,,^j,)A:coth^Z:.

(3.64)
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This expression can be inverse-transformed to obtain the z-component of the electric field
just above z = 0. In the air space below z = 0, the potential must match boundary
condition at z = -oo, with the result

^ ' [ k ^,ky, z ^-^o{ k ^,ky )(sinh k z + cosh k z )
s\[k.,k,ss)=0,[K,k,)k.

We will set up an iterative algorithm to compute a potential distribution
that satisfies the voltage boundary conditions imposed by the electrodes and the field
boundary conditions in the inter-pixel region. The system is treated as discrete, with all
quantities represented by matrices. Fig. 3.6 shows a flowchart of the algorithm. The
initial estimate of the potential sets a value of one on the central pixel, with a linear ramp
down to zero within the gap immediately surrounding the central pixel. The fields £.
and

are found by Fourier transformation, application of Eqn. (3.64) or (3.65), and

inverse transformation. A new estimate of 6. is formed by keeping the previous estimate
in the pixel areas and using £> Jover the gap areas. The new field estimate is
transformed back into a potential, after which the voltage boundary conditions are
applied, resetting to one in the central pixel and zero in the surround pixels. The new
estimate for potential is weighted by a regularization factor, typically 7 = 0.1, then
combined with the previous estimate. The algorithm continues until the estimates
converge to a stable result. Once the potential at the pixel plane has been found, the
propagation technique of Sec. 3.3.3 can be used to find the potential throughout the
detector.

Fig. 3.7 shows some representative results from the algorithm. For the 25 |im gap
size shown in Fig. 3.7(c), the calculated potential at the pixel plane can be nearly
approximated by a linear ramp between the central pixel and its neighbors. This linear
interpolation is already implemented when a signal lookup table is calculated from the
non-gap weighting potential. The full inter-pixel calculation is not needed in this case.
In a case where the gaps are much wider, as in Fig. 3.7(a), or if very fine resolution is
required in the simulation, then the algorithm will be more useful. This algorithm can
also be used, as in the source paper, to calculate capacitances between pixels and between
a pixel and the front electrode. A change in the boundary conditions for the air space
below the detector can be made to account for the effects of a ground plane or another
dielectric medium near the pixel plane.
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Fig. 3.6
Flow chart for the weighting potential algorithm. Ovals represent
intermediate results; rectangles represent operators.
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tlU

(a)

(b)

(c)

Fig. 3.7
Weighting potentials at the pixel plane, including inter-pixel spaces, (a)
Example with a 200 jim pixel pad and 180 nm gap, showing the form of the potential in
the inter-pixel region, (b) Weighting potential at 2=0 plane for 380^un pixel with no gap.
(c) Same pixel pitch as (b) but with 25|im gap.

iI
i
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3.3.6 Comparison of the methods
No closed-form solution will represent the weighting potential for an arbitrary pixel
shape, but we can show that the general solution found using the Fourier propagation
method is equivalent to that found using the Green function. As was done for the twodimensional case above, we will convolve the pixel area with the Fourier transform of the
propagation function. T h e propagation flmction, E q n . (3.57), is radially s y m m e t r i c i n k space, and its Fourier transform is a zero-order Hankel transform. The series solution for
this transform is (Gradshtein and Rvzhik, 1965. Eqn. 6.666).

We wish to convolve Eqn. (3.66) with the pixel-plane potential function
which takes on unit value inside the pixel boundaries and zero outside. Two-dimensional
convolution with the propagation function is written as

d^r'h{r-r',z)
J pix

= 7rJ d r ' 2 ^ n s m — \ K ,

'

If, on the other hand, we try to calculate the weighting potential in terms of Green
fxmctions using Eqn. (3.46) and the Green function Eqn. (3.22), we obtain exactly the
same form.
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y^r-rp
L

•{fW?)

(3.68)

We have shown, then, that the Green function, weighting potential, and Fourier
propagation methods are all equivalent. For the generation of lookup tables of signal vs.
interaction location, the Fourier propagation method is the most efficient, and can include
inter-pixel spaces at the same time. Individual values of the weighting potential, with no
inter-pixel spaces, are best calculated using the solid angle method of Sec. 3.3.2.
In Fig. 3.8 the weighting potential is plotted for a pixel with a 1:1 aspect ratio, and
for a smaller pixel with a 1:4 aspect ratio. The near-field region is easily seen in these
plots. In Fig. 3.9 the induced signal is plotted for the two extreme cases of interactions at
the continuous electrode and at the pixel plane. The image charge method of Sec. 3.2.2
and the Fourier propagation method of Sec. 3.3.3 are plotted along with the solid angle
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Fig. 3.8
Weighting potentials shown in cross section through the pixel center. The
values range from one at the pixel electrode to zero at the front electrode. Dimensions
are in |im.(a) Pixel of 1:1 aspect ratio, W = 1500 |im. (b) Pixel of 1:4 aspect ratio, W =
375|am.
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method of Sec. 3.3.2. All three methods of calculation yield the same numerical results
to within the accuracy of the number of iterations used.
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Fig. 3.9
Comparison of three methods of calculating the induced signal. The
geometry being simulated is a 380 fim pixel with no gap between the pixel pad and
surrounding pixels. The electric field across the L = 1500 ^un thick detector is 1000
V/cm with the continuous electrode biased negative with respect to the pixel plane. The
electron drift length is, njfi = 23cm, and hole drift length is
= 0.018 cm. In (a)
a thin beam of particles is assumed to interact at the pixel plane, scanning through the
middle of the pixel along the x-axis. Interactions outside of the pixel boundary produce a
negative signal in the pixel electrode, while interactions within the pixel produce positive
pulses of varying height. In (b) the beam interacts at the front electrode as it scans along
the x-axis. When the beam is outside the pixel boundary it produces a slight positive
signal in the pixel. The three methods of calculation all give similar numerical results,
and can be made to agree to arbitrary precision if sufficient terms are included in the
series.
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3.4 Effect of carrier trapping
CdZnTe and other compound semiconductor materials that are used as gamma ray
detectors have always been plagued with traps. Even though material quality has steadily
improved over the last decade, trapping, especially of holes, remains a major impediment
to attainment of good energy resolution in planar detectors. In CdZnTe, typical values of
the mean drift length, X = iut& at a nominal field strength of 1000 V/cm are 2 cm for
electrons and 0.02 cm for holes. In this instance, electrons traveling across a 2 mm thick
detector will lose less than 10% of their population. When holes are made to travel the
same distance, only one in 22,000 will make it to the other side. In single-element
detectors, where the signal depends only on the total distance that carriers of both signs
travel, it is the difference in drift lengths that causes the tail in the pulse-height spectrum.
If electrons had the same drift length as holes, the average signal would be weak, but all
the pulses would be the same height.
Some workers have developed specialized detector geometries that emphasize the
signal from electrons over holes by means of a non-linear field. Malm et al.. CI 975).
analyzed a hemispherical detector with the cathode on the surface of the hemisphere and
a small anode electrode at its center. Luke (1994) developed an alternating stripe
geometry that uses a difference in voltage at the anode plane to push electrons toward one
set of stripes. In our pixel-array detectors, the small pixel geometry alone results in
signals that come primarily from electron transport.
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In multi-pixel detectors, the signal can be calculated using the weighting potential as
in Eqn. (3.41). The signal at any given time is the sum of signals due to the presence of
all carriers in the detector volume, whether in motion, trapped in the bulk, or recombined
at the electrodes. When a small cloud of electron-hole pairs is created at location
K~{x,,y„z,), positive and negative carriers cancel each other out, and the net charge
distribution is zero. As the packets of carriers move in the ±z direction under the
applied uniform field, some charge is left behind in deep traps. We assume a simple
trapping model with one characteristic trap time for each carrier type and no detrapping.
After all carriers have had time to drift across the detector, the charge distribution in the
detector volume is given by

e

—

vi.^

Q

<

z

<

z

,
(3.69)

z,<z<L
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The exponential terms in Eqn. (3.69) represent the trail of trapped charges, and the
delta functions represent the remaining untrapped charges that drifted to the electrodes.
This charge distribution is illustrated in Fig. 3.10. The net charge signal is obtained by
multiplying the weighting potential by the charge distribution and integrating over the
detector volume. Since we have assumed that charges move only in the z-direction, the
integral reduces to one dimension,

=

(3-70)

Examples of the calculated signal as a function of interaction depth are shown in Fig.
3.11 for the cases of interactions in the center of a pixel and just outside the pixel

Fig. 3.10
Final charge distribution in the detector volimie, shown for three
interaction depths. The map of the location of all charges after all drifting has occurred
is used to find the signal strength by multiplying by the weighting potential and
integrating over z. The electron distribution contributes positively to the signal and the
hole distribution reduces the signal. Carriers that have drifted to the electrodes are
represented in the figure by bars having a width of 2% of the detector thickness.
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boundary. In the latter case a signal with negative polarity is predicted by the theory.
The result of experiments undertaken to confirm this curious effect and other predictions
of the charge transport theory are presented in Chap. 5.
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Fig. 3.11
Weighing potential and expected signal as a function of interaction depth,
(a) Weighting potential (top) and final signal strength (bottom) for interactions in the
center o f a 3 7 5 | i n i pixel. D o t s i n the lower plot correspond t o t h e interaction depths o f z ,
= 0.1, 0.5, and 0.9 whose charge distributions are plotted in Fig. 3.10. (b) Weighting
potential (top) and final signal strength (bottom) for interactions just outside the pixel
boundary. A negative pulse results for most interaction depths except those very near the
fi-ont electrode.
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CHAPTER 4
4. CHARGE GENERATION MODELING
In order to understand the performance of the sub-milluneter pixels in highresolution gamma-ray imagers, it is necessary to model the various effects that lead to
non-local deposition of charge and charge spreading. There are many well-developed
scatter simulation codes available from the high-energy physics community, among
which are EGS-4, MCNP, and ITS. In general, these programs are designed for
computing dose deposition and do not provide ready access to the paths of individual
particles. In addition, these codes are usually designed to model systems of centimeter
scale, and some of the physical models used are not valid for dimensions below lOOfim.
The advantage of creating one's own model is having total control over the range of
physical effects included and the degree of approximation involved at each step. The
disadvantages lie in the limited options available for checking the validity of the code and
accuracy of the results. The hubris of reinventing wheels notwithstanding, we will roll
ahead with a description of the modeling work. The Monte Carlo techniques employed
have been culled from various sources, including Berger (1963"). Fano et al. (1959).
Goldstein et al. (1992). Morin (19881 Seltzer (1981). and Zerbv (1963).
We will track the life cycle of an electron-hole pair through three phases: birth,
transport, and death. The first phase is initiated by a photoelectric interaction, followed
by a chain of scatter and ionization events which must be traced until the location of all
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of the newly liberated electron-hole pairs are known. Once created, the charge carriers
move under the applied field, while also responding to thermal and Coulomb forces.
While moving, the carriers will induce signals in nearby electrodes, which is the ultimate
effect of interest. Carriers meet their end by falling in to traps or recombining at the
electrodes.
Some notes on terminology may be appropriate at this point. We often speak
colloquially of charges being "created" or "deposited" in the detector, and being
"collected" by the readout circuit. In fact, the electrons were always there in the
semiconductor, in vast numbers, but bound to the crystal lattice. When we speak of
charge creation, we are referring to the creation of an electron-hole pair. The energy
imparted to an electron in an ionization event liberates it from the valence band to the
conduction band where it is free to move. The remaining hole is now also free to "move"
by substitution of neighboring valence electrons. The number of charges liberated is
proportional to the total energy absorbed from a gamma ray. In this sense a certain
amount of energy is deposited, but the charges carriers themselves did not originate in the
gamma ray. When charges drift, they do physically move, but as was shown in Chap. 3,
they are not gathered or counted by the readout circuit, rather their motion induces a
current in the external cu-cuit. Even when they encounter an electrode, which may be a
blocking contact, charges are never destroyed. They either recombine or move on into
the circuit, which injects a like carrier at the other end of the detector. The conceptual
distinction between creation and liberation has parallels in the ontological concept of the
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emergence of consciousness from the unconscious (Jung. 1964). Fortunately for the
reader, a treatment of that subject lies beyond the scope of this dissertation.
Particle propagators

Photon
Electron
Charge

Interaction routines

Photoelectric
Compton
Coherent

Utility routines

InBounds
Bend
RandDirCos

Table 4.1

Core modules of the Raytrace code.

4.1 Path of the ionization chain
The Monte Carlo simulation of the chain of scatter and ionization events is
accomplished with only a handful of program modules, listed in Table 4.1. In analogy to
the common method of simulating optical systems, we refer to this program as the
Raytrace code. The code takes a gamma ray as input and returns a distribution of
electron-hole pairs. Raytracing starts with the selection of the position and direction of
the original gamma ray. Typically, the gamma will start at the top surface of the detector
and be heading in the -z direction. Its lateral position might be at the center of the
detector, or it could be randomly selected to simulate flood illumination. The attributes
of the particle - energy, position and direction - are fed into the Photon module. The
Photon routine will select an interaction location and type and call one of the interaction
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routines: Photoelectric, Compton, or Coherent. The interaction routine will spawn new
particles, calling their appropriate propagation routines: Photon, or Electron. Electrons
can either scatter or turn completely into Charge. The tree of interactions and production
of byproduct particles proceeds by recursive calls to the routines until all the energy has
turned into charges or left the bounds of the detector.
As far as the mechanics of raytracing are concerned, there are only three types of
particle: photons, electrons, and charge. Photons might be the original incident gamma
rays, the products of Compton scatter, or x-rays. Electrons could be Compton recoil
electrons, photoelectrons. Auger electrons, or the product of an electron-atom collision.
Charges are electron-hole pairs, the final product of the raytrace code. The Charge
routine merely adds their coordinates onto the list of charge locations. This list serves as
input to code that handles drift and diffusion of carriers, which is discussed in Sec. 4.2.
For tracking purposes, an identifier code is attached to each generated particle, allowing
its history to be traced for debugging or display purposes.
Of the possible types of interaction that can take place between an incident gamma
ray and a semiconductor, only Compton scatter, coherent scatter and photoelectric
absorption need be treated in the model. Pair production is not possible for energies
below 1.02 MeV. In the following sections we detail the workings of the particle
modules and of the interaction modules that coimect them.
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4.1.1 Particle propagator modules

Photon

The incident gamma rays are first processed by the Photon module. This module
takes as input the energy, position, and direction cosines of the photon. Its sequence of
action is diagrammed in Fig. 4.1. The range of the photon is selected by sampling from
an exponential distribution based on the total absorption coefficient

, as shown

in Fig. 4.2(a). The photon is propagated to its new position and checked to see if it is
within the bounds of the detector. If the photon is still in bounds, the type of collision is
selected, based on the relative probabilities of photoelectric, Compton, or coherent scatter
which are shown in Fig. 4.2(b). The appropriate scatter code is called. The scatter code

Photon

Select range
according to 0^0^

Propagate to new position

In bounds of
detector?

No

Return

Yes

Photelectnc

Select type of
Interaction by
probability

Compton

Coherent
^

. 4.1

Return

J

Flow chart of the Photon raytrace module.

^
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returns after all of its child processes have returned. When Photon returns from its
original invocation, the scatter process has completed.

Electron

A large body of literature exists on methods for modeling electron scatter. Various
simulation methods have been developed to cover energies from GeV to meV, and scales
from meters to nanometers. Energetic electrons moving in a solid undergo both elastic
collisions with nuclei, and numerous inelastic collisions with electron shells, which are
predominantly low-angle scatters involving small energy loss per scatter. In Monte Carlo
modeling of electron paths, elastic scatters are typically simulated explicitly, while
inelastic scatter is handled by assuming that the energy loss is continuous. Bethe (1933)
developed a theory based on continuous energy loss and derived an expression for the
electron range. In the following we will make use of range expressions derived by
Kanava and Okavama (1972). which include both elastic and inelastic scattering, using a
combination of theory and experimental parameters.
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Electron scatter processes

Electrons undergo both elastic and inelastic scattering as they move through a
material. Elastic collisions can result in deflection by any angle up to 180°, but lowangle scatters are the most probable, with a typical angle being 5° (Goldstein e/ al.
.1992). These scatter events are not perfectly lossless, but typically less than 1 eV is

Photon range

I
0

50

100

150

200

1

1

Energy [keV]

(a)

0.8

- -T

1

1.0

T

->

•

Photoelectfic

-

0.6 0.4 -

0.2

Complon

-

•'''
0.0

1

0

.

1

50

.

I

100

.

Cotierent
I

150

.

I

200

Energy (keV]

(b)

Fig. 4.2
Range and interaction probabilities for photons in CdZnTe. (a) Range
(1/e point) of photons in CdZnTe. (b) Relative probability of photoelectric, Compton,
and coherent interactions.
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transferred to the medium. Inelastic collisions result in energy loss with very little
angular deflection. The electron can give up energy in the form of plasmons,
Bremsstrahlung radiation, inner-shell x-rays, phonons, or excitation of conduction
electrons. The continuous-energy-loss relations approximate the average effect all these
processes. A common technique of simulating electron scatter is to trace elastic
collisions explicitly and to handle inelastic scatter by a continuous-slowing-down
approximation (CSDA). It is not necessary to simulate every elastic scatter event, which
is fortunate since they number in the tens of thousands for a typical electron trajectory.
We can make use of a multiple scattering theory to reduce the number of scatters that
need to be simulated. The actual electron trajectory is approximated by a "condensed
random walk", in which the particle moves and scatters in random directions, but on a
coarser scale than the actual path taken. The detailed distribution of ionized charge
carriers is approximated by a few packets of charge left at the scatter locations. The
multiple scattering theory accounts for the random number of steps that may occur in a
given distance traveled, and provides composite angular cross section for a given step
size. Using this theory we can tailor the simulation parameters to produce the degree of
spatial detail required.

Elastic scattering

An exact theory of multiple-scattering was developed by Goudsmit and Saunderson
("1940') and further refined by Lewis (igSOV The theory describes the distribution of
scatter angles as a function of step size As. We follow Shimizu and Murata (1971) in
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applying the theory to Monte Carlo simulation of electron scatter. The Lewis scatter
function is

fiO)

^ (2/ +1)-^(cos6)expj^-j,

(4.1)

where P ,(S:QS6) is the Legendre polynomial, and Ay is the step size. The function

P,{cosff)\smffd0

(4.2)

represents the average of the Legendre polynomial over scatter angle 0, with the
probability of a scatter into that angle given by the cross section <t(^) . The constant N
represents the density of target atoms, related to the mass density p and atomic weight
/I by

= -^^cm"^ N^ being Avogadro's constant. The Rutherford model for scatter,
A

with a screening parameter TJ , results in the cross section

o-iO) = -717
T.
p V ( 1 - c o s ( ^ ) + 2;7)

(4.3)

where p and v are the magnitude of the electron's momentum and velocity. After some
manipulations Eqn. (4.2) reduces to

ic, = iTiNZ^e* _1
277(1 + 7)
pW

n"' r(/-n)r(/f2) .
2
r(2/ + 2)
^

,
U^ + 2,2/ + 2, 7 ) ,

where F is the Gamma function and F is the Hypergeometric function.

(4.4)
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The integral in Eqn. (4.1) is simplified by the approximation,

\K,ds = K,diS,

(4.5)

JO

which is valid if the step size Ay is reasonably small. On the other hand, the series in
Eqn. (4.1) will not converge unless the step size is large enough to satisfy the multiplescattering approximation. In our simulations we use a fixed step size of 5 [Jin, which
gives ample spatial resolution while limiting the number of simulated collisions to under
fifty. A fixed step size allows the function f{d) to be tabulated for all angles and
energies. The method for generating a lookup table for Monte Carlo sampling from a
scatter cross section is covered in following sections. Fig. 4.3(a) shows the angular
distribution of scatters, per unit solid angle, for a 5 |im step. The distribution is biased
toward low-angle scatter for energetic electrons but becomes nearly isotropic for lowenergy electrons. Fig. 4.3(b) shows the deflection fimction for 100 keV electrons along
with a histogram of 5000 Monte Carlo samples from the corresponding lookup table.
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Fig. 4.3
Cross section for electron deflection into an angle 0for multiple scatters
over a 5 |im path, (a) Scatter cross section per unit solid angle for five energies, (b)
Deflection angle function for 100 keV electrons and histogram of Monte Carlo sampling
of 5000 events.

149
inelastic scattering

The continuous-slowing-down approximation represents a fairly accurate model of
the energy-loss process since inelastic collisions occur frequently and involve small
energy losses per step. Occasionally, an inelastic collision will result in a large energy
transfer, particularly when an inner-shell electron is ionized. The individual inelastic
processes could be included in the model, as was done by Shimizu. etal. CI976). but that
level of detail is not necessary in the present application as we are interested only in the
distribution of electron-hole pau^, on a fairly coarse spatial resolution. We will use the
energy-loss relation developed by Kanava and Okavama (1972).

—

w

—

•

where a is the effective screened radius of the atom. The value of a is related to the
atomic number Z of the target material by a =
constants are the Thomas-Fermi constant, and

where the numerical
= 5292 x lO"' cm is the Bohr hydrogen

radius. The constant A, is fit by experiment and is taken to be X, = 0.182. The KanayaOkayama energy-loss relation predicts electron ranges better than the Bethe relation,
which is traditionally used but can differ from experiment by a factor of two (Goldstein.
etai, 1992).
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Electron energy and range relations, (a) Energy-loss relation of Kanaya
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There are a number of useful ways to plot the energy-loss relation. Fig. 4.4(a) shows
the loss relation of Eqn. (4.6). Low-energy electrons are seen to lose energy faster than
high-energy electrons. In Fig. 4.4(b) we show the energy deposited along the electron's
trajectory. The energy lost per unit path length peaks at the end, but this does not mean
that the bulk of the energy is deposited after the electron has traveled most of its range.
Fig. 4.4(c) shows the cumulative energy deposition. The amount of charge per unit path
length is fairly constant along the trajectory. The deposition rate for an electron with an
initial energy of 115 keV is roughly 2 keV/|im, while a 65 keV electron leaves a trail of
2.5 keV/)^.

Simulation procedure

The procedure used for simulating electron scatter is diagrammed in Fig. 4.5. If the
initial energy is above the threshold energy (5 keV), the electron is first moved to its new
position. The energy loss over the 5 |im path is found from
dE
A£ = —Ay.
as

(4.7)

The lost energy is deposited as Charge. If any energy remains, a scatter angle is selected
from the lookup tables based on the scatter cross section for the current energy. A new
electron is spawned, and the process continues recursively until the energy drops is below
the threshold level.
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Fig. 4.6(a) shows some sample trajectories of individual 110 keV electrons. Each
starts at coordinate (0,0) and is heading straight downward. The 5 [im step size results in
10 steps and 10 droplets of charge being deposited. Each droplet is represented by a
small square, the area of which is proportional to the amount of charge deposited. Fig.
4.6(b) shows a composite of 100 electron trajectories, all starting with the same energy
and direction as in the previous figure. Figs. 4.7(a) and (b) show the total charge
distribution for the same simulation done with 1000 electrons.
As a check on the accuracy of the scatter simulation we compare the distribution of
charges with the model of Kanava and Okavama C19721. This can only be an
Electron
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Fig. 4.5

Flow chart of the Electron raytrace module.
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approximate comparison, as their model is based on a beam of electrons impinging on a
surface at 2 = 0, and the only experimental data available to fit the model are
meastarements of transmission through, and backscatter from, foil targets. Kanaya and
Okayama model the charge distribution as centered on the energy dissipation depth xe,
which for indium (Z=49) is 0.191 times the electron range, or 8.2 |am for 110 keV
electrons. A circle centered on the coordinate (0, XE) is plotted in Fig. 4.7(b) for
comparison with the contours. The radius of the reference circle is the diffusion depth

xd, which is 0.285 times the range, 12.3 fim in this case. Fig. 4.7(c) shows the radial
profile of the distribution, plotted for sixteen angles with an origin at coordinate (0, Xe).
The distribution is fairly symmetrical except for the region between the electron starting
position and the center of the distribution.
The diffusion depth x d plotted in Fig. 4.7(b) has meaning only for a foil transmission
experiment, where it represents the thickness at which 1/e of the energy is absorbed. In
Fig. 4.7(d) we simulate such an experiment by integrating the energy distribution from
the bottom up to z = 0. The Kanaya-Okayama energy transmission function (given in the
following section) is plotted for comparison. The simulated curve happens to cross the
theoretical curve at the 1/e point, which is the diffusion depth xd.
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Fig. 4.6
Electron trajectories plotted inside 50 fim bounding boxes. Electrons with
an initial energy of 110 keV start at the center of the box, heading downward. The step
size is 5 ^m. (a) Individual trajectories, (b) Superposition of 100 trajectories.
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Simplified model

The detailed electron-scatter simulation based on the multiple scattering theory gives
results on a scale much smaller than is needed for analysis of typical pixel geometries.
Nearly all the charge is deposited within a sphere of 25 fxm diameter; any variation within
this distribution would have a negligible effect on the final pulse height, especially once
diffusion is taken into account. The full scatter model, even with the relatively coarse
step size of 5 |im, takes up considerable computer time, as 2/3 of the Monte Carlo
calculations are spent on electron scatter. In the previous section we showed that the
detailed simulation conforms to the approximation that the charge distribution is radially
symmetrical about a point at the point of maximum energy deposition, located at distance
xe

from the start of the electron's path. A simplified method of simulating the charge

deposition will be to take a single sample from the radial distribution of charges centered
at this point, and to deposit all the charge at the selected distance and a random angle.
Fig. 4.8(a) shows a histogram of the radial distribution of charge centered on the x e
point. Unlike the plots of Fig. 4.7, Fig. 4.8(a) is a plot of a three-dimensional distribution
which is assumed to be radially symmetric. The measured distribution is well matched
by the energy-transmission function scaled by the radial distance r,

/(r) = rexp

JL'

-yr

(4.8)
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Fig. 4.7
Distribution of charges by electron scattering. The plots show the sum of
deposited charge from 110 keV electrons starting from coordinate (0,0) and heading
downward, (a) 3D plot of the charge distribution from 1000 electron trajectories, (b)
Contour plot of the same distribution, drawn with 10% contour lines. The dashed circle
is centered at the theoretical energy dissipation depth xe = 8.2 jjin, with a radius equal to
the diffusion depth Xd =12.3 |im. (c) Radial plots of the charge distribution at sixteen
angles, centered on the point (0,-XE ). (d) Simulated energy transmission plot, along with
the Kanaya-Okayama transmission fimction. Both plots reach their 1/e point at xq.
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where y = 01%1

. The range Rf,Q is given by the formixla,

£5/3

with the constant terms the same as in Eqn. (4.6). The exponential term in Eqn. (4.8) has
the form of an exponential whose ordinate is compressed to have finite length, going to
zero when it reaches the maximum range. The simplified electron model, using radial
samples following Eqn. (4.8), will be used in all of the scatter simulations presented in
the following sections.
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Fig. 4.8
Radial distribution of charges, (a) Histogram of charge distribution from
electron-scatter simulations and matching theoretical curve, (b) Histogram of 5000
Monte Carlo samples from a lookup table based on the theoretical curve.
Charge

The only fimction of the Charge module is to record the amount and location of a
droplet of charge. After all the scatter and propagation modules have returned from their
recursive calls, the list of charges will be complete. The total charge in the charge list
will add up to the initial gamma ray energy unless some of the scatter products have left
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the bounds of the detector volume. The charge-transport modules will take the charge list
as input and return the pulse height that results from the initial gamma ray.

4.1.2 Interaction modules
Photoelectric

By far the most probable type of photoelectric interaction will be with the K shell of
Cd, Zn, or Te. The Photoelectric module is diagrammed in Fig. 4.9. The first task is to
randomly select the element involved in the photoelectric interaction according to the
relative probabilities shown in Fig. 4.10. A photoelectron is spawned with an energy
^mc ~ ^ab' where

is the ionization energy of the K shell. Incident photons with

Photoelectric
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Calculate
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angle
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Kp x-ray?
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Calculate remaining
charge

^

Fig. 4.9
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Charge
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Flow chart of the Photoelectric raytrace module
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energy below 25 keV are assumed to have interacted with L, M, or higher shells. Since
the products of these low-energy interactions will have a range of less than Sfim, the
photoelectric process is not modeled explicitly. Rather, an electron is spawned with the
full energy of the incident photon, with the expectation that it will deposit its charge close
to the interaction point.
Once the interacting element has been chosen, the program next chooses the type of
byproduct:

x-ray, Kp x-ray, or Auger electron. If an x-ray is selected, it is spawned

at its characteristic energy and the remaining energy is deposited locally as Charge.
Auger electrons are assumed to deposit charge locally, as well. The x-ray energies are
summarized in Table 4.2. The finer peaks within the

and

bands have been

lumped together into an average energy.
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Relative probabilities of photoelectric interaction in Cd, Zn, and Te.
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Table 4.2

Pr(Ka)

Ka
[keV]

Pr(Kp)

Kp
[keV]

Cd

26.7

.6803

23.2

.1397

26.1

Zn

9.7

.3839

8.6

.0461

9.6

Te

31.8

.7058

27.5

.1542

31.0

X-ray probabilities and energies.

The initial direction of the photoelectron is not very relevant to the final outcome
since, as was shown above, the electron will deposit its energy within a nearly spherical
region centered at the point of origin. The distribution of deflection angles depends on
the electron's initial velocity v according to the formula fHeitler. 1944^)

where Q is a normalization constant and yff = v/c is the speed of the electron relative to
the speed of light. Energetic electrons move at relativistic speeds, so P is found from the
formula

where £*0=511 keV is the rest energy of the electron. The distribution of Eqn. (4.10) is
zero for direct forward and backward emission. It peaks at

0 = 90°, for zero energy,

moving forward to around 45° for 110 keV electrons. The probability density of scatter
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into angle ^is found by multiplying the cross section of Eqn. (4.10) by the differential
solid angle

dQ. = iTtsinOdO.

An analytical expression can be found for the cumulative

distribution fimction for this pdf, but it is just as expedient to evaluate it numerically and
perform the inversion numerically, as was done for the other scatter-angle flmctions.
Fig. 4.11 shows the angular distribution of 110 keV photoelectrons and a histogram
of 5000 Monte Carlo samples from the distribution. The Photoelectron module selects a
deflection angle according to the distribution and an azimuthal angle from a uniform
distribution. The new trajectory is calculated by Bend and the electron is spawned by
Electron.

Compton

The simulation of a Compton scatter starts with selection of a deflection angle for the
scattered photon. We will find the probability of deflection from the differential cross
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Fig. 4.11
Angular distribution of 110 keV photoelectrons. Theoretical curve and a
histogram of 5000 Monte Carlo samples are shown.
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section for scatter by an angle 6 into a differential solid angle dD. fEvans. 19681

dn
where

2{

(l + cos^(^)[l + ail - cos 0)]) j[l + a(l

(4.12)

- cos 0)f '

= 2.818 x 10"'^ cm is the classical electron radius and

a = E/

= £ / 511 keV is the energy of the incident photon relative to the rest-mass

electron energy. We need an expression for the probability of scatter into a differential
ring at any azimuthal angle (p. The solid angle of this ring is

dCl = 2;rsin 9d0.

The

probability density of scatter into the angle 9 is

pr{9)dd = —^—^^^2KsiD.9d9.

(4.13)

dCl

The Klein-Nishina cross section function

is the normalizing constant for this

distribution.

l + 3a
(1+ 2af

(4.14)

In order to draw Monte Carlo samples that follow this distribution, we first make a
cumulative distribution function by integrating over the solid angle subtended by 9,
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?r{.0) =\lvmd0

nr^

\ia-+6a + 2) cos0
CI

1

2{acos^ 9-a-l)

(4.15)

2a + l

. (a^-2flr-2)Iog(I + a-acos0)l
a
or (orcos^-or-l)

This is the normalized conical scattering fraction from Barrett and Swindell (198U.
Appendix C. The function varies in shape only slightly over the range of energies we are
considering. Eqn. (4.15) cannot be inverted analytically, so a numerical inversion
function was calculated to use as the Monte Carlo selection function. The selection
function is stored as a two-dimensional lookup table, indexed by energy and angle. Fig.
4.12 shows the differential cross section from Eqn. (4.13) and a histogram of random
selections from the lookup table.
After the direction of the scattered photon is selected, the Compton module proceeds

90

180

Deflection angle

Fig. 4.12
Angular distribution of Compton photons for 140 keV incident gamma
ray. Theoretical curve and histogram of 5000 random samples is shown.
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as in Fig. 4.13. The energy of the photon is determined from its deflection angle 0 ,

"

l + a(l-cos0^) •

(4.16)

The angle of the recoil electron and its energy are also determined by Op. The electron
deflection angle is

6^ = cot-I (l + a)tan|^-^

(4.17)

The azimuthal angle of the electron is in the same plane as the photon, but in the opposite
direction,

+ ;r. The kinetic energy of the recoil electron is simply the remaining

energy, E^ = E^-Ep.

The program flow of the Compton module is shown in Fig. 4.13. The photon angle
is randomly selected from the lookup table. This angle determines all other parameters:
the photon energy, the angle of the recoil electron, and the electron energy.
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Flow chart of Compton raytrace module.

Coherent

Coherent, or Rayleigh, scattering involves an elastic collision between a photon and
bound electrons in the target atom. No ionization or excitation occurs, and no energy is
lost in the process; the photon is only deflected to a new angle. For energies above 50
keV the scatter is predominantly in the forward direction, as can be seen in Fig. 4.14.
Since coherent scattering has a low cross section in the first place, some Monte Carlo
simulation codes ignore it entirely. We include it in this model to accurately trace the
path of the x-rays produced by photoelectric interactions. The differential cross section
for coherent scattering, per unit solid angle, is given by (Morin. 1988).

aii

=

2

(4.18)
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where

Normalized differential cross section for coherent scattering , per unit

is the classical electron radius, and F(x,Z) is a form factor. We use the

tabulated form factors from Hubbell et al. (1975). which were generated from a
combination of models and measured data. The element Z = 49 (In) was used to
represent an average Z value for CdZnTe. The momentum transfer parameter x is
related to the scatter angle by x = sin(^/2) / X, where A is the wavelength of the incident
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Fig 4.15
Distribution of scatter angles for Coherent scatter: theoretical curve and
histogram of 500 Monte Carlo samples.
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photon in angstroms, related to the energy by A(a) =123985/ £(keV).

Construction of a table for Monte Carlo sampling proceeds in the same way as was
presented in the Compton scattering section. The differential cross section of Eqn. (4.18)
is multiplied by 2;rsin^ to obtain the probability of scattering into a differential ring at
angle 6. The cumulative distribution function and its inverse must be found numerically
for several energies in the range of interest. Fig. 4.15 shows the distribution of scatter
angles for £ = 140 keV and a Monte Carlo sample from the corresponding lookup table.
The flow chart for the Coherent module is shown in Fig. 4.16.
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Fig. 4.16
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Flow chart of the Coherent interaction module.

4.2 Motion of the charge distribution
4.2.1 Forces acting on the distribution
The chain of scatter events that was simulated in Section 4.1 results in a list of
droplets of charge that approximates the real distribution of electron-hole pairs in the
detector. The scatter processes occur rapidly, on the order a few ns from start to finish.
The newly freed carriers are then subject to forces that cause them to move as a group
(drift) and spread out (diffuse). The bias field causes carriers to drift toward the
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electrodes: holes toward the negatively biased front electrode and electrons toward the
positive pixel electrodes. The drift time is on the order of 100 ns for electrons and 1 |is
for holes. As they drift, some carriers get caught in traps, causing the number of mobile
carriers to follow a falling exponential curve. The effects of drift and trapping on the
induced signal are covered in Sec. 3.4. In that treatment, all carrier motion was assumed
to happen along a straight vertical line. Here, we will expand the model to include the
effects of diffusion and Coulomb repulsion, which cause the carriers to spread out
laterally as well as in the z-direction.
Unlike the scatter processes that needed to be simulated by Monte Carlo sampling,
the charge spreading effects can be treated as averages. Diffusion is driven by the kinetic
energy of the carriers. Individual thermal scatters take place on a time scale of 10"'^ s.
So many scatters occur on any time scale of interest (ns or greater) that even a single
carrier can be considered to be spread out over the entire Gaussian distribution of the
difiusion pattern. In the case of trapping, the total number of carriers is large enough
(10"*) that the reduction in number of carriers can be treated as a continuous process in
time. We will take advantage of this fact by calculating the motion effects only once.
Our model of charge spreading will be shift-invariant and can be convolved with the
pixel response function developed in Chap. 2. The final pulse height, including spreading
effects, will be found by superimposing the pulse-height response to the set of charge
droplets generated by the Monte Carlo code.
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Continuity equations

All of the forces acting on a distribution of charges can be expressed in a single
differential equation rMcKelvev. 1966. Chap. 10). We adopt the shorthand notation used
in this field, calling n the volume density of electrons and p the volume density of
holes. Both n and p are functions of position and time. The mobility /j, trapping time
r, and diffusion constant D are labelled with subscripts n and p rather than e and h. The
continuity equations are

' ,
r„

(4.19)

dt

where the electric field vector 6 represents both the applied bias field and the internal
fields due to the interaction of the charges. The form of the equations for electrons and
holes is the same except for the sign of the electric field. The LHS of the continuity
equations describes the forces that move carriers into or out of a region of space. The
forces add up to the time rate of change of the density of carriers at that place. The first
term on the left, proportional to the gradient of the carrier density, is responsible for
diffusion. The second term is driven by the electric field, which has two components, the
bias field and the internal field of the carriers themselves. The bias field, which is
responsible for drift, moves all carriers at the same constant velocity. The drift term will
be left out of the following analysis of charge spreading, and will be added back in at the
end. The third term accounts for trapping, which affects all parts of the carrier density
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equally, independent of position. Trapping effects must be included in the treatment of
Coulomb repulsion, as the strength of the Coulomb force scales with the number of
carriers involved.

Diffusion

The continuity equation Eqn. (4.19) is a general form of the diffusion equation,

f

(4.20)

dt

The diffusion equation is classified as a parabolic differential equation. Given an initial
condition, it will have a unique, stable solution for / > 0 (Morse and Feshbach, 1953. Sec.
5.3). If the distribution n[r,t) is initially a delta function located at position

, it will

spread with time into the radially symmetric spatial distribution.

_1_
—;T3^exp

(4.21)

=-

2ct^

The width of this Gaussian profile, a = -JlDt, is a fimction of time and the material
diffusion constant D. The diffusion constant for electrons or holes is proportional to the
mobility, according to the Einstein relation.

n

I
1

n -M jM .

(4.22)
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where kg is the Boltzmann constant and T is the temperature in Kelvin. The carrier drift
velocity is also proportional to the mobility by the relation v = {£,. Let us consider a
small packet of electrons that is created at some point in the detector and drifts a distance
Az under the applied bias field

= F /1. In the time it takes for the center of the

charge packet to move that distance /, = Az /

, the width of the packet will have

spread to

(4.23)

We see that the electron mobility has cancelled out of the equation. The width of the
distribution after drifting for a given distance is the same for electron and holes and is, in
fact, the same for any material. The size of the packet depends only on the applied
voltage and is proportional to the square root of the distance traveled. If we are interested
in diffusion of carriers all the way across the detector, tiZ-L and the width is
proportional to L.
Diffusion is the result of the random walks of individual particles that do not interact
with each other. When starting from a non-uniform distribution of charges, we may
calculate the net spreading due to diffusion by superimposing the distributions from
individual particles, or from a set of droplets approximating the initial distribution.
Diffusive spreading will tend to smooth out the shape of the initial distribution, and
Coulomb repulsion will act to homogenize the density of carriers to an even greater
degree.

Coulomb forces

Carriers will be subject to repulsion by like charges and attraction by opposite
charges. In the initial state, just after the distribution of electron-hole pairs is created,
carriers of both sign are left in close proximity. The actual forces on the carriers depend
on the microscopic arrangement of the electrons and holes, which cannot be predicted
accurately without a very exacting and detailed simulation. We can infer some facts
about the initial distribution from the electron-scatter theory developed in Sec. 4.1.1.
From the energy-loss relation plotted in Fig. 4.4, we know that the energetic electron that
created the distribution will leave a few hundred carriers per micron in its wake. The
holes, with their low mobility, will be tightly clustered along the track while the electrons
will be somewhere in the near vicinity, but far enough away that they are not likely to
recombine with the hole they came from. From the simulation of electron scatter
summarized in Fig. 4.7 we can infer that the entire distribution will occupy a region that
likely extends no more than 15 jim in any direction.
In the absence of a bias field, the distribution of electron-hole pairs is subject to an
effect called ambipolar diffiasion (McKelvev. 1966. Sec. IQ.2"). The high-mobility
electrons will start to diffuse away from the center of the distribution, moving about ten
times faster than the holes. However, as soon as the cloud of electrons extends beyond
the cloud of holes, an attractive force tends to pull the two groups back toward each
other. The balance of forces dictates that the two clouds will diffuse together, at a rate
that is faster than the hole diffusion, but slower than the electron diffusion. In intrinsic
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CdZnTe, the ambipolar diffusion constant is actually much closer to Dp than D„. For
doped semiconductors in the presence of a bias field, ambipolar diffusion results in
majority carriers being pulled along by the minority carriers and actually moving in a
direction opposite to the applied field. This effect is not expected to occur in intrinsic
semiconductors, and it is evident fi-om the time-resolved experiments in Chap. 5 that the
electrons and holes do move in opposite directions.
As the packets of electrons and holes start to be drawn toward opposite electrodes by
the bias field, the screening effect of the opposite charges will disappear, and the carriers
will feel a net repulsive force fi"om their neighbors. With an applied field of 1000 V/cm,
the packet of electrons will move 15 fom in only 1.4 ns. After that time, we will consider
that the packet of electrons is well separated firom the packet of holes so that purely
repulsive forces apply to each. We expect that the Coulomb forces will be strongest
when the packet of charge is small, but once the distribution has blown up to a certain
size, the spread due to Coulomb repulsion will be small compared to the normal diffusion
process. The direction of the Coulomb force will be away from the concentration of
carriers, along the gradient of the concentration profile. Any tightly packed clusters of
charge within the distribution will feel stronger repulsion than the rest of the distribution.
The diffusion "force" also acts along the same gradient. All of these effects conspire to
push the charge distribution into a radially symmetric shape. We will assume radial
symmetry fi-om here on, which will greatly simplify the analysis.
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The force felt by a carrier at radial distance r depends on the electric field at that
point. Taking only the field-dependent term firom Eqn. (4.19), we obtain a differential
equation for Coulomb repulsion, which for electrons is

^y-{nG) = ^.

(4.24)

Since the distribution «(r) has radial symmetry, the electric field is directed outward
along the vector r. By Gauss's law, the electric field is proportional to the enclosed
charge.

fi(r) = r

f dr^ r^n{r^) ,
Jo

where N^e is the total charge in the distribution. The quantity
is the permittivity of fi-ee space and

(4.25)

= 8.85 x 10"'^ farad/cm

is the relative dielectric constant of CdZnTe,

which is approximately 11. We can further exploit the radial symmetry of the problem,
reducing Eqn. (4.24) to

n^{r,t) + n'{r,t)j drQron(r',t) =

ot

(4.26)

where n'{r,t) = 5«(r,r)/5r. The solution of this equation is a ball of uniform density
with edge radius

,
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r<R^
n(r,r) = - 4;ri?;
0, r>R^

(4.27)

where

R = Mn^pe 3/
4;r

(4.28)

The ball of charges driven by Coulomb repulsion expands as the cube root of time, while
the diffusing Gaussian distribution expands as the square root of time. For an initial
distribution with 140 keV-worth of carriers {Nq=31,600), the two types of force, acting
independently, cause approximately the same amoimt of spreading, as shown in Fig. 4.17.
In order to observe the combined effects of all forces, we will need to resort to a
numerical solution of the continuity equation.
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Fig. 4.17
Size of expanding carrier distributions. Solid line: diameter of a uniform
ball driven by Coulomb repulsion, which expands as . Short-dash line: diameter of a
Gaussian distribution of electrons (4 x cr), which expands as . Dashed line: position
of electrons drifting under a bias field of 1000 V/cm.

4.2.2 Simulation of charge spreading
When radial symmetry is taken into account, the continuity equation, Eqn. (4.19) for
electrons becomes

(4.29)
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Lacking an analytic solution to this integro-differentiai equation, we can still simulate the
outcome. For an initial distribution we will use a Gaussian profile of width a = 10/mi.
The simulation proceeds by sampling the initial distribution at discrete points, then
forming an interpolation function with cubic interpolation between each pair of points.
This allows the calculation of a local derivative and second derivative at any position.
All of the terms on the LHS of Eqn. (4.29) are calculated and the resulting change in
n{r,t) over a small time period A/ is applied to each point in the sample. The
simulation proceeds iteratively for as long as needed. Fig. 4.18 shows the progression of
a distribution over time. Initially Gaiissian in profile, the center of the distribution
flattens out due to Coulomb repulsion. As it expands, the shape returns to a more
Gaussian form.
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Fig. 4.18
Numerical simulation of charge spreading, no trapping included, (a)
Distribution profiles for times ranging from 1 ns to 140 ns. (b) Same profiles displaced
by their drift distance, (c) Diameter of a sphere that contains 90% of the charge.

4.3 Simulation results
In this section we present some examples and results from the simulation codes
developed in the previous sections. In Chap. 5 we will combine these simulations with
the theory of signal induction from Chap. 3 to simulate pulse-height spectra for various
pixel sizes.

4.3.1 Raytrace Plots
Fig. 4.19(a) shows the result of 100 gamma rays interacting in the detector. The
gamma rays are all in a beam located at the center of a pixel. Fig. 4.19(b) shows rays
with lateral position randomly distributed over the area of one pixel. Most of the long
rays are Compton scatters; the shorter ones are generally x-rays.

(a)

(b)

Fig. 4.19
Example raytrace plots, (a) Thin beam incident over the center of a pixel,
(b) Incident gamma rays randomly distributed over a pixel.

4.3.2 Charge deposition
Fig. 4.20 shows the distribution of charges resulting from 100,000 gamma rays of
140 keV energy incident along a narrow beam, as is depicted in Fig. 4.19(a). Nearly all
the energy stays within the first lateral bin, which is 40 |am wide. In Fig 4.21 the range of
deposited charges is shown more quantitatively. Fig. 4.21(a) is a plot, on log scale, of
deposited charge vs. lateral distance from the interaction point. By far the greatest

180

amount of charge is concentrated in the first 20 jim, but a very small amount of charge
ends up a great distance from the interaction point. Generally, this long-range deposition
is due to Compton and coherent scattering of the original gamma ray. Figs. 4.21(b) and
(c) show the encircled energy, on different lateral scales. While 80% of the charge stays
within the first 20 [im, the remainder is spread out over a long tail, that extends more than
1mm from the point of origin.

Fig. 4.20
Distribution of deposited charge for beam of 140 keV gammas incident
from the top (z = 1500 |jjn). Grid size is 40 |am. 10,000 total gamma rays in this
simulation.
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Fig. 4.21
Encircled energy plots for a beam of 140 keV gammas, (a) Log of the
charge deposited in a cylindrical shell, 10 |am in thickness, at a radial distance r from the
beam center. Charges from 100,000 gammas are included in this simulation, (b)
Cumulative distribution of charge with radial distance r. (c) Same cumulative
distribution as in (b) shown on an expanded scale near the beam center.
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CHAPTERS
5. SIMULATIONS AND EXPERIMENTAL RESULTS
The charge-transport models developed in Chap. 3 lead to some predictions that can
be experimentally verified using test pixels of various sizes. For one, the temporal
behavior of the signal pulse arising from a gamma-ray interaction should vary with pixel
size, with the direction of the motion of the carriers, and with the polarity of the carriers.
The shape of the pulse-height spectrum should vary with pixel size, responding to the
induced signal effects and to the charge spreading mechanisms that were simulated in
Chap 4. Finally, the interesting phenomenon of negative signal pulses can be observed
by simultaneously monitoring the pixel electrode and the surrounding electrodes.
In this chapter we present results of experiments conducted to confirm these
predictions along v^th simulations from the models developed in Chapters 3 and 4. Most
of these results have been reported in Eskin et al. (1996\ Esking/a/. n996a). and Eskin
etai (1998).

5.1 Consequences of the near-field effect
The near-field concept provides a convenient framework for explaining charge
transport effects in pixel detectors. For example, it is easy to visualize the temporal form
of the signal when electrons are moving toward a pixel electrode. The signal should rise
very slowly until the electrons are close to the pixel electrode; then the signal should
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sweep upwards sharply. If the electrons are moving away from the pixel electrode, the
signal should look like the previous case in reverse, rising steeply at first, then tapering
off as the electrons move out of the near-field region. On the other hand, if we consider a
large pixel whose near-field region extends across the detector, we would expect the
signal to rise more gradually.
The limiting case of an infinite-size pixel is equivalent to a single-element detector.
The traditional way to think about signals from single-element detectors is to consider
that the current flow is proportional to the number and speed of the carriers, regardless of
their position. The charge building up across an integrating capacitor in the readout
circuit grows linearly with time, or in the case where trapping is significant, rounds over
according to the Hecht relation. This is consistent with the infinite-pixel model, where
the weighting potential follows a straight line extending from the pixel to the front
electrode. The resulting signal from electron transport rises linearly, except for some
rounding over due to trapping. In the infinite-pixel case, the signal should follow the
same curve whether the carriers are moving toward the pixel or away from it.
When the motion of holes is considered, trapping effects become as important as nearfield effects. The signal from holes moving toward a small pixel will be very weak, since
few of them are left by the time the charges move to within the near field. The near field
of larger pixels extends farther into the detector, where more untrapped holes are
available to induce signal. The opposite effect happens when holes are starting at the
pixel electrode and moving away. Small pixels will give the strongest signal since most
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of the holes will pass through the near-field region before they are trapped. In this
situation, the larger pixels will end up with smaller signals since holes are being trapped
as they move through the larger near fields. For the infinite pixel case, the signal will
again be exactly the same regardless of the direction of hole travel.
Differences in pulse shapes between CdZnTe strip detectors of differing widths were
first reported by Hamel et. al., (1995"). In Sec. 5.2 we discuss our simulations of temporal
pulse shapes and the experimental results.
When carrier trapping is taken into account, the near-field effect has interesting
implications for the quality of pulse-height spectra. In most applications the only
quantity that is measured for each gamma absorption is the pulse height, and the quality
of detection is determined by the pulse-height spectrum. Ideally, a monoenergetic beam
of gammas would produce a delta-function pulse-height spectrum in which all the counts
fall within a single bin of a multichannel analyzer.
Single-element CdZnTe detectors exhibit a characteristic "trapping tail" in the pulseheight spectrum due to the variation in pulse height with depth of interaction. A plot of
pulse-height vs. interaction depth and pixel size is shown in Fig, 5.1(a). In large pixels,
the induced signal, and thus the pulse height, depends only on the distance that the
carriers travel. Since holes are strongly trapped, the signal is generated almost entirely by
motion of electrons and varies nearly linearly with depth of interaction. On the other end
of the pixel size scale, the pulse height depends only on the number of carriers that come
within the near field of the pixel. In the small-pixel limit the variation in pulse height
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with depth of interaction depends only on how many electrons are trapped before making
it to the pixel electrode (assuming the pixel is biased positive with respect to the front
electrode). Fig. 5.1(b) shows the same dependence of signal strength on pixel size, along
with two examples of pulse-height spectra from pixels of narrow and wide aspect ratio.
Simulations and a set of experimental pulse-height spectra are shown in Sec. 5.3.
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Narrow pixel spectrum

Wide pixel spectrum
(b)

Fig. 5.1
Induced signal as a function of pixel size, (a) Signal (vertical axis) vs.
pixel width W/L and depth of interaction z/L. For large pixels the variation with
interaction depth is nearly linear. For small pixels, there is only a small variation with
interaction depth except near the pixel electrode, (b) Signal vs. pixel width for five
interaction depths: z/L = 0.1,0.3, 0.5,0.7, and 0.9. Below are two sample pulse-height
spectrji, for W/L = 0.25 and 3.5.
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Another effect predicted by the charge transport theory is the appearance of negative
pulses. These should occur when a gamma ray is absorbed just outside the pixel
boundary, at a depth near the pixel plane. The phenomenon can be described by
reference to the form of the weighting potentials, as is shown pictorially in Fig. 3.11(b).
Another way to view this effect is in terms of current continuity between the front
electrode plane and the pixel electrode plane. The experiments in Sec. 5.4 confirm that
current not sunk by the pixel electrode is taken up by the surround electrode.

5.2 Temporal pulse shapes - experimental results
A series of experiments was performed to confirm the predicted pulse shapes for
pixels of various sizes. A test pixel pattern was included around the periphery of the 64 x
64 detector pixel mask. After patterning of each CdZnTe slab, the pixel array was cut
from the center region, leaving four edge pieces with the test structures. Each test pattern
consisted of seven square pixel pads ranging in size from 125 |am to 2000 ^m, with a 25
|am gap. The test pixels could be operated as detectors by contacting the pixel pad and
the surround electrode with tungsten or gold point probes, as in Fig. 5.2. In the
experiments both the pixel and surround were held at ground potential either directly or
through the summing node of a charge-sensitive preamplifier. This side of the detector
will be referred to as the back electrode, while the continuous electrode, to which the bias
voltage is applied, will be called the front.
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Alpha radiation was used to observe separately the transport of electrons and holes. A
5.1 MeV alpha from "'Pu is absorbed within the first 20 (im in CdZnTe. At this shallow
depth, the carriers attracted to the near electrode will arrive there within a few
nanoseconds. The observed current flow is then due almost entirely to motion of the
carriers of opposite polarity which drift toward the opposite electrode.
Pulses from the charge-sensitive preamplifier were captured by a digitizing
oscilloscope at a sampling intervals as short as 5 ns. There was significant variation in
the pulse heights due to the size of the alpha source and the variable attenuation through a
few millimeters of air. Since we were interested in observing the shape of the pulses
rather than the absolute pulse height, the digitized waveforms were renormalized to unit
height. This facilitated averaging of successive waveforms to reduce electronic noise. A
baseline period before the pulse and a saturation period after the pulse were identified.

Fig. 5.2
Point probe test setup. The samples are edge pieces from CdZnTe wafers
patterned with test pixel structures ranging in size from 125 |im to 2 mm on a side. A 25
|im gap separates the pixels from the common surrounding electrode. The test pieces are
1.5 mm thick and have a continuous "front" electrode on the opposite side. Bias voltage
is applied to the front electrode through a conductive rubber pad,, which has a hole in it
to let alpha radiation through. The pixel and surround electrodes are contacted with point
probes with short leads to a preamplifier.

189

The mean value within these regions determined the overall pulse height, and all pulses
were rescaled in amplitude and were also shifted horizontally so that the midpoints
matched. When superimposed on a graph, as in Fig. 5.3, waveforms processed this way
generally lay right on top of one another except for occasional rogue pulses arising from
hits near the pixel edge. In the following experiments the traces shown are usually
averages of four successive pulses. After averaging, the waveforms were rescaled again
to match the pulse height in the corresponding theoretical plot.
The four combinations of electron/hole transport and front/back irradiation were
studied. In each case, the trend of pulse shape as a function of pixel size follows the
expected theoretical result. The theoretical plots shown on the right side of Figs. 5.4 and
5.5 were generated using the image charge formulation, assuming alphas interacting in
the center of a circular pixel. This approximation is generally valid as pulse shapes do
not change significantly if the point of incidence varies across the pixel surface. Only
signal induction effects are included in the model. Carrier diffusion and Coulomb
repulsion would tend to smooth the theoretical curves if taken into account.
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In Fig. 5.4 the induced signal from motion of electrons is shown. Since few electrons
are trapped during transit across the detector, the signals show the near-field effect
clearly, with little interference from trapping. A small variation in final pulse height is
due to electron trapping. For electrons moving toward the pixel plane in Fig. 5.4(a), the
smaller pixels have a lower final pulse height because the moving packet of electrons has
lost a few percent of its charge before inducing the signal when the packet nears the pixel
electrode. When electrons are moving away from the pixel plane as in Fig, 5.4(b),
smaller pixels have a higher pulse height, as the signal has been generated early, before
any trapping has taken place.
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Fig. 5.3
Rescaling of multiple traces, (a) Waveforms as captured by a digital
oscilloscope show differences in baseline voltage and start time, as well as variations in
pulse height due to the range of energies in the alpha source, (b) The same four traces
after baseline correction, alignment on the time axis, and normalization to final pulse
height. Successive pulses show the same underlying shape and may be averaged to
improve the signal-to-noise ratio.
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In the case of an infinite pixel (or a single element detector), the signal follows the
Hecht formula, rounding over slightly. As expected from symmetry, the shape of this
curve is exactly the same whether electrons are moving from back to front (Fig 5.4(a)) or
from front to back (Fig 5.4(b)). In pixels of finite size the signal is strongest and rise time
fastest when the electrons are near the pixel electrode. The curves bend concave up for
the front-to-back motion and concave down for the back-to-front motion, with the pulse
shapes for a given pixel being nearly symmetrical in time.
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Fig. 5.4
Electron transport: experimental and theoretical pulse shapes as sensed
through pixel electrodes of various size, (a) Alpha radiation is incident on the front
electrode; a bias voltage of -lOOV moves electrons toward the pixel electrode, (b) Alpha
radiation is incident on the pixel electrode, a bias of+100V on the front electrode moves
electrons away from the pixel. No experimental trace appears for the smallest pixel
because the probe tip used to make electrical contact blocked the incident radiation. In
both (a) and (b) rise times are faster for smaller pixels, but the final pulse heights vary
only slightly due to the minimal trapping of electrons.
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Fig. 5.5 shows the case of hole transport. Here, trapping dominates over pixel size
effects. Whether moving back-to-front (Fig 5.5(a)) or front-to-back (Fig 5.5(b)) all
curves round over due to trapping, with only a small upward swing for the smaller pixels
in Fig. 5.5(b) which was too subtle to observe in practice. The main feature of the hole
transport curves is the difference in final pulse height. When holes travel front-to-back
most are trapped before they reach the near-field of the pixel. This effect is most
prominent for the smallest pixels. When holes start out at the pixel surface and move
away from it, many can contribute significantly to the signal before they are trapped, and
this effect also is strongest in the smallest pixels. This means that the final pulse height
for back-to-front hole transport is higher for small pixels and is the main reason why the
pulse-height spectrum is much improved in the small pixel case.
In Fig. 5.5 there is a disparity in time scale between the theoretical and experimental
curves. Observed motion of holes was significantly slower than predicted by the model,
which used values of jih and th extracted from measurements of pulse height vs. bias
voltage. Some of this behavior may be due to the large amount of charge spreading
predicted in Sec. 4.2.2.
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Fig. 5.5
Hole transport: experimental and theoretical pulse shapes as sensed
through pixel electrodes of various size, (a) Alpha radiation is incident on the pixel
electrode; a bias of -300V applied to the front electrode moves holes away from the pixel.
The rise time is fastest and pulse height strongest for the smaller pixels, where holes have
a chance to move within the near field before they are trapped. No experimental curve
appears for the smallest pixel as incident alpha particles were blocked by the probe tip.
(b) Alpha radiation is incident on the front electrode; a +300 V bias moves holes away
from the front electrode. Note the smaller vertical scale than the other plots. No
experimental curves are shown for the two smallest pixels as the signal was too small to
be captured.

195

5.3 Pulse-height spectra
Fig. 5.6 shows pulse-height spectra for six pixel sizes. The spectra were taken with
140 keV gammas from a

flood source impinging on the front electrode, which was

held at-150 V. Two general trends are apparent in the plots. The highest quality spectra
- those showing well-defined photopeaks and the largest photopeak fractions ~ lie in the
middle range of pixel sizes. Larger pixels show the tail characteristic of hole trapping. In
the smaller pixels, charge spreading becomes significant, which causes two features in
the spectrum. Gamma rays initially absorbed within the pixel boundary but whose
interactions lead to charge being deposited in surrounding regions cause a tail in the
spectrum to the left of the photopeak. Escape of K-shell x rays is the farthest ranging of
the mechanisms of non-local charge deposition. A characteristic escape peak shows up in
the larger pixels but is overwhelmed by other types of scatter for the smaller pixels.
Absorption events that take place just outside the pixel boundary usually involve the
spreading of charges into the pixel region, accounting for the large tail extending firom
zero energy toward the right.
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Some insight into the changes in pulse-height spectrum with pixel size may be drawn
from the simulation plot in Fig. 5.1(a). In a typical pixel that is neither extremely small
nor extremely large, the generated signal will show behavior characteristic of the two
models of signed generation: proximity to the pixel electrode and motion of carriers
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Fig. 5.6
Pulse-height spectra of 140 keV gamma rays from ^""Tc incident on the
front electrode. Bias is-150 V applied to the front electrode. Pulses from the
preamplifier were processed by a spectroscopy amplifier with a 2 ^is shaping time, then
digitized by a multichannel analyzer. The plots have been scaled vertically to contain
equal counts in a window above 30 keV. Spectral quality is best for the mid-size pixels.
Larger pixels suffer from trapping of holes, while smaller pixels show the effect of
charge sharing between the pixel and the surrounding area.
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across the detector volume. Fig. 5.7 shows an overhead view of the signal-strength graph
from Fig. 5.1(a) on which is plotted the interaction depth at which the maximum signal is
generated. For a given pixel size, the peak value falls at the point where the optimal
balance is struck between the distance the electrons travel and the proximity of the holes
to the pixel electrode. The region bounding the peak line in Fig. 5.7 delineates the region
in which an interaction will induce a signal within 2 percent of the peak. The extent of
this region reaches a maximum around a pixel size of W/L = 0.25 for the material
parameters used in this study. Interestingly, the plot shows that, in terms of photopeak
fraction, a pixel can be too small as well as too large.

0.8

-S 0.6
Q.

<U

s
o

"5 0.4
2
u

c

0.2

0

0.4

0.8

1.2

1.6

2

Pixel size W/L

Fig. 5.7
Optimal interaction depth vs. pixel size. The central line shows the
interaction depth that gives the peak signal for a given pixel size. The shaded area
delineates the range of depths that resiUt in signals within 2% of the peak value. Gamma
rays absorbed within this region will all have pulse heights falling under the photopeak.
For the material parameters used in the simulation, a pixel of width-to-length ratio of 0.25
gives the largest photopeak fraction.
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5,4 Signals in surrounding pixels
The principle of current continuity requires that, at any moment in time, the current
flowing into the detector through the front electrode must equal the sum of currents
flowing out of the detector through all of the pixel electrodes. In Figs. 5.8 and 5.9 this
effect is demonstrated for electron and hole currents on a 500 |am pixel. In this set of
experiments, three charge-sensitive preamplifiers were used to measure the signal
simultaneously in the pixel, the surround, and the front electrode. The preamplifiers were
calibrated to the same responsivity and time delay. The traces shown are from a single
alpha absorption; no averaging of curves was performed. In the case of electron flow
from front to back, the integrated current through the front electrode is always higher
than the pixel signal, with the final pulse height ending up only slightly higher than the
pixel pulse height, the difference being due to trapping of electrons. The measured
surround signal faithfully follows the difference between the front and pixel signals, as
can be seen by the plot of this difference signal which falls on top of the measured curve.
In Fig. 5.9 signals due to hole transport from back to front are illustrated. In this case the
pixel signal is stronger than the front signal, and the difference measured in the surround
is negative.
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Fig. 5.8
Continuity of electron currents: measured signals on the left, simulation
on the right. The signal from an alpha particle incident on the front electrode opposite a
500 i^m pixel is sensed simultaneously in the front electrode, the pixel, and the surround.
The (+) symbols plot the mathematical subtraction of the Pixel signal from the Front
signal, which lies, as expected, right on top of the Surround signal plot.
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Fig. 5.9
Continuity of hole currents: measured signals on the left, simulation on
the right. The signal from an alpha particle incident on the 500 |im pixel electrode is
sensed simultaneously in the front electrode, the pixel, and the surround. The (+)
symbols plot the mathematical subtraction of the Pixel signal from the Front signal,
which lies, as expected, right on top of the Surround signal plot.
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CHAPTER 6
6. MAXIMUM-LIKELfflOOD RECONSTRUCTION OF ENERGY
SPECTRA
This chapter presents a post-processing technique for recovering information from a
degraded pulse-height spectrum. The original work on single-element detectors (Eskin.
1995) will be reviewed and expanded here. The spectral recovery technique should be
applicable to pixel-array detectors as well. A description is given of how the detector
models that were developed in the previous chapters could be put to use for this purpose.
Optimization of all gamma-ray detection systems invariably involves some trade-off
between detection efficiency and energy resolution. When an energy window is set as a
means of discriminating between unscattered and scattered radiation, a balance is struck.
A narrow window retains fine energy discrimination but rejects many events; a wide
window results in maximum detection efficiency while ignoring energy information.
Rather than ignoring scattered radiation, the information can be included in the
reconstruction scheme. Several methods of using spectral information in SPECT
reconstruction are reviewed in White ("1994). One technique has even been patented
(Wang, et al. 1994). The use of scattered radiation in the reconstruction does result in
improved spatial resolution in the reconstructed image, although the computational
overhead is high. If the system model used in the reconstruction includes the detection

202

processes, some of the deficits of the detector, such as poor energy resolution, can be
overcome, again at a high computational cost.
The maximum-likelihood technique presented here aims to recover the source energy
spectrum from the detected pulse-height spectrum. In an imaging system, this
information could be used, on a pixel-by-pixel basis, as input to an image reconstruction
algorithm, or a simple energy window could be set to reject scattered radiation. In either
case, the recovered energy information should result in an improved image
reconstruction. Single-element detectors will benefit from spectral recovery more than
pixel-array detectors, which have the near-field effect working in their favor. In the case
of a non-imaging detector that is used for spectroscopic purposes the source spectrum is
the only quantity of interest. In some applications, spectral recovery may allow
inexpensive, high-efficiency CdZnTe detectors to take the place of Ge detectors.
The idea of reconstructing an energy spectrum from the measured pulse-height is
completely analogous to using image processing tools to sharpen a fuzzy, twodimensional image. In this case the object being imaged is a one-dimensional
distribution of energies. The detector can be thought of as a linear system that takes as its
input a continuous distribution of energies f(£) and produces as output a distribution of
pulse-heights g(y). The system is represented by the impulse response ftmction h(£, F),
which operates on the input according to

g(n = f""^Ff(£')h(F,F).
Jo

(6.1)

This integral spans the range of energies present in the object, from 0 to

The meaning of the input and output functions f and g can be interpreted in more
than one way. The fimction f(£) represents a probability distribution, with the
differential quantity f{E)dE being the probability that a sample from this distribution, i.e.
a single gamma ray, will have energy E. The same function also represents the mean of
a random process. In fact, f(£) is sufficient to determine all the properties of this
Poisson point process, since the variance and all other moments depend only on the mean
v a l u e ( B a r r e t t a n d S w i n d e l l . 1 9 8 1 . C h . 9"). T h e o p e r a t i o n o f t h e s y s t e m f u n c t i o n h ( £ ,V )
is also open to interpretation either as a deterministic operator or a probabilistic one. As
a deterministic operator, h takes in a fimction of energy and returns a fimction of voltage.
In an actual detector, individual gamma rays are absorbed, one at a time, and ^{V\E)
represents the conditional probability that a pulse of height Fwill result, given a gamma
of energy £is being detected. In the following, we will treat all flmctions as
deterministic while we develop the technique for recovering the initial spectrum from the
measured data. Then, we will investigate the performance of the algorithm in the
presence of the Poisson noise that arises from acquiring a finite number of counts in a
fixed time period.
We will cast the problem in discrete form, which facilitates the computational steps.
The source spectrum is broken in to N energy bins, and is represented by the N x 1 vector
f. The pulse-height spectrum, such as is generated by a multi-channel analyzer, is
already discretized into the A/-chaimel data vector g. The system is characterized by the
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matrix H. An element of the matrix,

describes the mean response in pulse-height

bin g„ to a unit of radiant flux emanating from energy bin f„. The linear system of Eqn.
(6.1) is now described by the matrix equation
g = Hf.

(6.2)

A general approach to solving the inverse problem is to search for an estimated spectrum
f that gives, by some criterion, the best fit to the measured data when it is sent through

the system. That is, we want an f such that

Hf = g.

(6.3)

An alternate approach is to find some sort of pseudoinverse of H, and back-project the
measured data through it to obtain an estimated spectrum. We will adopt the former
approach, and apply the maximum likelihood criterion for finding the optimal estimate f.
The likelihood for a given estimate is the probability of the data set given that estimate,

^r=P'-(g|f)-

(6.4)

We will use the Expectation Maximization (EM) algorithm to iteratively search for the
estimate that maximizes the likelihood. This will be discussed in a following section.
But first, we will develop a model of the detection system.

6.1 Forward model of a detection system
The key to finding an accurate solution to the inverse problem of spectral recovery is
an accurate description of the forward problem, which is encoded in the H matrix.
Probably the most accurate and complete H matrix would be obtained by measuring the
response of the detector to a monoenergetic beam of radiation scanned through the
energy range of interest. A synchrotron source could provide the required timable beam
of narrow spectral bandwidth. Another tactic would be to measure the detector response
at a few energies that may be available from calibration sources. The response to
energies between the calibration points could be found by some type of interpolation
scheme. One problem with this technique is that very few gamma radiation sources are
purely monoenergetic. Not only are there usually multiple, closely spaced peaks in a
calibration source spectrum, but they often display a broad, low level continuum of
background radiation. The lack of a perfect calibration source complicates the task of
calibrating the detector response to a single energy. It might be possible to achieve an
accurate detector response function iteratively.
We choose to develop a model of the detection system as the most practical way to
produce an H matrix. Models are somewhat complex to develop and it is difficult to to
verify their accuracy, but they provide a means to explore the effect that various system
parameters have on the reconstruction process. For instance, one could see whether the
effects of poor material properties can be overcome by post-processing the pulse-height
spectrum. Most of the models we need have been developed in the previous chapters.
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We will organize them here into a comprehensive model that can be adapted to a variety
of detector geometries.
The physical phenomena involved in the detection of a gamma ray in a solid-state
detector can be grouped into five categories, as outlined in Fig. 6.1. Models for the
stages can be developed separately, then combined into the final H matrix. The first
block in Fig. 6.1 involves the random location of the first interaction point. In pixel
arrays, the signal will vary with the lateral x-y location of the interaction. When
simulating the average spectral response of a pixel, one can assume a uniform spatial
distribution of incident radiation. Interactions outside the pixel boundary can cause
signals in the pixel, both fi-om induction effects (which may drive the signal negative)
and by scattering and charge spreading. To simulate flood illumination, one must allow
radiation to fall in areas surrounding the pixel of interest, covering, for example, a 3 x 3
pixel region. The depth of interaction follows an exponential decay according to the total
absorption coefficient of the semiconductor material at the incident energy. This is built
into the Monte Carlo code for the scattering processes.
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The second stage in the detection model describes the scatter effects within the
detector volume. Principally, these are inelastic efiFects such as Compton scattering and
photoelectric absorption which result in production of electrons and photons (gamma rays
or X rays) of lower energy. Coherent scattering involves a gamma ray bouncing off in a
new direction with no energy loss. Scattering results in non-local deposition of charges.
Some electron-hole pairs end up near the origined interaction point. Some end up as far
as a few millimeters away, and some energy is carried out of the detector volume

1. Interaction Location
• x-y position
• z-depth

I

2. Particle scatter /
non-local deposition
Compton scatter
- x-ray production
' electron straggle
• carrier yield

3. Carrier motion
drift
• trapping
• dif^sion
Coulomb repulsion

I 4. Induced signals
- pixel signals
' inter-pixel effects

5. Electronic readout
- preamplifier
- pulse processing
• pulse-height analysis

Fig. 6.1
Physical effects included in the H matrix. The processing chain from
source distribution to final data format can be broken into stages suitable for analysis.
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entirely. In single-element detectors, scatter in lateral directions does not greatly affect
the final pulse height, nor does the lateral location of the original point of interaction:
only depth variations matter. In pixel arrays, the point of interaction and scatter in all
directions affect the pulse height. The Monte Carlo code for scatter simulations is
discussed in detail in Sec. 4.1
The scatter code takes as input an initial gamma ray trajectory and returns a
distribution of electron-hole pairs. For simplicity, this distribution is approximated as a
list of droplets of charges. From this initial distribution the charges drift under the
applied field, all the while diffusing, repelling each other by Coulomb forces, and being
trapped along the way. This is the third stage of the system model. The number of
carriers is sufficiently high that the clouds of charge can be treated as a continuous
distribution, at least in a first approximation. The diffusion effects are orders of
magnitude faster than the carrier drift (the thermal collision time r *is on the order of
10"'^ sec), so these may be treated as averages. All the effects are handled by the carrier
transport code discussed in Sec. 4.2, which returns a final distribution of charges, at a
time equal to the drift time for holes to traverse the entire detector. At this point all
charges will have drifted to the electrodes or will have been trapped in the bulk.
In the fourth stage, the final distribution of charge is looked up in a signal-induction
table to obtain the final pulse height corresponding to a single absorbed gamma ray. At
this point we may want to restrict the range of allowed pulse heights to non-negative
values to match the output of a multi-channel analyzer. We may also want to insert a
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large number of zero-height values to represent samples taken when no gammas are
detected. In the fifth stage the electronics noise is added. This is well-approximated by
convolving the pulse-height spectrum with a Gaussian spread function.

6.2 EM algorithm
The Expectation Maximization (EM) algorithm is an iterative procedure that
converges on a maximum-likelihood solution. The algorithm was developed specifically
for data sets sampled from a Poisson distribution ("Dempster er a/., ig??! and it has been
applied to a number of reconstruction problems in medical imaging (Shepp and Vardi.
1982). See Marcotte ri993') for an application of the algorithm to estimation of photon
flux in the Arizona modular SPECT camera system.
The EM algorithm has several qualities that make it attractive for the task of
spectrum restoration. One such property is positivity. If the initial estimate is positive,
all subsequent estimates will remain non-negative. This would seem to be an obvious
requirement if one is estimating an inherently positive quantity such as photon flux, but
many other methods, both linear and nonlinear, result in negative values that must be
dealt with by truncation or regularization. Another trait of the EM algorithm is the fact
that zero values in the estimate remain zero. If some parts of the spectrum are known to
be zero (e.g. energies far above the primary gamma ray energy), the initial estimate can
be set to zero at those locations and the value will never change. Values might also be
forced to zero by the algorithm, after which they will also never change. Another useful
feature is smoothness of the estimates. The initial estimate is typically set to a uniform
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field. As the algorithm progresses, it tends to change the low-resolution features first,
then move to higher spatial frequencies as iteration number increases (Wilson. 1994V
These features of the EM algorithm provide a means to leverage some a priori
knowledge about the system being reconstructed. It is important to be able to introduce
some bias toward smoothness in the estimate because, in fact, we do not really want a
true maximum likelihood reconstruction. If left to work for a high number of iterations,
the estimated solution will move closer and closer to the maximum-likelihood solution,
but this solution may look nothing like the original object spectrum. The algorithm keeps
on modifying the solution, attempting to force agreement with the data. If the data are
noisy - and real data always have noise - the algorithm will introduce spurious features
to the estimate in an attempt to find a solution that agrees with the noisy data. In fact, the
algorithm tends to seek out the "simplest" solution that agrees with the data. In this case,
"simplest" means an object vector having the largest number of zero-count bins. The
effect is to concentrate counts in a few bins, giving a spiky appearance to the
reconstruction. A major problem of the EM algorithm is the lack of a clear rule for
stopping the iteration process. Much work has been done on the issue of stopping rules
for the EM algorithm (Llacer and Veklerov. 19891. The noise properties of the algorithm
have been worked out (Barrett g/a/.. 1994. Wilson e/a/.. 19941. and it is possible to
calculate the full distribution of noise in the estimate at any given iteration number. Still,
no broadly applicable stopping rule exists, and most workers simply stop the algorithm
when the solution "looks good." This stopping point will be a compromise between the
goals of high resolution and low noise in the image.
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Derivation of the EM algorithm proceeds in a straightforward way from the goal of
maximizing the likelihood of a Poisson random process. We start with a given data set g,
and we want to compute the likelihood of a certain object estimate f. This likelihood is
the probability of the data, given the object estimate, as in Eqn.(6.4). The data vector g is
a histogram of pulse heights, recorded over a preset time interval. Each pulse is the result
of detection of an individual gamma photon. This is a case of binomial selection from a
Poisson random process, which will itself be Poisson distributed if the whole acquisition
is done for a preset time period, rather than for a fixed number of total counts (Barrett and
Swindell. 198 H. Any bin in the pulse-height histogram will be a svmi of independent
events and will also be Poisson distributed. The mean value of g will be denoted as g.
This is the data vector arising from a noise-free object f. One element of g is

(6.5)

When a data set is taken, the resulting data vector g will be a sample from a Poisson
random process with mean g. The probability of one element g„ will be given by

rr

Prte.|f) = ^

(6.6)

Sm '

The

are independent of each other, so the full probability on g is the product of all

M individual probabilities,
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««0

(6.7)

Sm

We will find it easier to work with the logarithm of the likelihood, /(f) = log(/?r(gjf)),
which will reach its maximum value at the same object vector f as the likelihood will.
The log likelihood is then.

'(f) =

0-

(6.8)

msO
M-l

The dependence on f is in the noise-free data elements g„~^
ffi=0

^

maximum by taking the derivative with respect to a typical element of the object vector,
fi^, and setting it equal to zero.
ffi-i
' ( f ) = £ Zm
a/*
m=0 s„ ¥k

m=0

^fk

(6.9)

m-l

=x

dg„ + 0

Sm

= 0.

N-\

n=0
M-l

We now factor out a normalization quantity
number of counts from element
note that H„i^ = Hi,, yielding

^
m=0

, which represents the total

which end up in any of the data bins {g„ }. We also
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M-l
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-1 = 0.

S-\

(6.10)

m=0

/f=0
We add one to both sides and multiply by

/-

to give
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(6.11)

k m=0

n=0
This expression can be turned into an iterative relation by putting the latest estimate,
on the left and the previous estimate,

, on the right.

X/)
St /n=0
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km N-l
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(6.12)

rr=0

Eqn. (6.12) gives the EM algorithm to calculate a single element of the estimate
The corresponding element of the previous estimate,

is multiplied by a

correction factor which depends on the data and all elements of the previous estimate.
The summation in the denominator is the forward projection of the previous estimate.
M-l
om

n=0

mnJn

(6.13)

The algorithm works by taking the ratio, element-by-element, of the given data g and the
latest projection of the estimate

The resulting vector of correction terms is

backprojected via the summation over H^, resulting in a correction vector in object
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space. After scaling by 5"^ the correction factor is multiplied by

to produce the

updated estimate. This procedure is repeated for each of the K terms in

The whole

operation can be represented in vector form with the understanding that the multiplication
and division operations are to be done element-by-element.

(6.14)

The dots surrounding the fractions above serve as reminders of the element-by-element
operations. The normalization vector s is the set of scaling factors {5^}.

6.3 Reconstruction of single-element spectra
6.3.1 Single-element model
It is considerably simpler to model a single-element detector than a pixel in a multi
element array. For one, the pulse height does not vary with lateral position of the
charges, and the lateral detector dimensions are typically large enough (on the order of a
few millimeters) that escape of energy through the sides can be ignored. Scatter in the
vertical direction will affect the pulse height somewhat, and escape of x-ray energy is
clearly visible in measured pulse-height spectra. Nevertheless, we will ignore scatter in
this demonstration of spectral reconstruction. The elimination of the highly random
scattering phenomena removes the need for Monte Carlo sampling to generate the
modeled pulse-height spectra. Noise-free pulse-height spectra can be generated from a
plot of pulse-height vs. interaction depth, which follows the Hecht relation (Gerrish.
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1995"). and the known distribution of interaction depths, which follows Beer's law. The
Hecht formula for pulse height, in volts, as a function of energy E and interaction depth
z is

(6.15)

where

is the electron drift length,

is the hole drift length, and L is

the detector thickness. Note that the pulse height scales linearly with the gamma-ray
energy E. The scaling factors are e, the electron charge,
feedback capacitor in the charge-sensitive preamplifier, and

the capacitance of the
T}, the

average energy

required to produce one electron-hole pair (ehp), which is taken to be 4.43 eV/ehp for
CdZnTe. In practice we will calculate only a relative pulse height and scale the result as
needed to match measured data. The Hecht formula is plotted for a few representative
energies in Fig. 6.3(b), using the detector parameters Z = 0.3cm, S = 1000 V / cm,
= 2.3cm, and

= 0.018cm.

Interaction depth

The probability of a photoelectric interaction at a given location z, within a range
dz, is

?T2(z\E) = apJ,E)e

(6.16)
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where oCp^iE) and a-^Q^-iE) are the photoelectric and total attenuation coefficients,
respectively. Radiation is assumed to be incident on the cathode side of the detector, at
z = L. The absorption coefficients are plotted in Fig. 6.2(a) for Cdo.9Zno.1Te material
(90% CdTe, 10% ZnTe) having a density of 5.8 g/cm^. These curves were generated by
the PhotCoef (1993) program. In Fig. 6.2(b) the mean interaction depth is plotted for the
same material. The cumulative probability of a photoelectric interaction is plotted in Fig
6.3(a) for five representative gamma-ray energies. It is interesting to note that for the
3mm detector used in this study, only 55% of incident 140 keV gamma rays result in
photoelectric interactions. For the 1.5 mm slabs used in the imaging arrays, only 35% are
detected. In Fig. 6.3(b) the curves of pulse height vs. interaction depth (from
Eqn.(6.15)) are plotted for the same five energies.
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signal from a 140 keV gamma ray.
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Pulse-height spectrum

Simulated pulse-height spectra can be generated from the known distribution of
interaction depths and the model of pulse height as a function of interaction depth. A
pulse-height spectrum is a distribution of pulse heights, which can be found from the
distribution of interaction depths, Eqn.(6.16), by a transformation of random variables
such as is outlined in Frieden (1991). Chap. 5. The probability of pulses falling in a small
range of pulse heights is equal to the probability that these pulses came from a
corresponding range of interaction depths,
pryiV\E)dV = pr.(z\E)ct.

(6.17)

One bin of the pulse-height spectrum represents an integral over a small range of pulseheights, or the equivalent range of interaction depths,

PT {V,\E) = f'"pr,(V\E)dV

= j^'prME)dz

(6.18)

_ OCpE^E) I -arorig)j,.| _--aror'fi;,I
CCroAEY
'•

The process of generating a pulse-height spectrum from the constituent curves is
illustrated graphically in Fig. 6.4. The plot of pulse height vs. interaction depth covers
the bottom plane of the three-dimensional rendering. This plot shares the z-axis with the
plot of the probability of interaction depth and the V-axis (relative pulse height) with the
pulse-height spectrum. The guide lines associated with a typical bin in the pulse-height
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spectrum demonstrate how a bin value is calculated. One bin value is generated by
integrating the

(z) curve over the width of the bin, and scaling by the probability of

the associated interaction depth. Special care is required in the implementation of this
procedure to ensure accuracy of the result, particularly in the highest energy regions
where the P^(z) curve rounds over. A bin region spanning a pulse-height range of AF
might intersect the

curve twice, or might contain the peak value of the curve.

Some representative spectra are shown in Fig. 6.5(a).

L

Graphical depiction of generation of a pulse-height spectrum.

221

. . T - —1

C

o

?

T-

r

- • -

-

T

'

1

.

0.6

Z3

0.4

o
8e 0.2

2

•c
0.0
d)
Q.
C/3

1

.

J
_l
50

J\ ^
.

J

_ .

100

'
1

_

150

.

1
200

Bin nunber

(a)

Bin number

(b)
c
o

o

8e
•av
.y
b

z

Bin nunber

Fig. 6.5
Columns of the H matrix: spectral response fimctions. (a) Pulse-height
spectra due to incident radiation at 40, 65,90, 115, and 140 keV. The area under the
curves represents the fi-action of incident radiation that is detected, (b) The same spectra
renormalized to the peak value, (c) The same spectra after convolution with a Gaussian
noise profile of approximately 5 keV FWHM.
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Gaussian broadening

Three sources of randomness that broaden an observed spectrum are electronics
noise, noise from dark current, and variation in the number of generated carriers. The
latter effect is quantified by the Fano factor, which is the ratio of the true variance in
number of carriers to the variance of completely uncorrected particles. The photons
generated in a scintillator, for example, are independent of each other, and hence Poisson
distributed, with the variance equal to the mean, o], = N. The charge carriers produced
as the result of a photoelectric interaction in CdZnTe and the subsequent chain of scatter
and ionization events are highly correlated. The variance in number of carriers is
CTj =NF. Most estimates of F for CdZnTe lie in the range of 0.05 to 0.1. On its own,
a Fano factor of 0.1 would result in a noise ranging from 156 eV (FWHM) for a 10 keV
gamma ray to 585 eV for a 140 keV gamma ray. When added in quadrature with
electronics noise and the shot noise from the dark current, which for the system being
simulated are on the order of 5 keV, the Fano contribution is insignificant and need not
be included in the model.
The electronics noise from the preamplifier and spectroscopy amplifier is largely
Johnson noise, which follows the normal distribution. The dark current, or leakage
current in the detector is a shot noise, which is well-approximated by a normal
distribution. These major noise sources are independent of gamma-ray energy, yet the
observed spectra seem to be broader at higher energies, as measxired by the upper half
width above the photopeak. This can be explained by the asymmetric shape of the
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underlying pulse-height spectrum. At any energy the upper edge of the pulse-height
spectrum drops off sharply, but the trapping tail below the photopeak varies greatly with
energy. As can be seen in Fig. 6.5(b), low-energy spectra look like a narrow, nearly
symmetrical pulses. Convolution with a Gaussian noise profile as in Fig. 6.5(c) yields a
curve only a little wider than the noise alone. For the higher energy spectra, the
convolution operation spreads energy from the trapping tail into the upper edge, resulting
in a broader peak.
In Fig. 6.6, simulated noise-free spectra were convolved with a Gaussian of 4.9 keV
half width. The apparent energy resolution, given as twice the width of the upper half at
half-maximum (UHWHM) is plotted. A few resolution measurements extracted from
calibration sources are plotted for comparison. The constant noise model does result in a
broadening with energy, generally following the measured trend, though not very closely.
Another effect of the asynunetrical shape, which can be seen in Fig 6.5 is that the
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Fig. 6.6
Measured and simulated energy resolution. Measured spectral widths,
presented as twice the UHWHM are plotted as points. The dashed line represents an
assumed constant electronics noise of 4.9 keV. The solid curve shows the width of the
simulated spectra (twice the UHWHM) after convolution with the 4.9 keV Gaussian.
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position of the peak shifts to lower energies when smoothed with a Gaussian. This shift
amounts to about 1 keV at 140 keV, inducing a slight nonlinearity in energy response for
CdZnTe. Since the model reflects this shift, the spectral reconstruction algorithm
properly puts the energy back in the right place.
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In Fig. 6.7 the simulated 140.5 keV spectrum is compared with a measured spectrum
from Tc-99m. A noise width of 4 keV was found to give a good match to the measured
spectrum. The curves match well in the higher energy portion, but diverge somewhat
within the trapping tail region. Features in the measured spectrum can explain part of this
discrepancy. An x-ray escape peak is visible in the 115 keV region as well as a Compton
backscatter peak around 90 keV. Tc-99m also gives off a 19 keV gamma ray which
shows up at the bottom of the spectrum.
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Fig. 6.7
Comparison of model to measured spectrum from Tc-99m. The modeled
spectrum was convolved with Gaussian noise of 4 keV FWHM. The lack of a match in
the lower-energy tail is partly due to x-ray escape and scatter exterior to the detector.
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Fig. 6.8
EM reconstruction from a high-count spectrum, (a) Reference spectrum
from a Ge detector, (b) Measured data from the CdZnTe detector, (c) Reconstructed
spectrum.
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6.3.2 Reconstruction task
The source spectrum chosen for a demonstration of the reconstruction task came
from a Tc-99m source blocked by a I nmi-thick lead sheet The thin lead sheet passed
most of the original 140.5 keV gamma rays but generated some Pb x-ray lines which
served as fine spectral features to be recovered. A germanium detector was used as a
reference detector. In Fig. 6.8(a) the test spectrum as measured by the Ge detector is
shown. The spectrum has been corrected for the differential absorption of Ge with
energy. The inset graph shows the central energy range at a 10 x scale. Two Ka peaks at
72.8 and 75 keV and two Kp peaks at 84.9 and 87.3 keV are clearly visible. A continuum
of Compton scattered radiation, peaking at 90 keV underlies the x-ray peaks.
The response of the CdZnTe detector to the same source is shown in Fig. 6.8(b). The
increased absorption probability at low energies and the trapping tail result in a strong
response to the relatively small x-ray lines. This spectrum serves as the g vector for the
EM algorithm. There are 7.5 million counts in the data vector, distributed over 281 bins,
which span a range of estimated energy from 10 to 150 keV in 0.5 keV steps. The dataspace scale was set so that the photopeak in the measured spectrum matched the 140.5
keV peak in the H matrix.

6.3.3 Results of reconstructions
The EM algorithm was run using as an initial estimate a uniform field with the same
total number of counts as the data vector. Fig 6.8(c) shows the reconstructed spectrum
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after 1000 iterations of the EM algorithm. The main 140.5 keV peak has been recovered
and the huge trapping tail eliminated. The Pb Ka and Kp peaks were recovered in
approximately the right proportions, but the fine splitting between the sub-peaks was lost.
There are a total of 11.5 million counts in the reconstructed spectrum, reflecting the
correction for absorption probability which is built into the H matrix. An x-ray escape
peak shows up in the reconstructed spectrum because scatter effects were not included in
the H matrix. One common artifact of EM reconstructions is the edge effect, wherein the
border regions are pushed artificially high to account for parts of the object that may be
outside the region being modeled. This effect shows clearly in the first and last few bins
of Fig. 6.8(c).
Although the EM algorithm performs well on low-noise, high-count data, a real test
of its usefulness is to give it a high-noise, low-count spectrum to reconstruct. Fig. 6.9
follows the same sequence as Fig. 6.8, but with the measured spectra having an average
of 9 counts per bin. The EM algorithm was stopped after 700 iterations, after which the
noise amplification became severe. The algorithm was able to recover the principal
photopeak, but could not distinguish the Pb x-ray peaks from the noise. The spiky nature
of the EM reconstruction process is evident in Fig. 6.9(c) where the algorithm has settled
on a series of spikes that give the best fit to the noisy data.
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Fig. 6.9
EM reconstruction from a low-count spectrum, (a) Reference spectrum
from a Ge detector, (b) Measured data from the CdZnTe detector, having an average of 9
counts per bin. (c) Reconstructed spectrum.
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Noise performance

The theoretical analysis of noise in the EM algorithm by Barrett et al. (1994) predicts
that the variance in the reconstructed image scales approximately proportionately to the
mean value at each point. The actual amount of this Poisson-Iike noise depends in a
complex way on the form of the object vector and increases with iteration number. A
simulation was carried out to observe the magnitude of the noise in the reconstructed
spectrum. A set of 100 noisy spectra were generated from the high-count spectrum of
Fig. 6.8(b), which was scaled down to an average of 10 counts per bin. Each bin of a
simulated low-count spectrum was constructed by sampling from a Poisson distribution
with the mean value determined by the master spectrum. The 100 sample spectra were
run through the EM algorithm, stopping after 50 iterations. The mean and standard
deviation of each point in the reconstruction were calculated. The results are shown in
Fig. 6.10(a). In the figure, the central line represents the mean, the light gray region
delineates the Poisson standard deviation,

and the darker gray region the measured

standard deviation. For this 50-iteration reconstruction, the noise penalty is barely above
the Poisson value. Note that the shaded areas in the plot demonstrate a ±cr region on
either side of the mean. The actual form of the distribution is expected to be log normal,
not normal, which is not symmetrical with respect to the mean.
Fig. 6.10(b) shows the results of the same experiment, run to 300 iterations of the
EM algorithm. The peaks are sharper, and the noise is greater. The mean value of the
reconstructions is approaching the reconstruction of the high-count spectrum from Fig.
6.8(c). Recall that this is the average of reconstructions from data having only 10 counts
I

I
I

per bin The EM algorithm appears to be working as an unbiased estimator. The noise
penalty incurred by running the algorithm to a large number of iterations appears to be
worse for the low-count regions of the reconstructed spectrum than for the peaks. These
are the regions that show up as isolated spikes, as in Fig. 6.9(c).
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Fig. 6.10
Variance in estimate, (a) Mean and standard deviation of 100 estimates
from high-count data, (b) Mean and standard deviation from 100 estimates from lowcount data. The light gray area shows the expected noise due to Poisson statistics. The
dark gray areas show the actual ensemble noise at each point in the reconstruction.
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CHAPTER 7
7. SUMMARY AND CONCLUSIONS
All of the work presented in this dissertation is aimed at either improving our
understanding of gamma-ray detectors or facilitating their use in imaging systems. The
insights gained from analyzing the factors that affect the signal quality, particularly the
near-field effect, should prove useful for future designers of radiation imaging devices.
The software tools developed for simulating all aspects of the detection process: scatter,
charge spreading, and signal generation, are readily adaptable to model a number of
detection systems. Even the readout systems, which were built only to obtain data for
proof-of-principle imaging systems, have proven useful as tools to observe the physics of
the detection process. The Mux64 readout system has also been copied by another
research group to perform data collection for their imaging devices. Finally, the
technique of reconstructing pulse-height spectra may prove to be a way to obtain
excellent spectroscopic performance out of inexpensive detectors.
In the followong, the main points of the research contained in this document will be
summarized, and the equally numerous unanswered questions will be mentioned as
suggestions for future work.
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7.1 Readout systems
Two readout systems were bxiilt to process signals from two generations of imager:
the Mux48 for the 48x48 array running at 500 kHz, and the Mux64 for a cluster of four
64x64-pixel imagers running at 4 MHz. The most distinguishing feature of the readout
systems is the capability of gathering pulse-height spectra for every pixel in the array.
For the 64x64 system, which handles four imagers, this is the equivalent of 16,384 pulseheight analyzers. The Mux64 system uses digital signal processors to handle the bulk of
the data-acquisition tasks, including offset and gain correction, pulse-height
histogramming, and image generation. The processors are also capable of more complex
tasks such as summing signals from neighboring pixels. A flexible, extensible set of
software tools will allow rapid modifications to this system to accommodate the changing
needs of the research program.

7.2 Detector modeling
The traditional analysis of signal generation in semiconductor detectors is based on
the concept that charges moving in the detector volume induce currents proportional to
the distance of their travel. This model leads to the Hecht relation, which accurately
predicts the behavior of single-element detectors, but fails for array detectors, in which
there are multiple paths the current can take. The induction model for multi-element
detectors that was developed in Chap. 3 leads to the near-field concept: signals are

f
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induced in an electrode only when charge carriers are moving within a roughly
hemispherical region of the same size as the electrode.
The near-field effect explains the phenomenon of faster rise times for smaller pixel
sizes, as well as the occurrence of negative signals in surrounding pixel electrodes. It
explains why pulse-height spectra improve for smaller pixels, as long as the pixel
electrode is biased positive with respect to the opposite plane. In this configuration it is
mostly electrons that move within the near field of the pixel and which give a strong
signal because they are not subject to much trapping. The fact that holes are subject to
trapping matters little because they are moving away from the near field and contribute
little to the total signal. These effects are confirmed experimentally in Chap. 5.
The induction model alone cannot account for the pulse-height spectrum of small
pixels, because some charge carriers are deposited outside of the pixel boundaries due to
scatter processes in the detector, primarily Compton scatter and the x-rays generated in
photoelectric interactions. Charge carriers are also spread out from their point of origin
due to diffusion and Coulomb repulsion. The scatter models developed in Chap. 4 allow
the simulation of these effects, enabling more accurate modeling of the pulse-height
spectra.

7.3 Reconstruction of spectra
We do not need to be satisfied with poor pulse-height spectra. In principle, any
aspects of the detection process that degrade the energy resolution, such as carrier

!
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trapping and charge spreading, can be reversed by post processing if such effects can be
accurately modeled or measured. In Chap. 6 we applied maximum likelihood techniques
that are commonly used to reconstruct two or three-dimensional images to reconstruction
of the one-dimensional energy spectrum. The expectation-maximization algorithm
performed well for this task if given reasonably high-count pulse-height spectra to work
with.

7.4 Future work
7.4.1 Readout systems
The cost of readout electronics will be a significant component in the overall cost of
a full-size, semiconductor-based SPECT system. Hundreds of small imagers will be
operated simultaneously, with the total pixel count bordering on one million. The next
generation of readout IC will incorporate more on-chip processing, with "sparse" readout
of only those pixels with ganuna ray hits along with their neighbors. The readout chips
will be addressable so that one external processor can gather data from several imagers.
Histogram memory can also be shared among imagers. Once the windows are set for an
imager, only occasional corrections to the offsets need be applied to compensate for
thermal drifts. The data-processing needs of such a system are large, but are well within
the capability of current signal-processing technology. In the coming years it is likely
that the cost of the electronics will fall more rapidly than the cost of the CdZnTe material,
which is by far the most expensive component in the system.
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7.4.2 Detector modeling
The combination of scatter and induction models is still not able to explain some
observed effects in CdZnTe arrays. In some devices charges seem to spread much farther
than expected. There are also some unexplained time-domain effects, namely the slow
rise times of hole signals. Some of the assiraiptions and approximations used in the
model may turn out to be invalid, such as the carrier velocity being proportional to the
applied field, or neglecting the possibility of carrier detrapping. The infinite lateral
boundary conditions that were assimied should be replaced with a realistic model of the
dielectric-air interface at the detector edge.

7.4.3 Spectral reconstruction
The feasibility of spectral recovery has been shown, but improvements are needed
before this technique will be useful for real applications. The reconstruction technique
may produce dramatically improved spectra, but the results must be quantitatively
accurate to be of use to spectroscopists. It will be very hard to guarantee quantitative
results firom this nonlinear technique. The iterative EM algorithm is somewhat timeconsuming, and the issue of stopping rules is not resolved. A linear, non-iterative
reconstruction technique would be much faster, but would be prone to artifacts such as
negative values. If the technique were applied to pixels in an array, some of the effects of
charge spreading would be accounted for, but a much better estimate of the original
signal would come from including the signals from neighboring pixels in the estimation
scheme.
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