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ABSTRACT 

Some scarce resources, like a factory production line, produce a steady but fixed 

flow of goods or services. The difficulties common to their efficient use are exemplified 

by the problem of scheduling a single machine. Scheduling even a single machine is NP-

hard—nonetheless, simulated bidders and human bidders can achieve 80 to 99 percent 

efficiency in a market for scheduling. These success rates are higher than heuristic 

algorithms currently in use. A market for scheduling provides an incentive to accurately 

report valuations. 

Combining operations research and experimental economics, this study presents 

and tests a prototype for a continuous time, combinatorial market for scheduling. This 

study reveals that real-time combinatorial markets are possible with off-the-shelf 

technology. In addition, such markets could be implemented to more efficiently solve 

problems of personnel and resource scheduling. 



1. INTRODUCTION 

Both economics and operations research provide incomplete approaches to the 

scheduling problem and similar computationally hard problems. Markets can put prices 

on hard-to-price goods and services in real time. Operations research can solve amazingly 

complex allocation problems that a few years ago were thought beyond solution. Together 

they can exceed the sum of their parts. 

These two approaches are integrated here to produce a "smart market"—a market 

combined with an optimization. The smart market for scheduling is then tested using 

simulated bidders and human bidders. Simulation provides a cheap way to test thousands 

of market mechanisms and strategies quickly. 

Simulation, however, can neither anticipate all strategies used nor the prevalence 

of the strategies used by human bidders. Experimental economics uses human laboratory 

experiments to more realistically test the smart market for scheduling. Human subjects 

are better able to approximate the human participants in markets than computer 

simulation. Controlled laboratory experiments also allow bidder valuations and outcomes 

such as economic profit and efficiency to be computed. 

Even a simple market for scheduling without any optimization can effectively 

solve scheduling problems with 80 to 99 percent efficiency. This success rate is better 

than the heuristic scheduling algorithms now in use. While fine tuning is necessary for 

smart markets to achieve better efficiencies, the mandate for change is clear. 



II 

The combination of markets, optimization, and experimental economics comes at 

a time when the technology is becoming mature enough to implement the resulting sman 

markets quickly and cheaply. Revolutions in computing, programming, and 

communications are occurring together to enable a smart market revolution. Before we 

can put all the pieces together, however, we need to look at each in turn. 

Markets provide a precise measure of obvious tradeoffs. The US Treasury is 

implemendng a market for inflation-indexed bonds with a primary stated goal of 

providing the Federal Reserve with a timely, accurate measure of the expectation of 

inflation.' While sufficient for predicting inflation, a market without a linked 

optimization has difficulty making the optimal allocation in markets for some goods. 

Adam Smith talked about the effect of market prices guiding workers, customers, and 

suppliers to buy and sell the right goods and services. The nature of many problems faced 

by operations researchers is that simply crossing supply and demand frequently falls short 

of optimaUty. One such market is the market for scheduling, but many other applications 

of the research are explored here. By nature, a market price is an isolated linear solution 

to an allocation problem. When goods have value in combination, the resulting 

"combinatorial" problems cannot always be solved adequately in a simple market. 

Contacts can be written with complicated pricing arrangements, but bilateral negotiation 

is a primitive allocation mechanism." 

' J. R. Wilke, "Treasury Plans to Sell Inflation-Indexed Bonds," The Wall Street Journal, 
May 16, 1996. 
" A. Smith, The Wealth of Nations, 1776. 



Operations research gives another approach to solving the scheduling problem. 

Operations research has made great strides over the last 50 years. Computational power is 

now capable of solving large allocation problems in ever briefer times. Large scheduling 

problems involving tens of thousands of variables are routinely solved in minutes. 

Mathematical and computational ability has advanced far and fast, but no 

corresponding advances have been noted in the ability to explain models. This gulf 

between the modelers and decision makers leads to incorrect objecuves being optimized. 

Huge data warehouses exist, but the use of the data is limited because of poor reporting 

incentives. Proxies for profit and measures only loosely related to efficiency are being 

maximized. Minimizing cost, labor time, or call abandonment frequency is not the same 

as maximizing profit, but nearly the entire review of operations research literature in the 

APPLICATIONS OF RESEARCH section is devoted to optimizations of this type. Two 

examples are examined in detail that show how integrating a market with an optimization 

can correct these concerns. 

Smart markets can take the bids and offers in a market (or multiple markets) and 

use them as input for a computerized optimization. (Some markets of this type already 

exist and are surveyed in the LITERATURE REVIEW.) The resulting allocation and prices in 

smart markets depend in a complicated way on all the other bids and offers. A distinct 

market price that depends on all characteristics of each bid and offer may exist for each 

buyer and seller in such a market. In addition, market incentives come to bear on the 

problem of aggregating information. If participants have to bid something of value, then 

they will more accurately report their willingness to pay. When this bid data becomes 



available for the first time, it has many further uses after the market allocation is 

complete. 

The economic efficiencies introduced by a smart market allocation should not be 

belittled. The feats of technology in the solving of huge mathematical programming 

problems are amazing in their own right. The potential savings from these innovations 

can be very large. A modest optimization effort to streamline shipping on the Suez had 

estimated savings of S11.5 billion in construction costs. The average wait time to travel 

the canal would increase by 12 hours. This increase is regarded as unacceptable by some 

ship captains, according to the Suez Canal Authority.^ 

A smart market could do even better. A smart market could be implemented using 

low-bandwidth communication systems available to arriving captains. The market could 

cut wait times for time-sensitive cargoes and still enable the existing infrastructure to 

handle the anticipated load. The captains' bids can also be analyzed to determine the cost-

effectiveness of expensive canal construction. 

Cost and tradeoff identification are a huge benefit in and of themselves. 

Sometimes the restrictions that are intuitively the least onerous end up costing much more 

than anticipated. Using operations research techniques, some counterintuitive tradeoffs 

^ J. D. Griffiths, "Queueing at the Suez Canal," Journal of the Operational Research 
Society, 1995, p. 1303. 



can be identified; an exam scheduling optimization program identified a tradeoff between 

postage and exam seating/ 

Even if the tradeoffs are never explicitly identified and remain hidden after the 

auction, the implicit tradeoffs provided by accepted and rejected bids allow a smart 

market to "decentralize the economizing." It is essential that bidders be able to assess 

local tradeoffs by entering several trial bids (in other words, sensitivity analysis). Since 

the prices may have to be different for different departments based on priority of usage, 

coincidence of usage with peak usage, volume of usage, and other non-uniform factors, 

instead of an invisible hand guiding workers to the appropriate usage decisions, invisible 

Angers will encourage each bidder with the appropriate force.^ 

The savings from operations research alone are enormous. Cost cutting continues 

apace with improvements in computational power and methodology. Smart markets also 

offer a tremendous potential to identify hidden tradeoffs and generate wealth if we look at 

these problems in the new ways used in this research. 

RESEARCH OBJECTIVES AND ORGANIZATION 

This project demonstrates the feasibility of building a real-time combinatorial 

auction using off-the-shelf technology. Incremental improvements are made in the area of 

algorithm design and market design. Issues are addressed for the first time regarding 

^ M. W. Carter, G. Laporte, and J. W. Chinneck, "A General Examination Scheduling 
System," Interfaces, May-June 1994, p. 117. 



dynamic allocation. Simulations and experiments are performed to explore institutional 

design questions. 

Chapter 1 provides an introduction to the economics and operations research 

literature in this area and a specific introduction to the scheduling problem. Two example 

research applications are considered: a real-time software license market and a market for 

scheduling hospital personnel. The technology of smart market building is discussed as is 

its potential to achieve more than markets or smarts could achieve separately. 

Chapter 2 focuses on the details of a smart market simulation. These details 

include: test sample consuiiction, the nature of the allocation rules being tested, the 

adjustment rules, and the pricing rules. The simulation design is explored and the results 

reported. 

Chapter 3 describes the theory and methodology of the laboratory experiment. The 

experimental design—including technical issues such as the visual interface, the pace of 

the experiment, and the size of subject payments—is discussed. Finally, the chapter 

contains the regression results and conclusions. 

LITERATURE REVIEW 

There are three relevant areas of the academic literature to explore. One area is 

"real-time pricing"—changing prices as opposed to a constant price that does not vary 

with time. A second area, is dynamic allocation in the face of incomplete information 

^ R. M. Miller, "Smart market mechanisms: From practice to theory," Journal of 
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including priority pricing. A third area is combinatorial auctions. First consider the 

literature of real-time pricing. 

Real-time pricing can solve chronic allocation problenis. The following quote 

accurately describes the situation in the summer of 1996 in Queens, New York, but was 

written by William Vickrey with regard to the summer of 1970: 

[If a real-rime power market had been available] during die current power 
shortage, instead of allowing the voltage to sag, and thereby exacerbating the 
problem by having a great deal of equipment rurming at reduced effidenc}' 
and thus wasting a considerable part of the reduced supply, application of a 
well-publicized emergency' rate might well have discouraged sufficient use to 
permit the voltage to be maintained at a more nearly normal level so that 
what usage did remain would be at normal efficiency.'' 

In 1970, the technology existed to implement different electricity rates in real time. 

Vickrey's prophesy of real-time electricity prices will not come to pass, however, until at 

least 1998, when competition may spur innovation. In his 1971 conceptual paper, Vickrey 

also considered the practice of updating prices for specific airplane flights based on actual 

demand. (In 1996, some airlines began auctioning empty seats.) He also considered real

time pricing of telephone calls.' 

In 1982. Roger Bohn et al contributed an early theoretical work on real-time 

pricing, drawing inspiration from control theory. The operations research literature 

contains other efforts (see APPUCATIONS OF RESEARCH). This work is now bearing fruit. 

Economic Dynamics and Control, 1996, pp. 967-978. 
^ W. Vickrey, "Responsive pricing of public utility services," Bell Journal of Economics 
and Management Science, 1971, p. 344. 
' A. Bryant, "Cheap Airline Tickets? Check the Internet," The New York Times, May 13, 
1996. 



but there is a crisis of imagination in this area. Real-time pricing in electricity currently 

means one price per hour. The computational capability of technology has outstripped the 

ability of researchers in this area to "blue sky" and conceive of a market with finer time 

resolution such as minutes or seconds (see SKYROCKETING TECHNOLOGY V.\LUE).^ 

There are few examples in the experimental economics literature of auctions that 

occur continuously. Trades occur in 30 or at most 60 rounds during a one-hour 

experiment. In double auction experiments, there are perhaps several hundred trades over 

the course of an experiment. While the market is open, bids remain in the market and are 

only matched as new bids come in. An example of a continuously open auction was 

conducted by Stephen Rassenti, Stanley Reynolds, and Vernon Smith in 1996.^ Another 

example of a market for flows was looked at by Pratt, Milner, and Reilly in 1990.'° 

A second relevant area of the literature is the market for priority. An experimental 

study by Charles Noussair and David Porter looks at a static market with nine possible 

states of the world as outcomes. Two methods are used to allocate priority. The first is 

proportional rationing. If stochastic supply is low, demanders are allocated remaining 

units proportionally, depending on how many units each are allocated in the auction prior 

^ R. E. Bohn, M. C. Caramanis, and F. C. Schweppe, "Optimal pricing in electrical 
networks over space and time," RAND Journal of Economics, Autumn 1984, pp. 360-
376. 
' S. Reynolds, S. Rassenti, and V. L. Smith, University of Arizona 1996 working paper. 

E. L. Milner, M. D. Pratt and R. J. Reilly, "Contestability in real-time experimental 
flow markets," RAND Journal of Economics, Winter 1990, pp. 584-599. 
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to the realization of the supply level. The other method they consider is priority service; if 

supply is low, low bidders get nothing and high bidders continue to receive all units.'' 

Different priorities of service are becoming technically feasible for the Internet 

(including voice and video traffic) with the advent of the Asynchronous Transfer Mode 

(ATM) standard. As service slows to a crawl on the Internet because of flat-rate pricing 

and exponential growth, priority service can carry a high price tag. Partially in response to 

the popularity of the Internet, network pricing theory has taken off.'" 

The final relevant area of the literature concerns combinatorial auctions. To date, 

there are few experiments that attempt to solve difficult combinatorial problems at all and 

none in real time. Very few commercial systems exist for combinatorial auctions.'^ There 

were some early auction experiments in 1982 by Rassenti, Smith, and R. L. Bulfin to 

allocate airport takeoff and landing slots.'"* The New Zealand government auctioned off 

timber rights based on the rules used for this auction.'^ There are also some other auctions 

in the works. Most involve one round of bids per day or at most a round every 3 to 15 

minutes. Backerman, Rassenti, and Smith have an auction experiment of a simulated 

'' C. Noussair and D. Porter, "Allocating priority with auctions. An experimental 
analysis," yowma/ of Economic Behavior and Organization, 1992, pp. 169-195. 
'" B. M. Mitchell and I. Vogelsang, Telecommunications Pricing, Theory and Practice, 
1991 g(ives a good survey of early work in the area); H. Varian, "The Information 
Economy," http://www.sims.berkeley.edu/resources/infoecon. May 23, 1996 (a good 
starting point for today's issues). 

There is a daily auction for pollution permits in Southern California. (David Porter, 
California Institute of Technology 1996 working paper.) 

S. J. Rassenti, V. L. Smith, and R. L. Bulfin, "A combinatorial auction mechanism for 
airport time slot allocation," Bell Journal of Economics, 1982, pp. 402-417. 

http://www.sims.berkeley.edu/resources/infoecon
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simple electric power network that has a real-time tatonnement process for discrete 

bidding rounds of several minutes each.'^ Other experiments using combinatorial 

auctions are severely limited in their applications. There is a train scheduling experiment 

that limits potential bids to a small list of schedules.'^ 

In addition to the economics literature, the operations research literature was 

surveyed. With three exceptions, the findings of that survey are summarized in the 

APPLICATIONS OF RESEARCH section. The exceptions are three articles diat treat 

scheduling problems using economic analysis, albeit with more colorful terms—optimal 

"bribes" instead of bids, for example. K. R. Balachandran looks at "stable" bribing 

policies: "[RJoughly speaking, a bribing policy is stable if... it does not pay for an 

individual customer to deviate from it." A stable bribing policy has the same definition as 

a Nash equilibrium. Another contribution comes from Leonard Kleinrock, who looks at a 

global optimization that results in a cooperative equilibrium. Finally, I. Adiri and V. 

Yechiali look at locally optimal bribing policies and optimal pricing policies for the 

scheduling center.'^ 

New Zealand spectrum rights were auctioned with an elementary combinatorial auction 
implemented by hand. (Conversation with Vemon Smith.) 

A more elaborate electricity network experiment is under development at the Economic 
Science Laboratory at the University of Arizona in Tucson, Arizona. 

P. J. Brewer and C. R. Plott, "A binary conflict ascending price (BICAP) mechanism 
for the decentralized allocation of the right to use railroad tracks," California Institute of 
Technology Social Science Working paper 887, 1994. 

L. Kleinrock, Queueing Systems, 1976, pp. 135-143; I. Adiri and V. Yechiali, "Optimal 
Pricing and Priority Purchasing Policies," IBM Research Report RC-3581, September 2, 
1972; and K. R. Balachandran, "Purchasing Priorities in Queues," Management Science, 
1972, pp. 319-326. 
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APPLICATIONS OF RESEARCH 

The following applications give a sample of the broad areas of applicability for 

smart markets. The efficiency gains that the following applied studies promise are 

impressive, but the methodology is incomplete without a careful specification of the data-

gathering process. The data-gadiering process may have poor incentives properties that a 

smart market could solve. Thus, anywhere an opening for operations research exists, there 

also is potential for smart markets. 

• Persormel Scheduling; Airline crew scheduling, harbor pilot scheduling, nurse 

scheduling, tour scheduling, exam scheduling, workload balancing, and 

telephone-agent staffing levels" 

• Resource Scheduling: Airline plane scheduling, shipping scheduling, 

container scheduling, hotel room scheduling, "hoteling" offices, truck 

K. L. Hofflnan and M. Padberg, "Solving Airline Crew Scheduling Problems by 
Branch-and-Cut," Management Science, June 1993, p. 657; M. Wermus and J. A. Pope, 
"Scheduling Harbor Pilots," Interfaces, March-April 1994, p. 44; S. P. Siferd and W. C. 
Benton, "A decision model for shift scheduling of nurses," European Journal of 
Operational Research, 1994, p. 519; A. I. Z. Jarrah, J. F. Bard, and A. H. deSilva, 
"Solving Large-scale Tour Scheduling Problems," Management Science, September 
1994, p. 1124 and S. E. Bechtold and M. J. Brusco, "Working set generation methods for 
labor tour scheduling," European Journal of Operational Research, 1994, p. 540; Carter, 
p. 109 and J. R. Grandzol and T. Traaen, "Using Mathematical Programming to Help 
Supervisors Balance Workloads," Interfaces, July-August 1995, p. 92; and B. Andrews 
and H. Parsons, "Establishing Telephone-Agent Staffing Levels through Economic 
Optimization." Interfaces, March-April 1993, p. 14. 
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scheduling, water supply operations, bus scheduling, snow disposal, queueing 

at the Suez Canal, and assembly line balancing"" 

• Networks: Telecommunications, route selection, and electricity pricing"' 

• Production: Job shop scheduling, flow shop scheduling, outsourcing bidding 

strategy, make-or-buy decisions, cutting and packing, maintenance scheduling, 

and utility bill reduction" 

"° R. Subramanian, R. P. Scheff, J. D. Quillinan, D. S. Wiper, and R. E. Marsten, 
"Coldstart: Fleet Assignment at Delta Air Lines," Interfaces, January-February 1994, p. 
104; A. Mehrez, M. S. Hung, and B. H. Ahn, "An Industrial Ocean-Cargo Shipping 
Problem," Decision Sciences, Vol. 26, No. 3, p. 395; K. K. Lai, K. Lam, and W. K. Chan, 
"Shipping Container Logistics and Allocation," Journal of the Operational Research 
Society, 1995, p. 687; G. R. Bitran and S. M. Gilbert, "Managing Hotel Reservations with 
Uncertain Arrivals," Operations Research, January-Febraary 1996, p. 35; B. Vlasic, "The 
New Workplace." Business Week, April 29, 1996; D. O. Bausch, G. G. Brown; and D. 
Ronen, "Consolidating and Dispatching Truck Shipments of Mobil Heavy Petroleum 
Products," Interfaces, March-April 1995, p. 1 and C. Rego and C. Roucairol, "Using 
Tabu search for solving a dynamic multi-terminal truck dispatching problem," European 
Journal of Operational Research, 1995, p. 411; J. Shih and C. ReVelle, "Water supply 
operations during drought: A discrete hedging rule," European Journal of Operational 
Research, 1995, p. 163; D. L. van Oudheusden and W. Zhu, "Trip frequency scheduling 
for bus route management in Bangkok," European Journal of Operational Research, 
1995, p. 439; J. F. Campbell and A. Langevin, "The Snow Disposal Assignment 
Problem," Journal of the Operational Research Society, 1995, p. 919; Griffiths, p. 1299; 
and Y. Leu, L. A. Matheson, and L. P. Rees, "Assembly Line Balancing Using Genetic 
Algorithms with Heuristic-Generated Initial Populations and Multiple Evaluation 
Criteria," Decision Sciences, Vol. 25, No. 4, p. 581. 

B. Gavish, "Telecommunications—a revolution in progress," Operations Research, 
January-February 1995, p. 29; H. Pirkul and S. Narasimhan, "Primary and Secondary 
Route Selection in Backbone Computer Networks," ORSA Journal on Computing, Winter 
1994, p. 50 and S. A. Smith, "A linear programming model for real-time pricing of 
electric power service," Operations Research, May-June 1993, p. 470. 



• Sales: Incentive systems, airline seat allocation, and credit management^ 

• Law Enforcement: Scheduling crackdowns and police department placement"^ 

• Research and Development: Offshore petroleum drilling and maximizing the 

value of a space mission^ 

All the existing research narrowly focuses on cutting costs with little exception. 

Even the one article that actively discusses profit maximization takes prices as static. 

Although all these applications involve people to varying degrees, none recognizes the 

" E. C. Rosenthal, J. L. Zydiak, and S. S. Chaudhry, "Vendor Selection with Bundling," 
Decision Sciences, Vol. 26, No. 1, p. 35 and K. Nam, A. Chaudhury and H. R. Rao, "A 
mixed integer model of bidding strategies for outsourcing," European Journal of 
Operational Research, 1995, p. 257; S. Balakrishnan, "The dynamics of make or buy 
decisions," European Journal of Operational Research, 1994, p. 552; E. E. Bischoff and 
G. Wascher, "Cutting and Packing," European Journal of Operational Research, 1995, p. 
503; B. FCralj and R. Petrovic, "A multiobjective optimization approach to thermal 
generating units maintenance scheduling," European Journal of Operational Research, 
1995, p. 481 and J. F. Mahoney and B. L. Capehart, "Strategies for Electric Utility Bill 
Reduction when Alternative Rate Structures Apply," The Engineering Economist, Spring 
1994, p. 235. 
^ A. A. Elimam and B. M. Dodin, "An optimization-based productivity improvement 
incentive system," HE Transactions, 1995, p. 394; S. L. Brumelle and J. I. McGill, 
"Airline Seat Allocation with Multiple Nested Fare Classes," Operations Research, 
January-February 1993, p. 127 and E. Rosenberg and A. Gleit, "Quantitative Methods in 
Credit Management: A Survey," Operations Research, July-August 1994, p. 589. 

A. V. Naik, A. Baveja, R. Batta and J. P. Caulkins, "Scheduling crackdowns on illicit 
drug markets," European Journal of Operational Research, 1996, p. 231 and A. J. 
Swersey, L. Goldring, and E. D. Geyer, "Improving Fire Department Productivity: 
Merging Fire and Emergency Medical Units in New Haven," Interfaces, January-
February 1993, p. 109. 
^ K. K. Haugen, "A Stochastic Dynamic Programming model for scheduling of offshore 
petroleum fields with resource uncertainty," European Journal of Operational Research, 
1996, p. 88 and N. G. Hall and M. J. Magazine, "Maximizing the value of a space 
mission," European Journal of Operational Research, 1994, p. 224. 



fact that the people involved have varying preferences and could bid to reflect them. Thus 

every one of these applications has the problem of pursuing a misguided goal."^ 

In addition to that flaw, the numbers used to optimize the objective are distorted 

to varying degrees. There are perverse incentives to report values for optimization. 

Managers that do not themselves have to pay for resources inflate their demand. Providers 

of resources increase their prestige and budget if their resources are perceived to be highly 

utilized. This vicious cycle of inefficiency and unaccountability can lead to wild 

outcomes. Alternatively, management responds with non-cost rationing and other blunt 

strategies. Freezes in capital budgets and hiring prevent savings in die operating budget."^ 

Nonetheless, there is ample reason to remain hopeful that a solution is available to 

the conundrum. If small market incentives can be instituted, the results are dramatic. If 

these incentives are applied in the direction suggested by a smart market, the results will 

be both dramatic and positive. Moreover, these benefits could be obtained today across a 

wide swatii of applications. The next sections focus on two of these applications: an 

internal software license market and a market for personnel scheduling in hospitals. 

INTERNAL SOFTWARE LICENSE MARKET 

Workgroups on Local Area Networks (LANs) are required to have a software 

license for each instance of the software (one person on one machine using the software 

on one machine). One option is a concurrent license. This is "use it like a book" licensing 

B. Andrews and H. Parsons, "Establishing Telephone-Agent Staffing Levels through 
Economic Optimization," Interfaces, March-April 1993, pp. 14-20. 



as opposed to one license per person. Many users access the same software program, 

which is on a server. There is not a binding technological limitation to how many can use 

the program at once, only a legal restriction. Typically licensing agreements require that 

some lock-out mechanism be put in place to require that no more instances of the 

software exist on the network than there are licenses. 

For the purpose of a software license, interconnected networks are the same 

network, so a global operation can share software licenses among many LANs. There is 

no technological obstacle for a Hong Kong secretary to use a license on a server in 

Boston. The software itself would be located on servers at every site, but the licenses 

could reside anywhere in the world.'^ 

As part of a metering program that would enforce the licensing restrictions, an 

internal market could be implemented on the network to allocate the programs more 

efficiendy. Users could bid for software use through the metering software; instead of just 

seeing a rude message informing them that the software they would like to use is not 

available, users would see an additional message requesting them to press a key to 

confirm a default bid. The maximum average cost savings is the cost of the software 

license, which is as low as $1 per day per program per user, but lowering peak usage can 

have a temporary higher benefit. The time resolution of the market should be very coarse. 

The cost of the time it takes to participate in die market more frequentiy than on a daily or 

S. Adams, TJie Dilbert Principle, 1996. 
P. Merenbloom, "Concurrent licensing gets hit with a dose of Microsoft reality," 

Infoworld, May 6, 1996. 



half-daily basis could outweigh any potential economic gains of the system. If a secretary 

averages more than ten minutes per day bidding, responding to the price and awaiting 

results, the gains resulting from the market would be lost. If the transaction cost to the 

users can be kept in check, however, the savings in software costs could be substantial. 

Currency could be tokens distributed by the LAN manager or cash. Bids would be 

the value for immediate use. A simple market would be added to the metering software. 

For more expensive software packages, the market could be augmented with a solution 

algorithm that could quickly produce an optimal schedule. At the current state of the art, 

the incremental value of the optimal schedule would have to be an additional S 100,000 

per year."' A firm of 10,000 employees might spend 52,500,000 on a single software 

package. It is likely that the cost of implementing this kind of custom system would be 

recovered within a year.^° 

In addition, this system could generate information of use to the firm in 

optimizing its future resource purchases. The firm would not renew extra licenses for 

software programs that were never oversubscribed. Also, the firm would purchase 

additional licenses for heavily subscribed programs. Planners could glean elusive demand 

information from the bid data if money is the bidding currency (or an exchange 

A rough estimate of the cost of implementing and running such a custom system. This 
cost could be spread across all firms if a metering software company decided to 
standardize such a market. 

E. Foster, "Concurrent licensing unsimplified, Microsoft's move to restrict the use of 
concurrent licensing has confused and angered IS managers," Infoworld, April 22, 1996. 



mechanism is in place to convert money into tokens). When there are no market 

incentives, it is difficult to estimate the value of a marginal software license. 

Large-scale implementations of a software license market could achieve 

significant cost reduction. On a national scale, software licenses not in use on one coast 

could be used on the other coast depending on the time of day. The number of software 

licenses necessary for a national or international company could be vastly reduced. 

Tremendous gains can be made from implementing this type of resource management. 

Infoworld reports that some corporations have begun to make heavy use of concurrent 

licensing achieving a ratio of "10 or even 20 users per license," cutting software costs 60 

to 80 percent over single-user licenses.^' 

The way the implementation of concurrent licensing now works is as follows. If 

all the licenses on one server are in use, the server borrows unused licenses from another 

server. It is as if a limited version of a real-time software license market is already in use. 

However, there is one significant piece missing from this implementation. The market 

"buy" price jumps from zero to infinity if no licenses are available and the "sell" price 

stays at zero. To give users an incentive to close an unused piece of software sitting on 

their desktop to free up a license, a market clearing price is a starting place. 

Further down the road is the potential for running multiple software license 

markets with smart allocations across substitute (and complement) markets.^" Some 

licenses, such as those for office "suites," are a package of licenses for single programs 

Ibid. 



that are indivisible. Users "bidding" within a firm for an Excel® License and a Word® 

License could be given a Microsoft Office® License instead if the price for the package 

was lower than the price for the desired components. (The "bids" could be made 

automatically with the start-up of the software or opening of a compound document, 

eliminating productivity loss caused by the bidding process.) It is possible that bids for a 

combination of licenses could be greater or lesser than bids for single licenses. For 

example, a user may need both Excel and Word Licenses at die same time to do layout 

work on a compound document such as a report containing a spreadsheet, but another 

user may be able to do the spreadsheet work first or the text first. One would simply 

launch a compound document and the other would open a single program; there would be 

no other required interaction with the market.^^ 

The order of magnitude of the incentive that must be offered to bidders is small. 

For example, airlines induce fanatical loyalty with "frequent flyer" credit cards that offer 

incentives of 1 to 2 percent of the cost of purchases. If the cost per hour of a software 

license is S0.25, the incentive given bidders to economize should be less than S0.25 per 

hour. Integrating a software rental charge into the company's profit-sharing plan might be 

the best solution. The market price will be zero more often than 90 percent of the time 

(see the example below). Only when the number of users is about to exceed the number 

of licenses would a cost kick in. 

Rassenti experimentally tests a static combinatorial market. 



The annual license cost for an office suite is about S250 for a personal license or 

S500 for a concurrent license. To build a heuristic example, imagine that office workers 

must be paid S5/hour to sit idle for the time that a license is unobtainable and there is no 

other cost of the delay. For a secretarial pool of 100 such workers, consider a distribution 

of demand for a single type of software license based on independent usage requirements 

and a 10 percent usage rate. Although the average number of licenses required is ten, 

more should be purchased given the asymmetric cost of a worker sitting idle or a license 

sitting idle.""^ 

With only ten licenses, the fum will have one or more workers idle half the time. 

The cost per year of this lost work is $8,600. If the firm invested in four more licenses, 

one or more workers would be idle only 7.5 percent of the time. The annual cost of the 

additional licenses would be an extra $2,000, but the savings in worker idle time would 

quadruple this investment; the cost of worker idle time would be cut to S900. At this 

point, the marginal cost of an additional software license would be more than the value of 

increased worker productivity. (See Figure 1.1) 

R. M. Miller ("The Design of Decentralized Auction Mechanisms that Coordinate 
Continuous Trade in Synthetic Securities," Journal of Economic Dynamics and Control, 
1989, pp. 237-253) discusses automatic arbitrage across multiple markets. 

Independence is a strong assumption to make about usage. If at a particular time of 
year, half of the secretarial pool needs to use a particular piece of software, the cost of 
idle time will skyrocket. 



29 

14000 

12000 • 

10000 -

_ aooo • 
Total 
Cost 6000 •• 

4000 • 

Licenses and Lost Productivity 

License Cost 
2000 

16 17 10 11 12 13 15 14 

Figure 1.1 Software License Total Cost Curve 

It is important to mention that the typical solution involves the firm paying for 

single-user licenses for every user at every site, which would be $25,000 at this site alone 

because even rudimentary concurrent licensing is not standard practice. Even paying 

twice as much for concurrent licenses as single-user licenses, the firm could save S 17,000 

in software and labor costs. Furthermore, licenses could be used for no additional cost by 

the firm's London and Tokyo offices during the night. 

This innovation is readily implemented over a short time scale and few barriers to 

adoption exist. Implementation would be legal since the licenses are held by the firm. 

Thus there would be no violation of the provisions of the licenses that prevent renting of 

software licenses. Implementation would have a low cost since much of the infrastructure 

required for a market is already in place in the form of the metering software. (A 

prototype has been assembled for the rest of the infrastructure in this research.) Finally, 

implementation would face little resistance since the intended adopters are information 

systems managers who are not supposed to be technophobic (and some of them already 

have intricate concurrent licensing schemes in place). Industry spends billions on 



software licenses and the time is ripe for changing the way software is sold in this 

country. 

Naturally, software firms would respond by changing prices and license features. 

Microsoft has doubled the price of concurrent licenses and Visio has limited the 

maximum number of users per license to four.^^ The ability of any firm to go too far in 

this is limited by market forces. Lotus and Corel have been more accepting of concurrent 

licenses. Eventually, the software market will reach a new equilibrium where license cost 

will reflect usage more than it does now.^^ 

PERSONNEL SCHEDULING IN HOSPITALS" 

The problem of scheduling nurses is typically broken up into several steps. There 

are long-term staffing decisions concerned with the total number and mix of nurses 

required on a time scale measured in years. There are intermediate-term scheduling 

decisions that are typically made every four to six weeks involving a preliminary 

assignment of nursing personnel to days and shifts. There are also near-term decisions 

involving the daily allocation of nurses to units and shifts.^® 

There is a large economic potential available for nurses to trade their work 

assignments. In The Wealth of Nations, Adam Smith writes: 

Foster. 
Software companies make it difficult to transfer licenses—requiring notification in 

writing. With automatically generated Intemet postal mail for as little as $l 
(Netgram.com), a restriction requiring the software company to be notified in writing if a 
license is transferred is not so onerous. 

This example was brought to my attention by Stephen Rassenti. 
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Equal quanddes of labour, at all dmes and places, may be said to be of equal 
value to the labourer. In his ordinar}' state of health, strength and spirits; in 
the ordinary degree of his skill and dexterit\% he must always lay down the 
same portion of liis ease, his liberty, and liis happiness.^' 

With few exceptions, this guiding principle continues today. Since Smith's day, 

options have been identified for how much ease, liberty, and happiness have to be given 

up by nurses. This leaves open opportunities for trade. Some nurses would prefer to spend 

holidays with their families. Others would prefer to make more money by working on 

holidays. If holiday work is allocated on the basis of seniority with no urading, senior 

workers with less than usual enthusiasm about taking holidays off cannot trade with less 

senior workers with more than the usual enthusiasm. 

Further efficiency gains are available if traditional shifts are eliminated in favor of 

continuous tour scheduling. If nurses are able to spend dinner with their families, they 

might be willing to work the rest of the evening shift. Some nurses might be willing to do 

more frequent shorter shifts. Some nurses might be willing to accept a pay cut if they 

could work 9 to 5 on weekdays, the traditional shift for other occupations. The arbitrary 

imposition of three distinct shifts that cannot cross from one day to the next is a 

convenience for the scheduler diat is no longer necessary with advances in operations 

Siferd, p. 520. 
A. Smith, p. 33. 



32 

research. Even without trading, eliminating fixed shifts can reduce labor cost by 6 

40 percent. 

Scheduling of work times now is a bureaucratic nightmare where the head nurse 

gathers information from nurses about when they all want to work, makes a work 

schedule (which has no assurance of being efficient), and then hears people complain 

about the result. Complaints could be redirected to a computer program and a more 

efficient allocation could be achieved if personnel scheduling were implemented by a 

smart computer-assisted market. 

A scheduling auction would allow nurses to express their preferences in their bids. 

They would express how much they would be willing to be paid for each work day or 

shift. Although the scheduling market could be for traditional blocks of time, there is no 

computational limitation to expressing preferences for non-traditional shifts (e.g., 9 AM 

to 3 PM). Bids can be expressed for any package of work days and times."*' 

Once the preferences are declared, schedule optimization can be implemented in 

a very short time. This compares very favorably to the time it takes to "bid" in seniority 

M. J. Brusco and L. W. Jacobs, "Cost analysis of alternative formulations for personnel 
scheduling in continuously operating organizations," European Journal of Operational 
Research, 1995, p. 250. 

J. S. Banks, J. O. Ledyard, and D. P. Porter, "Allocation uncertain and unresponsive 
resources: an experimental approach," RAND Journal of Economics, Vol. 20, No. 1, 
Spring 1989, pp. 1-25. Experimentally tests a combinatorial English auction they call the 
adaptive user selection mechanism (AUSM pronounced "awesome"), which uses a 
tatonnement process to reduce the necessity to express all preferences (potentially on the 
order of 365!, but complicated preferences like "two one week blocks any time during the 
year" can be expressed as a simple algebraic condition) to just express preferences near 
the potential allocation. 



systems. For America West Airlines, for example, this involves every flight attendant 

ranking every available schedule. America West has over 1,800 schedules. The "bidding" 

process entails simply assigning the most senior person her most preferred schedule and 

42 
SO on. 

A scheduling auction could be revenue neutral, that is, redistributing all of the 

proceeds of the auction to the bidders. If the marginal value of work (or the implicit cost 

of duplication because more staff will be working during other times) at certain times of 

the day exceeds the cost of hiring temporary employees during that time, welfare could be 

improved by hiring temporary nurses and paying them using the wage differential bid by 

the regular nurses. 

Care must be taken in how such an auction would be implemented. Nurses with 

seniority must be assured that the work rules under the old regime that allow them to have 

their choice of vacation would translate in the new regime into property rights (more 

bidding tokens) that would preserve that choice. One way to make everyone better off 

under the new system would be to allocate work times in the traditional (grandfathered) 

manner and then have employees submit both a reservation price at which they would be 

willing to give up various aspects of their work schedule for another schedule, and the 

J. O. Ledyard, M. Olson, and D. P. Porter in a forthcoming paper implemented AUSM 
(see also Banks) in a transportation routing auction with over 900 items. The 
optimization took less than one minute to compute each exact optimum solution. This 
quick solution to a complicated problem suggests that more complicated problems such 
as shift assignments or even arbitrary overlapping personnel scheduling could be 
successfully solved. 



amount they would be willing to pay for other schedules. Simply bidding a high 

reservation price would ensure keeping the old schedule.'*^ 

Different aspects of the scheduling problem could be integrated. Day off 

scheduling and shift scheduling and spot scheduling for sick leave could be integrated. 

Intermediate-term scheduling could be integrated with vacation scheduling. Combined 

optimizations increase the market's overall efficiency. In addition, there would be 

feedback from the intermediate- and short-term scheduling bids that would facilitate 

better long-term planning."" 

SKYROCKETING TECHNOLOGY VALUE 

The ballistic trajectory of technological capability enables smart markets to be 

implemented for the preceding examples. Since the advent of the digital computer 50 

years ago, computational capability has been increasing at a geometric pace. This 

phenomenon, popularly known as Moore's Law, means that problems once thought 

impossible (even recently) are readily and quickly solved."^^ 

In 1962, when an algorithm was developed that reached the theoretical minimum 

number of computations to produce every permutation of a set of N numbers, the time it 

Union rules, state regulations, and provincial notions of fairness stand in the way of 
adopting anything remotely resembling the above plan. When the auction was explained 
to a lay person, repeated objections were made that the auction was not fair even though a 
proof was presented that everyone would be better off in monetary terms by using the 
new auction. 

J. E. Bailey, "Integrated days off and shift personnel scheduling," Computers and 
Industrial Engineering, 1985, pp. 395-404. 

The Economist, March 1996. 



took to complete a test of the algorithm with eight numbers was 2,822 seconds on a 

mainframe computer. In 1995, using a desktop computer, the same test was completed in 

a tenth of a second. This constantly shrinking frame of reference dates any fixed estimate 

of the state of the art."*^ 

The cost of desktop computers has remained roughly constant as the 

computational power has increased. Therefore, the cost per computation is also falling 

quickly. In many areas, the implications of this decline in computational cost are not 

understood. Only a few years ago in 1989, Pick and Whinston wrote, "Recomputing all 

the taxes each time a job enters the system is not feasible." Combinatorial auction 

allocation problems, such as the scheduling problem that the preceding quote refers, 

could not be solved exactly in a whole day on a mainframe computer in yesteryear can 

now be solved exactly—in real time—because computers have become 100 times as 

powerful since Pick and Whinston's statement was written. The bottleneck in solving the 

allocation problem is something other than the computer processing."*' 

The cost of the workhorse computers to solve these problems has declined from a 

major corporate expenditure to a minor home expense. The 386 desktop computer on 

which the combinatorial auction allocation problem was solved can be bought used for 

48 $100. The marginal cost of making computations like these is the cost of the electricity. 

E. S. Phillips, "Certification of Algorithm 115 Perm," Comm. ACM, August 1962. 
R. A. Pick and A. B. Whinston, "A Computer Charging Mechanism for Revealing User 

Preferences within a Large Organization," Journal of Management Information Systems, 
Summer 1989. 

Ibid. 



Likewise, software development costs are dropping precipitously. For the last 20 

years, the only option for building an electronic market was custom software. Today 

markets are popping up on the World Wide Web with much less development time and 

expense than custom software requires. The software infrastrucmre required to set up 

communications between two machines is standardized and part of free web browsers for 

disparate operating systems. Complicated computer programming languages such as C 

and C++ need no longer be used to program custom markets. Simplified languages such 

as HTML and Java are cutting development time and simplifying the task. 

Applications for this technology are also increased by the revolution in 

communications that is driving costs down for market terminals. In 1994, 

communications costs were $2 to $6 per hour for off-peak usage and twice that or more 

for peak usage for lOKb/s bandwidth. In 1996, the Internet has blossomed, and 

communications costs have fallen for residential users to $0.03 per hour for 30Kb/s. The 

transactions cost of administering the payment are higher than the cost of the usage. The 

reaction from the industry is flat-rate service. The marginal price is zero for these 

residential users."*^ 

The fixed cost of market terminals is also dropping steeply. Computers costing 

$1,000, unheard of in 1994, are being upstaged in mid-1996 by $500 Internet appliances 

and $300 television-top boxes. At the end of the year, those in turn will be undercut by 

$200 hand-held Internet terminals and integrated Internet TV sets that cost $200 more 



than a conventional TV. (This option will be especially attractive when HDTV makes the 

current crop of television sets obsolete.) At these entry costs, communication companies 

can price computer service like cellular telephone service, giving away a free terminal 

with a one-year service commitment. The marginal price of these terminals to the user 

will be zero. 

The future is looking brighter still with interim technologies competing to provide 

universal broadband access on a variety of media. Copper still has some fight left, with 

ISDN and xDSL communication standards able to squeeze another factor of ten increase 

in bandwidth out of existing telephone lines. Cable modems use the existing BNC cable 

network with upgraded switching capacity to bring 10 Mb/s to your doorstep (but you 

must share with your neighbors). Digital terrestrial and satellite broadcasting offer two 

more data paths into the home. 

Beyond the interim technologies lies the holy grail of the digital revolution: fiber 

optics to everyone's door. The cost of video conferencing is S0.05 per minute, and the 

cost of a one-page message is SO.OOl. With a fiber-optic network, high-resolution, high-

refresh rate, high-color depth, high-audio quality video conversations will be possible for 

the same price as "plain old" telephone service (POTS) is now. The low bandwidth 

required by a single-good market will make the communications an insignificant part of 

the cost of running such a market. The impact is already being felt on stock exchanges as 

the Internet makes inroads on the telephone as the main order conduit. New levels of 

The total monetary price of an email service is also zero now that advertiser supported 
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liquidity are becoming available as commissions fall to the SO.Ol/share range. Some stock 

brokers offer flat-rate trading, driving the marginal cost of trading the second and further 

units to zero.'° 

The technology is already here and available at a low or even zero price. In the 

last ten years, it has become much easier to set up an electronic smart market. This 

analysis implies that electronic markets will proliferate. It is time for a radical transition. 

Let's get to work building the institutions to run the new world. 

THE ENVIRONMENT 

The single-machine scheduling problem is a standard problem in the engineering 

literature. Since the pioneering work of Johnson^', Jackson^", and Smith^^, the scheduling 

literature has expanded at an exhilarating pace. Recent innovations in hardware and 

software have enabled planners to quickly solve 100,000 variable scheduling problems.^"^ 

email is happening. 
A $12 commission is available from eBroker for any size trade. A. M. Louis, "Online 

Trades Get Cheaper, New Omaha brokerage will offer lowest conunissions," San 
F r a n c i s c o  C h r o n i c l e ,  A p r i l  2 4 ,  1 9 9 6 ,  p .  B l .  

S. M. Johnson, "Optimal Two- and Three-Stage Production Schedules with Setup 
Times Included," Naval Research Logistics Quarterly, 1954, pp. 61-68. 

J. R. Jackson, "Scheduling a Production Line to Minimize Maximum Tardiness," 
Research Report 43, Management Science Research Project, University of California, Los 
Angeles, 1955. 

W. E. Smith, "Various Optimizers for Single-Stage Production," Naval Research 
Logistics Quarterly, 1956, pp. 59-66. 

F. J. V. Careaga, Scheduling to Optimize Functions of Job Tardiness: Problem 
Structure and Algorithms, University of Arizona Dissertation, 1983, p. I. 
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The single-machine scheduling problem is especially relevant to scheduling the 

use of ephemeral resources. Capital intensive industries where there is a high fixed cost 

and a low marginal cost stand to gain the most from good scheduling. The airline, 

telecommunication, and elecuicity industries have these characteristics. 

The complexity of the scheduling problem makes its real-time solution useful as a 

demonstration. The single-machine scheduling problem is one of the simplest of a class 

of problems known as N-P complete.^^ N-P completeness means that for every solution 

technique, there exist problems that will cause the solution technique to consider every 

possible trial solution before reaching an optimum. The maximum time required to fmd 

an optimal solution for scheduling problems goes up as 2*^, where N is the number of jobs 

to be scheduled. Demonstrating a real-time solution to this problem will shock many who 

do not comprehend the power and speed of current off-the-shelf computing technology. 

While exactly solving 100 million variable problems is still very much out of reach, 100 

thousand variable problems are routinely being solved in a few minutes.^^ 

The scheduling problem is also ubiquitous in the economy: 

Scheduling problems arise whenever decisions have to be made in a resource 
constrained environment, whether it be a manufacturing shop, a computer 
installation, a hospital or a credit institution. Hence, scheduling decisions take 
many forms and affect a wide variety of everyday activities: from the landing 

M. R. Garey and D. S. Johnson, Computers and Intractability, A Guide to the Theory of 
NP-Completeness, 1979. 

R. M. Karp, "Reducibility Among Combinatorial Problems." In Complexity of 
Computer Computations. R. E. Miller and J. W. Thatcher (eds.), 1972, pp. 85-103. 



lane used by an airplane, to die rime an automobile must spend in the shop 
for repairs, to the tennis court assigned to a party of players.^" 

Solving the scheduling problem well will have broad benefits to society. 

THE CLASSICAL SCHEDULING PROBLEM 

Given a set I = {1,2,..., n} of single-operation jobs, all available at time zero, 

each with processing time ti, due date di and value v;, find an ordering of the jobs on a 

single processor that maximizes total profit. This is equivalent to minimizing the 

weighted number of tardy jobs where the weights are the job values. 

The economic context of the scheduling problem modeled in this study is several 

bidders for a scarce resource (e.g., machine time) submitting bids to a market (e.g., the 

scheduling center). The goal of the market design is manifold. One goal is to maximize 

total surplus.^® This goal needs to be balanced with the unmodeled goal of minimizing 

transaction costs and implementation costs. The bidders can be thought of as brokers who 

receive bids for jobs with due dates, job lengths, and values; the brokers make a profit if 

they can submit the jobs to the scheduling center for processing at a lower cost than their 

cUent's job value. 

Clients have a commodity, a job, which can be combined with processing time to 

produce money. The particular attributes of the job indicate the amount of processing 

time required, when that time must be provided and the amount of money produced when 

" Ibid. 



the job is concluded. At any one time, there can be tens of thousands of possible kinds of 

jobs. 

Demand for processing time is characterized by the following conditions. On one 

hand, all machine time before the due date of a particular job is interchangeable. If a two-

minute job is due in ten minutes, any two-minute block in the next ten minutes is an 

economic "substitute" for any other. On the other hand, the value of an incomplete job is 

zero. Like left shoes and right shoes, the value of the furst minute of processing time of a 

two-minute job is worthless unless the second minute is completed. So processing time is 

its own economic "complement"—processing time only has value in combination. 

Depending on the competition for the use of the processor, the "substitute" or 

"complement" nature could be predominant. 

As a consequence of the combinatorial nature of the allocation problem, the price 

of processing time can vary widely. The market price of processing time can reach a low 

of zero if all jobs can be completed. If the processor is used fully, depending on the 

available unscheduled jobs, the price of a single second of additional processing time may 

be the entire value of one of the jobs. 

In between the two extremes, there are cases where the value of additional 

processing time is low despite full utilization and cases where the price of processing 

time is high despite low utilization. This is like a picmre of a fractal; red and green are 

In a first price auction, maximizing revealed surplus is the same as maximizing profit 
of a price-taking supplier. In both the first and second price auction, maximizing 
revealed surplus is a means to enlarge total surplus. 



intermixed on every scale. The price of processing time on the jobs to be scheduled 

depends on the entire job set. Thus, changing the attributes of any one job a small amount 

could greatly change the price of processing time required. Sensitive dependence on 

initial conditions is another similarity with the underlying chaotic process that creates a 

fractal picture. 

NP-COMPLETENESS 

The static problem of determining which jobs to process or even which job to 

schedule first is an intricate combinatorial problem. There is no certain way to know 

which jobs should be included in the schedule without (implicitly) considering all 

possible schedules. The fact that units of processing time for a single job are perfect 

complements means that the allocation problem is a 0-1 integer problem. It is not 

necessary to partially schedule any jobs; if they cannot be scheduled completely, there is 

no need to schedule them at all. 

Integer problems in general and scheduling problems in particular are part of a 

class of problems known as NP-compIete, which means there are some relatively small 

sets of jobs for which finding the efficient schedule can require evaluating every possible 

schedule. Theoretically, a partial solution can be arbitrarily bad. In practice, unless the job 

set is "cooked," partial solutions find 99 percent of the maximum revealed surplus in 

large problems (150 or more jobs) within a half-second of processing time. (The 

preferability of partial solutions to a general combinatorial problem will be discussed in 
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Chapter 3.) In fact, of the small job sets (12 jobs at most) considered in this research, all 

were able to be scheduled in less than a second each on a 90-MHz Pentium computer.^' 

THE DYNAMIC SCHEDULING E>ROBLEM 

Processing time is ephemeral—perishable—like telecommunication capacity or 

seats on a flight. If it is not used, it is lost. Demand for the processing time is governed by 

a stochastic arrival process for jobs to be processed on the machine. Demand is also 

temporary. 

In a one-hour experiment, there are 5,000 different arrival times of a job, 100 

different possible values per second, and 100 different possible processing times, yielding 

50 million different sets of job characteristics. One thousand different jobs are drawn over 

the course of an experiment. The order of magnitude of the number of states of the world 

is much greater than 10This is too many possible states of the world to solve exactly 

for the schedule optimal in expectations. Because of the sensitive dependence on the 

entire series of job draws, only a numerical estimate is available. 

Prices can change quickly as new jobs arrive (or fail to arrive). The price level can 

be extremely volatile with small changes in demand conditions. Over a short time scale, 

demand is inelastic. If there is slack in the market of even a single unit, the competitive 

equilibrium price is zero. If a new job arrives near the conclusion of processing another 

In fact, using a branch and bound heuristic to do partial enumeration, one can typically 
find the optimal solution right away within the first few branches searched. Almost all 
the processing time in an exact branch and bound algorithm is spent verifying that this 
solution is correct. 



job, the price per unit time can rise to many times the average value of the job being 

processed. Looking at a longer time horizon, demand is nearly elastic. Demand for 

processing time can be shifted back and forth in time if enough lead time is available 

before the job is due. 

These demand conditions provide an appropriate environment to test a 

combinatorial auction. The clearing mechanism takes into account the nature of bids for 

complements and substitutes. A tatonnement (feedback) process allows bidders in the 

combinatorial auction to see the preliminary allocation and adjust their bids accordingly. 

An environment with a single type of demand condition (e.g., static) would tell only half 

the story. 

A FRAMEWORK FOR INSTITUTIONAL DESIGN 

One must start somewhere when designing experiments. In "Microeconomic 

Systems as an Experimental Science,"' Vernon Smith outlines the appropriate steps for 

building a laboratory experiment to test the effects of different aspects of institutional 

design. The first step when establishing a new area of experiment is to build a heuristic 

experiment to provide an empirical probe.®° 

The previous experimental work typically has trading periods that occur in a small 

(30 to 120) number of discrete rounds. In contrast, the smart market for scheduling 

dispatches a unit of supply every second for a total of 5,4(X) trades. If subjects continually 



revise their bids, the number of provisional trades can double that number. The time 

resolution of previous studies is usually on the order of 3 to 15 minutes per round of 

bidding. The smart market for scheduling takes that speed two orders of magnitude faster. 

The rest of the framework involves some of the choices necessary to build a 

working market. The smart market for scheduling allocates a rolling supply of one unit 

per second with a reservation price of zero through different dispatching algorithms. In 

none of these algorithms are the buyers quantity choosers, so typical problems achieving 

an equilibrium with discontinuous demand are sidestepped. Payment is only collected 

when a job is completed, so all the risk is allocated to the seller.®' 

The market is a one-sided continuous computerized auction where buyers are 

allowed to make indivisible bids for packages of scheduling time prior to a due date. 

Brokers may not combine jobs or break up jobs to create new blocks of processing lime 

and may not resell processing time to other brokers. In a conmiercial version, breaking up 

and combining jobs and resale could not be stopped. Breaking up jobs would be a way for 

brokers to accept much of the risk of completion in exchange for a lower price. Resale is 

in a sense what the brokers are already doing for their "clients" in the experimental 

market. Resale would destroy some allocation mechanisms such as seniority and create 

the potential for cornering the market. 

V. L. Smith, "Microeconomic Systems as an Experimental Science," American 
Economic Review, December 1982, pp. 941-942. 

A commercial implementation would need to withhold intermediate results to prevent 
the payment-upon-completion rule from being exploited. 



In the dynamic environment, jobs expire and are no longer in the system. If 

subjects were allowed to revise their bids downward, they would be able to cut their bids 

once another job expired. The adjustment mle adopted here is an improvement rule. Bids 

must be higher than the previous bid or have a later due date. A more elaborate system 

would allow two (or more) bids on the same job with a later due date or a higher bid. If 

subjects are allowed to make multiple bids on the same job, the one that best fits the 

schedule can be accepted. 

No explicit attempt is made to forecast the jobs coming in. There is no reservation 

price. There is no futures market. There is no way to buy and then resell processing time. 

These limitations make an opening for human operators to shift demand from when the 

price is high to when the price is low. They also provide an opportunity for adaptive 

solution techniques such as neural networks to improve on the (fixed) algorithms being 

tested. Depending on the results of this research, these may be interesting future areas of 

exploration. 

The rest of the details of the institution will be treatment variables for simulation 

and experiment. They will be looked at in depth in Chapters 2 and 3. 

SMART MARKETS VS. SMARTS OR MARKETS 

Smart markets, the union of centralized optimization and markets, have more 

benefits than the sum of benefits flowing from "smarts" (operations research techniques) 

and markets. There are areas where operations research is ill-suited. When information is 

disaggregated or culture permits the lack of incentives to skew reporting, the "optimal" 



allocation based on the reported valuations may be anything but. Simple markets also 

have limitations. Equilibrium prices are only guaranteed in linear allocauon problems. 

Even in a linear allocation problem, smart markets can facilitate an equilibrium by 

identifying substitutes across multiple markets. Simple markets may do little to assist in 

the solution of non-linear allocation problems. 

SMARTS ALONE HAS DRAWBACKS 

Information is difficult to obtain. Knowledge of values and costs are dispersed 

throughout ±e firm. Markets are able to aggregate this information by signaling market 

prices throughout the firm. When combinatorial issues are involved, intuition is not a 

very good guide to what values and costs are. Buying decisions fall to a single manager or 

a committee, and these decisions cannot be fully informed. The informational 

requirements to sustain a non-market allocation system are high. The commissar has littie 

basis even to begin to associate values with inputs. 

If there is no cost to requesting resources, requests are inflated. Corporations act 

as if they are impervious to the Law of Demand. If the price for travel or corporate 

resources is zero or negative for employees, they will naturally do more of it. Managers 

and employees are asked to assess "need" for resources. When these needs do not also 

have an associated direct cost to the "buyer," resource requests will be inflated. To regain 

market discipline, internal markets can be established to put prices on internal resources 

that enter into optimization calculations. 

Market incentives for accuracy are only part of the story; the goal of the optimiza

tion should be aligned with the goals of the firm. Poor optimization of the proper 



objective is often better than good optimization of poor objectives. Scheduling classes to 

minimize class conflicts for students causes the number of conflicts to rise with TBA 

classes. Rules of thumb that do a pretty good job on the correct objective are often much 

better than perfect optimization of the operationaUzation of an objective that is difficult to 

specify. 

A traditional operations-research approach admits there is more than one way to 

specify a problem. Flexibility in modeling allows the best of several different models to 

be chosen. The best model depends on who is doing the choosing. The optimality of the 

final result relies on the optimality of the objective chosen by the modeler or by a 

committee. Even the best planner carmot possibly have enough information to accurately 

complete a decision. Information is dispersed among workers within the firm and 

customers and suppliers outside the firm. In sum, smart markets solve many of the 

p r o b l e m s  t h a t  o p e r a t i o n s  r e s e a r c h  i n a d e q u a t e l y  a d d r e s s e s  ( s e e  T a b l e  l . l ) . "  

Smart Markets Smarts Alone 

• make efficient allocations in a 
broad class of problems 

• the command-and-control 
solution is just as good in the 
narrow instance of complete 
information 

• provide effective incentives for 
eUciting accurate information 

• provides an incentive to 
distort information 

• do well when information is 
disaggregated or hard to quantify 

• is an inappropriate choice if 
goals are poorly specified 

Table 1.1 Smart Markets vs. Smarts 

Grandzol, p. 96. A committee assesses and builds an objective that may have littie to 
do with the desires of their coworkers. 



MARKETS ALONE DO NOT SOLVE ALL PROBLEMS 

The narrow view of a market considered here is a market run as a Wahrasian 

auction (if more quantity is demanded than is available, price rises; if less quantity is 

demanded than is available, price falls—in equilibrium, supply equals demand) with 

truthful bidding. One challenge posed by the scheduling problem is that lumpy demand 

prevents a uniform price from being efficient—a job is valueless unless finished. 

Convexity would require that a half-finished job is worth at least half as much as the job 

would be worth completed. Without convexity, there is no guarantee of an equilibrium. 

Reasonable demands are discontinuous. For example, a typical homeowner would 

have been willing to pay much less than half of the home's final purchase price for half-

time utilization of the home.^^ A typical double auction has discontinuous demands such 

that fractional units have no value, but trades in fi-actional units are prohibited— 

eliminating the problem. Other experimental markets have been studied with relevant 

discontinuous demand.^ 

It is possible that no Walrasian Equilibrium exists in a market where the various 

axioms of economics, such as convexity, are violated (see Figure 1.2). If there are two 

Banks gives the example that half the room for a scientific experiment flown on a space 
shuttle mission may have much less than half the value of room for a complete 
experiment. 
^ Lumpy supply and discontinuous supply is being studied in an experimental double 
auction in a research program by M. Van Boenig and N. Wilcox, most recently in their 
1994 working paper "Avoidable Costs and Double Auction Roller Coasters: Is There a 
Nonlinear Pricing Solution." 



jobs, one of which requires two units of processing time to complete and has a value of 

100, and the other requires one unit of processing time and has a value of 40, there will be 

no competitive equilibrium if only one unit of processing time is available. If the price is 

anything above 50, zero units will be demanded. If the price is anything below 50, two or 

more units will be demanded. At 50, zero or two units will be demanded, but at no price 

will one unit be demanded. The best market solution may have arbitrarily small 

efficiency. In a simple market, due dates and processing times are not taken into account. 

Allocations based on price are particularly inappropriate for some applications; 

the due date or the job size may be better predictors of efficient inclusion. For example, if 

the values of all jobs are roughly the same, packing in as many jobs as possible is more 

important than processing the most valuable jobs. As another example, if a machine is 

often idle, the due date becomes more important than the job value for precedence in 

scheduling. In these applications, a price-only market is a poor idea. 

Price 
Supply 

nverse Demand 50 
Optimum I. 

1 2 Quantity 

Figure 1.2 Market Failure with Non-Convex Demand 

At the end of March 1996, electricity futures trading opened on the New York 

Mercantile Exchange. In this market, even though electricity follows non-linear laws of 

physics, there is a single market price. This linearization of the problem could cause a 
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market failure. It is possible that all of the bids and offers cannot be executed together, 

given the realities of the electricity network. It is possible that implementing a market 

without providing the optimization to back it up will bury the price volatility problem 

without satisfactorily addressing it.^^ 

Smart markets can provide all the power of smarts and all the incentives of 

markets. The whole is far more than the sum of the parts. The promise of operations 

research can be realized and the domain of markets can be extended. All that is left to do 

to prove the concept of a smart market is to simulate and experiment. 

A. D. Franks, "Electricity trading charges mercantile exchange," CNNfn, March 29, 
1996. 



2. SIMULATION 

Several simulations were undertaken to demonsttate the magnitude of the 

efficiency losses when non-economic objective functions are maximized to produce a 

schedule. Simulations also establish a benchmark for the efficiency of the laboratory 

experiments with human subjects. In addition, simulations are useful because 

"computerized buyers" do not need the monetary incentives that human buyers do. 

Moreover, hundreds of simulations can be completed in the laboratory in the time it takes 

to complete a single experiment with human subjects. 

TEST SAMPLE CONSTRUCTION 

Four levels of demand were considered: Easy 4, Easy 6, Hard 4 and Hard 6. Hard 

samples have twice the demand of easy samples, with supply held constant. Easy 4 and 

Hard 4 have four buyers each. Easy 6 and Hard 6 have six buyers each, with the same 

individual demand as the buyers in the respective four buyer samples. Two samples of 

each level of demand were constructed; the short test sample runs 3,600 seconds (60 

minutes) and the long test sample runs 5,400 seconds (90 minutes). The short test sample 

consisted of the first 3600 seconds of the long test sample. (The long sample is used in all 

cases except for inexperienced human subject experiments.) 

Job arrivals occur on average at one per subject per minute during the "low" 

demand periods and two per subject per minute during the "high" demand periods. 

Demand periods last six minutes each for a total of five cycles in the short test samples 



and seven-and-a-half cycles in the long test samples. Job processing times averaged 15 

seconds for the easy test samples and 30 seconds for the hard test samples, which resulted 

in little competition for processing time in the easy samples and relatively heavy 

competition in the hard samples. During the low demand periods in Easy 4, the job queue 

was empty unless several jobs randomly arrive at once—^"a collision" (see Figure 2.1). 

Without collisions, the price of the machine time dropped to zero. During the high 

demand periods in Easy 4. a job queue formed and the machine was rarely idle. The 

machine was only idle if no job arrived for an extended period—"an anti-collision." 

Likewise, the machine was rarely idle during the entire demand cycle in Easy 6. In the 

hard samples, the job arrival rate was twice as high as in the easy samples, so the machine 

was never idle. 
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Figure 2.1 The Price-Chart Signatures of "Collisions" and "Anti-Collisions" 

The lead time was set long enough to allow bidders to delay a significant fraction 

of jobs from the high demand period to the low demand period, but short enough so that 

by the end of the low demand period, the machine would often be idle in Easy 4. 



The test sample design also provided a test of the relevant algorithms. Job 

problems in which about half of the jobs would be processed are harder than problems 

where either a large fraction of the jobs would be processed or a small fraction of the jobs 

would be processed. During the high demand periods of Easy 4 and the low demand 

periods of the Hard 4, eight jobs arrived per minute, but only four could be processed.' 

In addition to different levels of competition for processing time, the easy samples 

and hard samples were distinguished by their demand curves. Individual job demand for 

the easy samples was determined by summing a number of random draws from a 

binomial distribution. Individual job demand for the hard samples came from single 

random draws from a uniform distribution. The two methods produced demand curves 

with distinctive shapes (see Figure 2.2). 

' All of the following were cited by Careaga, p. 85: V. Srinivasan, "A Hybrid Algorithm for the One 
Machine Sequencing Problem to Minimize Total Tardiness," Naval Research Logistics Quarterly, 1971, 
pp. 317-327.; K. R. Baker and J. B. Martin, "An Experimental Comparison of Solution Algorithms for the 
Single-Machine Tardiness Problem," Naval Research Logistics Quarterly, 1974, pp. 197-199; A. H. G. 
Rinnooy Kan, B. J. Lageweg and J. K. Lenstra, "Minimizing Total Costs in One-Machine Scheduling," 
Operations Research, 1978, pp. 86-110; M. L. Fisher, "A Dual Algorithm for the One-Machine Scheduling 
Problem." Mathematical Programming, 1976, pp. 229-251. 
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Figure 2.2 Test Sample Market Diagrams 

DESCRIPTION OF SIMULATION ALGORITHMS 

Seven different simulation algorithms were tested using automated bidders who 

truthfully revealed all aspects of their jobs. With the exception of the smart market, all of 

these algorithms are standard queueing algorithms. The advantages and disadvantages of 

the different algorithms are discussed below." 

RANDOM ALGORITHM 

Under the random algorithm, jobs are scheduled randomly, with each available 

job having an equal probability of being scheduled for a single second. The algorithm 

" Kleinrock. 



may choose the same job or a new job the following second. Thus, any job can be put on 

the machine at any time. This approximates the Internet, where more users just slow 

things down for everyone. A scheduling center using random allocation is similar to a 

common pool resource. The more jobs a buyer submits, the more time the buyer receives 

on the processor. The combinatorial nature of jobs is not respected—processing time is 

randomly assigned one second at a time. These drawbacks make the algorithm only a 

worst-case baseline. If a processor were actually scheduled using this "fair" algorithm, 

there would be an incentive to exploit it with multiple identities for bidders and jobs. For 

example, a job could be split into many separate pieces that could be completed in 

parallel. For jobs not easily divided, multiple copies of the same job could be submitted 

to gamer additional processing time. 

ROUND-ROBIN ALGORITHM 

Each user takes a mm processing a single second of processing time for free. This 

is a solution perceived as fair. Buyers have an incentive to use their time even for a job of 

trivial value rather than give it up to other users. Since buyers choose which job to submit 

to the scheduling center, they need submit only one job at a time. For this reason, the 

round-robin algorithm provides better incentives to arrive at an efficient schedule than the 

random algorithm. 

SENIORITY ALGORITHM 

The senior user gets to use the resource first. Whatever is left goes to the next 

senior user and so on. Currendy, health care personnel and airline crews are scheduled on 



the basis of seniority. Water rights in the West are also allocated on this basis. If these 

resources cannot be traded, senior users have an incentive to expand their usage up to 

their available allotment, destroying valuable opportunities for junior users. Unless 

seniority is combined with a system of prior appropriation that allows less senior users to 

buy the rights from the more senior, valuable opportunities for trade are lost. This system 

is called "property rights." 

As a half-measure, priority that comes from seniority could be traded as a whole. 

A junior user with higher value for the resource could buy the priority of a senior user. In 

this way, the Los Angeles Metropolitan Water District bought water rights in Owens 

Valley. 

When scheduling processing time with the seniority algorithm, the senior user's 

high priority means all the senior user's jobs will be completed. This exacerbates the 

problem seen above in the round-robin algorithm—users will submit jobs with trivial 

values. The senior user never has jobs interrupted, so for some test samples, seniority 

fares better in terms of efficiency than round robin. 

SHORTEST PROCESSING TIME (SPT) 

The user with the shortest job gets the resource. Unless a new, shorter job arrives 

during processing, the current job does not get interrupted. A queue at the photocopy 

machine is frequently serviced in this manner. Someone who needs a single copy can 

frequently convince the owner of the job on the machine to interrupt the current job. 



Scheduling by shortest process time encourages bidders to break up jobs into 

smaller pieces to get higher priority. If all bidders do this, scheduling efficiency is no 

better than the random algorithm. 

FIRST COME. FIRST SERVED ALGORITHM (FCFS) 

Whoever gets to the resource first can use it as long as is desired. No user is ever 

interrupted. Local telephone calls and conference rooms are usually allocated on this 

basis. Market participants routinely wait in line during the course of their daily activities. 

Because of its familiarity, FCFS is perceived as fair. In fact, according to Miss Manners, 

this is the only polite way to service a queue.^ 

There is no reporting problem with FCFS, because the time the bid arrives is 

readily observable. To the extent that due date is correlated with ready date (the earliest 

time a job can be submitted to the scheduling center), FCFS provides a small efficiency 

gain over random scheduling; to the extent the processor is ever idle, FCFS may preserve 

more jobs than the random algorithm to process later when the processor is free. 

However, there are long-term disadvantages to using this algorithm as an allocation 

mechanism. Notably, bidders will invest in early arrival, and this artificial cost is weighed 

against the benefit. 

Southwest Airlines assigns seats through FCFS at the airport gate. There is ample 

evidence of behavioral change because of this rule. There is always a queue at the 

Southwest check-in counter one hour prior to deparmre. Although there is a cost to fliers 



59 

for arriving early, there are also ancillary benefits. Southwest flights consistently arrive on 

lime, more often than those of any other major airline. The government, by publicizing 

the "percent on time," makes this achievement more valuable."^ 

EARLIEST DUE DATE ALGORITHM (EDD) 

For simulated computer buyers who armounce their due dates truthfully, earliest 

due date scheduling has desirable properties, especially when used in tandem with a 

reservation price. Once it is determined which jobs should be included in a schedule (by 

total value of the schedule or some other method), the earliest due date schedule is always 

feasible if any other schedule with the same jobs is feasible. (See APPENDIX A for proof.) 

However, this method of allocation suffers from reporting problems. Reported due 

dates are likely to be much earlier than actual due dates, particularly if there is no cost to 

reporting an early due date. 

SIMPLE MARKET (WEIGHTED SHORTEST PROCESS TIME ALGORITHM. WSPT) 

In the simple market, the processing time goes to the highest bidder. This is also 

known as WSPT, where the weights are the job values. Even this simple market has a 

combinatorial aspect. Since payment is only collected if a job is completed in time, even 

this simple algorithm takes account of the fact that all the job time necessary to complete 

a job is perfectly complementary. 

' Judith Martin. Miss Manners' Guide to the Tum-of-the-Millennium, 1990. p. 159. 
* FAA Rankings 1992-1995. 



Keeping in mind tlie combinatorial property of a job in process—that it must be 

finished completely to have value—a minor improvement can be made to the algorithm 

that allocates jobs based on the highest bid per unit time remaining. For a partially 

completed job, the value of the remainder of the job is the same as the value of the entire 

job. For example if a 10 second job worth 100 is half completed, the remaining 5 seconds 

are worth 20 per second. Allocating processing time on the basis of the original bid per 

second would be naive. Hence, weighted shortest process time is compared to "naive" 

weighted shortest process time (NWSFT) to assess the importance of this variable. 

The cost of the half-completed job is "sunk" from the bidders point of view, but 

it is not sunk—it can only be collected by the seller if the job is completed. Allowing 

rebidding to determine queue position cannot completely correct the problem. The rule 

used in the simple market is that accrued processing charges are forgiven if a job is 

removed from the schedule. Using this rule, bidders have the right incentives to finish 

their jobs. This rule, however, has reporting problems. Bidders could follow a strategy to 

obtain nearly free processing time. They could tack on worthless processing time to a job 

bid, and submit another bid to preempt their own job. The preempted job would actually 

already be completed. 

SMART MARKET (BRANCH-AND-BOUND ALGORITHM) 

When due dates and values are taken into account simultaneously, there is the 

potential to realize efficiency gains over algorithms that consider one or the other alone. 

A smart market will assemble a schedule using all aspects of the submitted bids. The 



resulting schedule could be much more efficient than schedules produced by simpler 

aigorithms. This potential for efficiency gains motivated this research project. 

In a dynamic setting, the requirement that the schedule be an optimal schedule in 

fact imposes restrictions only rarely on which job must be scheduled first. Sometimes a 

particular job must be scheduled first because its latest start date occurs immediately. As 

long as there is no job that must be started immediately to be completed on time, almost 

any job in the schedule can optimally be processed for the first second of the schedule. 

The resulting schedule is still "optimal," but the choice of which job to process for the 

first second may greatly affect the final efficiency of the dynamically changing schedule.^ 

A variety of sub-algorithms are considered for allocating the first second of the 

optimal schedule. The job to be scheduled first can be chosen by chance, by value per 

second, or by due date. Whichever sub-algorithm is used, the smart market suffers from 

the same reporting problems as EDD. That is, if it is costless to announce an earlier due 

date, buyers have an incentive to bias their bids accordingly. 

Another drawback is that an "optimal" myopic schedule may frequently no longer 

be optimal given the likelihood of new bids soon arriving. A more elaborate study would 

use a stochastic dynamic program to determine many possible future job sets. A job 

' To be precise, if we subtract one second from each job's due date and one second from the processing 
time of the job we propose to be first, if there is still a schedule that results in as much revenue, the job we 
propose to be first may be optimally scheduled for the first second. Thus even if a particular job is due right 
away, there may be another schedule that starts with another job that is also optimal. Also, if a job is 
completed at its due date, this may impose a restriction on which jobs may be scheduled first. In general, 
every job is "slack"—may be moved back a second or more and still completed on time—in which case 
complete freedom is available for the choice of the first job. That freedom may include scheduling jobs 
completely outside of other optimal schedules! 



would then be scheduled that would maximize the expected value of the total schedule, 

including jobs that have not yet arrived. The schedule chosen in this way might not be 

optimal if no new jobs come in. But a new job (or 2 or 4) will almost always arrive while 

the cunrent one is in progress. This stochastic dynamic program would implicitly provide 

a non-parametric reservation price whenever a job is chosen. Rather than augment the 

smart market with an elaborate stochastic dynamic program, non-parametric and 

parametric reservation prices are applied explicitly (see RESERVATION PRICES).^ 

Even "going through the motions" of determining an optimal schedule that will 

not be used except for the very first second is computationally intensive. Computers have 

advanced so far that 3 million trial schedules with hundreds of jobs each can be tested in 

one second. This is enough trials to be able to say confidently that an optimal solution 

will be found within one second almost all the time and a good solution within one 

second the rest of the time. Branch-and-bound and genetic algorithms are two heuristic 

search approaches to finding a good schedule with limited time available. A description 

of a branch-and-bound procedure that was coded and tested for this study follows. 

The engine for a smart market is a search routine that locates the most valuable 

schedule quickly. Even the most powerful search routines cannot attempt to explicitly 

enumerate a I,OCX) job problem because of the curse of dimensionality. The number of 

® If a no-preempt rule were in place, it might be the case that no job would qualify to be scheduled because 
the expectation of a valuable job arriving would be so great. With preemption, it will always be optimal to 
process a job. 



possible schedules goes up as 2'^. However, other components of an algorithm can cut the 

search problem down to size. 

A dominance relationship exists between two jobs when the dominant one (D) is 

shorter, more valuable, and due later than the other job (the recessive job, R)/ When a 

dominance relationship exists, there is always a schedule with D and not R that is at least 

as valuable as a schedule with R and not D (proofs of some claims about dominance 

relationships appear in APPENDIX A). Making a dominance "cut" means eliminating from 

consideration all schedules in which the recessive job appears and the dominant job does 

not. This eliminates one fourth of the schedules from consideration.^ When multiple 

dominance relationships exist, it may be possible to conclude that some jobs must be 

included for a schedule to be optimal and that other jobs can safely be excluded; jobs can 

be "fixed" in or out of the schedule. Fixing jobs reduces the problem size as the factorial 

of the number of jobs not fixed. Typically, the "core" of the problem (the part of the 

problem left over when as many jobs as possible have been fixed in or out of the 

schedule) grows very slowly with the total number of jobs. Problems with 60,000 

variables were solved in this way 20 years ago.' 

Part of the current project is to develop a branch-and-bound procedure for implicit 

enumeration of scheduling problems. The scheduling problem is readily solved once the 

^ All three conditions need not hold strongly. One or two of the three conditions can hold weakly and a 
dominance relationship will still exist. 
' One quarter of the schedules have neither job. one quarter have both Jobs, one quarter have only the 
dominant job, and one quarter have only the recessive job. 
' Careaga. p. 6 cited M. Lauriere. "An Algorithm for the 0/1 Knapsack Problem," Mathematical 
Programming. 1978, pp. I-10. 
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job set is partitioned into "in" and "out" jobs. Specifically, the EDD order of a job set is 

always optimal whenever any other order is optimal (see APPENDIX A for proof). In 

addition to the job due earliest, other possible first jobs can also be readily checked for 

feasibility. 

The partitioning of the job set into "in" and "out" jobs is equivalent to a binary 

tree search. Like a knapsack problem'" where items are either in or out of the knapsack, a 

job is either in or out of the schedule." 

The knapsack problem requires one to maximize the value of the items in a knapsack with the constraint 
that each item must be taken in whole or not at all. This is perhaps the simplest of the problems that are NP-
complete. 
" Careaga. 
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Recent advances in algorithm design and computer power have made feasible a 

real-time, exact solution algorithm to solve the allocation problem in the continuous 

scheduling market. A modified version of the Horowitz-Sahni branch-and-bound 

algorithm was translated from Algol into C. (Both are available on request from the 

author.) A flowchart is presented in Figure 2.3. 

I ! 
Initialize I 

I I 

Bound 

Last 
job? 

No Til 

*«5 
Done? 

Update 
Best 

9aund> 
Best?, 

Backtrack 

Figure 2.3 Branch-and-Bound Flow Chart 

The bound used is the continuous relaxation (no all-or-nothing constraint) of the 

scheduling problem without considering due dates. This transforms the scheduling 

problem into the continuous knapsack problem. This bound is still a tight one, since 

dominance conditions eliminate from the problem any jobs that can be completed on time 

after all the other jobs are due. 

A good bound is essential to the speedy execution of the branch-and-bound 

algorithm. The best solution is usually found quite early in the search and the remaining 



time is spent implicitly enumerating the rest of the tree. The speed is inversely related to 

the average of 2^^, where N is the depth of the search, so small improvements in the bound 

lead to large improvements in speed. For example, a one percent tighter bound may mean 

the average depth of the tree exploration could be reduced by one from 11 to 10, and this 

reduction in depth yields an increase in speed of 100 percent.'" 

The branching procedure is a depth-first backtracking procedure that has very low 

memory requirements. Only the best solution to that point and the current position in the 

tree are retained. This search method is complemented by dominance cuts (such as the 

requirement to include dominant job 5 whenever recessive job 6 is included) that can 

initiate a backtrack very high in the tree, implicitly enumerating many schedules. 

A good early candidate solution also speeds up the implicit enumeration. The first 

candidate in the above solution is the greedy solution. With some simple algorithms that 

check a few hundred or a few thousand trial schedules in milliseconds, worst-case 

efficiency can be increased to acceptable levels. With today's cheap off-the-shelf 

processors able to test several million trial schedules in a second, it is possible to check 

hundreds of thousands of trial schedules to limit the worst-case value of the schedule and 

still have nine-tenths of a second left to do a branch-and-bound routine.'^ 

Terminating the algorithm part way through also gives a good heuristic for 

determining a schedule. Keeping in mind that only one job (or one second of one job) 

Marthello and Toth. Knapsack Problems, 1991. 
The greedy algorithm takes the jobs with the highest average values first, skipping over jobs that will not 

tit in the schedule, until no more jobs will fit in the schedule. The minimum of the value of the schedule 
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needs to be scheduled, one can readily appreciate that the algorithm is rarely subjected to 

a difficult test and that mistakes will rarely be costly. The theoretical worst case still 

requires the explicit enumeration of every schedule to arrive at the optimal one, so there 

is no guarantee of completion of the algorithm. The algorithm, however, functions 

smoothly without this guarantee. 

To illustrate the way a branch-and-bound algorithm works, a sample problem will 

be solved (see Table 2.1). This problem was the largest problem required to be solved in 

the Easy 6 human subject experiment. 

The first step in the solution process is to eliminate from the schedule all jobs that 

can be fixed "in" or "out." Job 3 can be fixed "in" the schedule because it can be finished 

on time after all the other jobs are due. The other nine jobs are implicitly enumerated 

using branch and bound in Figure 2.4. 

Job Number Processing Time Due Date Value 
I 12 20 132 
2 9 60 72 
3 17 210 136 
4 7 30 44 
5 17 40 102 
6 14 90 70 
7 11 60 55 
8 7 80 35 
9 5 30 25 
10 8 90 16 

Table 2.1 Branch-and-Bound Example 

produced by the greedy algorithm and highest- value job is always more than one half of the value of the 
optimal schedule. 



Jobs are successively added to the schedule as long as the resulting schedule 

continues to be feasible. As Figure 2.4 shows, the first seven jobs taken together are 

feasible, but adding the eighth is not feasible. The ninth can be added, however. At each 

step through the tree, the bound gets successively better, culminating with the greedy 

solution at the bottom of the first branch. In fact, this greedy solution is the optimal 

solution. 

The rest of the tree search is spent implicitly enumerating all the other schedules. 

Jobs are successively taken out of the schedule in the order of their value, starting with 

the least valuable. A new bound is determined at each branch. Of the 512 possible 

schedules, only 25 are tested before the search is completed. 
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Figure 2.4 Branch-and-Bound Example 

PREEMPTION 

A job that is in process may be stopped—preempted—if a higher bid for the 

machine time is received. Where significant preparation must be completed for a job to 

be started on a machine, a no-preempt rule may be appropriate. In this simulation, it is 



assumed that jobs may be preempted and resumed with no penalty. Nevertheless, it may 

be advantageous to implement a no-preempt rule. 

With a preempt rule, rapid price adjustments can be made to respond to changing 

levels of demand. In some cases, the current job will no longer qualify for the new 

schedule given the new conditions. The schedule would then be improved by preempting 

the job currently on the processor. 

In theory, eliminating the possibility of preemption limits options and should 

reduce the efficiency of a market. With dynamically arriving jobs, there is always the 

potential for regret by the scheduler; some jobs should be abandoned when new, more 

valuable jobs arrive. In practice, however, a no-preempt rule actually increases efficiency. 

This rule corrects indecisive algorithms such as the random and round-robin algorithms 

that lead to much of the processing time being wasted on jobs that will never be 

completed. 

In addition, a no-preempt rule takes advantage of the correlation of arrival date 

with due date, which is beneficial to some algorithms. WSPT benefits because it is likely 

that any higher-value jobs that arrive can be completed following the current, lower-value 

job. The reverse might not be true. In addition, bidding frequency and therefore 

transactions costs may fall as a result of using a no-preempt rule. There may also be some 

savings in setup costs that are unmodeled here. 

It must be noted that there are reporting problems with a no-preempt rule. 

Specifically, there is an incentive to "hoard" the processor. A bidder can bundle jobs 

together and reserve the processor for long periods, starting during a low demand period. 



Bidders would all arrive and try to lock in the processor at the opening of the market 

whether or not they had any jobs yet. To do so, however, bidders must outbid each other. 

All have an incentive to bundle in order to raise the value of the processing time. Taken 

to an extreme, one bidder can purchase all the processing time for the average value of 

processing time during the high period and low period. A limit on permitted job lengths 

would provide a partial remedy to this "problem." 

So in a sense, imposing a non-preempt rule in an environment where jobs can be 

preempted and resumed without cost begs the question. If the original allocation 

mechanism is adequate, preemption will only take place if it is beneficial. One way to 

insure that better jobs are picked initially is to have a reservation price for processing 

time. 

RESERVATION PRICES 

If a non-economic allocation method is chosen for allocation such as FCFS, EDD, 

or random, then imposing a minimum price brings some market discipline to the 

allocation method. There are different ways of imposing reservation prices. Two popular 

methods are a fixed price and peak/off peak pricing. Another approach to reservation 

prices when demand swings unpredictably is a non-parametric reservation price. An 

example of a non-parametric reservation price is that only the jobs with the five highest 

bids per second are considered for earliest due date scheduling. During off-peak demand 

periods, the minimum (parametric) bid will be lower than during peak periods. 



These approaches can be combined in hybrid market. This market would be a 

simple market where bids are ranked in the order of reservation price, with ties broken on 

the basis of some non-price criterion such as round robin. Bidders could submit non-price 

bids that would be scheduled as long as the processor is not congested. This hybrid 

market would endogenously determine when congestion brings peak pricing and the level 

of peak pricing. 

Estimation of demand can lead to intricate reservation pricing rules depending on 

the time of day, length of queue, and other factors. This study focuses on time-invariant 

pricing rules. One reason for this is simplicity. Another reason is that tailoring a time-

dependent reservation price to the job sets under study will severely and unnecessarily 

narrow the applicability of the findings. This handicap, however, makes the smart market 

not so "smart." 

Dynamic job arrival causes the myopically optimal schedule to no longer be 

optimal after new jobs arrive. A novel way to limit the usage of the processor and correct 

the myopia is to impose a non-parametric reservation price. Processing time is awarded to 

jobs based on the rank of bid (for example, 1st, 2nd, or 3rd) rather than the level of the 

bid (for example, 88,57, or 10); there is no specific value (or parameter) for the 

reservation price. The smart earliest due date algorithm is augmented with a rule that only 

the N jobs with the highest bids per second are considered. In these simulations, N varies 

from 1 to 10. For N = I, this algorithm is the same as WSPT. For N = 2 and higher, if 

completing more than one job is feasible, the job with the earliest due date will typically 

be scheduled first. 
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In Easy 4 for example, all the jobs will be scheduled during the slow periods 

because the queue length never exceeds N. During the fast periods, in contrast, half of the 

jobs may be processed, but the other half will be rejected because at least N other jobs 

will already have higher bids. 

More conventional reservation prices that have a specified value (parametric 

reservation prices) are also simulated. The smart market with the EDD sub-algorithm is 

also augmented with a reservation price. The market is simulated with all reservation 

prices from I to 100. A minimum bid of 1 is the same as a smart earliest due date with no 

reservation price. 

SIMULATION DESIGN 

The simulation was coded in C for Microsoft DOS using Microsoft Visual C 1.52. 

(The code is available upon request from the author.) The simulation was run on IBM-

compatibles using a 90-MHz Pentium processor. With the exception of the smart market, 

each algorithm was coded to exactly implement the rule above. For simplicity of 

implementation of the smart market, and because of the availability of abundant processor 

power, an explicit enumeration of all possible schedules is used instead of branch and 

bound. Every subset of the ten jobs with the highest bids is considered so as to arrive at 

an optimal schedule. 

All algorithms are limited to using bid data "as it arrives" as opposed to using any 

foresight in scheduling. Determining the best job set using perfect foresight gives an 

impossible standard to meet. Knowing that a valuable job will arrive shortiy often makes 



a shorter or more valuable job the best to be scheduled. ECnowing that no new jobs will 

arrive in the next few minutes, in contrast, would make a job with an earlier due date 

more attractive. Balancing diese two possibilities usually yields a schedule that is optimal 

in neither circumstance, but robust to changing conditions. If the task is to schedule in 

real time without benefit of superhuman foresight, then the appropriate test should be 

completed without foresight as well. 

SIMULATION RESULTS 

The simple algorithms do surprisingly well compared to the more complicated 

smart algorithms using efficiency as the performance criterion (see Table 2.2 through 

Table 2.4). WSPT does especially well. The reason for this is that the smart market builds 

a myopically optimal schedule that is counterproductive in a dynaniiic environment. To 

correct this problem, parametric and non-parametric reservation prices are tested in 

conjunction with the smart market. These reservation prices correct the failings of the 

smart market, but even the best smart market only outperforms the simple market by a 

small amount. 

The random and FCFS algorithms are sensitive to arrival rates, lead times, and 

completion dmes. Additional high-priority jobs with short lead times will cause these 

algorithms to have arbitrarily low efficiencies. These algorithms are likely to be faced 

with higher activity because the price for usage is zero. In the hard test samples, these 

algorithms suffer, especially when preemption is allowed. 
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Easy 4 Easy 6 Hard 4 Hard 6 

Random 55.2% 26.5% 7.1% 2.0% 

Round Robin 81.5% 65.1% 54.0% 23.8% 

Seniority 85.0% 80.6% 66.6% 56.0% 

SPT 88.5% 84.5% 65.8% 58.4% 

FCFS 90.1% 84.5% 66.4% 57.7% 

EDD 92.3% 85.7% 63.5% 61.1% 

NWSPT 90.9% 91.0% 89.4% 78.0% 

WSPT 96.3% 99.7% 97.5% 98.4% 

Table 2.2 Efficiency for Different Institutional Environments in 
Simulation of Market for Scheduling with Preemption 

With no preemption, the random algorithm does very well in the easy samples. 

This important check provides a valuable benchmark for the human subject experiments. 

FCFS, round-robin, seniority, and EDD algoridims all benefit from the imposition of the 

no-preempt rule as well, but WSPT still continues to outperform ail the other algorithms. 

The no-preempt rule also has lower computational and transaction costs. But without 

preemption, high-priority jobs with short lead times will be lost. So depending on the 

distribution of jobs, not permitting preemption may be very costly. 

Easy 4 Easy 6 Hard 4 Hard 6 

Random 88.7% 82.3% 66.6% 56.7% 

Round Robin 79.5% 91.0% 82.9% 71.0% 

Seniority 90.4% 85.1% 73.5% 63.0% 

SPT 89.1% 83.6% 66.0% 58.7% 

FCFS 90.1% 83.3% 66.4% 57.7% 

EDD 92.7% 84.5% 63.4% 60.1% 

WSPT/NWSPT 96.9% 98.7% 97.4% 98.6% 

Table 2.3 Efficiency for Different Institutional Environments in 
Simulation of Market for Scheduling without Preemption 



SMART MARKET RESULTS 

The main finding is that a dynamic smart market is only as smart as the sub-

algorithm used to choose the first job. If the chosen sub-algorithm is random, the result 

for these job sets is far worse than with a simple market. If the sub-algorithm is EDD, the 

potential for improvement over a simple market exists. Using WSPT to choose the first 

job in the smart market does quite well (see Table 2.4). It must be stated that 

improvement only occurs for narrow choices of parametric or non-parametric reservation 

prices. With time-varying reservation prices or a stochastic dynamic program, smart 

markets should always outperform a simple market (sometimes trivially). 
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Non-parametric 
Reservation Price Easv4 Easv 6 Hard 4 Hard 6 

1st = WSPT 96.9% 98.7% 97.4% 99.96% 
2 96.7% 85.7% 100.0% 100.0% 
3 96.2% 99.3% 99.9% 99.4% 
4 98.5% 99.6% 98.2% 98.3% 
5 99.5% 99.3% 96.5% 97.4% 
6 100.0% 99.3% 95.8% 96.4% 
7 99.6% 99.3% 95.8% 96.4% 
8 99.1% 98.7% 96.0% 97.0% 
9 99.6% 98.3% 95.6% 95.6% 

10 99.1% 98.2% 97.6% 96.2% 

Table 2.4 Efficiency for Different Non-Parametric Reservation Prices in 
Simulation of No-Preempt Smart Market (WSPT) 

With the processor idle so rarely and the lead time so high, the all-or-nothing 

constraint turns out not to be very important. In Figure 2.5, the cost of the constraint can 

be seen as the distance from the x's to the right edge of the demand curve when demand 

is below capacity, or to the supply curve when demand is above capacity,'"* 

Some of this cost is also due to collisions. 
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Figure 2.5 Cost of 0-1 Constraint 

In Easy 6, the highest efficiency was achieved with a parametric reservation price. 

In Figure 2.6, the efficiency is plotted as a function (inverse) of reservation price. The all-

or-notliing aspect of the problem makes the curve choppy. 
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Figure 2.6 Simulation of No-Preempt Smart Market (EDD) 
with Parametric Reservation Price 

HUMAN SCHEDULER WITH PERFECT FORESIGHT 

Where human scheduling is already taking place, in areas such as department 

course scheduling, it is difficult to displace the scheduler. The author proposed to replace 

the semiannual department scheduling meeting with an automated program, but was 

roundly dismissed. Other local rejections include offers to use bidding to allocate parking 

slots and basketball seats. These rejections are hardly surprising given the existing 

property rights.'^ Some scheduling problems are quite difficult, while others have many 

good solutions that are fairly easy to find. Automated solutions to difficult problems may 

" Conversation with Vemon Smith. 1996. 
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be much better than human efforts, notwithstanding the non-economic biases introduced 

by human schedulers.'^ 

As a check on the difficulty of the test samples, the author manually scheduled 

Hard 4 Short using perfect foresight. The scheduling task took four hours (four times the 

duration of the sample), but the result was 4 percent better than the best automated 

schedule without perfect foresight. 

Human schedulers are very expensive. Using much less valuable resources, 

computer algorithms can produce hundreds of schedules in the time it takes a human 

scheduler to produce one. Programming for custom scheduling tasks is also expensive 

(and automation may not always be successful), so human schedulers will probably be 

with us for many years. 

CONCLUSION 

The computer simulations give valuable insight into the nature of the scheduling 

problem. Benchmarks are established for human subject experiments. Some popular and 

polite algorithms are prone to reporting problems. Many allocation mechanisms currently 

in use ignore opportunities for trade. Implementing markets where a non-economic 

heuristic is currently used to make allocations can create value. 

A simple market may be sufficient. The simple algorithms do so well that it would 

be sensible to ask whether the uncertain additional benefits of a smart market are worth 

M. W. Carter. G. Laporte and J. W. Chinneck, "A General Examination Scheduling System," Interfaces, 
May-June 1994. pp. 109-120. 



the expense and bother for single-machine scheduling. Smart markets require more fine 

tuning than simple markets. Simple markets are easier to understand. For this application 

and distribution of jobs, simple markets should be sufficient. If too much time is being 

spent processing jobs that will not be completed, imposing a no-preempt rule is a low-

cost band aid. For high-value markets that are populated by professionals, smart markets 

may create enough extra benefit to make their existence profitable. 



3. EXPERIMENT 

This chapter begins by briefly discussing the unique contribution that 

experimental economics can make to our understanding of the world. The current 

experiments and their design are then discussed. The design discussion focuses on both 

applied issues, such as the pace of the experiment, the subject population, and the 

interface of the experiment, and theoretical issues, such as experimental factors and 

controls. The chapter concludes with an analysis of the experimental results and a 

discussion of their implications for building new markets and improving the efficiency of 

existing markets. 

WHY EXPERIMENTAL ECONOMICS? 

An academic economist cannot tell Wall Street traders, "Today we want to try a 

new rule," and expect them to comply. In the laboratory, however, rules and conditions 

can be easily varied, and economists can observe changes in behavior and how these 

changes in turn affect price and allocation in the market. Experimental economics is a 

way to gather empirical evidence to better understand how market institutions work. 

Under laboratory controls, full information about bidders' values are available. There is 

no way to observe these values outside the laboratory.' 

Laboratory experiments with human subjects provide useful information about 

how markets work in practice. Without expensive field studies, there is no other way to 

' V. Smith, p. 929. 



assess the gravity of reporting incentives and other factors that govern efficiency. 

Moreover, even where obtained, field data is uncontrolled, which severely limits the 

amount that can be learned from field studies. Computer simulations also have 

drawbacks. Strategies can be identified that reduce a market's efficiency, but the actual 

prevalence of such strategies cannot be known until human subjects are used." 

In the case of scheduling, for example, algorithms that have poor properties when 

computerized buyers truthfiilly disclose the characteristics of their jobs may yield quite 

different results when the buyers are human. Since human buyers can spontaneously 

adapt to different conditions and therefore compensate for some deficiencies in an 

algorithm, a rule that reduces efficiency in a computer simulation may nonetheless yield 

increased efficiency if employed by human buyers. If humans will be the participants in a 

new market, then human trials give valuable information about the way such a market 

will function. Finally, economics experiments can also identify when algorithms with 

great promise in computer uials are unlikely to yield similar gains when the market 

involves human participants. 

EXPERIMENTAL DESIGN 

VISUALIZATION 

To schedule even a single second of processing time requires the solution of a 

search problem with hundreds or thousands of nodes. In visualizing a problem of that 

- Op. at., p. 930. 



size, it is necessary for a market participant to ignore most of the data and focus only on 

the most relevant. Having a picture of the market each second helps market participants 

understand what is going on. In this fast-changing market, thousands of bids are made in 

an experimental session—too many to list on a screen. There must be a visual summary 

of what is going on or participants will find the market totally unmanageable. Before 

taking a look at the approach used in the experiment, several other approaches will be 

considered. 

Total Value 

Processing 

Not  Due Yet  

Completed 

Date 
Figure 3.1 Graph of Value vs. Date 

One approach to visualization is a line diagram (see Figure 3.1). Value per second 

can be represented on one axis and the date on another. Thickness of the line can 

represent whether or not a job is in process. Another approach could be a three-

dimensional graph (see Figure 3.2). One axis would be value, another date, and a third 

could be processing time remaining. These two approaches provide all the necessary data, 

but they provide additional information extraneous to the status of the market. It would be 

unthinkable to simultaneously view a history of thousands of such graphs. The 

information displayed must be tersely summarized, so a creative approach is necessary. 
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Figure 3.2 Graph of Value, Time, and Date 

The scheduling problem could be visualized as a game like Tetris.^ Jobs could be 

visualized as pieces that could be moved around to form a schedule. If there were 

multiple processors necessary, the job would have a signature "shape" like a Tetris piece. 

Aspects of the shape such as length in a particular column could correspond to time 

needed for processing on a particular machine. Precedence of one machine over another 

could also be indicated by the "shape" of the job. The "column" the job was in could 

indicate which processor(s) would be used to process the job. If different processors 

processed jobs at different rates, a job might have several different shapes depending on 

which "column" it was in. A much longer history could be summarized on the screen 

(like a Tetris game near its conclusion,). This interface would be of more use to a manual 

^ Tetris was a popular video game in the late 1980s. The task of the game was to assign each piece (see 
Figure 3.3 for a few example pieces) to one to four adjacent columns out of ten possible columns, 
depending on the shape and orientation of the piece. TTie goal was to have as many full rows as possible. 



scheduler than a bidder, however, because price information is missing and extraneous 

shapes of unprocessed jobs are presented/ 

Figure 3.3 The Tetris Approach to Visualizing Scheduling Probiems 

Rather than attempt to graphically depict jobs that are not scheduled, the current 

research devotes a maximum amount of space to showing the prices. The graph provided 

continuously updates the expected system price for each second of processing time in the 

next two minutes and also displays the historical system price for die last 18 minutes. 

Graphing price versus time, the processing (or expected processing) of a single job is seen 

as a "step" on the future price graph. In this manner, quantity information can be read 

from the price graph. A short job queue or a steep drop off in expected price is a signal 

that fewer jobs are arriving. Subjects can take advantage of these clues to pay less for 

processing time. 

* Orson Scott Card, Ender's Game, 1985. is a science fiction novel that places a young boy in charge of a 
fleet sent to destroy an alien planet, but the only interface he knows is a video game. Similarly, the best 
schedulers need not know anything about scheduling if they have a game-like interface. 
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Figure 3.4 A Word Is Worth a Thousand Pictures 

The price history is designed to help subjects identify the i2-minute demand cycle 

despite brief fluctuations in demand. To demonstrate as well as possible the fluctuation 

between the high and low demand periods, the price distribution is chosen to swing 

through the entire range of prices on the real-time system price graph. The graph above 

(Figure 3.4) illustrates more than one and a half complete demand cycles. The 1,200 

second price history shows the system price—the defining feature of previous market 

states—and the expected future price, which relays price and quantity information about 

the current market state. 

The underlying rise and fall of demand is masked by "collisions" of two jobs 

arriving at once and "anti-collisions," idle time when no job is available. It is difficult for 

subjects to identify the underlying job distribution in the presence of so much "noise." 

Subjects participating in experiments with the hard test samples were informed that there 

was a fast period and a slow period and twice as many jobs arrived during the fast period 

as the slow period. They were also told that the first six minutes were slow and the next 

six minutes were fast and that the demand cycle repeated for the duration of the 

experiment. 



PACE OF EXPERIMENT 

There are at least two other experimental studies that look at supply and demand 

flows instead of fixed supply and demand during discrete rounds of the experiment 

typically lasting two to five minutes. The pace of experiments was determined by 

assessing the number of bids in another market experiment with a similar difficulty level. 

Subjects could change their bids as often as they liked in these flow markets. The average 

number of bids in these markets was one bid every 30 seconds. (One participant managed 

to make a new bid every three seconds, placing over 1,000 bids in an hour.) A pilot 

experiment tested a two job per minute pace as the mean of the demand cycle. The pilot 

experiment demonstrated that two jobs per minute should instead be the pace during the 

peak arrival period. Albeit, random arrivals meant that higher fluxes would occasionally 

occur.^ 

The average lead time of two minutes is long enough for subjects to make an 

average of more dian three bids for each job. Some jobs had a lead time as short as 30 

seconds, and others a lead time as long as four minutes. These lead times enabled 

participants to start out at a very low bid and revise their bids upward a number of times 

if necessary. 

When preemption is prohibited, a 30-second lead time is enough to have one 

chance to get the job scheduled. If the bid is not accepted, the job is likely to expire 

' S. Reynolds. S. Rassenti. and V. L. Smith (University of Arizona working paper. 1996) conducted 
concurrent research with flows. Another paper is E. L. Milner. M. D. Pratt, and R. J. Reilly, "Contestability 
in real-time experimental flow markets." RAND Journal of Economics. Winter 1990. pp. 584-599. 



before the processor becomes free. Without preemption, the pace of the experiment is 

highest just before a job is completed on the processor. This flurry of bidding is also seen 

at the conclusion of a trading round in experiments with discrete rounds. 

FACTORS AND HYPOTHESES 

For a new area of experimentation, it is necessary to have wide latitude in 

deciding which hypotheses to test. In fact a rigorous design pattern is not always followed 

in a heuristic experiment. The main research question is whether a smart market for 

scheduling leads to more efficient outcomes than a simple market. The other 

experimental factors are chosen to ask questions similar to those asked in experiments 

with discrete rounds. The main question and some standard questions follow:® 

A. Does a smart market for scheduling lead to more efficient outcomes than a 

simple market? 

B. How many subjects are necessary for competitive outcomes? 

C. Are first-price and second-price pricing rules equivalent behaviorally? 

D. Are continuously open markets as efficient as markets that clear occasionally? 

E. What is the effect of subject experience? 

Each of these questions is evaluated based on three measures. The first measure is 

efficiency. The second measure is total subject profit. The third measure is subject 

bidding frequency. 

^ V. Smith, pp. 940-945. 
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A. SMART MARKET 

Based on the simulations, a smart market without a reservation price should have 

lower efficiency than a simple market. Human subjects, however, can adapt by bidding 

higher to correct for a lack of reservation price. They can also submit earlier due dates 

than actual ones. They will be forced to adapt because they will see that their jobs are not 

being completed, and when they experiment with new strategies, they will gravitate to 

ones that provide higher subject profit. These adaptations can make the smart market 

perform better than the simple market. Inherently, the potential allocations available in a 

smart market are greater than in a simple market. By scheduling jobs that are due soon 

before other jobs that are due later but worth more per second, efficiency can increase. If 

scheduling out of WSPT order will hurt efficiency, subjects with high-value jobs can bid 

earlier due dates than their actual due dates. In this way, subjects can adapt to the 

strengths and weaknesses of the different institutions. 

One important weakness of the smart market institution may be the sub-algorithm 

used to choose the furst job to process among many potential myopically optimal 

schedules. The sub-algorithm used in the smart market is die random algorithm. In 

simulations the smart market with the random sub-algorithm behaves like the random 

algorithm achieving low efficiencies. With preemption, the smart market (with the 

random sub-algorithm) performs with lower efficiency than all the other heuristics 

checked in simulation. These conditions provide the toughest test for the smart market. 

The smart market has the potential to be improved by using another sub-algorithm such 

as WSPT or imposing a reservation price. 



The smart market with the random sub-aigoriUim gives subjects a tremendous 

incentive to submit new bids to the market quickly. This indicates that activity for tiiis 

market should be greater than the simple market. This may balance other forces such as 

complexity that could lead to slower activity in the smart market than in the simple 

market. 

HYPOTHESIS TEST AI. Null hypothesis: efficiency has the same mean value in the smart 

and simple markets. Alternative hypothesis: efficiency will have different mean values in 

the smart and simple markets. 

HYPOTHESIS TEST A2. Null hypothesis: subject total profits has the same mean value in 

the smart and simple markets. Alternative hypothesis: subject total profits will have 

different mean values in the smart and simple markets. 

HYPOTHESIS TEST A3. Null hypothesis: bidding activity has the same mean value in the 

smart and simple markets. Alternative hypothesis: bidding activity will have different 

mean values in the smart and simple markets. 

B. COMPETITION 

There are four levels of demand flow that occur in the various test samples. The 

supply of processing time stays constant at one second of processing time per second 

(I s/s). Demand cycles every 12 minutes in each test sample with a six-minute high-

demand period that has twice as much demand as the low-demand period. There are four 

conditions: Easy 4, Easy 6, Hard 4, and Hard 6. Easy 4 has an average demand of 1 s/s 

during the low-demand period and 2 s/s during the high-demand period for an overall 



average of 1.5 s/s. Easy 6, Hard 4, and Hard 6 have average demands of 2.25 s/s, 3 s/s, 

and 4.5 s/s, respectively. During the high-demand period in Hard 6, the average demand 

is 6 s/s. In different conditions, the average number of bidders competing for processing 

time varies from one to six over the spectrum of demand. 

From static bidding theory, we can make some predictions about efficiency of the 

market and profit of the buyers. More competition should not reduce efficiency of the 

market. The markets with the hard job set have more competition because jobs last twice 

as long as in markets with the easy job set, so a longer queue of competitors forms. These 

markets should have efficiency at least as great as the markets with the easy job set. For 

similar reasons, the markets with six participants should have efficiency at least as great 

as the markets with four participants. The total profit of the buyers should also fall when 

two subjects are added because of the elasticity of demand at the relevant part of the 

demand curve. Total profit should be lower with the hard job set than with the easy job 

set for similar reasons. A finer prediction about competition is not readily available with 

these test samples. Another pair of test samples could be constructed where the same 

demand is distributed once to four bidders and once to six bidders to compare the effect 

on competition directly. 

Predictions can also be made about changes in the number of bids per subject per 

minute (activity) as the level of demand changes. As competition increases, subjects must 

bid more frequently in addition to bidding higher in order to secure processing time. The 

flux of jobs (the total number of jobs per unit time) increases when the number of 

subjects increases, so the conditions change more often. This process may tum into a 



feedback loop as bidders must respond more often. Althougli tiie flux of jobs is the same 

between the easy and hard job sets, the jobs require longer processing time in the hard job 

set, so there is a longer queue of unprocessed jobs in that condition. Since there are likely 

to be a higher average number of competitors who have unprocessed jobs, activity could 

be higher when the hard job set is used instead of the easy job set. 

With a denser market, subjects are less likely to benefit from bids that are far from 

the market price. Bidders can therefore focus on their most valuable jobs and activity may 

be lower. 

HYPOTHESIS TEST B 1. Null hypothesis: the mean value of efficiency is no smaller in 

experiments using the hard job sets as experiments using the easy job sets, and the mean 

value of efficiency is no smaller in the six-subject experiments than the four-subject 

experiments. Alternative hypothesis: the mean value of efficiency is smaller in 

experiments using the hard job sets as experiments using the easy job sets, or the mean 

value of efficiency is smaller in the six-subject experiments than the four-subject 

experiments. 

HYPOTHESIS TEST B2. Null hypothesis: the mean value of subject total profit is no higher 

in experiments using the hard job sets as experiments using the easy job sets, and the 

mean value of subject total profit is no higher in the six-subject experiments than the 

four-subject experiments. Alternative hypothesis: the mean value of subject total profits is 

higher in experiments using the hard job sets as experiments using the easy job sets, or 

the mean value of subject total profit is higher in the six-subject experiments than the 

four-subject experiments. 



HYPOTHESIS TESTBS. Null hypothesis: mean bidding activity is the same in experiments 

using the hard job sets as experiments using the easy job sets, and the mean bidding 

activity is the same in the six-subject experiments as the four-subject experiments. 

Alternative hypothesis: mean bidding activity is different in experiments using the hard 

job sets than in experiments using the easy job sets, or mean bidding activity is different 

in four-subject experiments than in six-subject experiments. 

C. FIRST PRICE OR SECOND PRICE 

The question of efficiency using a first-price or second-price rule is mosUy an 

experimental issue; little can be learned from simulations using fully revealing bidders 

because they will not alter their strategy when the pricing rule changes. In static bidding 

theory, there should not be any difference because bidders using the first-price pricing 

rule can raise their bids one increment at a time until they are the sole winning bidder. In 

a preempt environment, a first-price or second-price rule may change the allocation in the 

market slightly even for fully revealing "computer bidders." For example, suppose a ten-

second job worth SI 00 is preempted halfway through when another job arrives. With a 

first-price pricing rule, the computer bidder will bid $50 on the remainder of the first job 

because, conditional on completion of the job, $50 is already promised to the scheduling 

center. With a second-price pricing rule, the computer bidder could bid $ 100 for the last 

half of the first job. This is the precisely the subtle distinction between the WSPT and the 

NWSPT simulations. 
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The typical human bidders, however, have an incentive not to fully reveal their 

preferences. The first-price rule is familiar and simple; upon completion of a job, the 

subject pays the scheduling center the amount of the winning bid to process the job. The 

bidders only make a profit by bidding less than the value of the jobs. For an illustration, 

consider a two-sided auction, where sellers similarly can only make a profit by submitting 

offers higher than their cost (see Figure 3.5). 

The second-price auction is less familiar. The simple second price is the amount 

that the second highest bidder is bidding for the next unit of processing time. This "time"-

based accounting may give an accurate current system price, but the sum of these 

instantaneous second prices may be higher or lower than the delay externality caused by 

processing the job. For example, if there are two jobs in the simple second-price auction 

that cannot both be completed, the simple second price may be higher or lower than the 

value of the second highest job (see Table 3.1). 

Price 

Offers 

Values 

Quantity 

Figure 3.5 Market Participant Underrevelation 

Example A Processing Time Due Date Value 
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Job 1A 1 10 9 
Job 2A 10 10 100 

Example B 
Job 1B 1 11 11 
Job 28 10 10 100 

Table 3.1 First-Price and Second-Price Example 

In example A in Table 3.1, for each of the ten seconds of processing Job 2A, the second 

price will be 9 for a total second price of 90, even though the next most valuable use for 

all the time was only 9. In Example B. the displaced job is more valuable than the 

scheduled job. The simple second price would be 10, but the true cost of the displacement 

is 100. This example demonstrates potential for inefficiency in a simple market. 

In a smart market, a promising way to determine the second price of a job is to 

compute the value of the best schedule not including that job (the "second best" schedule) 

and subtract it from the value of the schedule including that job (the "best" schedule). The 

second price becomes the value of the second best schedule minus the sum of the bids of 

all the other jobs included in the best schedule. This would be a "smart second price." It 

would have good incentive properties in a static market; for single unit demand, it would 

be a dominant strategy to completely reveal job characteristics. 

Proof: bidding higher than one's value by any positive amount, e, would yield the 

same profit as bidding one's value except in the circumstance that including the job 

would result in a new schedule worth up to e more than the old best schedule. In this case, 

profits would only go down. Similarly, bidding lower than one's value by e would yield 

the same profit as bidding one's value except when excluding the job from the best 



schedule would result in a schedule worth less than the old schedule by e or less. Again, 

profits would only go down.' 

A "smart second price" if used in a dynamic market would suffer severely from a 

lack of reservation price (whether determined by a stochastic dynamic program or through 

some other means). Prices would usually be very low. If nine out of ten jobs in the queue 

could be completed, the highest smart second price would be the value of the tenth. It is 

possible that some would pay nothing for their job ume. If the smart second price is 

usually below the minimum bid allowed in the market, there would not usually be any 

benefit from the incentive properties of the smart second price. Moreover, these rare 

benefits would come at the cost of increased complexity. 

There is reason to be skeptical about the promise of complicated markets. The 

experimental evidence so far provides no basis for optimism that a completely incentive-

compatible scheduling institution would be at all better than a simple market. 

Experiments on the Tideman-Tullock pivot mechanism surprised theorists; even though it 

was a dominant strategy to reveal demand, subjects did not do so.^ The smart second 

price for this environment has an undesirable property in the preemptive environment. 

With preemption, the total transfers required would be far in excess of the total value of 

the scheduled jobs.' 

^ This is a generalization of a Vickrey auction. W. Vickrey, "Auctions and Bidding Games." in Recent 
Advances in Game Theory, 1962. pp. 15-27. There would be an incentive to distort bids if a bidder had 
multiple unit demand. 
® Attiyeh and Isaac. University of Arizona working paper, 1995. 
' For example if there were two jobs both due in ten seconds, one worth $999 for one second and one worth 
S 1.000 for 10 seconds, the total transfer in a preemptive environment would be S9.990. A way around this 



Simple heuristics do well and are transparent. Paying what you bid is easy to 

understand. Another simple rule—paying what the next lowest bidder bid—can lead to 

lower bids and increased efficiencies. These rules can be gamed, but they may be 

"optimally inefficient." A theoretically "more efficient" market design may have high 

training costs and low liquidity because few participants have faith in its workings, which 

might countervail any benefit. 

The smart algorithms are quite complicated. The fewer people that understand an 

algorithm, the more likely it is that those people will attempt to manipulate it.'° There 

have recently been a number of scandals involving futures, derivatives, strips, and other 

fmancial instruments that illustrate this point. Brokers take advantage of their less 

knowledgeable clients. Traders bring their firms down under the very noses of their 

supervisors. Even large, liquid markets such as Treasury bills and copper futures can be 

"cornered."" 

For the preceding reasons, this research examines only the simple payment rules, 

first and second price. There is no theoretical reason for there to be distinct predictions 

about efficiency and subject profit for these pricing rules. Since subjects in the current 

experiments can raise their bids incrementally in real time when they pay the first price, 

the mechanism is similar to an English auction. Theoretically, an English auction (in 

problem could be to award property rights to processing time, but then the market for processing time on a 
single machine could easily be cornered. 
'"Conversation with Peter Swire, 1995. 
" Kidder Peabody, Barings, Daiwa, and Sumitomo Banks were all brought down recently. Paul Krugman, 
"How Copper Came a Cropper. Sumitomo's Robber-Baron Tactics Make the Case for Regulation." Slate, 
July 24. 1996. p. 6. 
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which everyone has a chance to raise the bid incrementally and the winner pays the 

highest bid) has the same equilibrium price (within one bid increment) as an auction with 

the same rules except the winner pays the second highest bid. The intuition from these 

mechanisms is that no distinction should be observed in efficiency and subject profit 

between the first-price and second-price pricing rules. With a first-price pricing rule, 

however, subjects must make many more bids to arrive at the same result. Bidders in a 

second-price market could make higher bids sooner, while a pair of bidders in a first-price 

market would both have to walk the price up one bidding increment at a time until one 

has the uncontested high bid to be sure that they pay the minimum for processing time. 

Thus, the markets with a first-price pricing rule should have at least as much activity as 

markets with a second-price pricing rule.'" 

Subjects are unlikely to understand at first the subtle differences between the first-

price and second-price pricing rules. Total subject profits are likely to be higher with a 

second-price pricing rule than with a first-price pricing rule because bidders will bid in 

the second-price market as if there is a first-price pricing rule. There is experimental 

evidence that inexperienced bidders are unlikely to understand the subdeties of a second-

price pricing rule. With experience, subjects can adjust to compensate for this difference 

by learning to bid higher. Thus there may be an interaction between subject experience 

V. Smith, p. 944. 
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and the pricing rule that ultimately results in a convergence of total subject profit under 

the first-price and second-price pricing rules. 

HYPOTHESIS TEST CI. Null hypothesis: mean efficiency is the same using the first-price 

pricing rule and the second-price pricing rule. Alternative hypothesis: mean efficiency is 

different using the first-price pricing rule and the second-price pricing rule. 

HYPOTHESIS TESTC2. Null hypothesis: mean subject total profit is no higher using the 

fnst-price pricing rule than using the second-price pricing rule, and the difference does 

not grow with experience. Alternative hypothesis: mean subject total profit is higher 

using the first-price pricing rule than using the second-price pricing rule, or the difference 

grows with experience. 

Hj'pothesis Test C3. Null hypothesis: mean bidding activity is no lower using the first-

price pricing rule than using the second-price pricing rule. Alternative hypothesis: mean 

bidding activity is lower using the first-price pricing rule than using die second-price 

pricing rule. 

D. PREEMPTION 

The difference between a no-preempt rule and allowing preemption in the market 

for scheduling is similar to the difference between a call market and a double auction. 

Using the no-preempt rule means the processor is scheduled for 15 to 30 seconds as soon 

as a job is completed. When preemption is allowed, a new schedule is computed every 

Attiyeh and Isaac. 
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second. In a call market, trading only occurs at set intervals, but in a double auction, 

trading can occur any time. 

A no-preempt rule locks in the processor for the duration of the winning job. 

When preemption is allowed, there is a risk diat the currently scheduled job will not be 

completed. Risk-averse subjects would not be willing to pay as much for processing time 

without a no-preemption rule as with such a rule. When the risk is borae by the seller, 

however, the subjects only pay on completion under both rules. Thus subjects should be 

willing to "pay" the same price under either rule. 

Since new jobs arrive during the processing of a job, pricing can only be based on 

expected arrivals during the course of a job with a no-preempt rule. With a preempt rule, 

in contrast, the acmal prices could rise or fall over the course of the currently scheduled 

job as new jobs materialize or fail to. 

There are many fewer opportunities for each subject to win the bidding in a no-

preempt experiment. Instead of a new allocation of processing time being made every 

second, a new allocation only occurs on completion of a job. Because the allocation 

occurs at a set future time—the completion of processing of the current job, the auction 

can be understood as a "hard close." Markets with a "hard close" can suffer because 

subjects are able to put in bids at the last second with no time for their opponents to 

respond. The last instant has the same informational properties as a sealed bid auction. 

While this is also true when preemption is allowed, there are 15 to 30 times as many 
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auctions during the course of the experiment. Since there are so many more chances to 

respond, the preemptive case is more like a "soft close."'"* 

Subjects can correct in their bidding for the style of the close. If a "'hard close" 

enables a bidder with less than the highest value job to regularly win processing time, the 

other bidders can anticipate this and bid more themselves at the last second. There is no 

reason to expect that average prices or efficiencies should be higher or lower when 

preemption is permitted versus when it is not. During the final second before completion 

of another job, however, there is an incentive for more activity when preemption is not 

allowed. 

HYPOTHESIS TEST DL. Null hypothesis: mean efficiency is the same when preemption is 

or is not allowed. Alternative hypothesis: mean efficiency is different when preemption is 

allowed than when preemption is not allowed. 

HYPOTHESIS TEST D2. Null hypothesis: mean total subject profit is the same when 

preemption is or is not allowed. Alternative hypothesis: mean total subject profit is 

different when preemption is allowed than when preemption is not allowed. 

HYPOTHESIS TEST D3. Null hypothesis: mean bidding activity is the same when 

preemption is allowed or not allowed. Alternative hypothesis: mean bidding activity is 

different when preemption is allowed than when preemption is not allowed. 

Samuel H. Dinidn. "English Oral Sellers' Auction with Stochastic Delay," University of Arizona working 
paper. 1995. 
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E. SUBJECT FACTORS AND CONTROLS 

Subjects all participate in two experiments, with the second typically occurring 

two days after the first. The subject participates in the same group each time, but receives 

a different set of jobs to process. The job set in the experienced run is one that another 

subject in the same group received in the inexperienced run. This allows for a controlled 

comparison of results across this treatment. Subjects participate use the same test sample 

(e.g.. Easy 4) and the same pricing and allocation rules both times. 

Subjects were typically undergraduate economics students'^ paid an average of 

$25 (a 35 or S6 show-up fee plus SO to S60 based on performance) per two-hour 

experiment. The experiment consisted of self-paced instructions (see APPENDIX B) and 60 

or 90 minutes of open market. Inexperienced subjects participated in the market for 60 

minutes and experienced subjects participated for 90 minutes. No subject took more than 

the allotted ume for the self-paced instructions (60 minutes for inexperienced subjects, 30 

minutes for experienced subjects).'^ 

The average payment for performance was three to four times the prevailing wage 

for students at the University of Arizona. This provided the students with a cogent 

incentive to bid to make a profit. This level of reward is more than the usual incentive 

At least one graduate student and one non-economics faculty member also participated. 
The performance portion of the payment for the inexperienced experiment was withheld until the 

beginning of the experienced experiment to provide a strong incentive for the subjects to return to complete 
the experimental series. 
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offered to students. Usual incentives for laboratory experiments are "50 to 100 percent 

above the typical campus hourly wage for students." 

Results from economics experiments have been replicated with other populations 

such as businessmen and people recruited from local communities using standard survey 

techniques. These replications are important for building confidence in the experimental 

methodology.'^ 

Subjects will learn the interface while they are inexperienced, which suggests they 

are likely to engage in a lower number of transactions per minute in the first experiment 

than in the second. As subjects learn to ignore jobs that have no chance of being 

scheduled, they can focus only on the most valuable jobs, which suggests they are likely 

to engage in a higher number of transactions per minute in the first experiment than in the 

second. 

If a subject learns to quickly react to new valuable jobs and to respond to her 

opponents' strategies, she will likely increase her relative profit level. If all subjects learn 

with experience, it is not clear whether total subject profit will go up or down. 

Hypothesis Test El. Null hypothesis: experiments with experienced subjects will have the 

same mean efficiency as experiments with inexperienced subjects. Alternative hypothesis: 

experiments with experienced subjects will not have the same mean efficiency as 

experiments with inexperienced subjects. 

Dan Friedman and Shyam Sunder. Experimental Methods, a Primer for Economists, 1994. p. 50. 
" Op. Cit.. pp. 40-43. 
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Hypothesis Test E2. Null hypothesis: experiments with experienced subjects will have the 

same mean subject total profit as experiments with inexperienced subjects. Alternative 

hypothesis: experiments with experienced subjects will not have the same mean subject 

total profit as experiments with inexperienced subjects. 

Hypothesis Test E3. Null hypothesis; experiments with experienced subjects will have the 

same mean activity as experiments with inexperienced subjects. Alternative hypothesis: 

experiments with experienced subjects will have different mean activity as experiments 

with inexperienced subjects.. 

RESULTS 

The results demonstrate that simple markets have the potential to yield substantial 

efficiency gains over heuristic scheduling techniques (see Table 3.2). In simpler markets, 

human subjects achieved high efficiencies, almost all in the range 80 to +90 percent. A 

smart market with a random sub-algorithm is not that smart—efficiencies were much 

lower than in the simple markets. 

Payment Easy 4 Hard 4 Easy 6 Hard 6 
Rule Inex Exper Inex Exper Inex Exper Inex Exper 

"F Price — — 90% 96% 
2"^ Price — — 88% 93% — — 

Price 82% 87% 80% 81% 86% 99.7"^ 
2"" Price 88% 92% 80% 90% 88% 90% 79% 93% 

Smart Price — — 61% 49% — — 
,'2"''Price — — — 

No Pre Simple 
7 

Preempt Simple 

Preempt 

Table 3.2 Efficiency in Experiments 
(as Percentage of Highest Efficiency in Simulation) 

94% 97% 
89% 96% 
49% 87% 
79% 93% 
66%* 61%' 
64% 62% 

" The program used to perform these experiments is in development and the parameters for smart, no-
preempt experiments are not yet available. 
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Total subject profit is widely disparate in the first-price and second-price markets, 

with profit in second-price markets almost always more than twice the profit in the first-

price markets (see Table 3.3). As subjects gain experience, this gulf narrows.'" 

Hard 4 
Rule Inex Exper Inex Exper Inex Exper Inex Exper 

No Pre Simple Price — — 20% 27% — — 16% 14% 
2- Price — — 56% 48% — — 40% 27% 

Preempt 1 Simple 1^ Price 13% 12% 9% 16% 15% 21% 4% 9% 
2^ Price 50% 39% 53% 41% 31% 22% 28% 21% 

Preempt Smart Price 
2- Price 

— — 12% 18% — — 8%* 
18% 

7%* 
18% 

'Average of 2 experiments 

Table 3.3 Total Subject ProHt in Experiments 
(as Percentage of Highest Efficiency in Simulation) 

The number of bids per subject per minute is surprisingly high across the board 

(see Table 3.4). The experiments with the smallest activity have more than twice as many 

bids per subject per minute as the pace predicted by the pilot experiments. Subjects were 

able to submit 2 to 7 bids per job on average. This statistic suggests that the huge task of 

manual operation could be intensified further. That is, if the subject task can be reduced 

^ The most succinct way to validate this finding is to add an interaction term to the multiple regression. 
Since this term was added after looking at the data, a small amount of statistical validity is lost in exchange 
for a large gain in explanation. If more assurance is required, additional experiments can be run to provide 
more data to check the new hypothesis. 
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to a single action per job, the number of jobs that could be managed by a subject could be 

doubled. 

Payment Easy 4 Hard 4 Easy 6 Hard 6 
Rule Inex Exper Inex Exper Inex Exper Inex Exper 

hSI ~ C O Tii _I QK A *3 No Pre Simple 1®^ Price 5.2 11.1 — — 8.5 6.3 
2"^ Price 4.7 5.5 — — 4.8 6.4 

Preempt Simple 1 Price 4.1 5.7 3.9 5.6 3.8 6.2 5.7 8.5 
a""* Price 5.8 7.2 4.1 5.2 2.8 7.4 4.2 4.9 

Preempt Smart 1®^ Price 6.4 5.9 — — 4.7* 10.5* 
2"^ Price 9.5 11.3 

'Ayerage of 2 experiments 

Table 3.4 Activity during Experiments (in Bids per Subject per Minute) 
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REGRESSION RESULTS 

Independent Dependent Variables 
Dummv Variables Efficiencv Subjects' Profit Activity 

Constant 0.98 0.27 5.61 

Smart Mari<et -0.18 (-4.0)^ -0.03 (-0.9) 2.85 (2.9)^ 

Hard Job Set -0.11 (-2.5)^ -0.03 (-0.9) -0.27 (-0.3) 

Six Subjects -0.01 (0.2) -0.11 (-5.2)^ 0.55 (0.8) 

Second Price 0.04(1.0) 0.27 (8.8)^ 0.01 (0.0) 

Second Price and 
Experienced Subjects 

-0.01 (-0.2) -0.12 (-2.7)^ -0.25 (-0.2) 

Preemptive -0.14 (-3.4)^ -0.08 (-2.7)^ -1.45 (-1.6) 

Experienced Subjects 0.07 (1.7) 0.03 (1.1) 2.00 (2.2)^ 

Adjusted 0.66 0.83 0.33 

F[7,24] 9.56 22.82 3.17 

p-value 0.000 0.000 0.016 

^One-tailed t-test cannot reject null hypothesis 
^Two-tailed t-test significant at 5% 

Table 3.5 Regression Results (t-statistics in parentheses) 

A surprising finding is that a smart market in a dynamic environment is only as 

good as the sub-algorithm that allocates the first second of the processing time (see Table 

3.5). The smart market with the random sub-algorithm has lower efficiency and higher 

activity than the simple market. The null hypothesis is rejected for hypothesis tests A1 

and A3. The smart market with other sub-algorithms performed better than the simple 

market, suggesting that the smart market could be improved with other sub-algorithms. 

Implementing a reservation price would also improve the smart market. Having a 
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reservation price necessitates estimation of demand, making the process of building a 

dynamic smart market more "hands on." but the importance of this task can be moderated 

by using non-parametric reservation prices. Clearly, the details of the implementation, 

such as the particular sub-algorithm and reservation price used, are important in a 

dynamic market. Under other conditions than the difficult ones in the experiment, smart 

markets have the potential to outdo simple markets. 

Doubling demand for processing time by using hard job sets instead of easy job 

sets acmally reduced efficiency. The null hypothesis is rejected for hypothesis B1. This 

tlnding suggests that the potential problem of collusion and other determinants of 

efficiency in the easy job sets are less of a problem than determinants of efficiency in the 

hard job sets. Collusion is more difficult using the hard job set, which enables more 

subjects to compete more often than in the easy job set, because more subjects have to 

collude. That is, the additional complexity of scheduling so many jobs make the hard job 

set hard. 

Another observation is that subject total profit is higher using the second-price 

pricing rule than using the first-price pricing rule. With subject experience, the subjects' 

profit in first-price markets and second-price markets came closer together. The null 

hypothesis therefore cannot be rejected for hypothesis test C2 because it is a one-sided 

test. There is no theoretical explanation for this disparity because subjects, in both first-

price and second-price markets, can gradually raise their bids until they win the 

processing time—similar to an English auction. The termination of this process results in 

almost the same price (separated by the minimum bidding increment). The price stays 
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systematically lower in the second-price market than in the first-price market. In sum, the 

two pricing rules are not equivalent behaviorally. This phenomenon may be useful. There 

are some markets in which a low price is desirable. For example, a firm's intemal market 

for a conference facility would be less awkward to implement if the price was only 

positive if there were a conflict. 

As in the simulation, a no-preemption rule outperforms a preemption rule with 

regard to efficiency and total profit. The null hypothesis is rejected for hypothesis tests 

D1 and D2. There is no theoretical justification for these findings, but they suggest that 

new institutions can be designed to provide the benefits of a no-preemption envirorunent 

while still permitting preemption in rare cases. One compromise would be for the relevant 

subject to retain property rights for the processing time purchased and be allowed to resell 

it. With that compromise, changes in the schedule that would preempt the current job in 

process would need to be accompanied by compensation to make the bidder whose job is 

being preempted better off. Otherwise, the change could effectively be vetoed by 

withholding the sale of the current processing time. Processing time could be withheld for 

another reason—speculation. Implementing property rights for processing time, including 

the right to resell, can lead to the market for processing being cornered when scheduling a 

single processor and the monopoly price being charged. 

Finally, an effect of subject experience was to increase the activity. This means 

that the null hypothesis is rejected for hypothesis test E3. The high efficiencies for the 

subjects indicate that the high bidding frequencies are an acceptable pace for this market, 

even with the high degree of complexity. 



I l l  

IMPLEMENTING A MARKET FOR SCHEDULING 

An easy part of the scheduling market experiment is announcing to subjects the 

value of the jobs to be processed. In a production version of a market for scheduling, this 

information cannot be displayed to participants because the information is unobservable. 

Bidders must provide information about job values themselves. In fact the aggregation of 

this job-value and due-date information is the reason for the existence of the market for 

scheduling. If the job-value and due-date information were known with a high degree of 

accuracy, the market allocation could be made without manual participation. 

To arrive at values for the use of any scarce resource, expert systems could be 

programmed to calculate such a value for bidders. A prototype of such a system for 

hydroelectric projects is under development at the University of Arizona Economic 

Science Laboratory. However, for a value for the market commodity to pop out of a 

specially designed application or spreadsheet, someone must populate the program with 

data. That is, human estimators must be part of the loop at some stage."' 

Another difference between the experimental version and the production version 

of the market for scheduling is the currency to be used in the market. One possibility for 

the production version would be tokens that can only be used in the bidding. Another 

possibility would be integrating bidding currency into a profit-sharing plan. There needs 

to be some scarcity or convertibility of the currency employed or there will be no 

D. Crawford. University of Arizona working paper. 1995. 
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incentive to bid accurately. The awarding of these budgets is an appropriate time to set 

priorities for the importance of different bidders' projects. 

The experimental version of the market for scheduling is highly labor intensive, 

though not as intensive as manual scheduling. Depending on the scarcity and value of the 

resource being scheduled, the market should be highly automated because labor costs 

incurred operating the market may exceed the benefits of the market for plentiful or low-

value resources. For resources for which there is little competition during the year, 

manual bids should never be submitted unless a costly conflict exists (e.g., the two most 

important conferences of the year fall on the same day). This is especially true for a 

resource such as a pool of software Ucenses that is frequently used. Similarly, if the value 

of the market participants' time is high, manual bids will be a costly drag on the 

efficiency of the market. But if manual requests must be collected anyway, such as for the 

scheduling of a video conference facility, a bid field could be an additional entry on a 

scheduling form. 

If participating in the market is fun, workers will panicipate in the market when 

they should be doing work. As in the case of the Windows game "Mines," workers may 

spend too much time "playing" in the market. (If this possibility is unforeseen, the 

productivity loss will hit like a "land mine.") Even if participating in the market is not 

especially enjoyable, the cost of participation in the market may ultimately outweigh the 

benefits of the efficiency gains from the use of the market. 

Various steps can be taken to mitigate individuals' incentives to participate in the 

market. One possibility is to set the minimum bidding increment to a high level. For 
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example, instead of being able to place a bid from $1 to S100, only bids in increments of 

S10 may be placed. An extreme example of a high minimum bidding increment is a 

posted-price market; there are only two available bids, the minimum bid or nothing. 

Another possibility is to have a coarse time resolution to the market. If the resource can 

only be reserved daily instead of hourly, there will be less incentive to participate 

frequently in the market. A similar possibility is to have infrequent market clearings. If 

the market only clears once per day instead of once per hour, the tactics are not as 

interesting or compelling. Finally, the bidding currency can be made less valuable or 

convertible. Without a cogent incentive, participation will be deterred. It is important to 

keep in mind, however, that all of these possibilities have die potential to reduce the 

efficiency of the market more than they reduce the transaction costs of participating in the 

market. 

On other implementation questions, the market for scheduling is more flexible. 

The smart market for scheduling is scaleable and modular. Issues of scale and modularity 

that may need to be addressed in future research include aggregating and disaggregating 

processing time and the role of the broker. If there are too many clients for a broker to 

manage, several brokers can aggregate jobs and submit them as bids to other brokers, or 

clients could also act as their own brokers. Brokers can also break up a single job into 

multiple jobs. 

Brokers that break up single jobs bear the risk of making a partial payment for an 

incomplete job for which they will receive no payment. These brokers would take on the 

risk that the seller bears in this market. In exchange, however, the broker may be able to 
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get a better price for processing time from the client by achieving a better record of 

completion. Many small jobs may be easier to schedule than a large job, especially in a 

market without preemption. 

A broker can also "clone" a job and submit multiple copies to the scheduling 

center. This might make it more likely that a single job is completed, but the broker risks 

paying twice for the same job. For example, in random scheduling with no preemption, 

scheduling is like fertility treatment: more fertility treatment increases the likelihood of 

pregnancy, but also increases the chance of twins. 

A client with a single job to process could act without a broker. That person 

would have more information about the uradeoffs of various constraints. If the amount of 

time required to submit a bid to a broker is the same as the time required to submit a bid 

to the scheduling center, the utility of a broker is called into question. As an illustration, 

consider that bank depositors buy $10,000 90-day bank certificates of deposit that pay 

2.5% interest when 510,000 90-day Treasury bills yield 5%. The bank often uses the 

deposits to buy 90-day Treasury bills." 

Brokers can act as the scheduling center. They can accept a job and guarantee its 

completion. Brokers can also act as clients. They can offer to pay (typically less than their 

client offers them) for another broker to complete the job by a set time. Pricing strategies 

can be pursued and levels of priority can be offered on the same processor, just as many 

long-distance telephone resellers today use a common carrier. 

— Conversation with source at Signet Bank. 1996. 
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If the market is complex, many levels of hierarchy can be supported. If the market 

is simple, there need not be any intermediary between clients and the scheduling center. 

Both extremes are lucrative business models. In Internet stock trading, there are few 

middlemen. However, there are many levels of intermediaries between a home insurance 

policy holder and a Lloyds of London "name." 

CONCLUSION 

Since scheduling can now be done well in a short period of time, real-time 

dispatch of a market for scheduling is feasible. Even the allocation of processing time for 

a smart market can reliably be found in under a second. With the processing power 

available, millions of trial schedules can be tested per second. Branch and bound or other 

search techniques can quickly find the "best" schedule. The hard part of the problem is 

figuring out what is "best." Optimization of a dynamic market requires an estimate of 

future demand. A smart market requires fine mning to be any better than a simple market. 

Although dynamic dispatch of a smart market is feasible, the implementation of 

the smart market tested with human subjects shows substantial need for improvement. 

Theoretical optimality for a static market does not carry over in all cases to a dynamic 

market. The simple market outperforms the smart market at the boundary where the 

random sub-algorithm is used to allocate the first second of the "smart" schedule. 

Without an implicit or explicit reservation price, the "smart" allocation rapidly ceases to 

be so as new jobs arrive. 
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The theoretical questions of NP-completeness are shown to be irrelevant to 

optimally scheduling the first second since even if an optimal myopic schedule is found, 

there is usually broad freedom to choose which job to put on the processor first. When 

only a single job can be scheduled first for a myopically optimal schedule, it is likely to 

become less than optimal as new jobs arrive. If the definition of the search problem 

requires human estimates, the returns from completing the search instead of stopping it 

after one second may be small. Partial solutions to optimizations may therefore be 

adequate. 

There is no need to fine tune the smart market for scheduling when the simple 

market for scheduling achieves substantial efficiency gains over heuristic scheduling 

techniques. A simple market for scheduling can rationalize asset management. A simple 

market for scheduling can identify tradeoffs in personnel scheduling and reward flexible 

workers. A simple market is simple. 

The theoretical and technical hurdles to building a market for scheduling are 

readily overcome today by off-the-shelf processors running easily-developed software. 

Markets have the potential to revolutionize every aspect of business from production to 

retail. Advances in communications and computers have made it inexpensive to provide a 

market terminal on everyone's desktop and in everyone's living room. An entire market 

can be mn on a single workstation. With these building blocks and some experimental 

economics research, a whole vista of new applications for markets beckons. 
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APPENDIX A: PROOFS 

A dominant schedule is defined as a schedule that satisfies all the conditions 

below. There exists an optimal dominant schedule for every job set. 

EMMONS 
If ti < tj and di > dj and v, > Vj and not all of these relationships hold 
weakly, then Job i dominates Job j. A Dominant Schedule does not 
contain a job that is dominated by an excluded job. 

If a Job i is at least as short to process, at least as valuable in total, and is due at 

least as late as Job 7, then Job i dominates Job j. If there is an optimal schedule with Job j 

and not Job i, then there is another optimal schedule with Job i and not Job j. The proof 

is by construction; replace Job j in the fu^t schedule with Job i and the schedule is 

feasible and at least as valuable. This allows us to restrict our attention to schedules that 

do not have any early jobs dominated by tardy jobs.' 

ELMAGHRABY 

If di> ^ tj then Job i can be fixed early in a dominant schedule. 
leEuF 

If Job i has a due date at least as great as die sum of the processing time of all the 

jobs that are not fixed tardy (including Job i), then Job i can be fixed early. A proof is by 

contradiction. Every schedule without Job i is not optimal because a new schedule could 

be constructed with all the other early jobs in the EDD order followed by Job i which 

' Emmons. 1969. 
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would be greater in value by v,. Since dominant schedules are a subset of optimal 

schedules, every dominant schedule must satisfy this condition." 

JACKSON 

If Job i is not early in the Earliest Due Date (EDD) sequence of the early 
jobs and itself, it will not be early in any optimal solution to the problem. 

If the EDD schedule of the early jobs and Job i is infeasible, then there does not 

exist a feasible schedule including Job i. This follows immediately from the proof in 

Appendix A that if there is any feasible schedule, the EDD schedule is feasible. 

NEW DOMINANCE CONDITION 

If 3 a set S, s. t. V J. S S, (^/) + X S a E. 
lj:itS\ ft(keS) 

and id,} 

If a set of jobs can be completed in the EDD order after all the other jobs 

are due, then that set of jobs should be fixed early * The dominance condition 

and its proof are similar to the Elmaghraby condition. An optimal schedule 

cannot exist without this condition holding. Suppose not. Thus some member of 

S (if it exists) is not included in the optimal schedule. If there is any member of 

set S that is not included, then a new schedule can be constructed with all of S in 

the EDD order following all the rest of the jobs in the optimal schedule. This is a 

* Elmaghraby, 1968. 
^ The above equation states a slightly stronger sufficient condition. 
* This condition was developed in a conversation with Stephen Rassenti. 



contradiction because by construction we have improved on a supposedly optimal 

schedule. 
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APPENDIX B: EXPERIMENTAL INSTRUCTIONS 

This is an experiment in the economics of scheduling. Funding for this research has been 
provided by the National Science Foundation. If you follow the instructions and make 
your decisions carefully, you could earn a considerable amount of money which will be 
paid to you IN CASH at the end of the experiment. 

You will only need to use a few keys to participate in this experiment. You will need to 
use the arrow keys which are located on the lower right of the keyboard. 

Press the UP ARROW to continue... 

The BACKSPACE key, located in the upper right comer of the keyboard, can be used to 
erase mistakes. 

Press BACKSPACE to continue... 

You will need the function keys Fl, F2,..., FIG which are located on the top row of the 
keyboard. The number keys 1, 2,...., 0 can be found on the second row of the keyboard. 
Press Fl to continue... 

Please read these instructions carefully since the amount of money you earn may be 
affected by your understanding of the task. In the bottom right of the instruction window, 
you will be able to see how many of the subjects have already finished the instructions. 

In today's experiment, your task is to buy processing time for your clients. Your clients 
will have certain jobs they want completed. These jobs require processing time on a 
certain machine that your clients do not own. Therefore, the time on the machine must be 
purchased. 

The Scheduling Center (SC) owns and operates the machine. The machine can process 
only one job at a time, so in order to buy processing time for your clients, you will have to 
submit bids for the time to the SC. You will be competing for processing time on the 
machine against others like yourself who also wish to buy time for their clients. 

Throughout the experiment, you will receive job requests from your clients. Each of the 
requests will include three pieces of information: first, the amount of processing time the 
job will need; second, the value of the job divided by the number of seconds of 
processing the job requires; and third, the latest time that processing of the job can be 
started in order to be finished by the client's deadline. The value of the job is simply the 
total amount your client will pay you if you get the job completely processed before its 
deadline. 



121 

This is the lower portion of the screen which you will see during the experiment. Directly 
below these instructions, you can see the blue and white Bid Window. This window 
allows you to see the details of all your clients' current job requests and to submit bids for 
processing time to the SC. 

The four headings in the Bid Window are; 

JOB — This is ±e job number. Your job requests are numbered in the order they are 
received. For example, your third job request received would be Job 3. 

TIME NEEDED — This is the amount of time needed to completely process the job on 
the SCs machine. 

VALUE/SECOND ~ This is the amount your client will pay you to get the job completed 
on time DIVIDED by the Time Needed to process the job. Effectively, it is the rate per 
second of processing time your client will pay you. If you pay the SC anything less than 
this rate for processing time, you can make a profit on this job. But remember, your client 
will pay you nothing if the job is not completed on time. 

LATEST START — This is the latest time at which the job can be started and still be 
completed on time. If the job must be completed by 10:20 (10 minutes and 20 seconds 
into the experiment) and needs 5 seconds to complete, the Latest Start would be 10:15. 

An example of a job request is written in your Bid Window. Job 4 will need 6 seconds to 
process, has a value/second of 50 pesos, and can be started no later than 6:01. 

Extending from the right side of the Bid Window, there is a place for the SC to inform 
you of the current Start Time if your bid for a job is accepted, and the job is scheduled. 
There is also a place for your computer to calculate your tentative Payoff, given the SCs 
current Start Time. 

As you receive job requests, the newest one will be written in the gray bar directly above 
the Bid Window. Whenever a new job arrives, you will hear a distinct beep to alert you of 
its arrival in your active list. 

Press F5 to observe the arrival of a new job. 

Your most recent request. Job 6, requires 10 seconds of processing time, will pay you 20 
pesos per second if the job is completed on time, and must be started by 4:21 (4 minutes 
and 21 seconds into the experiment) in order to meet your client's deadline. 
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You will be able to examine the details of your active job requests in the Bid Window. 
Any request for a job which has not been completed and whose Latest Start time has not 
passed is an active job request. You may scroll through your list of active job requests by 
pressing the SPACEBAR each time you want to view the next request on the list. The list 
will be sorted according to Value/Second. 

Press the SPACEBAR now to scroll through some sample job requests. 

Note that jobs 1, 2, and 5 are not on the list of active job requests. This is because they 
were scheduled and completed already or because their Latest Start times have already 
passed. 

Your computer will keep track of time during the experiment. Below the Bid Window, 
the Current Time will be displayed in the center of your screen. 

Press the ESC key now to watch the clock move from 3:15 to 3:20 seconds. 

In addition to being able to view the details of your active job requests, the Bid Window 
can be used to make bids for processing time for any of the job requests listed. To make a 
bid for time to complete a certain job, you must first scroll to that particular job and then 
input your bid in the INPUT row of the Bid Window. Your bid consists of three things. 
You have control over two of them: the most you are willing to pay per second of 
processing time and the latest time at which you want the job to be started. The third, the 
amount of processing time needed by a job, will automatically be copied from your 
client's request and sent with your bid. Please note that the SC does NOT see any of your 
clients' job requests. It will see only the information that you and the other buyers submit 
as bids. Therefore, the only information the SC will have on any of your jobs will be what 
you send it. The three parts of your bid will be entered in the INPUT line of the Bid 
Window, under the Time Needed, Value/Second, and Latest Start headings. The Time 
Needed will automatically be copied into your bid as required. However, you will enter 
the most you are willing to pay for each second of processing time for the job under the 
Value/Second heading and the latest time at which you want the job to begin processing 
under the Latest Start heading. Note that the Value/Second and Latest Start that you 
submit as your bid do not have to be the same as those indicated by your client in his job 
request. By submitting your bid, you are contracting to pay the SC if, and only if, it 
completes your job on time. Since the SC cannot charge you for a late job, it will ignore 
any bids with a Latest Start it cannot meet. 

To make a bid, you must first scroll (using the SPACEBAR) to the job that you wish to 
schedule. You can then input your bid in the INPUT line. You can use the <— and —> keys 
to move the cyan cursor between Value/Second and Latest Start. 
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When you are certain that you have input the numbers you wish to submit to the SC in the 
INPUT line, you can press the ENTER key to submit your bid. When you press the 
ENTER key, the numbers from your INPUT line will be copied into the BID line. Your 
bid will not be submitted to the SC until you hit the ENTER key. 

You can input your bid in one of two ways: You can either actually type in the numbers 
you want, or you can use the T and >1 keys to adjust the numbers placed in the INPUT line 
by your computer. Your computer will place a 0 in the Value/Second column of your 
INPUT line and die word Now in the Latest Start column. 

If you simply press ENTER without changing the numbers put in the INPUT line by your 
computer, you are indicating that you want to pay nothing for immediate processing time. 
When you bid a Latest Start time of Now your computer will add 2 seconds to the 
Current Time and take this as your bid. The 2 seconds are added on to allow time for the 
bid to be submitted and the job scheduled before the Latest Start time has passed. 

When you are in the INPUT line, die T and i keys work in the following manner; In the 
Value/Second column, the Ti keys scroll between 0 and the Value/Second specified by 
your client in his job request. In the Latest Start column, die Ti keys scroll between 
Now (the Current Time + 2 seconds) and the Latest Start specified by your client. Once 
you start to type a number or use the Ti keys in the Latest Start column, your computer 
will stop updating the number in that colunm. 

Let's make a sample bid now. The numbers used in this example are purely for 
instructional purposes and DO NOT indicate the best action to take in this experiment. 

Suppose we wish to make a bid on processing time for Job 4. First, scroll to Job 4. 

Press the SPACEBAR to scroll to Job 4. 

The job request indicates that the time needed to process the job is 6 seconds, the value 
per second of processing time is 50 pesos, and the latest time the job can be started is 
6:01. 

Suppose that you decide you want to bid 40 pesos per second, and that you want the 
Latest Start to be 4:45. Since the cursor is already beneath Value/Second, use the i key 
to change the number to 40. (Notice that pressing the i key from 0 causes die 
Value/Second in the INPUT line to change to 50. You can then continue to use the i key 
to decrease the number from 50 to 40.) 

Next, use the key to move the cursor beneath Latest Start and type in 4:45. Now, to 
submit this bid to the SC, press ENTER. 
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Once you have submitted a bid to the SC, you have the option of changing it IF the 
change is an improvement. This means you must either increase the price per second you 
are willing to pay, or specify a later Latest Start time. To improve a bid, simply scroll to 
the particular job request. The INPUT line comains a copy of your current bid. Adjust the 
portion of the bid that you wish to change on the INPUT line and press ENTER. 

If your bid is accepted by the SC, then your job will be scheduled and the current Start 
Time and tentative Payoff will be written to the right of the Bid Window. When you 
submit a bid, the SC considers the current bids from all buyers. On that basis, it calculates 
a starting time for your job. Note that the SC has scheduled a Start Time of 4:45 for Job 
4. 

[Second-price instructions only] 
On the basis of all the current bids, the SC also projects what it will be charging for 
processing at the time your job is scheduled to be processed. Your computer takes these 
tentative charges and subtracts them from the value of the job in order to calculate a 
tentative payoff for you. Your computer has calculated a tentative payoff of 156 pesos for 
Job 4. 

[Second-price instructions only] Since your client will pay you 6 x 50 = 3(X) pesos to get 
the job done on time, the SC must have calculated the tentative charges for the 6 seconds 
of processing time you requested to be 300 - 156 = 144 pesos. This is equivalent to 
paying 144/6 = 24 pesos per second of processing time, which is less than your bid of 40 
pesos per second, and less than the 50 pesos per second your client is paying you. You 
will be making 50 - 24 = 26 pesos per second for 6 seconds or 6 x 26 = 156 pesos. 

[First-price instructions only] On the basis of all the current bids, the SC also projects 
what it will be charging for processing at the time your job is scheduled to be processed. 
Your computer takes these tentative charges and subtracts them from the value of the job 
in order to calculate a tentative payoff for you. Your computer has calculated a tentative 
payoff of 60 pesos for Job 4. 

[First-price instructions only] Since your client will pay you 6 x 50 = 300 pesos to get the 
job done on time, the SC must have calculated the tentative charges for the 6 seconds of 
processing time you requested to be 300 - 60 = 240 pesos. This is equivalent to paying 
240/6 = 40 pesos per second of processing time, which is equal to your bid of 40 pesos 
per second, and less than the 50 pesos per second your client is paying you. You will be 
making 50 - 40 = 10 pesos per second for 6 seconds or 6 x 10 = 60 pesos. 

Please note that the times and payoffs which appear in the Payoff and Start Time columns 
are only tentative and may change at any time as you and other buyers make new bids and 
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change existing ones. Any time the schedule for a certain job changes, the new schedule 
will be available by scrolling to the particular job and checking in those columns. 

Remember, that your payoff will be the difference between what your client will pay you 
to get the job processed and completed on time and what you have to pay the SC to get 
the necessary processing time. You can make a profit in ttiis experiment by purchasing 
processing time from the SC at a rate which is less than the rate your client will pay you 
to buy the dme. 

For example, since your client will pay you 50 pesos per second of processing time to get 
Job 4 completed on time, you will make a profit only if you pay less than 50 pesos per 
second of processing time. 

[Simple, second-price instructions only] We can now discuss how the SC allocates 
processing dme. At each point in time, the SC looks at all of the active bids which have 
been submitted, and processes the job associated with the highest Value/Second bid. 
However, the SC only charges the SECOND highest Value/Second that was bid. 
Therefore, you will always be charged a price less than or equal to your bid if it is 
accepted. 

[Simple, first-price instructions only] We can now discuss how the SC allocates 
processing time. At each point in time, the SC looks at all of the active bids which have 
been submitted, and processes the job associated with the highest Value/Second bid. The 
SC will charge the Value/Second that was bid for that job. Therefore, you will always be 
charged the price that you bid if your bid is accepted. 

[Simple, no preempt instructions only] The SC is continuously checking new bids that are 
coming in, but it will not interrupt the job in progress. It is possible that the job with the 
highest Value/Second will not be processed until the current job is completed. 

[Simple, preempt instructions only] Because the SC is continuously checking new bids 
that are coming in, it is possible that a job may be started because it has the highest 
Value/Second at the time, then interrupted if another bid comes in that has a higher 
Value/Second than ±e first job. 

[Simple, no preempt, second-price instructions only] For example, suppose when you 
make your bid of 40 pesos per second for Job 4, the only other bid the SC observes is for 
24 pesos per second. Your job will be scheduled, and you will be charged 24 pesos for 
every second of processing time. Now suppose your job has been processed for 2 seconds 
when a new bid of 52 pesos per second comes in. The SC will not interrupt the processing 
of your job even though it is no longer the most valuable job. 
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[Simple, no preempt, first-price instructions only] For example, suppose when you make 
your bid of 40 pesos per second for Job 4, the only other bid the SC observes is for 24 
pesos per second. Your job will be scheduled, and you will be charged 40 pesos for every 
second of processing time. Now suppose your job has been processed for 2 seconds when 
a new bid of 52 pesos per second comes in. The SC will not interrupt the processing of 
your job even though it is no longer the most valuable job. 

[Simple, preempt, second-price instructions only] For example, suppose when you make 
your bid of 40 pesos per second for Job 4, the only other bid the SC observes is for 24 
pesos per second. Your job will be scheduled, and you will be charged 24 pesos for every 
second of processing time (the price of the second highest bid). Now suppose your job 
has been processed for 2 seconds when a new bid of 52 pesos per second comes in. The 
SC will interrupt the processing of your job because it is no longer the most valuable job. 

[Simple, preempt, first-price instructions only] For example, suppose when you make 
your bid of 40 pesos per second for Job 4, the only other bid the SC observes is for 24 
pesos per second. Your job will be scheduled, and you will be charged 40 pesos for every 
second of processing time. Now suppose your job has been processed for 2 seconds when 
a new bid of 52 pesos per second comes in. The SC will interrupt the processing of your 
job because it is no longer the most valuable job. 

[Simple, preempt instructions only] At each point in time, the SC will process the 
highest-valued job. Therefore, your job will not begin processing again until it is the most 
valuable job again. One of two things must happen in order for this to occur. Either the 
more valuable job gets processed, no better bids get submitted, and there is still enough 
time left to process your job, or you improve your bid so that it becomes the most 
valuable job again. 

[Smart instructions only] We can now discuss how the SC allocates processing time. At 
each point in time during the experiment, the SC considers all cuaent bids and then 
processes the job which it considers to be the most valuable at that time. When 
determining the most valuable job, the SC not only considers which of the jobs offers to 
pay the most per second, but also takes into account the need to complete as many jobs as 
possible on time, since the SC only gets paid for completed jobs. 

[Smart, second-price, preempt instructions only] If the SC considers your bid to be the 
most valuable and therefore processes the job, you will either be charged the price per 
second which you bid or something less. If your bid, in addition to being considered the 
most valuable, also offers to pay the most per second of any of the bids, you will only be 
charged the price per second bid by the second highest bidder. On the other hand, if your 
bid is considered the most valuable because of a time constraint, but does not offer to pay 
the most per second, you will be charged the price per second bid by the next highest 
bidder. 
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[Smart, first-price, preempt instructions only] If the SC considers your bid to be the most 
valuable and therefore processes the job, you will be charged your bid. Even if your bid is 
not the highest bid per second, but is considered the most valuable because of a time 
constraint, you only have to pay what you bid. 

[Smart, preempt instructions only] Because the SC is continuously checking new bids that 
are coming in, it is possible that a job may be started because it is considered to be the 
most valuable, then interrupted if another bid comes in that the SC considers more 
valuable. 

[Smart, preempt, second-price instructions only] For example, assume the SC considers 
your bid of 40 pesos per second for Job 4 to be the most valuable current bid. If the only 
other bid the SC observes is for 25 pesos per second, your job will be scheduled, and you 
will be charged 25 pesos for every second of processing time (the price of the second 
highest bid). 

Now suppose your job has been processed for 2 seconds when a new bid comes in which 
the SC considers to be more valuable. The SC will interrupt the processing of your job 
because it is no longer the most valuable job. Your job will not begin processing again 
until it is considered the most valuable job again. One of two things must happen in order 
for this to occur. Either the more valuable job gets processed, no better bids get 
submitted, and there is still enough time left to process your job, or you can improve your 
bid so that your bid becomes the most valuable bid again. 

[Preempt instructions only] If the processing of a job is interrupted, your computer will 
modify the job request to reflect this. It will calculate new values for Time Needed, 
Latest Start, and Value/Second, based on the remaining processing time required. 

[Preempt instructions only] Time Needed will be the time required to finish the job. The 
Latest Start will be moved back since some processing has ahready been done. The 
Value/Second will be the amount your client will pay to get the job completed MINUS 
the cost of the processing time akeady used DIVIDED by the remaining processing time 
required. 

[Preempt instructions only] The system will assume that you wish to bid the same price as 
your original bid for the remaining processing time. If the job is not scheduled to continue 
processing at a later time, your computer will signal you by putting the modified job 
request in the gray box above the Bid Window where new job requests are put. You can 
then improve your original bid in an attempt to get the remaining job scheduled if you 
wish. If the system does not continue processing the job by the Latest Start indicated in 
your bid, you will be charged nothing. 
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[Preempt instructions only] If Job 4 had been interrupted as we discussed, you can see in 
the Bid Window what the modified job request would look like. Job 4 was not re
scheduled, so it appeared as the newest job in the gray bar above the Bid Window. You 
could then improve your bid for the remaining time if you wished. 

[Second-price instructions only] When no other bids are currently submitted, except for 
one of your own, you will be charged zero for processing time, since you pay only the 
price of the second highest bid if your bid is accepted. When no other bids are currently 
submitted, except for 2 or more of your own, your highest bid job will be scheduled, and 
you will be charged your own second highest bid price per second. Processing time is free 
in the case when you are not competing with anyone else, or yourself, for use of the SC's 
machine. 

[First-price instructions only] When no other bids are currently submitted, except for one 
of your own, your bid will be the most valuable bid and your job will be scheduled. 
Because no other bids are currendy submitted, your job will be scheduled no matter what 
Value/Second you bid. 

At any point during the experiment, you could have several job requests that are active. 
Remember that an active job request is one for which the Latest Start time has not yet 
passed. As long as a job request is active, you can make or change your existing bid on 
that job. 

For example, improve your current bid on Job 4 to a Value/Second of 50 and a Latest 
Start of 5:00. 

The Price Chart shown below the Bid Window tells you what is happening to the price 
the SC is charging for processing time. You will be able to see the prices that were 
charged for previous processing time. The chart has time on the horizontal axis and price 
on the vertical axis. The price level is represented by a line drawn to the height of the 
price. A new price line will be added to the chart every two seconds, so you will know the 
price that was being charged by the SC for every other second during the experiment. 

The price the SC is charging for current processing time is displayed on your screen as 
System Price. Looking at the example Price Chart below, you can see that currently the 
SC is charging 0 pesos per second, at time 4:00 it was charging 60 pesos per second. 

The right hand portion of the chart shows future tentative prices and is drawn using a 
projection made by the SC considering all current bids and then determining future 
prices. This projection is, of course, always subject to change as new bids are submitted. 
Future prices are shown as yellow lines while actual previous prices are shown as cyan 
lines. For example, from the chart below, if no other bids are received, the SC will be 
charging 31 pesos per second at time 6:00 and 0 pesos per second at time 6:02. 
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Consider the Job Grid above this instruction box. This will be the top portion of the 
screen which you will see during the experiment. It is designed to give you a general 
overview of the job requests you receive and their status. As job requests come in, their 
job numbers will be written in the squares on the grid, beginning at the top left comer. 
You will be able to determine the status of a job request by the color scheme noted at the 
top of the grid. 

An active job request which has been received but has not yet been scheduled will be in a 
gray box with the job number in blue writing. This would be the case if either you have 
not bid for time to process the job or if you have not made a bid that has been accepted. 
All new job requests you receive will originally be in these colors. So will jobs which 
have been interrupted and have not been rescheduled. 

If you bid for time and one of your jobs is scheduled, its box will become dark blue. This 
means that the job has been scheduled but has not been completely processed yet. If better 
bids come in, your job could be rescheduled and the box will change back to the gray of 
an unscheduled job. 

When a job is successfully completed, its box turns black with its job number still 
showing. If the Latest Start time for a job request has passed and it was not processed, it 
becomes an inactive request. Its box will then turn black, and the job number will be 
erased from it. Active job requests are either blue or gray. Inactive jobs, completed or 
expked, are black. 

Consider the sample jobs entered in the Job Grid at this time. Job I is completed as 
indicated by the black box with the I in it. Job 2 was not processed, and the Latest Start 
date passed, indicated by the empty black box in the second position. Jobs 3 and 4 have 
been scheduled but not completed, and Job 5 has not been scheduled yet. 

The Job Grid provides a general overview of the status of ail the job requests you have 
received during the experiment. For the specific details of any job request you have 
received, active or inactive, you can press F9 to change the upper portion of your screen 
from the Job Grid to a detailed description of the requests in the order that they were 
received. In the bottom right of the detailed screen you will also be able to see your Total 
Payoff so far during the experiment. Press F9 now to examine job requests I - 5 on the 
detailed screen. You may use either screen you wish or switch back and forth between 
them during the experiment. 

This is the end of the instructions. At the end of today's experiment, you will be paid 1 
U.S. dollar for every pesos you earn. 
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If you are ready to begin the experiment, press the PgDn key. Once you have pressed the 
PgDn key, you will not be able to look back at the instructions. If you wish to review the 
instructions, press the PgUp key. 
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