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ABSTRACT 

Temporal database systems extend relational database systems to support time-varying 

information. One important such extension is support for time-varying aggregate func

tions, such as a time-varying average. Our research will show that temporal aggregates 

may be specified in a semantically well defined manner yet be efficiently implemented as 

simple extensions to relational databases. 

We introduce a taxonomy of temporal aggregation, based on a study of all major 

temporal query languages containing aggregates. The taxonomy categorizes the expres

siveness and fiinctionality of temporal aggregation. Based on this taxonomy, we introduce 

extensions to TSQL2 for temporal aggregation. The proposed language constructs allow 

one to express the variety of features identified in the taxonomy. We briefly discuss the 

semantics for the temporal aggregate language extension. 

We introduce an operator for evaluating temporal aggregates in a temporal relational 

algebra; the operator was designed to implement the tuple semantics. We show that 

theoretically, the most efficient evaluation of a temporal aggregate over a relation with n 

unique timestamps requires 0(n log n) time, with 0{n log n) space in any decision tree 

algorithm. We provide an example algorithm meeting these requirements, utilizing a 2-3 

tree. 

Based on the requirements for evaluation of the algebraic operator, we introduce 

a series of main memory algoritimis for evaluating temporal aggregates, including the 

aggregation tree, A:-ordered aggregation tree, the chalkboard algorithm, the linked-list 

algorithm, and show how to perform aggregation using a 2-3 tree. The algorithms exhibit 

different applicability depending on aspects of the input relation, including sort order, 

percentage of long-lived tuples, and number of tuples. We also provide an algorithm 

which executes using only a user-limited amount of memory, the paging aggregation tree. 

We characterize the effectiveness of these algorithms based on an empirical study of their 

performance. 
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CHAPTER 1 

Introduction 

This dissertation explores the design and evaluation of temporal aggregates. In this 

chapter, we will explore the capabilities that temporal aggregates provide to temporal 

databases, and also consider the recent interest in temporal aggregation by vendors of the 

special kinds of database systems known as data warehouses. 

1.1 Temporal Databases and Aggregation 

Conventional databases store only the current state, the current information in the database 

[Date 1976]. Prior information, such as the history of salary changes in a database 

which stores Employee information, is not available. Figure 1.1 shows an example 

employee relation. For each employee, we record that employee's Name, Salary, 

and Department. When an employee's salary changes, the old salary information is 

overwritten. Queries cannot access information about previous states of the database. The 

old salaries are unavailable. 

Temporal databases are extensions to conventional databases which store all the 

changes, all the states of the information ever written to the database. There are two 

types of time utilized in a temporal database to keep track of the changes to the database, 

valid-time and transaction time [Snodgrass & Ahn 1985]. Transaction time is used to 

record the interval of time (conventionally known as a period, defined below) during which 

the information was written to the database and was considered to be correct [Jensen et al. 

1992]. Transaction time is not relevant in this dissertation because we may not compute 

aggregates over transaction time. Valid-time is used to model time from the external 

world, such as the period of time an employee received a particular salary, e.g., the pe

riod of a contract. With a valid-time employee relation, we could perform queries over 

historical information, such as the salaries paid at each point in time over the lifetime of 
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the relation, or the salaries paid during a fiscal year. Figure 1.2 shows a temporal relation 

which records the sequence of changes to the information in the employee relation. We 

will use this example temporal relation throughout this dissertation. For example, we see 

that "Nat:han" left the company for a short period of time, and was rehired at time point 

18, and that "Richard" has an ongoing contract with a salary of 40K for the future, 

denoted by the infinite end time. 

The most common model of time used in temporal databases, and the model which 

we will use, is discrete values of some granularity [Dyreson et al. 1995]. A variety 

of other methods have been suggested for representing time, including floating point 

based temporal models storing fractions of seconds, and storing timestamps broken down 

into specific, calendar defined units [Kline 1993]. Many of these alternatives have been 

considered elsewhere [Dyreson & Snodgrass 1994A]. Although with equivalent computer 

space, the floating point based model supports a greater range of values than an integer 

count of granularities, as is well known this does not provide uniform precision across 

the range of values (i.e., we might be able to store 10~® precisely, but not 10® + 10"®). 

We use the model of time from TSQL2 [Snodgrass 1995]. It supports time modeled as 

an integral count of an arbitrary granularity associated with a calendar. We use the term 

granules to refer to the individual instants; chronon is a synonym for granule. 

For example, in Figure 1.2, we store start and stop times, which are the days of the 

year during which the tuple information was valid. We see that "Nathan" received a 

salary of 35K from days 7 to 12, then was laid-off from his job, receiving no salary 

for days 13 through 17, and then was re-hired at a higher salary of 37K starting at day 

18. The granularities may be any well-defined subdivision of a time-line, such as nano

seconds, years, or seasons [Dyreson & Snodgrass 1995]. A temporal relation which stores 

a start and stop time with each tuple is termed a valid-time state relation, since it stores the 

sequence of states over valid-time. There are also relations which store a single valid-time 

with each tuple, termed a valid-time event relation. 

Aggregate functions are evaluated on relations and compute a scalar value, such as the 

average salary of all employees. Aggregate functions are an important component of data 

query languages, and are heavily used in many applications. Common query benchmarks 
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Name Salary Department 

Richard 40K Sales 

Karen 45K Sales 

Nathan 37K Accoimting 

Figure 1.1: Employee Relation Example. 

Name Salary Department Valid-time 

Richard 40K Sales 18 - oo 

Karen 45K Sales 8-20 

Nathan 35K Accounting 7- 12 

Nathan 37K Accounting 18-21 

Figure 1.2; Temporal Employee Relation Example. 

such those of the Transaction Processing Council often contain a large percentage of 

aggregate queries (e.g., TCP-D, [Gray 1991]). Hence, efficient execution of aggregate 

functions is an important goal. 

Mathematically, we are computing a function over a multi-set, since a single column's 

values may contain duplicates. There are five aggregate fimctions provided in standard 

SQL2, listed in Figure 1.3 [Melton & Simon 1993]. These aggregates allow one to 

compute such values as the average salary paid to employees, as well as the average 

salary paid in each department. The following query shows how to compute the average 

salary paid in each department. For this query, we will compute the aggregate query over 

the non-temporal relation in Figure 1.1. We express the query using the database query 

language SQL2 [Melton & Simon 1993]. 

EXAMPLE 1: 

SELECT AVG(Salary),Department 

FROM Employee 

GROUP BY Department 
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Aggregate name Computation 

AVG mathematical average 

COUNT cardinality of the multi-set 

MIN minimum value 

MAX maximum value 

SUM mathematical sum 

Figure 1.3: Standard SQL Aggregates. 

To evaluate this query, we first divide the Employee relation into separate groups based 

on each employee's department. We complete the process by computing the average 

of each group. The average in the Sales department is 42.5K, and the average in the 

Accoxmting department is 37K. 

• 

Now consider computing the average salary in a temporal database. Just as we can 

retrieve information valid at any point in time in a valid-time temporal relation, we can 

compute the average salary at each point in time with a temporal aggregate function. 

We can compute a time-varying aggregate value; let's show how to compute the average 

salary at each point in time using the temporal Employee relation (Figure 1.2). The 

timestamps represented in this relation are of the form termed closed-closed, as are all 

temporal relations in this dissertation. Closed indicates that an endpoint is included, while 

open would have indicated that all chronons except the bounding ones were included, 

similar to inclusive vs. exclusive ranges. This means that the endpoints of the timestamp 

intervals are included in the chronons associated with those rows; e.g., Karen's salary 

applies to every chronon in the interval from from 8 through 20, including 8 and 20. 

We simplify the previous query and simply compute the average salary over the 

entire Employee relation (by omitting the group-by clause). We evaluate this query 

using the temporal aggregation features we designed for the temporal query language 

TSQL2 [Snodgrass 1995]. TSQL2 is a temporal extension to SQL2, the most recent 

ANSI relational database standard, and the T prepended to SQL2 signifies the temporal 
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, 3SK  ̂ ,37K  ̂

45KI 1 40K 

6 78 TL I'G I 

Figure 1.4: The Employee Relation over the Hme-line. 

extension [Melton & Simon 1993]. We describe our aggregate language proposal in great 

detail in Chapter 3, but we provide a few examples here. 

Figure 1.4 shows a representation of the temporal employee relation where we show 

the tuples over the time-line. Each horizontal line represents the valid-time associated 

with a tuple. Beside each line representing a tuple is the associated salary. In this figure, 

we show only the salary attribute. For example, the tuple with valid timestamps from 

granule 8 to granule 20 has a salary of 45BL Our temporal average query follows. 

EXAMPLE 2: 

SELECT AVG(Salary) 

FROM Employee 

Figure 1.5 shows the result of computing the temporal aggregate. One way to visualize 

the evaluation of such a query is to simply consider each granule of the time-line in turn. 

At each point, find the tuples which overlap that granule and evaluate the aggregate over 

them. At granule 10, we see that two tuples overlap this point with salary values of 45K 

and 35K, and the average of 35K and 45K is 40K, so the value of the aggregate at this 

time point is 40K. 

• 

From this small example, it is easy to see how the value of a temporal aggregate 

varies over time, and also how even a small relation may induce many different temporal 

aggregate values. 

In this section, we described how temporal aggregates provide useful functionality. In 

the next section, we show that temporal aggregates are important to current providers of 

commercial database systems. 
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Avg-Salary Valid-time 

35K 7 

40K 8-12 

45K 13-17 

40.66K 18-20 

38.5K 21 

40K 22-00 

Figure 1.5: Result of Computing the Temporal Average Salary. 

1.2 Importance of Temporal Aggregate Fmictioiis 

Temporal aggregate functions are more useful than providing esoteric fimctionality for 

temporal databases (although that is interesting in itself). Aggregate functions are of im

portance to users of a type of database system termed data warehouses. Data warehouses 

do not support online or hot updates of the database, and thus provide a subset of the 

functionality of conventional relational databases, which do allow updates [Zhou et al. 

1995]. Basically, the data warehouse may only be searched; queries do not update values. 

Typically, "historical enterprise data" is the source of the information in a data warehouse, 

such as accounting information [Hammer et al. 1995]. The information may be processed 

in some manner to allow queries to be computed more quickly. The significance of the 

needs of data warehousing for temporal aggregation and for this dissertation is twofold. 

We provide both the possibility of expressing temporal aggregate queries over time in a 

standard query language, as well as computationally efficient techniques for evaluating 

those queries. 

A closely related area to data warehousing is materialized views [Gupta & Mtunick 

1995]. If a certain query is computed repeatedly over several relations, then perhaps it 

would be more efficient overall if we maintained certain additional information, such as 

additional indices or even pre-computed portions of the query, such as aggregate values. 

The aggregation tree, a data structure used to compute temporal aggregates, may also be 
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used to materialize temporal aggregates (discussed briefly in Chapter 8). 

One of the primary uses of data warehouses is processing complex queries, frequently 

with aggregates [Widom 1995]. The information may involve several dimensions, one of 

which may be a temporal column. The value represented in the time colimm is usually an 

integer, and represents granule values from the real world, such as the day that someone 

bought a house or a car. 

Suppose that a salary applied to each day of a year. In a data warehouse, this 

would be represented as separate tuples for each day that the salary's timestamp overlaps. 

Representing the relatively simple fact that a particular employee's salary was defined 

for each day of a year requires more than a single row; instead a huge data explosion 

ensues, as a large number of rows are used to represent the temporal information in the 

non-temporal database. The temporal information must be unfolded to be stored in the 

data warehouse. 

In a temporal database, we represent this as a single row with an interval timestamp. 

Expressing the sequence nature of the salary explodes the number of rows that need to be 

maintained in the non-temporal database. 

In a data warehouse, if the data is unfolded on the temporal columns, then expressing 

and computing the average at each point in time is relatively easy: group on the time 

column, and compute the average. One reason data warehouses do not represent time 

as an appended interval column is because they do not have the capability of expressing 

temporal aggregates. 

Now we repeat Example 2, but use a specific temporal grouping expression. Many 

temporal aggregates cannot be specified in standard SQL2 unless the data is unfolded as 

we describe above, but temporal aggregates may be specified directly in TSQL2. One 

example is computing an aggregate value over a group of granules. We might have a 

relation stored at the granularity of days, and we might wish to compute an average value 

per week. We can easily express such temporal aggregate queries in TSQL2, as we 

illustrate below in a temporal query which calculates the average salary paid during each 

7 day period. And importantly, we need only store one row per employee for each change 
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of salary, instead of one row per each day that an employee has a salary. 

EXAMPLE 3: 

SELECT AVG( Salary) 

FROM Employee AS E 

GROUP BY VALID (E) USING 7 DAYS 

The group-by clause is extended for temporal aggregates to allow the expression of queries 

which combine several granules. In this case, we have specified that we wish to have a 

single aggregate result defined over each 7 day period. The information in the database 

is grouped into sets separately for each 7 day period (each period anchored with the 

begiiming of a week), and the aggregate then computed over that set. 

• 

The most recent benchmark from the Transaction Processing Council is TPC-D, a data 

warehousing benchmark. Several of the queries in this benchmark, which is expressed in 

standard SQL2, are effectively grouping on time via the data unfolding mechanism we 

describe above. 

To simmiarize this section, directly supporting temporal aggregation impacts data 

warehousing in several important ways: (1) it avoids the necessity of representing period 

timestamped relations as duplicate rows, one for each chronon that the temporal row's 

interval overlaps (avoids data explosion), (2) it allows computation of temporal aggregates 

directly over the smaller, more compact temporal relation, (3) easier to express temporal 

aggregates. 

13 Overview of Dissertation 

This dissertation considers various topics in the design and evaluation of aggregation. 

We study existing temporal query languages, propose a language framework for temporal 

aggregation, and show how to efficiently evaluate temporal aggregate queries. The chapter 

organization of the dissertation proceeds in a natural fashion, by first considering how 

temporal aggregation may be specified in a query language, continuing through semantics 
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and expression in temporal algebra, concluding with algorithm evaluation and empirical 

tests of efficiency for various approaches. 

So that we could better understand aggregation and the different types of aggregates 

that have been proposed, we surveyed many of the various temporal and conventional 

query languages, including all temporal query languages known to contain aggregates. 

Based on this survey, we have developed a taxonomy of aggregation in conventional and 

temporal databases (Chapter 2). We considered the types of aggregate functions which 

are computed, as well as the expressive power of the query languages which contain these 

aggregates. 

We utilized the concepts of the taxonomy to develop a query language proposal for 

temporal aggregation which provided most of the functionality of existing proposals for 

temporal aggregation (Chapter 3). As described before, the aggregate query language 

features are built upon a temporal query language (TSQL2) which is itself an extension 

to SQL2. We compare and contrast the limitations and strengths of the various temporal 

aggregate proposals to ours in Chapter 4. Our proposal for temporal aggregation was 

accepted by the TSQL2 Language Design Committee, and has been tentatively accepted 

as part of SQL3, the next version of ANSI standard SQL. 

One of the important capabilities of a temporal query language concerns how granules 

of a time-line are partitioned. For example, we might wish to compute an aggregate value 

over each fiscal year. This concept is termed temporal partitioning, and is discussed 

extensively in Chapter 2. The language proposal for temporal aggregation implies a 

natural semantics for temporal partitioning. Unfortunately, this semantics is not efficient 

for computational purposes. In Chapter 5 we introduce a different semantics which is 

computationally efficient, and we show that the two semantics are equivalent. 

Just as relational databases define their operations in terms of the relational algebra, 

temporal databases define their operations in a temporal relational algebra. In Chapter 6, 

we introduce a temporal relation operator, and show how to transform any aggregate 

query written using TSQL2 into a temporal relational algebra expression. We show that 

this operator is necessary for computation of temporal aggregates, and discuss several 

optinuzations for aggregate queries. We show that the problem of temporal aggregation 
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requires as much time as sorting in the decision tree model in Chapter 7. 

We evaluated different algorithms for the computation of temporal aggregates, among 

them an algorithm which is optimal in the asymptotic sense. In Chapter 8, we consider 

several basic algorithms for temporal aggregation. We identify the major statistical factors 

which affect the efficiency of the algorithms; e.g., the relation may be sorted by time, 

or randomly ordered by time. We evaluate the efficiency of these algorithms utilizing 

empirical comparisons measuring performance in both time and space in Chapter 9. We 

see that several algorithms are obviously unsuitable for temporal aggregation, while others 

are of interest. We introduce a novel data structure for aggregation termed the aggregation 

tree. 

We explore the efficacy of these algorithms, and their suitability for limited memory 

implementations (i.e., paging data structures) in Chapter 10. In this chapter, we dis

cuss how to combine the aggregate evaluation algorithms with other aspects of a query 

processing system, such as sorting operations. The result is a collection of algorithms 

whose effectiveness depends on the situation. We provide a guide which a heurestic query 

optimizer may use to choose the best algorithm in any situation. Cost-based optimizers 

compute compute relative measures to determine the best algorithm in each situation. We 

provide basic cost equations for the aggregate algorithms in Chapter 11. 

We conclude with a discussion of future research possibilities. 
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CHAPTER 2 

Taxonomy 

2.1 Introduction 

In this chapter, we present a taxonomy of aggregation in relational query languages. The 

taxonomy is the result of a study of seven temporal and conventional query languages, 

including all the existing temporal query languages known to support aggregation. 

In the following chapter, we will contrast and classify the capabilities of aggregation 

in query languages, considering both features which are expression-based as well as 

fimctionality-based. Expression-based features of query languages are those features 

which are related to the ease of expressing a specific concept, such as a temporal aggregate, 

in a particular temporal query language. For example, in SQL only a single group-by 

clause may be in a query. Quel allows something more powerful, a separate group-by 

clause for each aggregate. This feature may be simulated in SQL by multiple queries. 

Functionality-based query language aspects refer to whether there is a possibility of 

expressing such a query in the language. This usually is related to the built-in support of 

different aggregate fimctions. In the next chapter, we describe our proposal for temporal 

aggregation; the proposal is based on the ideas of this taxonomy. 

2.2 Taxonomy of Temporal Aggregates 

The taxonomy has two broad categories in the classification of aggregates. The first 

category concerns aspects that may be applied (or not applied) to all aggregates. Examples 

of this type of categorization include where the aggregates may be placed (the select 

clause or having clause), the domain of the aggregate (simple attributes, or expressions 

including attribute), and duplicate elimination. The second category concerns different 

kinds of aggregates. Aggregates in conventional databases select and compute values 
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over values (such as MAX). Temporal aggregates might select a time over time (such as 

MIN (VALID (R)), which selects ±e value of the oldest or earliest tuple in a table). 

We place special emphasis on the capabilities of SQL-92, the current ANSI standard 

query language. Most of the limitations in Section 2.3, which discusses capabilities related 

to expressive power, are based on the choice of a SQL-based or (Juel-based language. 

Different temporal query languages have introduced different capabilities for temporal 

aggregation, and these form the basis for the ideas discussed in Section 2.4. 

23 Aspects Applicable to all Aggregates 

This section describes the first half of the taxonomy, aspects which pertain to all aggregates. 

Some of the aspects may or may not be present in a given query language. The first group 

of aspects are present in both snapshot and temporal databases. The second group of 

aspects in the taxonomy pertain only to temporal databases. The taxonomy introduces 

a general concept subsuming the concept of moving windows and temporal partitioning 

called temporal grouping. We consider four aspects of temporal grouping. 

In each section, we will enumerate the alternative choices for a query language and 

indicate what the SQL-92 standard specifies. Table 2.1 simimarizes the various alternatives 

we discuss. 

23.1 Thple Elimination 

Tuples may be eliminated from consideration within a query. Individual tuples are 

eliminated by testing their attributes. In SQL, this is specified by the where clause. There 

are two possibilities: global tuple elimination (once per query, what SQL-92 allows), or 

per aggregate (Quel supports this) [Epstein 1979]. 

23.2 Implicit Grouping 

The most simple type of grouping is implicit grouping. This occurs when no group-by 

clause is present. The entire table is in one single group. 
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Aspect Choices 

Tuple elimination per aggregate or global 

Implicit grouping no grouping clause, the grouping is implicit 

Explicit attribute in grouping simple or complex attributes in the group-by clause 

Grouping location per aggregate or global 

Grouping condition location in the group-by list or elsewhere 

Temporal grouping: 

Partitioning domain transaction, valid or user time 

Partitioning size interval or granule 

Associated windows include tuples before or after the partition 

Group membership choice of Allen's operators 

Group elimination per aggregate or global 

Duplicate elimination per aggregate or global 

Argument of the aggregate different expression types inside the aggregate 

expression 

Aggregate Location different locations for the aggregate 

Table 2.1: Aspects of Aggregates. 

233 Explicit Attribute in Grouping 

The group-by clause defines how the table is partitioned before computing the aggregate. 

There are several possibilities which increase in the complexity of the expression. An 

optional collate expression is possible on each of the following alternatives. 

1. A single attribute in the groap-fcy clause, e.g., GROUP BY Salary. 

2. Multiple attributes in the group-by clause, e.g., GROUP BY Salary, 

Manager. SQL-92 allows multiple attributes which subdivide groups into smaller 

groups. 

3. A simple arithmetic expression in the group-by clause, e.g., 

GROUP BY Salary+10000, Manager. SQL-92 does not allow such arith-
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metic expressions. 

23.4 Grouping Location 

This aspect concerns the number or location of grouping statements in a query. In SQL-like 

languages, typically there may be only one grouping clause. In tuple relational calculus 

based languages like Quel there may be separate grouping clauses for each aggregate. 

The alternatives are, again, global and per aggregate. SQL-92 supports a single, global 

grouping statement as a separate clause, the group-by clause. In languages which support 

per aggregate grouping, such as Quel, there is a mechanism to define the grouping for 

each aggregate, such as a nested expression. 

23S Grouping Condition Location 

The grouping condition is the variable or expression used to define the group divisions. 

For example, in the following query. Age is the grouping condition. 

SELECT Age, AVG(Salary) 

From Employee 

GROUP BY Age 

The attribute Age appears in both the select list and the group-by list, the two places 

where grouping conditions typically appear. 

23.6 Temporal Grouping 

Temporal grouping is the process in temporal databases where the time-line is partitioned 

over time, tuples are grouped over these partitions, and aggregate values are computed 

over these groups. This capability is not present in snapshot databases or SQL-92. 

The concept now termed temporal grouping originated with the need to compute values 

over certain time periods, such as the average salary paid each year [Navathe & Ahmed 

1989]. There are three steps needed to compute aggregates over temporal grouping. The 

result of these three steps is termed an aggregate group. 

First, we partition the time-line. This true partitioning determines over what periods 

of time the values are true; over each partition an aggregate has a constant value. For 
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example, if we wish to determine the number of employees in a company for each calendar 

month, we partition the time-line into calendar months, and the value of the aggregate 

at any point within a calendar month is constant. It is important to note that we have 

partitioned the time-line of the result. The partitioning may be as fine as per granule, or 

as broad as a single partition containing all of time, or any length in between. 

user 

~~ 
Figure 2.1: Temporal Grouping. 

Second, with each partition of the time-line, we may consider windows or periods of 

time before or after the partition. This might be used for computing an aggregate per year 

period, but consider the tuples in the year before and after each year. 

Third, we must determine the tuples which are grouped with this partition. We might 

choose any of Allen's operators for this membership [Allen 1983]. Allen's operators are a 

complete set of operators for comparing periods of time. Among other relationships, we 

could test whether two periods overlap, whether two periods meet, or whether one period 

contains the other. 

The various possibilities are illustrated in Figure 2.1. 

Partitioning Domain The partitioning domain identifies the time-lines we may subdi

vide. A partition may only consider time values over a single domain; it is not possible to 
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only partition the valid time time-line and use transaction time in the grouping membership 

operation. 

Valid time is a usefiil time-line to partition. Transaction time is also an interesting 

time-line, with the limitation that database transaction times are never defined past now. 

There are five possible user-defined time types: instants, periods, intervals, event sets, and 

temporal elements. Temporal elements and event sets are not supported in user-defined 

time in TSQL2, so we will not consider them here. Temporal elements are a union of 

non-overlapping intervals (coalesce two into one if two overlap), and event sets are sets 

of non-duplicate events. Since intervals are unanchored lengths of time, partitioning the 

time line over intervals is not possible since they are lengths, with no position in time. 

They may not be not anchored to a point in time. That is, given several interval values, 

there is no obvious partitioning on a time-line. This leaves us with the following four 

domains of time over which we may partition: valid time, transaction time, and two types 

of user-defined time, instant, and period. 

Partitioiiing Size The second stage of partitioning a time-line (after determining which 

time-line to partition) is determining the partition size. Only some regular, repeating, 

pattern which induces consecutive sequences of granules is allowable for partitioning a 

time-line. Non-regular, or non-repeating patterns might lead to ambiguous association 

semantics, and would be less suited to efficient implementation; the basic idea is that 

intervals are easy to work with and have relatively clear semantics. The full generality 

of temporal elements is not allowed since their set of granules may not be consecutive. 

If we allowed temporal elements to be used, then there is no unambiguous method to 

partition a time-line. There is no way in general to subdivide a sequence of integers 

(i.e. the time-line) based on an arbitrary, repeating set of integer values such that the 

subdivision will be a mathematical partition. For example, the set {1,2,4,5} cannot be 

used as a pattern to evenly partition the set of integers such that the subdivisions are all 

distinct and all integers are in a subdivision (to which subdivision does granule 3 belong?) 

Mathematical intervals will be used as the specification of the pattern; i.e., intervals of 

the form [a,, aj] where i < j and the a's represent granules. The time-line partition will 
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partition the time-line such that every granule of the time-line is covered, and each granule 

is covered by only a single period. This means that for all consecutive granules {:, f -I-1} 

over a time-line, either both granules must be within a single partition, or the two granules 

are in separate, consecutive partitions 

The size of the period induced by repeating the interval may be as small as a single 

granule or it may be as large as all of time. The periods need not all be the same length; 

e.g. if partitioning by month, the periods could contain different numbers of days. The 

possibilities for period size are interval and granule. 

Associated Windows When we are determining which tuples to include in our temporal 

group, we may wish to include tuples which occur before and after the partition. For 

example, we may wish to compute three year average salaries. We might do this by 

partitioning the time-line into years, and then for each year, consider tuples contained 

in the calendar years before and after that partition. We have two possibilities for these 

associated windows: a leading interval (an interval that leads the partition), and a trailing 

interval (an interval trails or follows the partition). The leading interval is defined so 

that it consists of some number of consecutive granules (its size may be 0) and ends at 

the granule before the start of the partition, without any granules being between the two 

periods. A similar definition applies for the trailing interval. 

Group Membership We associate a group of tuples with each partition element of a 

time-line. Once a time-line has been partitioned, we must consider which tuples will be in 

the group. For determining whether a tuple is contained with this group, we must compare 

the tuple or attribute's timestamp with the partitioning period. We may choose between 

the set of relationships defined by Allen [Allen 1983]. The possibilities include: 

1. before (do not share any granules) 

2. equal (contain the same set of granules) 

3. meet (share exactly one consecutive granule) 

4. overlap (share at least one granule) 
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5. start (share the same earliest granule) 

6. finish (share the same ending granule) 

We utilize one of these operators and test each tuple against our partition, and the tuples 

which test true are contained in our group. We do this for each partition. 

23.1 Group Elimination 

Just as we may eliminate tuples, we may also eliminate groups. After initial tuple grouping, 

certain of the groups may be eliminated, e.g. to compute an aggregate over groups which 

contain at least 5 elements, use the following having clause. 

HAVING COUNT(*) >= 5 

The two alternatives are global and per aggregate group elimination. SQL-92 allows 

group elimination only in the having clause. 

23.8 Duplicate Elimination 

Duplicate elimination takes place after mple elimination, grouping, and group elimination. 

If duplicates are to be eliminated, they are (conceptually) deleted from each group as the 

last step before processing the aggregate. There are two possibilities, global and per 

aggregate. SQL-92 supports per aggregate duplicate elimination using the DISTINCT 

reserved word. 

23.9 Aggregate Argument 

The aggregate argument specifies the syntactic construct appearing as an argument to the 

aggregate. There are three types of arguments. 

1. A simple expression, simply an attribute, e.g., AVG (Salary). 

2. An expression with one attribute (perhaps more than one (non-nested) attribute, 

perhaps simple expressions), e.g., AVG (Salary*?). SQL-92 allows such a 

limited expression within an attribute. 
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3. An expression involving a nested aggregate, e.g., MAX (Salary <> 

MAX (Salary) ). Nested aggregates are not permitted in SQL-92. 

23.10 Aggregate Location 

Like other constructs of SQL-92, aggregates may only appear in certain locations. 

1. Aggregates may be in the select clause, e.g., SELECT MAX (Salary). 

2. Aggregates may be placed in the having clause, e.g., 

HAVING COUNT (Salary) > 5. 

SQL-92 allows aggregates to be in the select clause and having clause. 

23.11 Summary of Expression-based Capabilities 

All of the aggregate aspects listed may be applied to each aggregate in a temporal database. 

The addition of temporal grouping is required for the full utilization of aggregates in 

temporal databases. 

2.4 Kinds of Aggregates 

The second part of the taxonomy consists of different types of aggregates. There are two 

types of aggregates, those which select a value from existing values, and those which 

compute a value. Non-temporal values (hereafter referred to simply as values), as well as 

temporal values, may be selected. The tjrpes of values which may be computed include 

both of these, plus non-dimensional values (such as the value returned by count). By 

non-dimensional, we mean aggregates that return result domains that are independent 

of their input domains. Thus, the types of results which we may select or compute 

are: times, values, and non-dimensional values. Non-dimensional aggregates (such as 

coxint) compute their results based not on the types or specific values of their argument 

set, but on non-value based information, such as the cardinality of the set. Coiiiit is the 

only such aggregate supported in SQL-like query languages, although some other query 

language features are similar, such as the any SQL construct. Note that coxint is the 
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only aggregate defined over all attribute types. This is because the aggregate ignores the 

actual column values over which it is computed. It is non-dimensional because it is not 

limited by the type of its attributes. We may only compute non-dimensional values; the 

other two may be computed or selected. For each of the result types, we may derive them 

over time or over value. Finally, when we use values to determine the final result, we 

may weight these values by their length in time. When deriving a time value over time, it 

makes no sense to weight that time value, as that would be the equivalent of multiplying 

that time by itself. 

The various possibilities engendered by this scheme are shown in Figure 2.2. The 

subscripts are used in Section 3.2 to refer to the fourteen different categories this identified. 

The top level of the tree lists the two evaluation methods of aggregates, selection or 

computation. The second level of the tree is the type of the result of the aggregate, 

where time means the aggregate returns a temporal value, value means non-temporal and 

non-dimensional, and non-dimensional is the type returned by count. All the aggregates 

except the non-dimensional ones return either a temporal value or the same type as their 

arguments. 

(a) (d) 

(b) (c) 
(w is weighted; nw is not-weighted) 

Figure 2.2: Kinds of Aggregates. 

In the following sections, we discuss the leaves of the tree and the types of aggregates 

that might be defined there. 
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2.4.1 Aggregation via Selection 

When we speak of selection of a value, we mean we select one of the elements of the 

aggregation group. We do not synthesize or compute a value. In snapshot databases 

and SQL-92, the aggregates maximum and minimum fall into this category. We may not 

select a non-dimensional value since that only applies to cardinality fimctions (such as 

COUNT) which do not return an element of the set of discourse necessarily, but instead 

always return a result firom a specific domain, which is independent of the domain over 

which the aggregate is computed. 

Selecting Time When we select a temporal value, we are selecting a timestamp which is 

either an instant or a period (recall that temporal elements are partitioned before subsequent 

clauses are evaluated). We may select these over time or over value. 

We might wish to select the earliest valid time in a table. This would be selecting a 

time over time. We are selecting a time, and we only consider time values. 

If we wished to know the time during which an attribute had its greatest value, we 

would be selecting a time, based on an attribute value. The value might be weighted by 

the duration of t ime i t  was true,  in which case we could consider this to be tree leaf (b) 

(from Figure 2.2), where we select a time, over value, using a weighted value. 

Selecting Values When we select a value (meaning of course a non-temporal value), we 

are selecting a value from the contents of the database. The standard aggregates MIN and 

MAX in relational databases select values over values without weighting them, and would 

be placed in leaf (f) of the tree. If we wished to select the value of the oldest attribute in a 

table, this would be a case of selecting a value over time. 

2.4.2 Aggregation via Computation 

In aggregation via computation, we compute a fimction over a set of attributes. The 

aggregates average, count, and sum are contained in this category in traditional databases. 
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Computing Times The aggregate functions sum and average might be defined to com

pute temporal values (or time) over temporal values (see Table 2.2). The computation 

of the sum of temporal elements and intervals is well defined, as well as the average of 

instants and intervals. The simi aggregate is not supported for instants because the sum 

of two instants can not be defined without an origin. The sum of two periods is not well 

defined (unless the result is a temporal element, and we may not define an aggregate 

which returns a value of a type different than its argument, with count being the only 

exception). The average of two periods is defined to be a period beginning with the 

average of the begirming instants of the argument, and terminating with the average of the 

terminating instants of the argument. The average of two elements is not defined because 

there is no natural definition of the common granules. 

Temporal Domain 

Aggregate instant period temporal element interval event set 

MIN • • • • • 

MAX • • • • • 

SUM • • • 

AVG • • • 

COUNT • • • • • 

Table 2.2: Aggregates Computed and Selected Ove User-time. 

For computing times over values, we might consider the RISING aggregate, which 

computes the maximal period when an attribute value was monotonic increasing. 

Computing Values The aggregates average and sum compute values over values in 

traditional databases. There are both weighted and non-weighted versions of these. For 

value over time, we can imagine functions such as computing the average value of all the 

longest lived tuples. 

Computing Non-dimensional Values The only non-dimensional aggregate is count. 

It is defined over time and value, but has no weighted sub-component. Coiint has no 
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Tree position Example Aggregate Meaning 
(a) time first select the date of the earliest tuple 
(b) weighted time largest time of the weighted largest value 
(c)  time largest time of the largest value 
(d) first value of the oldest attribute 
(e)  weighted max value of the largest value, weighted 
( f)  min value of the minimum value 
(g) time average average of intervals 
(h) avg time max average time that the maximal values were tme in an 

instant table 
( i)  rising the maximal period during which a value was mono-

tonic increasing 
U) average oldest find the average value of longest lived tuples 
(k)  weighted avg compute the average of values, weighted 
(I)  avg compute the average of values 
(m) count count the number of intervals 
(n) count count the number of tuples 

Table 2.3: Kinds of Aggregates. 

weighted variation because multiplying values by the size of their period and then counting 

the number of elements returns the identical result. 

2.43 Summary of Aggregate Kinds 

While there are many different kinds of aggregates in our taxonomy, most temporal query 

languages support only a few. Table 2.2 lists the traditional aggregates which may be 

supported over time in temporal databases. 

Table 2.3 has example aggregates for each of the categories. Some of the aggregates 

may not be obviously useful, but our purpose in preparing this list was to illustrate the 

various categories. 

2.5 Conclusion 

In this chapter we have provided a framework via our taxonomy for understanding and 

classifying the expressive power and functionality of query language features for aggre

gation. In the next chapter, we describe our language features which we developed to 

support temporal aggregation in TSQL2. This proposal for aggregation is based on the 
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concepts introduced in this chapter. 
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CHAPTERS 

Query Language Proposal 

3.1 Introduction 

In this chapter, we discuss temporal aggregates in the query language TSQL2, which we 

designed based on the taxonomy described in Chapter 2. In ±e next chapter, we contrast 

the strengths and weaknesses of our approach with respect to the temporal query languages 

which support aggregation. 

3.2 Language Proposal 

In this section we will describe support for aggregates in TSQL2 and provide several 

examples. We describe the extensions to SQL92's aggregation features. The extensions 

consist of support for temporal grouping in the group-by list, the new aggregate r is ing, 

and the new keyword weighted. 

3 .̂1 Extended Group-By Clause 

We extend the group-by clause to support temporal grouping. The following is the informal 

syntax of the new group-by. Appendix A contains the BNF specification. 

GROUP BY { { VALID (<table>) |<colunm-reference> } 

[ USING { INSTANT |<partition expression> } ] 

[ LEADING <partition expression> ] 

[ TRAILING <partition expression> ],}... 

A <partition expression> is 

<integer> | <time granularity> 
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{ <mteger> <time granularity> } 

[PERIOD 'All of time' <timegranularity> 

If the using clause is not present, then the default is USING INSTANT. The default 

LEADING and TRAILING lengths are 0. The granularities given in this clause are 

interpreted by a calendar. If a partitioning expression contains only a coliunn reference 

which is a user-defined timestamp (such as a birth date), and no leading, trailing, or using 

clauses, we must treat this grouping attribute as SQL-92 would to maintain snapshot 

reducibility. If the using clause is the default (USING INSTANT), then then size of 

the using clause is 1. A partition expression with an infinite period, such as PERIOD 

'All of time' year specifies that the period applies to the entire time-line. A 

leading clause with an infinite period specifies the entire leading time-line, upto the 

current partition. The trailing clause with an infinite period follows a similar rule. If the 

using clause specifies an infinite period, then the entire time-line is combined into a single 

partition, and the leading and trailing partitions are ignored. 

The syntax derives directly from the taxonomy. There are three possible partitioning 

domains; we support valid-time and user-defined time. We do not support partitioning 

by transaction time because of the limitations of transaction time support in TSQL2. The 

transaction time of a query in TSQL2 is always defined to be from now to unchanged. 

Unchanged is a kind of placeholder for infinity. This means that until that row of the 

relation is updated, the information is considered to be correct. If the row is updated, then 

the transaction stop-time is set to the time of the update, and a new row in inserted into 

the relation, again with the transaction start-time defined to start at now, and stop-time 

set to unchanged. Therefore, TSQL2 does not provide a useful mechanism to return the 

transaction time of the tables in a query. 

The using clause corresponds to the second aspect of temporal grouping, the parti

tioning size. The leading and trailing clauses correspond to the associated windows. We 

chose overlap for group membership. We chose this because it seemed to be the most 

useful of Allen's operators in this instance. It seems to be a natural fimction for group 

membership, and along with the using, leading and trailing clauses allows very general 
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expressions for group membership. We needed a single set membership function since 

we did not want to add more reserved words to SQL-92. The partition expression is either 

an integer number of units in a calendar granularity, or the special interval representing 

all of time. In the using clause, if a specific granularity is specified, it must be the same 

granularity as the valid clause; the default granularity of the using clause is of course the 

granularity of the valid clause. The same is true for the granularity of the leading and 

trailing clauses. For the three clauses, if only an identifier appears, then the associated 

length is assumed to be 1. 

Several example aggregates follow. 

• "group into calendar years by valid-time" 

GROUP BY VALID (R) USING 1 YEAR 

• "group into two year periods before each instant" 

GROUP BY VALID (R) USING INSTANT LEADING 2 YEAR 

• "group by valid-time by a year centered around each point". 

GROUP BY VALID (R) USING MONTH LEADING 6 MONTH TRAILING 6 

MONTH 

• "group by all of valid-time" 

GROUP BY VALID(R) USING PERIOD 'All of time' YEAR 

• "group for 3 year averages, compute value by year" 

GROUP BY VALID (R) USING 1 YEAR LEADING 1 YEAR TRAILING 1 

YEAR 

• "compute the average salary for each 3 month period along with the start date of 

the period" 

SELECT AVG(Salary), BEGIN(VALID(E)) 

FROM Employee AS E 

GROUP BY VALID (E) USING 3 MONTH 
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Name Salary Depart:ment Valid-time 

Richard 40K Sales 18 - oo 

Karen 45K Sales 8-20 

Nathan 35K Accounting 7-12 

Nathan 37K Accounting 18-21 

Figure 3.1: Temporal Employee Relation Example. 

Let's consider a simple example query using the same Employee relation from 

Chapter 1 (repeated in Figure 3.1) before we define the semantics. There are extensive 

examples and discussion in Chapter 5, which is devoted to discussion of the semantics in 

exact detail. 

EXAMPLE 4: 

SELECT AVG(Salary) 

FROM Employee E 

GROUP BY VALID(E) USING 1 LEADING 2 TRAILING 3 

In this example, we compute the average salary with a partition size of 1 (specified by 

the using clause), with leading clause length 2 and trailing 3. Since the using clause size 

is 1, each granule belongs to its own partition. The granularity of both the relation and 

the results is in days. For each granule g, we need to find all tuples which overlap that 

granule, or any of the previous two or following three granules, and compute the average 

of the attribute salary. The result is the average salary at the original granule g. That is, 

for each granule g we need to find any tuples which overlap the period [^r — 2, ̂  + 3]. If 

we use L for the leading clause length and T for the trailing clause length then we need 

to find any granules which overlap \g — L,g + T]. For example, at granule 2, there are 

no tuples which overlap this granule. But we need to find all tuples which overlap the 

partition [0,5]. No tuples overlap this partition, and average is not defined over the empty 

set, so there is no average at granule 2. Now consider granule 13. We must find all tuples 

which overlap granules 13-2=11 through 13+3=16, or the period [11,16]. The tuples 

representing Karen's salary, and Nathan's first salary overlap this period. The average is 
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(45K + 35K)/2 = 40K, or the average salary at granule 13 (represending day 13) is 40K. 

• 

The conceptual semantics of the aggregate computation follow. First, we summarize 

the process. Basically, we propagate but keep distinct each table's valid-time information 

in the "super tuples" which are obtained from the cross product of the tables in the 

from clause. We use this information to unambiguously associate tuples with valid-time 

granules in the result. 

1. Begin with cross product of the tables in the from clause, forming what are termed 

super tuples. 

2. Eliminate tuples that do not satisfy the predicate in the where clause. 

3. Apply the group-by specification. 

4. Eliminate groups not satisfying the predicate in the having clause. 

5. Remove duplicates if necessary before computing aggregates. 

6. Compute aggregates on each group. 

7. Apply ±e valid clause to the tuples from step 2. 

8. Link these mples with the aggregates(s) computed in step 6. 

The first step in the description of the semantics computes the cross product of the 

tables specified in the from clause. Each source table's valid-times (if any) are maintained 

separately in the resulting "cross product" table. We are not concerned with transaction 

time here so we will not discuss it. 

For the second step, we remove any tuples that do not satisfy the where clause. 

The next step, where the group-by clause is applied, may be quite involved. Recall 

that with temporal partitioning, we fijst group tuples into sets associated with a temporal 

partition, compute a single aggregate value over each set, and assign that value to the 
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temporal partition. For example, if computing count, we might find 3 tuples in a set 

associated with (say) granule 42, and the aggregate value over valid-time granule 42 

would be 3. The group-by clause determines the association or mapping of tuples with 

granules in the result's valid-time. A tuple may be associated with multiple granules. For 

example, if the clause was GROUP BY VALID (A) USING 1 LEADING 1, 

this would imply that each tuple is associated with at least two granules, the granule which 

the tuple overlaps and also the previous granule. 

If multiple tables are present in the query, then we may have multiple valid-times in 

the cross product table. Each temporal partitioning expression in the group-by clause 

determines the granules in the result's valid-time with which each cross product tuple 

is associated. If a partitioning expression refers to table B (via a clause containing 

VALID (B)), then we use the valid-time of the super tuple which was inherited from the 

B table to determine which granules are affected in the result. If a different partitioning 

expression refers to a second table, say C, then we use the valid-time from C m the cross 

product mple to determine the mapping associated with the valid-time of C. A super tuple 

is included in the set associated with a granule only when all of the partitioning expressions 

in the group-by clause are satisfied for that granule. So in the case where we had two 

valid-time tables in the query, B and C, we would only associate a super tuple with a 

granule g if the super tuple was associated with g based on both partitioning expressions. 

In the case where the group-by clause contains a user-defined time column (with a using, 

leading, or trailing clause), we utilize the user-defined time value to determine granule 

association, in addition to other valid clauses. The result is that each granule of the 

valid-time-line result is associated with applicable tuples. 

Recall that the default temporal expression for a temporal table A is VALID (A) 

USING INSTANT. For queries involving a single temporal table with no temporal parti

tioning expression, tuples are associated only with instants which they overlap. For such 

queries with multiple tables, result tuples are only associated with granules where the 

valid-times of the component relations overlap. 

Next we consider partitioning by explicit attributes. For explicit attribute columns 

present in the group-by clause, the mples are grouped as in SQL92 queries. Then, 
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separately for each such group (or the single default group if there is no explicit column 

mentioned in the group-by clause), we perform the temporal partitioning described above. 

When finished, we have sets of tuples, and an associated valid-timestamp with each 

set. For each value of each explicit column in the group-by clause, the valid time-line 

is partitioned into periods, each associated with a set of super tuples, over which the 

aggregate may be computed. 

Next we eliminate any sets that do not satisfy the having clause. We eliminate 

duplicates if so specified by the aggregate. We then apply the aggregates to each set 

(meaning we compute the aggregate fimction over the elements of the set), performing the 

following process separately for each aggregate in the select list. The aggregate results 

are stored in a separate, temporal relation. We have a temporary relation containing a 

sequence of aggregate results for each unique value of the combination of the explicit 

attributes in the group-by clause. For each such different combination of explicit attribute 

values, we have an aggregate value for each granule (in the granularity of the valid clause), 

which overlaps at least a single tuple. The result: a sequence of aggregate results, each 

with a timestamp. 

The next step is to apply the valid clause. We eliminate any tuples from the result 

which do not satisfy the valid clause. That is, on a per granule basis, eliminate any tuple 

association with the result valid time-line where the granules in the association do not 

overlap the evaluation of the valid clause. 

The final step of the process of computing the aggregates involves searching for 

aggregate results. We take the tuples which satisfied the valid clause, and project out the 

columns which are in the select list. Some of these attributes may have been specified in 

the group-by list. Each tuple has a valid-time attribute. Using this valid-time, we look up 

the results of the appropriate aggregate result. If there are explicit attributes specified in 

the group-by list, then we use the values of these attributes in the current tuple to determine 

which of the various aggregate result relations to search through. If there are no explicit 

attributes in the group-by list, we only have a single aggregate result relation to search. 

We use the valid-time of the current tuple as a search key. For each different aggregate 

result which overlaps the current valid-time, we make a copy of the tuple with that result 
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appended, and the valid-time of that tuple is the valid-time of the aggregate result. If we 

have more than one aggregate in the query, we repeat this operation, each aggregate adding 

a new column for the result. Eventually, we have appended results for each aggregate in 

the query. This is the culmination of the process of temporal aggregation. 

We did not describe what to do in the case that there are differing granularities between 

the valid clause and the tables involved in the query. In this case, the granularity of the 

result should be the same as the granularity of the expression in the valid clause. The 

valid-time of all relations in the query are converted to the granularity of the valid clause 

before the group-by is applied. 

This semantics was chosen because it avoids ambiguous choices as to the assignment 

of tuples to temporal partitions. 

Extended Having Clause 

We support the having clause of SQL-92 with some extensions allowing temporal aggre

gates to appear. We extend the SQL-92 having clause by allowing the new aggregates to 

be present there, and by extending the traditional five aggregates as defined in Table 2.2. 

Similar to the requirement of SQL-92 that the attributes may appear in the having clause 

only if they appeared in the group-by clause, we require that VALID with an associated 

relation may only appear in the having clause if valid with that relation was present in the 

group-by clause. If LEADING or TRAILING appears in a group-by clause with induced 

lengths greater than zero, then the attribute or time which was grouped may not appear 

in the having clause. This is because the temporal group will contain tuples defined 

over different time domains, and in the having clause, the value for each of the grouping 

attributes within a group must be the same. 

Ifthe/iavin^ clause contains an expression referencing valid-time (such as VALID (A)), 

and the query contains a temporal partitioning expression, the valid-time used in the having 

clause is the valid-time of the set computed by the temporal partition. 
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3.23 Duplicate Elimmation 

We allow duplicate elimination on the aggregates MAX, MIN, AVG, SUM, and COUNT when 

defined over temporal attributes. EXiplicate elimination has no effect on the aggregate 

RISING. 

3.2.4 Weighted Aggregates 

Similar to the way that duplicate elimination is specified in SQL-92 (by using the reserved 

word DISTINCT), we add the reserved word WEIGHTED. The reserved word WEIGHTED 

has no effect on the aggregate coxmt. Weighted aggregates are only defined on numeric 

attributes. The timestamp in a weighted aggregate must be a period or a span. 

There is no reserved word for nonweighted. We left this out because we wished to 

minimize the reserved words added to the language. The computation of the weighted 

aggregate is defined in the following. Assume that: the attribute values attvi, attrj are 

numeric, timci is the time associated with tuple i, \timei\ is the number of granules in 

that timestamp, and there are n mples in the temporal group. All the timestamps present 

in the computations must be of the same granularity. No computation is performed if n is 

0. 

• MAX (WEIGHTED attribute)-returns attvi where attrj * \timej\ < 

attri  *  \ t imei\  Vz ^  j,  i , j  < n 

• MIN (WEIGHTED attribute)-returns attri where attri * \timei\ < 

attrj  *  \t imej\)  Vi ^ j ,  i , j  < n 

• SUM (WEIGHTED attribute) -returns ' 

• AVG (WEIGHTED attribute) -returns (WEIGHTED attribute) 

3J2S New Aggregates 

We introduce one new aggregate, RISING, defined to return the longest period during 

which an attribute was monotonically rising [Snodgrass et al. 1993]. By negating the 
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aigument, this aggregate computes the longest period during which a numeric value was 

monotonically falling. Note that RISING is a new reserved word. If the optional qualifier 

WEIGHTED is present, then the aggregate computes the maximal period where the product 

of the numeric value and its timestamp was monotonically increasing. 

The following is the definition of the rising function with weighted attributes. 

• RISING (WEIGHTED attribute) -returns PERIOD {i , i  + n) where n is maximal 

and Vj, i < j <i + n, attri * |Zime,| < attri+i * \timei^i\ 

33 Possible Complaints 

1. It seems that WE IGHTED should be in the list of aspects that apply to all aggregates. 

It doesn't apply to temporal values that are computed over temporal values (such 

as the time of the earliest tuple). Applying weighted here would be the same as 

squaring the time value. 

2. My favorite aggregate is not in TSQL2. Why not? 

We did not include new aggregates which do not pertain to time. Also, we did 

not include some of the more esoteric aggregates. This was of course a subjective 

judgment. Other aggregates were left out because they would have added a reserved 

word to the standard and they may be computed using the existing syntax; their 

inclusion would have just been syntactic sugar. An example is selecting the time of 

the oldest (earliest) tuple in a table. This is specified by using the minimum function 

over a temporal value: MIN (VALID (R) ). 

3. How do I write a query using time slices for aggregate queries? 

Navathe & Tansel's time slices (or aggregate queries per partition) may be computed 

by a proper valid clause and group-by clause. The following query induces a time 

slice of time-slice-unit. 

SELECT AVG{Salary) 

VALID PERIOD 'All of time' time-slice-unit 
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FROM Employee AS E 

GROUP BY VALID (E) USING time-slice-unit 

4. How do I write a query with moving windows? 

Add appropriate LEADING and TRAILING clauses to the query. To induce a 

moving window of two years previously for each instant, the group-by clause 

would need both to use INSTANT and also a proper LEADING clause. 

GROUP BY VALID (R) USING INSTANT LEADING 2 year 

5. I need to see more examples of aggregate queries. 

First we will discuss computing or selecting temporal values over time. The legal 

arguments of the five aggregates defined in SQL-92 are given in Table 2.2. Counting 

the cardinali ty of a  set  of  t imestamps is  no different than in SQL-92 (leaves (m) 

and (n) in the tree). MAX and MIN use PRECEDE to compute their results, and so 

selecting the greatest timestamp (leaf (a)) is done by MAX (Timevalue). The 

sum of a temporal element is defined to be set union over the elements (the same 

way addition over temporal elements is defined). The sum of intervals simply 

accumulates granules (leaf (g)) .  

To compute the average of intervals, simply compute the average of the granule 

lengths. Computing the average of instants is a three stage process: pick any origin, 

compute the average distance to each event, add that average to the origin and you 

have the average instant. The choice of origin does not affect the result. 

Now let's see how to write aggregates which select value over time (leaf (d)) .  To 

select the first or earliest value of an attribute in a table, do the following. 

SELECT Salary 

FROM Employee AS E 

WHERE VALID (E) OVERLAPS 

(SELECT MIN (VALID (F) ) FROM Employee AS F) 



51 

To compute the average of the earliest salaries (leaf ( j)) ,  which is computed over 

any tuples valid at the start of the table, replace the select clause with the following. 

SELECT AVG(Salary) 

RISING is in leaf ( i)  as it computes a time over non-weighted values. RISING 

with WEIGHTED computes a  t ime over a  weighted value (leaf (h)) .  

The following query selects the time of the smallest salary (leaf (c) ,  leaf (b) if it was 

weighted). 

SELECT VALID(E) 

FROM Employee AS E 

WHERE Salary <= (SELECT MIN{Salary) FROM EMPLOYEE AS F) 

\^^th the snapshot SQL-92 aggregates (and their weighted alternatives) in leaves 

(e),(f)Ak),(l),( m), and (n), we have illustrated an aggregate for each leaf of the tree 

in Figure 2.2. We have shown several aggregate operations that may be computed. 

In other query languages, some of these aggregates would have been explicitly 

named aggregates. We did not add reserved words for these aggregates since those 

reserved words would only be syntactic sugar and would have needlessly increased 

the number of reserved words. 

3.4 Conclusion 

In this chapter, we have described the features of our proposal for supporting temporal 

aggregation in TSQL2. In the next chapter, we examine the strengths and weaknesses of 

our design as we compare it to other query languages which support temporal aggregation. 
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CHAPTER 4 

Query Language Comparison 

4.1 Introduction 

In this chapter we will evaluate the strengths and weaknesses of aggregation in various 

temporal query languages, from the aspect of expressibility and fimctionality. We will 

examine all temporal query language proposals which contain aggregates, compare their 

aggregation features to TSQL2, and consider how they fit in to the taxonomy. In the next 

chapter, we will consider the semantics of associating tuples and granules. 

As we shall see, many of the features of TSQL2 are not really directly comparable to 

some of the existing temporal query languages; whenever possible we strive to identify 

analogous fimctionality. Specifically, several of the temporal query languages do not 

have facilities for partitioning by a period. Instead these languages permit a single time 

slice. In the following sections we describe this kind of explicit interval as a simple or 

single interval partition. Tables 4.2 and 4.3 summarize support for temporal aggregates 

in various query languages. In the tables, the aspects concerning temporal partitioning 

are in a center box to aid readability. Note that TOSQL has no grouping clause and thus 

the aspects relating to grouping do not apply to this language. In the comparison tables, a 

check mark (vO denotes that a particular feature is supported. For example, the TempSQL 

query language supports both transaction-time and valid-time manual partitioning. In 

this figure, manual refers to features not really supported by the language in a general 

manner, but which may be simulated by explicit queries; general refers to a language 

feature which is explicitly supported by a language. An example of manual partitioning 

is using time-slicing to simulate a temporal partition. The entry in the table for grouping 

conditions, additional in group-by list, refers to what extra types may appear in a group-by 

list rather than attributes. The next entry, proper subset, refers to whether all entries in 

the group by list must appear in the select list, or whether a proper subset of these is 
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allowed- Near the bottom of the table, the row for aggregate location contains several 

codes describing the locations where aggregates may appear in queries. These codes are 

explained in the legend. Table 4.1. 

Code Meaning 

arb eirbitrary 

complex complex expressions, more than simple attributes 

D during clause 

general multiple partitioning intervals are permitted 

H having clause 

manual only a single, manually specified, explicit interval 

such as a time slice is permitted 

ov overlap 

S select list or retrieve list as appropriate 

simple simple expression 

W where clause 

Table 4.1: Legend for Aggregate Comparison 

4.2 TOSQL 

TOSQL is an event-based temporal query language which provides valid, transaction, 

and user-defined time [Ariav 1986]. The five basic aggregates are provided but are not 

defined over temporal domains. TOSQL is roughly based on SQL with some extensions 

for temporal expressions, so most of the expressibility of the language is similar to SQL. 

Tuple elimination is global in that it takes place in the where clause. There is no group-by 

clause (only implicit grouping is present) and therefore no value grouping or explicit 

temporal grouping is allowed; limited temporal grouping is available through time-slice 

and roll-back queries on any of the three temporal domains. 

As shown in Figure 4.2, both partitioning size choices (mterval and granule) are 

supported in TOSQL. Partitioning by interval occurs when an aggregate is defined over a 
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Aspect Languages 
TSQL2 TempSQL 

SQL92 TOSQL 
Tuple elimination: 

per aggregate 
global >/ v/ 

Implicit grouping 
Explicit attribute in grouping: 

simple attribute v/ v/ 
complex attributes 

Grouping location: 
per aggregate 
global N/ v/ 

Grouping conditions: 
add'tl in group-by list v/ y/ 
proper subset 

Partitioning domain: 
transaction time v/ 
valid-time s/ N/ 
user-defined time N/ 

Partitioning size: 
interval manual manual manual manual 
granule 

Associated windows: 
tuples before partition manual manual manual 
tuples after partition manual manual manual 

Group membership fimction arb ov arb arb 
Group elimination: 

per aggregate 
global v/ 

Duplicate elimination: 
per aggregate y/ y/ ^/ n/ 
global 

Argument of the aggregate simple simple simple simple 
Allows nested aggregates 
Aggregate location SH SH S SHD 

Table 4.2: Overall Comparison of Aggregate Aspects. 
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Aspect Languages 

TSQL 
HQuel 

TQuel 
Tuple elimination: 

per aggregate V V 
global V 

Implicit grouping A/ V V 
Explicit attribute in grouping: 

simple attribute V 
complex attributes V V 

Grouping location: 
per aggregate V V 
global v/ 

Grouping conditions: 
add'tl in group-by list V v 
proper subset V V y/ 

Partitioning domain: 
transaction time y/ 
valid-time V V 
user-defined time y s/ 

Partitioning size: 
interval general manual general 
granule x/ 

Associated windows: 
tuples before partition manual yj 
tuples after partition >/ manual 

Group membership function ov arb ov 
Group elimination: 

per aggregate 
global 

Duplicate elimination: 
per aggregate V 
global 

Argument of the aggregate complex complex complex 
Allows nested aggregates 
Aggregate location SWH S SWH 

Table 4.3: Overall Comparison of Aggregate Aspects (continued). 
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time-slice (i.e. with a DURING expression). The following query computes the average 

salary paid during all of time. 

SELECT AVG(Salary) 

FROM Employee 

DURING -00-+CX5 ALONG RT 

Aggregate queries containing the AT time-point clause induce partitioning by granule. 

The following query shows partitioning by granule along a user-defined time axis. 

SELECT AVG(Salary) 

From Employee 

AT 8/21/84 ALONG me-time 

Neither of these mechanisms is a true partitionings, but the concept is similar. There 

are no associated windows for the partition. The group membership function utilized by 

TOSQL is overlap. DupUcate elimination is via different aggregate functions. Aggregates 

are only defined over attributes and may only be present in the select list. 

To summarize, the aggregate expressibility of TOSQL is somewhat limited when 

compared to TSQL2 because of ±e lack of a group-by clause. 

43 TempSQL 

TempSQL is another SQL based temporal query language with aggregates [Gadia & 

Bhargava 1993]. TempSQL provides the five typical aggregates and limits their domain 

to non-temporal values. The aggregate fimctions are so-called "instantaneous aggregates," 

meaning that a single aggregate value is computed for each instant of time of interest to 

the query, and consecutive identical values are coalesced. 

Since the language is based on SQL, most of the expressibility of the language is 

similar to SQL. Tuple elimination is expressed using the where clause. If no group-by 

clause is present, implicit grouping is used. Simple attributes may be present in a group-by 

clause as well as slightly more complex table-partitioning expressions, such as GROUP 

BY (DEPT), which in TempSQL tells the query processor to partition the queries' table 
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by the Dept attribute. Only one grouping location is permitted. All grouping conditions 

must be listed in both the group-by clause and the select list. 

The only partitioning allowed is explicit temporal partitioning via time-slicing, which 

is a limited fonn of partitioning by interval. The following query illustrates this, where 

we restrict the query to time-points 50 through 90. 

SELECT SUM(Salary) 

FROM Employee 

WHILE [ Salary 1 D [50,90] 

The partitioning domains include both valid and transaction time, and no associated 

windows to a partition are permitted. Instead of using a simple function such as overlap to 

compute interval membership, TempSQL evaluates each tuple with respect to the DURING 

expression to determine if it should be a member of the explicit interval. The following 

example illustrates restricting the temporal elements of each group to the time during 

which the average salary was less than 40K. 

SELECT Dept 

FROM Employee 

GROUP BY (Dept) 

DURING [ AVE (Salary) < 40K ] 

As the language is similar to SQL, group elimination is determined by the having clause, 

duplicate elimination is computed via the select list, and aggregates are only defined over 

attributes. Aggregate functions may be present in the select list, the having clause, and 

the during expression. 

To sunmiarize, the expressive power of TempSQL is less powerful than TSQL2, with 

the exception of the during expression and partitioning by transaction time. The during 

expression may be simulated with a nested query in TSQL2. The following TSQL2 query 

is eqmvalent to the above TempSQL query with during. 
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SELECT Dept 

FROM Employee AS E, 

(SELECT E 

FROM Employee AS E 

HAVING AVG(Salary) < 40K) AS F 

GROUP BY Dept 

WHERE VALID(E) OVERLAPS VALID(F) 

4.4 TSQL 

TSQL is a temporal query language with aggregates which introduced the concept of 

"moving windows," more generally referred to as temporal partitioning [Navathe & 

Ahmed 1993]. Some of the examples in this section are based on queries appearing in the 

previously mentioned paper. TSQL introduced temporal ordering, a language mechanism 

used to select the first (or n"') oldest or youngest mple in a table. The following query 

computes the first salary paid to each employee. 

SELECT Name, FIRST(Salary) 

FROM Employee 

GROUP BY Name 

This language also provides a way for selecting a tuple after or before the n"* break or 

period of time during which a surrogate is not defined. A surrogate is a placeholder or 

handle for the original tuple changing over time. The next query lists the starting "rehire" 

salary for any employees who left the company (first time only shown here) and then were 

rehired. 

SELECT Name, FIRST(Salary) AFTER FIRST BREAK 

FROM Employee 

GROUP BY Name 

The n"* oldest tuple in a table may be computed in TSQL2 by using the minimnm aggregate 

in several nested queries. The following TSQL2 query is equivalent to the "first break" 
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TSQL query given above. The nested part of the query (MinTime) computes the first 

valid time tuple following the first break, i.e., the "first break". 

SELECT E3.Name,E3.Salary 

FROM Employee AS E3, 

(SELECT E.Name, MIN(VALID(E)) 

FROM Employee AS E, 

(SELECT E FROM Employee (Name)) (PERIOD) AS E2 

WHERE E.Name = E2.Name 

AND VALID(E2) PRECEDES VALID(E)) AS MinTime 

WHERE VALID(E3) = VALID(MinTime) 

TSQL extended SQL so that aggregates are defined over time, allowing such compu

tations as the length of time a tuple was valid. One interesting extension to SQL is the 

definition of nested aggregate functions in TSQL in combination with the group-by clause. 

As in many SQL-based languages, tuple elimination is performed by the where clause. 

If no group-by clause is present, then the entire table is an implicit group. Both simple 

attribute values as well as timestamps may be present in the group-by clause, including 

subdivisions of the timestamp such as day, hour, and year. The following query returns 

the years that each employee made more than 50K. 

SELECT Name, E. TIME-START.year 

FROM Employee AS E 

WHERE E.Salary > 50K 

GROUP BY E.TIME-START.year 

Only a single group-by clause is allowed. If a complex attribute value such as a timestamp 

appears in a group-by clause, then that attribute may appear in the select list. 

TSQL provides a particularly rich set of operations for temporal partitioning. Time-

slices define a period of the time-line over which tuples must overlap. The following 

query selects the salary history of all employees in the last five years. 
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SELECT Name, Salajcy, Time-Start 

FROM Employee 

TIME-SLICE year [Now-5, Now] 

The moving window can be understood as a temporal partition via granule with a trailing 

interval. TSQL specifically provides partitioning on the three time domains, partitioning 

using both granules and intervals, and an analogous expression to a single associated 

window. When the window clause is not present in TSQL, the partition is by granule. The 

window clause specifies the "moving" or dynamic period of time which is continually 

sampled for values. It is equivalent to partitioning by granule with leading and trailing 

intervals of length equal to half the size of the window. The following query demonstrates 

how to compute the maximal salary paid over each two year period. 

SELECT NAME, MAX(Salary), WINDOW 

FROM Employee 

MOVING WINDOW 2 years 

The group membership fimction is overlap. The having clause allows aggregate functions 

and comparisons between aggregate fimctions. Duplicate elinunation is specified by 

aggregate function names. As discussed above, the argument of the aggregate includes 

simple attributes, timestamps, subdivisions of timestamps, and aggregates. Aggregates 

may be in the select list, the where clause, and the having clause. 

In simimary, TSQL provided several interesting query language features in the area of 

temporal partitioning, as well as generalizing the behavior of several aspects of aggregation 

in SQL. 

4  ̂ HQuel 

HQuel is a temporal extension of the Quel query language which support NINF relations 

[Tansel 1993]. It introduces the concept of weighted aggregates. Since HQuel is based 

on Quel, it inherits the strengths and weaknesses of Quel's expressive power. Tuple 

elimination is available via nested where clauses and a global where clause. If no list 
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is present, then implicit grouping is performed. Only simple attributes are allowed in the 

by list. A by list may be present in each aggregate; no global by list or grouping list may 

be specified. Attributes which appear in the grouping condition may appear in the retrieve 

list. As before, the example query was suggested by the paper referenced above. 

A when clause present within an aggregate expression is used to perform time-slicing. 

The following query computes the average salary paid during 1994 to all employees. 

RANGE OF E IS Employee 

RETRIEVE into OldSalaries(E.Name, 

OldSal = AVG(E.$Salary BY E.Name WHEN [94,95)) 

RANGE OF S is OldSalaries 

RETRIEVE AVG(S. Salary) 

The when clause explicitly describes a period of time, which may be considered to be an 

interval. Only these limited types of intervals may be specified. There are no associated 

windows. The membership function is overlap. 

There is no mechanism for group elimination in HQuel. Duplicate elimination is spec

ified by different aggregate fimction names. Aggregates may contain nested aggregates, 

as well as the by Ust, the when clause and the where clause. Aggregates may appear in 

the retrieve statement or nested in an aggregate. 

To sxammarize, HQuel extends Quel with temporal aggregates defined over NINF 

relations. 

4.6 TQuel 

TQuel is an extension of Quel with support for valid time, transaction time, and user-

defined time [Snodgrass 1993]. Besides the standard aggregation fvmctions, TQuel sup

ports the equivalent of temporal partitioning, associated partitions, and partition by both 

interval and granule. TQuel also introduces several new aggregates, such as VARTS which 

is a measure of how equally spaced in time the tuple events in a relation are. 
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Since TQuel is based on Quel, it has many similar expressive properties. Tuple 

elimination is per each aggregate. If no by list is present then implicit grouping is 

performed. The explicit attributes in the by list may be expressions. By lists are only 

associated with a single aggregate; there is no global grouping. The expressions in the 

grouping condition may appear in the retrieve list. 

TQuel has rich facilities for expressing limited temporal partitions. The facilities 

for expressing temporal partitioning are similar to but not quite as powerful as those 

for TSQL2. The for each expression specifies a moving window aggregate, similar to 

partitioning by granule with a trailing interval. The following query computes the total 

salary paid for each year. 

RANGE OF E IS Employee 

RETRIEVE (SUM(E.Salary FOR EACH YEAR)) 

Partitioning by instant is specified by the expression FOR EACH INSTANT; however no 

leading or trailing interval is permitted. The partitioning domain is limited to valid time. 

As described above, both partitioning by interval and granule is allowed. The membership 

function is overlap. 

Since TQuel is based on Quel, group elimination is not possible. Duplicate elimination 

is per aggregate. The arguments of aggregates are complex expressions. Since aggregates 

may be in any expression involving periods or instants, aggregates may be in any of the 

clauses. 

To summarize, TQuel greatly generalizes the query language features of Quel and 

provides most aspects of temporal partitioning. 

4.7 Conclusion 

We have considered the strengths and weaknesses of several temporal query languages 

and compared their functionality and expressibility with the aggregation proposal for 

TSQL2, described in Chapter 3. Our proposal subsumes most of the concepts of the 

various temporal query languages, being primarily limited by the choice of SQL as a 

starting point. We have included in our proposal most of the new concepts which various 



63 

languages have proposed, such as moving windows and temporally weighted attribute 

values. 

The primary limitation of our proposal concerns computation and partitioning of 

aggregates using transaction time. This limitation in inherited from the pre-existing 

proposal for TSQL2, which defines the transaction time result of a query as being now to 

unchanged. 

In the next chapter, we discuss the semantics of associating tuples with granules. 

We discuss why the semantics which are direcdy motivated by the language design are 

inefficient for computation. We introduce a more efficient semantics and show that the 

two semantics are equivalent. 
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CHAPTERS 

Semantics 

In this chapter we consider two semantics for temporal aggregation, an intuitive time

line semantics and a more efficient tuple semantics. We show the equivalence of these 

two semantics. 

5.1 Introduction 

In this chapter, two different semantics are described for aggregates, one based on con

sidering computation from the easily understood point of view of partitioning the valid 

time-line of the result, and one considering the more complex question of which granules 

a particular tuple's values affect. We show that these two semantics are equivalent. 

When computing a time-varying aggregate fimction, we need to partition the time-line 

into granules, determine which granules are associated with which tuples, and compute 

the aggregate over each granule, as described in Chapter 3. The specific sequence of 

operations to compute a temporal aggregate is repeated below. 

1. Begin with cross product of the tables in the from clause, thus forming what are 

termed super tuples. 

2. Eliminate tuples that do not satisfy the predicate in the where clause. 

3. Apply the group-by specification. 

4. Eliminate groups not satisfying the predicate in the having clause. 

5. Remove duplicates if necessary before computing aggregates. 

6. Compute aggregates on each group. 
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Figure 5.1: Granule-to-tuple Association with Hme-line Semantics. 

7. Apply the valid clause to the tuples from step 2. 

8. Link these tuples with the aggregate(s) computed in step 6. 

In this chapter we will focus on step 6, which is composed of two primary operations. 

First we associate aggregates with granules and secondly we compute the aggregate over 

the set of tuples at each granule. The association is simply a mapping between tuples and 

granules, determined by the specifics of the query and the timestamps of the tuples. Each 

granule on the time-line of the result may have zero or more tuples associated with it. The 

aggregate value at that granule is computed over the set of such associated tuples. 

Since we are computing a time-varying aggregate, we need to determine which tuples 

are associated with which granules. Once we have determined the association, it is a 

simple matter to compute the five standard SQL92 aggregates min, max, avg, sxam, 

and count, as well as the aggregate introduced in TSQL2, rising. In Chapter 6 we 

will describe an algebraic operator for aggregation, the operator AG. In this chapter, we 

show the equivalence of the two association semantics. In Chapter 6 we also describe 

the semantics of actually computing the aggregate value and consider the question of 

the snapshot reducibility of the aggregate operator. Briefly, snapshot reducibility is the 

property that a non-temporal or snapshot query over a temporal relation may return the 

same result as a non-temporal query over a non-temporal snapshot of that relation. 

Different starting precepts for associating tuples with granules leads to the two distinct 

semantics. In Chapter 3, we defined how temporal aggregates are computed. To compute 

a temporal aggregate, we need to determine, for each granule of the provisional time-line 

of the result, which tuples are associated with that granule. Directly motivated from this 

language-based description, we have the time-line semantics, where the process proceeds 
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Figure 5.2: Tuple-to-granule Association with Tuple Semantics. 

by considering, for each granule of the time-line, which of the tuples are associated with 

it. Figure 5.1 illustrates some of the possible granule-to-tuple associations. Specifically, 

the tuples need to be cast to the common granularity, and then for each granule, we need 

to determine with which tuples it is associated , with respect to the leading, trailing, and 

using clauses in the group-by clause. 

A different semantics, a tuple semantics, can be derived if the first stage of aggregation 

is to determine,/or eacA tuple, the set of granules with which it is associated, again with 

respect to the leading, trailing, and using clauses. Figure 5.2 shows how we may consider 

the question of tuple-to-granule association. The tuple semantics lead more clearly to an 

implementation strategy since there are likely far fewer mples than granules. 

We study the time-line semantics because it is easier to understand for the user, and is 

directly motivated by the aggregate language description in Chapter 3. Since the time-line 

semantics are inefficient for computational purposes, we developed the tuple semantics. 

The two semantics differ only in their descriptions of how to associate tuples with granules. 

In all other aspects of aggregation the semantics are identical, such as the disposition of 

the valid clause. 

One way to show that these two semantics are equivalent is to prove that they identically 

associate tuples with granules. We will show that these two semantics are equivalent. 

All the timestamp operations in a query are performed at the granularity of the valid 

clause, the common granularity. If the granularity of the component relations is different 

than the common granularity, then these relations are cast to the proper granularity before 

computing the tuple-to-granule associations [dyreson93b]. 
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5.2 Time-Line Semantics 

When we consider time-line semantics, we describe how to find out which tuples are 

associated with each granule of the time-line. We describe a process which is iterated 

over the granules of the time-line. 

Since the time-line semantics are derived from the TSQL2 language description, let's 

begin with an example aggregate query. 

EXAMPLES: 

SELECT COUNT(Salary) 

FROM Employee E 

GROUP BY VALID (E) USING 4 LEADING 2 TRAILING 1 

Here we compute the aggregate count, with the size of the leading clause 2, the trailing 1, 

and the using clause size is 4. The granularity of the Employee relation is months. 

• 

The count of granules begins with the anchor of that granularity [Dyreson & Snodgrass 

1993]. We refer to the granules by name, with the name being the distance of that granule 

from the anchor of that granularity. If the using clause specifies 4, then the first combined 

sequence of granules is numbered 0,1,2,3, the next sequence is numbered 4,5,6,7 and 

so forth, in both positive and negative directions from the origin. Each of these sets of 

grouped granules is termed a using-partition. In this example, granule 0 represents the 

first month of the granularity's epoch year. 

The overlap-set is used to compute which tuples are associated with the using-partition. 

It is a set of granules. We initialize the overlap-set with the partition of the time-line 

specified by the using clause, i.e. the using-partition. If the leading clause is present, with 

a value of L, we extend, grow, or increase the length of the overlap-set L granules, earlier 

in time. That is, we replace the begirming of the overlap-set with the granule L previous. 

We apply the trailing clause similarly, except that we add to the terminating granule of the 

partition and extend the overlap-set later in time. 
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EXAMPLE 6: 

In our continuing example, the size of the using clause is 4, thus using-partitions of size 

4, anchored with the granule numbered 0. We repeat these using-partitions infinitely in 

both directions. 

For the first using-partition, we have an initial overlap-set with four elements, granules 

numbered: {0,1,2,3}. We use the size of the leading clause, 2, to extend this partition two 

granules into the past. The size of the trailing clause, 1, causes us to extend the overlap-

set 1 unit into the future. The result is the overlap partition with granules numbered: 

{—2, —1,0,1,2,3,4}. The using-partition before the initial one is {—4, —3, —2, —1}, 

and the overlap-set is {—6, —5, —4, —3, —2, —1,0}. The overlap-set of the partition after 

the initial using-partition is {2,3,4,5,6,7,8}. 

• 

The discussion to this point assumes a single relation. If we have multiple relations, 

and thus multiple timestamps, then we must compute the overlap-set and associated 

tuples separately for each relation with respect to that relation's valid-time and temporal 

partitioning expression. In this case, we use tuples from the cross-product of the relations 

in the query, and for the per-relation association test we use the valid-time inherited 

from that relation. After completing this process for each relation, we must perform 

additional tests before combining the results. These tests are to certify that associations 

between tuples and granules are the same over all relations. We have computed separately 

tuple-to-granule associations for each relation. For each granule on the overall result 

time-line, we need to determine which tuples are associated with it. So, for each granule 

in the result, we associate tuples with that granule only if a tuple was associated with that 

granule by all relations and temporal partitioning expressions. That is, for each granule on 

the result time-line, we search through each of the separately computed tuple-to-granule 

associations. Only if a tuple is associated with that granule by each relation is that tuple 

associated with that granule on the result time-line. The result of this sequence of tests is 

an association of tuples (cross product tuples if more than one relation is involved) with 
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for all 5 in [0, cx>] step U, g in [—U, —oo] step —U do 
AssoCj = {f I i 6 r and t.vt overiaps \g — L,g-\-U -l + T]} 
AssoCj+i = AssoCg 

AssoCg^(U-i) = 

Figure 5.3: Hme-line Semantics for a Single Relation. 

granules on the time-line of the result. The explanation and expression as a semantics of 

this sequence of operations is the subject of the rest of the chapter. 

5 J.1 Time-line Semantics with a Single Relation 

In this first discussion, we will ignore the possibility of more than a single relation. 

The semantics for this process involve extending the partition with the leading and 

trailing clauses. The aggregate is computed over a relation with leading clause length 

L, trailing clause length T, and using clause length U over the relation r as shown in 

Figure 5.3. Note that t.vt is the valid-time of a tuple. 

We iterate over the time-line, computing every granule-to-tuple association in a single 

U-partition during a single loop. The set Assocg represents the tuples associated with 

granule g. In the above for loop, g is always the first granule of a partition, and g+ 11 — \ 

is the last. We extend the first granule by subtracting the leading clause length L, and we 

extend the terminating granule of the using-partition by adding T. The semantics specify 

that any mple which overlaps this entire sequence is included in the group, thus we use 

the extended period (or overlap-set) in the overlap test. Next, we copy the set of tuples 

Assocg to each of the o±er granule/tuple association sets in the using-partition. 

If the using clause contains infinity, then we only have a single partition, and every 

tuple is a member of that association. 

General Ilme-iine Semantics 

We make this semantics complete by allowing multiple relations, as shown in Figure 5.4. 

For each relation, we use that relation's specific leading, trailing, and using clauses. The 
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letn = li^l 
s = {f I « e ri X r2 X ... X r„} 

for i in 1 to n do 
for all 9 in [0, oo] step Ui, g in [—Ui, -oo] step —C/, do 

= {f I« 6 5 and t.vti overlaps \g - Li,g + Ui - 1 + Tf]} 
•'^•.3+1 ~ ^i,g 

^i,g+U,—l ~ ^i,g 
for all 9 in [—oo, c»] do 

Assocg = {t I Vi, 1 < i < n,t e Ai^g) 

Figure 5.4: Complete Hme-line Semantics. 

set of relations in the query is denoted by R, and the number of relations is denoted by 

|i21. The expression t.vti refers to the timestamp of the tuple from relation r, in the cross 

product relation. 

In the semantics in Figure 5.4, we compute tuple-to-granule associations separately 

for each relation in the query, then combine these results into a single overall set of 

associations. 

We need to compute tuple-to-granule associations separately for each relation. First 

we create a cross product relation, which also contains each of the timestamps from the 

relations in the query. Then, separately for each relation, based on that relation's particular 

leading, trailing, and using clauses, we associate tuples-to-granules (e.g., Note that 

we utilize the same formula we did for a single relation (Figure 5.3). 

Finally we need to combine the results. AssoCg represents the final set of tuple-to-

granule associations. We only associate a tuple with a granule in AssoCg if that tuple was 

associated with granule g in each separately computed association set (i.e. each separately 

computed This last check is unnecessary in the single relation case. 

This semantics is based on iterating over the granules of the time-line. We next define 

a semantics based on tuple values. 
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last tuple granule + 

Timeline 

g_1 go g1 g2 93 g4 9s g6 g7 9s gg 

Leading = 2, Trailing = 1, Using = 1 

Figure 5.5: Leading from Two Points of View. 

5.3 Thple Semantics 

In this section we consider again the semantics of aggregation, but from the perspective 

of the tuple instead of a single chronon. For each tuple, we wish to find the set of granules 

it is associated with according to the leading, trailing, and using clauses. We wish to 

invert the previous semantics; instead of iterating over the time-line, we wish to iterate 

over the tuples. This semantics is more much suitable for implementation, since there are 

likely far fewer tuples than there are granules. Indeed, the subject of Chapter 8 will be 

the implementation of the tuple semantics. The using clause makes computation of the 

association between tuple and granule complicated, so we describe the semantics three 

times, adding details and explanations. 

When we apply the leading and trailing expressions to the tuple timestamps to deter

mine with which granules of the time-line they are associated, it is necessary to reverse 

the application of leading and trailing lengths from the time-line semantics. First, let's 

examine how the time-line semantics handle the granule numbered g6 where the using 

and trailing clause lengths were one, and the leading clause length was two. In Figure 5.5, 

we see that when we subtract the leading clause length from the granule numbered g6 

we get the granule numbered g4 . Similarly, with the application of the trailing clause 

length we compute the granule numbered g7 • The overlap-set associated with granule g6 

is {g4 , g5 , g6 , g7}, and any tuple which overlaps this set will be associated with the granule 

numbered g6 . Tuple t overlaps the granule numbered g4 , so tuple t is associated with 

granule g6 by the time-line semantics. 
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If we consider the problem from the other point of view, the problem of computing 

which granules are associated with tuple t from the tuple semantics, we see that we need 

to reverse the application of the leading and trailing clauses. If we add the leading period 

length to the last granule of the tuple, numbered g^, we compute correctly the greatest 

granule associated with this tuple, numbered g^. If we had instead added the trailing 

length to the last granule of the tuple, we would have only computed an association 

through granule g^, which is incorrect. 

The second issue which must be understood is the reverse computation of using-

partitions. In the time-line semantics, if we associate a tuple with a granule, we associate 

that tuple with each of the elements of that granule's using-partition. In the tuple semantics, 

we need to provide the same behavior. In the tuple semantics, we begin with the timestamp 

of a tuple, and then subtract the trailing clause length from the begiiming of the timestamp, 

and add the leading length to the terminating granule of the tuple's valid-time. At this 

point, we have a period, and we associate any granule which overlaps this period that 

tuple. Now we need to make sure we associate that tuple with each element of any using-

partitions that period overlaps. Thus we may need to extend the beginning of the period 

earlier in time, and we may need to extend the terminating granule of the period later in 

time. We introduce two functions for this computation, extend-bottom and extend-top, 

and define them in Figure 5.6. 

We need a carefully designed modulus fimction for the tuple semantics. Granule 

numbers range in both positive and negative directions from the origin, so our modulus 

function must be properly defined for negative numbers. The modulus function x mod y 

over a negative x is defined to be (y — (|x| mod y) mod y). With a using clause size 

of 4, the numbers of the granules in the using-partition before the anchor are -4, -3, -2, 

-I, and the granule number mod U is 0, 1, 2, 3, respectively. The value of the modulus 

is important in the proofs of equivalence. The least or first granule number in a using-

partition, modulus U, isO, regardless of location of the using-partition. The last or greatest 

granule number in a using-partition, modulus U,isU —1, The modulus function we have 

defined ensures these properties for negative granule numbers. 
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define extend-bottom{g) = g — g mod U 
define extend-top{g) = g + U — I — g mod U 

forallt inrdo 
for all ̂  in [extend-bottom{t.vt.s — T), extend-top(t.vt.e + L)] do 

AssoCg = AssoCg U t 

Figure 5.6: Single Relation Tuple Semantics with Periods. 

53.1 Ibple Semantics with Periods 

For a first cut at the semantics, we assume that the valid times of the mples are periods 

instead of temporal elements. 

We introduce two fimctions used to compute the beginning and ending granules in an 

arbitrary using-partition, extend-bottom and extend-top respectively, given in Figure 5.6. 

As before, the expression t.vt refers to a tuple's timestamp, and t.vt.s is the beginning 

granule of a tuple's valid-time, and t.vt.e is the ending or terminating granule. We iterate 

over the relation's tuples, extending each tuple's timestamp first with the leading and 

trailing clause lengths, then, applying the two new fimctions, extend-bottom and extend-

top to compute the enclosing using-partitions. Finally, we associate the tuple with each of 

the granules in this final period. The value of the expression Assocg represents the tuple's 

associated with the granule g. 

These two new functions are necessary for dealing with using clauses. If a tuple is 

associated with an arbitrary granule, then by the definition of the time-line semantics, the 

tuple is associated with each element of that granule's using-partition. We need to be able 

to compute the beginning element in a granule's containing using-partition as well as the 

terminating elementing of a granule's containing using-partition. The fimction extend-

bottom computes the beginning granule of a using partition, and this beginning granule 

number modulus U is always 0. So, for an arbitrary granule number g,g — g mod U is 

always equal to the first granule of that using-partition. For example, if is the number 

of the last granule in a using-partition, then g mod U will be — 1. Since the size 

of a partition is U, then {g — U — I) mod (7 = 0, and will be the first granule of that 
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9-2 9-1 9o 91 92 93 94 9s 96 97 
extend-bottom extend-bottom 

subtract T 

Figure 5.7: Using-partitions and Trailing. 

using-partition. If the granule numbered g were the first granule of the partition, then 

the modulus of g with respect to U would be 0. Now the composition of the extend-top 

function is similarly based. We wish to determine, from an arbitrary granule in a using

partition, the terminating granule of that granule's using-partition. If the granule g is the 

first granule of the partition, we need to add U - 1 to get the last granule. In this case, 

g mod U is 0, thus with g + U - 1 - (g mod U) = g + U - 1. If the granule numbered g 

were the last granule in a using-partition, then its modulus would be U- 1, and the result 

of g+ extend-top(g) would beg+ U- 1- (U- 1) =g. 

In the time-line semantics, we apply the leading and trailing clauses to the ends of 

the using-partition. This is equivalent to applying the clauses to each of the granules in 

the partition, and ignoring duplicates. In the case of tuple semantics, it might appear that 

we should first extend the beginning and terminating granules of the tuple's valid-time 

with respect to those granule's enclosing using-partitions before applying the leading and 

trailing clauses (i.e., first apply extend-top and extend-bottom then subtract the trailing 

clause length and add the leading clause length). The reason this is incorrect is because 

this would not correctly associate the tuple with all of the granules in a using-partition. 

Figure 5.7 illustrates why this initially intuitive approaches produces an incorrect result. 

EXAMPLE 7: 

We continue our example, with leading clause 2, trailing 1, and using clause 4. In 

Figure 5.7, we are determining the using-partitions and granules with which a tuple is 
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associated. The tuple is valid from granules qq to g^. The correct tuple semantics are 

to subtract the trailing length from the granule numbered gs, and ge — ^ = gs- Then 

apply extend-bottom to gs and compute (5 — (5 mod 4)) = 5 — 1 = 4 or the granule 

numbered g4. The figure shows why first applying the extend-bottom function, then the 

trailing clause is incorrect: because that would have the tuple associated with the granule 

numbered gz-

In the figure, follow the numbered sequence of actions, beginning with (a). Start 

with the begiiming granule of a tuple (the granule numbered ge in Figure 5.7) and apply 

the fimction extend-bottom to compute the first granule of the using-partition it overlaps, 

arriving at granule g^. We next subtract the trailing clause from this granule, arrow (6). 

The subtraction of the trailing clause might end up with a granule in the middle of a using-

partition, as is this granule, gz- But we are required to associate the tuple with all the 

granules in a using-partition. So if we perform the operations in this order, we might not 

associate the tuples with all the granules that we should. Simply applying extend-bottom 

once again will not solve this problem (arrow (c)). If this sequence of operations were 

correct, then we would need to associate all the granules between go and ge with tuple t. 

And this is incorrect, as we will now see. 

But now consider the time-line semantics. Let's compute the granules in the overlap-

set of granule go. First we find the last granule in this granule's using-partition, as arrow 

(cQ illustrates (computed via the extend-top fimction). Then we add the trailing clause size 

to this last granule, we see that the last granule in the overlap-set is the granule numbered 

g^. So by the time-line semantics, granule go associated with any tuples which overlap 

[^-2,5^4] (e.g., \g — L,g-\-U — l-^T] when g is the first granule of a using-partition, as 

is go). The tuple t does not overlap this period. Thus we may not associate the tuple t 

and the granule numbered go by the tuple semantics, since they are not associated by the 

time-line semantics. So the process illustrated by arrows (a) to (c), where we applied 

the extend-bottom fimction repeatedly, is invalid. The proper sequence of events is to 

first extend the tuple's valid-time with leading and trailing, and then apply extend-top and 

extend-bottom. 

• 
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for all t in r do 
for all periods p in t.vt do 

timei = timei U [p.s — T, p.e 4- L] 
for all periods p in timei do 

for all ̂  in [extend-bottom{p.s),extend-top{p.e)] do 
Assocg = Assocj U t 

Figure 5.8: Single Relation Tuple Semantics with Temporal Elements. 

53  ̂ Ihple Semantics with Temporal Elements 

Now we generalize the previous semantics with a temporal element based tuple semantics, 

given in Figure 5.8. 

The first nested loop extends each of the periods in the relation by the trailing and 

leading clause lengths. If extending two periods causes them to overlap or share any 

granules, then in the next nested loop, they will be represented as a single period in timei. 

The second nested loop extends the beginning and terminating granules of each period to 

the ends of their containing using-partitions. The result of applying the extend-top and 

extend-bottom yields the extended-set, or the set of granules which are to be associated 

with the tuple t. Finally, we take each of the granules in the extended-set and associate the 

tuple with them. It is certainly possible for two periods to overlap or share granules after 

being extended. This would cause a tuple to be associated with a granule twice. Since 

the association is a set operation, adding a tuple twice to an association set does not cause 

any problems. 

The time-line semantics based process begins by first computing each using-partition 

separately, and then extending the partition with leading and trailing, and then finding any 

tuples which overlapped that final overlap-set. We reverse this process here. 

533 General Ibple Semantics 

Now we describe the tuple semantics in a complete manner, adding the details to the 

previous description which deal with multiple relations and the valid clause (Figure 5.9). 

Notice that we were able to repeat the multi-relation technique from the time-line 
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define extendi< L, T, U, vt >) = 

for all periods p in vt do 
timei = timei U [p.s — T, p.e + L] 

for all periods p in timei do 
result = result U [extend-bottom{p.s),extend-top(p.e)] 

letn = |i2| 
s = I t € Ti X r2 X .. .r„} 
for i in 1 to n do 

for alH in 5 do 
vt = extend{< Li, Ti, Ui, t.vU >) 

for all granules ̂  in vf do 
— ^it3 ̂  ̂  

for all ̂  in [—oo, cxj] do 
Assocg = {t I Vi, 1 < 1 < n, t 

Figure 5.9: General Tuple Semantics. 

semantics, Figvire 5.4. This will be of use in the equivalence proof. 

Just as before, we utilize the cross product relation. We maintain all of the valid time-

stamps from the component relations, using the expression t.vti to denote the timestamp 

from relation r, in a cross product tuple. Then we extend the valid-time using a new 

function extend, which is simply the two previous fimctions extend-top and extend-bottom 

combined. For each granule in the result of extend, we associate the tuple with it. 

It might appear that the final loop which iterates over the granules of the time-line 

violates the basic goal of the tuple semantics (to find for each tuple, which granules 

to associate, not for each granule, find tuples with which to associate). An equivalent 

awkward formulation of the final loop which avoids iterating over the granules is the 

following. 

G  =  { g \  s a x t {AssoCg) > 0} 

for all ̂  in G do 

computejaggregate{g, AssoCg) 
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This semantics may be implemented directly via the aggregation tree, to be discussed 

in Chapter 8. It might appear confusing that we first iterate over the mples, then iterate 

over granules, but this is exacdy how some efficient techniques proceed. It is possible to 

ignore the part of the time-line with no associated tuples. The expensive operation is the 

initial association. 

5.4 Proof Organization 

In this section, we discuss the organization of the proof of the equivalence of the time-line 

and tuple semantics. 

The time-line and mple semantics share many similarities in their descriptions. When 

more than one relation is involved, both semantics compute the same cross product of the 

tuples, and perform equivalent tests for tuple-to-granule association between the different 

semantics. This has an important impact on the proof of correcmess. We need only 

show that the sets of tuples associated with each granule of the result valid time-line 

are equivalent. If the association of mples with granules are identical between the two 

semantics, then the two semantics are equivalent, because the rest of the descriptions of 

the semantics are identical. 

We show that the two semantics are equivalent by showing that if a mple is associated 

with a granule in the time-Une semantics, then that tuple is associated with a granule m 

the second semantics, and then the converse, that association based on the tuple semantics 

implies the same for time-line semantics. Next we show the contrapositive: if a tuple is 

not associated with a tuple in the first semantics, then that tuple is not associated with a 

tuple in the second semantics. When we illustrate that the negative reverse case holds, we 

have shown the equivalence of the semantics. 

We first prove that the semantics are equivalent where the timestamps of the relations 

involved are periods (Section 5.5), then we use this proof in the more general case of 

temporal elements (Section 5.6). In the following sections, for simplicity, when we refer 

to a granule g we are referring to the number of that granule. 
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5  ̂ Eqiiiyalence of Semantics with Period Timestamps 

In this section, we show the equivalence of the tuple and time-line semantics where ±e 

tuple timestamps are limited to periods. We divide this into two cases, depending on 

whether the using clause size is one or larger than one. 

5 .̂1 Semantic Equivalence with IVivial Using-Partitions 

In this section, we prove that the following theorem holds. 

Theorem 1 When the size of the using-partition is one and when timestamps are limited 

to periods, the tuple semantics and the time-line semantics are equivalent. 

Here we illustrate the equivalence of the two semantics with a using clause of size 1, 

first excluding infinity &om values for the leading and trailing clauses, and then explain 

these extreme cases. As described before, we assimie that the granules of the tuples have 

already been cast to the granularity of the valid clause, so the granularity of the time-line 

and the mples are identical. 

If a tuple t is associated with a granule g in the time-line semantics, then that tuple's 

valid-time overlaps the granule's leading-extended and trailing-extended single granule 

period, i.e., 

t.vt overlaps [g — L,g + T]. 

And if this is the case, then 

3a, a € t.vt, and a 6 [g — L, g + T]. 

And furthermore 

3k, k € [—L, T], such that a= g •\-k. 
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So for some a 6 t.vt and some fee [—L, T\, 

a - k  =  g .  (5.1) 

If we consider the granules in tuple t, and we consider the result if we subtract from each 

of these granules the range of values in k, we find: 

{ a - k ) £ [ t . s - T , t . e +  L \ .  (5.2) 

Or, by the time-line semantics (and equations 5.1 and 5.2), when a tuple t is associated 

with a granule g, 

g € [t.s — T, t.e + L]. (5.3) 

This is exactly what is specified in the mple semantics. This is because the tuple 

semantics with no using clause may be restated as the following (from Figure 5.6). Note 

that in the semantics in Figure 5.6, the extend functions evaluate to their parameters, since 

the using clause length is 1. 

V^, h € [<.5 — T, t.e + L], associate tuple t with granule h. (5.4) 

In equation 5.3, we see that when a tuple t and granule g are associated according to 

the time-line semantics, the granule is in the range [f.5 — T, T.e -I- L\. And in equation 5.4, 

we see that by the tuple semantics, all granules in that range are associated with that tuple. 

So starting with a tuple and granule associated by the time-line semantics, we have shown 

that the mple and granule would be associated by the tuple semantics. If we now consider 

the cases where the leading or trailing clauses are infinity, we see that the proof above still 

holds. 

So we have proven that if a mple is associated with a granule according to the time-line 

semantics, then that mple would be associated with that granule according to the tuple 

semantics. 

Now we show that if a tuple is not associated with a granule by the time-line semantics, 

then it not be associated using the tuple semantics. If a tuple t is not associated with a 
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granule g, then ->3a, a € t.vt, such that, a 6 [^ — L, 5 + T]. 

VA: € [ — L ^  T ] ,  Va € [<-5, t.e], g k. 

which is equivalent to 

Va, k such that a — k G [f.s — L, t.e + T], a — k ^ g 

or^ ^ [f.s — t.e + T]. 

And since the definition for tuple semantics relates that aU granules which overlap 

[f.5 — L, t.e + T\ are associated with the tuple, and since we know that this does not hold 

true for granule g, then we know that t and g are not associated by the tuple semantics. The 

infinite cases follow clearly from this. Thus we have proved that non-association between 

a tuple and granule according to the time-line semantics implies that the non-association 

holds true for the tuple semantics. 

We continue our proof by showing that association of a tuple and granule by the 

tuple semantics implies association by the time-line semantics. We begin by repeating 

equation 5.4, the tuple semantics. 

Vflr € [<.5 — T, t.e + L] we associate g with t. 

or for some k G [—T, L\, some a €. [f.s, t.e], 3g, a-\-k = g 

where fir is a granule associated with tuple t. 

Equivalently, 

g — k = a, a G \g — L,g + T]ot t.vt overlaps \g — L,g + T\. (5.5) 

The time-line semantics states that: 

all tuples which overlap [h — L.,h->tT] are associated with granule h 
(5.6) 

or, if t.vt overlaps [h — + T], associate taple t  with granule h .  
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We have by equation 53, which is derived from the tuple semantics, that t.vt overlaps 

Ig — L,g + T]. And by the time-line semantics (equation 5.6), a tuple t is associated 

with a granule h when the txiple overlaps with the leading and trailing-extended granule 

{[h—L, h+T]). So also by the time-line semantics, the tuple t and granule g are associated. 

We have shown that if a tuple and granule are associated by the tuple semantics, they 

are also associated using the time-line semantics. As before, the infinite leading and 

trailing length cases also follow. 

One final consideration remains, that if a mple and granule are not associated by the 

tuple semantics, ±en they are not associated by the time-line semantics. We repeat the 

process from the first illustration of non-association. Qearly, if a tuple if not associated 

with a granule according to the tuple semantics, then that granule does not overlap with 

the trailing and leading extended tuple timestamp. And if this is true, then — A: (or any 

element of g — L,g + T) does not overlap with any element of the tuple, and thus the 

non-association holds going from the tuple semantics to time-line semantics. • 

We have shown that if a granule g is associated with a tuple t by the time-line semantics, 

then they are also associated by the tuple semantics. We have shown that the same result 

holds if we reverse the two semantics. And we have ftuther shown that by both semantics, 

if g and t are not associated by one semantics that implies they are not associated by 

the other semantics. In conclusion, we have shown that time-line semantics and tuple 

semantics are equivalent semantics when the size of the using clause is limited to 1 over 

period timestamps. 

5^  ̂ Equivalence with an Arbitrary Using Clause 

In this section, we consider the more general case of equivalence, proving that for time-

stamps which are limited to periods, the semantics are equivalent with arbitrary using 

clauses. 

Before we state two lemmas we rely on for later results, we need to introduce two new 

frinctions used by the lemmas. 
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= g mod U. 

g ^  =  U - \ - g ^ .  

The first function, computes the modulus of a number, which is equivalent to the 

distance from the beginning of that granule's using-partition. The second function, g'^, 

computes the distance from that granule to the end of the enclosing using-partition. 

Lemma 1 For any granule g within a particular using-partition, the first granule of that 

partition is g — g*'. 

Proof: By definition, the size of every using-partition is U, the first granule in a partition 

i s  a l w a y s  0  ( m o d  U ) ,  a n d  t h e  l a s t  g r a n u l e  i n  a  u s i n g - p a r t i t i o n  i s  a l w a y s  U  —  I  ( m o d  U ) .  

The modulus of any granule in a partition of size U monotonically increases from 0 to 

U  —  1 .  I f  w e  s u b t r a c t  t h i s  m o d u l u s  f r o m  a n  a r b i t r a r y  g r a n u l e ,  w e  a l w a y s  g e t  0  ( m o d  U ) ,  

which is the first granule of that granule's using-partition. • 

Lemma 2 For any granule g within a using-partition, the last granule of that partition 

is g + g'^. 

Proof: The last granule of a using-partition is always U — I (mod U). The granules 

in the partition are monotonically increasing from 0 to £/ — 1 (mod U). So the sum 

U — I— g mod U decreases monotonically from U —I down to 0, which is the decrease 

in distance from the first granule of the partition to the last. • 

In this section, we prove the following theorem. 

Theorem 2 The tuple and time-line semantics are equivalent where the timestamps are 

limited to periods. 
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We've already shown this for a using clause of 1. 

We now consider general using expressions. First we discuss the case of infinite 

length using expressions. If the using clause is infinite in length with time-line semantics, 

then every tuple is associated with every granule, since the size of the partition is infinite 

and overlaps every tuple. Similarly with tuple semantics, if the using clause is infinite, 

then when we extend the tuple's beginning and ending granules with respect to the using 

clause, they are extended to the extremes of the time-line, they overlap every granule of 

the time-line, and the tuple is associated with every granule. There is no non-association 

case to check here, since in both cases all granules and tuples are associated. 

Now we consider finite, noninfinite using clause lengths. The time-line semantics 

states that for the beginning element of a using-partition, g, we associate the granules of 

that partition with any tuples which overlap \g — L^g + U — l + T] (fix)m Figure 5.3). 

Using Lemma 1 and Lemma 2, we can restate the period above for any granule in a 

using-partition ({^o, , - • •, ̂ u-i}) by utilizing the g^ and g"^ functions. By the time-line 

semantics, for any granule g, we associate that granule with any tuple t where t.vt overlaps 

[g — — L, g + g"^ This is an equivalent period since gr — flf*" is always the beginning 

of g's using-partition, and ^ + S'"* is the end of ±e same using-partition. So the time-line 

semantics may be equivalendy stated as 

associate tuple t with granule g when t.vt overlaps [g — ^ — L,g + g"^ ^T]. (5.7) 

And since g'^ = U — \ 

[g-d' -  L.g + g'^ + T\ = \g-g^ -  L,g- g^ -\-U -I-^T]. 

And further, we know that, 

3a, a € [i-5, t.e\, such that a ^\g — ^ — L^g — ^ + U — 1-FT] 

And if we factor out g — then 
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t.s-T-(U-l)+i, i E {O,~U-:.:!:::T-: t.s-T ~s 

Figure 5.10: Finding the Minimum Element of g - gr-. 

3k E [-L, U- 1 + T], g- gr- + k =a 

g-gr-=a-k (5.8) 

and also (g- gr-) E [i.s- T- (U- 1), i.e+ L]. 

We need to find the minimum and maximum g- gr- such that equation 5.8 is satisfied. 

There are some interesting aspects to note. First, g - gr- is the first element of a using

partition, and so (g- gr-) mod U = 0. Also, for any given granule h, if we wish to find 

the next granule on the time-line h + i such that (h + i) mod U = 0, it will be within 

U - 1 granules of h. This is because either h is the beginning of a using-partition (and 

h mod U = 0), or h is not, and is thus less than U- 1 granules from the beginning of 

another using-partition. 

In Figure 5.1 0, we illustrate some of the aspects of finding the minimal (g - gr-) E 

[i.s- T- (U -1), i.e+ L]. We need to find the beginning of the next using-partition after 

i.s- T- (U- 1). We see in the figure from following the left-leading arrows labeled 

from i.s to i.s- T to i.s- T- (U- 1) that the granule i.s- T- (U- 1) is contained in 

some using-partition. We need to find the beginning of the next greater using-partition, 

since the minimal g- gr- will be at the beginning of a using-partition. This will always 

be within U-1 granules from any granule, as we pointed out above. So we need to add 

between 0 and U- 1 granules to i.s- T- (U- 1) (as illustrated in Figure 5.10 with the 

right-leading arrow). This is equivalent to saying we need to find i, U- 1 ~ i ~ 0, such 

that t.s- T- i = g- gr- (illustrated by the left-leading arrow at the top of the figure). 

In other words, we need to find the value of i to subtract from t.s - T such that 
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~:::::::::-: 

:::;~last granule 
·1:· of partition 

t. e+ 41 (t. e + L) -I 

Figure 5.11: Finding the Maximum Element of g - gr-. 

(t.s- T- i) mod U = 0. This is the same as t.s- T- (t.s- T)r-. So we may replace 

the left subrange with t.s- T- (t.s- T)f-. 

Now let's consider the maximum (g- gr-) E [t.s- T- (U- 1 ), t.e + L]. Figure 5.11 

shows some aspects of finding the maximal g - gf- in the period above. If (g - gr-) E 

[ t. s - T - ( U - 1), t. e + L], then if we add some granules to the right hand limit of the 

subrange, (g - gr-) will still be an element of that now extended subrange. If we replace 

the right hand limit of the period, t. e + L, with t. e + L + ( t. e + L) -l, we have not changed 

anything that affects g - gr-, since we have only added to the subrange. And furthermore, 

increasing the subrange in this way does not affect how many elements of g - gr- might be 

in the subrange (again see Figure 5.11). This is because t.e +Land t .e + L + (t.e + L )-l 

must be in the same using-partition, since by the properties of x-i, x +x-i must be the end 

of the using-partition that contains x. We have not extended the period enough that the 

period overlaps any new using-partitions. 

We may restate equation 5.8. After both alterations to the endpoints of the period, we 

have that, by the time-line semantics, if a granule g is associated with a tuple t, then 

(g- gf-) E [t.s- T- (t.s- T)f-, t.e + L + (t.e + L)-1]. (5.9) 

Now we will show that simply g is a chronon of the period in equation 5.9. We define 

the length of a period as the number of chronons in the period; e.g., for the period [ c, dJ, 
the length of the period is ( d - c + 1). 

The length of the period from equation 5.9 ([t.s- T- (t.s- T)f-, t.e+ L+ (t.e + L )-l]) 

is at least U chronons. We know this because the starting element of the period is 
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the beginning of a using-partition, and the terminating element is the last element of 

a possibly different using-partition, and the length of a using-partition is always U. 

Furthermore, y is at least U — \ chronons from the end of the above period, since 

{{g — ^) mod U) = 0, while ((i.e + £ + {t.e + L)"*) mod U) = U — I. We know that 

^ ^ is at least U —i chronons from the end of the above period {t.e + L + [t.e + L)"*), 

that the length of the period is at least U elements, and ^ (or g mod U) is at most U — I. 

Therefore, g — g^ + g^ = g must be an element of the period- We may now restate g's 

relationship to the period from equation 5.9. 

g e [t.s -T- {t.s -  Tf, t.e-\-L + {t.e + L)'']. (5.10) 

Now we will show that equation 5.10 is equivalent to the mple semantics. 

The tuple semantics state that all ^ are associated with t where 

g G [extend-bottom{t.s — T), extend-top{t.e + L)]. 

We apply the definitions from Figure 5.6, tuple semantics with periods: 

g € [i.5 — T — (^.s — T) mod U,t.e-\- L •\-U — 1 — {t.e + L) mod U\. 

Then rewrite using the two new modulus fimctions: 

g  G [<.5 - T -  { t . s  -  T f ,  t . e  +  L  +  { t . e  +  L)"*]. (5.11) 

So by the time-line semantics, if a tuple t and granule g are associated, we have 

equation 5.10. And if this is true, then they must also be associated by the tuple semantics, 

because equation 5.10 (derived from the time-line semantics) is the same as equation 5.11 

(derived from the tuple semantics). 

So we have shown than if a tuple and granule are associated by the time-line semantics, 

then they are associated by the tuple semantics. 

Now we need to show that for a tuple and granule associated by the tuple semantics, 

they would be associated by the time-line semantics. 
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We begin with the tuple semantics, where a granule g and tuple t are associated 

only if they satisfy equation 5.11. If ^ is an element of [i.s — T — {t.s — T)*',t.e + 

L + (t.e+ L)\ then ^ is also an element of the subrange. This is because if 

g € [t.s — T — {t.s — Tf',t.e + L + (t.e + then g > t.s — T — (t.s — T)^, and 

then it must also be that g — g*' > t.s — T — {t.s — T)^. The last statement is true 

because ^ is the beginning of a using-partition, as is t.s — T — {t.s — T)*', and if 

g > t.s — T — {t.s — T)^, then g — ^ will be, at the least, the beginning of the using-

partition t.s — T — {t.s — T)^. Subtracting ^ from g has no effect on the terminating 

value of the period. 

Now, based on the tuple semantics, we have: 

{ g  -  / )  €  [ t . s  - T -  { t . s  -  rf, t.e + L + {t.e + £)"']. (5.12) 

Using the same argimient which we before used to extend a period, we know that we 

may replace the upper limit of the period {t.e + L + {t.e -|- L)"*) with {t.e + L). The 

reason for this replacement is because ̂  is the beginning of a using-partition. Adding 

(f.e-t- Z,)"* to f.e-l-Z, still results in the same using-partition; if < t.e+L-\-{t.e-'t L)^, 

then g — ^ < t.e L. It is not possible for g — ^ to be greater than t.e -t- L, because 

^ is the beginning of a using-partition; at the greatest, g — ^ could equal t.e + L. 

Similarly, we may replace the beginning element of the period, t.s — T — {t.s — T)^, 

with t.s — T — {U — 1). If^ — ^ is an element of the partition, then g — ̂  > t.s — T — 

{t.s — T)^. Now t.s — T is some element of a using-partition, and t.s — T — {t.s — T)^ 

is the first element of that using-partition. The first element of that using-partition is 

less than U — \ granules from any element in that partition. Furthermore, for the first 

granule in a using-partition, the closest first granule of a neighboring using-partition is U 

granules away. So, t.s — T — {U — I) will be less than or equal to the beginning of the 

using-partition containing t.s — T, but it still is greater than the beginning granule of the 

using-partition coming just before t.s — T's using-partition. In sum. 

{9 — 9*') € [t.s-T-{U - l),<.e+ I]. 

As before 
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3a 6 [i.s, t .e]y and 3k € [—L, U — I + T] 

such that g — = a — k 

and equivalently g — ^ + k = a. 

If we rewrite the equations we get: 

a € [ g  —  g * '  +  L , g - g * '  +  U -  l  +  T ]  

or a € ^ + L,g g'^ -{• T]. 

This is the same as the time-line semantics, 

t.vts overlaps [g — g*' + L, g + g"* T]. (5.13) 

So, starting from the tuple semantics with tuple t associated with granule g, we know 

that, by the time-line semantics, they will be associated. It remains to be shown that 

non-association by one semantics leads to non-association by the other. 

First we show that non-association of a tuple and granule based on the time-line 

semantics implies non-association based on the tuple semantics. 

If a tuple t and granule g are not associated by the time-line semantics, then t does not 

overlap the period [g — ̂  — L,g + g'*+ T]. 

We can restate this. 

Va € [<.5, t.e],a ̂ \g -  ̂  - L,g + g'^+ 7] 

equivalently, a  ̂ [ g  —  ̂  —  L , g  +  U  - 1 — + T]. 

Using the process from before, 

" i k e y - L . T - ^ - U  - l l a i ^ g - ^  +  k  

g -  ̂  ̂ a - k  

g — g^ ^ [t.s - T - {U - 1),  t.e + L]. 

We continue using the same reasons before for extending the period, since extending 

the begitming and ending element of the period above does not include any new using-

partitions. 
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{ g  -  / )  ̂  [ i s  - T -  i t .s -  RF, t .e + L  +  { t .e + L)"*]. (5.15) 

and similarly, 

g ^ [f.s — T — {t.s — T)^, t.e + L + {t.e + Z^)'']. 

And by equation 5.15, we know that the tuple and granule are not associated by the tuple 

semantics, since this equation is the negative of the tuple semantics (equation 5.11). 

We only outline non-association going from the tuple to the time-line semantics. Ba

sically, if a tuple and granule are not associated according to the tuple semantics, then 

we have equation 5.15. We may reverse the sequence of deduction immediately above 

to conclude that the tuple and granule are also not associated by the time-line semantics. • 

5.6 Equiyalence of Semantics with Temporal Element Timestamps 

In this section we show that allowing temporal element timestamped relations does not 

effect the equivalence of the semantics. 

Theorem 3 The time-line semantics and the tuple semantics are equivalent with temporal 

element timestamped relations. 

Before we begin the proof, we need to point out a few facts about the time-line and 

tuple semantics. 

The time-line semantics are defined in terms of a tuple's valid-time overlapping a 

period around a granule. This definition is unaffected by whether the tuple timestamp is a 

simple period or a set of periods, i.e., a temporal element. However, the definition of the 

tuple semantics is affected. 

The tuple semantics for relations containing temporal elements (Figure 5.9) describes 

how to expand each period with respect to the leading, trailing, and using clauses, and then 

finally to the enclosing using-partitions. It might appear that some complicated behavior 

with respect to the semantics might happen if two extended periods overlap, because the 
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semantics say to associate a tuple with any granule which overlaps its extended periods. 

If two extended periods overlap, then the tuple containing the overlapping granules would 

be associated twice with those "overlap" granules. However, the second association has 

no efiTect because the association is defined to be between a granule and a set of tuples. 

Since it is a set, adding the tuple twice has no effect over the original association. 

Now we show the two semantics are equivalent, by reducing most of the problem to 

the case of relations containing only period timestamps. 

First, let's reconsider the definition of tuple semantics. As we saw in the previous 

section (equation 5.11), if a tuple's valid-time consists of a period, then, we associated a 

tuple t and granule g when 

g G [f.s — T — {t.s — T)^, L + {t.e -f- L)'*]. 

If a tuple consists of a set of periods, i.e. the tuple is temporal element timestamped, 

then we associate all tuples t and granules g where: 

3 periodp 6 t.vt, such that g G [p.s — T — {p.s — T)*'^p.e + L + (p.e + L)^\-

Now, let's begin by the proof of equivalence by showing that beginning with an 

association by time-line semantics, the tuple and granule would be associated by the tuple 

semantics. 

If a tuple t is associated with a granule g according to the time-line semantics, then 

t.vt overlaps [g — ^ — L^g -k- g"^ 

The tuple may contain periods, so 

3 period p G t.vt such that p overlaps [g — — L, g + g"^ + T]. 

And if we repeat the sequence of equations and reasoning &om the proof of equivalence 

for period timestamped relations, (equations 5.7- 5.11), then we have that 
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g e [p.5 - T - (p.s - Tf.p.e -{• L + [p.e + Z,)"*]. 

Then by the tuple semantics, g and the tuple containing p (which is t) are associated. Note 

that this is a subcase of the semantics for tuples with temporal elements, where we replace 

t.s and t.e with some period of the tuple. 

Now suppose we begin with the tuple semantics. The tuple t and granule g are 

associated by the tuple semantics, which, as we discussed before, implies that 

3 period p € t.vt such that^ € [p-s — T — {p.s — T)^,p.e + L + (p.e + 

We can repeat the same chain of reasoning we used before when dealing with only periods, 

with the single period p above replacing the tuple timestamp (equations 5.12— 5.13). This 

chain of reasoning ends with the following (equation 5.13): 

p overlaps [g - g  ̂ -ir L,g g'̂  -{• T]. 

Then by the time-line semantics, the granule g and the tuple containing p (which is t) 

are associated. So we have shown that if a tuple and granule are associated by the tuple 

semantics, then they will be associated by the time-line semantics. 

All ±at remains to be shown is the negative association cases. 

If the tuple and granule are not associated by the time-line semantics, then (a refor

mulation of equation 5.14) for all the periods p contained in t.vt, 

+ T\. 

If we then repeat the equations from the previous section where we showed that non-

association based on the time-line semantics leads to non-association based on the tuple 

semantics (5.14- 5.15) and if this is true for all periods p, then the tuple and granule are 

not associated by the tuple semantics. 



93 

Now we show that non-association of a tuple and granule based on the tuple seniantics 

implies non-association by the time-line semantics. If we begin with a tuple t and granule 

g not associated by the tuple semantics, then, for all periods p 6 t.vt 

9 ̂  [p-s — T - (p.5 - Tf ,p.e + L->r {p.e -|- L)\ 

We can use the sequence of deductions where we showed ±at tuple semantics led to time

line semantics to show that the non-association follows from tuple to time-line semantics. 

Repeat equations 5.12 through equation 5.13, except now g is not an element. This leads 

to the conclusion that the mple and granule are not associated by the time-line semantics. 

In order, we have shown: that association of a tuple and granule by the time-line 

semantics implies association by the tuple semantics, that starting with the tuple seman

tics the tuple and granule are associated by the time-line semantics, that non-association 

defined by the time-line semantics implies non-association by the tuple semantics, and 

finally, that non-association by the tuple semantics implies non-association based on the 

time-line semantics. • 

5.7 Equivalence of Semantics 

Now we have proven that ±e tuple and time-line semantics are equivalent in all cases. 

Theorem 4 The time-line semantics and the tuple semantics are equivalent, in that they 

produce the same aggregation result for each granule on the result time-line. 

Proof: By Theorem 1 we showed that when a relation is timestamped with periods, 

and the using clause is size I, the two semantics are equivalent. Theorem 2 showed 

that the semantics are equivalent when the period timestamped relations have arbitrary 

using clauses. Finally, Theorem 3 shows that the semantics are equivalent with arbitrary 

timestamps. • 
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5.8 Conclusion 

In this chapter, we described why the natural time-line semantics, which are motivated by 

the query language as described in Chapter 3, are inefficient for computational purposes. 

We introduced a different semantics, the time-line semantics, which are efficient. We 

showed that the semantics are equivalent, because for all using, leading, and trailing 

clauses, they associate tuples with granules in an identical manner. 

In the next chapter, we introduce an algebra operator for temporal aggregation, and we 

show how to convert all queries with temporal aggregates into temporal algebra. We also 

describe the implementation of the tuple-to-granule association defined by the time-line 

semantics. 



95 

CHAPTER6 

Temporal Algebra 

In this chapter, we describe how temporal queries containing aggregates may be 

expressed in temporal algebra. 

6.1 Introduction 

Just as an SQL query can be expressed in relational algebra, TSQL2 queries may be 

translated into temporal relational algebra. In this chapter, we describe how to represent 

TSQL2 queries containing temporal aggregates in a temporal relational algebra. Specif

ically, we describe how to enhance and extend a temporal algebra to support temporal 

aggregate computations. We introduce a new operator for temporal aggregation, AG, 

which we show is a necessary and suf&cient addition to the temporal relational algebra 

for the computation of temporal aggregates. 

There are two different temporal algebras of interest in this chapter, a conceptual 

algebra and a representational algebra [Soo et al. 1995]. The primary difference 

between the two algebras is the representation of time. In the conceptual algebra, valid-

time is represented by temporal elements (recall these are unions of intervals), while in 

the representational algebra, valid time is represented by periods, which are mathematical 

intervals. The two algebras are suited for different purposes. The representational algebra 

allows period-stamped temporal relations to be stored in conventional first normal form 

databases. The conceptual model is a more convenient basis for theoretical models and 

reasoning about temporal relations, and is used as the basis for TSQL2. We illustrate how 

to convert between the conceptual to the representational. 
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6  ̂ Conceptual Algebra 

In this section, we will illustrate how to convert any TSQL2 query involving aggregates 

into temporal relational algebra. Temporal aggregate queries require the use of the new 

aggregation operator (AG) as well as several basic operators in the temporal algebra. We 

describe three basic operators of this temporal algebra for completeness and explication; 

the operators were previously defined [Soo et al. 1995]. 

There are several clauses of a TSQL2 query that affect the computation of temporal 

aggregates, all of which are discussed in this section. These include snapshot and temporal 

partitioning, distinct and weighted aggregation, and the effect of the valid clause on 

temporal aggregation. 

We present a series of techniques to convert a TSQL2 expression which contains 

aggregates into expressions in the temporal algebra parametrized by the specific aggregate, 

valid clause, and temporal grouping clause. We begin with basic queries and add increasing 

detail to the discussion. 

6.2.1 The Temporal Algebra 

We utilize the temporal algebra designed for TSQL2. Notably, the algebra did not provide 

support for computation of temporal aggregates, an acknowledged shortcoming which 

this work corrects [Soo et al. 1995]. This algebra contains operators for transaction 

time and valid-time, as well as bitemporal operators. The traditional operators of the 

relational algebra are present, such as a, TT, with additional parameters for valid and 

transaction times. We will only discuss ±e operation of temporal algebra with valid-time 

state relations. The valid-time state temporal analogs of the previous three operators are 

especially useful in the computation of temporal aggregates, so we illustrate their use in 

some detail (see Table 6.1). A valid-time state relation is denoted by V5, and a valid-time 

state operator has a VS superscript. All three of these operators are defined over valid-time 

state relations and return the same. 

The projection operator jr) has two parameters besides the valid-time input 

relation. The first subscript, S { X ) ,  is an expression detailing which columns or attributes to 
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^£'(A'),F- ^ vs 

vs 
^7"p : vs —^ vs 

Table 6.1: Three Operators of the Temporal Algebra. 

project. The second parameter, F, is evaluated to a valid-time element; i.e., F determines 

the timestamp of the result. 

The validstate selection operator {(/p) has only a single parameter, a predicate P, 

which determines which elements to select from the relation. The selection operator is 

identical to the snapshot or conventional relational operator for selection. 

The third operator which we discuss is the join operator: The join operator 

has two parameters, which define a join predicate (P), and a function which evaluates to 

a valid-time element (F). Conceptually, the operator computes the cross product over its 

two relational inputs, then eliminates tuples which fail to satisfy P, then computes the 

timestamp over the remaining tuples. 

We need a common database to illustrate our examples (shown in Table 6.2). We 

use a temporal employee database divided into two tables: an employee table (with 

typical attributes representing employee id numbers, names, salaries, and the employee's 

department). We also have a department table, with information about the department, 

such as its location, its current manager's employee id, and such information. Since both 

relations are temporal, we can compute queries such as ascertaining who was manager of 

a department at a point in the past. 

62  ̂ The AG Operator 

As we mentioned above, the temporal algebra does not have support for computing tem

poral aggregate values, so we introduce a new operator to aid in computing an aggregate, 

named AG*® (Figure 6.3). We will only discuss the valid-time state version of the opera-
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Employee Relation 

EmpID Name DeptID Valid-time 

Department Relation 

DeptID Department Name ManagerlD Valid-time 

Table 6.2: Employee and Departmental Relations. 

^^'Fctcoi,gblist- vs vs 

Table 6.3: The Aggregation Operator AG'®. 

tor, although other versions may be easily defined over the various temporal data models, 

including valid-time events and bitemporal operators which are defined over bitemporal 

data models. Part of the process of computing temporal aggregate queries is performed 

by utilizing temporal joins, projections, and selections. Specifically, the input of the AG 

operator has been "preprocessed" or prepared such that the temporal grouping clause has 

already been applied (i.e., each tuple in the input relation of the operator is associated with 

each granule of its timestamp, as defined by the time-line semantics, and the granularity 

of the mples is the same as that of the valid clause). This preprocessing stage is basically 

the application of the time-line semantics. The AG*^ operator may assume then that each 

tuple is associated with the granules of its valid-time. The AG'^ operator then simply need 

only find the tuples which overlap with each timestamp, and compute the aggregate over 

them; the complexity of the time-line semantics is dealt with separately from computation 

of the temporal aggregate. 

The AG'® operator has two parameters; the aggregate fimction being computed and 

the set of non-timestamp attributes present in the query. The non-timestamp or snapshot 

attributes are columns or column expressions. The fimction argument has a subscript 

which identifies the column the aggregate is being computed over. Recall that aggregate 

functions may be weighted or not, and unique or not. Just as temporal grouping is 
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performed by appropriate use of other operators of the temporal algebra, so are the aspects 

of weightedness and distinctness handled. The aggregate operator deals only with the 

five basic aggregates plus rising. The aggregate argument (Fct) is one of the following: 

count, avg, min, max, sum or the new aggregate rising. The subscript col is the column 

over which the aggregate is to be computed. The AG'^ operator appends its result value 

to each row of the relation. 

The following mple relational calculus expression defines the semantics of the AG'^ 

operator if the function is not RISING. A valid-time state relation is represented as 

The non-temporal attributes and valid-time attribute of the relation are specified as 

= Rovt. If z 6 then the valid time associated with R is referred to via z[V]. 

The snapshot group-by list is denoted by x[gblist]. 

^^Fct,oi,abiist = {zocoa\2 e R,ce z[V] 

(a = agg{fctcoi, A (x[l/] overlaps c)A 

x[gblist] = ̂ [gWwr]}))} 

The result of applying the operator is formed by the concatenation of the non-temporal 

portion of the tuple {z), with the computed valid-time (c) and aggregate value (a). The 

aggregate value is computed for each granule of the tuple's timestamp. We then make a 

copy of the non-temporal portion of the tuple for each granule of the tuple's timestamp, and 

append the aggregate value at that granule. Since these are temporal element relations, 

two tuples with identical non-temporal values are coalesced into a single tuple whose 

timestamp is the union of both tuple's timestamps. The aggregate value itself is computed 

by the fimction agg, which has two parameters corresponding to the aggregate function 

over a specified column, and the relation over which to compute the aggregate. 

If the function is rising, then the following defines the semantics. The difference firom 

the semantics above is that no column is appended; instead the valid-time of the tuple 

is replaced by the maximal period during which the aggregate value of the tuple was 

increasing monotonically. 

^^^Fct^u,9biist = {zoc\ze R, C  =  agg{Fctcou {ar|a: 6 i? A x[gblist] = z[gblist]})} 
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In the case of rising, the new valid-time of the tuple is computed by the aggregate 

directly. 

EXAMPLE 8; To illustrate how these operators might be used in combination to 

compute a temporal aggregate, we show how to compute the average salary paid in each 

department during each quarter of the year, over the Employee relation, which is stored at 

the granularity of months. Recall that the function expandcas t may be used to perform 

the temporal partitioning (as described in Chapter 5). The join's predicate specifies a 

natural or equi-join, in this case joining the result of evaluating the valid clause with 

the product of the aggregation operator. The join computes its results by first matching 

tuples on non-temporal values, then selecting those with overlapping valid-times. The 

expression "t;< fl" specifies that the resulting timestamp firom evaluating the join is the 

valid-time intersection of the two relation's valid-times. The valid-time intersection must 

be non-empty for any tuples which the join returns. The expression "ID" is the identity 

element. The identity element placeholder is used for situations where an aspect of the 

operator has no effect on its input; e.g., a projection with the identity input in its projection 

list means the operator returns all columns. In many queries, we use E as a shorthand for 

the Employees relation and Dept as a shorthand Depart:inent. 

SELECT AVG(Salary), Dept 

VALID VALID(E) 

FROM Employees 

GROUP BY Dept, VALID(E) USING 3 months 

We will explain the details of the temporal algebra expression and how each operator 

was derived in the following sections. The order of operations for the algebra is that each 

operator binds its input as soon as possible, with the join having precedence. Therefore, 

the projection second from the left is the left input for the join. The leftmost projection is 

the last operator applied. 

^{avg—sal,Dept},ID (''̂ VzJ.id(E),ID C"̂ ) ) ̂natural,trfH ̂ ^AvgsaiaryiDept 

ÎD,expandcast(G,{<0,0,3,valid(E)>}) (E) 

a  
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63 Expressive Power 

In this section, we show that the addition of the operator AG is necessary and sufficient 

for computing temporal aggregates. 

63.1 Necessity 

The operator AG is necessary because no other operator determines its results by consid

ering more than one tuple at once. For example, an average is computed based on all the 

tuples in a relation, not a single tuple. The other operators merely select a subset of their 

tuples or columns. For example, a join selects tuples from among its possibly several 

input relations. But it only considers a single tuple from each relation at once. 

Thus we need an addition to the algebra for aggregation, namely the AG operator. 

63.2 Sufficiency 

We describe how each clause of TSQL2 whose aspects affect temporal aggregation may 

be expressed in the temporal algebra. This results in an informal proof that that expressive 

power of the temporal algebra, when enhanced with the operator AG, is sufficient to 

express all TSQL2 queries. In this discussion, we only consider an aggregation operator 

for the valid-time state conceptual algebra. There are very similar analogs for the various 

combinations of valid-time and transaction time temporal data models. 

We begin with a simple TSQL2 aggregate query and discuss how to express portions 

of it in temporal relational algebra using the operator AG. Then we generalize the query 

several times, adding other aspects of aggregate queries, including temporal grouping, 

non-temporal grouping, distinct aggregation, weighted aggregates, and the valid clause. 

The AG'^ operator handles only computation of the aggregate value. We use other 

temporal operators in combination together to handle aspects of aggregation such as 

temporal grouping and duplicate removal. 

EXAMPLE 9: Consider a temporal aggregate query which computes the average salary; 

SELECT AVG( Salary) 

FROM Employees 
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For this first query, notice that in the temporal algebra, the AG"^ operator has as a 

function parameter the aggregate average and the subscript is the Salary column. We 

partition out the average salary result. Among the details we did not consider in this 

example were the temporal partitioning expression and the valid clause. The symbol for 

empty set, "0", is used to indicate that the operator AG*^ has no snapshot group-by list. 

"^avg-salja ^^Avgsalary^^ 

• 

63 .̂1 Aggregation with Temporal Grouping 

In this section we extend our description of aggregation to consider temporal aggregates 

which contain temporal grouping expressions. Two operations need to be performed: we 

need to convert the granularity of the relation to the granularity of the valid clause, and 

we need to apply the temporal partitioning expression to the timestamps of the tuples. 

The temporal grouping or partitioning expression is computed using the temporal par

tition operator, utilizing the function parameter, F. Our function F is the expandcast 

function which we described in some detail in the discussion on semantics. Chapter 5. 

This fimction first casts the granularity G of each tuple to the granularity of the requery, as 

specified by the valid clause, and then alters the timestamp of the tuple as defined by the 

tuple semantics. Since the valid clause has three parameters for each relation's valid-time, 

w e  u s e  t h o s e  s a m e  t h r e e  p a r a m e t e r s  h e r e :  l e a d i n g  c l a u s e  s i z e  L ,  t r a i l i n g  c l a u s e  s i z e  T ,  

using clause size U. The final parameter is the valid-time of the relation. The example 

below is the standard mechanism used to apply the mple semantics. 
vs 

,ezpandc2ist(G, {<L,T, U,val id(E) > }) 

EXAMPLE 10: Compute the average salary, grouping results over three months together: 

SELECT AVG(Salary) 

FROM Employees 

GROUP BY VALID(E) USING 3 LEADING 0 TRAILING 0 

The AG'® operator has the same parameters as the previous example, while the input 

of the aggregate has been altered because of the temporal partitioning expression. 
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-TT̂ S -ttVS , ( 
"avg—sal,ID ^wffsa/ory.^ ID,expandcaist(G,{<0,0,3,valid(E)>}) v / 

• 

632J1 Aggregation with Snapshot Attributes 

In this section, we discuss how to express aggregate queries containing snapshot aggre

gates. The differences are solely in the parameters to the AG operator. We need to 

compute the aggregate separately for each combination of values of the columns in the 

group-by list. We term each such group whose elements all contain identical group-by 

column values an aggregation group. 

The examples we have shown before have no snapshot group-by clause, with the result 

that there was only a single group previously. We can easily generalize this to handle 

snapshot grouping. The operation of AG*® is changed to internally first separate the tuples 

according to their group-by list values, then compute the aggregate values separately, and 

finally to compute the output relation. The second parameter to the operator consists of 

the snapshot attributes. The operator requires knowledge of these attributes so that it may 

separate the tuples into aggregation groups. 

EXAMPLE 11: Compute the average salary, grouping results over three granules 

together, separately for each department: 

SELECT AVG(Salary), Dept 

FROM Employees 

GROUP BY Dept, VALID (E) USING 3 LEADING 0 TRAILING 0 

The change in the algebra from the previous example is that for the AG operator, we 

have replaced the empty set with the attribute Dept, since this attribute is used to separate 

the aggregate values into aggregation groups. 

^{avg—sal,Dept),lTi ^^Avgsaiaryfi^V>^ ''̂ ID,exp2uidcast(G,{<0,0,3,Tzaid(E)>})(-^) 

• 



104 

63.23 Aggregation and the Valid Clause 

This section describes how valid clauses interact with a temporal aggregate. Upto now, 

we have ignored the effect of the valid clause. 

The valid clause is used to select a subset of the results, based on timestamps. The 

default valid clause is VALID VALID (E), which means select the results which overlap 

with the original timestamps of the relation. Another useful valid clause is VALID 

PERIOD 'All of time' YEAR, which specifies the selection of all return values, 

not just those which overlap with the timestamps of the relation. 

We evaluate the valid clause by joining the result of the aggregate evaluation (the 

output of AG'®) with the original relation, selecting those tuples which satisfy the valid 

clause, also termed the valid clause join and partition. We set the timestamp of the result 

to be the intersection of the two timestamps. In the case of the default valid clause, 

we find the matching tuples from the original relation, and select the aggregate results 

whose timestamp overlaps with the tuple's original timestamp. In the case of VALID 

PERIOD ' Al 1 of time' YEAR, we accept any timestamp, and so we may omit the 

v£did clause join (or the join becomes simply an identity join with the timestamp of the 

result taken from the aggregate results). 

The temporal algebra needed to evaluate the default valid clause is shown below 

followed by a more complex example. The expression vtfj specifies that the timestamp of 

the result of the join will be the valid-time intersection of the two relation's valid-times. 
^VS MVS 
"lD,Valid(E) "̂ natural,rt f| 

EXAMPLE 12: We continue our example, now with the valid clause. In this query, we 

explicitly (and unnecessarily) specify the default valid clause for purposes of illustration. 

SELECT AVG(Salary),Dept 

VALID VALID(E) 

FROM Employees 

GROUP BY Dept, VALID(E) USING 3 LEADING 0 TRAILING 0 

For this example, the algebra is changed from the previous example by including an 

appropriately customized valid clause operator. 
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^{avg—sal,Dept},1M ( ̂ID,valid(B) (E)) ̂natural,trt p| 

^^AvgSalary^ID,expandczis-t(G,{<0,0,3,valid(E)>}) 

• 

632. A Distinct Temporal Aggregation 

We discuss how to deal with distinct temporal aggregation in this section. The basic mech

anism is to use temporal projection to remove duplicates before applying the aggregation 

operator. 

We project out the snapshot columns and the aggregation column before computing 

the aggregate. The temporal project operator simply drops the columns not specified, and 

then the resulting tuples are coalesced. We can utilize the temporal projection operator 

which is used to apply the expandcast function. When we have distinct temporal 

aggregation we project out only the columns of interest, the aggregate column and any 

snapshot group-by elements. 

EXAMPLE 13: We alter our on-going example so that it computes a distinct aggregate. 

SELECT AVG(DISTINCT Salary), Dept 

VALID VALID(E) 

FROM Employees 

GROUP BY Dept, VALID (E) USING 3 LEADING 0 TRAILING 0 

The change to the temporal algebra firom the previous example this time is that we 

use the projection operator for two purposes: not only to apply the temporal partition, 

but also to remove the duplicates. The projection list consists of the aggregation column 

(Salary) and the snapshot group-by list (Dept). 

^{avg—sal,Dept} ,JIi ( ^ID,valid{E) ) ^natural,trf Q 

^^AvgSalary^{5a/ary,i?epf},expaiidcjist(G,{<0,0,3,V!a.id(E)>}) (B) 

• 
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63.2S Weighted Temporal Aggregation 

In weighted aggregation, we have to compute the aggregate over the product of the 

aggregation column and the tuple timestamp, instead of simply the the aggregation column. 

We accomplish this by replacing each weighted aggregation column with the product of 

the size of the tuple's timestamp (in chronons) with the aggregation column. We must only 

do this after the granularity of the relation has been converted. The replacement of the 

aggregation column is performed using the same projection which is used for evaluation 

of the temporal grouping clause. 

EXAMPLE 14: We simply add the TSQL2 keyword WEIGHTED to compute a weighted 

query. 

SELECT AVG(DISTINCT WEIGHTED Salary), Dept 

VALID VALID (E) 

FROM Employees 

GROUP BY Dept, VALID (E) USING 3 LEADING 0 TRAILING 0 

In the algebra, notice how we project out not simply the salary attribute but the 

product of the salary attribute and the size of the mple timestamp (the valid-time), in 

chronons (|u<|). Notice that we changed the non-temporal predicate of the join because of 

the weighted aggregate. Matching salaries is insufhcient because we altered the Salary 

attribute before computing the aggregate. We match the product of the left hand relations's 

Salary and valid-time size with the right hand relation's (already altered) Salary. 

^{avg—sal,Dept],10 ( valid{E) i^) ) ^{L.5a/ary#|Zi.u<|=i?.5a/aJT^,natiiraJ.},u< p) 

^^AvgSalary^{5a/or^»|irf|,Z?ept},expandcast(G,{<0,0,3,ved.id(E)>}) (E) 

a  

63J2.6 An Example with Rising 

Rising computes the maximal period during which the aggregation value was monotoni-

cally rising. We use the familiar aggregate operator to compute rising. 

EXAMPLE 15: In this example, we compute the maximal period during which each 
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employee's salary was monotonically increasing. We specify a different valid clause than 

the default. This infinite valid clause means that we wish to know the aggregate result at 

each point the aggregate is defined. In the case of rising, this means the maximal period 

during which each Employee's Salary was increasing. 

SELECT RISING(Salary), EmpID 

VALID PERIOD 'All of time' YEAR 

FROM Employees 

Since we are not eliminating tuples based on valid-time, in this query we omit the 

projection and join ordinarily used for this purpose; the valid clause join and projection 

would merely copy their inputs. 
TfVS 

{rising—salary,EmpID} ,ID Rising salary ,EmpI D 

,expandcaist(G, { <0,0,1, veJ. id(E) > }) {E) 

• 

63J..1 General Single Relation Temporal Aggregation 

In this section, we illustrate how to express arbitrary temporal aggregates by describing 

how to compute aggregates with more ±an a single aggregates. In general, we have 

to compute them separately and join the results, although we can compute some specific 

types of aggregates additively, without an extra join. Each query must include expressions 

for the temporal partitioning expression, the valid clause, and some specific aggregate 

expression. If there are distinct or weighted aggregates, then we must compute the 

aggregates separately and join the results together. If there are several non-weighted, non-

unique aggregates, we may use nested AG'® fimctions. This is possible because of the fact 

that even though the aggregation operator may produce more than a single copy of each 

tuple, each copy has a different valid-time, so the multiple copies do not interfere with 

each other. There is a more complicated example of this in the optimization discussion in 

Section 6.5. In the example we show a query with both a distinct and non-distinct query. 

Then we give the general expression used to compute arbitrary aggregate queries. We 

must compute each aggregate result separately, then join the results together, then evaluate 
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the valid clause and project out the results of interest. We need only utilize different AG'^ 

operators and projections for each aggregate. 

EXAMPLE 16: This query illustrates computed the weighted average, and the sum of 

salaries, for each department. 

SELECT AVG(DISTINCT WEIGHTED Salary), SUM(Salary) , Dept 

VALID VALID(E) 

FROM Employees 

GROUP BY Dept, VALID(E) USING 3 LEADING 0 TRAILING 0 

We break the query into two subqueries A and B corresponding to the different 

aggregates, then join them together for the final result. Notice that we had to alter the 

predicate of the join between the valid clause partition and the aggregate results just as 

before. 

^{avg—sal,sum—sal,Dept},ID ( ^ID,Valid(E) (•^) ) ^natural,i/fQ 

^ {L.Salary=B.Salary/\L.Salary*\L.vt\ =A.Salary ,VLaX'axB2.}, H B) 

AvgS a l a r y^{5a/ary#|v<|,£>epf},exp2Uidc2ist(G,{<0,0,3,v2a.id(E)>}) 

B Sumsaiary,Dept ^ID,expeuidcast(G,{<0,0,3,valid(E)>}) 

• 

To handle an arbitrary number of aggregates, replace the second join with a multijoin 

of all the separately computed aggregate results. 

^vs / _vs ( F \ \  m V s  
{agg—list,...,snapshot—group—by},m V ID,validclatise \^) ) naturad-.trf Q 

(•^1 ^natural,irt fl (-^2 ^natural,fj * * • ^natural,ut f) '^n) 

Ai = appropriate aggregate subqueries which are composed of ^(^Fctcoi,group-by-ii3t 

n^^{E). We compute each aggregate with its own Ai, then join the results together based 

on the snapshot group-by arguments and valid-time, then, to the joined result, apply the 

valid clause and partition out the desired columns. 
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63J1A Aggregate Queries with Multiple Relations 

The remaining situation to consider is aggregate queries over more than a single relation. 

We evaluate the valid clause by replacing the usual valid clause projection and join, 

with a join of the relations in the query, with the join predicate being the valid clause. We 

compute the aggregates separately and combine their results, as before. 

EXAMPLE 17: 

Let's compute the average salary from relation E, and the maximum salary from the 

relation F, but both results are grouped by values from both relations, even though the 

aggregates themselves are computed only over valid-times from a single relation. 

SELECT AVG (E. Salaxy) , MAX(F.Salary) , E.Dept, F.Dept 

VALID VALID (E) OVERLAP VALID (F) 

FROM E, F 

GROUP BY VALID (E) USING 3, 

VALID (F) LEADING 1 USING 3 TRAILING 3, 

E.Dept, F.Dept 

We compute the two aggregates separately. Each aggregate must be computed over 

the cross product of two relations, because its results are grouped by values from both 

relations, even though the results are computed over temporal and non-temporal values 

from a single relation. The valid-time state cross product operator's single subscript 

specifies the result's valid-time. The valid clause is evaluated by joining the two relations 

solely on the evaluation of the valid clause, with the join predicate the identity element. 

This is effectively a cross product with a temporal selection over the result. Then we 

compute a natural join of the result of the valid clause with the result of the natural join 

of the aggregates, and project out the result colunms. This complex example illustrates 

most of the techniques we have discussed above. 

^{avg—salE,avg—salF,E.Dept,F.Dept],ID ^ID,valid(E)(^valid(F) 

n̂atural,irf P| n̂atural,trf 

A 
—^^AvgSalary 
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{̂E.Dept ,F J)ept },expandcast(G,{<0,0,3,valici(E) > }) (E ̂ua/jd(E) F) 

^  = ^ ^ M a x s a i a r y , { E.Dept , F.Dept} 

'^{E.Dept,FJ)ept},expandczist(G,{<l,0,3,Talid(F)>}) {E F) 

• 

6.4 Representational Algebra and Optiniizations 

The representational algebra uses valid-time intervals (periods) in place of the conceptual 

algebra's temporal elements. 

The major change between the algebras that relates to aggregate computation is how 

the effect of the expandcast affects period relations. Since we have relations containing 

periods, when we extend a period, if that period now overlaps with another period, then we 

need to coalesce those two tuples together. We do this by first performing the operations 

as before, then introducing a coalescing operator between each temporal operator. The 

coalescing operator is denoted by (C). The operator is necessary because the relation 

is implicitly coalesced into temporal elements in the conceptual algebra, and we wish to 

preserve the semantics of the conceptual algebra. This coalescing may not be necessary 

for some aggregate queries but it causes no harm. 

EXAMPLE 18: 

We repeat our first example which computes the average salary paid to each department 

with the representational algebra. Note ±at the TSQL2 query remains the same; it is 

defined using the conceptual algebra's temporal element relations. 

SELECT AVG(Salary), Dept 

VALID VALID(E) 

FROM Employees 

GROUP BY Dept, VALID(E) USING 3 months 

The only changes to the representational algebra for this query firom the conceptual 

algebra is the addition of the coalescing operator. 

^{avg—sal,Dept),m ^ ( ^'ni,valid{E) {E) ) ^natural,trtp| 
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^^Avgs^^^,Dept ^ID,eipaiidcast(G,{<0,0,3,T2d.id(E)>}) (•^))) 

• 

6.5 Optimizations 

These optimizations apply to both the conceptual and representational algebras. 

6 .̂1 The Default Temporal Partitioiiing Expression 

If the valid clause specifies all of time (such as VALID PERIOD 'All of time' 

YEAR), then the valid clause join and partition may be omitted from the algebra. 

If the temporal partitioning expression is the default leading 0, trailing 0, using 1, and 

the granularity of the result of the query is the same as the relation the query is computed 

over, then the temporal partitioning, which is performed via the use of the expandcast 

fimction, may be omitted. This step may be omitted because with the default temporal 

partitioning expression, each tuple is associated only with the granules in its timestamp, 

and this is exactly the case. Applying the partitioning expression in this case only copies 

its input. 

6^  ̂ The Valid Clause 

If it is desired for a query to return all possible results, not simply those which overlap 

with the valid-times of the relation, then the infinite valid clause VALID PERIOD ' Al 1 

of time' YEAR may be used. If this is the case, then usual join and partition used to 

evaluate the valid clause may be omitted from the algebra because it would only copy its 

input. 

EXAMPLE 19: Thus a very simple yet complete query over a single table with infinite 

valid clause. This query illustrates that temporal aggregate queries can be very small in 

the number of operators they require. It combines two optimizations, avoiding evaluation 

of both the temporal partitioning expression and the valid clause. 



112 

SELECT AVG(Salary) 

VALID PERIOD 'All of time' YEAR 

FROM Employees 

To express ±e query in temporal algebra requires only the aggregate operator and 

partitioning of the result. Even a non-temporal aggregate query requires the same two 

operators (non-temporal variations). 

^avg-salary,ID (-^) 

• 

6^3 Aggregate Queries with 'tested" Aggregation 

If a query contains two aggregates, and neither is weighted or distinct, then both may be 

combined into a single algebraic expression with one aggregate "nested" in the other. 

EXAMPLE 20: This query computes both the average salary and the maximum salary 

of each department. Since both are non-weighted and non-distinct, we may simplify their 

computation from the more general cases discussed before. 

SELECT AVG( Salary), MAX (Salary), Dept 

FROM Employees 

GROUP BY Dept 

We did not need to apply the temporal partition in this query because it was the default. 

However, we still needed to partition out the department attribute. 

^{avg—salary,max—salary,Dept) ,lli ( ^ID,VALID(E) (£)) ̂ natural, i7< H 

^^AvgSalary^^Maxsaiary,^ ^{Salary,DejA} ,lTi i^) 

• 

6.5.4 Additional Optimizations 

For multi-relation queries, if the snapshot group-by list was empty, then the aggregate's 

sub-queries could be computed over only a single relation. In general, each aggregate 

need only be computed over the cross product of its relation and the relation's containing 

the snapshot attributes in the group-by list. 
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6.6 Conclusion 

We have shown that the addition of the operator AG is a necessary and sufficient addition 

to the temporal relational algebra to facilitate the computation of any TSQL2 query with 

aggregates. We provided a number of examples showing the evaluation of all temporal 

clauses in TSQL2 that affect aggregation. The optimizations illustrate how to avoid 

unnecessary work when evaluating some temporal aggregate expressions. 



114 

CHAPTER? 

Complexity Analysis 

In this chapter, we compute the theoretical minimum and maximum time required to 

compute temporal aggregates. 

For the purposes of showing this, we abstract the temporal aggregation problem. We 

have information (which in our examples are real numbers) defined over intervals of the 

time-line of the following form: <x, [a, 6]>, where a <b, a and 6 are integers, and x is a 

floating point number. The value x is valid over the range of integers inclusive between 

a and 6. 

At each point p on the time-line, we need to find the tuples whose intervals overlap 

that point (i.e., [a, 6] overlaps p if a <P< 6) and compute a simple function returning 

a real number, such as average, sum, minimum, maximum, or count. For points on the 

time-line with no associated values, there will be no defined result. Note that we have not 

specified the order of the results of this computation. 

To show that the problem of temporal aggregation is 0(n log n) time, we will show 

that n(n log n) time is required, and then provide an algorithm requiring 0(n log n) time 

in the worst case. 

7.1 Lower Bound for Temporal Aggregation 

To show a lower bound of 0(n log n), we reduce another problem requiring fl(n log n) 

time to the temporal aggregation problem, with the reduction using only linear time and 

space. The problem of element uniqueness in a multiset of integers consists of determining 

whether there exist any non-unique members [Preparata Sc Shamos 1985]. This problem 

requires Q.{n log n) time in any decision-tree type algorithm. We show reductions for the 

aggregates COUNT, AVG, SUM, MAX, and MIN. 
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Now we describe the linear transformation of the element uniqueness problem into the 

problem of temporal aggregation. Suppose we have an unordered multiset of integers with 

n elements: {ai, 02,..., On}- We wish to find if there are any duplicate elements (i.e., 

the element uniqueness problem) using temporal aggregation. We create a new, empty 

multi-set, representing a temporal database. For each element of the original multiset 

a„ we insert a tuple into the new set of the form <1, [a„ o,]>. This tuple represents the 

fact that time point a, is associated with the value 1. Now we compute the temporal 

aggregate COUNT over this new set or relation. If there are any duplicates in the original 

set, then more than one tuple will have the same valid-time, and the result of computing 

the temporal count reflects this. At each point of the time-line which contains duplicates, 

the result of the count will be greater than one; indeed the count is equal to the number of 

duplicates of this integer. There will never be more than n results. 

We need a general solution, which works for all temporal aggregates, not just for 

COUNT. There is a second way of evaluating the results and determining if there were 

duplicates. 

Suppose that we insert n elements, but some are duplicates, e.g., assume that there 

were two elements with value 7. When we insert the elements and compute the temporal 

count, the count at timepoint 7 will be 2 instead of 1. 

But also, there are now n — I timepoints with count results. There is one less result 

because two of the results are applied to a single chronon; any time there are duplicates, 

the number of results is reduced to less than n. Notice that this second test works for all 

five temporal aggregates. Regardless of the temporal aggregate, there will be results for 

n separate chronons if the original elements were all unique, and less than n if and only 

if there are duplicates. 

Lenuna 3 We may determine if there are duplicates in a multiset by applying a temporal 

aggregate. 

Through an 0(n) operation (the insertion of the n unsorted integers into the relation 

as tuples), along with an operation of unknown time complexity, followed the 0{n) 

operation of counting the number of results, we have determined whether any duplicates 
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were contained in the multiset. Note that we have not computed the duplicates in any 

particular order. 

The element uniqueness problem requires n(n log n) time in any decision tree model 

[Preparata & Shamos 1985]. Since we used only an 0{n) operation in our reduction, and 

our temporal aggregation algorithm computed the duplicates, then the general temporal 

aggregation algorithm also requires at least 0{n log n) time in any decision-tree solution. 

Thus we have proved the following lower bound lemma. 

Lemma 4 Computing the temporal aggregates COUNT, AVG, SUM, MAX, and MIN over 

the information valid at each point on a time-line requires Q{n log n) time and 0[n log n) 

space, where n is the size of the relation in tuples. 

7.2 Upper Bound for Temporal Aggregation 

To establish an upper bound for the temporal aggregation problem, we provide an algo

rithm requiring 0{n log n) time and space. 

Our algorithm consists of first sorting the relation by time and then using an 0(log n) 

insertion time data structure to manage storage of the sorted tuples, such as a 2-3 tree. 

First we will describe how to compute the aggregates COUNT, AVG, and SUM, and then 

extend the basic algorithm for MIN and MAX. 

First we sort the relation in ascending order by start times, breaking ties with ascending 

end times, using an 0{n log n) time and space sorting algorithm. Now that the tuples are 

sorted in increasing order by time, we have a somewhat more straightforward problem. 

For each time point (chronon), we need to find the tuples which overlapped that time point 

and compute the temporal aggregate over them. 

We use a data structure which manages each insertion and deletion in O(logn) time, 

a 2-3 tree [Preparata & Shamos 1985]. We store "primitive aggregate data" (PAD) at the 

top of the tree and also at each leaf of the tree (e.g., the PAD for COUNT is simply an 

integer cardinality). Each leaf of the tree represents an interval of the valid time-line. We 

refer to the minimmn value in the tree as tree-min and the maximum as tree-max. The 

leaves cover the timeline without overlaps between tree-min and tree-max. The interval 
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tree-min=10, tree-max=5000 

cnt=89 

[10-20,cnt=4] [21-90.cnt=7] 

Figure 7.1: Part of a 2-3 Tree with Aggregate Information. 

represented by each leaf is a start time through end time, inclusive. We use leaf and 

interval interchangeably in the following discussion. First we describe the basic outline 

of the algorithm and then the details. 

The 2-3 tree stores information for all mples whose timestamps overlap the beginning 

of the tree and end at some point later in time. We process the mples in sorted order, 

making changes to the tree and possibly writing results as we go. The PAD at the root of 

the tree has aggregate data for all the tuples, which either begin before and overlap the 

current tree-min or begin at tree-min. Each leaf of the tree has PAD for the tuples which 

end at that leaf (if a tuple ends between two leaves, then we split that leaf and so each 

leaf does represent only tuples which ended at that leaf). Figure 7.1 shows several leafs 

from a example 2-3 tree being used to compute the aggregate COUNT. The first leaf in 

the tree indicates that for the interval from 10 to 20,4 mples ended at timestamp 20. The 

root's count of 89 indicates that, as of this point in processing the tuples, 89 tuples overlap 

the beginning of the tree. Notice the difference in information between the root and the 

leaves. The root has information summarizing all nodes in the tree. The leaves indicate 

information about only the mples that terminated in those leaves. Figure 7.2 provides an 

overview of the algorithm. 

All of the tuples with information stored in the tree at any point all begin before 

tree-min and end at some point later. All the tuples in the tree overlap the first chronon 

of the tree, time-min. The aggregate value for the first interval in the tree is computed by 

processing the PAD at the root of the tree. This produces the correct aggregate because 

all of the tuples overlap the beginning of the tree, and the root has been updated for each 
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1. Sort the relation by start time in increasing order, breaking ties using end time. 

2. For each tuple in order 

(a) If min of new tuple < old minimum of tree, write out tree intervals (leafs) 

terminating before the new min, backing out changes to primitive aggregate 

data for each such interval. 

(b) Update the primitive aggregate data stored at the root. 

(c) Insert the end time of the tuple into the tree by first searching for the interval 

containing the tuple's end time. Update that leaf's primitive aggregate data 

with respect to the tuple. 

3. If the tree is not empty after all tuples have been inserted, write out the remaining 

contents of the tree. 

Figure 7.2: 0 { n  log n )  Tune Temporal Aggregate Evaluation Algorithm. 

interval of the tree. 

1J..\ Details for Processing TUples 

The first interval of the tree is overlapped by all the tuple portions represented in the 

tree, the second interval is overlapped by a few less (all the tuples except for those that 

terminate at the first interval), and so forth. In the tree ±en, we have portions of tuples 

that end at some place in the tree. Each interval in the tree contains cumulative PAD for 

all the tuples that end at that interval. When we add a tuple to the tree, we update the PAD 

at the root of the tree, and also the PAD for the leaf at which the tuple ends (splitting an 

existing leaf if necessary). 

For the aggregate COUNT, the primitive aggregate data is an integral count. For SUM, 

the primitive aggregate data is the total of attribute values. The aggregate AVG stores 

both the sum and count, and divides the former by the latter at the end of computation to 

determine the final answer. A count of 0 means an empty set result. It is an 0( 1) operation 
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tree-min=10, tree-max=50CX) tree-min=21, tree-max=5000 

[10-20,cnt=4] [21-90,cnt=7] [21-90.cnt=7] 

a. before inserting new tuple 
b. after backing out first 
leafs count from roofs PAD 

Figure 7.3: Backing Out First Interval from Tree. 

to update a primitive value for each tuple encountered, but more importantly we are able 

to back out the contributions of several tuples (we may remove or subtract one PAD from 

another). 

Before inserting each tuple into the tree, we determine if the start time of the tuple is 

greater than the tree-min. If it is, we must write out the aggregate results for the leaves 

which terminate before the beginning of the new tuple. Since the mples are sorted by 

time, we know that we have no remaining tuples which begin before the current tuple's 

start time. 

To compute the aggregate result over the first interval of the tree, we perform whatever 

final processing is necessary to convert the PAD stored at the root of the tree into the final 

aggregate result (the only case being the aggregate average where we divide the sum by 

the count). Then we write out the result, i.e., the aggregate value, and the interval over 

which it is defined. This corresponds to the aggregate value over the first interval of the 

tree. The PAD at the root of the tree reflects all the tuples in the tree; this is the correct 

aggregate value for the first leaf, since all tuples with information in the tree overlap the 

first interval. 

It is not actually necessary to write out these superseded tuples. Instead, we could 

merely update their PAD's to contain only the appropriate aggregate values. We speak 

of writing out these leaves because of ease of explication; the diagrams are simplified by 

removing the earlier leaves. 
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Now we must "back out" or reverse the effect of the tuples which ended at that first 

interval from the root's PAD. The root's PAD only stores information about tuples which 

overlap the interval from tree-min to tree-max, and the tree's new tree-min will be after 

that first interval. The first interval contained the PAD for ail tuples which terminated at 

the end of that interval. It is easy to reverse these tuples' effect: for count subtract, for 

sum subtract, for average subtract both portions. If the interval was empty (count 0) then 

do nothing to the root's primitive aggregate data. After we write out a leaf, update the 

tree-min to be the start of the new first leaf. 

Now let's continue using our example tree, and see how it is affected by processing of 

a tuple from [37 — 90]. First we write out the results for the leafs which terminate before 

the new tuple's start time. Figure 7.3 shows how the PAD for the first leaf in a tree is 

"backed-out". Figure 7.3.a shows the first interval of tree, from 10 to 20, and its count of 

4. Figure 7.3.b shows the adjustment to the root's PAD (89 — 4 = 85) that is made after 

we have backed-out the first interval's count. We continue this example below. 

We may write out several leafs before finding ±e first leaf which doesn't end before 

the new tuple's start time. 

Eventually we run out of intervals to write out and we are ready to insert the new tuple 

in the tree. If the new tuple's start time is before the first interval's start time, then we 

may skip the following immediate discussion dealing with start times. 

If the new tuple's start time (s) is greater than the tree-min, then 5 must overlap the 

first interval. Since the tuples are sorted by start time, we know we are finished with any 

interval before s. So we write out the part of the first interval from the first leaf's start 

time through 5 — 1. The aggregate value for this interval is still indicated by the root's 

PAD. There are no tuples which terminate during this interval, so we do not adjust the 

root's PAD. 

Now we may assiune that the new tuple begins before or at the first interval stored in 

the tree and ends at some point later. 

We search to find the interval containing the new mple's end time. If it matches per

fectly with an existing interval's end time, then update that interval's primitive aggregate 

data. If the new mple's end time falls in the middle of an existing leaf's interval, then 
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tree-min=21, tree-max=5000 tree-min=37, tree-max=5000 

[21-36,cnt=0] [37-90, cnt=8] [37-90, cnt=8] 

a. after splitting first leaf b. after processing tuple 

Figure 7.4: Final Steps of Processing Tuple from [37 — 90]. 

we need to split that leaf into two leaves. The first half of the split leaf, the first part of 

the interval, contains only the primitive aggregate data for the new tuple, since only that 

tuple ends at that interval now. The portion of that interval after the new tuple's end time 

contains the "pre-split" interval's primitive aggregate data. Finally update the root's PAD 

with regards to the new tuple, since that tuples information is now stored in the tree. 

If after we have processed all tuples there are leaves still remaining in the tree, then 

we need to write out the aggregate results for the remaining leaves. 

We resume discussion of our example, now considering how we split the existing 

intervals in the tree. Figure 7.4.a shows the result of splitting the first leaf of the tree 

(the interval was from 21 — 90); we have two leaves now and their PADs, showing that 

no tuples ended at the first leaf, but one more now ends at the second. The PAD at the 

root still has not been updated yet, since we have not written out the new first interval 

which terminates before the tuple just inserted. Finally, Figure 7.4.b shows the result after 

processing the tuple, and the PAD at the root has now been updated to reflect the tuple. 

This process computes the aggregate at each granule of the time-line. 

Since we have at most 2n unique end and start times in the original relation, we have 

at most 2n -f-1 total intervals which could be in the tree (initially there are is one interval 

in the tree representing zero and positive infinity, the first tuple could split that single 

interval into three, and each later tuple could add two more for a total 2n + 1). 

Each mple could result in at most 3 deletions and 4 insertions (the start time comes 
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after the first interval, so we have to split that old first interval, requiring deletion of the 

interval, and then insertion of the two intervals from the split: 1 del, 2 ins\ then delete the 

new first interval, since it comes before the new tuple's start time: 1 del; now we might 

need to split an existing interval if the tuple's end time falls in the middle, so we delete 

that interval, insert two new intervals to replace it: I del, 2 ins, total of 3 del, 4 ins). The 

first taple could insert a single result in the tree, each of the remaining n — 1 tuples could 

lead to the 7 changes described above. Since there are at most 2n + 1 intervals possible in 

a relation with n mples, there are at most 2n +1 intervals possibly remaining in the tree at 

the end (actually less, but it does not matter), leading to a possible 2n + 1 deletions from 

the tree at the end of the algorithm. Thus the total number of tree operations possible is 

7*(n — l) + l+2n + l =9n — 7. This is still 0{n). Since we have a 2-3 tree, each 

operation takes at worst 0(Iog n) time, so the total time is 0{n log n). 

We first sorted the aggregate using 0 ( n  log n )  time and space, then we computed a 

temporal aggregate with 0{n log n) time and space. Thus the overall algorithm requires 

0(n log n) time and space. 

U.J. Computing MIN and MAX 

Now we show how to compute the aggregate's MIN and MAX using 0 ( n  log n) time and 

space. The technique is based on using a second 2-3 tree to store all the minimum or 

maximimi values. In the following discussion, we will use the example of computing 

the minimum aggregate, although of course the same techniques work for computing the 

mayimiim- The reason why the first algorithm is inadequate for these two aggregates is 

because we cannot easily update the Tninimiim value stored at the root of the tree. After 

we have written out the first interval contained in the tree, the minimum value caimot 

be simply computed firom the root's old minimum and the minimum stored over the just 

written interval. The new minimum might be found in any of the leaves of the tree, which 

we would thus have to search after each deletion. So a different scheme must be foimd to 

determine the new minimum in constant time. 

We use a second "minimum" 2-3 tree to store the minimum aggregate values. The 

second tree stores only the minimum aggregate value for each leaf from the main tree. 
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but in sorted order, so that we can easily find the tree's miniTnnm value in constant time. 

Instead of the PAD mentioned before, each interval of the main tree stores the minimum 

aggregate value over that interval. A single (minimum) value might be stored more than 

once in the minimum tree if two different intervals had the same minimnm value. To deal 

with these situations, we store both a minimum value and an integer counter. When we 

insert a new value into the minimum tree, we set the counter to one. When inserting, if 

we find that the value is already in the tree, then we increment its counter. We decrement 

the counter when removing a value, and when the counter reaches zero we remove the 

minimum value firom the tree. 

When we are ready to write out the first interval from the main tree, just as before, we 

need to find the minimum value over that interval. That aggregate value is the minimum 

value stored in the second tree. The minimum is the minimnm of all tuples in the tree 

since all tuples overlap that first interval. After writing that first interval out from the main 

tree, we need to update the information stored in the second tree. We do this by deleting 

that first interval's minimum aggregate value from the second tree. Thus the second tree 

always contains the minimum aggregate value over all the tuples in the tree; this value 

is the minimum value stored in the tree. We are using the second tree only as a kind of 

index of the minimum values. This allows us to find the new minimnm value efficiently 

as we update the main tree with regards to new tuples. 

When we insert a new tuple into the tree, as before we write out intervals before the 

new mple's start time, then we search for the leaf where the tuple terminates. If the 

new tuple's attribute value is less than the leaf's old minimum value, then we replace the 

old minimum with the new minimum, and also remove the old minimum value from the 

second tree and insert the new minimnm value. 

The second tree will require at most 0 { n  log n) time and space since the insertion and 

deletion operations performed on it are applied only a constant number of times per each 

tuple. The total will be 0(n log n) time and space to compute any temporal aggregate. 

The following lemma follows from the above example 0(n log n) time and space 

algorithm for temporal aggregation. 



124 

Lemma 5 Using one or more log n time insertion data structures such as a 2-3 tree, we 

may evaluate a temporal aggregate in 0(n log n). 

73 Theoretical Required Time for Temporal Aggregation 

Theorem 5 The problem oftemporal aggregation requires Q{n log n) timeandO{n log n) 

space in any decision tree algorithm. 

Lemma 4 showed that the temporal aggregate problem requires Q.{n log n) time and 

0(n log n) space in any decision tree algorithm, based on the reduction of the element 

uniqueness problem. Lenmia 5 provides an example 0(n log n) time and space algorithm 

decision tree algorithm. • 

7.4 Smmnary 

hi this chapter, we have shown that computing a temporal aggregate requires 0(n log n) 

time and O(nlogn) space regardless of whether the relation's timestamps consist of 

temporal elements or merely periods. The proof consists of showing that temporal 

aggregates require n(nlogn) time and space in any decision tree algorithm, and then 

providing such an algorithm. 
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CHAPTERS 

Basic Algorithms for Temporal Aggregation 

8.1 Introduction 

In this chapter we describe the basic algorithms for implementing temporal aggregation. 

Sufficient main memory is assimaed to be available to run these algorithms. We suggest 

modest improvements for an existing algorithm, and introduce new approaches. 

We first describe the query language constructs used to express aggregates in snapshot 

and temporal query languages. We analyze related work on the evaluation of snapshot 

aggregates and consider their efficacy for temporal aggregate computation. We introduce 

several different algorithms and implementation strategies, some of which are more suit

able for temporal databases: the aggregation tree and the A:-ordered aggregation tree, the 

chalk board algorithm, and an implementation utilizing using a 2-3 tree. 

In the next chapter we empirically measure the strengths and weaknesses of the 

algorithms discussed here. Further chapters introduce and evaluate algorithms that work 

in fixed, controllable amounts of memory. 

8.2 Snapshot Aggregate Computation 

Aggregate computation in conventional databases is well-understood. In this section 

we will describe the typically used techniques used to compute aggregates in snapshot 

databases and also discuss several optimizations. 

A scalar aggregate is composed of an aggregate expression and an optional qualifica

tion. Epstein outlined a simple algorithm for evaluating scalar aggregates consisting of 

two steps [Epstein 1979]. 

1. Allocate a tuple to hold the result. This tuple contains two attributes, a counter 
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(initialized to zero) used to count the number of tuples that satisfy this aggregate's 

qualification, and a result attribute. 

2. For each tuple that qualifies, update the counter and the aggregate result. 

The count field is used for computing aggregates that need to know how many tuples 

satisfied the qualification, such as count and average. For other aggregates, such as 

minimum and maximum, it may be used to recognize the first tuple. 

To handle many scalar aggregates in a query, compute each of them separately and 

store each result in a singleton relation, referring to that singleton relation when evaluating 

the rest of the query. 

Aggregate fimctions are more complicated and require more information to be mam-

tained. There is a linking between the attributes within an aggregate function and the rest 

of the query. The group-by clause must be linked to the query in which the aggregate was 

nested. 

To compute aggregate functions, a temporary relation must be used to store the result, 

with the following general schema. 

temp (count, grouping-attribute, aggregate-dependent-field) 

The SQL-2 query 

SELECT Manager, AVG(Salary) 

FROM Employed 

GROUP BY Manager 

would store its results in a relation of the form, temp (count. Manager, sum-

salary) . 

Epstein provided a general algorithm to compute an aggregate fimction [Epstein 1979]. 

1. Create a temporary relation to hold the result. 

2. For each tuple that qualifies, 

• If a tuple already exists with this group-by value, update that tuple. 

• Otherwise, create a new tuple in the result relation, and initialize it with the 

corresponding group-by value. 
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• Equijoin the temporary relation with the relation mentioned in the group-by 

clause on the grouping attribute(s). 

Arbitrarily complex aggregates may be computed using the two algorithms described here. 

83 Temporal Aggregate Compotation 

In this discussion, we first consider extending existing approaches to aggregate compu

tation. The problem we address is how to compute a temporal aggregate over intervals 

of a time-line. These intervals are constant intervals, induced by the timestamps of the 

underlying relation. Then we discuss some general points about computation of constant 

intervals. 

83.1 A Previous Implementation 

The concept of "constant sets," or sets of mples that are defined over the same sequence 

of chronons was an important precursor to understanding how to efficiently evaluate tem

poral aggregates in the temporal query language TQuel [Snodgrass 1995]. Based on the 

work with TQuel, Tun^ extended Epstein's approach in a straightforward manner for 

implementing temporal aggregates [Tuma 1992]. This approach supports temporal aggre

gates using extensions of existing aggregation techniques but, as stated in the referenced 

paper, the efficiency suffers. Basically, the constant intervals are determined first, then 

the aggregate is evaluated using the technique described above. Specifically, five steps 

are involved. 

First, determine the periods of time during which the relation remained fixed. These are 

the times during which no new tuples entered or exited the relation and hence are constant 

intervals. For each constant interval, select the tuples which overlap it. Third, if there is a 

group-by clause present, partition each constant interval of tuples into subsets, where each 

subset has a different imique value for the partitioning attribute. These are referred to as 

aggregation sets. Fourth, compute the aggregate value for each aggregation set Finally, 

associate these values with the proper combination of tuples firom the original query, based 
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on the values indicated by the group-by clause, time interval of the aggregation set, and 

interval or event from the valid clause in the original query. 

Note the similarity to Epstein's algorithm, where steps (2) through (4) are basically 

equivalent to his approach with extensions to consider valid times. The first and last steps 

are needed to support temporal queries. 

Since the computation of constant intervals is computed first, and then the aggregate 

values are computed for each constant interval, the relation must be read twice. The 

algorithms we present below need only to read the relation once. 

Extending Epstein's Approach 

We may extend the temporary relation approach of Epstein (used to handle group-by 

clauses) to manage the constant intervals for aggregation in temporal databases. We do 

this by replacing or supplementing as appropriate the group-by-value with an interval-

value which represents the interval over which we are computing the aggregate. Each 

element's interval represents a constant interval. To compute the constant intervals (and 

the aggregate value over each at the same time), we use a temporary relation to maintain 

a list of the constant intervals and their aggregate values, incrementally updating this list 

for each tuple. This may also be formulated as an optimization of the algorithm from the 

previous section, where we have combmed the computation of the aggregate (step 4) with 

the computation of the constant intervals (steps 1—3). 

Implementing this simple extension to Tuma and Epstein's work requires considering 

each tuple only once. When we are ready to consider a new temporal tuple, we simply 

compare the tuple's start and end times with the start and end times of each interval in the 

list. If the mple's interval overlaps a list element's interval, then we update the element's 

aggregate value. We will implement this algorithm using a linked list and call this the 

naive or linked list approach. 

8.4 New Algorithms 

In this section we introduce several new algorithms which may be used to compute a 

temporal aggregate. For these algorithms, we assume that there is sufficient main memory 
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to store the structures. 

First we will discuss an example temporal aggregate query. We use 0 as the origin or 

earliest timestamp and oo as the greatest timestamp. 

Figure 8.1 shows an example temporal relation. This relation maintains the period of 

time that people were employed by a company. Notice that "Nathan" was not employed 

during times [13, 17], and that the relation is in no particular order. We assume that the 

intervals are closed intervals. 

name salary start end 

Richard 40K 18 00 

Karen 45K 8 20 

Nathan 35K 7 12 

Nathan 37K 18 21 

Figure 8.1: The Employed Relation. 

(a) 

0 (a single, empty constant co 
set, before we add any tuples) 

(b) 
0 18 co 

(2 constant sets, [0, 17] and 
[18, m] after we add [18, m]) 

(c) I I I 
0 8 18 20 co 

( 4 constant sets) 

Figure 8.2: Constant Intervals Induced by The Employed Relation. 

In Figure 8.2 we see how the Employed relation induces constant intervals. The tuples 

are shown above the time-line. In Figure 8.2.a, we have a timeline with a single constant 

interval. In Figure 8.2.b, we see the constant intervals induced by timestamps of the first 

tuple [Richard, 40K, 18, oo]. Since only the 18 is a unique timestamp we only add one 

constant interval. In Figure 8.2.c, we see that adding a tuple with two unique timestamps 

adds two new constant intervals. Each unique timestamp adds one more constant interval. 
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So with 6 unique timestamps and the initial constant interval, we have 7 constant intervals 

induced by the 4 tuples in the Employed relation. 

8.4.1 The Aggregation TVee 

In this section we introduce the aggregation tree algorithm. We describe how to incre

mentally construct a tree structure which manages the constant intervals and computes the 

aggregate values. We describe an evaluation technique which assumes sufficient memory 

is available for construction of the tree. There are other techniques which may be used to 

implement the aggregation tree with only limited memory resources, such as preallocating 

the tree in a linear memory array, thus avoiding the need for tree node pointers, but we 

will not discuss these alternatives here. 

The following TSQL2 query will compute the number of tuples valid over each 

constant interval. 

SELECT COUNT (Name) 

FROM Employed E 

The default grouping expression in TSQL2 groups queries by instant, which means we 

will compute the aggregate value separately at each point in time. The restilt is coalesced 

by valid-time such that each interval in the result is a constant interval with at least one 

instant. 

Recall that the Employed relation records the times that certain people were employed. 

The result of this query when applied to the Employed relation is shown in Table 8.1. 

The algorithm proceeds in two steps: build the aggregation tree, and perform a depth 

first search to compute the aggregate values at the leaves. Each node in the tree has an 

aggregate state value (here it is a count of the number of nodes which overlap this constant 

interval) and a start and end time. The start and end times at a leaf node encode a constant 

interval in the query's result. Each leaf also contains the partial aggregate result for that 

constant interval. Initially, a single node valid from 0 to oo has a count of 0 (Figure 8.3 .a). 

For each tuple, we search for the constant interval(s) containing the start and end times. 

When we find these intervals, if the timestamp falls between the boundaries of the constant 

interval, we split the interval in two. Figure 8.3.b shows the effect of adding the first tuple's 
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count start end 

0 0 6 

1 7 7 

2 8 12 

1 13 17 

3 18 20 

2 21 21 

1 22 CX3 

Table 8.1: Result of Temporal Aggregate Query. 

interval, [18, cxd]. First we search in the initial tree(Figure 8.3.a) for the bounding interval 

for 18. We see that the ending time of the tuple's interval (oo) was the same as the ending 

time of the tree node's interval. So, we split the node into two pieces. We do not need 

to search further for the tuple's ending timestamp (oo) because that was contained in the 

node. 

The algorithm continues by considering the second tuple, with a valid timestamp 

interval of [8,20]. The start time, 8, is searched for in the current tree. Figure 8.3.b. The 

bounding node is [0,17] but the constant interval extends past the end of this node so the 

searching must continue. The node [0,17] is split according to the tuple's start time of 8. 

Searching continues for the ending timestamp, 20, and again a node is split. The result 

of processing this second mple is Figure 8.3.c. Notice that only the count values stored 

at the leaves were adjusted. The node [8,17] has a count of 1 because this is the part 

of the previous constant interval [0,17] which is overlapped by the current tuple. The 

other child of [0,17], [0,7], is not overlapped by the current tuple so its aggregate value 

is initialized to 0. We adjust the internal node aggregate values when a tuple's constant 

interval completely overlaps a node. We continue processing the tuples and the final result 

is shown in Figure 8.3 .d. 

One advantage of this algorithm is that it is not always necessary to search the leaf 

nodes of the tree. Suppose that to the final tree, we wished to add a tuple with a constant 

interval of [5,50]. We would search the tree for the constant interval containing 5. We 
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find the node [0,7} and split it. We continue search the tree, and see that the node [8,17] is 

completely overlapped by our tuple interval. We update the aggregate value stored here, 

the count, to 2. We need to do this for the intervening nodes in the tree. But, since we 

completely overlapped node [8,17], we did not need to search the tree past this node to 

its leaves, we only needed to update the value stored at this node. We would continue 

processing this new tuple until we found the constant interval which overlaps the end 

timestamp, 50. 

After the tree is completed, a depth first search is performed from the root, keeping 

track of the aggregate additive count value as we recurse. This will produce the result 

in time order. Whenever we reach a leaf node we write the aggregate value out with the 

constant interval. For example, when we reach leaf node [8,12] (in the final aggregation 

tree. Figure 8.3.d), we add the aggregate value of the leaf node's parents (which is 0+0+1) 

to the leaf's value of 1 and get 2. 

I 0 f ' 
18 20 

a. initial tree b. tree after adding (iS^oDf c. tpBC after adding (8 1̂ 

d. final tree after adding r7.12|aod [IS^M 

Figure 8.3: Aggregation Tree. 

Finally, after all the tuples have been inserted into the tree we need a post-processing 

algorithm which will traverse the tree in depth first order, carrying down the values from 
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the top down to the leaves. This will produce the result in time order. If we are not 

interested in computing all the constant intervals, then we simply force the intervals to be 

the intervals we are interested in, such as months. 

Since our tuples are not sorted, a tuple may be inserted in any part of the tree. This 

could be inefficient if we have large nimibers of tuples and limited memory, as we could 

have a large working set of memory pages. The aggregation tree works best if the relation 

is randomly ordered by time, since the tree that results is more balanced. 

The aggregation-tree is similar to the segment tree [Preparata & Shamos 1985]. A 

segment tree is a balanced structure used to store segments of numbers from the real 

number line. The use of segment-like trees to store constant intervals for aggregate 

computations is one of the contributions of this chapter. 

The worst case time to create the tree is O(n^) because, in the worst case, the tuples 

are ordered in time, and the tree becomes a linear list. In Section 8.4.3 we propose a 

variation of the aggregation tree for sorted and almost sorted relations. 

Note that the start time stored in a branch node is the start time of its earliest in time 

child, and that node's end time is the end time of its later child. We can implement the tree 

without storing both timestamps at each node. We instead store a single time at each node, 

the time that divides the node's constant interval into two. If a node has no children, then 

that time is empty. This works because the algorithm knows the bounding times for each 

node, or its constant interval; e.g., for the root, we know a priori the bounding timestamps 

[0,oo]. The time value stored at a node is the ending time of its first (earlier) child's 

constant interval, and the second node's constant interval begins one instant later. Storing 

only one timestamp per node greatiy reduces the size of the tree, since timestamps are 

generally are as large as, if not larger than pointers [Dyreson & Snodgrass 1993, Dyreson 

& Snodgrass 1994B]. 

If we do not balance the aggregation tree, then it is simple to page portions of the 

tree to disk. This is relatively easy because it is simple to mark a parent as pointing to a 

subtree not currently in memory. Simply accumulate the tuples which would overlap this 

region of the tree and process them later. We'll explore this concept in Chapter 10 where 

we page the aggregation tree. 
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There is one advantage to the unpaged aggregation tree, and that is that since it contains 

the information needed to compute the aggregate at any point in time, it may be used to 

materialize a temporal aggregate. It may be updated, and is also easily searched to compute 

the aggregate value for any period that it overlaps. If it was desired to materialize a smaller 

portion of the tree, then when the tree is constructed simply ignore tuple portions which 

fall outside of the interval of interest. The 2-3 tree, k-tree, and chalkboard algorithms do 

not mamtain all aggregate values at once, and so are unsuitable for this use. If a variation 

of the 2-3 tree was used which did not write out intervals as it processes the tuples (see 

Chapter 7 for more details), it would be suitable for looking up an aggregate value. But 

it would not be possible to efficiently update such a tree. If a node was added to this 

materialized 2-3 tree which overlapped many of the intervals in the tree, then all the 

overlapped leafs would need to be updated, and this would be expensive. The aggregation 

tree's design avoids this problem. 

8.4  ̂ Data Considerations 

In this section we describe several ways to quantify the sortedness of a relation. We then 

describe several algorithms which exploit the sortedness of the relation. 

We define totally ordered by time to mean that the tuples are sorted in order by start-

times (typically in increasing order), with ties broken by using the end time. Notice that 

this definition does not consider the degree to which ±e tuple intervals overlap other 

tuples. 

Another quantification is how far firom being totally ordered a group of tuples is. We 

call a set k-ordered if each tuple is at most k positions from its position in a totally ordered 

version of the relation. A totally ordered set of tuples is equivalently 0-ordered. One 

way which this might arise is if all tuples written to a database are written around the 

time they are known to be true. For example, if a programmer was hired on Tuesday, 

we probably write her new salary information to the database on Tuesday or Wednesday. 

If we guaranteed that we always wrote the information by the next day, then we would 

have a form of temporal specialization, specifically, a retroactively bounded relation, 

which is common in practice [Jensen & Snodgrass 1994]. A more efficient variant of the 
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aggregation tree may be applied to both A;-ordered relations and retroactively bounded 

relations (discussed in Section 8.4.3). 

If the tuples in a database are already A;-ordered, and we only add tuples in a special 

way, then we may easily certify that the database is Ar-ordered. Simply add the new mple 

at the end of the list. If the list is already ^-ordered, and the new tuple belongs in the last 

k tuples, then the list will still be Ar-ordered. 

Another way that we might add mples to a table is more general. If, once again, we 

begin with an existing relation already Ar-ordered, suppose we wish to add several tuples 

in a group to the relation. This might be the situation where by the end of the next day 

we finish writing all of the previous days tuples. Sort this new group by time. We will 

add the tuples in increasing order. Find the largest tuple in the group of k at the end of the 

relation, and also the smallest. At the most, these tuples would need to be moved back Ar 

positions to be totally ordered. 

For these cases, we do need not always have to search the last k tuples, we merely 

need to keep track of the largest and Ar-th smallest from the end. 

We do this in several steps. When we have a tuple to be added to the database, search 

the last Ar tuples for the greatest tuple. We wiU find the largest mple (in time order) in 

these last Ar tuples since the relation is already in Ar-ordered form. 

This tuple, in the totally ordered form of the relation, would be placed at the end. If 

the new tuple is greater than this largest tuple, add it to the very end of the database. If the 

new mple is less, then place it where the largest tuple was, and put that tuple at ±e end. 

Note that when we say a set is Ar-ordered this implies that tuples may be at most 

Ar positions out of order. But it may be that no tuples are out of order, or the greatest 

displacement is less than Ar. 

Another quantification is the characterization of how many tuples are out of order, 

and how far they are from their totally sorted position. If there are n tuples in a relation, 

and the mples are Ar-ordered, then we define the k-ordered percentage as the following 

quotient, 
k 
S i » n, 

^-ordered-percentage = ^=7 , 
A r »  n  
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where n, is the number of tuples i positions out of order. This ratio ranges from 0 to 1. If 

the tuples are all in order, then this ratio will be 0. If the mples are maximally disordered 

by k, then the ratio is greater than 0; the higher the disorder, the higher the ratio. The ratio 

can be I only for certain k. For a relation with 6 tuples, with A: = 3, if we swap tuples 1 

with 4,2 with 5, and 3 with 6, we have a fc-ordered-percentage of 1 (= (3 + 3+3)/(3 * 3)). 

Several example Ar-ordered-percentages follow in Table 8.2. These examples illustrate 

how different ordering affects the value of the A:-ordered-percentage. 

k-ordered 
percentage 

Explanation 

0 the tuples are sorted 
0.0002 2 tuples 100 places apart are 

swapped 
0.002 20 tuples are 100 places from be

ing sorted 
0.00505 1000 are 50 places out of order 
0.0505 10 tuples are 1 place out of order, 

10 are 2,..., 10 are 100 
0.1 1000 are 100 places out of order 
0.505 100 are 1 place out of order, 100 

are 2,..., 100 are 100 out of order; 
the other mples are in order 

Table 8.2: Examples of A:-ordered-percentages (n=10000, fc=100). 

8.43 Garbage Collecting the Aggregation Tree 

If the tuples in a relation are Ar-ordered, then we may garbage collect the left side of the 

aggregation tree as we create it. We may remove some nodes from the beginning of the 

tree because we can determine when we have considered all tuples which affect their 

values. Before we remove these nodes, we send their associated intervals and aggregate 

values to the next stage of query evaluation. We call these variations of the aggregation 

tree k-ordered aggregation trees, because they depend on the properties of fc-ordered 

relations. 

For illustrative purposes, let us suppose k is 10. The algorithm begins processing the 
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1 0 tuples forward 10 tuples backwards 

~ ~ 
old 
tuples 

tuples with 
which not yet 
we are evaluated 
finished 

2 12 13 23 
~ ' current tuple 

greatest point farthest point 
foward that tuple backwards that 
2 may be in the tuple 23 may be 
totally sorted in the totally 
relation sorted relation 

Figure 8.4: k-ordered List fork = 10. 

tuples by building a typical aggregation tree with the first 22 tuples (2k + 2), as described 

in Section 8.4.1. As the algorithm proceeds through the tuples, it is necessary to keep 

the last 2k + 1 (21 in this case) tuple intervals in a list. Begin numbering with 1 for 

convenience. Now, consider adding the next tuple, the tuple at position 23. Tuple number 

2 could have been at most 10 (or k) positions out of order. Thus, tuple number 2 could 

be placed, at the greatest, at position 12 (or 2 + k, which is the original position plus 10 

possible movement= 12) in the totally ordered list of tuples. The current tuple (number 

23) could have been, at the earliest position in the list, at position 13 (23 - 10 = 13). 

Figure 8.4 shows this relationship. Since tuple 23 must come after tuple 2 in the totally 

ordered list, and any tuples after 23 would also appear after tuple 2 in the totally ordered 

list, then it follows that the algorithm is finished with any constant intervals whose end 

time is before the start of tuple number 2. 

What this means for the processing of a k-ordered relation is that after we process each 

tuple, we look back at the tuple 2k + 1 (21 back in our example) back from the current 

tuple. The worst case running time of the algorithm is still 0( n 2
), but we have reduced 

the main memory space requirement substantially. 

We garbage collect the nodes by keeping track of two pieces of information as we 

build the tree. As described above, we keep a window of the last 2k + 1 tuple timestamps 

to use in determining when we can garbage collect a piece of the tree. The second piece of 

information we maintain is the current earliest constant interval in the tree still remaining 
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in the tree. 

The garbage collection proceeds as follows. After processing a node, the tuple 

timestamp 2A: + 1 nodes back in the relation is examined; any node may be garbage 

collected whose associated constant interval ends before this previous tuple's start time 

(call this start time the gc-threshold). Examine the time stored at the root of the aggregation 

tree. If the left half of the tree occurs before the gc-threshold, the entire left subtree may 

be garbage collected, and the root removed, and the root may be replaceed with the root's 

right child (or later child). This is illustrated in Figure 8.5 .a. If it is not possible to remove 

the root's left child, compare the gc-threshold to the current earliest constant interval. If 

the earliest constant interval is before the gc-threshold, then the algorithm may garbage 

collect some interval or intervals in the earlier half of the aggregation tree, as shown in 

Figure 8.5.b. In this case, if only the earlier of two leaves of a node are garbage collected, 

the parent is removed and replaced with the remaining leaf. Since the algorithm is only 

garbage collecting the earliest consecutive part of a tree, a "hole" is never created in the 

constant intervals. Testing continues until these two conditions for garbage collection are 

both false. 

This takes care of the first or earliest of the two intervals added by a tuple. In the next 

section we discuss a relation characteristic which allows us to garbage collect the constant 

interval induced by the end time of a mple. 

8.4.4 The Chalkboard Algorithm for Sorted Thples 

We now introduce an algorithm suitable when the tuples are totally ordered. We term it 

the chalkboard algorithm because it needs to keep a tally of recent tuples. If the tuples 

are sorted by increasing start times, then only a limited number of mples will need to 

be considered as we compute the constant intervals. Using the same Employed relation 

as before, only assuming that the relation is now totally sorted, the relation appears in 

Figure 8.6. 

We compute the constant intervals ft-om the monotonically increasing start times. The 

algorithm begins by adding the first tuple to an ordered list, the "chalkboard". It proceeds 

by processing each tuple in order from the relation. For each new tuple, it scans the list 
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Figure 8.5: Garbage Collecting Before Time 300. 
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of previous tuples in the chalkboard list to find those which overlap the current tuple's 

interval. Attribute values from these previous tuples need to be combined with the current 

tuple's attribute value before computing the aggregate value. It adds the new tuple to the 

end of chalkboard, and removes any tuples from the beginning of the chalkboard that have 

an end time before the latest tuple's start time. For example, in Figure 8.6, the first tuple 

must be kept in the chalkboard until we reach a tuple with a start time past 12, so the first 

tuple must be kept until "Nathan"'s first tuple is considered. 

name start end 

Nathan 7 12 

Karen 8 20 

Nathan 18 21 

Richard 18 00 

Figure 8.6: Totally Sorted Employed Relation. 
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(low) > 1 12 <— 

8 20 

(current) => 18 21 

18 oo 

Figure 8.7: Chalkboard. 

In practice, we do not need to copy the tuples but instead utilize two pointers over 

the tuple list which effectively determine the contents of the chalkboard: the low pointer, 

which points to the earliest tuple which is still active, and the current pointer, which points 

to the current tuple being considered. The low tuple pointer points to a tuple that we have 

already used in constructing a constant interval, but for which we have not yet reached a 

tuple with a start time greater than that tuple's end time. 

Tuples with an infinite end time may be removed from the list by reserving a single 

aggregate-value sized memory space (typically a word), and incrementally updating this 

memory location as appropriate for infinite length tuples. The low pointer may thus 

advance past any tuple, eventually. 

Notice that if a tuple has an end time much greater than the start time, then we have 

to keep the low pointer in position a long time before we may reclaim that block. We 

also need to keep searching among the intervening tuples to find those that affect the new 

constant intervals. The size of the chalkboard is directly dependent on the maximum 

number of nodes that are overlapped. 

The chalkboard algorithm is not as easily paged to disk because there is no easy way 

to determine what tuples need to be saved and compared against stored nodes. However, 

it likely uses a smaller amount of main memory than the alternatives so it's less likely to 

require paging. If paging is necessary because the in-memory list of tuples is too long, 

then we could reduce the size of its memory requirements by managing long-lived mples 

in a separate page area. 
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8 .̂5 Using a 2-3 T>ee for Temporal Aggregation 

In Chapter 7 we showed how 2-3 trees could be used to evaluate temporal aggregates. 

This description is a feasible algorithm, and in the next chapter we test this temporal 

aggregation algorithm based on the 2-3 tree along with the rest of the algorithms described 

in this chapter. Recall from the previous description of 2-3 tree's for temporal aggregation 

that we store the periods of the aggregate results in the leaves of the 2-3 tree. Each such 

leaf will have primitive aggregate data (PAD) representing the tuples that terminate at 

the end of that leaf's period, and the root will have PAD data for all tuples overlapping 

the current tree. Since temporal aggregation with 2-3 trees have a theoretical worst case 

performance of 0{n log n) time and space, which is better than the 0{n?) performance 

of the aggregation tree, it will be interesting to compare their performance in the next 

chapter to that of the aggregation tree. 

8  ̂ Summary 

The different algorithms that we have introduced appear to have various strengths and 

weaknesses, and the tests in Chapter 9 will quantify the differences. 

However we can describe the broad differences. If the input relation is sorted in time, 

then the A;-ordered aggregation tree and the chalk board algorithms should be especially 

efficient. If the input relation is known to be unordered, then the aggregation tree should 

be most efficient. If the relation is known to be very small, then perhaps Tuma's approach 

might be efficient. Aggregation using the 2-3 tree should have performance independent 

of the data dependencies. 
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CHAPTER 9 

A Comparison of Memory-Resident Aggregation Algorithms 

9.1 Introduction 

In this chapter, we compare the various algorithms for temporal aggregation and examine 

which are most efficient in terms of memory and execution time. We contrast the number 

of long-lived tuples, sort orders, and various fc-orders. The performance is characterized 

in terms of simulated number of CPU operations, and combined with simulated disk 

operations to provide a single performance result. 

9.2 Empirical Comparison 

We implemented the algorithms discussed in previous chapters to evaluate their efficiency, 

assimiing that sufficient memory was always available. We found that variations in time 

ordering as well as the amount of overlapping tuples were the major differentiators in 

performance. By varying these factors, we found that the different algorithms had varying 

memory requirements as well as widely differing CPU requirements. Table 9.1 provides 

the parameters we varied in our testing. In this table, when describing the number of 

tuples used in computations, K refers to mples in the thousands. 

We utilized a test relation with a tuple size of 16 bytes, which contained four germane 

attributes; salary (4 bytes), start-time (4 bytes), stop-time (4 bytes), as well as attributes 

not examined by the aggregate (4 bytes). We utilized 4 byte timestamps since this was 

sufficiently large for our relation's lifespan. TSQL2 permits the range and granularity of 

the timestamps to affect the allocated size of timestamps; we expect one word timestamps 

to be common [Dyreson & Snodgrass 1994B]. 

Instead of measuring clock time or resource time, we counted symbolic events. Ta

ble 9.2 provides the exact events measured. This form of testing has an advantage over 



143 

Parameter Values tested 
k 4,40,400 

Ar-ordered-percentage 0.02,0.08,0.14 
Long-lived mples 0%, 1%, 2%, 5%, 10%, 20%, 50% 

Size of the relation in tuples lOK, 20K, 30K,.. .,90K, lOOK 

Table 9.1 : Test Parameters. 

measuring clock time, in that the tests will report identical results regardless of the hard

ware they are actually executed on. We weighted the events identically, all with weight 

"one", and simply summed the events. As a partial validity of this approach, previous 

work in this area measured wall clock time, and the graphs from that paper of algorithm 

efficiency comparing time vs. number of tuples are relatively identical to the graphs pre

sented here [Kline & Snodgrass 1995]. As a broad basis of comparison, around 10 million 

CPU operations are about equal to one second of CPU time on a 200mhz Pentium-Pro 

CPU. We also measured I/O operations using this same scale so that they could be com

bined to provided a single quantity. The time required to complete 1000 sequential page 

reads, each reading 1024 bytes, is weighted to be equivalent to 10 million CPU operations. 

Finally, 200 random reads are weighted equal to the same 10 million CPU operations. 

This corresponds to typical disk I/O performance of 1 millisecond for a sequential read, 

and S milliseconds for a random read. 

All of the algorithms tested read the relation only one time, and we include in our 

measure the access time to read the inputs and write the results. Note that this is in contrast 

to Tuma's explicit constant interval algorithm, which is the only temporal aggregate 

algorithm implemented prior to otu- work. Tuma's implementation required that the 

underlying relation be scanned twice, once to compute the constant intervals, and again 

to compute the aggregate over each interval [Tuma 1992]. We tested different relation 

sizes by creating relations from 160,000 bytes to 1.6 million bytes in size (i.e., 10,000 

to 100,000 tuples), increasing the relation size by 10,000 tuples between tests. We did 

not test larger relation sizes because the sizes we used are sufficient to characterize the 

differences in algorithm performance. 

We found that the choice of aggregate did not materially alter the results, except for 
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Event 

Memory allocation 

Memory release 

Hmestamp comparison 

Pointer comparison 

Pointer assigimient 

Aggregate initialization 

Aggregate value update 

Final aggregate value computation 

Table 9.2: Measured Synthetic Events. 

computing Min and Max using the 2-3, which required two 2-3 trees. We thus provide 

results only for the aggregate count. Count uses only 4 bytes per each aggregate-value 

stored. The other aggregates would require more memory if they were tested. Sum, 

maximum, and minimum all use 4 bytes, plus an additional bit to mark an empty value. 

Average uses 8 bytes, 4 for the simi and 4 for the count. This information is in addition to 

the pointers and timestamp values, which account for a large portion of the main memory 

requirements. 

Our relation had a lifespan of 1 billion instants. We generated the starting position 

of our tuples independenUy, so our relations had many unique timestamps. Realistic 

data would likely have a smaller percentage of unique timestamps, with an associated 

increase in performance for the tree based algorithms. This is because there would likely 

be more overlapping tuples, and the tree algorithms are generally tolerant of overlapping. 

We consider two basic tuple lifespans. First, short-lived lifespan tuples are tuples whose 

lifespan is a uniform length from 1 to 1000 instants. Second, long-lived lifespan tuples 

have duration equal to a uniform length between 20% and 80% of the relation's lifespan 

(200,000,000 - 800,000,000 instants in this case). Generated tuples that extend past 

beyond the relation's lifespan were discarded. We tested different amounts of long-

lived tuples on the algorithms. The presence of long-lived tuples severely affected some 

algorithms. 
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We ran each test several times with different random number seeds to establish reliable 

results. We do not show the error bars since performance never differed by more than 1 

percent. 

We first tested the linked list algorithm and the aggregation tree algorithm with ran

domly ordered relations, using varying relation sizes and varying percentages of long-lived 

mples as given in Table 9.1. We indicate only CPU time, as all algorithms perform a single 

segmented scan of the input relation. 

We then added two parameters to relation generation. We generated a sorted relation, 

and then altered it according to various Ar-ordered and A:-ordered-percentages. While it 

is perhaps more realistic to test on retroactively bounded relations ([Jensen & Snodgrass 

1994]), such as updates occurring within two days, modeling such relations is more 

difficult. So instead, we approximate a retroactively bounded relation with a Ar-ordered 

relation. For a uniform arrival rate, the two are identical. 

As before, we also tested different relation sizes and percentages of long-lived mples. 

For these tests, we compared the mnning times of the linked list algorithm and the 

A:-ordered aggregation tree. 

Finally, we tested the algorithms on sorted relations. We compared the linked list 

algorithm, the aggregation tree, and the A:-ordered aggregation tree with A: = 1. 

The results are presented in the following sections. Please be sure to note that a few 

(noted) results are log-decimal graphs, and so the results may appear to be deceptively 

close. We use logarithmic graphs in a few cases because of the huge disparity of per

formance in the two relations. In all performance figures, the order of the results in the 

legend matches the order of the performance result graphs, based on the result for the 

greatest number of tuples. 

9.3 Randomly Ordered Relations 

In our first performance comparison, we see that we may quickly eliminate the linked-list 

algorithm from further consideration (Figure 9.1). Since the performance of the linked-list 

algorithm is so slow compared to the aggregation tree, we used a logarithmic y-axis to 

allow the graph to fit on a single page. Note that the linked-list algorithm is so slow that 
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the aggregation tree with 100,000 tuples is faster in terms of CPU operations than the 

linked-list with 10,000 tuples. The third line represented here is the amount of time spent 

reading and writing the results for either algorithm (since they compute identical results, 

they of course have the same IO requirements). 
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Figure 9.1: Log-Linear Comparison of Unordered Relations. 
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This graph shows that even with small numbers (indeed the graph shows the results 

with no long-lived tuples) of short-lived tuples, the linked list algorithm is too slow for 
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consideration. The aggregation tree result is virtually identical with 0, 40, or even 80 

percent long-lived tuples. Since the performance of the aggregation tree and the linked 

list was unaffected by the presence of long-lived tuples, we provide only a single result 

for each. The linked list had the worst performance over all relation sizes when compared 

to the aggregation tree. For the largest relation here, it was 150 times slower than the 

aggregation tree. 
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Figure 9.3: Aggregation Tree Cost, Random Order, Varying Long-lived Percentage. 

The 10 cost is about half the cost of the aggregation tree for 10,000 rows, and slightly 

less than half the cost with 100,000 rows. The aggregation tree measure includes the cost 

of reading the input relation and writing the result, all based on the CPU to 10 weighting 

factors discussed above. Figure 9 .2, which uses linear axes, shows a comparison between 

the (combined CPU and 10) costs of the aggregation tree and the 10 cost only of reading 

the input relation and writing the results. This illustrates more clearly how the aggregation 

tree scales with respect to number of tuples. 

The next figure shows exactly that the aggregation tree performance is affected very 

little by the presence of long-lived tuples (Figure 9.3). The linked-list algorithm performs 

at the same rate regardless of the presence of long-lived tuples, because it must always 
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search to the end of its list for every tuple. It might appear that the aggregation tree results 

are incorrect in some manner, because if the data is randomly ordered, it is expected 

that the aggregation tree will have results similar to 0( n log n ). Actually, the results are 

consistent with such an expectation. The discussion for the next figure considers this 
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Figure 9.4: Random Order, Aggregation Tree vs. Sorting+Others. 

Clearly, the aggregation tree is superior to the linked-list in all situations when the 

data is randomly ordered. We have not yet seen the performance comparison between 

the aggregation tree, and sorting the randomly ordered input relation then attempting one 

of the algorithms which require sorted inputs. Figure 9.4 shows the performance of the 

chalkboard, 2-3 tree, and k-tree algorithms, and a theoretical n log n performance curve. 

We omit the linked-list algorithm from this graph; its performance is so much slower 

than the others that it would tend to compress all other algorithms near the bottom of the 

graph. The aggregation tree in both this figure and the last (9.3) are the same result; these 

additional algorithms perform worse than the aggregation tree, yet all are much better than 

the linked-list. To compute the coefficients a and b for the theoretical performance curve 

of a * n log n + b, we used the sort costs for 10,000 tuples and 100,000 tuples. We see 
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that our performance is almost identical to that of the sort cost. One expects the curve to 

be more "curved" upward, based on previous experience with n log n curves. The reason 

there is so little curve to this arc is that we have greatly streched out the x-axis on this 

graph. The sort performance is not a perfect, theoretical 0( n log n) sort, in part because 

of the memory used. 
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Figure 9.5: Random Order, Aggregation Tree vs. Sorting+Others. 

In Figure 9.5, we show only the sort cost and the line representing n log n, to emphasize 

that there is a curve. The range of they-axis is less than 100, while the range of the x-axis 

is 100,000. We have basically streched the curves almost straight. The performance of 

all the algorithms in this graph is basically 0( n log n ), with greater scaling, and higher 

costs, for all the algorithms which require sorted input. We used 2 megabytes of main 

memory for the sort, which allows in-memory sorting. In each case, the aggregation tree 

uses enough main memory that sorting in-memory is possible. 

Since this section contrasts the performance of randomly ordered relations, we must 

include the cost of sorting the relation before computing the aggregation for these algo

rithms that only work on sorted inputs. We see that for randomly ordered relations, the 

aggregation tree is faster than the other algorithms when including the cost of sorting. 

We have also shown the cost of sorting to show that the sorting cost is not insignificant. 

And as we shall see, these algorithms become even slower as the number of long-lived 

tuples increases. The aggregation tree has almost constant performance in the presence 

of long-lived tuples. 
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Figure 9.4 contrasts performance where there are no long-lived tuples. In the next 

section, we consider the behavior of the algorithms which require sorted inputs when 

varying the number of long-lived tuples, Ar-ordered percentages, and A:-ordered values. 

9.4 Ordered Relations 

When relations are ordered by time, or almost ordered, there are different choices between 

algorithms. The algorithms that can manage the small set of tuples valid at each instant 

efficiently will be the most effective. If there are few or no overlapping tuples, then the 

chalkboard algorithm will be best because it will be managing a chalkboard frequently of 

size 1. If there are many overlapping tuples, then depending on the situation, the 2-3 tree 

or k-tree is likely to be better. 

We consider the factors in the same order as before, but in this section, we greatly ex

pand the discussion because of the new factors concerning A:-ordered values. Performance 

characterization is complicated when considering different long-lived tuple percentages, 

Ar-ordered values, and A:-ordered percentages, especially for the AT-tree. 

This section only compares the performance of algorithms with ordered relations, 

but we vary the other factors. First we compare the CPU performance of all algorithms 

with no long-lived tuples, then focus on the algorithms excluding the aggregation tree 

because the aggregation tree is so much slower than the other algorithms. Next we 

consider the performance of the A:-ordered aggregation tree with different A:-values and 

A:-ordered-percentages. 

Long-lived tuples are added to the performance comparisons, complicating the situ

ation. First we show separately how for each algorithm the performance changes as the 

number of long-lived tuples increases. Then we compare ±e algorithms against each 

other. Finally, we compare the memory required for computation, both with and without 

long-lived tuples. 

9.4.1 No Long-Lived Thples 

First, let's consider the case with no long-lived tuples, and the tuples are known to be 

totally ordered. Figure 9.6 shows the results of comparing the chalkboard, aggregation 
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tree, 2-3 tree, and K-tree, with a logarithmic-linear scale, used again to show all results on 

one slide. With a sorted relation, the aggregation tree has tremendously bad performance. 

This is because it is operating over a totally ordered input, and therefore, it is essentially 

an O(n^) operation, continually traversing an ever increasing linked-list. Below that cost, 

the K-tree, chalkboard, and 2-3 tree appear to be grouped together. The cost of processing 

only 10,000 tuples for the aggregation tree is 10 times more expensive than processing 

100,000 tuples for the K-tree, the slowest of the algorithms here. The aggregation tree 

performs similarly poorly on A:-ordered relations. 

Let us focus on the three algorithms with similar performance, the chalkboard, K-tree, 

and 2-3 tree. Now we repeat the performance results from the previous graph, omitting 

the aggregation tree to emphasize the differences between the remaining algorithms. In 

Figure 9.7, the similarity in performance of these alternatives is apparent. As well it 

should; all three basically manage a limited size set of currently active tuples. The 2-3 

tree should be efficient, and its relative cost over simply reading and writing the relations 

(listed as the "lO" time in the figure) show how efficient this algorithm is. Very closely 

behind is the chalkboard, which should perform very well for relations with few or no 

overlapping tuples, as a relation with no long-lived tuples will have. If any tuples do 
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overlap, it must search its linear list repeatedly to process them. Finally, the aggregation 

tree requires more allocation and pointer manipulation than the chalkboard, and thus is 

slower. If the end times of the ordered tuples are unfortunately ordered, then a bit more 

work than the other two algorithms require will result (one unfortunate ordering would be 

if the end times were decreasing, even as the start times increase) The end times induce a 

more linear right hand side of the tree. Time is also spent searching and maintaining the 

list of previous tuples used to organize garbage collection of the tree. 

The results in Figure 9.7 are the base-line results for many other results. These results 

for the case of no long-lived tuples are repeated in the next few figures; we repeat these 

results so that the overall performance is more easily compared (Figures 9.8 through 

Figure 9.12). 

Another question of performance is, how does the K-ordered tree perform when it is 

slightly disordered, as compared to the totally ordered performance of the chalkboard, 2-3 

tree, and K-tree? Figure 9.8 provides an answer. For simplicity, we added only the slowest 

of the three totally ordered measures, the K-tree computed over an ordered relation, from 

Figure 9.7, as a baseline for comparison. Basically, the difference between the K-trees on 

a totally ordered relation and the K-tree on a relation with a particular k value is that we 
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introduce a window of k tuples added to the tree before we may garbage collect it. Thus 

the performance for relations with k > 0 will be strictly slower than the performance of 

relations with k = 0 (i.e., k = 0 implies the relation totally ordered). As we see in this 

figure, the performance is grouped on values of k. The best performance line in this new 

figure is the same K-tree result as that in Figure 9.7. This illustrates that the K-tree is 

always slower than the chalkboard and 2-3 tree if there are no long-lived tuples, regardless 

of k values and k-ordered percentages. 

In the legend, the percentage is the amount of tuples that are disordered with that 

particular k value. For a fixed value of k, we must maintain the same number of tuples 

in the tree. The more disordered the tuples are, the more balanced the tree is. This is the 

reason that fork values of 4 and 40, the k-ordered percentages of 14% are the fastest, 

followed directly by 8 and 2. Note that the slowest line is fork = 400, 14%. This is 

not a misprint. We do not totally understand why the k-tree is slower for this set of input 

parameters. 

The relations used here were generated based on starting with a totally ordered relation, 

then randomly choosing tuples, and trying to move them k (say 400) positions, or less if 

a perfect k move is not available. This swap algorithm tries to move a percentage of the 
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tuples but gives up eventually, as it is not always possible to generate a relation with an 

exact percentage of tuples moved. 

Generating random relations then measuring the k value is impractical, as typically, 

one would expect to find that the k value is half or more of the relation's size. It is not 

feasible to generate random relations, test them, and repeat until one with a particular k 

value is generated. The results fork = 400, 2% and 8% are almost colinear. 

We hypothesized that perhaps this k = 400 relation is not as disordered as the two 

below it in the figure. Therefore, we carefully examined the generated relations. As 

the value of k increases, the generated relation has an increasingly closer k-ordered

percentage to that desired. For example, when generating relations with a k-ordered 

percentage of 14%, with k = 400, the generated relation's k-ordered percentage typically 

is around 12.1 %. With k = 40, we got only 11.9%, and with k = 4, even less, 9%. 

It seems reasonable that their are more possibilities of disordering a relation as its k 

value increases. The generated relation's k-ordered-percentages seem to be reasonable. 

However, the behavior of the k-tree is a complex phenomenon and is not completely 

understood. 

9.4.2 Long-Lived Thples 

Let's consider first how each algorithm's behavior changes if we only alter the number of 

long-lived tuples, and keep all other factors constant. 
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Figure 9.9 shows how quickly the performance of the chalkboard degrades with long

lived tuples. An increase in the amount of long-lived tuples from 0% of a relation to 5% 

almost doubles the runtime with 100,000 tuples. This is because the increasing number 

of long-lived tuples means an increased number of tuples in the chalkboard list, leading 

to an 0( n2
) run-time increase (where n is the number of tuples in the chalkboard list). 

And the cost with 20% long-lived tuples is almost 10 times the cost with 1% long-lived. 

The performance line for the chalkboard with 0% long-lived is the same result as that in 

Figure 9.7. 

90000 -t--'-------''-------'--------'---'------'-------''-------'---t 
Aggtree, 50%11 -- , 

80000 Aggtree, 0%11 ----... --;/ 

~ 70000 //// 
.E .· 
~ 60000 /;.(,/ 

.§ 50000 / 

I ~~ ---// //// -
10K 20K 30K 40K 50K 60K 70K 80K 90K 100K 

Number of Tuples (K=1 000) 

Figure 9.10: Aggregation Tree Algorithm with Various Long-lived Percentages. 

Next we see in Figure 9.10 that the aggregation tree suffers greatly when it is computed 

over a sorted input. Over sorted input, the tree is essentially computing the aggregate 

using a linked-list. When the number of long-lived tuples is small, the aggregation tree 

doesn't have to search far to find the constant set overlapping a tuple's end time. But if 

there are many constant sets, then increasingly, for each tuple it must search far down that 

linked-list. Thus, as the number of long-lived tuples increases, an ordered aggregation tree 

is greatly slowed. The aggregation tree is greatly affected by the presence of long-lived 

tuples if the input is ordered. The aggregation tree result here with no long-lived tuples is 

the same result as in Figure 9.6. 

The k-tree's performance, if it believes the input is totally ordered, is basically de

termined by how many tuples on average are in the tree at any one time (Figure 9.11). 

As this figure shows, as the number of long-lived tuples increases, so does the number 
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of tuples that must be managed inside the aggregation structure. The basic question of 

how efficiently does an algorithm manage its store of tuples, basically its working sets 

determines how efficiently it operates. This applies to the chalkboard, the 2-3 tree, and the 

k-tree. It is not nearly as affected by the presence of long-lived tuples as the aggregation 

tree, because it is trimming the tree size as it proceeds. The tree is less likely to become 

linear. 

Figure 9.12 shows that the 2-3 tree scales very well as the number of long-lived tuples 

increases. This is hardly surprising, since the 2-3 tree computes aggregates optimally. It 

should have the most efficient mechanism for managing a set of tuples. With no long -lived 

tuples, the tree is managing a practically empty list. But once there are a number of nodes 

in the tree (at 1% long-lived and above), the logarithmic structure leads to very efficient 

performance. 

The legend in the next figure uses the abbreviation op to refer to the order percentage, 

and all results are given with 1% long-lived tuples. The behavior of the k-ordered 

aggregation tree appears to be complex in Figure 9.13. The results can be summarized 

as follows. Small values of k are more efficient because the number of tuples that are 

maintained in the tree is smaller. Larger values of k slow processing down, because 
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Figure 9.12: 2-3 Tree Algorithm with Various Long-lived Percentages. 

a sorted or almost sorted relation leads to creation of a linked list. Large k-ordered

percentages improve the run time performance of the k-ordered aggregation tree as the 

tree is less linear; more randomness in good for the aggregation tree algorithms. The 

k-ordered aggregation tree is slightly more affected by the number of long-lived tuples, 

as opposed to the aggregation tree, largely because the k-ordered tree has fewer tuples, 

uses less time, and thus is more affected by more tuples in the tree. Recall that k-ordered 

relations allow us to garbage collect the node added to the tree from a tuple's start time 

(within a certain number of nodes depending on k). There may also be a node added to 

the tree for the tuple's end time. If the end time is far away from the start time (i.e., the 

length of the tuple in time is large), then many tuples will have to be processed in the list 

before we move past the end time induced tree node. If we only have shorter-lived tuples, 

then the end time induced tree node will be closer to the start time, and we will be able to 

garbage collect that node sooner. So, the more longer lived tuples, the greater the number 

of nodes will be created that will be garbage collected later, as opposed to earlier. Given 

that handwaveing, it isn't clear why the cost of the k = 400 line with op = 14 is not 

cheaper than op = 8. Perhaps the suspicion that it is more difficult to permute the order 

with larger relations is correct. 
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Figure 9.14 shows what happens if we fix the value of k at 40, with 14% k-ordered 

percentage. As the amount of long-lived tuples increase, the set of tuples that the tree 

must deal with increases. There is not much difference between 1% long-lived and 2% 

long-lived, but 20% is about 10% more expensive. Note the banding of performance 

above the case with no long-lived tuples. Once there are a few long-lived tuples, then the 

tree deal with a certain large state size, stored in the tree. 

The next series of figures illustrate how the three algorithms working on sorted inputs 

scale as the amount of long-lived tuples increase. We also provide the I/0 time, because 

as the number of long-lived tuples increases, the output size may increase slightly. 

Figure 9.15 shows that the k-tree, chalkboard, and 2-3 tree have widely differing 

performance with only 1% long-lived tuples. The chalkboard is more efficient than the 

others here because of the very small number of tuples managed in the chalkboard. It's 

simply more efficient to manage them there, than to have a balanced or garbage collected 

data structure. 

But if there are only a slightly larger number of long-lived tuples, then the chalkboard 

will quickly become a poor choice. In Figure 9.16, we see that with 5% long-lived tuples, 

the chalkboard is the worst choice of the tree. From this point on, the 2-3 tree will be 
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Figure 9.14: K-Tree Algorithm with 1{=40, 14% Disordered. 

the better choice, because of its self-balanced data structure. Only with few tuples or few 

overlapping tuples will the k-tree or chalkboard ever be better. 

We see in Figure 9.17 that the 2-3 tree and k -tree tolerate the presence of large numbers 

of long-lived tuples much better than the chalkboard. The next figure (9.18) shows the 

details between the performance of these algorithms because we focus away from the 

chalkboard. Both remaining algorithms scale well with 20% long-lived tuples, but the 2-3 

tree remains about 10% faster than the k-tree. 
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Figure 9.15: All Algorithms, 1% Long-lived. 
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Figure 9.17: All Algorithms, 20% Long-lived. 

9.4.3 Main Memory Comparison 
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The amount of memory used for a "node" differed between the algorithms. Both aggre

gation tree algorithms use 16 bytes per node as we implemented the more efficient, single 

timestamp per node variation: two child pointers, an aggregate-value, and a timestamp 

split value. The linked list algorithm used 16 bytes per node as it stored two timestamps. 

The 2-3 tree uses a structure where the interior nodes may have 2 or three children, and 2 

keys. Each interior node needs 24 bytes per node, and the children use 16 bytes each. 

As with CPU time, the space requirements of the algorithms vary with the percentage 

of long-lived tuples. First we consider the memory requirements where the relation is 

unordered. Figure 9.19 compares several the memory requirements of the aggregation 
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Figure 9.19: Memory Comparison for Random Relations, No Long-lived Tuples. 
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tree and linked list with several other algorithms, using the (unrealistic) assumption of no 

long-lived tuples. As before, we must sort before applying the chalkboard, k-tree, or 2-3 

tree. 

The sort memory shown is the minimal memory needed to sort the relation at each size. 

The sort memory dwarfs the local memory requirements of these three algorithms when 

there are no long-lived tuples. Recall that the chalkboard, 2-3 tree, and k-tree are slower 

overall if the input must be sorted than simply using the aggregation tree. If the goal is 

speed and the relation is randomly ordered, use the aggregation tree. But the aggregation 

tree uses a lot of main memory. If the goal is limited memory usage and there are no 

long-lived tuples, then this graph shows that the aggregation tree should be avoided. The 

linked-list uses less memory than the aggregation tree because it is only singly linked, and 
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also uses only one list node for each constant set, while the aggregation tree uses interior 

nodes. 

For ordered relations with no long lived tuples, the memory requirements of the 

chalkboard, k-tree, and 2-3 are minimal. Only a few nodes are required ' to hold the 

near-empty data structures (0.002 megabytes is about 2K). In Figure 9.20 we see that the 

memory used is barely measurable. The memory usage goes up slightly as the number of 

rows increases due to the increased likelihood of overlapping tuples. The aggregation tree 

and linked-list algorithms use the same amount of memory regardless of the long-lived 

tuple percentage. Their minimal requirements for even 10,000 rows are too large to allow 

showing sufficient detail in this graph (using 900K and 450K respectively). 
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For relations with long-lived tuples, the results are much worse for the Ar-ordered tree 

algorithms; the memory requirements for the linked list and aggregation tree algorithms 

are totally unaffected by the presence of such tuples. In Figure 9.21, we see that the 

memory requirements grow larger for all three of the sorted algorithms as the number 

of long-lived tuples grow. In the upper left comer of this figure, we show the memory 

requirements of the aggregation tree, which do not change with the presence of long-lived 

mples. As the steep slope of the line shows, the aggregation tree's memory requirements 

out pace even 50% long-lived mples. 

The memory requirements of the chalkboard, 2-3 tree, and k-tree behave predicatably. 

Each algorithm's own memory requirements are ordered based on the percentage of long-

lived mples. The overall ordering of memory is roughly grouped according to long-lived 

tuple percentage. Basically, the k-tree uses the most memory of the three because each 

interior node may point to only 2 children. The 2-3 tree uses less, because some of its 

interior nodes point to 3 children. The chalkboard has a much simpler linear list, which 

will use even less main memory than the other two. For a fixed percentage of long-lived 

tuples, the three algorithms will generally be in the decreasing memory usage order of 

k-tree, 2-3 tree, chalkboard. The "bands" of memory usage do overlap; note the k-tree 

10% memory usage is slightly more than the chalkboard's 20% long-lived requirements. 

The memory used by the A:-ordered tree algorithm varied for all three testing factors, but 

the most important factor was the value of k. Figure 9.22 shows the memory requirements 

for various /^-ordered tree with no long-lived mples. Basically, the memory is grouped 

into three regions based on the values of k. Memory usage grows slightly as the number 

of tuples increases from 10,000 to 20,000, and if relatively fixed for more tuples. This 

is likely because with 10,000 mples, we do not have the maximal number of overlapping 

tuples allowed by the k value. Apparently 20,000 tuples is enough to achieve the maximal 

number of overlapping tuples with no long-lived tuples. With more mples in the query, 

we are adding and subtracting from the tree, but the maximal number of simultaneous 

overlapping tuples does not increase further. 

The A:-ordered-percentage proved to be relatively unimportant in memory usage. This 

is expected because the ordering of the mples affects the shape of the tree (and thus the 
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evaluation time), but not the actual number of nodes in the tree (which determines the 

space usage). 
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Figure 9.22: Memory Comparison forK-Ordered Relations, No Long-Lived. 

The number of simultaneous overlapping tuples increases with the change to 10% 

long-lived tuples, as shown in Figure 9.23. We only show single memory usage lines for 

the cases of k = 4 and k = 40, since they are so close together. Apparently, 100,000 

records is not enough to reach the maximal simultaneous number of overlapping tuples, 

but it is likely that eventually the memory usage will top out. 
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Figure 9.23: Memory Comparison forK-Ordered Relations, 10% Long-Lived. 

It is important to note that we do not need to study the memory requirements of other 

algorithms for various k values and k-ordered percentages. For the chalkboard and 2-3 

tree algorithms, we would first have to sort the relation before evaluating it, and thus 
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there would be no effect from the k-ordering. The aggregation tree memory usage is not 

affected by ordering. 
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We see in Figure 9.24, that the amount of memory used by the k-tree grows at what 

appears to be a linear rate dependent on the number of long-lived tuples. The amount of 

memory used by the k-tree depends on the maximal number of overlapping tuples. The 

long-lived percentage strongly influences this. For example, note that for 100,000 tuples, 

the k-tree with 50% long-lived tuples uses about five times more memory than the k-tree 

with 10% long-lived tuples. Actually the ratio is 1.628/0.325 = 5.009. The memory 

usage of the k-tree is bounded by the aggregation tree at the top; at worst, the k-tree could 

not garbage collect the tree, which would make it an aggregation tree. 
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Figure 9.25: Memory Comparison for Chalkboard, Varying Long-lived Percentage. 
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We see similar scaling in the memory required by the chalkboard as the long-lived 

percentage grows (Figure 9.25). The ratio of memory usage at 100,000 tuples, 50% 

long-lived to 10% long-lived is 0.6797/0.1366 = 4.976 in this case. The overall memory 

usage is much less, since the chalkboard nodes contain only a single pointer each, and 

there are no intermediate nodes as there are for the aggregation tree type algorithms. 

The scaling in the 2-3 tree follows the same general rules as the others: it depends 

on the number of overlapping tuples, which grows as the numper of long-lived tuples 

increases (Figure 9.26). The scaling factor is 1.190/0.2375 = 5.010. Less memory is 

used than the k-tree because there are fewer interior nodes. 

9.5 Summary 

We have demonstrated through empirical testing that if the data is truly random, with or 

without long-lived tuples, the most computationally efficient approaches are those based 

on the aggregation tree algorithms. If the data is ordered, the highlevel choice is for 

the 2-3 tree. If the data is ordered, with none or very few overlapped tuples, then the 

chalkboard algorithm is best because it avoids the overhead of the 2-3 tree. 

The disadvantage of the aggregation tree approaches is the excessive memory require

ments as compared to the other algorithms. If there are few long-lived tuples, then the 

chalkboard uses the least memory. If there are around 1% long-lived tuples, then the 2-3 

tree has about the same performance as the chalkboard, and uses less memory. As the 
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long-lived percentage increases, the 2-3 becomes increasingly superior to the chalkboard 

in every way. 

If the data is A;-ordered (with k > 0), then the k-tree is the more e£Qcient CPU 

algorithm, although the 2-3 tree uses less memory. 

In chapter 10 we will consider variations of the aggregation algorithms that operate in 

limited amounts of main memory by paging their tree structures. 
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CHAPTER 10 

Paging the Aggregation Tree 

The previous chapters assume sufficient main memory is available to store the aggre

gation tree. This chapter considers how to compute temporal aggregates using a variation 

of the aggregation tree that uses only a specified amount of main-memory. We describe 

the variation of the algorithm and evaluate the performance of this "paging aggregation 

tree". 

The paging process is similar to the limited memory merge sort algorithm. Runs are 

constructed and processed one after another until they are all consumed. There are always 

two inputs to a run, the first representing a paged-out portion of the aggregation tree, the 

second composed of tuples yet to be applied to that aggregation tree portion. Ether input 

may be empty. Complete processing of a run may require more memory than is available, 

necessitating paging a portion of the in-memory aggregation tree. The portion of a run 

remaining in memory at the end of the run is completely processed, and the results may be 

written to disk. Each run may lead to additional runs. However, since each run produces 

some portion of the final output, the algorithm always terminates. 

10.1 The Paging Algorithm 

The algorithm for paging the aggregation tree is similar in concept to the limited memory 

implementations of merge sort and hash join. We process the input tuples and if we run 

out of memory we create runs consisting of both a paged portion of the aggregation tree 

and input tuples yet to be processed against that tree portion. These runs are processed 

later. The processing of these runs themselves may exhaust available memory, in which 

case we generate yet more runs. Eventually we process all runs and have the final results. 

The more memory that is available, the faster the processing occurs, because fewer runs 

are necessary and a larger number of tuples may be processed at once. 
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We'll first describe how to process the iiutial relational input, and then describe the 

full sequence of events to process a complete run. Before we begin the algorithm, we 

need to compute the maximum number of tree nodes that our memory limitations allow, 

which is straightforward because all tree nodes are the same size, and of course we know 

how much memory is available for use. 

We begin by using the aggregation tree algorithm, which may be summarized as 

basically read a mple, update the tree. We keep track of how many tree nodes are in use 

at any one time. Recall that each additional tuple may add four tree nodes. Therefore, 

before processing each new tuple, the current number of tree nodes in use must be at least 

three less than the maximum number of tree nodes (because if we have available four tree 

nodes, then we at worst will exactly use all the available tree nodes). 

At some point, there may not be enough tree nodes. If this occurs, we need to page 

out a portion of the tree. We always page out a sequential, leading portion of the tree. 

We write out the leaves of the tree in time order beginning with the first leaf, until we 

have freed up a previously determined percentage of the tree nodes. For each tree leaf 

node that we write, we will need to represent the primitive aggregation data contained 

there. That is, if the aggregation is average or count, we need the current count over that 

interval; if the aggregate is sum or average, we need the current simi over that interval; if 

the aggregate is max or min, we need the current extreme value. We may omit a particular 

node, if the interval represented by the current node is empty (e.g., the count is 0). The 

omission of the interval will imply later that this interval was indeed empty. Recall also 

that there may be information stored in the intermediate parent nodes of the tree which 

applies to their leaves; this is easily applied to the leaves before paging by processing the 

tree in a left-depth first order. 

Writing out nodes from the beginning of the tree has several important implications. 

First, the aggregation tree that remains in memory has no holes in the middle (except 

for those intervals representing empty constant sets). The tree's leaves form a sequence. 

Second, determining if a tuple overlaps with the in-memory tree or the out-of-memory 

portion is a simple comparison, since we always know the value of the remaining leading 

chronon represented in the tree. Third, the paged-out portions are intervals, and the end 
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of one is always the chronon before the start of the next paged-out tree portion. If there 

are empty portions of the timeline, then these are represented by implicit, empty constant 

sets, which are not actually written. This may sizably reduce the number of leaf nodes 

written to disk. 

As we continue processing tuples after paging out a region, we may find that an 

input tuple applies to one or more of these paged-out portions, and perhaps at the same 

time to the tree also. We use the tuple's timestamp to determine which of the paged-out 

intervals the tuple applies to. For each of these intervals the tuple overlaps, we must write 

out information representing the intersection of the mple's timestamp and the paged-out 

interval, along with the attribute information used in the query. Finally, there may be a 

remaining interval of the tuple which needs to be applied to the in-memory aggregation 

tree. 

Eventually for a particular nm or step, we have applied aU the input tuples, and even 

if we did not have enough memory, we stiU have some portion of the aggregation tree 

remaining in memory. For this portion of the aggregation tree, we have all the information 

necessary to compute the final aggregate values. We compute these final aggregate results 

and keep track of these in a separate set of "final aggregate runs". Recall that the semantics 

of temporal aggregation do not require returning the results in time order. 

Now we describe the additional processing for each of the runs. The first stage of 

processing a run is reading back in the paged information from the aggregation tree. Note 

that this paged tree will always fit in memory, because we always use the same amount 

of memory in each run, and the tuples were written as a portion of an existing in memory 

aggregation tree. The information was written out in time order. As we read these tuples, 

we recreate an aggregation tree. Because we are creating the tree in order, we can attempt 

to create a perfect binary tree, and at least create as perfect a tree as possible. We do 

this by using a stack of nodes to remember what has come before us. Let's illustrate the 

process by describing how to build the tree with the first four tuples. We read in the first 

tuple from the run file, create a tree node, and push it on the stack. We read in the next 

tuple, create a node, and pop the single first node off the stack, and now we add a parent 

node, and we have a binary tree with two nodes. Push this binary tree back on the stack. 
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Read the next node (the third) , see if the tree on the top of the stack has as many nodes as 

the current tree (two is not the same as one). We push the single tree node with the third 

tuple on the stack; the stack now has two elements, the first element has the tree with the 

first two nodes in it. We read the fourth tuple, create a node, and notice that the current 

tree has the same number of nodes as the tree at the top of the stack (both have one node). 

We pop the stack, create a new parent node for both of these one node trees. Now we have 

a tree with two leaf nodes. We check and again the stack has a tree with the same number 

of leaf nodes as the current tree. Pop the stack, create a new parent node, and now we 

have a perfect binary tree with four elements. The stack is empty, so we push this new 

tree. Continue processing all the tuples in this fashion, and perhaps at the end there won't 

be a perfect binary tree, but it will be close, with the left half of the tree a perfect binary 

tree. 

After we have read the tree back into memory then we need to process each tuple in 

the associated part of the run against the current tree. We may again run out of memory, 

and generate yet more runs. At the end of processing this run, there will be some portion 

of the tree remaining in memory. For this part of the tree, we will be able to compute the 

final aggregate results, and we store these results in a "final aggregation run". Since we 
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always have some final aggregate results for each run, we always make some progress, 

and therefore, we will always terminate. 

Figure 10.1 shows the data movement for the first two runs. The initial run is shown 

in (a). We see in (1) that initially we read the data, and begin to construct a tree. If there 

is insufficient memory to contain the tree, we must page out a portion of the tree as shown 

in (2). There may be tuples that overlap the paged portion of the tree, and these must 

be saved (3). Eventually, all tuples have been processed, and we may write out the final 

results for the nodes still in the tree (4). The processing of the second run begins in step 

(S). This shows that we read back the paged tree firom step (2), then apply the associated 

tuples from step (3). This process will repeat until all final runs are exhausted. 

10.2 Evaluatmg the Pagmg Aggregation TVee 

Characterizing the general performance of the paging aggregation tree evaluated over a 

random relation is simple; the more memory, the faster it runs. Figure 10.2 illustrates 

this. Note the x-axis is logarithmic. As such, this graph is different than previous graphs. 

For each line, we fixed the number of rows (100,000 for the top two lines, 90,000 for the 

bottom), and instead showed that as memory increases, the nimiber of operations decrease. 

These results are shown for randomly ordered relations. The top two lines, which are 

almost colinear, one with 50% long-lived tuples, the second with no long-lived tuples, 

show that the paging aggregation tree's performance is barely affected by the presence of 

long-lived mples. The cost of paging, writing, and reading back in again a portion of tree 

is the same whether tuples overlap only nearby tuples, or tuples far away in time. 

The line representing the performance result for the case of 90,000 tuples shows 

another aspect of this algorithm. For a fixed number of tuples, eventually, the entire 

aggregation tree will fit within memory. Thus adding more memory does not improve 

perfonnance in any way past this point. This line shows that four megabytes is enough 

memory to contain the aggregation tree for 90,000 tuples. 

Once a paging aggregation tree is available, we need to determine whether it will 

be faster than the alternatives over random relations. Either page the tree, or sort first, 

then apply one of: the chalkboard, 2-3 tree, or K-tree algorithms. Figure 10.3 shows 
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us that the paged aggregation tree is going to be better than the alternatives for most 

cases. Regardless of the presence of long-lived tuples, the paged aggregation tree is as 

fast as the others combined with sorting. With only one percent long-lived tuples, the 

other algorithms are significantly slowed. To simplify this figure, we showed only the 

single fastest algorithm for both no long-lived tuples and also for 1% long-lived tuples 

(the chalkboard in both cases). The performance of the other algorithms is bounded above 

the chalkboard lines (at 0 and 1% long-lived at least). Notice though that as the number of 

long-lived tuples grows to 20%, the chalkboard rapidly becomes ineffective. On the other 

hand, there is not that much difference between 1% long-lived and 10% long-lived for 

the 2-3 tree (the 20% long-lived K-tree uses more than 0.5 megabytes of memory). The 

choice of algorithm is clear when one-half megabyte of ram is available, and the relation 

is known to be unsorted. 

For comparison purposes, we add in the performance of the non-paging, in-memory 

aggregation tree; the in-memory aggregate tree is the fastest of these algorithms. Directly 

comparing both paging and in-memory aggregation trees shows the tradeoffbetween space 

and time. The non-paging aggregation tree requires slightly over 9 megabytes to process 

100,000 tuples (from Figure 9.19). Yet this reduces by less than half the execution time 

of the paging aggregation tree, even when memory use is limited to one-half megabyte. 



(j) 
c 

~ .E 
c 

::.:=-
(/) 

c 
0 

~ 
Q) 
a. 
0 
0 
Q; 
.0 
E 
::::J 
z 

300 

250 

200 

150 

100 

50 
- _ . .o -· 

-~_-.:: ·<~~::~-- ........• .......... •.... 
·· ··•··· ·· ···· ·• .. 

- ~ · 

···· • ···········• · .. . • . . .. 

0 +---~--~--~----~--~--~--~~--~---+ 
1 OK 20K 30K 40K 50K 60K ?OK 80K 90K 1 OOK 

Number of Tuples (K=1 000) 

Figure 10.3: One-half Megabyte: Paging vs. Sorting, Random Ordering. 

174 

Notice the slight bend in the lines which include sorting between 20,000 and 30,000 

rows. This is where the sort with a half megabyte runs out of space to sort the relation 

in-memory. The big jump is because it is spilling the relation. Look for a similar jump in 

the one megabyte case below. 

As we increase the amount of ram to one megabyte, we see that the paged aggregation 

tree is even more effective than its alternatives (Figure 10.4). The jump in the sorting 

cost here is between 60,000 and 70,000 tuples. Less than 64K tuples (of size 16 bytes) 

may be sorted with one pass when limited to a megabyte of memory. At 70,000 rows 

the sort must spill, and the cost is much greater. The performance of the paged tree is 

improved because it needs to page less. It can do more in each pass because the size of 

the in-memory tree is increased. 

Now that we have seen the performance of the paging aggregation tree, we need to 

consider its performance over sorted relations. Figure 10.5 provides the surprising results. 

The results are the reverse of what might be expected. The more memory there is, the 

slower the paging trees perform. This is because the majority of the cost of computing 

a aggregation tree type algorithm over an ordered relation is spent searching the induced 

linear aggregation tree. The more memory that is available, the worse the performance 
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is. The most expensive algorithm on this figure represents the in-memory aggregation 

tree computed over a sorted relation with no long-lived tuples, and this requires 9.2 

megabytes. This is equivalent to the paging aggregation tree when allocated the same 

amount of memory. As the memory available to the paging aggregation tree increases, 

the algorithm's performance moves closer to that of the in-memory tree. 

One difference from the in-memory aggregation tree is that long-lived tuples did not 

affect the performance of the paging aggregation tree when the relation is ordered. This 

is because the long-lived tuples did nothing to affect the worst problem in performance, 

the size of the linear list. If the paging tree's memory was increased to be closer to that 

required for an in-memory tree, the presence of long-lived tuples would likely be more 

disruptive. 

The behavior of the paging tree when the data is strictly sorted is instructive to consider. 

We always page from the beginning of the tree, so as the tree runs out of memory, we 

page from the beginning of the tree but probably never find more tuples overlapping that 

portion of the tree. If we only knew, we could finish processing that portion of the tree 

without reconstructing it later on. We continue adding more tuples to the tree, again 

writing out the first part of the tree again. We repeat this until all tuples are processed 
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against the intitial tree, and write out the final aggregate results for the nodes remaining in 

the tree. There are likely very few if any tuples associated with any paged out tree portion 

which need to be applied against it. None the less, we read back each paged portion, and 

probably just write the final results for each portion. The limited memory size constrains 

the size of the linked-list in-memory. When more memory is available, more work is done 

searching a larger list. Reading the paged tree portions from disk is inexpensive because 

no further processing is required. 

If a very small amount of memory is available, it is likely that the paged tree's 

performance would be closer to that of the randomly ordered aggregation tree, but it 

would never be the same because of the extra overhead of reading and writing portions of 

the tree to disk. With 600K of memory available, the paging aggregation tree processes 

100,000 records requiring 9129 million CPU operations. Only 166 million CPU operations 

are required to process the tree if the relation is randomly ordered. We were not able to 

test the behavior of smaller amounts of memory than 600K because we exceeded the limit 

on the number of simultaneous open files in our testing machine (128 was the operational 

limit). 

When computed over A:-ordered relations, the paging aggregation tree performs simi

larly to the case of ordered relations. 

One final characteristic of note needs to be discussed. If the relation is randomly 

ordered, the more memory the paging aggregation tree has, the better performance it 

provides. If the relation is sorted, or close to sorted (i.e., fc-ordered), then the more 

memory the algorithm has available to it, the worse it performs. This is very unusual to 

have such different behavior. It is rare for extra memory to slow an algorithm down. 

103 Heurestically Choosing an Algorithm for Temporal Aggregation 

In a query optimizer, given various statistical information about a relation, the task 

of choosing among the various in-memory and memory limited algorithms might be 

confusing. Therefore, we provide the following guide to choosing the best algorithm. 

First choice is based on the temporal ordering of the relation, then we make different 

choices based on the availability of memory and the presence of long-lived tuples. 
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1. Special case: if very low memory is available, and computation time is not impor

tant, then the only algorithm possible is the paging aggregation tree, since it is the 

only algorithm which uses arbitrarily low amounts of memory. 

2. If tuples are known to be randomly ordered by time, 

• low memory available: paging aggregation tree will be the best approach; this 

is primarily because its performance is typically less than twice as slow as the 

very quick aggregation tree, yet uses very little memory. 

• enough memory to store aggregation tree: in-memory aggregation tree will 

save half of execution time of paging aggregation tree. 

• not sure about memory (either memory availability, or memory required): use 

in-memory aggregation tree, and use as much memory as available; might get 

lucky and it will all fit in memory, but if paging is required, at worst probably 

only twice time of in-memory aggregation tree. 

3. If nothing is known about tuple order, 
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• long-lived 1% or less: sort first, then apply chalkboard; chalkboard uses very 

little memory and is very efficient if few overlapping tuples, and sorting may 

use arbitrarily small amounts of memory. 

• long-lived >1%: sort first, then apply 2-3 tree; 2-3 tree uses less memory and 

has better performance than the alternatives. 

• unknown long-lived%: sort + 2-3 tree; because this algorithm maintains 

reasonable performance when compared to others, and also its worst case 

performance does not degrade as much as that of the others. 

4. If mples are known to be sorted, or K-ordered, 

• totally sorted: see number 3, except no sorting is required. 

• fc-ordered: 

- memory usage unimportant: the k tree would be the best algorithm in all 

cases, because the other algorithms would require first sorting the input. 

- if memory usage was important, then if the long-lived percentage was less 

than 20%, then still the K-tree would be better than the other algorithms. 

If there was more than 20% long-lived, then the best algorithm is sorting, 

then applying the 2-3 tree. 

Now we explain some of the more complex choices described above. One reason why 

it might not be known how much memory the aggregation tree would require is because 

the estimate of the number of unique timestamps in a relation might not be accurate. If 

there are u unique timestamps in a relation, then any aggregation tree algorithm requires 

4u — 3 tree nodes to fit within memory. We will show this with two lenmias. 

Lemma 6 Each unique timestcanp in a relation adds at most two new tree nodes. 

Consider an existing tree node, and a new timestamp which is between but not equal 

to the node's start and end times. We must divide the original node, which is now the 

parent to two children. Each unique timestamp adds 2 nodes. 
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Lemma 7 An aggregation tree computed over a relation with n nodes and u unique 

timestamps requires 4u + 1 tree nodes to fit within memory. 

Recall that the aggregation tree requires the same number of nodes regardless of the 

topology of the tree. Counting the original empty timestamp in the tree, adding u unique 

timestamps to a tree will lead to a tree with 4« + 1 nodes. 

The number of unique timestamps u for a relation with n tuples must be at least 1, 

and as many as n. If it were difficult to estimate u, then the actual memory requirements 

would be difficult to know. 

If the relation is known to be ordered by time, then the practicality of the paging 

aggregation tree has two opposing forces acting on it. First, the alternatives will be very 

efficient as they are when the relation is ordered. But the aggregation tree may gain 

something from its paging. In the current implementation, we always page from the 

beginning of the tree. As the paging algorithm begins to add nodes to the tree, a linear 

structure develops because of the ordered nature of the nodes. When paging is required, 

the leading nodes of the tree are always paged. This works very well in this simation, 

because we are in effect reducing the size of the linear tree each time, and we will not have 

to defer processing any tuples in these regions of three. Indeed, the smaller the amount 

of memory available, the faster this will go. We will still have to read the mples back in 

again of course, so it is unlikely to be more efficient than the alternatives. 

10.4 Summary 

The previous section contains a sequence of choices which may be used to choose the best 

algorithm in every case. Here we simmiarize the choices for the new algorithm introduced 

in this chapter. 

The paging aggregation tree is the most efficient choice if very little main memory is 

available, and the relation is known to be disordered. It's efficacy is unaffected by the 

presence of long-lived mples. If the relation is randomly ordered, and there may not be 

enough memory to store the aggregation tree, then the paging aggregation tree will be the 

best choice. This is due because if it is not necessary to page the tree, it will perform 
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asymptotically similar to the aggregation tree (there will be a slight overhead checking 

each tuple to see if it overlaps with the empty paged out portion of the tree). 

If the relation is ordered or close to ordered (K-ordered), then the paging aggregation 

tree is probably a poor choice. If absolutely nothing is known about the relation, then 

the proper choice is probably sorting the relation, then applying the 2-3 tree, because the 

worst case performance is much better than that of the other algorithms. 



181 

CHAPTER 11 

Cost Estimation of Temporal Aggregation 

In this chapter we describe how a cost-based optimizer would choose between various 

temporal aggregation algorithms [Selinger et al. 1979]. We describe a basic framework 

for cost estimation, explain how to compare different types of costs, and provide cost 

equations for the temporal aggregate algorithms. 

Cost-based optimizers use n-dimensional weighted cost vectors to model various 

aspects of query execution, especially the computational and I/O aspects. The vectors 

are combined in cost equations that yield cost estimates that are compared to determine 

the cheapest or best operator tree in each particular situation. The dimensions represent 

disparate cost components that affect query execution. Many aspects of execution have 

been suggested for separate measurement, including but not limited to CPU utilization, 

available main memory, various I/O transfer costs (CPU to first level cache, first level cache 

to secondary cache, and most importantly main memory to disk), network communication, 

response time, locking overhead (scanning a table generally locks an entire table so it is 

preferable to seek to a more limited portion of a table for databases experiencing high-

concurrency activities), and a variety of parallelism measures. The cost vectors are 

weighted because generally it is too complex to compare arbitrary n-dimensional vectors 

to determine which of two or more operator trees (represented by the costs) is cheapest. 

Topically, cost-based optimizers assign weights to the cost components and simply add the 

components together, resulting in a cost estimate which is a single number. This approach 

also makes it easier to accumulate costs for entire query trees, from the source of tuples 

to the top of a query graph. 

Costs are computed based on the operators in a query, the environment the query runs 

in, and the specific relations in the query. Different operators have significant performance 

differences; e.g., a nested loops join requires no additional memory for the operator itself. 
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yet a hash join needs memory to store the hash table. For the purposes of this description, 

as is very common in practice, we assume the existence of a perfect metric machine. 

This metric machine is used to determine the basic fixed operational performance of the 

query processing environment, such as how many integers may be compared per second, 

and how many disk pages (of some fixed disk page size, such as 8k bytes) may be read 

or written per second. The performance of the metric machine never varies. When 

optimizing a query and constructing cost equations which are compared to each other, 

the optimizer has access to basic statistical information about the relations in the query, 

such as the number of tuples in these relations, the average row size of the tuples, and the 

number of disk pages needed to store the tuples. Additionally, required estimates of the 

number of tuples passing through any operator, especially for selective operations such as 

filters and joins, are available at any point in the query tree, as is the number of distinct 

values, frequent values, sort order of the tuples, number of unique timestamps, and any 

similar information needed to estimate query performance. 

An important underlying assumption is that this characteristic information is com

pletely accurate. In practice, of course, a certain degree of robust distrust must be applied 

to such estimates so that if the estimates are off the performance of a query will not differ 

significantly from the expected performance. Such robusmess assumptions are beyond 

the scope of this document. 

Additionally, the cost equations are not intended to be exact, as this is impossible, but 

are instead directed towards modeling the average case. If there are frequent observed 

results which are grossly more expensive than the cost suggested by the average case, then 

the average case costing may be extended to consider more special cases. The costing 

equations presented here are designed to represent the cost for the average case. Thus we 

speak of binary trees with the number of leafs a perfect power of two, and the average 

number of overlapping constant sets a tuple overlaps. 

11.1 Costing Framework 

Our costing model estimates resource time usage for only the two most important aspects 

of algorithm execution: the CPU time and the I/O time required for writing mples between 
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main memory and disk. These measures are very adequate for characterizing performance 

of most database operations. For CPU time we estimate the resource time required for 

only the CPU operations. Measures of I/O time are concerned with non-overlapped time 

to read or write distinct pages to disks. Database operations may use either or both 

cost components. For example, sorting a large number of tuples entails a CPU cost 

component corresponding to comparing the sort keys of the mples. And if the tuples 

exceed the memory size allocated for the operation, there will be an I/O cost to read and 

write the tuples as the phases of the sort proceed. A filter operation, where a predicate is 

evaluated against each tuple, would incur only CPU costs. This model does not consider 

the overlap of simultaneous I/O and CPU operations. For example, if a query required 

reading tuples from disk and then filtering each one, it is likely that there would be some 

amount of overlap between the I/O operation of reading the tuples and the CPU operation 

comparing the tuples. Generally, this overlap is not significant enough to impact accurate 

cost estimation. 

We will use the very convenient weight of 1 for both CPU and I/O costs, allowing the 

simple sunomation of these two measures to arrive at a comparable cost. This is made 

possible by our calibration of CPU and I/O costs such that a measure of 1 is equivalent to 

one second of response time. We do not actually provide the number of I/O's per second 

or other similar quantifications of the metric computer's performance; we assume they 

are available. 

Our model assumes an iterator-driven query execution, where the query operators pass 

tuples between operators (from child to parent) one mple at a time, upon request from the 

parent. Operators will compute two separate costs, the local cost and total cost. The local 

cost is the sxmi of whatever CPU or I/O costs an operator incurs in processing all tuples 

through that operator only. The total cost of an operator consists of the operator's local 

cost plus each inmiediate child's total cost. The total cost of the top operator in the query 

tree then is the amount of time the query is expected to require to complete execution. 

In the rest of this chapter, we will describe cost equations for modeling the performance 

of several snapshot operators and then expand the equations to describe the performance 

of temporal aggregation. 
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11.1.1 Standard Terminology 

To describe cost equations, we make use of basic variables for such quantities as the 

expected number of tuples inputted to the operator and the expected number of tuples 

produced by the operator. As we mendoned before, these are assumed to be correct. 

Table 11.1 provides a list of these along with their description. 

Certain computed constants are useful, especially if they are used frequently in cost 

equadons. As an example, the cost to compare two integers might be stated as intjcomp. 

However, it is much more convenient to express comparison costs generically, and there is 

no advantage to the tedious description of costing equadons for the various comparisons 

of integer vs integer, float vs float, float vs integer, etc. We therefore express the cost of 

predicate comparisons, for each row, as pc. This generic fimction stands in the for the 

appropriate comparison cost at each point. If we were comparing two integers, then the 

cost would be different than if we were comparing two strings, or three pairs of floating 

point values. 

Variable Description 

rows consumed as input to this operator 
'*001 rows produced by this operator 

intu:omp per row cost to compzire two integers 
pc per row predicate comparison cost 

aggf cost of both initializing an aggregate state and performing 
final aggregate processing 

agg,. cost of updating an aggregate state 
hashJnit cost of initializing a heish node 

R s  cost to read a sequential page 
W, cost to write a sequential page 
p  size of a page in bytes 

Ma memory available for this operator's execution 
Mh memory requited for hashing 

hashxolumn cost of hashing group-by columns 
avgJfucketJen average length of hash bucket chains 

fo fan out factor of hash operator 

Table 11.1: Variables and Computed Constants 

In our first costing description, for the snapshot stream group-by operator, we specify 
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the separate (but typically insignificant) costs for the different aggregates. The division 

that is performed to compute the average typically adds an insignificant amount to the 

aggregate cost. Therefore, for all aggregate algorithms, there is no effective difference in 

cost, regardless of the aggregate. Recall however, that the 2-3 tree is the only algorithm 

which requires additional computation for the MIN and MAX aggregates. We provide 

separate cost equations only for this case. The typical aggregate operations of updating 

the PAD for an aggregate is specified by agg^, and any operations necessary to compute 

the final aggregate value are described the aggf. 

11.2 Snapshot Aggregation Costing 

The general simation for which the stream group-by operator is best is if the tuples are 

available already sorted on the grouping columns. If there are only a small number of 

groups expected and the tuples are not available sorted by the group-by columns, then 

the hash group-by is probably best. Typically, there is a tradeoff depending on many 

factors of the query, including how many columns are we grouping on, how many groups 

are expected, what sort orders are available, and is the hash table expected to fit within 

memory. 

A costing choice is usually not as simple as choosing the cheapest alternative at each 

point in the tree of relational algebra tree. For example, in a particular query, it may be 

cheaper to do hash group-by than stream group-by, but if the query requires the results 

to be sorted by the group-by colunns, then almost certainly the stream group-by is best. 

The query optimizer uses the results from the cost equations to compute the total cost of 

a query tree. It is in this later step that the entire cost is considered. The structure of 

the query optimizer separates the individual cost equations from the costing of the entire 

query. 

11.2.1 Stream or Order-based Group-By Operator 

The cost equation representing the performance of a stream grouping operator is relatively 

simple. The tuples must be sorted before this group-by operator may be applied. 
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The statistical information needed for computing the cost of stream grouping consists 

of the number of tuples the operator reads, the number of grouping columns, and the 

expected number of groups produced by the operator. The actual group sizes themselves 

generally do not matter as the same comparisons must be performed regardless of the 

output cardinality. 

The different operations performed once for each group to complete the final aggregate 

value, such as the division for the aggregate AVG do not really impact the costing functions, 

although as mentioned above, for this operator only we describe them for completeness. 

Determining the boundaries of groups is a simple comparison between the previous 

tuple's grouping attribute value or values and the current mple's grouping attribute values. 

This cost may differ between different attribute types (integer comparisons are likely to 

be faster than character string comparisons); we always use the generic pc to describe the 

cost. 

As far as the aggregates themselves, the specific aggregate function itself is generally 

insignificant; we provide specifics here for completeness, even though in practice for 

commercial query processing systems, it is not necessary to consider these costs separately. 

For the SQL aggregates COUNT and AVG, we must increment a counter for each tuple. 

For SUM and AVG we must maintain each group's rvmning total. For MIN and MAX we 

must compare the current value with each group's extreme value. And for AVG we must 

of course divide the sum by the count at group termination time. 

The cost for this operator is based on comparing each mple's grouping value, and then 

a cost that differs based on the number of groups and the specific aggregate function. 

lO Cost: 0 

CPU Cost: Tj, *pc + r„a * aggj + 

Tja * int_addition (ifCoiint) 

Tin * add +r„^* div (if Avg) 

Tja * int_addition (if Sum) 

Tin * pc (ifMin) 

Tin *pc (if Max) 
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Note that the check for NULL values is performed in the check for change of group, and 

is hidden in the cost of pc. 

Snapshot Hash Group-By Operator 

A hash operator may be used to compute aggregate grouping by hashing the group-by 

columns and storing information in a hash table. Each unique combination of the hash 

columns will have an entry in the hash table, with the same information stored as used by 

the stream group-by. The difference is that the the stream group-by only stores the state 

information for the current group, while the hash join operator stores the state information 

for all groups. Only after all the input has been consumed and placed in the hash table 

will the results begin to be produced. 

There are several major costs that vary depending on the data in the columns we are 

grouping over. The first is whether the hash table along with its hash chains and state 

information will fit within memory. If the table consumes excessive amounts of main 

memory (which is the case when there are many groups), then portions of the hash table 

will have to be written to disk, and then later read back. Additionally, if there are many 

unique groups, and the groups happen to hash to a small number of buckets, then for each 

row to be inserted into the hash table, a long bucket chain (i.e., a linear linked-list) is 

searched or walked until the correct hash entry is found. 

Since the cost equations are relatively complicated, we describe the components in 

detail, begiiming with CPU costs. For each input tuple, we hash the group-by columns, 

search the hash buckets until a match is found, update aggregate information, and perform 

final aggregate processing. We must also initialize the aggregate state once for each output 

group (since we will be initializing that particular aggregate state once inside the hash 

table), and perform final aggregation processing once for each group. We introduce a new 

constant, hash-column, representing the cost to hash the group-by columns in each row. 

We also need an estimate of the average chain or bucket length in the hash table, and we 

utilize the constant avgJbucketJen for this value. The cost to initialize each hash bucket 

node is hashJnit. 

There is no I/O cost if the hash table size fits within the memory available to the hash 
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operator. If the hash table size does exceed memory, then the I/O cost depends on how 

many times the relation is paged to disk, and this depends in turn on the fanout factor 

ifo, or how many subdivisions a hash table divides itself into when it pages). The paging 

aggregation tree uses as many subdivisions as necessary. The hash operator we describe 

here uses a fixed number, and a typical fanout factor is 12. Suppose that we needed twelve 

times as much memory as was available to hold the hash table. We would read in the 

relation one time, determine which region each tuple was associated with, and write the 

tuples to the proper paged portions. Next we would process each region in turn. Assuming 

perfect region subdivisons, we would then read each paged portion back, and each would 

fit within memory. The entire required I/O is reading and writing the relation one time. 

If the hash table size was 13 times larger than would fit in memory, then it would require 

a litde more than reading the entire relation once, yet less than reading the relation twice 

during the hashing process. Therefore, to compute the number of phases required we use 

the logarithm, base fanout factor, of the ratio of the memory required to hold the hash table 

over the amount of memory available. Our cost equations give costs in terms of sequential 

and random page reads and writes. Notice that in the costing equation below for the I/O, 

we multiply the number of phases by the size of the memory available in pages, which is 

equivalent to computing the cost to read and write the entire relation times the number of 

phases. 

This estimate of the I/O required is very dependent on the behavior of the hashing 

function. If the groups do not hash equally among the paged-out portions, then more I/O 

will be required. As this is not usually a problem, in practice we ignore this real world 

difficulty. Some cost-based optimizers try to estimate whe±er this will be a problem in 

practice, and consider it in their costing equations. The size of Mh depends on the number 

of rows, the number of hashing columns, the aggregate, the number of hash buckets, and 

the per group hash overhead. 

lO Cost: 
0 0 i f  M h <  M a  
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Tin » hashjcolumn +rj„ * ^ * avgJbucketJen + ra * agg^ * pc+ 
CPU Cost: 

* aggf  +r^* hashJni t  

Similarly to the stream group-by, the check for NULL values is performed in the check 

for change of group, and is hidden in the cost of pc. The hashing operation is assmned to 

be able to handle NULL values. 

113 Cost Estimation of Temporal Aggregates 

Temporal costing requires approximating additional, complicated statistical estimates that 

snapshot aggregation does not require, such as average number of constant sets a tuple 

will overlap. Some of this information will almost certainly not be available, because it 

would require too much overhead to maintain. In such cases, we provide the maximum 

and minimum values and suggest a useful heurestic approximation. Table 11.2 lists the 

interesting statistical distributions that we need to estimate. 

Snapshot grouping is concerned with grouping by tuple attributes. Temporal aggrega

tion algorithms group by time. Each temporal costing equation includes a cost to compare 

timestamps {tsc), instead of a cost to compare the group-by columns. 

Since the minimum and maximum values for the average tree depth of an aggregation 

tree {atd) are so different, for an estimate we use the geometric mean of their values 

instead of their average. 

113.1 Chalkboard Algorithm 

Recall that the input to the chalkboard algorithm must be sorted by time. Since the tuples 

are sorted by time, then the cost may be less than O(n^), depending on the number of 

long-lived tuples and the average number of tuples overlapping each constant set. The 

best performance for this algorithm is the case where no tuple overlaps any other tuple. 

The cost in that case will be 0{n); this is because the linked-list never contains more 

than a single element. The worst case is where every tuple overlaps every other tuple, 

but the end times are all different, requiring searching the list of existing tuples for each 

new tuple, O(n^). The worst case is the case where the second tuple must search a list of 

length one, the third tuple must search a Ust of length two, and so forth. 
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Measure Description Min Max Heurestic 
tsc time to compare two 

timestamps 
constant constant 

chalkJnit time to allocate and initial
ize chalkboaid nodes 

constant constant 

treeJnit time to allocate and initial
ize aggregation tree nodes 

constant constant 

ano the average number of 
constant sets each tuple 
overlaps 

0 ''in log Tin 

annu average number of inter
mediate tree nodes up
dated for each tuple 

0 ru, log log ru, 

atd average depth of tree Iogr« rau, y(logr«)2 + r^ 
aktd average depth of k-tree log4A: ^oa \/(log4A:)2 + 

23-nodexreate time to initialize a 2-3 tree 
leaf node 

constant constant 

23-nodeuIelete time to initialize a 2-3 in
terior node 

constant constant 

23-avg-depth average depth of 2-3 tree loga log, r„ log, rout+IOK, rem 
o 

23-balance-cost cost to balance a tree node constant constant 
23-avg-nonIeaf-nodes average number of interior 

nodes in 2-3 tree 

"•out —1 
2 - 1 3 * 4 

Table 11.2: Temporal Aggregation Constants and Estimates 

To determine where the particular relation is between the two extremes, we must be 

able to estimate the average number of constant sets each tuple overlaps, represented as 

ano. If no tuples overlap, this number is 0. If all tuples overlap, this number is the size of 

the input, ry,. 

The CPU cost is a combination of searching for overlapping timestamps and the 

typical aggregation overhead. For each tuple, we must update the aggregate values for 

each overlapped constant set. Recall that these constant sets are stored in a time-ordered 

linked-list. For each new tuple, we scan the chalkboard, writing out the constant sets 

which terminate before the current tuple. In the end we will do this times. Regardless 

of the number of constant sets overlapping any particular tuple, the cost of chalkboard 

node initialization {chalk Jnit) depends on the number of results produced. 

Since the chalkboard algorithm runs in-memory only, the I/O cost is zero. 



191 

lO Cost: 0 

CPU Cost: * emo * tsc + r„ * ano * agg^ + * agg/ + » chalk Jnit 

113  ̂ Aggregation TVee 

Unlike the chalkboard algorithm, the input to the aggregation tree may be sorted or 

unsorted by time. Like the chalkboard algorithm, the aggregation tree must fit within 

memory. 

There are two primary performance characteristics which are governed by the input 

relation. The first is the temporal ordering of the tuples, and the second is how many 

constant sets an average tuple overlaps (i.e., and). 

The ideal topology of the aggregation tree is the case where the tree is closest to being 

perfectly balanced. In such a case, the time to add n tuples to the tree would he 0{n log n). 

If the topology of the tree is such that it is linear, which would be the case if the tuples 

were sorted by time, then the topology of the tree would be roughly linear, and the time 

to add n tuples would be 0{n^). The average depth of the tree is specified by atd. 

The basic algorithm for the aggregation tree consists of searching the tree for the 

constant set nodes containing the tuple's start and end times, updating and possibly 

splitting these nodes, and searching and updating the tree nodes between these nodes. 

Unlike the chalkboard algorithm, with the aggregation tree one need not update every 

intervening overlapped constant set; it is possible to update a single parent node which 

overlaps a sequence of constant sets below. This is a difficult measure to calculate, so we 

will represent this in the costing equations by annu. There are additional costs associated 

with allocating tree nodes, and performing aggregate initialization and final aggregate 

processing. 

lO Cost: 0 

(2 * — 1) * tree Jnit + rj,, * atd *2*tsc-\-

Tott  *  tree  Jni t  +  *  armu *  agg^ +  r„* aggj  
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1133 K-Ordered Aggregation Tree 

The if-Ordered Aggregation Tree is similar to the aggregation tree except that the size of 

the tree at any time is limited to be at most 2k nodes, because of the fact that the nodes 

are out of total time order at most k positions. Interestingly, the k-tree will create and 

destroy the same number of tree nodes as the aggregation tree, even if the aggregation 

tree has them all at once, and deletes them all at the end, while the k-tree deletes them and 

allocates them repeatedly. Yet both use the same number of nodes at the end. 

The costing will be very similar to that of the aggregation tree, except instead of using 

the average length of the entire tree, we will use the average k-tree size. 

lO Cost: 0 

rT>¥T n ^ (2 » - 1) *treeJnit + * aktd * 2 * tsc + 
U L'OSt* 

Toa * treeJnit + ri„ * annu * agg^ 

113.4 2-3Ttee 

The 2-3 tree is yet another in-memory structure, the difference being that this tree is 

guaranteed to require at most 0(n log n) time for searching and updating the tree n times. 

The input must be sorted by time. Based on the fact that we use the 2-3 tree to store only 

the constant sets of the result, the tree size will depend on the number of constant sets 

(i.e., r„). However, we trim the tree as we go; therefore, tree size actually depends on the 

average number of constant sets each mple overlaps (i.e., (mo). The tree height will be 

between logj and logs worst, but the average depth is 23-avg-depth. 

Estimating the number of interior nodes in the tree at any one times requires estimating 

the number of interior nodes. If the tree is in the form of a binary tree, the tree height 

will be maximized. A perfect trinary tree has the least depth, and least interior nodes. In 

practice the 2-3 tree is between the two extremes. If the tree has I leaf nodes and is a 

binary tree, then there are n — 1 interior leaf nodes in the tree. If the tree is a perfectly 

balanced tree, with the nimiber of leaf nodes a power of three, then there are (n — l)/2 

interior nodes. The total number of leaf nodes is r„. The total number of interior nodes 
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created over the running of the algorithm is between ro« — 1 and (r„ — l)/2. We use 

the geometric mean of these two figures as the expected number of leaf nodes, which is 

yjir^ — ly + (r„ — 1)^/4. Node creation and deletion are considered to have a constant 

cost (IS-nodejcreate, 23-node^elete). 

The cost includes certain fixed costs, such as the number of leaf nodes created, that do 

not depend on the average number of overlaps. Other costs, such as the average height of 

the tree do depend on average number of overlaps. 

Let's consider each of the costs in turn as we insert a tuple into the 2-3 tree. 

1. Search for for constant sets that terminate before the new tuple begins, and possibly 

write them out: Overall, we write out results, and each one involves deleting a 

node from the tree, and updating the roots aggregate data. 

2. Insert the tuple's start time; Search for the tuple's start time. Either update an 

existing node's aggregate data, or split an existing node. If we split an existing 

node, we need to delete the node, then insert two nodes. After inserting the mple, 

we then update the root's aggregate data. We split existing nodes times. To 

estimate the number of times we update a node in place, we consider the difference 

(2 • Tin — r„). This value is the number of times we update an existing node. We 

estimate half of these updates are for the start time, half for the end time, although 

it does not matter which is which. 

3. Insert the tuple's end time: repeat the above process. 

Each time we insert or delete a node from the tree, we search for that node beginning 

from the root of the tree. There may be tree rebalancing, but over the entire sequence of 

tuples, the total work is expected to average ('"'"•'"ft ano)+(r««.iog^ ano) moves. 

The costing equations are complex because of the need to repeatedly take the average 

of the best and worse case tree operations, based on logj and logg. We use the constant 

23-avg-depth to represent the average tree depth. 

The first CPU costs are for creating and deleting tree nodes over the execution of the 

algorithm, both for leaf nodes and interior nodes. Next are the costs for balancing the 



194 

tree over the entire sequence of work; recall each unique timestamp leads to a deletion 

and two insertions. We must update the root state once for each insertion. We search for 

nodes ending before each nodes start time, and also search for the nodes containing each 

tuple's start and end times. We must search for every insertion and deletion. Next we add 

the cost for every insertion which is merely an update of a leaf node's aggregate data in 

place. We perform final aggregate processing once for each output tuple. 

lO Cost; 0 

Toa,* {23-nodejcreate + 23-nodejdelete)+ 

* (23-nodejcreate + 23-nodeAelete)-\-

3 * * 23-avg-depth * 23-balance-cost+ 

'•in * agg^+ 

CPU Cost: Tin * 23-avg-depth * tsc-\-

Tjo * 2 * 23-avg-depth * tsc-\-

r„*Z* 23-avg-depth * «c+ 

r„) * agg^-k-

Too. * agg J 

113J Paging Aggregation TVee 

The primary difference between the aggregation tree and the paging aggregation is that 

we may read and write and process the tuples many times before completing processing. 

Each pass may page tuples and portions of the tree to disk. The costing is based on the 

assumption that whenever tuples are paged, equal numbers of tuples are written, or an 

integral multiple of the basic number of tuples is written. The cost equation is exceedingly 

complex even with this assumption. 

The average number of results written to each final set is easy to calculate. Because 

of the binary in-memory tree, if there are I leafs, there are 2/ — 1 total nodes. All nodes 

are the same size, so the number of in-memory nodes possible is Maltreejiode^ize. The 

number of leafs is termed (rfs, and is equal to Once we know the 
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number of number of results produced in each pass, we may easily calculate the number 

of runs, nr, as r„l(rfs. 

The term data^asses refers to the number of passes we make over the paged data. 

The minimal value for this is nr, meaning that during the first run, we paged the tuples 

such that each paged region fits exactly into an in-memory tree on the next pass. The 

worst case value for this is the situation where each pass writes all paged data to a single 

run, only reducing the amount of data written each time by qfs. Since the first run writes 

out the first series of results, ±e worse case is The cost is paging a portion 

of a tree consists of searching the tree and then writing data out. The average number of 

tuples paged on each run, atp, is (data^asseslnr) * qfs. 

Each run then repeats the costing of the aggregation tree equation, with the constants 

changed, is replaced by qfs, and is replaced by atp. The underlying terms that used 

these terms now use their replacements. 

Table 11.3 provides the new values. 

Measure Description Min Max Heurestic 
treejiode^ize size of nodes in aggrega

tion tree 
constant constant 

pagedjiode^ize size of nodes when paged constant constant 

afs average number of final 
aggregate results produced 
in each phase of paging ag
gregation tree 

Af,/treejiode^ize+1 
2 

nr number of runs rnm 
afs 

data^asses estimate of extra times tu
ples are paged 

nr 2* nr 

atp average number of tuples 
paged from each run 

data^assesf nr * qfs 

atd' average depth of page tree log atp atp y/{log atp)- +atpr 

annu' average number of inter
mediate tree nodes up
dated for each tuple in 
page tree 

0 atp log ano 

Table 11.3: Constants and Estimates for the Paging Aggregation Tree 

Consider a tree that produces 5* qfs results. In the first case, the first run produces qfs 
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results, but writes all remaining tuples to a single region. The second run again produces 

qfs results, and again writes all paged tuples to the same region. If this continues, the 

paging aggregation tree writes n*{n — l)/2*qfs tuples to disk. Now what about the case 

where during the first run, there were four paging regions, and an equal number of final 

results were produced from each region. This series of runs produces the same results, 

but needs write only n* qfs tuples to disk. This leads to an lO cost based on the average 

number of tuples paged, times the number of runs, divided by the pagesize. 

In the cost equations below, the only additional CPU cost over the aggregation tree is 

the cost to search the tree while paging tuples. The CPU cost represents only the cost to 

search the tree in this case. 

lO Cost: {a tp  *  pagedJiode^ize  *  nr)f  pages ize  *  {Ws +  /? , )  

nr* ((2 » a/s — 1) * treeJnit + atp * atd' * 2 * tsc-'r 

CPU  C ost: atp  *  agg^ qfs*  t ree ini t  +  atp  *  anni /  *  agg^ +  rM* aggf)+ 

data^asses * atp * tsc 

11.4 Query Optimizer Strategies 

In a cost-based optimizer, the optimizer uses statistics to estimate the cost of various 

alternatives, and need simply choose the cheapest plan. In this costing system, we have 

designed the cost framework so that the choice between two costs is a simple numerical 

comparison. The accuracy of the statistical measures used is of paramount importance to 

the accuracy of the costs. 

The costing equations illustrate an interesting concept. Non-temporal aggregation 

grouping queries are relatively simple to execute, and relatively simple to design cost 

equations for. Grouping by time requires more complex algorithms, and the cost equations 

describing these algorithms are also more complicated. 

Using a hash table to compute non-temporal grouping as well as using the stream 

group-by algorithm is relatively straightforward. Describing the performance of the 

temporal algorithms relys on complex estimates, such as the average number of tuples 
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overlapping each chronon. The result of evaluating the cost equations greatly depends on 

the estimated values. The cost equation of the chalkboard algorithm depends primarily 

on the average number of tuples which overlap each chronon (ano). The aggregation 

tree's equation depends on the average tree depth (jatd), and the K-tree*s performance is 

most influenced by the average depth of the K-tree's garbage-collected tree {aktd). The 

2-3 tree's performance is basically dependent on the number of tuples, not on the specific 

characteristics of the relation it is being computed over. The paging aggregation tree's 

performance relies amount of memory (which governs the number of passes) and how 

well tuples are paged into different regions. This dependence in the cost equations should 

be obviously motivated by the study of performance in Chapters 9 and 10. 
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CHAPTER 12 

Conclusions and Future Work 

In this dissertation, we have described many contributions to the study of temporal 

aggregates. Taken together, these contributions establish a rigorous foundation for the 

field-

12.1 Summary and Conclusions 

The work we presented in this dissertation allows one to understand temporal aggregation. 

We introduced a novel taxonomy of temporal aggregation, based on a study of all 

major temporal query languages. The taxonomy categorizes the expressiveness and 

fiinctionality of temporal aggregation. We classified the different mechanisms that query 

languages use to express aggregates, providing terms to distinguish new concepts. We 

study the possible combinations of input and output domains, and introduced the notion 

that aggregates compute values as well as select values. 

Based on this taxonomy, we introduced extensions to TSQL2 for temporal aggregation. 

The proposed language constructs allows one to express the variety of features identified 

in the taxonomy. The suggested temporal aggregation language features are powerfial yet 

orthogonal additions to the query language. The new aggregate function Rising was 

provided. 

We carefully considered the strengths and weaknesses of this language proposal, 

evaluating explicitly its functionality against the major temporal query languages, using 

the taxonomy as a guide. Our proposal involves few additions to the language, adds few 

keywords, yet allows expression of the most useful aggregate queries, such as moving-

window aggregation. The proposal subsumes most of the concepts supported by other 

temporal query languages that include aggregates. The proposal's primary limitations are 

the result of the choice of SQL as the basis of the query language. The primary limitation 
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of the proposal concerns computation and partitioning of aggregation using transaction 

time. This limitation is inherited from the pre-existing proposal for TSQL2, which defines 

the transaction time result of a query as being from now to infinity. 

We provided a semantics for the temporal aggregate language extension. We show 

the semantics induced by the language definition, the time-line semantics, is based on 

associating each granule of the time-line with certain tuples. Certainly it is more common 

for there to be fewer tuples than there are time-line granules. In such a case, it is inefficient 

to iterate over the granules of the time-line, searching for associated tuples, and computing 

temporal aggregates. A semantics oriented to the timestamps of the tuples is mtroduced, 

where the previous semantics are reversed; for each tuple, we identify the granules with 

which its attribute values are associated. This tuple semantics is inherently more suitable 

for computation. We show that the two semantics are identical over periods, temporal 

elements, and event relations. 

We introduced the operator AG for evaluating temporal aggregates; the operator was 

designed to implement the tuple semantics. Since the tuple semantics are designed for ease 

of implementation, the operator is suitable as the basis for designing algorithms for efficient 

aggregate computation. We describe how to express each temporal clause involving 

aggregation in the algebra, illustrate why the extension is a necessary and sufficient 

addition to compute temporal aggregates, and introduce a variety of optimizations that 

allow for more efficient evaluation. 

We showed that theoretically, the most efficient evaluation of a temporal aggregate 

over a relation with n unique timestamps requires 0(n log n) time, with 0{n log n) space. 

We provided an example algorithm meeting these requirements, utilizing a 2-3 tree. 

We provided a reduction showing that temporal aggregates require 0(n log n) time and 

O(nlogn) space, and show that the algorithm based on a 2-3 tree is such a suitable 

algorithm. 

Based on the requirements for evaluation of the operator AG, we introduced a series of 

main memory algorithms for evaluating temporal aggregates, including the aggregation 

tree, k-ordered aggregation tree, the chalkboard algorithm, the linked-list algorithm, and 

showed how to perform aggregation using a 2-3 tree. The algorithms exhibit different 
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applicability depending on aspects of the input relation, including sort order, percentage 

of long-lived tuples, and number of tuples. We also defined two new metrics to quantify 

temporal relations, Ar-orderedness and A:-ordered percentage. We tested these algorithms 

in detail and found the various situations for which each algorithm was suited, based on 

an empirical study where we varied the sort order, long-lived tuple percentage, k value, 

and number of tuples. Out experiments measured the number of synthetic computations 

performed. 

We introduced the linked-list algorithm, an improvement over the only previously 

implemented temporal aggregation algorithm, which maintains buckets for the results in 

memory. For relations with only a small number of constant interval results, the linked-list 

algorithm is expected to be the most efficient in time and space. The linked-list algorithm 

was shown to be unaffected by long-lived tuples. However, the linked-list algorithm is 

still slower than either of the other new algorithms under all tested conditions. 

For unordered relations, we introduced the aggregation tree, which builds a binary tree 

of the constant intervals. We showed that generally this algorithm is the most efficient 

in time. The space usage of the aggregation tree is generally greater than the linked-

list algorithm, due mostly to the fact that each unique timestamp adds two nodes to the 

aggregation tree and only one in the case of the linked-list algorithm. 

For Ar-ordered relations, we introduced the fc-ordered aggregation tree, a variation of 

the aggregation tree with garbage collection of tree nodes. This algorithm was generally 

the most efficient for fc-ordered relations with any long-lived tuples. We tested this 

algorithm with different values of k and A:-ordered-percentages and found that the Ar-

ordered aggregation tree worked best for small values of k and for larger Ar-ordered-

percentages. The linked-list algorithm was unaffected by different values of k and Ar-

ordered percentages. 

We also introduced the chalkboard algorithm, which considers the tuples in order. We 

have shown that for sorted relations with no long-lived tuples, the chalkboard algorithm 

uses less memory than the other algorithms and is more efficient in time. However, the 

performance of the chalkboard algorithm was greatly reduced in both time and space by 

the presence of long-lived tuples. 
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We introduced an algorithm based on 2-3 trees. If the data is ordered by time, then 

the 2-3 tree algorithm is generally better, unless there are no overlapping tuples. If there 

are very few overlapping tuples, and the relation is sorted, then the chalkboard algorithm 

will be most efQcient. The 2-3 tree was not nearly as affected by long-lived tuples as the 

chalkboard algorithm. 

Of course, if the data is Ar-ordered with k > 1, then the fc-ordered aggregation tree is 

more efficient than the sorting and applying the 2-3 tree. If nothing is known about the 

input relations, then a good tradeoff between time and space requirements is to first sort 

the data by time, then apply the 2-3 tree algorithm. 

We showed how to page the aggregation tree, addressing the primary limitation of this 

algorithm, its large memory requirements. This makes the algorithm applicable in any 

case where the amount of main memory available is limited. We identified the situations 

for which this algorithm was most appropriate through further empirical studies. As 

expected, the best cases occurred when the data was randomly ordered, or cases where 

the sort order was not known but the number of long-lived tuples was high. 

To summarize, we have presented techniques for computing temporal aggregates for 

unordered, fiiUy sorted, and almost ordered temporal relations, and empirically shown 

under which conditions each of the algorithms is best. The simplest strategy is to sort 

the relation then use the 2-3 tree. This gives very efficient run-time performance across a 

range of long-lived tuple percentages, with minimal memory usage. When the relation is 

not ordered, but is retroactively bounded, then the A:-ordered aggregation tree is direcdy 

applicable without sorting. 

Using a series of questions about the underlying input relations, we showed how a 

heurestic query optimizer could choose between the different aggregate algorithms in 

each case. We also introduced a systematic series of cost equations which may be used 

to estimate the performance of the various algorithms, and allow a cost-based query 

optimizer to make the best chose for evaluating a temporal aggregate. 
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12  ̂ Future Work 

There are several further areas of research to explore in temporal aggregation. One 

possibility for further exploration concerns the aggregation tree. If the relation might be 

sorted, then the best choice would be the aggregation tree algorithm, with the relation's 

pages randomized when they are read to avoid linearizing the aggregation tree. This 

randomization could be performed on each group of pages read into memory, and therefore 

would not affect the I/O time. Frequently the data can be disordered with a small CPU 

cost during the process of reading the pages of the relation. For example, the data pages 

for a primary index are not necessarily laid out in the same order as their physical order. 

Even if the physical order of the pages was strictly time ordered, pages are frequently read 

in groups. There is no reason why the pages need be processed in their physical order. 

Finally, when reading a single page, there is frequently no reason to process the pages in 

order. These techniques for disordering the relation, similar in concept to the mechanisms 

for choosing good pivots for quick sort, could prove to be fruitful lines of experimentation. 

All of these arguments are leading to a claim that the aggregation tree is a very efficient 

algorithm if the records are not known to be in order, or if a high probability mechanism 

is available to disorder the pages. 

Another aspect to investigate is temporal grouping by span. If the number of spans 

is much smaller than the number of constant intervals, then fewer "buckets" need to be 

maintained as there will be many fewer constant interval results. Suppose one wished 

to find average salaries for each month of a single year; this query would retum at most 

results for twelve constant sets. The performance of the slower algorithm tested here (the 

linked-list) would be expected to improve relative to the others, because a small linked-list 

has less overhead than the tree structures. 

Consider also utilizing a hashing structure for temporal aggregation. We did not 

consider a hash table here because the smtability of such an approach is very limited. As 

we insert each tuple into the hash table, we need to insert separately the tuple once for 

each chronon that its timestamp overlaps. This may cause a huge data explosion. For 

arbitrary relations, the lifespan of the relation is likely much larger than the number of 
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tuples. In TSQL2, we suggest 64 bit timestamps, and few databases today contain much 

over 2^^ tuples. Certainly no relational database contains 2®° tuples, and probably none 

even have 2''° tuples. 

However, there are a few specific situations where the lifespan is smaller than the 

cardinality. Consider a database that contains the minutes of a year during which each 

person accessed a web site on the net. There are 525,600 minutes in a year. There could 

reasonably be billions of web page accesses in a year. We could compute the moving 

average number of accesses per minute relatively efficiently using a bash table in this 

case. The hash table provides data reduction instead of data explosion if the number of 

mples greatly exceeds the number of granules in the lifespan of the interesting aggregate 

query. 

We did not consider duplicate elimination of non-temporal attributes (i.e., snapshot 

group-by) in combination with temporal grouping. This will probably not affect the 

linked-list algorithm very much, but is another matter entirely for the tree algorithms. Our 

choices depend on the number of tuples in each constant set. Probably the best approach 

for this problem involves removing the duplicates before the relation is processed, per

haps by sorting. A typical, general problem in the design of relation databases is what 

common combinations of algebraic operators should be replaced by single amalgamations 

of operators. 

The presence of temporal duplicates affects aggregation, as well as the presence of 

non-first normal form temporal relations. There have been a number of papers on how to 

coalesce such relations [BShlen et al. 1996]. 

The techniques described here may also be applied to spatial and spatiotemporal 

databases to compute aggregates and associate them with intervals in space and time. 

There appear to be some obvious general improvements in the paging aggregation tree 

algorithm that could be made. If the algorithm always paged from the end of the tree, 

instead of the beginning, then the the final aggregate values would be written in time order. 

This could avoid an additional sort over the results, necessary if the results were desired to 

be in time-order, because the current paging aggregation tree does not necessarily provide 

the results in any particular order. 
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However, if the input was sorted by time, then writing out the end of the tree could lead 

to terrible performance. Consider processing the first region; when necessary we would 

page out the end of the tree. Then all the tuples that remained to be processed would likely 

be paged into that single region. Eventually the initial tuples would be processed. The 

tree portion would be read back in. We'd add a few mples to the in-memory structure, 

then the process would repeat, each time paging to only a single region. We would never 

"hash" the tuples into separate regions. The behavior is poor in the same way that a hash 

join works poorly if all tuples hash to the same hash bucket. 

A trivial but none-the-less useful improvement is to note whenever a paged region of 

the tree never had any additional tuples applied to it. In such a case, there is no need to 

reconstruct the tree; simply perform final aggregate processing on that paged-out region. 

As discussed in Chapter 8, the aggregation tree is suitable for use as a materialized 

view. The tree may be easily updated, and also provides an efficient indexing structure 

for quickly finding aggregate values. The 2-3 tree as described here wrote out portions 

of the tree when it was finished with them. If the 2-3 tree never removed unneeded 

information, then it too could be used as a materialized view. It would likely be quicker 

than the aggregation for searching, because of its logg structure leading to less depth. 

However, updating the 2-3 tree could be much more expensive. If a tuple was inserted 

that overlapped the entire tree, every leaf node would need to have its aggregate value 

updated. The aggregation tree does not suffer from this problem. Neither structure 

supports deletion of tuples if used to materialize the aggregates MIN and MAX. 

An obvious area requiring exploration is computation of the aggregates MIN and 

MAX with the 2-3 tree. It is expected that they will be much slower than the 2-3 tree's 

computation of the other aggregates, because of the need for the second 2-3 tree, but the 

details of the performance is unknown. 

A parallel implementation of the 2-3 tree would appear to be ideal for evaluating 

the aggregation MIN and MAX. Parallelizing the linked-list type algorithms (linked-list 

and chalkboard) would not appear to be fiiiitful. But the aggregation tree, A:-ordered 

aggregation tree, and paging aggregation tree all look promising for parallelism. 

We term algorithms that are not useM for evaluating MIN and MAX without additional 
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work non-general purpose. There are other non-general purpose algorithms that are 

interesting for study. Perhaps there exists a general purpose algorithm, with 0(n log n) 

performance, which evaluates the aggregates MIN and MAX without additional work, or it 

may even be possible to use the 2-3 tree for this purpose. One can compute the aggregate 

COUNT by sorting the original relation's start and end times, marking each as a start or 

end, and simply reading through the list, needing as previous state only the current count. 

This approach would work for COUNT, AVG and SUM. 
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