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ABSTRACT 

Traditional epistemology is universalistic, in that it proceeds on the assumption that 

we can fully specify conditions making for the correctness of attributions of knowledge 

(/justified belief) without adverting to 'context'. In Chapter 1 examples are adduced which 

cast doubt on this assimiption, since they seem to show that the very 'contents' of such 

attributions are 'context-dependent'. But even if some form of'contextualism' is thereby 

shown to be correct, if we are to avoid resting content with the foregoing near-platitudinous 

observation, we need to address the following two questions: How exactly should we 

conceive of "context"? And in what way, exactly, does context affect the 'content' of those 

attributions? More precisely, does context affect what is literally expressed by a given 

knowledge-attributing sentence (as the semantic contextualist claims) or does it affect what 

the speaker means by the utterance of that sentence (as the pragmatic contextualist 

maintains)? Here it is argued that 'context' is a psychological notion, referring to the 

psychology of the speaker (perhaps qua member of some larger group). Further, it is argued 

that in addition to its being favored both by a correct understanding of the notion of context 

itself and by methodological considerations, pragmatic contextualism avoids the intractable 

problems faced by the semantic contextualist. Finally, the broader implications for 

epistemology of the foregoing results are explored, and their application to non-

epistemological theories/areas are indicated. 
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CHAPTER 1: INTRODUCTION: WHY CONTEXTUALISM? 

I. Introduction 

The question posed above can be taken in two ways: as a question about my reasons 

for choosing contextualism in epistemology as a subject of study, and as a question about the 

arguments and considerations which might lead one to find contextualism a plausible 

doctrine. My aim in this chapter is to say something in answer to each of these construals of 

"why contextualism?" So let me take these questions in order. 

There are really three principal reasons for thinking that epistemic contextualism is 

worthy of serious — and extended — consideration. First, contextualism generally, and not 

just with respect to epistemic inquiry has, been gaining adherents of late in a variety of areas. 

Thus, while Stewart Cohen, Fred Dretske, Keith DeRose, Hector-Neri Castaneda, Alvin 

Goldman, Peter Unger and David Lewis, to name a few, have all been advancing one or 

another version of epistemic contextualism, contextualism has also been invoked in various 

forms in giving theories of: aesthetic interpretation and appraisal [Goldmann (1964)], 

"dynamic semantics" in linguistics [Oehrle (1997)], modal discourse [DeRose (1991)], ethics 

[Unger (1995)], explanation [Van Fraassen (1980)], bioethics and moral theory [Winkler 

(1993), (1996)], social and political philosophy [e.g., Walzer (1983) and Young (1990)], and 

as a general semantics [Unger (1984), (1986), (1995)].' And I can see no reason to think that 

contextualism could not similarly — and perhaps even profitably — be deployed in any 

'The claim is not that all of these so-called or seeming contextualist views are going 
to count as contextualist in the sense subsequently discussed here — I do not think they will. 
But that doesn't damage the point that 'taking context into account' is very much in vogue. 
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number of other areas of evaluative discourse. So, whatever results obtained in the course 

of studying contextualism in epistemology might well have implications of interest to 

philosophers who are not themselves much interested in that area of philosophical inquiry. 

Second, while epistemological contextualism in particular has been gaining 

popularity recently, there is so far as I know no systematic treatment of the topic available 

in the literature. What we have, rather, are scattered works — papers, typically — by authors 

claiming to adhere to, and in a few cases to reject, something they each refer to as 

"contextualism". But ~ third ~ such a systematic treatment is called for. For one of the 

notable, and even peculiar, features of the contextualist literature which we do have is that 

to the extent that advocates of the view are clear as to what they even mean by 

"contextualism," there is a conspicuous lack of agreement as to what exactly contextuaUsm 

is supposed to amount to, qua distinctive epistemic theory. 

hi Chapter 2 and throughout the present discussion, I will develop a taxonomy of the 

various versions of epistemic contextualism that are currently on the market. For now, 

though, we need simply note that such a classification is called for. Or so I claim. But others 

will agree with me in this only insofar as they think that there's something to the 

contextualist view that's worth developing ~ otherwise, the attempt to develop a taxonomy 

of contextualist positions within epistemology will seem like a waste of time. And so we 

come to the second question posed at the outset of this chapter: why suppose that 

"contexmalism" - whatever, exactly, contextualism tums out to be ~ ought to be of interest 

to the epistemologist? That is the subject of the remainder of this chapter. 
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n. Invariantist Epistemologv^ 

Suppose we are trying to construct a theory concerning some key epistemic notion — 

knowledge, for example, or (epistemic) justification. What sorts of things might guide us in 

doing so? Forstarters, of course, we will be guided in part by certain formal desiderata which 

apply to the construction of theories generally. That is, we will be guided for example by 

considerations of consistency and simplicity. Presumably however, in addition to satisfying 

such criteria as these, we will also want our theory of knowledge, say,^ to be informed as far 

as possible by our pre-theoretic assessments of knowledge in a wide variety of cases, both 

real and imagined. After all, to the extent that the epistemologist conceives of his task as 

elucidating our everyday, 'folk' epistemic concepts, such pretheoretic assessments as these 

constitute the data for which a theorist of justification/knowledge must account."* Or, at least. 

"I take the term "invariant" and its cognates firom Unger (1984), though Unger's use 
of the term is somewhat narrower than what I intend — he takes invariantism to be a 
specifically semantic approach, whereas I do not. 

^For brevity's sake, here and throughout I will often refer simply to knowledge, rather 
than to knowledge and/or justification, in making some general points and observations. 
When the discussion turns towards knowledge as opposed to justification {pxvice versa) this 
will be made clear. 

•*! do not say that the elucidation of folk epistemic concepts is the proper or sole task 
of the epistemologist, but only that this characterization of epistemic theorizing best captures 
the approach and goal of most traditional epistemologists of the past fifty years or so. Put in 
more strictly linguistic terms — that is, in terms of the meaning of "knowledge", rather than 
of the contours of our concept of knowledge ~ the epistemologist's task has been described 
by A. M. Maclver as follows: "It is assumed that there is something, for which we need to 
have a name, for which 'know' is the name that our language in fact provides. But we want 
to discover exactly what that something is. This we can do (it is alleged or assumed) by 
considering how we use the word 'know' when we speak carefiilly" [quoted in Roth and 
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if the theorist ends up rejecting some portion of what we regard as legitimate claims to 

knowledge, for example (as does the sceptic), then he at least owes us an account of why 

these plausible candidates for knowledge fail to qualify as such. But even the sceptic who 

at the end of the day rejects certain of our pretheoretic judgments about whether, in this or 

that case, an agent possesses knowledge needs to take at least some such pretheoretic 

judgments as his starting point. Otherwise, it seems, he'll be without any data from which 

or about which to theorize.^ 

So it seems that in constructing a theory of knowledge, for example, we will want our 

theory to be grounded — at least to some extent, and at least at the outset — in some rough, 

pretheoretic grasp that we, as theorists, take ourselves to have on the phenomenon in 

question. And, I am suggesting, such a grasp will be apparent in our pretheoretic responses 

to questions of the form, "Does S know that p?" and "Is S justified in believing that p?" To 

repeat, this is not to say that a theory must save all of the (seeming) phenomena — we could 

hardly require that an epistemic theory accommodate all of the various claims to knowledge 

and/or justified belief that have ever been made; for these are not mutually consistent! But 

such a theory must at least rest on some 'appearances' if it's to be a theory of anything at all. 

But while our epistemology will be guided in the foregoing manner by a 

Galis (eds.), p. 7]. 

^Thus, even those who, like Devitt (1996) or Hintikka (1999), are pretty sceptical 
about how reliable our pretheoretic judgments ('intuitions') are, and of how far they can take 
us in our theorizing, believe that they might be an ineliminable starting point, in the manner 
of Aristotle's endoxa [see, e.g., Hintikka (1999), pp. 138-139 and Devitt (1996), pp. 72-81]. 
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consideration of particular cases of putative knowledge, at the same time it looks to be an 

inescapable fact about doing epistemology, as it is about theorizing generally, that we will 

be forced to abstract away from certain details of the cases we consider. In itself, this is 

neither surprising nor troubling. The world is a rich and various place, after all, and a 

comparison of whatever cases guide us in constructing our epistemic theory will reveal that 

there are, in fact, many, many things that are true in some but not in others. Some of these 

differences, of course, will strike us as obviously irrelevant: what the putative knowers' 

respective first languages are, what each had for breakfast, what the distance of each from 

the equator is, and so on, are examples of the kind of variation across cases which seem not 

to be of interest to the epistemologist.® For whether one knows something to be the case, or 

has an epistemically justified belief about a particular matter, don't seem to be questions that 

hinge on the sorts of features just mentioned. In other words, knowledge and justification 

seem to enjoy a certain invariant character, which transcends the many and varied features 

of the situations in which epistemic agents actually find themselves. Thus, the task of the 

epistemologist is to consider a range of cases, to abstract away from what he regards as 

irrelevant matters of local detail and/or any epistemically uninteresting features (such as the 

heart-rate of a particular agent) which might well shift as an epistemic agent's circumstances 

shift (whether the agent is alone or in a courtroom, say), and identify the conditions which 

^Although, of course, any such feature could be made to be of interest if, say, the case 
were such that what's at issue is whether a particular agent not only believes but knows that 
what he had for breakfast was oatmeal. 
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make for justification or knowledge in all cases? 

The foregoing characterization of the epistemologist's task is essentially the same as 

that offered by Alvin Goldman, for example, in his "What is Justified Belief?": 

A theory of justified belief will be a set of principles that specify truth-
conditions for the schema '^s belief in p at time t is justified' i.e., conditions 
for the satisfaction of this schema in all possible cases. [(1979), p. 107] 

Later in the same paper, having argued that such a set of principles must include a causal 

requirement, Goldman abstracts away firom what he regards as the irrelevant changeable 

matters of local detail concerning all of the various possible causes of belief — that is, he 

abstracts away from such considerations as how complex or 'long' the causal chain is, 

whether the causal chain includes an alarm sounding, etc. — and directs our attention to what 

he regards as the relevant — i.e., justification-conferring ~ feature which certain cognitive-

causal processes have in common: 

Granted that principles of justified belief must make reference to causes of 
belief, what kinds of causes confer justifiedness? We can gain insight into 
this problem by reviewing some faulty processes of belief-formation, i.e., 
processes whose belief-outputs would be classed as unjustified. Here are 
some examples: confused reasoning, wishful thinking, reliance on emotional 
attachment, mere hunch or guesswork, and hasty generalization. What do 
these faulty processes have in common? They share the feature of 
unreliability: they tend to produce error a large proportion of the time. By 
contrast, which species of belief-forming (or belief-sustaining) processes are 
intuitively justification-conferring? They include standard perceptual 
processes, remembering, good reasoning, and introspection. What these 
processes seem to have in common is reliability: the beliefs they produce are 
generally true. My positive proposal, then, is this. The justificational status 

^Our pretheoretic assessments of the relevance of certain features of a case, but not 
others, is of course illustrative ofhow, as discussed above, our pretheoretic judgments enable 
us to get our theory going. 
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of a belief is a function of the reliability of the process or processes that cause 
it, where (as a first approximation) reliability consists in the tendency of a 
process to produce beliefs that are true rather than false, [ibid., p. 112] 

This passage furnishes us with a paradigmatic instance of what we might call 

invariantist epistemology ('invariantism', for short).* To a first approximation, such 

invariantism can be defined as follows: according to the invariantist [in the present case, 

Goldman (1979)], it is possible to give a set of principles which completely specify, for any 

putative case of knowledge and/or any putative case ofepistemicjustification, the conditions 

to be satisfied by any and all correct instances of the schema. "S knows that p " and/or "S 

is justified in believing that p It is because these principles are designed to hold "in all 

possible cases"[Goldman (1979), p. 107] that this approach to the subject matter - in the case 

of Goldman's (1979), justification — is said to be invariantist in character. Note too that as 

we will be using the term it does not suffice to render an epistemic theory 'invariantist' that 

some of the principles it contains be invariant. Trivially, for example, any plausible theory 

of justified belief will contain a principle to the effect that the subject, S, believes that p; and 

any plausible theory of knowledge will contain such a belief-clause, as well as a principle 

stating that in all cases of knowledge p must be true. But this doesn't mean that every theory 

of knowledge or justification will be invariantist, though both the belief- and truth-clauses, 

presumably, are meant to hold in all cases of knowledge, for example. For a theory to count 

®Although, as we'll see later in this chapter, even in his (1979) Goldman seems 
himself to question the adequacy of a wholly invariantist epistemology. 

'Unlike Goldman (above), and merely for economy's sake, here and in what follows 
1 leave the references to a time, t. in such schemas implicit. 
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as invariantist, all of the principles it sets down must be invariant — i.e., the conditions for 

knowledge/justification must be such that each is supposed to hold in all possible cases of 

knowledge and/or justified belief. 

It wouldn't be too misleading, then, to say that invariantism represents a kind of 

epistemic essemialism: it amounts to the view that all cases of knowledge, or of justified 

belief, are such in virtue of some common features which they all share. Moreover, given 

that the principles contained in an invariantist theory of justification, say, are supposed to 

give us a complete specification of the conditions for the satisfaction of schemas of the form 

'5's belief that p is justified', such a theory will give us a clear recommendation as to what, 

exactly, we need to determine in order to decide, of any given agent's belief that p, whether 

that belief is justified: for any such case, we need only consult the principles laid down by 

the theory in question and see whether the conditions they specify are satisfied. 

Of course, actually determining whether the conditions included in an invariantist 

epistemic theory are satisfied will not always be a straightforward matter. For example, are 

the beliefs formed by the victim in the demon-world case the product of reliable cognitive 

processes? Or what if we were to stipulate that, in the demon world, wishful thinking tends 

to produce beliefs that are true rather than false [cf Goldman (1979), p. 120]; would we want 

to say, here, that the beliefs of the subject which are based on wishfiil thinking are justified? 

It simply isn't clear — in part, because it isn't clear what the proper characterization of the 

processes involved is (i.e., how broadly/narrowly we ought to 'carve these up'); but also, of 

course, because of the bizarre or unfamiliar nature of the case being imagined. Part of what 
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makes the invariantist an invariantist, however, is that he believes that in such a case the 

difficulty derives from certain unclear, unfamiliar, or otherwise problematic features of the 

case in question, and not from any deficiency — e.g., a lack of completeness ~ on the part of 

the theory itself. Thus, for example, however unclear it may be whether the beliefs of the 

victim of the demon-world case are produced and/or sustained by reliable processes, on the 

invariantist's view, this does nothing to show thatjustifiedness is not a flmction of reliability. 

For, again, an invariantist theory of justification, say, is held to specify all that can be 

specified about any and all cases of epistemically justified belief Regardless of how, how 

easily, and whether we can come to know that these conditions are satisfied, these conditions 

encapsulate all there is to know, epistemically speaking, about the situation in question. 

Mutatis mutandis, the same idea underpins invariantist treatments of knowledge. 

Thus, for example, according to one who holds an invariantist coherence theory of 

knowledge, to know that knowledge consists in coherence with a background system (say) 

is to be fully equipped — from the point of view of epistemic theory — to scrutinize a 

particular case of putative knowledge in the hope of determining whether in fact the subject 

in question does know. And however unclear or ultimately indeterminate it may be whether 

a given subject's belief exhibits the required kind of coherence it is this coherence relation 

which underlies any and all cases of knowledge. 

in. Contextualism: Noninvariantist Epistemoloev 

Having refamiliarized ourselves with both the flavor and the guiding principle of 
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invariantist epistemology, we are now in a position to give a preliminary formulation of the 

epistemic contextualist's central claim — the claim, that is, in virtue of which an 

epistemologist qualifies as a contextualist. This formulation, of course, will undergo 

refinements as we proceed. But as a first approximation, we can understand epistemic 

contextualism to consist simply in the denial of epistemic invariantism. That is, according 

to the contextualist, it is impossible to give a correct set of principles which completely 

specify, for any putative case of knowledge and/or any putative case of epistemic 

justification, the conditions to be satisfied by any and all correct instances of the schema, 

"5 knows that p " and/or "S is justified in believing that p 

Granted, this statement of the contextualist's credo isn't terribly informative. And it 

would be cause for dissatisfaction if epistemic contextualists defined their position in wholly 

negative terms.'" But they do not. In fact, not only does the typical contextualist offer an 

alternative, positive theory of how we should understand justification/knowledge, but the 

noninvariantist accounts of knowledge/justification presently being advertised by various 

contextualists seem to differ in certain interesting and important ways. As I said at the outset, 

the contextualist camp is not undivided. Sorting out the various types of contextualist 

theories currently on offer, however, is the task of the next two chapters. For the moment, 

'°For one thing, as Alvin Goldman has pointed out to me, this characterization of 
contextualism in wholly negative terms seems to have the consequence that anyone sceptical 
of the method of'analysis' (hence, anyone who would endorse the italicized claim, above) 
would count as a contextualist. Again, this points to the need for a positive characterization 
of the contextualist's position. (Once this is given, it may become clear why we should be 
sceptical of analysis, but this doesn't mean that such scepticism is constitutive of 
contextualism.) 
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we can best prepare the way for subsequent discussion by having before us some examples — 

examples both of the type of cases a consideration of which has prompted some recent 

epistemo legists to forsake invariantism and come over to the contextualist side, as well as 

of the type of contextualist views which such epistemologists have proposed. But first, a 

word of warning. 

In the following section, as well as in the next chapter, I will be discussing a variety 

of contextualist views. Let me make it clear, however, that the views which I shall for the 

moment be characteriang as contextualist are really candidate contextualist positions: it may 

turn out that some of these contextualist views are highly implausible; others, while 

plausible, might be such that properly understood they are best regarded as /lo/icontextualist 

(i.e., invariantist) theories; and some views, while perhaps both plausible and genuinely 

contextualist in character, are not the work of self-avowed contextualists. The views I'm 

concerned with for now, then, are just candidate contextualist views — the sort of views 

which an epistemologist who has sworn off invariantism might want at least to consider. 

rv. Sample Cases. Sample Theories 

A. Pollock's (1995^ Case of the Ship Captain & The Dependence of Justification 

Upon "Interests". To begin, consider John Pollock's claim that "the more important a 

question, the more justified a rational agent must be before it can confidently accept an 

answerto the question. Thus degrees ofjustification and degrees ofinterestgo hand-in-hand" 

[Pollock (1995), p. 260]. By way of backing up and illustrating the claim that the degree of 
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interest in a question determines the degree ofjustification a rational agent must have for an 

answer. Pollock gives us the following example: Suppose a ship captain taking a holiday 

cruise with his wife idly wonders whether there are enough life boats on board to cany all 

of the passengers ~ here, given that things are going smoothly enough on the cruise, he 

might simply consult a brochure he was given when he boarded. But, Pollock continues, 

suppose things change catastrophically. An accident occurs disabling all of 
the ship's officers and putting the ship in jeopardy. The visiting captain is 
pressed into duty to run the ship. The ship is in danger of sinking. At this 
point it becomes very important for him to know whether there are enough 
lifeboats aboard for all passengers. To answer this question, it is no longer 
sufficient to consult the descriptive brochure. That is not a good enough 
reason. He must either count them himself or have them counted by someone 
he regards as reliable. The importance of the question makes it incumbent 
upon him to have a very good reason for his believed answer. Thus the 
degree of interest in a question determines the degree of justification a 
rational agent must have for an answer. pp. 48-49] 

Now, Pollock is not a self-avowed contextualist ~ or, at least, he doesn't (in print) 

call his theory of justification a contextualist one. So why is this case, and the moral Pollock 

wants us to draw from it, of interest here? Because Pollock believes that epistemic 

j ustification "must always be relativized to a degree of justification" [ibid., p. 104]; and what 

Pollock's example of the vacationing sailor is mean to show is that there is no complete 

acontextiial specification to be had ofjust what degree of justification a rational agent will 

have to have in any given case in order for his belief to count as justified 5//w/7//c/Yer." Such 

"Again, that Pollock's view is contextualist (supposing it to be such) doesn't entail 
that he takes there to be no acontextual conditions on justification—thus. Pollock takes it that 
justification is always "relativized to a degree of interesf'. The point is that no such 
acontextual conditions can completely specify the conditions to be satisfied by any and all 
correct statements of the form, "5's belief that p is justified [at /]". 
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a specification, rather, can be found only on a case-by-case basis. It seems to be Pollock's 

view, then, that it is only within a particular context that beliefs can be counted justified at 

all; and a specification of the degree of justification that is required will (have to be) be based 

upon the shifting interests of the relevant parties. In this way, I think, we can see that the 

considerations Pollock offers appear to be commit him to a form of contextualism with 

respect to epistemic justification. And I think we can also see why Pollock might well agree 

with the following claim ofPlantinga's regarding knowledge: "knowledge requires both true 

belief, and a certain degree of warrant (a degree that may vary firom context to context, so 

that knowledge may display a certain indexical character)."'^ 

B. DeRose's (1992) Bank Case & the "Indexical" Theorv of'Knowledge'. Among 

contemporary epistemologists who are self-avowed contextualists, Keith DeRose is one of 

the most prominent. According to DeRose, "the truth conditions of sentences of the form'S 

knows that p' or'S does not know that p' vary in certain ways according to the context in 

which the sentences are uttered" [DeRose (1992), p. 914]. "The obvious attraction of 

contextualism [thus understood]," DeRose writes, "is that it seems to have the result that very 

many of the knowledge attributions and denials uttered by speakers of English are true" 

[ibid., p. 924]. But this feature of contextualism ~ its seeming to accord with our everyday 

or 'common sense' evaluations of knowledge attributions — is, as DeRose realizes, an 

'^Plantinga (1993), p. 9. It's interesting to note that the "proper fimctionalism" 
espoused by Plantinga is not itself said to be a contextualist theory of knowledge. Also, I 
should point out that Pollock does differentiate between justification and warrant. What I am 
suggesting here is that if we substitute "justification" for "warrant" in the remark of 
Plantinga's that I've just quoted. Pollock would (should?) agree with the view expressed 
therein. 
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"obvious attraction"ofcontextualismonly because there are cases in which/lon-contextualist 

views of justification or of knowledge do not fare well on this count. What sorts of cases are 

these? DeRose gives us the following example: 

Bank Case A: My wife and I are driving home on a Friday afternoon. We 
plan to stop at the bank on the way home to deposit our paychecks. But as we 
drive past the bank, we notice that the lines inside are very long, as they often 
are on Friday afternoons. Although we generally like to deposit our 
paychecks as soon as possible, it is not especially important in this case that 
they be deposited right away, so I suggest that we drive straight home and 
deposit our paychecks on Saturday morning. My wife says, "Maybe the bank 
won't be open tomorrow. Lots of banks are closed on Saturdays." I reply, 
"No, I know it'll be open. I was just there two weeks ago on Saturday. It's 
open until noon." 

Bank Case B: [As before...]...! again suggest that we deposit our paychecks 
on Saturday morning, explaining that I was at the bank on Saturday morning 
only two weeks ago and discovered that it was open until noon. But in this 
case, we have just written a very large and very important check. If our 
paychecks are not deposited in our checking account before Monday 
morning, the important check we wrote will bounce, leaving us in a very bad 
situation. And, of course, the bank is not open on Sunday. My wife reminds 
me of these facts. She then says, "Banks do change their hours. Do you know 
the bank will be open tomorrow?" Remaining as confident as I was before 
that the bank will be open then, still, I reply, "Well, no. I'd better go in and 
make sure." [ibid., p. 913] 

According to DeRose, many (most?) of us will find both of the following claims 

compelling: (1) when I claim to know that the bank will be open on Saturday in Case A, I 

am saying something true; and, (2) I am also saying something true in Case B when I 

concede that I don't know that the bank will be open on Saturday. Granted, "I seem to be in 

no better position to know in Case A than in Case B" [ibid., p. 914]. Still, DeRose thinks, 

one can perfectly consistently maintain both (1) and (2): 

in Bank Case B...when, in the face of my wife's doubt, I admit that I don't 
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know that the bank will be open on Saturday, I don't contradict an earlier 
claim to know that I might have made before the doubt was raised and before 
the issue was so important because, in an important sense, I don't mean the 
same thing by "know" as I meant in the earlier claim, [ibid, p. 921; italics 
added] 

DeRose's version of contextualism, then, is a semantic one'^ — the meaning of 

"know(s)", and perhaps that of other key epistemic terms, varies with certain features of the 

context in which it is used.'"* "Knowledge," on this view, is an indexical term,'^ the meaning 

(or "content") of which varies in accordance with the following three factors: the importance 

{a la Pollock and Unger) of being right — our degree of interest in a particular belief s being 

true; the mentioning of certain possibilities; and the consideration by the putative knower of 

such possibilities as are raised.'® According to DeRose, it is only by such a (or a similar) 

'^Some of those who've written on contextualism in epistemology ~ DeRose, Cohen, 
Schiffer, and Unger, for example ~ have defined "contextualism" in such a way that it miist 
be a semantic thesis. (And Unger, for example, — and, following Unger, DeRose — uses 
"invariantism" to denote the approach to semantic issues which is non-contextualist in 
character.) For the time being, however, I am using "contextualism" (and "invariantism") a 
bit more broadly, and in such a way that it may turn out that there are nonsemantic views 
which merit the title "contextualist". And, as I see it, it's best not to beg this question; 
especially given that there are some epistemologists who, while they consider themselves 
contextualists, don't adopt a contextualist semantics for key epistemic terms such as 
"know(s)" and/or "is/am justified". 

'•*Or, at least, in Kaplan's terminology [(1979), (1989)], the meaning of "know(s)" 
varies in content though (perhaps) not in character. See DeRose (1992), p. 921. 

'^This way of characterizing the conception of knowledge ~ or, more accurately, of 
"knowledge" — is due to Cohen (1988). The idea that knowledge is indexical in character, 
however, is not new with Cohen: see, for example, the title of Castaneda's (1980). 

'^Clearly, here, DeRose's brand of contextualism bears a certain affinity to "relevant 
alternatives" approaches to knowledge and/or (epistemic) justification. So too does the 
contextualist view discussed by Unger in his (1984), (1986) and (1995). In fact, DeRose goes 
so far as to say, not only that relevant alternative accounts of knowledge are contextualist. 



26 

contextualist view that one will be able to respect our pre-theoretic intuitions about the truth-

values of (1) and (2), above. Any "invariantist" treatment of'know' (and its cognates) — any 

position, that is, according to which the truth conditions for knowledge attributions do not 

vary in the way the contextuaUst claims they do — will lack the 'flexibility' that's required 

if we are, in this manner, to adequately respect the thought that "very many of the knowledge 

attributions and denials uttered by speakers of English are true" [DeRose (1992), p. 924]. 

C. Castaneda's ri980) Columbus Example & Annis' ('1978) Theory of Justification 

as the Meeting of Objections. As our next example of how a consideration of particular cases 

might motivate some form of epistemic contextualism, consider; 

(a) what counts as knowing that Columbus discovered America on October 
12,1492, in a television quiz show, with (b) what counts as knowing that in 
a high school student's essay on Columbus's discovery of America, with (c) 
what counts as knowing it when a historian defends the traditional date of the 
discovery from some ingenious and famous Harvard historian's claim that 
Columbus discovered America on October 11, 1492. [Castaneda (1980), p. 
217]'^ 

Here, of course, (a)-(c) have the following feature: we start with a case in which it's natural 

but that they are "[t]he most popular form" thereof [(1992), p. 918]. Looking ahead, I do not 
agree that relevant alternatives theorists are ipso facto contextualists. I return to this matter 
in Chapter 5. 

''See BCitcher's (1992), especially p. 3, for a brief though suggestive discussion of the 
various purposes, in different areas, of epistemic appraisal, and of the related phenomenon 
(of which Castaneda's example is an instance) of the variation across contexts in the 
stringency of the requirements which must be met if an agent's beliefs are to be counted as 
knowledge and/or as justified. See (e.g.) Hambourger (1987), pp. 243-245 for examples 
similar to Castaneda's of (supposed) shifts in the standards of knowledge (what Hambourger 
calls "standards of caution"). 
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to suppose that the standards of knowledge are quite lax, and progress to cases in which they 

are progressively raised. (Think of it this way: how likely is it that the average person who 

counts as knowing the date of Columbus's discovery of America in (a) will also count as 

knowing this in circumstances (c)?) The challenge posed by this example is to explain such 

shifting standards as these. The contextualist, of course, will maintain that the only, or at 

least the most plausible, way in which to do so is to regard such shifting standards as 

stemming from shifts in context. Perhaps an illustration of how this is supposed to work will 

help here. 

According to David Annis' (1978) preferred version of contexuaUsm, contextually 

justified beliefs are those which are unchallenged by the relevant objectors in a given context 

of justification, or those which when so challenged are nonetheless successftilly defended 

by the subject in question. Of course, Casteneda's example has to do with knowledge, rather 

than with justification. But it's easy enough to suppose that the progression from (a)-(c) 

coincides with an increase in the stringency of standards an agent must satisfy if his belief 

about the date of Columbus' discovery of America is to count as justified. And why is this 

so? In terms of Armis' account, it is because, we naturally think, (a)-(c) also coincide with 

an increase in the interests, knowledgability, and so forth, of the class of "relevant objectors" 

~ they will have more, and more penetrating, objections to the belief in question in (c) than 

in (a). In this manner, then, Annis can quite easily account for what are, intuitively, quite 

obvious variations in epistemic standards. It's not so clear, however, that the non-

contextualist can do so — or that he can do so quite so easily. After all, we can imagine the 
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contextualist saying, inasmuch as these shifting standards seem to arise precisely out of shifts 

in context, how could a non-contextualistic view be flexible enough to be able to account for 

them? 

D. Scepticism and Lewis' (1979) "Rules of Accommodation". Each of the sample-

case/sample-theory pairs canvassed thus far highlights the most attractive feature of a 

contextualist approach in epistemology: contextualism, but not invariantism, seems equipped 

to accommodate our intuitive judgments as to the correctness of sentences of the form '5 

knows that p' and '5 is justified in believing that p\ This feature of contextualism is closely 

related to another of its most obvious selling points: namely, the resolution of sceptical 

arguments which it purportedly provides. And this close connection is hardly surprising. 

After all, in allowing so much of what we actually say and think to be true, contextualism 

accords well with those "common sense" beliefs which the sceptic would have us regard as 

suspect (i.e., as either unjustified or as not constitutive of knowledge). In this way, that the 

contextualist has a response to scepticism that purports to respect "common sense" is really 

just an instance ~ albeit an important one, given ±at scepticism is a central topic in 

epistemology — of the more general feature of contextualism that we've been discussing; 

namely, that contextuahst theories seem to do a better job than invariantist theories of 

respecting our everyday ("folk", "common sense") judgments as to the correctaess of 

ascriptions of knowledge and/or justified belief.'® 

'®Cf DeRose's remark: "The obvious attraction of contextualism, besides (and 
closely related to) the resolution of sceptical arguments it purportedly provides, is that it 
seems to have the result that very many of the knowledge attributions and denials uttered by 
speakers of English are true" [(1992), p. 924]. What I am suggesting here is that these two 
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It would be wrong to suppose, however, that because it accords with "common sense" 

the contextualist 'resolution' of sceptical arguments amounts to nothing more than a refusal 

to take such arguments seriously. Faced with sceptical arguments, all too often it looks like 

we have to choose between either dismissing the sceptic outright ~ as confused, say, or as 

failing to respect the actual meanings of words — or having to accept unpalatable sceptical 

conclusions leading to the radical diminution of our stock of knowledge and/or justified 

beliefs. Ideally, what we'd like to be able to do is to steer a middle course between these two 

responses to scepticism: we want to treat scepticism as something to be taken seriously and 

to 'legitimize' it at least in the sense of showing why sceptical arguments have been found 

compelling by so many for so long, rather than rejecting it outright as confused, etc.; and we 

want nonetheless to legitimize our everyday claims to knowledge and the justifiedness of 

many of our most pedestrian and commonplace beliefs and not, in the end, side with the 

sceptic's appraisal of them as falling far short of whatever standards we see ourselves as 

satisfying. It is a virtue of contextualist treatments of scepticism that they allow us to avoid 

both of these unattractive extremes. In Chapters 4 and 5, I will take up in detail the 

contextualist's recommended manner of handling of sceptical arguments. For now, I want 

merely to convey the general form of one such contextualist response to the sceptic: viz., the 

response suggested by David Lewis. 

While Lewis' "Scorekeeping in a Language Game" has been quite influential among 

those who espouse some form of contextualist epistemic theory, in that paper he treats 

seeming virtues of contextualism are very "closely related" indeed. 



30 

attributions of knowledge only in passing. Lewis' principal concern in "Scorekeeping" is to 

draw attention to the fact that, in many spheres of discourse that contain context-sensitive 

terms, there are certain "rules of accommodation" which are operative. Though, for example, 

the rule of accommodation governing vagueness will differ somewhat from the rule which 

is operative in the case of presupposition, say, all such rales specify that when a statement 

containing a context-sensitive term is made, then (ceteris paribus and within certain limits) 

the "conversational score" will change, if needed, so as to render the statement in question 

acceptable. "Flat", for example, is such a context-sensitive term: just how flat a surface must 

be in order for sentences attributing flatness to it to be true is a variable matter that shifts 

with, and is determined by, conversational context. And one of the ways in which to change 

the "conversational score" with respect to the standards for 'flatness' that are in place is to 

say something that would require, for its acceptability, a change in standards. Thus, 

Peter Linger [(1971), (1975)] has argued that hardly anything is flat. Take 
something you claim is flat; he will find something else and get you to agree 
that it is even flatter. You think the pavement is flat — but how can you deny 
that your desk is flatter? But "flat" is an absolute term: it is inconsistent to 
say that something is flatter than something that is flat." Having agreed that 
your desk is flatter than the pavement, you must concede that the pavement 
is not flat after all. Perhaps you now claim that your desk is flat; but 
doubtless Unger can think of something that you will agree is even flatter 
than your desk. And so it goes.... 

The right response to Unger, I suggest, is that he is changing the score on 
you. When he says that the desk is flatter than the pavement, what he says is 
acceptable only under raised standards of precision....Since what he says 
requires raised standards, the standards accommodatingly rise. Then it is no 
longer true enough that the pavement is flat. That does not alter the fact that 

"This idea, and the idea of "absolute terms", derive from Unger; and Lewis agrees 
with Unger that certain terms are absolute. 
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it was true enough in its original co/i/exr....[Unger] can indeed create an 
unusual context in which hardly anything can acceptably be called "flat," but 
he has not thereby cast any discredit on the more usual contexts in which 
lower standards of precision are in force. [Lewis (1979), pp. 245-246] 

Similarly, Lewis contends, the sceptic's claim is such that its acceptability requires 

a raising of the standards for knowledge — in particular, it requires an expanding of the range 

of relevant alternatives: "The commonsensical epistemologist says: 'I know the cat is in the 

carton — there he is before my eyes — I just can't be wrong about that!' The sceptic replies: 

'You might be the victim of a deceiving demon'" [ibid., p. 247]. Since the sceptic's claim 

requires raised standards, the standards accommodatingly rise: the boundary delineating the 

range of relevant alternatives expands so that what the sceptic says is true. "Once the 

boundary is shifted, the commonsensical epistemologist must concede defeat. And yet," 

Lewis says, "he was not in any way wrong when he laid claim to infallible Iqiowledge. What 

he said was true with respect to the score as it then was" [ibid-l. 

As I've already said, an evaluation of the contextualist's recommended means of 

'resolving' the sceptical problem is something to which I will turn in later chapters. For now, 

though, we must note the following feature of Lewis' contextualist view: that view -- and, 

in particular, his "rules of accommodation" — enable Lewis to address scepticism is such a 

way that both "the commonsensical epistemologist" and the sceptic has his due. Of course, 

as Lewis has said with respect to Unger's claim that nothing is flat, that the sceptic can create 

a conversational context in which hardly anything can be known does nothing to discredit 

the more usual, nonphilosophical contexts in which our 'folk' knowledge-claims and -

attributions are made. So the thought of "the conmionsensical epistemologist" — that is, or 



32 

so I submit, the typical epistemic agent — that he knows many things to be the case is 

vindicated. 

Nonetheless, in the context he creates by making a claim that requires raised 

standards for knowledge, what the sceptic says (once the range of relevant alternatives 

undergoes expansion) is true as well. After all, the standards for knowledge rise, and the 

range of relevant alternatives expands, precisely in order that the sceptic's claim can be 

"accommodate". In this way, Lewis' contextualist view allows us to take scepticism 

seriously and not have to dismiss it outright, without taking it too seriously — that is, without 

our having to conclude that sceptical arguments "seem persuasive because they are sound 

and successfully establish the startling conclusion that we never or almost never truly ascribe 

knowledge" [DeRose (1992), p. 917]. 

But while, equipped with Lewis' view, we can take the sceptic seriously without 

flouting "the commonsensical epistemologist" (i.e., without denying that many of our 

ordinary knowledge claims and attributions are true) it seems next to impossible that an 

invariantist account of knowledge could be similarly accommodating to both parties to this 

dispute. For on any invariantist account of knowledge, a given subject either knows a given 

proposition or he doesn't. Thus, the invariantist must say that the person in Lewis' example 

either knows that the cat is in the carton or he does not. If the invariantist's theory of 

knowledge is such that it recommends the verdict that, notwithstanding the sceptic's claim, 

the subject does know this, we seem to be at a loss to explain the manifest persuasiveness 

of the sceptic's argument. (After all, rightly or not, scepticism has proved worrisome to a 
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good number of philosophers for a great many years.) If, on the other hand, the invariantist 

would have it that Lewis' subject does not know what he claims to know — and, by 

implication, that we do not know very many of the things we claim we do ~ then his account 

of knowledge cannot respect the highly intuitive view that very many instances of the 

schema "S knows that p" are correct! Thus, invariantism forces us to adopt a dismissive 

attitude towards either scepticism or common sense. Surely the contextualist's recommended 

means of resolving the sceptical problem, insofar as it puts us in no such unenviable position, 

is to be preferred. 

What each of the foregoing sample cases is intended to show, and what each of the 

foregoing sample theories is meant to reflect, is that our willingness to attribute knowledge 

or justification depends upon contextual features of the cases described ~ the very same 

belief can be justified, or can count as knowledge, in one context but not in another; indeed, 

the very same person with the very same belief(s) and the very same evidence might count 

as knowing or not knowing, or as justified or not justified, in virtue solely of (certain) 

contextual features. A consideration of cases, then, might well lead one to suppose that only 

a genuinely contextualist epistemology can adequately account for what are, really, certain 

everyday phenomena. As Unger puts it: 

At different times we think differently about who knows what. That is 
because we are in different contexts, with different interests dominant, as 
much as because we think about different people (and other creatures) in 
different cognitive positions. We want an account of knowledge that can help 
explain this variable and adaptive thinking that we do. Our [contextualist] 
model can help. [Unger (1986), p. 138] 
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Put in terms of the discussion of the procedure of constructing an epistemic theory 

with which this chapter began, the contextualist's diagnosis of where the invariantist goes 

wrong is as follows. Once again, in constructing an epistemic theory, we begin by 

considering a variety of fairly uncontroversial cases of epistemic justification, say, as well 

as some examples in which it's fairly uncontroversial that the subject's belief that p is not 

justified. The invariantist then attempts to abstract away from variable though — to his mind, 

for his (epistemological) purposes — irrelevant matters of detail in these various cases in the 

hope of locating those features which all and only the cases involving justification have in 

common. In this way, the invariantist hopes, it will be possible to discover and capture with 

his theory the essence, so to speak, of epistemic justification.^" 

According to the contextualist, however, if we have paid attention to the discussion 

of the present section, we will have learned that in abstracting away from all of the (to his 

mind, irrelevant) matters of local detail ~ in abstracting away from all of the differentia of 

the cases he includes in his sample — the invariantist inevitably leaves behind some of the 

features that make a given attribution of knowledge or ofjustified belief correct. And the 

result, as the foregoing examples are meant to suggest, is that contrary to the invariantist's 

intentions his theory will leave us unable to accommodate and account for our intuitive 

assessments of the correctness of at least some instances of schemas of the form "5 knows 

that p" and/or "S is justified in believing that /?". It is a consideration of particular cases, 

then, which explains the contextualist's adoption of his approach to answering epistemic 

Again, the example of Goldman's (1979) paper, discussed in Section n (above), 
served as our illustration of this invariantist strategy. 
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questions: according to the contextualist, the invariantist's goal of uncovering that which 

"any and all" cases of justified belief, or "any and all" cases of knowledge, have in common, 

is a chimera. 

V. An Invariantist Objection. A Contextualist Reply: 'Thoroughgoing' and 'Hybrid' 

Theories"' 

As should be clear fi-om the foregoing, contextualists see themselves as offering a 

particularjorr ofepistemic theory; unlike non-contextualist epistemologists, contextualists 

as a rule eschew any strict, universal formulas for determining matters of 

justification/knowledge: we might say that contextualism, negatively characterized, 

represents a refusal to ascribe any overall structure to knowledge/justification [cf. Alston 

(1992), p. 147]. This does not mean that the contextualist must reject altogether any non-

contextual tenets in his epistemology. What the contextualist denies is that there is some 

general, non-contextualist feature ~ coherence, say, or a proper relation among one's non-

basic beliefs and their 'foundations' (i.e., basic beliefs) — which can fully account for such 

good-making epistemic properties.^ And it is because the contextualist rejects the idea that 

such an over-arching structure, or any universalistic formula, can suffice to decide epistemic 

questions, that his view has a certain built-in flexibility. In fact, it is this very flexibility or 

^'Thanks to Tim Bayne for suggesting to me the labels "thoroughgoing" and 
"hybrid". 

^^Note that this denial does not commit the contextualist to the view that contextual 
features can ftilly account for our judgments of knowledge/justification in any given case; 
only a thoroughgoing contextualist will say this. (More on this below.) 
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open-endedness, it seems, which makes contextualism comport so well with examples of the 

sort sketched above. Sm^ely this feature of contextualism is responsible for some of its 

appeal. 

"But," it will surely be objected, "why suppose that coherentism or foundationalism, 

say, cannot be made consistent with these very same examples. As Casteneda, himself a 

contextualist of sorts notes, much of the post-Gettier literature is notable for its complexity 

and ingenuity [Castaneda (1980), p. 229, note #2]. So, just to take an example, contemporary 

coherentists offer rather sophisticated theories: they do not simply posit coherence as the 

justification-conferring features of one's belief(-set)s and leave it at that! So why think that, 

in the face of such examples, the contextualist can account for them but the non-contextualist 

caimot?" 

Assessing whether epistemic contextualism enables one to do things that a non-

contextualist carmot is one of the larger goals of the present work. But let me just say 

something here by way of anticipating a contextualist reply to the objection just sketched. 

That objection, granted, has some force, but I believe that it is based, ultimately, upon a 

confusion as to just what it is that the contextualist is claiming. The contextualist will say, 

in the face of the objection just raised, that it's true that certain views which at least seem to 

be non-contextualist are quite sophisticated — they come with many sub-clauses, conditions, 

defeater-conditions, and so on ~ and, of course, much of the current epistemological 

literature consists in impressive attempts on the part of such theorists to render, by means of 

such additions, the theory adequate to account for the data ~ viz., examples of the sort 
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canvassed above. 

However, the contextualist will also wish to point out that such additions and/or 

modifications to the non-contextualist theory in question have a strong flavor of the ad hoc 

about them: it seems as if they are introduced solely in order to introduce an element of 

flexibility back into the view in question in order that it might be made consistent with the 

example in question. Moreover —and more significantly — the contextualist will be quick to 

point out that such modifications and/or addenda, if they are really to enable the 

epistemologist in question to accoimnodate examples which bring to the fore the relevance 

of considerations of context, must themselves be such as to render — in some sense or to 

some extent ~ the view in question contextualist. Whereas, to repeat, an epistemic theory 

which begins with a consideration of cases pointing to the relevance of context to 

epistemology and an explicit acknowledgement of the fact that there is, for this reason, 

something right about contextualism, will have such flexibility built in fi"om the outset: there 

simply will be no need for what are, in fact, ad hoc concessions to the contextualist. 

What is being claimed by the contextualist, then, is not that a coherentist or 

foundationalist view, for example, carmot be made to comport with "what we want to say" 

about the sorts of cases to which the contextualist directs our attention. (This is where the 

anticipated objection goes wrong.) The claim, rather, is that any such view — be it a version 

of coherentism, foundationaUsm, reliabilism, or of any other going epistemic theory ~ i^it 

is to accommodate the phenomena in question, must contain some contextualist feature(s) 

in addition to whatever non-contextual features, properties, or structures are said to be 
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requisite for knowledge/justification. And these features, typically, will take the form of 

addenda to the theory which are added solely in order that the view can accommodate the 

sorts of cases/considerations which inspire ih& self avowed contextualist.^ Surely, the self-

avowed contextualist will say, this represents a point in favor of both his general 

contextualist approach to doing epistemology — for, after all, the seeming non-contextualist 

ends up being a contextualist of sorts! -- and his making it clear at the outset that his is a 

theory which is (in part, or to some extent) contextualist in character. 

Again, the foregoing is intended merely to hint at how the dialectic might go; and in 

later chapters we will be looking more carefully into the claim that it is only by adopting 

some forai of contextualism that one will be able to account for certain phenomena in a way 

that non-contextualists cannot. But perhaps, at this point, an example or two will help to 

illustrate what has been said in this section up to this point. 

Consider, then, the view of knowledge ~ ostensibly non-contextualist in character ~ 

which is developed and defended by Pollock in his Contemporary Theories of Knowledge 

^Thus, as I intend the term, to call someone a contextualist is compatible with his 
being a reliabilist, a coherentist, and so on. In others words, broadly construed, contextualism 
need not represent a competitor to such epistemic theories. In this respect, my usage of 
"contextualism" and "contextualist" diverges from Annis', as he means for "contextualism" 
to refer to "a third kind of theory", as distinguished from both coherentism and 
foundationalism [(1978), p. 213]. In his (1999a), DeRose makes just this point, stating that 
~ unlike foundationalism and coherentism, say ~ contextuaUsm is not a thesis about "the 
structure of knowledge or justification", "[n]or does it in any obvious way favor one 
structural alternative over the other" [DeRose (1999a), p. 188]. Because this is so, one can 
be a foundationalist and a contextualist. The present claim is that one needs at least to be a 
contextualist in order to have an adequate theory. 
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(1986).^^ This view is ostensibly non-contextualist because Pollock claims that "objective 

epistemic justification" is "ve/y close to being the same thing as knowledge" [Pollock 

(1986), p. 185; italics added]; and objective epistemic justification, for Pollock, is itself a 

non-contextualist notion — it consists simply in an agent (S) having a belief (that p )  which 

is ultimately undefeated relative to the set of all truths. But, as Pollock rightly points out, 

such objective justification cannot be all there is to knowledge. For while objective 

justification in Pollock's sense is immune to Gettier-style counter-examples, it cannot handle 

examples which "seem to have to do with social aspects of knowledge" [ibid., p. 190]. In 

particular, the notion of objective justification, on its own, leaves us unable to accommodate 

the fact that "[w]e are 'socially expected' to be aware of various things" [ibid., p. 192]. 

What is meant in saying that "we are 'socially expected' to be aware of certain 

things"? And what sort of consideration might lead one to suppose that this is so? Here, 

Pollock has in mind a particular class of examples most closely associated with Harman." 

The following is one such example which, again, is meant to show that there is an interesting 

sense in which knowledge has a social aspect: 

In case one, Mary comes to know that Norman is in Italy when she calls his 
office and is told he is spending the summer in Rome. In case two, Norman 
seeks to give Mary the impression that he is in San Francisco by writing her 
a letter saying so, a letter he mails to San Francisco where a fiiend then mails 
it on to Mary. This letter is in the pile of unopened mail on Mary's desk 

"^Thanks to Jack Lyons for suggesting Pollock's (1986) analysis of knowledge as a 
good example to use here. 

'^Although, as Pollock notes, Harman himself credits Sosa with (in Pollock's words) 
"the observation that social considerations play a role in knowledge" [Pollock (1986), p. 190, 
note #8]. See Sosa's (1964) "The Analysis of'Knowledge that p'". 
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before her when she calls Norman's office and is told he is spending the 
summer in Rome. In this case (case two), Mary does not come to know that 
Norman is in Italy. [Harman (1981), p. 164; cf. Harman (1973), p. 143]^® 

The bearing of the Harman-type case upon Pollock's proposed analysis ofknowledge 

is straightforward enough. Certain defeaters of an agent's belief — here, that the letter (in 

case two) reports Norman to be in San Francisco — are such that, due to what we regard as 

their easy availability, the agent is "socially expected" to be aware of them. And this is so 

even if there is a defeater defeater (here, the fact that the letter was written with the intention 

to deceive Mary), and thus even if the agent's belief meets the invariantistic requirement that 

it be objectively justified (i.e., ultimately undefeated relative to the set of all truths). In light 

of the Harman-type case, then. Pollock is lead to emend his proposed analysis and propose 

that, 

S knows P if and only if S instantiates some argument A supporting P which 
is (1) ultimately undefeated relative to the set of all truths, and (2) ultimately 
undefeated relative to the set of all truths socially sensitive for S. [Pollock 
(1986), p. 193] 

While not wishing to appear unduly confident of the correctness of the foregoing 

treatment ofknowledge. Pollock does say that it is "an analysis that seems to handle all of 

the known problems" [ibid.^. And perhaps Pollock is right about this. For present purposes, 

however, the important point is this: insofar as this analysis enables Pollock to handle cases 

such as those which Harman has brought to our attention, this is, by deliberate design, 

because of clause (2). However, the contextualist will point out, the addition of clause (2) 

leaves Pollock with an analysis ofknowledge that is no longer non-contextualist: 'socially 

^®For similar examples, see Harman's (1968) and (1980). 
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sensitive' truths are those truths to which we are "socially expected" to be aware; but just 

which truths we are socially expected to be aware of will, obviously, depend upon our social 

context. To use a slight variation on Castaneda's example (mentioned earlier), if I am 

defending, at a conference of historians, the traditional date of Columbus' discovery of 

America — i.e., October 12, 1492 — from some ingenious and famous Harvard historian's 

claim that Columbus discovered America on October 11,1492, if I am to count as knowing 

the claim I defend I will be expected to be aware of certain truths that I would not be 

expected to be aware of in the context of placing a game of Trivial Pursuit [cf. Hookway 

(1996), p. 1]. 

Similarly, in terms of Harman's case described above, suppose Norman has a 

reputation for playing practical Jokes via the postal system. Or suppose that Norman's 

deceitful letter to Mary is buried under several weeks' worth of what she knows to be junk 

mail. If either of these facts is true of Mary's situation, then it's not so clear that she should 

be expected to be aware of the true defeater (viz., that the letter reports that Norman is in San 

Francisco); and so it's not so clear that in case two Mary doesn't come to know that Norman 

is in Rome when she calls his ofRce. Note that the point here does not require that a 

modification of Harman's example in either of the ways I've just suggested results in an 

unequivocal judgment on our part that Mary does come to know that Norman is in Rome. 

It will be enough, for my argument if, while it's clear that in case two as Harman describes 

it Mary doesn't come to know where Norman is, this is no longer quite so clear if the case 

is altered slightly. For even a slight change in our assessment of the correctness of the 
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knowledge attribution in question suffices to show that differences in an agent's 

circumstances or context can effect changes in our expectations as to just which facts the 

agent should be aware of ~ that is, that such differences can effect changes in the list of 

socially sensitive truths — and thus that the addition of clause (2) to Pollock's analysis 

effectively renders his account of knowledge noninvariantist (i.e., contextualist). 

Granted, even if this is correct, this does not mean that his analysis of knowledge 

constitutes what I shall henceforth refer to as a. thoroughgoing &p\si&mxc contextualism. For, 

according to Pollock's analysis, while contextual matters — in particular, the set of socially 

sensitive truths — do play a part in deciding questions of knowledge, what the set of all truths 

is, whether S's belief is ultimately undefeated relative both to this set and to the set of truths 

socially sensitive for S, are matters which can be determined in an ^contextual matter. So 

while context will determine which truths S will be socially expected to be aware of, it does 

not wholly determine whether 5's belief constitutes knowledge. (This is why the resultant 

view is not thoroughgoing, in my sense of the term.) Hence, Pollock's analysis is best seen 

as an example of what I shall call a hybrid view: it is an epistemic theory in which non-

contextual considerations (e.g., the defeater relation) play a role in deciding questions of 

knowledge or justification, but it is only by adverting to further, contextual considerations 

(such as what the set of socially sensitive truths in a given case is) as well that such questions 

can be answered." 

"Henceforth, my use of "contextualist" and "contextualism", without any further 
qualification, will be intended not to discriminate between thoroughgoing and hybrid 
contextualist theories, as I've just defined them. Thus, a view that's referred to as being 
"contextualist" simpliciter can be either thoroughgoing or hybrid in character. 
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Nor is Pollock's (1986) analysis of knowledge the only currently available hybrid 

epistemic theory. On the contrary; there are, in fact, a number of other hybrid accounts of 

justification and/or knowledge that have been advanced of late. For example, although near 

the outset ofthis chapter I offered Goldman's (1979) process reUabilist theory ofjustification 

as a paradigmatic instance of invariantist epistemology, towards the end of that same paper 

he himself expresses some misgivings about "the standard format of a 'conceptual analysis'" 

[(1979), p. 121]. Goldman writes: 

What we really want is an explanation of why we coimt, or would count, 
certain beliefs as justified and others as unjustified. Such an explanation must 
refer to our beliefs about reliability, not to the actual facts. The reason we 
count beliefs as justified is that they are formed by what we believe to be 
reliable belief-forming processes, [ibid.] 

While Goldman thinks that the observation he makes here fits ill with what he calls 

"the standard format of conceptual analysis", or perhaps became he "[is] not sure how to 

express this point in the standard format ofconceptual analysis" [ibid.], the centrality ofwhat 

we believe about the reliability of various belief-forming processes — as opposed to what 

their reliability actually is — is not reflected in Goldman's (1979) analysis of justified belief. 

And this is hardly surprising given that that analysis is, as we saw earlier, really an attempt 

at constructing a theory ofjustification within "the standard format of conceptual analysis". 

Nonetheless, in subsequent papers Goldman has moved away firom standard conceptual 

analyses of epistemic concepts and attempted to develop an account ofjustification which 

does "refer to our beliefs about reliability, not to the actual facts" [ibid.; itaUcs added]. In 

Epistemology and Cognition (1986), for example, Goldman sketches the normal worlds 
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version of his process reliabilist theory of justification.^ On this view, 

the meaning of the term 'justified' (in its epistemic use) is fixed by certain 
things we presume about the world, whether we are right or not. Specifically, 
beliefs are deemed justified when (roughly) they are caused by processes that 
are reliable in the world as it is presumed to be. Justification-conferring 
processes are ones that would be reliable in worlds like the presumptively 
actual world, that is, in normal worlds. [(1986), p. 108]^' 

According to normal worlds reliabilism,^" then, the correctness of attributions of 

knowledge will depend upon the attributors' shared beliefs about the presumed actual world 

~ or to an attributor's beliefs about the reliability of certain belief-forming processes in the 

actual world, where these beliefs accord with our/humans' beliefs about the way things 

"*This normal worlds reliabilism is actually foreshadowed on p. 120 of Goldman's 
(1979). 

•'Granted, what "we presume about the actual world" isn't, and isn't intended by 
Goldman, to be equivalent to "our beliefs about reliability". But the important point is that 
in both cases the theory makes reference to certain of our beliefs. 

^•^ote that Goldman introduces the idea of a normal worlds reliabilist account of the 
meaning of'justification' on analogy with what he regards as the intuitively right response 
to the Putnam/Unger case whereby the creatures we have always taken to be cats are really 
inanimate robots. Goldman writes: "...I find it intuitively wrong to say that the feline robots 
are cats, even though they are what humans in the example have been calling 'cats' all along. 
This suggests that the meaning/reference of'cats' is fixed not by the actual nature of objects 
so called, but by their presumed nature. What we believe about the things we call 'cats' 
determines the meaning" [(1986), p. 108]. It seems clear, then, given the manner in which 
Goldman introduces the idea of normal worlds reliabilism, that he holds that the meaning of 
'justified' (in its epistemic use), and thus the correctness of attributions of justified belief, 
ought to be relativized to (crudely) the shared beliefs of (English speaking) humans, rather 
than to the possibly idiosyncratic beliefs of individual attributors. For, certainly, Goldman 
seems not to want to say that what any old speaker of English, however pecuUar or unusual, 
believes about the nature of the creatures called 'cats' plays a part in fixing the term's 
reference/meaning: after all, a given speaker might think that 'cats', as used by English 
speakers, actually refers to feline robots! 
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actually are. And while Goldman's (1992) intellectual virtues account of justification is 

hardly a mere variant on the normal worlds account thereof, in it the beliefs of the attributor 

group — in particular, what they take to be intellectual virtues and vices^' — will be among 

the determinants of whether they take a given subject's belief(s) to be justified. Finally, in 

his (1976) and (1989) Goldman has defended an account of knowledge consisting of "the 

relevant-alternatives account of the meaning of'know'" [(1989), p. 147] supplemented by 

the view that what the range of relevant alternatives is in any given case, and thus whether 

a given subject can correctly be said to know (the proposition in question), will depend upon 

the attributor's "linguistic and psychological context" [(1976), p. 89]. 

Though there are certainly important differences among them, in each of his (1976), 

(1986), (1989), and (1992), Goldman, of course, is concerned (in part) to give an account of 

either knowledge or justification along reliabihst lines. Yet, each of these papers can now be 

seen as involving an abandonment of the invariantist idea, invoked by Goldman at the outset 

of his (1979), that it is possible to give a set of principles which completely specify, for any 

putative case of knowledge and/or any putative case of justification, the conditions for the 

satisfaction of the schemas, "5 knows that p" and/or "5 is justified in believing that For, 

as we've just seen, in each of these papers Goldman advances a view according to which the 

correctness or incorrectness of particular instances of these schemas is going to depend, at 

^'Goldman suggests that epistemic evaluators' lists of virtues/vices are based, 
ultimately, in assessments of reliability [(1992), p. 160]. 

Again, for economy's sake, I've left the references to particular times in these 
schemas implicit. 
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least in part, upon certain features of the psychology of the attributor(s). And, with the 

possible exception of the normal worlds version of the process reliabilist account of 

justification,^^ it's easy to see how relativizing the conditions for the satisfaction of instances 

o f these schemas in this way renders these conditions variable and, in part at least, dependent 

upon shifting features of the contexts in which questions of justification/knowledge actually 

arise. Thus Goldman, whom we began by characterizing as the arch invariantist, has actually 

proposed a number of hybrid, and thus contextualist [see notes #23 & 27], epistemic 

theories! Surely, the contextualist will want to say, this serves as further evidence for the 

moral which — by his lights, anyway — ought to be drawn from the discussion of Section FV 

(above): namely, that, whether it's thoroughgoing or hybrid, some form of contextualism, 

some manner of taking account of contextual considerations in doing epistemology, has got 

to be correct. 

And perhaps at this stage we ought to concede that, in all likelihood, the contextualist 

is right about this. I don't claim, in this chapter, to have given anything like a knock-down 

argument to the effect that no invariantist theory could accommodate all that we think we 

should say in evaluating instances of the schemas, "5 knows that p" and s belief that/? is 

justified". (In fact, I'm not sure what such a general argument for the negative existential 

would look like.) But I do think that the discussion of the present chapter makes it plausible 

to suppose that an epistemic theory that in no way acknowledges the role that contextual 

considerations seem to play in our assessments of knowledge and/or justification is liable to 

"See note #30. 
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be incomplete. 

But even if it's true that any plausible epistemic theory must take account of 

contextual considerations, this in itself doesn't address the question of what the right way 

of taking contextual considerations into account is. Nor indeed does it address the prior 

question of what, exactly, contextualists have in mind in speaking of "context"; and although 

I've tried in this chapter to convey the general flavor of some contextualist views, we're 

working with a grasp of that concept that is, at best, still pretty rough and intuitive. Pretty 

clearly, though, what we end up thinking about contextualism and the claims that 

contextualists have made on its behalf is going to depend largely upon how we conceive of 

"context". So, before we try to determine how epistemologists ought to take context into 

account, perhaps we'd better try to get a firmer hold on that slippery notion. 
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CHAPTER 2: HOW TO THINK ABOUT 'CONTEXT' 

I. Introduction: 

As stated at the very outset of the previous chapter, one of the distinctive features of 

contextualism in epistemology, and part of the rationale behind the present project, is that 

to the extent that proponents to this approach are clear about what they mean by 

"contextualism" there is an apparently heterogeneous collection of particular epistemic 

theories to which that label has been applied. Already, however, we have come some ways 

towards being in a position to impose some order on this seemingly diverse cluster of 

epistemic theories. In particular, the discussion of the first chapter has suggested two 

dimensions along which we might characterize any such contextualist view. For any such 

view, we can ask: 

1. Is it concerned with knowledge, with (epistemic) justification, or with 
both?; 

and, 

2. Is the view hybrid or thoroughgoing? (If the former, what is the general 
character of the theories non-contextualistic complement — e.g., is it 
coherentist, reliabilist, foundationalist?; etc.) 

Questions 1 and 2 give us the beginnings of a means of taxonomizing the variety of 

epistemic contextualisms. In terms of the classificatory scheme suggested by these questions 

we can characterize the sample contextualist theories encountered in the previous chapter. 

For example, both Lewis (1979) and Goldman (1976), (1989) offer hybrid theories in which 

the contextualistic complement is a relevant alternatives account of knowledge; and, 

inasmuch as his 'indexicalist' treatment of the meaning of "know(s)" is not, as stated. 
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supplemented by any invariantist epistemic principles, DeRose's (1992) theory serves as an 

example of a thoroughgoing contextualist theory of knowledge.' 

However, while a classification of the various versions of contextualism in terms of 

1 and 2 is perfectly legitimate and usefiil to some degree, firom the perspective of 

understanding and critically evaluating contextualist theories, 1 and 2 axe not terribly helpful. 

For we can perfectly well understand what answers to 1 and 2 a given contextualist theory 

suggests without having any real sense of what that theory is. (For example, while Lewis' 

(1979) ostensively linguistic approach and Pollock's (1986) theory of knowledge look to be 

markedly different, nothing in 1 and 2 enables us to capture this fact; in terms of 1 and 2, 

these are both hybrid theories of knowledge.) To be able to really appreciate contextualist 

theories, and to be in a position to decide which if any version of contextualism is correct, 

we have to look elsewhere. Where we have to look is to the following two questions: 

3. What, according to the contextualist theory in question, are the relevant 
features of context? (Or, putting it another way, how would the theory have 
us understand 'context 7); 

and. 

'Thus, for the purposes of Question 2, it suffices to render an epistemic theory 
thoroughgoing that, as exposited, it contains no invariantist epistemic principles. This does 
not mean, however, that any such view is necessarily thoroughgoing, as it could be rendered 
hybrid by the addition of any such invariantistic component. (For example, DeRose's 
indexicalist view of "know(s)" could be combined with a relevant alternatives account of 
knowledge.) Thus, in classifying contextualist theories on the basis of question 2 — and, in 
particular, in classifying some contextualist theories as thoroughgoing — I should not be 
taken to be doing much more than offering one useful means by which extant contextualist 
views, as presented in the literature, can be sorted into types; these types are not, so to speak, 
intended to carve the nature of certain epistemic theories at the joints. 
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4. Is the theory best understood to be an account of the semantics of 
"know(s)" and/or "is justified", and thus of the truth conditions of sentences 
of the form "5 knows that p" and/or "5 is justified in believing that p", or is 
it more plausibly viewed as a theory of the pragmatics governing the (proper, 
correct, felicitous) use of expressions of either or both of these forms?^ 

Seeing how contextualists answer these two questions ~ in brief, the questions, 

"What is 'context*?'* and "Semantic or pragmatic?" — is, I submit, the right way to come to 

understand what, if anj^thing, is correct and distinctive about contextualism in epistemology. 

Over the next two chapters these are the questions with which we're going to be occupied: 

in the present chapter, we'll look at how contextualists conceive of'context'; and in Chapter 

3 we'll turn to a consideration of the dispute between those who would have us regard 

considerations of context as having a direct bearing upon the meaning of "know(s)" and/or 

"justified" and those who think that such a semantic contextualism is less attractive and/or 

less well-advised than a pragmatic approach. Remember, however, that my goal here and in 

what follows is not merely to imderstand what the proponents of contextualist positions have 

said about how, exactly, context bears upon key epistemic issues: I want to get at the truth 

with respect to the question of how, if at all, epistemologists ought to take contextual 

"Note: I've tried to capture both the semantic and the pragmatic form of 
contextualism by speaking, up to this point, of the contextualist as offering (some) non-
invariantist "conditions for the correcmess of statements of the form...", rather than as 
maintaining that "know'T'justified" have context-sensitive truth conditions. "Correcl", as 
I've been using it, was chosen precisely because it is ambiguous between the pragmatic and 
the semantic approaches. This same ambiguity is meant to accompany my speaking of 
"conditions {simpliciter)" for the "satisfaction" of sentences of the form "5 knows that p" 
and/or "5" is justified in believing that p": unless I specify that these 'conditions' are truth 
conditions, such locutions as these ought to be read such that "correctaess" and "satisfaction" 
might simply be going proxy for the notion, in pragmatics, of "felicity" or "warranted 
assertability" conditions. 
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considerations into account. So the reader should bear in mind that my discussion, in this 

chapter and the next, will be part exegesis and part critical interpretation and argument. 

In the previous chapter we looked at the chief kind of consideration which motivates 

contextualism in epistemology: in short, it seems to give us the flexibility that's required in 

order to respect "what we [feel we] should say" in response to particular instances of 

questions of the form, "Does S know that pi" and/or "Is 5's belief that p justified?" It's not 

my expectation that every reader will, at this point, have been 'converted' to contextualism. 

For those, however, who still feel some hestitation with respect to the thought that 

epistemologist ought to "take context seriously", as it were, let me remind him/her that at this 

stage we're construing 'contextualism' very broadly. For, thus far, the only general 

characterization of contextualism we've encountered is wholly negative in character. 

According to this general characterization, contextualism is simply the denial of 

invariantism: the contextualist denies that it is possible to give a set of principles which 

completely specify, for any putative case ofknowledge and/or any putative case of epistemic 

justification, the conditions for the satisfaction of the schema, "5 knows that p" and/or "5 is 

justified in believing that p". 

In moving fi-om this wholly negative thesis to some positive characterization of the 

contextualist's view, we can think of the matter in this way: So long as we are doing 

invariantist epistemology, it will be natural for us to treat justification and/or knowledge as 
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a two-place relation which holds (or fails to hold) between a person and a proposition.^ This 

relation, moreover, is held by the invariantist to be the same in any and all cases of 

knowledge and/or justified beUef: hence, "mvananrism". According to the contextuaUst, 

however, — and this is what the sample cases canvassed in Chapter 1 were supposed to have 

shown — this pictiure is at best incomplete: knowledge, e.g., might actually be a rAree-pIace 

relation between a person, a proposition, and a context [cf. Hookway (1996), p. 2];"* or it may 

be a two-place relation that is fixed in part by a person's 'context';^ or, it may be that 

'knows' is an ordinary dyadic predicate, but that there is more to whether an ascription of 

knowledge is ""correct" than whether a given subject satisfies the term.® But whatever the 

exact bearing of context upon the correctness of knowledge attributions is, from the 

contextualist's perspective, it's no wonder that no single invariantist relation manages by 

itself to explain everything we want to say about whether particular subjects know and/or 

^Perhaps it is because one is inclined to view justification and/or knowledge in this 
way that one will be led naturally to invariantism. 

^Here I'm closely paraphrasing Bas van Fraassen's characterization ofhis view of the 
nature of scientific explanation: according to that view, an explanation is a three-term 
relation between theory, fact, and context [cf, especially, van Fraassen's (1980), p. 156]. I 
mention this because, for anyone familiar with both, there are some striking parallels 
between van Fraassen's theory of explanation and what some epistemic contextuaiists — 
Dretske, for example ~ have said about knowledge and/or justification; and, given these 
parallels, this may be one place in which a critical study of contextualism in epistemology 
might have applications to a different area of philosophical inquiry. 

^In this regard it would resemble the relation 'being a grandmother' - this is a two-
place relation, yet its instantiation depends in part upon the existence of a suitably related 
third party. (Thanks to Alvin Goldman for this point.) 

®In which case, the context-sensitivity of knowledge attributions would not be a 
straightforwardly semantic matter. But more on this in later chapters. 
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justifiedly believe in a wide range of cases! (And, in particular, it's no wonder that 

invariantistic epistemic theories cannot do justice to the sample cases we encountered in 

Chapter 1, Section IV.) For the invariantist invites us to suppose that whether a knowledge 

attribution, say, is correct, depends solely upon whether the subject satisfies the predicate in 

question. Whereas, given that context is the sort of thing that is itself variable, according to 

the contextualist, what exactly "counts as"^ knowledge (/justification) will vary accordingly 

and to the same degree: hence contextualism as no/iinvariantism. 

Now, if it was not already clear, this way of characterizing the contextualist's 

position makes it obvious that what's required at this stage is some account of what context 

is. And it is precisely over this point ±at contextualists disagree widely. Or, at least, that is 

how it might well seem, as the various brands of contextualist epistemic theories in currency 

don't seem prima facie to have a great deal in common, beyond the fact that they're all non-

invariantist. Part of the burden of the present chapter, however, is to show that the seemingly 

diverse terms contextualists actually employ in the accounts of context they offer disguise 

the fact that they are largely in agreement as to what features of context bear upon questions 

of knowledge and justification. And, in my view, this is not merely a happy accident: there 

is a right way of thinking about which features of context are of relevance to epistemology; 

and this way of thinking about context is recognized, albeit sometimes only tacitly, by many 

of those epistemologists who've offered contextualist theories. In developing an account of 

'As with my talk of "satisfying" certain sentence-schemas, and of the "correctness" 
of particular instances thereof [see note # 2, above], "counts as" is intended to be ambiguous 
between the relevant semantic and pragmatic notions. 
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the proper conception of context, a good place to begin is to have a clear conception of the 

sort of thing that epistemic contextualists must mean by "context". 

n. Two Simple Conditions on Our Conception of Context: 

To the extent that there is a lack of clarity in the literature about what contextualism 

is supposed to amount to, this is due in part to the fact that contextualists have sometimes 

rested content with establishing — by their lights, anyway — the failure of invariantist 

epistemology. That is, those who have offered contextualist views often argue for their 

position by, for example, citing cases — cases such as the sample cases we encountered in 

Chapter 1 ~ which are alleged to show that we ought to be non-invariantists about 

knowledge/justification, that we ought to "take context seriously", but then fail to go on to 

take a firm stand on the "thorny issue" [DeRose (1992), p. 916] of how 'context' ought to 

be understood. Of course, if one can show that invariantist epistemic theories are inadequate, 

this in itself is no mean feat, especially in light of the fact that much of contemporary 

epistemology has consisted in the attempt to find the sort or combination of principles that 

will specify the conditions to be met in any and all cases ofknowledge and/or justified belief; 

and so one risks appearing not to appreciate the significance of an argimient against 

invariantist epistemology if one demands to be told what, exactly, "context" refers to. 

Yet the concem that contextualists provide an account of what is meant by 

"context"and not merely rest content with an 'intuitive' understanding of the term is hardly 

unreasonable. After all, in its everyday usage, "context" means something like 
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circumstances, situation, or 'setting'. But note that, absent a more demanding definition of 

"context", we're left with the unhappy result that every epistemic theory, every attempt to 

specify the conditions for the correctness of sentences of the form "S knows that p" and/or 

"^'s belief that p is justified", takes context into account in some sense. For example, every 

account of propositional knowledge demands that 5^8 circumstances be such that the truth 

requirement is satisfied: S doesn't know that p unless the situation is such that p. Similarly, 

every account of justified belief® and every account of knowledge demands that S's 

circumstances or 'context' be such that S believes that p. Thus, the belief and truth 

requirements seem to constitute invariantist principles; and that S believe that p, and that p 

be true, look to be "contextual" factors absent a more precise statement of what 'context' is 

supposed to be. After all, they are demands that specify conditions on an epistemic agent's 

"situation" that must be met for him to coimt as having knowledge. 

Just as there are features of any given agent's situation or "context" (liberally 

construed) which seem not to capture what contextualists who urge us to "take context 

seriously" have in mind, there are innumerable features of any given agent's "context" which 

no epistemologist seems to want to say are of epistemic relevance.' The agent's height, 

weight, age, favorite color, his/her distance firom the nearest white dwarf, and so on: these 

®Or at least of beliefs exhibiting ex post justifiedness. But it may well be that, 
ultimately, ex ante justifiedness must be understood (somehow) in terms of ex post 
justifiedness. On the distinction between these two notions, see Goldman (1979), p. 124-125. 

'Barring, of course, the concoction of particular examples designed to render such 
features relevant. 
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won't typically be of epistemic relevance. Once again, though, if all we have to go on is the 

everyday meaning of "context", it's hard to see why they're not just as much "features of 

context" as any other fact about an agent's situation. 

Clearly, then, we need to get clear on what "context" means. More specifically, we 

need to get clear on what contextualists mean by 'context', given the nature of the claims 

they wish to make. And the considerations of the previous two paragraphs are just a way of 

making vivid the fact that, whatever exactly the correct understanding of'context' tums out 

to be, however, there are two simple constraints which any plausible account of 'context', 

as it is invoked by epistemic contextualists, must respect. These are: 

i. Context — that is, certain features of any given context ~ must be such that 
they directly affect the conditions for the satisfaction of sentences of the form 
"S knows that p" and/or "S is justified in believing that p". That is, context 
must have a direct bearing upon the correctness of particular instances of 
either or both of these schemas. [See note #2 above.] 

ii. The (epistemic) relevance of context ~ that is, of certain features of any 
given context — must be such that it cannot be adequately captured by 
invariantist (epistemic) principles. 

Conditions i & ii ~ what we might call the requirements of direct relevance and of 

non-noncapturability (short for '^'"noncapturability by invariantistprinciples^\ respectively— 

help us to see why, for example, though the belief and truth requirements must be met by any 

putative knower, neither 5's believing that p norp's truth ought to be taken as a relevant 

feature of 5's circumstances or situation: as we saw above, inasmuch as these features are 

going to be something that any theory of knowledge must take into account, they violate our 

second constraint. Likewise, an agent's hair color, favorite food, or the air temperature in 5's 
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immediate surroundings don't qualify as relevant contextual features because they don't meet 

the requirement of direct relevance. Of course, it's not hard to imagine a case in which an 

agent's distance from the nearest quasar, say, is of some epistemic relevance — perhaps the 

subject claims to know what this distance is. hi this case, however, S's distance from the 

nearest quasar fails to satisfy the requirement of direct relevance', this fact is of epistemic 

relevance only insofar as it enters into determining whether the truth requirement for 

knowledge is met; S's distance from the nearest quasar has at best only an indirect bearing, 

via the truth requirement, upon whether S knows thatp in the case in question. (It's not as 

though S^s distance from the nearest quasar is itself going to merit inclusion among our 

epistemic principles.) And the truth requirement, as we just saw, is easily captured by an 

invariantist principle stating that this requirement be met in any and all cases of knowledge. 

So, in the imagined case of putative knowledge, insofar as the subject's distance from the 

nearest quasar is of epistemic relevance (via the truth requirement), this feature of his/her 

situation ends up not meeting our second condition on a plausible conception of'context': 

it violates the requirement of noncapturability. 

Now, i and ii seem to capture nicely the sort of thing that epistemic contextualists 

must have in mind in speaking of "context": we've yet to begin developing any substantive 

conception of'context', but it looks as though any such conception ought to conform to the 

requirements of direct relevance and noncapturabiUty. However, it might be objected that 

these requirements are so obvious that they're hardly worth mentioning, that they surely can't 

help us in our attempt to understand what 'context' means and thus what's meant by 
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"contextualism". But, unfortunately, this is not so. For example, I have heard it said (in 

conversation) that relevant alternative accounts of knowledge are contextualist. And even 

Keith DeRose, who actually does know better, makes it sound at times that this is his view 

as well: 

The most popular form of contectualism, I think it is fair to say, is what has 
been called the "relevant alternatives" view of knowledge (RA). But we must 
be careful here. As we shall see, it is a bit tricky to say just in what sense RA 
is a contextualist view.... [(1992), 918] 

Here, to repeat, DeRose comes very close to saying that the relevant alternatives view 

~ that is, the view according to which to know that p is to be able to rule out the various 

altematives to p which are relevant in a given case ~ just is a contextualist view. However, 

and as DeRose proceeds to make clear, this is just wrong. Certainly, it is possible for a 

relevant altematives theorist to make it part of his theory of knowledge that the standards of 

relevance — and thus, the standards to be met for a given subject to "count as" as having 

knowledge — are contextually determined. This, as we saw in the previous chapter, is the 

approach favored by Goldman in his (1976) and (1989). And, as it happens, many 

contemporary contextualists are also relevant altematives theorists: in addition to Goldman, 

Cohen [(1986), (1987), (1988), (1991)], Dretske [(1991)], Hookway [(1996)], Lewis 

[(1979)], Stine[(1976)], Unger[(1984)], andarguably some others as well, have all defended 

contextualist versions of this view of knowledge. In this sense, DeRose is correct in saying 

that the relevant altematives view is "[t]he most popular form of contextualism" [(1992), p. 

918], 

However, rather than speaking of the relevant altematives approach as a "form of 



59 

contextualism", it would be better to say that most relevant alternatives theorists favor a 

contextualist means of determining "relevance", and thus that contextualism is the most 

popular form of the relevant alternatives approach. For this way of putting the point doesn't 

create the impression that any means of determining relevance is bound to be contextualist. 

And it isn't. For example, a relevant alternatives theorist might offer the following 

invariantist specification of'relevance': the relevant altematives in any given case are all of 

the altematives — all the possibilities that are incompatible with the truth of what is claimed 

to be known. (Some sceptics seem to favor just this approach'"). Or again, one might adopt 

a relevant altematives account of knowledge, and then go on to say that 

there is a "correct" answer, in any given situation, as to which altematives are 
relevant. Given a complete specification of [a subject's] situation, a unique 
set of relevant alternatives is determined....According to this view, the 
semantic content of 'know' contains (implicit) mles that map any putative 
knower's circumstances into a set of relevant altematives. [Goldman (1976), 
p. 89] 

Of course, though these remarks are taken from Goldman's "Discrimination and 

Perceptual Knowledge", we've already seen that Goldman himself advocates a hybrid a 

reliabilist theory of knowledge, as he rejects this line of thought in favor of a contextualist 

account of the specification of the range of relevant altematives. But the invariantist 

construal of 'relevance' is perfectly possible. In fact, in his "The Pragmatic Dimension of 

BCnowledge" (1981a) Fred Dretske has defended just such an invariantist understanding of 

'relevance': according to the view Dretske there advances, relevance is cashed out in terms 

"Looking ahead, in Chapter 5 I present and defend my own preferred «o/i-sceptical 
invariantist standard of relevance. 
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of the objective probability that an alternative is actual (or obtains) in the subject's actual 

situation." And just as it is Goldman's thinking that the standards of relevance are 

determined by such things as the speaker/attributor's shifting'^ psychology which makes the 

resultant account of knowledge contextualistic, Dretske's thinking that these standards are 

given by certain extra-evidential, "objective" features of the subject's circumstances renders 

his account of knowledge invariantist. Putting the point another way, both objective 

probabilities and what we take to be genuine possibilities are variable, in that the values of 

both will, of course, depend upon the details of any particular case. However, unlike "what 

[speakers/attributors] actually regard as a real possibility," "the kind of possibilities that 

actually e.xist in the objective situation" [Dretske (1981a), p. 377] are precisely the sort of 

situational features which can be captured by invariantistic epistemicprinciples', all that's 

required is a principle stating just what the objective probability of an alternative must be, 

in any and all cases of knowledge, in order for it to qualify as relevant. Given a complete 

""...the difference between a relevant and an irrelevant altemative resides, not in 
what we happen to regard as a real possibility (whether reasonably or not), but in the kind 
of possibilities that actually exist in the objective situation" [Dretske (1981a), p. 377]. This 
same idea is defended by Dretske in his Knowledge and the Flow of Information. Expressed 
in the terminology of the information-theoretic account of knowledge he there advances, 
Dretske's claim is that "[t]o qualify as a relevant possibility, one that actually affects the 
equivocation of (and therefore information in) a signal, the possibility envisaged must 
actually be realizable in the nuts and bolts of the particular system in question" [(1981b), p. 
131]. 

'"The qualifier "shifting" is not gratuitous: I do not think that a psychological 
construal of relevance {a la Goldman) itself renders relevance context-dependent; whether 
it does so depends on which facts about a given person's psychology we take to be 
determinative of relevance. (More on this later, especially in Chapter 5.) 
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specification of a given subject's circumstances, we can then use such an invariantist 

principle as a rule enabling us to determine a unique set of relevant alternatives (those 

alternatives which must be ruled out) in any given case of knowledge. 

In short, while the title ofDretske's article might suggest otherwise, and while it may 

be tempting to think that a relevant alternatives accoimt of knowledge is ipso facto a 

contextualist account, Dretske's preferred determinant of relevance (viz., objective 

probability) does not meet our second requirement on a plausible account of 'context', the 

requirement of noncaptiirability. Knowledge may indeed depend on such objective 

probabilities. However, as Cohen has put it, "[t]hat knowledge is relative to the extra-

evidential circumstances of the subject follows, on most views, fi-om the truth condition for 

knowledge alone" [(1991), p. 22]. So if our goal is to arrive at an understanding of what 

contextualists must have in mind when they invoke the notion of "context", Dretske's 

(1981a) 'pragmatic' view of knowledge is illustrative of at least one thing that contextuahsts 

had better not mean by "context" if they wish to maintain that there's something distinctive 

about their approach to epistemic theorizing. More generally the moral is that, as we tum 

now to the development of an account of "how to think about 'context'", we'd better bear 

in mind our two simple conditions on a plausible account thereof. 

III. How to Think About 'Context'": 

The goal of the present section is to develop and defend what I take to be the right 

way of thinking about context — or, more accurately, of thinking about context in the sense 
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of "context" as it is relevant to epistemic theorizing. To this end, it will be helpful to have 

before us a good-sized sampling of the things that contextualists'^ — some of whose views 

we've encountered previously — have either said or implied about what they have in mind 

in speaking of context. For, again, while I will be arguing presently for a correct construal 

of "context", one which doesn't square with everything that has been said on the matter, my 

preferred way of thinking about context is widely recognized — albeit sometimes only tacitly 

- by most epistemologists who've offered contextualist theories. Here, then, is a quick tour 

of how various theorists have recommended that we think about 'context' [see note #13, 

above]: 

Table 1: Candidate Conceptions of Context: 

Theory 
(where and 
by whom it is 
presented) 

What is 'context'? TAnd/or. what are the relevant features of 
context?) 

Annis 
(1978) 

the "objector-group'"s psychological context (beliefs about the 
epistemic goals, the adequacy of the subject's responses to 
objections, subject's "epistemic excusability", etc.); the 
"importance" of being right/wrong; conversational context (what 
objections have been raised) 

'^Remember: At this point, when I speak of "contextualists" and "contextualist 
theories", what I mean to be referring to are theorists who claim to be contextualists and/or 
who are often labelled as such by others and/or who proffer theories which seem to be 
contextualistic in spirit. Again, then, though in this section I begin to narrow the field of 
plausible contextualisms, the theories and theorists Usted in Table 1 are really candidate 
contextualist theories and would-be or seeming epistemic contextualists. 
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Castaneda 
(1980) 

"the context of thought and speech" (the subject's ability to answer 
questions; the 'normality' of circumstances; the putative knower's 
belief ihsiX. these conditions are normal, etc.) 

Cohen 
(1986), 
(1987) 

intersubjective "evidentness" (or "obviousness"), as determined by 
the normal reasoning of a social group 

Cohen 
(1988) 

probability that alternative obtains; strength of subject's epistemic 
position (his evidence) vis-a-vis various alternatives 

DeRose 
(1992), 
(1995) 

"the importance ofbeing right"; conversational context ("what has been 
said"); the (relative) strength of the subject's epistemic 
position 

Dretske 
(1970), 
(1972), 
(1981a), 
(1981b) 

linguistic context; physical possibility that an alternative is 
realized; how subject came by (putative) knowledge 

Goldman 
(1976), 
(1989) 

the putative knower's circumstances; the attributor's "linguistic and 
psychological context" (what alternatives have been mentioned; which 
alternatives he has reason to think are actual, etc.) 

Goldman 
(1986) 

attributors' (shared) beliefs about the (presumptively) actual world 

Goldman 
(1992) 

attributor's (mentally stored) set of intellectual virtues/vices; his/her 
beliefs about the subject's belief-forming processes 

Hambourger 
(1987) 

"standards of caution", as determined by practical 
considerations/consequences such as how important it is to avoid error, 
what our degree of interest in the matter in question is, etc. 
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Heller 
(1995) 

attributor's ("evaluator's") standards for how reliable the (relevant) | 
belief-forming process must be; facts about the subject's situation 

Hookway 
(1996) 

conversational purposes; linguistic context; attributor's psychology (his 
"back-ground knowledge", understanding of the subject area, beliefs 
about appropriateness of answers to challenges); public/social 
expectations 

Lewis 
(1979), 
(1996) 

linguistic context ('conversational score'); "what has been said", 
operating in conjunction with certain "rules of accommodation" 

McGinn 
(1984) 

the membership of R, the relevant not-/? alternatives, that is 
presupposed 

Pollock 
(1986) 

the set of "socially sensitive truths" 

Pollock 
(1995) 

subject's psychological context: his goals/"interests"; his beliefs about 
the "importance" of, or his degree of "interest" in, what is at issue 

Rorty 
(1979) 

the "rules of [the] language-game" in question; "what society lets us 
say" 

Sosa 
(1988) 

how important it is to a group/community to have (and/or what the 
group's/community's degree of interest is in having) the agent be a 
dependable source of information over a certain field in certain 
circumstances 

Stine 
(1976) 

our judgments as to whether there is some reason to think that an 
alternative is "true" (i.e., actual) 

Travis (1989) the speaker's "circumstances" 
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Unger 
(1971), 
(1975) 

attributor's and/or audience's beliefs, interests, etc. (which determine 
both which competitors are relevant and the standards for ruling them 
out) 

Unger 
(1984), 
(1986) 

"the profile of the context" ~ i.e., all that we "care about" regarding the 
conditions for the correctness of a given knowledge claim or 
attribution); "the profile of the facts" ~ i.e., what we take to be the 
(relevant) facts of the subject's situation 

Williams 
(1991) 

"topical" or "disciplinary" constraints (what is at issue, the relevant 
field of inquiry); "dialectical constraints" (what objection has been 
raised); "situational constraints" (roughly, "the worldly situation" or 
'setting') 

Wittgenstein 
(1953), 
(1969) 

rules of the "language-game" in question; "agreements in judgment"; 
"forms of life"; etc. 

To my knowledge, included in Table 1 are all the major contextualists and/or 

contextualist theories of knowledge and/or justification. As this table makes clear, 

contextualists have cited a host of different 'contexts' (and/or relevant features thereof) as 

having a direct bearing on the correctness of sentences of the form "S knows that p" and/or 

"S's belief that p is justified". Surely this is one of, if not the main reason why 

"contextualism" seems primafacie to be a portmanteau and even an obfuscating term, as it's 

used to designate a number of what are in fact heterogeneous views. But once we abstract 

away from the particular, and at times idiosyncratic, terms that theorists have used in 

characterizing 'context', we can see that there is a great deal more in common among these 

different characterizations of 'context' than it first appears. 
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Qua non-invariantists, of course, contextualists hold that no satisfactory account of 

knowledge and/orjustification can be given wholly in terms of invariantistic principles. And 

this is because, according to contextualists the standards to be met for a subject to be 

correctly said to have knowledge (and/or to have a justified belief) will themselves vary. 

(Hence the contextualist's claim that the search for principles issuing in conditions to be met 

in any and all cases of knowledge/justification is misguided.) What we can now see, from 

Table 1, is that the candidate 'contexts' in accordance with which the standards of 

knowledge/justification vary fall into the following three categories: 

A. Linguistic context. Given that many of the theorists cited in Table #1 arrive at 

their preferred version of epistemic contextualism through a consideration of certain features 

of the phenomenon of knowledge attributions, it's hardly siuprising that they would end up 

advancing at least a semi-linguistic theory. For, after all, most knowledge attributions take 

the form of a particular type of public, linguistic act. Similarly, each of Annis, Castaneda and 

Hookway, in forging a link between justification/knowledge and question-(/objection-

)answering abilities, raises linguistic context to salience in a straightforward manner. Or, to 

take another example, most RA theorists regard the linguistic or conversational context as 

a constituting a salient type of contextual feature in that which alternatives are deemed 

relevant, in a given case, will depend in part upon "what has been said" (i.e., what objections 

have been raised, what alternatives have been mentioned, and so on). And others who offer 

at least 5e/n/-linguistic theories are led to do so in part because they stress the respect in 

which linguistic exchanges in general are, as it were, a co-operative venture: hence, e.g.. 
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Hookway's including "conversational purposes" and Lewis' citing his "rules of 

accommodation". There are, in short, different sorts of considerations which might lead one 

to regard linguistic context as relevant to determinations of knowledge/justification. But, 

however exactly they get there, most of the contextualists included in Table #1 advocate 

views which are at least semi-linguistic. 

B. Psvchological context. An even more popular choice among contextualists for a 

relevant type of feature of contexts is the psychological — indeed, looking at Table #1, only 

Rorty (1979) seems to give a clear-cut instance of an account of context that is wholly 

nonpsychological in character. How, exactly, does psychological context enter into the 

picture? Here contextuaUsts who espouse at least a semi-psychological view differ. Once 

again, though, there seem to be three ways in which psychological context could enter into 

our assessments of knowledge/justification: We might hold that the relevant features of the 

psychological context have to do with (i) the psychology of the subject (his/her beliefs, 

interests, etc.) [cf Castaneda; Cohen (1988); DeRose; and Pollock (1995)'"*] and/or (ii) the 

'^My categorization of Pollock's (1995) view as emphasizing the psychology of the 
subject might be a bit puzzling. After all, in the case of the ship's captain (discussed in the 
previous chapter), isn't it a shared or collective "interest" of all those on board the ship 
which "makes it incumbent upon [the captain]" to know how many life boats there are on 
board [Pollock (1995), p. 49]? Isn't it the fact that there are many lives at stake which makes 
it "important to know whether there are enough lifeboats aboard for all the passengers" 
[ibid., p. 48]? While I myself find this interpretation of Pollock's example convincing and 
think that the example itself is suggestive of (iii), I have classed Pollock's own (1995) view 
under (i) because in his book Pollock is interested in "'epistemology from the design 
stance'", where "[w]hat is of interest is how a rational agent should reason in acquiring 
perceptual knowledge, performing inductive generalizations, and so forth" [ibid., p. 52]. And 
while collective/shared "interests" and/or inter-subjective assessments of a question's 
"importance" might well "bear on the description of [a] rational agent once it is running", 
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psychology of the attributor(s) (e.g., their expectations, standards, presuppositions, 

interests/goals etc.) [cf. Annis; Cohen (1991); DeRose; Dretske; Goldman; Hookway; Heller; 

and Unger] and/or (iii) some shared psychological feature(s) of some larger group of 

individuals (their beliefs, standards, presuppositions, expectations, etc.), which might or 

might not include the subject and/or the attributor [cf. Annis; Cohen (1986), (1987), (1991); 

Dretske; Hambourger; Pollock (1986); Rorty; Sosa (1988); Williams; and Wittgenstein]. 

C. 'Objective' context. The third type of feature which some epistemic contextualists 

cite as being directly relevant to the determination of the conditions to be satisfied, in any 

given case of an instance of either of the schemas, "S knows that p" and/or "S^s belief that 

p is justified", are certain extra-linguistic, extra-psychological facts such as the "importance 

of being right/wrong" [cf Annis & DeRose], the "normality" of the context [cf Castaneda], 

the objective or 'physical' probability that a situation incompatible with what the subject is 

said to know obtains [cf Cohen (1988), Dretske (1981a), (1981b)], general (non-linguistic, 

non-psychological) facts about the subject's situation [cf. Heller (1995)], and what Williams 

[(1991)] calls the 'setting' or "worldly situation" within which a particular question of 

knowledge/justification arises. 

Which of A-C, and/or what combination of these candidate conceptions of 'context', 

captures what the epistemic contextualist needs by way of an account of "context"? In my 

they do not directly "bear on the design of a rational agent" [ibid.] and so can form no part 
of Pollock's project of "building an artilect" \ibid., p. 51]. Or, at any rate, that is how it 
seems to me, and that is why I think that Pollock's ship captain case should be interpreted 
as revolving around certain features of the psychology of the subject. 
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view, the correct account of'context' is given by psychological context. Moreover, I want 

to suggest that the correct account of the psychological factors of a given situation that are, 

or ought to be, of interest to the contextualist have to do with certain features of the 

psychology of individuals other than the putative knower and/or the epistemic agent whose 

belief may or may not be justified. Just how our conceiving in context in this manner bears 

upon the issue of just how and how far contextualistic epistemic theories deliver on the 

claims that have been made on their behalf is going to occupy us in subsequent chapters. For 

now, though, I want to motivate the idea that the conception of context just sketched is, in 

fact, the right one. 

What is most significant, perhaps, about 'objective' context is that it seems to be 

regarded as playing the smallest role among the types of contextual factors which are partly 

determinative of questions of knowledge/justification: none of the theories listed in Table 

#1 is "purely objectivist", in the sense ofadverting only to featiuresofthe 'objective' context; 

and many of them are not even semi-objectivist. And our discussion of Dretske's (1981a) 

attempt to give an account of context in terms of the 'objectivist' device of what the 

probabilities really are in S's situation shows why contexmalists are right to give a 

characterization of 'context' other than in terms of (what I've termed) certain "objective" 

features of an subject's situation. For if the argument of the previous section is correct, then 

considerations of features of the 'objective' context do not themselves satisfy the 

requirement of direct relevance. Thus, for example, it may be that such features of "the 

worldly situation", "what probabilities actually obtain", etc., are relevant only insofar as they 
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go into determining whether the truth requirement for knowledge is satisfied. But this truth 

requirement, to repeat, fails to be noncapturable by invariantists: it will be an element in any 

plausible account of knowledge that part of what makes for the correctness of instances of 

the schema "5 knows that p" is that git 

It is not my claim that subsiunption under the truth requirement is the only way in 

which 'objectivist' features can bear upon the conditions for the satisfaction of a given 

instance of the schemas "5 knows that p" and/or "S^s belief that p is justified". For there is 

another sense in which certain facts about the 'objective' "worldly situation" can have such 

a bearing: such features might satisfy the requirement of direct relevance in virtue of their 

being subsumable under the psychological context. As we saw in Chapter 1, the accounts of 

knowledge and justification that Goldman has favored of late, for example, have at their core 

the idea that it is what we believe about the reliability of certain belief-forming (and -

sustaining) processes, and not the actual facts, that bears directly upon the correctness of 

sentences of the form "5 knows that p" and/or "5's belief that p is justified". Though 

Goldman typically, and characteristically, holds that the relevant psychological states have 

as their subject matter the reliability of certain cognitive processes, he variously appeals, in 

turn, to such things as our beliefs about the (actual) world — these, and not the way the world 

really is, are determinative of the 'normal worlds' [(1986)] — and/or speakers'/attributors' 

beliefs about certain intellectual virtues and vices iyersits what the facts^ about these 

virtues/vices really are) [(1992)] in giving accounts of justification, for example. For 

Goldman, in short, it is context construed psychologically that ought to be of interest to the 
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qjistemologist. 

It seems to me that the main point, here, is both inescapable and quite general: no 

conception of'context' in terms of'objective' features of a subject's situation can be what 

the contextualist is after; any such feature will violate the requirement of direct relevance; 

and to the extent that any such feature is relevant at all, this is because it is subsimiable under 

either some invariantistic requirement (in violation of the requirement of noncapturability) 

or some other type of context; in neither case does the contextualist end up with an 

'objectivist' conception of context. 

Thus, in terms of Castaneda's example [(1980), p. 217], to the extent that "what 

counts as knowing" the date of Columbus' discovery of America will vary, depending upon 

whether one is on a television quiz show, writing a high school history exam, or defending 

the traditional date of that discovery before an audience of one's fellow esteemed, 

professional historians, this is not because of a difference in 'setting' (being in a classroom, 

e.g., versus presenting a paper at a conference) per se, but rather because there will be a 

concomitant changes in the beliefs, expectations, and perhaps psychological states of 

one's audience. Similarly, in terms of RA theories, just which alternatives are relevant, and 

thus exactly what competitors must be ruled out if one is to count as knowing, will depend 

upon such what we what we take the relevant alternatives to be [cf. Stine (1976)].'^ And 

mutatis mutandis the same holds for other candidate 'objective' components of context: it 

'^By the time of his (1991), Dretske himself has come to favor a psychological over 
an 'objectivist' conception of context. 
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is not the normality of a subject's circumstances [cf. Castaneda] but our beliefs about this 

that matter; it is not how the subject came by his (putative) knowledge [cf. Dretske (198 la)] 

but whether attributors regard certain belief-forming processes as good ones that is of 

epistemic relevance; and, from the contextualist's point of view, it's not how "important" a 

particular issue is in some abstract or 'objective' sense that has a direct bearing upon the 

requirements for knowledge/justification, but how important they are in the psychological 

sense of a given issue's importance to us. 

At this stage, it's probably worth reiterating a point that I was at pains to make clear 

in Chapter 1 (Section V), a point having to do with just what it is that the contextualist, qua 

contextualist, does and does not deny. A contextualist is not committed to denying that such 

things as the truth requirement for knowledge bear upon whether a given subject knows that 

p ~ in fact, the contextualist can accept this as an invariant condition on knowing. The 

claim, rather, is that a satisfactory epistemic theory will have to appeal to certain 

noninvariantist, 'contextual' conditions as well. Similarly, the argument of the last few pages 

is not intended to show that none of the 'objective' features of a subject's situation we've 

been discussing have any bearing at all upon questions of knowledge and/or justification. 

The claim, rather, is that if we want a plausible account of'context', in the sense that is 

required by the contextualist, we will have to look elsewhere, beyond 'objective' context. If 

this is right then, by elimination, there are two remaining candidate conceptions of context: 

the linguistic and the psychological. What I want now to argue is that considerations exactly 

parallel to those which tell against a conception of context in 'objectivist' terms apply to 
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linguistic features of a subject's epistemic situation, and thus that we are left with a 

psychological account of context as being the right way to go. 

As noted previously, of the epistemic theories appearing in Table 1, only Rorty's way 

of conceiving of context is wholly linguistic in character. As Table 1 indicates, it's Rorty's 

view that the correctness of instances of the schemas "5 knows that /?" and "S's belief that 

p is justified" is determined by "the rules of [the] language-game" in question; these rules, 

presumably, will determine in turn, or perhaps will be constituted by, "what society lets us 

say" [(1979), p. 174]. How far Rorty's position is defensible is certainly a question worth 

exploring.'® The trouble with taking Rorty's view to be a representative attempt to capture 

the special relevance of linguistic context, however, is that Rorty's view just is his 

"'epistemological behaviorism'" [ibid.]. But the prima facie implausibility and manifest 

failure (historically) of behaviorism — be it linguistic, logical, or whatever—, while it might 

tend to show that the rationale behind Rorty's proffered conception of'context' is flawed, 

for that very reason doesn't tell us whether there's no good reason for thinking of 'context' 

in linguistic terms, or at least for its being semi-linguistic in character. So, rather than 

addressing the question of the viability of '"epistemological behaviorism'", I want to 

consider what other contextualists have said on behalf of the idea that linguistic features of 

'®As is the question of how far Rorty's position is Wittgensteinian, as he supposes. 
And in spite of Wittgenstein's professed hostility towards psychological hypotheses, as 
Table 1 indicates, I for one don't think that Wittgenstein's conception of context (nor, in fact, 
his conception of "language games"!) is purely linguistic. 
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a subj ect's situation bear upon whether he can correctly be said to have knowledge (/justified 

beliefs). 

Consider then the sort of cases which lead Goldman, for example, to think that, in 

addition to his psychological profile, a speaker's "linguistic context" is of epistemic 

relevance: 

If the speaker is in a class where Descartes' evil demon has just been 
discussed, or Russell's five-minute-old-world hypothesis, he may think of 
alternatives he would not otherwise think of and will perhaps treat them 
seriously. [(1976), p. 89] 

With respect to conversational context, if the speaker is in a philosophy class 
discussing skepticism, various radical counterpossibiUties may be prompted 
and made 'live' by the discussion. But when he goes about his everyday 
affairs, as Hume observed, these radical possibilities recede in salience and 
seriousness. [(1989), p. 147] 

So, for Goldman, conversational/linguistic context is of relevance to deciding questions of 

knowledge because it 'brings to salience' certain competitors to what the subject may or may 

not know. And this may well be correct. Note, however, that in itself the mentioning of the 

envatted brain hypothesis, for example, is of no epistemic relevance whatsoever: suppose 

that the lecturer in the philosopher class has failed to turn on his microphone; would his 

discussion of the brain-in-the-vat hypothesis have any effect on the range of relevant 

alternatives for a student wondering whether the clock on the wall is reliable? Presumably 

not. And the reason for this is clear enough: as Goldman's remarks suggest, it is the 

psychological availability or salience of certain counterpossibiUties, our (e.g.) having the 

envatted brain hypothesis in mind, that is of significance. In just the same way, when we go 

about our everyday affairs this sort of radical hypothesis recedes in its psychological salience 
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and seriousness ~ it remains (to borrow Descartes phrase) "hyperbolical and ridiculous" 

[Descartes (1973), Volume I, pp. 198-199]. In part, of course, this is because in our everyday 

affairs it's very rare that such possibilities are mentioned. Again, though, when they are 

mentioned, such facts about a subject's linguistic or conversational context do not themselves 

affect the range of relevant alternatives and, thus, the question of whether the subject in 

question knows that p — linguistic facts such as these fail to meet the requirement of direct 

relevance. In short, what Goldman's examples really show is that it is psychological context 

that matters.'' 

Dretske too has suggested that "what is said" will bear upon whether a given subject 

can "correctly" be said to have knowledge. In particular, Dretske points to how 'contrastive 

focussing' can affect the range of relevant alternatives in any given case of (putative) 

knowledge:'^ 

Someone claiming to know that Clyde sold his typewriter to Alex is not 
(necessarily) claiming the same thing as one who claims to know that Clyde 
sold his typewriter to Alex. The sentence we use to express what they know 
is the same, of course, but they reflect, and are designed to reflect, different 
relevancy sets. [(1981a), p. 373]" 

''Again, I don't think that Goldman would find this claim either surprising or 
troubling. The second passage quoted above, for example, is followed by Goldman's 
remarking upon how this illustrates certain findings regarding "context effects" within 
empirical psychology. 

'®For ageneral exploration of the phenomenon of contrastive focussing, see Dretske's 
(1972), as well as his (1970) & (1971). 

"Dretske also point out that restrictions of the relevancy set can be brought about by 
the speaker's choice of the subject term in a sentence of the form "S knows that /?". But this, 
as Dretske seems to recognize, is really an instance of the more general phenomenon of 
contrastive focussing. See ibid., pp. 373-374. 
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Note, though, that while contrastive focussing might be a genuine feature of our linguistic 

practices, and while it might function (for the RA theorist) to restrict the range of relevant 

alternatives, this in itself no more renders the correct view of'context' linguistic in character 

than does the bare linguistic act of mentioning ceratin radical counterpossibilities. There are 

two reasons for this. 

First, though contrastive focussing may function in the manner Just described — that 

is, while it may restrict the range of relevant alternatives — contrastive focussing alone does 

not suffice to determine, in any given case, whether S knows that p. At most, it is part of a 

complete (RA) account of relevance.^" 

Second, however, and more importantly, it would appear once again that contrastive 

focussing is of epistemic significance (only) inasmuch as, e.g., the statements "5knows that 

Clyde sold his typewriter to Alex" and "5" knows that Clyde sold his typewriter to Alex" 

draw our attention to, or bring to mind, different relevancy sets. One might say, then, that 

while constrastive focussing is in part a linguistic phenomenon, it bears upon the correctaess 

of sentences of the form "S knows that p" only to the extent that this linguistic phenomenon 

typically causes a psychological focussing, on the part of the hearer, on a certain range of 

counterpossibilities. That is why this feature of our conversational/linguistic exchanges is 

of any epistemic relevance at all: on its own, the difference between emphasizing "sold" and 

emphasizing "Alex" in the foregoing example violates our first simple condition on an 

^°As we've seen, Dretske thinks that the ultimate determinant of relevance is 
objective probability. But we've seen too that this won't do as a genuinely contextuaUstic 
conception of 'context'. 
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adequate conception of context (viz., the requirement of direct relevance). 

Finally, consider once again Lewis' contextualist view, as applied to epistemic 

matters. Lest we think that Lewis' account, and thus the conception of 'context' which it 

recommends, is wholly linguistic, it's worth noting at the outset that the phenomenon of 

'rules of accommodation' and Lewis' account of language generally, is itself part of a larger 

conception of human agency and human psychology. In fact, Lewis thinks that it is 

impossible to understand the nature of language and our conversational exchanges in 

linguistic terms alone, and in isolation from the psychological. For example, Lewis endorses 

a Gricean "principle of truthfulness" for language speakers, according to which they are (on 

the whole) sincere [see Lewis (1974), pp. 114-115;"' cf. Lewis (1975)]. And given that Lewis 

also advocates a Quinean-Davidsonian "principle of charity", according to which (roughly) 

an agent's beliefs should be (what we believe to be) true [ibid., pp. 112-113], it's no wonder 

that Lewis also defends the "mles of accommodation" he discusses in "Scorekeeping". For 

these rules function so as to render (for the most part, and within certain limits) what a 

speaker says, and thus what he believes, true. In this way, Lewis' "rules of accommodation" 

and the role they play in our linguistic interchanges subserve what are (by Lewis' lights) 

certain features of our psychology and/or certain things which we presume about the 

psychology of others.^^ So we ought to be careful about treating the views expressed in 

"'That this principle bears an obvious affinity to the ideas of Grice is something 
which Lewis himself aclaiowledges [ibid., p. 115, note #7]. 

"^In his "Languages and Language", for example, Lewis claims that the conventions 
of language, like conventions generally, "perpetuate themselves because they serve some sort 
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Lewis' (1979) as though they are entirely linguistic, and thus about simply assuming that 

whatever conception of'context' they motivate must be linguistic in character. 

And it's not as though establishing that the correct conception of context is 

psychological rather than linguistic rests upon showing that Lewis' "rules of 

accommodation" are part of a larger theory of our linguistic exchanges, a theory according 

to which language is underpinned by, expressive of, and subservient to, our psychology in 

the manner just sketched. In fact, I have broached the subject of the relation between 

language and psychology here because it is going to loom large in the next Chapter. For now, 

though, a much more direct argument for why, in terms of our conception of context, the 

psychological ought to have priority over the linguistic, is available. The argument is 

straightforward; and by now the reader should be able to guess how it's going to go. Recall 

from Chapter 1, for example, the following passage from Lewis' "Scorekeeping" paper, in 

which he gives an example of the functioning of a rule of accommodation: 

The commonsensical epistemologist says: "I know the cat is in the carton — 
there he is before my eyes ~ I just can't be wrong about that!" The sceptic 
replies: "You might be the victim of a deceiving demon." Thereby he brings 
into consideration possibilities hitherto ignored, else what he says would be 
false. The boundary shifts outward so that what he says is true. Once the 
boundary is shifted, the commonsensical epistemologist must concede defeat. 
[(1979), p. 247] 

So, if the commonsensical epistemologist 'knows the (conversational) score', he'll 

see that it would be impermissible for him to claim to know that the cat is in the carton. But 

of common interest" [(1975), p. 164; italics added]. And, according to Lewis, in the case of 
specifically linguistic conventions ~ such as the principles of truthfulness and charity ~ the 
interest served is "a conwnon interest in communication" [ibid., p. 168]. 
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is this fact about the incorrectness of "I know that the cat in the carton" due merely to 

features of the linguistic context? Surely not. Lewis may be right about certain rules of 

accommodation being operative here, and in our conversations generally; and it may well be 

that the sceptic's mentioning of the sceptical possibility is part of what brings it about that 

it seems correct to say^ that, were the speaker nonetheless to insist that he knew the cat was 

in the carton, he'd be doing something wrong. But surely this intuition stems from the fact 

that the sceptic's mentioning this possibility into consideration possibilities hitherto 

ignored" [ibid.\ italics added] — that is, from the fact that it (thus) affects the psychology of 

anyone concerned with keeping track of the conversational score in Lewis' example. 

So, while Lewis' "Scorekeeping" paper is certainly concemed with pointing up 

certain contextualistic features of language, it would be a mistake to draw from it the moral 

that the correct conception of 'context' must be linguistic, or even partly linguistic. As we 

saw in discussing the pair of passages from Goldman, above, facts about what alternatives 

have been mentioned fail to meet the two requirements set down on an adequate conception 

of context. In particular, they fail to meet the requirement of direct relevance. Similarly, for 

Lewis, what is actually said is relevant because (due to the "rules of accommodation") it 

effects what must be supposed/considered in order to render the utterance in question true. 

Once again, then, it is the psychological effects of such linguistic facts, and in particular what 

hitherto ignored possibilities they bring to mind, which bear upon the correctaess of 

^At least flat out, and without qualification. 
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sentences of the fonn "5 knows that p"}* It is the consideration of certain possibilities which 

ought to figure in the correct conception of'context'. Though such a consideration might be 

prompted by "what has been said", from the point of view of the epistemic contextualist 

attempting to get a handle on 'context', the causes (linguistic or otherwise) of our 

psychological profile are simply beside the point. 

Thus far, I have argued that the right way to think about 'context' is in psychological 

terms. It is psychological context, then, that is the variable feature which effects shiits in the 

conditions for knowledge (/justification); thus, it is the relevance of psychological context 

to epistemology which renders epistemic invariantism untenable. In itself, I take it, this is an 

interesting result, one which represents a considerable advancement in our understanding of 

what contextualism in epistemology is, or at least ought to be, all about. But even if I'm right 

about the right account of context's being psychological, it's still unclear exactly what 

psychological context is. For, as I noted in introducing the idea of psychological context, we 

might hold that psychological context has to do with the psychology of the subject ~ i.e., of 

the epistemic agent in question, who is said to know that p and/or to believe p justifiedly. 

Or we might hold that it is the psychology of the ascriber or attributor of knowledge 

(/justified belief) to an agent whose knowledge that is relevant. Or, finally, we might hold 

that it is only certain psychological features of some still larger social group ~ which might 

^"That this is Lewis' own view of the matter is made clear by what he says in his 
(1996) "Elusive Knowledge"; see, especially, p. 564. 
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or might not include either the subject or the attributor — that affords us the correct account 

ofcontext'. 

Of these candidate conceptions of the right way of conceiving of psychological 

context, which is to be preferred? What I take to be the correct answer to this question 

derives from reflecting on the nature of the arguments I have given against both linguistic 

and 'objective' conceptions of context. Once we see why, exactly, neither of these candidate 

conceptions ofcontext proves to be what is needed by the contextualist, it becomes clear that 

the right way of thinking about psychological context is in terms of certain psychological 

facts about the attributor and/or of some larger social group, rather than in terms of the 

psychology of the epistemic subject him-/herself. 

The guiding principle behind the arguments of this chapter up to this point is that the 

correct account of 'context' must be such that it respects both the requirement of direct 

relevance and the requirement of noncapturability. And the failure of both the linguistic and 

the 'objectivist' conceptions ofcontext derives, as we've seen, from theirboth failing to meet 

these requirements. 'Objective' and linguistic features of an epistemic situation — a situation, 

that is, in or about which a question of knowledge/justification arises ~ seem not to be 

directly relevant, and to the extent that they are relevant at all, this is because they point 

towards the real relevance of either some invariantist condition on knowledge orjustifiedness 

(such as the truth requirement for knowledge) or a psychological feature of the situation (e.g., 

our beliefs about such things as the reliability of certain belief-forming processes or the 

membership of the relevancy set). 
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Note, however, that the reason why both linguistic and 'objective' accounts of 

context fall prey to this form of argument is because they are both 'objectivistthat is, they 

both attempt to take context to consist in certain extra-credal, extra-psychological facts 

about an agent's epistemic situation. The proponent of what I have been calling an 

'objectivist' conception of context appeals to such things as the actual probabilities of certain 

alternatives being realized, while the proponent of a linguistic conception of context appeals 

to such things as what has actually been said, which counterpossibilities have actually been 

mentioned, and/or what the conversational score really is. In both cases, however, the result 

is a possible gap between "what the facts are" and what the relevant individuals take the facts 

to be. And because it is only "what we take the facts (the probabilities, the epistemic 

virtues/vices, the salient counterpossibilties, etc.) to be" that is directly relevant in the 

required sense, of course no objective facts about an epistemic situation (including what has 

been said) will satisfy the requirement of direct relevance. At most, such facts will be of 

indirect relevance, as they will point either to some invariantist requirement or to some 

alternative conception of context. 

Now consider the suggestion that it is the psychology of the subject that is at least 

partly constitutive of the correct conception of context. Obviously, that the subject satisfy 

the belief condition is, on any account of knowledge or justification, of epistemic relevance. 

But this is an invariantistic condition ~ it applies to any and all putative cases of knowledge 

and/or justification. So while such a condition ought to be included in a contextualist 

epistemic theory, it can't be part of the notion of 'context' itself. The trouble is, however. 



83 

that it's hard to see how any feature of the subject's psychology could be both directly 

relevant and noncapturable. The basing relation among 5*5 belief, whether his beUefs exhibit 

the right type or degree of coherence, the probabilities of his beliefs' being true, what 

evidence the subject possesses, the subjective probabilities that his beliefs are true ~ these 

are all features of the subject's psychology which might be of epistemic relevance. But they 

are all such that they can be captured by invariantistic epistemic principles. Moreover, note 

that there is, with respect to all such features of the subject's psychology, a 'gap' between 

the facts about 5's psychology and what we take these facts to be. In this respect, and 

assuming that the previous arguments of this chapter are correct, the facts of 5's psychology 

are bound to have only an indirect bearing upon whether we take an attribution of knowledge 

or justifiedness to him to be correct." 

Whom do I mean by "we" here? I mean we attributors of knowledge and/or 

justifiedness. Our goal all along has been to give an account of the principles underlying our 

judgments of "what we ought to say" about whether an instance of the schemas "5 knows 

that p" and/or "5*8 belief that p is justified" is correct. After all, if as I suggested at the outset 

of the present work the task of traditional epistemology is above all to elucidate the "folk" 

concepts of knowledge and justification, it is hardly surprising that it should turn out that the 

correct conception of'context' should be in terms of the psychology of (we) attributors. For 

we (epistemologists) are among the "folk"; and our attributions of knowledge and 

"See Goldman and Pust [(1998)] for fiirther discussion of how empirical 
psychological findings favor epistemic theories which assign the attributor's (psychological) 
context a large role. 
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justifiedness, our judgments about "what we ought to say" about various cases of putative 

knowledge(/justifiedness), are informed by our epistemic concepts. 

Finally, even if the correct conception of context is in terms of the psychology of the 

attributor, there remains the question of how finely or coarsely we ought to individuate the 

attributor-group in any given case. Should we include only the actual attributor — that is, the 

person who utters or thinks something of the form ".S knows that Should we include all 

members of some larger social group ~ e.g., S's colleagues or coevals? Or should we 

individuate the relevant attributor-group more broadly still, to include all members of the 

same linguistic-epistemic community or even all normal humans? 

While I do not want to preclude the possibility of giving a precise characterization 

of context,"® my own view of the matter is that it would be a mistake at this point to insist 

upon a univocal answer to this demand for a precise characterization of the membership of 

the attributor-group. For what is being demanded, here, is in effect a statement of what the 

relevant attributor-group is in any and all cases of knowledge/justification. And it was 

precisely the rejection of an invariantistic criterion of relevance on the part of RA theorists 

that has led many contextualists to embrace contextualism in the first place!^^ So, if we had 

an invariantistic criterion of relevance in the first place, we would not be where we are now 

"^Indeed, in subsequent chapters - specifically, in Chapters 3 and 5 — 1 will attempt 
to render the notion somewhat more precise. 

Again, I think that RA theorists have been much too quick in rejecting an 
invariantist criterion of relevance. (More on this in Chapter 5.) But the point is that those 
who've done so oughtn't to have any qualms about not insisting upon such a criterion here. 
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~ namely, in search of the correct account of'context'. 

What I suggest, then, is that we decUne - at least for the moment — the invitation to 

undertake a search for such a criterion now, and entertain the idea that membership in the 

attributor-group in any putative case of knowledge and/or justified belief is itself lo be 

contextually determined. By what, exactly? By whatever regularities there are in our 

assessments of the propriety, in a given situation, of this or that characterization of the 

relevant attributor-group. This might seem unsatisfactory, inasmuch as we're left without any 

principles or rules telling us how to identify the relevant attributor-group in any given case. 

But if the arguments of the present work up to this point are correct — if we ought to be 

contextualists, and if attributor psychology is the key to the correct conception of 'context' ~ 

then 1 really do not know what the alternative might be to accepting my suggestion. 

But there is, perhaps, some reason for thinking that introducing a contextual element 

at the level of determining the relevant attributor-group is not merely unsatisfactory (in the 

sense of not affording us a certain feeling of satisfaction), but genuinely problematic. For, 

clearly, there is a circularity involved in giving an account of context (as the psychology of 

the attributor group) in terms that are themselves contextualistic (i.e., by reference to 

regularities in our judgments as to the proper or relevant characterization of the attributor 

group). But it is not clear that such circularity as there is in my account of context is vicious. 

For, adapting Quine's claim^^ to the present case, the contexualist typically holds that there 

•^Namely: "There is no extemal vantage point, no first philosophj^' [Quine (1969), 
p. 127]. 
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is no set of invariantistic principles that can fiiliy account for our epistemic judgments, and 

no wholly invariant structure of knowledge/justification external to our conceptions thereof. 

If this is right, "such scruples against circularity have little point" [Quine (1969), p. 76]. 
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CHAPTER 3: SEMANTIC OR PRAGMATIC? UNDERSTANDING THE 
RELEVANCE OF CONTEXT 

I. Introduction 

At the outset of the previous chapter I posed the following two questions, to be asked 

of any candidate contextualist theory: 

What, according to the contextualist theory in question, are the relevant 
features of context? Or, equivalently, how would the theory have us 
understand 'context'?; 

and. 

Is the theory best understood to be an account of the semantics of "know(s)" 
and/or "is justified", and thus of the tnith conditions of sentences of the form 
"5 knows that p" and/or "5 is justified in believing that p", or is it more 
plausibly viewed as a theory of the pragmatics governing the (proper, correct, 
felicitous) use of expressions of either or both of these forms? 

Of course, these questions are not meant merely to aid us in taxonomizing various 

contextualist views — that is, various suggestions as to how to be a contextualist; they are 

also intended to give structure to the critical task of deciding how, if at all, epistemologists 

ought to take context into account. We want, in short, to answer the question, "What's right 

about contextualism?"; and asking the further questions, "What is 'context'?" and "Semantic 

or pragmatic?", is supposed to further our understanding of what if anything is true and 

distinctive about epistemic contextualism. 

Now, I've just finished arguing in the previous chapter that the right way for a 

contextualist epistemic theory to characterize context is in terms of the psychology of the 

attributor, that of some larger social group, or even that of normal humans as a whole. There 

is, I will once again admit, some unclarity surrounding just whose psychology is relevant. 
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from the point of view of the right-thinking contextualist, to determining questions of 

knowledge (/justification). But I have suggested that, rather than indicating some sort of 

inadequacy in our conception of context, this unclarity is actually just indicative of the nature 

of the phenomena at issue: just whose psychology is relevant will itselfdepend upon context 

(understood as I've recommended). In any case, the crux of my position is that context must 

be understood by the epistemic contextualist (i) in psychological terms and that (ii) the 

relevant psychology is not that of the epistemic subject. Even if the reader is persuaded that 

this is the correct response to the question, "What is 'context'?", we still have to address the 

second question posed above: the question of whether the correct way of understanding the 

relevance of context, thus understood, is in terms of its contribution to the semantics of the 

key epistemic terms or as it plays a role in the pragmatic rules governing our speech. 

Answering this question is the subject of the present chapter. 

Looking ahead, my own view of the matter ~ and the position I shall be arguing for 

here — is that the right way of understanding the relevance of context is in pragmatic terms. 

Moreover, I think that now that we've got a grasp on what context is ~ what it must be 

this makes answering the question, "Semantic or pragmatic?", much more tractable than it 

would otherwise be. In particular, now that we understand that "context" must refer to the 

psychology of the attributor,' it's much easier to see that the bearing of context upon the 

'Or of some larger group, of which the attributor may or may not be a member. 
(Throughout this chapter and in subsequent discussion, I'll for the most part simply use "the 
attributor" for the sake of economy, to refer to the person(s) whose psychology is of direct 
relevance.) 



89 

correctness of instances of the schemas "5 believes that p" and/or "5 is justified in believing 

that p" is pragmatic rather than semantic. Or so I shall argue. But before proceeding, I want 

to address briefly the idea that, if it's epistemic contextualism we're concerned with, then the 

question "Semantic or pragmatic?" has already been answered.* 

II. Some Preliminaries and a Clarification of What's at Issue 

Some of those who've written on epistemic contextualism have made it clear that 

they regard it as a distinctively semantic doctrine. Keith DeRose, for example, writes that 

contextualism "is a theory according to which the truth conditions of sentences of the form 

'S knows that p' and 'S does not know that p' vary in certain ways according to the context 

in which the sentences are uttered" [(1992), p. 914]. Nor is DeRose alone in advocating such 

a semanticalist reading of what contextuahsm is.^ Obviously, Cohen and Castaneda's 

"indexical" treatment of 'knowledge' similarly renders contextualism — or at least their 

preferred version of it ~ a semantic doctrine; and Schiffer (1996) and Unger (1984), for 

example, also hold to this understanding of what contextualism is all about. 

'Part of the discussion in the paragraphs which follow was anticipated earlier (Chapter 
1, p. 13, note #8). I repeat it here because the relevant points really do need to be 
emphasized. 

^It should be noted that DeRose's position neither assumes nor requires a truth-conditional 
semantics. DeRose's thinking seems to be that the truth conditions of knowledge-attributing 
sentences vary with context because what such sentences literally mean so varies. So it's not 
as though DeRose simply equates a shift in truth conditions with a semantic shift (a shift in 
literal/linguistic meaning). Nor need I do so in order to count his brand of contextualism as 
an instance of the semantic approach. 
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Of course, for those who think that context bears upon epistemic questions in virtue 

of directly affecting the meaning of "know"(/"is justified") and thus the truth conditions of 

expressions in which these terms occur, there is no need to address the question "Semantic 

or pragmatic?", as it will be obvious or even a definitional matter that the former is the 

correct answer to it. As should be clear, however, I do not wish to take this line myself. That 

is, I do not want merely to assume the semanticalist understanding of the relevance of 

context. In part, this is because, while Cohen, DeRose, Schiffer and Unger, for example, 

regard contextualism as a semantic thesis, there are at least as many epistemologists claiming 

to be contextualists and/or advocating an apparently contextualist view who do not adopt a 

contextualist semantics for key epistemic terms such as "know(s)" and/or "is justified". This 

is one reason, then, why it seems best not to simply rule out the possibility that there are 

«o«semantic views which are nonetheless genuinely contextualist. Of course, we may in the 

end decide that, for one reason or another, a nonsemantic contextualism isn't a terribly 

satisfactory theory; or we may end up deciding that such a view is so far from the 'spirit' of 

contextualism that it's not deserving of the title. I take it, however, that at this stage the 

ultimate status of a nonsemantic contextualism is an open question. So for the time being I 

want to adopt the cautious and ecumenical line according to which a nonsemantic 

contextualism is a live, and interesting, option. 

However, there is another, and in my view even stronger, reason for not begging the 

question in favor of a semanticalist understanding of the relevance of context. This is that so 

far nothing in the present discussion of contextualism even addresses the question. 
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"Semantic or pragmatic? This will, perhaps, strike some readers as being an obvious 

enough point. But it is a crucial one, so let me elaborate on it. 

The over-arching project of the present work, once again, is to sort through the 

various things that have been said about and on behalf of contextualism in epistemology with 

a view, ultimately, to arriving at an understanding of what's right about contextualism — of 

how, if at all, we ought to take 'context' into account when we are doing epistemology. To 

this end, and by way of motivating this project, we began by surveying a range of cases in 

which it seems that, yes, we do, somehow need to be sensitive to considerations of'context'. 

Thus, I argued in Chapter 1 that a consideration of cases of the sort to which contextualists 

direct our attention seems to support the contextualist's central claim: namely, that no wholly 

invariantist principles can give us a complete specification of the conditions to be satisfied 

by any and all correct instances of the schema, "S knows that p " and/or "S is justified in 

believing that p But note that neither the italicized claim here, nor our understanding 

'context' in the manner recommended by the arguments of Chapter 2, tells us how we need 

to take context into account. That is, nothing we've said thus far tells us just how context 

bears upon the "correctness" of instances of the schema, ".S knows that p" and/or "5 is 

justified in believing that p". For even if the "correctness" of such instances is due, in part, 

to considerations of context, "correct" is ambiguous between semantic notions ~ in 

particular, "satisfaction" or truth — and pragmatic ones — such as 'aptness', 

'appropriateness', 'warranted assertability', and more generally, 'felicity' [cf. Austin(1962), 
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pp. 14fF.]/"^ One way of understanding the question we'll be addressing in the present 

chapter, then, is this: inasmuch as context bears upon the correctness of instances of the 

schema, "S knows that p" (/".J is justified in believing that p"), is this because it affects the 

literal meaning of "know(s)"(/"is justified") ~ and so bears upon "correctness" in the 

semantic sense — or because it affects whether such statements are "correct" in the pragmatic 

sense of the term ~ that is, apt, appropriate, or felicitous? As I've said, nothing in our 

discussion up to this point tells us what the correct answer to this question is. 

Yet the question posed in the title of this chapter is itself still in need of some 

refinement. For even when it's spelled out in the manner just suggested, the question 

"Semantic or pragmatic?" is still too crude as an attempt to get at the distinction we ought 

to have in mind here. Why is that? Because it forces upon us too limited a range of choices 

as to how to understand the relevance of context. For one might think, as I in fact do, that 

contextualism is best construed as a pragmatic doctrine ~ that the examples cited by 

contextualists in support of their position are best understood as highlighting certain 

pragmatic and therefore nonsemantic® aspects of our linguistic interchanges — and at the 

same time allow, as I do wish to allow, that context can, and in a certain sense does, bear 

•'Again, this idea was mentioned earlier: Chapter 2, note #2. 

do not mean to suggest that pragmatics, e.g., deals in no way with truth - it does! It's 
just that it is not directly concerned with the truth of what is literally expressed. (More on 
this in Section IV, below.) 

^So I intend "semantic" and "pragmatic" to denote mutually exclusive categories. A bit 
more precisely, and following Reimer [(1993), page 76, note #17] "pragmatic" is intended 
to contrast with both lexical (semantic) and structural (syntactic), the latter two of which are 
relevant to linguistic meaning. 



93 

upon semantic issues such as the meanings of "know" and "justified". Just what I have in 

mind here, and why this point is an important one, will become clear towards the end of the 

present chapter. For now, it will suffice if we recognize that one can hold that context, 

properly understood, has some bearing upon semantics and yet insist that contextualism is 

best construed in pragmatic terms. Putting it another way, one can see context as contributing 

— in some as yet unspecified sense ~ to the meaning of key epistemic terms ("know(s)"; "is 

justified") and think nonetheless that its central contribution is in the area of pragmatics. 

Once again, the point I am making here might strike the reader as being too obvious 

to be worth mentioning. But appreciating the different views one might take of the relevance 

of context is going to turn out to be important. So, to make it easier for us to keep track of 

the various positions that might be taken regarding the relevance of context, let us call the 

idea that context makes some contribution to semantics the weak semantic thesis. This 

thesis, I've just claimed, is perfectly compatible with what I shall call the pragmatic thesis, 

according to which the relevance of context to the correctness of instances of the schemas 

"5 knows that p" and/or "5 is justified in believing that p" — the "K"- and "P'-schemas, as 

I shall call them — is primarily pragmatic. Once again, it is because the weak semantic and 

pragmatic theses are quite compatible that the question "Semantic or pragmatic?" is too 

crude. Now, however, contrast both of these positions with the strong semantic thesis: 

according to the strong semantic thesis the literal meaning of knowledge-attributing 

sentences, and thus their truth conditions, shift in certain ways according to shifts in context; 

and mutatis mutandis, the advocate of the strong semantic thesis holds, the same goes for 
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"justified" and sentences of the form "5 is justified in believing that p". 

Thus characterized, of course, the strong semantic thesis squares neatly with 

DeRose's characterization of contextualism simpliciter, which we encountered at the 

beginning of this section. Arguably, the most popular form that a contextualist theory 

embodjang the strong semantic thesis has taken in the literature is the 'indexicalist' treatment 

of "knowledge". However, whether it takes the form of'indexicalism' or appears in some 

other guise,' it is the strong semantic thesis against which I'll be arguing here: if it's the 

relative merit of the strong semantic thesis and the pragmatic thesis that's at issue, ±en 

understanding the relevance of context in the latter terms is the most plausible position to 

take. 

III. Evidence for the Strone Semantic Thesis 

What would lead someone to adopt the strong semantic thesis? The very same thing 

which has led some epistemologists to embrace contextualism: namely, a consideration of 

cases. In fact, the very sample cases which we scouted in Chapter 1 have been taken by some 

to support the idea that context affects the meaning of "know(s)"(/"is justified") in such a 

way that a shift in the former brings about a change in the latter. I've already indicated, of 

course, that I reject this idea; and in a moment I'm going to try to convince you that a 

consideration of the cases which have led some contextualists to embrace the strong semantic 

'Though SchifFer himself does not use the label "the strong semantic thesis", for a 
discussion of the different forms this thesis might take, see Section IV of his (1996). 
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thesis doesn V even come close to establishing the position that shifts in context effect 

concomitant semantic shifts. In order to do this, however, I need to get the putative evidence 

for the strong semantic thesis out on the table. So let's briefly review some sample cases that 

have been thought to motivate this understanding of the relevance of context.^"® 

#1 • Castaneda f1980) and Columbus. According to Castaneda, an "exegesis of data" 

reveals that "the epistemic words, particularly 'know' and 'knowledge', [are] indexical: they 

denote either a generic state or have a semantic incompleteness of denotation analogous to, 

although somewhat different from, the denotational incompleteness present in the indicator 

'here' and the one present in the color words in their perceptual uses" [(1980), p. 194]. Thus, 

on Castaneda's view, the relevance of context to epistemic matters is that it completes the 

denotation of key epistemic terms such as "knows", in much (but not quite) the same way 

as the denotation of "here" on a particular occasion of use is completed by such things as the 

^Some of what follows was set out in Chapter 1, Section IV. I present it again here to save 
the reader having to go back to that earlier discussion and, just as importantly, because I 
think it's very important to have before us the examples and arguments that have been given 
on this score. 

'Because I want to be sure that I give a fair representation of the sort of cases which 
inspire those who embrace the strong semantic thesis, the examples and positions discussed 
in the remainder of this section are all ~ with the exception of Stine (1976) [see note #13, 
below] —drawn from contextualists who explicitly state and endorse some version of 
semantic contextualism which instantiates the strong semantic thesis. Thus, for example, I 
do not include here Pollock's (1995) example of the ship's captain (encountered in Chapter 
1), as it's unclear whether Pollock himself endorses the strong semantic thesis and/or 
whether he'd regard this example as supporting that thesis. Similarly, while it's clear that 
Wittgenstein and Goldman (1986), for example, hold to the weaA: semantic thesis, I think it's 
doubtful that they endorse the strong semantic thesis; so I've excluded them from the 
discussion of the present section as well. 
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identity of the speaker and his/her location. And just as a shift in the identity and location of 

the speaker who utters "I am here", say, will effect a shift in the denotation of "here" (as well 

as that of "I"), and a concomitant change in the truth conditions of the statement in which it 

occurs, Castaneda suggest that a shift in "the context of thought and speech" {ibid.'\^° will 

effect a shift in the meaning of such epistemic terms as "know" and an accompanying shift 

in the truth conditions of a knowledge-attributing sentence in which they occur. 

Pretty clearly, then, Castaneda is among those who endorse the strong semantic 

thesis. But what sort of "data" does Castaneda think suggest and support his 'indexicalist' 

treatment of "knows" and "knowledge"? Well, one rather straightforward case Castaneda 

offers in the course of throwing light upon what he claims is "the contextual semantics of 

'know"' {ibid., pp. 209ff ] is the Columbus example which we met with in Chapter 1." Here, 

to repeat, Castaneda asks us to reflect upon: 

(a) what counts as knowing that Columbus discovered America on October 
12,1492, in a television quiz show, with (b) what counts as knowing that in 
a high school student's essay on Columbus's discovery of America, with (c) 
what counts as knowing it when a historian defends the traditional date of the 
discovery from some ingenious and famous Harvard historian's claim that 
Columbus discovered America on October 11, 1492. [ibid., p. 217] 

#2. Stine (1976) on Dretske's (1970) Zoo Example. In his "Epistemic Operators" 

'"Of course, I've argued in Chapter 2 that this conception of context isn't quite what the 
epistemic contextualist needs. Rather than intruding upon the discussion of this and 
subsequent chapters to make this point, from here on out I'll simply ask the reader to bear 
in mind the arguments of the previous chapter. 

' 'More specifically, Castaneda presents this example as illustrative of how, by his lights, 
the semantics of "know" varies with "methodological and contextual constraints on 
interrogation ranges" [ibid., page 215]. 
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[(1970), pp. 1015-1016], Dretske asks us to consider the following case: You visit the city 

zoo and see a number of what appear to be zebras. Do you know that they are zebras? Well, 

supposing that the pen in which the beasts in question are housed is labelled "Zebras", and 

supposing that you know what zebras look like, it seems plausible to suppose that you do 

know that the animals in question are what you take them to be. Nonetheless, Dretske points 

out, it's unclear what, exactly, knowing that these are zebras involves. For example, does 

"knowing what zebras look like" require being able to discriminate between zebras and 

squirrels? Presumably, it does. How about between zebras and gnus? Probably, yes. But what 

about the ability to discriminate between zebras and mules that have been cleverly painted 

to just like zebras? Does knowing that the animals in question are zebras require this 

discriminative capacity? Putting it another way, when you claim to have seen some zebras 

in the course of your trip to the zoo, does the truth of this claim require (logically or 

otherwise) that you know that the relevant beasts were not mules cleverly made up to look 

like zebras? Dretske thinks not. And this should hardly be surprising. After all, as we saw 

in an earlier chapter, Dretske is an RA theorist who takes the measure of relevance to consist 

in the objective probability that a given alternative is realized or actual.So, given that — we 

think, and as Dretske supposes — the incidence of mules being passed off as zebras in city 

zoos is very, very low, that the creatures you take to be zebras are actually cleverly made up 

mules fails to qualify as a relevant alternative. So you needn't be able to eliminate this 

'"He does so, at least, in his later paper, "The Pragmatic Dimension of BCnowledge" 
(1981a). 
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possibility in order for your knowledge claim ~ viz., that you know the beasts in question 

to be zebras — to be true. 

Now Gail Stine, herself an RA theorist, departs from Dretske in supplementing her 

view with a contextualist account of the standards of relevance. She writes: 

It is an essential characteristic of our concept of knowledge that tighter 
criteria are appropriate in different contexts. It is one thing in a street 
encounter, another in a classroom, another in a law court — and who is to say 
it cannot be another in a philosophical discussion? And this is directly 
mirrored by the fact that we have different standards forjudging that there is 
some reason to think an alternative is true. [Stine (1976), p. 254] 

Of course, inasmuch as it's possible to endorse contextualism without endorsing the 

strong semantic thesis — and I have suggested that it is possible to do this — Stine's 

contextualistic handling of 'relevance' does not itself commit her to the view that shifts in 

context effect shifts in the meaning of "know", say. Yet, it seemsthat Stine does wish to 

supplement her RA account with the strong semantic thesis — i.e., with the idea that the 

contribution context makes to epistemic questions is semantic. For, having made clear her 

preference for a contextualist account of relevance, she goes on to say the following: 

'^This, at any rate, is how DeRose interprets her position; for he cites her (1976) article 
— and, in particular, the passage I myself am about to quote ~ by way of illustrating how, he 
claims, some RA theorists have wanted to say that context affects "the meanings of 
knowledge attributions" [DeRose (1992), p. 920]. For my own part, I think that there's good 
textual support for the idea that DeRose here misinterprets Stine's position: I don't think that 
Stine herself wants to embrace the strong semantic thesis, and I think that DeRose's failure 
to appreciate this point is closely connected with the thinking which leads him to embrace 
the strong semantic thesis himself. (More on this last below.) Nonetheless, I've included 
Stine in the discussion of the present section precisely because her view, and DeRose's 
interpretation of it, show how easy it is to lapse or — more to the point — to see others as 
lapsing into an endorsement of the strong semantic thesis. 
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In Dretske's zoo example, the animal's being a mule painted to look like a 
zebra is not a relevant alternative. So what one means when one says that 
John knows that the animal is a zebra, is that he knows that it is a zebra, as 
opposed to a gazelle, an antelope, or other animals one would normally 
expect to find in a zoo. If, however, being a mule painted to look like a zebra 
became a relevant alternative, then one would literally mean something 
different in saying that John knows that the animal is a zebra from what one 
meant originally and that something else may be false, [ibid., p. 255; italics 
added] 

How does this differ from Dretske's handling of the zoo example? At the very least, 

what Stine says about the case differs in this: Dretske takes the question, "Do you know that 

those are (were) zebras", and the corresponding knowledge claim, "I know that those are 

(were) zebras", to have fixed meanings', his concern is to make clear what else you do and 

do not have to know in order for the knowledge claim in question to be true. That is, Dretske 

thinks that "I know that that's a zebra" has certain fixed truth conditions, and that "know" 

has a certain fixed meaning; his concern is merely with getting clear on what, exactly, these 

truth conditions are; and, as it happens, he doesn't think that among these conditions is that 

you be able to tell a zebra from a cleverly painted mule, much less that what "know" means 

depends upon what the range of relevant alternatives happens to be. 

Stine, however, interprets the example in the following maimer. Of course, her view 

seems to be, so long as the class of relevant alternatives remains fixed, the truth conditions 

of the claim, "I know that those are zebras", will remain fixed as well. What Dretske fails to 

appreciate, however — or so, I think, Stine wants to say — is that a shift in what counts as a 

relevant alternative effects a shift, not merely in the requirements for knowledge in this case, 

but also in what the claim in question means. ("If...being a mule painted to look like a zebra 
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became a relevant alternative, then one would literally mean something different in saying 

that John knows that the animal is a zebra...." [Stine (1976), p. 255].) So, given that Stine 

is a contextualist about the standards of relevance, she thinks that a shift in context effects 

a concomitant shift in what is meant by "know" and/or by statements in which the term 

appears. Surely, one wants to say, this is an endorsement of the strong semantic thesis if 

anything is.'"* 

#3. DeRose's ri992) Bank Case. Here, once again, is DeRose's (1992), a 

representative example of the sort of case which has led some epistemologists to embrace, 

not merely epistemic contextualism, but the strong semantic thesis as well:'^ 

Bank Case A: My wife and I are driving home on a Friday afternoon. We 
plan to stop at the bank on the way home to deposit our paychecks. But as we 
drive past the bank, we notice that the lines inside are very long, as they often 
are on Friday afternoons. Although we generally like to deposit our 
paychecks as soon as possible, it is not especially important in this case that 
they be deposited right away, so I suggest that we drive straight home and 
deposit our paychecks on Saturday morning. My wife says, "Maybe the bank 
won't be open tomorrow. Lots of banks are closed on Saturdays." I reply, 
"No, 1 know it'll be open. I was just there two weeks ago on Saturday. It's 
open until noon." 

Bank Case B: [As before...]...! again suggest that we deposit our paychecks 
on Saturday morning, explaining that I was at the bank on Saturday morning 
only two weeks ago and discovered that it was open until noon. But in this 
case, we have just written a very large and very important check. If our 

'•"Although, as indicated in the previous note, I'll shortly be trying to persuade you that 
this simply isn't so. 

'^To be fair, [as he has stressed in personal communication] DeRose doesn't intend this 
example itself to constitute an argument for the strong semantic thesis. Still, I believe he 
takes it to be prima facie evidence for the view, and an illustration of the phenomenon that 
the strong semantic theorist posits. 
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paychecks are not deposited in our checking account before Monday 
morning, the important check we wrote will bounce, leaving us in a very bad 
situation. And, of course, the bank is not open on Sunday. My wife reminds 
me of these facts. She then says, "Banks do change their hours. Do you know 
the bank will be open tomorrow?" Remaining as confident as I was before 
that the bank will be open then, still, I reply, "Well, no. I'd better go in and 
make sure." [ibid., p. 913] 

Once again, it's DeRose's contention that most of us will find both of the following 

claims compelling: (1) when I claim to know that the bank will be open on Saturday in Case 

A, 1 am saying something true; (2) I am saying something true in Case B when I concede that 

I don't know that the bank will be open on Saturday. Granted, "I seem to be in no better 

position to know in Case A than in Case B" [ibid., p. 914]. Still, DeRose thinks, one can 

perfectly consistently maintain both (1) and (2): 

[I]n Bank Case B...when, in the face of my wife's doubt, I admit that I don't 
know that the bank will be open on Saturday, I don't contradict an earlier 
claim to know that I might have made before ±e doubt was raised and before 
the issue was so important because, in an important sense, I don't mean the 
same thing by "know" as I meant in the earlier claim, [ibid, p. 921; italics 
added]'® 

It [this lack of contradiction] is similar to the sense in which two people who 
think they are in the same room but are in fact in different rooms and are 
talking to each other over an intercom mean something different by "this 
room" when one claims 'Trank is not in this room" and the other insists, 
"Frank is in this room — I can see him!" There is an important sense in which 
both do mean the same thing by "this room," in which they are using the 
phrase in the same sense. But there is also an important sense in which they 
do not mean the same thing by the phrase, this is the sense by which we can 
explain the lack of contradiction between what the two people are saying. To 
use David Kaplan's terminology, the phrase is being used with the same 

'^Cf Cohen's claiming that because "knowledge" is actually an indexical, "one speaker 
may attribute knowledge to a subject while another speaker denies knowledge to that same 
subject, without contradiction" [Cohen (1988), p. 97]. 
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character, but with different content, [ibid., pp. 920-921; first italics added] 

According to DeRose's version of contextualism, then, the meaning of "know(s)" — 

and, perhaps, of other key epistemic terms — varies with certain features of the context in 

which it is used in making knowledge attributions.'® And, according to DeRose, the Bank 

Case is supposed to provide an illustration of the contextualist's claim — which means, given 

how DeRose defines "contextualism", that he regards the Bank Case as an illustration of the 

truth of the strong semantic thesis. 

#4. Lewis' (1979) Rules of Accommodation. As a final example of the sort of case 

which has been taken as evidence of the strong semantic thesis, consider again Lewis' 

depiction of the following exchange: 

The commonsensical epistemologist says :"I know the cat is in the carton — 
there he is before my eyes — I just can't be wrong about that!" The sceptic 
replies: You might be the victim of a deceiving demon." Thereby he brings 
into consideration possibilities hitherto ignored, else what he says would be 
false. The boundary shifts outward so that what he says is true. Once the 
boundary is shifted, the commonsensical epistemologist must concede defeat. 
And yet he was not in any way wrong when he laid claim to infallible 
knowledge. What he said was true with respect to the score as it then was. 
[Lewis (1979), p. 247] 

Once again, this example — like #'s 1 and 3, above — is one which we encountered earlier. 

And, as we saw earlier, Lewis intends his example as an illustration of (as he puts it) "a rule 

of accommodation at work" [ibid., p. 245]. What we can now see is that, at least as far as his 

'^DeRose refers the reader, in a footnote, to Kaplan's (1989), pp. 500-507. 

'®0r, at least, in Kaplan's terminology [(1979), (1989)], the meaning of "know(s)" varies 
in content, though perhaps not in character. 
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treatment of the foregoing exchange goes, Lewis' "rules of accommodation" provide a 

general rationale for the very phenomenon which the strong semantic thesis posits in the case 

of key epistemic terms and phrases: namely, that shifts in context effect shifts in the Uteral 

meanings of knowledge-attributing sentences, for example ("I know that the cat is in the 

carton"), and thus in their truth conditions. A bit more specifically, while Lewis explicitly 

denies that modal terms -- such as the 'can' in, "I know that p -1 Just can't be wrong about 

that" - are [lexically] ambiguous, he claims that they are '"'"relative" [ibid., p. 246; emphasis 

added]. That is, Lewis thinks that such terms lack any non-relative (acontextual) meaning 

- or at least that such non-relative meaning as they do enjoy is by itself uninteresting and 

insufficiently specific for sentences containing them to pick out determinate propositions. 

"Context must be our guide" in determining just what such a sentence means {ibid.\, and 

what is true in one context may not be true in another [ibid., p. 247, e.g.]. And because, 

Lewis thinks, the semantic content of knowledge-attributing sentences contains certain 

modal commitments," we get the result that the strong semantic thesis is true of sentences 

of that sort. 

What do the foregoing cases establish? Well, one thing they're of course meant to 

establish ~ and it is in this connection that we met with #'s 1,3, and 4, in previous chapters 

"This is so because, Lewis thinks, some version of the relevant alternatives theory is true: 
knows that p" literally means, in part anyway, that S can rule out the relevant alternatives 

(which for Lewis are those not-/? alternatives that are not being properly ignored) [see Lewis 
(1979), (1996)]. (A more thorough treatment of Lewis' view of knowledge will be given in 
Chapter 5.) 
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~ is that there's right about contextualism ~ that epistemologists ought, somehow, 

to take context into account. But what's of interest to us at present is that each of these cases 

is supposed to provide evidence for a particular view of Just how epistemologists ought to 

take context into account. For each ofthe foregoing cases is intended to show that we ought 

to conceive ofthe relevance of context in jewannc terms. Context, we're invited to conclude, 

enters into epistemology in virtue of the contribution it makes to the meanings of key 

epistemic terms (and/or to the meanings of sentences in which such terms occur), and thus 

in virtue of the role it plays in the determination of the conditions to be satisfied by 

knowledge-attributing sentences. On this view, then, context affects which instances of the 

schema "S knows that p" and/or "5 is justified in believing that p" are "correct", to use the 

catch-all term, because it affects what statements of either of these forms mean. So, in the 

eyes of one who holds to this view of the relevance of context, the failure of invariantistic 

epistemology (see Chapter 1) can be traced, ultimately, to the fact that sentences containing 

"know(s)", "is justified", and cognate terms and expressions, actually have a non-

invariantistic semantics: invariantist epistemology founders on the fact that a bare shift in 

context can bring about a shift in what is meant by "5 knows that p", for example. No 

wonder the search for a fiilly adequate set of invariantistic principles of 

knowledge/justification has failed! 

Or so the proponent of the strong semantic thesis would have us believe. As I've 

already indicated, however, while many have taken cases such as 1-4, above, to show that 
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the strong semantic thesis is correct,*" I think that they show nothing of the kind. More than 

that: I think that the strong semantic thesis is false. So if we really are convinced that 

invariantist epistemology has failed, we're going to have to locate the cause of its failure in 

something other than semantic naivete, as it were. But more on this later."' For now, I'll 

content myself with trying to show that cases of the sort we've just reviewed fall far short 

of establishing the strong semantic thesis, and that we'd be much better off adopting a 

/zortsemantic theory of the relevance of context. In arguing this, I'll be relying on some 

distinctions that have been drawn by philosophers of language and students of linguistics. 

So, perhaps the best way to introduce my argiunent is by first introducing these distinctions 

into the present discussion. 

IV. The Pragmatic and the Semantic: Propriety and Literal Truth. Implicating and Saving. 
Speaker Meaning and Linguistic Meaning 

As I remarked earlier (in Section 11), to ask whether the contribution context makes 

to determining the correctness of attributions and/or justifiedness is pragmatic or semantic 

is to fail to see that one can regard context's principal contribution as being essentially 

pragmatic ~ thus embracing what I've called the pragmatic thesis — while allowing that it 

can also contribute to semantics and, in particular, to the meanings of some key epistemic 

-"Note that I do not mean to imply, by this, that the philosophers I have in mind here refer 
to the view they themselves defend as the strong semantic thesis -- that is a label I've 
contrived in order to isolate a particular sort of take as to the contribution made by context 
to deciding epistemic questions. 

•'in Chapter 6, especially Sections HI, IV, and VI. 
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terms — that is, while endorsing the weak semantic thesis. Inasmuch, then, as we do have to 

choose between the semantic and the pragmatic in determining what the relevance of context 

is, it is the pragmatic thesis and the 5/ro/ig^ semantic thesis between which we have to choose, 

as they constitute competing accounts ofhow to conceive of the chief contention of context 

to deciding the correctaess of sentences of the form "5 knows that p" and/or "5^5 belief that 

p is justified". 

Now, my aim in the remainder of the present chapter is really to establish the 

following three claims: first, that examples of the sort we canvassed in the previous section 

do not constitute evidence for the strong semantic thesis, as the advocate of the pragmatic 

thesis has an account of what's going on in these examples that is at least as plausible as the 

anything offered by the defender of the strong semantic; second, that the pragmatic thesis 

actually enables a more plausible account of the 'linguistic data', as represented by examples 

such as 1-4, than does the strong semantic thesis; and third, that the conception of context 

which was developed and defended in the Chapter 2 makes a choice of the pragmatic thesis 

the more natural route to take.^ In sum: not only do we not have to take examples such as 

1 -4 as evidence of the strong semantic thesis, we should also prefer an interpretation of such 

examples in terms of the pragmatic thesis. 

But what, exactly, is the pragmatic thesis supposed to bel Or, more to the point, what 

does it mean to say that the bearing of context upon the correctness of instances of the "K"-

"Though all of these claims will be given further support in subsequent chapters, in the 
present chapter the first two claims will be argued for in the next section (Section V), while 
the third will be defended in Section VI. 
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and "J"-schemas is essentially pragmatic? Well, what exactly this means will be clearer once 

I turn, in the next section, to a reinterpretations of examples 1-4 which make use of some 

of the conceptual tools of which pragmatics avails us.^ Here, though, I want to explicate the 

pragmatic notions I'll be putting to use in Section V: the notions ofpropriety^* implicature, 

and speaker meaning. And perhaps the best way of explicating each of these notions is by 

contrasting it with the semantic concept which most closely approximates it. Let us begin, 

then, with 'propriety 

Like most key notions in the philosophy of language, propriety is much easier to 

illustrate than it is to define. Thus, consider the following sample linguistic exchange, taken 

from Grice's "Logic and Conversation": 

Suppose that A and B are talking about a mutual friend, C, who is now 
working in a bank. A asks B how C is getting on in his job, and B rephes. 

^ And clearer still in Chapter 5, where I give a developed account of some of the relevant 
data in primarily pragmatic terms. 

"•'By "propriety" I mean to capture what has variously been called 'warranted 
assertability', 'aptness', 'felicity', 'appropriateness', and so on. The advantage of using this 
term to designate the relevant phenomena, as I see it, is that "propriety" — like the adljectives 
I shall use, "right" and "proper" — cormotes a certain meaning of "correctness" (cf 
"proprieties of conduct") which fits well with the quasi-moral attitude we sometimes take 
towards linguistic misbehavior, as it were, and which seems not to be captured by terms such 
as "appropriate" or "apt". Still, in what follows I will often use such terms as these 
interchangeably. 

^Note: I do not intend, by the phrase "semantic counterpart", to necessarily be referring 
to a concept which is itself semantic, but rather to a concept which is employed primarily 
when one is doing semantics rather than pragmatics. Thus, for example, I do not wish to beg 
any questions having to do with whether 'truth', the "semantic counterpart" of'felicity', is 
a semantic or a "post-semantic" notion; nor do I wish to suggest that truth in no way bears 
upon pragmatics — it's just that the truth of what is literally expressed is not of central 
interest in pragmatics in the way ±at it is in semantics. 
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"Oh quite well, I think; he likes his colleagues, and he hasn't been to prison 
yet". [Grice (1975), p. 150] 

Now I think it is obvious that something seems to have 'gone wrong' in this exchange. For 

neither we nor A have been given any prior clue as to why B has mentioned the fact that their 

mutual friend, C, hasn't been to prison yet. But suppose that this is a fact. Suppose, that is, 

that it's true that C hasn't been to prison since he took on his new Job. Thus, it seems, what 

B says ~ at least if we focus on the issue of literal truth^' — is true. Still, one wants to say, 

he has said something improper. There was, so to speak, something wrong about the 

linguistic 'move' made by B. This is an example of a conversational //wpropriety. 

Now, in the example of propriety I've just given, it's natural to think that what B says 

is literally true yet improper. By the same token, however, what one says in the course of a 

linguistic exchange may be (literally) true and proper, improper and false, and proper but 

false. Clearly, then, as regards what is literally expressed by a given utterance, the issues of 

the truth and the propriety of what is literally expressed are orthogonal. Yet, because we can 

and do use the same terms — e.g., "correct" and "incorrect", "right" and "wrong" ~ in talking 

about what the parties to a linguistic exchange say along both of these dimensions, it is easy 

to lose track of the distinction between propriety and truth. Still, such a distinction can be 

made. Crudely put, when you utter a sentence, whether what you've uttered is a truth 

•®This bears emphasizing: propriety is to be distinguished from the truth of what is 
literally expressed — it may be, however, that is has much to do the truth of those 
propositions which a jpeaArer intends to communicate; indeed, I think it does. Note too that 
by "literal truth" I mean simply the truth of what is literally expressed, and not 'truth in the 
strict sense' (versus truth-likeness, or some such). 
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depends upon (a) what your words mean and (b) whether things are as you've stated them 

to be. But whereas truth — or, more accurately, literal truth (the truth of what is literally said) 

~ is a matter of whether your words fit the world, propriety is a matter of whether your 

conversational contribution is fitting or right. What determines whether what one says is 

'proper', in this sense? Obviously this will depend on what has been said in the conversation 

prior to your making your contribution. But it will also depend upon such things as the 

purposes, intentions, knowledge, and so forth, that one shares with one's interlocutor, as a 

closer look at the foregoing example of the conversation between A and B. 

As already noted, though what he says is (we're supposing) true, there's something 

improper about B's responding to A's query as he does. But that is not all we can say about 

this case. For not only is it pretty clear that something has gone wrong in terms of B's reply 

to A; it's also fairly obvious just what has gone wrong. The impropriety of B's saying, "...he 

likes his colleagues, and he hasn't been to prison yet", stems fi-om the fact that this last piece 

of information seems to come out of the blue: nothing has been said in the conversation 

between A and B up to this point that would make this information relevant. According to 

Grice, in fact, firom whom this example is taken, the demand that interlocutors make their 

contributions relevant is among the conversational "maxims" governing our linguistic 

exchanges. Also among these maxims (and sub-maxims) are: under the category of "quality", 

"Do not say what you believe to be false", and "Do not say that for which you lack adequate 

evidence"; under the category of "quantity", "Make your contribution as informative as is 

required (for the current purposes of the exchange)", and "Do not make your contribution 
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more informative than is required"; and, under the category of "maimer", "Avoid obscurity 

of expression", "Avoid ambiguity", "Be brief (avoid unnecessary prolixity)", and "Be 

orderly" [Grice (1975), p. 152]." 

Now, it's Grice's view that all of these maxims (and there may be others) are 

particular instances of what he calls "the Cooperative Principle'' {ibidJl- Grice describes this 

general principle, and the rationale behind it, as follows: 

Our talk exchanges do not normally consist of a succession of discoimected 
remarks, and would not be rational if they did. They are characteristically, to 
some degree at least, cooperative efforts; and each participant recognizes in 
them, to some extent, a common purpose or set of purposes, or at least a 
mutually accepted direction....[As a result,] at each stage, some possible 
conversational moves [will] be excluded as conversationally unsuitable. We 
might then formulate a rough general principle which participants will be 
expected (ceteris paribus) to observe, namely. Make you conversational 
contribution such as is required, at the stage at which it occurs, by the 
accepted purpose or direction of the talk exchange in which you are engaged. 
[ibid.,^^. 151-152] 

While the Cooperative principle and the various maxims it subserves are all supposed 

to be rules that participants in a talk exchange are mutually expected [cf. Recanati (1993), 

p. 234] ov presumed [Bach (1994), p. 12], and while our linguistic exchanges do in fact seem 

to be govemed by such principles or maxims, allowance is made in the form of a ceteris 

paribus clause in Grice's formulation of the Cooperative Principle for the fact that 

participants sometimes seem to flout or otherwise violate these maxims.^® And, of course. 

"^"Be relevant" falls under the category of "relation" in Grice's taxonomy. 

•^It may be that, if interlocutors must be seen as observing the Cooperative Principle, then 
any apparent violations must be seen as only apparent - they send us searching fiirther for 
what the speaker must have meant, given his/her presumed adherence to the Principle and 
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this is precisely what was observed in the case of A and B, above. Yet, precisely became 

there is a mutual expectation among participants of adherence to the Cooperative Principle, 

in the face of B's responding to A's question as he does, A is led to come up with an 

explanation of why B has mentioned (out of the blue) that their mutual friend, C, hasn't been 

sent to prison since taking a job at a bank. A's likely line of reasoning, here, can be 

represented as follows: 

"B has apparently violated the maxim 'Be relevant' and so may be regarded 
as having flouted one of the maxims conjoining perspicuity, yet I have no 
reason to suppose that he is opting out participating in accordance with the 
Cooperative Principle. Given the circumstances, I can count his failure to be 
relevant as merely apparent if and only if I suppose him to think that C is 
dishonest. B knows that I'm capable of figuring this out. So what B means 
or is implying or means to imply by his remark must be that C is a dishonest 
sort of person." [Grice (1975), p. 154]^' 

To use Grice's preferred term for the phenomenon in question, B has managed to 

implicate something — to wit, that C is dishonest — without actually saying it. Hence the 

second distinction I alluded to above: implicating versus saying. "Implicature", Grice tells 

us, "is a blanket word to avoid having to make choices between words like 'imply,' 

'suggest,' 'indicate,' and 'mean'" [Grice (1989), p. 86].^° And there are almost certainly 

other considerations which would tell, for example, against Grice's choosing "mean(ing)" 

its sub-maxims. 

•'This is not a word-for-word quote of Grice, but a very close paraphrase of what he says. 

^"Cases of implicature the success of which involves the existence of the Cooperative 
Principle are what Grice calls conversational implicature; "conventional" implicatures are 
those in which what is implicated will be determined by "the conventional meanings of 
words" alone [Grice (1975), p. 151], 
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as a way of referring to the phenomenon in question. For, of course, "meaning" is 

ambiguous; and even if we restrict ourselves to the senses of "meaning" which are of 

relevance to the philosophy of language, there are at least two central meanings of 

"meaning": viz., linguistic meaning^^ and speaker meaning. (This is the third distinction I 

alluded to at the outset of this section.) 

These two types of meaning correlate with the notions of what is said and what is 

implicated, respectively. Thus, following Kent Bach, we can say that Grice reserves the term 

"'implicature' for what a speaker means but does not say" [Bach (1994), p. 13; italics 

added]. (In terms of the example we've been using, then, speaker meaning = what is 

implicated = that C is a dishonest sort of fellow.) Similarly, Grice reserves the expression 

'Svhat is said" such that it applies only to the linguistic meaning of an utterance, which Grice 

takes to be a matter of convention.^^ (Again, in terms of our example, linguistic meaning = 

"what is said" = that C is getting on quite well in his new job; that he likes his colleagues and 

hasn't been to prison yet.)^^ 

Now, it's important to note that Grice is aware that in thus identifying linguistic (or 

literal [see note #31]) meaning with what is said, he is undertaking a bit of terminological 

^'Linguistic meaning, which is also called, variously, "literal meaning" and/or "semantic 
meaning", can be further divided into word meaning and sentence meaning. 

^•"In the sense in which I am using the word 'say,' I intend what someone has said to be 
closely related to the conventional meaning of the words (the sentence) he has uttered" 
[Grice (1975), p. 151]. 

"Note that while this example ~ not to mention, e.g., irony and metaphor — illustrates 
how speaker meaning and linguistic meaning can diverge, they often neatly converge in 
cases of literal usages. 
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legislation. Thus, he typically qualifies this identification by indicating that he is taking 

"what is said" "in the favored sense" [e.g., at Grice (1975), p. 151, & (1989), p. 41]. In short, 

Grice's identification of what is said with linguistic meaning, is stipulative. Why is this 

important? Because, I believe, in the sorts of situations in which it is ordinarily employed, 

"what is said" (and related expressions) are ambiguous between the relevant semantic and 

pragmatic notions. For instance, witness the following exchange:^"^ 

A [a child]: "Ow! — I just cut my finger!" 

B [A's parent]: "Don't worry, you're not going to die." 

A: "You mean I'm going to live forever?" 

B: "No, honey...." 

A: "But you just said I wasn't going to die!" 

Of course, equipped with the devices laid out in this section, we might say that while what 

B has strictly speaking said is that A will not die, B intended to communicate that A is not 

going to die from that cut. All this seems natural enough.^^ 

••^his example is due to Kent Bach. (Bach, and Bach 8c. Hamish, are among the more 
recent theorists who have stressed the importance of maintaining a distinction between 
speaker meaning and linguistic meaning. Other such theorists include Salmon, Neale, Saul, 
and Sperber & Wilson.) 

^^Notice here that while B's claim, "You're not going to die", is literally false (let's 
assume), what B has implicated, that A isn't going to die from the cut he/she received, is 
probably true. Moreover, it's arguable that the reason why B's utterance was felicitous (apt, 
etc.) in spite of being literally false is because the proposition what B meant to communicate 
in uttering this falsehood is (probably) true. This illustrates the fact that truth can and does 
have a role to play in pragmatics. The thing to bear in mind is that whereas, in doing 
semantics, we are concerned with the truth of what is literally expressed (linguistic meaning), 
it is the truth of what the speaker means — or what is implicated (or otherwise pragmatically 
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Still, what about A's saying, "But you just told me [said] I wasn't going to die!"? Do 

we really want to insist that A would be wrong about "what B has said"? I see no reason to 

be Procrustean about this. Granted, A has in some sense failed to grasp B's meaning and 

thus, in some sense of'says', A hasn't understood 'what B has said'.Yet, to fasten on this 

(rather loose) sense of'says' as 'what B has really/actually said ~ period' wouldn't do justice 

to the fact that there is another (more strict) sense of 'says' according to which, while A 

might be guilty of excessive literal-mindedness, he/she knows exactly 'what B has said'. So, 

rather than insisting upon a narrow conception of "what it said", to captiure what's going on 

in cases such as this — cases, that is, in which in one sense of'says' the speaker has said that 

p and in another sense of 'says' he/she has not ~ we can simply add the appropriate 

subscripts to "what is said". Thus, we can write "what is saidoncc" "what is saidLoosc"' 

order to indicate, when necessary, whether we are using the phrase in the Gricean maimer — 

according to which what is said is contrasted with what is implicated, and is merely a matter 

of the linguistic, literal, or conventional meaning of an utterance (and/or the proposition 

expressed in virtue of this meaning) ~ and when we are using it more loosely so as to include 

"what is meant", where this is left vague, so as to include whatever proposition is 

communicated or implicated by the speaker.^® 

In any case, the important point is that just as "mean" is often ambiguous between 

imparted) ~ that is of interest. Indeed, as I later suggest (in the next section, as well as in 
Chapters 5 and 6), it's arguable that it is the truth of what speakers mean that is of interest 
to we users of a language. 

"Here, I'm indebted to Reimer's (ms.) discussion of these and other matters. 
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speaker meaning and linguistic meaning, "what is said" is often ambiguous between the 

relevant pragmatic and semantic notions—between, that is, what is implicated (/saidLoose) 

what is saidcnjg, respectively. So long as we bear this in mind and are careful to disambiguate 

what we mean when we talk about "meaning" and/or "what is said", we should be able to say 

all that we want to say on these matters." At any rate, Fve now gotten out on the table the 

conceptual tools I need in order to say why I think that the examples we met with back in 

Section III don't even come close to establishing the strong semantic thesis and why, 

moreover, it is the pragmatic thesis which provides the more plausible account of the 

relevance of context. 

V. Reinterpreting the Linguistic Data 

The meaning of 'meaning', of course, is difficult to get hold of. [DeRose 
(1992), p. 920] 

[0]ne carmot go directly from the phenomenology of a concept, especially 
when the phenomenology has been largely linguistic, to a deconstruction. 
The reason is that a description of how a term is used will very likely be 
misleading, unless one understands the role of those principles of human 
discourse that Grice calls 'Conversational Maxims'. [Martinich (1991), p. 
178] 

"There is a fiuther, independent reason for not wanting to insist upon a particular 
understanding of "what is said" as being the correct one; this is that there is quite a bit of 
controversy among philosophers and linguists as to what "what is said" really means and/or 
involves (See, for example. Bach (1994), p. 19, note #22, for a problem with some of the 
things that Grice wants to say about "saying". And see Recanati (1993), especially perhaps 
Chapter 13, as well as Horn (1996), p. 315, for a conception of "what is said" that locates it 
somewhere between what is saidGnj^and what is saidLoose.) I want, as far as possible, to avoid 
this debate; hence my use of the subscripts. 
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Grice and J. L. Austin are, perhaps, the two philosophers who've done the most to 

show us how far our linguistic exchanges extend beyond purely semantic issues.^^ Moreover, 

but unsurprisingly, both Austin and Grice contend that philosophy is too often carried out 

without due regard to this fact. Thus, having introduced the notion of speech acts, Austin 

writes: 

[F]or too long philosophers have neglected this study, treating all problems 
[including failures of "felicity" or propriety] as problems of 'locutionary 
usage'....True, we are now getting out of this; for some years we have been 
realizing more and more clearly that the occasion of an utterance matters 
seriously, and that the words used are to some extent to be 'explained' by the 
'context' in which they are designed to be or have actually been spoken in a 
linguistic interchange. Yet still perhaps we are too prone to give these 
explanations in terms of'the meanings of words'. [(1962), p. 100] 

Similarly, in drawing our attention to what have seen come to be called certain pragmatic 

aspects of our conversations, and by enforcing the distinction between word and sentence 

meaning, Grice hopes to counter the tendency to explain cases of linguistic success and 

failure in terms of the meanings of words.^' Grice's hope, then, like Austin's, is to be able 

to explain certain linguistic phenomena without resorting to a 'multiplication of senses' of 

^'Not that many more recent philosophers haven't taken up this line as well: see note #34, 
above. 

•*°For example, he writes: "I...would wish to make the explanation of linguistic 
inappropriatenesses...independent of any appeal to the special semantic features of particular 
wor^" [Grice (1989), p. 15]. (Thus, as Horn puts it, "the methods of radical pragmatics are 
enlisted [by Grice] in the defense of a conservative bivalent semantics" [Horn (1996), p. 
312].) This is one of the major themes in his work which Grice stresses in his "Prolegomena" 
to Studies in the ff^ay of Words, from which I've just quoted. 
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the words involved therein."^And in terms of the examples taken by some to support the 

strong semantic thesis, this is what I want now to do. So, without further ado, let me offer 

the pragmatic theorist's take on what is going on in each of these cases. 

#1. Castaneda (1980^ and Columbus."*' Let us agree that there is likely to be a great 

deal of difference as to "what counts as" knowing the date of Columbus's discovery of 

America across the three sets of circumstances which Castaneda mentions. Clearly, for 

example, one might very well "count as" knowing this on a television quiz show, yet not 

come at all close to in some sense qualifying as knowing this if one were suddenly placed 

before an audience of professional historians and asked to defend the traditional date of this 

discovery against the clever arguments of some ingenious and famous Harvard historian to 

the contrary. For one's audience in these two situations ~ who, after all, will be the ones 

deciding what you do and do not know in each of these situations, and into whose place we 

are projecting ourselves in considering Castaneda's example — will differ radically in their 

conceptions of what's required for one to have the knowledge in question. (Note, by the way, 

how naturally we've just captured the relevant difference between the two cases in terms of 

the account of context that was defended in Chapter 2.) In the case of the television quiz 

show, these standards will be fairly low — one need only, perhaps, be able to state the 

traditional date of the discovery. By contrast, to "count as" knowing the date in question in 

''"Why want to avoid doing this? I'll address this question in the latter part of the present 
section. 

•"See pp , above. 
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the second situation one will have, for example, to be able to offer some plausible counters 

to the alternatives to the traditional date which the Harvard historian has effectively raised 

to salience: as an RA theorist would say, such alternatives will have been made relevant, and 

one will have to display an ability to exclude them if one is to "count" as knowing the date 

of the discovery. So far, I take it, I and the proponent of the strong semantic thesis are in 

agreement. 

But, though it's apparent that "what counts as knowing" is bound to be different in 

these two cases, why take this as evidence for the claim that such shifts in context effect 

changes in what "know" means? "Counts as", after all, is ambiguous between the relevant 

semantic and pragmatic notions ~ i.e., between propriety and literal truth."*^ That is, it's 

unclear whether to be "counted as" knowing something means that the relevant knowledge 

attribution, "5 knows the date of Columbus's discovery of America" would be hterally true, 

or whether it means only that this attribution — or, more accurately, an attributor's making 

this attribution — would be proper (perhaps because he would thereby communicate some 

truth). Of course, both I and the proponent of the strong semantic thesis agree that being 

"counted as" knowing something is at least a matter of whether the relevant knowledge 

attribution would be felicitous. Where we differ is in this: I want to resist reading a semantic 

shift off of a knowledge attribution's going from proper to improper; so just because the 

successful quiz show contestant might be an embarrassment up on stage opposite the famous 

•'^Which, once again, is not to say that truth simpliciter is of no interest in pragmatics: 
see note #'s 26 & 35, above. 
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and ingenious Harvard historian, this in itself doesn't show that he doesn't know the date of 

Columbus' discovery of America in the latter situation. 

"But," it might be asked, "if the subject in question does know in the second case, 

why would none of the relevant parties (the audience to the debate, as well as the Harvard 

historian) be willing to say that he does?"^ I want to suggest two possible explanations of this 

fact. First, were a representative member of the audience to say, "S knows the date of 

Columbus's discovery of America", though the proposition thus expressed might well be 

true, given the setting the speaker would also be communicating or implicating the 

proposition that S is able to counter the relevant alternatives. We're assuming, however, that 

the successful quiz show contestant lacks the ability to counter the Harvard historian's 

arguments. (Perhaps he only knows the traditional date of Columbus's discovery of America 

because he learned it in grade school.) Thus, what would be implicated by the representative 

audience member were he to utter the relevant instance of "K"-schema, "5 knows that p", 

would be false; and surely the audience member knows this, and knows what he'd be 

implicating were he to utter this sentence. Hence the first reason for his not wanting to say 

that S knows the date in question. 

Secondly, it must be borne in mind that the individuals in question have interests and 

goals, in the simation in question, which extend far beyond the subject's epistemic position. 

In fact, their interests are such that they really don't care whether the subject knows that p; 

they want to know whether p is true ~ that is, they're wondering themselves whether the 

traditional date of Columbus' discovery is in fact the correct one. Inasmuch, then, as they 're 
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taking the Harvard historian's clever arguments seriously themselves, it's hardly surprising 

that the successful quiz show contestant (of all people!) should not be "counted as" knowing 

that p. As Grice suggests, accompanying knowledge claims and ascriptions there may 

sometimes be a nonconventional implicature to the effect that the evidence that p is strong 

or conclusive [(1989), p. 53] or that no inquiry is under way [ibid., p. 5]. But if the Harvard 

historian's arguments are being taken seriously by the audience, surely the representative 

member thereof would want not to implicate either of these things! "And why suppose that 

they are taking the Harvard historian's arguments seriously?" Because, I think, it's only on 

the supposition that these arguments are worth taking seriously that Castaneda appears to 

have described a shift in "what counts as" knowing that p. 

#2. Stine (1976) on Dretske's (1970) Zoo Example."*^ As I mentioned in an earlier 

footnote [note #10], I think that Stine herself neither wants to endorse the strong semantic 

theory nor believes that Dretske's zoo example constitutes evidence for the idea that shifts 

in context effect shifts in the meaning of "knows", for example. So why does DeRose take 

her to be doing both of these things [see DeRose (1992), p. 920]? Because Stine says, of this 

example, that "[i]f being a mule painted to look like a zebra became a relevant alternative, 

then one would literally mean something different in saying that John knows that the animal 

is a zebra" [Stine (1976), p. 255; italics added] — one would mean (something like) John 

knows that the animal is a zebra, as opposed to a gnu, a gazelle,...[whatever other roughly 

zebra-like animals one might reasonably expect to find in a zoo]..., and a cleverly painted 

•'^See pp...., above. 



121 

mule. But pace DeRose, I think that Stine's saying this no more commits her to the strong 

semantic thesis then the zoo example itself ought to commit us to it. Here's why. 

Let us suppose, for the sake of argument, that RA theorists such as Goldman are 

correct in advocating "the relevant-alternatives account of the meaning of'know'" [Goldman 

(1989), p. 147]. Further, let us suppose that Stine is correct in saying that what one means 

by a given knowledge attribution will depend upon the membership of the set of relevant 

alternatives in the situation in question."" Does this force us to say that what "knows" means 

depends upon what the relevant alternatives happen to be [see note #44], or that the truth 

conditions of instances of the "K"-schema vary according to shifts in context [cf. DeRose 

(1992), p. 914]? Hardly. For recall the distinction between linguistic (or sentence) meaning 

and speaker meaning: we can say that though "what one means" in the sense of sentence 

meaning would not shift in the circumstances Stine describes -- in either case, the sentence 

says that John knows that the animal is a zebra, period — "what one means" in the sense of 

speaker meaning does. That is, though it's no part of what is saidcncc' it may well be that in 

saying that John knows that the animal is a zebra one implicates (saysLoose) that he can tell 

zebras from gnus, from gazelles, and even from cleverly painted mules — if, indeed, cleverly 

painted mules are among the relevant alternatives. 

Perhaps it will help to both clarify and make more plausible the pragmatic account 

I'm developing here by considering a non-epistemic case. Suppose you and I are farmers 

•"More accurately, given the conception of context developed in Chapter 2: what 
attributors take the relevant alternatives to be. 
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looking to purchase some pigs. We visit a number of pig-farms, and before making our 

purchase we pause at each pig-farm's holding pen, from time to time pointing and saying 

'That's a good one [pig]-" Now, I want to say, whatever it is that makes for the goodness of 

pigs from us farmers' point of view, this does not change as we inspect pigs at one pig-farm 

and another. And this is so even if there is some shift over time in the membership of the 

relevant comparison class of pigs. Thus, when looking at a group of pigs that are on the 

whole better than the previous one, what is said^n^ when one of us remarks, [pointing] 

'That's a good one [pig]", does not change even if what is implicated does ~ even if we 

say Loose ostended pig is the better than the others in the immediate vicinity, that it is 

better than the others we've seen today, etc. That is, the membership of the class of pigs 

amongst which we're judgingg^ooc/ pigs will change overtime, and so towards the end of our 

outing we might mean something different in calling a particular pig good than we did 

earlier. But this doesn't affect the semantics of the terms in question; rather, it reflects our 

evolving view as to which the good pigs are, which pigs we want to purchase.*^ So, while 

it may indeed be an assumption you and I share that each time one of us says, 'That's a good 

one [pig]", we mean (something like) "It's among the best we've seen so far", as Stine says 

of the presupposition that if the subject (in the epistemic case) knows that p he knows each 

of the relevant alternatives to be false, this is a pragmatic and not a semantic presupposition 

•'^Compare Dretske's comment: "We don't have two concepts of the word 'empty' ~ one 
for pockets and one for warehouses. We have one sense (or meaning) with a difference in 
what counts as a thing" [(1981a), p. 368]. 
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[see Stine (1976), p. 255].'*^ 

#3. DeRose's (1992) Bank Case/^ DeRose himself realizes that not all of his readers 

will take his Bank Case as evidence of the strong semantic thesis. Such readers — whom 

DeRose calls 'invariantists"*® - will want to deny that what I mean by "know" is different in 

situations A and B. Thus, DeRose claims, the invariantist will have to deny one of the 

following claims: 

(1) When I claim to know that the bank will be open on Saturday in Case A, 
I am saying something true. 

(2) I am saying something true in Case B when 1 concede that I don't know 
that the bank will be open on Saturday. [DeRose (1992), p. 914] 

Prima facie, of course, there is an obvious tension between (1) & (2); after all, the two cases 

are constructed by DeRose so as to be as seemingly alike, epistemically speaking, as can be. 

•'^Stine cites [(1976), p. 261, note #13] the following passage from Stalnaker's 
"Pragmatics" as elucidating what she and I take to be the operative type of presupposition: 

According to the pragmatic conception [of presupposition], presupposition 
is a propositional attitude, not a semantic relation. People, rather than 
sentences or propositions are said to have, or make, presuppositions in this 
sense. 
....In general, any semantic presupposition of a proposition expressed [in 
Gricean terms, implicated] in a given context will be a pragmatic 
presupposition of the people in that context, but the converse clearly does not 
hold. [Stalnaker (1972), p. 180] 

For more on the notion of presupposition as a pragmatic phenomenon, see the discussion of 
Horn (1996), pp. 299-309. 

^^See pp...., above. (It should be noted that what follows is really just a first pass at a 
pragmatic treatment of DeRose's Bank Case: in Chapter 5 I offer a more thorough such 
reconstruction of it.) 

•'®Note that 'invariantism' here is a semantic position, and not necessarily the approach 
to doing epistemology which was discussed in Chapter 1. 
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So, as DeRose remarks; "It seems quite natural to say that (3) If I know that the bank will be 

open on Saturday in Case A, then I also know that it will be in Case B" [ibid.]. DeRose 

himself, as we've seen, wants to appeal to his semantic contextualism in order to render the 

tension between (1) & (2) merely apparent*'*^^ (1) and (2), DeRose can then say, are both 

true, as are the knowledge claims made by the subject in question. Hence a major selling 

point of semantic contextualism and the strong semantic thesis. Namely: 

[I]t seems to have the result that very many of the knowledge attributions and 
denials uttered by speakers of English are true — more than any form of 
[semantic] invariantism can allow for. [ibid., p. 924]. 

But is it really true that the strong semantic thesis has this in its favor: that it 

comports with our everyday assessments of who knows what much better than any 

invariantist semantics can? Well, let's look at a test case: is it really true that, whereas the 

semantic contextualist can say that both (1) and (2) are true, for example, one who holds that 

•''"[I]n Bank Case B...when, in the face of my wife's doubt, I admit that I don't know that 
the bank will be open on Saturday, I don't contradict an earlier claim to know that I might 
have made before the doubt was raised because, in an important sense, I don't mean the same 
thing by 'know' as I meant in the earlier claim" [DeRose (1992), p. 921]. 

^"AS for (3), DeRose is able to accept it because he differentiates between it and "(4) If 
what I say in Case A is true, then what I say in Case B...is false" [ibidJ\. Unlike (3), this is 
false according to DeRose. Why? Because it assumes that the relevant implication can be 
intercontextual ~ that is, an implication that is supposed to hold regardless of any shift in 
context that has occurred. But this isn't so, on DeRose's view; and the appearance of 
plausibility surrounding (4) derives from the fact that we're taking "know" to have a single 
meaning, and thus what I say in the two cases to be about the same thing (viz., whether I 
know thatp). But this assiunption of "know'"s having a univocal meaning fails on DeRose's 
indexicalist account [cf. his example of two people looking for 'Frank', quoted on p. 13, 
above]. So (3) is true — because it presupposes a single context of speech, and so a univocal 
sense of "know" -- but (4) is not. 
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shifts in context do not effect shifts in the meaning of "know(s)" must say that one or the 

other is false? I can't see that it is. For I think that one can reject the strong semantic thesis 

and hold that both (I) and (2) are true. After ail, as I was concerned to make clear in the 

previous section, "what is said" is ambiguous; in particular, it's ambiguous between, on the 

one hand, linguistic meaning and the proposition expressed by a sentence in a situation (what 

is saidonjJ, and on the other speaker meaning and the proposition implicated or 

communicated by the speaker (what is saidLoose)-

Equipped with this distinction, one who rejects the strong semantic thesis can 

nonetheless say that both (1) and (2) are true. He can do so by pointing out that, while the 

relevant propositions expressed (what is saidcricc) speaker in cases A and B cannot 

both be true, in at least one of (1) and (2) the apparent plausibility of the claim — "I say 

something true when I claim to know that p", "I say something true when I say that I don't 

know that p" — derives from the fact that "say" is being used to refer to what the speaker 

does not say^^^^ but communicates ~ to what he saysj^^ by saying what he saySG^cc ^ 

circumstances in question. This, in fact, is what I do want to say about (1) and (2), and about 

what the speaker "says" in Cases A and B. Let me spell this out. 

Assume that in Case A, when the speaker says "I know that the Bank will be open 

on Saturday", the proposition expressed by this utterance is true: S does know that the bank 

will be open on Saturday, and were he to say this in Case B, this would not have changed: 

S still knows that the bank will be open on Saturday. Why, then, would he not say, "I know 

it'll be open on Saturday in Case B", or even go so far as to say (something like) "I suppose 
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I don't really know that it'll be open tomorrow"? Because it would be improper for him to 

do so. Recall a point I made in offering my interpretation of the Castaneda example: if I say 

"I know thatp", there may be some conversational implicature accompanying my saying this 

— something I do not say^n^, but implicate. And I think that DeRose's description of the 

Bank Case ~ he and his wife driving home at the end of the work week, their seeing that 

there is a very long line up at the bank, etc. ~ make it extremely plausible to suppose that 

when S says, "I know it'll be open tomorrow. Let's just deposit our checks tomorrow", what 

he implicates ~ what he, but not his words, mean — is something like, "I'm pretty sure it'll 

be open tomorrow, let's just go straight home and not be bothered with the long line up". 

In Case B, however, the situation is such that though S's evidence with respect to 

whether the bank will be open Saturday is the same, the importance of his and his wife's 

getting their paychecks deposited before Monday morning is not. They have, DeRose tells 

us, just written a very large and very important check: "If our paychecks are not deposited 

in our checking account before Monday morning, the important check we wrote will bounce, 

leaving us in a very bad situation" [DeRose (1992), p. 913]. This is what his wife reminds 

him of after he says initially, as he did in Case A, "I know it'll be open on Saturday". Given 

the importance of their getting their paychecks deposited before Monday morning and the 

(psychological) salience of this matter, though (we're supposing) S does know that the bank 

will be open on Saturday, it would be improper for him to say in the spite of having just been 

reminded of this, "But I know it'll be open tomorrow". Why? Because his wife has just 

communicated to him her desire to have the matter resolved, because she has perhaps just 
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convinced him that checking the bank's hours before going home is the more prudent course 

of action. So were S now to say, "I suppose I don't know whether it'll be open tomorrow", 

though this statement would be strictly speaking false, it's precisely the right or proper thing 

for him to say; for, with it, he is communicating (implicating) his recognition of what his 

wife has just communicated, including the importance of there being funds in their account 

to cover the large and important check they've written. With this statement, then, there is a 

real sense in which "what S is saying" is true: in particular, it's true that the safest course of 

action, and that which his wife favors, is for him to check on the bank's hours and "make 

sure" it will be open the following say. Yet, for all that, if S knew in Case A that the bank 

would be open on Saturday, he stills knows it here.^^ 

Just to be sure that we're perfectly clear about what's going on in my interpretation 

of DeRose's Bank Case, let's review what has been said. We have before us the following 

two claims: 

(1) When I claim to know that the bank will be open on Saturday in Case A, 
I am sajdng something true; 

^'Note that, while I've opted for this reading of DeRose's Bank Case, my argument in no 
way requires that S does know in Case A that the bank will be open on Saturday. Here is an 
alternative interpretation of the example: In Case A, .^s use of "fcoow" is "hyperbolic" ~ that 
is, he is using "Imow" "as an emphatic variant of'believe'" [Quine and Ullian (1978), p. 14], 
On this interpretation. Si's utterance serves less as an epistemic self-report, and more as a 
means of persuading his wife that they ought to proceed directly home. Here, then, there's 
no reason to suppose that S does know that the bank will be open the next day — perhaps he 
merely believes this more or less strongly -- in which case what he sayscnj^ in Case A is 
false. If this is correct (or if we prefer this interpretation of DeRose's example), we are free 
to suppose that were S to say, in Case B, "I suppose I don't know after all....", he would be 
sayingc^^^ something true. 
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and, 

(2) I am also saying something true in Case B when I concede that I don't 
know that the bank will be open on Saturday. 

DeRose takes both of these to be true. And he is able to regard these as providing evidence 

for the strong semantic thesis because he understands them as follows: 

(1") When I claim to know that the bank will be open on Saturday in Case A, 
I am sayingcrice something true; 

and, 

(2') I am also sayingcrice something true in Case B when I concede that I 
don't know that the bank will be open on Saturday. 

And if it's really true that what one saysG^ce shifts from Case A to Case B, of course this will 

be an illustration of the strong semantic thesis. 

Like DeRose, I regard (1) and (2), as written, as true. Yet I also think that as written 

there's an equivocation on what "say" means in (1) and (2). For I think that (1) and (2) are 

most plausibly read as follows: 

(1") When I claim to know that the bank will be open on Saturday in Case A, 
I am sayingcrite something true; 

and, 

(2") I am (also) saying, something true in Case B when I concede that I 
don't know that the bank will be open of Saturday. 

If this is right ~ if (1") and (2") are the correct rendering of (1) and (2) ~ then the appearance 

of DeRose's example seeming to support the strong semantic thesis simply goes away. We 

can see this example as providing evidence for the idea that "the content of'know'" changes 

with shifts in context only if we conflate speaker meaning and linguistic meaning. 
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The same can be said about the considerations which lead Cohen to endorse the 

'indexical' treatment of knowledge. Chief among these considerations, perhaps, is this 

seeming datum about our practice of making knowledge attributions: "one speaker may 

attribute knowledge to a subject while another speaker denies knowledge to the same subject, 

without contradiction" [Cohen (1988), p. 97]. How is this possible? Here's the answer given 

by those who hold to the strong semantic thesis: in such a case, contradiction is averted due 

to the fact that the knowledge attributor and the knowledge denier "mean something different 

by 'know'" [DeRose (1992), p. 920]. And here is the explanation of this phenomenon offered 

by one who rejects the strong semantic thesis in favor ofthe pragmatic thesis: insofar as there 

seems to be no contradiction between what the knowledge attributor and the knowledge 

denier are sa5dng, this is because we are focussing not merely on what the linguistic 

meanings of their utterance are, but on what the respective speakers mean in 

attributing/denying knowledge. Whatever exactly the meaning of "know" is, it remains 

constant: it, the term, means the same thing in the mouths of both attributor and denier. Yet, 

what they communicate by their respective claims might well differ. And it's in this 

nonsemantic sense, and this nonsemantic sense alone, that the attributor and the denier can 

be said to "mean something different by 'know"' [ibid.] and can both be said to be "saying" 

something true.^^ 

'^Note that, in light of this distinction, it's actually unclear what advantage DeRose is 
claiming on behalf of the semantic contextualist when he says that it has "the result that very 
many of the knowledge attributions and denials uttered by speakers of English are true" 
[DeRose (1992), p. 924]. For "attribution" is itself ambiguous between what a speaker 
saysorice and what he implicates! So if it's preserving the correctness of what English 
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#4. Lewis' (1979) Rules of Accommodation." I hope by now that the reader has 

come to see that, though they function perfectly well in ordinary speech, when we are trying 

to do philosophy phrases such as "saying something correct", "what he/she said", 'Vhat I 

meant", and so forth, are at best potentially misleading and at worst hopelessly ambiguous. 

It is the vagueness in such expressions as these, rather than some sort of semantic 

indeterminacy and/or context-sensitivity in the key epistemic terms, that I have been 

exploiting in the interpretations of the examples I've been giving. And I want to do this here 

as well, in discussing case #4.1 should note at the outset, though, that what I want to do is 

to recast, not merely how we ought to understand what's going on in Lewis' exchange 

between the sceptic and the conunonsensical epistemologist, but how we ought to understand 

Lewis' "rules of accommodation". For I think that, insofar as Lewis' interpretation of the 

particular linguistic exchange he presents rests upon confusing semantic and pragmatic 

notions, this is symptomatic of the fact that in formulating his rules of accoirmiodation Lewis 

is guilty of perpetrating the same mistake. But first, let's remind ourselves of the particular 

example Lewis has presented us with. 

Here, once again, is Lewis' example: 

The commonsensical epistemologist says: "I know the cat is in the carton — 
there he is before my eyes ~ I just can't be wrong about that!" The sceptic 
replies: "You might be the victim of a deceiving demon." Thereby he brings 

speakers "sa/' (left vague) that is important to us, the proponent of the pragmatic thesis can 
do so by insisting that very many of the propositions communicated by such speakers are 
true, though this mightn't be to the same extent true with regard to what such speakers 
saycrice- (I return to this subject in a moment in discussing Lewis' rules of accommodation.) 

^^See pp...., above. 
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into consideration possibilities hitherto ignored, else what he says would be 
false. The boundary shifts outward so that what he says is true. Once the 
boundary is shifted, the commonsensical epistemologist must concede defeat. 
[(1979), p. 247] 

So, if the commonsensical epistemologist 'knows the (conversational) score' he'll see that 

it would be in some sense 'wrong' for him to claim to know that the cat is in the carton. But 

is this fact about the impropriety of the commonsensical epistemologist's saying, "I know 

that the cat in the carton", something which we can account for only by adverting to the 

strong semantic thesis? Surely not. For, once again, it is a mistake to think that every failure 

of propriety is a failure on the part of the speaker to say something that is literally true. So, 

as it stands, I can't see that this example provides evidence for the strong semantic thesis, as 

opposed to the pragmatic thesis. 

Now, again, I'm not going to take the time, at present anyway, to spell out in detail 

the pragmatic theorist's story of what's going on in this example - of why, that is, that 

though the commonsensical epistemologist must "concede defeat", given that for him to say, 

"I know that cat is in the carton", would be improper given what has already been said. 

(Though the reader who has followed me through my reinterpretation of the previous 

examples should have no difficulty imagining what the pragmatic theorist's story is going 

to look like.") For to do so would be to fail to appreciate that it is really Lewis rules of 

accommodation themselves that need to be reinterpreted along pragmatic lines. Inasmuch as 

Lewis takes his example to show that the strong semantic thesis is correct, this is because he 

"in Chapter 5 I will discuss Lewis' epistemic views and what I regard as the proper 
interpretation of the data which motivate them. 
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takes his rules of accommodation already to have established this. In this, however, he is 

mistaken; and arguing this point is what I want to do here. 

It's worth noting that when Lewis offers his ''"'general scheme for rules of 

accommodation for conversational score" [(1979), p. 240; italics added], it looks as though 

these rules are intended simply to reflect and enforce an adherence to Grice's Cooperative 

Principle. Here is Lewis' "general scheme": 

If at time t something is said that requires component s„ of conversational 
score to have a value in the range r if what is said to be true, or otherwise 
acceptable-, and if s„ does not have a value in the range r just before f, and if 
such-and-such further conditions hold; then at t the score-component s„ takes 
some value in the range r. [ibid. -, once again, the italics are mine] 

The reason I've said that this general scheme seems to accord nicely with Grice's 

Cooperative Principle is that, as stated, it concerns the propriety of what is said, as the rules 

of accommodation which would fit this general scheme function to render "what is said" true 

or otherwise acceptable. That is, as far as this general scheme goes, there is no requirement 

that rules of accommodation operate so as to render speakers' utterances true. Yet, as is 

illustrated by the following formulation of a specific instance of this general scheme, this 

requirement does sometimes get inserted: 

If at time t something is said about permissibility by the master to the slave 
that requires for its truth the permissibility or impermissibility of certain 
courses of action, and if just before t the boundary is such as to make the 
master's statement false, then — ceteris paribus and within certain limits — 
the boundary shifts at; so as to make the master's statement true, [ibid., p. 
235; first italics added] 

Why is all of this relevant to the case of the commonsensical epistemologist's claim 

that he knows that the cat is in the carton? Because in order to get the result that the 
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supporter of the strong semantic thesis needs — i.e., that the sceptic's 'shifting the boundary' 

means that this claim is thereafter false — we've got to suppose that the relevant mle of 

accommodation specifies that the range of relevant alternatives shifts so as to make the 

sceptic's claim true. And if this really is what the rule of accommodation requires, then we 

seem to have a shift in what is meant by the relevant instance of "S knows that p". But is it 

really plausible to think our linguistic interchanges are governed by rules of accommodation 

such that we're constantly making semantic adjustments so as to render what speakers sayc^ce 

true? I don't think so. For (put in terms of Lewis' analogy) I don't think that it's at all 

plausible to suppose that the truth values of what speakers/players sayGri„ typically such 

that the 'box score' looks like this: 

Table 2: Scorekeeping with The Strong Semantic Thesis: 

round #1 round #2 round #3 

speaker A T T T 

speaker B T T T .... 

Nor do I think that Lewis really thinks this. For when, in giving certain specific instances of 

the general scheme for rules of accommodation, he indicates that these function to render 

what is saidcri^g not merely proper or acceptable but true, he also inserts the qualification, 

'"ceterisparibus and within certain limits", which is absent in the much more Gricean general 

scheme. (See, for example, the "rule of accommodation for permissibility" cited above.) 

And, I think, it's no accident that Lewis feels the need for such a qualification here; for, I 
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want to say, in our conversations we don't in fact place any ultimate value on the truth values 

of the propositions expressed by our interlocutors. 

What do users of language most care about, then? Well, I think that Grice's answer 

to this question is probably right. I think, that is, that we try as far as possible, and see our 

interlocutors as trying so far as possible, to act in conformity with the Cooperative Principle 

and the maxims and sub-maxims it enjoins or subsumes. As Neale has pointed out, however, 

Grice is best interpreted as "allowing a violation of a maxim at the level of what is [literally] 

said to be over-ridden by adherence to that maxim at the level of what is implicated [or 

otherwise pragmatically imparted]" [Neale (1990), p. 106, note #19]. For surely it's Grice's 

view that when our interlocutors seem not to be observing the Cooperative Principle — 

because, for example, they seem to be saying something that is false, irrelevant, or otherwise 

improper ~ this should tip us off to the fact that, here, speaker meaning and linguistic 

meaning have diverged. We need, in such cases, to understand our interlocutors as meaning 

something such that they are observing the Cooperative Principle, even though what their 

words mean suggests otherwise. 

Similarly, I think that the right way to construe Lewis' mles of accommodation is as 

governing the accommodation of what speakers mean, but do not necessarily say. So these 

rules are meant to preserve (/bring about) the truth only of what is saidLoose- Ultimately, it is 

a concern to regard speakers as communicating truths, rather than merely expressing them 

in virtue of the linguistic meanings of their utterances, which govems our communicative 

interchanges. And I believe that it is actually this concern that accounts for whatever 
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plausibility Lewis' rules of accommodation possess. Indeed, Lewis himself (in a later paper) 

refers to "[t]he cardinal principle of pragmatics...: interpret the message to make it make 

sense - to make it consistent, and sensible to say" p!.ewis (1996), p. 566; emphasis added]. 

But while it may be true both that this principle is a guiding maxim in our talk-exchanges 

and that it is the chief directive in pragmatics, the principle has to do Avith the message - or, 

in my terms, with what is communicated or imparted. Thus, it is not equivalent to nor does 

it sanction treating what is literally expressed in the manner recommended by Lewis' rules 

of accommodation. More to the point, it does not sanction shifts in the meanings of terms in 

the manner that's required by the strong semantic thesis. 

Thus far, the argument of the present section has been that, equipped with the 

pragmatic thesis, we can construct explanations of the 'linguistic data' — of the knowledge 

attributions made and denied in cases 1-4 — which are at least as plausible as the competing 

explanations in terms of the strong semantic thesis. But 1 think that one who favors an 

understanding of the relevance of context to the correctness of instances of the "K"- and'T'-

schemas in chiefly pragmatic terms actually has a stronger case than this. I think that, setting 

aside any specifically epistemic concerns we might have, methodologically, endorsing the 

pragmatic thesis is more sound than opting for the strong semantic thesis. In what remains 

of the present section, I want to make it clear why this is so. 

Methodologically, what the pragmatic thesis has in its favor is economy. As the 

foregoing treatment of cases 1-4 show, the gist of the pragmatic theorist's position is that 
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context affects, not whether something is known, but whether it is reasonable or proper to 

say or think that oneself of some other person knows [of. Dretske (1981a), p. 367]. So this 

approach to the relevance of context "helps to avoid the proliferation of senses that 

sometimes threatens to engulf epistemological discussions" [Dretske (1981a), p. 369]. 

Putting the point another way, the strong semantic thesis seems^^ to violate Grice's 

"Modified Occam's Razor", according to which senses (meanings) are not to be multiplied 

beyond necessity [Grice (1989), p. 47]. And surely the introduction of further semantic 

complexity that is part-and-parcel of the strong semantic theorist's account of what is going 

on in cases 1-4, for example, is unnecessary. After all, the alternative, pragmatic theorist 

explanations of these cases — and, in particular, of our assessments of the propriety of the 

various knowledge claims involved — were hardly ad hoc. On the contrary, the distinctions 

employed in giving these explanations — the distinctions between propriety and truth, 

speaker meaning and linguistic meaning, and sayingon^e implicature — are all distinctions 

which we have abundant and independent reasons for wanting to accept. Pragmatics just is 

the study of how far our linguistic exchanges go beyond the merely semantic; and the 

distinctions made by those who study pragmatics are, crudely put, ones which we all ought 

to accept. But contrast this with the strong semantic thesis: this thesis, and an explanation 

of cases such as 1-4 in terms of it, requires that we introduce a whole host of new 

"meanings" for which we have no independent evidence. Surely, for this reason, the 

^^This qualification is not gratuitous: as will be made clear at the begiiming of the next 
section, it's not clear that the strong semantic thesis violates Modified Occam's Razor/7er 
se ~ or, at least, that the semantic contextualist does so. As I also make clear in the next 
section, however, the thesis does needlessly introduce semantic complexity. 
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pragmatic thesis is to be preferred." 

Of course, like Occam's Razor itself, Grice's Modified Occam's Razor does not in 

itself tell us where to draw the bounds of "what is necessary". (That is why these are 

methodological rather than substantive principles.) So it's open to the proponent of the 

strong semantic thesis to insist that introducing new senses (meanings) of'Tcnow(s)" in cases 

such as 1 -4 is not ad hoc and unnecessary, but actually more in accord with the intuitive idea 

that words get their meanings from us (speakers). "After all", the friend of the strong 

semantic thesis might say, "it's not as though words come prepackaged, as it were, each with 

a certain meaning assigned to it once and for all. So if two speakers can mean different things 

by 'know', for example, surely this shows that 'know' has at least two meanings!"^' 

Agreed: words do not come to us ~ that is, to we speakers of a language ~ with their 

meanings assigned to them once and for all; and in the next section I'm going to address the 

worry that the proponent of the pragmatic thesis fails to appreciate this fact. For now. 

^^"Pragmatic explanations, when available, are to be preferred because they are 
economical, in the sense that the principles and assumptions they appeal to are very general 
and independently motivated. By contrast, positing a semantic ambiguity [or, more generally, 
a difference in meaning] is an ad hoc, costly move — a move which the possibility of a 
pragmatic analysis makes entirely superfluous" [Recanati (1993), p. 234]. (It should be noted 
that Recanati himself, while perhaps sympathetic to Modified Occam's Razor itself, takes 
issue with Grice's taking "what is said" to be purely a matter of the conventional meanings 
of terms.) Kripke too has employed essentially the same line of argiunent; "Why posit a 
semantic ambiguity when it is both insufBcient in general and superfluous for the special 
case it seeks to explain?...It is very much a lazy man's approach in philosophy to posit 
ambiguities when in trouble" [(1977), p. 259]. And Hambourger has defended this stance in 
the epistemological case, with respect to 'know' [see his (1987), pp. 261-262]. 

"Here I'm indebted to Marga Reimer for giving voice (but not credence!) to this line of 
argument. 
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however, suffice it to say that if the foregoing line of argument is taken to be cogent, it 

proves too much. For if a bare difference in "what a speaker means by x" ~ what /, following 

Grice et ai, would call a difference in speaker meaning ~ is enough to show that x has at 

least two meanings ~ that there is a doubling of linguistic meanings ~ the strong semantic 

theorist is going to find that he suffers firom an embarrassment of riches. For all we'd need 

to posit a 'new' meaning for any given term is an occasion on which its use is non-literal — 

on which, that is, speaker meaning and word meaning diverge. But it's fairly obvious that 

this can happen with just about any word: so all words end up being 'indexical'! This result, 

I take it, ought to lead us to reject the line of thought that led us to it. At the very least, it 

shows that if this is what it means to say that "know(s)" is an indexical, this claim is much, 

much, less interesting than any of the relevant parties previously thought. 

VI. Obiections and Replies: Further Clarification of the Position 

Objection:^^ It has been claimed that Grice's "Modified Occam's Razor" cuts against 

the strong semantic thesis. But the semantic contextualist is not guilty of proliferating 

~ or he needn't be such. Grice himself invoked Modified Occam's Razor in criticizing the 

positing of lexical ambiguities. But while McGirm may be right in holding that "the word 

'know' is surely not ambiguous" [McGiim (1984), p. 529], to say that "know(s)" is an 

indexical is not to say that it's ambiguous in the way that "bank", for instance, is. (Does 

anyone seriously think that "7" is genuinely ambiguousV.)-, it no more involves 'multiplying 

^^Thanks to Marga Reimer for both raising this objection and suggesting part of the 
response. 
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senses' than does claiming that "thar is an indexical [cf. Recanati (1994)]. So considerations 

of theoretical economy don't tell against the semantic theorist's approach. 

Reply: I agree that it was in the face of a needless multiplying of lexical ambiguities 

that Grice introduced his new Razor; and I agree that indexicals are not lexically ambiguous. 

Not all ambiguities, however, are lexical. (Some are structural/granimatical, for instance.) 

But even if this weren't so, the appeal to the strong semantic thesis involves a multiplication 

of senses at least in this regard: DeRose is led to say that "know(s)", e.g., is 'indexical' 

(1992) Jiist because he thinks that there is a perfectly good sense in which what "know" 

means in Case B (e.g.) isn't what it means in Case A. Granted, this may not be a difference 

in 'character' (to use Kaplan's terms), but it is supposed to be a difference in contentAnd 

both character and content, according to Kaplan, are types/aspects of linguistic meaning [see 

his (1989), e.g.].So, in DeRose's case anyway, the semantic contextualist wants and needs 

there to be some sort of 'multiplication of senses' attending the use of knowledge-attributing 

sentences, for example; for that seems to be how he wants to formulate his view!^' 

But even if — contrary to what I've just suggested - there is no sense in which the 

strong semantic theorist is guilty of multiplying senses, it simply doesn't follow that he in 

no way recommends a sacrificing of theoretical economy. For so long as the truth conditions 

of knowledge-attributing sentences are context-sensitive - setting aside, of course, the 

question of why they should/could be if their contents/meanings were not context-sensitive 

"Lest it be objected that I am unfairly generalizing from DeRose's case, it should be 
noted that, to my knowledge, his invocation of Kaplan's character/content distinction is the 
clearest statement by any semantic theorist of how, on that view, we are to understand how 
and why "knows" and/or knowledge-attributing sentences have context-sensitive contents. 
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as well! — our overall conception of the language (or the relevant portion thereof) undergoes 

an increase in complexity. No one, for example, thinks that being a linguist wouldn't be 

much easier if language contained no indexicals — if "I", "here", and so on, had the same 

character and content across contexts. Of course, our concern for economy can be 'trumped' 

when we think that the world itselfis comparatively complex — hence our being prepared to 

grant the indexicality of'T', say. And I have only begun, here, to make it clear that the 

complexity introduced by the strong semantic theorist really is gratuitous.®" But surely there 

can be no doubt that, if the strong semantic theorist is right, the behavior of knowledge-

attributing sentences - and presumably the rest of our epistemic talk — is much more 

complex than it would be were the strong semantic thesis false. 

Objection: The argument against taking cases such as 1-4 as evidence for the strong 

semantic thesis presupposes an unacceptable distinction between the pragmatic and the 

semantic. Anyone with even a passing famiharity with the literature knows that where to 

draw the line between semantics and pragmatics is a very contentious matter. Some have 

even gone so far as to suggest that "it is arguably impossible to draw firm boundaries" 

between these supposedly distinct areas in the study of language [Garfield & Kiteley (eds.) 

(1991), p. 543®']! 

further this case in Chapter 5, largely by developing an account of the relevance of 
context in pragmatic terms, maldng use of theoretical resources we've already got on hand, 
which enables us to accommodate all of the relevant data. 

®'This remark occurs in the editors' "Introduction" to their volume's section on 
pragmatics. 



141 

Reply: Agreed; where to draw the line separating the pragmatic from the semantic is 

a contentious and perhaps insoluble matter. All the more reason why we shouldn't take the 

linguistic phenomena represented by cases such as 1-4 as obviously establishing the 

correctness of some specifically semantic doctrine (such as the strong semantic thesis). 

Objection: The suggested reinterpretations of cases 1-4 in pragmatic terms 

presupposes, among other things, a clear distinction between speaker meaning and semantic 

meaning; and Grice is credited with being among the first to remark on these two sorts of 

meaning. But Grice himself thought that linguistic meaning could and should be reduced to 

speaker meaning [see, e.g., his (1957)]. This casts doubt on whether the desired distinction 

is a real and tenable one. 

Reply: Grice has, in fact, been accused of "overlooking" in his original paper 

"Meaning" (1957) the distinction he later insisted upon between speaker meaning and 

linguistic (sentence, word) meaning [see, e.g., Bach (1994), p. 18, note #7]; and perhaps 

there is some justice in this claim. But even in "Meaning", in remarking upon the connection 

between speaker meaning and (non-natural) linguistic meaning — meaningj^ —, Grice says: 

".Y meanSĵ T̂ ,(timeless) that so-and-so" might as a first shot be equated with 
some statement or disjunction of statements about what people (left vague) 
intend...to effect by J:. [(1957), p. 76; italics added] 

And in his much later "Retrospective Epilogue", in addressing precisely the idea that (he 

thinks that) linguistic meaning can be "reduced to" speaker meaning, Grice writes: 

It seems to me...at least reasonable and possibly even mandatory, to treat the 
meaning of words, or of other communication vehicles, as analyzable in 



terras of features of word users or other communicators; nonrelativized uses 
of "meaningt^" are posterior to and explicable through relativized uses 
involving reference to word users or communicators. More specifically, what 
sentences mean is what {standardly) users of such sentences mean by them; 
that is to say, what psychological attitudes toward what propositional objects 
such users standardly intend (more precisely, M-intend) to produce by their 
utterance. Sentence-meaning then will be explicable either in terms of the 
psychological attitudes which are standardly M-intended to produce in 
hearers by sentence utterers or to attitudes taken up by hearers towards the 
activities of sentence utterers. [Grice (1989), p. 350; italics added] 

My itaUcizing certain of Grice's remarks and/or qualifications in this pair of passages 

should tip the reader off to what I take to be the correct reply to the objection under 

consideration. That reply is as follows: even if Grice wants in some sense to "reduce" 

linguistic meaning to speaker meaning — to "analyze" the former "in terms of features of 

word users or other communicators" [ibid.] ~ the maimer in which he seems to propose that 

this is to be done shows why such a "reduction" hardly erases the boundary between what 

words mean and what the individual speaker mean by them. For Grice seems to think that 

the sense in which speaker meaning is responsible for word meaning is not that what a word 

means on any given occasion of use is a matter of what the speaker means by it. Rather, it 

is what """people (left vague)" mean by words, what language users standardly intend/mean, 

which establishes linguistic meaning. So what Grice is proposing, in fact, is something like 

this: 

Utterance-type u means q in population P iff there prevails in P a system of 
conventions conformity to which requires one not to utter u unless one means 
thereby that q. [Schiffer (1987), p. 12]" 

"This is Schiffer's attempt to give a general formulation of the "IBS", or 'intention-based 
semantics', theorist's picture of how word meanings derive from speaker meanings. 
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And if it is in this way that speaker meaning underpins linguistic meaning, all that is required 

to show that linguistic meaning doesn't "reduce to" speaker meaning in the sense required 

by the objection we are considering is a case in which a speaker's utterance of u does not 

conform to M'S established, conventional meaning. It take it that it's obvious that there are 

all too many such cases. 

Objection:''^ The argument of the previous section seems to stress the independence 

of linguistic meaning and speaker meaning to such an extent that it looks as though what 

words mean has been divorced entirely from human psychology. In effect, that argument 

amounts to an endorsement of what Kaplan has termed "consumerist semantics". On this 

view, Kaplan writes, 

we are, for the most part, language consumers. Words come to us 
prepackaged with a semantic value. If we are to use those words, the words 
we have received, the words of our linguistic community, then we must defer 
to their meaning. Otherwise we play the role of language creators. [Kaplan 
(1989), p. 602] 

But surely this conception of semantics flies in the face of good sense: we are language 

"creators". 

Reply: Agreed; "consumerist semantics" is bad semantics. But nothing in the 

arguments of this chapter commits me to such a view of the relation between language and 

language users. Rather than assuming or promoting a conception of language according to 

which words have the meanings they do (somehow) intrinsically, I am rejecting a particular 

"This objection is closely related to the previous one, as well as to the objection dealt 
with at the end of the previous section; but I think that it deserves independent handling. 
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conception of language which, I believe, those who regard cases 1-4 as establishing the 

strong semantic thesis end up being conunitted to. What conception is this? It's the 

conception made famous by H. Dumpty®^ and labelled "subjectivist semantics" by Kaplan. 

Whereas consumerist semantics portrays speakers as servants of a language, subjectivist 

semantics is the view according to which the individual speaker is masten 

Although the entities which serve as possible meanings may be regarded as 
objective, in the sense that the same possible meanings are accessible to more 
than one person, the assignment of meanings is subjective, and thus the 
semantics is subjective. [Kaplan (1989), p. 600] 

Objection: Granted, proponents of the strong semantic thesis have a more 'liberal' 

semantics than the advocate of the pragmatic thesis seems to either want or need. But that 

doesn't mean that he/she ^2^^oxs z. subjectivist semantics. 

Reply: I think that this is almost certainly correct. The point, however, is not that the 

strong semantic thesis commits one to a subjectivist semantics. What I've just claimed is that 

it's only if you hold to something very much like a subjectivist semantics that you 'II 

conclude, on the basis of a consideration of cases 1-4, that the strong semantic thesis has got 

to be correct. For what else, besides a subjectivist semantics, could license the inference 

"'"I don't know what you mean by 'glory'," Alice said. 
Humpty Dumpty smiled contemptuously, "Of course you don't — till I tell you. I meant 

'there's a nice knock-down argument for you!"' 
"But 'glory' doesn't mean 'a nice knock-down argument,"' Alice objected. 
"When I use a word," Humpty Dumpty said, in a rather scomfiil tone, "it means just what 

I choose it to mean ~ neither more nor less."' [Carroll (1865 & 1871/1965), p. 198]. 
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from a consideration of such cases to the view that the meaning of "know" shifts with 

context? Of course, this is not to say that those who take cases such as 1-4 as compelling 

evidence for the strong semantic thesis are aware that only a subjectivist semantics would 

legitimize this inference. But this is at least partly due to the fact that, because they are 

conflating speaker meaning and linguistic meanings these theorists take it to be obvious that 

an admitted shift in "what is meant" (left vague) by a given knowledge attribution signals 

a semantic shift in the content of "knows". Once we are careful to distinguish between 

speaker meaning and linguistic meaning, however, it is apparent that the only way to render 

this move "obvious" is through the device of a subjectivist semantics; for such a semantics 

jiist is the view that we can disregard any distinction between speaker meaning and linguistic 

meaning. 

If I reject both consumerist and subjectivist semantics, how then do I conceive of the 

relation between linguistic meaning and the psychologies of language users? Well, I don't 

presume to be able to give a complete and satisfactory answer to this question. But I gave 

what I regard as part of the correct account of this matter at the outset of the present chapter 

when I made it clear that I endorse the weak semantic thesis. "But the weak semantic thesis 

has to do with the bearing of context upon the meanings of words, and here we're wondering 

about the bearing that the psychology of language users has on semantics!" True enough; but 

remember that I argued in Chapter 2 that the right way to understand context is in terms of 

the psychology of the speaker/attributor or some larger (perhaps social) group. So, in terms 

of the relation between linguistic meaning and the psychologies of language users, I believe 
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that at least this much is correct: the psychologies of language users — that is, context" -

makes at least some contribution to semantics. For example, the meaning of "know", I want 

to say, is to be found in whatever regularities there are in actual English-speakers' use of the 

term ~ by what such speakers typically mean by it. What I favor, then, — provisionally at 

least — is the relation between the psychologies of language users and the meanings of words 

which was sketched above in responding to the third objection [see pp. 117-119]. 

This is a crucial point, especially as it's going to turn out to have some important 

implications in the discussion in subsequent chapters.®® So let me make it clear what my 

position is here. In Chapter 21 argued that context, rightly conceived, is to be understood in 

terms of the psychology of the attributor, that of some larger social group, or even that of 

(normal) humans as a whole; andjust which of these notions is going to provide the relevant 

characterization of context is itself a context-dependent matter. So there's some vagueness — 

or, better, looseness®^ ~ in our notion of context. 

Now, the question of the present chapter has been: Is the relevance of context ~ thus 

understood ~ to the "correctness" of instances of the "K"- and "J"-schemas principally 

semantic or pragmatic? What I have been concerned to argue in this chapter is that if we take 

What justifies the "that is" here? The fact that the conception of context I've argued for 
has a built-in flexibility: the membership of the attributor group is itself a contextually-
determined matter. 

®®In particular, it is going to shape how we regard various contextualists' attempts to 
address scepticism. 

®^Better, because this way of putting the point doesn't have the same tendency to suggest 
that we're pointing to a problematic feature of our account of context. 



147 

"contextin itself  a loose concept,  fairly narrowly — as designating the psychology ofthe 

attribiitor or speaker alone — then it's implausible to suppose that its main contribution to 

the correctness of instances of the "K"- and 'T'-schemas is semantic. This, in fact, is 

precisely what my arguments against the strong semantic thesis and in favor of the pragmatic 

thesis amount to. How so? Because it's only when we take "context" fairly narrowly that we 

witness 'shifts' in context ~ shifts, that is, in or across the psychology(-ies) of the relevant 

party(-ies) — of the sort that cases 1-4 exemplify; and it is cases such as these which are 

supposed to constitute evidence for the strong semantic thesis. I do not think that they do; 

hence my endorsement of the pragmatic thesis. 

Nevertheless, if we take our loose concept of "context" and conceive of context fairly 

broadly, then it is apparent — to me at least, and to anyone who rejects consumerist semantics 

~ that context does bear directly wpon semantic issues. However, since I happen also to think 

that context, construed broadly, is not the sort of thing that exhibits many shifts at all, I'm 

not committed to the strong semantic thesis. If, say, the regularities among speakers of 

English as to what they intended to communicate by a given word — "knows", say — 

undertook a dramatic shift, I think this would bring about a change in what that term meant.®® 

As it happens, however, I don't think that any such sudden shifts in these regularities have, 

in fact, taken place. (Thus the relative stability in what "know(s)" means.) Marked shifts in 

®®Thus, for example, (to return to a case we encountered in Chapter 1) if English speakers 
intended something different by "cats", or if they believed something other than they actually 
do about the nature of the objects so called, perhaps Unger would be correct in suggesting 
that Putnam's feline robots would be cats [see Unger (1984), pp. 84ff.]. As things stand, 
however, I do not think that this is so [cf Goldman (1986), p. 108]. 
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context, as noted just previously, can be seen only if we focus narrowly in upon the 

psychologies of individual speakers; but here, I've argued, no semantic shift ensues. Hence 

my endorsement of (only) the weak semantic thesis.®' 

Final Objection: In the latter portion of the previous section it was argued that 

Grice's Modified Occam's Razor favors the pragmatic thesis over the strong semantic thesis. 

Let's grant that, as far as semantic parsimony goes, this is correct. Nonetheless, such 

semantic economy is purchased only at the cost of having to tell a less economical 

psychological story as a part of one's total account of how linguistic communication 

proceeds. (One will have to explain, for example, how speakers can "mean" different things 

by an utterance of the very same sentence, and of how an utterance of the very same sentence 

can, on different occasions, communicate rather different things to a hearer.) But while the 

strong semantic thesis has some decidedly i/neconomical consequences for one's semantics, 

we've got to weigh this cost against the fact that in his total theory of linguistic 

communication, the proponent of the strong semantic thesis can have a much simpler 

psychological theory than is available to the proponent of the pragmatic thesis: he can let his 

complex semantics do the work that the pragmatic theorist's psychological theory must do. 

In terms of their overall complexity, then, these alternative total accounts of how linguistic 

^'Compare Sosa's view on this matter. He believes that if we suppose that "it is really the 
intentions of the speaker, explicit or implicit, that determine at least sometimes the standards 
relative to which we must assess an attribution of knowledge....[then] it is less than obvious 
that such attributions remain uniform in content from context to context, while nevertheless 
shifting in truth value" [Sosa (1988), p. 154, note #10]! But why suppose that such 
attributions do vary in truth value in the first place? 
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communication proceeds are more or less on a par! 

Reply: This line of argument has been advanced by Peter Unger [see Unger (1984), 

pp. 6-30], who takes it to support his thesis of "semantic relativity", according to which 

"there is no objectively right answer as to how a certain expression should be interpreted; no 

unique determinate meaning to be assigned" [ibid.y p. 5].™ Here, the objection is supposed 

to show that overall, methodologically speaking, adopting the pragmatic thesis is going to 

be just as 'expensive' as opting for the strong semantic thesis. So, the objection threatens to 

reduce my argument in favor of the pragmatic thesis to the bare claim that it's possible to 

interpret cases like 1-4 without having to employ the strong semantic thesis. If the objection 

is a good one, then, we'll be stuck with having to say, merely, "Either the strong semantic 

thesis is correct or the pragmatic thesis is, but we haven't got any good reason to favor one 

over the other." Naturally, having spent so much time trying to answer the question posed 

in the title of the present chapter, having to content ourselves with this rather half-hearted 

endorsement of "semantic relativity" would be a rather disappointing end to our inquiry. 

Fortunately, however, this objection fails to establish the intended (unhappy) conclusion. 

There are two reasons for this failure. 

First, Unger is simply mistaken in thinking that the 'total cost' of adopting either the 

pragmatic thesis or the strong semantic thesis is going to wind up being the same. This is 

because, in addition to introducing needlessly in to his total account of linguistic 

^"Ultimately, Unger wishes to use such supposed semantic relativity in order to motivate 
'philosophical relativity', according to which there are no non-arbitrary and correct answers 
to philosophical problems [ibid.]. 
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commumcation a great deal semantic complexity, one who opts for the strong semantic 

thesis is going to have to tell a psvcholo^cal story of comparable complexity as well. Why? 

Because as new meanings are given to words by speakers, hearers are going to have to 

construct psychological profiles of them of roughly comparable complexity if they (hearers) 

are going to be able to understand what these words mean. That is, if shifts in context effect 

shifts in the meaning of key epistemic terms, to keep track of those meanings the hearer will 

have to track context as well. But given our conception of context, that's just to say that 

they're going to have to track whatever psychological features of speakers are relevant to 

their words meaning what they do. So it's not as though the strong semantic theorist's 

complex semantics relieves him/her of having to take on a rather heavy burden as far as his 

psychological theory goes. As a result, the proponent of the strong semantic thesis will end 

up with a total psycho-linguistic theory of commumcation of greater semantic complexity, 

and at least comparable psychological complexity, as that of the proponent of the pragmatic 

thesis. 

Secondly, the objection under consideration makes it sound as though whether we 

opt for the strong semantic thesis or the pragmatic thesis is, at this stage, entirely up to us — 

that we haven't any commitments which would move us in one direction rather than another. 

But this simply isn't so. For — setting aside the argument of the previous paragraph — even 

if the pragmatic theorist's psychological theory and the strong semantic theorist's semantic 

theory are of comparable complexity, with the result that these theorists' total theories of 

linguistic communication are themselves of comparable complexity, we're already 
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committed to a rather complex psychology in virtue of our account of what the right 

conception of context is. That is to say, faced with Unger's argument, we need to recognize 

that the account of context that we have adopted is such that, even if that argument is sound, 

we ought to incline naturally towards the pragmatic thesis. This argument needn't persuade 

a truly disinterested party, of course — a party, that is, unconcerned with getting clear on 

what's right about epistemic contextualism/' But I think it should persuade us that the right 

way for a contextualist to conceive of the relevance of context is given by the pragmatic 

thesis. 

Vll. Conclusion: 

Summarizing the results of this rather long and involved discussion of the relevance 

of context is a surprisingly straightforward matter ~ to wit: the primary contribution of 

context is in terms of pragmatics. This conclusion, perhaps, will strike many readers as 

obvious enough that such an involved treatment of the issues is difficult to justify. The 

reason why this present discussion is not shorter than it is, however, is instructive. For in 

order to answer what seemed at first to be a primarily epistemic question ~ viz., "What's the 

relevance of context to epistemic questions?" — we've had to take a rather elaborate detour 

through the philosophy of language. And while, if the arguments of this chapter are correct, 

we cannot blame the failure of invariantist epistemology on semantic naivete, it seems that 

the real reason for that failure (if that's what it is) must lie in naivete of a sort — and perhaps 

^'Though I think that the first criticism of Unger's argument for semantic relativity 
should. 
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even in the very same sort of naivete that has led some contextualists to regard cases such 

as the ones we've been discussing as pointing to the correctness of the strong semantic thesis. 

But exploring the larger implications which the arguments of the present work have 

for epistemology generally is the subject of a later chapter.^ What I want to do next is to 

apply the results we've obtained thus far—concerning the correct conception of context, and 

how to conceive of its relevance — to a study of the various responses that epistemic 

contextualists have proposed to the argiunents of that old bugbear of the traditional 

epistemologist: the sceptic. 

^See Chapter 6, below, and especially Sections HI and IV. 



153 

CHAPTER 4: CONTEXTUALIST RESPONSES TO THE SCEPTIC: THE SEMANTIC 
CONTEXTUALIST'S APPROACH ("SEMANTIC OR PRAGMATIC?" OA) 

r. Introduction: 

Keith DeRose writes: "The obvious attraction of contextualism, besides (and closely 

related to) the resolution of sceptical arguments it purportedly provides, is that it seems to 

have the result that very many of the knowledge attributions and denials uttered by speakers 

of English are true ~ more than any form of invariantism can allow for" [DeRose (1992), p. 

924]. Of course, it may well be that some form of contextualism must be accepted if we are 

to achieve maximal accommodation of "what we [folk] want to say" about who knows what 

(/who is justified in believing what) in a host of different situations. That is simply the anti-

invariantist claim which I tried to motivate in Chapter 1. But we've just seen that DeRose 

is wrong in thinking that only a semantic contextualism — which just is what DeRose means 

by "contextualism" here — has this feature: preserving the truth of a good number of our 

everyday "attributions and denials" of knowledge is not the sole province of the semantic 

contextualist': while only the semantic contextualist sees shifts in context as effecting the 

truth-values of the propositions semantically expressed via a speaker's uttering an instance 

of the "K"- or "J"-schemas, the pragmatic contextualist treats of the truth of knowledge 

attributions/denials qua propositions communicated (/pragmatically imparted). So it's just 

false that, in the face of invariantism's failure, only the semantic contextualist can save the 

phenomena. For one way of putting the moral of the previous chapter is to say that, in 

'That is, one who sees the primary contribution of context to our epistemic discourse in 
as semantic, rather than pragmatic. 
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addition to his strategy being better-motivated than that of the semantic contextualist, the 

pragmatic contextualist can do at least as good a job of interpreting "what we want to say" 

about a fair sample of epistemic situations.' 

What about the second (alleged) selling-point of "contextualism"^ which DeRose 

refers to in the passage just cited? Contextualist accounts of knowledge claims, Schiffer tells 

us, "have been motivated by the desire to answer the sceptic in a way that gives the sceptic 

her due while, at the same time, protecting the commonsense view of ordinary knowledge 

claims" [Schiffer (1996), p. 318]/ But this is just the first (alleged) selling-point all over 

again, really: the contextualist saves the phenomena, and so — in a different sense of "saves"-

- saves our everyday knowledge attributions firom sceptical attacks. Of course, if 

contextualism's offering an attractive response to the sceptic is merely an instance of the 

more general (putative) fact of its preserving our pretheoretic judgments about the 

correctness of certain knowledge attributions, we should expect the results of the previous 

chapter to apply in just the same way to the second selling-point as they did to the first. And 

I think that they do: I think that the pragmatic contextualist's response to scepticism is at 

-Remember, fi-om Chapter 2, that "epistemic situation" is just a handy device for referring 
to any situation in or about which a question can be raised as to whether the subject knows 
that p and/or is justified in believing that p. 

^That is, contextualism considered as a semantic doctrine. 

^Schiffer [(1996), p. 318, note #3] cites DeRose (1995), Lewis (1979) & (1996), Cohen 
(1987) «& (1988) and Unger (1986) as examples. Note that these are all examples of semantic 
contextualist theories; so Schiffer, like DeRose, takes contextualism to be a distinctively 
semantic doctrine. 
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least as powerful as that which the semantic contextualist proposes. 

Nonetheless, I don't want to let the arguments of Chapter 3 do the work for me here. 

That is, I don't want simply to say that it's a consequence of the general argument for the 

preferability of the pragmatic approach that the pragmatic contextualist's handling of 

scepticism is preferable to the semantic contextualist's. And there are two reasons why this 

is probably just as well. First, whether semantic contextualists are actually motivated by a 

desire to provide a satisfactory response to scepticism,^ that contextualism in its semantic 

form is supposed to provide such a response is generally held to be one of its chief 

attractions; and, in fact, numerous semantic contextualists® have spent a significant amount 

of time showing that this is so. As a result, a good portion of semantic contextualists' writing 

concerns the proper handling of scepticism. So it seems only right that we should address the 

question "Semantic or pragmatic?" with regard to responding to the sceptic, and not rest 

content merely with a general argument for the preferability of the latter. 

But if the subject of scepticism has received a lot of attention within the contextualist 

literature, until fairly recently, it has also been at the center of much of our epistemic 

theorizing. (Arguably, as recently as just a few decades ago, scepticism was the topic in 

^This, of course, is what we've just seen Schiffer claiming. But clearly there are some 
contextualists of whom this simply isn't true. For example, in his (1976), Goldman is quite 
explicit about his desire to remain neutral with respect to the soundness of sceptical 
arguments (though he certainly does suggest there how his account might bear upon such 
arguments). 

®Such as those mentioned in note #4, above. 
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epistemology/) Moreover, even when the sceptic takes himself to be merely drawing upon 

the resources of our ordinary, pedestrian concept of knowledge/justification, he ends up 

endorsing some rather exfra-ordinary claims: to wit, that we can know nothing, or at any rate 

hardly anything at all; or that a good portion of our 'common sense' beliefs are utterly 

without any justificatory basis.® For this reason, we ought to refi^in as far as possible from 

basing our view of the viability of various responses to the sceptic on a consideration — such 

as that offered in the previous chapter ~ of the best treatment of "what we want to say" in 

a variety of /lo/i-sceptical epistemic contexts. Once again, then, the subject of scepticism 

seems to call for independent treatment. More to the point, it seems once again that I owe the 

reader an account of why we should be pragmatic contextualists rather than semantic 

contextualists when it comes to responding to the probleni(s) posed by the sceptic. Providing 

such an account is the goal of the next chapter; what I want to do here is to give the reader 

an appreciation of both the' sceptical problem and the state of the art in semantic 

contextualism, and to argue that such an approach to answering the sceptic is far from 

^Surely epistemologists' waning interest in scepticism cries out for explanation; and I 
don't think that the explanations which immediately suggest themselves are really 
satisfactory. But this is a subject for another occasion. 

am speaking here, of course, of e/7Kfem/c justification: as Stroud (1984), for example, 
goes to great lengths to make plain — but as any good Humean could tell you — the sceptic 
need not deny that many, most, or even all of our common sense beliefs are 'pragmatically' 
justified. I, like Hume, take it that this is hardly consoling, however. 

'My use of the definite article here is actually misleading: as I'll discuss presently, it's by 
no means obvious that the type of sceptical argument on which (semantic) contextuaUsts 
have focused deserves to be called the sceptical problem. 
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unproblematic. 

II. The Sceptical Problem and Desiderata for a Satisfactory Solution: 

The sceptical argument around which our discussion in the present Chapter will 

center is the following: 

(SA) P1.1 don't know that I'm not a BIV — that is, a bodiless brain in a vat being 
electrochemically stimulated to have just those sensory experiences I've had. 

P2. If I don't know that I'm not a BIV, then I don't know that I have hands. 

So, C. I don't know that I have hands. [DeRose (1995), p. 1; cf. SchifFer (1996), 

p. 317] 

Note that because we're going to be concerned here with the sceptical argument just 

sketched, our discussion of contextualist responses to scepticism shall really be a discussion 

of contextualist responses to a particular type of scepticism. For example, it's quite 

compatible with SA's conclusion that I can be justified in believing that I have hands; so SA 

threatens to undermine the thought that certain of our beliefs constitute knowledge, whereas 

other species of scepticism are aimed at undermining the justifiedness of such beliefs. Note 

too that SA is aimed at undermining our claim to first-order knowledge of a particular sort; 

that is, S A and/or the argument form it instantiates seeks to show that we lack knowledge of 

certain matters of fact. This sort of 'direct' scepticism contrasts with a weaker, iterative 

scepticism, according to which, whether we know various matters of fact to obtain, we 

carmot know that we have such knowledge (we cannot know that we know) [see Goldman 

(1986), pp. 30 & 56]. 
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In addition to there being types of scepticism — iterative scepticism, scepticism about 

justifiedness, etc. — which our discussion of SA will not touch upon, there are also sceptical 

arguments which, while designed (like SA) to undermine our first-order knowledge, do not 

seem to conform to the argument-pattern exploited by SA. In particular, SA seems to rely 

upon a principle of epistemic closure (EC) — it exploits the thought that knowledge is closed 

under known logical implication. Presently, we'll need to take a closer look at this principle 

and the role it plays in SA; for it might seem that it is the weak point in that argument. For 

now, though, the point is merely that there may be sceptical arguments aimed at establishing 

that I don't know that I have bands, for example, which do not rely upon EC. One such direct 

sceptical argument, for example, might take the form of persuading one that one's reasons 

or evidence for thinking that one has hands is inadequate apart from the consideration of 

sceptical possibilities such as BIV, and without relying upon a principle of epistemic 

closure.'" 

Once again, though, it is SA that we'll be focusing on here. For it's SA-type 

arguments which have most interested those contextualists who've sought to offer a response 

to scepticism: DeRose's "Solving the Sceptical Problem" (1995), Lewis' "Elusive 

Knowledge" (1996), Dretske's "Epistemic Operators" (1970) and "The Pragmatic Dimension 

'°Cf.: Hookway (1995), p. 795; Wright (1985), pp. 444-446; and Alston (1980), pp. 147flf. 
I do not, of course, say that such an argiunent is as effective — either psychologically or 
philosophically — as SA, say. Nor do I wish to pursue at this point here whether such an 
argument is really a form of iterative sceptical argimient (i.e., one which, if it shows 
anj^ng, shows that one cannot know that one knows that one has hands). Nevertheless, I 
do think that ultimately SA rests upon the sort of 'criteriological' argument which Hookway 
et al. appeal to. But more on this in the next chapter. 
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of BCnowIedge" (1981a), and Cohen's "How to be a Fallibilist" (1988), for example, all 

address scepticism in the guise of SA-type arguments." Contextualists, then, have taken SA-

type arguments as their exemplar of sceptical arguments. So I propose here to take SA as our 

testing ground in deciding which of the semantic contextualist's and pragmatic 

contextualist's recommended means of responding to scepticism is the most satisfactory. 

Note, however, that while the type of scepticism embodied in S A isn't obviously related to 

either iterative scepticism or scepticism about the justifiedness of our beliefs, this appearance 

may in fact be misleading. And, in fact, in the next chapter I'll try to convince the reader that 

the (sceptical) that's really driving SA isn't quite so distinctive after all, and that the 

pragmatic contextualist response to SA (properly understood) is much more general than 

anything the semantic contextualist has to offer. For now, though, we can focus merely on 

SA and the puzzle it engenders. 

But what is "the puzzle" posed by SA? Put simply, it is this: SA's conclusion — my 

not knowing that 1 have hands! ~ strikes most of us as being simply incredible. Of course, 

many of those who endorse SA-type arguments are more than happy to concede that the 

conclusion is counter-intuitive ~ or perhaps even that it's literally incredible. The reason RA 

presents us with a puzzle, however, is that it certainly seems to be a valid argument; and, as 

I'll now try to show, each of its premises seems to be true: 

' 'Of course, we've seen already that Dretske isn't really a contextuaUst, but his (1970) has 
inspired many contextuahst arguments against scepticism; and even those who disagree with 
Dretske's recommended means of addressing sceptical arguments have felt obliged (for the 
most part) to discuss his views. 
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PL I don't know that I'm not a BIV: The BIV hypothesis, of course, is simply the 

contemporary counterpart of the fantasy of the ''malin genie' deployed by Descartes in his 

"First Meditation". Descartes writes: 

I shall consider that the heavens, the earth, colours, figures, sound, and all 
other external things are nought but the illusions and dreams of which this 
genius has availed himself in order to lay traps for my credulity; I shall 
consider myself as having no hands, no eyes, no flesh, no blood, nor any 
senses, yet falsely believing myself to possess all these things. [Descartes 
(1641/1973), Volume I, p. 148] 

Now, as anyone who has taught the relevant material to a group of undergraduate 

philosophy students knows, when such students are first introduced to either Descartes' "evil 

genius" or the BIV hypothesis, they typically have a hard time talcing it seriously. This is, 

in part, because they often make the mistake of thinking that they are being asked to believe 

that the sceptical hypothesis in question is true. But of course, they're not being asked to do 

this. What they (and we) are each being asked to do is to consider the possibility that they 

are (each) in fact a brain in a vat. And it's when a student realizes that //"BIV is true, say, 

then by hypothesis everything would seem to her to be exactly as it in fact does, that she 

"gets it", as we say. For when the student realizes that her belief that she's not a brain in a 

vat is "insensitive"'" -- that is, that if BIV were true she'd believe just as firmly that BIV is 

false^^ — she sees why the sceptical hypothesis seems to threaten much of what we take 

'"This is a term introduced by DeRose: "S's belief that P is insensitive if [jtc; I believe 
that DeRose actually intends the biconditional] S would believe that P if P were false" 
[DeRose (1995), p. 18]. 

'^Putnam (1981), of course, denies that this is even possible; I'll address his position 
shortly. 
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ourselves to know. Nozick states the point as follows: 

If it were true that an evil demon was deceiving us, if we were having a 
particular dream, if we were floating in a tank with our brains stimulated in 
a specified way, we would still believe we were not. So, we do not know 
we're not being deceived by an evil demon, we do not know we're not in that 
tank, and we do not know we're not having that dream. So says the 
seep tic.... And also so we say, don't we?...If those things were happening to 
us, everything would seem the same to us. There is no way we can know it 
is not happening for there is no way we could tell if it were happening; and 
if it were happening we would believe exactly what we do now — in 
particular, we would still believe that it was not. For this reason, we feel, and 
correctly, that we don't know ~ how could we? — that it is not happening to 
us. [(1981), p. 201] 

Colin McGinn has claimed that the following is "an intuitively correct principle: one 

can know that p only if one can tell whether p ~l can know that (e.g.) it is raining outside 

only if 1 can tell whether it is raining outside" [(1984), p. 543]." But, of course, I cannot tell 

whether I'm a BIV ~ that, one wants to say, is why my beUef that I'm not a BIV is 

insensitive-, for, presumably, if I could tell whether I was a BIV, I wouldn't believe that I 

wasn Y a BIV in the situation in which the sceptical hypothesis is true. So it would appear 

that the proponent of SA is correct is saying that I don't know whether I'm a BIV. 

P2. If I don't know that I'm not a BIV, then I don't know that I have hands: As noted 

previously, this premise repUes upon EC — a principle of epistemic closure. It's essential to 

bear in mind here that EC is not the thought that knowledge is closed under logical 

'^Of course, this linking of knowledge with 'being able to tell' is hardly new with 
McGinn's (1985). Goldman's (1976), for example, just is an extended attempt to draw out 
the connection between (perceptual) knowledge and discriminative capacity (or c^acities). 
And many, if not most, epistemologists take McGinn's "intuitively correct principle" to be 
just that. (I will have more to say about this 'principle' in the next chapter.) 
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implication simpliciter. Clearly, there are innumerable things which follow logically from 

things one knows, but which are not themselves known. (E.g.: S knows that Isaac is a dog, 

but he doesn't thereby know that Isaac is a mammal -- S may think that "mammal" means 

'female', and Sknows that Isaac is male, or 5 might simply lack the/any concept 'mammal'.) 

EC, though, states that knowledge is closed under known logical implication. (Hence, 

because S doesn't know that all dogs are mammals, his knowing that Isaac is a dog doesn't 

entail his knowing that Isaac is a mammal.) 

Of course, it might seem that EC is still too strong: we take it to be a necessary 

condition of ̂ s knowing that p that he believe that /?; but most of us would want to deny that 

belief is closed under known logical implication [cf. Brueckner (1985), p. 91]. (Why would 

we want to deny this? Because we each have a finite number of beliefs; for any belief-set, 

however, there are infinitely many logical consequences of the propositions believed.) But 

even if that is so, we can simply emend EC so that it applies only to persons who believe 

what is known to be a logical consequence of something they know. More perspicuously, we 

can state EC as follows: 

(EC) For all S, p, and q: if (S knows that p & that p implies q, and if S 
believes that q), then S laiows that 

'^I should say that there are other (possible) principles of epistemic closure one might 
formulate, and Brueckner (1985) discusses some of them. What I am trying to do here is to 
capture the principle which: (a) is operative in SA, and (b) discussants of this argument seem 
to have in mind in talking about "epistemic closure". 

'®Some readers might want to require, fiirther, that 5believe that q "on the basis of'/?. I'm 
not sure that I'd want to strengthen EC in this way — mostly because I think much will 
depend upon how "believes...on the basis of..." is cashed-out. For present purposes, though, 
this won't much matter: adding this suggested requirement to EC won't change any of my 
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I take it that, thus stated, EC is pretty plausible. In fact, SchifFer has gone so far as 

to say that some version of the principle that knowledge is closed under known logical 

implication "is evidently a basic feature of our concept of knowledge" [Schiffer (1996), p. 

330; cf. Brueckner(l986), p. 512]. Granted, some epistemologists — notably, Dretske and 

Nozick - have denied the closure principle, and we'll look at this strategy for disarming the 

sceptic in a moment. But at this point we need note only that denying the closure principle, 

as Dretske and Nozick both realize, is more than a little counter-intuitive. For witness the 

plausibility of the following line of thought: "If I don't know that I'm not a brain in a vat, 

then I don't know that I have hands. After all, BIV's are handless. So how could I be 

ignorant of whether I'm handless and yet know that I have hands?!" 

Now, if you find the considerations of the last several pages compelling, and if you 

also think that one cannot know whether one is a BIV, you ought at this point to be worried. 

For it follows firom these premises" that you don't know that you have hands; which, as 

stated previously, seems just plain crazy. Hence SA's raising a problem. 

arguments here. (Nor does it matter here whether we construe EC as a condition on ex ante 
knowledge, so to speak, whereby if S were to believe that q, S would know that q\ for in the 
cases which are of central concern here are such that the antecedent of this subjunctive 
conditional is true.) 

''Or at least it certainly seems to: whatever is wrong with SA, it's not that the argument 
is invalid. Or so one might think. As we'll see, however, DeRose for instance tries to raise 
doubts about this. 
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As SchifiFer puts it, "[S A] presents a paradox because it tempts us to say three things 

that are mutually inconsistent: its first premise is true; its second premise is true; and its 

conclusion is false" [Schiffer (1996), p. 317].The trouble is in deciding which of these things 

we ought to stop wanting to insist upon. Moreover, precisely because SA is so puzzling, 

precisely because we're so strongly tempted to say each of these three things,, it's natural to 

demand that any attempt to solve it should not only tell us which of these mutually 

inconsistent claims is actually false, but that it should also provide a plausible explanation 

of why the claim that gets singled out for such treatment seemed to us to be true \ibid.\ 

Of course, these two requirements, though distinct, aren't easily separable. For any 

recommendation as to which of these three mutually inconsistent propositions ought to be 

abandoned is going to bear upon how plausible we find a theorist's account of why we 

(mistakenly) think that that proposition is true. For instance, a verificationist will recommend 

that we err in thinking that PI is true. PI, this person will say, is false — or, rather, it's 

meaningless ~ precisely because no amount of investigation could ever show that it's true 

that one is a brain in a vat. So according to the verificationist, we err in thinking that PI is 

meaningfiil; absent that supposition, we'll see that it cannot be true. But note that this 

rationale for jettisoning PI applies to the very debate in which we and the (SA) sceptic are 

engaged. According to the verificationist, we are all simply confused in thinking that there 

is really something at issue here. But whatever one thinks about what the correct outcome 

of this debate is, I hope it will be agreed that there is a debate here: SA certainly seems to be 

meaningful - 1 for one think that 1 understand it well enough. So the verificationist's 
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"solution" to the puzzle posed by SA proves too much: it disarms the sceptic all right, but 

it saddles us with far too much confusion. Hence, the verificationist solution cannot be 

satisfactory. 

It's worth noting that much of what has just been said applies to Putnam's attempt 

to disarm the sceptic. According to Putnam, the correct — i.e., causal — theory of reference 

has the result that BIVs couldn't succeed in referring to external objects, and therefore 

couldn't even entertain the thought that they are BIVs [see Putnam (1981), Chapter 1]. 

DeRose rightly points out that Putnam's strategy doesn't help if we take the BIV hypothesis 

to be the hypothesis that one's brain has been recently envatted, after many years of normal 

embodiment [DeRose (1995), p. 1, note # 2]. And in any case, I can't see that Putnam offers 

us a way out of the sceptical quagmire unless we can be sure that we, unlike mere BIVs, do 

succeed in referring (via our thoughts) to external objects.'® But to assume this is just to beg 

the question against the sceptic, and is therefore to fail to address the question of why anyone 

could find SA troubling. In short, Putnam, like the verificationist, only "solves" the problem 

'®Here, in somewhat more detail, is the argument I have in mind here: Putnam says that 
the supposition that we are brains in vats is such that "[i]f we can consider whether it is true, 
then it is not true....Hence it is not true" [(1981), p. 8]. But notice that, while the conditional 
statement here might be correct, Putnam simply and illicitly takes for granted the truth of his 
conditional's antecedent [cf. Martin 1992, pp. 8-9]. Why is this illicit? After all, don't we 
think it's a relatively straightforward matter determining the contents of our thoughts? 
Perhaps we do think this; so perhaps we'll naturally suppose that we can and do entertain 
the thought that we might be BIVs. To the extent that we're certain of this, however, this is 
because we disagree with Putnam's claim that "'meanings' just ain't in the head" [Putnam 
(1973), p. 311]: if meanings aren't in the head, this compromises whatever 'privileged 
access' we might think we have vis-a-vis the (truth-conditional) contents of our thoughts; so 
Putnam's theory of reference has the consequence that we can't be sure that our thoughts 
have the contents we think they do. 



166 

posed by SA at the expense of leaving the rest of us looking silly for thinking that there was 

really something at issue here: we must simply have been misled by an incorrect theory of 

meaning. But I take it that we are, if anything, more certain that there's something to SA than 

we are that the causal theory of reference is correct. 

Obviously, no recommended means of solving the sceptical problem, no diagnosis 

as to what's wrong with SA, is going to make all of the relevant parties equally and/or 

completely happy ~ clearly, as DeRose says, ^''something plausible has to go" [DeRose 

(1995), p. 2; italics added]. Nonetheless, as the discussion of the last couple of pages is 

meant to have made clear, it seems that any satisfactory response to the sceptic must do two 

things: say why (wherein) the sceptic is right, and why (wherein) the sceptic is wrong. (Thus, 

because of the particular nature of the accounts which both Putnam and the verificationist 

give in response to the second of these demands they are left unable to satisfy the first — 

barring, of course, further explanation.) More straightforwardly, we can summarize our 

desiderata on a satisfactory solution to SA as follows: 

'^Similarly, while Pollock's proposed conceptual role semantics might well have the 
consequence that the sceptical problem has "a trivial solution" [Pollock (1986), p. 178], I 
take it that we're more certain that SA presents a real problem, and that the proper solution 
to it is therefore going to be non-trivial, than we are that conceptual role semantics is correct. 
(This is similar to the thought that "scepticism involves epistemological issues that should 
be settled by our concept of knowledge, not by a theory of mental content" [Butler (1998), 
p. 15].) 

-°I don't mean to be suggesting that because both Putnam's and Pollock's (see previous 
note) theories of meaning have the result that scepticism has a quick and easy solution, they 
ought for that reason alone to be rejected. The point is, rather, that at the very least either 
theory requires supplementation if it is going to be used as the basis for a satisfactory 
solution to the puzzle being addressed here. 
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In seeking a solution to this puzzle, we should seek an explanation of how we 
fell into this skeptical trap in the first place, and not settle for making a 
simple choice among three distasteful ways out of the trap. We must explain 
how two premises that together yield a conclusion we find so incredible can 
themselves seem so plausible to us. Only with such an explanation in place 
can we proceed with confidence and with the understanding to firee ourselves 
from the trap. [DeRose (1995), p. 3; cf. Cohen (1988), pp. 93-94] 

III. One Strategy for Responding to the Problem: Denying Closure: 

Inasmuch as we wish to avoid having to accept the conclusion that we lack 

knowledge of such pedestrian matters as whether we have hands, there are obviously three 

ways in which we might try to block the argiunent (viz., SA) for that conclusion: we can 

deny either PI or P2, or we can deny (somehow) the validity of SA ~ that is, we can deny 

that though its premises are true, SA really does establish what it purports to.*' This last 

strategy is the one adopted by Keith DeRose, whose recommending means of "solving the 

sceptical problem" will be serving here as our prototypical semantic contextualist response 

to the sceptic. I, by contrast, think that the proper (pragmatic contextualist) response to S A 

is to deny the first premise — for I think that we do know that we're not brains in vats and 

that the denial of this claim is false (though in all likelihood felicitous!). 

Clearly, both DeRose and I have some explaining to do here. For obviously SA 

looks, pace DeRose, to be a valid argument; and many philosophers are convinced that, 

contrary to what / ve just suggested, we don't know that we're not BIVs. Before considering 

both the response of the semantic contextualist (such as DeRose) and what I take to be the 

•'As argued in the previous section, whichever of these strategies we adopt, we will also 
have to explain (away) the great plausibility of that which we deny. 
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proper pragmatic contextualist response to SA, however, we ought to briefly look at the third 

anti-sceptical strategy, whereby it is P2 that is SA's Achilles' heel." 

P2, once again, is just the claim that if I don't know that I'm not a BIV, then I don't 

know that (or whether) I have hands. As previously noted, P2 exploits (something very much 

like) the following principle of epistemic closure: 

(EC) For all S, p, and q: if (5 knows that p & that p implies q, and if S 
believes that  q),  then S Imows that  q. 

So S A is only as good as EC. For without EC, there is no way — or at least no obvious way 

— to get from my not knowing whether I am a BIV to my being ignorant of whether I have 

hands.^ And recently a number of epistemologists have argued that EC is in fact false?* 

Appealing to his zoo example (which we've encountered in previous chapters), Dretske, for 

example, has argued against EC as follows:" 

"Though it will not be getting a great deal of attention here, this (third) strategy is worth 
considering here for two reasons: first, because it has become a fairly well-known means of 
addressing S A; and second, because both DeRose and I both want to insist that P2 is true — 
though our respective account of why this is so differ somewhat, and this helps to bring out 
the differences between the semantic contextualist's and pragmatic contextualist's 
approaches. 

^Again: My having hands implies that I'm not a BIV (BIVs are handless). So, by EC, if 
I did know that I have hands, given that I believe that I'm not a BIV, I would know that I'm 
not. But (by PI) I don't know this! So, by modus tollens, it follows that I don't know that I 
have hands. 

"^Recall that EC is simply my best attempt at capturing the principle of epistemic closure 
that all of the relevant parties have in mind. 

"^Nozick reports that he arrived at his rationale for rejecting EC independently of Dretske 
[see Nozick (1981), p. 689, note #53]. That rationale, which Nozick presents in his (1981) 
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You take your son to the zoo, see several zebras, and, when questioned by 
your son, tell him they are zebras. Do you know they are zebras? Well, most 
of us would have little hesitation in saying that we did know this... Yet, 
something's being a zebra implies that it is not a mule and, in particular, not 
a mule cleverly designed by zoo authorities to look like a zebra....[T]he 
question here is not whether this alternative is plausible, not whether it is 
more or less plausible than that there are real zebras in the pen, but whether 
you know that this alternative hypothesis is false. I don't think you do. In this 
I agree with the skeptic. I part company with the skeptic only when he 
concludes from this that, therefore, you do not know that the animals in the 
pen are zebras.... 

What I am suggesting is that we do not know that [such] contrasting 
"skeptical alternatives" are not the case, but refuse to admit that we do not 
know what we originally said we knew. [Dretske (1970), p. 1016] 

Notice that while Dretske is an RA theorist, the preceding argument against EC is not 

stated in terms of that account of knowledge [cf. DeRose (1995), p. 13, note #17]. In fact, 

the foregoing is less an argument against EC than a statement, albeit a rather plausible-

sounding one, of Dretske's rejection of it. Nonetheless, while it is not the basis ofDretske's 

rejection of EC, an RA theory of knowledge can"® be used to provide a natural rationale for 

denying closure. It can do so as follows. EC, the RA theorist might say, rests on the 

erroneous assumption that the logical relations among propositions (e.g., /?'s implying q) 

corresponds in a nice way with, as it were, the logical relations among the discriminative 

[see pp. 200-211,227-229, and 242-243], differs from Dretske's argument against EC. Here, 
I shall be using Dretske's argument to illustrate why one might be lead to reject EC because 
it is more easily grasped, because it doesn't (obviously) rest upon a particular analysis of 
knowledge (whereas Nozick's does), and because the 'tracking' account of knowledge which 
leads Nozick to reject EC is problematic. (However, for a nice statement of how Nozick's 
tracking account leads to a rejection of EC, see McGinn's (1984), p. 543.) 

"®I say "can" because as far as I can see there is no principled reason why an RA theorist 
must deny closure. (More on this in the next chapter.) 
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capacities one must have in order to count as knowing them (i.e., the propositions). That is, 

in order for EC to hold given a relevant alternatives account of knowledge, if p implies q, 

then whatever discriminative capacities suffice to enable me to know that /?, must also sufBce 

to enable me to know that q. (For otherwise I could know that p yet fail to know what / know 

to be its logical implicata, which would be to violate closure.) But, the RA theorist can 

continue, in many cases this is not so: "It can be easier to know p than q although p implies 

q (and not vice versa) because q requires more in the way of discrimination than p" 

[Goldman (1986), p. 56; cf. McGinn (1984), pp. 542-546]. In particular, to know that I have 

hands I needn't be able to discriminate between having hands and being a BIV -- in 

'everyday' epistemic situations, that I'm a BIV isn't a relevant altemative to my having 

hands (though my having a prosthetic hand, e.g., might be). But I do need to be able to 

discriminate between being a BIV and not being a BIV in order to know that I'm not 

envatted [cf Goldman (1986), p. 56]. Thus, the RA theorist concludes, I can (and do!) know 

that I have hands yet fail to know that I'm not a BIV. So EC fails, P2 is false, and SA is 

unsound. 

There is no denying the efficacy of this response to SA: if EC falls, the sceptical 

argiunent we are considering here falls with it. However, there are two reasons why we 

should find this response to the sceptic less than fully satisfactory, and thus two reasons why 

we should want to find some others means of responding to SA. The first of these is simply 

that EC seems, at least intixitively, to be so plausible; and while the RA theorist's rejection 

of EC might well, by his lights anyway, be well motivated, accepting his proposal "involves 
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embracing the abominable conjunction that while you don't know you 're not a bodiless (and 

handlessl) BFV, still, you know that you have hands" [DeRose (1995), p. 28; italics added]. 

Whence the "abominability," as DeRose calls it, of this conjimction? It derives 

precisely from the intuitive idea that if you know that you have hands, then you know that 

you're not a BIV; or, equivalently, that if you don't know you're not handless (because a 

BIV), surely you don't know that you have hands! But this is just to say that the conjunction 

which both the RA theorist and Nozick endorse — at least as a description of a perfectly 

possible epistemic position ~ is abominable because it flies in the face of EC. So we can take 

the abominability of this conjunction as evidence ~ not conclusive evidence, but certainly 

strong evidence -- for the correcmess of EC. And while this hardly shows that EC is correct, 

and that the conjunction in question is not only counter-intuitive but impossible, it does 

suggest that ceteris paribus we'd like to be able to respond to SA and to preserve our 

knowing such things as that we have hands w/rAow/jettisoning EC. At the very least, we're 

owed an account of why we'd be led to regard P2 as so plausible if EC is in fact false. But 

while, in maintaining that PI of SA is true, Nozick and Dretske certainly do their part in 

giving the sceptic his due,-^ neither offers us anything beyond their respective rationales for 

"^See the final few sentences of the Dretske passage, quoted above, and the following 
remarks by Nozick: "The skeptic asserts we do not know his possibilities don't obtain, and 
he is right. Attempts to avoid skepticism by claiming we do know these things are bound to 
fail.The sceptic's possibilities make us uneasy because, as we deeply realize, we do not know 
they don't obtain; it is not surprising that attempts to show we do know these things leave 
us suspicious, strike us even as bad faith" [(1981), p. 201]. 
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rejecting EC.'® 

The second reason for balking at accepting the thought that the proper response to 

scepticism is to reject EC is this: while the particular form of sceptical argument of which 

S A is an instance certainly requires that EC be correct, this is but one form — albeit a popular 

one — which sceptical arguments can take. In particular, and as we noted previously, there 

appear to be forms of scepticism, indeed direct {versus 'iterative') scepticism, which don't 

require EC. Hookway illustrates the form such a non-EC-based sceptical argument might 

take as follows: 

An alternative structure of sceptical arguments points out that, whenever I 
make a claim, I can be asked for its ground or justification. When I offer a 
ground, this involves making yet another claim, which can in turn be 
questioned. Since it is question-begging to use a circular argument to justify 
a claim to knowledge, my first claim is only legitimately made if I am 
prepared to enter an infinite regress of justifications. [Hookway (1995), p. 
795] 

How does the possibility of this type of sceptical argument bear upon the 

recommendation that we attack SA by attacking EC (and thus P2)? Well, rejecting EC might 

indeed vitiate SA, but it won't ~ or at least won't obviously — help when it comes to 

addressing sceptical arguments of the form which Hookway asks us to imagine. So one 

might say that to respond to S A by rejecting EC is to adopt a very localized response to the 

"®So I concur with DeRose when he says: "[W]hy not say that what we 'deeply realize' 
is that if you don't know that you're not a BIV, then you don't know you have hands, and 
that the skeptic is right about thisl Nozick's denial of the second premise [P2] leaves me 
about as 'suspicious' as does a denial of the first [PI], and though Nozick's denial doesn't 
strike me as an instance of bad faith, denials of the first premise seem no better candidates 
for that charge" [DeRose (1995), p. 28, note #28]. 



173 

sceptic, in that we'll have to deploy altogether different devices to disarm sceptical 

arguments which make no appeal, tacit or otherwise, to EC. Not that this, in itself, would be 

objectionable. (Though ceteris paribus we would, I take it, like to have a response to the 

sceptic which isn't so localized.) However, in light of the manifest plausibility of EC, 

rejecting EC seems too high a price to pay if we don't have to, given that in so doing we'd 

purchase a defence against only a certain range of sceptical arguments — namely, those 

which rely upon EC. 

So, in sum, we'd like to be able to offer a different response to SA — one which 

doesn't save the truth of our everyday knowledge claims at the price of jettisoning so 

plausible a principle as EC; and one which isn't localized, which isn't designed to address 

only one particular form of sceptical argument, but rather is going to generalize naturally so 

that we can respond to sceptical arguments which don't share the form of SA. Of course, 

while this is what we'd like to be able to do, there's always the possibility that, unattractive 

though it may be, rejecting EC (and with it P2) is the only way to block the sceptic's 

argument."' But both DeRose and I think that we've got a better strategy to offer. My 

strategy, once again, will be to deny PI and to explain its plausibility by adverting to 

pragmatic (rather than semantic) facts about our practices of knowledge ascription. 

Ultimately, of course, I want to argue that my recommended (pragmatic contextualist) 

strategy is better than DeRose's (Semantic contextualist) response. But first I'll need to get 

^In his (1985), Brueckner argues (in greater depth than I've done so here) against the idea 
that denying epistemic closure is a good anti-sceptical strategy. 
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IV. DeRose's CAnti-ScepticaH Semantic Response:^" 

As already indicated, the semantic contextualist seeks to explain the variability of 

"what we are prepared to say" in attributing knowledge in terms of knowledge-attributing 

sentences' having context-sensitive truth-conditions. And while in abstracto this view strikes 

many as implausible,^' it does seem to square with the relevant data. Thus, e.g., in terms of 

the Bank Case, it's DeRose's contention that most of us will find both of the following 

claims compelling: (1) when 1 claim to know that the bank will be open on Saturday in Case 

A, I am saying something true; (2) I am also saying something true in Case B when I 

concede that I don't know that the bank will be open on Saturday. Granted, "I seem to be in 

no better position to know in Case A than in Case B" [ibid., 914]. Still, DeRose thinks, one 

can perfectly consistently maintain both (1) and (2): 

[I]n Bank Case B...when, in the face of my wife's doubt, I admit that I don't 
know that the bank will be open on Saturday, I don't contradict an earlier 
claim to know that I might have made before the doubt was raised and before 
the issue was so important because, in an important sense, I don 't mean the 
same thing by "know" as I meant in the earlier claim, [ibid., 921; italics 
added] 

According to DeRose, then, the meaning of "know(s)" varies with certain features 

^"Remember: For the purposes of this Chapter, I am taking DeRose's (1995) as my 
exemplar of the semantic contextualist's approach. 

^'Cohen (forthcoming), e.g., writes that many "resist [the semantic contextualist's] thesis 
- some fiercely. Moreover, Uiose who do accept the thesis, generally do so only as a result 
of being convinced by philosophical reflection". 
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of the context in which it is used in making knowledge attributions. And so too for Cohen; 

for while there are important differences between the views of Cohen and DeRose (more on 

this presently), both believe that context enters into epistemology in virtue of the 

contribution it makes to the meanings of key epistemic terms, and thus in virtue of the role 

it plays in the determination of the conditions to be satisfied by knowledge attributions. So, 

according to the semantic contextualist, context affects the content of knowledge attributions 

because it affects what knowledge-attributing sentences literally express. And the virtue of 

this approach, once again, is just that it is supposed to allow us to say all that we feel ought 

to be said about everyday knowledge assertions: in the Bank Case, for example, we want 

(DeRose claims) to be able to save the intuition that DeRose is not contradicting himself 

when he "goes back" on his previous claim and "admits" that he doesn't know; and 

DeRose's account enables us to do this because it makes the meaning of "knows" a context-

sensitive matter. 

While it promises to account for "what we want to say" with regard (e.g.) to the Bank 

Case, semantic contextualists make much of the fact that their view provides what is alleged 

to be a novel and quite plausible resolution of sceptical puzzles [DeRose (1992), (1995); 

Cohen (1988); Lewis (1979), (1996); Unger (1986)]. Taking his cue from Cohen [(1988), 93-

94] the sceptical argument DeRose (1995) focuses on is the following: 

(SA): 

PI. I don't know that I'm not a BIV [that is, a bodiless brain in a vat being 
electrochemically stimulated to have just those sensory experiences I'm having]. 

P2. If I don't know that I'm not a BIV, then I don't know that I have hands. 
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So, C. I don't know that I have hands. 

Of course, unlike the Bank Case, SA isn't an example of merely pedestrian knowledge 

attributions. The basic strategy of the semantic contextualist, however, is the same with 

respect to both sorts of case. In particular, it is the semantic contextualist's recommendation 

that we preserve "everything we want to say about the sceptical argument by recognizing 

that the various things we do want to say here don't involve a univocal use of "knows 

As we noted in motivating SA's first premise, the commonsensical belief that one is 

not a BIV is insensitive ~ it's a belief that one would have even if it were false [DeRose 

(1995), p. 18].^~ Put in terms of talk of 'possible worlds', my belief that I'm not a BIV is one 

which I (still) have in the nearest world in which I am a BIV. DeRose, note, wants to avoid 

"building a sensitivity requirement into the very concept of knowledge" [DeRose (1995), p. 

38], as he believes that "[t]here are cases in which it seems to us that some S does know that 

P even though we judge that S would believe that P even if P were false" [DeRose (1995), 

p. 19]." Nonetheless, DeRose thinks that "we have a very strong general...inclination" [ibid., 

p. 18] to think that we don't know thatp unless, ifp were false, we wouldn't believe that 

"Though he rejects Nozick's subjunctive-conditional or 'tracking' account of knowledge, 
DeRose takes the requirement of sensitivity of belief to be what's right in Nozick's tracking 
account. 

^^In the next Chapter I will discuss such cases and defend the idea that while knowledge 
does involve having certain discriminatory powers, it does not require 'sensitive' belief (if 
sensitivity is explicated along DeRosean lines). 

^••Notice how this nicely this "strong inclination" squares with the intuitive idea that 
knowing that p requires being able to 'tell that' p — that is, being able to discriminate 
between p and certain (relevant) alternatives. That I lack such discriminative capacities 
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Of course, given what we know about his semantic contextualist take on knowledge 

ascriptions, DeRose's maintaining that we have a strong, general (though not exceptionless) 

inclination to think that knowledge requires sensitive belief might sound a little strange. 

After all, how, on this view, could there be any acontextual requirements on knowledge? The 

answer, as we saw in Chapter 2, is that being a semantic contextualist does not require a 

rejection of all invariantist conditions on knowledge (/justification). And while DeRose 

thinks that on its own no utterance of the form "5 knows that /?" expresses a complete or 

determinate proposition (only a particular utterance together with a particular context can do 

that), no such utterance is true unless, for example, S believes that p and p. So, while the 

meaning of any such utterance will vary somewhat with context — while what, exactly such 

an utterance means on any given occasion will shift with context ~ "the different 

propositions expressed by utterances of'5 knows that/?' have a good deal in common: they 

all entail that p is true, that S believes that p, and that S satisfies contextually-relevant 

standards of knowledge" [Schiffer (1996), p. 318]. And DeRose's view of the relation 

between the general (though not exceptionless) requirement of sensitivity upon what 

standards of knowledge will be operative in any given case is given by his "Rule of 

Sensitivity 

When it is asserted that some subject S knows (or does not know) some 
proposition P, the standards for knowledge (the standards of how good an 
epistemic position one must be in to count as knowing) tend to be raised, if 
need be, to such a level as to require S's belief in that particular P to be 

explains why my belief is insensitive (why, that is, in the nearest not-/? world I still believe 
that p). 
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sensitive for it to count as knowledge. [DeRose (1995), p. 36] 

So, any particular utterance of "5 knows that p" will be true only if S believes that p, 

p, and Si's epistemic position is such that his belief that p is sensitive.^^ And for propositions 

such as, "I'm not a BIV", the mere uttering of PI (e.g.) induces very high standards for 

knowledge, as my belief that Fm not a BIV is manifestly msensitive; and at those very high 

standards, PI is true. As for P2, DeRose claims that it is true "regardless of what epistemic 

standard it's evaluated at, so its plausibility is easily accounted for" \ibid., 39]. As it happens, 

though, in SA P2 is being evaluated at fairly high standards; for those standards are the ones 

put into play by the mentioning of PI. But this just means that the only reading on which 

SA's conclusion is true is at the unusually inflated standards induced by SA's first premise. 

Thus, 

on our solution, we do know, for instance, that we're not BFVs [and that we 
have hands], according to ordinary low standards for knowledge. But, though 
[PI] is false when evaluated according to those ordinary low standards, we're 
able to explain its plausibility...by means of the fact that the high standards 
at which [PI] is tme are precisely the standards that an assertion or denial of 
it put into play. Since attempts to deny it are destined to produce falsehoods, 
it's no surprise that we find it so plausible, [ibid., pp. 39-40] 

Cohen too sees SA as exploiting the context-sensitivity of the standards for 

knowledge, though his version of contextualism differs in certain ways firom DeRose's. As 

Cohen (1988) sees it, "knowledge" {pace DeRose) inherits its "indexical" nature [(1988), 97] 

firom that of "(is) justified"; and what counts as justification is governed by a Rule of 

Salience. What the sceptic does is make salient certain not-p possibilities (e.g., the BIV 

^^Remember, though, that this last requirement is not supposed to be exceptionless. 
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hypothesis), with the result that the standanl(s) of how good one's reasons must be in order 

for one to be justified in believing that one has hands, say, goes way up. So, whereas 

DeRose's Rule of Sensitivity deals with how far out into the space of possible worlds one 

must be able to 'track the truth', insofar as he locates the relevant standards in terms of the 

strength or goodness of the subject's reasons or evidence, Cohen's is an 'internalist' brand 

of contextualism. Nonetheless, both Cohen and DeRose regard shifts in context as effecting 

shifts in the operative epistemic standards and thus shifts in the truth-conditions of 

knowledge-attributing sentences. And, for present purposes, that is the important point. For 

according to both Cohen and DeRose, it is only by effecting shifts in the epistemic standards 

that the sceptic is able to truthfully state her view: 

[S]ince the skeptic gets to truthfiilly state her conclusion only by raising the 
standards for knowledge, [SA] doesn't threaten the truth of oiu* ordinary 
claims to know [certain things]....For the fact that the skeptic can install very 
high standards that we don't live up to has no tendency to show that we don't 
satisfy the more relaxed standards that are in place in more ordinary 
conversations and debates. [DeRose (1995), 38] 

In sum, then, both DeRose and Cohen want to say that S A is sound when, and only when, 

the standards of knowledge are made fairly high. But we began, recall, by being worried that 

our everyday claims to know such things as that we have hands were in peril. If it's this 

conclusion, though, that SA is meant to establish, then it is plainly invalid. For 

the fact that the sceptic can...install very high standards which we don't live 
up to has no tendency to show that we don't satisfy the more relaxed 
standards that are in place in ordinary conversations. Thus...our ordinary 
claims to know [are] safeguarded fix)m the apparently powerful attacks of the 
sceptic, while, at the same time, the persuasiveness of the sceptical arguments 
is explained. [DeRose (1992), p. 917] 
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V. Problems with the Semantic Contextualist's Response: 

It wouldn't be overstating matters to say that the foregoing account(s) — or, rather, 

the account(s) of which the foregoing is a synopsis — represents the state of the art in 

contextualism: the accounts of Cohen and DeRose (and perhaps that of Lewis [(1996), 

(1979)] as welP^ are the most fiilly worked-out versions of the view according to which the 

meanings (contents) of knowledge-attributing sentences vary with context. And, of course, 

it is a virtue of semantic contextualism that it gives us a means of resolving the sceptical 

puzzle in such a way that both the sceptic and the non-sceptic can be given his due. Yet, 

ingenious though it is, Cohen and DeRose's recommended means of "solving the sceptical 

problem" is far from unproblematic. And while there are certainly important difference 

between their views, those will not concern me here;^^ the problems I want now to raise seem 

to me to apply to any brand of semantic contextualism worthy of the name. 

One reason that might be offered for finding the semantic contextualist's response 

to SA unsatisfactory relates to a strategy for 'solving' SA which both Cohen and DeRose 

reject. P2, notice, exploits the principle of epistemic closure (EC):^® by EC, if I did know that 

"I discuss Lewis' views in the next chapter. 

"In addition to providing a very helpful discussion (to which I'm indebted) of how 
exactly his and DeRose's brands of semantic contextualism differ, in his (forthcoming) 
Cohen argues that DeRose's brand faces problems which Cohen's does not. I'll leave it to 
others to decide which version of semantic contextualism is the best; here, I want to suggest 
reasons for thinking that no version can really be correct. 

Again, this principle can be stated as follows: if S knows that p, and that p entails q, then 
S knows that q. Clearly, this formulation might need some refinement (for instance, we might 
want to require that S believe that q, and that S believe this "on the basis of his belief that 
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I have hands, I'd know (contrary to PI) that I'm not a BIV (BIVs are handless). But precisely 

because it seems to have this sort of consequence, Dretske (1970) and Nozick (1981) have 

denied EC. Cohen (forthcoming), however, says that EC is "axiomatic"; and DeRose 

likewise rejects this strategy for addressing SA on the grounds, simply, that our concept of 

knowledge does seem to involve such a principle of closure: witness, e.g., the 

"abominability" [DeRose (1995), pp. 27-29] of the following sentence: "I don't know 

whether I'm a BIV (and therefore handless), but I do know that I have hands." So Cohen and 

DeRose believe, and I agree, that we ought to refrain from rejecting EC unless we absolutely 

have to.^' 

Now, Cohen [(1988), p. 105; (1991), p. 29] and DeRose (1995) both take pains to 

point out that, properly developed, semantic contextualism respects the closure principle for 

knowledge. However, while the semantic contextualist doesn't reject EC altogether, his 

semantic approach commits him to a relativizing of EC to particular contexts. But that the 

semantic contextualist ends up respecting EC only in the sense that he thinks it's true (only) 

within a given, fixed context, ought to raise suspicions. Is it such a context-relative principle 

of closure we have in mind when we reject "I know that I have hands, but not that I'm not 

a BIV" as abominable? Don't we think that this conjunction is abominable because it violates 

p and his knowing that p entails q). But nothing in the present discussion depends on the 
details of such a refinement; for present purposes, the rough and intuitive formulation just 
given will suffice. 

^'Thus, DeRose writes: "If [semantic] invariantism, but not [semantic] contextualism, 
upheld closure, I would take this to be a very important advantage for [semantic] 
invariantism...." [DeRose (1995), p. 48, note #47]. 
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closure simpliciterl Is what semantic contextualism upholds EC as Brueckner [(1985), 

(1986)], Fogelin (1994), and Williams (1991) for example conceive of it, and against which 

Dretske (1970) and Nozick (1981) have argued? 

Of course, the semantic contextualist has a response to this line of argument. He will 

say that any such ^univocality' intuitions concerning EC, while they are in fact mistaken, are 

perfectly explicable on his account. We will get to the semantic contextualist's strategy of 

imputing error to the rest of us presently. For now, simply note that it's not being argued that 

since there is a single EC semantic contextualism is mistaken ~ I do not think that that's the 

right way of showing that semantic contextualism is implausible. The point, rather, is that 

the semantic contextualist is committed both to denying that there is such a single principle 

and to claiming that any beliefs we might have to the contrary, while perfectly 

understandable, are in fact false. 

Another reason one might think the semantic contextualist's solution to SA 

unsatisfactory is suggested by Dretske: 

Skepticism, as a doctrine about what ordinary people know, cannot be made 
true by being put in the mouth of a skeptic. Treating knowledge as an 
indexical...[, however,] seems to have, or to come dangerously close to 
having, exactly this result. For this reason (among others) I reject it. [Dretske 
(1991), p. 192] 

Granted, it's Cohen's indexicalist view of "knows" [see Cohen (1986), (1987), (1988), 

(1991)] that Dretske has in mind here."" Yet the worry Dretske is raising applies to semantic 

^Castaneda too endorses an 'indexicalist' treatment of "knows": see his (1980). 
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contextualist theories generally. Thus, e.g., DeRose holds that any time PI is uttered, this 

claim is bound to be true: given that the belief that one isn't a BIV is insensitive, even 

especially so, the standards of knowledge are raised to a very high level; and evaluated 

according to that very high standard, a positive claim to know that one isn't a BIV is doomed 

to failure [DeRose (1995), p. 39]. But it's not as though the semantic contextualist thinks 

it's the sceptic's uttering PI that makes it true ~ it's the bare uttering of it by anyone which 

has this effect. But is it really plausible to suppose that PI is like, say, "I'm speaking 

English" in this respect? 

Of course, DeRose's claim that PI is bound to be true hardly amounts to saying that 

scepticism is true. For it's essential to the semantic contextualist's resolution of SA that 

scepticism is not incompatible with our ordinary claims to know, in an important sense, the 

commonsense epistemologist and the sceptic mean something quite different by "know". 

This is how the semantic contextualist proposes to give each of these parties their due. 

Indeed, this is what Cohen and DeRose, e.g., take to be a chief virtue of their approach ~ 

it just is, really, the semantic contextualist's "solution" to SA. So it's not quite correct to say, 

with Dretske, that semantic contextualism has the result that "scepticism is true"; and so, as 

it stands, Dretske's complaint rests on a misunderstanding of just what the semantic 

contextualist's view is. 

However, notice that the semantic contextualist's proposed 'solution' to SA thus has 

the consequence that it's utterly mysterious what the puzzle was supposed to be in the first 

place! As Schiffer puts it, the semantic contextualist's suggested means of solving the 
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skeptical problem "leaves one wondering, 'If that's the solution, then what the hell was the 

problemT" [Schiffer (1996), p. 329], SA only presents a puzzle to begin with because we 

think that what the sceptic means when (in SA) he talks about knowledge is what we mean 

by the term: we think that it's knowledge — ordinary, everyday, pedestrian knowledge — that 

SA calls into doubt. So the semantic contextualist owes us an explanation of why we 

mistakenly believe this. Well, according to the semantic contextualist, the explanation is that 

(in Schiffer's words) SA "strikes us as presenting a profound paradox merely because we're 

ignorant of what it's really saying, and this because we don't appreciate the indexical nature 

of knowledge sentences" [Schiffer (1996), p. 325]. 

According to Schiffer, however, the semantic contextualist's attempt to combine a 

context-sensitive semantics with the error theory just described is far too uncomfortable to 

be at all plausible. Why? Because we know what propositions we're expressing when we use 

indexicals and other context-sensitive tenns. So the semantic contextualist cannot claim both 

that knowledge-attributing sentences have context-sensitive contents and that "people 

uttering certain knowledge sentences in certain contexts systematically confound the 

propositions their utterances express with the propositions they would express by uttering 

those sentences in certain other contexts" [Schiffer (1996), p. 325]. Or so says Schiffer. But 

is he right about this? 

Well, the trouble is that it's not at all clear how we should answer this question, since 

it's not clear what exactly Schiffer is objecting to. Lest it be thought that I'm being difScult 

or dense on this point, notice that in the passage just quoted, Schiffer says that the semantic 
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contextualist's error theory consists in his claiming (implausibly) that people confound the 

propositions their utterances express with what thev would express by uttering those 

sentences in certain other contexts. So? So there are actually two types of error theory 

Schiffer might have in mind in saying that the semantic contextualist's error theory "refutes" 

the claim that knowledge-attributing sentences have context-sensitive semantics {ibid.Y. Is 

the problem supposed to be that speakers know what propositions are literally expressed by 

sentences containing context-sensitive terms? Or is the problem supposed to be that speakers 

know what they mean in uttering certain sentences (with context-sensitive contents)? I think 

that a close look at Schififer's (1996) reveals that he's really not too clear on this point/' But, 

I claim, in order to see what's really wrong with semantic contextualism, we do need to keep 

these ideas distinct. For I think that, whether or not they have context-sensitive contents, it 

is actually not so implausible to suppose that speakers can be wrong about what propositions 

their utterances literally express/" However, I find it manifestly /mplausible to suppose that 

speakers can be wrong about what it is that they mean - about what their communicative 

intentions are - in uttering certain sentences. 

Thus, for example, consider an example DeRose uses to elucidate the respect in 

which, according to the semantic contextualist, the sceptic and the non-sceptic aren't really 

in disagreement after all: 

^'Not that Schiffer is alone in failing to keep these issues distinct. In his (1996), for 
example, Gary Ebbs seems to want to treat them as equivalent. 

^"See Reimer (1996) for a response to Schiffer along roughly these lines. 
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This lack of contradiction is similar to the sense in which two people who 
think they are in the same room but are in fact in different rooms are talking 
to each other over an intercom mean something different by "this room" 
when one claims, "Frank is not in this room" and the other insists "Frank is 
in this room -1 can see him!" [DeRose (1992), p. 920] 

I hope you will agree that, here, the propositions expressed by these two people's utterances 

aren't actually in conflict: there is no one room to which their respective "this room'"s both 

refer; and were they each to say, "Frank's in this room", their utterances would pick out 

different propositions and thus have different truth-conditions. Yet, the parties to this comic 

exchange think that they are disagreeing with one another -- that's what makes it comic. 

Therefore, it can only be that they're wrong about what propositions they're expressing in 

saying what they do: if they knew that, they wouldn't fall into their silly exchange. But are 

these two speakers confused about what they (each) mean in saying what they do? Not at all. 

Each means to say that Frank is (not) in the room they 're both in. In fact, were they not each 

perfectly clear on what they meant, it's hard to see how they could get to arguing over 

whether Frank is "in the room". 

I intend these observations to be quite general. I think speakers can be wrong about 

what their utterances mean (what propositions those utterances literally express) - indeed, 

I think this phenomenon is not just possible but pervasive. Yet it seems to me that 

communicative intentions are something about which we are seldom mistaken. (Chances are 

that if you don't know what you mean in saying "P', your thinking itself is, at that moment, 

unclear.) Now for the bearing of this upon the semantic contextualist's complete solution to 

SA. 
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While I have argued that, contrary to what Schiffer at times seems to want to say, 

speakers can be wrong about what propositions their utterances literally express, this doesn't 

help the semantic contextualist. This, for two reasons. First, it's also pretty clear that when 

an apparent incompatibility between certain utterances is actually due to these claims' having 

context-sensitive contents, once we see that this is so, any appearance that the claims are 

incompatible simply goes away. (Hence the chagrin, or worse, of the two people in DeRose's 

example once they realize what their situation really is.) However, if the semantic 

contextualist is right and it is because we're in something very much like these folks' 

situation that we think we're disagreeing with the sceptic — if, in particular, it's true that we 

fail to realize that the sceptic's denials of knowledge are compatible with our ordinary claims 

to know because we 're ignorant of what propositions the respective claims really express 

—, our having the actual meanings of these claims pointed out to us ought to make the 

appearance of incompatibility simply go away. If "knows" really is like "other context-

sensitive words, like 'here'" [DeRose (1992), p. 925], having this pointed out to us should 

have precisely this effect; but it does not.^^'^ 

^^Similarly for the example Cohen gives in his (forthcoming). Section Xn.l: some 
disagreements over whether an object is flat are, in fact, only apparent; yet speakers can 
believe that such a disagreement is real. However, once we realize that an apparent 
disagreement over whether x is flat turns on our employing different standards of flatness, 
we lose interest in the 'argument'; for we immediately see that there is no disagreement after 
all. 

^Of course, the semantic contextualist could say that this is simply because we are not 
taking his view 'seriously enough' — if we did, then the apparently puzzling character of SA 
would evaporate. But this gets things backwards: the question is, what reason do we have for 
thinking that semantic contextualism is right? Surely not every failure to agree with a view 
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Second, the semantic contextualist wants to tie what our utterances mean very closely 

to what we mean in making certain utterances: remember, the semantic contextualist holds 

that changes in the content of knowledge-attributing sentences track changes in 'context'; 

and both Cohen and DeRose conceive of context in terms of the purposes, intentions, 

interests, beliefs, and so forth, of the speaker. But this just means that the independently 

plausible idea that we can be wrong about what out utterances means becomes, on the 

semantic contextualist's view, the manifestly /mplausible claim that we're actually 

systematically mistaken about what we (knowledge attributors) mean/^ It seems to me that 

the semantic contextualist thus tries to save our pedestrian knowledge of such matters as 

whether we have hands against the sceptic's attacks by giving up on the idea that we know 

what our communicative intentions are. But that is simply to trade one form of scepticism 

for another; epistemically speaking, we gain the world but lose our minds. 

Moreover, even if the semantic contextualist could show how it is that we're 

systematically wrong about what our conmiunicative intentions are, this would be a pyrrhic 

victory. For to show this would be to go against the whole rationale for being a semantic 

contextualist: the semantic contextualist takes it to be a virtue of his view that it has the 

is a failure to take it seriously. 

^^Notice that the argument doesn't require that this claim be incoherent [a position for 
which Ebbs (1996), e.g., has argued; see Brueckner (1997) for a reply to Ebbs]. All that's 
required is that it is at least as implausible that we are mistaken about our communicative 
intentions as that we are wrong about our knowledge of the material world; so long as this 
is true, we shouldn't be happy about avoiding the latter sort of scepticism only at the price 
of having to embrace scepticism of the former kind. 
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consequence that very many of the knowledge attributions made by speakers (of English) are 

true. Why would this constitute a virtue of his view? Presumably, because we don't want to 

saddle speakers with too much error, we want people's beliefs, as far as possible, to be 

tnie.*^ But what we've just seen is that in order to provide a complete solution to SA, the 

semantic contextualist has to saddle us with lots of erroneous beliefs after allf 

VI. Conclusion: 

If the arguments of the present chapter — and in particular, those of the preceding 

section — are sound, there's more than a Uttle irony to DeRose's saying: 

[0]ur new solution is designed largely with the goal in mind of crediting 
most of our attributions of knowledge with truth. And no wonder. We take 
it as a strike against a theory of a common term of a natural language that it 
involves the speakers of that language in systematic and widespread 
falsehood in their use of that term. [DeRose (1995), p. 46] 

Granted, it may be that I have mischaracterized or failed to fully appreciate the semantic 

contextualist's proposed solution to SA. Or it may be that, this our characterization is 

accurate, the semantic contextualist has a response to it at the ready. Or, finally, it may be 

that while DeRose's and Cohen's particular views are problematic, for example, there is a 

version of semantic contextualism which doesn't run into the problems I have alleged. But 

it would suffice to make me happy if the reader felt that the semantic contextualist response 

to SA was problematic enough, at least prima facie, that he didn't want to have to go the 

semantic contextuaUst route. And he doesn't: there is a plausible ~ indeed, a more plausible 

^'l return to the subject of error in the next chapter. 
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— pragmatic contextualist response to SA available to us. It*s to such a response that we now 

turn. 
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CHAPTER 5: CONTEXTUALIST RESPONSES TO THE SCEPTIC: THE 
PRAGMATIC CONTEXTUALIST'S APPROACH ("SEMANTIC OR 

PRAGMATIC?" im) 

I. Introduction: 

If the arguments of the previous chapter are sound, then the semantic contextualist's 

recommended means of responding to SA isn't terribly attractive after all. It is ingenious, 

yes, and it avoids many of the difficulties confronting previous attempts to 'solve the 

sceptical problem'; the trouble is that the recommended solution seems to come at too high 

a price. But, in itself, this hardly constitutes a victory for the pragmatic contextualist. After 

all, S A poses a problem precisely because it forces us to choose from among three eminently 

plausible claims: PI, P2, and the intuitive thought that I know whether I have hands. So 

something p\dL\is\b\c has to go; and it's a requirement on any satisfactory 'solution' to SA that 

it include an account of why the claim singled out for rejection looks so plausible. Else, we'll 

face Schiffer's question, "If that's the solution, then what the hell was the problemV" 

[Schiffer (1996), p. 329]. So there are two main tasks facing me in this Chapter: first, to 

explain and justify my selection of which of PI, P2, and not-C ought to be rejected; and 

second, to accommodate the fact that S A does seem to pose a genuine problem. 

II. The Pragmatics of Knowledge Attributions: Outline of a Theorv:' 

Rather than proceeding directly to a presentation of what I take to be the right 

'Thanks to Jack Lyons for helping me get clear on what such a theory does and does 
not require. 
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(pragmatic contextualist) response to SA, I want to pause to revisit and outline the general 

contours of the pragmatic contextualist theory I tried to motivate back in Chapter 3. This will 

serve to refresh the reader's memory of what my pragmatic theory is supposed to look like; 

but it will also allow me to sharpen that view somewhat and render its applicability to SA 

more readily apparent. 

Begin by recalling the examples we canvassed in the previous chapter: Dretske's Zoo 

Example, Castaneda's example ofknowing the date of Columbus' discovery of America, and 

DeRose's Bank Case. Previously, I suggested how we might accommodate "everything we 

want to say" about each of these cases in terms of the relevance of context to the pragmatics 

of knowledge attributions: in each of these cases, I argued, we can explain the impulse to 

deny that S knows that p in terms of such an attribution's communicating or imparting 

something false, rather than in terms of the falsity of the attribution itself. 

Readers will have noticed, however, that beyond this I have thus far refrained from 

offering treatments of these examples which are exactly parallel, preferring to deal with them 

one by one. Why is this? Why the piecemeal treatment of these cases? Because it seems to 

me that while the cases just mentioned all purport to provide evidence for the strong 

semantic thesis (and thus forthe semantic contextualist's strategy), they each offer somewhat 

different rationales for this: Dretske's zoo case is a classic example of, we might say, a 

relevant alternatives rationale for semantic contextualism; Castaneda's Columbus example 

motivates semantic contextualism because it seems to tie knowledge to question-(/objection-
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)answering power;' and DeRose's Bank Case,^ at least as I reconstructed it/ looks to make 

knowledge depend in some interesting way on attributors' interests or their judgments as to 

the importance of the matter at issue. 

Of course, what alternatives are considered relevant, how satisfactorily one can 

respond to which questions/objections, and the importance of what's at issue all fall nicely 

under the conception of context which I've argued (in Chapter 2) is the correct one: the cases 

in question all point to the relevance of the attributor's^ psychology in deciding epistemic 

questions (i.e., the correctness of instances of the "K"- and "J"-schemas. Yet these examples 

seem to bring to bear differentfeatures of the attributor's psychology; and it's for that reason 

that I think they merit separate mention and separate treatment in terms of my preferred 

pragmatic approach. 

But doesn't the fact that I've offered no uniform account of what's communicated by 

an utterance of the form "5 knows that p" suggest that my account is ad hod It might seem 

so; but up to this point I have wanted to capture the distinct 'flavor' of the cases I've dealt 

with, so my treatment of them has been somewhat heterogeneous. And this has meant 

playing down what these cases have in common. In particular, it has meant playing down the 

^Thus Castaneda's example motivates the sort of contextualist view which Annis (1978) 
advertises. 

^Like Pollock's (1995) example of the Ship's Captain. 

"though as I think DeRose is thinking of it as well. 

^Or that of the attributor qua member of some larger group. It is only for the sake of ease 
of exposition that I'm using the simple, singular description here. 
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fact that "what we want to say" with regard to each of these cases can be traced to the fact 

that there is some uniformity — much more than I've heretofore led the reader to believe ~ 

in what a statement of the form "5 knows that p" communicates. So let me briefly say what 

this uniformity is, and thus what my handling of the cases mentioned above have in common. 

Whatever one's analysis of statements of the form ".Sknows that p", and/or whatever 

one's view of what the meaning/semantics of'knows' is, this much seems correct: if 5 knows 

that p, then 5 is in a good epistemic position vis-a-vis p. What do I mean by "good epistemic 

position" here? Nothing beyond our intuitive grasp of that concept: remember that I'm trying 

here to remain neutral about what the meaning of'knows' is and/or what the correct analysis 

of the concept is.® But it's just because 5's knowing that p implies 5's being in a good 

epistemic position (vis-a-vis p) that an attributor's, A's, uttering "5 knows that/?" is going 

to communicate that 5 is in a good epistemic position vis-a-vis p. This is not ~ repeat, not — 

necessarily to say that ys being in a good epistemic position is part of what is saidcn^j in 

saying, "5" knows that p". The point, rather, is simply that among the things that a speaker 

will communicate/impart — among the things he/she says^^j^ when he/she says that a subject 

possesses knowledge ~ is that the subject is in a good epistemic position with respect to the 

proposition in question. 

How good is a speaker going to communicate 5's epistemic position to be? Well, the 

natural (but not terribly enlightening) answer here is that the speaker will communicate and 

®At this stage, anyway; in Section V (below) I sketch my preferred account of knowing. 
(But what that account is is irrelevant to the present discussion.) 
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will be naturally and properly understood by his/audience to be communicating that 5's 

epistemic position is good enough. "Good enough" for what? That is going to depend upon 

features of the epistemic situation is question. This point is best made by illustrating it with 

respect to specific examples. However, it will be helpful to get out on the table the view I 

intend to defend; so let me give, in capsule form, the main theses of the pragmatic account 

I'm working with here. This account — or at least its central claims ~ can be represented as 

follows: 

(i) "5 knows that p" expresses the proposition that S knows that p. 
Comments: It is in virtue of the conventional meanings of the terms in 
question that (i) holds, and it because of this fact that when one utters "5 
knows that p" one sayscn^j that S knows that p. 

(ii) That S knows that p implies that 5 is in a good epistemic position with 
respect to p. 
Comments: Minimally, that S knows that p implies: that S believes that p, 
that p, and that 5 is in a good enough epistemic position with respect to p to 
know that p. Whatever else one takes "goodness of epistemic position" to 
consist in, and what other things one takes the proposition expressed [see (i)] 
to imply, is going to depend upon one's preferred analysis of "knowledge" 
and/or one's view of the semantics of "knows".^ Because 5's being in a good 
epistemic position with respect to p is (a part of what's) implied by the 
meaning of "knows", this is an instance of what Grice calls conventional 
implicature [see Grice (1975), p. 151]. It is something that is (in Salmon's 
terms) "semantically encoded."® What is semantically encoded (Salmon) or 
conventionally implied (Grice) is something the speaker commits himself to 
solely "by virtue of the meaning of [his] words", though it is not (Grice 
thinks) something the speaker saysc^^j, strictly speaking [ibid.}. 

^Thus, Grice (e.g.) tentatively offers the following: "A knows thatpJust in case (l)/7 (2) 
A thinks that p [and] (3) Some conditions placing restrictions on how he came to thinkp (cf. 
causal theory)" [Grice (1989), pp. 52-53]. 

®The distinction between "pragmatically imparted" and "semantically encoded" 
information is one I'm borrowing from Saknon (1986), pp. 58-60. 
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(iii) What is pragmatically imparted by the initial utterance of "5 knows 
that /?" will have the form, "5*5 epistemic position with respect to p is good 
enough....", where the ellipsis is filled-in in accordance with context (in my 
sense). 
Comments: I say "pragmatically imparted" rather than "(conversationally) 
implicated" because the latter notion requires the flouting of a conversational 
maxim (in Grice's sense), but (iii) does not require this. [But see note #13, 
below.] The resultant (complete) proposition is the proposition 
communicated/imparted by the utterance of "5 knows that p". Notice that 
it is (only) here that context makes a semantic contribution: it makes a 
semantic contribution (only) to the proposition communicated or 
pragmatically imparted (what is saidLoosJ, rather than to the proposition 
expressed (what is saidc^^J; it makes a contribution to what the speaker 
means, rather than to what the initial utterance means.' 

Obviously, (i)-(iii) stand in need of further refinement: for one thing, (iii) makes it 

sound as though there is a unique proposition communicated for any utterance of the "K"-

schema; and though this simplification is harmless enough for present purposes, it's not 

something to which I'm committed. Similarly, I don't want to insist that (iii) holds with 

regard to every utterance of the form, "5 knows that p", though I do think that it holds of 

most such utterances, and certainly with regard to the instances of the "K"-schema with 

which we're concerned here. 

More seriously, however, some may doubt that the view I've just sketched is correct. 

More specifically, since (i) and (ii) are (I think) pretty uncontroversial, it might be doubted 

that (iii) is true. Though this isn't the place to argue for (iii),'° let me just say this by way of 

'This ~ (iii) — may count as an instance of what Bach and Hamish (1979) call 
'''"standardized conversational implicature." 

'®I'm developing and applying my view, not trying to defend it in detail. 
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motivating it: I regard (iii) as being a straightforward consequence of Grice's Cooperative 

Principle. In particular, I have in mind here the maxim of "relation": to wit, "Be relevant!" 

It is because speakers strive to conform (and are known to so strive) to this maxim that an 

utterance of the form "5 knows that p" is naturally taken to communicate — that is, the 

speaker intends and is correctly and naturally taken to intend/mean thereby — that S^s 

epistemic position is 'good enough' given the epistemic standards that are operative in the 

context in question." Think of it this way: if the speaker didn't think that 5's epistemic 

position were good enough (in the relevant sense of "good enough" — whatever that is), he 

wouldn't say'" "S knows that p". Or, at any rate, that is one way of motivating (iii); and it's 

' 'Notice that my account both accords with and explains the (Wittgensteinian) idea that, 
typically, "know(s)" is "used in contrast with someone's (perhaps one's own) previous, 
present, or potential, disbelief, or doubt, or insecure beUef [Malcolm 1866), p. 212]. What 
is the object of such doubts? In first-person cases (self attributions of knowledge) "I know 
thatp" usually counters a doubt as to whether/?; and usually third-person attributions counter 
doubts as to whether S knows that p. But I've no desire, and there's no need, to regard these 
as anything more than rough generalizations. 

'"Except, perhaps, in unusual circumstances. 

'^Interestingly, while Grice is almost always represented as holding that a maxim-
violation is a necessary condition of the generation of a conversational implicature, when 
Grice himself explicates the maxim of relation he suggests otherwise. For he gives a number 
of examples illustrating this maxim, including some "in which no maxim is violated, or at 
least in which it is not clear that any maxim is violated" [Grice (1975), p. 155]. Of these 
examples, Grice says the following: "In both..., the speaker implicates that which he must 
be assumed to believe in order to preserve the assumption that he is observing the maxim of 
relation" [ibid.; italics added]. But if my (iii) is an instance of, or depends upon, the maxim 
of relation, and if implicature (at least here) doesn't require an actual flouting of this maxim, 
there's no barrier to my using 'implicates', rather than the more neutral 'imparts'. 
Nonetheless, precisely because 'implicates' suggests to most a flouting of a maxim, I'll tend 
to stick with the safer 'imparts'. 

(It is worth noting, however, that Grice's position here isn't really an inconsistency 
after all. Grice thinks that speakers must be assumed to be operating in conformity to the 
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as much of a rationale for (iii) as I propose to give here and now. For, rather than trying to 

further refine and defend my account at this point, I want to clarify it by briefly indicating 

how it applies to some of the cases we've discussed. 

Given the setting, for example, of Dretske's Zoo Case, once the possibility of certain 

beasts' being cleverly painted mules has been mentioned, the proposition (pragmatically) 

imparted by an utterance of "5 knows that p" is going to take on the value: S's epistemic 

position vis-a-vis the proposition that the beasts in question are zebras is good enough for 

him to be able to rule out the possibility that they 're cleverly painted mules. What's thus 

communicated, let's suppose, is false, and is mutually known to be such; and so once this 

counter-possibility has been mentioned, /I's saying "He knows those are (were) zebras" will 

be improper (though true!). Much better to say: "He doesn't know they're zebras"; for 

though in saying this one would be sayingon^ something false, one would be 

imparting/communicating an important, and salient, piece of informative ~ namely, that 5 5 

epistemic position isn't so good that he can tell the difference between zebras and cleverly 

painted mules. 

Next, in terms of Castaneda's Columbus Case, given the epistemic situation in which 

Cooperative Principle ~ that is, they must be seen as not violating any maxims ~ and any 
evidence that the speaker is violating a maxim is better evidence that we haven't correctly 
divined his/her meaning (what he/she is imparting). So what generates implicatures is the 
apparent flouting of maxims; these tip us off to the fact that we haven't understood the 
speaker as he intends. So any time the bare assumption of conformity to the conversational 
maxims is what gets us to speaker meaning, there's an implicature involved. And such, as 
we've just seen, is what Grice says about (certain) instances of the maxim of relation's 
generating conversational implicatures.) 
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S finds himself, and of which the audience to the debate are clearly cognizant, saying that S 

knows the real date of Columbus' discovery of America will communicate the following: S 

is in a good enough epistemic position with respect to this proposition to be able to counter 

the objections being made by the famous and ingenious Harvard historian. Once again, what 

would be thus communicated by saying that 5knows thatp would be false — S, let's suppose, 

is just some hapless game show contestant who, through accident, has wound up in this 

unfortunate position. Hence the impropriety of an audience member's saying that S knows 

that />. But, for all that, "5 knows that p" and the proposition expressed by an utterance of this 

sentence, might well be true. 

Finally, consider once again DeRose's Bank Case. When, in Case A, DeRose says, 

"I know the bank will be open tomorrow," what he saysgn^ it true (let's suppose). Of course, 

in saying this, DeRose also communicates or imparts (I want to say) that his epistemic 

position vis-a-vis the bank's hours is good enough to warrant his and his wife's putting off 

depositing their paychecks until the following day. And I think that what he thus 

communicates is plausibly regarded as true. (After all, DeRose was at the bank on a recent 

Satiu-day, it was open, and he's since heard nothing to the effect that the bank's hours aren't 

regular in the relevant respect.) 

However, once his wife brings to salience the importance of their depositing their 

paychecks before Monday morning ~ if they don't, some "large and important" checks 

they've written will bounce, etc. — what DeRose's utterance of "I know it [the bank] will be 

open tomorrow" would communicate is something like: my epistemic position regarding the 
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bank's hours is good enough (even) given the importance of what's at stake. And this might 

well be false ~ all we have to do is to imagine that the stakes here very high indeed; and 

DeRose recognizes that this is false by his and his wife's lights. (After all, if the stakes are 

very high, DeRose will need to be very sure that the bank will be open the following day — 

more sure, in fact, than is required for knowledge.) So what he says in Case B, quite 

properly, is, "I guess I don't know the bank'11 be open tomorrow. We better stop in and 

deposit our paychecks on our way home," thereby pragmatically imparting the information, 

"My epistemic position with respect to the bank's hours isn't that good — it isn't good 

enough given the importance of what's at stake."'"* Nonetheless, semantic invariantist that 

I am, 1 want to say that the fact remains that if DeRose knew in Case A that the bank would 

be open the following day, he knows it in Case B as well ~ his wife's mentioning the 

importance of their getting their paychecks deposited doesn't change that. What this 

mentioning changes is the 'conversational score', what DeRose would subsequently 

pragmatically impart by claiming to know that p, and thus what the 'proper' thing for him 

to say is. 

The foregoing, I hope, serves to display the underlying unity of why we want to say 

what we do about each of the cases just discussed. And it serves too to indicate a hitherto 

ignored uniformity in my proposed pragmatic treatment of examples such as these. Finally, 

the discussion of the present section helps to set the stage for my presentation of a largely 

'•Irhus, as are the speakers in the previous cases, DeRose would here be exploiting (iii) 
and he and his wife's mutual knowledge of it: hence his claiming not to laiow, which 
communicates the negation of what his claiming to know would. 
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pragmatic response to the sceptic's argument, SA. For the power of that argument, I think, 

derives from the fact that the sceptic has carefully constructed an argument wherein (i.a.) 

what would be pragmatically imparted by our claiming to know certain things would be 

false-, as a result, it seems to us (quite rightly) that the sceptic is on to something when he 

says that saying that we know these things would be 'wrong'; from whence it is mistakenly 

concluded that what we'd be saying in such a case would be false. — That, in crude form, is 

the idea at the heart of the pragmatic response to SA that I want to recommend.'® It is to an 

exposition of that response that I now turn. 

III. An (Anti-ScepticalV^ Pragmatic Contextualism ("Sophisticated Mooreanism"): 

Like DeRose's, my response to SA is an anti-sceptical one [see note #16]. That is, 

I reject the thought that whether one has hands is beyond one's ken. So I want to deny SA's 

conclusion. As I've indicated, however, I accept EC — I think that EC, or some principle very 

much like it, is true. Unlike DeRose, I don't mean by this that EC, or rather some counterpart 

of it, is true-relative-to-a-context; I think EC is true, period. So I accept P2: if I don't know 

that I'm not a (handless) BIV, I don't know that I have hands. Finally, inasmuch as I reject 

'^Though as we'll see in Section VI (below), there's more to my response as a whole than 
this idea alone. 

'®My brand of pragmatic contextualism is anti-sceptical insofar as I take the (invariant) 
meaning of "knows" to be such that knowledge is more or less attainable (and obtained!), as 
'commonsense' has it, and as the sceptic denies. An invariantist semantics for "knows", 
however, could have sceptical implications. It would have such implications if the 
requirements for knowledge were made high enough. [For an instance of this, see Unger 
(1971) & (1975).] 



202 

the strong semantic thesis [see Chapter 3] it's not open to me, as it is to DeRose, to avoid 

having to embrace SA's conclusion'^ by positing multiple senses of "knows". So it looks as 

though the only avenue open to me, given that I want to reject SA's conclusion, is to deny 

PI. But I don't mind having to do this: I think PI is false; I think that I do know that I'm not 

a brain in a vat.'^ 

It's because I claim to know this that I qualify as a "Moorean", in DeRose's 

terminology. The "sophistication" of my Mooreanism consists in the fact that I'll be offering 

an explanation of the manifest plausibility of PI. In accordance with our desiderata for a 

satisfactory response to SA (Section II of Chapter 4), I need to show why PI seems so right 

— that is, why we take ourselves not to know that we're not brains in vats. Before presenting 

my account, however, let me repeat a point which I made at the outset of the previous 

chapter: namely, that it had better not be a requirement on a satisfactory solution to S A that 

the proposal makes everyone completely happy," as it would be impossible to do so. So I 

won't be trying here to make everyone feel as though SA and the proper response thereto is 

(thanks to my account) suddenly transparent. Rather, the idea, minimally, is to show that a 

pragmatic contextualist's response to SA is at least as plausible as the semantic 

'^That is, SA's conclusion understood as the denial of our having (everyday) knowledge 
of whether we have hands. ( Versus: understood as the denial that we can "know" such things 
in some "strong" sense of the term.) 

'®The "I think'"s in this last sentence aren't gratuitous. They're intended to flag the fact 
that, though PI is the culprit in SA, there is also something suspect about claiming, flat-out, 
that not-Pl is true. I return to this point presently. 

"Although, arguably, DeRose's account is an attempt — a failed attempt — to do just that. 
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contextualist's response. But hopefully I can do more: hopefully I can persuade the reader 

that, setting aside the arguments of Chapter 3, the right answer to "Semantic or pragmatic?", 

posed in connection with determining the best response to scepticism, is "pragmatic". 

Let's start with the notion of "sensitivity". Given that my belief that I'm not a BIV 

is insensitive (given that I'd have this belief even if it were false), and given that I want to 

say that T know that I'm not a BIV, obviously I want to say that my belief that p needn't be 

sensitive in order for me to know that p. But in this, I'm no different from DeRose: he, as we 

saw earlier (in Section IV), doesn't want to make sensitivity of belief a condition on 

knowing."" Nonetheless, DeRose's "Rule of Sensitivity" gives him an explanation of why 

it is that we are (in general) reluctant to ascribe knowledge in the absence of sensitive belief 

And it is, perhaps, not at all obvious how a Moorean (sophisticated or not) is going to 

account for this fact [cf. DeRose (1995), p. 42]. After all, if each of us believes that we are 

not a BIV, if sensitivity of belief isn't required for knowledge,^' and if we do in fact know 

that we're not BFVs, why would we balk at claiming to know this? 

Here is my account: In claiming to know that one is not a BIV, one is doing more 

than merely expressing the proposition that one knows this. In particular, in saying "I know 

that I'm not a BIV", I would be conununicating something about my epistemic position. As 

"°More accurately: he doesn't think that sensitivity of belief is a condition on knowing, 
according to our concept of knowledge. 

*'l retum to, and argue for, the claim that sensitivity of belief simpliciter is not a necessary 
condition of knowledge shortly. For the moment, I want only to state what my position is. 
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suggested by the theory sketched in the previous section, I would be "pragmatically 

imparting" (in Sabnon's terms) the following proposition: 

(P») "My epistemic position with respect to the proposition that I'm not a 
BFV is good enough...." 

(I might be imparting other things as well; and I'd certainly be implying that I'm not a BIV — 

see the comments and notes accompanying (ii) and (iii), above.) What goes in the ellipsis 

here? What's the completion of P*, the proposition imparted/communicated? That, on my 

account, depends upon context. So let's remind ourselves of the circumstances in which the 

issue of whether I know that I'm not a BIV arises. 

As noted in Section II, a question arises — or is posed ~ about whether I know that 

I'm not a BIV when I realize that if I were, I would by hypothesis be having all the same 

experiences that I am in fact having. Note the "by hypothesis": the BIV hypothesis, like 

Descartes "evil genius", is designed/chosen precisely because, on the assumption that the 

hypothesis is true, there's nothing in my experience which might indicate that this is so; and 

there's nothing in my experience which could enable me to 'tell' that I'm not a BIV either. 

That is why the BIV hypothesis is taken to pose a threat to my knowledge. Repeat: I can't 

know that I'm not a BIV because all of my experiences would be the same if I were; so I 

cannot tell whether I'm in fact envatted — that, it's alleged, is why I can't know that I'm not 

a BIV. 

So far, so banal. But making sure we're clear on what we have in mind in wondering 

whether we can know that we're not BIVs is just my way, remember, of getting clear on 

what the operative context (in my sense) is. Thus, the reflections of the previous paragraph 
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suggest how the ellipsis in the proposition imparted by an utterance of "I know I'm not a 

BIV" ought to be filled in. That is, reflections on the context indicate what the operative 

notion of "goodness of epistemic position" is in the epistemic situation in question. So I 

suggest, in light of the discussion of the previous paragr^h, that in the situation in which I 

say, "I know that I'm not a BIV", the proposition I'll be communicating (/imparting)" is this: 

(P*) "I'm in a good enough epistemic position with respect to the proposition 
that I'm not a BIV to be able to tell that I'm not" 

Given that I'm in the epistemic situation in question, I know that this is what I'd be 

communicating were I to utter this sentence in question; and I know this as surely (and 

perhaps just as 'tacitly') as I know that "They got married and had children" communicates 

that they got married and then had children. But this proposition — P* - is plainly false: by 

hypothesis one can never be in a good enough epistemic position to be able to tell that one 

is not a BIV!^ And I know this too. So what I say ~ what, it seems, propriety requires me 

to say - is, rather: "I (guess I) don't know I'm not a BIV" (=P1), whereby I communicate 

(the truth) that I'm not in a good enough epistemic position to be able to tell that I'm not 

(=not-P*). In brief: I utter a falsehood, which I take to be a falsehood (I'm certain I'm not 

"Henceforth, for economy's sake, I shall use "communicate" and "[pragmatically] 
impart" interchangeably. 

^Or so it would seem. In Section VI, Part B, I'll argue that the 'obvious' falsity of P* 
derives from our operating with a particular conception of "the ability to tell". Inasmuch, 
however, as it's this conception which the BIV hypothesis (e.g.) naturally brings to mind, 
the argument of Section VI doesn't alter the manifest counter-intuitiveness of P*. And it is 
only such counter-intuitiveness — P*'s seeming obviously false —, rather than P*'s actually 
being false, that is needed to sustain the argument of the present Section. 
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a BFV!), so that I can communicate a highly salient truth. 

Notice that while the fact that sajdng "I know that I'm not a BIV" will pragmatically 

impart P* is contingent upon context, this is perfectly consistent with the view that this 

sentence is almost invariably going to communicate P*. To find this last idea plausible, one 

need only suppose that in the epistemic situations in which the question of our 

knowledge/ignorance of whether we're envatted, the context is going to be similar in all 

relevant respects. More specifically, one need only suppose that when the BIV hypothesis 

is mentioned and/or brought to mind, that one can't tell whether one's a BIV is going to be 

of psychological salience. And I take this idea to be pretty plausible indeed. If I'm right 

about this, I, like DeRose, have an account of why it's almost never going to seem right to 

say, "I know that I'm not a BIV" ~ of why and in what sense "attempts to deny [PI] are 

destined to produce falsehood" [DeRose (1995), p. 40]. Unlike DeRose's, however, my 

account of just how a denial of PI "produces falsehood" doesn't involve or require the 

supposition that, in virtue of what it says (together with the Rule of Sensitivity), "I know that 

I'm not a BIV" is itself always going to be false. So my Mooreanism — my insisting that I 

do know that I'm not a BIV ~ hasn't been compromised. 

Before continuing, it's worth remarking on how uncharitably we Mooreans 

sometimes get treated in the literature. (Though I suppose that Moore himself is at least 

partly to blame.) For instance, witness Schiffer's exposition of the Moorean line:^'' 

"•*1 should say that Schiffer is no Moorean; neither does he explicitly present the 
following as an instance of Mooreanism. The point is that this is as close as Schiffer gets to 
presenting the Moorean line of thinking. 
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Some of the criteria implicit in our concept of knowledge tell us that I know 
that I have hands, and that if I know that I have hands, then I know that I'm 
not a BIV. After all, since I know that I have hands, I know that I'm not 
handless, and I know it's true by definition that a BIV is handless. In this 
way, I should be entitled to assert that I know that I'm not a BIV. [Schiffer 
(1996), p. 331; italics added] 

However, and as I hope the reader will have noticed, no sophisticated Moorean claims that 

just because p is true, one is "entitled" to claim that p. Nor, for that matter, should anyone 

claim this. For there's more to "entitlement" ~ at least in the sense of propriety — than the 

truth-value of what is saidcn^.^ Granted, if what Schiffer means by "entitled" is merely, "I'd 

be warranted in virtue ofp's truth-value (its truth)", then I agree that I'm entitled to say that 

I know I'm not a BIV in this sense. What Schiffer is after, however, is an account of why I 

don V in fact claim that I know I'm not a BFV. But I've just given an explanation of that fact 

— one which I take to be perfectly consistent with the Moorean view. 

So far (1 say), so good. Let's take a look at the 'box score': 

a. Like the semantic contextualist, I've offered a way of avoiding SA's 
unpalatable conclusion (I recommend that we deny PI). 

b. Like the semantic contextualist, I've offered an account of why, 
nonetheless, PI seems so clearly to be "the right thing to say".^® 

c. I've not had to compromise EC (as I've suggested the semantic 
contextualist does). 

"^See the discussion of Chapter 3, Section FV. 

"^I've done so, I hope, in such a way that one won't be tempted to pose Schiffer's 
question: "If that's the solution [to SA], then what the hell was theproblemT" [cf. Schiffer 
(1996), p. 329]. The problem, on my account, is that we perceived (quite rightly) that, under 
the circumstances, it would never be "okay" to say, "I know that I'm not a BIV". 
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d. I've not had to compromise (as does the semantic contextualist) the idea 
that the sceptic and the commonsense epistemologist mean the same thing by 
"knows", and so really are in disagreement. 

e. And I (unlike the semantic contextualist) haven't had to saddle us 
commonsensical speakers of English with a host of false beliefs (about either 
the world or what our communicative intentions are in saying the things we 
do). 

Nor have I had to adopt Schiffer's line, according to which there is an "implicit 

incoherence in our concept of knowledge" [Schiffer (1996), p. 333]. As Schififer sees it, 

though EC and my knowing that I have hands (for example) suggest that I know that I'm not 

a BIV, there's a contrary strand in our concept of knowledge whereby I shouldn't count 

myself as knowing I'm not a BIV. (Hence SA's puzzling character, according to Schiffer.) 

I, by contrast, have located the tension we experience when we are considering SA as 

deriving from the 'tension' between the proposition I would express in saying "I know I'm 

not a BIV" and the proposition I would communicate (pragmatically impart) thereby: 

namely, P*. Faced with SA, I want to endorse the former proposition (which I rightly regard 

as true), but I cannot do so (in words) without being seen thereby to be endorsing P* (which 

I rightly regard as false). So I settle on PI as "the right thing to say". 

Nor, finally, have I had to adopt the Lewisian position according to which knowledge 

is "elusive". Briefly, the position developed in Lewis' (1996) is as follows. He proposes that: 

Subject S knows proposition P iff P holds in every possibility left 
uneliminated by P's evidence; equivalently, iff 5^5 evidence eliminates every 
possibility in which not-/*. [Lewis (1996), p. 551]. 

What justifies Lewis' "equivalently" here? The (alleged) fact that "every" is restricted to a 

particular conversational domain [ibid., pp. 553-554]. Thus, Lewis thinks, certain not -p 
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possibilities will be "properly ignored" in any given situation — they won't be within the 

scope of the second "every" in the passage just quoted. Now, with this crude sketch of 

Lewis' view before us, we can see why he thinks that knowledge disappears as soon as we 

do epistemology — or, more to the point, as soon as we consider SA, for example. For 

epistemology, by Lewis' lights,yityf is the study of the ignoring of possibilities; but then to 

study knowledge — to ask, for example, whether we know that we're not BFVs ~ is ipsofacto 

not to ignore the salient possibilities. "That," Lewis thinks, "is how knowledge is elusive. 

Examine it, and straight-way it vanishes" [ibid., p. 560]. 

That the epistemologist can't help destroying his own subject matter isn't a terribly 

attractive or prima facie plausible view. And my account enables us to avoid this result, 

while nonetheless accommodating the phenomena which lead Lewis to propose his view. 

What Lewis has put his finger on, I think, is this: when we consider an epistemic situation 

and pose the question of whether the subject knows that p, we will ipso facto be raising a 

doubt ~ making it an open question — whether S knows that p. This will have the result that 

any subsequent claim that S does know that p will communicate the proposition that 5* s 

epistemic position with respect to p is such that — more specifically, is good enough that ~ 

the alleged doubt doesn't present an obstacle to 5's knowing that p. But if, by hypothesis, the 

doubt in question is being regarded as genuine ~ i.e., as being such as to raise the question 

of whether S (really) knows that p — this communicated proposition is always going to be 

false! (Thus, in terms of SA for example, it's always going to seem 'wrong' to say, "I know 

I'm not a BIV".) If this is right, then it is not that knowledge is destroyed by, and therefore 
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eludes, the epistemologist. Rather, insofar as doing epistemology "destroys" anything, it 

destroys the conditions for an unproblematic and felicitous assertion of "5 knows that 

It does this as follows: doing epistemology affects which proposition will be 

communicated/imparted by "5 knows that p" in such a way that when we're doing 

epistemology — when we are {inter alia) entertaining doubts about the adequacy of a 

subject's epistemic position ~ the conditions under which "5 knows that p" will seem 

incontrovertably to be "the right thing to say" are bound to elude us. So we might amend 

Lewis' claim to: examine knowledge, call it in doubt, and straight-away it will be improper 

to claim or attribute it outright; for to do so will be to suggest (communicate) that one isn't 

calling anything in doubt and so isn't doing epistemology."® 

Now, while I've spent the last few pages extolling the virtues of my proposed 

pragmatic account, there are, as I am well aware, a number of obvious objections to it. First 

and foremost among these objections is the following: I have been supposing that the suspect 

premise in SA is PI; but some will dispute this. After all, many people do seem to think not 

merely that it would be 'improper' for me to say that I know I'm not a BIV, but that I do not 

"'This, as DeRose recognizes, is how the sophisticated Moorean (hence: I) will regard his 
proposed Rule of Sensitivity: insofar as such a Rule is operative, it governs the "warranted 
assertability conditions" of knowledge ascriptions, rather than their truth conditions [see 
DeRose (1995), p. 46, note #43]. 

While the discussion of this Section begins to explain why Pi might strike us as correct, 
it is intended to be only the beginning of my explanation of P I's plausibility. My fiill account 
of this comes in Section VI, below. 
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in fact know this. Obviously, if this were correct, it would vitiate my suggested response to 

S A. So I need to argue against the idea that I don't in fact know that I'm not a BFV. Before 

tackling the line(s) of thinking which seem to favor the truth of PI, however, I want to 

address a more general worry about my pragmatic theory, as outlined up to this point. 

IV. The Oueemess of Concessive Knowledge Attributions and the Coherence of Fallibilism: 

The guiding idea behind the theory adiraibrated in the previous two sections, of 

course, is that we have to be very careful to keep distinct the information semantically 

encoded in an instance of the "K"-schema and the information pragmatically imparted by an 

utterance thereof. Semantic contextualists look to the variability in what we're prepared to 

say about whether a subject in a given epistemic situation possesses knowledge, and then 

read this context-sensitivity back onto the meanings (and therefore the truth-conditions) of 

the utterances in question. One way of framing my diagnosis of what's gone wrong here, 

however, is the following: the semantic contextualist fails to appreciate that there is much 

more to our linguistic exchanges than the meanings of what we sayc^^; and once we 

appreciate this, we can invoke the /lo/isemantic features of our linguistic exchanges and let 

them do the explanatory work in accommodating the apparent context-sensitivity of 

knowledge ascriptions."' In this way, I claim, we can accommodate all the phenomena which 

•'is the context-sensitivity of knowledge attributions merely apparent. That depends! As 
noted earlier, "attribution" is ambiguous between speaker meaning and sentence meaning ~ 
between what is semantically encoded and what is pragmatically imparted. As a pragmatic 
contextualist I am committed to the view that it is (only) qua propositions imparted that 
knowledge attributions are context-sensitive. 
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inspire the semantic theorist while not having to adopt a contextualist semantics for the 

relevant epistemic terms. 

It's worth noting that the foregoing accords with and explains the Wittgensteinian 

idea that (typically) '"I know' [is] used in contrast with someone's (perhaps one's own) 

previous, present, or potential, disbelief, or doubt, or insecure belief [Malcolm (1986), 212]. 

(This is surely how the "I know...." functions in Bank Case A.) For my account has it that 

the salient not-/? possibilities just are the doubts as to whether p that are 'in the air', 

psychologically speaking. Moreover, we have independent reason for thinking that this is 

how "I know...." typically functions. For, thanks to the conditions on sincere assertion, 

commitment to justified true belief is ab^eady carried by a (sincere) assertion that/7.^° (That 

is, if the speaker takes his belief to be false and/or unjustified, he carmot be sincerely 

asserting that p.) But if this is so, and is however tacitly mutually known to be so, the 

addition of "I know...." to the assertion must be serving to communicate something over and 

above what's communicated by "p"; otherwise, saying "I know thatp" would mean violating 

the maxim of manner (be perspicuous, brief, orderly, etc.) and thus Grice's Cooperative 

Principle. And what's t>pically conveyed by "I know that p" isn't redundant; for the "I 

know" adds an element of confidence, or even certainty, to what is conveyed by the bare 

(sincere) assertion that p}^ So when one says "I know that p", this serves, typically, to 

^°This was pointed out to me by Kent Bach (correspondence); DeRose [(1991), p. 597] 
credits Unger with making this point in connection with Moore's paradox. 

^'This has been noted, e.g., by Grice [(1989), pp. 52-53] and Quine & Ullian [(1978), p. 
14]; indeed, the pervasiveness of this use of "I laiow...." has led some to claim that that's 
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counter some specific doubt(s) as to whether p by conveying one's own confidence that p. 

Which doubts as to whether pi The salient ones, of course — for they, by definition, are the 

ones which the attributor has in mind.^" 

Thus, for example, were the speaker in Case B to respond to his wife's bringing up 

the possibility that the bank has recently changed its hours with "No: I know the bank'll be 

open tomorrow", she might be expected (by us, as well as by the speaker himself) to reply 

in turn, "You mean, you know the bank hasn't just recently changed its hours?" But the 

speaker doesn't know this (given what we're told), and he knows that that is what his 

insisting that he knows would communicate in Case B. And that, as my account has it, is 

why he doesn't say this. 

Nonetheless, in spite of its strengths (such as the foregoing) my pragmatic theory 

seems to leave me in a much worse off position than the semantic contextualist when it 

what it means. (Of course, those who argue thus are guilty of committing the "assertion" 
[Searle (1969)] or "pragmatic" [Sahnon (1991)] fallacy, as can be seen from the fact that 
while "5 knows that p" entails p, "S is very confident that p" does not.) 

^"To say that first-person knowledge attributions standardly fimction to allay doubts is 
not, of course, to say that the relevant sentences (therefore) mean/express "there is no doubt", 
"I guarantee thatp", "I'm certain thatp" or some such thing. (Standard use is necessary for, 
but is no guarantee of, literal use; "Could you pass the salt?", e.g., does not literally mean 
"Please pass the salt.") It does, however, suggest that such sentences (though not any of their 
constituents) are used nonliterally. In such cases of standardized nonliterality, not only does 
the speaker not mean what the sentence he uses means, but the hearer (because such use is 
standardized) will pass immediately to what the speaker means [see Bach (forthcoming)]. 
I am inclined to agree with Bach that such standardized norditerality is much more prevalent 
than we generally realize. It is, in part, because they presume literalness of speech that I find 
Cohen's "semantic considerations" in favor of contextualism unpersuasive [see his 
(forthcoming), Section U]. 
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comes to explaining certain other phenomena. In particular, my pragmatic contextualism 

seems not to be able to capture the fact that certain claims of the form, "I know that p, but...", 

are qtieer-soxmdm^. For instance, in outlining how my pragmatic theory would have us 

understand what's going on in Dretske's Zoo Case (in Section II, above) I committed myself 

to both of the following claims being true of the epistemic subject in question: first, he 

knows that the animals in question are zebras; second, his epistemic position with respect to 

the proposition in question isn't so good that he can tell the difference between zebras and 

cleverly painted mules. Of course, I asked the reader to suppose that the latter proposition 

is what would be pragmatically imparted by the statement, "He knows they're zebras"; and 

it's because of this that no one in the situation in question will want to utter this sentence. 

But for all that, I've claimed, it's true that the subject knows; and it's true that he can't tell 

zebras from cleverly painted mules. But now all we've got to do is to put these two claims 

together and imagine them coming out of the mouth of a single speaker, and we get the 

queer-sounding claim: 

(CKA^ "He knows that they're zebras, but he can't tell zebras from cleverly 
painted mules." 

This last is an instance of what I' 11 call a concessive knowledge attribution. And such 

a claim sounds furmy precisely because the concessive part of what is said (", but...."), and 

the knowledge-attributing part of what is said ("I know that /?...."), seem to pull in opposite 

directions, as it were. (Similarly, imagine DeRose turning to his wife, in the Bank Case, and 

saying, "I know the bank will be open tomorrow, but we better stop by on the way home just 

in case...." Again: this is a queer-sounding claim.) It is in the face of the queemess of 
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concessive knowledge attributions such as CKA^ that the semantic contextualist might seem 

to gain the upper hand. After all, the semantic theorist has available to him a straightforward 

explanation of the source of this queemess: the claim in question sounds queer because it is 

actually self-contradictory. If the context is such that being a cleverly painted mule is a 

relevant alternative (to p), then what it means to say "5 knows they're zebras"ywsf is (at 

least) that S knows that the animals in question aren't cleverly painted mules — which is just 

what the 'concession clause' in the attribution in question tells us not to be the case. So 

there's actually a (hidden) contradiction within CKA^! That, according to the semantic 

contextualist, is why concessive knowledge attributions strike us as bizarre. 

But now, how does my pragmatic theory fare on this count? Prima facie, perhaps, 

concessive knowledge claims raise a real problem for my theory. CKA^, for example, is 

supposed to be true on my account. So why would it strike us as odd? Well, the answer 

begins with a reiteration of the lesson recounted at the beginning of the present section: 

there's more to linguistic communication than semantics. And I intend to invoke the 

pragmatic features of our epistemic discourse in order to explain the queemess of concessive 

knowledge attributions. 

First, though, notice that while the semantic contextualist's explanation of the source 

of this queemess has the virtue of being straightforward, upon consideration this diagnosis 

isn't terribly plausible. For while there's no denying the queemess of CKA^, e.g., do we 

really want to say that it is self-contradictory? Is CKA^ odd-sounding because it'spart of the 

meaning of "5 knows that they're zebras" that he can tell that the beasts in question aren't 
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cleverly painted mules? Do we really want to say that CKA^ is on a par with, say, "That 

figure is a square, but it isn't a quadrangle" or "Yes, that is a manmial, but it isn't an 

animal"? Would someone who uttered CKA^ only display thereby his ignorance of what 

"knows" means? Well, let's just say that when we spell out the semantic theorist's diagnosis 

of the source of CKA^'s queemess, it's less than obvious that that diagnosis is so appealing 

after all. 

By contrast, while it looks like my pragmatic theory can't account for the datum in 

question, I hope that it is becoming clear to the reader that I have the resources at hand for 

doing so. CKAj is true, but it is also queer-sounding. Why? Because, as already noted, the 

knowledge-attribution component of CKA^ and its concessive element pull in opposite 

directions. Thus, if 1 were to say, merely: "5 knows that they [the beasts in question] are 

zebras", given the meanings of the terms involved, I would be naturally be taken to be 

implying^^ that the beasts in question are zebras ~ for, in general, that S knows thatp implies 

that p. [See (ii), above, and the accompanying comments.] But the concession clause of 

CKA^ - "..., but he can't distinguish between zebras and cleverly painted mules" — will 

suggest otherwise to my audience. Why? Not because there's some semantic conflict 

between this clause and the claim that S knows that the animals in question are zebras. The 

'conflict' in question is an essentially pragmatic phenomenon. Speaking colloquially, but 

^^This is not, note, incompatible with saying that I'd be pragmatically imparting that the 
animals are zebras: so long as the usage in question is literal, what the speaker 
imparts/communicates and what his words semantically encode ~ thus, what the speaker 
means and what his/her words mean ~ are going to coincide. 
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perfectly accurately, in uttering CKA^ I would be sending my audience 'a mixed message': 

I would be communicating both that p and that there is a relevant^^ not-/? possibility that 

hasn't been ruled out. Why is the counter-possibility in question relevant? Because I've 

brought it iip!^^ But if there's a relevant counter-possibility to p in the air, claiming that S 

knows thatp will (imply thatp which will) impart that that counter-possibility has been ruled 

out, or at least that the subject is in a good enough epistemic position to do so. So while 

there's nothing contradictory in what I am saying^^^^, the conjunction of the propositions 

imparted by an utterance of (e.g.) CKA^ are: I'm imparting both that a certain alternative is 

relevant and that it can't been ruled out by S, and that S can rule out this and all other 

(relevant) counter-possibilities.^® 

We are now in a position to understand why concessive knowledge attributions 

^•*For the moment, I intend "relevant" to be a non-technical term - by it, I just mean 
'pertinent', roughly. Presently (in Section V) I will introduce 'salient' to cover this sense of 
'relevant' and introduce my own preferred, quasi-technical meaning for "relevant". 

^^Remember that it was not part of my criticism of Lewis' "Scorekeeping" account [in 
Chapter 3, Section V (#4)] to claim that mentioned counter-possibilities are not 
relevant/salient, but only that they don't affect the meanings and truth-conditions of 
subsequent instances of the "K"-schema. As I tried to make plain in Section n of the present 
Chapter, mentioned counter-possibilities are ipso facto relevant/salient [see previous note], 
but qua (merely) mentioned possibilities they'll affect (only) what gets pragmatically 
imparted by subsequent instances of the "K"-schema. 

^^Though I'm not committed to the cases we're considering being implicatures (in the 
strict sense) [see note #13 above, however], it's important to realize that Grice's choice of 
a particular term invites a misunderstanding of one the features of his view. In particular, it 
is no part of Grice's notion of'cancellability' that, if "P" implicates "Q", 'canceling' this 
(explicitly) by saying "P, but not Q" somehow prevents Q's being implicated. The idea or 
hope, rather, is that by saying "but not Q" one can neutralize ("cancel") Q even though Q is 
now, because one has said "P", 'in the air'. 
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(CKAs) - that is, statements of the form, "5 knows that p, but [however, yet, although, etc.] 

q [where q entails not-p]" - are bound to sound odd. As we've just seen, "I know that p" 

standardly functions to convey the speaker's confidence as top and (thus) to counter a doubt 

as to whether p. However, the concession clause, "but, maybe, however, etc....", raises the 

then-mentioned possibility to salience. So while the "I know...." communicates that the 

speaker is confident that p and thus that he (believes he) can rule out the salient not-p 

possibilities, the concession clause communicates that there's a salient not-p possibility 

which the speaker can't rule out. 

All this might seem abstruse and implausible. But it is, in fact, supported by the 

following rather mundane reflections. Concession clauses are really just possibility 

statements — in the cases of concern to us here, they are statements to the effect that some 

state of affairs inconsistent with what is said to be known is possible. Mow notice that, in 

everyday speech, "It's possible that q" usually serves to (pragmatically) impart that the 

speaker doesn't know that not-^, and doesn't know that q. Here's how this works: if you're 

observing the CP and you (think you) know that not-^ or that you know that q, then other 

things being equal you shouldn't say (merely) "It's possible that q". For to do so would be 

to violate the maxim of Quantity ~ you'd be giving, and represent yourself as having, less 

information than you in fact (think you) do. (In terms of the (sub)subniaxim, "Assert the 

stronger" [cf. DeRose (1999a)], "I know that q" for example is 'stronger' than "It's possible 

that q^\ in that knowing that q entails q. So if you take yourself to know that q, that is what 

you should assert.) Thus we come to see why "It's possible that q", for example, standardly 
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conveys that the speaker doesn 't (take himself to) know that q\ for if he did, he'd say (the 

stronger) "I know that 

It is only to be expected, then, that "I know that p, but it's possible that q'\ where q 

is either not-/? itself or some proposition that entails not-/?, should sound strange. For "it's 

possible that <7" standardly imparts, "I don't know that not-ijr"; and since q (we're supposing) 

entails not-/?, "...but it's possible that q'" imparts that the speaker doesn't know that not-not-

p\ So, in virtue of how the phrases involved standardly function, an utterance of "I know 

that p, but it's possible that q"" really should leave us perplexed. The sentence sounds 

inconsistent because anyone uttering it would seem to be contradicting himself. And he is! 

Contradicting himself is something the speaker is doing in uttering the CKA, however; the 

sentence itself is not self-contradictory. It really is hard, then ~ though not, I think, 

impossible — to imagine circumstances in which we'd have no trouble understanding the 

communicative intentions of one who uttered such a CKA. Then again, it's hard to see why 

a speaker would say "I know that p, but....": if there's some salient not-p possibility which 

the speaker can't rule out, we wouldn't expect him to claim to know thatp\ for in doing so, 

as he well knows, he'd be communicating that he can rule out the salient not-p. So what, 

exactly, might he be trying to communicate? The answer is far from clear. 

So much, for now, for the 'queemess' of first-person CKAs. What about the 

^^It's worth noting that DeRose himself looks favorably upon the position that "It's 
possible that /?" merely conveys "I don't know that p" [see DeRose (1999a), pp. 194-195]. 
Curiously, however, he seems not to see that an exactly parallel argument establishes that the 
speaker's not knowing that not-p isn't part of the truth-conditions of such statements either 
[see his (1999a) & (1991)]! 



220 

queemess of third-person CKAs? Obviously, the story here won't be exactly the same there, 

as "5 knows..." doesn't have the special (intended) credal 'oomph!' of the first-person use, 

yet the first- and third-person cases are very similar. Thus, take, "They know that p, but 

perhaps...." Here, in saying that the subjects know thatp, the speaker in virtue ofthe meaning 

of "knows" — rather than, as in the first-person case, in virtue ofhis using "know(s)'^ instead 

of merely asserting that p — commits himself as to p. Then, just as in the first-person case, 

due to the standard illocutionary flmction of possibility statements, the concession clause 

conveys some uncertainty as to p. Hence the queemess of third-person concessive knowledge 

attributions. 

In displaying the pragmatic contextualist's ability to account for the queemess of 

concessive knowledge attributions, the foregoing serves to undercut a likely objection to the 

pragmatic approach: if it is claimed that the only way to accommodate this queemess is by 

supposing that the queemess is semantic, we can say that this simply isn't so, and that in fact 

we mightn't want to commit ourselves to the semantic contextualist's proffered diagnosis 

of this phenomenon. Thus, for example, consider an objection to the sort of view I am 

developing here that has been raised by Stewart Cohen. We are told that, faced with the 

claim that some piece of information (Q) communicated by means of an utterance of a 

sentence ("P") is pragmatically imparted, rather than literally expressed, we can advert to 

Grice's cancellability test to see whether this is so. That is, we can see whether it is 

"admissible", in Grice's words [Grice (1989), p. 44], to say "P, but not Q\ If not, then the 



221 

alleged implicature is in fact something that's literally expressed by "P". In his forthcoming 

paper, "Contextualism, Skepticism, and the Structure ofReasons", Cohen claims that the sort 

of sophisticated invariantist view I have outlined here fails, in fact, to pass the cancellability 

test. He writes: 

As Grice notes...conversational implicatures are cancellable - simply by 
denying the implication. For example, if I say "Jones is an above-average 
soccer player, I conversationally implicate that Jones is not a great soccer 
player. But I can cancel the implication simply by saying, "Jones is an above-
average soccer player - in fact he's a great player". But Sosa's alleged 
implicature [Sosa made the suggestion to Cohen that "I know..." implicates 
that there's no need for further investigation] is not so cancellable....it sounds 
inconsistent to say, "We know, but we need to investigate further". This 
suggests that the implication is semantic. 

Notice that Cohen is presuming here that all implicatures are going to be cancellable 

without 'discomfort': if it "sounds inconsistent" to say "P, but not Q", P (semantically) 

implies Q. But is that right? Obviously Grice's "admissible" won't help us here; for we're 

not told what that amounts to. Yet Grice himself admitted that at least some cancellations are 

going to be "uncomfortable" [see Grice (1989), p. 46]. And, in fact, this is just what we 

should expect. For in addition to obvious semantic inconsistency (of the sort exhibited by 

"Sam's a bachelor, but he's not a male"), there is a different sort of'inconsistency' to which 

an attempted cancellation of an alleged implicature can give rise. Consider, for example, 

'They fell in love and got married, but they loathed each other up until their wedding day." 

Here, there's no semantic incoherence. Yet the speaker's uttering this sentence extdhiXs what 

we might call speaker inconsistency: "they fell in love and got married" conveys that the 

latter event happened after the former one; and given that this is a nearly universal feature 



222 

of this use of "and", the speaker ought to know this. But clearly he does not - either that, or 

he's being precious. For this conveyed ordering of the events in question ~ but not "they fell 

in love and got married" itself ~ is inconsistent with "but they loathed each other up until 

their wedding day". What is impugned, then, is not the consistency of the sentence itself, nor 

even the speaker's linguistic competence narrowly conceived. What is impugned by the 

speaker's uttering this sentence is his general communicative rationality?^ In uttering this 

sentence, the speaker is conveying inconsistent information, and (we think) he ought to know 

better. And in the absence of a description of the appropriate sort of conversational setting, 

it's difficult (at best) to see what he's trying to 'get across' in saying what he does.^' 

What is it about this case, exactly, that makes it uncomfortable in a way in which 

Cohen's example ("Jones an above-average soccer player — in fact, he's a great soccer 

player") is not? Here's the diagnosis: Cohen has selected as an example of the unproblematic 

cancellation of an implicature an instance of what is called 'scalar implicature', and it is 

questionable just how frequently such implicata arise [see Green (1998), p. 75 (including his 

^^I'm borrowing the distinction between narrow linguistic competence and general 
communicative rationality from Bach ["The Semantics-Pragmatics Distinction: What it is 
and Why it Matters"]. 

similar example is given by Tsohatzidis : "Can you ask Bill to make less noise? -
I don't mean to suggest that I want you to actually ask Bill to make less noise; I simply want 
to know whether you have the ability to do so." Of this example, Toshatzidis claims that the 
speaker would have "without oddity" denied that he intended to have the person he addresses 
ask Bill to make less noise [(1994), p. 370]. Well, yes and no: the utterance doesn't exhibit 
any semantic oddity; but absent a fuller account of the conversational context, given what 
the speaker's communicative intention is, it's not easy to see why he undertakes to execute 
it in quite the way he does. 
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note #34)]. (Imagine, e.g., that it's Pele I'm referring to rather than humble old Jones, or that 

the other soccer coach and I are sorting our players into two groups, 'below-average' and 

'above-average'.""') By contrast, when "and" is used to conjoin mentioned events, the 

relevant implicature - viz., a temporal ordering which mirrors the lexical one - is nearly 

universal. That, I submit, is why the implicature in question can be only uncomfortably 

cancelled. 

As a general rule, then, we might say that, the more universal the implicature, the less 

likely it is that it can be cancelled without 'discomfort'. Nor is this at all surprising. For it 

is generally allowed that speakers aren't very good at - or, as I'd prefer to put it, don't much 

care about - distinguishing between what they mean and what their utterances mean; they're 

not very good at (and/or don't much care about) distinguishing between what's 

pragmatically conveyed by their uttering certain sentences, and what the sentences they utter 

literally express. (Hence, for example, the fact that "Moore's paradox" is regarded a 

paradox, rather than as a harmless by-product of the mundane fact that sincere assertions are 

e.xpressions of belief [see Williams (1998)].) And where a certain word/phrase nearly 

universally implicates some further information, Q, it is going to be especially easy for 

speakers to read Q into the word/phrase itself."^' So, for example, if I am right in claiming that 

^®lt might be claimed the relevant implicata are present in these cases, but that the 
situations in question are such as to create "contextual" cancellations [Grice (1989), p. 44]. 
But then we're owed a principled reason for supposing this is so; else, we run the risk of 
having an unlimited number of contextually cancelled implicatures being omnipresent. 

^'Cohen (forthcoming) notes that, whereas 'Moore's paradox' requires the first-person, 
(what I've called) the queemess of concessive knowledge attributions does not. But what 
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knowledge attributions nearly universally implicate that the subject can rule out the salient 

alternatives, we should expect that attempts to cancel this implicature will be quite 

'uncomfortable' indeed: when implicatures of a nearly universal sort are present, 

cancellations are bound to sound a lot like semantic confusions, and speaker inconsistency 

is apt to be mistaken for linguistic incompetence. 

Of course, even if it's granted that some implicatures are harder to cancel than others, 

the semantic contextualist will likely deny that CKAs really exhibit what I've called speaker 

inconsistency. All that's been shown is that, if the inconsistency is pragmatic, the 

sophisticated invariantist shouldn't be especially troubled by that. But notice that if the 

inconsistency of CKAs were semantic, we should expect it to be preserved when we simply 

change the precedence. Thus, for example, "5 isn't a male, but 5 is a bachelor" is just as 

confused as "5 is a bachelor, but S isn't a male". But now compare: "It's possible that the 

bank'II be closed tomorrow, but I know it will be open" ~ does this sound anywhere as 

'queer' as the original, unreversed claim? I, and those I've talked to about such statements, 

think it does not."*' And I'm fairly confident that when the reader now considers once again 

the sentence, "I know that p, but it's possible that not-/?", she will be less inclined to regard 

makes for the paradoxical nature of Moore-type statements is the fact that to say that p is to 
express one's belief that p. Thus, that the queemess of CKAs isn't restricted to self-
attributions would be a problem for my view only if my account of the pragmatic nature of 
their puzzling character referred exclusively to the fact that sincere assertions are expressions 
of belief, and it does not. 

•""Granted, I've added emphases, but so much the better in my view: philosophers pay too 
little attention to what speakers actually do with words. Is the use of stress in the imagined 
utterance supposed to render the example suspect? 
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the M/ireversed CKA as semantically confused than she previously might have been. 

The same point can be made with regard to third-person CKAs: "It's of course 

possible that they're wrong, but they know that p" sounds a lot less 'paradoxical' than the 

unreversed sentence. Here, as in first-person case, what the speaker is doing ~ presenting 

information in a particular order, using stress selectively, etc. ~ tips us off to how to make 

sense of what he's trying to communicate. And that we're able make sense of the speaker's 

communicative intentions in such a case shows that the queemess wasn't semantic in the first 

place. To drive this point home, consider again Sosa's suggestion that "5 knows that p" 

typically conveys that there's no need for investigation. And now consider, "They know that 

p, but they need to investigate further". Here's one way in which to see that this sentence 

isn't semantically confused: suppose that those to whom the speaker is referring do know 

that p-, yet, if the stakes are very high (as in DeRose's Bank Case), it will be important for 

the subjects to have more than mere knowledge — they need to be certain, they need to know 

that they know. And so they may need to investigate further. 

Of course, this example only makes sense if we reject the idea that knowing requires 

knowing that one knows ('the kk principle'). But recall that the argument I'm addressing 

here is supposed to proceed simply from the fact that CKAs sound so 'fimny', whereas the 

kk principle represents a substantive claim about the nature of knowledge. Which, in itself, 

is unobjectionable; but now the debate concerns the nature of knowledge, rather than the 

queemess of CKAs perse. 
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If the foregoing argument is correct, then not every 'contradictory sounding' claim 

(to use Cohen' s characterization) is evidence o fsemantic inconsistency. If we fail to bear this 

in mind, however, our theory of the semantics of knowledge attributions will be misguided. 

Such, I claim, is precisely what has happened in the case of David Lewis' most recent 

epistemic writings. For Lewis has crafted his most recent account of knowledge with the 

expressed intent of accommodating the fact that "overt, explicit fallibilism" [Lewis (1996), 

p. 550] "just sounds contradictory" \ibid., p. 549]. Given that it is doubtful that Lewis is 

alone in being thus motivated in giving his account of knowledge, it's worth taking the time 

to show why this motivation for being a (certain kind of) semantic contextualist is 

misguided. 

We encountered Lewis' most recent formulation of a semantic theory meant to 

accommodate this phenomenon earlier in this chapter (in Section IH, above). And we saw 

that Lewis himself favors a sort of //ifallibilism with respect to knowledge: 

Subject S knows proposition P iff P holds in every possibility left 
uneliminated by 5's evidence; equivalently, iff S's evidence eliminates every 
possibility in which not-P. \ibid., p. 551] 

And again, in a formulation which makes more obvious Lewis' strategy of restricting the 

scope of the "every" here: 

S knows that P iff S's evidence eliminates every possibility in which not-P ~ 
Psst! — except for those possibilities that we are properly ignoring. That 
'psst' marks an attempt to do the impossible ~ to mention that which remains 
unmentioned. [ibid., p. 566] 

What leads Lewis to propose a view such that to try to state it is to try to do the 

impossible? Well, Lewis is convinced that — giving "every" the broadest scope possible, for 
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the moment ~ knowing that p doesn't require believing that p on the basis of evidence that 

rules out every scenario in which not-p. So there's a strand to Lewis' thinking which he 

shares with the RA theorist. The trouble is, however (as Lewis sees it anyway), that RA 

accounts ofknowledge render knowledge fallible. (One needn't eliminate all the alternatives 

to the proposition said to be known, only the relevant ones, and one of the nonrelevant 

alternatives might in fact be the way things are.) But Lewis thinks that falltbilism ~ or, at 

least, "overt, explicit fallibilism" ~ sounds wrong: 

If you claim that S knows that P, and yet you grant that S cannot eliminate a 
certain possibility in which not-P, it certainly seems as if you have granted 
that S does not after all know that P. To speak of fallible knowledge, of 
knowledge despite uneliminated possibilities of error, just sounds 
contradictory, [ibid., p. 549] 

If you are a contented fallibilist, I implore you to be honest, be naive, hear it 
afresh. 'He knows, yet he has not eliminated all possibilities of error.' Even 
if you've numbed your ears, doesn't this overt, explicit fallibilism still sound 
wrong? [ibid., p. 550] 

So what leads Lewis to reject "overt, explicit fallibilism" is simply the very same 

queemess of concessive knowledge attributions which we have been discussing. And we can 

now see why, while Lewis seems to be on to something here, the phenomenon in question 

hardly ought to push us into accepting either infallibilism or any particular semantic theory. 

To speak of fallible knowledge -- or, rather, to utter a concessive knowledge attribution ~ 

does sound contradictory. But that is not because "knowledge is, by definition, infallible 

knowledge" [ibid., p. 566]. Rather, it is because, as we saw above, a concessive knowledge 

attribution imparts contradictory propositions. So, pace Lewis, mentioning theretofore 

unmentioned possibilities doesn't make knowledge disappear; it simply changes the 
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conversational score in such a way as to affect what will thereafter be imparted by a claim 

that S knows that p. And when one both says that S knows that p and mentions a theretofore 

unmentioned possibility in which not-p, one does end up saying something that sounds 

wrong or crazy. But this craziness and contradictoriness don't have their source in the 

semantics of "know(s)" — they're the result of one's imparting propositions both of which 

cannot be true/^ 

Finally, note (once again^) the bearing that the result of this section has upon the 

pragmatic contextualist's treatment of SA in particular. The pragmatic contextualist ~ or, at 

any rate, the pragmatic theorist who endorses sophisticated Mooreaniam - denies P1. "But," 

it might be objected, "if it is because 'I know that I'm not a BIV' would impart that the 

speaker can tell that he/she isn't a BFV, why doesn't he/she simply say, 'I know that I'm a 

BIV, but I can't tell whether I'm not'?" Well, we now have an answer available to us: the 

utterance in question is a concessive knowledge claim. And we've just finished discussing 

why ~ even if they are uttered by a person with a clear mind and the best of intentions — 

^^Cf. Austin (writing fifty years prior to Lewis); "'When you know you can't be wrong' 
is perfectly good sense. You are prohibited from saying 'I know it is so, but I may be wrong', 
just as you are prohibited from saying 'I promise I will, but I may fail'. If you are aware you 
may be mistaken, you ought not to say you know, just as, if you are aware you may break 
your word, you have no business to promise. But of course, being aware that you may be 
mistaken doesn't mean merely being aware that you are a fallible human being: it means you 
must have some concrete reason to suppose that you may be mistaken in this case....It is 
naturally always possible ('humanly' possible) that I may be mistaken or may break my 
word, but that by itself is no bar against using the expressions 'I know' and 'I promise' as 
we do in fact use them'" [(1946), p. 98]. 

•^his retraces, to some extent, the discussion of Section HI. 
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these are bound to sound queer. No wonder, then, if speakers confronted with S A don't opt 

simply for speaking the literal truth — viz., that given by the relevant concessive knowledge 

attribution. 

Which brings us, once again, to the question of why we should suppose that PI is 

false, as I've claimed. It's time for me to face this question head on. 

V. The Rationale for Rejecting PI: Outline of a Theory of Knowledge: 

Up to this point, I've gone out of my way to remain neutral regarding the meaning, 

or the proper analysis, of "knowledge". To a certain extent, such ecumenicalism is justified 

by my pragmatic orientation: unlike the semantic contextualist and qua pragmatic 

contextualist I'm not trying to give an account of prepositional knowledge and/or of the 

semantics of knowledge attributions. Nevertheless, precisely because I want to regard the 

first premise of S A as false, I've got to say something in defence of the thought that I know 

that I'm not a BFV. 

Well, there is the line of argument against PI represented by the following anti-

sceptical variant of SA: 

(SA*) P1 *. I know that I have hands. 

P2*. If I know that I have hands, then I know that I'm not a BIV. 

So, C*. I know that I'm not a BIV. 

Granted, SA* isn't going to convince anyone that C* (=not-Pl) is true if they're aheady 

persuaded that I don't know I'm not a BIV. But it is, I think, a sound argument. Or, at any 
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rate, I think that SA* ought to seem sound to anyone who hasn't ateady been persuaded that 

PI is true. So does SA* simply beg the question against the sceptic? Yes and no. SA*'s two 

premises could be questioned; and I haven't proven that they're both true. Nonetheless, in 

the previous Chapter I argued that EC, upon which P2* rests, is extremely plausible. And not 

even the sceptic denies that it's eminently plausible, something we all believe, that I know 

that I have hands. ~ That, after all, is why SA's conclusion is supposed to be so troubling. 

Now, this might all seem to be too true to be good; for one thing, S A* fails to explain 

why anyone would ever be led to think that PI (=not-C*) in the first place! I agree. But 

notice the following: if we (folk) did take it to be obvious that PI is true ~ that is, that I can't 

know that I'm not a BIV — then we should find the foregoing non-sceptical variant of SA 

unconvincing-, we'd be suspicious of the argument. But we — or, at least, the untutored — are 

not. As it's stated, SA* looks like a.good argument; and if C* looks 'funny', maybe that's 

simply because we think sceptical hypotheses are bizarre and out-of-the-ordinary. What all 

of this suggests — I do not say shows — is that PI isn't as intuitively plausible as some (e.g., 

DeRose) have made it out to be. I don't deny that some philosophers, and even some of the 

folk, really do think that PI is true. But I think that the (seeming) efficacy of SA* ought to 

make us wonder whether such individuals haven't thought themselves into thinking that PI 

is true.^^ For, to repeat: if our concept of knowledge really were such that one couldn't know 

(e.g.) that one isn't a BIV, then SA*, and C* in particular, would strike us as just as puzzling 

•'^Looking ahead, that and how such people think themselves into believing PI is 
addressed in the next section. 
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as S A; but of course it doesn't. 

There are those, however, who would dispute this line of thinking, and who would 

claim that if we regard SA* as sound, that's just because we haven't thought long and 

carefully enough about it. So even if SA* is taken to indicate that there's some presumption 

in favor of the thought that I know that I'm not a BIV, I need to show that the reasoning 

behind PI is not, in fact, inescapable. 

Why would someone deny that I know that I'm not a BIV? The answer which 

immediately suggests itself, as we saw previously, is that I can't /don't know this because 

I can't "tell" whether I'm a BIV, since by hypothesis there is nothing in my experience which 

would be affected by the truth of the BIV hypothesis. McGirm, as we saw in Section II, is 

among those who endorse the thought that 'being able to tell' is required for knowledge: 

"The following seems an intuitively correct principle: one can know that p only if one can 

tell whether p --I can know that (e.g.) it is raining outside only if I can tell whether it is 

raining outside" [McGiim(1984), p. 543]. Notice, however, that it's not immediately obvious 

just what "being able to tell (whether p)" is supposed to amount to. Not that this is 

surprising; after all, I take it that McGinn for example sees himself as merely marshaling 

some unrefined, pretheoretic judgment regarding what's required for knowledge. Still, we 

need to get a clearer idea of what the ability to tell involves if we're to decide whether such 

an ability really is a prerequisite for knowing. 

'Being able to tell' is actually one among a cluster of closely related notions which 

have been offered as being necessary for knowledge. These ideas include: that one's belief 
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that p must be 'sensitive'; that the subject has the ability to 'track the truth'; that one have 

certain discriminative capacities; that one believe that p on the basis of evidence that 

excludes (certain) not-p possibilities; that the subject has/can rule out any not-/? situation 

which would (nonetheless) be indiscemable from p [cf. Travis (1989)]; that certain 

subjunctive conditionals are true of the subject; and that the subject be in a good epistemic 

position with respect to p. These are all, to repeat, closely related ~ though not (always) 

equivalent — notions. But let's start with the notion of sensitivity of belief; for we 

encountered that idea previously in our discussion of DeRose's semantic theory. 

According to DeRose, recall, a belief that p is sensitive just in case one wouldn't 

believe that p if not-/? were the case. So "[l]et's say that S's belief that P is insensitive if[f]"*^ 

S would believe that P if P were false" [DeRose (1995), p. 18]. Thus, the requirement for 

knowledge under consideration becomes: S doesn't know that p unless 5's belief that p is 

sensitive. And so we come, as we saw previously, to one reason for thinking that P1 is true: 

I don't know that I'm not a BIV because my belief that I'm not is insensitive ~ I'd believe 

that I wasn't a BIV even if I were. I believe that this requirement, which is inspired by 

Nozick's (1981) 'truth-tracking' account of knowledge,"*^"'® does help to explain the 

plausibility of P1; for my belief that I'm not a BIV is insensitive, and there does seem to be 

•*®Once again, I'm pretty sure that DeRose actually intends the biconditional here. 

•"'And, in particular, by Nozick's third condition on knowing: "(3) If/? weren't true, S 
wouldn't believe that /?" [Nozick (1981), p. 172]. 

''^Though perhaps it would be just as accurate to say that Nozick's account is inspired by 
the intuition that knowledge requires sensitive belief. 
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some intuitive backing for the sensitivity requirement. 

However, we have good reason for wanting to reject the thought that knowledge 

requires sensitive belief (i.e., that sensitive belief is an invariantistic requirement on 

knowledge). For there are cases of what certainly seems to be knowledge in which the 

subject's belief is patently msensitive. Consider, for example, a case introduced by Nozick 

himself: 

A grandmother sees her grandson is well when he comes to visit; but if he 
were sick or dead, others would tell him he was well to spare her upset. Yet 
this doesn't mean she doesn't know he is well (or at least ambulatory) when 
she sees him. [Nozick (1981), p. 179] 

Of course, those familiar with Nozick's account of knowledge will remember that he takes 

this example to point up the need to refine his third condition [see note #47]. Thus, he is led 

to reformulate the sensitivity requirement as follows: 

If p weren't true and S were to use M to arrive at a belief whether (or not) p, 
then S wouldn't believe, via M, that p. [ibid.] 

But notice that the mere need to modify the sensitivity requirement shows that we do not take 

bare sensitive belief to be a condition on knowing. That is, we don't require that S not 

believe that p in every not-p situation. Nozick's modified sensitivity requirement, e.g., tells 

us that 5's belief must be sensitive only so long as it's acquired via the method S has actually 

used. Worlds in which the grandson is gravely ill though the grandmother believes that he 

is well because she's an eternal optimist, or because her psychic advisor told her so, e.g., 

don't satisfy the antecedent of Nozick's modified conditional; so, that the grandmother's 

belief is insensitive across such not-p worlds poses no obstacle to her knowing that her 
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grandson is well/' 

It seems, then, that it is not a requirement on knowing that one wouldn't believe that 

p if not-/?. At most, what's required is that one not believe that p in a certain range of not-/? 

situations. This, in effect, is how DeRose explicates the notion of sensitivity: 

...one's belief should not only be true, not should be nonaccidentally true, 
where this requires one's belief as to whether? is true to match the fact of the 
matter at nearby vvor/i/5....If the truth-tracking of one's belief as to whether 
P extends far enough from actuality to reach the closest not-P worlds, then 
one doesn't believe that P in those closest not-P worlds, and one's belief that 
P is sensitive. But how far from actuality must truth-tracking reach...to make 
one's belief that P sensitive? That, of course, depends on how distant from 
actuality the closest not-P worlds are. [DeRose (1995), p. 34; italics added]^° 

Thus, having recognized that bare sensitivity of belief is not required for knowing, 

we are led to the view that, at most, knowing that p requires that one not believe that p in the 

"closest" not-/? worlds. We're very close, at this point, to seeing how the sensitivity 

requirement converges with some other members of the family of thoughts mentioned at the 

outset of this Section, and we'll see how this is so in a moment. But before we do so, we 

should note the following: First, even if the sensitivity requirement (SR) ~ the thought that 

you don't know that p if you'd beheve that p if/? were false ~ is the line of thinking behind 

PI, though this helps to explain why many find PI so plausible (the sensitivity requirement 

•"'Though I've mentioned only Nozdck's grandmother case here, he himself discusses 
others [(1981), pp. 179ff.]. And Cohen (1998) gives a number of examples further 
illustrating how insensitive belief is compatible with knowing. 

^®Bear in mind too that, as we saw in the previous chapter, even thus relativized to 
sensitivity-in-the-nearest-not-/7-worlds, the sensitivity requirement isn't something that 
DeRose takes to be exceptionless. 
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"needn't be exceptionless to be explanatory" [DeRose (1995), pp. 22-23]), it's not something 

we have to buy into. For we've reason to think that sensitivity of belief is not a condition on 

any and ail cases of knowledge. At most, it is DeRose's modified sensitivity requirement 

(MSR) ~ that is, the thought that to know thatp you must not believe that p in the closest 

not-p worlds -- that gives us good reason to assert PI. 

But should we think that the modified sensitivity requirement actually is a condition 

on knowing? (If it were, of course, then PI is true: in the closest world in which I'm a BIV, 

I [still] believe that I'm not.) I don't think so. Here, at least, is a prime facie argument for 

why we should not: we are at least as certain — indeed, much more certain — that we can 

(each) know whether we have hands as we are that the modified sensitivity requirement is 

a necessary condition on knowing; so no argument from the latter idea can or should be taken 

to establish that we don't know whether we have hands. Therefore, since SA is valid, given 

that P2 is true, and given that the modified sensitivity requirement would therefore give us 

the result that we don't know whether we have hands, we ought to reject it as an 

exceptionless requirement on knowing.^'*" (This is connected with one fiorther reason for 

thinking that the modified sensitivity requirement isn't a part of our concept of knowledge; 

^'This does not mean that we ought to reject it altogether. To the extent that this 
requirement is something we find intuitively plausible, it helps to explain why we find PI 
so plausible. But, for reasons I'm about to give, I don't think this requirement can be what's 
really behind that thought that I don't know I'm not a BIV. 

^"Doesn't the Moorean argument strategy of this paragraph just beg the question against 
the sceptic? Yes and no. I return (albeit briefly) to the question of whether and how far my 
response to SA, as a whole, is question-begging in the conclusion to this chapter. 
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we'll encounter this at the end of the present section.) 

Secondly, though, we have to ask whether it's really plausible to suppose that it's this 

modified sensitivity requirement which makes PI seem so right. For consider the sceptical 

hypothesis that I'm a BIV', a BIV' being just like a BIV except that it lacks auditory 

sensations: 

Now I certainly believe that I'm not a BIV', and my belief that I'm not a 
BIV' is insensitive: if I were a BIV', I'd still believe that I wasn't. But it's 
obvious that I know that I'm not a BIV', for I know that I'm having auditory 
sensations and that I wouldn't if I were a BIV'. [Schiffer (1996), p. 331] 

Of course, some might question whether Schiffer is really entitled to be so sure that he is 

having auditory sensations. But I think the following point does hold: the belief that I'm not 

a BIV is no less insensitive than is the belief that I'm not a BIV; but we're much more 

inclined to think that we can know that we're not BFV's than that we're not BIVs; so the 

modified sensitivity requirement, on its own, can't be what gets people believing Pl.^^ 

Here is another way of coming to appreciate this point: if the modified sensitivity 

requirement is what leads people to accept P1, why does C*(=not-PI) strike us as true when 

it's presented as the conclusion of SA*? Surely, if the modified sensitivity requirement is a 

general requirement on knowledge, we ought to be just as ready to deny C* as were are to 

accept PI. But we aren't. Ergo, I once again suggest, it is implausible to think that it's the 

^^This is, if anything, even clearer in the following case of a sceptical hypothesis that 
doesn't get us worried: perhaps "I'm an intelligent dog who's always incorrectly thinking 
that I have hands" [DeRose (1995), p. 22]. I would persist in believing that I am not such an 
intelligent yet deluded dog even in the closest world in which / am. So this belief doesn't 
satisfy MSR. But this doesn't prevent us firom thinking we know that this hypothesis is false. 
(Quite the contrary!) 
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modified sensitivity requirement which actually gets people believing PI. 

So, what does get people thinking that PI is true? I'll offer my preferred diagnosis 

of this in the next Section. But first I want to sketch an account of knowledge which gives 

us some positive reason for denying PI. (SA*, above, gives us a reason for doing this, but 

it's not based on a particular account of knowledge.) After all, my giving such an account 

seems only fair; for I've contented myself up to this point with criticizing others' claims 

regarding knowledge. But having this account before us will also, I think, help us to see why 

PI ought to be rejected. 

As already noted, DeRose's modified sensitivity requirement is closely related to 

other requirements on, and/or analyses of, knowledge which have been proposed. In 

particular, this requirement is a close cousin of the relevant alternatives (RA) analysis of 

knowledge. For while DeRose thinks that a true belief that p fails to be knowledge if one 

would believe that p in the closest not-/? world, on one version of the RA theory, 

a true belief fails to be knowledge if there are any relevant alternative 
situations in which the proposition p would be false, but the process used 
would cause S to believe p anyway. If there are any such relevant 
alternatives, then the utilized process caimot discriminate the truth of p from 
them; so S does not know. [Goldman (1986), p. 46; cf. Goldman (1976)] 

Now I think that, thus stated, the RA approach is about as good as any other of which 

I'm aware. But, of course, as stated the view is incomplete; for it's obvious that the RA 

theorist needs an account of relevance if his/her account is to be robust enough to be 

interesting. As we saw back in Chapter 2, RA theorists have differed in the accounts of 
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relevance they present. For present purposes, though, it suffices to note that contextualists 

(of which I am one) — or, more specifically, advocates of a hybrid RA theory — will tend to 

favor an account of relevance whereby it is the psychology of the speaker^"* which determines 

relevance. For that is j ust what contextuah'sts ought to mean by "context". Contextualists will 

differ, however, over whether the bearing of context upon relevance, and thus upon the 

correctness of instances of the "J"- and "K"-schemas, is essentially semantic or pragmatic. 

I, of course, favor going the latter route. But it will help us get a sense of the geography of 

the space of possible positions here if we look briefly at what a semantic contextualist's RA 

account of knowledge is supposed to look like. 

The semantic contextualist with RA leanings begins, naturally enough, with the idea 

at the heart of the RA account: S knows that p iff 5" believes that p truly and the actual state 

of affairs in which p is true is distinguishable or discriminable by S firom the relevant 

possible states of affairs in which p is false.^^ Next, the semantic contextualist will say that 

context is the determinant of relevance. But now all we need suppose is that there are, or will 

be, shifts in context — a harmless enough supposition if we're using "context" 

loosely/broadly ~ and we get the strong semantic thesis, which I claimed in Chapter 3 to be 

a hallmark of the semantic contextualist's approach. For take a knowledge attribution — "I 

know that the Red Wings won last night", for example. In quotidian contexts, the relevant 

^^Or of the speaker qua member of some larger social group. 

^^This isn't intended to be anything more than a rough and ready formulation of the idea 
at the heart of the RA approach. But it is precise and accurate enough for present purposes. 
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alternatives might be (because they are what the attributor has in mind) that I misheard the 

sports announcer's report on the game, or that there was a slip-up with the SportsCenter 

graphics; and so long as I'm able to eliminate such counterpossibilities, I'll know what I 

claim to know. But now, take the same proposition, the same evidence, the same subject, 

etc., with a question arising as to whether, having just come from hearing a lectiffe on 

Descartes' First Meditation, I know that the Red Wings won last night. Since I can't 

eliminate the possibility that I'm being deceived by an evil genius, here I don't know what 

I claim to know. 

What are we to make of this? Well, by the pragmatic contextualist's lights, this 

imagined semantic contextualist's version of the RA approach is implausible. The pragmatic 

contextualist endorses only the weak semantic thesis, whereby context makes some 

contribution to semantics; according to the pragmatic theorist, the principal contribution of 

context is pragmatic. So, whereas the semantic contextualist's version of the RA approach 

sees shifts in context effecting shifts in the meaning of what is saidcn^c thus changes in 

the tmth-conditions of the attribution in question), the pragmatic contextualist's version of 

the RA approach sees shifts in context as effecting, at most, shifts in what proposition is 

pragmatically imparted by a given utterance of a sentence of the form "5 knows that p".^^ 

Of course, this doesn't mean that the pragmatic contextualist sees the meaning ofknowledge 

attributions as being utterly independent of context (the psychology of speakers); for, again. 

"My putting the point in the singular here oughta't to mislead: again, an utterance will 
often pragmatically impart a number of propositions. 
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he endorses the weak semantic thesis. So the pragmatic contextualist can get a contextual 

determination of relevance, and thus of what the semantics of knowledge attributions is. 

However, it is only when "context" is construed in very broad terms, as referring to the 

psychology of the speaker qua normal (English speaking) human, that it affects semantics 

in this way." But when we do construe context in this way, it's apparent that it doesn't 

exhibit 'shifts' in any interesting way. 

What I am envisioning, then ~ and this is my suggestion as to how to fill in some of 

(i) and (ii), above (in Section II) is an RA theory according to which relevance is 

determined by context, but it's determined in such a way that the standard of relevance (like 

the psychology of the speaker qua normal human) is fairly invariant. So given that what we 

take relevance to be is going to affect the meaning of "know(s)" and the attributions in which 

it occurs, I'm advocating an invariantistic RA semantics.^^ Among extant epistemic theories, 

then, the view I'm developing here bears a certain resemblance to the normal worlds 

^'This is all, of course, (more or less) simply a restatement of part of my discussion in 
Chapter 3, Section VI. 

^^Notice, though, that (in the terminology introduced in Chapter 2) I'm not simply taking 
Dretske's 'objectivist' line, whereby the relevant altematives are depends upon "the kind of 
possibilities that actually exist in the objective situation" [Dretske (1981a), p. 377; cf. his 
(1981b), p. 131]. Part of what attracts Dretske (and others) to this conception of relevance 
is that it's nonrelativistic; or, in my terms, it promises to give us an invariantistic semantics. 
But Dretske et al. let this lead them to adopt an 'objectivist' conception of relevance because, 
in part, they think that conceiving of context along psychological lines is going to land them 
with the unacceptable result that what "know(s)" (e.g.) means is going to shift with context. 
But what I've just shown is that this is so only if we take context to be a psychological notion 
and take context thus construed fairly narrowly. On the view I'm describing here, no 
relativistic or noninvariantistic results ensue. 
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(reliabilist) account of epistemic justification [see Goldman (1986), pp. 107-109 &. 113]." 

For just as, according to normal worlds reliabilism, "the meaning of the term 'justified'...is 

fixed by certain things we presume about the world, whether we are right or not" [ibid., p. 

108], what the relevant alternatives are on the present view will be fixed by what we 

(normal, English-speaking^ humans) believe to be the likely/relevant counter-possibilities 

to what the subject is said to know.®' ®^ 

If we want to put what is essentially the same point in non-RA-theory terms, we 

could say the following: That we are not BIVs is a presupposition of both our thinking and 

our linguistic exchanges. This is not, of course, because we spend time thinking about and 

"Although, as just noted, Goldman introduces normal worlds reliabilism as an account 
of epistemic justification, whereas I'm outlining a theory of knowledge. 

"'I include the qualifier "English-speaking" only because we're talking about a term in 
the English language, and not because I think that non-English speakers have a markedly 
different psychology in this respect. 

^'My view also closely resembles the RA theory described by Goldman in his (1992), but 
with these differences: first, Goldman there suggests that 'context' ought to be conceived 
along both psychological and linguistic lines [see (1992), pp. 145-147, e.g.], whereas my 
conception of context is strictly psychological; second, Goldman's (1992) invokes the device 
of attributors' having a list of epistemic 'virtues' and 'vices' which guide them in making 
epistemic judgments, and while this idea is compatible with the view I'm presenting, I've 
not appealed to any such notion here. Finally, my view approximates that of Ackerman, 
according to whom "a person can be said to know when he can eliminate relevant 
nonmetaphysical objections" [Ackerman (1972), p. 80]. (What Ackerman calls 
'metaphysical' objections are, roughly, sceptical hypotheses for which there is no concrete 
evidence [ibid., p. 65]. Because I'm unsure both of what Ackerman takes to be the standard 
of relevance and of what he means by 'eliminate' and 'objections', I can't say how far, 
exactly, I agree with his view.) 

"Note that it is far fi-om obvious that this way of dealing with the question of relevance 
will fall prey to the complaint that this notion is ad hoc [cf Goldman (1992), p. 145]. 
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then rejecting the possibility that such sceptical hypotheses obtain. Rather, it is because we 

presume such things as that our senses (and other faculties) are not fallacious" that we're 

committed to the denial of PI. Philosophers of language and linguists have sometimes 

invoked just this idea ~ namely, that of presupposition — in the attempt to capture the idea 

that certain shared beliefs, though the propositions in question may never actually be 

asserted, are part of the shared (credal") background against which linguistic exchanges take 

place." The presuppositions themselves, however, are not merely attitudes we 'take on' in 

order to communicate successfully. They — or at least those I mean to be referring to here ~ 

are cognitive 'ground rules' as well. Put in Wittgensteinian terms, they are part of the 

'framework' within which doubts are raised (the 'hinges' on which doubts tum).^ 

"This, of course, is just one of Thomas Reid's "First Principles of Contingent Truths": 
^'That the natural faculties, by which we distinguish truth Jrom error are not fallacious" 
[Reid (1895/1967), p. 447]. Notice that these principles are, for Raid, principles of common 
sense-, in my terms, the belief in these principles are invariant features of'context' construed 
broadly — they are features/beliefs of all normal (English-speaking [see note #60]) humans 
which describe the outer bounds of what sorts of alternatives are to be considered relevant. 

"I pass over here the question of how far this background might involve 'practices' as 
a, or even the, fundamental constituent. See, e.g., Alston (1989). 

"See, e.g., Horn (1996) and Stalnaker (1992). (As Bach and Hamish [(1979), pp. 155-
165] point out, however, theorists differ in what exactly they take 'presupposition' to 
involve. But this dispute does not cast light upon the present discussion. Notice too that Stine 
invokes Stalnaker's notion of pragmatic presupposition in her (1976), pp. 255-256, in 
discussing the RA approach; but it seems to me that she's putting that idea to different use 
that what I intend.) 

®^his is one of the major themes of On Certainty (1969) (as well as of several of 
Wittgenstein's lesser known later writings). The passages in which this idea is invoked are 
too numerous to list, but see, for example, paragraphs 83, 88, 94, 95, 96,99, 116, 136. (As 
Searle himself acknowledges, his notion of "The Background" [see his (1980) & (1992)] is 
quite Wittgensteinian.) 
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Before continuing, I want to reiterate and emphasize the following point about what 

the view just sketched does and does not imply. The view just sketched does not have the 

consequence that shifts in context (where 'context' is taken narrowly) will affect what counts 

as a relevant alternative (where 'relevance' is taken to be part of the semantics of "know(s)"); 

so it's no part of my view that the meaning and/or the truth conditions of, say, "I know that 

I have hands" will shift, depending upon what the speaker on a given occasion has in mind 

as the 'relevant/salient' counter-possibilities. Nonetheless, what possibilities the parties in 

a given epistemic situation are considering aren't altogether //relevant ~ they're irrelevant 

to strictly semantic issues, but they do somehow matter. So let us reserve the term "relevant" 

for those counter-possibilities which must be eliminated if 5 is to know thatp, and thus if "5" 

knows that is to be true. And let us use the term "salient" to pick out the counter-

possibilities which the parties in a given epistemic situation 'have in mind'. (Obviously, not 

all the relevant alternatives will be salient ones, in a given situation; and not all salient 

alternatives will be relevant.") 

With the distinction between salience and relevance in hand, we can restate the view 

I'm advancing as follows. According to the pragmatic contextualist (with RA leanings). 

"Why not? Because the not-p possibilities that a given speaker on a given occasion has 
in mind will often not fairly represent which alternatives he would be considering qua 
normal human. Thus, e.g., / may regard the BIV hypothesis as a competitor to my having 
hands because I've just read Putnam; but that is merely an accident of my particular 
circumstances on the occasion in question — typically, no such counter-possibility would 
even enter my head. (This is simply an instance of the more general point that individuals, 
at any given time, can be more or less representative of the classes to which they belong, 
since some of their properties are irrelevant to their membership in those classes.) 
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though only what the relevant alternatives are bears upon the meaning of what is said^^^ in 

saying, "5" knows that p", what the salient alternatives happen to be — what doubts are being 

considered, which alternatives to p are 'in the air' - is going to affect what such an utterance 

pragmatically imparts. But just because the salient alternatives and the relevant alternatives 

don't have to be (and often won't be) the same, we can end up with a situation in which the 

proposition expressed and the proposition pragmatically imparted by "5 knows thatp" will 

differ in both meaning and truth value. Such, as we saw, is the case with respect to each of 

the examples discussed in Section n, and with regard to the first premise of SA. 

Notice that the foregoing account gives us an explanation both of why the modified 

sensitivity requirement (MSR) seems to be so plausible and why it cannot be an 

exceptionless requirement. This rule, recall, was just that for S to know that pS's belief that 

p must be sensitive ~ it must be the case that, in the closest not-/? world, S wouldn't believe 

that p. And, I think, when we're considering ordinary, everyday knowledge attributions, this 

modified rule might well be correct: I don't know that the Red Wings won last night if I'd 

still believe this had they lost, but my (sole, unreliable) source of that bit of (mis)information 

misreported the result of the game; I don't know that I have hands if I'd (still) believe that 

I did even had I lost them in a shark attack; I don't knov/ that those animals are zebras if I'd 

(still) think they were even if they were actually gnus; etc. But notice that all the 

counterfactual worlds just mentioned are fairly close (we think) to the actual world. That is, 

the counter-possibilities are all ones which we take to be more or less likely, given the way 

we take the world to be. We may be in the realm of the counter-factual here, but we're still 



245 

close to home and within the bounds of the famiUar. 

But what of the possibiUty that we are all BlVs? The modified sensitivity requirement 

says that no belief to the effect that we're not BIVs could count as knowledge. According 

to the view I've just outlined, however, this result only goes to show that this requirement 

has a limited sphere of proper application. For the closest not-p world here is very remote. 

Or so we all believe. (Even the sceptic doesn't deny that we're all certain that we're not in 

fact BIVs.) But on the present account what we all believe is what fixes the bounds of what's 

relevant, and so while it might on certain occasions (e.g., when we're considering SA) be 

salient, the possibility that we're BIVs simply isn't relevant. So our being unable to 

eliminate the possibility that we're BFVs is no barrier to our knowing that we're not.^ Our 

concept of knowledge is, unsurprisingly, 'built' for this, the actual world, and what we take 

the likely this-worldly sources of ignorance to be. Where the proponent of the modified 

sensitivity rule goes wrong is in failing to appreciate this fact.®' And it is only if we ignore 

this fact or regard it as unimportant that we'll be led to adopt Schiffer's "unhappy-face 

solution" to SA: viz., that "our concept of knowledge has a deep-seated incoherence" 

[Schiffer(l996), pp. 329-330]. 

But even if this is all correct, while it might shore up the reasonableness of PI, it 

®®So we might propose the following doubly modified sensitivity requirement (DMSR): 
S doesn't know that p if S beUeves that p in any not-/? world(s) which conforms to our 
general beliefs about the way the actual world is. (More on this presently.) 

®'So I agree with Todd: "Epistemology is, or ought to be, concerned primarily with human 
knowledge in this actual, empirically given world" [(1996), p. 97]. 
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hardly advances our understanding of what makes PI so plausible. Thus, at most, I've 

completed only half of the task described at the outset of this chapter — that of saying which 

of the set of independently plausible propositions we ought to reject, and why. Now, it 

remains to diagnose why it is that PI has seemed to so many to be true. 

VI. Why is PI so Plausible? What's Really Driving SA: 

The first thing that ought to be pointed out here is that it actually isn't so clear that 

everyone familiar with a sceptical hypothesis such as that I am a BIV does regard it as 

straightforwardly true. My own experience (for what it's worth) is that those who are first 

encountering the 'puzzle' raised by the possibility that they're actually BIVs are just that ~ 

they're puzzled, they're not sure what to say, and they're not often immediately or easily 

convinced that they don't know that they're not BIVs. This is shown by the fact that a -- the? 

— typical reaction of an undergraduate philosophy student is something like the following: 

"Well, I guess I don't know that I'm not a BIV." And such a use of stress is not insignificant 

[cf Bach and Hamish (1979), pp. 66-69, Grice (1989), pp. 50-53] ~ for instance, stress can 

affect and/or signal what the speaker means in saying what he/she does [see Grice (1989), 

p. 51 ]. With regard to the utterance in question, a speaker's saying'T guess I don't know I'm 

not a BIV" is natiu-ally taken to communicate (among other things) that the speaker takes 

hini/herself to be using "know" in some 'special' or extended sense. Or, more simply, it 

indicates that the speaker isn't altogether happy with the chosen way of putting things, and 

one natural explanation of why this is so is because the speaker isn't so sure what he/she's 



247 

saying is true. 

Not that everyone who finds PI plausible — or at least difficult to deny'" — exhibits 

some unease regarding its assertion. Certain philosophers, in particular, are only too happy 

to assert PI ~ they do think that PI is unqualifiedly true. But this is just to say that some of 

us are much more comfortable with PI than others. (And of course some, like me, think that 

PI is false.) What this shows is that we shouldn't insist that there is a single phenomenon to 

be explained in accounting for the plausibility of PI. For if it were the very same reasoning 

that led everyone who believes PI to accept it, we'd be hard put to explain why some find 

PI much more plausible than others. Not that this is a knock-down argument against the 

prospects for a univocal answer to the question, "What makes P1 so plausible?". It's just that 

I think we ought to keep an open mind about such things. And, in fact, I believe that there 

are principally two distinct but convergent accounts to be given of why, in spite of its falsity, 

people tend to find PI pretty plausible. 

Part A: A Conflation of What's Expressed and What's Imparted. The beginnings of 

the first of these accounts was given back in Section DI. There, I claimed that speakers' 

willingness to say that they don't know that they're not BIVs is due in part to the fact that 

they realize, however tacitly, that were they to say, instead, "I know that I'm not a BIV" 

(=not-Pl), they would be imparting a falsehood — to wit, "I'm in a good enough epistemic 

position with respect to the proposition that I'm not a BIV to be able to tell that I'm not" 

^"Notice that these aren't equivalent notions! 
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(=P*). So the speaker settles on PI as "the right (best) thing to say": he utters a falsehood 

(which he takes to be a falsehood — he's certain he's not a BIV) and conununicates thereby 

a highly salient truth (i.e., not-?*). Such was the sketch I gave back in Section HI. 

But none of this, really, helps to explain why anyone would find PI plausible. At 

most, the foregoing explains why folks would tend to say, "I (guess I) don't know I'm not 

a BIV". So it seems that the pragmatic contextualist — perhaps simply in virtue of being a 

pragmatic contextualist — cannot account for the intuition^' that PI is true. "After all," it 

might be said, "pragmatics deals with linguistic matters, but that PI seems true isn't a fact 

about language or language use. Therefore, there can't be any account of Pi's plausibility in 

solely pragmatic terms." But this simply isn't so; for pragmatics does involve psychology. 

(Compare: "Criminology can't give us any insights into the psychology of criminals; it's 

concerned only with the study of crimes themselves.") Nor am I, as it were, springing this 

on the reader. I've been stressing throughout this Chapter and the previous two how 

linguistic communication is more than merely a matter of words; in fact, I've accused the 

semantic contextualist, in effect, of having failed to see that in many respects linguistic 

communication is a psychological endeavor! 

Of course, that pragmatic theorizing involves or requires a certain amount of 

psychological theorizing doesn't itself help with the present task of explaining Pi's 

^'I've already put on record my reservations about speaking of "the" "(universal) 
intuition" that PI is "(clearly) true", so I won't continue to flag them in what follows. But 
bear in mind that when we're talking about "P1 's striking us as true" we should guard against 
lapsing into thinking that the data themselves are so clear. 
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plausibility. (I've already got an account that's partly psychological, but thus far it's only an 

account of why people say PI.) How the pragmatic theorist gets from people saying PI to 

their believing it is as follows: it is generally recognized that speakers aren't very good at ~ 

or better, perhaps, don't much care about ~ distinguishing what their utterances mean and 

what they (speakers) mean in uttering certain sentences', they're not very good at (/or don't 

much care about) distinguishing between what ih&y semantically express in saying "P" and 

what information they pragmatically impart thereby. 

Lest the reader think that this is implausible, consider first the fact that in Chapter 3 

we had to introduce some technical distinctions — between felicity and literal truth, between 

speaker meaning and linguistic meaning, between what is saidc^cc what is saidLoosc 

between expressing and communicating; and the reason these distinctions are technical is 

precisely because they don't occur in our everyday thought and speech. Rather, we naive 

speakers have locutions and concepts such as "what I said" and "that's correct" (said of an 

utterance) which blur the distinctions those who study language find it useful and even 

necessary to make. 

Moreover, there are lots of examples which make it clear that ordinary speakers ~ 

including you and I, most of the time! — pay no heed to any such distinctions. Take, for 

instance, the following sentence:^ 

(W?!) "There's a table in front of me, and I don't believe that there is a table 
in front of me." 

^Thanks are due to Marga Reimer for helping me out with this argument. 



250 

This sentence will strike most of us as crazy-sounding and paradoxical; in fact, it just 

plain contradictory.^ Notice, moreover, that it's not merely that the sentence W?! strikes us 

as bizarre; the very thought (we take to be) expressed by W?! seems crazy. After all, why on 

earth would the speaker say that there's a table in front of him if he didn't believe it? So if 

someone were to claim to believe that W?! is — or even could be — true, one^s first thought 

might well be, how could anyone believe that!? 

But whatever the 'paradox' here, it's not semantic. W?! is true just in case: (i) there 

is a table in front of the speaker, and (ii) the speaker does not believe that there is a table in 

front of him. And there's nothing in the least bit bizarre about thinking that (i) and (ii) could 

both be true — there are lots of facts, even terribly obvious ones, that a subject won't have 

any doxastic attitude towards.^"* So why does W?! (e.g.) sound so bizarre? Here's the 

diagnosis: The 'weirdness' of W?! derives from the fact that anyone uttering "There's a table 

in front of me" is naturally taken to communicate (i.a.) that he believes that there is a table 

in front of him — in saying this, the speaker as it were vouches for the truth of the proposition 

^^As might, e.g., "Of course John has three children — [in fact,] he has four", "John's new 
car is red; in fact, it's blue [too]", and "Mary and I are in love, but not with each other." [In 
his (1976), Hamish discusses examples such as these, as does Bach in many of his papers.] 
I've settled on W?!, however, because it so closely parallels the epistemic case. (More on this 
presently.) 

^^An invoking of the notion of'tacit' belief will be beside the point here. Suppose, while 
visiting friends, S walks into a dark and unfamiliar room; unbeknownst to S, there's a table 
right in front of him. At that time, I say, though S has no beliefs one way or the other, tacit 
or otherwise, about that table, the proposition expressed by W?! is true of S. 
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in question/^ So while "There's a table in front of me" semantically encodes the proposition 

that there is a table in front of the speaker (at the time of the utterance), a typical utterance 

of that sentence will, in addition, pragmatically impart the information that the speaker is 

confident, and therefore believes, that things are as he says. But, of course, "I don't believe 

it [that there's a table in front of me] (encodes and) imparts^® the contradictory of this. And 

the result, unsurprisingly, is that when W?! is uttered the 'total message' striking the ear of 

the typical hearer will sound just plain crazy. 

Of course, if I were to utter W?! in the presence of Kent Bach, say, he might have the 

conceptual wherewithal to sort out what's going on with W?!, and with me (I'm not crazy, 

I'm precocious; I'm not using W?!, I'm mentioning an example from a pragmatics class, etc). 

But to a non-philosopher of language, not just W?! but the thought it seems to express will 

seem crazy and contradictory. (In fact, precisely because they look to be self-contradictory, 

neither the thought nor the sentence will strike us as straightaway false ~ though that might, 

I suppose, be our 'considered opinion' on the matter.) Again, though, W?! the sentence isn't 

self-contradictory, though the thought which an utterance of it would naturally be taken 

communicate^ is. But for us non-sophisticates both the sentence and the putative beliefs ~ 

^^This of course falls out of the observation, made earlier (Section IV), that a commitment 
to justified true belief is carried by the conditions on sincere assertion. 

^^Remember: the very same information can be both encoded and imparted by a given 
utterance; in this sense, these notions are not in competition. ("Of course, typically the 
information semantically encoded by a sentence will be pragmatically imparted by utterances 
of the sentence. But the two notions may diverge and often do...." [Salmon (1986), p. 59].) 

^Or, equivalently, what we'd be naturally led to suppose the speaker thinks. 
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i.e., the speaker's both believing and not believing that there's a table in front of him ~ strike 

us as equally bizarre. From which it follows that we tend to confound speaker meaning and 

sentence meaning; we tend to confound what proposition is expressed by an utterance of "P" 

(or "W?!") and the proposition(s) imparted thereby. 

The foregoing is, in effect, the pragmatic account of how it can come about that 

people want not only not to say thatp, but how they come to believe thatp is false. And such 

is the case, I claim, with respect to PI. In Section in, above, we saw that "I know that I'm 

not a BIV" will impart (P*) "I'm in a good enough epistemic position to be able to tell that 

I'm not a BIV". But if it's true — and I think that the foregoing example shows that it is — 

that speakers confound the proposition expressed with the proposition communicated or 

imparted, then the falsity of P* does help to explain why people believe that PI is true. P* 

is plainly false,'® P* and not-Pl are confounded, so it seems that PI ~ not-not-Pl — must be 

true, however firmly convinced I am that I'm not a BIV. Hence my settling on, and believing, 

"I (guess) I don't know after all that I'm not a BIV."'' 

Notice also that the discussion of Section IV provides the pragmatic contextualist 

'®Or, at any rate, it certainly strikes just about everyone as false; see the caveat entered 
at note #23, above. 

''Another way of putting the present argimient is as follows: in confounding what a given 
knowledge claim semantically expresses with what an utterance thereof would pragmatically 
impart on a given occasion, speakers confound the salient alternatives with the relevant 
altematives; hence their reluctance to both say and believe not-Pl. In this way, even though 
the BIV hypothesis, e.g., is excluded from being a relevant {versus a salient) altemative, the 
view advanced here does "make the temptation of skepticism comprehensible" [Goldman 
(1976), p. 101]. 



253 

with an account of why speakers don't simply say, 

(P?!) "I know that I'm not a BIV, I just can't tell that I'm not." 

For again, this is just a concessive knowledge claim. And while it involves no semantic 

paradox {contra Lewis), it does pragmatically impart incompatible propositions. So P?! is 

just the epistemic counterpart, so to speak, of W?!; and the result of folks' confounding the 

proposition expressed and the proposition(s) imparted is the same as in the case of W?!: the 

very thought that I know that I'm a BIV even though I can't tell that I'm not will seem crazy, 

bizarre, and in the end false. (Hence, as we saw, Lewis' thinking that "knowledge is, by 

definition, infallible knowledge" [Lewis (1996), p. 566].) 

Now, if you find this part of explanation of why P1 seems so plausible unconvincing, 

I can only recommend that you take another look at W?! and ask yourself if it doesn't strike 

you as false (even though it isn't). Beyond this, there's not much more for me to say about 

why the pragmatic contextualist actually has rather plausible account of what leads at least 

some speakers into thinking that PI is true. In any case, rather than spending more time on 

the foregoing argument itself, I want to now to anticipate and respond to a pair of likely 

objections to it. 

Objection: You claim that naive speakers tend to confound the proposition 

semantically expressed by 'T" and the proposition(s) communicated by a given speaker's 

utterance thereof. But why not take the alleged conflation of what is expressed and what is 

imparted as showing that this is simply, as they say, a distinction without a difference? Isn't 
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the pragmatic contextualist's view too 'artful' to be an account of what's really going on 

when, for example, speakers assent to PI? 

Reply: For the purposes of ordinary, everyday linguistic communication, the 

distinction between what is expressed and what is imparted is 'a distinction without a 

difference' - it's a distinction which, for everyday purposes, is pretty much irrelevant! But 

this is hardly surprising. After all, I have at several points stressed that what is central in 

linguistic communication is speaker meaning and so what propositions the speaker imparts. 

Linguistic meaning (the propositions literally expressed) certainly play a role in linguistic 

communication; but that's because they are among the means by which speakers 

communicate their ideas and attitudes; these ideas and attitudes either (in literal usages) 

simply converge with the linguistic meanings of the utterances made, or (in non-literal 

usages) they are naturally derivable from linguistic meaning together with Grice's 

Cooperative Principle.®"'®' What is saidon^ isn't of any intrinsic interest to parties to a 

linguistic exchange; so it's hardly surprising that ordinary speakers wouldn't have occasion 

to distinguish between speaker meaning and linguistic meaning, or between the proposition 

^"1 should say that I don't mean to commit myself to the accuracy, completeness and 
nonredundancy of Grice's (1975) break-down of this Principle into various maxims. (Grice 
himself had doubts about that: see his (1989), pp. 368-372.) But the Cooperative Principle 
itself — or, rather, the claim that we try to conform to it ~ seems to me to be right. 

^'Salmon writes that pragmatically imparted information which goes beyond, or even 
against, what's semantically encoded "can often be of greater significance" [(1986), p. 59]. 
I'm inclined to say, however: pragmatically imparted information is always what is most 
significant; it's just that, once again (and as Salmon recognizes [ibidJ]), oftentimes what's 
imparted just is what's encoded. 
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expressed and the proposition imparted.®^ Nonetheless, among those who theorize about how 

linguistic communication proceeds, the drawing of distinctions such as these has proven 

helpful and even essential in coming to understand the phenomena. 

Objection:^ In the previous chapter, one of the weaknesses of DeRose^s brand of 

semantic contextualism was said to be that he accounts for the plausibility of SA only by 

adopting a certain error theory. For if DeRose's theory is correct, then contrary to what we 

all naturally suppose SA doesn't really conflict with our everyday knowledge claims after 

all: 

If the proposed [DeRosean contextualist] semantics were correct, then the 
extreme error theory would be needed to explain why we appear to have a 
paradox in the first place. But that error theory has no plausibility: speakers 
would know what they were saying if knowledge sentences were indexical 
in the way the Contextualist requires. [Schiffer (1996), p. 328] 

But how isn't the foregoing pragmatic account of Pi's plausibility just as badly off in this 

respect? 

Reply: Well, any attempt to solve the problem posed by SA is going to have some 

error theory as a part. After all, we've got three plausible but incompatible propositions here 

®"Here, I am responding in part to the complaint that literal meanings are really just an 
uninteresting theoretical artifact ~ merely a philosopher's invention. (I have heard this claim 
attributed to Francois Recanati, but as of this writing have been unable to find where 
Recanati actually says this in print.) 

^^This objection, and the reply I give, were encountered previously (Chapter 4, Section 
V). I rehearse them here for the sake of thoroughness, and to ensure that it is clear what, 
exactly, the relevant points are. 
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(PI, P2, and not-C); so something plausible has to go, and any solution must have it that 

we're wrong about something. Thus, faced with the puzzle raised by SA, the only way to 

avoid imputing error to someone or other is simply to stare the puzzle in the face and not 

propose a solution to it. So the mere fact that the pragmatic theorist makes use of an error 

theory is beside the point. 

That said, notice that Schiffer and I actually have two reasons for being dissatisfied 

with the error theory DeRose seems stuck with. First, it imputes too much error to speakers: 

if DeRose is right, we hardly ever know what it is we're saying. Second, as noted in Chapter 

4, the error it imputes is implausible: it is implausible that we're in the dark as to what our 

communicative intentions are, and if the relevant semantics has it that knowledge attributions 

are somehow indexical, e.g., upon being presented with it, we ought to recognize this fact 

as correct. 

Now, it seems to me that in neither of these respects is the error theory involved in 

my account of Pi's plausibility anywhere near as objectionable as DeRose's. First, though 

I've claimed that speakers confound linguistic meaning and speaker meaning, a better way 

of putting this might be to say that speakers mistakenly take linguistic meaningyusf to be a 

matter of speaker meaning; and the result is that speakers lack any interesting idea of 

strict(ly) linguistic meaning. But I do not think that speakers are in any way confiised about 

what they mean. (Thus, e.g., recall the discussion of DeRose's example of the two speakers 

'arguing' over whether Frank is "in the room" [Chapter 4, Section V].) The semantic 

contextualist, however, doesn't even have the distinction between speaker meaning and 
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linguistic meaning available to him; as I argued in Chapter 3, one of the things that drives 

DeRose, Cohen, Lewis and others to be semantic contextualists is that they fail to appreciate 

this distinction. So in suggesting that we're confused about what our words mean, the 

semantic contextualist effectively commits himself to our not even knowing what we mean. 

But that's a lot more error than I posit. 

Moreover, the idea that we're mistaken about what we mean — that is, about what our 

communicative intentions are — is a lot harder to swallow than the idea that we conflate 

speaker meaning and linguistic meaning — i.e., in particular, that we tend to read speakers' 

communicative intentions onto their words. After all, the mere fact that philosophers of 

language have bad to introduce the distinction between speaker meaning and linguistic 

meaning, for example, shows that it's not one which we tend ordinarily to make. By contrast, 

however, we've got no independent reason to think that we're systematically misled about 

what we mean. Indeed, the thought that we could be systematically mistaken about this 

strikes us as crazy. So the foregoing pragmatic account of Pi's plausibility does involve a 

certain error theory — of course it does; I think PI is false\ But that hardly means that my 

view is just as problematic on this count as is the semantic contextualist's. 

Part B: Two Tvpes of 'Telling': Knowing that One tCnows. While I think that the 

foregoing account of the source of Pi's plausibility is correct as far as it goes, I doubt that 

it's the whole story. For one thing, while the account of Pi's plausibility given in Part A 
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might plausibly apply to naive speakers confronting the hypothesis that they are BFVs for the 

first time, that account has the consequence that no one who's cognizant of the relevant 

distinctions — between salience and relevance, between speaker meaning and linguistic 

meaning, between what is imparted and what is expressed ~ is going to believe that PI is 

true. But I hardly want to commit myself to this claim. In fact, I think that there is another 

principal reason which leads certain people to endorse PI -- that is, not merely to say what 

PI says, but to believe it more or less whole-heartedly. 

Before saying what the second source of P1 's plausibility is, however, I ought to point 

out that, unlike what has been given in Part A, it is not informed by peculiarly pragmatic 

considerations. (Although, as I'll I also suggest, it is fluther supported thereby.). That is to 

say, there is no principled reason why a semantic contextualist such as DeRose couldn't 

adopt the diagnosis I'm about to present, at least in its general form. As we'll see, though, 

while there's nothing proprietary about this account of Pi's plausibility, there is a very good 

reason why the semantic contextualist won't want to accept it.^ 

We can begin by recalling that there seems to be some sort of close relation between 

knowledge and discriminative capacities. This, after all, is what the sensitivity requirement— 

in both its urunodified and its (singly) modified forms — is supposed to capture. And while 

I've argued that this requirement isn't, ultimately, a general requirement on knowing, my 

^I take it that my giving an account of Pi's plausibility which doesn't rely merely upon 
distinctively pragmatic considerations is not objectionable. I qualify as a pragmatic 
contextualist because I see context's principal contribution to our epistemic discourse as 
pragmatic rather than semantic, and not because I think that the preferred solution to S A can 
proceed in solely pragmatic terms. 
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own pragmatic/RA account of knowledge preserves the connection between knowledge and 

the ability to discriminate;®^ that account, in other words, is an attempt to capture and render 

more precise the pretheoretic connection between knowing and 'being able to tell'. As 

Michael Frede points out, however, prior to such an attempt to clarify it this pretheoretic 

connection is rather inchoate: 

The word "to discriminate" is ambiguous. It is used in cases in which one 
recognizes things to be of different kind and, in virtue of the awareness of 
this difference, treats them differently. But there are also cases in which 
somebody reacts differently to things of a different kind not in virtue of an 
awareness of their difference and perhaps even without knowing that there is 
such a kind of thing which he systematically reacts to in such a manner-, there 
is a causal link between a feature of the object and the behavior of the person, 
but an awareness of the feature on the part of the person is not an essential 
part of the causal chain; and nevertheless such a person can be said to 
discriminate or to discern the feature. [Frede (1987), p. 168; italics added] 

I think it would be difficult to overstate the importance of the distinction between the 

two types of discriminative capacity — the two chief things that might be meant by "to 

discriminate (or 'tell'" — that Frede describes here. Precisely because "to discriminate" 

covers up this distinction, I'll introduce some labels to help us keep these two notions 

straight. So, taking first the ability to discriminate/'teH' whereby someone can 'tell' that p 

in virtue of S^s having what Frede calls an "awareness" or a "recognition" of the difference 

between p and not-/?, let us call this the ability to tell,. Here, the 'R' stands for reflexive-, for 

on this way of conceiving of the ability to tell, ifS can tell  ̂whether ̂  he knows that he has 

this discriminative capacity. Thus, with respect to this type of discriminative capacity, it 

^^What's distinctive about my account is the theory of context, of relevance, (i)-(iii) and 
the distinction between relevance and salience. 
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makes no sense to imagine ^'s being able to tellR whether p without S himself being aware 

of that fact: the first-personal "awareness" of whether p that is distinctive of this sort of 

telling is reflexive in that it is, by definition, something of which the agent is aware; so if the 

agent can tell  ̂ whether p, he knows that he can tellg whether p. 

Now, by contrast, let us call the ability to tell whether p in which there is no such 

(first-person) awareness of the difference between p and not-/? the ability to tell|,.^® Here, the 

'D' stands for "dumb". Why "dumb"? Well, in part because it is natural to suppose that this 

sort of discriminative capacity is rather "brutish" and not so 'high-level' a cognitive 

achievement as the ability to tellR. (For example, it doesn't do any violence to the concept 

of tellingo to say that a certain type of security light can, if it's fimctioning properly, tellp 

whether there is motion in the immediate vicinity ~ that's how the light is activated [cf. 

Goldman (1976), p. 102].)But I've also chosen "dumb" to describe this sort of discriminative 

capacity because ~ taking "dumb" in another sense ~ it's often the case that S can tellp 

whether p without being able to say or perhaps even understand how he/she has done so 

(think of expert wine tasters, e.g., or 'chicken-sexers'*^); but this doesn't even make sense 

^®This isn't quite how Frede explicates this (second) type of discriminative capacity. For 
in the passage quoted above he seems to imply that (what I've termed) the ability to tello 
does — or at least might ~ involve an 'awareness' of whether p, it's just that this awareness 
isn't a part of the causal chain which leads S to treat p and not-/? situations differently. But 
precisely because the sort of 'awareness' involved in the ability to tello whether p doesn't 
seem to be the sort offirst-person awareness that characterizes the ability to tell^, it seems 
to me misleading to say that it involves any "awareness" at all — saying this invites a 
conflation of the types of discriminative capacities which Frede is trying to distinguish. 

®^For those who don't know what chicken-sexers are, they are individuals who have 
acquired, through trial and error, the ability to "tell" baby chicks that are male firom those 
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with respect to the ability to tell^ — how could one be able to tell^ whetherp, and therefore 

know that one can tell^ whether/? and be "aware" of the difference between p and not-p, and 

yet be altogether in the dark as to how or why one is able "to discriminate" whether p7 

All right, but why should we care about the distinction between telling^ and 

tellingu?®® Because, I want to say, the discriminative capacity which knowledge requires is 

the ability to tellp whetherp; knowledge doesn't require the ability to tell^ whether/?. Thus, 

recall that on the account of knowledge 1 presented in Section V, S does not know that p 

unless he/she believes truly that p on the basis of evidence which rules out the relevant 

alternatives. (This is simply the generic RA component of my view; what's distinctive about 

my view of knowledge is the account of'context', broadly and psychologically construed, 

as providing an invariant standard of relevance.^') Can we say anything more about what is 

meant by "ruling out"? I think we can. 1 think that the key to the proper way of thinking of 

the ability to 'rule out' the (relevant) alternatives to p is given by the doubly modified 

sensitivity requirement (anticipated in note #68, above): 

that are female. Chicken-sexers acquire this skill through trial and error precisely because 
it seems that there's nothing an expert chicken-sexer could tell a novice that would help 
him/her be able to carry out the relevant discriminatory task. And I'm not sure that such 
experts are themselves at all sure how they do it. [This example is in the literature 
somewhere, I think, but I've no idea where.] 

^^From here on out, when I use the more economical expression "(to) tell", I mean to refer 
to the relevant type of ability to tell or to discriminate. 

^'My overall theory is further distinctive because of (i)-(iii) and the distinction between 
salience and relevance. But this is not part of my account of knowledge proper (i.e., my 
semantic theory). 
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(DMSR) S doesn't know thatp if 5 believes thatp in any not-/? world which 
conforms to our (i.e., normal humans') general beliefs about the way the 
actual world is.^ 
Comments: Recall that the restriction to some subset of the not-p worlds [a 
la (MSR)] is intended to accommodate the fact that we seem not to require 
bare sensitivity of belief (sensitivity uberhaupt), but only sensitivity in 
certain not-/? worlds — that's where Nozick's third requirement goes wrong. 
Recall too that the requirement that the not-/? world(s) in question conform 
to our general beliefs is intended to capture the fact that certain not-p 
alternatives simply won't be relevant (in my sense). 

And we can say that S believes that p on the basis of evidence that rules out the relevant 

alternatives to p just in case Si's belief that p is sensitive, in the sense required (not by either 

the sensiti vity requirement or the modified sensitivity requirement, but only) by DMSR. That 

is, S can 'rule out' the relevant not-p alternatives Just in case there are no normal not-/? 

worlds in which S believes that p. For the sake of having a handy way of referring to it, let's 

call this N-sensitivity ~ with the 'N' reminding us that it is sensitivity across normal not-/? 

worlds that is crucial — , and say that what knowledge requires is N-sensitivity of belief. 

If this is correct, however, then the ability to telle will sufSce to render 5's belief that 

p sensitive (again, in the sense required by DMSR). For so long as .S — or, better perhaps, .ys 

cognitive system ~ is 'alive' to the difference(s) betweenp and the relevant not-p counter-

possibilities, S's belief that p will be sensitive in the requisite sense. (It will be N-sensitive.) 

This is true regardless of whether S also possesses the ability to tell^ whether p. In short, 

were we to require the ability to tell^, we'd be placing too stringent a requirement on what 

sort of discriminative capacity is required for knowledge. It would be a mistake to think that 

'"Equivalently, S doesn't know thatp if 5 believes thatp in any normal not-p world [see 
Goldman (1986), p. 107]. 
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knowledge requires the sort of first-person "awareness" of whether p. (It would be an 

excusable mistake, certainly; for not only is "to discriminate" ambiguous, but it might also 

well be that often DMSR is, as it happens, satisfied because the agent in question can tell^ — 

and not merely tellp - whether p.) For the ability to tello whether p suffices to fiimish S with 

beliefs which conform to DMSR, and DMSR gives what it means for the relevant 

alternatives to be "ruled out" by 5's evidence. 

It's not hard to see that the account of knowledge I'm advocating here is inspired, in 

part, by the same sentiment Goldman expresses in the following passage: 

The trouble with many philosophical treatments of knowledge is that they are 
inspired by Cartesian-like conceptions of justification or vindication. There 
is a consequent tendency to overintellectualize or overrationalize the notion 
of knowledge. [(1976), p. 102]" 

So too is my proposed account of knowing meant to be in the spirit of Wittgenstein's remark: 

I want to regard man here as an animal; as a primitive being to whom one 
grants instinct but not ratiocination. As a creature in a primitive state. 
[Wittgenstein (1969), para. 475] 

And whereas the ability to tell^ whether p might be in some sense a special and even an 

epistemically desirable capacity ~ for by definition to be able to tell^ is to know that one can 

"And I, like Goldman, "am trying to fashion an account of knowing that focuses on more 
primitive aspects of cognitive life, in connection with which, I believe, the term 'know' gets 
its application. A fimdamental facet of animate life, both human and infi^-human, is telling 
things apart, distinguishing predator fi'om prey, for example, or a protective habitat firom a 
threatening one. The concept of knowledge has its roots in this kind of cognitive activity" 
{ibid.l. To which I want to add only that the requisite sort of "telling things apart" ought to 
be thought of along 'primitive' or 'animal' lines as well ~ it's in the ability to tello that the 
concept of knowledge "has its roots". [In this connection, see also Travis (1989), especially 
pp. 183-187, on what he calls Wittgenstein's 'ethological' perspective.] 
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do so — I doubt very much that it's the sort of cognitive achievement which is constitutive 

of knowing. 

Now, as for the relevance of all of this to SA, consider my belief that I'm not a BIV. 

My account has it that I can tellp that I'm not a BIV. Why? Because my belief that I'm not 

a BIV isn't insensitive in the sense of DMSR; for given that we're all certain that we're not 

BIVs, the closest world in which I'm a BIV (obviously!) doesn't conform with out general 

beliefs about the nature of our (the actual) world — there is no normal world in which I'm a 

BIV! Granted, it might still seem odd to speak of there being any sense in which I can "tell" 

that I'm not a BIV. On reflection, however, speaking in this way actually isn't so strange 

after all. For I would behave differently if I were a BIV. After all,'^ the only way a BIV 

'behaves' is bouyant\ And it's precisely the idea of the difference between p and not-p's 

making a difference to a subject's behavior that the non-first-person notion of "to 

discriminate" is intended to capture [cf. the passage fi-om Frede, quoted above] ~ no 

awareness/knowledge of the ability to tellp on the part of S is required. 

Still, the reaction of ahnost everybody to the possibility that we are each a BIV is to 

say that we can't "tell" whether we are — that, in fact, is what many cite as the reason why 

we can't know that we're not BIVs (=P1). But this is because such people are either using 

the ambiguous phrase "to discriminate" too cavalierly, or thinking in terms of the ability to 

'"And as a former teacher of mine (Terry Tomkow) liked to say. 
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tellg.^^'^ Certainly, it was the ability — or, rather, the /wability ~ to tell^ whether he was 

awake in his study or merely dreaming that he was which got Descartes worried: 

...I remind myself that on many occasions I have in sleep been deceived by 
similar illusions, and in dwelling carefully on this reflection I see so 
manifestly that there are no certain indications by which we may clearly 
distinguish wakefulnessfrom sleep that I am lost in astonishment. [Descartes 
(1641/1970), p. 146; italics added] 

Of course, given that Descartes is, in effect, looking for some sort of first-person decision 

procedure for distinguishing appearances that are true from appearances that are false, it's 

no wonder he ends up "lost in astonishment". For the question of whether I am now asleep 

and dreaming that 1 am writing this (etc.), Uke the question of whether I'm a BIV, is 'y?m-

'^Witness, e.g., Nozick's account of why it's so obvious that "we do not know that we're 
not being deceived by an evil demon, we do not know we're not in that tank, and we do not 
know we're not having that dream....If those things were happening to us, everything would 
seem the same to us. There is no way we can know it is not happening for there is no way we 
could tell if it were happening; and if it were happening we would believe exactly what we 
do now — in particular, we would still believe that is was not. For this reason, we feel, and 
correctly, that we don't know — how could we? — that it is not happening to us" [Nozick 
(1981), p. 201; latter italics added]. And McGinn: "...I cannot tell whether I am a brain in a 
vat because I have no means ofdistinguishing being in that condition from not being in that 
condition''' [(1984), p. 543; italics added]. 

'•"But surely it is also due in part to the following: As noted previously, there are no 
normal BFV worlds — there are no relevant alternatives, on my account, to our not being 
BIVs; but knowledge ascriptions typically function to counter or to assuage doubts. So to 
claim to know that I'm not a BIV is going to seem very strange -- what's the relevance of my 
claim supposed to be? What am I trying to communicate"? Well, what else could I be trying 
to communicate except that I'm able to tell that I'm not a BIV! But {(that's what I mean 
(and if we're using "teU"/"discriminate" ambiguously), then while there aren't any normal 
worlds in which I'm a BIV, PI is going to look plausible. (This is essentially what I argued 
in Section HI, above. One can see how that account fits nicely Avith the diagnosis of Pi's 
plausibility I'm giving in the present Section.) Cf: "When one hears Moore say, 'I know that 
that's a [hand]', one suddenly understands those who think that that has by no means been 
settled" [Wittgenstein (1969), paragraph 481; cf 47,387,406,407,423,436,461,467,554]. 
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person undecidable" [Wright (1991), p. 101; italics added]. One simply can't tellg  ̂whether 

one is merely dreaming, and one can't tell^ whether one is envatted. By hypothesis, all of 

one's 'experiences', the whole of one's phenomenal life, would be exactly as it is were either 

of these sceptical hypotheses true; but tellingR requires that there be some difference in one's 

"awareness" of the p and noi-p situations. (Notice that getting a philosophical novice to 

appreciate the sceptical problem consists largely in inviting such a person to assume the 

first-person(/-vat) perspective and forcing home the point that p.o.v.-BIV, as it were, 

everything appears exactly as is if he/it isn 't envatted!) So if to know that p one must be able 

"to discriminate" whether p, and if this last is understood in terms of the ability to tell^ 

whether p, of course I don't know that I'm not a BIV (=P1)! 

It is the thought that knowing requires being able to tell^, I claim, which underlies 

"the problem of the criterion". For this problem has its source in the following idea: 'To 

know whether things really are as they seem to be, we must have a procedure for 

distinguishing appearances that are true from appearances that are false" [Chisholm (1982), 

p. 62]. Such a procedure calls for the ability to tell  ̂because the 'objects' in questionJust are 

appearances — those things of one which one is aware; and the mere ability to teU^ the true 

appearances from the false won't fiunish the requisite type of procedure, as it operates 

'below' the level of awareness, as it were, whereas needs to know whether one can "tell".'^ 

'^Cardinal Mercier writes that a criterion of truth must be "internal": "For the reflective 
doubts that are essential to criteriology can and should be applied to this authority itself. The 
mind cannot atteiin to certainty until it has found within itself a sufGcient reason for adhering 
to the testimony of such an ['external'] authority." (Quoted by Chisholm [(1982), p. 63].) 
Cf., also, Agrippa: "...we cannot use either an object of perception or an object of thought 
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So what one needs, apparently, is a first-person, reflexive awareness of which appearances 

are true and which are false. But any such "awareness" will itselfbe just znoihexappearance', 

and we began this line of thinking by supposing that we need a procedure by which to 

distinguish the true appearances fi-om the false! 

Here is another way of seeing how the thought that knowing requires the ability to 

tell^ has the result that we can't know anything. If knowing requires the ability to tellR, then 

I can't know whether p unless I can tell^ whether p. By definition, however, you can't tell^ 

whether p without knowing that you can tell^ whether p. We are assuming, however, that 

knowing requires the ability to tell^. So in order to know that I can tell^ whether/?, I've got 

to be able to tell^ whether I can tell^ whether I know that p. So either I'm off on a regress — 

with the result that my initial claim to know whetherp can never be vindicated — or I'll find 

myself arguing in a circle — with the result that the only sort of 'vindication' I can offer 

doesn't amount to any sort of criterion of truth. Hence the fact that "the problem of the 

criterion" is a problem'. 

To know whether our procedure is a good one, we have to know whether it 
succeeds in distinguishing appearances that are true from appearances that are 
false. And we caimot know whether it does really succeed unless we already 
know which appearances are true and which ones are false. And so we are 
caught in a circle. [Chishohn (1982), p. 62] 

How do we break out of this circle? Well, the 'solution' to "the problem of the 

as a criterion, because anj^thing we may take has been disputed and so is not credible." 
(Quoted by Barnes [(1990), p. 219].) 
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criterion" which I — like Chishohn, Moore, and Reid, to name a few "particularists"'® — 

favor is to reject the thought that gives rise to the problem: We deny that knowing requires 

having a procedure or a criterion and allow that there are certain things which one simply 

knows without knowing that or how one knows. For as we saw above, if we take knowing 

to require telling^, since tellingn itself involves a type of knowing (viz., knowing that one can 

tella), we're in for epistemic disaster. Let me emphasize that the point here is not that there's 

no such thing as being able to tell^ -1 think that there is such an abilityThe present point, 

rather, is that if we make this ability a condition on knowing, then we're landed in either a 

regress or a circle. 1 take it, however, that it's a condition on any plausible account of 

knowing that it not have the impossibility of knowledge as an immediate consequence. So 

1 concur with Chishohn: 

I would say — and many reputable philosophers would disagree with me — 
that, to find out whether you know such a thing as that this is a hand, you 
don't have to apply any test or criterion. Spinoza has it right. "In order to 
know," he said, "there is no need to know that we know, much less to know 
that we know that we know." [ibid., p. 69] 

Notice what we've now arrived at. I began Part B by explaining why, at least on my 

account, there is a connection between knowing and "being able to tell". More specifically, 

I claimed, knowing requires the ability to tellQ. When we're considering sceptical hypotheses 

"particularist" (Chishohn's term) is one who begins with at least a partial answer to 
the question, '^What do we know?", and then uses this (partial) answer in responding to, 
"How do we decide whether we know? What are the criteria of knowledge?" [Chisholm 
(1982), p. 65]. 

''For instance, I can ICUR whether I'm in pain. 
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such as the possibility that I'm a BIV, however, we lapse naturally and excusably into asking 

whether we can tell^ that the hypothesis in question does not obtain. Thus, we are led to think 

that whether I know that I'm not a BIV depends on whether I have available a method or 

procedure by which I can determine whether I am in fact a BIV. And I do not. I can't tell^ 

that I'm not a BIV, so I don't know it. So PI is true. 

As we've just seen, however, however intuitive or natural it may be, the thought that 

knowing requires being able to tell^ is really the thought that you don't know that p unless 

you know that you know that p. (That you know that you know that p is what some believe 

is required for being certain that p.) And whether we want to describe it as an outright level-

confusion [cf. Alston (1980)], or as a recipe for irredeemable ignorance, or merely as a 

requirement which epistemologists ought not to insist upon [cf. Goldman (1986), pp. 56-57; 

Nozick (1981), pp. 245-247], we should realize that it's this line of thinking which has led 

many to be persuaded by sceptical arguments in spite ofthemselves. (And it's no wonder that 

those who adopt this line find themselves in an epistemic quandary. The problem of the 

criterion has been with us for many centiuies; and no one has ever offered a solution to it that 

doesn't take the form of rejecting the terms of the debate [see Chisholm (1982)].) But it's 

just this line or way of thinking, I believe, that leads many to think that P1 has got to be true. 

To see this, however, is to see that contrary to what DeRose, Cohen, and others have 

suggested, SA doesn't really capture what's driving the typical , traditional sceptical 

argument. For SA makes it look as though it's EC that's driving the sceptical argument. 

Whereas, if I'm right, it is the thought that knowing requires being able to tell^ that makes 
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P1 so plausible.'® But again, as the problem of the criterion makes clear, if we take this to be 

a requirement on knowing then we don't really need SA, or EC, to get us doubting that we 

know anything, as the requirement itself generates this result. 

So if this half of my diagnosis of Pi's plausibility is correct, that's hardly going to 

comfort the semantic contextualist. For if the diagnosis is correct, SA ~ and, in particular, 

PI ~ rests on a conception of knowledge which, however intuitive or attractive it may be, 

ought to be rejected. In which case, the motivation for adopting the problematic semantic 

contextualist solution to SA discussed in the previous chapter would be even more 

dramatically reduced; and the present solution would have the virtue of not being nearly as 

localized^' as either the semantic contextualist's solution or the (Dretske/Nozick) strategy 

of denying EC, both of which are specifically designed to handle SA."" 

'®Cf. Williams, who agrees that, rather than resting on EC per se, "classical sceptical 
puzzle cases challenge us to explain how we can tell Jrom the inside that we are not in the 
sceptic's imagined situation" [(1991), p. 324]. As far as I know, with the possible exception 
of Coady [(1992), p. 145], Williams is the only other epistemologist who has seen that this 
way of cashing-out "being able to tell" (what I've called the ability to telln) is unduly 
restrictive, and there is much in Williams discussion of this matter with which I agree 
wholeheartedly [see ibid., pp. 3173]. However, Williams characterizes (what I've called) the 
ability to tell  ̂— being able to tell 'from the inside' — as "a capacity for direct perceptual 
discrimination" [ibid., p. 326; italics added]. But this, I think, doesn't quite capture what's 
going on here; for I think that the ability to tell^ is a form of "direct perceptual 
discrimination". What the sceptic is after, rather, is a reflexive (rather than a direct) 
discriminative capacity, one which brings with it second-order knowledge of the capacity in 
question. 

''See the last couple of paragraphs of Chapter 4, Section HI. 

'"^McGirm (1984) — and, following him, Goldman [(1986), p. 56] and Cohen [(1992), 
p. 432]— have claimed that the RA/discrimination account of knowledge carmot sustain the 
principle of epistemic closure (EC). This isn't true of the present such account, however ~ 



271 

Finally, notice that while my discussion of two types of'telling' — and, in particular, 

my cautioning against the importing of the requirement that one Imow that one knows — is 

not itself informed by pragmatics, considerations of the later sort may contribute to certain 

philosophers' committing the error I am attributing to them. In particular, notice the 

following: as pointed out earlier in this chapter, thanks to the conditions on sincere assertion, 

commitment to justified true belief is already carried by a sincere assertion that p. (So if the 

speaker takes his belief to be false and/or unjustified, he cannot be sincerely asserting that 

p.) In this way, simply to say (i.e., sincerely assert) that p is already to represent oneself as 

knowing that p [cf. Chapter 4 of Brandom's (1994)]. So where the p in question is itself a 

proposition to the effect that one knows that p, in saying "I know that p", I represent myself 

as knowing that I know that p. In this way, I unwittingly initiate a tacit ascension to the next 

level up, as far as my own knowledge is concerned. Thus, it is arguable that at least part of 

the source of level confusions in epistemology [cf Alston (1980)""] resides in pragmatic 

phenomena, and therefore that the considerations discussed in Parts A and B are not so 

which is just as well, given that I want to say that EC is true (see Chapter 4, Section IE). For 
to get the result that EC is violated an RA theorist must not only take sceptical possibilities 
as being potentially relevant (which I do not ~ see Section V, above), but also insist (as I do 
not — see Section VI, above) that the requisite sort of discriminative capacity is the ability 
to tell^ [cf Williams (1991), pp. 317-346]. (Example: "To know that I have hands, I don't 
have to be able to discriminate this state of affairs from envatment; but this last is a relevant 
alternative to my not being a BIV — an alternative, in fact, which I can't "tell" from non-
envatment. So even though I know that I have hands, and know that this entails that I'm not 
a BIV, I don't know that I'm a BFV.") 

""While he does an admirable job of ferreting out (alleged) level confusions, Alston 
himself doesn't say much about their likely source. 
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distinct as one might think. 

VII. Conclusion: 

Lest the reader feel that I've begged the question against the sceptic in offering my 

own preferred resolution to SA, let me reiterate that at no point did the (SA-)sceptic even try 

to deny that it is extremely plausible to suppose that we know whether we have hands. The 

problem was one of reconciling this very plausible claim with both P2 and PI — each of 

which seemed pretty plausible as well. So the only way in which to really beg the question 

against the (SA-)sceptic is to deny that SA poses a problem! But I haven't done that. 

Of course I did, in Section V, present the following anti-sceptical variant of SA: 

(SA*) PI*. I know that I have hands. 

P2*. If I know that I have hands, then I know that I'm not a BIV. 

So, C*. I know that I'm not a BIV. 

Recall, however, that it's not as though I offered SA* as my solution to SA — as 

though I thought both that one could refute the sceptic, just like that, and that trying to refute 

the sceptic is what the problem posed by SA is all about. The problem posed by SA, once 

again, is that of finding some way of accommodating the conflicting intuitions to which SA 

gives rise without doing too much damage to the rest of our beliefs. And SA* was, and is, 

simply an effective means of motivating the thought that perhaps it's not so clear that we do 
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regard PI as eminently, and independently, plausible after all.'"^'"^ Finally, I take it to be a 

fiirther virtue of the present solution to S A that it gives a natural explanation of the fact that, 

in its occurrence as the conclusion of SA*, «of-Pl seems pretty plausible after all. The 

explanation is simply this: when it comes at the end of an argument, and not at the beginning, 

the question of whether we know that we're not BIVs doesn't invite mailing-over on our 

part. So we've less opportimity to fall into either or both of the traps I've described in Parts 

A and B above."" 

'""And therefore that neither the bare sensitivity requirement nor DeRose's modified 
sensitivity requirement can constitute a general condition on knowing. 

'°^As Butler says, "if I am swayed by the evidence to believe that I am sitting at a desk, 
I must already have rejected the hypothesis that I am a BIV. I cannot then use my belief that 
I am sitting at a desk as a warrant for rejecting the BIV hypothesis" [(1998), p. 21 ]. However, 
even though SA* begs the question against the sceptic in this way, this is beside the point: 
the purpose of SA* is not to show that scepticism is false. 

""I should say that I don't take myself to have exhausted the possibilities regarding why 
one would regard PI as true. [For example, Stewart Cohen has suggested (personal 
communication) that an endorsement of PI could be based on the thought that we'd have to 
be able to know that we're not BIVs prior (epistemically) to knowing whether we hands, e.g. 
In fact, I think that many do believe this sort of thing. Most who believe this, however, do 
so only because they mistake EC, a logical principle (concerning what things you know if 
you know certain other things), with a principle conceming epistemic priority (concerning 
what you need to establish before you can know certain other things). See Chapter 8 of 
Williams' (1991) for an excellent discussion of this.] 
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CHAPTER 6: CONCLUSION: THE FURTHER RELEVANCE OF THE 
PRAGMATIC APPROACH 

I. Introduction 

That there is more to our talk, and to successfiil linguistic communication, than the 

meanings of our terms, is uncontroversial: when the matter is put to them in plain terms, just 

about everyone would regard this claim, quite rightly, as banal and platitudinous. And yet, if the 

arguments I've advanced here are correct, semantic contextualists have failed to take sufficient 

notice of this fact: if I'm right, then the (linguistic and credal) data which such contextualists cite 

in favor of their view can be explained in pragmatic terms, and so are perfectly compatible with 

an invariantist semantics for key epistemic terms. And to the extent that a pragmatic 

contextualist can do at least' as good a job of explaining the manifest flexibility in our 

knowledge-attributing practices without introducing any fiuther semantic complexity, his 

approach is to be preferred. 

It ought to be stressed, however, that the present argument has by no means been purely 

negative. For, as just indicated, part of my argument against the semantic contextualist has 

consisted in my developing a theory — a pragmatic contextualist theory — which explains the 

data in question. Absent such a theory, contextualism in its semantic version looks to be the only 

way to make sense of the manifest flexibility in our willingness to attribute knowledge; so, 

'Note that I've argued for a stronger claim than this: I think that the pragmatic 
contextualist can do a better lob of accounting for certain ̂ sycho-)linguistic data; and I think that 
semantic contextualism has problematic consequences where pragmatic contextualism does not. 
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though it may have some counter-intuitive consequences, it can seem as though semantic 

contextualism has got to be right.^ The main positive contribution I claim to have made here is 

in providing an alternative, non-semantic account of the relevant data. Specifically, I've shown 

how we can preserve all of our intuitions about "what we should say" in a variety of cases 

without having to buy into semantic contextualism and its attendant problems. 

What I want to do in this chapter is draw out some of the further implications of the 

present argument, and to show how some of the arguments deployed here might be fruitfiilly 

applied in other areas, both within and outside of epistemology proper. In particular, I want to 

explore some of the implications and applications of a due sensitivity to the fact that not all facts 

concerning the use of a given term/phrase calls for a specifically semantic treatment. If we 

wanted a slogan, we could say: not all uses are semantically significant; or, not all uses are 

meaning-indicative.^ The goal here is to put this idea to work. 

Insofar as the implications and applications I have in mind tend to point up problematic 

features of various positions, claims, and theories, I suppose that they are negative. But I'd 

prefer to put it in a more positive light: insofar as they tend to help us to avoid certain mistakes 

— or what, I claim, are mistakes — they can help us to keep on the right track in our theorizing 

and thus to stand a better chance of arriving at an accurate conception of (certain parts or 

"This, I think, is exactly how many conceive of the situation: semantic contextualism 
looks 'strange'; but then, how to make sense of the sample cases I canvassed back in Chapter 1? 

^ Where, of course, "meaning" refers to linguistic (rather than speaker) meaning. (But not 
every use is indicative even oispeaker meaning either — non-literal uses, in particular, are not.) 
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features of) the world. Moreover, as I'll suggest towards the end of this chapter, our reflections 

here promise to give us a fresh perspective on jiist what the data are in certain key areas, and 

suggest a possible reorientation of our focus in theorizing about linguistic communication. 

So, let me begin (in Sections II-IV) by pointing up three implications which the present 

work has for epistemology in particular. Some of these will, perhaps, be pretty obvious - the 

discussion of Section m, in particular, ought by now to strike the reader as uncontroversial; but 

they ail bear emphasi2dng. I will then go on (in Section V) to indicate briefly how, like the 

semantic (epistemic) contextualist, others seem often to flout the platitude that there's more to 

our talk than the meanings of our terms and briefly suggest (Section VI) the likely shape and 

direction of further research along the lines I have explored here. 

H. The Generality of the Pragmatic Approach: From Knowledge to Justification 

In setting out the epistemic implications of the present argument, the first thing to be 

noted concerns thevr generality. Back in Chapter 1,1 began by arguing that there seems to be no 

way of specifying, in completely non-contextual terms, the conditions for the "correctness" of 

a statement of the form "5 knows that p" and/or "5*5 belief that p is justified". Yet, in the last 

several chapters, the discussion has centered on knowledge attributions and whether the context-

sensitivity of knowledge-attributing sentences is best conceived of in semantic or in pragmatic 

terms. (I, of course, have argued for the preferability of going the latter route.) In this way, I 

seem to have left attributions offustifiedness behind. And isn't that an unfortunate omission? 
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Well, yes and no. The present discussion has been dominated by a consideration of 

knowledge primarily because state-of-the-art contextualist theories tend to take that concept as 

the central object of study. DeRose's (1995), for example, is a sustained attempt to arrive at a 

satisfactory means of responding to scepticism about knowledge; and just about"* the only person 

to have taken a stand on the correctness of contextualism concerning justification is Annis 

(1978) [cf. DeRose (1999), p. 187, who also notes the near-total absence of contextualists about 

justification]. At the same time, though, by focusing our attention in this way on a single 

epistemic term/concept, we've been able to use an examination of it as a way of assessing the 

plausibility of contextualism (as against some form of invariantism) as a general position within 

epistemology. In particular, focusing on the context-sensitivity of knowledge attributions as a 

test case has enabled us to appreciate how a sophisticated invariantism affords us a more 

attractive means of accommodating the data than does contextualism. 

Still, while knowledge has gotten more attention among the parties to the present debate, 

justification (/justifiedness) is a central epistemic concept (/term). So let me indicate, briefly. 

say "just about" because others seem, at times, to look favorably upon semantic 
contextualism regarding justification. Here, I have in mind Pollock [(1995)] and Cohen 
[especially (1986), (1987), (1988)] in particular. However, as Cohen himself has made it 
clear to me (personal communication) it is not his view that the justifiedness of a belief 
depends upon context; his claim, rather, is that how justified a belief must be in order to 
count as knowledge varies with context. While he does focus largely on how good one's 
reasons must be, then, Cohen's is really a form of semantic contextualism concerning 
knowledge, rather than concerning justification per ̂ e. Similarly, while certain of Pollock's 
claims make him sound like a semantic contextualist concerning justification [see, e.g., what 
he says in the wake of his example of the ship captain, scouted in Chapter 1], his discussion 
has too many unclarities for it to serve as a clear-cut example of semantic contextuaUsm 
about justification. 
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why and how the context-sensitivity of attributions of justifiedness can be accommodated by a 

sophisticated invariantist such as myself. 

To this end, let us consider the (so-called) contextualist theory of epistemic justification 

which has been proposed by David B. Annis (1978). For while Annis' article is now a couple 

of decades old, Annis' (1978) remains to my mind the clearest - indeed, perhaps the only 

[see previous note] ~ available statement of semantic contextualism concerning 

(justification. By considering Annis' view, however, we can get clear both on the sort of 

considerations which might make a contextualist treatment of justification look plausible, 

and on what the general form of semantic contextualism concerning justification must be 

and thus, in turn, on why such an approach is unsatisfactory. 

A Sample Semantic Treatment of Justification: To my knowledge, Annis' "A Contextualist 

Theory of Epistemic Justification" is the first explicit statement of a so-called 'contextualist' 

epistemic theory; and it's the only clear cut statement of a semantic contextualist view of 

justification of which I'm aware.^ To situate Aruiis' view with respect to the contextualist 

theories of knowledge we've looked at here, notice that one of the lessons contextualists would 

have us draw is that knowledge has a largely unnoticed social dimension: the truth conditions of 

knowledge attributions are said to be context-sensitive; and context itself — I have argued, and 

'Armis himself takes there to be historical precedence for his view, however. In 
particular, he names Peirce, Dewey, and Popper as "the key [historical] contextualists"; 
fiirther, he finds "contextualist hints, suggestions, and theories" in the work of such figures 
as Ackermarm, Aune, Austin, Toulmin, and Wittgenstein, [see Annis (1978), p. 213, note 
#3]. (I myself am by no means convinced that either Austin or Wittgenstein, for example, is 
a contextualist in Annis' sense; but here I enter this qualm simply for the record.) 
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many contextualists claim — is best understood in terms of the psychology of the attributor, 

perhaps of the attributor qua member of some larger social group. Of course, if it's the 

psychology of the attributor qua member of a larger social group that is (partly) determinative 

of the operative standard(s) of justifiedness, it's obvious how the claim that knowledge 

attributions have context-sensitive contents entails that they have socially sensitive contents. 

But, while it's peiiiaps not quite as obvious, the very notion of context that contextualists (must) 

employ entails that knowledge is, in this way, socially sensitive. For so long as justifiedness 

depends upon context, and so long as "contexf' refers to the psychology of the attributor -

whether or not, on the occasion in question, he/she is being considered qua member of some 

larger social group — whether the subject in question knows that p. at least for third-person 

attributions, will depend on some facts about at least one of his/herfellows.^ In this way, then, 

it's easy to see that contextualism about knowledge has the consequence that knowledge has an 

important social component, or that it is depends on certain facts about the subject's social 

setting.^ 

'Granted, on a trivial reading of this claim, any «o«-contextualist could accept it: 
whether it's true that Chet knows his wife is cheating on him depends, among other things, 
on whether she is. what's being claimed here, however, is that we can could fix all of the 
facts about the subject, and about what's said to be known, and whether he/she knows that 
p will still depend upon certain features of his/her social setting. In particular, it will depend 
on the psychology of the individual attributing knowledge to the subject. 

Tor those who look favorably upon the project of 'socializing epistemology' [cf. 
Schmitt (1994) and Goldman (1999)] - or better, of recognizing the social dimensions of 
knowledge - that contextualism has this consequence may seem to be a point in its favor. 
Not so, say I: we can recognize the importance of context, and thus of certain social factors, 
in our epistemic discourse without being contextualists. Indeed, I've argued and am arguing 
here that we'd be best advised to find some other way of acknowledging the importance of 
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Similarly, in Annis' view, while "man is a social animal.. .when it comes to the 

justification ofbeliefs philosophers have tended to ignore this fact" [Annis (1978), p. 215; italics 

added]. As a result, Annis claims, philosophers have tended to ignore the existence oZsocio-

contextiial parameters "essential to justification" [ibid., p. 213]. What, exactly, does this mean? 

Here, we'd do best to see how, exactly, Annis' (semantic) contextualist approach differs fixim 

more traditional theories of justification. As Annis sees it, both coherentists and foundationalists^ 

identify the justification-conferring property enjoyed by some beliefs in wholly 'individualistic' 

terms: more specifically, both foundationalists and coherentists hold that a belief is justified just 

in case it bears the right kind of causal-evidentiary relation to others elements in the subject's 

cognitive economy. For the foundationalist, this amounts to a beliefs deriving at least part of its 

justification to certain 'basic' beliefs; for the coherentist, it amounts to a certain type of intra-

systematic coherence between the belief in question and the rest of the subject's beliefs 

(/attitudes). 

Of course, this is just a cmde sketch of the theories of Armis' non-contextualistic rivals. 

Once again, however, the important point is that both foundationalists and coherentists depict 

justification as a function of certain facts about the subject alone, considered in isolation fi^om 

context (and whatever social factors it involves or entails). 

'These are what Atmis sees as the main non-contextualist theories of justification. 
(Remember, Armis was writing before reliabilism, for instance, gained the currency it enjoys 
today.) 

As we'll see presently, it is arguable that Atmis overplays the extent to which a 
contextualist view such as his own really is an alternative to foundationalism, coherentism, 
and other attempts to get at the structure of justification. In the terms I proposed in Chapter 
2: it's possible to have a 'hybrid' view. But more on this is a moment. 
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his/her social environment ('context'). According to Annis, however, this picture fails to do 

justice to what is in fact the social character of justification. Witness, for instance, the following 

case: 

Suppose we are interested in whether Jones, an ordinary non-medically trained 
person, has the general infomiation that polio is caused by a virus. [Call this 
Case A.] If his resp)onse to our question is that he remembers the p^>er 
reporting that Salk said it was, then this is good enough. He has perfomied 
adequately given the issue-context [which determines, among other things the 
level of "understanding and knowledge" that a subject must exhibit]. But 
suppose the context is an examination for the M. D. degree. [Call this Case B.] 
Here we expect a lot more. If the candidate simply said what Jones did, we 
would take him as being very deficient in knowledge. Thus relative to one issue-
context a person may be Justified in believing h but not justified relative to 
another context. \Ibid., p. 215; italics added.] 

In this example, the attribution of justifiedness — "Jones' belief that polio is caused by a 

virus is justified" - seems to go from being the right thing to say to something we shouldn't say: 

in the first instance, where (in Case A) our standards are relatively lax, it seems that we'd be 

saying something tme were we to utter the statement in question; yet, in the latter case (Case B), 

our standards for how much knowledge and understanding the subject must exhibit go up, with 

the result that it may now seem wrong to say that Jones (or, rather, his belief) is justified. The 

question is, how are we to account for this seeming shift in our willingness to attribute 

justifiedness to Jones? 

According to Annis' preferred contextualist view, the way in which to accommodate the 

data is by taking shifts in our intuitive judgments about "what it's right to say" as indicative of 

shifts in the relevant attributions' truth conditions. Hence, in moving from Case A to Case B, 

attributing justifiedness to Jones not only goes from being 'correct', 'appropriate', or 
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(pragmatically) warranted - it quite literally goes from being true to false. A bit more precisely, 

Annis' approach is as follows. Reflecting on the case of Jones (above), it seems right to say the 

following: 

(l)When, in Case A, we say that Jones' belief that polio is caused by a virus is 
justified, it seems that we are saying something tme; 

and, 

(2) It also seems that we are saying something true in Case B, when we say that 
Jones' belief isn V justified. 

And Annis' recommended means of accommodating (1) and (2) is to say that, literally 

speaking, the relevant attribution goes ftom being true to false. How is this possible? Because 

what it (literally) means to say that a belief is justified depends upon 'context'; and, patently. 

Cases A and B involve different contexts. So Annis' manner of accommodating the data in 

question is a specifically semantic one: on this view, attributions of justifiedness have no 

invariant or acontextual truth conditions:' we would not be changing our minds, or saying 

an3^thing contrary to our verdict in the first instance, if we were to impose more stringent 

requirements on Jones in the case of his taking a medical exam. For, according to Annis, 

whether one's belief that p is justified just is a matter of whether one is able to "meet certain 

objections" [ibid., p. 2l3b]. Which objections? Those that are raised by the relevant objector 

'Or, more accurately: his view is that we cannot completely specify the truth-
conditions of any such attribution in wholly acontextual terms: there may be some invariant 
conditions on justified belief (any features which all justified beUefs, qua behefs of that type, 
share); but no such invariant conditions suffice to fiilly specify the truth conditions of any 
given attribution of justifiedness. 
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group, given their particular interests on the occasion in question."* But, naturally, since there 

will be a variation in both the relevant objector group and in their interests, the very same 

subject with the same evidence vis-a-vis the same proposition will be justified in certain 

contexts, but not in others. 

The General Form, and the Problematic Character, of the Semantic Contextoalist^s 

Approach to Justification: Clearly, there are several grounds on which one might regard 

Annis' "contextualist theory of epistemic justification", as it has been outlined here, as 

unsatisfactory. Most obviously, perhaps, one might object that Annis has confused justification 

the property - that which certain beliefs enjoy, and which perhaps when added to true belief 

makes for knowledge — with justification the process — i.e., the activity of justifyz/ig^ one's 

beliefs. That is, one might think that Annis has confiised certain beliefs' justified with 

one's showing that they are such." Surely there is something to this worry about Annis' view. 

It bears emphasizing, however, how far the general (semantic) contextualist treatment 

ofjiistifiedness is actually independent of the specifics ofAnnis' own view. Thus, for example. 

'"It is not assumed by Annis that the same objector group will always have the same 
interests. For instance, if the issue is whether a certain dmg will help cure a disease without 
harmfixl effects, the same objector group — qualified researchers with the appropriate area of 
expertise, say - will be much more demanding if the drug is to be used on humans, rather 
than on non-human animals [see ibid., p. 215a]. As Annis sees it, that there can be such 
further varieties of context-variation just goes to show how deep the socio-contextual 
dependence of justifiedness really runs. 

' 'Annis himself anticipates this worry: see p. 217a ofhis (1978). (Annis, incidentally, 
seems not to fiilly appreciate the force of this concern: he responds by pointing out that it is 
not his view that one must be able to "state the standards of justification and demonstrate that 
[one] satisfies them" [(1978), p. 2l7b]. That may well be true; but it leaves the point at issue 
untouched.) 
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it is inessential to the semantic contextualist approach that justification be understood primarily 

in terms of the subject's ability to meet certain objections. Similarly, there is a sense in which, 

contrary to what Annis himself believes, (semantic) contextualism is not incompatible with any 

particular view of the structure of epistemic Justification, including foundationalism and 

coherentism, for example. For, as we saw in Chapter 2, it is no part of contextualism as such, 

whether it be about Justification or about knowledge, to claim that there are no invariant 

conditions on statements of the relevant sort. Thus, for example, even the most ardent semantic 

contextualist concerning knowledge can happily grant that only tnie beliefs can count as 

knowledge. Similarly, as DeRose points out, a contextualist might claim that Justification 

requires a certain degree of coherence (in the preferred sense, whatever exactly that is), but that 

how strongly one's beliefs must cohere in order to count as Justified is a contextually variable 

matter [see DeRose (1999), p. 188]. (This would be an example of what I called, in Chapter 2, 

a 'hybrid' form of contextualist view.) So, in short: contextualists, even contextualists of a 

specifically semantic bent, can disagree about Just what Justification requires/involves (Annis 

happens to think that it has to do primarily with the ability to answer objections); and semantic 

contextualists can disagree about just how the standards for Justifiedness can change with 

changes in context (Annis believes that they change with the concerns and identity of the 

objector group). Thus, contextualism as such is neutral concerning the structure of justification; 

for this reason, it's not essential to the position that it be anti-coherentist or anti-foundationalist 

in any thoroughgoing way. 
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What is essential to semantic contextualist accounts of (attributions of) justification, 

however, is the claim that the truth-conditions of justification-attributing sentences depend upon 

context (where, as before, context is understood in terms of the psychology of the attributor). 

Thus, just as we did earlier in making clear the knowledge-contextualist's central claim, we can 

get at what the distinctively semantic contextualistic aspect of Annis' take on the Jones case, for 

example, by noting that he would have us understand the following sentences, 

(1) When, in Case A, we say that Jones' belief is justified we are saying something tme; 
and, 

(2) We are also sajdng something true in Case B when we say that Jones' belief is not 
justified; 

as being best understood as: 

(!') When, in Case A, we say that Jones' belief is justified we are sayings„„ something 
true; 

and, 

(2') We are also sayings„<.t something true in Case B when we say that Jones' belief 
is not justified. 

Again, as this way of setting things out is meant to make clear, the central idea of, and the 

rationale behind, the semantic contextualist's treatment of justification exactly parallels his 

account of knowledge (/knowledge attributions) that we looked at in earlier chapters. (It was by 

employing the relevant subscripts in the case of knowledge sentences concerning DeRose's 

Bank Case that we earlier got at the essential claim of DeRose and other semantic contextualists 

about knowledge.) Thus, for example, in both DeRose's Bank Case and the foregoing example 

of Annis', the (semantic) contextualist looks to a certain feature of our epistemic discourse - in 

particular, the manifest flexibility in our willingness to make attributions of the kind in question 
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- and proposes that the best way of making sense of this phenomenon is by seeing the relevant 

kinds of attributions as having context-sensitive contents. Thus, just as DeRose contends that 

knowledge attributions are somehow 'indexical', we might characterize Annis' position, e.g., as 

the view that whether a given belief is justified (for a particular person at a particular time) 

literally depends upon who is doing the asking. And, in general, the semantic contextualist about 

justification is one who regards the manifest flexibility in our willingness to attribute 

justification as being due to an exactly parallel context-sensitivity in the relevant sentences' truth 

conditions. As DeRose says, then. 

We can construe contextualism regarding Justification as an analogue 
of.. .contextualism about knowledge: According to the contextualist about 
justification, the standards for justified belief that a subject must meet in order to 
render true a sentence describing a belief of hers as justified vary with context. 
[DeRose (1999), p. 187]'^ 

If this is right, of course, then inasmuch as they both try to understand justifiedness in 

purely acontextual and intrapersonal temis, the foundationalist and the coherentist, say, really do 

appear to be on the wrong track. However, just as it rec^itulates the form of semantic 

contextualist accounts of knowledge, semantic contextualism about justification (/justifiedness) 

has implausible consequences exactly parallel to those to which semantic contextualists' 

treatments of knowledge attributions give rise. For example, consider the forai of scepticism 

'"As noted previously, DeRose (like many others) takes contextualism to be a 
specifically semantic doctrine - by his lights, 'pragmatic contextualism', as I have called it, 
isn't really a form of contextualism at all. This, however, is not so much a substantive 
disagreement as it is a terminological one. The important point is simply that in the passage 
j ust quoted, for example, DeRose should be understood as offering a general characterization 
of (in my terms) semantic contextualism regarding justification. 
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according to which virtually no beliefs are ever 'really' justified. (Perfi^s Cartesian beliefs 

provide the only exceptions.) Periiaps such a sceptic holds that a belief is justified just in case it 

is impossible that one is mistaken; or perhaps such a sceptic arrives at his position upon 

considering the following sort of argument: 

Plj. If Tm justified in believing that I have hands, for example, then I'm 
justified in believing that I'm not a BIV. (BIVs are handless.) 

P2j. But I'm nor justified in believing I'm not a BIV — afler all, I'd have this 
same belief even if I were a BIV. 

Cj. Therefore, I'm cannot be justified in believing that I have hands. Nor, 
by parity of reasoning, can I be justified in any of my other ordinary 
empirical beliefs. 

Of course, as my lay-out of it is meant to indicate, this argument—call it SAj — is simply 

the justificatory analogue of SA, the sceptical argument regarding knowledge which we 

encountered in previous chapters. And just as SA exploits EC, the principle of epistemic 

closure, SAj makes use of an analogous 'transmissibility principle' for justification [cf Klein 

(1992), p. 549]. Granted, one might wish to reject the transmissibility principle for justification 

(and thus premise Plj); or one might regard premise P2j as resting on too stringent a notion of 

justification. Or, again, one might think that Plj together with not-Cj gives one reason to 

suppose that, contrary to P2j, I am justified in believing that I'm not a BIV. (After all, one might 

say, one man's modus ponens is another's modus tollens.) 

Whatever we (non-sceptics) take to be the proper means of responding to SA^, however, 

the desire to formulate such a response only makes sense if we take the conclusion of that 

argument to be at odds with our ordinary claims to justified belief That is, whatever its ultimate 
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merits, SAj does seem to present apn/wa facie problem: it's a valid argument; there's something 

to be said for both its premises; and yet the conclusion of the argument seems to threaten our 

common-sensical, everyday thought and talk. 

But just as semantic contextualism concerning attributions of knowledge seems to have 

the consequence that S A, the original sceptical argument, is actually a non-problem, if semantic 

contextualism about justification is correct, then sceptics who deny that we have many, if any, 

justified beliefs, aren 't really saying anything which conflicts with common sense. For, in terms 

of Annis' theory, such sceptics merely comprise a different objector group — a group, as it 

happens, with markedly more stringent requirements on justification. In their mouths, then, 

"justified" literally means something different fix)m what it does in the mouths of us folk. More 

generally, the semantic contextualist's account of attributions ofjustifiedness seems to have the 

consequence that since sceptical arguments involve the establishment of a different context:" the 

sceptic, in virtue ofhis/her psychology, is simply employing different (more stringent) standards 

of justifiedness. And simply because there is no single 'correct' such standard, and no 

acontextual means of specifying the tmth-conditions of attributions of justifiedness, it seems to 

be a consequence of semantic contextualism about justification that such sceptics, contrary to 

what both we and they maintain, really aren't saying anything which conflicts with our more 

pedestrian claims and beliefs! 

How could it be, then, that we come to believe that sceptics about justification are 

actually propounding a doctrine that's at odds with 'common sense'? Here, as in the knowledge 

"Conceived of, as usual, as essentially a matter of attributor psychology. 
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case, the answer must take the form of the semantic contextualist's adopting some kind of error 

theory: It can only be that we — we folk, as well as such sceptics themselves — have failed to 

keep straight their (our) membership(s) in the relevant objector groups. But this is not very 

plausible at all. For Aimis seems to regard such membership as relevant to epistemic questions 

insofar as it correlates with differences in one's psychology — one's expectations, interests, 

concerns, "beliefs, information, and theories" [Annis (1978), p. 215b]. So to say that we fail to 

appreciate our membership(s) in various objector-groups - not to mention the relativity of 

justifiedness to objection-answering power - just is to say that we're wrong about what it is we 

believe. And while, if true, that would explain why we fail to recognize the (semantic) 

contextualist's solution to SA^ as being a solution, that solution seems to save us from one form 

of scepticism only at the price of buying into scepticism about our own psychologies. So 

semantic contextualism about justification seems to run into the exact same problem as does 

contextualism about knowledge: we respond to sceptical threats by denying that they really are 

threats; then, in explaining the appearance of a threat, we posit a psychological/epistemic failing 

on the part of ordinary folks that's at least as worrisome as the initial sceptical conclusion. 

I take it, however, that we're more certain that there really is a disagreement between the 

sceptic about justification and ourselves than we are about the context-sensitivity of the literal 

contents of attributions of justifiedness. Similarly, the apparent flexibility in our willingness to 

attribute justifiedness notwithstanding, I take it that we sometimes think that certain beliefs are 

justified period {versus justified-relative-to-the-concems-of-objector-group-G). Again, the 

semantic contextualist can respond with an attempt to account for the (by his lights) illusion of 
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acontextual verdicts. But any such account is going to saddle us with many, many false beliefs 

about what it is we're actually saying when we attribute justifiedness. And whether this is a fatal 

weakness of the semantic contextualist's treatment of justification, it certainly would be nice if 

we had a way of accommodating the relevant phenomena which didn't even raise the prospect 

of such untoward consequences. More specifically, since the problem just scouted derives from 

our adopting a specifically semantic contextualism — from our taking context to affect what is 

literally expressed by attributions of justifiedness — it would be nice if we had a way of making 

sense of the socio-contextual aspect of such attnbutions in pragmatic, rather than semantic, 

terms. And we do. 

The Pragmatic Contextualist's Alternative: Essential to my account of the pragmatics of 

attributions ofj ustifiedness is the following claim: there is a relation of inheritance ofpragmatic 

import between attributions of knowledge and attributions of justifiedness, which precisely 

parallels the relation of semantic inheritance between the notions of knowledge and of 

justification ("know(s)" entails "(is) justified"'"*). That is, just as what is semantically encoded by 

attributions ofjustifiedness is already 'contained in' attributions of knowledge, what attributions 

of knowledge (standardly) pragmatically impart is pragmatically imparted by attributions of 

justifiedness. To clarify what exactly this means, let's start by rehearsing the pragmatic 

contextualist account from the ground up, as it were. 

'̂ I do realize that a minority of epistemologists deny that this is so — Lewis (1996), 
for example, has denied that knowledge requires justification. I return to, and briefly address, 
this concern/position in a moment. 
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Recall the relevant alternatives (RA) account of knowledge I sketched in the previous 

chapter. On that account, a statement of the form "5 knows that p" Uterally expresses the 

proposition that S knows thatp; and the latter proposition entails that S believes that p (truly) on 

the basis of evidence that 'mies out' the relevant not-/? alternatives. That, in a nutshell, is the 

semantic background to my pragmatic account. But, of course, there's more to the story: while 

the foregoing is what knowledge-attributing sentences literally express, I've argued that, 

typically, they function to pragmatically impart more specific information about S*s epistemic 

position. In particular, I've claimed that while "5 knows that p" literally expresses (in part) that 

S can mle out the relevant not-p alternatives, an utterance of this form can be expected typically 

to pragmatically impart that S can rule out the salient alternatives.'̂  

Now, what I want to suggest is that the pragmatic contextualist account of knowledge 

attributions gives us, and in a sense already contains, an exactly parallel handling of 

attributions of justifiedness. Before showing how this is so, it bears emphasi2dng that the 

pragmatic contextualist account of attributions I'll be describing here, like my account of the 

pragmatics of knowledge attributions, represents a particular approach to accounting for the 

relevant data in non-semantic terms. In particular, as with my account of knowledge (and the 

pragmatics of knowledge attributions), I'll be deploying the basic RA approach in giving a 

proposed semantics and pragmatics of attributions of justifiedness. However, this particular 

approach is separable fi-om, and is not required by, pragmatic contextualism per se: as in the 

'̂ Remember: the relevant alternatives are those that we, qua normal humans, take the 
likely not-/? possibiUties to be; while the salient alternatives are whatever not-/? possibiUties 
are actually 'in the air', psychologically speaking, on a given occasion. 
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knowledge case, I have chosen a particular semantics — one which strikes me as at least as good 

as any other—so as to have something to hang the pragmatic story on, as it were, and so to make 

it perfectly clear that one can accommodate the data in essentially pragmatic terms. The RA 

character of what follows, then, might prove to be unsatisfactory for one reason or another; but 

the general pragmatic contextualist approach doesn't stand or fall with it. Having once again 

emphasized this point, here is the account of the pragmatics of attnl)utions of justifiedness I 

propose: 

A statement of the form, "5 knows that p" literally (/semantically) expresses the 

proposition that S knows that p, and the latter proposition is true just in case S has a true belief 

that p, and this belief is based on evidence that 'rules out' the relevant not-/? alternatives. Here, 

I endorse the traditional thought - one which many post-Gettier epistemologists have regarded 

with some suspicion'® — that knowledge entails justified true belief. What is the justification-

component of knowledge? On my account, it is the ability to rule out the relevant not-/? 

alternatives. Thus, "S's belief that p is justified" is true, on my account, only if 5 can rule out the 

relevant not-/? alternatives. (So S must possess the relevant discriminatory power(s) to know that 

'®I believe that there are two main reasons for this suspicion; first, because the Gettier 
problem has seemed to resist any easy solution; and second, because some epistemologists, 
particularly those of an 'externalist' bent, have come to regard justification as an overly 
rationalistic/intemalistic notion which, while peiii^s of epistemic interest, is something that 
is not required for knowledge. It seems to me, however, that the RA approach to knowledge 
is at least as good as any of its competitors at handling Gettier-type cases - the trick is, and 
has always been, to find the right standard of relevance; I have proposed my own favored 
standard here. Second, I have deliberately avoided giving a rationalistic/internalist construal 
of the ability to rule out certain alternatives — recall, in particular, my discussion of the ability 
to 'teir in the previous chapter. 
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p. That is the semantic side of my proposed pragmatic contextualist account of attributions of 

justifiedness. 

What of the pragmatics of attributions of justifiedness? If an ability to rule out the 

relevant altematives is what they semantically express, what is it that they (typically) 

pragmatically impart? The answer is, they pragmatically impart just what a knowledge 

attribution pragmatically imparts about the strength of the subject's epistemic position in virtue 

of the semantics of "knows". What is semantically expressed by "^s belief that p is justified" — 

viz., that S can rule out the relevant not-p altematives — is entailed by "5 knows that p"', 

similarly, what's pragmatically imparted by an attribution of justifiedness is exactly what a 

knowledge attribution standardly (pragmatically) imparts in virtue of justification's being an 

essential component of knowledge. Specifically, "^s belief that p is justified" pragmatically 

imparts that S can rule out the salient not-/? possibilities. Thus, knowledge attributions inherit 

what's pragmatically imparted by attributions of justifiedness in virtue ofthe semantic relation 

between "knowledge " and "justification 

It might be thought that I am mistaking the account of the pragmatics of knowledge 

attributions I presented previously for an account of the pragmatics of attributions of 

justifiedness. After all, aren't I saying that knowledge attributions and attributions of 

justifiedness pragmatically impart the very same information? Not quite. What I am claiming is 

that there is some overlap in the sort of information the two types of attribution pragmatically 

impart. Nor should this be surprising After all, it is because knowledge entails justified belief 

[see note #16, above]) that, on my account, uttering a knowledge-attributing sentence serves to 
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communicate something about lys reasons for his belief and/or the strength of his epistemic 

position. In my preferred RA terms, it is because, and only because, knowledge entails the 

possession of the relevant discriminatory powers that attributions of knowledge pragmatically 

impart that S can rule out the salient not-p alternatives. It should not be surprising, then, if this 

same information were pragmatically imparted by "5^ s belief that p is justified" on its own. 

Of course, in spite of the fact that there is some information conmion to what they both 

pragmatically impart, this is hardly to say that there are no differences between attributions of 

knowledge and attributions ofjustifiedness. First of all, there is of course a semantic difference 

— a knowledge-attributing sentence says (i.e., literally expresses) something more than does a 

sentence attributing justifiedness to the same person, with regard to the same belief: the former 

literally expresses or semantically encodes the information that the belief in question is true. 

Similarly, in claiming that there is some overlap between what's pragmatically imparted 

by attributions of knowledge and of justifiedness, I am not committing myself to there being no 

characteristic differences between the pragmatically-imparted contents of the two classes of 

attributions. On the contrary: as I had occasion to note in the previous chapter, "knows", for 

example, standardly functions to pragmatically impart, among other things, that the speaker is 

more or less certain of the truth of p. (This was shown to be a natural result of Grice's 

Cooperative Principle operating together with the observation that the conditions for sincere 

assertion already carry a commitment to justified true belief.) By contrast, it seems, when one 

says, "Her belief that p is justified" one is expressing a certain amount of hesitation as to 

whether the belief in question is actually true. One says, "Her belief that p is justified'\ rather 



295 

than the stronger, "She knows that p". And by a straightforward application of the usual Gricean 

maxims - in particular, the maxim of quantity (which includes the sub-maxim, 'assert the 

stronger') — the hearer can reasonably infer that you, the speaker, aren't sure that S knows that p\ 

for if you did think this, that's what you'd have said. Hence: attributions ofjustifiedness differ 

not only in literal content (what they semantically express) fix>m knowledge attributions; there 

is some divergence also in the information which they standardly pragmatically impart. 

Nonetheless, there is, I claim, an overlap in what the two sorts of attribution 

pragmatically impart And it is this overlap—that is, information concerning the subject's ability 

to rule out the salient alternatives—to which we can turn in accounting for the sort of data which 

might seem to favor a (semantic) contextuaUst treatment of justification. 

Thus, recall Annis' case of Jones. Here, the data to be accommodated are the following 

two claims: 

(1)When in Case A, we say that Jones' belief is justified, we are saying 

something true; 

and, 

(2) We are also saying something true in Case B when we say that Jones' belief 
is justified. 

Once again, on Annis' view the correct rendering of (1) and (2) is as follows: 

(1*) When, in Case A, we say that Jones' belief is justified we are sayingstn„ 
something true; 

and, 

(2') We are also sayingsoj^t something tme in Case B when we say that Jones' 
belief is no/justified. 
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Against this, I propose that we accommodate the data in pragmatic temis by insisting 

that what is saidg^  ̂about the justifiedness of Jones' belief is true in Case A, or in Case B, but 

not in both, and that we explain away the appearance of truth in the other Case by showing how, 

just as in the knowledge case (DeRose's Bank Case B, in particular), what is said^^, in that 

Case is true - how, that is, while the attribution is literally fMse, it pragmaticaily imparts 

something true. 

Thus, suppose for example that our standards of justification are relatively lax - or, that 

they're lax enough that the average non-medically trained person might count as justifiedly 

believing that polio is caused by a virus if he believes this on the basis of remembering reading 

in a newspaper that Salk said just this. Here, by hypothesis, believing something on the basis of 

testimony - in particular, the testimony of an authority — enables Jones to rule out the relevant 

not-/? alternatives. "If polio isn't caused by a virus," Jones might say to himself, or to us, "Dr. 

Salk wouldn't have said that it was. And if Dr. Salk hadn't said this, the newspaper wouldn't 

have reported that he did." 

Now, though it is inessential to the pragmatic contextualist account that Jones' belief in 

Case A is justified'̂  (all that that account requires is that (l*) and (2*) not both be true), it is 

worth noting that insofar as do we regard Jones' belief as justified (in Case A), this suggests that 

our actual standards of justifiedness are lax enough that we permit Jones' discriminative 

capacities to 'piggy back' on Dr. Salk's (as well as on the presumed reliability of the newspaper 

report, of Jones' own memory, and so forth). That is, it may be that we do not require that Jones 

'̂ And is justified in the 'strong' sense — see Goldman (1992), pp. 127-141. 
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himselfbc able to discriminate between, e.g., afflictions which have viral causes and afflictions 

which do not. And while this seems like a plausible view to take concerning the justifiedness of 

beliefs based on testimony, it also fixlly accords with the particular RA view I have developed 

here. For on my view, recall, knowing and/or justification does not require a first-personal 

ability to tell. What 'being able to tell whetherp\ in the requisite sense, does mandate is that the 

relevant counterfactuals be tme of the subject's belief. More specifically, what it requires is that 

the subject's belief be 'sensitive' in all the normal not-/? worlds. In the terminology introduced 

in the previous chapter, what's required is 'N-sensitivity' of belief: it must be the case that the 

subject believes that p on the basis of evidence which 'rules out' the relevant alternatives just in 

case there is no normal not-p world - no not-p world conformable with our general beliefs about 

the actual world - in which the subject believes that p. Thus, on my account, there is simply no 

requirement on justifiedness — nor on knowledge — perse that the subject possess first-personal 

discriminative capacities such that, if he can tell whether/?, he knows that he can tell whether/?.'® 

And if this legitimates our ordinary attributions of justifiedness - including, e.g., the 

justifiedness of testimony-based beliefs such as Jones' — that gives us reason to regard the 

present conception of justifiedness as being on the right track. 

Returning now to Annis' Jones case, if we regard his belief as being (in my terms) N-

sensitive, his belief is justified. Thus, when we say, "Jones' belief is justified", we are sayings„„ 

"This, of course, recapitulates my discussion of the ability to tell in Chapter 5 
(Section VI, Part B). As I argued there, the first-personal abiUty to tell is really a requirement 
on knowing that one knows; so it would be a mistake to make such a rationalistic/Cartesian 
ability a requirement on either being justified or knowing per se. (But, again: see the 
previous chapter for the arguments to this effect.) 
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something true. Annis is entirely correct, however, in suggesting that were the 'context' one of 

Jones' taking an examination for an M. D. degree, his remembering Salk's saying that polio is 

caused by a virus is almost certainly not going to be "good enough". Presumably, Jones would 

be expected to know why polio is caused by a virus, rather than by malnutrition, a recessive 

gene, or what have you. After all, as a doctor Jones would be responsible for diagnosing polio, 

knowing its characteristic cause(s) and effects, and so forth; the lives of his patients will, in some 

cases, depend on Jones himself having expert knowledge of the relevant sort. So his merely 

having once read a newspaper piece about Dr. Salk's views on the cause of polio is certainly not 

good enough. That much is uncontroversial. The question is, however, whether we need to say, 

with the semantic contextualist, that it would now be literally false to say of Jones that his 

beliefs about the cause of polio are unjustified. I do not think we do. 

Not that those who are examining Jones' medical knowledge would not say, "Your 

beliefs about polio are simply unjustified, Mr. Jones", for example. On the contrary, we 

might expect them to say exactly this sort of thing. However, if it's mutually obvious to the 

examiners that the relevant knowledge would consist in Jones' being able to explain why 

polio is thought to have a viral cause — versus, say, its being caused by a recessive gene — 

then that is the sort of discriminatory capacity they're looking for Jones to exhibit. But, of 

course, he cannot (we're assuming). Were one of the examiners then to say, "His belief is 

unjustified", this would pragmatically impart, among other things, that Jones lacks this 

discriminatory capacity - that he can't tell a virus-based disease fi-om one with a genetic 

basis. This — polio's being caused by a recessive gene - is among the salient alternatives to 
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its being caused by a virus. Indeed, it may be a relevant alternative — one which Jones must 

be able to rule out if he's to be justified in his belief. And if his belî is N-sensitive, he can 

rule this out: in the nearest world in which polio is caused by a recessive gene. Dr. Salk 

reports as much in the newspaper story; and, thus, in that world Jones doesn't believe that 

polio has a viral cause. (Remember, we are supposing that in Case A Jones' belief is 

justified.) 

But while N-sensitivity might suffice for Jones' beliefs being justified, the 

examiners might want Jones to have greater discriminatory capacities than mere N-

sensitivity of belief: they may want him to possess, in the language used in Chapter 5, the 

ability to tell̂  that polio is caused by a virus - that is, they might want him to be able to 

make the relevant discriminations himself, and to know that he's able to do so. And of 

course, Jones cannot do this: he lacks discriminatory capacities thought to be necessary to 

one's being a medical doctor. So, even though the examiners would be sayingstri„ something 

true were they to say, 

(Jl) "His belief is justified", 

this utterance would, in the circumstances in question, pragmatically impart the following: 

(J2) "He can tell the difference between a disease's having a viral cause and its 
being caused by a recessive gene." 

So it is hardly surprising that, in Case B, the examiners would say, rather, 

(J3) "His belief is unjustified"; 

for, given their mutual (tacit) knowledge of Grice's maxim of relevance, they would all 

know that what an utterance of (J3) pragmatically imparts would be, for instance. 
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(J4) "He lacks the sort of discriminatory c^acities that a licensed doctor must 

possess." 

And, as the case is described, (J4) is clearly true. 

In short, in uttering (J3), the speaker would be sayingLooj^ something true: he would be 

saying that Jones lacks discriminatory powers of the salient sort - that, in plainer terms, his 

epistemic position is not 2ooci enough in the salient respects. Nonetheless, if Jones' belief was 

justified in Case A, it is justified here as well. — His being examined for an M. D. does not 

change that. What the shift in context changes — indeed, what a shift in context consists in — is 

a shift in the mutual knowledge, assumptions, expectations, and so forth, of the parties to the 

conversation in question. And this, in turn, affects what an attribution of justified belief to Jones 

by one of these parties pragmatically imparts.'' 

Notice that it's no objection to the present account of the pragmatics of attributions of 

justifiedness to say that "justification" really is a term of art - that, unlike "knowledge", it's not 

a term which ordinary speakers use in anything like the philosopher's sense.'" For, first, if this 

really is a problem, it's no less a problem for an advocate of semantic contextualism: if ordinary 

usage does not prominently feature attributions of epistemic justifiedness, it ipso facto doesn't 

feature much in the way of attributions of justifiedness with context-sensitive truth conditions. 

Second, to the extent that "justification" in the sense under consideration is a philosophers' term 

"A similar explanation can be given of Pollock's (1995) case of the ship captain, which 
we encountered back in Chapter 1. However, as it's unclear whether and/or in what sense Pollock 
takes this example to motivate a semantic contextualist view of justification, I have chosen to 
focus on Annis' example instead. 

-"John Pollock, in particular, has impressed this point upon me in conversation. 
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of art, this makes it antecedently more likely that whatever differences there are in its actual use 

are due to diflferences in speaker meaning, rather than to shifts in its literal meaning. That is, if 

the primary users of "justified" in the epistemic sense under consideration here are philosophers 

(and, in particular, epistemologists), given that there is widespread disagreement among 

epistemologists as to just what justification in this sense is, such speakers/writers often meaning 

something different by the term. But a term's having no clear, well-established meaning upon 

which everyone agrees is rather different from, say, a term's being 'indexical' in character, 

which is roughly how the semantic contextualist would want us to view "justification". And 

third, while "justification" surely is, to a certain extent, a term of art, it oughtn't to be forgotten 

that epistemologists are driven to talking about justification because it seems to them — quite 

rightly - that justification (in the present sense) is a notion which is implicit in our everyday 

epistemic talk and thought. That ordinary folks don't often explicitly use the term as 

epistemologists do is simply beside the point. 

Finally, let me stress once again that the present approach to accounting for the context-

sensitivity of attributions of justifiedness is separable from the RA version I have described and 

deployed here. Thus, for example, a pragmatic contextualist with coherentist leanings could 

insist that a beliefs being justified is a matter of its cohering (in the preferred sense) to degree 

n with the rest of one's beliefs (/'acceptance system'); such a theorist could say, however, that 

an attribution of justifiedness will typically pragmatically impart the information that the belief 

in question coheres in this maimer to some contextually-specified degree q, for example, where 

q varies independently of n\ and reliabilists could tell an exactly parallel pragmatic contextualist 
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story in terms of the degrees of reliability, rather than of coherence. So while I myself have 

favored an RA approach to the pragmatics of attributions of justified belief, my intent in 

addressing the topic of justification has been the relatively modest one of making it clear that a 

pragmatic contextualist can indeed provide a plausible account of the phenomena in question -

and, in particular, that he can explain in pragmatic terms why we should expect there to be both 

a flexibility in our willingness to attribute justifiedness and a due responsiveness of "what it is 

correct to say" to 'social' factors such as the expectations, interests, etc., of others. 

Of course, my discussion of justification has been rather shorter than my treatment of 

knowledge. In part this is because, as noted at the outset of the present section, contextualism 

concerning justification is much less prevalent than contextualism regarding knowledge. But my 

giving attributions of justifiedness less attention than I've given knowledge attributions is due 

just as much to the fact that the present treatment of knowledge attributions I developed in 

previous chapters fiimishes us in a very straightforward way with a pragmatic treatment of 

attributions of justifiedness. It's my contention that any reader sympathetic to the pragmatic 

theorist's account of the context-sensitivity of knowledge attributions ought to find an 

analogous handling of attributions of justifiedness congenial as well.^* 

in. The Significance of Context 

"'One last point: I suspect, but won't try to argue the case here, that other key terms of 
epistemic appraisal — including "evident", "obvious", "certain", "rational", "doubtfid", and so 
forth — exhibit a similar context-sensitivity, and do so for the same — that is to say, (largely) 
pragmatic — reasons. 
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Especially given that I've just argued for a pragmatic contextualism concerning 

attributions of justifiedness, I ought to make it perfectly clear about where, exactly, semantic 

contextualism goes wrong. At no point have I claimed that the semantic contextualist over-rates 

the context-sensitivity of knowledge attributions. On the contrary, I have gone out of my way to 

present the beginnings of a theory which accords cont^ a large and important role. On my 

view, taking context into account is non-optional, inasmuch as our communicative interactions 

involve and pertiaps even require a sensitivity to the shifting interests, questions, assumptions, 

of interlocutors; any adequate (psycho-)linguistic theory of these exchanges must itself pay 

attention to such situation-sensitive matters. 

So the only point on which I </;^agree with the semantic contextualist — the 

contextualist's only mistake — concerns the way in which knowledge attributions are held by 

the semantic contextualist to be context-sensitive: the semantic contextualist, as I see it, errs in 

taking the context-sensitivity to be a semantic matter, rather than a pragmatic one. So the 

distinctive claim of the semantic contextualist turns out, if I am right, to be false; therefore, 

insofar as the semantic contextualist would have us regard traditional (non-contextualist) 

epistemologists of failing to see that and how context bears upon the semantics of our epistemic 

discourse, I am on the side of the traditional epistemologist: traditional epistemologists can 

hardly be blamed for failing to recognize something which simply isn't there in the first place. 

And yet, while I don't think traditional epistemologists can be accused of semantic 

naivete, 1 do think that they are guilty of naivete of a certain sort: in particular, I believe that they 

have been guilty of ignoring and/or underplaying the importance of context in our epistemic 
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discourse — hence, I submit, their inability to accommodate the sorts of cases we canvassed back 

in Chapter 1. If one is an anti- or non-contectualist — if, in DeRose's terms [cf. DeRose (1995)], 

one is an w/zsophisticated invariantist — one should be unable to account for the very variable 

features of our epistemic discourse! And surely, as noted previously, it is precisely because the 

traditional, unsophisticated invariantist seems so unwilling and/or unable to address the 

phenomenon of the context-sensitivity of knowledge attributions, that semantic contextualism 

has looked to many to be the way to go. 

So one important lesson to take away from the present discussion is that epistemologists 

must take context into account. For, while traditional epistemologists have tended to focus on the 

stability, rather than the variability, in our knowledge-attributing practices, the variability really 

is there for all to see. (Once again, simply consider the sorts of examples we encountered in 

Chapter 1.) It's just bad methodology to simply ignore data when it is convenient to do so: if the 

epistemologist's project consists largely in trying to give and account which accords with and 

explains a whole range of cases [cf Chapter 1], context and context-sensitivity must be taken 

into account by any adequate epistemic theory. This is so, even if the theorist in question wishes 

ultimately, like myself, to play down the semantic significance of context. This might all be 

obvious enough; but it is such an important point that making it explicit can only help. 

IV. A Problem with Traditional Epistemoloeical Methodology 

But if an insensitivity to the importance of context is one side of the traditional 

epistemologist's methodological naivete, there is another side as well. For it's not merely that 
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non-contextualist qiistemologists seem to have ignored certain significant data. As I'll try now 

to show, if the arguments I've presented here are on the marie, then such epistemologjsts have 

also been guilty of taking certain other data altogether too seriously. 

As noted back in Chapter 1, in constructing their theories epistemologists rely heavily 

upon an examination of cases, both actual and hypothetical. That is, they imagine various 

epistemic situations and pose the question, "Given the case as described, is 5's belief justified 

[or would it be]?", or "Do we want to say that, in such a situation, S knows that pi" And, having 

arrived at a verdict on the particular question being posed, that information is then used either to 

support or to shape a particular theory, or to raise a prima facie problem for a given proposed 

account of knowledge and/or justification. All of this should sound familiar enough. 

Now, it is not my contention that there is something intrinsically objectionable about 

this method of theory-construction and criticism. After all, insofar as we see epistemologists as 

elucidating our everyday, 'folk' epistemic concepts and/or the meanings of certain key 

epistemic terms,^ our assessments as to "what we should say" regarding real and hypothetical 

cases of (putative) knowledge, say, seems to be among the data which an adequate theory of 

knowledge must accommodate.^ Moreover, the employment of counterfactual reasoning — and 

"Recall [fi-om Chapter I] that I have not claimed that this is the sole or proper task 
of epistemologists, but merely that it fairly characterizes the goal of much of the epistemic 
theorizing that has until recently gone on in the present century. For this reason, what I say 
here does not in itself put me in opposition to those who look down upon the project of folk-
conceptual analysis [see next note]. 

^As indicated in Chapter 1, it is not being claimed that our pretheoretic judgments 
('intuitions') are sacrosanct. In fact, while I don't endorse everything they each say on the 
matter, I do share with Hintikka (1999) and Devitt (1996) a suspicion of the practice of 
appealing to intuitions as though they were inviolable. While our pretheoretic judgments are 
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I take 'thought experiments', e.g., to be an instance of this form of thinking — is, arguably, 

indispensable: we need to consider various non-actual scenarios, for example, in order to plan. 

As Roy Sorensen has recently put it, "Hypothetical reasoning is no ivory tower luxury. It is a 

necessity impressed by the law of the jungles" [Sorensen (1992), p. 28]." 

Nonetheless, that the methodology of exampling and counter-exampling (as we might 

characterize it) is in some sense an inevitable part not only of doing epistemology, but of being 

a somewhat sophisticated cognitive agent, does not mean that every actual application of that 

method will be equally legitimate. More to the point, we (epistemologists) shouldn't expect 

every thought experiment to be equally revelatory of the contours of our epistemic concepts. 

Thus, for example, recall the account of knowledge I presented in the previous chapter 

and what was said there about the BIV hypothesis: on that account, S's belief that p cannot 

among the data to be accommodated, so too are those judgments which are informed by 
theoretical and methodological considerations. (Hence my willingness to say, in the previous 
chapter, that many of our 'intuitions' about sceptical scenarios, say, are understandable but 
false. In Section IV, below, I present further reasons for not wanting to accord intuitions too 
large a role in our theorizing.) Nonetheless, I do think that our pretheoretic judgments are a 
perhaps indispensable guide and starting point in constructing epistemic theories (a point 
which both Hintikka and Devitt seem prepared to grant); and that is all that the present 
argument requires. 

"•'Two points: First, while it might appear that hypothetical reasoning involves the use 
of conditionals whereas the generation of intuitions about singular possible cases (as in 
thought experiments) does not, this is not so clear. My own view (which I share with 
Sorensen) is that the generation of such intuitions, while it does not explicitly invoke 
conditionals, does rely upon our modal (and other) beliefs and that our thinking about 
possible (single) cases involves tacit reliance upon subjunctive reasoning. (Here, I am 
addressing a concern voiced by Alvin Goldman.)Second, saying that the employment of 
counterfactual reasoning is ineliminable is not the same as saying that counterfactual statements 
will have to be taken as an ineliminable theoretical primitive. (John Pollock made this point to 
me in conversation.) 
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constitute knowledge unless S can 'rule' out' the relevant (in my sense) not-/? alternatives. 

Equivalently, knowledge requires that 5's belief that p be sensitive in all the normal^ not-p 

worlds.*® But the BIV hypothesis invites us to consider a world that's about as far fiom normal 

as you can get! For in such a world, (just about) all of our general beliefs about the actual world 

— or what we take to be the actual world — are in fact false. 

Obviously, if this is right, then it's no part of our concept of knowledge that one be able 

to rule out the possibility that one is a BIV. Nor, I take it, do we think that one must be able to 

rule out the possibility that one is a BIV in order to count as justified in one's everyday beliefs. 

(This is what I claimed in the previous chapter.) Rather, it seems that our not being BIVs is a 

presupposition of our ordinary applications of the concept (/term) in question. But if this is right, 

then any time we are asked to consider a scenario such as the BIV hypothesis, we are being 

asked to set aside (or ignore) something which is part of the background against which we 

ordinarily ascribe knowledge. In this way, consideration of the BIV hypothesis is, we might say, 

diiplicitoKs: it calls into question a basic presupposition of our epistemic lives: to wit, that we're 

not massively deceived in our general beliefs about the world. If this is so, however, then it's 

"The reader will recall that I am borrowing the device of normal worlds from 
Goldman (1986). 

"^Sensitivity, recall, is to be understood as follows: one's belief that/? is sensitive just in 
case, is p were false, one wouldn't believe that p. The relativization to normal worlds constitutes 
my moification ofDeRose's "Sensitivity Requirement". Notice, here, that I have cashed out the 
ability to 'rule out' certain alternatives in terms of in certain type of sensitivity ofbelief (viz., that 
given by DMSR: see Chapter 5, Section VI, Part B), rather than in terms of some more 
rationalistic construal of the relevant discriminative capacities; this corresponds to my desire to 
avoid building it in to 'the ability to tell' that one be able to ICUR whether p (which carries with 
it an awareness that one can tell whether p, and so really concerns the ability to tell that one can 
tell). 
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hard to see why we should take our assessments of whether, for example, a BIV has justified 

beliefs about its 'world' to reveal anything about our actual epistemic terms and concepts. 

Well, I suspect that a large part of the reason why the BIV hypothesis, for example, is 

widely regarded as a perfectly legitimate device to invoke in the attempt to get clear on certain 

epistemic concepts is the uniformity in our responses to questions about the epistemic situation 

in question. For most everyone agrees that the BIV doesn't know anything at all (just about all 

of its beliefs about 'extra-mental reality', after all, are false!") but that the BIV ^justified in its 

beliefs.*^ "And," it might be said, "given that the whole point of the exercise is to get clear on 

our concepts of knowledge and justification, on what grounds could one say ±at these uniform 

intuitive responses are mistaken?" 

I am not claiming, however, that such responses are mistaken — it's not my position that 

the BIV's beliefs aren Y justified, for example. To put the point this way is misleading at best. 

My claim is that such intuitive judgments/responses, even when they exhibit a robust 

uniformity, are not a reliable guide to epistemic theorizing when they concern non-normal 

scenarios (/worlds). For certain counterfactual worlds (e.g., that of the BIV) are such that, in 

virtue of considering them, we perforce must leave behind, as it were, certain of our actual 

concepts. 'Justification', for example, presupposes in its normal application a certain 

background of presumed facts about the way things actually are. So, for applications of the 

"^As noted in Chapter 2, Section II, an exception on this score is Putnam (1981), who 
claims that the correct theory of reference (for mental contents) has the result that the BIVs 
beliefs are, in fact, veridical. 

^^That this latter intuitive verdict is the natural one has been supposed, by some, to raise 
a problem for 'externalist' theories of justification (such as a reliabilist account thereof). 
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term/concqjt to be indicative of the role it actually plays in our cognitive and linguistic lives — 

that is, for uses to be (as I put it previously) meaning-indicative — requires that there be a certain 

closeness (similarity) between the possible world under consideration and the presumed actual 

world. '̂ 

Perhaps a non-epistemic example will help here.^ Suppose we are trying to elucidate 

our ordinary concept of justice. To this end, it's proposed that we put a given theory of this 

concept to the test by seeing how well the judgments it would have us make square with our 

intuitions when we consider a world in which, say, there is no scarcity of goods such as food, 

clothing, property, and so forth. Now, such a world is certainly quite distant world fix>m our own 

~ but that in itself isn't significant. ("Assume no taxes", e.g., also enjoins us to imagine what 

seems to many to be a far flung possibility; but no one thinks it's in virtue of that fact 

problematic.) Nor will we find ourselves, I submit, unable to find room for substantial 

agreement about the justness of this or that institutional arrangement in that far away world. 

(Prohibitions on theft or slavery, say, will arguably still be judged to be requirements ofjustice.) 

The problem is that it's hard to see why such verdicts should be of special interest to us. After 

all, our particular concept ofjustice, say, is built to serve us in the world we actually inhabit; and 

in that world, goods are scarce and a good part of a theory of justice (again, in our world) 

"'"In what respects, exactly, must it resemble the (presumed) actual world? What are the 
dimensions along which similarity must be preserved if the example is not to be conceptually 
perverse?" I do not know. But notice that disagreement over this matter is really just disagreement 
over what the concept in question does and does not mean. And so long as there is disagreement 
over this, we and our theories would be much better served if we were to rely less upon far flung 
thought experiments which might well serve only to hinder a resolution of the debate. 

^"Thanks to Tom Christiano for suggesting this example. 
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concerns addressing and avoiding the conflicts to which this scarcity inevitably give rise. 

In short, in calling something just we typically presume such things as that human 

nature is roughly what we take it to be, that manna doesn 't literally fall from the heavens, that 

our own life times are finite, and so forth. (And, of course, social and political philosophers for 

the most part hnow this — that's why the relevant literature doesn't contain very much in the way 

of thought experiments which rival the epistemologists' in their 'otherworldliness'.) And, 

arguably, if certain general facts about the world were other than what we take them to be — i^ 

say, manna did fall fijom heaven, or if we were immortal beings — then it seems plausible that 

we'd have different concerns to which the concept of justice would have to be answerable. But 

then it would seem that either a consideration of the 'no scarcity' world (e.g.) will generate 

intuitions which we've no reason to think are a reliable indicator of the contours of our concept 

of justice, or it will generate intuitions (e.g., that theft is [still] wrong) which, while they are 

perhaps rather more reliable, ipso facto do not require a consideration of such a world for their 

generation. In brief: it's hard to see how a consideration of certain very distant worlds can get us 

something that's both worthwhile and something which we couldn't get by sticking closer to 

home, as it were. '̂ 

Let me emphasize that the claim here is not that certain worlds are too much like science 

"'In his very interesting discussion of the epistemology of thought experiments, 
Sorensen suggested both that the reliability of thought experiments is greatest when restricted 
to "highly practical and concrete contexts" [(1992), p. 15] and, moreover, that disciplines 
such as economics, ethics, and the law (as against, say, epistemology) "have an advantage 
because their [characteristic] hypotheticals [already] have a decision making format" \ibid, 
p. 39], 
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fiction to be of interest, or that we must stick slavishly to a consideration of the actual world.^^ 

Nor is the claim even that certain possible worlds are too 'distant' fix)m our own to be of interest. 

What is problematic about the BIV hypothesis, for example, is not its distance fix)m our own per 

se ~ it's not, for example, that it is only in a very distant world that there exists the technology 

to artificially stimulate an envatted brain such that its experiences are indistinguishable fix)m our 

own. The problematic feature of this scenario, rather, has to do with the relevant world's 

distance (dissimilarity) fixim our own along certain dimensions', namely, those which are 

presupposed by our ordinary attributions of knowledge and justifiedness.^^ As a result, to travel 

out to such a world — imaginatively speaking, of course — we've got to leave those ordinary 

concepts behind." 

'̂At times it seems that this, or something like it, is what Mark Kaplan (1991) for 
example would have us do. 

^^Compare, for example, the role played by thought experiments and idealization in 
science. In the simple pendulum law, for example, we are invited to idealize away firom 
fiiction and air resistance. And this is unobjectionable. For even though a fiictionless world 
is quite distant (dissimilar) firom our own, inasmuch as the law in question is correct, such 
a world is not, in virtue ofthat fact, different in respect of the relation (at that world) between 
the length of a pendulum, gravity, and the pendulum's period [cf. Cummins (1989), p. 78; 
cf. too Sorensen's discussion in his (1992)]. (On the contrary, in terms of the relation 
between these values, the distance between the actual world and the fiictionless world is 
zero!) That's why this law isn't semantically confused. (And why anyone, say, who wanted 
to 'idealize away' fi"om the effect of a pendulum's length on its period would be confiised.) 

^^The point isn't about epistemic terms and concepts in particular—it's quite general. As 
Searle puts it, "[A]s members of our culture [and our species, I would add] we bring to bear on 
the literal utterance and understanding of a sentence a whole background of information about 
how nature works and how our culture works. A background of practices, institutions, facts of 
nature, regularities, and ways of doing things are assumed by speakers and hearers when one of 
these sentences is uttered or understood" [Searle (1980), pp. 226-227]. (As Searle goes on to say, 
it doesn't follow that these presuppositions or 'background assumptions' — what Wittgenstein 
(1969) calls 'fi-amework' propositions — are themselves part of the semantic content of the 
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Of course, that's just a rhetorically effective way of putting the point: we don't actually 

"leave our concept of 'justification' or 'knowledge' behind" when we consider the world of the 

envatted brain, for example. Rather, we use the concepts and words we actually have and use 

them to think about and describe the epistemic situation in question. (How else, after all, could 

we accomplish the latter feat? Of course we've got to woric with the conceptual resources we've 

got!) And given that this is so, if we suppose a reasonable degree of inter-personal similarity in 

the contents of these words/contents,^^ we should in fact expect that our intuitive responses to 

certain questions about the imagined situation will themselves exhibit a certain degree of 

uniformity." But this in itself has no tendency to show that these responses constitute new data 

sentences in question [ibid., p. 227].) It's something like this idea, 1 believe, that's behind 
Wittgenstein's saying that our having a (common) language requires that there be certain 
''"'agreements in judgmenf [(1969), para. 241-242]. 

^•*As well as in our 'imagination' and/or mental possibility 'spaces', and in the manner 
in which we implicitly 'supply' information to fill in the details of a counterfactual case, etc. — 
I do not pretend to have a complete theory of either the epistemology or the psychology of 
thought experiments. But, then, neither does anyone else. Part of the present argument is that 
until we have a better understanding of these matters, we'd be ill-advised to simply accept 
uncritically the 'evidence' to which such experiments give rise. 

^®Thus, e.g., it may be that the BIV is uniformly judged to be justified in its beliefs 
because, while his beliefs are manifestly //isensitive [see my note #26, above], he isn't doing 
anything epistemically or credally blameworthy or indulging any cognitive vices. Whereas, to 
say that a subject's beliefs are unjustified is, typically, to impart that they aren't being 
epistemically responsible enough (where the what counts as responsible enough is determined 
by context — recall what was said about Pollock's case of the ship c^tain). Thus, we can account 
for the uniformity of our intuitions concerning "what we should say" about the epistemic status 
of the BIVs beliefs without taking this thought experiment to show that our ordinary concept of 
justification is not, for example, importantly truth-linked. In fact, we could note that the reason 
we tend ordinarily to hold people epistemically responsible, so to speak, is because we think they 
could be doing better, veritisticallv speaking. But tWs isn't so in the BIV case; thus, it may be that 
the whole rationale for the notion of epistemic responsibility is absent in that world, and that we 
simply fail to notice this because, by hypothesis, the BIVs experiences are so similar to our own 
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as to the nature of the concepts/terms in question: when considering a given hypothetical case 

involves 'abstracting away' from those factors which give our terms (/concepts) the meanings 

they in fact have, it would be a mistake to use our judgments, however uniform, as to "what we 

should say" about such cases inform our analysis of that very same term (/concept)" 

Of course, not every instance of hypothetical reasoning involves abstracting away from 

these meaning-conferring factors: remember, I don't intend to raise doubts about the legitimacy 

of hypothetical reasoning in general. The trouble, however, is that philosophical thought 

experiments, for example, are often ^pealed to in arguing for this or that view of what, exactly, 

the meaning of the terai/concept in question is. So long, however, as there is some doubt as to 

what exactly this meaning is, we would be ill-advised to focus our attention upon very 

unfamiliar counterfactual situations; for if we're in the dark to some extent as to what the 

term/concept in question means, we might unwittingly be leaving the meaning-conferring 

factors behind, as it were. 

This line of thought is bolstered by the following considerations. First, notice — what 

seems uncontroversial enough — that what we presume about the world will affect what we are 

and we therefore have no trouble at all 'imagining' what is in fact an extremely far flung 
possibility. (Goldman provides similar diagnoses ofsubjects' intuitive judgments ofthe epistemic 
position of the BIV [see, e.g., his (1986), p. 113; (1989), p. 152; (1992), p. 158].) 

"it is for just this sort of reason, e.g., Mark Johnston (1992) objects to Parfit's using a 
consideration of (hypothetical!) cases of fission and fusion in arriving at the claim that we don't 
in fact, think that personal identity is what "matters". For, Johnston says, "[f]ission is a case in 
which at least two presuppositions of our special [identity-related] concem are violated...." 
[Johnston (1992), p. 610]. 
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prepared to say, and thus how we commonly use a given term.^® But, as I argued in Ch^ter 3, '̂ 

it's how we commonly use a term—what speakers regularly mean by a given term/phrase — that 

gives that term the meaning that it in fact has."'*' Thus, if we suppose that our faculties are 

reasonably reliable, were the world radically different fix>m what we take it to be, our general 

beliefs about the world would likely be rather dififerent too. And this, in turn, would aSect what 

we regularly mean by various terms and expressions. Which is just to say (on my account), our 

words would have rather different literal meanings."" Putting it another way, if our world were 

^^o borrow an example from Searle, in attributing to whiteness to snow, say, we 
commonly presume that there hasn't been a cosmic catastrophe which has both changed what 
wave length of light snow crystals reflect and affected our visual apparatus' such that this 
difference is undetectable [Searle (1980), p. 230]. What if we were to leam that these changes had 
occurred? Would we still want to say that snow is white? So long as the answer isn't obviously, 
"yes", this serves to show that our general beliefs about the world bear on what we are and aren't 
prepared to say. 

'̂in defending what I called there the weak semantic thesis. 

•^As noted in the previous chapter (Section IV, note #32), and as Bach (1987) and 
Reimer (1998), e.g., have argued, standard use is no guarantee of literal use. ("Could you 
pass the salt?", for instance, does not literally mean, 'Tlease pass the salt."). Nonetheless, 
that speakers regularly/standardly use "P" to conununicate that p may still be a necessary 
condition for the latter's being what "P" literally means; and this is all that the present 
argument requires. (Moreover, as Bach points out, statistical considerations can be 
overridden by explanatory ones [(1987), p. 79], and literality needn't be take to be a merely 
statistical notion.) Thanks to Marga Reimer for pushing me on this point. 

""This is similar to a remark Johnston makes, in a footnote, in responding to Parfit: 
"Suppose that fission took place all the time. Then our present concepts would come under such 
strain that we might resolve indeterminacy [concerning questions of 'identity'] by altering our 
concept of personal identity" [Johnston (1992), p. 613, note #26] fission: Parfit's thought 
experiments involving fission are not a reliable guide in an investigation of our present concept 
of personal identity. 
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different in certain dramatic respects, our words/concepts would, over time, adapt in response"*^ 

— that is, we'd wind up with different words/concepts. In effect, then, when we consider a far 

flung possible world, whether or not we realize it we are taking the first steps down the path to 

the adoption of new words/concepts and not simply applying our old concepts to a new 

situation. For this reason, when we're asked to imagine a BIV world, say, we've no business 

assuming that our intuitions ("what we're prepared to say") about the epistemic situation of the 

subject throws any light on our ordinary concepts of knowledge and justification. 

Granted, not all of the traditional epistemologist's thought experiments are on a par. 

some invoke worlds which are rather more like our own that the BIV world. Take Lehrer's 

(1990) Truetemp case, for example. Here, we're invited to presume that the only difference 

between our world and Truetemp's is that, there, unbeknownst to him this fellow has had a 

reliable ambient-temperature-reading device implanted in his skull. And surely this isn't enough 

to undermine the legitimate applicability of our epistemic concepts in describing Tmetemp's 

situation. Fair enough. But even here, when we do apply our concepts in this way, the resultant 

intuitional verdict is still, I think, suspect Notice, for example, that we are invited (as just noted) 

to presume that it's only Truetemp who has this device in his skull — that, e.g., there's not a 

whole population of similarly-equipped persons."*^ But if there were such a population, might 

Again, assuming that such dramatic differences would be something we 'picked up on', 
and thus that they would make a difference to our psychology. A sceptic might question the 
legitimacy of this assumption, of course; but scepticism was the subject ofprevious chapters, and 
I take it that the assumption in question will strike any non-sceptic as eminently plausible. 

''̂ Notice that, here, Grice's maxim of 'Quantity' might be playing a part in our thinking 
that this is the only respect of difference between Truetemp's world and our own: we naturally 
assume that all the relevant information has been provided by the person presenting the 
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this not make a difference? Wouldn't we be less inclined to say that Truetemp's device-

generated temperature beliefs don't constitute knowledge?" My intuitions say "yes". Ofcourse, 

that's just an intuition — but that's the only sort of evidence which thought experiments ever 

give us. (And {{your intuition-generator issues a negative response to this question, you should 

reflect on the fact that the actual etiology of that intuition is no less mysterious to you, really, 

that Truetemp's ambient-temperature beliefs are to him\) 

Let me stress that I am not trying here to push any substantive epistemic thesis. As it 

happens, generally speaking my sympathies do lie with externalist epistemic theories; and it's 

such theories for which Lehrer's Tmetemp example is supposed to pose a problem. However, 

the intended pwint transcends any particular example and is theory-neutral vis-a-vis the proper 

analysis of knowledge or justification. What is the intended point? It is this: even when a given 

world seems not to be so different fix»m our own, "what we want to say" about what goes on 

hypothetical case. So it may not be the under-description of hypothetical cases by their authors 
alone that's responsible for the tendency to minimize the sometimes gross differences between 
our world and a given counterfactual world — the Cooperative Principle might incline us to 
imagine the latter to be as close to normal (in Goldman's and my sense of 'normal') as is 
consistent with what the author has said. 

^To the extent that it's not clear what we should say about the modified Truetemp 
case, it becomes doubtfiil whether the initial verdict that Truetemp's device-derived 
temperature beliefs don't constitute knowledge was due to an antecedent commitment on our 
part to the idea that mere reliably-produced correct information doesn't suffice for 
knowledge. (This is the moral which Lehrer himself would have us draw.) Perhaps the salient 
feature of the original Truetemp case — what led us to say/think that his beliefs didn't 
constitute knowledge ~ was the fact that these beliefs simply pop into his head but not into 
the heads of any of his fellows (in which respect, his condition resembles certain psychiatric 
disorders). (Lehrer himself asks us to suppose that Truetemp doesn't think much of his all 
of a sudden having all of these inexplicable temperature beliefs [see his (1990), p. 163] — is 
that at all plausible?) So it's hardly obvious that the problem with Truetemp's behefs is that 
he doesn 't know that they 're reliable, rather than that he doesn 't know what to make of them. 
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therein is going to depend, among other things, upon how the details are filled in*^ Yet, the 

more we do fill in the details in this or that manner, I submit, the less effective the thought 

experiment will be as a quick-and-effective intuition-generator. (Cf. the example of 'justice' 

discussed above.) So much the better however natural and uniform they may be, we've no good 

reason to regard such intuitions as being necessarily reliable."^'^' 

The methodological point I've been pushing here is hardly new with me.^ That point is 

"^This is no less true of Goldman's (1976) case of Henry and the bam-facades. (Lest the 
reader suppose I'm unfairly picking on Lehrer.) Is Henry paying attention to the passing show? 
How firmly does he believe that a given bam-facade is actually a bam? How unusual or firequent 
is this sort of bam-hoaxing? Etc., etc. 

^In his recent paper, "Thought Experiments and the Epistemology of Laws", Sorensen 
explores the possibility t^t natural selection has so shaped our minds that thought experiments 
can be counted on to generate on-the-whole reliable intuitions. However, Sorensen goes out of 
his way to make it clear that, on the evolutionary story, this reliability extends only a bit beyond 
the (type of) situation in which the ability in question was selected for. That is, we can expect our 
thought-experimental intuitions to be most reliable only in "highly practical and concrete 
contexts" [(1992), p. 15; cf. pp. 39fif.]. 

"Again, I do not mean to be saying, for instance, that intuitions in general are not 
reliable - in fact, I believe that they are, in general. The present claim concerns the reliability 
of a particular, and rather narrow, class. Thus, for instance, I am sympathetic to Goldman & 
Pust's (1998) defense of intuition as a basic evidential source, the deliverances of which are 
generally reliable. But even Goldman & Pust are carefiil to point out that intuitions can arise 
in "unfavorable circumstances" which can compromise their reliability into question -
intuitions, they acknowledge, can concern rather unfamiliar cases and/or be biased by one's 
'theoretical' commitments. What I am suggesting here is that philosophical thought-
experiments might be a breeding ground for such unfavorable circumstances, as it were. 

'^®E.g., take Wittgenstein's, "Could one imagine a stone's having consciousness? And if 
anyone can do so — why should that not merely prove that such image-mongery is of no interest 
to us?" [(1969), para. 390]. Or to take a more recent example, Goldman has noted that certain 
theories current in cognitive science have the result that "philosophical theorists should retain a 
measure of caution in interpreting the results of far-flung thought experiments" [(1989), p. 153]. 
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that certain 'thought experiments' really are, as someone once said, "ecologically unsound"/' In 

his review of Plantinga's recent books^° — one which, it should be said, is otherwise quite 

favorable — D. D. Todd states the position I've been trying to motivate here very nicely: 

Plantinga's counter-examples [to various theories] very often invoke sci-fi 
Alpha Centurian super-scientists or other wildly imaginative fictions....[But] the 
more wildly extravagant and improbable or eoopirically impossible the 
counterfactual stories are that yield Plantinga's counter-examples, the more 
dubious their relevance seems to be to our proper philosophical concerns, and 
the less utility they have in philosophical argumentation. This is simply because 
the everyday epistemic concepts that it is the business of philosophy to 
investigate...are founded in ordinary human life as it is actually lived, and are 
neither designed nor reasonably adaptable to handle wild and crazy fictional 
cases.... [Todd (1996), p. 97] 

Granted, the methodology which Todd is recommending here seems to bring in its train 

a kind of "actual-world chauvinism", to borrow Goldman's phrase [(1986), p. 107]; and some, 

I suppose, will find such 'chauvinism' unattractive. But, as I indicated above, if the ̂ proach to 

semantic issues which I've recommended here is broadly correct — that is, if (in terms of the 

linguistic case) what words mean is a matter of what vve regularly mean by them — then it may 

well be that such chauvinism is inevitable. For our intentions, conununicative and otherwise, are 

going to be sh^ed by this-worldly beliefs, desires, hopes, and so forth. On this picture, the 

actual world shapes^' the attitudinal facts about us, which in turn determine the semantic facts 

"'I've heard this claim/phrase attributed to Jerry Fodor (though I've yet to locate the 
source in print). 

Warrant: The Current Debate and Warrant and Proper Function (both 1993). 

^'l don't say "determines" — clearly, for instance, we can and do have attitudes 
concerning all sorts of non-actual things, persons, properties, and states of affairs. This claim is 
just that the larger portion of our attitudes have actual or pretty-similar-to-actual objects. 



319 

about our language(s); and so a 'chauvinistic' semantics is more or less inevitable. This might 

come as bad news to one who hopes to use analysis of our terms/concepts as a means of 

arriving at an epistemology for all possible worlds, as it were. But I fail to see why such a theory 

would be any more desirable than, say, a biology for all possible worlds. For even supposing we 

could get such a thing, it's not clear why it should be of much interest to us. After all, in virtue 

of its generality such a theory would have nothing to tell us about our concepts/terms in 

particular.^"" 

And yet, while they don't come out and say that this is what they're after, many 

traditional (non-contextualist) epistemologists proceed as though it is precisely an epistemology 

for all possible worlds that they're after. How, after all, to explain the fact that they so often 

uncritically invoke such far flung possibilities in constructing and criticizing epistemological 

theories?^ But not only is this a bad methodology, at a certain level of abstractness it is really 

^"Moreover, this project would seem to give life to sceptical worries: if the goal is to have 
an epistemology for all possible worlds, how could we know if we've ever got it right? This, I 
think, is what's right in Michael WiUiams' (1991) claim that (what he calls) 'epistemological 
realism' leads to scepticism. (I should say, however, that I'm not at all sure about what exacdy 
epistemological realism is supposed to be. This is in part because Williams contrasts 
epistemological realism with "contextualism"; and I simply do not know whether what Williams 
calls 'contextualism' is contextualism as I've described it here.) 

"As Alvin Goldman has remarked, it's obvious that the standard methodology tries 
to get at the nature of our actual concepts by exploring their implications in non-actual 
possible worlds. I agree. Once again, though, I am not lobbying for a ban on such a 
methodology per se; I am simply warning against the thought that all applications of this 
methodology are equally legitimate and worthwhile. 

^•^ough not universally, of course. I'm speaking here of general trends. The traditional 
epistemologist's willingness to consider far flung possibilities is, like the clean division of 
epistemologists into "contextualists" and "traditional (non-contextualist) epistemologists". 
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the very same bad methodology that the semantic contextualist employs. For one way of 

characterizing the semantic contextualist's mistake is as follows: the semantic contextualist errs 

in regarding all uses (of a given term/phrase) as semantically significant (/meaning-indicative). 

(In particular, he mistakenly infers fixim the fact that "S" is being used to convey q, that q is 

"part of the content" of "S".) But we can now see that, ironically enough, traditional 

epistemologists are prone to making exactly the same mistake. The difference is that traditional 

epistemologjsts consider very remote possibilities and take "what we should say" about them as 

indicative of the (more-or-less-invariant) meaning of the term/concept in question; the semantic 

contextualist, by contrast, fixates on the more familiar and flexible uses to which we put 

knowledge-attributing sentences and take this to show that "knows", for instance, is indexical in 

character. 

Thus we come to see that, surprisingly enough, there is a sense in which both sides in 

the contextualism/anti-contextualism debate are prone to making the same error.^^ They both 

tend to assume that all uses are semantically significant; and insofar as this is so, they must be 

assuming that all there is to linguistic communication, e.g., is the meanings of words. Both sides 

are mistaken; both have yet to fiilly absorb the banal and platitudinous point with which this 

chapter began.^® 

something of a distortion. But it is a usefiil and not all that misleading distortion. 

^^Which is not to say that, were this not so, the debate would 'dissolve'. 

^^Yes, that point was formulated in specifically linguistic terms: there's more to linguistic 
communication than semantics. As the arguments of the previous chapter were meant to show, 
however, pragmatic phenomena (e.g.) aren't peculiarly linguistic: they can affect what we believe 
[cf., e.g., my account of why we believe that PI, the first premise of the sceptic's argument, is 
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V. Further Possible (Non-Epistemological) Applications of the Pragmatic Approach 

"[0]ne cannot go directly fixjm the phenomenology of a concept, especially 
when the phenomenology has been largely linguistic, to a deconstruction. The 
reason is that a description of how a term is used will very likely be misleading, 
unless one understands the role of those principles of human discourse that 
Grice calls 'Conversational Maxims'." [Martinich (1991), p. 178]" 

As I noted in Section I, above, a slogan which encapsulates a — if not the—main moral 

of the present work is: not all uses are semantically significant; or, not all uses are meaning-

indicative. It is a failure to bear this in mind that can lead one to make the mistake against which 

Martinich warns in the passage just quoted. For Martinich's point just is, really, that since use 

(of a term/phrase) is governed in part by extra-semantic considerations such as Gricean maxims, 

one cannot simply read linguistic meaning (a "deconstmction") off of use (the "phenomenology 

of a concept"). 

But just as epistemologists — both contextualist and non-contextualist, as we've seen — 

fall into just this error, so too do theorists in other areas. Or so I want to suggest. Here, I can't 

hope to do justice to the topics and issues I will be raising. I will confine myself, therefore, 

merely to briefly listing some likely non-epistemological examples of (in Martinich's terms) 

theorists reading a 'deconstmction' of a concept off of its 'phenomenology': 

(1) Truth: It is arguable that the 'performative' and 'redundancy' accounts of 'truth', in 

true]. But I think that this result will meet with resistance only if one thinks of pragmatics as an 
apsychological area of study to begin with—which, of course, it isn't. And, obviously, given how 
'context' is being here understood, it's no surprise that it can affect our thinking. 

^^As I've noted previously, it's not as though Martinich were the first to see the problem: 
that problem is what prompted a lot of Grice's philosophizing, for example (or so he tells us); it 
was discussed by Searle in some detail years back [see Chapter 6 of his (1983)]; and it has been 
implicit in much good philosophizing for a long time. 
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particular, seem to derive whatever plausibility they have from a failure to keep semantic and 

pragmatic issues distinct For even if'"Chickens can't fly' is true", e.g., imparts (inter alia) that 

the speaker endorses what is literally expressed by "'Chickens can't fly' — I agree", it simply 

doesn't follow that the latter proposition constitutes the semantic content of the former 

utterance. That is, it's perfectly compatible with the (plausible) claim that to say that 

something's true is (among other things) to signal one's endorsement of the relevant proposition 

and yet to think that a correspondence theory, say, gives the literal meaning of "is tme". To 

suppose otherwise is to conmiit the pragmatic fallacy [Salmon (1991)].^^ 

(2) Ethics: hi his "Contextual Analysis in Ethics" (1995), Peter Unger suggests that ethical 

claims are plausibly regarded as having context-sensitive contents. Unger's arguments for this 

are exactly parallel to, and are really no better than, those which semantic contextualists 

concerning knowledge, e.g., routinely ofifer. 

(3) Meta-Ethics & Normative Judgments: As noted above, to say that something is tme is, 

among other things, to perform the illocutionary act of endorsing it Likewise, it seems plausible 

to suppose that in calling a certain action (morally) good one is, among other things, perfonning 

the illocutionary act of giving it {qua moral act) one's stamp of approval, as it were. This, 

however, in no way provides support for "expressivist" accounts of the literal contents of moral 

judgments, for example \pace, e.g., Gibbard (1990)]. 

'®0f course, it may yet be that Strawson's view, e.g., of the semantic content (or lack 
thereof) of "is tme" is correct; but that can't be estabUshed merely on the grounds discussed 
above. 
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(4) Modal Statements:^' As we noted in discussing DeRose's proposed semantics for 

possibility statements [Chapter 5, Section IV], there is no good reason to think that there's 

anything peculiarly epistemic about the truth conditions of statements of the form, "It's possible 

that p\ Perhaps there is; but the point is simply that the mere fact that speakers often use such 

statements to (pragmatically) impart information about their epistemic position (with respect to 

various propositions) doesn't show that such information bears upon either the truth or the tmth 

conditions of those utterances. Similarly, the fact that speakers use possibility statements to 

impart information aboutp's peculiarly metaphysical, logical, or physical possibility does not in 

itself show that "possible" is polysemic - that it literally has more than one 'sense'. 

(5) Explanation: Without question, what "counts as" an adequate explanation of a given 

phenomenon depends upon the beliefs, interests, expectations, and so forth, of one's audience. 

It does not follow from this, however, that semantic invariantism concerning the meaning of 

"explanation" is bankrupt [contrary to what van Fraassen (1980), for example, seems to want to 

suggest]. 

(6) Rationality: Since it was first introduced by Peter Wason (1966), what has come to be 

known as the Wason Selection Task has become "the most intensively researched single 

problem in the history of the psychology of reasoning" [Evans et al. (1993), p. 99]. While some 

have taken subjects' performances on the Task as clear evidence of humans' rather poor 

(epistemic) reasoning abilities, Sperber et al. (1995), for example, have shown how far 

^'Though what I say here concerns possibility statements in particular, given that the 
notions of possibility and necessity are inter-definable, our treatment of possibility statements 
will bear on our treatment of other modal terms/statements. 
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pragmatic factors - in particular, 'relevance theory' [see Sperber & Wilson (1986a), (1986b), 

(1987)] — might be responsible for the data in question. There is, in general, good reason to 

think that pragmatics bears upon speakers* specifically inferential practices. 

(7) Linguistics & Cognitive Science As a final example of how certain areas and theorists 

stand to benefit fix)m a sensitivity to pragmatic considerations, consider Gibbs and Moise's 

recent article, "Pragmatics in understanding what is said" (1997).®° In their paper, Gibbs and 

Moise present experimental results which might seem to raise a problem for any theory, such as 

Grice's, which attempts to maintain a relatively clear distinction between semantics and 

pragmatics. What sort of data do Gibbs and Moise cite? Their chief datum is that subjects tend 

to identify "what is said" with what, if Grice is right,®' is actually no part of the linguistic 

meaning of a given utterance but rather something that is (merely) implicated or pragmatically 

imparted. For instance, subjects presented with the sentence, "Jane has three children" tend to 

judge that "what is said" by one who utters it is not iSaatJane has at least three children — which 

many Griceans would identify as the proposition literally expressed by such an utterance — but 

rather that Jane has exactly three children — which many Griceans would claim is merely 

pragmatically imparted. This suggests, in the authors' words, that "pragmatics strongly 

influences people's understanding of what speakers both say and communicate" [Gibbs and 

®°Thanks to Kent Bach for telling me about this piece. 

®'Or, rather, if a reasonable re-working of Grice's views on the matter is right. (As 
was noted in a previous chapter, there is good reason to regard Grice's requirements on 
linguistic meaning ~ in particular, the requirement that one sayssmc, only what one means — 
is too strong.) 
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Moise (1997), p. 51] " 

Contrary to what Gibbs and Moise suggest, however, none of this cuts against the idea 

that "pragmatics plays only a small in determining what speakers say, as opposed to what they 

conversationally imply or implicate" [ibid.^ For, as I was at pains to point out last chapter, my 

account predicts that speakers will tend to read information that is only pragmatically imparted 

by an utterance of "5"* onto the sentence itself; thus, my account predicts that speakers will tend 

to identify what's imparted with "what is said". There is, of course, more than a little irony in 

the fact that, while Gibbs and Moise take themselves to be investigating the boundary (or lack 

thereof) between semantics and pragmatics, they should be so willing to take subjects' 

judgments as to "what is said" at face value. All the more reason to suppose that the 

significance of pragmatic phenomena has yet to be fiiUy appreciated, both within epistemology 

and without. 

VI. Conclusion: The Shape and Direction of Further Research 

The list just given is really meant only to be suggestive.®^ But I do hope that what I've 

said here is suggestive enough that the reader will find it plausible to suppose that each of (1)-

"This, note, might ̂ ee/n to favor Recanati's (unGricean) proposal that "what is said" 
is a post-pragmatic notion, as it were [see, e.g., his (1989) & (1993)]. As I argue presently, 
however, this simply isn't so — or, at least, this result shouldn't trouble Griceans in the least. 

"One area of application which I have not even mentioned here, but which has been 
getting more and more attention in the literature, is the role of pragmatics in belief 
ascriptions; for a cutting-edge example of this, see Saul's (1998). [In endnote #15 of his 
(1991), Salmon gives his own list of 'likely suspects' — that is, of theorists who (by his 
lights) have committed 'the pragmatic fallacy' in the course of debates about reference and 
meaning.] 
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(7), for example, represents the beginnings of a viable avenue of research into the bearing of 

pragmatics on various non-epistemological areas of study. (Indeed, I suspect that many readers 

will already have been convinced of this.) 

(l)-(7), of course, like the epistemic cases I've focused on in the present work, are ail 

illustrative of the general moral that there is more to our talk than the meanings of our words.®^ 

And, corresponding to this general moral, there is a more general research project that's 

suggested by what has been said here. By way of a conclusion, let me give just the briefest of 

sketches of what this more general project is. 

Begin by noticing that it's hardly surprising that philosophers and non-philosophers 

alike should find it natural to privilege the lexical in their studies. For one thing, words lie right 

at the surface of things; as a result, it's easy to just take them as the data. Second, because the 

background assumptions underlying so much of our ordinary thought and talk are in the 

background, and are only very rarely made explicit, there is a tendency to regard our words as 

having a life of their own — that is, of there not being such a background at all. Third, because 

(as I've stressed here) we have a natural tendency to read our communicative intentions, and 

more generally our thoughts, onto words themselves, it is easy to regard what we say as more-

or-Iess straightforwardly disclosing those thoughts. That is, it's easy to see our patterns of 

speech, as it were, as mirroring our patterns of thought. And since what we say is naturally 

regarded as both indicating and reflecting our cognitive lives, it's only natural to go on to try to 

locate certain fundamental cognitive values — most obviously, a concern for tmth and logicality 

And if you think that this is just 'old hat' and thus hardly a point worth belaboring, bear 
in mind that many of the examples cited in the previous section are quite recent. 
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or rationality — at the level of what is said.̂  

For each of the reasons just given — and there are others as well — it is only to be 

expected that theorists should end up looking as though they were, well, word-obsessed. Yet, the 

present work is really just one long argument to the effect that this orientation is both very 

deeply seated and fundamentally misguided. If this is so, however, then it is no less a mistake to 

think that our interest in truth, say, is going to translate into an interest in speaking mostly 

truths.®^ (For notice, for instance, that Grice's Cooperative Principle — including the maxim of 

Quality - is best seen as operating on speaker meaning rather than on linguistic meaning [cf. 

Neale (1990), p. 106, note #19].) Similarly, even if we take ourselves both to aim at and, 

sometimes anyway, to achieve logicality (or non-practical rationality) we shouldn't expect either 

this goal or our success in achieving it to be clearly manifested in what we strictly speaking 

®^More specifically, at the level of what is saidcno:- connection, see, e.g., Reschen 
"Our policy of language use is such that we take the truth conditions and the use conditions of 
a statement as ordinarily de facto coordinated, and not merely as correlated in a statistical 
manner" [(1997), p. 215; cf. p. 218]. 

^Pace DeRose, who asks, incredulously, "...don't we want to avoid falsehood both in 
what we implicate and (especially!) in what we say?" [(1999), p. 197]. (Which would be worse: 
Harry saying, "Jane's a peach" or his believing ihaX. Jane's a peach? Of course, that much of our 
talk is, like the present utterance, nonliteral, requires argument [for some ofwhich, see Bach]. But 
so too does the undefended assumption that our words and our communicative intentions are 
nearly always perfectly isomorphic, so to speak.) hi fairness to DeRose, it should be said that it's 
not as though his belief that—obviously! — we want to avoid literal falsehood in what we saysmct 
is idiosyncratic. 

®^And we shouldn't, for example, think that logicality requires conformity to a strictly 
literal construal of any statement with a conditional form. (Cf the "rules" in the Wason Selection 
Task.) 



328 

In short, if we take seriously the fact that there's more to communication that the 

meanings of our words, it seems plausible to suppose that we're going to have to re-think our 

notion of what, e.g., rationality and a concem for truth require. Or, better perhaps: insofar as we 

do take these to be values we actually have, we're going to need a general theory of cognition 

and communication which tells us, among other things, whether and how they might be 

reflected in our talk.®®-® This, of course, promises to make our theorizing on such matters much 

more difficult than it would be if we were to ignore extra-semantic considerations.™ But it 

would probably make it better as well. 

'^Moreover, we're going to need such a theory to tell us about the normative dimensions 
to our talk which go beyond (mere) strict logicality. See, for example, Brandom (1994) on 
"discursive conmiitment", Searle on "the Background" [most recently in Chapter 8 of his 
(1992)], and Pollock's (1982) claims regarding the (weak) moral commitments attending 
successfid linguistic communication. 

^'Sperber and Wilson [(1986a), (1986b), (1987)] have presented, in outline anyway, such 
a general theory. (Assessing the relative merits of their approach, however, is beyond the scope 
of the present work.) 

™And it would almost certainly be a bad idea to undertake the construction of such a 
theory in isolation from results in areas such as linguistics and the cognitive sciences. (Although, 
as some of the examples in Section V suggest — remember (6) and (7), in particular —, we'd also 
be ill-advised to take all of these results at face value.) 
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