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ABSTRACT 

In this dissertation I seek to overthrow the most sacred dogma in the philosophy 

of mind: the doctrine that the mind is multiply realizable. Ever since Hilary Putnam 

introduced Turing machine functionalism, the idea that the mind is multiply realizable 

has gone unquestioned, and a form of the multiple realizability thesis now permeates the 

thinking of most functionalists. Nevertheless, I argue, this thesis is mistaken. And 

precisely because (radical) multiple realizability is the main obstacle to a psychophysical 

reduction of the mind, by undermining the multiple realizability thesis I open the way for 

such a reduction to take place. I argue further, however, that analog computationalism is 

the only form of computationalism that is compatible with psychoneural reduction. I then 

describe the salient properties of analog computers and explore the implications of these 

properties for psychoneural reduction. 
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CHAPTER 1: INTRODUCTION 

1. Brief Introduction to the Arguments 

In this dissertation I seek to overthrow the most sacred dogma in the philosophy 

of mind: the doctrine that the human mind is multiply realizable. Ever since Hilary 

Putnam introduced Turing machine functionalism, the idea that the mind is multiply 

realizable has gone unquestioned. A form of the multiple realizability thesis now 

permeates the thinking of most functionalists. According to this thesis: 

Since only the functioning of a physical system matters to mind, any type of physical 
system that performs the right fimctions can implement a mind. Since we can make an 
open-ended variety of physical systems perform the functions that constitute mind, mind 
is radically multiply realizable. Although the only known implementation of mind 
happens to be the brain, it is just as possible to make a mind out of string and soda cans. 

So goes the thinking of the majority of functionalists. 

Radical multiple realizability is problematic for psychophysical reduction, 

because if the mind can be implemented in an open-ended variety of physical systems, 

then it is impossible to show that mental states are identical to the states of any one type 

of physical system. As a consequence, most functionalists are anti-reductionists, 

beginning again with Hilary Putnam and Jerry Fodor [1975]. There are several attempts 

in the literature to show that there actually is no conflict between radical multiple 

realizability and reduction. As I argue, all these attempts fail. Psychophysical reduction 

is only possible if radical multiple realizability is false. There is no way to finesse the 

problem that radical multiple realizability presents to reduction; it must be confronted 

directly. 
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The best way directly to confront radical multiple realizability is to discover its 

foundations and undermine them. The foundations of radical multiple realizability can be 

found in the theory of digital computers (or Turing machines). Digital computers are 

radically multiply realizable because they do not utilize most of the physical properties of 

the systems which implement them.^ Instead of requiring complex and idiosyncratic 

physical properties, digital computers require only the most generic and simple physical 

properties, and therefore can be implemented in an open-ended variety of physical 

systems. This is why Turing machine functionalists, who claim that the mind is a digital 

computer, believe that the mind can be radically multiply realized. 

According to scientists who actually build artificial brain systems, however, it is 

not possible to make a digital computer perform the functions that the brain does.2 

Digital computers lack the ability to generate the full computational power of the brain, 

which is approximately 10^^ computations per second. Only analog computers, such as 

the brain or neuromorphic analog VLSI chips, have the computational power to do what 

the brain does. On the assumption that the mind is produced by the fimctions that the 

brain performs, therefore, only analog computers can implement the mind. Interestingly, 

the advantage in computational power that analog computers enjoy over digital 

computers arises from the fact that analog computers use the idiosyncratic physical 

^ Note that I am making the assumption that a digital computer need not operate at 
a high speed. This assumption is valid because proponents of radical multiple 
realizability do not take into account the operating speed of the mind — they allow that 
slow minds are minds. Irregardless of whether a digital computer is engineered for high 
speed operation, however, it is still the case that it will not utilize idiosyncratic properties 
of its implementing system in the way analog computers do. However, this fact is harder 
to see when considering these fast digital computers. 

^Note that I am now making the assumption that speed is important to whether a 
digital computer can implement a mind, and I will argue for this assumption in the 
dissertation. 
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properties of the physical systems in which they are implemented. Specifically, an 

analog computer uses the functions that describe the basic physical processes of its 

implementing system as computational primitives. 

Non-brain implementations of mind must still be brain-like in structure and 

function. Partial evidence for this statement consists in the fact that scientists who build 

real-time implementations of cognitive functions have found it necessary to simulate the 

functions that individual neurons compute, in a single step, for which they must use an 

analog computer. More evidence for the statement consists in the widespread agreement 

that cognitive functions must be implemented in a massively parallel architecture, which 

is the structure that the brain has. Given these two facts, and additional evidence, it 

appears that the only way to make the human mind is to imitate not only what the brain 

does, but how it does what it does. The real-time constraint forces a marriage of 

structure and function, manifested in the requirement of using brain-like analog 

computers. And, as I argue, just as the set of systems realizing a harmonic oscillator 

forms a functional physical type, so does the set of systems realizing the human mind. 

Therefore, the thesis of radical multiple realizability is false. 

The thesis that the mind is radically multiply realizable is partly a philosophical 

thesis and partly a scientific one. The scientific thesis is that it is physically possible to 

build an open-ended variety of machines capable of implementing the mind. According 

to what 1 have just outlined, this does not appear to be the case. The philosophical thesis 

is that the mind is something that takes the full computational power of the brain to 

implement. Philosophers of mind typically think that the mind is comprised of a subset 

of the functions that the brain performs. I argue that there is no good reason to choose 

only a subset of brain flmctions as essential to the mind, and that the broad domain of 

cognitive science is good evidence that the mind is comprised of nearly all the functions 
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performed by the brain. Moreover, a human mind is a time-dependent system, and must 

run at a certain rate. Therefore, a human mind implementation must be able to perform 

the required functions as fast as brains can. 

Analog computers manipulate representations in a disciplined manner, and thus 

are truly computers. This is important, because computationalism is the most powerful 

explanatory system in cognitive science. In order for a computer to be a cognitive 

system, it must manipulate representations in an epistemically evaluable way. Now, it is 

commonly thought that behavior that is in accordance merely with physical law is not 

epistemically evaluable. My thesis entails that some analog computers are cognitive 

systems. Moreover, analog computers are physical systems, in that they behave in 

accordance merely with physical law. Therefore, my thesis also entails that beha\ior in 

accordance merely with physical law is epistemically evaluable, in contrast to the 

common view. According to analog computationalism, the relations created by physical, 

chemical and biological processes are epistemically evaluable in whatever sense is 

required to explain the epistemic evaluability of cognition. Physical processes exhibit the 

intelligence once thought to arise only in systems insofar as they were cognitive, not 

physical. Obviously, insofar as it promotes this sort of conceptual scheme, analog 

computationalism provides a solid foundation for psychophysical reduction. 

Analog computationalism is a form of functionalism, and therefore I am a 

functionalist. However, I am opposed to any form of functionalism which idealizes away 

from real-time operation, or which includes only a subset of cognitive functions in its 

characterization of mind. By including certain functions and ways of functioning in the 

functional characterization of mind, one can avoid the multiple realizability problem and 

make psychophysical reduction possible. But one is still giving a functional 

characterization of mind, so functionalism is compatible with reduction, as others have 
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noted.3 At the same time, a distinctive feature of the functionalism characteristic of 

analog computationalism is that it is based on functional physical types. 

2. Extended Introduction to the Argmnents 

I now turn to a more detailed presentation of the arguments I offer. The main goal 

of the first chapter, entitled "Reduction and Multiple Realizability", is to show that the 

multiple realizability problem is incompatible with psychophysical reduction. There are 

three main types of arguments that have been offered to show that multiple realizability is 

compatible with reduction. First, several philosophers have offered versions of domain-

specific reductions, including species-specific reduction. Species-specific reduction does 

not help solve the multiple realizability problem, however, mainly because there is an 

indefinitely large number of species. Second, several philosophers have argued that other 

phenomena are multiply realized but have been reduced nonetheless, so there is no reason 

to think that the multiple realizability stemming from digital computationalism will fare 

worse. The favorite example for this argument by analogy is the reduction of 

temperature, which has at least four realizations in distinct physical material, and an 

indefinite number for any given temperature within each distinct physical realization. I 

will argue, however, that the type of multiple realizability resulting from digital 

computationalism is different than the two types of multiple realizability that occur in the 

case of temperature, and hence that the analogy fails. Third, some philosophers have 

argued that cognition would not be multiply realizable, at least not in a way that 

precludes reduction, provided there were cognitively important functions which occur at 

^If real-time operation is not a functional property, then it may be that I am not a 
functionalist. 
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low levels of physical organization in the brain. This argument rests on a confusion: 

functions occurring at low levels need not be realized at low levels in different 

implementations. We can implement low level functions at any level we wish. This 

would allow us to realize the functions in an open-ended variety of physical systems, as 

radical multiple realizability claims. 

The second chapter is entitled "Complete and Real-Time Implementations of 

Mind". The main purpose of this chapter is to argue for a certain general conception of 

an adequate implementation of the mind. Given this conception of an adequate 

implementation, it is far from obvious that the mind is radically multiply realizable. If we 

strip down the functions that a system performs in the right way, we can make virtually 

any system multiply realizable. For instance, one must use special metals and fuels to 

make and operate a commercial jet engine. However, jet engines can be multiply realized 

if they are characterized only as systems that produce power by spinning a turbine; for 

since the power requirements are not part of the characterization, we do not need to use 

special metals to construct the engine, nor special fuels to make it run. Similarly, should 

we choose to, we can characterize the mind in such a minimal way that the degree to 

which it can be multiply realized is dramatically increased. In this chapter I argue in 

favor of two features of mind that must be reflected in any adequate implementation. 

First, mind occurs in real-time, by which I mean that cognitive processes occur at a rate 

approximately equal to the pace of the events which they are about. Second, mind is 

comprised of an extensive array of functional properties, not just two or three essential 

ones. 

I present two arguments in favor of the idea that mind must occur in real-time, the 

Argument from Epistemic Norms and the Argument from the Human Domain. The 

Argument from Epistemic Norms presents the view that cognition is epistemically 
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evaluable, and that on the one hand the failure consistently to satisfy epistemic norms 

constitutes some degree of unintelligence on the part of a cognitive system, on the other 

hand the radical failure to satisfy epistemic norms entails that the system is not cognitive 

at all — i.e. does not have nor implement a mind. An application of the Argument from 

Epistemic Norms would be an evolutionary epistemology which took account of the fact 

that organisms must be able to cognize at a rate that is synchronized to those events in the 

local environment which are important to the survival of the organism. The Argument 

from the Human Domain is an argument concerning the semantics of the mental states of 

agents, but taken as a set and hence constituting an entire domain of cognition. 

Proponents of radical multiple realizability should be taken to be claiming that a human 

mind can be radically multiply realized. Minds can be type-individuated according to the 

domain of events about which they cognize, so human minds cognize about a certain 

domain. Furthermore, domains of events can be type-individuated according to the range 

of rates at which they occur. Now if we radically slow down or speed up the rate at 

which a mind occurs, it will cognize about events occurring at different rates, hence about 

a different domain, than it originally did. But this will make the mind a different type of 

mind, and if the original mind was a human one, this sped up or slowed down mind will 

be non-human. Therefore, implementing a mind at too slow or fast a rate will make it a 

different type of mind, and therefore an inadequate implementation of the original. 

In addition to running at certain rate, an adequate implementation of mind must be 

complete. Functionalists typically do not concern themselves with the number of 

different functions the mind performs, and seem to assume that if a single cognitive 

function, such as pain reception, can be multiply realized, an entire mind can be. But this 

does not follow, since as the number of functions to be performed increases, the number 

of devices that can perform them all decreases. Specifically, complete mind 
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implementations demand orders of magnitude more computational power than 

incomplete ones. Philosophers often argue that mind has only a few essential properties, 

often to the exclusion of sensory properties. I argue that such essentialist reasoning is 

unlikely to reveal the folk concept of mind. The folk concept of mind, however, should 

be revised in accordance with cognitive science, so that it more accurately reflects the 

truth about what ftinctions mind performs. Such revision is justified, because cognitive 

science determines what ftmctions are cognitive by using the criterion of stimulus 

independence. Only behavior which is stimulus independent can be considered to be 

cognitive, and this is in ftill accord with our folk psychological intuitions. Since there are 

many ftinctions that are involved in the production of stimulus independent behavior, the 

use of this criterion to revise the folk psychological concept of mind will result in a much 

more inclusive (and accurate) concept. Furthermore, cognitive science supports the view 

that mind must operate at a certain rate. 

The third chapter is entitled "Analog Implementations of Mind". This chapter 

presents results showing that any adequate implementation of the mind must be analog. 

Given the proceeding chapters, it is safe to assume that an adequate implementation must 

perform nearly all the ftinctions that the brain performs. A conservative estimate of the 

number of computational operations per section that the brain performs is 10^^, so any 

adequate implementation of mind must perform approximately 10^^ computations per 

second. Surprisingly enough, it turns out that it is physically impossible for the best 

current digital chip technology to generate that much computational power. 

Computational power is increased by packing more transistors onto a chip. A transistor 

can be thought of as a dynamically controllable barrier to electrons. As transistors get 

smaller, their ability to ftmction as an effective barrier decreases, until they are useless 

and the chip no longer works. Several factors determine the minimal size of a transistor. 
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including "punch through", which is when electrons are able to quantum tunnel through 

the potential barrier set up by the transistor. Digital computer chips reach their 

theoretical physical limits when they generate a factor of less computational power 

than the brain. 

When scientists implement brain functions such as retinal flmction (i.e. low level 

vision), in real-time, they use what is called neuromorphic analog VLSI technology. 

There are two important featiu-es of this technology. First, it is analog, which means that 

it uses the idiosyncratic physical properties of the implementing medium to compute. 

Digital computer chips also use the physical properties of their implementing medium to 

compute, but they do not do so in the way that analog computers do, and the difference is 

absolutely critical. In the second section on background material I will go into this topic 

in detail. The second important feature of neuromorphic analog VLSI technology is that 

it is neuromorphic, which means that it implements brain functions by primitively 

computing the same or similar functions that the brain does. Thus it implements 

cognitive functions by physically imitating what the brain does, because that is the only 

sufTiciently efficient way to do so. Far from being radically multiply realizable, the mind 

appears to put rather severe constraints on its implementing systems. 

The fourth and fifth chapters will contain the material from the paper 

"Analog Computation and Explanation in Cognitive Science." I need to revise that 

material further, so I have not yet included an introduction for it. 

3. Background Material: Digital Computers 
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The origins of radical multiple realizability stem from Turing machine 

flinctionalism, which is the view that the mind is some sort of digital computer. The best 

place to begin to understand why digital computers are almost completely medium 

independent is by understanding digital computers themselves. Drawing from Haugeland 

[1985], a digital computer is an interpreted automatic formal system. Formal systems 

have three essential features, but the relevant two for our purposes are: 

1. They are token manipulation games 

2. They are digital 

Concerning the first essential feature, to manipulate tokens is to either move them 

to different positions, or either add them to or remove them from a position. In order to 

completely define any particular token manipulation game, three things must be 

specified: 

la. What the tokens are 

lb. What the starting positions are 

Ic. What moves (manipulations) would be allowed in any given position ~ that 

is, what the rules are 

The specification of the tokens is intimately connected with the specification of 

the rules. It is helpftil to think of the matter this way: if one were witnessing a chess 

game being played, but did not know the first thing about chess, how would one decide 

what the chess pieces were (the tokens of chess)? The answer is rather obvious — one 

would simply infer that the things being manipulated by the players in some kind of 
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organized way were the pieces. In general, a token in a token manipulation game is just 

something that is manipulated according to the rules of the game. 

Now we can ask an important question regarding multiple realizability. When we 

implement a token manipulation game in some physical medium, are there physical 

requirements to be met? Specifically, can the tokens be made fi-om any physical 

material? All that is required for something to be an implementation of a token in a token 

manipulation game, is for it to be capable of being manipulated according to the rules. 

And that just requires that it be movable, and that it be able to maintain a position. These 

physical requirements obviously are quite unrestrictive (although they do rule out nailed 

down chess pieces and clouds, as Haugeland notes). Nothing in a token manipulation 

game depends on any specific features of its physical medium, as long as the same 

sequences of legal moves and positions are maintained. 

The second essential feature of a formal system stems fi-om the fact that it must be 

possible to manipulate the tokens in an unambiguous way, i.e. to move them and add 

them to or remove them fi-om a position without confusion (or error). A digital system 

makes this possible. A digital system is a set of positive and reliable techniques for 

producing and reidentifying tokens, or configurations of tokens, from some pre-specified 

set of types. The short version of this definition is: A digital system is a set of positive 

write-read techniques. A positive technique is one that can succeed absolutely, totally, 

and without qualification. This is to be distinguished fi-om a reliable technique, which is 

one that usually works.^ A write-read cycle is writing a token and then (at some later 

^A technique can be positive because it can succeed absolutely, but unreliable 
because it does not often do so (the three other permutations of the two terms are just as 
clear). An example of a positive technique is shooting a basketball through a hoop — it is 
possible to succeed in that endeavor absolutely and without qualification. Professional 
basketball players can perfomi that technique pretty reliably under certain conditions. 
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time) reading it. A write-read cycle is successful if the type (of token) determined by the 

read technique is the same as the type specified by the write technique. Putting this all 

together, a digital system writes and reads tokens and does so with complete success and 

reliably. Basically, a digital system writes and reads tokens without any errors. 

How is error kept out of a digital system? By setting up the system in such a way 

that it is physically easy for it to positively and reliably write and read tokens. This is 

done by building into the system a wide margin for error when it writes and reads tokens. 

To do this, one makes the tokens easy to write and read, by not requiring (relatively) 

much physical precision to write and read them properly. So there can be physical 

variation between tokens that are counted as being of the same type by the system. For 

example, in normal digital computers there are only two types of tokens, O's and I's. O's 

are implemented by the absence of voltage in a transistor, I's by the presence of voltage. 

The exact quantity of voltage does not matter. So, in addition to the medium 

independence afforded by the fact that the tokens in a token manipulation game need 

have only the most minimally specified physical properties, implementing the tokens in 

some kind of digital system requires neither particular nor fine-grained physical 

properties. 

To sum up, digital computers are multiply realizable because it does not matter 

what physical material the tokens are made from. All that is required is that the physical 

system implementing the computer be capable of being digitized — but that essentially is 

just a matter of defining the types of token in such a way that they can be written and read 

by the system without error. Not all physical systems can be digital computers, of course, 

because digital computers are automatic formal systems, and only specially made 

physical systems can automate a formal system. However, functionalists typically view 

important features of automation, especially speed, as unimportant to cognition. This 
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view makes it especially true that automation is more a matter of ingenuity (of the Rube 

Goldberg sort) than basic physics. In short, the reason why functionalists think that soda 

cans and string can be used to make a mind, is because soda cans are perfectly good 

tokens in a token manipulation game, a string and soda can system can be digitized, and 

the details of its automatic performance are held to be unimportant. 
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CHAPTER 2: REDUCTION A>ID MULTIPLE REALIZABILITY 

The main point of this thesis is that analog computationalism is the only form of 

computationalism that is compatible with psychoneural reduction. In order to defend this 

point, it must be shown that the only other form of computationalism, digital 

computationalism (which is also referred to as orthodox computationalism), is 

incompatible with psychoneural reduction. The main reason that digital 

computationalism is incompatible with psychoneural reduction is that digital computer 

states are multiply realizable, and multiple realizability blocks reduction. Although the 

idea that digital computer states cannot be reduced because they are multiply realizable is 

a common one in the philosophy of mind literature, there are powerful reasons for 

believing that multiple realizability is actually compatible with reduction. However, after 

presenting those reasons, I will demonstrate that they fail to show that the multiple 

realizability of digital computer states is compatible with reduction. 

More specifically, there are three main types of argiunents that have been offered 

to show that multiple realizability is compatible with reduction. First, several 

philosophers have offered versions of domain-specific reductions, including species-

specific reduction. Species-specific reduction does not help solve the multiple 

realizability problem, however, mainly because there is an indefinitely large number of 

species. Second, several philosophers have argued that other phenomena are multiply 

realized but have been reduced nonetheless, so there is no reason to think that the 

multiple realizability stemming fi-om digital computationalism will fare worse. The 

favorite example for this argument by analogy is the reduction of temperature, which has 

at least four realizations in distinct physical material, and an indefinite number for any 

given temperature within each distinct physical realization. I will argue, however, that 
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the type of multiple realizability resulting from digital computationalism is different than 

the two types of multiple realizability that occur in the case of temperature, and hence 

that the analogy fails. Third, some philosophers have argued that cognition would not be 

multiply realizable, at least not in a way that precludes reduction, provided there were 

cognitively important functions which occur at low levels of physical organization in the 

brain. This argument rests on a confusion: functions occurring at low levels need not be 

realized at low levels in different implementations. 

Before discussing these three types of argiunent and my replies to them, I will 

discuss the problem that multiple realizability presents to reduction. Initially I will 

present the problem in its usual form in the philosophy of mind, that provided in Fodor 

[1975]. But since this formulation of the problem is occasionally attacked, from which it 

might be concluded that the multiple realizability problem is somehow fraudulent, I will 

show that the problem can also be formulated in terms of Salmon's [1984] statistical-

relevance model of scientific explanation, and the theory of reduction based upon it 

(Wimsatt [1976b]). 

The dialectical position in which I find myself is somewhat strange. I am a 

reductionist with regard to cognition, yet I find myself arguing against existant forms of 

cognitive reductionism. Worse yet, I agree with the main point of anti-reductionists such 

as Putnam [I960] and Fodor [1975]. My position is that all the proposed ways of 

reconciling the form of multiple realizability arising from digital computationalism with 

psychoneural reduction fail. The most that has been shown is that a much less pernicious 

form of multiple realizability is compatible with reduction: there can be domain-specific 

reductions if the domains are relatively few in number. My solution to the multiple 

realizability problem has its roots not in attempting to show that the multiple realizability 

stemming from digital computationalism is compatible with reduction, but in showing 
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that analog computationalism gives rise to, at worst, this less pernicious form of multiple 

realizability. 

1. The Multiple Realizability Problem 

The natiu-e and origin of the problem that multiple realizability poses for 

reduction is a vexed question. Fodor [1975] described the problem as he saw it, and his 

view has become standard in the philosophy of mind. But Fodor described the problem 

in terms of Nagel's [1961] model of reduction, which is based on the deductive-

nomological model of scientific explanation (Hempel and Oppenheim [1948]). Both 

Nagel's model and the D-N model have come under serious criticism since their 

invention, and many philosophers doubt that they are adequate. As a consequence, on 

might argue that multiple realizability does not pose a problem for reduction, since 

Fodor's argument presupposes those inadequate models. My own view is that the 

multiple realizability of digital computer states (which is what Fodor was referring to) 

does indeed pose a problem for reduction, and the problem is very much as Fodor has 

described it. Therefore, I will begin this section by relating Fodor's argument. But in 

order to rebut claims that the multiple realizability problem is an artifact of Fodor's 

argument or the models on which it is based, I will also show that the multiple 

realizability problem arises for Salmon's [1984] statistical-relevance (S-R) model of 

scientific explanation, and William Wimsatt's [1976b] model of reduction, which is based 

on Salmon's model. My conclusion is that the multiple realizability problem is a real 

problem in the philosophy of science. 

Fodor [1975] argues, based on Nagel's [1961] model of reduction, that reduction 

is a relation between two theories A and B, where A is being reduced to B. A and B each 
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utilize a set of predicates that occur in the sentences of the theories. A has sentences of 

the form: Aix -> A2y which is to be understood as all events which consist of x's being 

A J bring about events which consist ofy's being A 2,, and B has sentences of the form: 

B1X -> B2y, to be understood analogously. In both cases these sentences describe causal 

laws. On Nagel's model, reducing A to B essentially involves deriving A from B. This in 

turn requires that there be some logical relationship between the predicates A[ of A and 

Bi of B. The logical relationship between the predicates is expressed in the form of so-

called bridge laws, which have the form: Aix <—> Bix. As an example of how these 

function in a reduction, to reduce the sentence Aix -> A2y to the sentence Bix -> B2y 

we need the following two bridge laws: Aix <-> Bix and A2y <—> B2y- Now we can 

write: 

1. Bix -> B2y 

2. Aix->B2y by bridge law Aix <-> Bix 

3. Aix -> A2y by bridge law A2y <-> B2y 

In order for this derivation to be valid, the bridge laws must at a minimum signify 

that the particular Af and Bj mentioned in such laws be coextensive. When the reduction 

is ontological, the bridge laws must make the stronger claim that the Ai and Bj are 

identical. 

Multiple realizability causes a problem for reduction because it makes it 

impossible to formulate bridge laws. Multiple realizability claims that psychological 

states can be realized in an indefinite number of different kinds of physical systems. 

Suppose that for each physical system K there is a theory T'^ of the system (where k 

ranges over the set of systems), and let us denote the theory of psychology that we are 
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reducing by P. To pick any particular T^^ to reduce P to would be arbitrary, because the 

states and processes referred to in P can be realized in any K. We cannot reduce P by 

reducing it to some arbitrary T'^, because we would immediately be forced to justify why 

P was not reduced to a different T'^, given that the states and processes referred to in P 

can be realized in any K. Suppose, then, that we try to reduce P to all the T'^ at once, as it 

were. This would require formulating bridge laws that have the form: Pfx <-> T^jx v 

T-ix v ...v T^x (where the i subscript ranges over the predicates in each theory T^ and 

P). The reason that the bridge law has the form of a disjunction on the right side is that 

each physical theory T'^ can reduce P. Now although formulating bridge laws in this way 

is logically permissible^, it is not scientifically permissible, because causal laws cannot 

have the form of a disjunction. Therefore, multiple realizability is problematic for 

reduction. 

Some philosophers balk at the suggestion that there might be nothing in common 

to the set of phenomena realizing the referent of a psychological predicate. Wilson 

[1985] argues that physics is capable of creating whatever predicates it needs in order to 

describe the physical world, so presumably if it needs to create a predicate describing the 

diverse set of phenomena capable of realizing the referent of a psychological predicate, it 

can. This is an important point, and I am sympathetic to it. It is a useful antidote to 

Fodor's assumption that reductionists can only use the basic predicates of physics as it 

now exists ~ that there is no room for creativity and discovery in physics. However, it 

might also be an argument to the effect that physics is capable of creating predicates 

without any explanatory interest. I would like to see the all-encompassing predicate 

1 Although there are logical grounds for denying that properties can be disjunctive, 
and hence that these predicates actually denote. For example, were there objects which 
shared such properties, they would need be no more similar for that. Some relevant 
literature, cited in Endicott [1993], is the following; D.M. Armstrong [1978], Paul Teller 
[1983], Owens [1989], Macdonald [1989], Endicott [1991]. 
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Wilson has in mind, and how it helps provide a better explanation than the psychological 

predicate, before I am convinced that the multiple realizability problem is 

bogusMoreover, it seems possible that while there may be the kind of all-encompassing 

physical property denoted by the predicate Wilson imagines, it would take the known 

universe to instantiate it. This point is complimentary to my first critique of Wilson, 

since studying the mechanism possessing Wilson's physical property would not yield 

much understanding of the psychological property it causes. 

Turning now to Salmon's S-R model, in his [1970] he argued that a complete 

scientific explanation consists of citing all the factors that are relevant to the probability 

of the explanandum occurring. In his [1984] he modified this account in an important 

respect. According to the new account, in addition to citing the statistically relevant 

factors, an adequate explanation v\ill also describe the causal processes that lead to the 

occurrence of the explanandum. The new account regards the [1970] account as only part 

of the story, which Salmon refers to as the "statistical basis". I will only describe the 

statistical basis here, because that is where the multiple realizability problem shows up 

for the S-R model. 

The statistical basis is motivated by the failings of Hempel's [1965] model of 

statistical explanation, which is an explanation yielding the conclusion that the 

explanandum should be expected to occur with a probability of less than one. On this 

model, one of the premises in the explanation is a statistical law to the effect that the 

explanans-events lead to type Z events with a certain high probability, and other premises 

show that the explanandum is an event of type Z. This model was criticized on the 

grounds that it is neither necessary nor sufficient for an adequate scientific explanation 

that the statistical law cite a relationship with a high probability. Rather, Salmon argued 

that the explanans must change the probability that the explanandum occurs, i.e. that the 
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explanans be statistically relevant. Statistically irrelevant events are not included in 

scientific explanations which follow the S-R model. 

Salmon provides a basic example of his theory: 

Consider John Jones and his quick recovery from a strep infection. Initially, Jones is 
simply a person with a strep infection — this is the reference class within which he is 
included for purposes of assessing the prior probability of quick recovery. We may 
assume, I believe, that this probability is fairly small. This reference class is not, 
however, homogeneous. We can partition it into t>\'0 sub-classes, namely, those who are 
treated with penicillin and those who are not. Among those who are treated with 
penicillin the probability of quick recovery is quite high; among those not so treated the 
probability is much smaller. Since Jones belongs to the subclass treated with penicillin, 
the posterior probability of his quick recovery is much greater than the prior probability. 
The original reference class has been relevantly partitioned. [1989, 63] 

We can continue to partition the reference class into smaller cells, as we discover 

other relevant factors. For instance, it is relevant that Jones is not infected with the 

penicillin-resistant strain of strep, so we might say that the explanation for his quick 

recovery is that he belongs to the subclass of people treated with penicillin and who are 

not infected with the penicillin-resistant strain of strep. [1989, 63] 

A nice feature of the statistical basis is that it explicitly deals with situations in 

which one factor screens off another factor. For A to screen off B is for A to render B 

irrelevant. This happens when a common cause gives rise to correlated effects. Salmon 

provides the example of a barometer explaining the occurrence of a storm. A sharp drop 

in the reading on a barometer is correlated with the occurrence of a storm, and for that 

reason barometers are good storm predictors. But both the occurrence of the storm and 

the drop in barometer reading are caused by atmospheric conditions, including a drop in 

atmospheric pressure. Therefore, we caimot explain the occurrence of the storm by the 

change in the barometer reading. "The probability of a storm (S), given both the drop in 

atmospheric pressure (A) and the drop in the reading on the barometer (B), is equal to the 
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probability of a storm, given only the drop in atmospheric pressure...." [1989, 66] 

According to Salmon's model, then, the reading on the barometer is not part of the 

explanation of the storm. So the model has a convenient mechanism for dealing with 

instances of screening off: those factors which are screened off do not change posterior 

probabilities, and are therefore shown to be irrelevant. 

I now turn to the subject of how multiple realizability is treated in the S-R model. 

According to the S-R model, only relevant factors are to be included in the explanation. 

Let type P be a digital computer program, which can be implemented in an indefinitely 

large set of physically heterogeneous systems Si (where the i ranges over members of the 

set). Assume that P is responsible for cognitive properties C, and that all of the Sj have 

C. Now suppose that we attempt to explain C by citing the physical properties of one of 

the Si, for example S6. The problem is that we could also explain C by citing the 

physical properties of any of the other Si- Keeping in mind that the number of Si is 

indefinitely large and heterogeneous, does citing the fact that S6 has certain physical 

properties make C any more likely? Absolutely not. 

Consider another similar case. Suppose we are at a restaurant and we have just 

tasted an extraordinarily good dessert. We want to know why this dessert tastes so 

amazingly good. Now this is an admittedly vague question, but probably the best way to 

answer it is to explain how it is prepared — i.e. to give the recipe. A completely irrelevant 

way to answer the question would be to mention that Chef Pierre, who works at the 

restaurant, had prepared the dessert. The reason that the dessert tastes so good is not 

because Chef Pierre made it. The reason is because of the recipe used in preparing the 

dessert. Any competent chef can make the dessert by following the recipe, even though it 

is true that Chef Pierre is causally responsible for making the particular dessert that I 

consumed. Now, does the fact that Chef Pierre happened to prepare the dessert make it 
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any more likely that the dessert would taste so good? Assuming that the number of 

competent chefs is indefinitely large, the answer is that it does not.2 The fact that the 

dessert tastes so good is not something to which Chef Pierre is able to contribute. 

Analogously, the particular physical properties of 85 are not able to contribute to the 

cognitive properties it has. The cognitive properties are determined by the "recipe" that 

S6 follows, which is program P. 

The multiple realizability problem should be expected to arise fi'om a screening 

off problem, since it gives rise to a problem of irrelevancy on the S-R model. This is 

indeed the case, which I will illustrate by mapping the multiple realizability problem just 

outlined onto the barometer case described above. We begin by thinking that the physical 

properties of S6 explain cognitive properties C, just like we begin by thinking that the 

barometer reading explains the storm. Eventually we discover that the situation is 

actually that the computational properties of program P explain both the causally relevant 

physical properties of 85 and cognitive properties C, just like we eventually discover that 

the atmospheric conditions explain both the barometer reading and the storm. 

There is a potential problem with explaining multiple realizability in terms of 

screening off, because programs are causally impotent (whereas atmospheric conditions 

are not), but the S-R model is obviously concerned with causal relevance. Thus the 

barometer reading is screened off because atmospheric conditions cause both it and the 

storm, but the computational properties of P do not appear to cause both the causally 

relevant physical properties of 85 and cognitive properties C. However, I maintain that 

2lf there were, say, only four chefs in the world capable of making the dessert, 
then the fact that one of them made it would make it more likely that it tastes so good, in 
the derivative (but still relevant) sense that only one of those four is capable of following 
the recipe. 
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the muhiple realizabihty problem is indeed a problem for S-R explanation, and for the 

reasons I have stated. 

One can think of programs as abstract specifications of actual system 

organization. The details of the organization may differ from system to system, but all 

the systems implementing a certain program will have the same organization at some 

level of system description (which might vary from system to system). System 

organization is a structural property, and hence can engage in causal interactions. Viewed 

this way, the computational properties of P are structural properties, which though they 

vary from system to system, have the same relevant set of causal powers. In the case at 

hand, the computational properties of P cause C. 

But how can we say that the computational properties of P cause the causally 

relevant physical properties of S6? Here we must consider the origins of S6- Suppose 

that it was produced by a scientist interested in building a system with the computational 

properties of P. Then clearly those properties did in some sense cause the causally 

relevant physical properties of S6- On the other hand, suppose that S6 was produced 

evolutionarily. Then provided that cognitive properties C confer an evolutionary 

advantage to Sg sufficient to make systems of the S6 variety more fit than other systems, 

we can say that evolutionary forces cause the causally relevant physical properties of S6 

because of the fimess that C confers to S6, which is in turn provided by the computational 

properties of P. So P causes the causally relevant physical properties of S6 indirectly, by 

yielding an evolutionary advantage to S6. 

One must be careful about what is being explained in these, and all, cases of 

explaining multiply realizable computational states. Multiple realizabihty causes a 

problem for the explanation of multiply realizable states when the request for an 

explanation has something like the following form: "What is the origin of the properties 
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of states of type T?" A form that will hide the problem is something like the following: 

"How does physical system Sg produce states with properties like those of type T?" Such 

pragmatic factors are important for psychoneural reduction. One can view the advocates 

of species-specific reduction as reformulating the explanandum fi-om "what is the 

explanation of cognition?" to "what is the explanation of cognition as implemented in 

species Z?" The latter question might be easier to answer (although I do not agree that 

using it will ultimately be advantageous to the reductive explanation of cognition), but it 

is a different question than the one originally asked. 

Specifically in the case of S-R explanations, we must be careful to appropriately 

determine the reference class mentioned in the original request for an explanation. 

According to Salmon, the canonical form of an explanation-seeking-why-question for S-

R explanation is: "Why does this (member of the class) A have attribute B?"; in the case 

of the above example it has the form: "Why did Jones, who is a member of the class of 

people who have strep infections, recover quickly?" [1989, 65] Analogously, the 

appropriate question for multiply realizable cognitive systems is: Why does system S, 

which is a member of the class of cognitive systems C, have the capacities that it does? 

Salmon's [1984] model (which includes the statistical basis and the claim that 

causal mechanisms must be cited) is a model of scientific explanation, not of reduction. 

But just as Nagel's model of reduction is based on the D-N model, there is a model of 

reduction which is based on Salmon's model, the model proposed by William Wimsatt 

[1976b]. I will not relate Wimsatt's model here, except to say that it adopts Salmon's 

[1970] model and itself proposes what Salmon proposed years later, that explanation in 

terms of causal mechanisms is much more important than explanation in terms of laws 

and causal generalizations. It then argues that the aim of reduction is explanation, and 

that causal-mechanical explanations are the actual (and proper) aim of science. His 
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model of inter-level reduction advocates reducing relatively high level phenomena to the 

interaction of causal mechanisms at relatively low levels, where only those mechanisms 

which have a certain minimal level of statistical relevance are to be cited. Since 

Wimsatt's model includes Salmon's statistical basis, multiple realizability is a problem for 

it. 

To sum up this section, the multiple realizability problem has been most 

prominently represented in the philosophy of mind literature in the form of Fodor [1975]. 

One may not agree with this marmer of presenting it, especially if one is not an advocate 

of some version of Nagel's model of reduction (including the latest version of that model, 

the General Reduction-Replacement Model (Salmon et al. [1992]), for which the problem 

of multiple realizability arises). However, I have shown that the multiple realizability 

problem can be represented in terms of another model of scientific explanation and 

another model of reduction, due to Salmon and Wimsatt respectively. Therefore, I 

conclude that the problem is not an artifact of Nagel's model of reduction nor of Fodor's 

presentation. Other evidence that the multiple realizability problem is real will be 

presented implicitly in the forthcoming discussion of analog computation and reduction. 

This evidence consists in the fact that the solution to the problem of multiple realizability 

for psychoneural reduction, analog computationalism, is also the cornerstone of actual 

psychoneural reductions. This need not be the case. Were multiple realizability a pseudo 

problem, one would expect that its solution would have no bearing on actual reductions in 

the domain of interest, except for the nominal one of allowing reduction to get past the 

stumbling block of multiple realizability. One would not expect in such a case that the 

way to solve the multiple realizabilit>' problem is also the way to facilitate actual 

reductions in the domain of interest, yet that is what we find in the case of analog 
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computation. This provides additional evidence that the multiple realizability problem is 

a real problem in the philosophy of science. 

2. Token and Species-Specific Reduction 

There is a distinct genre composed of different ways of claiming that the 

piecemeal reduction of a type is just fine. The label that I will put on this genre is 

domain-specific reductions. In a domain-specific reduction (DSR), a type is separated 

into a set of domains, and each domain is reduced separately. This strategy is potentially 

helpful to reduction, because any multiple realization that results fi-om crossing domains 

is eliminated. There can be many different versions of a DSR for a single type, provided 

there are variations on how the types are carved up into domains. Some different DSRs 

that have been offered in the case of psychology are to break the types up according to 

biological species, as in species-specific reduction, and to break the types up as finely as 

is needed to make the resulting domains uniquely realizable, as in the narrow-reduction 

strategy (NRS). I will consider these types of DSR in this section. Many philosophers 

who argue for DSR in the case of psychology note that the reduction of temperature is a 

DSR, because there are four separate domains of temperature realization (see section 

three). I accept the notion of DSR in the case of psychology, and think that the DSR of 

temperature is a good model of how a DSR for psychology should look. However, in this 

section I will argue that the types of DSR that I will consider, which represent the main 

types in the literature, are unsuitable. 

The species-specific form of DSR for psychology claims that using biological 

species is a good way to partition the set of reduction domains. Ronald Endicott [1993] 

has written the best article I have encountered on the subject of species-specific 
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reduction, and I will follow his discussion. The idea of species-specific reduction 

originated with Jaegwon Kim, who wrote: 

Let us assume that the brain correlate of pain is species-dependent, so that we 
have generalizations like "Humans are in pain just in case they are brain state A", 
"Canines are in pain just in case they are in brain state B," and so on. These species-
dependent correlations do not of course warrant the species-independent blanket 
identification of pains with a "single" brain state....But they clearly do warrant — at least 
they are not inconsistent with ~ the identification of human pains with human brain state 
A, canine pains with canine brain state B. and so on. That is to say, species-specific 
correlations warrant species-specific identities. [1972] 

Kim is proposing that we make identifications such as; human pain is identical with 

human brain state A. Such identifications could be used to underwrite bridge laws of the 

form: "for every x, x has human pain if and only if x has human brain state A," and these 

could be used in species-specific reductions. In addition to Kim, David Lewis [1983] and 

David Armstrong [1984], among other philosophers of mind and science, endorse the 

idea of species-specific reduction.^ Moreover, we can plausibly say that this form of 

reduction is often implicitly assumed in the neurosciences, because the majority of 

neuropsychologists only study the way humans realize psychological states. So 

attempting to reduce psychological states via species might be more than a logically 

3 In "Mad Pain and Martian Pain" Lewis takes pain to be a non-rigid designator. 
He thinks that it will tend to refer to different states as it is applied to different 
populations, and that this is fine: "The thing to say about Martian pain is that the Martian 
is in pain because he is in a state that occupies the causal role of pain for Martians, 
whereas we are in pain because we are in a state that occupies the role of pain for us." 
(From Block [1980, 219]) Regarding Annstrong, Endicott says that he "embraces the 
[species-specific reduction strategy] after observing that what plays the causal role of 
pain may differ from one kind of creature to the next. For then he says: 'It may be 
granted, for the reason just discussed, that it is impossible to identify the type pain with a 
certain neurophysiologial process. But what about the more narrowly conceived type: 
pain in human beings? It is quite plausible that it can be identified with some single sort 
of neurophysiological process."' [1993, 305] 
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possible argument on behalf of the identity theory, it might be part of neuroscientific 

method. 

One important objection against species-specific reduction concerns whether it is 

able to deliver what the reductionist initially promised. The reductionist promised a 

reduction of psychological state types, such as pain. These types are general enough to 

cut across species. But species-specific reduction will apparently only result in the 

reduction of species-relative psychological state types, such as human pain and canine 

pain. This is because relativizing the domain to species results in bridge laws containing 

the species-relative psychological state types, which in turn results in species-relative 

reductions. This objection could be avoided, and general psychological state types 

reduced, if the reductionist could be persuaded to accept identities of the form: pain is 

identical with human pain or canine pain and so on. As Endicott notes, this would result 

in bridge laws containing properties consisting of an indefinitely long disjunction of 

nomologically possible types of species-specific pain. [1993, 307] Unfortunately, it was 

the fact that multiple realizability resulted in bridge laws containing disjunctive properties 

which motivated species-specific properties in the first place, for disjunctive properties 

may not be properties at all, and they cannot be used in causal laws. Apparently, species-

specific reduction does not yield an advantage over the reduction of general 

psychological state types. 

Apart from these problems with the logic of reduction, the second objection 

against species-specific reduction is that it will not yield the type of explanation that is 

desired. As Endicott notes, Ned Block has stressed this point: 

Thus, Ned Block remarks simply that the appeal to species-specific properties 
requires that we "give up saying what property it is in virtue of which Martians and 
humans can both be in pain". And in another place he says: "Kim...and Lewis...propose 
species-specific identities: pain is one brain state in dogs and another in people. As 
should be clear fi-om this introduction, however, this move sidesteps the main 
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metaphysical question: 'What is common to the pains of dogs and people (and other 
pains) in virtue of which they are pains?'" (Endicott [1993, 310], quoting Block [1978, 
265-266] and [1980, 178-179]) 

We originally wanted reduction to explain the physical nature of that which is common to 

all creatures when they are in pain. Species-specific reduction does not attempt to 

provide us with such an explanation. In this quotation. Block characterized the question 

of what is coimnon to all pains as metaphysical. If it is merely a metaphysical question, 

there might be concern over whether it is something that ought to be answered 

scientifically via reduction. Kim Sterelny has suggested some reasons why pain and 

other cross-species psychological state types might have scientific value: 

Moreover, we need an explanation of why pain-in-chimps and pain-in-humans are 
both instances of a more general phenomenon. It is hard to see how that explanation 
could be neuroscientific. Consider a biological analoev. the widespread phenomenon of 
mimicry, some species protect themselves from predators bv an evolved resemblance to 
a distinct dangerous or foul-tasting species. Consider two cases: a harmless snake 
mimicking a venomous one, and a tastv-to-birds moth mimicking a foul one. Obviously, 
there are 'domain-specific' reductions of mimicry. There will be explanation, in genetic, 
developmental, and metabolic terms of how the distinctive patterns, in virtue of which 
snakes and moths mimic their respective moods, grow and are maintained. But these 
explanations do not tell us whv and how these patterns are important to the animal, nor 
will thev explain how the snake and moth instance a general phenomenon. Equally, a 
case-bv-case reduction will leave out the psychological and biological import of pain to 
the organism, and why the two sorts of pain are examples of something more general. 
[1990, 200-201, my emphasis] 

In this quotation Sterelny is making several claims, but I just want to focus on 

those represented by the underlined text. In that portion of the quotation Sterelny is 

claiming that pain has psychologically and biologically important roles to play in 

organisms, that some of these roles are the same across species, and that species-relative 

reductions will be unable to explain those roles. For instance, pain might serve the 
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important role of being a sign of bodily harm to every organism which experiences it. It 

might also serve an evolutionary function in all organisms which experience it. For 

example, in having the property of being unpleasant to all creatures which experience it, 

pain might serve the evolutionary function of causing the creature that is losing in a fight 

with another creature of the same species to stop fighting, and hence keep the species 

population from dwindling unnecessarily. Sterelny is claiming that species-specific 

reductions will be unable to explain important roles that pain plays, such as these. 

The idea that there are psychological generalizations that cut across species is a 

relatively familiar one, of course. Suppose we set up a classification experiment, in 

which we ask human subjects to classify objects into one of three possible categories: 

round, square, or triangular. When a subject presses the button indicating the response 

"round" upon being presented with a certain object, it is reasonable to assume that the 

subject believes that the object is round. This would also seem to be a reasonable 

assumption if the subject were a monkey. In fact, neuropsychologists often use monkeys 

in these and other similar experiments, often to discover the neural basis of visual 

processing in monkeys and humans. These experiments would not shed light on the 

neural basis of human psychological states were it not assumed that the monkeys enter 

into the same psychological states as humans do in these experiments. 

Defenders of species-specific reduction could make the following two argxmients. 

First, they could point out that the individuation of species is itself a taxonomy that 

reflects many important and theoretically relevant distinctions. The idea is that we have 

reason to think that human pain differs fi-om dolphin pain, because humans generally 

differ from dolphins in many interesting ways ~ that is why they are different species. 

Martin Bunzl [1987] argues in this manner (adding that the evolutionary constraints 
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which cause species to form, and hence allow us to perform reductions, should 

themselves be part of the reductive explanation). Endicott illustrates the argument nicely: 

[The] different environmental facts, selective pressures, and genetic endowments which 
serve to generate a difference in species might also serve to generate a difference in the 
psychologically relevant functional organization between species; for example, a 
difference which would manifest itself somewhere in the perceptual abilities, cognitive 
skills, or behavioral repertoire Oust think of the different ways humans and canines 
respond to pain!). [1993,311] 

There certainly are between-species differences in psychologically relevant 

functional organization. But this fact is unlikely to save species-specific reduction, 

because it is also the case that there are between-species similarities and identities with 

respect to psychologically relevant fimctional organization, and this is not accidental. It 

stems from the fact that the properties used to individuate organisms into species ~ the 

environmental facts, selective pressures, and genetic endowments which Endicott 

mentions ~ generally do not reflect the cross-organism similarities and identities of 

psychologically relevant functional organization. In short, the trouble with this defense 

of species-specific reduction is that biological and psychological taxonomies differ.^ The 

best that advocates of species-specific reduction can reasonably hope for is that there are 

some interesting psychological traits that are species-specific, but this still means doing 

without most psychological state types. 

The second argument that the advocate of species-specific reduction could make 

is more general. While agreeing that being unable to explain between-species similarities 

in psychological state is a loss in explanatory power compared with general psychological 

^With regard to just the brain and related structures, biological and psychological 
taxonomies are predicted to converge by reductionists. My point then becomes simply 
that there is more to individuating species than just brain differences, and these other 
ways will most likely tend not to overlap with brain-based individuation. 
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theories, he could claim ±at this loss is outweighed by the "theoretical gains achieved 

through the reduction of species-specific psychology, namely simplicity, ontological 

economy, and the additional explanation of psychophysical laws by virtue of the 

identities thought to obtain." (Endicott [1993, 311], citing Causey [1977]) Reduction has 

explanatory and other benefits, and these might be more valuable than the explanatory 

loss resulting from the species-specific nature of the reductions. 

This claim is difficult to assess without a carefijl analysis of the explanatory 

benefits of cross-species psychological generalizations, and the explanatory benefits of 

species-specific reductions (even assuming we had a generally accepted theory of 

explanation to use in such an analysis). For instance, there are experiments that 

neuropsychologists can perform on the assumption of cross-species psychological 

generalizations. How important are they? 

I cannot offer a knockdown argument against the possibility that this claim raises. 

However, there are general considerations against it. First, one must bear in mind that 

ontological economy occurs in reduction only when the higher level theory is replaced by 

the lower level theory. Reduction does not entail replacement. But there are reasons to 

think that psychology (the higher level theory) will not be replaced by whatever lower 

level theory reduces it. Wimsatt [1976b] has argued, for instance, that when the 

reduction is relatively complex, as it presumably will be in the case of psychology, the 

pragmatic benefit accruing to the types in the higher level theory is sufficient motivation 

to avoid replacing them. Instead of replacing them, the complexity of the reduction 

shows even more clearly that they are needed. In addition to this complexity argument, a 

concession even most reductionists make to psychology is that it serves the important 

function of "guiding" neuroscience to the investigation of interesting phenomena. Even if 

we assign to psychology only the minimal fiinction of discovering psychological effects 
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for neuroscience to reduce, we need psychology. So if we pursue species-specific 

reduction, it appears that we will need a distinct psychological theory for each species, 

and this does not help the cause of theoretical simplicity. The other dimension of 

theoretical simplicity, relating to the simplicity of each individual theory, would not seem 

to be changed by utilizing species-specific reductions. Species-specific psychology 

cannot be expected to be simpler than general psychology. 

Second, it is not obvious that the so-called benefits of ontological economy and 

theoretical simplicity are actually worth having anyway. Wimsatt [1976b] denies that 

either are worth having in themselves: 

Also common on this view [structural theories of reduction, such as Nagel [1961]] is the 
feeling that there is something wrong with the reduced theory, at least by contrast with 
the reducing theory; it is less general, less correct, less exact, less specific, less 
explanatory, or contains concepts which are for some reason thought to be inferior to 
those of the reducing theory. For this reason one often hears that (1) reduction allows 
"translation" of the language of the reduced theory into the "scientifically preferable" 
terminology of the reducing theory, as if the aim of reduction was to avoid certain ways 
of talking, or (2) that it shows that upper-level entities are "nothing more than" lower-
level entities as if it were important to show that they were of no significance in and of 
themselves, or (3) that reduction allows elimination of extra assumptions, entities, 
concepts, or terms, as if the scientist should, like the mathematician, aim primarily to 
deduce and define as much as possible fi'om a basis which is both as small and as certain 
as possible. [1976b, 214] 

Wimsatt takes the view that the goal of reduction is scientific explanation, and the other 

supposed goals are unfortimate artifacts of thinking that scientific explanation is a type of 

logical derivation (i.e. the D-N model of explanation, which is inherited in the most 

recent theories of reduction (Salmon et al. [1992])). 

But even on the view that the sole benefit of reduction is increased explanatory 

power, it might be that the benefits of species-specific reduction outweigh the 

explanatory loss. Given that it is only a possibility, however, the correct attitude toward 
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it is to consider it as a methodological suggestion, to be weighed against other 

methodological suggestions in science. But as Endicott points out, "It would seem to be a 

desideratum of any scientific psychology that it be able to capture interesting 

generalizations that might obtain. Yet cross-species generalizations, if there by any, must 

in principle lie outside the purview of a species-specific psychology " [1993, 312] We 

should adopt a methodology that at least allows us to capture interesting generalizations, 

rather than one which rules out their discovery from the start.^ This is the fairest 

assessment of the situation. Species-specific reduction may be all we get in the end, but 

it is not what we should shoot for in the beginning. 

I now turn to the NRS. The NRS form of DSR sometimes takes its motivation 

from general arguments about reduction. Robert Richardson [1979] argues that, 

according to Nagel's [1961] model of reduction, it is not required that the reduced and 

reducing theory have their types linked by biconditionals. According to Richardson's 

interpretation of Nagel, which I accept, it must be possible to derive the reduced theory 

from the reducing theory, and for that it is sufficient that there be conditional links 

between the two theories, from the reducing theory to the reduced. Since only 

conditionals are required, it is permissible in a Nagelian reduction for one type in the 

reduced theory to be mapped to multiple distinct types, or even tokens, in the reducing 

theory. 

The first objection to Richardson's argimient questions the relevance of this 

particular feature of Nagel's model. Valerie Gray Hardcastle has objected to Richardson's 

^It may occur to the reader that there is a prima facie incompatibility between 
advocating a scientific interest in maximally general laws, and seriously entertaining the 
possibility that ontological economy is not a worthy goal of reduction. After all, a benefit 
of ontological economy is an increase in the generality of the application of the entities. 
But the incompatibility is more apparent than real. There can be interesting similarities 
between the causal mechanisms in different systems, for instance, which would increase 
the generality of that mechanism-type without eliminating all variations on the type. 
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point for that reason: "Although Richardson's exegetical point is well-taken, I maintain 

that the reductionist tradition assumes (rightly or wrongly) biconditional links (see 

Kemeny and Oppenheim 1967, Schaffiier 1967, Brandt and Kim 1967, and P.W. Kitcher 

1980)." [1992, 409 footnote 1] Salmon et al. [1992] provides further evidence for 

Hardcastle's point. After neutrally referring to Nagel's position concerning intertheoretic 

links as the "connectability assumption", they say, "Later connectability came to be best 

seen as representing a kind of'synthetic identity,' for example, gene = DNA sequence, 

(Schaflfher 1967, Sklar 1967, Causey 1967)." [1992, 318] Furthermore, the model of 

reduction that they offer, the General Replacement-Reduction Model (GRR), incorporates 

such identities. According to the GRR, TR* is the "corrected" reduced theory/model, and 

tb(*) is either the corrected or uncorrected version of the reducing theory/model. The 

following condition is part of the GRR: 

(1 )(a) All primitive terms of TR* are associated with one or more of the tenns of 

Tb^*^ , such that: 

(1) Tr* (entities) = function (Tb^*) (entities)) 

(2) TR* (predicates) = function (TB^*) (predicates)) [1992,321] 

Given all this evidence, it is safe to say that Richardson's point is irrelevant. The NRS 

does not follow from general considerations about reduction, even if Nagel's theory 

supports it. 

The second objection to Richardson's argument is based on why conditional links 

are inadequate for reduction. Many points could be raised here, but we might consider 

why conditional links do not offer explanatory insight into the reduction. Suppose that in 

a reduction we have: DNA ~> gene. The question that obviously arises is: Why can we 

derive "gene" from "DNA"? Nagel's model of reduction does not answer that question. 
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But if there were a synthetic identity holding between genes and DNA, then we could 

answer the question in the following manner. The reason one is able to move from 

"DNA" to "gene" in the derivation (and back again since it is a biconditional) is that 

genes are DNA.^ So there is a good explanatory reason to choose biconditionals over 

conditionals in reductions, which further undermines the relevance of Richardson's 

exegetical point. 

Turning now to a critique of the NRS, Endicott discusses the NRS in the context 

of a larger discussion of the multiple realizability problem. He argues [1993, 311-312], 

that restricting the mental state type pain to human pain, as advocates of species-specific 

reduction would have it, will not solve the multiple realizability problem. This is because 

there is a large amount of variation in the way pain is realized even among humans. In 

person A brain region 1 might produce pain, while in person B brain region 1 and 2 might 

work together to produce pain, and so on. This sort of example has long been recognized 

by anti-reductionists (e.g. Fodor [1975]), and it is empirically justified ~ different people 

do use different brain regions to do the same task. Endicott notes that here the NRS 

advocate might enter the dialectic and reply that between-individual variation just shows 

we must further restrict the application of pain . Suppose, then, that instead of attempting 

to reduce pain in humans generally, we attempt to reduce pain in an individual person. 

Endicott argues that even this will not work, however, because of neural plasticity: the 

same mental state can be realized in different neural mechanisms within a single person. 

To avoid this problem, we might decide to restrict application of the type even further, by 

attempting to reduce mental state tokens, such as the pain of an individual at a certain 

^Of course, the idea that explanation is something over and above derivation is 
antithetical to the D-N model of explanation on which Nagel's model is based (and Nagel 
did take the view that the purpose of reduction is explanation ~ see Salmon et al. [1992] -
- so the problem is not that Nagel thought reduction had nothing to do with explanation). 



42 

time. Of course, the scientific interest in token events is quite limited, for the same 

reasons that species-specific psychological types hold less scientific interest than general 

psychological types. More importantly for the current discussion, the need to restrict 

ourselves to token events shows that the multiple realizability proponent has won, 

because the restriction to tokens essentially begs the question. As Endicott puts it, 

"...mental particulars are guaranteed to avoid the phenomenon of multiple realization by 

being of such a nature that they cannot have multiple instances and so a fortiori cannot 

have multiple instances by systems with distinct physical constitutions." [1993, 317-318] 

Endicott is exactly right. The NRS, which is the strategy of narrowing the domain 

until the multiple realizability problem goes away and then attempting a reduction, ends 

up leading to the reduction of token events. The basic problem with the NRS is that by 

the time the realization class is restricted enough to make the multiple realization go 

away, the realization class is not scientifically interesting. 

Although this is a valid point against the NRS, the reductionist need not fall 

victim to it. Reductions noraially utilize initial and boundary conditions, and it seems 

plausible that differences between mental state tokens (within-person differences) can be 

explained by invoking them.^ The use of initial conditions is, of course, pervasive in 

psychology, taking the form of reinforcement histories, innate knowledge, and the like.^ 

Therefore, we do not need to reduce mental state tokens, we can do what is normally 

done in reduction: reduce the mental state type consisting of pain in an individual 

person, but also invoke initial and boundary conditions. 

However, we cannot invoke initial and boundary conditions to avoid the situation 

in which there are differences in how individuals realize the same mental state (between-

^Richardson [1979] and Hooker [1981] have made this point. 
^Likewise, a theory of brain dynamics will use initial and boundary conditions. 
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person differences). This is because between-person differences are not just the result of 

differences in initial and boundary conditions, there are significant structural differences 

between the brains of individuals. Recalling the example above, if it is the case that in 

person A brain region 1 produces pain, while in person B brain region 1 and 2 work 

together to produce pain, that is in part due to structural differences in the brains of A and 

B. 

But even this problem can be avoided by reductionists. What is required is a 

theory that encompasses different brains (the brain domain), and which can explain 

differences between brain structure and function. Is there such a theory? Yes there is, 

neuroscience. Neuroscience is capable of generalizing over between-person differences 

in how a mental state is realized. Concerning the fact that A and B realize pain with 

different brain regions, neuroscience can (or can be expected to) explain this fact by first 

noting the relevant differences between the brains of A and B, and then invoking a theory 

to explain why such brain differences result in pain being realized in the two different 

ways that it is in A and B.^ 

To sum up this section, species-specific reductions neither reduce nor explain 

cross-species psychological types. This loss in explanatory power is probably not offset 

by whatever advantages a species-specific reduction offers. Given that the explanatory 

advantages of species-specific reductions may not outweigh the losses, one should not 

adopt the methodology of species-specific reductions. The NRS leads to the reduction of 

mental state tokens, which is basically a way of living with the multiple realizability 

problem rather than solving it. Reductionism is not committed to the NRS, of course, and 

^Note by way of contrast that no physical theory is capable of generalizing over 
the realization class consisting of the possible realizations of a digital computer program. 
Also, using initial aind boundary conditions also requires an underlying theory, but this 
theory need not generalize over different brains, it could be a theory of an individual 
brain. 
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the problems that beset the NRS can be overcome by the use of proper theories and initial 

and boundary conditions. 

3. The Argument by Analogy to Temperature 

The fact that the reduction of temperature is a paradigm case of reduction, yet 

temperature is multiply realized, has provided philosophers with a foundation for 

powerful arguments against the idea that multiple realizability is incompatible with 

reduction. The arguments are straightforward arguments by analogy; Temperature is 

multiply realized but it has been reduced. Therefore, even though cognition is multiply 

realized, there is no basis for claiming that it cannot be reduced. An implicit premise in 

this argument is that the way temperature is multiply realized is analogous to the way that 

cognition is multiply realized, and specifically, that temperature and cognition have 

analogous realization classes. The realization class of cognition, stemming from 

digital computationalism, is both indefinitely large and indefinitely heterogeneous. There 

are two distinct ways in which temperature is multiply realized, corresponding to two 

realization classes. One way that temperatiu-e is multiply realized is that temperature is 

four different things in each of four distinct types of physical system. This type of 

multiple realization results in a heterogeneous but not indefinitely large realization class. 

Another way that temperature is multiply realized is that a particular temperature can be 

realized in indefinitely many ways in an individual physical system. This type of 

multiple realization results in a realization class that is indefinitely large but 

homogeneous. I will offer some considerations to the effect that the two properties of the 

realization class of cognition, indefinitely large size and indefinitely large heterogeneity, 

1 call the set of realizations of a system resulting fi-om its multiple realization 
the realization class of that system. 
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are individually necessary and jointly sufficient conditions for blocking reduction. ̂  ^ 

Since both realization classes of temperature satisfy only one of these conditions each, 

neither of them blocks reduction, and hence neither realization class is analogous in the 

relevant respects to the realization class of cognition. 

Patricia Churchland [1986]has argued that multiple realizability does not stand 

in the way of reduction. One of the arguments she makes is an argument by analogy to 

the reduction of temperature. Temperature has at least four realizations in distinct types 

of physical system. When the physical system is a gas, the temperature of the gas is the 

mean kinetic energy of the molecules of which it is comprised. In a solid, temperature is 

a more complex function of the molecules. When the system is a vacuum, the 

temperature is determined by the black-body radiation emanating from the system. 

Finally, when the system is a plasma, the temperature is something different yet again, 

because matter in a plasma state does not contain molecules. But even though 

temperature takes on these different forms, virtually no one is prepared to say that 

temperature has not been reduced to mean molecular kinetic energy. Indeed, this case of 

reduction has been cited over and over as a paradigm case. Thus it appears that multiple 

realizability is compatible with reduction. [1986, 356] 

The model of reduction that appears to be motivated by this case is domain-

specific reduction (DSR). Each of the four distinct realizations of temperature forms a 

domain, and each domain can be reduced separately. Churchland endorses this model of 

reduction: 

^ ^ Size and heterogeneity are not completely independent notions. For instance, 
the degree of heterogeneity of a realization class seems to depend on the number of 
different members of the class, because if the number of members is quite small, it is 
sometimes possible to discover interesting properties that they have in common. This 
lack of independence does not adversely effect the analysis I offer, however. 

1-As well as Paul Churchland [1984] and Berent Enc [1983], 
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The main point of the example drawn from thermodynamics is that reductions may be 
reductions relative to a certain domain of phenomena. Though this is called "multiple 
instantiability" and is draped in black by the functionalist, it is seen as part of normal 
business in the rest of science. By analogy with the thermodynamics example, if human 
brains and electronic brains both enjoy a certain type of cognitive organization, we may 
get two distinct, domain-relative reductions. Or we may, in the fullness of time and after 
much co-evolution in theories, have one reductive account of, say, goals or pain in 
vertebrates, a different account for invertebrates, and so forth. In and of itself, the mere 
fact that there are differences in hardware has no implications whatever for whether the 
psychology of humans will eventually be explained in neuroscientific terms, whether the 
construction of psychological theories can benefit from neuroscientific information, and 
whether psychology is an autonomous and independent science. [1986, 357] 

Since there can be DSRs, the multiple realizability consisting of domains is 

compatible with reduction. Specifically, the case of the reduction of temperature serves 

as an existence proof that DSRs are possible in cases of four domains or less. But one 

cannot expect reduction to remain possible as the number of domains increases 

indefinitely, and the realization class of digital computer states contains an indefinitely 

large number of domains. The easiest way to see that an indefinite number of domains 

blocks reduction, is by noticing that species are domains, and a main argument against 

species-specific reduction (from the last section) is that the indefinitely large number of 

possible species is itself a problematic form of multiple realizability. Suppose, for 

example, that instead of four domains, temperature was realized in forty-thousand 

domains, each as dissimilar to each other as the four actual domains are. These forty-

thousand domains are sure to block reduction, so DSRs are not necessarily the way to 

solve the multiple realizability problem. 

But when the number of domains is relatively small, as it actually is in the case of 

temperature, reduction is not impeded. Why the number of domains should matter to the 

possibility of reduction is a curiosity. There are several possible explanations for the 

situation, revolving around the explanatory role of reduction. One possibility is that the 
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default is for multiple domains to result in one of two possible stable states (neither of 

which include reduction), but that cases such as temperature are exceptional. The two 

stable states are either the elimination of the type composed of the domains, or the 

retention of the type in favor of not reducing it at all. The concept of temperature is 

exceptional because it avoids both stable states, in that it continues to play an important 

scientific role despite having been reduced, for reasons specific to the concept and 

thermodynamics (Sklar [1993]). 13 Digital computer states fall into the second stable 

state, corresponding to claims that such states are neither reducible nor eliminable. 

Another possibility is that as the number of domains in a DSR increases, the 

explanatory power of the DSR decreases due to a loss in generality. For a given number 

of realization tokens, the more domains into which the set of tokens is divided, the fewer 

the number of tokens falling within a given domain. To each domain there corresponds a 

physical theory of that domain. As the number of domains increases, the theory which 

applies to each domain applies to fewer tokens, resulting in a loss of generality for each 

theory. If we consider a DSR as offering a reductive-explanation, and the theory of each 

domain a sub-theory of the DSR, then a DSR with too many domains will be relatively 

non-explanatory, and therefore might fail. In contrast, if a DSR were to comprise fewer, 

more general theories corresponding to fewer domains, it would be more explanatory and 

have a greater likelihood of being successful. 

Exactly why the four-fold multiple realization of temperature is unproblematic for 

reduction is not something with which I am overly concerned. Instead, I hope to have 

established the following three points. First, the four-fold multiple realizability of 

l^This might appear to contradict Wimsatt's [1976b] claim that the type becomes 
more pragmatically necessary as the complexity of the reduction of the type increases 
(see last section), and is therefore not subject to elimination. However, Wimsatt was 
specifically referring to the complexity of the reduction, not the number of domains, 
though the two can be correlated. 
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temperature is not analogous to the multiple realizability of digital computer states, 

because while both realization classes are heterogeneous, only the latter has an indefinite 

number of domains. Second, this difference in number of domains matters to the 

possibility of reduction, so heterogeneity appears to be a necessary but not sufficient 

condition for blocking reduction. Third, provided that the number of domains in a DSR 

is on the order of four, there is every reason to expect that the number of domains will not 

prevent reduction. 

I now turn to the second way in which temperature is multiply realized. Berent 

Enc [1983] and others have used the reduction of temperature in another argument by 

analogy (which Churchland [1986] also endorses at 357). This argument again proceeds 

by noting that temperature is multiply realized and yet has been reduced. However, in 

this case the multiple realization of temperature is not the four-fold realization in distinct 

types of physical systems, but rather the indefinite number of different realizations of a 

single temperature within a single physical system over time.^^ Enc [1983] describes the 

situation in the following quotation: 

1 ̂ Provided that there is not something about the conceptual structure of 
thermodynamics that makes it avoid the two stable states, and which other reduced 
theories, in particular cognitive science, do not share. As I argued last section, there are 
reasons to think that cognitive science will not be eliminated, so if the reason for 
temperature's reducibility despite a four-fold multiple realization is the fact that its 
conceptual structure makes it so usefiil, the same might hold for cognitive science. 

^ ^This sort of multiple realization of temperature I will call "single token" 
multiple realization. There can be two other types of multiple realization in cases like 
these. First, there can be the multiple realization that occurs over different temperatures 
in the same physical system over time, which I will call "multi temp" multiple realization. 
Second, there can be the multiple realization that occiu-s when a single temperature is 
realized in different tokens of the same physical type of system, such as two different 
gases. I will call this "multi token" multiple realization. (I ignore the case in which 
different temperatures and different tokens are considered.) 

Single token multiple realization seems to be the strongest candidate for 
exploding the idea that multiple realizability blocks reduction, because it produces an 
indefinitely large realization class in the simplest case. However, the three different sorts 
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As the argument stands [the Anti-Reduction Thesis of Fodor [1975]], it is a 
general argument against the possibility of reducing a special science into a more basic 
one. However, construed in this general way, the argument is too strong; it proves too 
much. Just imagine what sorts of conclusions this argimient would yield if applied in the 
nineteenth century to the possibility of reducing the gas laws to the idnematics of 
molecules. It would then be suggested that for the reduction to get off the ground, the 
kind predicates of thermodynamics have to be paired off via bridge laws with some kind 
predicates of kinematics, and the predicates of kinematics recommended for these bridge 
laws (i.e. mean kinetic energy of the molecules for temperature and average change in the 
translational momentum for pressure) do not delineate in any obvious way a natural kind 
in kinematics. The only thing that is common among the kinematic events that constitute 
an increase in the temperature of gas is an increase in the mean kinetic energy of the 
molecules and that is a property of kinematics only by courtesy. I say "by courtesy" 
because an increase in the mean kinetic energy can be construed as a kind of kinematic 
event only because the sub-kinds of kinematic events that are included under that kind all 
result in an increase in temperature. If the gas contains a reasonably large number of 
molecules, there are indefinitely many kinetic energy distributions to the molecules each 
of which will realize the same increase in the mean kinetic energy. Each token of the 
thermodynamic event-type designated by the expression 'increase in temperature' will 
correspond to some specific set of changes in the kinetic energies of the individual 
molecules, but the chances of any two tokens of that thermodynamic event-type being 
realized by the same kind of energy-value distribution to the individual molecules are 
infinitesimally small; and even if, by some probabilistic miracle, every increase in 
temperature were realized by the same kinematic distribution, this type-type 
correspondence could not possibly be lawful. Thus the argument would conclude by 
pointing out that the most reasonable decision to adopt with regards to the reduction of 
thermodynamics is to be a token-kinematicist. [1983, 281-282] 

Enc is right to point out that this is a type of multiple realizability (which I will 

call MR-KE), and it is compatible with reduction. Therefore, just as in the four-fold 

realization case, we have an existence proof that multiple realizability is compatible with 

reduction. But as several philosophers have noted, while MR-KE results in an 

indefinitely large realization class, it is not heterogeneous in the required sense (Sterelny 

[1990, 200], Hatfield [1988]). The sense in which MR-KE is insufficiently 

of multiple realization of temperature should be treated slightly differently in a rigorous 
argument. I am confident that the same general line of argument to be presented holds 
for these other cases. 
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heterogeneous has been left to the intuition by these philosophers, so I will flesh it out a 

bit here. Obviously the question is whether a realization class is sufficiently 

heterogeneous to block reduction. In Fodor [1975] it was argued that the realization class 

of digital computer states cannot be reduced because there is no single physical property 

which can encompass the relevant properties of all the tokens in the realization class, 

since it is so heterogeneous. According to this argument, then, a realization class is 

sufficiently heterogeneous to block reduction provided that the set of relevant properties 

of the tokens is not encompassed by any single physical property (and hence must be 

stated as a disjunction). As I noted earlier, this argument has been challenged (Wilson 

[1985]), and whether one finds this challenge convincing or not, it must be admitted that 

intuitions about the space of possible physical properties are dicey. 

Perhaps a better way to understand the sense in which a realization class is too 

heterogeneous for reduction, is in terms of whether a single physical theory can 

encompass the realization class. Because there are different types of physical systems in 

the realization class of a digital computer state, there is no single physical theory 

containing generalizations which apply over the entire realization class. Any theory 

which provides understanding of some members of the realization class will not apply to 

the other members. Hooker [1981] provides a more formal exposition of the idea that the 

difference between heterogeneous and homogeneous realization classes is based on 

whether there are physical generalizations which can encompass the entire class. He also 

shows why, on his model of reduction, a heterogeneous realization class cannot be 

reduced. 

The centerpiece of his analysis is that cases similar to MR-KE produce internal 

cross-classifications, while cases similar to the multiple realizability of digital computer 

states (MR-digital) produce external cross-classifications. Multiple realizability in 
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general produces (or perhaps is a form of) cross-classification. For example, a digital 

computer state cross-classifies its realization class, and a certain temperature cross-

classifies its realization class. The conclusion Hooker will reach, which I support, is that 

the type of multiple realizability yielding internal cross-classification must be treated 

differently in reductions than the type of multiple realizability yielding extemal cross-

classifications. Specifically, Hooker argues that the latter might, but the former does not, 

stand in the way of reduction. I will then show that MR-digital produces an extemal 

cross-classification which, according to Hooker's criteria, does stand in the way of 

reduction. Given this distinction between how intemal and external cross-classifications 

relate to reduction, one caimot argue by analogy between the two vis a vis reduction. But 

this is exactly what philosophers such as Enc do when they claim that since MR-KE does 

not block reduction, MR-digital does not either. ̂  ^ 

Hooker begins his analysis by considering the reduction of boiling water to 

microphysical processes. I will begin the quotation at that point, and continue on for a bit 

before offering a gloss of Hooker's argimient: 

I shall begin with a case discussed by Nagel [1969], that of the reduction of 
boiling to microphysical molecular processes. The general textbook account is fairly 
simple: roughly, boiling occurs when the kinetic energy (hence temperature) of the 
molecules allows them to exceed escape velocity fi-om the liquid surface so as to create a 
vapour pressure equal to the surrounding atmospheric pressure. Nagel argues, however, 
that a boiling can be realised by indefinitely many particular molecular processes and that 
it follows fi-om this that no particular molecular process can be identified with boiling. 
Contrary to Nagel, we have to do here with a hierarchy of generic microphysical 
properties, i.e., a determinate/determinable hierarchy, and a corresponding, though in 
practice unrealised, hierarchy of macroscopic descriptions. 

^^Enc [1983] does not actually mention digital computation, but instead discusses 
flinctionalism generally. Digital computationalism is a form of fimctionalism, however, 
so taking Enc's comments to apply to digital computationalism is justified, given his 
failure to make a distinction between digital computationalism and fimctionalism 
generally. 
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On the microphysical side there are at a relatively determinable level such 
predicates as 'has a total energy E', 'is in a distribution V in momentum space', and then 
there is a descending hierarchy of relatively more determinate predicates as the gas 
ensemble is more and more finely specified, thus: 'has Ni particles in phase space cell 
Ci, N2 in C2,-' for increasingly narrowly defined cells. All of this is well known in 
statistical mechanics, though perhaps not expressed in these terms. The finest 
specification of state is the macrocanonical ensemble in which the location and 
momentum (hence energy) of each constituent molecule is fixed. Now under the realistic 
theory of properties developed in Part II [Hooker [1981b]] each particular microcanonical 
state is an instance of each of its relatively more determinable microphysical properties. 
Since processes can be analysed as temporal sequences of states, the same applies to 
them. Thus, and here is the important point, each instance of a microphysical process 
obeys all the laws which involve its relatively more determinable properties, precisely 
because they too are instantiated in it. If, e.g., a very high-level (i.e., relatively more 
determinable) law asserts conservation of energy, every (relatively most) particular 
microphysical process obeys that law because the (relatively more) determinable property 
"has energy" is instantiated in them....[I skip two paragraphs on macrophysical predicates 
and micro-macro property identity] 

Every determinable property cross-classifies its determinates in this sense: every 
distinct determinate in which it is contained is ipso facto diverse from every other 
(otherwise the determinates would not be distinct). Thus things instantiating 'is shaped' 
in distinct shape determinates are unlike in shape, though like in being shaped, and things 
instantiating 'is charged' in differing quantitative values of charge are unlike in their 
charges, though like in being charged. This is one sense of cross-classification in which a 
determinate/determinable hierarchy entails cross-classification. There is another general 
source of cross-classification distinct from this latter: at any given determinable level the 
predicates of some determinate/determinable hierarchy will in general cross-classify 
things (states, processes, etc.) classified by the predicates of any other distinct 
determinate/determinable hierarchy.... 

Thus in the case of boiling 'is boiling' cross-classifies 'is boiling in manner z' and 
correspondingly for the microphysical predicates. Additionally, these two hierarchies 
cross-classify the colour hierarchy (assumed applied to objects in the usual way) and the 
chemical structure hierarchy ('is a Is 2p compound' etc.) ~ some red-coloured substances 
boil (are boiling), some do not (are not). I shall label the two kinds of cross-classification 
internal (to the determinable/determinate hierarchy) and external respectively. In what 
relation do these kinds of cross-classification stand to the reductive identification of the 
hierarchy of boiling properties in the above example? 

First, the fact of internal cross-classification is compatible with the reduction, for 
the entire macroscopic hierarchy is reduced to the entire microscopic hierarchy in a 
structure-preserving maimer. At some given relatively determinable level, N say, 
predicates at that level (i) have the same extensions (instances) as their microcounterparts, 
(ii) have the same determinable properties (because of the identities at all levels above 
them) and (iii) play the same theoretic (nomic) roles (partially guaranteed by both higher 
and lower level identities). This satisfies the conditions of contingent property identity 
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bid down in Part 11 [Hooker [1981b]]. The internal cross-classification is simply 
transferred. The fact that there are many different ways for water to boil as described 
molecularly is only a confusingly indirect way of saying that some molecular descriptions 
of water boiling are relatively more determinate than some macroscopic descriptions — it 
does not show that the macro properties carmot be reductively identified with 
microproperties. 

Second, cases of water boiling form a homogeneous subclass of the instances of 
'is boiling' and so on for the entire hierarchy. But since the entire class of instances of the 
boiling hierarchy is heterogeneous with respect to the relevant theoretically specified 
natural kinds (i.e. chemo-physical kinds of substance) it is not possible to further reduce 
the microphysical predicates, say to watery, or rather H2O, processes of some kind....[I 
skip a further remark] 

The upshot of this first discussion is this: the mere mention of a cross-
classification does not prevent reduction, it may be possible to reductively transfer an 
entire property hierarchy and account for the cross-classification as the internal cross-
classifications entailed by all such hierarchies. External cross-classifications may 
however prevent reductions and these will later be examined in more detail. [1981, 
497ff] 

Turning to the gloss on Hooker's argument, we can think of cross-classifications 

in terms of tree structures. Boiling water is the type at the top of a tree structiu-e and is a 

determinable property, and the various determinate ways of boiling water ~ ways that 

something can be an instance of boiling water ~ are at the next level in the tree's 

hierarchy. The connections between members of the two levels in the trees represent the 

determinable/determinate relationship. Another example of the determinable/determinate 

relationship Hooker gives is the property of being shaped, which is determinable relative 

to the determinate property of having a certain shape. The relationship of determinable to 

determinate that holds between some properties obviously does not hold between all 

properties. The property of being an old Buick is not determinable relative to the 

property of being at a certain pressure, for example. The determinable/determinate 

relationship naturally leads to an intemal cross-classification between the properties, in 

which the determinable property cross-classifies the determinate ones. I claim that the 
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property of a substance being at a certain temperature is determinable relative to the 

indefinite number of different ways it can be at that temperature. 

In an external cross-classification the determinable/determinate relationship does 

not hold between the relevant properties. I claim that the states of digital computers 

externally cross-classify the physical properties of the systems in their realization class. 

In terms of tree structures, we can represent a digital computer state as the top of the tree, 

and the various ways of realizing the state at the next level in the tree's hierarchy. In 

contrast to tree structiu-es representing determinable/determinate relationships, the 

connections between members of the digital computer state tree's hierarchy do not 

represent anything. ̂  ^ 

Hooker mentions the idea of a property hierarchy several times. Suppose that the 

determinate ways of boiling water are themselves determinable relative to more specific 

ways that each of them can be determined. Then a three-level hierarchy of properties 

exists, and obviously there can be as many levels to a property hierarchy for a system as 

there are theoretically relevant levels of organization within the system. 

The important point about internal cross-classifications is that the laws that apply 

to the determinable properties also apply to the determinate ones (this is what leads to the 

intemal cross-classification). For instance, the physical laws that apply to systems due to 

being systems of boiling water in general also apply to systems in virtue of being 

particular systems of boiling water. Hence all the particular systems of boiling water are 

governed by the same laws that apply to boiling water in general. This means, in turn, 

that the particular systems are related to each other in theoretically interesting ways, and 

there is a clear sense in which they are homogeneous. 

^ ^Except perhaps a general notion of realization, distinct from that involved in the 
determinable/determinate relationship. The notion of realization must be sufficiently 
general to include all cases of external cross-classification. 
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In external cross-classifications, the cross-classified systems are not related to 

each other in theoretically interesting ways, and are heterogeneous in a way that might 

block reduction. For instance, if there are any interesting laws that apply to boiling in 

general that also apply to, say, boiling milk, those laws will not also apply to, say, boiling 

hydrogen. Again, and by way of contrast, there are interesting laws that apply to boiling 

water in general that also apply to particular instances of boiling water. 

Hooker proposes the following ideas concerning how the property hierarchies 

formed by internal cross-classifications can be reduced. First, what is important for a 

reduction of the property hierarchy is that the structure of the hierarchy be preserved. 

That is, the theoretically important part of theories is the way the properties relate to each 

other. Second, Hooker believes that there are macroscopic properties corresponding to 

each microscopic property ~ we may not notice them or care about them, but they exist. 

Third, Hooker thinks that the main condition to be satisfied for a reduction to occur is that 

contingent identities be established bet^veen properties in the relevant domains. To 

reduce a property hierarchy, then, one must establish contingent identities between the 

micro and macro properties, in such a way that the structure of the microproperty 

hierarchy is preserved at the macrolevel. Hooker provides three conditions that must be 

satisfied in order to establish contingent property identities, and these conditions will be 

satisfied by corresponding pairs of properties in micro and macro level property 

hierarchies formed by intemal cross-classifications. 

Conceming how external cross-classifications might block reduction. Hooker says 

by way of summary, "I have also at least launched an argument to the effect that cross-

classifications in themselves may carry no objectionable implications for reduction 

provided either that they can be shown to be appropriately intemal, or that there are more 

basic laws which both explain the cross-classification and ultimately allow it to be 
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superseded." (508 my emphasis) External cross-classifications do not satisfy the former 

condition, and they might not satisfy the latter. Hooker gives an example of a cross-

classification that does not satisfy the latter condition in the above quotation: "But since 

the entire class of instances of the boiling hierarchy is heterogeneous with respect to the 

relevant theoretically specified natural kinds (i.e. chemo-physical kinds of substance) it is 

not possible to further reduce the microphysical predicates, say to watery, or rather H2O, 

processes of some kind." [1981, 500] That is, there are no basic laws which explain why 

boiling is realized in one kind of process rather than another, when the processes occur in 

different chemo-physical kinds of substance. In contrast, one can explain this cross-

classification when it is internal, because one can invoke initial and boundary conditions 

and as much of the theory of boiling water (for instance) as is required. But there is no 

theory whose basic laws can be used to explain the obstinate kind of external cross-

classification. That type of external cross-classification (multiple realizability) is akin to 

a brute fact of nature: different substances can boil. 

Digital computer states externally cross-classif>' their realization class in a way 

that blocks reduction, because there are no basic laws that can explain why the states are 

realized in one physical way rather than another. The realization class of digital computer 

states is more heterogeneous than the realization class of boiling substances (since digital 

states are more abstract), and Hooker has argued that the latter blocks reduction. 

The main point of this discussion is that philosophers such as Enc, who argue that 

since MR-temp does not block reduction, neither does MR-digital, are relying on a false 

analogy. By explicitly showing why the difference between homogeneous and 

heterogeneous realization classes makes a difference to Hooker's model of reduction, we 

go beyond thinking of the importance of the distinction either in merely intuitive terms or 

in terms of Nagel's [1961] model. According to Hooker's model, the only cases of 
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multiple realization which can be reduced are (roughly speaking) those in which the 

differences between members of the realization class can be explained by the laws of 

some physical theory which encompasses the class. This situation is compatible with 

DSRs on the assumption that each domain is encompassed by some physical theory with 

the required explanatory power. ̂  ^ 

Before leaving this section I should mention that Churchland anticipates the 

general response I have offered to Enc's argimient: 

Antireductionists may wish to concede the general point but to continue by 
arguing that the details of the case at hand rule out reduction. In so arguing, they will 
point to radical differences between the neuronal level of explanation and the functional-
computational level, and they will point out that the multiplicity of instantiations of 
psychological predicates can be so profuse, diverse, and arbitrary that the case cannot be 
likened to the thermodynamics-statistical mechanics example. In a word, they claim that 
the case of psychology is special. [1986, 358] 

This is precisely what I claim, and I believe that it ultimately depends on the 

particular nature of digital computation. Moreover, the natvu'e of digital computation 

should not be thought of as mere "details of the case". The reason that digital computer 

states are radically multiply realizable stems directly from the way that digital computers 

control error. The way that they control error, in turn, enables digital computers to have 

the properties that lead psychologists to think they are the best models of human 

cognition. For instance, the way they control error allows them to run programs with an 

unlimited number of embedded subroutines and an arbitrarily complex control structure. 

The recent debate over whether connectionist systems are capable of manipulating 

1 ̂ I do not necessarily agree with Hooker's model of reduction. My main 
objection to it is that it is a type of ontological reduction, and though he need not. Hooker 
has a tendency to set aside important epistemological considerations. I endorse models of 
explanatory reduction, which emphasize epistemological considerations. 
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syntactic structure properly is another example: people are willing to conclude that 

connectionist models are inadequate models of human cognition should they turn out not 

to be able to manipulate syntactic structures in a way sufficient for modeling human 

linguistic competence, but the fundamental reason that digital computer can do it is 

because they control error so well. Hence error control in digital computers is vital, and it 

leads directly to the radical multiple realizability of digital computer states. 

At any rate, Churchland acknowledges that this response is available to 

antireductionists (of the digital computationalist variety). She seems to change course 

after making the acknowledgement, and argue that the existence of low level functions in 

the brain rules out multiple realizability and antireductionism. I will discuss this 

argument in the next section. 

Before moving on, however, a point should be made concerning functionalism 

and digital computationalism. Digital computationalism is a more specific form of 

functionalism, according to which only certain functions are relevant to cognition. Those 

functions, of course, are the ones that digital computers can perform. Sometimes digital 

computationalism is described as a functionalism that is pure, in the sense that it does not 

make any reference to physical properties. Other forms of functionalism are less than 

pure, to the extent that they mention physical properties (such as causal functionalism 

(Armstrong [1981])). Since digital computationalism is a form of functionalism, 

arguments about functionalism apply to it. 

The point I wish to make here concerns the fact that reductionists tend to point out 

that reduction is compatible with functionalism. This is an important point to make, 

especially because it clarifies the distinction between functionalism and multiple 

realizability. There is nothing about functionalism per se that blocks reduction. Thus 

Churchland writes: 
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If it txims out that we are lucky enough to get a reduction (domain-relative) of 
human psychology to neuroscience, what does this do to the thesis that mental kinds are 
functional kinds? Nothing, for that thesis is independent of the antireductionist argimient, 
and it stands on its own feet after the argimient from multiple instantiability falls. The 
thesis that mental states are identified in terms of their abstract causal roles in the wider 
information-processing system is the core conception that makes functionalism 
functionalism, and it is entirely neutral on the question of reducibility. Functionalists can 
be true blue functionalists without naysaying reduction. [1986, 358] 

In a similar vein, Hooker writes: 

It is often argued that, e.g., cognitive psychology cannot be reduced to 
neurophysiology because the former cross-classifies the latter; any number of different 
systems (from brains to machines to leprechauns passing notes) could realise the same 
functional or computational theory. It helps to remove the intellectual dazzle of this fact 
to realise that this is true of any ftmctionally characterised system. The same cross-
classifications turn up within such prosaic fields as electrical engineering (cf 'is an 
amplifier of gain A' vis-a-vis particular circuit diagrams) and physics (cf 'is a high energy 
electron source' vis-a-vis quantum specifications). In these cases the issue is not whether 
reduction is possible, but how it goes. The same applies, I hold, between theoretical 
domains as well. [1981, 505] 

Now these two quotations are instructive, because Churchland's is an example of 

how the relationship between fiinctionalism and digital computationalism should be 

handled, while Hooker's is an example of how it should not be handled. Hooker basically 

argues that functionalism is compatible with reduction even though it leads to multiple 

realizability. Essentially he is arguing that any form of multiple realizability to which 

functionalism leads is compatible with reductionism. He does not make an exception for 

the more radical form of multiple realizability arising from digital computationalism. 

Churchland's approach is more conservative. She argues that, setting the question of 

multiple realizability aside, functionalism is compatible with reduction. This is correct, 

because there are plausible models for reducing functional states. This point makes it 
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clear that in order for a reduction of a functional state type to take place one must actually 

solve the multiple realizability problem for that state type — one can only set aside 

multiple realizability in arguments about reduction, not in actual reductions. The general 

lesson is that whether functionalism is compatible with actual reductions depends on the 

type of functionalism in question. Functional theories vary according to the degree to 

which they abstract from physical properties. The more they abstract, the more likely it is 

that the resulting multiple realizability will be problematic for reduction. 

To sum up this section, whether multiple realizability is compatible with 

reduction depends on specific properties of the realization class. Specifically, in order to 

block reduction the realization class must be both indefinitely large and indefinitely 

heterogeneous. Neither realization class corresponding to the two ways in which 

temperature is multiply realized has both of these properties. The realization class 

consisting of the four-fold realization of temperature is not indefinitely large though it is 

heterogeneous, and the realization class consisting of the indefinite number of ways a 

single temperature can be realized in a single physical system is not indefinitely 

heterogeneous, though it is indefinitely large. The realization class of digital computer 

states is both indefinitely large and indefinitely heterogeneous. Therefore, it is a mistake 

to argue that because temperature is multiply realized yet reducible, cognition can be 

reduced even though it is multiply realizable. I take from this section the following 

positive lesson about reduction and multiple realizability; provided that the realization 

class of cognition is similar to the realization class of temperature, there is no reason to 

think that cognition caiuiot be reduced. Specifically, there can be a DSR of cognition 

provided that there are on the order of four realization-domains of cognition, even if the 

four domains form a heterogeneous set. 
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4. Low-Level Brain Functions 

A diverse group of philosophers, including Enc [1983], Churchland [1986] and 

William Lycan [1990], have argued in different ways for the thesis that there are both 

high level and low level functions. This thesis is important primarily for the following 

reason, noted by several of these philosophers. Functionalists claim that only the 

functioning of a system is important to psychology, and that the physical implementation 

of the system is unimportant. They also believe (though perhaps implicitly) that the 

functional-physical distinction corresponds to the high level-low level distinction, as 

follows: functions exist only at relatively high levels of system organization, while 

physical properties exist only at relatively low levels of system organization. 

Consequently, functionalists only use a relatively high level of description of 

psychological systems and eschew low level description. The result of only using a 

relatively high level of system description is multiple realizability. 

Enc and Churchland have attempted to counteract this line of reasoning, and show 

that psychology is not multiply realizable, by pointing out that there are low level 

functions (and high level physical properties), and hence that the functional-physical 

distinction does not correspond to the high level-low level distinction. Consequently, 

they argue, the fimctionalist must present independent reasons for describing 

psychological systems only at a relatively high level, but such arguments do not appear to 

be forthcoming. In this section I will describe the ways in which it is argued that low 

level functions exist, and then assess the overall success of the argument. 

I now turn to the two main ways of arguing that low level functions exist. 

Proponents of the first way of arguing that low level functions exist claim that whether a 

state at a given level of description is functional or structural depends on whether one is 



62 

"viewing" the state from a higher level (from above) or a lower level (from below). We 

can view levels that are considered to be structural at still lower levels, from where they 

appear to be functional. Hence, provided that there is a level Li that is lower than the 

level L2 with which one is concerned, L2 can be viewed as flmctional. All but "the 

lowest" level can be functional, according to this school. Churchland [1986] and Lycan 

[ 1990] argue in this manner. Churchland writes: "Relative to a lower research level a 

neuroscientist's research can be considered functional, and relative to a higher level it can 

be considered structural....The stmcture-function distinction, though not without utility, is 

a relative, not an absolute distinction...." [1986, 361-2]^^ Lycan writes: "See Nature as 

hierarchically organized in this way, and the 'function'/'structure' distinction goes relative: 

something is a role as opposed to an occupant, a functional state as opposed to a realizer, 

or vice versa, only modulo a designated level of nature." [1990, 78] 

I agree with this position, but it needs to be augmented so that it explains why the 

function-structure distinction is relative.^® I will briefly mention two different possible 

ways of explaining the relativity.21 First, Mark Wilson [1985] has argued that the 

^^Even though Churchland formulates the position in terms of research and not 
states, we can think of research as research of certain states (or phenomena), where the 
"of is taken extensionally. Taken this way, she is saying that the states researched by a 
neuroscientist can be considered to be both functional and structural, depending on the 
"viewpoint". 

20To state what is perhaps already clear to the reader, functionalists can readily 
agree that the function-structure distinction is level-relative, so no questions are being 
begged by taking this position (and no benefit is necessarily being gained by arguing for 
the position). For it is open to functionalists to argue that while the distinction is level-
relative, there are good reasons why psychology should concern itself with levels relative 
to which the states at issue are functional. And in fact this is how some functionalists do 
argue. In fact, the functionalist's mistaken correlation of functional with high level has 
the effect of making the function-structure distinction level relative, only without the 
possibility of low level functions. 

21 However, I should first note that the philosophers whose explanations I will 
mention would not necessarily agree that they are explaining why the function-structure 
distinction is level relative; they would probably say that they are offering a different 
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function-structure distinction is relative to the set of primitives chosen to describe the 

state in question, and hence that the distinction is "an artifact of language". He writes: 

[The] contrast between "structural" and "functional" is not as clear as it might be. 
I noted that it is often presumed that functional properties are distinguished by an 
irreducible second-order quantifier in their definition. But if this quantificational 
criterion is to have any physical import, it must be verified that the resulting distinction 
between "structural" and "functional" is preserved across the many equivalent 
formulations of physics which adopt divergent choices of primitive vocabulary. Insofar 
as I can see, this presumption of invariance is false. [He then gives some examples.] 
[1985,235] 

Wilson's idea can be used to explain why the function-structure distinction is level 

relative. Different levels of description use different primitives, and different levels of 

organization of nature are best described with different primitives. That is, as we change 

levels of organization we must change the set of descriptive primitives we use. So the 

function-structure distinction is level relative because different levels entail different 

primitives.22 

Second, William Kalke [1969] has argued that what is thought to be a functional 

property of a system can be discovered to be a structural property as science makes 

progress in explaining phenomena. This observation can be used to explain why the 

function-structure distinction is level relative, in the following way. It usually is the case 

that when functional properties are explained in terms of structure (or structure + 

explanation for the existence of low level functions. However, I think it is more helpful 
to understand the arguments as I have organized them. 

22wilson's claim that the fimction-structure distinction is an artifact of language 
is actually equivalent to the claim that there is no such distinction ~ Wilson denies that 
the distinction is real. The level-relative position, which I endorse, does not deny that the 
distinction is real. Hence, while Wilson's idea will explain why the distinction is level-
relative, the explanation results in an anti-realist position with regard to the distinction. 
Wilson's claim can probably be weakened in a way that allows it to explain the level-
relativity of the distinction without entailing that it is not real. 
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dynamics), the explanatory level appealed to is lower than the level at which the function 

is described. That is, we typically explain functions by appealing to lower level structure. 

But this fact is not restricted to any particular pair of levels. Hence it amounts to the 

observation that when a phenomenon that is functional at one level is discovered to be 

structural at another, the other level is a lower one. And this is really just the thesis that 

the structure-function distinction is level relative, together with the idea that it is level 

relative because of the way explanations of functions work. 

The second way of arguing that low level functions exist is a bit more 

straightforward than the first. To describe a system functionally is to focus on the 

system's behavior, either its input-output behavior or on the contribution it makes to the 

functioning of the larger system of which it is a part. To describe a system functionally is 

to concentrate on what the system does. Concentrating on what the system does requires 

one to abstract from the system's structural description, because this is irrelevant to 

system functioning. So far it sounds as if a functional description can abstract away from 

all the low level physical (implementational) details of a system, just as functionalists 

claim can be done. However, I have said nothing about levels in my description of 

functions ~ it is entirely consistent with this idea of what a function is that there be low 

level functions. The only requirement entailed by this idea of functions would seem to be 

that the system either exhibit some kind of input-output behavior, or that it make a 

contribution to the functioning of the larger system of which it is a part. Clearly, it is 

consistent with this idea that molecules can have functions, for instance. So I think it is 

quite easy to see, with just a bit of reflection on what a function is, that there are low level 

functions. 

I now turn to problems with using the existence of cognitively relevant low level 

functions as an argument against multiple realizability. Having established that low level 
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functions do indeed exist, this group of philosophers typically conclude that functionalists 

have arbitrarily stipulated that psychological functions exist only at a relatively high level 

of description. In this they may be correct. However, none of the three main forms of 

functionalism, folk-psychological functionalism, psychofiinctionalism and 

computationalism is actually committed to postulating only high level functions. In fact, 

I will argue that some features of low level fimctioning are reflected in our folk 

psychology, and psycho functionalism is committed to low level functions if cognitive 

science postulates them. Computationalism would seem to embrace the existence and 

psychological importance of low level functions. A functional architecture (Pylyshyn 

[1984]), for instance, is the set of cognitively relevant functions at the lowest level of 

computational organization, which could theoretically be as low as the atomic level. 

Pylyshyn's claim is that functions lower than the level of the functional architecture are 

irrelevant to psychology, but that precludes neither the existence of low level functions 

nor their relevance to psychology. So rather than having been somehow driven to 

stipulate, by having taken the functionalism position, that only high level functions 

matter, I think it has just seemed clear to functionalists that the low level functions do not 

matter to psychology. But functionalists can readily agree that there are low level 

functions, and that they are relevant to psychology. 

Unfortunately, such agreeable functionalists will also tend to claim that the low 

level functions are multiply realizable. Unless these philosophers can argue that there are 

psychologically relevant low level functions that are not multiply realizable in a way that 

blocks reduction, they will not be able to defeat multiple realizability. 

Churchland recognizes this quite clearly when she writes: 

[We] simply do not know at what level of organization one can assume that the 
physical implementation can vary but the capacities will stay the same. In brief, it may 
be that if we had a complete cognitive neurobiology we would find that to build a 



66 

computer with the same capacities as the human brain, we had to use as structural 
elements things that behaved very like neurons. That is, the artificial units would have to 
have both action potentials and graded potentials, and a full repertoire of synaptic 
modifiability, dendritic growth, and so forth, though unlike neurons they might not need 
to have, say, mitochondria or ribosomes. But, for all we know now, to mimic nervous 
plasticity efficiently, we might have to mimic very closely even certain subcellular 
structures. [1986,361-2] 

Here Churchland attempts to give credence to the idea that there are 

psychologically relevant low level brain functions that are not multiply realizable, 

because artificial neurons would have to perform these same functions, and according to 

Churchland an artificial unit that performs the same fimction as a neuron actually is a 

neuron. Churchland is absolutely correct about the fact that we might need neuron-like 

elements to build a computer with the same capacities as the brain. In a later chapter I 

will argue that in fact this is actually the case. Furthemiore, the fact that we need neuron

like elements helps quite a bit with the multiple realizability problem. However, none of 

this has anything to do with the question of low level versus high level fimctions. 

This is simply because low level functions are just as multiply realizable as high 

level functions, all else being equal. One reason why it might seem that low level 

functions are harder to multiply realize than high level functions, is because it seems that 

there are fewer mechanisms able to produce a low level function than are able to produce 

high level fimction. This requires that we tell the following plausible stoiy about how 

functions arise. According to the preferred method of flmctional analysis [Cummins 

1976], a fimction should be analysed by decomposing it into simpler functions occurring 

at lower and lower levels of organization, forming a hierarchical organization. Hence 

most functional properties at a certain level L of physical organization arise from the 

operation of mechanisms at levels of organization lower than L arranged hierarchically. 

Suppose that fimction F can be hierarchically realized in a minimum of three fiuictional 
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levels. To the extent that F is multiply realizable, the majority of realizations of F will 

utilize more than three functional levels. But there are likely to be far fewer realizations 

of F that require the minimum three functional levels. Now, if F is a high level function, 

there are plenty of levels below F available for alternate realizations using more than 

three levels of organization. However, if F is a low level function, occurring (let us say) 

near the atomic level, there are far fewer levels of organization below that at which F 

occurs, and therefore those otherwise possible realizations of F that require many levels 

of functional organization will be ruled. Hence we can generally expect that high level 

functions can be multiply realized to a greater extent than low level functions. 

But this argument has a flaw. Although there appear to be fewer mechanisms able 

to produce a low level function as compared with a high level function, this seems to be 

the case only when the mechanisms producing the low level fimction must themselves be 

low level. But we can realize a low level functional property with a mechanism that is at 

any level. All the high level mechanism must do is realize the behavior of the low level 

mechanism (the fimction it performs). For example, suppose the low level function is 

that of a switching gate. We can realize this function at any level. This is the sense in 

which there is nothing special about realizing low level functional properties as compared 

with high level ones. So there is nothing about low level functions per se that makes 

them especially useful in arguing against multiple realizability. This means that there is 

nothing about the fact that neural functions are low level which dictates that they cannot 

be multiply realized — that is, that their flmctions can be realized in mechanisms which 

are not neurons. 

Although there is nothing about low level functions per se that makes them harder 

to multiply realize, because those same functions can be realized at higher levels, there is 

a reason to think that a cognitive system must realize its fimctions at as low a level as 
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possible. Hence we are driven toward low level cognitive functions due to this reason, 

and since that is the case, the argument just rehearsed (and dismissed) actually applies. I 

will not make much use of it, but it can be thought of as a bolstering argument. The 

reason that we are driven to low level functions is that, as I argued in the second chapter, 

a cognitive system must operate in real time. Much of the computation time in a 

massively parallel computer, such as the brain, is used up when individual computing 

elements communicate with each other. To minimize this time and achieve real time 

operation, the computing elements and their cotmections must be as small as possible. 

This in turn means that they must be realized as low level functions ~ i.e. we need low 

level functions because we need miniaturization, which in turn is needed for fast 

computing.23 

5. Conclusion 

The three main lines of reasoning which attempt to show that multiple 

realizability is compatible with reduction all fail. The first line of reasoning attempts to 

23 It occurs to me that the quotation from Churchland [1986] that I used in this 
section, and which I interpreted as describing the argument that low level functions help 
mitigate the effects of multiple realizability, can be interpreted a different way (although 1 
still think my original interpretation is more justified, given the first sentence of the 
quotation, and it is also more charitable as the following discussion makes clear). 
Churchland may only be pointing out that if almost all cellular features of neurons are 
involved in cognition, then the number of functions required to implement cognition 
might be orders of magnitude greater than otherwise supposed. Taken this way, the 
argument she makes is only about the number of functions cognition requires, not the 
level at which those functions occur in the brain. Taken alone, however, this argiunent is 
ineffective against multiple realizability. Without bringing to bear additional 
considerations, the fact that cognition requires a lot of functions does not make it any less 
multiply realizable than if it requires just a few. I will bring other considerations to bear, 
specifically, the fact that cognition must occur in real-time, and the fact that this leads to 
analog computation. Both interpretations of Churchland's quotation represent the closest 
approach to my thesis of any philosopher of whom I am aware. 
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solve the multiple realizability problem by breaking the realization class into a set of 

domains, and reducing each domain separately. Species are the relevant domain in 

species-specific reduction. Species-specific reductions fail to solve the multiple 

realizability problem, mainly because there is an indefinitely large number of possible 

species (which must be treated separately), so the essential problem of multiple 

realizability remains. Moreover, there are cross-species psychological generalizations 

that ought to be captured despite the fact that there probably are some species-specific 

psychological laws. The overall advantage accruing to reducing psychology in the 

species-specific manner is quite dubious. Therefore, species-specific reduction is not the 

way to make multiple realizability compatible with reduction. Endicott claims that the 

NRS contains the seeds of its own destruction, because multiple realizability in 

psychology continues until domains contain only individual mental tokens. He is right 

about this. However, neuroscience and the theories of brain fimction it provides are able 

to categorize individual mental tokens and between-brain realization differences into 

scientifically relevant types, so there can be brain domains useful in the DSR of 

cognition. 

The second line of reasoning claims that since temperature is multiply realizable 

yet is reduced, cognition can be reduced even though it is multiply realizable. 

Temperature can be multiply realized in the sense that there are four distinct physical 

realizations of temperature, or in the sense that there are an indefinite number of 

realizations of a given temperature as realized in a distinct physical system. Arguments 

concerning the former sense only show that multiple realizability does not stand in the 

way of reduction if the multiple realization results in only approximately four different 

realizations. But this is a useful point to notice, because a given analog computer may 

have a handful of different realizations. Arguments concerning the latter sense of the 
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multiple realizability of temperature are really about a different type of multiple 

realizability than the one stemming from digital computationalism. Roughly speaking, 

digital computationalism leads to a much more heterogeneous realization class than the 

one stemming from the multiple realizability of temperature in this latter sense. 

The third line of reasoning is that the presence of cognitively relevant low level 

functions in the brain indicates that cognition cannot be multiply realized. I have argued 

that there is nothing about low level functions per se which makes it the case that if such 

functions in the brain are necessary for cognition, cognition is not multiply realizable. 

This is because low level functions in the brain do not have to be realized at a low level in 

another implementation. A completely different consideration, namely real time 

computational power, appears to force miniaturization which in turn forces low level 

functionality. Low level functionality might help to minimize the multiple realization of 

analog computations (if the argument sketched in the section is correct), but I will argue 

in a separate chapter that analog computers form natural kinds, so multiple realization is 

not a problem for them anyway. 
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CHAPTER 3: COMPLETE AND REAL-TIME IMPLEMENTATIONS OF MIND 

Whether the mind can be multiply realized is a question that cannot be 

completely answered by theories about the relation between mind and body, such as 

functionalism and the identity theory. In order to answer this question, we must also 

make use of a suitable theory of mind. Specifically, we must settle the question of which 

features must be included in an adequate implementation of mind^. 

In this chapter I will argue that there are two features of mind that must be 

included in any adequate implementation. First, mind occurs in real-time, by which I 

mean that cognitive processes occur at a rate approximately equal to the pace of the 

events which they are about. Second, mind is comprised of an extensive array of 

functional properties, not just two or three essential ones. Ignoring these t'vo features of 

mind leads to a grossly overoptimistic assessment of the extent to which mind can be 

implemented in different systems, and specifically, to the view that mind can be radically 

multiply realized. 

The first section of this chapter examines the view that mind is time-independent, 

as presented by Ned Block. I conclude that Block has failed to intuitively motivate the 

view. There appears to be a strong intuitive connection between intelligence and 

cognitive speed. I also present some examples of time-dependent systems, in order to 

highlight the time-dependent natiu-e of mind. The second section attacks the 

argumentative strategy which most successfiilly yields the position that mind has only 

two or three essential properties. I argue that this argumentative strategy is unlikely to 

reveal the folk-concept of mind. Indeed, there is plenty of reason to think that our folk-

^ Although some of the claims I will make in this chapter apply to minds 
generally, I mean to refer only to human minds when I use the term "mind". 
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concept of mind includes an extensive set of features, not just two or three. The 

argumentative strategy is also too demanding on our philosophical imagination in the 

type of case to which it must be applied when considering the time-independence of 

mind. 

The third section briefly introduces the idea that the folk-concept of mind must be 

revisable by cognitive science. It then argues that cognitive science promotes both the 

inclusive concept of mind and the view that mind is time-dependent. It promotes the 

inclusive concept of mind because it uses a justifiable indicator of cognitive behavior, 

stimulus independence, and has empirically determined that a great number of functional 

properties are involved in the production of stimulus independent behavior. It promotes 

the view that mind is time-dependent because, as I argue, even traditional cognitive 

science methodology can use the real-time unfolding of cognitive processes, and there are 

new approaches in cognitive science that are explicitly based on the importance of how 

cognition dynamically unfolds in real time. 

In the fourth and final section I present two independent arguments for the view 

that mind is time-dependent, the Argument from Epistemic Norms and the Argument 

fi-om the Human Domain. The former argument yields the conclusion that mind must 

operate in local real-time. The latter argument yields the conclusion that human minds 

must operate in local real-time, or else they are non-human minds. 

1. The Folk-Concept of Mind? 

Several philosophers, including Ned Block and Douglas Hofstader, have argued 

that minds can run at any speed. The following passage is from Block's article entitled 

"Troubles with Functionalism": 
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It is hard to see why the system's time scale should matter. What reason is there 
to believe that .vowr mental operations could not be very much slowed down, yet remain 
mental operations? Is it really contradictory or nonsensical to suppose we could meet a 
race of intelligent beings with whom we could communicate only by devices such as 
time-lapse photography? [1980] 

I take Block to be arguing as follows. An implementing system's time scale does 

not matter, for instance, it can operate slower than a human brain does. This is because 

the mental operations which the system implements can occur at any rate and still be 

mental operations. Specifically, the mental operations can happen much slower than 

ours, and still be intelligent. Since they are intelligent, they are still mental operations. 

Now the last inference, from the fact that an operation is intelligent to the fact that 

it is a mental operation, is one that I agree with, but Block does not explicitly say why it 

holds. One way to see why the inference is valid, is to notice that in order for something 

to be a mental operation, it must obey certain epistemic constraints. These epistemic 

constraints are encoded in our concept of intelligence. As a system becomes increasingly 

unintelligent, at some point it fails to satisfy the epistemic constraints which apply to it, 

and hence fails to implement a mental operation at all. In particular, human minds have 

certain epistemic constraints that apply to them, and should a human mind become 

increasingly unintelligent, at some point it can no longer be considered to be a human 

mind. (The Argument from Epistemic Norms provides more support for this position.) 

Returning to Block's argument, he claims that there is no interesting connection 

between intelligence and the speed of mental operations. But this claim is unintuitive. If 

there is no connection between intelligence and cognitive speed, why are intelligence 

tests timed? The reason they are timed is simply because we judge that if Fred can solve 

problems faster than Arnold, then, all else being equal, Fred is smarter than Arnold. We 

also tend to judge slow learners to be less intelligent than fast learners. And consider the 
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following example: suppose we meet a certain unfortunate person who can say only one 

sentence every few minutes, and who takes hours to complete a simple addition problem. 

We would normally say that such a person is unintelligent. Of course, we could use time-

lapse photography to speed up the person's apparent performance to that of a normal 

adult. Would we want to say on that basis alone that the person is as intelligent as a 

normal adult? I think we would not, because that view would appear to commit us to the 

view that we could speed up the person's apparent performance some more, and claim 

that she is a genius, which is absurd. 

Block continues his example as follows: 

When we observe these creatures, they seem almost inanimate. But when we 
view the time-lapse movies, we see them conversing with one another. Indeed, we find 
that they are saying that the only way they can make any sense of us is by viewing 
movies greatly slowed down. 

Here Block seems to be claiming that ourselves and the slow creatures have the 

same problem in understanding each other, and that consequently, we are equally 

intelligent. But just because we both need to use time-lapse photography to understand 

each other, that doesn't mean that we have the same problem in understanding each other. 

For remember, their time-lapse camera slows us down, while our time-lapse camera 

speeds them up, and that makes all the difference. 

To see this, consider our unintelligent person again. In order for this person to 

understand how an extremely fast mathematician adds a few numbers together, the person 

would need to use a time-lapse camera to slow down the addition process. On the other 

hand, in order to avoid being completely bored, the fast mathematician would need to use 

time-lapse photography to speed up the unintelligent person's addition. Both people need 

time-lapse cameras to interface effectively with each other, but by hypothesis, they are 

not equally intelligent. Therefore, the mere fact that time-lapse cameras can be used for 
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understanding between two creatures does not entail that the creatures are equally 

intelligent. 

Setting the intelligence issue aside, the following is an example which might seem 

to indicate that human minds do not have to obey a time constraint, and that therefore the 

mind's implementing system can run at any rate. Two computers can be virtually 

identical except for their processing speed. Suppose that we have a slow computer 

running at 10 mHz and a fast one running at 100 mHz, and that both are currently running 

the exact same program and operating system. Then both computers are performing the 

exact same computations (or so I shall assume). Now suppose, like good 

computationalists, we allow that only the computational properties of the programs are 

relevant. Then the two computers share whatever it is that makes the program and 

operating system what they are, even though they run at different speeds. Analogously, 

suppose that our two computers run the program Human Mind. Again, since both 

computers perform the exact same computations, they share whatever it is that makes the 

program Human Mind what it is. If we assume that the program captures all the 

important properties of a human mind, can't we conclude that a human mind can indeed 

be run at different speeds? 

Of course we can, but this begs the question. The programs running on the two 

computers only instruct them to make state-changes in a certain order, they do not tell 

them the rate at which to make the state-changes. Whether the rate at which the state-

changes occurring in a human mind are important is what's up for grabs. Therefore, it is 

question begging to assume that everything which is important to mind is captured by the 

program Human Mind. Looking at the issue another way, presumably the program 

Human Mind is designed to enable a robot to think and act like a human being. Suppose 

we ran Human Mind in a robot using a computer that was slower than the brain by a 
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factor of 10^. The robot's computer would execute Human Mind, but its behavior would 

be quite unlike that of a human being. For example, it would be unable to respond to 

real-time sensory input — moving objects that we detect and interact with, such as 

baseballs and mosquitos, simply would not be within the robot's cognitive domain — and 

its real-time motor activity would be nonexistent. 

Yet another mistaken route to Block's conclusion is to tacitly assume that the 

speed differences between ourselves and the creatures are localized instead of global. 

This might occur if one were to think of Block's example as only being about our 

inability to communicate with the creatures. If the problem were merely about 

communication, it might be tacitly assumed that the creatures are thinking as fast as we 

do, but they speak very slowly — either the areas of their brains controlling language are 

slow compared to ours, or they move their mouths slowly. We intuitively understand that 

if a person speaks slowly, he or she is not necessarily less intelligent for that, and that 

language problems can be localized, while judgments about intelligence should take into 

account more global properties of cognition. Besides linguistic ability, we can imagine 

that any other slowed-down area of cognition might be due to local effects.^ But these 

cases are not relevant to the question of whether mind is time-independent. That question 

must be decided in situations where the slow down is a global property, not a local one. 

The case that Block is describing is one in which the creatures cognize very slowly ~ 

they see slowly, hear slowly, speak slowly, reason slowly, and so on. It is not easy to 

imagine such a case. 

2 Another possible interfering factor might arise from our knowledge that the 
speed at which we perform tasks can be changed through learning and practicing. A 
person who does mathematics very slowly is usually granted the benefit of the doubt, and 
assumed to be just as capable of racing through mathematics as the next person, provided 
he has the right instruction and practices. We must assume that all the parties in Block's 
example have the same degree of knowledge and practice. 
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Giving up the idea that time is inessential to mind is difficult without some clear 

conception of what a time-dependent system is. By definition, a time-dependent system 

is one for which change through time is an essential element. There are plenty of familiar 

time-dependent systems from everyday life. For instance, suppose we have a tape 

recording of a song, and we play it back at either a higher or a lower speed than normal. 

Is it the same song? No, because both the tempo and the key are different. Therefore, 

songs are time-dependent systems. Some varieties of human speech also serve as 

examples. Since pitch has semantic significance in Chinese, a tape recording of spoken 

Chinese played back at the wrong speed will actually not be Chinese at all. Likewise, a 

human mind must be "played" by its implementing system at the correct rate, otherwise, 

it will not be a human mind. 

2. Mind as an Adaptation 

There is a strong intuition that it is possible for minds to run at a slower rate than 

ours do. This is the intuition that Block seems to be employing in the quotation above. 

This intuition seems to indicate that minds are time-independent, which is the conclusion 

that Block reaches. However, the intuition seems to be nurtured by the idea that the 

creatures with slower mental states than ours live in an environment that runs 

proportionally slower than our environment. Moreover, as I have argued, creatures with 

slow minds living in an environment which does not run slow are not intelligent. These 

two points suggest that when considering the importance of the rate of cognition to mind, 

we must relativize the rate to the local environment. I will argue in this section that the 

rate of cognitive processes must closely approximate the rate of events which most matter 

to fitness. 
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The first argument I will offer is the Argument fi-om Epistemic Norms, which 

claims that acceptable epistemologies will possess norms whose satisfaction is partly 

determined by the rate of cognitive processing. Complete failure to satisfy those norms 

by a system will result in the system being classified as non-cognitive by the 

epistemology, and hence will not possess a mind. I will then offer an example of this 

argument by considering a general evolutionary epistemology. The second argument I 

will offer is the Argument fi-om the Human Domain, according to which whether a mind 

is a human mind is partly determined by the content of the thoughts it entertains. A 

radical change in the rate of mental processing of a mind will result in a systematic and 

radical change in the contents of the thoughts it entertains, and can result in the mind 

changing fi-om being human to non-human. 

Below I reprint the relevant portion of Block's quotation for convenience: 

Is it really contradictory or nonsensical to suppose we could meet a race of 
intelligent beings with whom we could communicate only by devices such as time-lapse 
photography? When we observe these creatures, they seem almost inanimate. But when 
we view the time-lapse movies, we see them conversing with one another. Indeed, we 
find that they are saying that the only way they can make any sense of us is by viewing 
movies greatly slowed down. [1980] 

There are two important points to note about the scenario Block imagines. First, 

there is no knowoi race of intelligent beings of the sort imagined on Earth, which suggests 

that the creatures imagined come fi^om a planet other than Earth.^ Second, the 

communication occurring between the slow creatures forms a local environment for the 

mental processes of the creatures. It is relative to this environment that we judge (and are 

^My arguments against the idea that there can be intelligent behavior that is 
significantly slower than the rate of events in the local environment show that this is 
actually a more charitable interpretation than the one according to which the creatures 
naturally exist on Earth. 
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asked by Block to judge) that the creatures are intelligent, insofar as the fact that they 

communicate with each other indicates that they are intelligent.^ Given these two points, 

the scenario suggests that the creatures come from another planet, on which their mental 

processes fit the time rate of events. On their planet, the creatures are slow, but they are 

as synchronized with their environment as we are with our own. Block is right to point 

out that minds can run slower than ours, but WTong to conclude from this that mind is 

time-independent. His scenario actually motivates the view that mind is time-dependent, 

where the time-rate that is relevant to the mind in question is the one occurring in its local 

environment (local real-time). In what follows I develop this view. 

The argument I will present is the Argument from Epistemic Norms (AEN). First 

I will present it in a general form, and then I will discuss a particular example of it. The 

AEN makes a connection between cognition and time-dependence via the satisfaction or 

violation of epistemic norms. Cognition is epistemically evaluable behavior. There are 

many epistemologies that are useful for the evaluation of behavior. Each of them 

contains a set of epistemic norms. The norms used to epistemically evaluate behavior 

vary according to the epistemology adopted. The AEN claims that some epistemologies 

contain norms whose satisfaction or violation is partly determined by whether the system 

at issue can perform in local real-time. Only epistemologies containing such norms are 

potentially acceptable to the AEN. Given a potentially acceptable epistemology E and a 

given system S, S will be judged to be a good or bad cognitive system according to the 

degree to which it satisfies the norms N of E. Since E is a potentially acceptable 

epistemology, the degree to which S satisfies N will depend in part on how near to local 

real-time S operates. The sub-set of norms that are affected by time considerations, and 

^Altematively, we might say (though I do not prefer to) that the normal Earth 
environment together with the time-lapse movie machine forms a local environment for 
both the creatures and ourselves, at least for the purposes of communication. 
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the degree to which and how they are affected, can be expected to vary between 

potentially acceptable epistemologies. 

The AEN makes the assumption that it is possible for a system S to violate the 

norms N of an epistemology E in such a way that S fails to be a cognitive system at all. 

Only epistemologies for which this assumption holds are fully acceptable to the AEN. 

This assumption is fairly widespread (but might vary depending on the assumed theory of 

normativity). There are two relevant ways that S can violate N which will result in S 

being classified as a non-cognitive system. Either S can be static and have no dynamics 

at all, or S can operate at a rate which departs greatly from the local real-time. The case 

in which S is static is analogous to the case of animals vis a vis moral theory. At least 

some of the norms of most moral theories require that the agent possess a certain level of 

cognitive ability, often specified as being rational. Animals are taken to be non-rational, 

so those norms simply do not apply to them, resulting in animals being classified as 

amoral. Analagously, some of N of a fully acceptable E require that the system have a 

dynamics. If it does not, then those norms simply do not apply to the system, and it is 

classified as non-cognitive. 

The case in which S operates at a rate which departs greatly from the local real

time is analogous to the following sort of case. We might specify a tire as long-wearing 

if it lasts for approximately 60,000 miles. Tires lasting 50,000 miles may be considered 

to be long-lasting also perhaps, but tires lasting only 20,000 miles are classified as non-

long-lasting. This is a case where a standard sets up a range of acceptable values. 

Alternatively, the norms N of a given fully acceptable epistemology E may set up a hard 

cutoff point for the rate at which a system S operates, hi both cases, failing to meet the 

criteria set up by the norms results in the system being classified as non-cognitive, just as 

in the case of tires. 



81 

Suppose we have a system S running at rate R and a fully acceptable 

epistemology E. According to the AEN, if R is local real-time, then (all else being equal) 

S is a cognitive system. If R is within a certain range of local real-time, then S will still 

be classified as a cognitive system (all else being equal). However, if R is outside this 

range, then S will be classified as a non-cognitive system. Finally, if R = 0 (i.e. S is a 

static system), then S will be classified as a non-cognitive system. Concerning the 

context dependence that results from the concept of local real-time, note that it is possible 

for an E to classify S running at R as cognitive when S is in environment I and as non-

cognitive when S is in environment 2. This would happen if the processes and events in 

1 occur at a rate near to R but those in 2 occur at a rate that is either far faster or far 

slower than R. Also note that although I have not stressed it, it is possible for an E to 

classify S as a good or bad cognitive system depending on R and the enviroiunent S is in. 

This is the general form of the AEN, and we see that a connection has indeed been made 

between cognition and time-dependence via the satisfaction or violation of epistemic 

norms. 

An epistemology which is based at least in part on evolutionary considerations 

can be used in an example of the AEN. Suppose that the evolutionary epistemology Eevo 

says that the cognitive processes of a creature must be adapted to its local environment. 

According to Eevo> part of being cognitively adapted to the local environment is that 

cognitive processes operate within a limited range of rates. This is because Eevo takes 

into account the following facts. In all known environments there is a great range of rates 

at which events occur. Atomic phenomena occur extremely fast, whereas phenomena 

such as seasonal change and growth are slow. Physical systems, such as brains, have a 

limited dynamic range, meaning that the processes that occur in brains can detect the 

occurrence of and otherwise operate over phenomena that occur only within a certain 
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range of rates. We cannot see atomic events occur with the naked eye, for instance, nor 

can we effectively think about events that change very slowly, such as large-scale social 

change.^ Given that there is a limit to the dynamic range of the brain, the most effective 

strategy is to make that dynamic range fit squarely over the cluster of phenomena that 

matter most to our fimess. 

Suppose that creature C is adapted to its local environment, within which the 

cluster of phenomena which most matters the fimess of C occurs within dynamic range R. 

Accordingly, the dynamic range D of the brain of C is capable of operating over range R. 

Now suppose that C is transplanted to the non-local environment N. Imagine that within 

N the cluster of phenomena which most matters to the fitness of C occurs within range Z, 

where Z is orders of magnitude slower than R. C is not adapted to N, because its brain is 

unable to operate over range Z. Phenomena occurring within range Z appear to C the 

way climactic change appears to us, yet are as important to the fitness of C as the 

movement of large animals is to us. In other words, C can neither detect nor think about 

dynamic phenomena that are crucial to its fimess in N. But this violates the norms of 

Eevo» and to such an extent that according to the AEN, C is a non-cognitive system in N. 

^This is not to say that we are incapable of inventing devices to think about and 
detect such phenemona. Often such inventions serve the purpose of transforming the 
phenomena into one which occurs within the right time fi^ame. For instance, one can use 
ultra-high speed photography to slow down events such as bullets impacting targets to a 
rate we are capable of processing. Historians can be thought of as people who chronical 
and synthesize societal events that occur over large periods of time, so that it is possible 
to read a book and process such events in a useful way. So it is not that we caimot think 
about events which fall outside our dynamic range, it is just that thinking about them is 
diflicult, and sometimes extremely difficult. In fact, thinking about them is usually 
difficult enough that one's fitoess would be more improved by thinking about something 
else. (One can also pursue an argument to the effect that we really do not think about the 
fast and slow events when we invent devices, we think about the devices. Therefore, 
what evolution requires is a brain with a certain dynamic range and an ability to invent 
devices to bring otherwise inaccessible phenomena within the range, but it never requires 
that we think about events falling outside the range.) 
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We can also imagine an environment T where range Z is not orders of magnitude 

slower than R, but only one-tenth the rate of R. In that case, C would need something 

like the time-lapse photography that Block imagines in his scenario. C has violated the 

norms of Eevo to a lesser extent than in the case where Z is orders of magnitude slower 

than R. According to the AEN, we should say that C is simply a (more or less) bad 

cognitive system in N, just as we said that Block's creatures are not intelligent within the 

confines of his imagined scenario. 

The AEN makes cognition environment-relative, since local real-time can vary 

between environments.^ For e.xample, C is a non-cognitive system within N, but a 

cognitive system within its local environment. The AEN focuses attention both on the 

fact that cognition is a success notion, and that the ability of a given creatiu-e to achieve 

^The AEN is thus in some agreement with the evolutionary approach to cognition 
in cognitive science (see e.g. Cosmides and Tooby [1994]), just as the idea that mind is 
time-dependent is in agreement with the dynamic approach to cognition. Evolutionary 
psychology seeks to explain cognitive processes on the assumption that they increase the 
fimess of the organism which instantiates them. Whether a given process increases 
fitness is partly a function of the environment in which it occurs. One can easily imagine 
environments in which a given cognitive process greatly reduces fimess. Evolutionary 
psychology would be hardpressed to explain such a process (in that environment) in 
terms of a cognitive theory, and might be theoretically conmiitted to denying that the 
process is cognitive. One can probably trace these results to the fact that evolutionary 
psychology makes at least the sort of basic assumptions in evolutionary epistemology that 
underlie the example of the AEN just presented. 

The work of Millikan [1984, 1990] must also be mentioned in any work relating 
cognition to evolutionary biology. She attempts to relate the contents of individual 
mental states to evolutionary considerations. Would-be mental states that have not 
played a role in the evolutionary history of the organism which instantiates them do not 
have contents. For example, Davidson's Swampman, a creature molecularly identical to a 
normal human but which arose spontaneously from the depths of a swamp, does not have 
mental states because it does not have an evolutionary history. Thus on her account, if an 
individual would-be mental state (or mental state content) does not have a history of 
playing an adaptive role, it does not count as a mental state. This is similar to my view, 
according to which if a would-be mind is suffficiently non-adaptive (in a given 
environment) it does not count as a mind. (Thanks to Joseph Cruz (in conversation) for 
noting the proximity of Millikan's view to my own, and for the Swampman example.) 
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success varies from environment to environment. The latter notion is sufficiently clear, 

but the idea that cognition is a success notion may not be. I have said that cognition is 

epistemically evaluable behavior, and that a system can be evaluated as being in violation 

of a set of epistemic norms, yet still be a cognitive system simply because it is capable of 

being evaluated by those norms. But a more DaNidsonian attitude toward cognition will 

allow us to see that it is a success notion. A system that consistently fails to satisfy the 

norms of some epistemology will eventually be better understood as not attempting to 

satisfy those norms, but some other set of presumably non-cognitive norms (unless 

another defensible epistemology is available whose norms are satisfied by the system).^ 

A system cannot consistently exhibit radically unintelligent, non-adaptive behavior and 

maintain its status as a cognitive system. 

A non-Davidsonian way to see that cognition is a success notion is to think of it as 

designating a certain sophisticated form of control. This view stems fi-om the idea that 

stimulus independence is a useful criterion for cognition. Stimulus independence can be 

thought of as the ability of a system to control its behavior in the face of impending 

stimuli. Thinking of successful system control teleologically, as the means of achieving a 

goal which requires control for its achievement, we can see that cognition is intimately 

tied up with the successful achievement of a goal. The idea of cognition is the idea of the 

sort of control which allows cognitive systems to achieve their goals. Consider the 

relatively unsophisticated control that a thermostat has over the temperature of the room 

in which it operates (this is not stimulus independence but it will serve to illustrate the 

^As I am putting the point it need not be thought of in terms of the interpretation 
of a system and problems of radical translation. We can simply think of a given 
epistemology as a theory and the norms as predictions of system behavior. The idea 
would be that according to the norms of a certain epistemology, the system should behave 
in a certain way in the future. To the extent that this epistemology is a correct theory of 
the system, it will behave in that way. 
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relations between these concepts). The ability of the thermostat to control the room 

temperature allows it to achieve the goal of maintaining that temperature at a certain level 

(or within a certain range). More sophisticated forms of control allow more complicated 

goals to be achieved. 

I tum now to the second argument for the idea that cognition must occur at local 

real-time, the Argument from the Human Domain (AHD). It is actually an argument to 

the effect that in order for cognition to be human cognition, it must occur at a certain rate. 

That is, human minds are time-dependent, but in an envirorunent-relative way. 

According to the AHD, in arguing over whether minds can occur at different rates, we 

must distinguish between minds. Minds can be classified into types, according to the 

AHD, which is quite an ordinary idea of course ~ the human mind is different from the 

rat mind, which is different from the whale mind and so on. What is of central 

importance to the AHD is the idea that a mind is not simply a collection of functions or 

capacities, but is also determined by its content, that is, by the domain of phenomena 

about which it thinks.^ The AHD makes basic distinctions between minds on the basis of 

the domain of phenomena about which they think (and these distinctions need not follow 

species-lines). 

The AHD questions what the defense of the idea that mind is time-independent 

requires. There are two relevant choices. First, it might require only that something can 

be a mind in general no matter at what rate it operates. Second, it might require that a 

mind remain in whatever type it is in no matter at what rate it operates. The AHD asserts 

that the second choice represents the requirements for a successful defense of the idea 

^The idea that individual mental states are individuated by their contents is a 
staple in the philosophy of mind. The AHD can be thought of as expanding this notion to 
entire minds, for the purpose of making quite general classifications, not fine ones as in 
the case of individual mental states. 
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that mind is time-independent. This means that according to the AHD, a successful 

defense of the claim that mind is time-independent requires that it be shown not that there 

can be radically slow (or fast) minds, but that there can be radically slow (or fast) minds 

of the same type as the reference mind. For instance, one must show that human minds 

can be radically slow or fast and still be human minds. Looked at another way, if a 

human mind becomes a whale mind when it is radically slowed, the position that mind is 

time-independent is in jeopardy. 

As I have previously stated, in all known environments there is a great range of 

rates at which events occur. Atomic phenomena occur extremely fast, whereas 

phenomena such as seasonal change and growth are slow. In a given environment, many 

different types of phenomena occur at a given rate. Thus in our own environment, many 

different types of phenomena occur at the rate of twenty miles-per-hour (measured as 

translational motion), such as people running, cars moving, wind blowing and so on. But 

instead of focusing on typologies of phenomena occurring within a certain range of rates, 

one can form a typology according to which phenomena occurring at similar rates form a 

domain, to be contrasted with domains of phenomena occurring at different rates. 

According to this typology, events occurring at approximately twenty miles-per-hour 

form a domain, to be contrasted with, say, events occurring at twenty-thousand miles-per-

hour. There are interesting differences between the phenomena in these two domains. 

For instance, no biological organism can naturally transport itself at twenty-thousand 

miles-per-hour.^ So in stating that a mind is partly determined by the domain of 

phenomena about which it thinks, I intend to claim that systematic and radical differences 

^The typology with respect to rate of occurrence can be quite rough for the 
purposes of the AHD. For instance, the AHD does not require that events occurring even 
within a thousand times the rate of each other be able to be typed into interestingly 
distinct domains. 
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in the content of the thought processes occurring in minds is grounds for type-

distinguishing them. 

Physical systems, as noted above, have a dynamic range within which they are 

responsive to stimuli. Given the idea that domains can be typologized according to 

dynamic range, this entails that physical systems are only responsive to certain domains, 

and brains are no exception. Suppose that a brain is transported to an environment within 

which events occur at one-twenty-thousandth the rate at which they occur on earth. This 

brain will respond to whatever events occur within its dynamic range in the new 

environment, which will be those events occurring twenty-thousand times as fast as do 

the events to which the brain normally responds on earth. Such events are in an entirely 

different domain than the events falling within its dynamic range on earth. Given that a 

mind is partly determined by the domain of phenomena about which it thinks, the brain 

instantiates one type of mind on earth and another type of mind in the new environment. 

Let us call the first one mindearth and the second mindtwin-earth- we happen to 

transport the whole person to the new environment, the person will have mindtwin-earth 

in the new environment, because he thinks about an entirely different domain of events 

than he does on earth. 

3. The Divide-and-Conquer Strategy Exposed 

In contrast to the idea that mind is time-independent, the idea that mind is 

essentially rational, conscious thought processes and nothing more is openly promoted. I 

disagree with this minimal concept of mind, and claim that our folk-psychological 

concept of mind is much more inclusive. In this section I will expose as unjustified the 

reasoning that tends to lead to a minimal concept of mind. I do not intend for this 
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discussion to be an attack on essentialism as a metaphysical doctrine. Rather, it is an 

attack on psychological essentialism, which is the view that psychological concepts, such 

as the folk-concept of mind, have essences. 

Philosophers who argue that mind consists essentially in rational, conscious 

thought processes typically employ the divide-and-conquer strategy. The strategy works 

as follows. For any proposed feature of mind, tiy to imagine whether something could 

lack that feature but still be a mind. If one can imagine such a possibility, then that 

feature is not essential to mind. Otherwise, the feature is essential. The divide-and-

conquer strategy will easily rule out any sensory function as being essential to mind. For 

example, can we imagine a mind that is incapable of seeing? Absolutely, because blind 

people have minds. In the quotation above, Block employs the divide-and-conquer 

strategy in a test for whether mind is time-independent. He claims that we can imagine a 

case in which our mental processes are slowed down but are still mental processes. 

Apparently, those who hold that mind consists essentially in rational, conscious thought 

processes caimot imagine a mind that is either unconscious or non-rational. 

There are many psychological theories of concepts. Some propose that concepts 

consist of collections of concept-instances, others that they consist of a single prototype 

and a way of deciding whether a would-be instance is close enough to the prototype to 

count as an actual instance, others propose that concepts are collections of weighted 

features, and so on (see Smith and Medin [1981]). Some also propose that all concepts 

consist of definitions, such as the definition of a triangle in the case of the concept 

triangle. If our folk-concept of mind consists of a definition stating that something is a 

mind if and only if it is something consisting of rational, conscious thought processes, 

then I am defeated. Otherwise, there is something to argue about. 
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Suppose that the folk-concept of mind has the structure of a collection of 

weighted features, where the weight of each feature signifies the importance of that 

feature to the decision of whether an example is an instance of the concept. Depending 

on what is occurring psychologically when the divide-and-conquer strategy is utilized, it 

is possible for the two features is rational and is conscious to be the only ones which 

survive the strategy. Suppose that the divide-and-conquer strategy only allows features 

with a high enough weight to pass the imagination test. Suppose that this value is 5. 

When we ask ourselves whether can we imagine a mind without feature Z, the only 

features which we cannot imagine a mind lacking are those whose values are greater than 

5. Now suppose that the features is rational and is conscious have a value of 5, and all 

the other features in the mind concept have a value less than 5. Then the divide-and-

conquer strategy will yield the two features is rational and is conscious as essential to 

mind. 

This example demonstrates that even if the psychological concept of mind (i.e. the 

folk-concept) is a full collection of features, applying the divide-and-conquer strategy to 

the psychological concept will yield only two or three features. Thus the divide-and-

conquer strategy need not reflect our psychological concept of mind. What does the 

divide-and-conquer strategy reflect? We do not know, because we have no defensible 

psychological theory of the divide-and-conquer strategy. However, the divide-and-

conquer strategy, and strategies for essence discovery that are similar to it, are often 

enshrined as part of philosophical method, and its results are thought to be 

philosophically relevant. In this case, the fact that the method yields is rational and is 

conscious is typically thought to be philosophically relevant. I doubt that there is a 

philosophical method, but if there is, I doubt very much that the divide-and-conquer 

strategy should be part of that method. This is because, again, we have no idea how the 
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strategy works. It could work as I have hypothesized above, or an indefinite number of 

different ways. Therefore, as a piece of philosophical reasoning, it is extremely dubious. 

Thinking of the strategy as a sort of filter, what is it supposed to filter out? Is it supposed 

to filter out philosophically relevant conceptual structure? What is that, and how does it 

differ from psychological structure? More importantly, in a discussion of the folk-

concept of mind, why is philosophically relevant structure important? The folk-concept 

of mind is nothing more than the psychological concept that we share. 

I seriously doubt that if our folk-concept of mind had a feature structiu-e, that the 

only two features in it would be is rational and is conscious. The most likely origin of 

our concept of mind is a combination of innate specifications and what we leam from 

experiencing the behavior of our own and other minds. Psychological studies have 

demonstrated that our innate concept of mind is rich and intricate, containing basic 

assumptions about intentionality, the abilities of people to have knowledge of certain 

types of events, and so on (see Welman [1990]). From our own experience we leam 

many, many facts about our minds, ranging from emotions to associations, from what we 

think when we see the world to what we dream at night, and including the rate at which 

our mental life proceeds. There is every reason to believe that these facts become part of 

our folk-concept of mind. The idea that the wheat of our folk-concept is the kind of 

conscious inference-making that a Language of Thought is designed to capture, while 

everything else we think about the mind is the chaff, is a complete fiction. 

Besides being psychologically unjustified, the divide-and-conquer strategy, with 

its appeal to the imagination, is too demanding of us in many cases. Consider the 

demands that Block places on the strategy in the quotation cited above. There are several 

possible different scenarios Block may be imagining when he entertains (and would have 

us entertain) the idea that our own mental processes become slowed compared to their 
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normal rate. One of the most charitable scenarios is that, since the mind is produced by 

the brain. Block is imagining that our brain processes are scaled down by a certain time 

factor. But since the brain is a physical system driven by fundamental physical laws. 

Block is thereby imagining a situation in which physical laws are scaled down by a time 

factor. I submit that trying to imagine what things are true in a world in which the 

physical laws are scaled down by a time factor is too difficult. 

It might not seem so. We seem to be able to imagine what is possible in other 

counterlegal situations. For example, it seems to be possible that flies could be the size 

of commercial airliners. Actually, however, this is impossible, since before a fly grows to 

have the surface area of a commercial jetliner, its biological structure will be crushed by 

its weight. This is because the mass of three-dimensional objects increases faster than 

their surface area, and biological structures are only so strong. ̂  ^ As this example 

illustrates, the accuracy of our imagination tends to be determined by the extent of our 

knowledge. The opinions that philosophers offer are either informed and driven by what 

they know, or they are simply guesses. ̂  2 

4. Mind and Cognitive Science 

l^The idea that we can slow down the mind without slowing down the brain 
counts as question-begging in this context, since the relationship between the mind and 
the brain is up for grabs, and I am arguing that there is an intimate relationship between 
the two which precludes implementing the mind in a non-brainlike system. 

11 Thanks to Robert Cummins for this example. 
l-Block claims at one point in the quotation to be accessing what is 

metaphysically possible. Either metaphysical possibility is constrained by our 
philosophical intuition, or it is not. If the former is correct, then my comments apply. If 
the latter is correct and metaphysical possibility is constrained by something other than 
philosophical intuition, then I would like to know what constrains it, and how we have 
epistemological access to what is metaphysically possible. 
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The idea that the folk-concept (or any other concept) of mind somehow 

determines once and for all what mind is, regardless of what we discover in the future, is 

a pretty fair example of the analytic-synthetic distinction at work. Since the work of 

W.V.O. Quine in the early 1960*s, anytime an argument has lead to a positing of the 

analytic-synthetic distinction, one has been allowed to claim that it has been reduced to a 

reductio ad absurdum. Therefore, I make this claim in the case of attempts to enshrine 

and preser\'e the folk-concept of mind. The closest I come to supporting the analytic-

synthetic distinction is summarized nicely in Stich [1983], where he describes how an 

intuitive concept of a phenomenon provides a very useful place to begin an investigation. 

The kernel of truth in the analytic-synthetic distinction is perhaps a sort of 

methodological premise, to the effect that before we can begin to investigate something, 

we need to have an idea of what it is we are investigating. 

The idea that our concept of mind is revisable in the light of empirical evidence 

has been championed by Paul Churchland [1979, 1980]. Churchland argues that the folk-

concept of mind is actually a theory, which is an important premise in his argument for 

eliminativism. I do not have much invested in whether the folk-concept of mind is a 

concept or a theory, although I should mention that when I speak of our folk-concept of 

mind I mean to refer only to our idea of what properties mind has, not to a detailed 

functional theory of mind. Since Churchland, Stich, Quine and others have articulated 

the idea that the folk-concept of mind is, and should be, revisable in the light of empirical 

evidence, I will say no more about the subject here. The purpose of this section is to 

establish that cognitive science supports both a more inclusive view of the important 

properties of mind, and the view that mind is time-dependent. 

Cognitive science studies many different phenomena, including sense perception, 

motor control, reasoning, language, memory and development. This appears to provide 
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good reason for revising the folk-concept of mind so that it includes these different 

phenomena, and takes them to be as important to mind as does cognitive science. In fact, 

this initial appearance is correct, but an adequate demonstration that it is correct requires 

arguing that cognitive science uses a justified principle for deciding what phenomena are 

proper objects of study. As I will discuss in a later chapter, some systems exhibit 

behavior which is independent of stimuli. A system that exhibits stimulus independence 

has a certain kind of flexibility in responding to stimuli. It may respond to a given 

stimulus in predictable ways, novel ways, or not at all. It is fairly standard to use 

stimulus independence as a criterion to delineate the behavior of interest to cognitive 

science (see Pylyshyn [1984]). Cognitive science is interested in the study of the 

organization and behavior of systems that exhibit stimulus independence. 

Stimulus independence is an intuitively satisfying and robust indicator of 

cognitive behavior. Behavior which is not stimulus independent is the kind of automatic, 

reflexive, tropistic behavior with which we do not associate thought processes (see 

Dennett [1987]). As an example of a tropism, Dennett discusses the behavior a wasp 

exhibits when it prepares to drag food into its den. Upon bringing the food to the den 

opening, the wasp goes inside the den to quickly prepare it, and then drags the food inside 

the den. If the food is moved slightly further from the den opening while the wasp is 

inside the den, when the wasp comes out and sees that it is in a different position, it will 

drag the food back to the den opening, and then go back inside the den to prepare it 

again, and it will behave in this manner over and over again if the food is moved each 

time. The sense in which the wasp behavior is not stimulus independent is quite clear: 

surely if the wasp were able to, it would realize that since it just checked the den 

moments before, it need not re-check it after moving the food the short distance to the 

den opening, but would simply drag the food right into the den. Instead, the wasp 
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behavior seems to be driven by a hardwired routine that is cued by the food not being 

immediately in front of the den opening, rather than by a flexible system. 

Even though stimulus independence is only a criterion of cognitive behavior, and 

functions neither as a concept nor a definition of cognition, it must be not only justifiable 

in itself but compatible with the folk-concept of mind, since we are advocating revising 

the folk-concept toward what the stimulus independence criterion indicates. And the 

stimulus independence criterion is compatible with the folk-concept of mind, even if one 

were to insist that the folk-concept holds that mind consists in rational, conscious thought 

processes. For rational, conscious thought processes are the paradigmatic source of 

stimulus independent behavior, bideed, it might be that rational, conscious thought 

processes are so important to the folk-concept of mind because they are such clear and 

introspectively available examples of the causes of stimulus independent behavior. 

Two areas of the interest to cognitive science might seem especially irrelevant to 

mind even applying the stimulus independence criterion. Those areas are perception and 

motor control. At least in the theory of orthodox computationalism, perception and motor 

control have traditionally been relegated to the background, and are thought of as mere 

inputs and outputs. There are several reasons for including those areas in the cognitive 

domain, however. First, experience in traditional artificial intelligence has shown that the 

success of models of more central areas of cognition, such as reasoning, depends heavily 

on the way the inputs and outputs are represented in the model. With the right input 

representations, the task of reasoning can be straightforward, but without them reasoning 

processes can become hopelessly labyrinthine. Second, perceptual processes, such as 

vision, have been shown to perform tasks that might otherwise have been thought to 

result from more centralized fixnctions. The visual processing system is capable of 

recognizing everyday objects (Biederman [1988]), for example. Third, more recent 
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artificial intelligence models, based on neural network architectures, successfully use the 

same computational processes in performing both perceptual and more central tasks. For 

example, constraint satisfaction is the main computational process in many neural 

network models of edge detection as well as in models of simple reasoning processes. 

These three reasons provide ample evidence that perception and motor control belong 

within the domain of cognitive science. That is, if reasoning and similar processes 

belong in the domain of cognitive science because they result in the production of 

stimulus independent behavior, so do sensory and motor functions. 

I now turn to the question of whether cognitive science supports the time-

dependent view of mind. There are two ways that the time course of the performance of a 

cognitive task could be important. First, the absolute time it takes to perform the task 

could be important. Second, the relative time, meaning the relationship between the 

times required for the performance of different tasks, could be important. The time-

dependent view of mind entails the position that the absolute time it takes for the brain to 

perform a cognitive task is important to cognitive science. Pylyshyn [1984] makes a 

strong case for the idea that only relative times are important to the methodology of 

cognitive science. He provides several interrelated arguments, which I will now discuss, 

before offering my own suggestion for how absolute times can be incorporated into 

cognitive science methodology. 

There are several levels of correspondence that could hold between a 

computational model and the cognitive process it models. Going from the lowest to the 

highest level of detail, they are: weak (I/O) equivalence, method, algorithm, program, 

program in the same language, program in the same language running on the same 

hardware. Pylyshyn says that the appropriate level of comparison is right around the 

l^For two programs to be equivalent, the basic operations that the program uses 
must be the same, and this is not possible if the programs are written for different 
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intuitive notion of an algorithm. This seems to be right, because on the one hand weak 

equivalence is just the simulation of behavior and does not place any constraints on the 

internal representations or processes producing the behavior. On the other hand, 

comparing the model and the process at the program level is not possible because there 

are too many hardware and other differences between brains and digital computers to 

expect that they can run the same program. For instance, it does not appear that brains 

and digital computers share the same functional architecture (set of basic operations). 

So if two machines have different functional architectures, they cannot run the 

same program. The one machine can at most emulate the program running on the other 

machine, by first emulating the other machine's fiuictional architecture, and then carrying 

out the program using the emulated flmctional architecture. Where the computational 

model must emulate the modeled architecture, as in the case of digital computer models 

of brain function, it cannot be expected that the absolute time required to carry out the 

program will be equivalent in the two machines (although it is possible). However, it can 

be expected that the two machines will exhibit the same relative time function, because 

they are running the same algorithm. Pylyshyn views digital computer models of 

functional architectures. To say that two systems are running the same program is to 
make a stronger claim about the functional architecttire of the systems than to say that 
they are running the same algorithm, since the relationship between algorithm and 
program is a type-token one — the same algorithm can be encoded as many different 
programs. For example, part of an algorithm for making brownies might be: mix two 
eggs with flour The program encoding this algorithm would need to specify how the 
eggs are to be mixed, and they can be mixed differently depending on whether one has a 
hand mixer, or a food processor, or just a spoon. So we can imagine three different 
programs for this mini-algorithm, one of which dictates that a hand mixer be used, 
another that a food processor be used, and the last that a spoon be used. And which 
implement is used, hence which program is used, depends on what implement is available 
in the kitchen ~ that is, what kind of functional architectiu'e the kitchen has. 

^ ^Actually this is not exactly true. It is true if the emulation of the functional 
architecture is in the linear complexity class, but false otherwise. For example, if the 
emulation of a functional architecttire is exponential in the number of inputs but the 
functional architecture running the given program is linear, then the complexity profile of 
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cognitive functions (i.e. mainstream artificial intelligence circa 1984) as essential to 

cognitive science, which they are. Therefore, it makes sense that Pylyshyn recommends 

that cognitive scientists consider only relative time. 

But it is possible to use information about the functional architecture of the brain 

to correct for the absolute time differences between the computational model and the 

cognitive process. The hardware of the brain is a neural net, and the fxmctional 

architecture of a neural net consists of operations such as a neuron summing the incoming 

activations, one neuron sending activation to another, and so on. The time it takes for 

such operations to take place in the brain is well known. Suppose, then, that our 

computational model of a cognitive process consists of an emulation of a neural net, and a 

certain algorithm running on the net. In order to get an estimate of the absolute time it 

would take the brain to run the same algorithm, the total number of operations performed 

by the emulated neural net should be multiplied by the time it takes such operations to be 

performed in the brain. If the absolute time of the model (so calculated) does not match 

the absolute time of the actual cognitive process, this is evidence that the model is not 

accurate. Thus, absolute time can be used in cognitive science to compare computational 

models and cognitive processes. 

In general, the absolute time it takes to compute a function is the result of both the 

algorithm used and the hardware which implements the algorithm. Consequently, the 

more that is known about the hardware, the more information the absolute time can 

provide about the algorithm. The example just recited is one instance of this general fact. 

Absolute time can also be used to infer properties of the hardware, in the following way 

the base machine will be linear but the complexity profile of the emulating machine will 
be exponential. However, if one knew that the emulation results in an exponential 
relation, one could possibly factor that in when comparing the performance of the 
emulated machine to the base machine. I will suggest something very similar in order to 
make absolute times useful to cognitive science. 



98 

(this was pointed out by Feldman and Ballard [1982]). If the class of most efficient 

algorithms for a certain task and hardware is known, and the absolute time to perform the 

task is known, then certain types of hardware can be ruled out. For instance, suppose that 

it is known that in order to perform task Z using a serial algorithm of class C running on a 

certain very fast serial computer S, takes at least A seconds to run. And suppose that 

humans perform the task in less than A seconds. Then it can be inferred, given both that 

class C algorithms are the most efficient possible (which can often be proven) and that 

the brain does not perform computational steps as fast as S, that the brain is using 

different hardware than S. For instance, the brain might be using parallel hardware 

instead of serial. And information about hardware is useful to cognitive science, most 

importantly because the hardware used can determine the functional architecture, and the 

functional architecture has a large effect on the space of possible cognitive algorithms. 

Absolute time is irrelevant to cognitive science only if facts about brain hardware cannot 

be incorporated into computational models. But these facts can readily be incorporated 

and can result in another constraint on adequate computational models. Hence absolute 

time is relevant to cognitive science. 

Having said that, adding considerations about brain hardware to digital 

computational models is not the most elegant way to make absolute time relevant. There 

is a new type of cognitive modeling called the dynamical approach to cognition (Port and 

van Gelder [1995]). The dynamical approach to cognition endorses the Dynamical 

Hypothesis: "Natural cognitive systems are enormously subtle and complex entities in 

constant interaction with their environments. It is the central conjecture of the Dynamical 

Hypothesis that these systems constitute single, unified dynamical systems." [1995, 11] 

The dynamical approach to cognition is a new but promising segment of cognitive 

science whose main interest is the absolute time that cognitive processes take to occur. 
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The dynamical approach uses the conceptual fiamework of the mathematical theory of 

dynamics. The theories of cognition that result have the form not of traditional 

algorithms or flow charts, but of systems of differential equations. Differential equations 

always include a variable indicating time, so the absolute time (and time course) of the 

cognitive system at issue is always described by the system of equations, hence by the 

theory of cognition. Indeed, the time course of cognition is the main data that cognitive 

theories adhering to the dynamical approach seek to explain. 

The dynamical approach to cognition is crucially important to any theory of mind 

which takes seriously the view that mind is time-dependent. This approach is, in fact, 

very closely related to the view that I propose in a later chapter, analog computationalism. 

The most obvious relationship between the two is that both tend to express their theories 

in the form of systems of differential equations. Even though there is a close relationship 

between the two approaches, I will say no more about the dynamical approach. In the 

next section, I will continue to discuss conceptual issues surrounding the idea that mind is 

time-dependent. 

5. Conclusion 

An adequate implementation of mind must implement whatever features minds 

possess. 1 have argued that minds operate in local real-time, and that a mind should be 

considered to possess many cognitive functions. Concerning the idea that minds operate 

in local real-time. Block has failed to motivate the view that mind is time-independent. I 

have offered two arguments for the idea that mind must operate in local real-time, the 

AEN and the AHD. The AEN starts with epistemologies containing norms of cognition 

which specify that cognition must occur in real-time. When a system radically fails to 
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satisfy these norms, it is classified as non-cognitive. A general evolutionary 

epistemology can be used to illustrate the AEN. TTie AHD starts with the claim that an 

adequate defense of the time-independence of mind must show that a certain type of mind 

(e.g. human) must remain in the same type independent of the rate at which it operates. 

The AHD then argues that because minds are type-individuated partly by the domain of 

phenomena about which they think, which changes when their rate of operation radically 

changes, when a radical rate change occurs a given mind will become a member of a 

different type. 

Conceming the idea that mind should be considered to possess many cognitive 

functions, the main argument I have offered is simply that cognitive science studies many 

different cognitive functions, and we should revise our folk-concept in the direction of 

cognitive science. This latter claim requires some justification, which I have offered, 

including an attack on the main strategy used against the claim, the divide-and-conquer 

strategy, and a denial of the analytic-synthetic distinction. Without these traditional 

philosophical motivations for restricting and preserving the concept of mind, there is little 

reason not to expand it. Cognitive science is the natural science to look toward when 

expanding the folk-concept of mind, especially since it utilizes (as I have argued) a 

justifiable indicator of cognitive behavior, stimulus independence. 

In conclusion, it can seem obvious that mind is radically multiply realizable when 

one considers toy implementations of mind. Toy implementations are implementations 

of only a minute subset of cognitive functioning, and typically run in far less than real

time. Digital computers are often used for toy implementations (and this immediately 

yields radical multiple realizability). The brain is not a toy implementation of the mind, 

it is a complete and real-time implementation. But without a clear conception of the 

difference between a toy and a complete and real-time implementation of mind, one 
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might be tempted to falsely extrapolate from the radical multiple realizability of the 

fomier to that of the latter. In this chapter I have presented such a conception. 
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CJIAPTER 4: ANALOG IMPLEMENTATIONS OF MIND 

An adequate implementation of mind must be complete and run in local real-time. 

Not many implementations are able to satisfy these two requirements. Rather 

surprisingly, no digital computer can satisfy the requirements -- any computer capable of 

satisfying the requirements must be analog. I will argue for this position by providing a 

conservative estimate of the number of operations per second (OPS) the brain performs, 

and showing that no digital computer can achieve that number of OPS. Not only does an 

adequate mind implementation have to be an analog computer, but the best indications 

are that it must perform computations analogous to those that the brain perfonns, as well 

as have the basic architecture of the brain. In short, an adequate implementation of mind 

must be very brain-like. 

The first section of this chapter discusses the fundamental physical limits of the 

currently best available technology for making digital computers. The analysis sets forth 

the main factors that limit the computational power of digital computers as realized in 

this technology. The second section compares the computational power of the brain with 

that of digital computers made at the physical limits. It is concluded that it is physically 

impossible to adequately implement a mind with a digital computer using the best type of 

technology available. In the third section I consider how the brain is able to produce the 

computational power needed to implement a mind. The answer appears to be that the 

brain is an analog computer which computes complex functions as primitives, instead of 

computing those functions using combinations of simple logical functions. In the fourth 

section, I briefly defend the idea that the mind must be implemented using a neural 

network architecture. In the fifth section I consider the possible impact of other advanced 
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computing technologies, such as quantum-mechanical computers. I conclude that 

although they may also be able to implement a mind, and in a way that may not be brain

like, they are necessarily limited in number, and therefore will not make the radical 

multiple realizability thesis true. 

1. The Fundamental Limitations in MOS Technology 

Mead [1990] makes the following claim concerning the ultimate size of digital 

computer chips: "By ten years from now, we will have reduced these dimensions [the 

1990 dimensions of transistors] by another factor of 10, and we will be getting close to 

the fundamental physical limits: if we make the devices any smaller, they will stop 

working." [1990, 112] Smaller chips are able to perform more OPS, and we are 

interested in knowing the maximum number of OPS a digital computer can perform. 

According to Mead, there are fundamental physical limits to how small we can make 

transistors as they are implemented in MOS (Metal Oxide Semiconductor), and hence 

limits to how many OPS a digital chip can perform. The purpose of this section is to 

explain the major sources of these fundamental physical limitations, as presented in an 

analysis by B. Hoeneisen and C.A. Mead [1972]. 

I begin with some basic facts about transistors. Transistors are at the heart of all 

digital computer chips, because they are the functional units that represent 0 and 1 and 

control how these representations are manipulated. A transistor consists of a source of 

current and a drain into which the current can flow, together with a mechanism that can 

control whether the current flows between source and drain. Between the source and the 

drain is an insulator, which acts as a barrier to the flow of current. The mechanism that 

controls the flow of current works by controlling the barrier between source and drain. A 
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transistor in MOS technology literally places a physical obstacle between the source and 

drain to keep electrons from passing. The fact that the barrier must be fomiidable (i.e. 

large) enough to prevent electrons from moving through it is a main determinant of 

minimum transistor size. Note finally that the semiconducting materials used to make 

transistors in MOS (the substrate) are doped with a certain concentration of impurities, so 

that they will have the desired electrical properties. 

The computational power of a chip is intimately related to the number of devices 

one can pack into a given chip area (the packing density). The reason why the 

computational power of a chip increases with the number of devices is obvious. The 

reason why it increases with device density is simply because communication between 

devices takes time, and to minimize communication time the devices must be as close to 

each other as possible. In order to maximize device density (packing density), one must 

try to minimize the voltages of the power supply to the chip and the size of individual 

devices. Hoeneisen and Mead explain why this is so in the following quotation: 

The maximum number of circuit functions per unit area is determined either by 
power dissipation density or by the area occupied by transistors, interconnections and 
passive devices (if any). For given circuit capacitances and frequency of operation, a 
lower supply voltage implies lower currents, lower power dissipation and lower 
interconnection area per transistor. Making the devices smaller not only reduces the area 
occupied by these devices, but also reduces the circuit capacitances. For a given 
frequency of operation and supply voltage, lower circuit capacitances imply lower 
currents, lower power dissipation and lower interconnection area per transistor. In 
addition, lower voltage devices can be made smaller. Thus we conclude that to maximize 
the packing density it is necessary to minimize the supply voltages and the size of 
individual devices. [1972, 820] 

Our discussion can therefore focus on the Umits that come into play when we try to 

minimize supply voltages and the size of individual devices. 
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The supply voltage for the chip is the source of the power used to turn the 

transistors on and off. It must be adequate to operate all the transistors on the chip, even 

though due to variance some of them will require more voltage than others. As the 

thickness of the silicon dioxide coating on the chip decreases, less voltage is required to 

conduct electrons. However, there is a minimum thickness of silicon dioxide which can 

be reliably manufactured. As a final consideration, there is the brute fact of noise (i.e. 

random fluctuations in the amplifier for the power supply) that must always be accounted 

for when attempting to set a lower limit on voltages. One must set the power supply 

voltage high enough so that random fluctuations in the amplifier do not cause the voltage 

to dip below the minimum. 

Turning to the issue of minimizing the size of individual devices (i.e. transistors), 

the barrier in transistors implemented in MOS technology is a channel. As I previously 

noted, one can make the transistor smaller by decreasing the size of the barrier, in this 

case the width and length of the channel. Eventually the drain and source will overlap as 

the channel length is decreased, resulting in the phenomenon of drain-source punch-

through. When drain-source punch-through occurs, electrons can freely flow between the 

drain and source, avoiding the barrier and thus making the transistor useless. 

One can further decrease the size of the channel if one reduces the width of the 

drain and source depletion region. In order to minimize this width, the supply voltage 

must be minimized, and the substrate doping concentration must be increased. We have 

already discussed the minimal supply voltage, so I set that aside. Increasing the substrate 

doping concentration allows one to decrease the depletion region width, but as one 

increases the substrate doping concentration, the gate oxide electric field that is required 

to invert the substrate increases. There is a maximum value to the electric field that can 

be applied to the gate oxide ~ this value is approximately 6x10^ V/cm. When the 
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substrate doping concentration approaches 1.3 x 10^^ cm~^, it takes approximately the 

maximum value of the electric field that can be applied to the gate oxide. The inability to 

invert the substrate is known as gate oxide breakdown, and it makes the transistor useless. 

If we increase the substrate doping concentration beyond approximately 1.3 x 10^^ cm"^, 

we will not be able to apply enough voltage to invert the substrate, and gate oxide 

breakdown will occur. 

So the full story of the limits on transistor size is that gate oxide breakdown limits 

the substrate doping concentration, which in turn limits the depletion region width along 

with the minimum supply voltage. The depletion region width is, of course, the major 

determinant of channel width. The minimum channel length is limited by punch-through. 

The size of a transistor is determined primarily by the channel width and length. 

Therefore, given the minimal supply voltage, gate oxide breakdown and drain-source 

punch-through are at least the major limits on transistor size and hence packing density 

(Hoeneisen and Mead list several other less important limiting factors). 

In their analysis Hoeneisen and Mead calculate the minimum transistor size and 

minimum supply voltage. Since these two properties serve to limit the maximal packing 

density, that density can be calculated. Hoeneisen and Mead calculate that density, and 

conclude that it is "possible to envision fully dynamic silicon chips with up to 10^-10^ 

MOS transistors per chip." [1972, 819] Thus the upper limit to the packing density of 

MOS transistors on a chip, which is directly related to the number of OPS a chip can 

perform, is 10^-10^ transistors per chip. Although I have omitted the calculations, 

neglected other factors which serve to limit packing density, and barely discussed the 

physics of MOS technology, it should be apparent that there are fundamental limits to 

digital computer implementations, and that these limits are known. 
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2. The Computational Power of the Brain <ind Digital Computers 

The argument for the conclusion that digital computers cannot adequately 

implement the mind is straightforward: estimate the number of operations per second 

(OPS) the brain performs, then demonstrate that digital computers cannot achieve that 

number of OPS. As a conservative estimate, the brain performs 10^^ OPS (Mead 

[1990]). This figure can be determined in the following maimer. The arrival of a nerve 

pulse (action potential) at a synapse results in at least one computational operation by the 

synapse. This is because it takes at least one multiply and one add operation to model 

each evaluation performed by a synapse upon the arrival of a nerve impulse, hi other 

words, a synapse performs a computation as a nerve impulse arrives, and modeling this 

computation requires at least one add and one multiply operation, so the computation 

performed by the synapse accomplishes two operations (but this is rounded off to one). ̂  

There are approximately 10^^ synapses in the human brain, and each one receives about 

10 impulses per second (because neurons fire at that rate on average), yielding the figure 

of 10^  ̂operations per second.^ 

^ Mead and Faggin provide an example of some evidence to back up the claim that 
individual synaptic evaluations are computationally significant to cognition; "Recent 
experiments on the visual system of the fly (de Ruyter van Steveninck & Bialeck, 1988) 
have yielded compelling evidence that individual synaptic inputs represent significant 
computation. Under conditions where visual input is sparse, the fly makes the decision to 
turn based on the arrival of only two or three spikes." [1990,277] So every time a nerve 
impulse arrives at a synapse, at least one significant computational operation is 
performed. 

^The figure of 10^^ is a conservative estimate, because it completely ignores "the 
inhibitory interaction of many nonspiking intemeurons, as well as all the dendro-dendritic 
interactions of neurons, both of which operate by graded release of neurotransmitter." 
[1990, 277] 
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Computational efficiency is the central concept when considering the maximum 

number of OPS a computer can achieve. Units of energy, time and space are related to 

each other in the domain of computational efficiency. For instance, the energy used by a 

computer is partly determined by the amount of wiring that the electrons must flow 

through, which is related to the space used. Likewise, the space used is related to the 

time needed to perform the computation, since it takes time for electrons to move. 

Energy efficiency is thus closely related to computational power, and is improved by 

making computational devices smaller, which in turn makes them faster, and so on. The 

question with which we are concerned is, can digital computers be made small enough to 

perform as many OPS as the CNS? 

It is important to distinguish between a state-change and a computational 

operation. Instances of addition and multiplication are examples of computational 

operations. In order to perform one computational operation, a device might need to 

change state many times. State-changes can be thought of as the steps in the algorithm a 

device uses to perform an operation. As I will discuss, digital computers could be as fast 

as the CNS if they did not need to change state so many times to perform one 

computational operation. 

In order to get a feel for the difference in efficiency between advanced digital 

technology and the CNS, I present the following chart (using figures from Mead and 

Faggin [1990, 276-277]): 

No. of Components 

Power Dissipation 

Volume 

<10 Watts 

10"^ m^ 

CNS 

1015 

Adv. Digital Computers 

10^ (10^ 1 incl. storage) 

1000 Watts 

1 m^ 
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Dominated by Wiring? Yes Yes 

Approximate OPS 10^^ 10^ 

The CNS is quite clearly a more efficient computational device than advanced digital 

computers. It performs a factor of 10^ more OPS, uses less than one-hundredth the 

power, and requires one-thousandth the space! These numbers should be sobering to 

those who think that the solution to the mind-body problem is sitting on their desktop. 

But let us consider the computational efficiency of the best current (1990) digital 

computers, and consider how they might be improved in the future toward either their 

theoretical limits or the performance of the brain, whichever comes first (following Mead 

and Faggin [1990, 278]). The best 1990 performance with a single chip is achieved by 

digital signal processing chips (DSP). Consider a DSP with 10^ transistors operating at 

10^ cycles per second. Such a chip uses about 1 Watt and can achieve 10^ OPS — one 

operation every cycle. Each operation thus consumes 100 nano-Joules of energy. 

Changing the state of the transistors uses only about 0.01 Watt of the total 1 Watt used. 

The remainder of the energy consumed by the chip is used to drive all the wire 

connecting the transistors. 

Can DSP chips be improved to match the computational efficiency of the brain? 

The chip just described uses about 10^ times as much energy per operation as the brain 

(10"^ versus 10"^^ Joules per operation).^ Somehow the gap of 10^ in efficiency must 

be closed by improving DSP chips, if they are to be achieve as many OPS as the brain. 

One can shrink the size of transistors and power supply voltages until the physical limits 

of the silicon-based MOS technology is reached, as discussed in the last section. This 

^ As discussed above, we can use energy dissipation per operation as the basis for 
a comparison of computational efficiency between two devices. 
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will result in a factor of 10^ improvement in energy efficiency. One can also make the 

pattem of transistor interconnectivity more local, i.e. reduce the number of long 

connections, and thereby decrease the amount of wire the chip uses. This will result in 

another factor of 10^ improvement in energy efficiency, for a total of 10^ improvement 

in efficiency. We are still a factor of 10^ away from the efficiency of the brain. This 

means that as it stands, the best digital technology we can imagine would run the mind 

10,000 times slower than the brain does. 

The factor of 10^ arises because every time a DSP chip performs a computational 

operation, approximately 10% of the transistors must change state (and 10% of 10^ is 

lO'^). But this is not something that we can improve, it is how digital computers work! 

One can think of the problem in the following way; the 0 and 1 representations 

manipulated by digital computers cany the minimal amount of information possible, a 

single bit. In order to perform some kind of meaningful computational operation, i.e. in 

order to make a significant amount of information flow through the system, a digital 

computer must move many bits ~ approximately 10^ of them, in fact. 

How does the brain avoid this problem? Mead and Faggin sum up their 

discussion with the following statement: "There remains the factor of 10^ or more in 

transitions per operation, which is a direct result of the analog computation at the 

synapse." [1990, 278] Brains are not manipulating Os and Is at synapses, they are 

performing analog computations. This is essentially why Mead and others have decided 

that the only way to approach the real-time computing power of the brain is by making 

analog computers. The exact relation between the factor of 10^ and analog computation 

is the subject of the next section. 

3. Neuromorphic Analog VLSI and the Factor of 10^ 
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The factor of 10^ mentioned in the last section is the focus of attention for the 

current discussion. Mead [1990] is completely consistent with Mead and Faggin [1990] 

on these matters, and in addition makes the importance of analog computation crystal 

clear: 

So there are two big opportunities [for increasing computational efficiency over 
1990 digital technology]. The first factor-of-lOO-opportunity, which can be done with 
either digital or analog technology, is to make algorithms more local, so that we do not 
have to ship data all over the place. That is a big win ~ we have built digital chips that 
way, and have achieved a factor of between 10 and 100 reduction in power dissipation. 
That still leaves the factor of 10^, which is the difference between making a digital 
operation out of bunches of AND and OR gates, and using the physics of the device to do 
the operation. [1990,113] 

To begin the discussion, that the factor of 10^ does not arise simply fi"om general 

differences between analog and digital computation. In other words, using the physics of 

a device (which I am currently taking to be characteristic of analog computation) to 

compute instead of 0 and 1 tokens will not automatically provide a 10^ advantage. The 

actual advantage produced by a given analog computer depends on the computational 

primitives used by the computer, compared with the function one wishes to compute. In 

traditional electronic analog computers, the computational primitives used are the 

mathematical operations required to express any differential equation: integration, 

addition and identity and sign change (or variants of this set). These primitives are 

chosen for two reasons. First, they can be linked together to express (and hence compute 

the solution to) any differential equation. Second, they are easily implemented in 

common electronic components, such as capacitors. 
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Suppose that we wish to implement a neural network in a traditional analog 

manner. We must first express the network as a set of differential equations and then 

construct an analog circuit, using the traditional computational primitives, which 

expresses those equations. Running the circuit will solve the differential equations, and 

hence constitute an implementation of the neural network described by those equations. 

Mead and Faggin estimate that proceeding in this way will produce approximately a ten

fold increase in efficiency over implementing the network digitally [1990, 286]. There is 

still a factor of 10^ which cannot be overcome by proceeding with traditional analog 

computers. In order to overcome the factor of 10^, we must find a way to implement 

neural networks that is different than modeling them using the computational primitives 

of traditional analog computation.^ This point is explicitly made by J.J. Hopfield: 

Artificial neural network algorithms give adequate or even excellent results on 
many computational problems. Such algorithms can be embedded in special-purpose 
hardware for efficient implementation. Within a particular hardware class, the algorithms 

^Mead and Faggin [1990,285-286] discuss several important problems facing 
digital implementations of neural networks, which are avoided with analog 
implementations. For example, neural networks are continuous non-linear systems, and 
any continuous system must be modeled in a digital system by a process known as 
sampling. In sampling one uses the values of the continuous system at points where a lot 
of change in the values are occurring (in a good model at least), and puts those values into 
a digital model of the system. Modeling non-linear continuous systems with sampling is 
problematic, however, for the following reason. A system can only be sampled at a 
certain rate. What happens between samples must be inferred by whatever mathematical 
sampling theorem is being utilized — the inference results (hopefully) in error correction. 
But in non-linear systems, it is always possible for the error correction to be in the wrong 
direction, which ends up amplifying the error instead of reducing it. The error buildup 
can quickly get out of control, at which point the digital implementation is useless. Thus 
a sort of instability exists whenever a digital implementation of a non-linear continuous 
system is utilized. Analog implementations, which do not require sampling since they are 
continuous, avoid the instability problem. There are other advantages to analog 
implementations (in general) as well. See Mead and Faggin [1990], as well as Truitt and 
Rogers [1960] and other books on analog computation firom that era (such as Kom and 
Kom [1964], Matyas [1968] and Jackson [I960]). 
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can be implemented either as analogue neural networks or as a digital representation of 
the same problem. The speed, area and required precision of the two forms of hardware 
for representing the same problem are discussed for a hardware model which lies between 
VLSI hardware and biological neurons. It is usually true that the digital representation 
computes faster, requires more devices and resources, and requires less precision of 
manufacture. An exception to this rule occurs when the device physics generates a 
function which is explicitly needed in the algorithm. [1989, 27, my emphasis] 

At another point Hopfield says: "[The] calculation of the tanh(x) function by the 

analogue system [is] effective beyond all reasonableness." [1989, 38] Here the analog 

system is one which computes tanh(x), which is the hyperbolic tangent function, directly 

as a primitive. So then, provided that one can utilize the physical properties of a device 

to primitively compute a function, one can compute faster and with less resources than 

with digital computers. Thus the important issue is not simply analog versus digital, it is 

what computational primitives are used in the analog computer. The way to overcome 

the 10"^ factor is by choosing good computational primitives for the functions one wishes 

to compute, which in this case are the f\mctions computed by neurons. 

The relationship between the right primitives and computational efficiency can be 

understood in the following way. Suppose one wishes to compute function F. The most 

efficient computational primitive for computing F is F itself, since that way F can be 

computed in a single step. Using other computational primitives will tend to result in less 

efficient computation of F, because by definition they will involve more than a single 

step. Of course, in a parallel processor like an analog electric circuit, steps are not the 

units of computational efficiency, they are the familiar resources of energy, time and 

space used by the individual elementary processors. Nevertheless, the most efficient 

computation of F will tend to use the fewest primitives. The best way to accomplish the 

minimal number of primitives is to choose primitives as analogous as possible to the 
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function one wishes to compute. For instance, if F is an exponential function of some 

sort, then using exponential primitives is best; using linear primitives will produce an 

inefficient computation. Similarly, digital computers are excellent devices for 

implementing logical functions (functions made from Boolean operators), in large 

measure because digital computers use Boolean operators as computational primitives. 

One is not free to choose just any set of computational primitives when making an 

analog computer, but is constrained by the functions directly computed by the physics of 

the implementing device. The devices to be discussed here, neuromorphic analog VXSI 

implementations of neural networks, are made from silicon, so the computational 

primitives used must stem directly from the physics of silicon. Since not only traditional 

analog computers but also digital computer chips are made from silicon (or another 

semiconducting material), a certain amount of confusion may now be setting in. The 

basic point to keep in mind, however, is that silicon has many different physical 

properties, which are studied in the physics of semiconducting materials. By exploiting 

different subsets of these properties, one can make fundamentally different analog 

computers from silicon. One can make traditional analog computers, as well as the 

neuromorphic analog VLSI computers 1 will discuss shortly. Note that one could use big 

chunks of silicon to make an analog computer that works via mechanical principles, and 

thus exploit another (considerably less interesting) subset of the physical properties of 

silicon. 

The genius behind the neuromorphic analog VLSI implementation of neural 

networks lies in the fact that it utilizes physical properties of transistors as implemented 

in silicon to directly and primitively compute functions which are analogous to the 

primitive functions that neurons compute. Neither digital computers implemented in 

silicon, nor traditional analog computers implemented in silicon, compute with silicon in 
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the same way, the former because the physical properties are not directly used to 

compute, the latter because the primitive functions computed are not analogous to those 

that the nervous system computes. In what follows I examine neuromorphic analog VLSI 

in some detail. 

Not only are neuromorphic analog VLSI and digital computers both implemented 

in silicon, they both use transistors and other standard electrical components (as do 

traditional analog computers). Again we must ask, how is neuromorphic analog VLSI 

different than digital computing? 

We begin by noting that a transistor is a general type of electronic device, 

consisting of something that can dynamically control the flow of current between two 

wires (as opposed to a passive device that always controls the current flowing through it 

in the same way, such as a resistor). A transistor can be thought of as erecting a barrier 

between the two wires, which keeps current from flowing between them. The barrier is 

controlled by a third wire emanating from the transistor. The reason that transistors are 

ubiquitous in electronic computers does not stem so much from a deep physical fact 

about implementation — in fact transistors have many interesting physical properties, and 

digital and analog computers use different subsets of these — but rather from the fact that 

computing requires the ability to control the flow of electrons. Transistors are 

ubiquitous because they are in essence functionally defined as the elements of variable 

control in a circuit, and computing requires control. 

As I mentioned, transistors have many interesting physical properties, and the 

difference in properties used by digital and neuromorphic analog VLSI computers is 

critical. I begin with a quotation from Mead [1990] in reference to the primitive 

operations of digital hardware: 
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As we think back, many of us remember being confused when we were first 
learning about digital design. First, we decide on the information representation. There 
is only one kind of information, and that is the bit: It is either a 1 or a 0. We also decide 
the elementary operations we allow, usually AND, OR and NOT or their equivalents. We 
start by confining ourselves to an incredibly impoverished world, and out of that, we try 
to build something that makes sense. The miracle is that we can do it! But we pay the 
factor of 1Q4 for taking all the beautiful phvsics that is built into those transistors. 
mashing it down into a 1 or a 0. and then painfully building it back up. with AND and 
OR gates to reinvent the multiply. We then string together those multiplications and 
additions to get the more complex operations — those that are useful in a system we wish 
to build. [1990, 113 my emphasis] 

The emphasized part of the quotation will be the center of discussion in what 

follows. Most people think that a transistor operates like a binary switch; when current 

flows into the third wire, the transistor is on, and otherwise it is off. These two states 

define the 1 and 0 of digital computing, of course. But actually transistors exhibit 

"beautiful physics" between the on and off states. Think of the barrier created by a 

transistor as the wall of a dam, where one side of the dam is a full lake and the other side 

a small river far below.5 Although water does not flow over the top of the dam, it does 

evaporate over. Were one able to see water vapor, one would see vapor pass from the 

full lake side to the river side. The rate of evaporation is a function of several variables, 

including the height of the dam over the lake, and takes the form of an exponential. To 

repeat, the evaporation over the barrier is an exponential function of a few variables, one 

of which is the barrier height. 

This is a general physical phenomenon, and occurs in the case of transistors also. 

Between the states of the transistor being on and off (in the so-called sub-threshold 

range), there is an exponential function. The exponential function results fi"om the basic 

physics of electrons "evaporating" over the voltage potential barrier controlled by the 

^This example is fi-om Mead [1989]. 
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transistor. By controlling the voltage potential barrier in the sub-threshold range, a 

transistor can be used to compute an exponential function. The physics of the 

evaporation of electrons in the sub-threshold range is what Mead had in mind when he 

spoke of the "beautiful physics" of transistors (above). Digital electronic computers do 

not use this physics, because all they care about is whether electrons are flowing over the 

top of the barrier, which is a completely different physical phenomenon than electrons 

evaporating over the barrier.^ 

Neurons compute exponential functions that are very similar to those computed in 

the sub-threshold range of transistors. The exponential functions they compute typically 

occur at the points where their axon branches synapse with dendritic trees from other 

neurons. Each synapse consists of a presynaptic side and a postsynaptic side, separated 

by a tiny gap. The computation performed is a product of electrical and chemical 

processes, and begins when a signaling neuron sends an action potential (which is a sharp 

spike of electrical current) down its axon to the various axonal branches. As the action 

potential courses down the branches, it makes its way to the various presynaptic sides of 

synapses. The current causes chemical neurotransmitters to be released fi-om tiny vesicles 

at the presynaptic side. The chemicals spill out into the gap between the pre- and 

postsynaptic sides, and a portion of it is taken up by neurotransmitter receptors 

(molecules that bind specifically to neurotransmitters) on the surface of the postsynaptic 

side. The action of the neurotransmitters on the receptors causes a certain amount of 

current to flow, because neurotransmitters cause the receptor molecules to open and close 

the membrane channels, which allows ions to flow between inside and outside the 

^And then there is the additional sense in which digital computers abstract fi-om 
the physics of electrons flowing over the top of the barrier, discussed in the introductory 
chapter. 
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membrane, and the movement of these charged particles is a current. This current then 

flows from the postsynaptic side, down the dendrites, to the receiving neuron body. 

The dynamics of this process are incredibly complex and arise from a large 

combination of sub-processes. The way electrical current releases neurotransmitter is 

quite intricate, as is the action of neurotransmitters on receptors at the postsynaptic side. 

The biophysics of membrane channels is itself a subfield in neurobiology (see Hille 

[1992] for a thorough treatment). The complexity of synaptic communication events is 

important to keep in mind, since it tends to imply that tlie function computed when 

synapses communicate is complex and therefore not efficiently modeled with a digital 

computer. In this case the implication is valid, because the equations describing the 

physics of synaptic communication are quite involved. 

One central feature of the equations is especially noteworthy in the current 

context. The equations involve exponential functions, just as the equations describing the 

flow of electrons in transistors operating in the sub-threshold range. Moreover, the 

mathematical similarity is based on a physical similarity; both phenomena are statistical 

and follow a Boltzmann distribution. The evaporation of electrons over a barrier is 

similar to the dispersion of neurotransmitter across a synaptic gap. Each electron has a 

certain probability of evaporating over the barrier (based on many factors), and each 

neurotransmitter molecule released has a certain probability of interacting with a receptor 

and causing a meaningful change in the signal eventually sent. And as I noted, the 

statistical relations result in the same (Boltzmann) probability distribution. It is also the 

case the synaptic computation occurs in the sub-threshold range, since it occurs before the 

receiving neuron produces an action potential. The similarity of the physics utilized by 

the brain and neuromorphic analog VLSI is the main reason for the use of the term 

"neuromorphic". In another chapter I will consider the ultimate bearing that this and 
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other features of the similarity between brain computation and neuromorphic analog 

VLSI has on whether mind can be multiply realized. There I will conclude that the brain 

and neuromorphic analog VLSI implementations of mind are members of the same 

natural kind, just as any two physical systems are which share their important physical 

properties (such as harmonic oscillators); hence were neuromorphic analog VLSI the 

only other implementation of mind other than the brain, the mind would not be multiply 

realizable at all. 

The current discussion began with the idea that computational efficiency is 

increased when the modeling system uses computational primitives similar to the 

functions to be simulated. Neuromorphic analog VLSI systems use an exponential 

function as a computational primitive, and model the exponential flmction computed by 

neurons. The similarity between these two functions is the ultimate basis for the 

computational efficiency of neuromorphic analog VLSI. As I mentioned earlier, it is not 

the case that any analog form of computation is capable of generating the computational 

power required to implement the mind. Rather, the right computational primitives must 

also be used. But note that the distinction between analog and digital computation is 

based in part on the computational primitives utilized. Digital computers use AND, OR 

and NOT (or variants), as noted in the quotation above, while analog computers can use 

any lawful physical function. So the ability of a neuromorphic analog VLSI 

implementation to generate sufficient computational power is, in this sense, a result of the 

fact that it is an analog system. 

4. Neural Networks and Cognition 
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I have been defending the view that any adequate implementation of mind must 

be brain-like, which entails that it must have a neural network architecture. There are at 

least the following two properties any implementation must possess if it is to qualify as 

being brain-like: it must (at least approximately) compute the functions that neurons 

compute, and it must link those functions up in a massively parallel way, and thus 

implement a neural network (massively parallel) architecture. Neuromorphic analog 

VLSI computers have a neural network architectiu-e. Although I have argued that they 

must compute the functions that neurons compute, I have not defended the thesis that 

they must have a neural network architecture. The purpose of this section is to offer at 

least a partial defense of that claim. 

For our purposes the relevant claim is whether a massively parallel architecture is 

required to implement a mind. On the one hand, it seems that serial and parallel 

architectures exhaust the possibilities for computer architectures. On the other hand, the 

inability to imagine alternatives is not something in which I tend to place much 

confidence. On the third hand (as Fodor likes to say), I have no idea what a third 

alternative architecture would be like, and even less of an idea how well it could 

implement a mind. Therefore, I will simply compare the relative success of GOFAI 

(Haugeland [1985]), which is the project of trying to implement cognition with serial 

architectures, with that of neural network AI. The comparison will be brief, since the 

relevant points of comparison are well known. 

GOFAI is essentially a research program devoted to directly modeling cognition 

on digital computers. It uses programming languages to make data structures and 

algorithms which, it is hoped, are models of cognitive processes in the sense that the 

brain actually contains such data structures and runs those algorithms on them. Some of 

the failures of GOFAI are as follows (see e.g. Sun [1994]). GOFAI programs do not deal 
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well with partial information, where some but not all of the relevant information is 

available as input to the program, but a conclusion must be produced. They do not 

handle uncertain or fuzzy information well. Humans can take uncertain information and 

draw plausible conclusions from it, but a GOFAI program is more likely to draw an 

implausible (or dowiiright weird) conclusion. Extending knowledge to similar cases and 

making analogies are both difficult to model with GOFAI programs, because the most 

effective models of these phenomena require the system to judge the relative similarity of 

its internal representations, but tokens in a digital computer can only be either identical or 

non-identical to each other. GOFAI programs are not effective as models of learning. 

The reasons for this are numerous and not fully known, but it makes sense if one 

considers that from the point of view of a system that does not know Z, and is trying to 

learn Z, Z is not a perfectly well-defined input. GOFAI programs are not effective at 

assimilating a complex set of interacting and partially contradictory inputs. There is a 

general requirement of consistency of the inputs in GOFAI programs, which makes sense 

when one considers that they are based on discrete mathematics (especially logic). 

Generally speaking, GOFAI programs work best in well-defined, stable, consistent 

environments, but the world is not such an environment. Human cognition can deal with 

the real world, and since GOFAI programs cannot, they are very limited models of 

cognition. 

Neural nets avoid many of the limitations which beset GOFAI models of 

cognition. They are capable of producing outputs even though they have only been given 

partial information (this is the pattern-completion task, at which they excel). They will 

produce plausible conclusions when provided with uncertain information. They are 

excellent at extending what they know to new cases (i.e. generalizing), because they are 

capable of judging the relative similarity between their internal representations. They are 
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able to implement powerful algorithms for many of the most important learning tasks. 

They are also the best models available for handling complex sets of interacting and 

partially contradictory inputs. In short, neural net models of cognition are able to model 

the flexibility and adaptiveness of human cognition, the properties that allow us to 

successfully interact with the real world. It is no accident that they are quickly becoming 

the preferred architecture for cognitive modeling. 

Given this type of evidence, it is certainly reasonable to believe that any adequate 

implementation of mind must have a neural network architecture. And although digital 

computers can simulate neural network architectures, and become virtual neural 

networks, the resulting lack of efficiency caused by having to emulate another system 

makes it even more impossible that such a digital computer could adequately implement a 

mind. 

5. Other Possible Technologies 

The argument I have presented might appear to demonstrate that digital computers 

cannot achieve OPS, but it actually only shows that a specific digital computer 

technology (silicon-based MOS) is incapable of producing 10^^ OPS. Hoeneisen and 

Mead are quite clear about the limits of the analysis they present: "It must be stressed 

that we do not determine the ultimate limits in microelectronics, but only the ultimate 

limits of MOS field effect transistor circuits as we know them today. Only planar 

transistors with silicon substrate and silicon dioxide dielectric are considered." [1972, 

820] Is my argument about the limits of silicon-based MOS digital computers extendable 

to all other digital technologies, actual and physically possible? 
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On the one hand, the empirical nature of the argument makes it vulnerable to new 

scientific discoveries. On the other hand, by considering the latest and fastest computing 

technology, such as quantum-mechanical computers, we can discern two significant 

trends. First, these computers are all analog, in that they use physical properties to 

compute, which indicates that silicon-based MOS computers are the fastest digital 

computers. Of course, the importance of the analog versus digital question is whether the 

mind is radically multiply realizable. This brings me to the second trend, which is that 

these computers operate at fimdamental physical limits. According to the Principle of 

Convergence, which I introduce, there is little variation between systems performing the 

same function using the same physical laws, when those systems are at fundamental 

physical limits. Since there are only a few sets of basic physical laws we can use to 

construct the fastest computers, we should not expect new technologies to validate the 

radical multiple realizability thesis. 

The idea behind quantum-mechanical computers is straightforward (I follow 

Lloyd [1995]).^ A hydrogen atom is composed of a single electron orbiting a nucleus. 

The electron is normally in its lowest energy state (ground state), but if it has extra energy 

it will orbit in a higher energy state (excited state). Suppose that we let a hydrogen 

electron represent a 0 when it is in the ground state, and a 1 when it is in the excited state. 

By shooting laser photons at the hydrogen atom, we can make the electron flip between 

the ground and excited states. The photons must have an energy corresponding to the 

difference in energy between the ground and excited states of the hydrogen electron. 

Photon pulses are also used to read-off the state of an atom. Note that we have all the 

^The conclusions to be reached by considering quantum-mechanical computers 
also hold, to the best of my knowledge, for other types of new computing technology, 
such as optical computers. 
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ingredients needed to compute: a way to represent, a way to transform the 

representations in a disciplined maimer, and a way to read-off the result. 

Quantum-mechanical computers are potentially able to compute at speeds which 

dwarf those currently attainable, and far surpass the limits of silicon-based MOS 

technology. Therefore, I concede that quantum-mechanical computers have the 

computational power to adequately implement a mind. Moreover, I concede that 

quantum-mechanical implementations of mind may not be brain-like, in the sense that 

neuromorphic analog VLSI implementations are. They may require neither to compute 

the same primitive functions that neurons do, since they are so fast, nor the sort of parallel 

architecture that would qualify them as neural networks, since they have a very different 

way of computing in parallel. Therefore, I conclude that quantum-mechanical computers 

constitute a type of realization of mind that is distinct from the type consisting of the 

brain and neuromorphic analog VLSI implementations. 

Whether quantum-mechanical computers are analog or digital is a somewhat 

vexed question. The fact that they manipulate discrete representations (0 and 1) certainly 

seems to indicate that they are digital computers. Some philosophers define digital 

computation as computation with discrete representations, and might want to dig in their 

heels at this point. However, a distinguishing feature of analog computers is that they use 

physical laws to compute, and quantum-mechanical computers certainly have this feature 

because they use the laws of quantimi-mechanics to compute. Whether this is enough to 

make quantum-mechanical computers qualify as analog computers according to some 

definition is completely irrelevant.^ The important point is that computers faster than 

^I am willing to allow that quantum-mechanical computers are both analog and 
digital, and argue only that no non-analog computer can implement a mind, since the 
important point about multiple realizability follows fi'om the requirement that an adequate 
mind implementation be analog. But note that we have to stretch our notion of digital 
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silicon-based MOS digital computers use physical properties to compute, because it is 

ultimately more efficient to use physical properties to compute than it is to abstract from 

them and get computational power in another way (e.g. by the rapid combination of 

simpler functions). 

The fact that quantimi-mechanical computers use physical properties to compute 

sustains the idea behind psychophysical reduction, that mental processes are not abstract 

logical functions, but physical processes. Thus we have avoided a serious threat posed by 

the prospect that the mind can be implemented by a digital computer. However, the main 

threat posed by digital computationalism is that the mind can be radically multiply 

realized, and that psychophysical reduction is therefore impossible. What can we learn 

from considering quantum-mechanical computers regarding whether this threat will come 

to pass? 

To begin, recall that the realization class of temperature has four members, yet it 

is reduced nonetheless. Therefore, the mere existence of quantimi-mechanical 

realizations of mind should not be expected to block reduction. Also, note that the 

following pattern is beginning to emerge: the two basic strategies for implementing a 

mind are to rely on fantastic speed (in which case one can use less efficient algorithms), 

or compute functions similar to those computed by the brain. Suppose we allow that, just 

as in the case of neuromorphic analog VLSI, the implementations of mind which 

compute functions similar to those computed by the brain do not increase the number of 

members of the realization class of mind. Then we can concentrate on whether there is 

computation to fit quantum-mechanical computers, since there differences between 
quantum-mechanical and digital computers which could be used to distinguish them 
(besides how they uses basic physical properties). For instance, quantum-mechanical 
computers can flip a bit half way, and can use algorithms that digital computers cannot 
use. 
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any indication that there are enough physically possible, fantastically fast computers to 

make the realization class of mind too numerous to be reduced. 

Though it is admittedly speculative, it stands to reason that there can only be a 

limited number of types of fantastically fast computers. For in order to be so fast, these 

computers must operate at fundamental physical limits, but the degree of physical 

variation between computers existing at fundamental physical limits is necessarily 

limited. The fastest computers are at fundamental physical limits in the sense that 

making them smaller or faster would violate the physical laws which apply to them. In 

the case of quantum-mechanical computers, for instance, we cannot make hydrogen 

atoms smaller, nor make the state transitions of electrons happen faster. Optical 

computers would work faster if we could somehow increase the speed of light and make 

information flow faster inside the computer, but this is obviously impossible. In contrast, 

even though a particular oven may not be able to get hotter than a certain temperature, it 

would not violate the laws of thermodynamics to make an oven that gets hotter; 

therefore, that particular oven is not operating at fundamental physical limits. 

But there is little variation among computers (and other physical systems) that are 

at fundamental physical limits. As an example, consider raindrops, all of which assume a 

certain shape, which happens to be the best possible shape for moving through the air as 

fast as possible under the force of gravity (given that they consist of water molecules and 

so on). The shape of a raindrop reflects fundamental physical limits, because raindrops 

cannot assume some other shape and move faster without violating one or more of the 

applicable physical laws. This phenomenon illustrates a general principle that applies to 

systems performing at physical limits: 
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Principle of Convergence: Suppose we have a set of physical laws and a set of 

systems which perform a function F. Suppose that the laws apply to the systems when 

they perform F. Then as the systems approach the limit of the laws, the variation among 

the systems vanishes, and they all converge into a single design. 

The Principle of Convergence claims that there are uniquely best ways to perform 

functions, given a set of physical phenomena used to perform them.^ In the case of 

computers, the Principle of Convergence asserts that there is only one way to make a 

computer as fast as possible, given the physical phenomena utilized by the computer. 

According to the Principle of Convergence, whatever variation exists among two 

computers operating at the limits of the physical laws that apply to them, must be due 

either to the fact that they are computing in different ways, or to the fact that they are not 

using the same physical phenomena to compute. A comparison of quantum-mechanical 

and optical computers bears this out, for they use different physical phenomena (as well 

as compute in different ways). 

Since the Principle of Convergence predicts that there will be just one fastest type 

of computer for each set of physical phenomena used to compute, the relevant question 

conceming multiple realizability is, how many different types of physical phenomena can 

be used to compute very fast? Electrical, electromagnetic, and quantum-mechanical 

phenomena can be used, but not mechanical phenomena because mechanical computers 

are too slow to implement a mind. Neuromorphic analog VLSI computers are currently 

the fastest electrical computers, but as I discussed, they do not lead to another way of 

^Even if it is actually false that there is convergence to a unique system design, 
provided there is a great deal of convergence, perhaps down to a few basic designs, 
psychophysical reduction probably will not be precluded. 
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implementing the mind. The main constraint on computing speed is how small the 

computer can be made, which naturally leads to atomic computers (i.e. quantum-

mechanical computers). It does not strike me as plausible that there are enough 

significantly different atomic phenomena (usable for implementing a mind) to validate 

the radical multiple realizability thesis. Likewise, how many different electromagnetic 

phenomena could be used to implement a mind? And would the computers using them 

even count as different vis a vis the multiple realizability thesis? It seems unlikely that an 

infrared optical computer would count as a different realization of mind than a microwave 

one, for instance. In short, when the number of different possible realizations of mind 

starts to approximate the number of different physical phenomena that can used to 

compute, the radical multiple realizability thesis is in deep trouble. 

6. Conclusion 

No digital computer can produce the computational power that is required to 

implement a mind. This conclusion is based on an analysis of the physical limits 

confronting the best currently available digital technology. There appear to be only two 

ways to implement a mind: mimic how the brain does it, or use a fantastically fast 

computer, such as a quantum-mechanical computer. Neuromorphic analog VLSI 

technology uses the first strategy, in that it consists of massively parallel networks of 

neurons, each of which computes a function similar to that computed by real neurons, 

using the same basic physical properties to do so. Quantum-mechanical computers G 

suppose) are successful examples of the second strategy, and are sufficiently powerful to 

implement a mind without imitating the brain. However, quantum-mechanical and other 

examples of fantastically fast computers are at fundamental physical limits, and must be 
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in order to be so fast. But the Principle of Convergence suggests that the amount of 

variation between devices at the fundamental physical limits is quite restricted, and there 

is a limited number of different physical phenomena useful for fast computing. 

Therefore, there is reason to believe that it is physically impossible to build enough 

different fantastically fast computers to make the radical multiple realizability thesis true. 
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CHAPTER 5: ANALOG COMPUTERS AND PSYCHONEURAL REDUCTION: 
FOUR PROPERTIES 

0. Introduction 

The purpose of this chapter is to describe the important properties of analog 

computers, and to show the role that those properties play in psychoneural reduction. In 

the first section, I explain both how analog computers simulate other systems, and how 

they compute the solution to differential equations. I then argue that analog computers 

are indeed computers, because they satisfy the most prominent definition of a computer. 

As I render the definition, virtually all physical systems are computers, and this 

pancomputationalism might motivate a rethinking of the definition, which would tend to 

exclude analog computers. Hence in the final part of the section I argue that we tend to 

think that most physical systems are not computers because they are not useful to us, 

even though they actually do satisfy the definition of a computer. 

In the second section, I show how analog computers are able to bridge the 

conceptual gap that exists between cognitive and neurobiological theories. They are able 

to bridge the gap because they operate according to physical laws, and their mode of 

computation is physical as opposed to abstract. To say that analog computers operate 

according to physical law is to say that they are not artifacts, but rather natural kinds. To 

say that their mode of computation is physical is to say that they compute physical, as 

opposed to abstract, functions. 

In the third section, I point out the following potential for conflict: Theories of 

content tend to work better with some representational schemes than others. Different 

computer architectures tend to use different representational schemes. Therefore, theories 

of content tend to work better with some computer architectures than others. Since 
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neurobiology makes statements about the computer architecture of the brain, the potential 

for conflict exists between neurobiology and theories of content. I then point out that 

analog computationalism will take on whatever architectxire is proposed by neurobiology. 

Finally, I point out that analog computationalism is most compatible with the theory of 

content known as isomorphism. Therefore, the combination of analog computationalism 

and isomorphism will be most suitable for a computational theory of neurobiology. 

In the fourth section I note another property of analog computers, that they 

operate in real time independent of problem complexity. Then I provide one way in 

which this property facilitates psychoneural reduction, namely, in providing for identities 

between real time neural events and real time computational events. 

1. Analog Computers and Computers in General 

Defining analog computation is not as straightforward a task as defining digital 

computation. Some philosophers have voiced the suspicion that this is because analog 

computation is comprised of a heterogeneous set of operations best described as "non-

digital", and that may indeed be the case. On the one hand, the mathematical theory of 

analog computation (which is still in its infancy) analyzes analog computation in terms of 

generating solutions to differential equations, thus clearly delimiting the class of 

computations analog computers can perform. On the other hand, scientists generally tend 

to emphasize features such as the fact that analog computers use physical magnitudes as 

variables, and that they are analogous to the system they simulate. Finally, those few 

philosophers who have written on the subject have focussed attention on the fact that the 

variables in analog computers are continuously variable, and that analog devices are only 
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approximate in their operation, as opposed to the error-free operation digital computers 

enjoy. 

Most of the important features of analog computers that have been pointed out are 

related to each other in interesting ways. Some of the features gain relative importance 

when one is characterizing one type of machine, others when one is characterizing 

another type. The evidence indicates that analog computation is what used to be called a 

family resemblance notion. Largely because of these facts, I will make no attempt to 

single out any one of these features as defining analog computation. My attitude toward 

the features is that they are variously usefiil indications that a certain system is an analog 

computer, or that analog computation is occuring in a certain system. I will make no 

attempt to define analog computation at all. Rather, in this section I will describe analog 

computation in general terms, provide some examples, and then discuss the properties of 

analog computation that are important to psychoneural reduction. 

Analog computation is most properly seen as a way to model a system. A model 

M of a system S can be thought of as an abstraction from S, where certain properties of S 

are included in M and the remainder are not. Typically, M will share with S properties 

that are important for understanding how S works, because the purpose of a model is to 

increase understanding of the modeled system. On this view of things, analog 

computation is a kind of simulation, in which the behavior of a system as a whole is 

studied. The idea is simply to find a system M similar to the system of interest S, and use 

M to leam about S. 

Two points are now relevant. First, analog computation is typically concerned 

with modeling physical systems, and since other physical systems are typically going to 

be the systems most similar to physical systems, the paradigm case of analog 

computation is using one physical system to model another. Second, a difficult aspect of 
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analog computation tends to revolve around finding a physical system sufficiently similar 

to the one of interest to be used as a model of it. Altematively, a physical system is built 

to be similar to the one of interest, by making one which operates according to the same 

or similar physical principles. 

All models are analogous to what they model in whatever respects are deemed 

important, and analog computers are no exception. Given that M and S share properties 

important to understanding S, M and S will be analogous to each other in those respects. 

Typically the dynamical properties of S are the properties of interest, so M will be a 

system with the same or similar dynamics. A system's dynamics stem from the causal 

forces that control it, so M and S will be controlled by the same or similar causal forces. ̂  

To put it another way, M and S will be causally isomorphic in certain respects, and this 

isomorphism will be the basis of a kind of dynamic analogy holding between them. The 

analogy between M and S is the basis for understanding S by studying M.2 

The first step in making an analog computer model of a dynamical system is to 

make a mathematical model M of the system dynamics, by discovering a set of 

differential equations that accurately describes it. If the modeled system is a farm 

irrigation system, for instance, the relevant dynamics will be the flow of water through 

the various pipes and pumps that comprise the system. The flow can be characterized by 

a set of flow equations, which is the mathematical model of the irrigation system. The 

second step in making an analog computer is to find or build another system (besides the 

actual irrigation system) that can also be characterized by M. This second system can be 

IThat the causal forces are the same or similar is close to being a tautology in this 
context, because as I will discuss in another chapter, analog computation creates physical 
classes of systems and quantities according to (roughly) the dynamical behavior they tend 
to produce — the causal interactions they tend to create. 

2Russell Trenholme [1994] has analyzed the information that can be gained from 
using an analog computer to simulate another system given that a causal isomorphism 
holds between them. 
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used as the analog computer A for gaining information about the irrigation system. By 

studying how A behaves under various conditions we can leam how the irrigation system 

would behave. 

It is important to note that the role of the mathematical model is simply to provide 

information to the analog computer builder (or finder) about the relevant dynamical 

properties of the irrigation system. Once the analog computer is up and running, the 

mathematical model plays an auxiliary role at most. Mathematics is as important to the 

actual functioning of an analog computer as it is to the actual functioning of any physical 

system. On my view of the metaphysics of mathematics, this entails that it is of no 

importance whatsoever. Analog computers, like any physical system, function because 

they are controlled by physical laws,^ not because they can be described by an expression 

in some notational system. 1 will return to this point shortly. 

Analog computers as 1 have so far described them are not particularly good 

computers, since they are not very flexible. With the help of mathematics, however, one 

can build a maximally flexible analog computer. Dynamical physical systems can be 

described (at least to a first approximation) by sets of differential equations. Differential 

equations are created from a relatively small set of basic mathematical operations 

arranged in some way. Any analog computer which has an unlimited supply of these 

basic operations and can arrange them in any way can enter into configurations 

correponding to any differential equation, and can therefore model any dynamical 

physical system. So called general purpose analog computers are usually electronic. The 

basic mathematical operations are performed by simple electronic components, which are 

3 There is a distinction between physical systems that are natural and physical 
systems that are artifacts. In another chapter I argue that analog computers are in the 
former category, and in fact are natural kinds. Artifacts are controlled by physical laws in 
a sense, but they also are controlled by the design of the engineer who built it. 
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wired together into circuits with the desired configuration.^ For these general purpose 

analog computers, wiring components corresponds to programming in a digital computer. 

Until now I have portrayed analog computers as systems that model or simulate 

other systems. There is another perspective from which they can be considered, 

according to which they take on the more familiar role of computers as mathematical 

problem solvers. Suppose that an analog computer A is described by a set of differential 

equations D. These equations describe how A behaves over time. Oftentimes what is 

desired for the description of some phenomenon is not a differential equation but its 

solution. The solution to a differential equation is a statement of how the variables are 

related to each other at any time, but most differential equations are either extremely 

difficult or impossible to solve using the analytical techniques of mathematics (algebra 

and so on). However, an analog computer described by D solves D simply by behaving 

4Two points about general purpose analog computers. First, the mathematical 
characterization of the system being modeled is such an important part of the process of 
programming analog computers that we are easily (but falsely) led into thinking that 
analog computing is about performing mathematical operations, as distinct from being 
about gaining information about a system. 

Second, special purpose analog computers differ from general purpose analog 
computers in the following important way. The analogy that exists between a special 
purpose analog computer and the system it models tends to be relatively straightforward, 
by which I mean that their basic physical operations are the same or similar, and they 
share a similar topology. The analogy that exists between a general purpose analog 
computer and the system it models tends to be relatively complex, since in order to be 
general purpose the computer must use the simplest possible operations and rely on 
complex wiring to make the computer exhibit the right behavior. So whereas the 
modeled system might perform an operation in a single step, its general purpose analog 
model might need twenty components arranged in a complex circuit that, intemally, has 
dynamics not shared by the modeled system. Apparently, the lack of a straightforward 
analogy is the price to be paid for generality. 

Even though the analogy is no longer straightforward, a causal isomorphism still 
exists between the two systems. It is just that the isomorphism is only apparent under a 
more complex transformation. Provided the user in some sense performs this 
transformation, the existence of an isomorphism is still important to the computer. 
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as it normally does over time.^ The ability to solve hard differential equations was an 

historically important motivation for the development of analog computers. 

With this material as a background, one can see that an analog computer is quite 

different from a digital computer, and why some would say that, because of their 

differences, an analog computer is not really a computer at all. I will show in the 

remainder of this section, however, that the most prominent definition of a computer 

applies to analog computers. The prominent definition, according to which a computer is 

something which transforms representations in a disciplined manner, is actually so broad 

that it leads to a form of pancomputationalism. In order to mitigate the strong intuition 

against pancomputationalism, I will present a gloss on the definition of a computer, 

according to which a computer is something which can provide information to a user 

about some system other than itself The anti-pancomputationalism intuition arises 

because most computers are not useful to us, and hence appear not to be computers at all, 

even though they really are. 

Most people who study computation study the classical theory of computation, 

which is especially concerned with the study of Turing Machines and automata in 

general. It is natural to think that the behavior of these devices actually defines what 

computation is. So for instance, one might suppose that computation is the process of 

reading and writing symbols in accordance with a finite set of rules. Or one might 

suppose that computation is the process of calculating any of the functions that are 

5 Actually, any physical system that is described by a set of differential equations 
solves those equations over time by simply behaving. The reason analog computers are 
useful is that if they are general purpose they can be configured to solve any differential 
equation, and they are constructed in a way that makes it easy to encode and read off the 
values of the relevant variables. There are other more practical considerations that can 
make analog computers useful, such as the fact that they can be cheaply made as 
compared with the cost of experimentally studying the modeled system. 
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computable by Turing Machines. But all of these definitions of computation are too 

closely related to the classical theory of computation. 

A prominent and altogether satisfactory definition of a computer is the following 

one: 

Computer =df something which transforms representations in a disciplined 

manner. 

Turing Machines satisfy this definition, since the representations it uses are 

discrete symbols, and it transforms them with read and write operations in accordance 

with a set of instructions. Although it may not seem to be, the definition is extremely 

broad. This is because all the key notions in the definition, including "transform", 

"representation", and "disciplined manner", are quite general. 

In a Turing Machine discrete symbols are the representations, but anything which 

satisfies the most satisfactory theory of content can be a representation. Representations 

can be continuous, for example, and they certainly can be physical states. It would 

certainly appear that virtually any physical system can have representational states, in 

fact, because the constraints of all extant theories of content are quite easily satisfied. 

Concerning the term "transform", to say that a computer must transform representations 

is simply to say that it must change them fi"om one form into another. The rate at which 

they are transformed is left open, as is what counts as a transformation from one 

representation to another. In a Turing Machine a transformation occurs when a symbol or 

a blank is written on the tape, but of course transformations will differ in accordance with 

the representational scheme utilized. In a connectionist network, for example, a 

transformation occurs when any weight in the network changes its value. Concerning the 
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term "discipline", a set of instructions, as in a digital computer program, is only one way 

to discipline representation transformations. All that is required to discipline 

transformations is to control them in some sort of predictable or regular way. Analog 

computers rely on physical law to discipline representation transformations, which is 

quite important for several reasons. 

Analog computers satisfy the definition of a computer. The specifics of how the 

definition is satisfied will vary greatly depending on the computer at issue, so let us 

consider a simple example. Suppose that we have a pipe carrying water and we wish to 

know the rate at which it carries the water. If we let the pipe drain into a marked bucket 

for a certain amount of time, we can easily determine the rate of water flow. This system 

is an analog computer, and computes the integral of the rate of water flow over some 

period of time. It satisfies the definition of computer as follows. The representations are 

the water levels in the bucket, which change continuously. A transformation occurs 

whenever the water level in the bucket changes. Finally, the representations are 

transformed in a disciplined manner because they are detemiined by the laws of fluid 

dynamics, the law of universal gravitation, and various geometrical facts about the 

bucket. 

It is often a surprise to see that the ordinary definition of a computer is broad 

enough to include virtually any physical system. On the ordinary definition, everything 

from the solar system to rivers to telephone networks are computers; thus I say that the 

ordinary definition leads to pancomputationalism. Now, there is a strong intuition that 

not only is it is inherently ridiculous that everything might be a computer, but that such a 

possibility makes any definition that allows it completely vacuous. Therefore, one might 

be motivated to try to restrict the ordinary definition of a computer so that it avoids 

pancomputationalism. 
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I do not know how to define computer in a way that avoids pancomputationalism, 

except by equating the notion of a computer with that of a class of computers, such as 

Turing Machines, which would be unsupportable. Moreover, I do not know of any actual 

arguments indicating that pancomputationalism is impossible or even unlikely, so I am 

not inclined to give the intuitions against pancomputationalism much philosophical 

weight. Nevertheless, unless there is a way to soothe the intuitions against 

pancomputationalism, it is likely that the motivation to restrict the definition of a 

computer will win the day. The result will probably be a definition that excludes analog 

computers, since pancomputationalism follows quickly on the heels of any definition of a 

computer that includes analog computers. Therefore, in what follows I offer a gloss on 

the notion of a computer that will comfortably constrain the form of 

pancomputationalism to which the definition of a computer leads, and hence soothe anti-

pancomputationalist intuitions. 

It is helpful to begin by viewing a computer in a very general sense, as a device 

that is used to perform calculations. On this view of things, the important point is not the 

nature of the calculations or how they are performed, but that a computer is a device that 

is used for a certain purpose. Computers themselves are studied and carefully constructed 

to be as useful as possible, but the theoretical and engineering facts that go into designing 

a good computer do not specify what a computer is. This situation holds in the case of 

virtually all functionally defined things. For example, there are people who work for 

Stanley Tools and think a lot about hammers and how to engineer them properly, but it is 

not whatever manufacturing techniques and designs they have invented that makes their 

creations hammers. Rather, what makes something a hammer is that you can drive a nail 

with it. In my view, Turing invented a way of characterizing an interesting class of 

computers, but he did not thereby show what a computer is. Computers are things that 
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perform a certain very general function, which can be performed by Turing Machines, but 

which can also be performed by an indefinite number of other types of machines. 

Without further ado, I offer the following gloss on the definition of a computer: 

Computer =gIoss something which can provide information to a user about some 

system other than itself. 

The first part of the definition, which states that a computer is something which can 

provide information to a user, is intended to encapsulate the idea canvassed above, that 

computers calculate functions and thereby can provide us with information. The second 

part of the defmtion, according to which the information is about some system other than 

the computer itself, is meant to capture the following idea: computers cannot only be 

solipsistic. In particular, their own internal states are of interest to us only when we are 

studying them, e.g. when we are fixing or re-designing them. When we are studying 

them, they are not really computers, according to the gloss. What are they? I am not 

sure. What is an "assembly required" table before one gets around to assembling it, when 

it is still in the box? 

I will now pop out of Wittgensteinian mode, and lay some cards on the table. The 

reason I have bothered to include the second part of the gloss, which follows from the 

idea that computers transform representations anyway, is to highlight the idea that 

computers are often used to model, or simulate, another system (i.e. a system other than 

itself, as the gloss states it). This, in turn, is important to analog computationalism 

because analog computers most vividly demonstrate their advantages and importance 

when they are used to model another system; indeed, historically, this has been their 

main function. By way of comparison, digital computers historically were used as very 
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fast calculators, of the accountant or cheap Texas Instruments model circa 1975. This 

comparison actually stems from fundamental differences between analog and digital 

computers, and holds to this day. Crack open a weather simulation program, for instance, 

and you will see the titanic struggle of a bunch of programmers trying to make an adding 

machine produce visual scenes in accordance with complex interactions between physical 

forces in our atmosphere. 

Returning to the definitional gloss itself, note that it is broad enough to entail 

pancomputationalism. The gloss is therefore compatible with the definition of a 

computer. The gloss entails pancomputationalism because virtually all systems are 

sufficiently similar to at least one other system to provide information about it, for some 

user or other; and provided that a system is at all useful for providing information to a 

user about a system other than itself, it is indeed a computer. For example, the system 

consisting of the petals of a live flower are sufficiently similar to the system consisting of 

the Earth and the Sun to provide information to me about the relative position of the 

western part of North America relative to the Sun. The similarity that I can exploit is that 

the petals of the flower are open when the western part of North America is within a 

certain angle of incidence to the Sun. Thus the petals of a live flower are a computer, 

according to the gloss. 

Turning to soothing the anti-pancomputationalism intuition, there are many 

reasons why a computer might not be particularly useful. For example, all else being 

equal, a computer is less useful the more special purpose it is. A Turing Machine is 

extremely useful on this measure, because it can compute so many functions, while the 

solar system is considerably less useful because of its limited flexibility. The solar 

system, by which I mean the orbiting motions of the planets around the Sun, can only 

compute those functions which describe its motion. One can think of the situation in the 
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following way. In order to compute a different function, a system must go through some 

sort of reorganization. Many physical systems either cannot be reorganized, or are of 

such a nature that were they reorganized, they would be different systems. The solar 

system fails on both counts, for example. 

But given that the solar system can compute even a single function, it can 

compute all of the indefinitely many other functions that are isomorphic to it.^ What are 

we to make of this point? If it showed that the solar system was a general purpose 

computer, then all else being equal I would have to say that the solar system is indeed a 

useful computer. Since this is counterintuitive, my way of handling the 

pancomputationalism intuition would be in jeopardy. Fortunately, the fact that the solar 

system computes all of the indefinitely many other functions that are isomorphic to the 

function best describing its behavior does not show that it is a general purpose computer. 

Moreover, all else is not equal because there are other reasons why the solar system is not 

a particularly useful computer. 

Concerning the former point, let us call a set containing all functions that are 

isomorphic to each other an isomorphism set. The function best describing the behavior 

of the solar system forms an isomorphism set, comprised of all the functions that are 

isomorphic to it. However, there are an indefinite number of other isomorphism sets. 

Therefore, the fact that the solar system computes a certain isomorphism set does not 

show that it is a general purpose computer. Concerning the latter point, there are other 

reasons why the solar system is not a particularly useful computer. When we consider 

whether a computer is useful, one relevant point is how much computational work the 

computer performs in solving a given problem versus how much computational work the 

user must perform. The solar system computes a single member of a certain isomorphism 

6Thanks to J. Christopher Maloney for raising this objection, in conversation. 
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set. The user must contribute whatever information is required to transform that function 

into the rest of the isomorphism set. We may wish to maintain that the solar system 

computes the isomorphism set, since this makes it more general purpose, but we do so at 

the cost of making the solar system a less useful computer. 

The solar system example demonstates that some computers are not useful 

because they make relatively little contribution to the production of most problem 

solutions of which they are (in some sense) capable. Rather, the user does most of the 

work, either in setting up the computer so that it can do a calculation, or preparing the 

inputs and outputs, or in interpreting the outputs so that they can be understood. 

Compare in this regard a hammer. A hammer is something that can be used to drive a 

nail, and virtually any object of sufficient mass and density can be so used. Why do we 

not ordinarily think of most objects as being hammers? One reason is that a hammer 

must be useful, and in order to be useful the work required to use the hammer must not be 

prohibitive. The side of the Empire State Building can certainly be used to drive a nail on 

my porch, for instance, but the work required to so use it is either prohibitive or not 

worthwhile. For example, if I can arrange to swing the side of the Empire State Building 

onto the head of a nail on my porch, I can arrange an easier way to drive the nail. We 

must remember that most computers are not worth the effort of using, just as most 

hammers are not. 

An interesting special case of this point, is that sometimes the interface between 

the computer and the user is inconvenient in some respect. For example, many physical 

systems are not useful computers for us because they require that various measuring 

instruments be used to read the important physical states of the system. The bend in a 

blade of grass can be used to calculate wind speed quite precisely, but only if we can 

quickly and precisely determine the degree to which it is bent, which is not easily done. 
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Perturbations in the orbits of planets in other galaxies can be used to compute the mass of 

the Earth, but they are too far away. 

Yet another reason why a computer might not be particularly useful is that it 

operates too slowly. Suppose that we wished to compute the integral of Kepler's Law 

over the course of a year, in order to figure out the area that that the planets sweep out in 

their orbits. If we used the solar system to do this calculation, it would take a year. A 

computer might operate too fast also, given that a user must be able to read off the 

answer. For instance, the lag time between turning a lamp on at one end of a long dark 

hallway and the other end of the hallway becoming illuminated is basically a calculation 

of its length, but the calculation is performed much too quickly to be useful. 

So then, the anti-pancomputationalism intuition stems fi'om the fact that under 

most conditions, most users would not use most computers to model systems, nor to 

make the calculations that they can make. Anti-pancomputationalists, wrongly, take this 

fact to indicate that most physical systems are not computers However, the anti-

pancomputationalism intuition actually does not arise because the systems are not 

computers, it arises because most computers are not useful, either to us or in general. 

2. Analog Computation and the Conceptual Gap Between Computational Cognitive and 

Neurobiological Theories 

Probably the biggest obstacle to reducing a computational cognitive theory to a 

neurobiological theory is that the hypothesized computational system is held to be 

conceptually independent of the neurobiological system that implements it. This 

conceptual independence is reflected most obviously in the standard idea that the 

computational system is non-physical and the neurobiological system is physical. Any 
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particular implementation of the computational system will be physical, of course, but the 

physical facts of the implementation are irrelevant to the computational system. As I will 

discuss in a later chapter, provided the computational system is a digital one, it indeed is 

independent of what implements it.^ 

But what exactly is the conceptual gap between computational cognitive and 

neurobiological theories? In a nutshell, it is the mind-body problem. One can describe 

the mind-body problem in many different ways, including epistemologically (following 

Robert Cummins): the mind is at least partly comprised of thoughts and ideas, but were 

we to crack open a person's head we would not see any such entities, we would see bio-

goo.^ The solution to the mind-body problem would allow us to look at the bio-goo and 

see the thoughts and ideas, just as we can see the 3-D effects in a 3-D movie when we 

wear the special glasses. 

Cummins' version of the mind-body problem is especially useful to us, because 

computational cognitive theories take the mind to be at least partly comprised of thoughts 

and ideas, while neurobiological theories are concerned with the bio-goo. Following 

Cummins' version, then, we can put the conceptual gap epistemologically (see footnote 

7); how can we know how neurobiological facts and theories bear on computational 

cognitive facts and theories? By what mechanism can we transfer information back and 

forth between a computational cognitive theory and a neurobiological theory? The 

conceptual gap is like that SCSI port connector that you just can't find. 

7 As Valerie Hardcastle [1996] and others have noted, if theory A cannot be 
reduced to theory B, then one would not expect all of the evidence for theory A to also be 
evidence for theory B. (This follows from later formulations of the GRR model, on the 
assumption that evidentiary and explanatory relations covary.) In other words, reductive 
and evidentiary relations tend to covary. In addition to the conceptual gap I have noted, 
then, there is also an evidentiary gap between digital computational and neurobiological 
theories. 

8Bio-goo is a technical term Cummins often employs, by which he means 
(roughly) the undifferentiated brain. 
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Returning to how analog computers bridge the conceptual gap, and thereby 

facilitate psychoneural reduction, the first two properties listed above are most important. 

That is, analog computers are able to bridge the conceptual gap (largely) because they 

operate according to physical laws, and their mode of computation is physical as opposed 

to abstract. In the remainder of this section, I will take these two properties in turn, 

describing them and showing how they bridge the conceptual gap. 

I begin with the first property. There is obviously a sense in which every physical 

system operates according to physical laws. Specifically, both natural physical systems 

(such as rivers) and artifacts (such as toasters and digital computers) operate according to 

physical laws. Analog computers operate according to physical laws in the sense that 

natural physical systems do. Our task here is basically to spell out how the way that 

natural physical systems operate according to physical laws differs from how artifacts do, 

and to get a handle on what it is to operate in accordance with a physical law.^ 

Let us begin with a rough and ready distinction between physical laws and what I 

call the principles of engineering. Physical laws, let us suppose, are the laws mentioned 

in explanations and descriptions of natural phenomena. Nothing in my argument depends 

on explanations and descriptions using laws, however — whatever one appeals to in the 

explanation and description of natural phenomena should be placed under the heading of 

physical laws for the purpose of this discussion. 

The principles of engineering are the principles one appeals to when explaining 

and describing how artifacts operate. Suppose that we are explaining how a photocopier 

operates. There are many ways to explain it ~ we might begin by saying that when you 

place what you want to be copied face down on the glass and press start, a mechanism 

9There is undoubtedly a fair amount of metaphysics and general philosophy of 
science that should be injected into a discussion of this subject, but I cannot broaden the 
discussion to such an extent here. 
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glides by underneath and shines light on the paper, and the reflected image is fed into 

another mechanism which uses the light intensity of the image to control the placement of 

toner on a fresh sheet of paper, and so on. Notions such as placing toner on paper, 

creating an image based on reflected light intensity, and the hundreds of other ideas one 

appeals to in explaining how a photocopier works, are all examples of engineering 

principles. To take another example, to explain how a carburator works we might begin 

by saying that the accelorator pedal in the car controls a valve in the carburator. The 

valve controls the ratio of gas to air mixed together inside the carburator. Gas is pumped 

into the carburator and forced through a mister, while air is drawn inside the carburator 

by the force of the vacuum caused by the pistons in the engine moving downward. When 

the carburator mixes the gas and air, it sends the mixture off to the individual cylinders 

where it is combusted. Notions such as creating a mist of gas and controlling the gas to 

air ratio with a valve, are examples of engineering principles. 

It is possible to continue the explanation of these and other engineered devices in 

greater detail, by (in the case of the photocopier) discussing the chemical reaction that 

occurs when toner adheres to paper, the principles of optics utilized in creating the image 

and transferring it to another mechanism, the physics underlying the transfer of paper 

through the machine, and so on. These detailed explanations draw on physical laws, not 

principles of engineering. They are also strangely irrelevant to the explanation of how 

the artifact works. One way to understand the situation is to think of the principles of 

engineering as describing a level of organization above the level described by physical 

law. 10 What engineers do when they create artifacts, is take one or more natural physical 

lOMy reference to levels should be taken at most metaphorically ~ it is basically 
an expository device used to think about how two diflerent sets of principles can apply to 
the same object. 
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quantities and impose an organization on them that is not found in nature. ̂  ^ The request 

for an explanation of how an artifact works is generally a request for information about 

this imposed level of organization, not the natural organization. This is quite reasonable, 

since the operation of the artifact is controlled by events that happen at the imposed level 

of organization, not the natural one. What produces a photocopy is, for instance, the 

application of toner to paper in the pattern corresponding to the original, not the chemical 

reaction that occurs when the toner adheres to the paper. To see this, note that any 

chemical reaction that allows toner to be applied to paper in the right pattern will work 

just fine for photocopying — in fact there are several different types of toner currently 

available for use in photocopiers. ̂  2 

A convenient way to state the idea that artifacts are controlled by events at the 

imposed level of organization, is that artifacts operate according to the principles of 

engineering. By default as it were, those physical systems which do not have a non-

natural level of organization imposed on them operate according to physical laws. 

Analog computers are physical systems which do not have a non-natural level of 

organization imposed on them, and thus operate according to physical laws. To explain 

and describe how they work, one appeals to physical laws, not principles of engineering. 

One can easily see why this fact is critical to psychoneural reduction. Suppose that the 

neurobiological operation of a certain brain sub-system S can be described by citing 

physical laws L. L for our purposes is a stand-in for what is probably an exceedingly 

complex and intricate physical explanation. Suppose also that it is determined that the 

11 Were the organization found in nature, the created object would not be an 
artifact. 

I2The reader may have noticed that this line of argumentation is quite similar to 
that used by functionalists of the multiple realizability variety. Both lines of 
argumentation appeal to the idea that the events which occur at different levels of 
organization in a system are not always equally relevant to the overall functioning of the 
system. 
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operation of S is relevant to cognition. We might therefore wish to treat S as a computer, 

and given its general properties it should be treated as an analog computer. Now we can 

utilize the explanatory techniques of computationalism to explain the production of 

cognitive capacities from S. hi doing so, we incur the debt of explaining how the 

computer works, and this is where what we have just discussed becomes useful. The 

explanation of how the analog computer S works is simply L. The neurobiological 

explanation of how S works is also the explanation of how the analog computer S works. 

Furthermore, the analog computer and the neurobiological system S are one and the same 

thing. Thus the rather striking fact that analog computers can compute enormously 

complex functions simply by obeying physical laws, is of central importance to 

psychoneural reduction. 

Turning to a discussion of the second property of analog computers, the 

computational nature of computational cognitive theories is often thought to produce a 

conceptual and evidential gap between them and neurobiological ±eories, which is 

thought to stand in the way of psychoneural reduction. Computation is thought to be only 

the calculation of abstract functions, and since abstract functions are metaphysically 

independent of the physical world referred to by neurobiological theories, there is an 

insurmountable obstacle between the two theories. However, functions come in two 

varieties, abstract and physical. Correspondingly, computation can be either abstract or 

physical. Physical computation is the computation of physical functions. Functions are 

mappings from a set of objects in a domain D = {Di, D2,...Dn} to a set of objects in a 

range R = {Ri, R2,...Rn}. where each Di can be mapped to at most one Rf. A mapping, 

and hence a function, is a set of n-tupled relations S between objects. A physical function 

is a function in which the Di and Ri are physical objects (Schwarz [1995]), and the set of 

relations S contains only physical relations — for instance, temporal or spatial relations. 
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Computations are ways of putting objects (abstract or physical) into the relations 

specified by a function. A physical computation, therefore, is a way of putting the 

physical objects Di and Ri into the relations specified in S. Analog computers perform 

physical computations. They take physical objects and manipulate them in such a way 

that the relations that result constitute a function, which is generally described by a 

differential equation. 

One should think of an analog computer as manipulating physical objects in such 

a way that the resulting relations between the objects constitute the computed function, 

and the manipulation of the objects is caused and controlled by physical laws. Thinking 

of things this way might be just an approximation to the truth, however, since what might 

actually be happening is that a single continuous object is manipulated in various ways, 

and the relations that constitute the function are not relations between distinct objects but 

relations on the single continuous object. The important point for our purposes, however, 

is that there is no reason to think that abstract objects are part of the actual computational 

process perfomied by analog computers. 

Schwarz [1995] has argued that abstraction, specifically, a type-token distinction, 

is required if finite devices are to be able to compute infinite functions. An example of an 

infinite function is the multiplication function, because its full definition requires 

reference to an infinite domain and range. Since analog computers are finite devices, 

abstract objects (i.e. types) would be an integral part of the computational process, if 

analog computers were to compute infinite functions. However, I see no reason to 

maintain that analog computers compute infinite fimctions. More importantly, I see no 

reason to maintain that the neurobiological analog computers responsible for cognition 

compute infinite functions. (i am not implying that Schwarz thinks otherwise.) 

13 Analog computers compute over the real numbers because they operate 
continuously, so when the value of a variable in an analog computer changes fi-om 0 to 1, 
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Traditionally it has been argued that if people are to be thought of as actually multiplying 

when they multiply numbers together, there must be a copy of the multiplication function 

somehow mentally encoded in them, perhaps in the form of a recursive algorithm which 

itself involves a type-token distinction. In short, the explanation of how we think about 

infinite functions is that infinite functions actually play a role in our cognitive processes. 

There are at least three other options one can take with regard to our apparent 

ability to think about infinite functions, however. The first option is simply to deny that 

we can, and assert instead that we only think about finite functions that may correspond 

as closely as you like to their infinite counterparts. The second option is to provide an 

explanation of our abilities which does not involve our using infinite functions in our 

actual cognitive processes. One plausible explanation is that our cognitive processes 

underwrite certain abilities to manipulate objects and processes distinct from our 

cognitive processes, such as pencil and paper or Turing Machines, and these objects can 

be used to compute infinite functions. We do not think about the functions per se, we 

think about whatever we need to in order to produce the abilities required to manipulate 

the external objects. The third option is that networks of analog neurons in our brain are 

able to emulate computers with the ability to compute infinite functions, such as Turing 

Machines. Hence there are occasions when our cognitive processes involve abstract 

objects, but since this is not normally the case, our framework for explaining cognition 

should not make the assumption that it is always the case. 

for instance, the variable passes through an infinite number of values. Infinite fiinctions 
are infinite because they are defined over the entire domain and range of the real 
numbers, not just from 0 to 1, for instance. If an analog computer can only take on values 
from 0 to 1, it cannot compute an infinite fimction. This is because the infinity of values 
between 0 and 1 on the reals is a smaller infinity than the infinity of values between 0 and 
1 +n, for any positive n, on the reals. 
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3. Reducing Representations and the Role of Dynamic Isomorphism in Analog 

Computation 

The representations manipulated by computers have traditionally been a thorn in 

the side of psychoneural reduction. This might seem strange, since naturalistic theories 

of mental content abound. However, psychoneural reduction requires that the naturalistic 

theory of mental content actually be a part of the neurobiological theory to which 

computational cognitive science reduces. Representations can still be problematic for 

psychoneural reduction, since it is not generally taken to be a constraint on naturalistic 

theories of mental content that the relations they propose as being constitutive of mental 

content be underwritten by neurobiology. For instance, a theory of content might propose 

that mental representations represent by entering into relation R with the world, while 

neurobiological theories either rule out or do not support the possibility that brain states 

can enter into relation R. Although I see no reason to think that the relations proposed by 

any naturalistic theory of content are actually incompatible with neurobiological theories 

(though some might be), there is another type of problem for psychoneural reduction 

posed by many naturalistic theories of content. 

Theories of content tend to work better with some representational schemes than 

others. Different computer architectures tend to use different representational schemes. 

Therefore, theories of content tend to work better with some computer architectures than 

others. Since neurobiology makes statements about the computer architecture of the 

brain, the potential for conflict exists between neurobiology and theories of content. One 

way these conflicts manifest themselves is when a theory of content makes a statement 

about what aspects of brain function are semantically relevant, and what aspects are 

irrelevant. The semantically relevant aspects of brain fimction are a subset of the 
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computational functions of the brain, so theories of content are at least indirectly making 

statements about the computational architecture of the brain when they make statements 

about which aspects of brain function are semantically relevant. 

Consider a straightforward covariance theory. The theory proposes that a mental 

symbol S has the content it does provided it covaries with some property P in the world. 

If it is the case that when P is present, S is tokened, then S means that P. It is standard 

practice in theories of content to treat as irrelevant to the theory those mechanisms M that 

are responsible for tokening S in the presence of P, and this practice is reflected in the 

example covariance theory. What is important to this covariance theory is only that S is 

brought into covariance with P, not how this is accomplished by M. The statement that 

M is semantically irrelevant is at least indirectly claiming that M is not a computationally 

relevant brain function. One cannot presume, however, that the neurobiological theory of 

the brain sub-system at issue takes M to be compuationally irrelevant. In general, 

theories of content make statements about which aspects of the brain are computationally 

relevant, but there is no reason to think that the neurobiological theory will agree with 

those statements. J ^ 

MEarlier I suggested that any cognitive theory makes a distinction between those 
brain events that are relevant to cognition, and those that are irrelevant. This distinction 
must be reconciled with the neurobiological theory. The difference between this situation 
and the one stemming from the covariance theory just described, is that neurobiology can 
be expected to underwrite the distinction proposed by a cognitive theory, but not the 
distinction proposed by the theories of content. The line between cognitively relevant 
and cognitively irrelevant brain events can be drawn by considering whether the brain 
event makes a behavioral difference. The activity of glial cells, for example, would not 
appear to make a behavioral difference, and so is irrelevant to cognition. Neurobiology 
supports the distinction between behaviorally relevant and behaviorally irrelevant brain 
events. Neurobiology does encompass the study of behavior, and in fact an important 
sub-discipline of neurobiology is behavioral neuroscience. Furthermore, there is no 
reason to think that neurobiology and cognitive science will have irreconcilable 
differences about what constitutes a behavioral difference. One important difference 
between neurobiology and cognitive science is that cognitive science has much more 
powerful resources for describing behavior. 
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Before discussing how analog computation helps with this problem, I will relate 

the problem to another troubling aspect of many theories of mental content. There is a 

constant debate in the philosophy of mind over whether mental content has causal 

powers, and whether in general it makes a difference to cognitive functioning. One can 

see how a theory of content can create a situation in which mental content is irrelevant to 

cognitive functioning, by adopting the kind of position just reviewed, according to which 

semantic properties are disassociated from even the very functions that give rise to them 

(i.e. functions performed by M). Simply put, if theories of mental content abstract from 

brain functioning, the mental content they propose is more likely to be irrelevent to 

cognitive functioning. One must seek to integrate the theory of mental content into the 

theory of brain functioning as much as possible, both to allow mental content to make a 

difference to cognition, and to aid the project of psychoneural reduction. 

Analog computation is able to avoid these problems, because it is a computational 

architecture that a neurobiological theory is sure to underwrite. I have discussed the fact 

that analog computers are causally isomorphic to the systems they model, and that this is 

important to their role as computers. To say that an analog computer and the system it 

models are causally isomorphic is to say that the systems behave in isomorphic ways 

through time — a kind of dynamic isomorphism exists between the two systems. This 

means that the two systems do not merely have the same input-output relations, they also 

produce those relations in isomorphic ways. Thinking computationally, we can say that 

the two systems share a strong equivalence (Pylyshyn [1984]), at least to a first 

approximation (and keeping in mind that the isomorphism is less than transparent in 

some analog computers). The causal processes that perform the computations in an 

ISCompare the situation that exists when digital computers model physical 
systems. Digital computers spend a great deal of time manipulating representations in 
ways that reflect the particular needs of their digital architectures, as opposed to ways that 
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analog computer are the same ones that are recognized by a neurobiological theory, so 

there is no possibility that a neurobiological theory will claim that the brain uses a 

different computational architecture than the one used by neurobiological analog 

computers. 

Provided that there is a theory of content suitable to analog computation, the 

statements the theory makes about what aspects of brain function are computationally 

relevant will be compatible with the statements that the neurobiological theory makes. 

Cummins [1995] has proposed a theory of mental content according to which mental 

representations get their meaning by being isomorphic to what they represent. Although I 

will not pursue the topic here, isomorphism is a very plausible theory of mental content, 

independent of considerations stemming from analog computation. Isomorphism would 

appear to be the theory of content that best fits analog computation, because causal 

isomorphism is so important to analog computation. 

The combination of isomorphism and analog computation avoids the problems 

with theories of content just scouted. First, isomorphism will not claim that the causal 

processes used in analog computation are not semantically relevant, because those 

processes directly create the relations that isomorphism takes to be semantically relevant. 

With analog computation and isomorphism there is no distinction between the 

mechanism which creates the semantically relevant tokening and the tokening itself. The 

operation of the mechanism is itself the semantically relevant tokening. Second, the 

combination of isomorphism and analog computation helps show how mental content can 

be relevant to cognitive functioning, because isomorphism does not abstract from brain 

functioning. The same events that are causally relevant to cognition directly give rise to 

reflect the causal structure of the modeled system. Digital computers are, generally 
speaking, only causally isomorphic to other digital computers. I will discuss this more 
later. 
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the relations constitutive of mental content. Looked at another way, there could not be 

neurobiological analog computation without causal isomorphism, because causal 

isomorphism is the way an analog computer transmits information to its user. 

4. The Processing Power of Analog Computers, Reaction Times and Real-Time 

Minds 

The final issue about analog computation of importance to psychoneural 

reduction, is that analog computers operate in real time independent of problem 

complexity. The rate at which cognitive processes occur is typically thought to be neither 

conceptually nor empirically important to cognition, and so it is typically thought to be 

unimportant to psychoneural reduction. I have already argued both that real time 

processing is important to the concept of mind, and that the constraint that a system 

operate in real time rules out enough possible implementations of mind to solve the 

multiple realizability problem. Hence I have sho>\Ti that the rate of cognitive processing 

is important to psychoneural reduction. Here I briefly review another way in which the 

real time processing power of analog computers helps with psychoneural reduction. 

Any identity claim between two processes P and Q will be false if P and Q operate 

at different rates ~ this just follows from Leibniz Law. For instance, the process of 

rolling down a hill on Earth and on Jupiter are different, since the higher gravity on 

Jupiter makes for faster rolling. On most theories of reduction, identity claims play an 

important role, although the role varies between theories. Suppose P is cognitive function 

F implemented in a digital computer, and Q is the same cognitive function F 

implemented in the brain. Suppose further that F is one of the cognitive functions that 

cannot be performed on a digital computer as fast as it can on the brain. Then it is not 



157 

possible that P and Q are identical cognitive processes. In order to avoid this problem, 

and at least have an opportunity to make identity claims between processes in 

computational cognitive models and cognitive brain processes, the computational 

cognitive model must be able to operate in real time, because the brain does. This seems 

to imply that the computational cognitive model must adopt an analog computation 

architecture. This application of Leibniz Law is not just nitpicking, because if cognitive 

processes P and Q operate at different rates, there is reason to think that P and Q differ in 

other important respects. One can easily think of examples which illustrate this claim. 

5. Conclusion 

This chapter has been concerned with describing the important properties of 

analog computers, and how these properties facilitate the project of psychoneural 

reduction. First I explained that analog computers are both simulators and equation 

solvers. Then I showed that they satisfied the most prominent definition of a computer. 

The pancomputationalism to which we are forced by this definition should not be thought 

of as wrong, just because it is unintuitive, because our intuitions can be explained by the 

fact that most computers are not useful to us. Second, I showed that analog computers 

are able to bridge the conceptual gap between cognitive and neurobiological theories, 

because they operate according to physical laws, and compute physical functions. They 

do not operate according to the abstract, non-physical rules that digital computers do, and 

hence are not conceptually distinct from neurobiology. Third, I showed that the 

combination of analog computationalism and isomorphism will eliminate the potential for 

16This function of identity claims, that of providing the strongest possible 
condition on reduction, and of providing a source of information for locating 
discrepancies between theories, has been noted by Wimsatt [1976]. 
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conflict between neurobiology and the theory of representational content. This is 

important because the correct theory of representation must be reduced along with the 

cognitive theory to which it is wedded. Finally, I pointed out that the fact that analog 

computers compute problems in real time allows identity statements to hold between 

computational and neurobiological event descriptions. 
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CHAPTER 6; ANALOG COMPUTERS, NEUROMORPfflC ANALOG VLSI, AND 
PHYSICAL TYPES 

0. Introduction 

I have argued that the human mind is not radically multiply realizable because 

mind implemenations must operate in real time, and perform all the cognitive functions 

that human minds actually do perform. These constraints force the mind to be realized in 

an analog computer which uses the idiosyncratic physical properties of a certain kind of 

material, because only such a realization has enough computational power to produce a 

mind. The realization is called neuromorphic analog VLSI, and the claim is that 

neuromorphic analog VLSI describes a type of physical system which also includes the 

brain. The purpose of this chapter is to provide an argument for that claim. 

The following remarks will help motivate the problem I am about to address. 

Apart from considerations arising from real time processing, what is it about analog 

computation that makes it the case that if an analog computer can only be realized in a 

certain kind of physical system, that system type is a physical kind? This does not appear 

to hold for digital computers — even if a digital computer could only be realized in a 

certain kind of physical system, we would not be entitled to claim on that basis that such 

a system constitutes a physical kind. We may grant that efficiency considerations require 

analog computation, and that they require that the analog computation be implemented in 

a certain kind of device, and in a sense that is sufficient to solve the multiple realizability 

problem. However, there still remains the question of whether the type of physical device 

required constitutes a physical kind, and if so, why that is the case. This question is 

interesting because in its answer lies part of the formulation of a respectable notion of 

physical computation — the notion that a computer can also be a full-fledged physical 

kind, either neurobiological or electrophysical or what have you. 
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But the primary focus of this section is the sense in which the brain and the mind's 

neuromorphic analog VLSI implementation, in particular, constitute a physical kind. The 

reasons for this emphasis are, first, because the central claim of my thesis concerning 

multiple realizability is that the brain and the other known implementations of human 

cognition form a physical kind. \Miether analog computers in general form physical 

kinds is not part of the thesis. Second, as I have previously pointed out in discussing the 

case of the reduction of temperature, the solution to the multiple realizability problem and 

the promise of psychoneural reduction tirni on finding ways to group particular mind 

implementations into a relatively small set of physical kinds. Discussing the general 

reasons why we should think that the brain and the mind's neuromorphic analog VLSI 

implementation constitute a physical kind will yield principles according to which other 

analog computers, especially any mind implementations besides the brain and 

neuromorphic analog VLSI which might come into existence in the fiitiu"e, can be 

grouped into physical kinds. In short, we will have gained some ground on the problem 

of specifying projectable physical properties of implementations of human cognition. 

1. The Causal Structure of an Analog Computer 

Because it will quickly become usefiil, I introduce a way of diagramming the 

relevant causal features of analog computers.^ Like any physical system, an analog 

computer's causal structure can be thought of as arising fi"om interactions between the 

members of the set of physical quantities and forces that comprise the physically relevant 

aspects of the computer. The best way to diagram this causal structure is to use a set of 

nodes N and a set of edges E connecting the nodes. For any analog computer, assign to 

1 Thanks to Robert Cummins for the idea of using this kind of diagram for this 
purpose (in conversation). 
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each element nj of N one member of the set of relevant physical quantities and forces for 

that computer, and assign to each element ei of E one member of the set of relevant 

causal interactions between members of the set of relevant physical quantities and forces 

of that computer. The resulting diagram is a graphical display of the causal structure of 

the analog computer. 

Consider how a simple analog multiplier can be diagrammed in such a scheme. 

The multiplier is electronic and uses KirchofTs law: V = RC. V stands for voltage, R for 

resistance, and C for current. To construct in a way that would allow it to multiply two 

inputs, we can represent one input as a resistance, the other input as a current, and by 

constructing a simple circuit we can produce a voltage that represents the product of the 

two inputs. The diagram for has three nodes, ni, n2 and n3, and three edges, ei, e2 and 

03. ni represents the physical quantity voltage, n2 the physical quantity resistance, and 

n3 the physical quantity current, ei represents the causal interaction between voltage and 

resistance, e2 the causal interaction between resistance and current, and e3 the causal 

interaction between current and voltage. 

Another multiplier similar to can be constructed using Newton's Second Law: F 

= MA. F stands for force, M for mass, and A for acceleration. In this new, mechanical 

multiplier we can represent one input as a mass, the other as an acceleration on that 

mass, and the resulting force represents the product of the two inputs. The diagram for 

has three nodes, n4, n5 and n6, and three edges, e4, es and eg. 04 represents the physical 

quantity mass, ns the physical quantity acceleration, and ng the physical quantity force. 

64 represents the causal interaction between force and mass, e5 the causal interaction 

between mass and acceleration, and eg the causal interaction between acceleration and 

force. 
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n6 n5 

n2 n4 

These two analog multipliers and are similar for several reasons, and their 

similarities allow them to be classified into both analog computation classes and physical 

kinds. Analog computation classes are sets of analog computers that have the same 

relevant causal properties, though they do not necessarily perform the same 

computations. The similarities between and are partly due to their likeness as analog 

computers, partly due to their likeness as physical things, and partly due to both. 

Therefore, there are three main questions to be answered. First, in virtue of what 

properties are and in the same analog computation class? Second, in virtue of what 

properties are and in the same physical kind? Third, how are all these properties related 

to each other? The position I defend has as one component the claim that there is an 

interesting relationship between the properties in virtue of which the two computers are in 

the same analog computation class, and those in virtue of which they are in the same 

physical kind. 

But we are getting ahead of ourselves, because before we can hope to decide 

whether and are physically similar in ways relevant to the physical sciences, we must 

consider whether they are members of physical kinds individually. Otherwise, we will be 
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in a position analogous to asking whether a telephone and an automobile are in the same 

physical kind. To help adjudicate whether and are physical kinds (as opposed to 

physical thingswhich they quite obviously are), I offer the following principle^: 

P: An analog computer is a physical kind only if every physical quantity and 

force corresponding to a node is a physical kind. 

Note that P is only a necessary condition, not a sufficient one. The idea behind P 

is simply that if a causally relevant quantity or force of a physical thing is an artifact, the 

whole thing is an artifact. For instance, if a thing is comprised of several magnets, a 

spring damped oscillator, and a toaster, where the toaster is not just a generic mass (for 

instance) in the system, but an integral part of the system qua toaster, then the system as 

a whole is not a kind. On the other hand, if all the causally relevant quantities and forces 

of a thing are physical kinds, that is a good indication that the thing as a whole is a 

physical kind.^ Consider the matter the following way. The requirement for something 

to be a physical kind of thing is that the laws that govern whether something is equivalent 

to that thing be couched in terms of projectible properties of physics. That is, something 

is not a physical kind of thing if the only requirement for being equivalent to it is to be 

manufactured on a Tuesday. But if all the causally relevant quantities and forces 

comprising a thing are physical (i.e. described by projectible properties of physics), then 

the thing as a whole is describable in terms of projectible properties of physics. This is 

2Thanks to Robert Cummins for advancing a version of P, in conversation. Pis 
intended to apply to all physical things which can be diagrammed in the format described, 
not just analog computers. 

3 An example of a further condition on something being a physical kind as a 
whole might be that the thing must have a certain degree of unity — the individual 
physical quantities must work together in some physically important way. 
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not to deny the possibility of emergent behavior or non-reducible properties, so long as it 

is allowed that such behavior and properties can properly be considered physical. 

The causally relevant quantities and forces of and are physical kinds, so and are 

physical kinds. The next set of questions concern the various forms of similarity between 

and . First let us consider the similarities driving the placement of and into the same 

analog computation class. The notion of an analog computer is largely, though not 

completely, a functional one, as is the notion of a computer generally. The causal 

structure as described in a diagram is the main determinant of how an analog computer 

functions, because it tracks the interactions between quantities. As the diagrams for and 

indicate, the two machines have the same causal structure — they are causally isomorphic 

to each other.^ This is good evidence that and are in the same analog computation class, 

so for the remainder of the discussion I will assume that they are. This is particularly 

reasonable in the case of and , because not only do they compute the same function 

(which is overkill for placement in the same analog computation class), but they do so in 

the same way: they both use three physical quantities that are causally related to each 

other in a way that can be written: X = YZ. I summarize these considerations in a 

principle: 

AC: Two analog computers are in the same analog computation class if and only 

if they are causally isomorphic to each other. 

A question that naturally arises in the context of AC is, what is the role of the 

quantities and forces utilized by an analog computer in that computer's classification? 

According to AC the answer is that there is no such role. However, the following case 

4At least at this level of description, which is a perfectly legitimate descriptive 
level. 
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suggests that another principle of analog computer classification in addition to AC is 

required. Suppose we make two analog computers and that utilize different forces, 

utilizes gravitational force, and utilizes electrostatic force. Gravitational force Fg = 

Gmim2/r- and electrostatic force Fg = (1/4) (qiqz^r^)-^ Both forces have the form of a 

constant multiplying an expression of the form: xy/z^. Since this is the case, all else 

being equal, and can have the same causal structure when they compute the same 

function. Let us therefore assume that they do compute the same function and that all 

else is equal. Under these assumptions, and are causally isomorphic and compute the 

same function, but they do so utilizing different forces. The two forces differ greatly in 

their intrinsic properties, however, because electrostatic force is orders of magnitude 

stronger than gravitational force. Consequently, runs orders of magnitude more slowly 

than runs. Since computational speed is not something from which I am prone to 

idealize, and must be treated differently in a complete classification scheme. The 

obvious way to express the difference between and is to say that they are different 

implementations of the same analog computer picked out by their causal structure. 

Therefore I propose the following principle: 

AI: Two analog computers are in the same analog implementation class if and 

only if every physical quantity and force in their corresponding nodes is physically 

analogous. 

5 G is the gravitational constant, m^ and m2 are the masses of the bodies begin 

attracted by gravity to each other, and r is the distance between them, e is the permittivity 
of the medium in which the charges are embedded (roughly how well it insulates), and r 
is the distance between the two charges. 
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Due to the fact that gravitational force and electrostatic force differ in strength by 

orders of magnitude, they are not (sufficiently) physically analogous for and to be in the 

same analog implementation class. Just as in the case of digital computers, in the case of 

analog computers we now have a distinction between the computational and 

implementational levels (so to speak). Since this distinction can be considered the root of 

all anti-reductionist evil, it might be wondered if all is lost. Fortunately all is not lost, 

because the two levels are not nearly as independent as they are in the case of digital 

computers, and this makes all the difference. The following discussion of physically 

analogous quantities and forces will serve both as a segue into the relationship between 

the two levels in analog computation, and the continuation of the discussion of the sense 

in which analog computation classes are physical kinds. 

Turning to the notion of being a physically analogous quantity or force, let us 

begin with an example related to and : mechanical force is analogous to voltage, in that 

the latter can be thought of as a kind of electrical force. In introductions to electric circuit 

theory, where the analogy of electric flow to fluid flow is typically made explicit for 

pedagogical reasons, voltage is taken to be analogous to the force of fluid flow through a 

pipe (when the pipe valve is open, or the potential fluid force should the valve be 

opened). Another example related to and is that of the analogy between electrical 

resistance and mass, where mass is thought of as something that tends to resist 

acceleration. 

The centerpiece of my analysis of physical analogy is that part of the physical 

analogy between different quantities and forces depends on qualities intrinsic to them, the 

other part on qualities extrinsic to them, and the intrinsic properties are more important to 

the physical analogy than the extrinsic ones. The extrinsic properties of quantities and 

forces are those which allow them to causally interact with other quantities and forces in 
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certain ways. The non-extrinsic properties of quanties and forces are the intrinsic ones. 

An example of an intrinsic property of a force is its magnitude. An example of an 

extrinsic property of a force is its ability to move objects along certain pathways. I will 

not attempt to explain why intrinsic properties are more important to physical analogy 

than extrinsic ones, except to point out that there is a sense in which extrinsic properties 

are more contingent and less obviously sole functions of the quantity or force in question 

than are intrinsic properties. This type of situation is common to other cases of intrinsic 

versus extrinsic properties. 

The causal structure of an analog computer is a fvmction of two things: the 

engineer who designed it, and the extrinsic properties of the physical quantities and forces 

it utilizes. There is an interesting relationship between those two things, because the 

engineer is selecting quantities and forces partly on the basis of their extrinsic properties. 

Setting the role of the engineer aside for the moment, there is a relationship between the 

causal structure of the analog computer and the extrinsic properties of the quantities and 

forces it utilizes. The relationship is that the causal structure of the analog computer is 

comprised of a subset of the set of possible causal relationships between the quantities 

and forces it utilizes, where the possible causal relationships are directly determined by 

the extrinsic properties of those quantities and forces. That is, the extrinsic physical 

properties of the quantities and forces utilized in the computer allow each of them to be 

causally related to a multitude of other quantities and forces, in a multitude of ways. A 

particular analog computer is designed in such a way that only certain of those possible 

causal relations are present, and those comprise its causal structure. 

That causal structure determines the particular analog computation class into 

which a given analog computer falls, according to principle AC. Since there is a 

relationship between the causal structure of an analog computer and the extrinsic physical 



168 

properties of the quantities and forces it utilizes, there is a relationship between those 

extrinsic physical properties and the analog computation class to which the analog 

computer belongs. More importantly, since the extrinsic properties of quantities and 

forces are partly determinant of whether they are physically analogous, and physical 

analogy is the prime determinant of membership in a given analog implementation class, 

there is a relationship between analog computation classes and analog implementation 

classes. 

To explain this relationship, I introduce the idea that extrinsic properties play a 

dual role in analog computers, and hence in the classification of analog computers. The 

dual roles they play are as follows. The extrinsic properties together with the intrinsic 

properties of the physical quantities and forces utilized in an analog computer, jointly 

determine the analog implementation class to which the computer belongs. The extrinsic 

properties of the physical quantities and forces utilized in an analog computer, together 

with facts about how the analog computer was engineered, jointly determine the analog 

computation class to which the computer belongs. The result of these dual roles is that 

there is a logical link, mediated by extrinsic physical properties, between analog 

implementation classes and analog computation classes. This logical link is the 
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relationship alluded to above. 

I External Properties 

Plus Plus 

Determines Determines 

A.C.C A.I.C 

Engineering Internal Props. 

I turn first to how the extrinsic and intrinsic physical properties of the quantities 

and forces utilized in an analog computer jointly determine its analog implementation 

classification. According to AI, two analog computers are in the same analog 

implementation class if and only if every physical quantity and force in their 

corresponding nodes is physically analogous. And according to my analysis of the 

physical analogy between quantites and forces, it depends on their intrinsic and extrinsic 

properties. Therefore it is easy to see that those properties jointly determine the analog 

implementation classification of an analog computer. 

Tuming now to how the extrinsic physical properties of the quantities and forces 

utilized in an analog computer, together with facts about the computer was engineered, 

jointly determine the computer's analog computation class, I have already discussed the 

role that extrinsic physical properties play in determining the analog computation class. 

The analog computation class to which an analog computer belongs is determined, 

according to principle AC, by the causal structure of the computer. The causal structure 

of the computer is constrained by the extrinsic properties of the physical quantities and 
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forces it utilizes. Specifically, the causal structiu-e of the analog computer is comprised of 

a subset of the set of possible causal relationships between the quantities and forces it 

utilizes, where the latter are determined by their extrinsic properties. Facts about how the 

computer was engineered (assuming that it was) come into play in two ways. First, as I 

mentioned above, they indirectly determine the set of possible causal relationships 

between the quantities and forces utilized by the computer, because the engineer decides 

which quantities and forces to utilize. Second and more importantly, the engineer decides 

how the analog computer is to be built in detail, and in so doing decides which extrinsic 

properties of the quantities and forces will be used, and how they will be used — i.e. how 

the various quantities and forces will interact. The engineer therefore determines the 

subset of the set of possible causal relationships between the quantities and forces 

utilized, as determined by their extrinsic properties. 

To sunmiarize so far, there is a logical relationship between analog 

implementation classes and analog computation classes. This relationship is based on the 

actual physical properties used in analog computers. The point of the relationship is that 

these physical properties are not mere implementational details, but rather are properties 

essential to the analog computer qua computer ~ they are the properties that an analog 

computer programmer manipulates in order to program an analog computer.^ At the 

same time, these properties are very relevant to a description of how the analog computer 

is implemented. This is a philosophically interesting point about analog computation: 

the computational and implementational levels do not pull apart, i.e. computational 

properties are inextricably linked to implementational properties. 

6Henceforth I use the term qua computer in the description of an analog computer 
to indicate that in that context, the properties of the analog computer that result in its 
being placed into a certain analog computation class are relevant, and the properties that 
result in its being placed into a certain analog implementation class are irrelevant, to the 
extent that those properties can be distinguished. 
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Having said this, analog computers (devices classified according to their analog 

computation class) are multiply realizable, and it is important to see how this is possible 

given what has just been argued, as well as how this bears on the status of analog 

computers as physical icinds. Concerning the fact that they are multiply realizable, the 

case of multiple realizability that we have discussed is that of two computers that are the 

same except that one uses gravitational force and the other uses electrostatic force. The 

difference (at least the relevant difference) between these two forces was held to be a 

difference in their intrinsic properties, because they differ greatly in their magnitudes. So 

at least in the case we have discussed, the multiple realizability arises from a difference in 

the intrinsic properties of the physical forces utilized in the two computers. 

This makes sense, because according to principle AC, placement of analog 

computers into analog computation classes is governed by the extrinsic properties of the 

quantities and forces utilized, and the intrinsic properties are irrelevant. At the same 

time, according to principle AI, placement of analog computers into analog 

implementation classes is governed both by the extrinsic and intrinsic properties of the 

quantities and forces utilized. Clearly ±en, given any set of analog computers in an 

analog computation class, by considering whatever relevant differences exist in their 

intrinsic properties (and assuming there are some), we can cross-classify them into 

different analog implementation classes, and see that the analog computation class is 

multiply realized. Because the case we have considered can be so readily explained by 

the two principles AI and AC, I believe it generalizes, and we can say with some 

confidence that analog computers qua computers abstract from intrinsic properties, and 

that this leads to their multiple realization. 

The question that now arises is this: in what sense are analog computers qua 

computers members of physical kinds, given that they abstract from intrinsic physical 
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properties and are multiply realizable? It is best to acknowledge straightaway that if 

analog computation classes do indeed specify physical kinds, those physical kinds are 

more abstract than paradigmatic physical kinds, such as individual elements. This is 

indicated by the fact that analog computation classes abstract from intrinsic physical 

properties, and paradigmatic physical kinds do not.^ Nevertheless, there are countless 

examples of physical kinds that are more abstract than the elements. Mark Wilson [1984] 

has argued that a harmonic oscillator is a functional physical kind, which seems correct 

since the description of a harmonic oscillator is entirely in terms of its behavior through 

space and time. It is also the case that a harmonic oscillator is a more abstract physical 

kind than iron, for instance.^ This is quite easy to see, since harmonic oscillators can be 

made from iron and many other materials as well. The requirement for a kind to be a 

physical kind is that the laws that govern membership in the kind be couched in terms of 

projectible properties of physics. Since physics is quite interested in abstract properties, 

abstract kinds can satisfy the requirement.^ 

^And they do not abstract from extrinsic physical properties either; but since intrinsic 
physical properties are more important than extrinsic ones in determining physical 
analogy between physical quantities and forces, it is likely that even if they did abstract 
from extrinsic properties, the resulting classification would be more paradigmatically 
physical than that of analog computation classes. I have probably not considered 
sufficiently here the role of the differential importance of intrinsic and extrinsic properties 
to classification. 

SClearly there is a correlation between being a functional physical kind and being 
a relatively abstract physical kind, since fimctional kinds take certain physical features of 
class members to be irrelevant because irrelevant to system functioning, and forming 
abstract physical kinds involves taking certain physical features to be irrelevant. The 
remarks apply to being an analog computer qua computer, insofar as an analog 
computer's causal structiu-e is related to its classification as a functional physical kind. 

9As Wilson [1984] has demonstrated, the set of properties that can correctly be 
called physical properties is unbounded — physicists can invent the properties they need 
to describe the world, subject to a minimal (yet profound) physical constraint. 
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Part of the reason why the idea of abstract physical kinds might seem paradoxical 

is because of a failure to notice that abstraction is a matter of degree. It is not the case 

that we either have paradigmatic physical objects such as iron, or abstract non-physical 

objects such as triangles and other mathematical objects. To form an abstraction is to 

regard certain properties as relevant and others as irrelevant. In the case of a harmonic 

oscillator we are regarding properties related to the physical material from which the 

oscillator is formed as irrelevant. We are regarding the behavior of the oscillator through 

time and space as relevant, and since those behavioral properties are physical, a harmonic 

oscillator is rightly said to be a physical kind. This example suggests a principle 

concerning whether abstract kinds should be considered physical or not: 

PA: If a kind is individuated by at least one physical property, that kind is a 

physical kind, provided that the physical property can indeed be used to individuate 

kinds. 

According to PA, analog computation classes pick out physical kinds because, 

while they abstract from instrinsic properties, the extrinsic properties of the quantities and 

forces utilized are used to individuate analog computers into analog computation kinds. 

Furthermore, extrinsic properties can be used to individuate physical kinds — that is what 

an example like the harmonic oscillator shows. 

It is indeed possible to form an abstraction that regards all physical properties as 

irrelevant — a mathematical object is such an abstraction. This point suggests the 

lOThe claim that extrinsic physical properties can be used to individuate physical 
kinds is not at odds with the claim, made earlier, that extrinsic physical properties are not 
as important as intrinsic physical properties in determining whether two physical 
quantities or forces are analogous to each other. 
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following aside. Anti-reductionists in the philosophy of mind tend to argue from the 

premise that computers are realizable in an unbounded variety of different physical kinds, 

to the conclusion that computation (and hence cognition) is totally abstract (in the sense 

of a mathematical object) and irreducible to physical kinds (see for instance Fodor 

[1975]). The premise fails to apply to analog computers, but the reasoning can be 

understood in light of my comments about abstraction. Were it the case that a computer 

could be realized in an unbounded variety of types of physical systems, that would imply 

that any particular physical property of any implementation of the computer is irrelevant 

to the computer, since there is another equivalent computer that does not have that 

physical property in its implementation; and this, in turn, implies that such a physical 

property ought to be abstracted away from as irrelevant to the computer. Since this 

argument could be made for any particular physical property (by hypothesis), we have the 

result that the computer is abstract in the sense that a mathematical object is abstract. 

Returning to the discussion of the sense in which analog computation classes are 

physical kinds, I claimed in the paragraph above that extrinsic properties can be used to 

individuate physical kinds, and in general this is true. However, the extrinsic properties 

utilized by any actual analog computer are a subset of the set of possible extrinsic 

properties possessed by the quantities and forces utilized. The set to subset selection is 

mediated by whoever engineers the analog computer. This is potentially problematic, 

because the requirement for a kind to be a physical kind is that the laws that govern 

membership in the kind be couched in terms of projectible properties of physics, and it is 

not clear that this requirement can uniformly be met in engineered systems. After all, 

engineers also make artifacts. 

But whether the fact that a system is engineered indicates that it is an artifact or a 

physical kind depends on the principles according to which it was engineered. Successful 
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principles of engineering cannot violate natural law. A distinction should be made, 

however, between conforming to natural law in general and modeling a specific natural 

object. Consider the set of engineering principles that conform to natural law in general. 

The powerset of this set contains sets of principles that can be used to generate both 

things that are physical kinds and things that are artifacts. One such set of engineering 

principles can be used to generate toasters, for instance. Consider now what it is to model 

a specific natural object. Here the modeller deciphers the principles that naturally govern 

the object, and uses them to control the development of the model. In this case, given 

that the natural object is a physical kind, the model based on it is also a physical kind, and 

of course the two are of the same physical kind. I propose the following principle based 

on that idea: 

E: If a device is engineered according to the principles that govem a natural 

object, and that object is a physical kind, the device is a member of the same physical 

kind as the natural object. 

The validity of principle E is difficult to judge for several reasons; for instance, 

the notion of an engineering principle is unclear. It is best to start with the notion of a 

physical copy and revise downwards. Suppose, then, that the natural object in question is 

a certain creek called "One-Arm Creek", and for some reason we wish to make a copy of 

One-Arm Creek ~ we work for the San Diego Zoo and they are building a new animal 

park. So we head down to One-Arm Creek and collect all the relevant information there 

is about it, and then we return to San Diego and build something that agrees exactly with 

all the information we collected about One-Arm Creek. (I will assume that the local 

environment in San Diego is the same as the one at One-Arm Creek, so that such a thing 
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is possible.) I claim that since One-Ann Creek is a creek, One-Arm Creek-Copy is also a 

creek. There are philosophically dense questions about whether One-Arm Creek and 

One-Arm Creek-Copy are identical, and in what sense if any, but I am not taking a stand 

on that issue. I am merely claiming that One-Arm Creek and One-Arm Creek-Copy are 

both creeks. 

This claim depends on the sub-claim that instances of natural kinds can be man-

made, in some sense. According to the sub-claim, there is nothing about the origins of 

instances of natiu^l kinds per se that makes it the case that no engineered system can be 

an instance of a natural kind. ̂  ^ This seems correct, and the only position I know of that 

stands in the way is a historical one ~ that instances of natural kinds must have the right 

causal history. I just do not find such historical accounts about natural kinds plausible. 

There are historical cases that are tougher to be confident about, such as cases about 

reference, but reference is not part of my sub-claim. Furthermore, there are actual cases 

that seem support the sub-claim. For instance, scientists have used particle accelerators 

to create extremely short-lived pieces of matter. They have asserted that the pieces of 

matter are instances of a certain natural kind, namely a certain element. An opponent of 

the sub-claim would have to assert that the pieces of matter are not really elements 

because they were created in a particle accelerator. Such a idea seems ridiculous, and one 

of the main reasons it seems so is that atomic physicists quite obviously know the 

relevant principles of the elements and their structure, which is to say that they have a 

great theory. This theory tells them what the important aspects of elements are, so if they 

create something in a way that captures those aspects, there is good reason to think that it 

11 Note that it is not a part of my claim that the cateogries of objects known as 
natural kinds could just as well have arisen unnaturally. That is, I can allow that the 
notion of a creek is a notion that in some sense arose from nature and gets its validity 
from nature. My claim is just that once there are such categories in existence, we can 
make things that correctly fall into them. 
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is an element. Principle E is a statement of this intuition — just think of the atomic 

physicists as engineering a new element. 

I now turn to engineered objects that are not copies of natural objects, but 

nevertheless fall into the same natural kind as their natural counterparts. Principle E 

highlights the fact that engineering an instance of a natural kind requires only that the 

engineered instance obey the same principles as naturally occurring instances of the kind. 

It is not required that the engineered instance be a physical copy, in the sense of a 

duplicate, of the naturally occuring kind. Returning to the example of One-Arm Creek, in 

order to make a creek it is not necessary to be perfectly faithful to the physical description 

of One-Arm Creek and make One-Arm Creek copy. Rather, being faithful to the physical 

principles that make One-Arm Creek a creek will be sufficient. 

2. Conclusion 

To summarize this chapter, two central conclusions have emerged. First, the 

multiple realization of analog computers qua computers occurs when there are differences 

in the intrinsic properties of the computers within an analog computation class. This type 

of multiple realization is entirely consistent with the status of analog computation classes 

as physical kinds. Second, even though analog computers qua computers are sometimes 

engineered, this does not entail that the analog computer is not ot the same kind as a 

naturally occurring system. Rather, principle E asserts that so long as the principles of 

engineering used to make the computer are themselves the principles governing a 

physical kind, the computer is a member of the same physical kind. 

The analog computers of central importance to my thesis are the brain and the 

mind's neuromorphic analog VLSI implementation. The above discussion applies 
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straightforwardly to the case of these two computers. First, both computers are electrical 

analog computers, so their intrinsic properties are not likely to differ. Consequently, the 

multiple realizability issue does not arise for them, and they are members of the same 

analog computation class and analog implementation class. Second, if we consider the 

brain to be a natural physical kind, then the mind's neuromorphic analog VLSI 

implementation is a member of the same physical kind, because the principles of 

engineering used in this implementation are based on the principles of neural 

computation. ̂ 2 

12It may occur to the reader that any analog computer is very likely to be a 
member of the same physical kind as the system it models, because there is a causal 
isomorphism holding between the two, which is reflected in the fact that the computer 
and the modeled system are both described by the same set of differential equations. I 
believe this is correct, but making an argument out of the point appears to require arguing 
that sets of differential equations pick out physical kinds. Since artifacts appear to be 
describable by sets of differential equations, I do not see a clear way to argue the point. 
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CHAPTER 7: ANALOG COMPUTATION: REQUIRED ARGUMENTS AND 
DISTINCTIVE FEATURES 

0. Introduction 

For years it has been accepted in the philosophy of mind that the mind can be 

implemented by a digital computer, and both the defense and explication of this idea have 

been vigorously pursued. In this chapter I will defend the notion of analog cognition, and 

explicate some of the important ways in which it differs from the notion of digital 

cognition. More specifically, I will defend the notion of analog cognition against the 

arguments put forth by Zenon Pylyshyn, who has offered powerful reasons for denying 

that analog computers can be cognitive systems in Computation and Cognition. Then I 

will defend the idea that representations can be continuous, as opposed to the discrete 

representations that digital computers utilize. I will then turn my attention to describing a 

particularly important idea to which the notion of analog cognition leads, the idea of a 

physical system obeying the epistemic constraints that a cognitive system obeys. This is 

not the idea of materialism. One can be a materialist about cognition and still believe that 

a system is cognitive in virtue of obeying the rules of cognition, not physical laws. The 

idea, rather, is that analog computers provide an example of a cognitive system that is 

cognitive in virtue of obeying physical laws. Finally, I will describe some of the 

differences between explaining cognition on the assumption that it arises from digital 

computation, and explaining it on the assumption that it arises from analog computation. 

1. Pylyshyn on Analog Computers 
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Zenon Pylyshyn [1984] holds the view that it is not possible to explain cognition 

on the assumption that the brain is an analog computer. His view is directly opposed to 

the central thesis of this chapter, that analog computers can be used to explain cognition. 

In this section I will first discuss in some detail Pylyshyn's arguments for the view. Then 

I will criticize those arguments, and in the process locate a crucial oversight that 

Pylyshyn makes. 

The discussion of Pylyshyn's view should start by introducing a fundamental idea 

he endorses, namely that there are three levels of organization in a cognitive system: the 

intentional (or semantic or knowledge) level, the symbolic (or syntactic or functional) 

level, and the physical (or biological) level. For the sake of clarity I will denote these 

three levels as the semantic, flmctional and physical levels (respectively). According to 

Pylyshyn, for something to be a cognitive system it must be the case that, in order to 

explain its behavior, it is necessary to suppose that the system is manipulating 

representations ~ that is, it must be necessary to describe the system at the semantic level 

of organization. The main claim Pylyshyn makes concerning analog computers is that it 

is never necessary to describe them at the semantic level, and hence analog computers 

cannot be cognitive systems. We have seen that analog computers have a semantics and 

thus can represent and manipulate representations. Pylyshyn does not deny that analog 

computers can represent, he only denies that it is ever necessary to postulate the existence 

of representations in an analog computer in order to explain its properties. If we assume 

that an analog computer is manipulating representations, we are choosing a form of 

explanation that is more removed from basic physical processes than need be, and hence 

in violation of a tenet of good explanation that Pylyshyn endorses.^ 

II propose to accept this tenet of good explanation. For the record, I do not 
necessarily endorse the idea that having a semantic level of description is the sign of a 
cognitive system. I am merely arguing, in what follows, that analog computers ought to 
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Another way to make the point that analog computers need never be described at 

the semantic level, is to say that they need only be described at the functional level ~ they 

are functional architectures, and never representation manipulators. Pylyshyn offers an 

interrelated set of considerations in support of this idea, which I will briefly rehearse 

before considering in more detail. Representation manipulators are capable of exhibiting 

a complex relationship to the external stimuli impinging on them, which is conveniently 

termed stimulus independence. A system that exhibits stimulus independence has a 

certain kind of flexibility in responding to stimuli. It may respond in predictable ways, 

novel ways, or not at all. Pylyshyn believes that analog computers cannot exhibit 

stimulus independence because they must react to the environment according to 

deterministic physical laws. 

Another related consideration is that since cognitive systems possess an extreme 

degree of flexibility, yet exhibit highly organized behavior, a level of constraints above 

and beyond physical constraints is required to explain why they exhibit such behavior. 

These constraints are the constraints of semantic descriptive systems, such as natural 

languages. Again, analog computers are held to be incapable of such flexibility, hence 

not in need of a level of semantic constraints. 

Pylyshyn also believes that any observed behavior of a cognitive system is a 

subset of the behavior that the system could exhibit. Since an accurate description of the 

system's behavioral capacities is what is desired, a descriptive notation that automatically 

extrapolates to the system's counterfactual behavior is highly desirable. Semantic 

descriptive systems, such as natural languages, do just that, and hence are required for the 

accurate description of cognitive systems. Once again, it is claimed that analog 

be described semantically even on Pylyshyn's criterion. The idea that there is a 
connection between semantics and description level is confused and harmful to 
discussions about cognition. 
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computers are incapable of exhibiting the kind of organized counterfactual behavior that 

would require the utilization of semantic descriptive systems. 

There is a fulcrum that Pylyshyn uses to leverage most of the points rehearsed 

above, which I will briefly describe. Pylyshyn believes that there are two types of 

constraints on a system's behavior, constraints that are internal to the system (intrinsic 

constraints) and constraints that are external to the system (extrinsic constraints). In a 

system that is only controlled by internal constaints, it is never required that external 

constraints be mentioned in an explanation of its behavior. A system whose organization 

is only as high as the functional level is govemed only by intrinsic constraints, whereas a 

system whose organization is as high as the semantic level is govemed by both internal 

and external constraints. The external constraints are able to control the system's 

behavior in virtue of being represented in the system (provided those representations have 

some control over the system's behavior), but the explanation of the behavior of a system 

controlled by external constraints is, properly speaking, the external constraints 

themselves. Now, Pylyshyn believes that both analog computers and a system's 

functional architecture (its set of primitive operations at the functional level) are 

controlled only by intrinsic constraints, and this is his basis for the claim that an analog 

computer is basically a functional architecture: 

[It] seems to me that the essential idea behind the use of the term analogue by 
most psychologists is captured precisely by what I have been callmg functional 
architecture, inasmuch as both the notion of analogue and that of a fLmction instantiated 
in the functional architecture are intended to emphasize that certain regularities must be 
explained by appealing to natural, intrinsic constraints, as opposed to semantic or 
extrinsic ones. (209) 

Once Pylyshyn has reduced analog computers to functional architectures, he can 

utilize all his argiunents that show why being a functional architecture is insufficient for 
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being a cognitive system. The inference from is controlled only by intrinsic constraints 

to is a functional architecture is problematic, however, and masks a critically important 

point regarding how analog computers explain cognition. I will discuss the inference 

shortly ~ the point I wish to make here is simply that Pylyshyn thinks that if a system is 

only controlled by intrinsic constraints, it is not a cognitive system, because it does not 

need to be described at the semantic level. 

Turning now to the critique of Pylyshyn's arguments, the first point I will address 

is Pylyshyn's claim that explanation in cognitive science requires that cognitive systems 

be described in terms of a descriptive notation that automatically extrapolates to the 

system's counterfactual behavior. Pylyshyn gives an example of a black box which we 

can analyze only via its observed input-output behavior. In his example the black box is 

a brain, and the observed behvior is English words encoded in Morse code [1984, 207]. 

The proper explanation of the observed regularity will make reference to the capacities of 

the black box, which are reflected only in the full range of its counterfactual behavior. 

Concerning the explanation of the box's behavior, Pylyshyn says the following: 

I can confidently state that we would not find the explanation of the box's 
behavior in its internal structure, nor would we find it in any properties intrinsic to the 
box or its contents. 

Now, this might strike some people as an odd claim. How can the behavior of a 
system not be due to its internal construction or inherent properties? What else could 
explain the regularities exhibited? Ultimately, of course, it is the existence of certain 
properties in the box that govern its total behavioral repertoire or its capacity. But as long 
as we have sampled only some limited scope of this repertoire — say, what it "typically" 
or "normally" does -- we may be in no position to infer its intrinsically constrained 
capacity; hence, the regularity observed may tell us nothing about the internal structure 
or the device's inherent properties. 

1 shall make this point more concrete by considering the question of why the 
black box in our example exhibits the regularity shown in the figure. As it happens, the 
real reason is simply that the black box is a box for transmitting (or, if you prefer, 
"thinking in") English words encoded in International Morse code. Thus the regularity 
we have discovered is entirely attributable to a spelling rule of English (/ before e except 
after c), together with the Morse code convention. The reason providing a detailed 
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description of the component structure and the operation of the box does not explain this 
regularity is, the structure is capable of exhibiting a much greater range of behaviors; the 
observed constraint on its behavior is due not to its intrinsic capability but to what its 
states represent. [1984,207] 

The situation Pylyshyn describes can be stated as follows. Over a period of time 

T the observed behavior of a system S is B. B can be explained as arising due to S 

conforming to rule R, because systems that conform to R exhibit B. The explanatory 

benefit of utilizing R in the explanation of B, is that R allows us to infer the intrinsically 

constrained capacity of S. This is because R allows us to extrapolate to the unobserved 

counterfactual behavior U of S, and having information about U allows us to infer the 

intrinsically constrained capacity of S. 

One can describe the behavior of a system over a period of time in a way that does 

not explicitly license inferences to unobserved counterfactual behavior. For instance, 

suppose one can simply record the behavior of a system over a period of time by writing 

down what the system does at certain times within the time period. In this case of 

gathering unanalysed data, inferences about the system's counterfactual behavior are as 

unconstrained as they are likely to get, given any data at all. Short of this data gathering 

case, however, system descriptions will generally tend to extrapolate to unobserved 

counterfactual behavior. For example, one can take a few simple measurements of a can 

opener and quickly determine the size range of cans it works on, even if one has never 

observed it opening a single can, let alone all the cans it is capable of opening in 

counterfactual circumstances. In this case the system is described mathematically — the 

important geometrical properties of the can opener are described — and this mathematical 

description supports inferences to intrinsically constrained capacities even given quite 

limited observation. An identical story could be told for virtually all the physical systems 

for which mathematical models exist or can be created, including analog computers. The 
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fact that cognitive systems must be described in a descriptive system that allows 

extrapolation to unobserved system behavior does not appear to provide a reason for 

thinking that cognitive systems are not straightforward physical systems, nor for thinking 

that they are not analog computers. 

One could argue in reply that English is different from mathematics, because it is 

a system of non-physical description, but that would be to beg the question. Another 

reply, that in cognitive systems English functions as a set of extrinsic constraints, simply 

relies on questionable metaphysics. One could equally well say that Euclidean geometry 

functions as a set of extrinsic constraints on the can opener.^ 

The most important objection to the idea that ordinary physical systems and 

cognitive systems share the requirement that they be described by a descriptive system 

that allows extrapolation to unobserved behavior, is that the radical flexibility of 

cognitive systems makes the task of extrapolating to unobserved behavior so much more 

difficult as to be different in kind from extrapolation in physical systems generally. Thus 

when Pylyshyn says, "But as long as we have sampled only some limited scope of this 

repertoire ~ say, what it 'typically' or 'normally' does ~ we may be in no position to infer 

its intrinsically constrained capacity....", he should be taken to be asserting more than just 

that theory is undetermined by data. The situation is rather, roughly, that in normal 

physical data there is a kind of smoothness that is often correctly interpreted as a trend, 

but in cognitive data there is the pervasive fact of discontinuity in the data that makes 

establishing trends radically difficult. This idea can be traced to a paper by Moore [19 ] 

in which he demonstrated that no amount of input-output data from a black box with the 

20ne may indeed want to say something similar to that, and make an argument 
that mathematical descriptions ought to occupy an explanatory role in cognitive science 
analogous to the role English and other so-called semantic descriptive systems play. But 
it does not matter for the sake of this argument what side of the metaphysical divide 
English and mathematics fall on, so long as they fall on the same side, and they do. 
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complexity of at least a deterministic finite automata can be used to prove the future 

input-output behavior of the box. In terms of Pylyshyn's statements, no finite amount of 

observed behavior will put us in a position to infer the box's intrinsically constrained 

capacity. 

Given that Moore's result is indeed driving Pylyshyn's point about radical 

underdetermination, one might pose the following question: How can Pylyshyn be sure 

that English, rather than some other descriptive system, is the correct descriptive system 

for extrapolating to unobserved counterfactual behavior in his example? How, for 

instance, does Pylyshyn know that the spelling rule i before e except after c is a correct 

description of the external constraints on the system? The idea that the system is 

conforming to English seems to clearly be a hypothesis in this example, and not an 

explanation of the system's behavior as Pylyshyn claims. This point is important, 

because confidence that cognitive systems conform to English leads to an idealization 

from the kind of system properties that stem from interesting intrinsic physical properties 

of the system. That is, the competence-performance distinction is used to justify 

abstracting from those intrinsic physical properties of the system that interfere with ideal 

competence, and this abstraction from intrinsic physical properties naturally leads to the 

system being less describable in physical terms. There is thus a kind of circularity to the 

methodology of cognitive science in this regard. Unjustified confidence that the system 

can be usefully described by a set of extrinsic constraints, leads to an idealization away 

from the intrinsic physical constraints on the system, which in turn strengthens the claim 

that the external constraints are the important ones. 

Setting these rather global considerations aside, the question of direct concern to 

the status of analog computation seems to be the following one. Can analog computers 

exhibit the kind of radical flexibility that appears to necessitate the utilization of special 
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descriptive systems in the case of cognitive systems? The answer is that they certainly 

can. For example, even simple neural networks are computationally equivalent to 

deterministic finite automata (Smolensky and Mozer [1995]). The problem with 

Pylyshyn's argument is that there is no upper bound on the complexity of physical 

systems, and since the flexibility of a system is directly related to its complexity, there is 

no upper bound on the flexibility of physical systems. Mark Wilson [1984] has made a 

point intimately related to this one, which is that physics does not have a certain limited 

vocabulary that allows it only to describe and explain a limited set of phenomena. 

Physics is capable of inventing, and must invent, new vocabulary to describe whatever 

physical systems exist, including extremely complex and flexible ones. 

Pylyshyn appears not to see the possibility that physical systems can be 

unboundedly complex and hence flexible, in part because he considers systems that are 

determined by physical law to be determined in a way that makes them inflexible.^ But 

being completely determined by physical law has nothing to do with being inflexible. 

The determined-undetermined distinction is orthogonal to the inflexible-flexible 

distinction. What controls system flexibility is (generally) system complexity, and 

physical systems, including analog computers, can be very complex. Not appreciating 

this fact is the most important mistake that Pylyshyn makes in his discussion of analog 

computers. 

Once it is realized that straightforward physical systems can be unboundedly 

complex, and hence unboundedly flexible, the rest of Pylyshyn's arguments against 

3 Any physicalist will agree that all physical systems, including cognitive ones, are 
determined by physical law, and Pylyshyn is a physicalist. The phrase "determined by 
physical law" is shorthand for the idea that the system is canonically described by 
physical laws, not by the rules of a digital computer program or English or what have 
you. Pylyshyn believes that analog computers are canonically described by physical law, 
which is correct. 
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analog computers collapse. His most important argument against analog computers being 

cognitive systems, is that they are unable to exliibit stimulus independence. Stimulus 

independence results from system flexibility. In fact the claim that a system exhibits 

stimulus independence is really nothing more than the claim that it exhibits a type of 

flexibility in certain contexts. When a system with stimulus independence is in the 

context of a certain stimulus S, there are a variety of responses R = {Ri, R2,-. Rn} that it 

can make to S. R constitutes the system's flexibility in the context of S. R is generated 

from the system because the system has various capacities C = {Ci, C2,..-Cn} that allow 

it to produce R and to choose which particular response Ri to produce on any given 

occasion. C is determined by the system's complexity. A system with greater complexity 

will, all else being equal, have a C with greater cardinality than the C of a system with 

lesser complexity. The system complexity that determines C is functional complexity. 

Functional complexity is straightforwardly determined by physical complexity — all else 

being equal, a system with greater physical complexity has greater functional complexity. 

Thus we can see, through the conceptual connections just established, that stimulus 

independence is determined by physical complexity. All else being equal, a system with 

greater physical complexity will be able to exhibit a greater degree of stimulus 

independence. 

There is no reason to think that there is an upper limit on the physical complexity 

of analog computers. Therefore, there is no reason to think that they caimot exhibit 

stimulus independence. Once again, the argument that Pylyshyn offers in support of the 

idea that analog computers have a limited degree of flexibility, namely that they are 

governed by physical law, rests on a confusion. Being governed by physical law, in the 

sense of being properly described in terms of physical laws, has nothing to do with 
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flexibility. Physical systems can be unboundedly complex, and hence unboundedly 

flexible. 

2. Two Pseudoproblems in Semantics 

A computational theory of cognition proposes that cognition is the result of 

information processing in the brain. Computational theories postulate the existence of 

internal states with semantic content, and the theory of analog computationalism is no 

exception. The purpose of this section is to correct two confusions that tend to lead to the 

idea that analog computers cannot have a semantics. The first confusion is that physical 

processes at low levels of organization are unable to have a semantics. The second 

confusion is that continuous processes cannot have a semantics. After clarifying why 

semantics matters to analog computationalism, I will consider both confusions in turn. 

Any mode of computation must support the existence of representations, and the 

representations must exist at the level of organization at which the computation is 

claimed to occur. Suppose a mode of computation in a system occurs at level R, but the 

only semantics the system has is at level T, where T is a higher level of organization than 

R. Then the most likely conclusion is that what appeared to be a mode of computation at 

level R is actually an implementation of another mode of computation at level T. This 

example shows that attributing semantic properties to certain aspects of systems is a way 

of deciding which aspects are computationally relevant. Both confusions that I will 

discuss have the adverse effect of attributing semantic properties in systems having an 

analog mode of computation to a level of organization higher than that at which the 
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analog computation takes place.^ This threatens to make analog computers something 

other than computers, namely implementations of computers. 

Orthodox computationalists think of semantics as forming a relatively high level 

of system description. This belief is largely due to the methodological premise that the 

semantic level of description only applies to systems with a suitably high degree of 

complexity. In particular, the system must be able to exhibit stimulus independence. 

Since all else being equal, a functionally complex system will be found at a higher level 

of physical organization than a simple one, this methodological premise turns into the 

belief that the semantic level is a relatively high level of system description. 

However, nothing in the theory of mental representation supports the view that 

semantic properties accrue only to complex systems. The relations that are proposed as 

being constitutive of mental representation are very basic and can be entered into by 

systems with only minimal structure. For example, according to Millikan [1984] the 

content of a representation is determined by those uses that the representation's consumer 

makes of it which are responsible for the replication of the mechanism. That is, the 

content of a representation is fixed by its Normal function, which is the fimction 

responsible for the evolutionary survival of the whole mechanism. There is no lower 

limit on the complexity of the function that a representation may perform in a system. A 

representation may play an extremely simple role in a given mechanism, provided it 

serves some function beneficial to the mechanism. As for the mechanism itself, provided 

it has an evolutionary history, Millikan's theory of representation applies to it. Thus 

4Recall that analog computation is computation by a physical system at any level 
of physical organization. There can be atomic analog computers, and analog computers 
the size of solar systems. Because they are computers, all these systems can have a 
semantics. Specifically, individual neurons, even synapses and dendrites can have a 
semantics if they are analog computers, according to analog computionalism. 
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mechanisms as simple as single cells (and possibly DNA) can have a semantics on this 

view. 

To take another prominent example, causal accounts of mental representation 

require that there be a lawful causal relation between the tokening of a representation and 

the occurrence of the entity that the representation denotes. The examples of 

representational content typically given are properties such as dogness and horseness. It 

might be that only relatively complex systems can recognise such properties, and hence 

enter into the kind of causal relations required for forming representations of them. 

However, there are plenty of other properties to represent that may not require complex 

recognition abilities. On some accounts, for instance, thermometers consisting of 

bimettalic strips represent ambient temperature because they are causally related in the 

right way to temperatures. But it appears that even simpler and lower level systems can 

enter into the right causal relations with some property and hence represent it. For 

example, an electron with a certain charge in a certain orbit around an atom would seem 

to represent the energy state of that orbit, because there is a lawful causal relation 

between the energy of the orbit and the charge on the electrons that can remain in it. 

Given these rather obvious facts about the theory of content, the reluctance of 

orthodox computationalists always to keep them in mind is an object of curiousity. Since 

the methodological premise mentioned above is at odds with the theory of mental 

content, and orthodox computationalism must adopt some such theory of content to make 

itself complete, I attribute their attitude about where the semantic level exists to some 

kind of inconsistency. Teasing out the inconsistency in full is too large a project for this 

thesis, but a rough version might go as follows. Semantics! is whatever the theory of 

content says it is, and as I have shown, can exist at low levels of organization. 

Semantics2 is the content of propositional attitudes. Semantics2 only exists at the level 
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of organization at which propositional attitudes exist, and since propositional attitude 

states are fairly complex, that level is somewhat high (see the above discussion of 

complex states). Hence semantics i is not at the same level of organization as semantics2. 

I now turn to the second confusion, that continuous processes such as analog 

computation, as opposed to a discrete entity such as a symbol, catmot have a semantics. 

Were this correct, the analog processes in a system could only implement computations 

performed at a presumably higher level of system organization. The problem of giving a 

semantics to a continuous process is largely a pseudoproblem, however, because the 

problem does not exist for some theories of content. Covariance theories seem to be 

geared toward discrete representations that can be in one of two possible states, tokened 

or not tokened. What to do with the processes occurring in a continuous represenation 

while it is tokened is a bit up in the air. 

On the other hand, isomorphism seems to handle continuous representations quite 

readily. Isomorphism requires that the representation and the object represented be 

isomorphic. Analog representations are continuous because they use continuous physical 

quantities to compute ~ the quantities can take on values in the set of real numbers. It 

would seem that the only things isomorphic to continuously variable quanties are other 

continuously variable quantities. Therefore, the combination of analog computation and 

isomorphism seems most clearly able to represent continuous physical quantities. If 

those quantities are dynamic, then the analog computer will represent them by changing 

its variables in an isomorphic way. So it seems that analog computers are quite capable 

of representing continuous physical quantities. This should not be surprising, because we 

are quite capable of giving a semantics to the variables in differential equations. The 

variables might represent time, or the rates at which certain things change, and so on. If 
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the variables are to represent more particular properties, restrictions are placed on the 

values they may take on. 

The two ideas generating the confusion that continuous processes caimot represent 

are, first, that the paradigm case of representation is representing a discrete object, and 

second, that representing a discrete object requires a discrete representation. The impetus 

behind these two ideas is in large measure the analogy between the mind and a digital 

computer, and the ideas are found largely in theories whose more or less explicit subject 

is symbolic representation. Just as there is a debate over whether discrete or continuous 

processes are computationally primary in the mind, there should be a debate over whether 

discrete or continuous processes are representationally prior. Is the base case of mental 

representation the representation of a particular property, such as a particular 

temperature? Or is the base case the ability to represent a continuous class of properties, 

such as temperature in general? In the latter instance, particular representations must be 

constructed fi-om representations of the particular class. 

Much of the work in the field of integrated connectionist-symbolic models of 

cognition is devoted to showing how to get the properties of discrete symbol 

manipulators out of analog neural networks. The former properties are constructed from 

the properties of analog neural networks, in various ways. Likewise, the semantics of 

discrete symbol manipulators must be somehow constructed from the continuous 

semantics of analog computers. In the meantime, there does not appear to be a real 

difficulty with continuous semantics. 

3. Physical Epistemic Constraints 
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A system whose behavior is at least capable of conforming to epistemic 

constraints, though it may not always do so, nor do so under all conditions, is said to 

exhibit epistemically evaluable behavior. To this type of behavior it makes sense to 

apply the standards of epistemic goodness or badness, and see whether and to what 

degree it measures up. A good example of an epistemically evaluable behavior is that of 

a person solving a problem in mathematics, such as adding two numbers. People can 

make a mistake when they add, so it makes sense to say that someone has added 

correctly. An example of the sort of behavior that is normally said not to be epistemically 

evaluable, is that of sunlight heating a rock. Sunlight cannot heat a rock correctly, 

because it cannot make a mistake when it heats the rock. Rock heating of the type caused 

by sunlight just happens. Cognitive processes must be distinguished from physical 

processes, because whereas both processes are governed by physical laws, cognitive 

processes must, in addition, conform to epistemic constraints.^ 

The distinction between physical and cognitive processes is a fundamental one in 

the traditional philosophy of psychology literature, forming the basis of an anti-

reductionist position. The purpose of this section is to show that this distinction, as 

traditionally rendered, is groundless. I will attack the distinction in several ways. First, I 

will show that there are naturalistic theories of epistemology that do not support the 

distinction. Second, I will show that Cummins' Rationale Constraint, said only to apply 

to cognitive systems, applies to physical systems also. Third, I will show that properties 

of cognitive systems, such as the ability to pursue a goal robustly [Smolensky 1987], 

5As will quickly become clear, I do not find it useful to express the distinctive 
nature of cognitive process by contrasting them with physical processes. I merely express 
the distinction in that form because this is how it is typically expressed. My view of the 
relationship between cognitive and physical processes is based on system complexity: 
suitably complex phyical processes can be cognitive processes. This view leads either to 
a quasi-pancognitivism, or a deflationary version of the cognitive-physical distinction. 
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have clear analogs in physical systems. Fourth, I will provide an example motivating the 

idea that physical processes can be performed incorrectly — that Nature can make 

mistakes. What apparently is required for a physical system to make mistakes, is that 

there be standards of behavior for that system.^ This brings us to the fifth, and final, 

point of this section, that such behavioral standards can result from the idealizations 

commonly made in physical theory. Importantly, the competence-performance 

distinction in cognitive science is an example of an idealization, and underwrites the 

ascription of cognitive error. 

The reason that I am attacking the traditional rendering of the cognitive-physical 

distinction is because I claim both that analog computers are physical systems, and that 

analog computers can produce cognitive behavior. Pylyshyn provided an example of the 

pervasive negative response produced in relation to the idea that analog computers can 

exhibit epistemically evaluable behavior. The response is based on the correct idea that 

analog computers are physical systems, together with what I will argue to be the incorrect 

idea that physical processes are inherently incapable of being epistemically evaluated ~ 

that they are dumb in some sense. ̂  

There are naturalistic theories of epistemology that do not support the cognitive-

physical distinction. Consider the theories espoused by such thinkers as Millikan [1984] 

and Cummins [1995]. The main position of such theories is that epistemic normativity is 

derived from the functional relations existing between the sub-systems of any suitably 

complex physical system. Suppose we have a physical system P consisting of the set of 

6Those standards will be based on the physical theory that applies to the system. 
7This view of physical processes is, of course, part of the mechanistic view of 

nature which replaced the teleological view during the Renaissance. One can view my 
claim that physical processes can satisfy epistemic constraints, and be used directly to 
perform the representation manipulations that computationalists take to be part and parcel 
of cognition, as the claim that nature is rational in a fundamental sense. 
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sub-systems S = {Si, S2,.-.Sn} and their functional interactions I = {Ii, l2. - In}- (For the 

sake of exposition I assume that all the Sj are functionally interconnected, but this is not 

essential to the theory.) Between each of the Si and both the remainder of S as well as P, 

there is the relation of producer to consumer. Each Si is producing some function Fi (or 

set of functions Fi = {Fii, Fi2,-- Fin}) that is consumed, or utilized, by the remainder of S 

and P. The remainder of S and P need each Si to produce Fi, in the sense that if Fi is not 

produced, the remainder of S and P will not be able to function normally. Normal 

functioning can be cashed out in a variety of ways, one of which is (roughly speaking) the 

functioning that lead to P's ability to enjoy whatever evolutionary successes it historically 

relied on to survive until it did (Millikan [1984]). 

With this kind of theory as background, a sub-system Si can behave correctly or 

incorrectly, in the sense that it can perform in the way it is expected to by the consumers 

with which it interacts, and which ultimately allows the whole system to function 

normally. As an example of how this theory applies to analog computers (and hence 

physical systems), suppose P is a human brain and the Si of interest is an individual 

neuron. S Let the Fi of interest be the transmission of a nerve impulse down an axon. The 

consumers of the neuron's function are the neurons to which it is connected, and perhaps 

other systems to which these are connected in turn. The consumers expect the neuron's 

nerve impulse transmission to have certain properties, so that the consumers can perform 

their functions normally. For example, if the nerve impulse transmission is distorted in 

some way, or delayed significantly, the consumers will not be able to use it to perform 

their normal function.^ Since this is the case, the neuron can be said to be behaving 

SThanks to Robert Cummins for this example (in conversation). 
9The malfunctioning of one neuron may not change what the consumers output, 

because errors can be corrected in many ways, but error correction for a malfunctioning 
neuron does change the way the consumers function in a way that makes the funtioning 
abnormal in, for instance, Millikan's [1984] sense. 
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correctly or incorrectly when it transmits a nerve impulse — it can make a mistake when it 

transmits a nerve impulse. Nerve impulse transmission is thus epistemically evaluable, 

and provides an example of how the application of a theory of naturalized epistemic 

normativity to a physical system can reveal that system's cognitive potential. 

The Rationale Constraint applies to physical systems, not just cognitive ones. In 

Cummins' own words, the Rationale Constraint: 

...[Says] that you haven't explained a cognitive capacity of S ~ i.e., a capacity of S 
to satisfy epistemic constraints ~ unless you have shown that manifestations of the target 
capacity are caused in S by a process that instantiates a justifying argument — a rationale 
— for those manifestations. [1995, 105] 

The Rationale Constraint essentially says that underlying the performance of 

epistemically evaluable tasks is a rationale that allows the system to be able to perform 

the task. The Rationale Constraint also says that explaining the performance of 

epistemically evaluable tasks requires that the rationale utilized by the system be 

demonstrated. A rationale can be anything that the system uses to satisfy the epistemic 

constraints that it does, for instance, an algorithm run by a digital computer. As a dictum 

in the philosophy of science, the Rationale Constraint directs us to look for such 

101 here introduce the term "cognitive potential" as shorthand for the phrase 
"epistemically evaluable role in potentially producing behavior that is normally thought 
of as cognitive". I do not claim that if a system's behavior is epistemically evaluable, that 
it therefore is cognitive. This is partly a terminological point, insofar as the properties 
that are normally thought of as cognitive, such as the ability of a system to produce 
language, arise solely from the behavior of large, complex systems; the term 
"epistemically evaluable", on the other hand, does not tend to be associated with a 
restricted class of properties. (Compare in this regard the use of the term "sub-
conceptual" by connectionists to describe the nature of the processes that have 
consequences at the "conceptual" level of system organization. Connectionists use level 
distinctions, together with a "sub" terminology, all rather confusedly, instead of my 
distinction between cognitive and epistemically evaluable.) 
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rationales and to use them in the explanation of the epistemically evaluable behavior 

produced by systems. 

The Rationale Constraint applies to physical systems. Suppose we were to 

stumble onto two black boxes 1 and 2, whose input-output behavior showed that the 

boxes both compute fimction^ ^ F. Let us further suppose that F is a mapping from a 

differential equation E to its solution. Solving differential equations is an example of 

epistemically evaluable behavior. For instance, one can make a mistake when solving a 

differential equation. If we agree that addition is a cognitive achievement, we should 

certainly agree that solving differential equations is, since it is cognitively more 

demanding to solve a differential equation than it is to add. The Rationale Constraint 

therefore applies to the black box, and demands that an adequate explanation of its 

behavior include the rationale it follows. 

What's inside the black boxes? Let us suppose that inside black box 1 is a 

mathematician with pencil and paper. The mathematician uses E and the data he receives 

to produce an output. The input-output mapping he creates constitutes F. Surely we are 

justified in applying the Rationale Constraint to black box 1. What is inside black box 2? 

Any physical system whose dynamics can be described with differential equation E. As 

the system evolves through time, it produces the solution to E, which is F. We can even 

1 IThis is simply to say that given certain inputs I = {Ij, l2,...Ij^}, A yields certain 

outputs O = {Oj, 02,..0j^}, where the set of pairs P = {i: (Ij, Oj)} is determinate and 

either describes or constitutes F, depending on other assumptions. 
120ne may not wish to go along with the idea that A computing F requires an 

explanation, nor the kind of special explanation that the Rationale Constraint says it 
requires. This position can be derived from the view that solving differential equations is 
something that physical systems just do, and such behavior does not require any 
explanation. This is part of the view that physical systems are dumb. Ultimately, such a 
position is explanatorily unsatisfying ~ why does computing F require an explanation if 
the system is a digital computer or a mathematician, but not if it is a straightforward 
physical system? How and why do physical systems just do computations such as F? 
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choose as our physical system an analog computer that computes F. Either way, the 

Rationale Constraint applies to black box 2 if it applies to black box 1, which it does. 

This is because black box thought experiments precisely do not turn on what is inside the 

black box. We are not allowed to say, having agreed that the Rationale Constraint applies 

to black box 1, that since black box 2 contains a physical system instead of a 

mathematician, the Rationale Constraint does not apply to it. 

Earlier I provided an example of a naturalistic epistemology that does not support 

the cognitive-physical distinction. Now let us consider physical analogs of the cognitive 

properties highlighted in telelogical theories of mind. Such theories generally render an 

epistemic constraint as something that a system must in some sense obey if it is to 

achieve a certain goal. Cognition itself, on teleological views, tends to be rendered in 

terms of a robust ability to achieve goals. Teleological theories of cognition have much 

in common with theories that place the ability to plan successfully at the forefront, and 

they define cognition in terms of the ability to achieve certain kinds of goals under certain 

conditions. 

We can think of goal achievement in terms of planning, predicting, gathering 

information, desiring, and a whole host of other standard cognitive terms. But goal 

achievment can also be thought of in physical terms, for instance, as a form of system 

stability in the face of outside perturbation. Consider a spinning top. We can think the 

top as having the goal of maintaining an upright position relative to the surface on which 

it spins. An outside perturbation, in the form of pushing the top gently, causes it to 

compensate and become fully upright again. The ability to compensate mainly results 

from the interaction of two basic mechanical forces that apply to rotating objects. These 

forces can be thought of as constraints on the top, and when the top obeys the constraints 

it achieves its goal. 
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It has long been understood that feedback mechanisms can be used to produce 

goal-seeking behavior in a system. Workers in the field of cybernetics have been 

modeling goal-seeking behavior for decades. The spirming top example is useful because 

it demonstrates that feedback exists in the simplest physical systems, not just complex, 

cognitive ones. In general, any system with a non-linear dynamics and a way for 

envirorunental information to change the values of its internal variables can produce goal-

seeking behavior. The goal-seeking behavior of cognitive systems has a clear analog in 

many physical systems, both simple and complex. 

There is a sense in which cognitive achievement is something that appears when a 

system is described with the right notational system. Specifically, if a domain of 

behavior can be formalized as the result of a finite set of rules, then the cognitive 

achievement is applying the rules to produce intelligent behavior. For example, chess can 

be formalized into a finite set of rules (mostly comprised of the ways one can move the 

pieces) and can be played intelligently. The cognitive achievement of good chess players 

consists in the way they apply the rules of chess. Formalization thus accomplishes a 

theoretical split between the descriptive and the normative aspects of a domain of 

behavior. Once a domain of behavior has a normative aspect to it, it is possible to 

commit an error within the domain, an error being a behavior that is not in accordance 

with the norms. 

Some physical domains seem to be formalizable. The formation of chemicals, for 

instance, can be thought of as the result of a finite set of rules of chemical bonding 

bet\veen the elements (or perhaps a smaller set of rules governing chemical bonding 

13Formalization is not a requirement of the discemability of cognitive 
achievement, even within cognitive science, since natural languages are not formalized 
but speaking and understanding them is held to be a cognitive achievement of the highest 
order. 
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generally). Doesn't this make the existence of a mindnumbing variety of naturally 

occurring chemicals a sort of fantastic cognitive achievement on the part of nature, an 

immense act of creative intelligence? It appears that nature is incredibly adept at 

manipulating the rules of chemical bonding. Since this view of things is possible, the 

formation of chemicals is revealed to have a normative aspect to it, and hence it is 

possible for nature to commit an error in chemical bonding. 

But nature is actually very good at chemical bonding, so it is not likely to commit 

errors. This situation is akin to that of an accountant adding two small numbers together. 

But perhaps if we look at more complex and difficult instances of chemical bonding, 

nature will start to occassionally get it wrong. Consider the case of forming a crystal by 

the process of annealing. Annealing is a procedure in which a substance is heated until it 

is liquified, then cooled slowly and carefully. This procedure generally results in the 

formation of a crystallized version of the once liquid substance, as opposed to a cool 

amorphous blob. Actually getting a perfect crystal out of a substance, even a pure one, is 

quite rare. In most instances a sub-optimal bond occurs, which throws the surrounding 

molecules out of whack and results in a flaw in the crystal. These flaws occur even when 

the most thorough precautions against them are taken by chemists (and occur more 

frequently in nature). I submit that flaws in crystal formation which occur under 

carefully controlled annealing should be viewed as mistakes on the part of nature. 

Forming perfect crystals is simply too demanding a task for nature to get right every time. 

Though I have argued that the behavior of physical systems can be seen to be 

epistemically normative once the theory of the physical systems at issue is formalized, 

perhaps a rapproachment between the theory of physical systems and cognitive science 

already exists. Cummins [in conversation] has suggested that the process of making 

idealizations when describing a physical system is essentially equivalent to setting up 
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behavioral norms for the system. The ideal physical description of a system corresponds 

to a description of correct behavior for that system, and deviations from the ideal are 

mistakes on the part of the system. For example, one can presumably produce a theory 

of annealing that idealizes away from the factors which lead to the flaws produced in 

carefully controlled conditions. Then we can say that the flaws that do occur imder such 

conditions are mistakes, because they fail to fit the ideal theory. ̂  ^ 

The method of handling cognitive error through idealization actually has a 

distinguished history in cognitive science. The competence-performance distinction 

allows scientists to treat some features of actual linguistic performance as errors, by 

providing an ideal description of system performance in the form of a grammar. 

Behavior which deviates from the grammar is an error. Error occur when factors which 

are left out of the ideal description, such as memory limitations, become relevant. This 

situation is equivalent to general cases of idealization in science, except for the distinctly 

cognitive twist of assuming that the ideal description corresponds to an actual functional 

unit ~ an internal grammar -- within the system. Given enough liberty with the idea of a 

functional unit, however, even this twist could be added to the theory of physical systems. 

Perhaps we can speak of perfectly ideal behavior in the theory of gases as arising from a 

functional unit, whose causal effects become distorted by various factors. 

14Two caveats are in order. First, there are several different types of idealization 
in science, and the claim here is not necessarily meant to apply to all of them. Second, 
there are many different types of error committed by cognitive systems (for instance 
representational error — see Cummins [1995]), and the claim here is not necessarily 
meant to apply to all of them. 

150f course, just as in the case of formalization, all the interesting work is done 
through finding out (or somehow deciding) what the ideal description (or formalization) 
should be. Both methods are useful to the project of physical epistemic normativity 
because they allow one to describe a standard of behavior and hence make a distinction 
between correct and incorrect behavior. 
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4. Traditional Explanatory Notions in Cognitive Science 

Until now the discussion has centered on establishing on general grounds that 

analog computers can be used in the explanations that cognitive science offers. In this 

section I concern myself with characterizing the nature of the explanations of cognition 

that can be generated using analog computers. I will discuss how these explanations 

differ from the ones generated using digital computers, and in particular how analog 

computers can play a central role in the reductive explanation of cognition. 

The idea that the brain is a digital computer, together with the idea that the best 

explanation for the behavior of a digital computer is a statement of its algorithm in the 

form of the program it runs, lead naturally to the idea that the best explanation for how 

the brain produces cognition is a statement of the program that the brain runs. On the 

assumption that the brain actually is a digital computer, the best explanation of cognition 

probably will be in the form of a computer program. However, if the brain is an analog 

computer, as it certainly appears to be, the explanatory importance of digital computer 

programs is greatly dimished. 

But orthodox computationalists often seem to take the position that digital 

computer programs are the best (or only valid) way to explain cognition independent of 

the brain's computational architecture. The position seems to be that explaining cognition 

requires that the inferences performed by the cognitive system be described, and that 

digital computer programs are the best way to describe inferential systems ~ better, for 

instance, than the mathematical modeling techniques used for modeling neural networks 

and analog computers generally. There are two main reasons why digital computer 

programs are not the best models of cognition on the assumption that the brain is an 

analog computer. First, the modeling value of a computer program lies mainly in its 
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ability to show how the cognitive system's processes are organized. For example, the 

position in Cummins [1983] is that one goal of functional analysis is to show a system's 

functional organization. The preferred notation for functional analysis is a flow chart, 

which is easily transformed into a program. Hence programs are useful because they 

describe system organization. But it is not necessarily the case that computer programs 

are the best way to model system organization, simply because not all systems are 

organized like computer programs. For example, massively parallel and nonlinear 

systems, such as the brain, are not usefully modeled by computer programs, because 

programs are best at handling serial and linear processes. 

Second, computer programs are quite difficult to understand, even for experienced 

programmers. There are several reasons for this, but the most important one is that many 

of the steps in a computer program have nothing to do with the cognitive processes being 

modeled. Rather, they are steps that are required to keep the processes of the digital 

computer running properly ~ I call them bookeeping steps. This causes those who would 

understand the program as a model of a cognitive process to have to figure out which 

steps are modeling the process, and which steps are bookeeping. Often this distinction is 

not clear, and in fact has given rise to the notoriously opaque philosophical distinction 

between representation and system representation. In contrast, mathematical models of 

systems do not contain bookeeping steps. They contain notation that must be leamed in 

order to understand the model, but they do not contain references to the machinations of 

an irrelevant computing device. 

No one is likely to jettison an explanatory framework if there is not another 

framework at least potentially available to replace it.^^ Orthodox computationalists 

typically claim that neural networks do not provide an explanatory framework for the 

16Robert Cummins made this point [in conversation]. 
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explanation of cognition, because the neural network models are themselves in need of an 

analysis. Though networks may be able to produce the right behavior, they do not 

explain the behavior since no on knows how the networks function ~ or so it is claimed. 

Therefore, orthodox computationalists conclude, we need to continue to try to build 

cognitive models in the form of digital computer programs. To this I reply that complex 

physical systems, such as neural networks and other analog computers, are difficult to 

analyse with the techniques of mathematics and physics and so on, but scientists are 

making great progress. Formal analyses for many types of neural networks already exist, 

and areas of study such as chaos theory are providing concepts with which to understand 

the dynamical properties of non-linear neural networks and similar systems. So it does 

not appear to be the case that mathematics and physics must be abandoned in favor of 

digital computer science when we attempt to understand the complex physical systems 

that produce cognition. And this conclusion holds for other types of analog computation 

utilized by the brain, not just for networks of neurons. Analog computation does not use 

digital computer programs to describe the rationale used by a cognitive system. 

I now turn to the role that analog computers can play in the reductive explanation 

of cognition. For comparison purposes, I begin with the central reason that digital 

computers cannot be used for reductive explanations of cognition. A functional 

architecture is the set of primitive computations that a computer is capable of performing. 

The primitive operations of digital computers are the manipulation of 0 and 1 in certain 

ways. The 0 and 1 in a given system is implemented by taking any range of physical 

17This does not mean, of course, that digital computers would not play a very 
important role in analog computationalism. Digital computers are very useful modeling 
machines, and have untold numbers of practical advantages over analog computers. The 
point is simply that one cannot take the digital computer models of brain computation too 
seriously. 
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properties G to be a 0, and any different range of physical properties H to be a 1J ̂  The 0 

and 1 representations, and the processes that manipulate them, do not differ over G or H. 

Whatever physical properties create and control G and H are not important to the 

operation of a digital computer. Thus I say that the functional architecture of a digital 

computer abstracts over these physical properties, and is therefore a 0 and 1 manipulator 

instead of a straightforward physical system. 

In digital computationalism one explains cognitive function F by showing how it 

arises from the occurence of functional architectiu-e operations. These operations are 

non-physical for digital computation, because of the abstraction that is built into digital 

computers. Now suppose that one tries to make a reductive cognitive explanation by 

starting with a digital computationalist explanation. Roughly speaking, one must 

somehow explanatorily (and perhaps logically) connect the functional architecture, and 

hence the cognitive function F built from it, with physical brain processes. But making 

this connection requires going through a dimension shift (Haugeland [19 ]). Going 

through a dimension shift in an explanation is changing the subject. In this case, we 

begin with talking about things like LISP operations and compiling, and we end with 

talking about things like ion concentrations and spiking frequencies. The problem is that 

it is not clear how these two sets of processes are related. We can actually put this point 

more strongly: the two processes are not going to be related, because the digital 

computer operations result from a level of organization that is simply not present at the 

level of neural operations. 

In analog computationalism, you also explain cognitive fimction F by showing 

how it arises from the occurence of fiinctional architecture operations. But the fimctional 

18 As I have discussed in the chapter on multiple realizability, using a range of 
physical properties to represent 0 and 1 is a required feature of digital computer 
implementation, because it is the way they control error. 
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archicture of an analog computer is just some set of physical processes. As I mentioned 

earlier, the computational processes of an analog computer are the same as the physical 

processes of the system in which it is implemented. At this point the analog functional 

architecture of the brain is unknown (I return to this point shortly), but let us assume that 

it is made up entirely of spiking frequencies. The set of spiking frequencies provides a 

set of primitive analog functions Q = {Ql, Q2>—Qn). and we use Q to build cognitive 

function Then when we reductively explain F, we break it down into occurences of 

the Qi, and then show how those occurences of the Qi are explanatorily (and perhaps 

logically) related to physical brain processes.^O But since the Qi are spiking frequencies, 

the last step does not involve a dimension shift, and the relevance of brain processes to 

the Qi is immediately apparent. 

The relationship between an analog computer and a functional architecture is 

potentially confusing, and not readily explicated within the conceptual framework of 

orthodox computationalism. As I mentioned earlier, Pylyshyn [1984] believes that 

analog computers are types of functional architectures, but not cognitive systems. His 

reason for believing this is that the behavioral regularities of both fimctional architectures 

and analog computers must be explained only by citing intrinsic constraints, as opposed 

to external ones. TTie inference from is controlled only by intrinsic constraints to is a 

functional architecture is invalid, however, because other things besides functional 

architectures are controlled only by intrinsic constraints — for example, any 

straightforward physical system. Thus Pylyshyn's distinction between intrinsic and 

extrinsic constraints is unable to distinguish whether analog computers are functional 

19Building cognitive functions from the analog functions of neural networks is 
the subject of many integrated connectionist-symbolic models of cognition. I will discuss 
these models in a later chapter. 

20This latter step is largely within the province of computational neuroscience. 
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architectures or straightforward physical systems.^ ̂  This problem actually bubbles up in 

the text [1984, 212]. In a discussion of explanation and functional architecture, he 

proposes three classes of explanation, two of which are functional architecture 

explanation and analogue explanation. On the assumption that the kind of explanation 

offered is correlated with the kind of underlying system that is assumed to exist, this 

implies that analog computers are not functional architectures. Rather, analog computers 

are here thought of as straightforward physical systems. 

How analog computationalism is related to the concept of a fimctional 

architecture depends on what we take a functional architecture to be, of course. Above I 

took it to be the set of primitive computations performed by a computer. Rendered this 

way, analog computers have fimctional architectures, and the concept of a functional 

architecture can play a role in analog computationalism similar to the role that primitives 

play in ordinary theories. Taking the fimctional architecture to be something controlled 

only by intrinsic constraints, as Pylyshyn sometimes does, ends up making a functional 

architecture simply a physical system, and we do not gain any explanatory leverage by 

using the concept of a fimctional architecture. 

Taking a functional architectiu^e as an engineered level of organization in a 

computer, as Pylyshyn sometimes does, has the most potential for impacting 

computational explanations. It is an absolutely crucial concept for digital computational 

explanations, because digital computers impose a level of organization on the physical 

processes in which they are implemented. This makes them artifacts, controlled by 

principles of (computer) engineering instead of by physical laws. Without the concept of 

21 It should come as no surprise that Pylyshyn would have such a problem, 
because he is proposing a threefold explanatory and ontological distinction (semantic, 
functional and physical levels) but only a twofold distinction to classify systems into 
those categories (intrinsic and extrinsic). 
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a functional architecture, we would not be able to explain how a digital computer 

operates. But on this version of what a functional architecture is, an analog computer 

does not have a functional architecture. Therefore, on this version of what a functional 

architecture is, the concept of a functional architecture has no explanatory significance for 

analog computationalism. On both this version of what a functional architecture is, as 

well as on the version according to which it is something governed only by intrinsic 

constraints, analog computationalism collapses the distinction in orthodox 

computationalism between the functional and physical levels. On these two versions, 

there will be no distinction between an explanation in terms of the functional architecture 

of an analog computer, and an explanation in terms of a physical system that happens to 

be an analog computer.22 

Taking the functional architecture to be the set of primitive computations 

performed by an analog computer is perhaps best. This notion of a functional 

architecture does not gain us anything over the traditional use in analytical explanations 

of theoretical primitives, but neither does it cause confusion. Digital computationalism 

expects the brain's primitive operations to be relatively simple symbol manipulations of 

some sort, probably similar to the ones performed by ordinary digital computers. Analog 

computationalism essentially has no a priori conception of the brain's primitive 

operations. What the primitive computational operations of the brain are is an empirical 

22There is one caveat to this statement. Making a physical system an analog 
computer requires that a level of physical system organization be picked out, and the 
computations it performs used. The computations performed at that level of organization 
are the analog computer's functional architecture. The tricky point is that referring to an 
analog computer's fimctional architecture does not buy any explanatory power other than 
implicitly fixing the level of physical organization the computer utilizes. This is because 
once the utilized level of organization is known, analysis of the computer as a physical 
system will provide information about the primitive computations the computer is using. 
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question.23 Orthodox computationalism offers a methodology for discovering the 

primitive computational operations, which includes using reaction times and making 

complexity profiles of subject performance. Without committing myself to any particular 

methodology for studying human behavior to figiu-e out computational primitives, there is 

no reason to think that analog computationalism cannot also use behavior to infer 

computational primitives, although I do not have much hope that such a research project 

will be fhiitful, for various reasons.^^ 

Probably the most significant methodological difference between analog and 

digital computationalism, is that whereas digital computationalism is restricted to 

searching for functional architectures through testing how the system functions, analog 

computationalism can test both how the system functions and its physical 

implementation. Testing the physical implementation of a cognitive system for clues 

about its functional architecture is an important aspect of computational neuroscience. 

Analog computationalism is thus intimately related to computational neuroscience. The 

combination of analog computationalism and computational neuroscience can do more 

23Furthermore, I do not need to offer a method for discovering what the 
primitives of an analog computer are. My argument regarding analog computation 
should be rendered as taking the existence of primitive analog brain fimctions as given. 

24This point is actually quite important. Many people believe that cognitive 
science actually cannot use behavioral evidence to discover computational primitives, nor 
the algorithms run by the brain. In fact, many people think that Moore [19 ] proved this. 
Therefore, the methodology of cognitive science is in deep trouble. John Anderson [19 ] 
is one scientist who thinks that Moore's proof is valid and applicable, and offers some 
suggestions for developing a methodology that can avoid the problem. One of his 
suggestions is basically to do neuroscience. As I will mention, analog computationalism 
can benefit greatly firom the information that neuroscience can provide, but it would 
appear that digital computationalism cannot benefit fi'om neuroscience, given the 
dimension shift discussed earlier. Analog computationalism may be the only kind of 
computationalism available if digital computationalism actually suffers from these 
methodological problems. Analog computationalism, in other words, may be the only 
valid way to do cognitive science. 
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than discover primitive operations of a system, it can also provide neuroscientific 

explanations of those primitive operations. Suppose a system has primitive operation P 

as part of its functional architecture. The combination of analog computationalism and 

computational neuroscience can discover the neurobiological mechanisms which underlie 

P, and explain how they compute P. For the combination of analog computationalism 

and computational neuroscience, then, the concept of a functional architecture is not an 

explanatory primitive, though it is a functional primitive. 

5. Conclusion 

Pylyshyn has argued that analog computers cannot be cognitive systems. I have 

shown, however, that his arguments are lacking. In particular, Pylyshyn confuses being a 

determinate system with being an inflexible one. Analog computers are determinate 

systems, but since they can be arbitrarily complex, they can exhibit stimulus 

independence and hence cognitive properties. I then showed that representations can be 

continuous, which is an important point to establish because analog representations are 

continuous. Then I pursued an idea to which analog computationalism leads, the idea of 

a physical system obeying the epistemic constraints that a cognitive system obeys. 

Finally, I described some of the differences between explaining cognition on the 

assumption that it arises from digital computation, and explaining it on the assumption 

that it arises from analog computation. 
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