
The acquisition of speech sound categories
on the basis of distributional information

Item Type text; Dissertation-Reproduction (electronic)

Authors Maye, Jessica C.

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 26/05/2023 09:03:52

Link to Item http://hdl.handle.net/10150/289143

http://hdl.handle.net/10150/289143


INFORMATION TO USERS 

This manuscript has been reproduced from the microfilm master. UMI films 

the text directly from the original or copy submitted. Thus, some ttiesis arxl 

dissertation copies are in typewriter face, while others may be from any type of 

computer printer. 

The quality of this reproduction is dependent upon the quality of the 

copy submitted. Broken or indistinct print, colored or poor quality illustrations 

and photographs, print bleedthrough, substarKlard margins, and improper 

alignment can adversely affect reproduction. 

In the unlikely event that the author dkJ not send UMI a complete manuscript 

and there are missing pages, these will t)e noted. Also, If unauthorized 

copyright material had to be removed, a note will indicate the deletion. 

Oversize materials (e.g.. maps, drawings, charts) are reproduced by 

sectioning the original, beginning at the upper left-hand comer and continuing 

from left to right in equal sections with small overiaps. 

Photographs included in the original manuscript have been reproduced 

xerographically in this copy. Higher quality 6' x 9" black and white 

photographic prints are availat>le for any photographs or illustrations appearing 

in this copy for an additional charge. Contact UMI diractty to order. 

Bell & Howell Information and Learning 
300 North Zeeb Road. Ann Art)or, Ml 48106-1346 USA 

800-521-0600 





THE ACQUISITION OF SPEECH SOUND CATEGORIES 

ON THE BASIS OF DISTRIBUTIONAL INFORMATION 

by 

Jessica C. Maye 

Copyright © Jessica C. Maye 2000 

A Dissertation Submitted to the Faculty of the 

DEPARTMENT OF LINGUISTICS 

In Partial Fulfillment of the Requirements 
For the Degree of 

DOCTOR OF PHILOSOPHY 

In the Graduate College 

THE UNIVERSITY OF ARIZONA 

2000 



UMI Number 9972103 

Copyright 2000 by 

Maye, Jessica C. 

All rights resented. 

® 

UMI 
UMI Microform9972103 

Copyright 2000 by Bell & Howell Information and Learning Company. 
All rights reserved. This microform edition is protected against 

unauthorized copying under TKIe 17, United States Code. 

Bell & Howell Infonnation and Learning Company 
300 North Zeeb Road 

P.O. 60x1346 
Ann Arbor. Ml 48106-1346 



2 

THE UNIVERSITY OF ARIZONA ® 
GRADUATE COLLEGE 

As members of Che Final Examination Committee, we certify that we have 

read the dissertation prepared by Jessica C. Maye 

entitled The Acquisition of Speech Sound Categories on the Basis of 

Distributional Information 

and recommend that it be accepted as fulfilling the dissertation 

requirement for the Degree of Doctor of Philosophy 

LouAnp^j^ 

Michael Hammond, PhiD^ 

- (C 77/ 
Richard A. Demers, Ph.D. 

5~ 
Date 

'!<< 

Date , 

3 hiT J OO 
Date ' 

S 

Date 

Date 

Final approval and acceptance of this dissertation is contingent upon 
Che candidate's submission of the final copy of the dissertation to the 
Graduate College. 

I hereby certify that I have read this dissertation prepared under my 
direction and recommend that it be accepted as fulfilling the dissertation 
requ •nt. 

Dissertati^ Dir^t^ LouAnn Gerken, Ph.D. 

Gj 
Dat/ ~ 

00 



STATEMENT BY AUTHOR 

This dissertation has been submitted in partial fulfillment of requirements for an 
advanced degree at The University of Arizona and is deposited in the University 
Library to be made available to borrowers under rules of the Library. 

Brief quotations from this dissertation are allowable without special permission, 
provided that accurate acknowledgment of source is made. Requests for permission 
for extended quotation from or reproduction of this manuscript in whole or in part may be 
granted by the copyright holder. 

SIGNED: 



4 

ACKNOWLEDGEMENTS 

First, I would like to thank my advisor, LouAnn Gerken, for her immeasurable 
support throughout these past few years. LouArm's advice, great ideas, and encouraging 
comments are largely responsible for my having survived this dissertation! I also thank 
my other committee members, Mike Hammond and Dick Demers, who read numerous 
drafts of this dissertation and provided instrumental comments and assistance. This 
dissertation is dedicated to a fourth committee member, Kerry Green, who passed away 
before Chapter 1 was even written. His input was noticeably absent and greatly missed. 

1 thank the faculty and staff I have worked with at Arizona and as an undergrad at 
Seattle Pacific University. Several in particular deserve special mention. Luke Reinsma 
has been my mentor and friend since my first year of college. Tom Bever provided 
special support during the my first years of grad school. Mike Hammond and Diana 
Archangeli determined early on that I would study speech sounds (1 owe Diana special 
thanks for providing many opportimities for me to spend time with Keiichiro!). Janet 
Nicol, Dick Demers, Kerry Green, and LouArm Gerken introduced me to the research 
that has become my life! For their excellent teaching and patient assistance as 1 stimibled 
through my first experiments, I will always be grateful. And I would never have made it 
if not for the exceptional support of Rosemary Emery, Jennie Bradley, and Owen Weber! 

Portions of this research have been presented to audiences at conferences — 
BUCLD 1999, LSA 2000, SCIL 2000 - and to various lab groups, and I thank those 
audiences for their comments. In particular, I thank Janet Werker and her lab group for 
taking me into their lab for a week and for their thoughtful comments and assistance. 

1 was fortunate to be a part of both the Gerken lab - Rebecca Gomez, Diane 
Ohala, Allyson Carter, Andrea Massar, Tania Zamuner, Erika Nurmsoo, Susan Garcia, 
and Ahniwake Dysinger - and the speech perception lab - Ethan Cox, Connie Clarke, 
Yoko Onishi, Carol Johnson, Kyoko Masuda, and Delia Greth. I thank my colleagues in 
those labs for their friendship and support. 

My fnends and fellow graduate students have made the past five years of grueling 
work a lot of fiin! Thanks to my old buddies Hope, Darcie, Liz, and Michael, for 
providing me with a life outside of grad school; to Allyson Carter, my roomie at Cornell 
(LSA '97) and fellow Warsaw fan!; to Tania Zamuner for saving my life by helping me at 
the end stages of this dissertation; to Mizuki Miyashita, my compatriot since Day 1 of 
grad school; to Ethan, my climbing partner; and to the Gentle Ben's group — Bobby, 
Julie, Cathy, Andy, Rachel, Erin, Jason, Amy, Travis, etc. — for making Fridays fun!! 

I thank my family - Mom, Dad, Sam, Ben, and Emily. In particular, I thank my 
mother, for being the best stay-at-home-mom any child could hope for, and then for 
inspiring us all by going back to college in her 50s. And my older brother Sam, for 
providing the sibling rivalry that motivates me to do crazy things like graduate school! 

And finally, I thank my little family here in Tucson. Motorboat, my chubby 
orange cat, always reminded me to take play breaks when I was working hard. And my 
sweet husband, Keiichiro Suzuki, has made sure I was well-fed, come to my aid when I 
needed help, understood when I said, "I can't talk right now — I'm thinking!" and boosted 
my spirits when 1 was discouraged. 



5 

DEDICATION 

To Kerry Green, a kind man who left us too soon. 

In Memoriam 



6 

TABLE OF CONTENTS 

LIST OF FIGURES 10 

LIST OF TABLES 11 

ABSTRACT 12 

CHAPTER 1: THE PSYCHOLOGICAL REALITY OF PHONEMES 

1.1 Introduction 14 
1.1.1 Focus of research 14 

1.1.2 Organization of the thesis 15 

1.2 What are phonemes? 16 
1.3 The psychological correlates of phonemic contrasts 20 

1.3.1 Categorical perception 20 

1.3.2 Category prototypes 21 

1.3.3 Innate vs. learned categories 24 

1.3.4 Perception of non-native contrasts 25 

1.3.5 Development of speech perception 26 

1.3.5.1 Initial perceptual abilities 30 

1.3.5.2 Acquisition of adult-like speech perception 31 

1.3.6 Psychological reality of phonemic contrasts: Summary 35 

1.4 The psychological correlates of phonological features 35 

1.4.1 Phonological features play a role in speech production 36 

1.4.2 Phonological features play a role in speech perception 37 

1.4.3 Phonological features play a role in memory of speech sounds 38 

1.4.4 Development ofphonological features 38 

1.4.4 Psychological reality of phonological features: Summary 40 
1.5 The psychological correlates of allophony 40 

1.4.1 Discrimination of allophones 41 

1.4.2 English speakers group allophones of/k/ 42 

1.4.3 "Phonological awareness" 44 

1.4.4 Psychological reality of allophony: Summary 45 

1.6 Focus of research 47 

CHAPTER 2: THE ACQUISITION OF PHONEMIC CONTRASTS 
2.1 Phonetic categories 50 
2.2 Two hypotheses for phonetic category acquisition 51 



7 

TABLE OF CONTENTS - Continued 

2.3 The Minimal Pair Hypothesis 52 
2.3.1 Phonetic categories are learned before minimal pairs 53 

2.3.2 Learning word meanings interferes with phonetic discrimination 55 

2.3.2 The Minimal Pair Hypothesis must be wrong 57 

2.4 The Distribution-Based Hypothesis 58 
2.4.1 The innateness hypothesis 58 

2.4.2 Proponents of the Distribution-Based Hypothesis 59 

2.4.3 Humans are frequency counters 60 

2.4.4 Infants are sensitive to the distribution of native language 

phonotactics 62 
2.4.5 Infants and adults can utilize statistical information to segment 

speech 63 

2.4.6 Neural correlates of acquired phonetic categories 66 

2.5 Conclusion 69 

CHAPTER 3: E.XPERIMENT 1, MONOMODAL VS. BIMODAL DISTRIBUTIONS 
3.1 Introduction 71 
3.2 Contrast Used: /d/~/t/ 74 
3.3 Subjects 75 

3.4 Stimuli 76 
3.5 Subject Groups 79 
3.6 Method 80 

3.6.1 Instructions 80 

3.6.2 Training Phase 81 

3.6.3 Test Phase 81 

3.7 Results 82 

3.8 Discussion 83 
3.9 Conclusion 84 

CHAPTER 4: EXPERIMENT 2, GENERALIZATION TO A NEW CONTRAST 
4.1 Introduction 88 
4.2 Goals of Experiment 2 88 

4.2.1 Baseline performance 88 



8 

TABLE OF CONTENTS - Continued 

4.2.2 Replication of Experiment 1 89 

4.2.3 Feature learning: Generalization of the learned contrast 90 

4.2.4 Experiment 2, Summary of experimental goals and predictions 93 

4.3 Contrasts used: /d/ ̂  /t/ and /g/ ~ l\U 94 

4.4 Subjects 95 

4.5 Stimuli 95 
4.6 Subject groups 97 

4.7 Method 98 
4.8 Results 99 

4.8.1 Control Groups 102 

4.8.2 Trained Contrasts 102 

4.8.3 Untrained Contrasts 104 

4.9 Discussion 105 
4.10 Conclusion 106 

CHAPTER 5: PHONEME ACQUISITION 
5.1 Introduction 108 
5.2 Distribution-based acquisition of phonetic categories 109 

5.2.1 The importance of context 110 

5.2.2 Tracking context-sensitive distributions Ill 

5.3 Learning phonological features 112 
5.3.1 Hypotheses for acquiring features 113 

5.3.1.1 Hypothesis 1: Acoustic similarities, multiple contrasts 113 

5.3.1.2 Hypothesis 2: Learning features via phonotactics 114 

5.3.1.3 Hypothesis 3: Learning features via morphological alternations... 118 

5.3.1.4 Hypothesis 4: Learning features via production 119 

5.3.2 Learning features: Summary 120 

5.4 The acquisition of allophones 121 
5.4.1 Three hypotheses for allophone acquisition 122 

5.4.1.1 Hypothesis 1: The traditional viewpoint 124 

5.4.1.2 Hypothesis 2: A Iternation-based acquisition of allophones 128 

5.4.1.3 Hypothesis 3: Allophonic variation without phonemes 130 



9 

TABLE OF CONTENTS - Continued 

5.4.1.4 Which hypothesis is correct? Evidence from Chinese secret 

languages 135 

5.4.2 Acquisition of allophones: Summary 142 

5.5 Phoneme acquisition 144 
5.6 Summary and Conclusion 147 

5.6.1 Summary of Chapter 5 147 
5.6.2 Summary of Thesis 148 
5.6.3 Conclusion 151 

APPENDIX: ACOUSTIC MEASUREMENTS OF EXPERIMENTAL STIMULI 154 

REFERENCES 156 



10 

LIST OF FIGURES 

Figure 1.1: Schematic Illustration of Abramson & Lisker (1970) Results 26 
Figure 2.1: Formula for Calculation of Transitional Probability 66 
Figure 3.1: Monomodal vs. Bimodal Distributions 72 
Figure 3.2: Number of Presentations (Per Block) for All Three Continua, 

Monomodal vs. Bimodal Training Groups 80 
Figure 3.3: Experiment 1, Results for Both Training Groups on All Test Pair Types. 83 
Figure 4.1: Experiment 2, Results for All Training Groups, All Test Pair Types 100 
Figure 4.2: E.xperiment 2, Results for Trained Contrasts 103 
Figure 4.3: Experiment 2, Results for Untrained Contrasts 104 
Figure 5.1: Complementary Distribution in Japanese 126 
Figure 5.2: Basic Paradigm for May-ka in Mandarin Chinese 138 
Figure 5.3: May-ka with High, Front Vowels and Glides 138 
Figure 5.4: Basic Paradigm for Mey-ka in Mandarin Chinese 139 
Figure 5.5: Mey-ka with High, Front Vowels and Glides 140 
Figure 5.6: Timecourse of Acquisition without Learning Allophones 142 
Figure 5.7: Predicted Timecourse of Phoneme Acquisition 143 
Figure 5.8: Timecourse of Phonological Development 146 



11 

LIST OF TABLES 

Table 3.1: Types of Test Pairs Presented in Experiment 1 78 
Table 4.1: Experimental Stimuli Presented During Phases of Experiment 2 99 
Table 5.1: Turkish Vowel Harmony 119 
Table AI: Acoustic Measurements of /d/~/t/ Stimuli Used in Experiments 1 and 2.. 154 
Table A2: Acoustic Measurements of /g/~/k/ Stimuli Used in Experiment 2 155 



12 

ABSTRACT 

In order to account for speech sound patterns in language, linguists posit the 

existence of abstract sound categories called phonemes. In this dissertation I 

discuss three important aspects of the phoneme - the contrastive, featural, and allophonic 

aspects — and develop hypotheses for how a language learner might acquire each aspect. I 

present experimental evidence regarding the acquisition of phonemic contrasts, and 

preliminary findings regarding the acquisition of phonological features. 

A review of the evidence for the psychological reality of each aspect of the 

phoneme demonstrates that phonemic contrasts and phonological features are instantiated 

in the mind of language speakers. Phonemic contrasts affect speech perception, and 

phonological features play a role in production, perception, and short term memory. The 

psychological reality of allophones, however, has not been conclusively documented. 

Infants acquire the phonemic contrasts of their native language during their first 

year. To account for this, I argue for a distribution-based model, in which phonemic 

contrasts are learned on the basis of how frequently a learner hears particular sounds in a 

given phonetic context. I support this model through two experiments in which adult 

subjects are presented with a language they have never heard before and are tested on 

their acquisition of the language's contrasts. The only information available to the 

subjects for determining the language's system of contrasts comes from the frequency 

distribution with which the sounds are presented during the training phase of the 
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experiment. The results demonstrate that subjects are able to make use of distributional 

information for learning phonemic contrasts. 

The second experiment also tests whether subjects extract the phonological 

features of the contrasts in question. The results indicate that the subjects did not leam 

phonological features, but these results are argued to result from limitations in the 

stimuli. 

The goal of this dissertation is to delineate what is already known about the 

psychological reality of the three aspects of the phoneme, in order to account for their 

acquisition. The experiments conducted support a distribution-based model of phonemic 

contrast acquisition, and hypotheses are proposed regarding the acquisition of 

phonological features and allophones. 
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CHAPTER 1: THE PSYCHOLOGICAL REALITY OF PHONEMES 

1.1 Introduction 

Researchers have long been interested in how children learn to speak and 

understand their first language. In comparison with adults, for whom language learning is 

a long, belabored, and often incomplete process, children acquire languages with 

apparent ease, and quickly achieve mastery of one or more languages. Much of the 

research on language acquisition has focused on children's successes and errors in 

learning their language's conditions on well-formedness of syntactic and phonological 

structures, as well as the processes by which children leam what words mean. This type 

of research aims to explain how children achieve the same abstract representation of a 

language that adult speakers have. However, a more basic issue for the language learner 

has to do with how the raw acoustic input should be initially analyzed. For example, 

since in actual speech there are rarely pauses separating words, an infant must leam how 

to break up the acoustic stream into words. Also, since different languages have different 

ways of phonetically implementing speech sounds, an infant must leam which types of 

acoustic variation are relevant and contrastive in the language. 

1.1.1 Focus of research 

It is this last issue that will be of primary interest in this dissertation. Specificeilly, 

I examine here the question of how humans might come to perceive which sounds are 

phonemically contrastive in a language. Speech perception research has shown that 
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adults' perception of speech sounds is invariably affected by the phonetic categories of 

their native language, and much of the argumentation presented here will be based on 

infants' acquisition of a native sound system. However, the hypothesis proposed will be 

tested through experiments conducted using adult participants, and the implications of 

these findings for both first and second language acquisition will be discussed. 

1.1.2 Organization of the thesis 

In this first chapter, I will discuss the linguist's notion of the "phoneme," an 

abstract speech soimd category, and delineate the phoneme's three primary aspects. I will 

then discuss the evidence that bears on whether or not these two aspects of the phoneme 

are represented psychologically for the speakers of a language. Drawing from this 

evidence, the majority of this thesis will focus on just one aspect of phonemes: their 

contrastiveness. 

In Chapter 2,1 will present two hypotheses to account for the early acquisition of 

phonemic contrasts by infants. According to one hypothesis, infants leam the phonemic 

contrasts of their language by learning the meanings of minimally different-sounding 

words. The alternative hyiJothesis is that infants leam phonemic contrasts by attending to 

distributional regularities of speech soimds that they hear, obviating any need for access 

to word meanings. I will then present evidence firom research on infant word learning to 

demonstrate that infants leam phonemic contrasts before they know many word 

meanings. On the basis of this evidence, and recent findings that infants utilize statistical 



16 

information in other realms of language acquisition, I will argue in favor of a 

distribution-based account of phoneme contrast learning. 

In Chapters 3 and 4,1 will present experimental evidence that humans are capable 

of utilizing distributional information for learning phonemic contrasts. In these 

experiments, adult English speakers were presented with words from an anificial 

language, without being given any information about word meanings. The results of the 

first experiment (discussed in Chapter 3) demonstrate that the distribution of phonetic 

exemplars presented during the training phase of the experiment influenced subjects' 

treatment of an experimental contrast as phonemic. The second experiment (discussed in 

Chapter 4) replicates and extends the findings of Experiment 1, in order to address issues 

about the precise nature of the learning involved. 

In Chapter 5,1 discuss the important role played by phonetic context in a 

distribution-based model of phonetic category acquisition, and then consider how 

phonetic categories might develop into phoneme categories, incorporating both 

phonological features and allophones. 

1.2 What are phonemes? 

Although the use of phonemes within formal linguistic analyses has at times been 

out of vogue (e.g. with the advent of Autosegmental phonology, when phonemes came to 

be viewed as merely bundles of features, without any status of their own), phonologists 

and phoneticians have continually found it useful to transcribe words as strings of 

phonetic segments. From a linguistic point of view, there are three important aspects to 
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the phoneme. First, phonemes are units of sound whose presence, absence, or substitution 

can distinguish between different words in a language. We can call this the contrastive 

aspect of phonemes. For example, the words bear and pear (phonetically [bea] and 

[p'^ej]) are two different words of English, indicating that the initial segments of the two 

words, [b] and [p^], correspond to two different phonemic categories. Since each 

language has its own set of phonemes, in transcribing a language for the first time 

linguists look for such minimally contrastive pairs of words, known as "minimal pairs," 

to determine the language's phonemic contrasts. In a language like Lardil, spoken in 

Australia, there is no such contrast between [b] and [p^], and variants of these sounds are 

considered to belong to a single phoneme category (Hale 1973). For instance, the Lardil 

word meaning "short" is pronounced [putu], but there are no corresponding words 

pronounced [butu] or [p^utu] — and in fact, Lardil speakers would consider such words to 

be simply mispronunciations of the word putu. Since in Lardil it is impossible for word 

meanings to be differentiated by the phonetic segments [b] and [p^], these sounds are not 

phonemically contrastive in the language. 

A second important aspect of phonemes is that they are composed of phonological 

features. We can call this the featural aspect of phonemes. Although the segments 

themselves may be considered contrastive (e.g. [b] and [p^] in the English example 

above), groups of segments can be classified together on the basis of shared qualities 

known as "distinctive features". These groups of segments not only have similar phonetic 

properties, but pattern in similar ways within a language. For example, in English the 
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phonemes /p/, /t/, and Dd are phonetically similar in that they are all produced by 

temporarily blocking airflow through the vocal tract, which can be formalized by the 

feature [-continuant]. In addition, to produce these sounds a speaker must inhibit 

vibration of the vocal cords, which can be formalized by the feature [-voice]. This class 

of segments which is defined by the features [-continuant] and [-voice] also shows a 

particular phonotactic pattern in English: when these phonemes occur syllable-initially 

they are produced with aspiration {e.g. pear [p'^ej], tear [t'^ej], care [k'^ej]), when they 

occur after /s/ they are produced without aspiration (e.g. spare [spej], stare [stej], scare 

[skEj]), and when they occur word-finally they are optionally glottalized (e.g. slap 

[slae'p], slat [slae't], slack [slae'k]). Phonemes that group together in this way are known 

as a "natural class," a class of segments that is defined by shared phonological features 

A third important aspect of phonemes is the fact that phonemes are instantiated by 

different phonetic segments, called "allophones," depending on their phonological 

context. We can call this the allophonic aspect of phonemes. As discussed in the above 

paragraph, for example, the phoneme /t/ in English is pronounced with aspiration in 

syllable-initial position, as in the word take [t'^ei], without aspiration when occurring 

after an Is/ ,  as in stare [stej], is often unreleased and glottalized in word-final position, as 

in slat [slae't], and is pronounced as a flap in medial position, as in waiter [werr]. These 

different ways of pronouncing /t/ are conditioned by the phonological environment that 

the /t/ occurs in (i.e. syllable-initial, word-final, etc.). and do not play a role in 
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differentiating word meanings in a language. However, allophony is important to 

phono logists for the role that it plays in the overall sound patterns in a language. 

The contrastive, featural, and allophonic aspects of phonemes have importance for 

linguists in their analysis of the sound patterns of a language. It is a separate issue, 

though, whether these aspects of phonemes are actually represented in the internal 

grammar of the speakers of a language. The following sections will review the 

experimental evidence bearing on whether these aspects of phonemes are psychologically 

real to the speakers of a language. 

Although throughout this thesis terms like "phonemes" and "phonetic categories" 

will be used, which imply a segmental analysis of speech, none of the research described 

requires that segments be the "basic" units of perception. There is evidence to indicate 

that speech may not actually be perceived as a sequence of segments, but alternatively as 

a sequence of syllables (Studdert-Keimedy 1974, 1980), phonetic features (Stevens 

1986), acoustic spectra (Klatt 1979), or motor gestures (Liberman & Mattingly 1986). 

But regardless of how speech sounds are psychologically represented or what the basic 

unit of perception is, it remains convenient to describe speech sound patterns in the 

traditional linguistic terms of phonemes and allophones. For our purposes what is 

relevant are the following three factors: a) whether sounds are linguistically contrastive; 

and b) the featural relations between acoustically different sounds; and c) whether at 

some cognitive level the various allophonic realizations of linguistic elements are linked. 
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1.3 The psychological correlates of phonemic contrasts 

Evidence that phonemic contrasts are psychologically instantiated comes from 

research on the perception of speech sounds. In particular, this research has established 

the fact that the phonemic contrasts of a person's language influence speech perception 

such that certain acoustic distinctions are more easily discriminated than others. In this 

section we will review the evidence that the contrastive aspect of phonemes is 

psychologically real. 

1.3.1 Categorical perception 

One example of the effect that phonemic contrasts have on speech perception is 

the phenomenon known as "categorical perception," in which the phonemic identity of 

two sounds is shown to have marked effects on a subject's ability to discriminate between 

them. In particular, subjects are much better able to hear the difference between two 

sounds when the sounds are interpreted as representing two phoneme categories, while 

two sounds that have the same degree of acoustic difference, but are interpreted as 

corresponding to a single phoneme category, are much more difficult to discriminate. 

The fact that phoneme categories have this effect on perception was established in 

the late 1950's and has since been repeatedly documented. Liberman et al. (1957) 

initiated the research on categorical perception through an experiment in which subjects 

were presented with synthetic speech tokens from a continuum of sounds that ranged, in 

small steps, from /b/ to /d/, and from /d/ to /g/. Subjects were then presented with the 

stimuli and asked to label each one as beginning with /b/, /d/, or /g/. The results of this 
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labeling task showed that rather than there being a gradual shift in responses (between /b/ 

and /d/, and between /d/ and /g/) as the tokens gradually changed, there was an abrupt 

labeling shift from one category to the other. This finding demonstrates that subjects hear 

speech sounds in a categorical manner: as belonging to one phoneme category or another, 

rather than sometimes sounding "in-between" two categories. 

The second component of the Liberman et al. (1957) study was a discrimination 

task, in which subjects were presented with pairs of tokens which were either identical or 

a few steps apart on the continuum, and were asked to indicate whether the two tokens 

were identical or different. When compared with the results of the labeling task, the 

discrimination results show that subjects were much better able to discriminate tokens 

that fell across a phoneme boundary (as defined by their labeling responses) than they 

were tokens that fell within the same phoneme category, although both types of pairs had 

the same degree of acoustic difference. In other words, within-category discrimination 

was far worse than between-category discrimination. 

1.3.2 Category prototypes 

Categorical perception is now a well-documented phenomenon in the perception 

of consonants (e.g. Liberman et al. 1961a, 1961b; Lisker & Abramson 1964; Bastian et 

al. 1961; Mattingly et al. 1971), although the phenomenon is less robust for vowel sounds 

(e.g. Fry et al. 1962; Pisoni 1973, 1975). Vowel phonemes affect speech perception in a 

less categorical manner, but research on vowel perception has highlighted another type of 

phonemic effect on perception, which appears to be more robust in vowels than in 
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consonants. This second type of phonemic effect is analogous to category effects in other 

cognitive domains, which have been argued to arise from category prototypes, or the best 

exemplars of a category. 

Research by Rosch (1973, 1974, 1975a, b, c) showed that color categories, 

semantic categories, line orientation categories (i.e. vertical and horizontal), and 

numbers, are organized around their most salient member. The ideal member of a 

category is called a "prototype", and serves as a reference point within the category, to 

which ail other members of the category are compared. For example, a robin is a 

prototypical member of the category of birds, while a chicken is not; a line which is 

exactly vertical is the prototype for vertical lines, while a slightly tilted line is not. 

Categorization in a prototype model is accomplished by associating an item with 

the nearest prototype. The special status of prototypes is evidenced by the fact that 

prototypes are easier to categorize than non-prototypes, easier to remember, and are 

simply generally preferred over the other members of a category (Rosch 1975c). One 

effect of this type of categorization is that non-prototypical members of a category are 

judged to be more similar to prototypes than prototypes to non-prototypes. Wertheimer 

(1938), who first proposed the notion of prototypes, explained this notion with the 

example that an 85° line is almost vertical, but a vertical line is not almost 85°. 

The notion of prototypes was extended to phonetic categories in many studies 

(e.g. Repp 1976, Miller 1977, Samuel 1977,1982), which showed that speech sounds that 

are considered to be good exemplars of a phoneme category influence speech perception 

in various ways. For example, in dichotic listening tasks, where subjects heard a 
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prototypical member of some phoneme category in one ear, and a non-prototypical 

member in the other ear, prototypes were more dominant, inhibiting the listener from 

hearing the non-prototype. 

Kuhl and colleagues (Grieser & Kuhl 1989; Kuhl 1991, 1993a,b; Kuhl et al. 1992) 

have developed a theory of vowel perception based on the notion of prototypes. These 

studies document the "magnetic" effect that prototypes have on non-prototypical 

members of their category. This phenomenon is termed the "perceptual magnet effect," in 

which two vowels in the vicinity of a native vowel prototype are discriminated less easily 

than two vowels of equal distance which are not near a native vowel prototype. The 

perceptual magnet effect is somewhat analogous to the categorical perception of 

consonants, in that within-category distinctions are more difficult to perceive; but the 

perceptual magnet effect does not show the same abrupt divisions between vowel 

categories as has been documented in the truly categorical perception of consonants. 

Kuhl (1991) demonstrated how the perceptual magnet effect influences subjects in 

a vowel discrimination task. This study tested three groups of subjects: English-speaking 

adults, English-learning infants, and monkeys. Two sets of synthetic vowel stimuli were 

created: a token of the vowel 1x1 judged to be "ideal" by adult native English speakers (the 

prototype), surrounded by equally-spaced variants; and a non-prototypical /i/ (the non-

prototype), surrounded by equally-spaced variants. Each of the subject groups was 

divided into two sub-groups: the prototype group and the non-prototype group. Subjects 

were then presented with pairs of stimuli consisting of the central token of their stimuli 

set (i.e. prototype or the non-prototype) and one of the surrounding variants, and 
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discrimination was measured. The results showed that for both adults and infants, the 

non-prototype group performed better than the prototype group; while for monkeys there 

was no significant difference between the two groups. According to the prototype model, 

this result falls out from the fact that prototypes have the effect of shrinking the 

surrounding space, thus obscuring discrimination. Since a non-prototype has a lesser 

effect on its neighbors, discrimination is better further away from the category prototype. 

1.3.3 Innate vs. learned categories 

To some degree, perceptual discontinuities such as those exhibited in the 

categorical perception and phoneme prototype studies reported above appear to be built 

into the human auditory system. That is, certain nonlinearities are inherent in the auditory 

system (Stevens 1972, 1989), rather than arising from having learned the sound system of 

a language. Evidence for this comes partly from research done on speech perception in 

non-human animals. Kuhl and Miller (1975) tested chinchillas, whose auditory system is 

similar to that of humans, on their discrimination along a VOT continuum between /ta/ 

and /da/. The chinchillas were trained to respond differently to endpoint tokens of /ta/ and 

/da/, and then were tested on intermediate tokens. During the testing phase, the 

chinchillas showed a VOT boundary similar to that of English speakers. In a subsequent 

study, Kuhl and Miller (1975, 1978) tested chinchillas' VOT boundaries for bilabial and 

velar, as well as alveolar stops, and showed that, like humans, chinchillas' VOT 

boundaries shift according to place of articulation, with bilabials having the lowest 

boundary, and velars having the highest. These findings support the hypothesis that 
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categorical perception is an acoustic effect, resulting from regions of auditory salience, 

and is not species-specific. 

Other studies have reported similar findings that non-human animals perceive 

speech sounds categorical manner. Kuhl & Padden (1982, 1983) demonstrated that 

macaque monkeys perceive VOT continua in a similar manner to humans and chinchillas. 

KJuender, Diehl, & Killeen (1987) showed that Japanese quail can learn to differentiate 

/d/ from other phonemes. A more recent study by KJuender et al. (1998) found that 

European starlings trained to discriminate two vowel sounds exhibit prototype-like 

structure for the two vowel categories, providing further evidence that many aspects of 

speech perception are not specific to humans, and so are not acquired on the basis of 

exposure to a language. 

However, cross-linguistic research has shown that the boundaries evident in 

categorical perception are defined by the phonetic boundaries of a given language. That 

is, they vary according to the language of the subject. This fact is evident in research by 

Abramson and Lisker (1970), who compared the categorical perception of stop consonant 

voicing in Thai speakers and English speakers. Thai has a three-way phonemic voicing 

distinction for stop consonants (voiced, voiceless, and aspirated), while English only 

distinguishes two categories (voiced and voiceless). When Thai and English speakers 

were presented with stimuli along a VOT continuum, Abramson and Lisker found that 

Thai speakers showed evidence of phonetic boimdaries at two points along the 

continuum, by making a three-way distinction in the labeling task, and by showing good 

discrimination at the points on the continuum corresponding to the two boundaries 
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between Thai phoneme categories. English speakers, however, labeled the stimuli 

according to the two voicing categories of English, and showed only one peak in 

discrimination, which corresponded to the boundary between voiced and voiceless stops 

in English. These results are presented schematically in Figure 1.1. 

Figure LI :  Schematic Illustration ofAbramson A. Lisker (1970) Results 
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This finding indicates that categorical perception caimot be a purely acoustic effect. The 

fact that Thai speakers showed evidence of boundaries in two locations, while English 

speakers only showed evidence of one, indicates that categorical perception is shaped by 

a subject's linguistic background. The evidence of categorical perception in chinchillas 

seems to indicate that regions of acoustic salience play some role in categorical 

perception; however, it must be the case that language-specific phonetic representations 

also effect this phenomenon. 
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1.3.4 Perception of non-native contrasts 

Another effect that experience has on speech perception is evident in the 

perception of non-native phonemic contrasts. While the perception of native language 

contrasts is usually effortless, listeners often have a much harder time discriminating 

contrasts from non-native languages. For example, although English speakers readily 

discriminate the English /r/~/l/ distinction, this contrast is notoriously difficult for native 

Japanese speakers to discriminate (Miyawaki et al. 1975; Goto 1971). Likewise, although 

Hindi speakers find it easy to discriminate the Hindi /t/~/t/ distinction (the latter sound is 

retroflex, pronounced with the tongue curled backwards), English speakers cannot hear 

the difference between these two soimds (Werker et al. 1981). 

The key factor which determines whether a given non-native contrast will be 

difficult to discriminate appears to be its relationship to the native language phonemic 

system. Best, McRoberts, & Sithole (1988) present an account of non-native contrast 

discrimination, called the Perceptual Assimilation Model (the PAM model), which makes 

predictions about contrast discriminability on the basis of assimilation to native language 

contrasts. According to the PAM model, there are four ways in which non-native 

contrasts can assimilate to the native phonemic system. The first way is called "single-

category" assimilation, in which the contrasting sounds are perceived as variants of a 

single native phoneme. The above examples of English /r/~/l/ for Japanese speakers, or 

Hindi /t/~/t/ for English speakers are examples of single-category assimilation. Japanese 

speakers will report that both /r/ and /I/ sound like variants of the Japanese phoneme /f/; 

likewise Hindi IxJ and /t/ both sound like /d/ to English speakers. Single-category 
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assimilations are predicted by Best et al. to be the most difficult non-native contrasts to 

discriminate. This prediction fits well with categorical perception research (e.g. Liberman 

et al. 1957) discussed in Section 1.3.1, which found that within-category (or single-

category) discrimination is very poor. 

A second way that non-native contrasts can be assimilated is called "opposing-

category''' assimilation. In this type of assimilation, the contrasting non-native sounds are 

perceived as analogous to two contrasting native phonemes. An example of this type is 

the Hindi /t''/~/d'V distinction, which English speakers perceive as analogous to the 

English /t/~/d/ contrast (Werker et al. 1981). Opposing-category assimilations are 

predicted to be easily discriminated, a prediction which also fits with the categorical 

perception finding that between-category (i.e. opposing-category) distinctions are well 

discriminated. 

A third type of non-native contrast assimilation is called "category-goodness 

difference" assimilation. In this type of assimilation, one of the two non-native sounds is 

perceived as a better match to a native language phoneme than the other sound. An 

example of this type is the Farsi contrast /g/~/G/ (the latter sound is uvular, pronounced 

further back in the mouth than English /g/) for English speakers (Polka 1987). Farsi /g/ 

sounds to English speakers much like English /g/, while /G/ sounds less like a typical 

English /g/. Because there is a slight difference in the English phonemic status of these 

two sounds (i.e. one is a better token of the English phoneme than the other), this contrast 

is predicted to be discriminable, although not quite as readily discriminated as an 

opposing-category pair. 
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Finally, Best et al. argue that some non-native contrasts are "nonassimilated." 

That is, some contrasts are not perceived in terms of the native language phonemic 

system at all. The example that Best et al. (1988) provide for this type of contrast is that 

of the Zulu click consonants (several voicing and place-of-articulation contrasts were 

tested), as perceived by English speakers. Nonassimilated contrasts are simply unlike any 

sounds in the native language, as evidenced by the fact that English speakers described 

the Zulu sounds in terms of sounds or noises (e.g. "clicks," "plops," "finger snaps," 

"tongue clucking") rather than native language phonemes. Because such contrasts should 

be unaffected by the native language phoneme system, they are predicted to be well 

discriminated, which is what Best et al. found. 

1.3.5 Development of speech perception 

Infants are not bom with a native language, but must leam the language that is 

spoken eiround them. However, like the animals in the above speech perception studies, 

infants are bom with the ability to categorize phonetically variable speech sounds into 

linguistically relevant phonetic categories, also called "phonetic equivalence classes" 

(Eimas et al. 1971). In other words, infants treat some pairs of sounds that are 

acoustically different as being qualitatively different, while they treat other sounds which 

are equally acoustically different as being qualitatively equal. This ability to categorize 

speech sounds is robust in infants, who have been shown to categorize sounds according 

to virtually every phonetic parameter on which they have been tested. 
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The first study documenting infants' phonetic categorization was conducted by 

Peter Eimas, Einar Siqueland, Peter Jusczyk, and James Vigorito (1971), who tested I-

and 4-month-oId infants on their perception of voiced and voiceless sounds. The 

experimenters utilized what is known as a High Amplitude Sucking (HAS) procedure, in 

which the infant sucks on a non-nutritive nipple (essentially a pacifier) that is cormected 

to a pressure transducer that measures the infant's sucking rate. Since infants suck at a 

faster rate when interested in something, this methodology enables the researcher to 

measure the infant's degree of interest in a presented stimulus. In the HAS procedure, the 

infant is presented with a particular stimulus until the infant becomes disinterested (or 

•'habituated" to the stimulus), as indicated by a decreased sucking rate, and then a new 

stimulus is presented. If the infant begins to suck more rapidly (or "dishabituates"), this is 

taken as evidence that the infant could discriminate between the old and new stimuli. If 

the infant's sucking rate remains low or continues to drop, this is taken as evidence that 

the infant did not notice the change in stimuli, and thus could not discriminate the two 

stimuli. 

Eimas et al. utilized the HAS procedure in order to test whether young infants 

could discriminate between the voiced sound Ihl and the voiceless /p/, and whether the 

boundary between the two segments was roughly the same as it is for English-speaking 

adults. The infants were divided into three groups: two experimental groups, in which the 

stimulus was changed following habituation, and one control group, for which the pre-

and post-habituation stimuli were the same. One of the two experimental groups, called 
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"20D," heard a pre-habituation stimulus with a VOT value of +20 msec (corresponding to 

English Ihf), and a post-habituation stimulus with a VOT of +40 msec (corresponding to 

English /p/)- In this condition the pre- and post-habituation differed by 20 msec, and 

corresponded to a phonemic contrast in English that would be easily perceived by adult 

English speeikers. In the second experimental group, called "20S," infants were also 

exposed to pre- and post-habitioation stimuli that differed by 20 msec, but in this group 

both stimuli corresponded to a single phonemic category in English, and would not be 

discriminated well by adult English speakers. Infants in this group heard stimuli with 

VOT values of either —20 and 0 msec (both corresponding to /b/ in English) or +60 and 

+80 msec (both corresponding to /p/ in English). The third group of infants formed the 

control condition in which each infant was randomly assigned one of the six stimuli, 

which was presented both before and after habituation. 

The results of the study showed that in the 20D condition both 1- and 4-month-

olds dishabituated, indicating that they could perceive the difference between the +20 

msec /b/ stimulus and the +40 msec /p/ stimulus. In both the 20S and control conditions, 

however, infants did not dishabituate, indicating that infants in the 20S condition could 

not perceive the difference between pre- and post-habituation stimuli. 

1.3.5.2 Acquisition of adult-like speech perception 

The phonetic equivalence classes that are discriminated by young infants are 

universal; that is, all infants discriminate the same categories, and the categories are not 

based on any particular language. For example, young Japanese infants can discriminate 



the English /r/~/l/ distinction (Tsushima et al. 1994), and young English-learning infants 

can discriminate the Hindi contrast (Werker et al. 1981). This initial ability to 

discriminate phonetic categories can be thought of as resulting from an infant's built-in 

perceptual biases. However, at some point the infant who can discriminate the sounds of 

any language becomes the adult who only discriminates native-language phonemes. In an 

effort to determine the age at which universal, or language-general, speech perception 

becomes language-specific, Werker & Tees (1983) tested English-speaking adults, and 

children aged 12, 8, and 4 years on their ability to perceive the Hindi contrasts /ta/~/ta/ 

and /t''a/~/d''a/, as discussed above. Because the Hindi /t''a/~/d''a/ contrast is analogous to 

the English voicing contrast /t/~/d/, the researchers expected all groups of English-

speaking subjects to discriminate these pairs. In contrast, the /ta/~/ta/ dental vs. retroflex 

distinction does not have a counterpart in English, and so the researchers expected only 

the younger subjects to discriminate it. As expected, they did find that all groups of 

English speakers could discriminate the voicing contrast; but surprisingly, not even the 

youngest subjects could discriminate the dental-retroflex contrast, indicating that as early 

as four years of age, children already perceive speech sounds in a manner similar to adult 

speakers of their language. 

As a follow-up to their (1983) study, Werker & Tees (1984) tested much younger 

children, between the ages of six months and one year of age, on their perception of the 

Hindi /ta/~/ta/ contrast, as well as a contrast from Thompson Salish /k'i/~/q'i/ that is also 

difficult for adult English speakers to perceive. To test infants on their discrimination of 

speech sounds, Werker & Tees implemented the Reinforced Headtum paradigm, in 
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which the infant is conditioned to turn their head when the stimulus changes from a 

background stimulus to the target stimulus. For example, during the conditioning phase, 

the infant is seated on the mother's lap, and hears a background stimulus, such as /ba/. 

repeated over and over. When the experimenter initiates a change trial, the target 

stimulus, such as /da/, is presented. When the stimulus changes, a smoked Plexiglas box 

is illuminated, and an electric toy animal becomes activated, prompting the infant to turn 

and look. This procedure continues until the infant has been conditioned to turn and look 

at the box before the box is illuminated, demonstrating that they have learned the 

contingency between the change in stimulus and the activation of the toy animal. Once 

the infant has been conditioned to turn in response to the change in stimulus, the test 

phase begins. During the test phase, the background and target stimuli are replaced by the 

stimuli of interest (e.g. /ta/ and /ta/), and the toy animal is not activated unless the infant 

tums in response to a stimulus change. 

Werker & Tees (1984) divided their infant subjects into three age groups: 6-8 

months, 8-10 months, and 10-12 months of age. Their results showed that although the 

majority of infants in the youngest group, 6-8 months, could discriminate both the Hindi 

and the Thompson contrasts, the proportion of infants who could discriminate these 

contrasts was significantly reduced for the 8-10 month-olds. Furthermore, the oldest 

group, 10-12 months, did very poorly at discriminating these non-native contrasts, 

showing similar results to the older children and adults of the 1983 study. These results 

demonstrate that by the age of 8 months, infants are already begiiming to lose their 

sensitivity to phonetic contrasts that are not phonemic in their native language; and by the 
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age of 10 months, infants' perception of speech is already very similar to that of adult 

speakers of the language. 

Research on infant perception of vowel sounds has demonstrated that the 

acquisition of vowel phonemes begins even earlier than consonants. Recall from the 

discussion of category prototypes above that it is more difficult to perceive the difference 

between a prototype and a non-prototype when the prototype is presented first. In order to 

examine the acquisition of native language prototypes, Kuhl et al. (1992) tested English-

learning and Swedish-learning 6-month-olds on their perception of vowel sounds 

surrounding the prototypical English /i/ and the prototypical Swedish /y/ (a vowel 

produced in the front of the mouth, with lips rounded). If infants at this age have already 

begun to acquire the vowel prototypes of their native language, then infants should show 

a larger magnet effect (i.e. difficulty discriminating prototype~non-prototype pairs) for 

the sounds surrounding their native language prototype, than for non-native sounds. The 

results supported this prediction: the Swedish infants showed a larger magnet effect for 

the Swedish /y/ sounds, and the English-learning infants showed a larger magnet effect 

for the English /i/ sounds. Along similar lines, Werker & Desjardins (1995) tested 

English-learning infants on their discrimination of non-native vowel contrasts, and found 

that English-learning infants begin to lose sensitivity to non-native vowel contrasts as 

early as 6 months of age, before their perception of non-native consonant contrasts 

declines. 
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1.3.6 Psychological reality of phonemic contrasts: Summary 

The research on categorical perception demonstrates the psychological reality of 

phonemic contrasts. Acoustic variation that corresponds to such a contrast is perceived 

much more easily than acoustic variation that is non-phonemic. Although infants are bom 

without such phoneme-based perceptual biases, over the course of their first year their 

native-language biases quickly develop. Phoneme contrasts affect the perception of 

speech by apparently increasing the salience of acoustic differences that differentiate 

phonemically contrastive sounds, and decreasing the salience of acoustic differences that 

do not differentiate contrastive sounds. These effects can be so prominent that they can 

inhibit people's ability to perceive distinctions that are phonemically contrastive in non-

native languages. 

The research discussed in Section 1.3 reviews the evidence that the contrastive 

aspect of phonemes is psychologically real. In particular, the psychological correlates of 

phonemic contrasts are the acquired, language-specific phonetic categories that are 

discriminated by adult native speakers of a language, and infants as young as 6 or 8 

months who are learning a language. In the following sections 1 will focus on the featural 

and allophonic aspects of phonemes, considering the literature that bears on whether 

these aspects are psychologically instantiated. 

1.4 The psychological correlates of phonological features 

Evidence that phonological features are psychologically real comes from research 

on speech production, speech perception, and short term memory. In particular, this 
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research has revealed that when people make errors in their production, perception, or 

recall or speech sounds, those errors tend to have phonological features in common with 

the target segment. In this evidence we will review the studies that demonstrate the 

psychological reality of phonological features. 

1.4.1 Phonological features play a role in speech production 

The evidence that phonological features play a role in speech production comes 

from research on speech errors. Shattuck-Hufiiagel & Klatt (1975) examined a corpus of 

English speech errors and found that the phonological features of a target segment are 

significantly more likely to be preserved in a speech error than would be expected by 

chance. For example, a word like tomato [tameto] is more likely to be pronounced as 

pomato [pameto] (preserving the voice and manner features of the initial [t], and altering 

only the place of articulation) than as vomato [vameto] (in which voice, manner, and 

place features of the initial [t] have all been altered). In a study of speech errors produced 

by aphasics, ICohn, Melvold, & Shipper (1998) found that the sonority of a target 

segment is likely to be preserved, such that obstruents are likely to be replaced by other 

obstruents and sonorants by other sonorants (e.g. bride > slide, pyramid > [kersmid]). 

The authors interpreted this finding as a preservation of the feature [± sonorant]. 
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1.4.2 Phonological features play a role in speech perception 

Phonological features have been shown to play a role in adult speech perception 

as well. Miller & Nicely (1955) presented adult English speakers with nonsense syllables 

masked by white noise, and had subjects identify each syllable. The results of the study 

showed that when errors occurred the erroneous segment of the subject's response shared 

features with the target segment significantly more often than would be predicted by 

chance. Studdert-Kennedy, Shankweiler, & Pisoni (1972) conducted a dichotic listening 

study, in which subjects were presented with two different syllables, one to each ear. The 

initial consonants varied in the number phonological features they shared. This study 

found that subjects were better able to identify the consonants of the two syllables when 

they had many features in common (e.g. /ba-pa/) than when they shared fewer features 

(e.g. /ba-ta/). In order to determine whether this feature-sharing effect was due to acoustic 

similarity or to phonological similarity, the vowel of each syllable was also manipulated. 

When subjects were asked to identify the consonant in syllables where the vowel differed 

(e.g. /TDu-pa/), the feature-sharing effect of the consonants was not diminished. Because 

the initial consonants in syllables with different vowels are acoustically more different 

than in syllables with the same vowel, the fact that the feature-sharing effect was the 

same in both conditions indicates that the effect of shared features is truly an effect of 

phonological features, rather than of acoustic similarity. 
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1.4.3 Phonological features play a role in memory of speech sounds 

Further evidence that phonological features are psychologically instantiated 

comes from research by Wickelgren (1965, 1966) and Cole, Haber, &, Sales (1973) on 

short term memory. In these studies subjects were presented with lists of syllables and 

were then asked to recall either the vowels (Wickelgren 1965, Cole et al. 1973) or the 

consonants (Wickelgren 1966, Cole et al. 1973) of the syllables in each list from 

memory. When subjects made errors, the erroneous segments were more likely to share 

phonological features with the target segments than would be predicted by chance. 

1.4.4 Development ofphonological features 

The studies discussed above demonstrate that adults treat acoustically different 

segments which share phonological features as a class. The special status of segments 

with shared features is evident in production, perception, and in short term memory. But 

how do children leam the featural system of their language? 

A large body of research has been done to investigate children's development of 

phonological features, however the majority of the research has been production-based 

(e.g. Menyuk 1969, Dinnsen et al. 1990, Gierut et al. 1994, Dinnsen 1996, Gierut 1996). 

These studies have attempted to explain children's deviations from adult-like productions 

in terms of their development of a system of phonological features. For example, a two-

year-old child who produces all word-initial stops as voiced and all word-final stops as 

voiceless is said to not yet have learned the feature [± voice]. However, this type of study 

does not bear on the issue of a child's development of phonological competence. A child 
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who does not produce contrastive voicing at two years cannot be said to not yet have 

learned that voicing is contrastive in a language, because we know from developmental 

speech perception research (e.g. Werker & Tees 1984) that infants leam the perceptual 

correlates of phonological contrasts during their first year of life. Children's failure to 

demonstrate such phonological competence in their own productions is evidence of 

development in the production system, but it does not demonstrate that the children do 

not psychologically represent distinctive features. 

One study, however, has attempted to determine whether distinctive features play 

a role in children's perception of speech. Graham «& House (1971) tested 3-4 year olds on 

their discrimination of words that either formed a minimal pair or were the same word 

repeated twice (the words were spoken to the child by an experimenter). The children 

indicated whether the pair was a "same" pair or a "different" pair by performing a task 

such as putting something in a container with two identical pictures on it (a "same" 

response), or into a container with two different pictures on it (a "different" response). 

The words were of the form /hsCada^/, in which the "C" was one of the set of consonants 

to be tested. The results of the study showed that errors in which children responded 

"same" to pairs with different medial consonants were most likely to occur when the two 

consonants differed by only one feature. When the two consonants differed by two or 

more consonants children were significantly less likely to erroneously respond "same". 

The Graham & House (1971) study provides initial evidence that at 3-4 years of 

age children represent speech sounds in terms of phonological features. One weakness of 

the study, however, is that it does not rule out the effect of acoustic similarity. Because 
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segments with shared phonological features are likely to also be acoustically similar, one 

possible explanation for their findings is that the children's errors are due to having 

misheard the target segments. Additional evidence of the sort provided by Studdert-

Kennedy et al. (1972) in their test of the effect of features in adult speech perception is 

necessary before we can conclude that children have acquired phonological features. 

1.4.5 Psychological reality of phonological features: Summary 

The research reported in Section 1.4 demonstrates that phonological features are 

psychologically real. Their effect is evident in speech errors, perceptual errors, and errors 

in recall of speech sounds. There is preliminary evidence that children also represent 

speech sounds in terms of phonological features. 

1.5 The psychological correlates of allophony 

Although the psychological reality of phonemic contrasts and phonological 

features is well established, there has been less research documenting the psychological 

reality of allophony. Specifically, it is not as clear whether the speakers of a language, on 

a perceptual or cognitive level, consider the various allophones of a phoneme to be 

members of the same category (i.e. variants of the same phoneme category). It is clear 

that most adult speakers of a language like English have some conscious awareness that 

certain allophones group together into phoneme categories, since this is represented in 

our writing system. For example, we use the letter "t" in the word write, as well as in 

writer, despite the fact that the allophones of /t/ in these two words are very acoustically 
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different. But what about children who haven't learned to read yet? Or adults who are 

illiterate, or who read a language that is written in a non-aiphabetic script? Is the 

awareness of allophony a concept that develops naturally with exposure to a language, or 

only after having been taught to read an alphabetic orthography? And furthermore, even 

for literate English speakers, does allophony play a role in on-line language processing, 

or is it simply a part of a person's metalinguistic awareness? This section will review the 

research which has bearing on whether or not allophony is psychologically real. 

1.5.1 Discrimination of allophones 

The fact that different allophones occur in different parts of words has important 

implications for speech processing. Namely, many researchers have pointed out that 

allophones could be useful in segmenting words from fluent speech (Bolinger & 

Gerstman 1957, Lehiste I960, Umeda & Coker 1974, Christie 1977, Nakatani & Dukes 

1977, Church 1987, Dutton 1992, Hohne & Jusczyk 1994). For example, the pair of items 

nitrate vs. night rate can be distinguished on the basis of which /t/ allophone is 

pronounced: the /t/ in nitrate is the aspirated [t**], since it occurs at the beginning of a 

stressed syllable, while the /t/ in night rate is the unreleased [t""] or glottalized [t^], since it 

occurs at the end of a word. If listeners are able to pick up on these allophonic cues to 

segmentation, this strategy might be useful in processing speech. 

Hohne & Jusczyk (1994) proposed that allophonic differences might help infants 

begin to segment speech, and contribute to word learning. In order to test whether infants 

could discriminate the differences between two allophones of a given phoneme, they 
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presented 2-nionth-old infants with pairs of words like nitrate and night rate in a High 

Amplitude Sucking paradigm. Infants listened to a background stimulus (e.g. nitrate) 

until habituation, and then were presented with a stimulus that differed only in a single 

allophone (e.g. night rate). All groups of infants, except those in the no change condition 

dishabituated to the new stimulus, indicating that they could perceive the difference 

between the two stimuli that differed only in a single allophone. 

The Hohne & Jusczyk study indicates that young infants can hear the difference 

between allophones, which might prove to be useful for segmentation of speech and for 

learning words. However, the authors point out that the fact that infants can discriminate 

allophones does not bear on whether or not the infants have established a unitary 

"phoneme" category, comprising all of the allophones of a given phoneme. In the 

authors' own words: 

"...it does not necessarily follow that infants perceive the distinction 
between "tr" and "t#r" as an allophonic one. Rather, they might simply 
perceive the contrast as one between one acoustic pattern and another. In 
other words, we are not making any claims to the effect that infants even 
perceive the different variants as belonging to the same phonemic 
category" (p.620). 

In order to demonstrate that speakers of a language represent phoneme categories as a 

collection of allophones, it is necessary to show that the different allophones of a 

phoneme are treated, on some perceptual or cognitive level, as being the same. 

1.5.2 English speakers group allophones of /k/ 

In order to test whether adult English speakers perceive the allophones of a given 

phoneme as being members of a single, unified category, Jaeger (1980) examined the 
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perception of /k/ allophones using two different methodologies. In her experiment, she 

utilized a classical conditioning paradigm in which subjects received a mild electric 

shock whenever they heard a word that contained an aspirated [k**]. Subjects' galvanic 

skin response (GSR: a measure of anxiety, based on increased activity in the sweat 

glands) was measured as subjects listened to a list of words that each contained either an 

aspirated [k""] or no allophone of /k/. When a subject had been sufficiently conditioned to 

show an increased GSR when presented with [k**] words, they entered the test phase, in 

which they heard words containing another allophone of /k/, namely, the unaspirated [k] 

that occurs after /s/. During the test phase, subjects received shocks after some, but not 

all, of the [k'^] words, and never after the [sk] words. The measure of interest was the 

GSR change to non-reinforced [k**] words, as compared to the GSR change for [sk] 

words. 

Unfortunately, out of 16 subjects, only 6 provided usable results. The remaining 

10 subjects either habituated to the shocks, failing to produce a GSR change at all, 

responded only to the shocks and never to a non-reinforced [k**] word, or simply 

responded in an uninterpretable maimer. However, of the 6 subjects whose results were 

usable, their GSR changes were equally large for both non-reinforced [k**] words and for 

[sk] words. The results of this experiment provide evidence that allophones may be 

grouped into phoneme categories at some level of on-line processing, supporting the 

psychological reality of allophony. 

Jaeger's experiment indicates that for these subjects, allophones of the same 

phoneme form a imified psychological category. Furthermore, Jaeger careftilly controlled 
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for spelling factors, including distracter items that are spelled with k, c, or q, but not 

pronounced with a f\d sound. These items produced significantly less GSR change than 

the [k*"] or [sk] items, indicating that subjects were not responding on the basis of 

orthographic factors. However, one important point to note is that all of these subjects 

were English speakers, who presumably could read English, and English orthography 

does highlight allophonic factors. It is possible that although these subjects were not 

responding on the basis of orthography, they learned the relationship between [k''] and 

[sk] from English orthography in the first place. For this reason, it is unclear whether 

non-readers (preliterate children or illiterate adults) or readers of a non-alphabetic script 

would perform in a similar manner. 

1.5.3 " Phonological awareness 

There is a large body of research on "phonological awareness," that is primarily 

focused on how children leam to read a phoneme-based orthography. The motivation for 

this line of research apparently comes fi-om the fact that recognizing words as being 

composed of a string of segments is not intuitive to the non-reader, and instructing 

children in how to segment words into phoneme-sized components improves their 

ultimate performance in reading and writing an alphabetic orthography. Often in this 

literature, preliterate children or early readers are asked to perform tasks where they are 

required to add an initial consonant to a word (e.g. the word at becomes bat when you 

add an initial "b") delete the initial consonant (e.g. bat minus the "b" is at), or determine 

whether a word contains a particular segment (i.e. is there a "b" in bat?). The common 
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finding is tliat these kinds of tasks are very difficult for children who have not yet 

received much reading instruction (Treiman & Baron 1981). Illiterate adults, as well as 

Chinese speakers who cannot read an alphabetic orthography, also perform quite poorly 

on such tasks (illiterate Portuguese speakers: Morais et al. 1979, 1986; Chinese speakers: 

Readetal. 1986). 

However, phoneme manipulation tasks, such as segment addition or deletion, do 

not address the issue of whether or not subjects analyze allophones as belonging to 

phoneme categories. A phoneme detection task, in which subjects monitor for a particular 

segment, is capable of addressing the issue of allophony, but only if subjects are asked to 

monitor for a particular phoneme which then appears in different allophonic guises. 

However, the bulk of this research has focused on subjects' ability to monitor for word-

initial segments. A study by Treiman, Cassar, & Zukowski (1994) does get at the issue of 

allophony, though, from a different perspective. In this study, the researchers tested 

kindergarmers, first, second, and fourth graders on their spellings of words containing 

flaps, which are spelled either with a "t" or with a "d" (e.g. water and lady). Their 

findings showed that kindergartners, who are just learning the sound-letter 

correspondence, initially spell flaps with either "t" or "d" at random. Over the course of 

the school year, kindergartners develop a "d" bias, spelling most flaps with "d". This "d" 

bias declines over the following years, as children begin to leam the appropriate spellings 

for words, with fourth graders spelling most flaps appropriately. What is of most interest 

here, though, is the children's spellings of morphologically complex words, in which the 

flap conesponds to a root-final "t" or "d", as in cuter or cloudy, as opposed to the stems 
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themselves (i.e. cute and cloud). For these moqihologically complex items, children at all 

grade levels made significantly more spelling errors than they did for the stems 

themselves (i.e. more errors on cloudy than on cloud), although the complex items had 

fewer errors than monomorphemic words which included a flap (i.e. more errors on lady 

than on cloudy). For the kindergartners, there was only a slight advantage of complex 

items, like cloudy, over monomorphemic words, like lady, and this advantage increased 

across each of the grade levels, indicating that children were increasingly able to take 

advantage of morphology to aid their spelling. The fact that children made fewer errors 

on the morphologically complex items than on the monomorphemic items shows that the 

children were able to make some use of the relationship between the root word and the 

suffixed form in their spellings of morphologically complex words. However, the fact 

that the root words themselves were spelled with fewer errors than the suffixed forms 

may be indicative of a lack of awareness that the root in both words (e.g. cloud and 

cloudy) contains the same final phoneme. 

The Treiman et al. (1994) results show that children are less certain in general 

about how to spell flaps than they are how to spell word-final t's and d's. They also 

appear to indicate that for beginning readers, a morphological relationship between a root 

word and a suffixed form is not a very salient factor when it comes to choosing which 

letters to spell the words with. If the kindergartners in this study were aware that the flap 

is an allophone of both /t/ and /d/, one would expect that knowing the spelling of a root 

word would help in determining whether to spell a given complex form with a "t" or a 

"d." Although it is not clear-cut evidence, the lack of a strong morphological effect. 
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especially for the youngest subjects, may indicate a lack of awareness that [t''] and [r] are 

allophones of the same phoneme. 

1.5.4 Psychological reality of allophony: Summary 

Although the study conducted by Jaeger (1980) provides evidence that adult 

English speakers consider the allophones of /k/ to belong to a single category, there is 

little evidence that allophones are linked into phoneme categories for people who are 

non-literate in an alphabetic orthography. Infants can clearly discriminate different 

allophones. as demonstrated by Hohne & Jusczyk (1994), and presumably utilize such 

information to aid in segmenting speech. Adults have been argued to utilize allophonic 

cues for speech segmentation as well (Lehiste 1960; Dutton 1992). But whether the 

various allophones of a phoneme are ever psychologically linked, without the aid of an 

alphabetic writing system, remains doubtfiil. 

1.6 Focus of research 

In this chapter, I have reviewed the evidence for the psychological correlates of 

phoneme categories. There are three important aspects to the traditional notion of the 

phoneme: the contrastive aspect, the featural aspect, and the allophonic aspect. Section 

1.3 presented the research on speech perception that has documented the psychological 

reality of phonemic contrasts, which have effects on the perception of both native and 

non-native speech sounds. Infants are bom with a language-general speech perception 

system, but during the course of their first year of life, their perception of speech changes 
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on the basis of the phonemic system of their native language, resulting in adult-like 

speech perception. 

Section 1.4 presented the various types of evidence for the psychological reality 

of phonological features. The effect of phonological features is evident in speech 

production, in that when speakers make errors the erroneous segments tend to be 

featurally similar to the intended segment. Features play a role in speech perception that 

is evident when subjects attempt to perceive two segments simultaneously in a dichotic 

listening task. When the two segments in question have features in common subjects are 

less likely to make errors. And finally, features appear to play some role in the encoding 

of speech sounds in memory, as recall errors also tend to be featurally similar to target 

segments. 

Section 1.5 presented the various types of research that have bearing on the 

psychological status of allophony. Infants and adults are clearly able to discriminate 

between allophones, but it is less clear whether allophones are grouped together on some 

cognitive level into more abstract phoneme categories. Jaeger (1980) provided 

convincing evidence that at least some adult English speakers treat the allophones of /k/ 

as belonging to a single category. However, Treiman et al. (1994) provided a reason to 

doubt whether preliterate children do so for the allophones of /t/ and /d/. 

Because there is little evidence that allophony is psychologically real for people 

who do not read an alphabet, this thesis will focus primarily on the acquisition of 

phonemic contrasts and phonological features. In Chapter 2 I will examine two 

hypotheses for how infants might leam the phonemic contrasts of their native language. 
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in Chapter 3 I will report the results of an experiment which examines the acquisition of 

phonemic contrasts, and in Chapter 4 I will report the results of a second experiment 

which examines the acquisition of both phonemic contrasts and phonological features. In 

Chapter 5 I will discuss directions for future research regarding all three aspects of the 

phoneme: phonemic contrasts, phonological features, and allophones. 
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CHAPTER 2: THE ACQUISITION OF PHONEMIC CONTRASTS 

2.1 Phonetic categories 

In the literature on speech perception, perceptual categories for speech are called 

"phonetic categories". The phonetic categories demonstrated by young infants and by 

non-human animals are presumed to be innate, possibly arising directly from 

nonlinearities in the auditory system. Infants are said to be bom with the ability to 

categorize speech sounds according to any linguistically relevant dimension (i.e. any 

distinction which is phonemic in any language) (Streeter 1976, Trehub 1976, Werker & 

Tees 1984, Best et al. 1988), an ability which has been called "language-general" speech 

perception. 

When an infant's perception of speech shifts, such that native language phonetic 

categories are discriminated better than, or to the exclusion of, non-native contrasts, 

speech perception is said to have become "language-specific". This shift from language-

general to language-specific speech perception occurs when an infant is as young as 6 

months old, for vowel sounds, and 8 months old, for consonants. And it is this shift, when 

an infant begins to discriminate only native language phonetic categories, which indicates 

that the infant has begim to acquire the phonemic contrasts of the native language. Two 

phonetic categories that can occur in the same phonetic/phonological context can 

differentiate between two words of a language. For this reason, phonetic categories are 

the psychological correlates of the contrastive aspect of phonemes. 
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2.2 Two hypotheses for phonetic category acquisition 

Two types of hypotheses have been proposed to explain how infants shift from 

language-general to language-specific speech perception, which can be roughly 

characterized as minimal pair-based versus distribution-based. The minimal pair-based 

hypothesis is that infants begin to attend to native language phonemes when they leam 

that a phonetic distinction can differentiate the meanings of two words. For example, if 

an infant leams that the words pear and bear consistently refer to different items, they 

will begin to attend to the /p/~/b/ voicing distinction, since it can differentiate between 

two meanings. Under this hypothesis, word-learning leads to awareness of phonemic 

contrasts, which in turn shapes speech perception. 

The distribution-based hypothesis is that infant speech perception is shaped by the 

native language sounds directly, on the basis of the distribution of phonetic exemplars. 

For example, in a language in which /p/ and /b/ are different phonemes, there will be 

considerable phonetic variation in the actual exemplars of the two phonemes, with some 

overlap between the two categories. However, in a given phonetic environment' the 

exemplars of a particular phoneme will presumably cluster together along one or more 

acoustic dimensions, and these clusters can be used to differentiate the sounds which are 

used contrastively in a language. Under this hypothesis, speech perception abilities are 

automatically shaped by the statistical distribution of exemplars that an infant is exposed 

to, and word-leaming is not a necessary prerequisite. 

' The issue of context-specificity will be discussed in more depth in Chapter 5. 
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2.3 The Minimal Pair Hypothesis 

Many of the early studies on infant speech perception (Eimas 1975, Eilers, 

Wilson, & Moore 1979, Eilers, Gavin, & Wilson 1979) concluded that mere exposure to 

the phonemic system of a particular language has an effect on infants' perception of 

speech. However, in response to this research, MacKain (1982) pointed out that in actual 

speech, phonetic categories are produced with a large degree of variation, and overlap 

between categories. Since there are no clear boundaries between categories, she argued 

that an infant could not leam the phonetic categories of a language without having some 

added information to indicate which sounds are linguistically contrastive in that language. 

That is, the infant must be aware that they are experiencing sounds that are phonemically 

contrastive in the language, before their perceptual system will be influenced by the 

contrast in question. Though MacKain did not explicitly appeal to minimal pairs, her 

argument does require that the contrastive sounds be assigned some meaningful 

difference, one which is not based on raw acoustics. According to this account, phonemic 

contrast learning (which must on this account arise from knowledge of word meanings) 

must precede language-specific speech perception. This is in essence the minimal pair-

bcised hypothesis. Similar suggestions have been put forth by Jusczyk (1982, 1985), 

Lewis (1936), Menyuk (1968), and Nakazima (1970). 

Werker & Tees (1984), who first documented the age at which speech perception 

shifts from language-general to language-specific also speculated that such a 

reorganization might occur due to the acquisition of native language words. Infant speech 

perception becomes language-specific around 8 months of age, when infants are 
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beginning to show evidence of a receptive vocabulary. This shift is well-established by 

the age of 12 months, an age at which many infants begin to produce their first words. 

Because of the similar chronology, the proposal of a link between word-learning and the 

shift in speech perception is a natural one. 

2.3.1 Phonetic categories are learned before minimal pairs 

The fact that word learning and acquisition of native language phonetic categories 

begin at the same stage of development lends itself to a minimal pair-based account. If 

infants begin to leam word meanings at about the same time that they begin to leam 

which sounds are contrastive in their language, it is plausible to hypothesize that phonetic 

category learning arises on the basis of having learned word meanings. However, the 

minimal pair-based hypothesis actually requires not just that infants know word 

meanings, but that they know pairs of words that demonstrate phonemic contrasts (e.g. 

bear vs. pear). In other words, if the reorganization of speech perception is based on the 

knowledge of minimally contrastive words, no reorganization should be evident before a 

child knows any minimal pairs. 

Because infants begin to acquire native language phonetic categories by the age of 

6 months for vowels (Kuhl 1991, Polka & Werker 1994) and 8 months for consonants 

(Werker & Tees 1984; Best, McRoberts, & Sithole 1988), the minimal pair-based 

hypothesis predicts that infants have learned minimal pairs that contrast vowels by 6 

months, and pairs that contrast consonants by 8 months. However, infants have not been 

shown to possess a large receptive vocabulary before the age of 12 months. Studies 
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assessing the early receptive lexicon place the onset of word comprehension at 8 or 9 

months, but prior to about 12 months the lexicon typically contains fewer than 50 words 

(Benedict 1979, Halle & Boysson-Bardies 1994, Caselli et al. 1995). These studies vary 

in their manner of assessing which words children understand, with studies utilizing 

questionnaires filled out by the mother providing the most generous estimates of infant 

comprehension (Clark & Hecht 1983). Estimates of the number of words understood at 

the age of 8 months range from zero, based on experimenter observation (Benedict 1979), 

to 36, based on mother's report (Caselli et al. 1995). 

Additionally, the words that infants do know at 6 and 8 months may not include 

any minimal pairs. Caselli et al. (1995) performed an extensive cross-linguistic study on 

the content of the expressive and receptive lexicons of English-learning and Italian-

learning infants between 8 and 16 months of age. According to their findings, the 50 

words most likely to be in the early receptive lexicon of English-learning babies do not 

include a single minimal pair. For Italian-learning babies, they found a single minimal 

triplet (nonno "grandpa," nonna "grandma," nanna "sleep/bedtime")," which differed 

minimally with respect to vowels, not consonants. 

" The goal of the Caselli et al. study was to compare the proportion of nouns vs. verbs in the early lexicon. 
As such, it did not provide any measure of how detailed the infants' lexical representations of words were. 
For this reason, it is impossible to know whether infants who do happen to know minimal pairs actually 
know that the two words are pronounced differently. For example, an Italian infant who recognizes the 
words nonno and nonna might actually believe that he/she knows just one word which means 
"grandparent" (i.e. that the word-final [o] and [a] correspond to the same phonetic category). 
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2.3.2 Learning word meanings interferes with phonetic discrimination 

Further evidence against the Minimal Pair Hypothesis comes from the fact that 

infants do not appear to discriminate between words that form minimal pairs until several 

months after they have begun to acquire language-specific phonetic categories. Lewis 

(1936) describes a study in which a German-learning child was trained to clap his hands 

in response to the phrase bitte bitte (a line of a song). By 10 months of age, the child 

would clap in response to bitte bitte, spoken with ordinary intonation, and would not clap 

in response to lala lala, pronounced with the same intonation. However, at this age the 

child would also clap in response to kippe kippe, apparently indicating that while he 

could discriminate bitte from lala, he could not discriminate bitte from kippe. 

In a more direct test of minimal pair discrimination, Shvachkin (1973) taught 

Russian-leaming infants nonsense words as names for toys. Between the ages of 10 and 

22 months, each child learned several minimal pairs, and discrimination was tested by 

asking the children to interact with one of the toys. Half of the children tested were able 

to discriminate all of the types of minimal pair contrasts by the age of 22 months, but 

many of the contrasts were not discriminated at 10 months. Furthermore, Shvachkin gives 

anecdotal evidence that the children were able to perceive the acoustic difference 

between minimal pairs before they could differentiate between minimal pairs as words. 

He tells of two talkative children aged 16 and 17 months, who often repeated words that 

they heard. They could accurately repeat words that formed minimal pairs {bak ~ mak 



56 

b 'it ~ m it, b 'ik ~ m 'ik), but when asked to choose one of the two items forming a 

minimal pair (i.e. "Which one is the bakT"), often made mistakes or looked confused. 

Shvaclikin's study indicates that the development of minimal pair discrimination 

follows the development of phonetic categories. Although infants discriminate minimally 

different acoustic strings according to native language phonetic categories from the latter 

half of the first year, it is not until a year later that they can distinguish between 

meaningful words forming minimal pairs. Shvachkin's findings were replicated by 

Edwards (1974) and Gamica (1971, 1973) for infants learning English. Both studies 

found that the ability to discriminate between minimal pairs of words develops over the 

course of the second year. 

Barton (1976) tested 20-24 month-olds on their discrimination of minimal pairs of 

words that the children produced in spontaneous speech. Since spontaneously produced 

words are likely to be the words a child is most familiar with and should have the most 

detailed representations of, these words should be well discriminated. However, even at 

this age. children made 11% discrimination errors on minimal pairs when both words 

were spontaneously produced by the child. For pairs in which only one of the words was 

familiar to the child, error rates were as high as 42%. Although infants have well 

established the phonetic categories of their language by the age of 12 months, at 24 

months they still have some trouble distinguishing between words that form minimal 

pairs. 

To provide a more controlled measure of infants' ability to discriminate minimal 

pairs, Werker & Pegg (1992) conducted a discrimination experiment in which infants 
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aged 14-16 months and 18-20 were presented with minimal pairs consisting of a real 

word known to the infant (e.g. dog) and a minimal pair unknown word (e.g. bog). They 

found that only the older group of infants was able to distinguish the minimal pair. Stager 

& Werker (1997) extended this study, showing that at 14-16 months infants can 

discriminate between non-minimal pairs of nonsense words (Jif and neem) which are 

presented as object labels, but do not differentiate between minimal pairs {bih and dih). 

When the same minimal pairs were presented without pictures of objects, however, the 

younger infants did discriminate them. These results indicate that although infants at 14-

16 months can perceive the difference in the way the minimal pairs sound, when they 

attend to what those words refer to they are no longer able to discriminate them. The 

researchers" interpretation of these findings is that for the younger infants, the efforts of 

word-learning interfere with their ability to discriminate fine phonetic detail. That is. 

when infants are beginning to leam word meanings, it interferes with the ability to 

discriminate phonetic contrasts. A subsequent study conducted by Prat et al. (1999) 

looked at infants' ERP responses to minimal pair changes in familiar words, and found 

that it is not until 20 months that infants can discriminate minimal pairs of words. These 

findings indicate that infants must develop more phonetically detailed representations for 

words before minimal pair discrimination is possible. 

2.3.3 The Minimal Pair Hypothesis must be wrong 

The research discussed above provides reasons to doubt the minimal pair 

hypothesis. According to this hypothesis, infants must know the meanings of words 
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forming minimal pairs before acquiring phonetic categories. The facts that the receptive 

lexicon is small at the age of 8 months, that the early lexicon does not appear to contain 

many minimal pairs, and that infants do not appear to be capable of discriminating 

minimal pairs until they are several months older, indicate that the Minimal Pair 

hypothesis must be wrong. In the following section, I provide evidence in favor of the 

alternative, Distribution-Based hypothesis. 

2.4 The Distribution-Based Hypothesis 

An alternative to the Minimal Pair hypothesis is that infants leam phonetic 

categories on the basis of information accessible from the acoustics of the ambient 

language. In particular, this second hypothesis argues that infants keep track of 

distributional information about the speech sounds that they hear, such as how often they 

hear particular sounds, and in what phonetic or phonological contexts those sounds occur. 

2.4.1 The innateness hypothesis 

Proponents of the innateness hypothesis, most notably Noam Chomsky (e.g. 

1971), have often put forth what is known as the "poverty of the stimulus argument." 

According to this argument, spoken language is only an imperfect reflection of the 

linguistic competence ultimately achieved by adult speakers of a language. Complex 

linguistic structure is therefore not well enough represented in the spoken language that 

children hear for children to leam language as quickly and completely as they do. 

Therefore, in order to account for how efficiently children acquire language, some 
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aspects of language must be pre-specified in the human brain (these aspects make up 

what is known as the "universal grammar")-

Any distribution-based hypothesis about language acquisition runs counter to at 

least some aspects of the innateness hypothesis, because distribution-based acquisition 

occurs on the basis of regularities in the linguistic input that a child hears. In other words, 

distributional accounts argue that there is enough structure evident in spoken language to 

enable a learner to acquire the properties of the language/ A distribution-based account 

of phonetic category acquisition, for example, argues that infants can utilize information 

about how frequently particular sounds are produced in the language, in particular 

phonetic contexts, to determine which acoustic contrasts are relevant for distinguishing 

meanings in the language. In the following sections I will describe the history of 

distribution-based approaches to language acquisition, and argue that a general cognitive 

mechanism by which humans automatically track distributional information can account 

for phonetic category acquisition. 

2.4.2 Proponents of the Distribution-Based Hypothesis 

From the 1930s through the 1950s the dominant framework in linguistics was 

American Structuralism (Anderson 1985). The primary tenet of the Structuralist 

movement was that linguistic analyses should focus on the empirically observable aspects 

of language, rather than positing abstract mental structures. Because of this restriction, 

^ A distribution-based account does not, of course, exclude the possibility that innate factors play a role in 
language acquisition. Any theory of acquisition assumes that certain aspects of language are learned on the 
basis of exposure to the language. However, positing that a general learning mechanism can account for 
some aspect of language acquisition reduces the potential role played by an innate, universal grammar. 
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one focus that linguists had during this era was to document distributional regularities in 

surface forms, regularities that might enable a child to learn the language on the basis of 

what they heard spoken around them. 

Harris (1955) provided one such analysis, which argued that the transitional 

probabilities between neighboring phonemes in spoken language could predict where 

morpheme boundaries lied. Specifically, Harris proposed that the listener begins with the 

first phoneme in an utterance, and calculates the number of phonemes that could 

potentially come next, as based on the utterances heard previously in a language. For 

example, the utterance "he's quicker" [hizkwikar] begins with the phoneme Ihl. The 

listener then asks how many phonemes he/she has encountered following an /h/. 

According to Harris, 9 phonemes may occur after IhJ: /w, y, i, e, ae, 3, o, u/,"* in words 

such as what, human, he, hate, hat, hunting, hope, and who, respectively. The listener 

then hears the second phoneme, and calculates the number of phonemes that can follow 

the string [hi], which according to Harris are /p, t, k, d, g, 6, s, tf, z, 1, m, n, h, y/, a total of 

14 possible successors. And the process continues in this manner throughout the 

utterance. What Harris noted was that with this method of predicting the following sound, 

the number of next-possible-phonemes is very high at a morpheme boundary. That is, 

when the next phoneme belongs to a new morpheme or word, there are fewer phonotactic 

restrictions on which segment can occur next. Thus, the number of phonemes that can 

occur after /hiyz/ is 29, because the next word could begin with any phoneme of English. 

^ Personally, I would list a different set of phonemes as occurring after /h/; /j, a, ae, i, i, e, e, u, o, o, a-, a/. 

Presumably the differences between Harris' and my own list of possible successors to /h/ derives from 
differences in linguistic analysis as well as dialect. 
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Harris' proposal was that listeners keep track of these transitional probabilities between 

phonemes, and posit that the peaks in probability correspond to morpheme boundaries.' 

The American Structuralist movement gave way to Generative Linguistics in the 

1960s. which is still the dominant framework for linguistic theory. In Generative 

Linguistics, linguists once again believe that abstract mental structure is an important 

topic for linguistic analyses. In fact, the focus within the Generativist movement has been 

primarily on underlying forms, as well as on how they map onto surface forms. That is, 

surface forms are interesting only in as much as they relate to underlying forms. For this 

reason, there has been little focus on the distributional regularities of surface forms in 

Generative Linguistics. 

Recently, however, research in the areas of psycholinguistics, language 

acquisition, and computational linguistics, has had a renewed focus on distributional 

regularities. Researchers in these areas have noted that surface regularities might provide 

the cues necessary for a child to acquire the underlying structure of a language, and that 

such cues might continue to be useful through adulthood for parsing spoken language 

into its constituent parts. Such studies have shown, for example, that computational 

models can utilize the distribution of phonemes in surface forms to find word boundaries 

(Elman 1990, Brent & Cartwright 1996) and morpheme boundaries (Baroni 2000), and 

can utilize the surface distribution of words in sentences to determine which syntactic 

categories the words belong to (Cartwright & Brent 1997, Redington & Chater 1998, 

' The goal of Harris' algorithm was to provide a model of how parsing might occur on the basis of 
distributional information. In other words, rather than accounting for how children learn words, his model 
accounted for how adults might break up the speech stream in order to understand an utterance. 
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Redington, Chater, & Finch 1998). Other studies have shown that infants require 

information about the surface distribution of words in order to acquire grammatical 

structure (Gomez «& Gerken 1999), that infants are aware of the relative frequency of the 

phoneme sequences in their language (Jusczyk et al. 1993, 1994), and that infants, 

children, and adults are able to utilize the distribution of syllables in fluent speech in 

order to parse the speech into words (Saffran, Aslin, & Newport 1996, Saffran, Newport, 

& Aslin 1996, Saffran et al. 1997). 

2.4.3 Humans are frequency counters 

Keeping track of distributional information requires, in part, the ability to 

calculate an event's frequency of occurrence. For example, it would not be possible to 

determine the probability that one phoneme will follow another if one were not aware of 

how frequently that sequence of phonemes had occurred in the past.^ But in fact humans 

do have the ability to keep track of the frequency with which events occur, not only for 

language events, but for all sorts of events that they encounter. Adults and children have 

been shown to calculate the frequency of event occurrence (or co-occurrence) accurately 

and automatically, without intending to do so (Hasher & Zacks 1984; Ellis, Palmer, & 

Reeves 1988; Hasher, Zacks, Rose, & Sanft 1987; Stadler 1992). Studies investigating 

subjects' awareness of frequency typically present subjects with lists of items (e.g. 

English words, syllables of English, letters of the alphabet, occupations), and have 

'' Simple frequency calculation is only one component of calculating transitional probabilities. The details 
of transitional probability calculation will be discussed in more depth in Section 2.4.5. 
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subjects rank order them with respect to how frequently they occur. For example, 

subjects are very accurate in judging that the word bacon is more frequent than pastrami, 

that the syllable [tem] is more frequent in spoken English than the syllable [lek], that the 

letter "b" occurs more frequently in written English than "v", and that there are more 

lawyers than there are tailors.^ Furthermore, based on experiments conducted with 

children (Hasher & Chromiak 1977, Hasher & Zacks 1979, Goldstein, Hasher, & Stein 

1983), this ability has been argued to be age-invariant (as strong in children as in adults, 

indicating that it might be present from birth). 

The ability to accurately judge the relative frequency of events also extends to 

those events which have occurred only a few times, within an experimental setting. For 

example. Hasher et al. (1987) conducted an experiment in which they presented subjects 

with a Stroop test, whose items occurred once, twice, or four times during the course of 

the experiment. In the Stroop test, pictures of objects were presented, along with a 

semantically related word. For example, a picture of a cigar was presented with the 

written word pipe. The subjects were instructed to name each picture, ignoring the 

printed words. The essence of a Stroop task is in the presence of such interfering 

semantically related words, which make picture naming more difficult. Following the 

Stroop task, there was a frequency judgment task, in which subjects were presented with 

the items from the Stroop task (along with filler items which had not occurred in the 

Stroop task), and asked to indicate how many times each item had been presented during 

the preceding task. 

^ The frequency calculation research has been conducted in the United States, with American subjects. 
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Subjects were divided into three groups. One group of subjects was informed 

about the Stroop task, and was told that their goal should be to name the pictures as 

quickly as possible. They were not informed that there would be a frequency task. A 

second group of subjects was told that they should name the pictures in the Stroop task, 

but that their goal should be to remember how frequently each item was presented^, for 

the purposes of the following frequency task. They were not instructed to attempt to 

finish the Stroop task quickly. A third group was informed about both tasks, and told that 

they should have two goals: to name the pictures quickly, and to remember the frequency 

of each item. 

The results of the experiment showed that subjects were very accurate in their 

frequency judgments. The average judged frequencies of items presented once, twice, and 

four times, were 1.25, 2.66, and 4.07, respectively. Furthermore, there was no effect of 

subject group, indicating that knowing about the frequency test in advance did not boost 

subjects' performance. These results demonstrate that the ability to judge the frequency 

of event occurrence is accurate even for events that have occurred only a few times, in an 

experimental setting, and that this ability is "automatic"; that is, it is unaffected by a 

person's intention to keep track of such information. 

2.4.4 Infants are sensitive to the distribution of native language phonotactics 

The fact that humans seem to naturally calculate the frequency of events of many 

^ Tlie Hasher et al. (1987) Stroop task contained 72 items, so it is unlikely that intentional frequency 
calculation would be a very successful strategy, given memory limitations. 
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different types lends support to the notion that we might also utilize such an ability for 

learning language. In fact, research on infant language development has demonstrated 

that infants do keep track of how frequently things occur in their language. One such 

study was conducted by Jusczyk, Luce, and Charles-Luce (1994), who asked whether 

infants are aware of the relative frequency of phonotactic patterns in their language. They 

presented English-learning 9-month-old infants with nonsense words made up of 

phoneme sequences which were either common in English (e.g. mubb), or legal in 

English but occurring less frequently (e.g.jurth). The infants preferred to listen to the 

words with frequently occurring phonotactics, indicating that they recognized the 

difference between the frequent and infirequent patterns. 

2.4.5 Infants and adults can utilize statistical information to segment speech 

Experimental research has also shown that adults and infants can utilize 

distributional information in order to segment words from fluent speech in a language 

they have never heard before. This ability was initially hypothesized by Harris (1955), 

and was shown to be useful for computational parsing models (Brent & Cartwright 1996), 

and so Saffran, Newport, & Aslin (1996) extended the research by testing adults on this 

ability. In this study, adult subjects were presented with continuous synthetic speech 

composed of four 3-syllable nonsense words (tupiro, golabu, bidaku, and padoti), 

pronounced without stress or any information about word boundaries. The researchers 

hypothesized that subjects might be able to extract the words from this stream of speech 

on the basis of the transitional probabilities between syllables. Syllables within the same 



66 

word are more likely to occur next to each other, in a particular order (e.g. the sequence 

[labu] in /golabu#padoti/). while syllables from different words only occur next to each 

other if the two words happen to be adjacent (e.g. the sequence [robi] in /tupiro#bidaku/). 

Determining the transitional probability between two elements requires more than simple 

frequency calculation. The formula for calculating transitional probabilities is given in 

Figure 2.1. 

Figure 2.1: Formula for Calculation of Transitional Probability 

Frequency of pair XY 
Frequency of X 

As shown in Figure 2.1, transitional probability is determined by the frequency with 

which a particular pair of elements occurs, divided by the frequency of the first element. 

In other words, it is the probability that element Y will occur, given the occurrence of X. 

After listening to this continuous speech for 21 minutes, the subjects in this 

experiment were given a test in which they were presented with three types of items: 

"words" from the training phase (e.g. golabu). "part-words" (sequences of 3 syllables 

that had occurred during training, but crossed a word boundary: e.g. padoti#bidaku). and 

"non-words" (3 syllables presented in random order: e.g. tidgku). Subjects marked on a 

response sheet which sequences they believed they had heard during the training phase. 

The results showed that subjects were most likely to indicate that they had heard the 

"words," somewhat less likely to indicate that they had heard the "part-words," and least 

likely to indicate that they had heard the "non-words." These responses reflect the 
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transitional probability of the syllables presented during the training phase. That is, 

sequences of syllables that formed "words" occurred more frequently than "part-words;" 

and "non-words" had never occurred during training. These results demonstrate adults' 

ability to utilize distributional information about syllable co-occurrence for the purposes 

of segmenting speech into words. 

A follow-up study (Saf&an, Aslin, & Newport 1996) extended these findings to 

infants. In this study, 8-month-old infants were presented with a 2 minute stream of 

continuous speech, composed of the same synthetic stimuli as in the adult study. Infants 

were then presented with "words," "part-words," and "non-words" in a series of 

preferential listening experiments. Infants demonstrated their discrimination of the 

stimuli by showing a novelty preference, listening longer to the "part-words" and "non-

words" than the "words." These results indicate that the ability to segment speech on the 

basis of distributional information about syllable co-occurrence is present in infancy, and 

can be utilized by infants for the purposes of learning the words of their language.^ 

More recent research has demonstrated that the abilit>' to utilize distributional 

cues for segmentation is not specific to humans, or to speech sounds. Aslin et al. (1999) 

conducted an experiment analogous to those discussed above, showing that Tamarin 

monkeys also listen longer to the "words" than the other types of test items. And Saffran 

et al. (1999) presented 8-month-old infants with tone sequences, rather than nonce words, 

and found that infants listen longer to the "tone words" than to "tone part-words," etc. 

'' In a subsequent study (Aslin, Saffran, & Newport 1998) these authors pointed out that the results of the 
Saffran, Aslin, & Newport (1996) study could have been obtained if the infants had simply attended to the 
frequency of syllable pairs (i.e. the frequency of XY). In their 1998 study they controlled for this possibility 
and determined that the infants were indeed calculating transitional probabilities, not simple frequency. 
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Taken together, this research demonstrates the generality of the ability to keep track of 

statistical regularities. Humans are not the only primates to have this ability, and it can be 

used for purposes other than segmenting speech. 

2.4.6 Neural correlates of acquired phonetic categories 

The findings of the above studies indicate that infants have access to detailed 

information about the distribution of elements in their language. This type of information 

could potentially also be used for learning a language's phonetic categories. Although it 

has not yet been demonstrated experimentally that phonetic categories are learned in this 

way, researchers have begun to propose neural models which utilize distributional 

information for the purposes of phonetic category formation. 

Guenther «& Gjaja (1996) proposed a computational model of speech perception, 

which demonstrates on a neural level, how phonetic categories might be acquired on the 

basis of the statistical distribution of phonetic exemplars encountered in a language. Prior 

knowledge of linguistic categories such as phonemes (i.e. the Minimal Pair hypothesis) is 

not necessary for their model, since it self-organizes on the basis of simple exposure to a 

distribution of exemplars. In their model, exposure to a particular language leads to 

nonuniformities in the distribution of the firing preferences of neural cells in the auditory 

system. Over time, proportionately more neurons become devoted to firing in response to 

the most fi-equently heard sounds. This results in clusters of neurons that reflect the 

phonetic categories of the language. These clusters, in turn, give rise to the phoneme-

based effects on speech perception. 
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2.5 Conclusion 

This chapter has delineated two hypotheses to explain how infants acquire the 

phonetic categories of their native language. Under the Minimal Pair hypothesis, infants 

must know word meanings in order to determine which phonetic contrasts correspond to 

a difference in meaning. On this hypothesis, infants learn word meanings before they 

learn phonetic categories. Under the Distribution-Based hypothesis, infants can acquire 

phonetic categories on the basis of the distribution of sounds that they hear spoken in the 

language. This hypothesis does not require that infants know word meanings before 

acquiring phonetic categories. 

Despite the initial appeal of the Minimal Pair hypothesis, because infants begin to 

show evidence of word learning and phonetic category acquisition at roughly the same 

age, this hypothesis appears to be wrong. If it were correct, infants would know the 

meanings of words that form minimal pairs before they began to show evidence of 

language-specific phonetic categories. This does not appear to be the case. Infants do not 

possess a very large receptive lexicon at the ages at which phonetic category acquisition 

becomes evident (6 months for vowels, and 8 months for consonants). Furthermore, the 

words that infants do know at an early age may not include many (if any) minimal pairs. 

And when infants are in the process of learning new words, they do not appear to have 

access to the fine phonetic details that are necessary to discriminate minimal pairs. 

There is evidence, though, suggesting that the Distribution-Based hypothesis is 

plausible. Keeping track of distributional information such as the firequency of event 
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occurrence and co-occurrence appears to be a basic and automatic human ability. Adults 

and infants have been shown to utilize this kind of ability for the purposes of leaming 

aspects of language, and neural models have demonstrated that a distribution-based 

account of phonetic category formation is neurally plausible. 

Having provided a strong argument in favor of the Distribution-Based hypothesis, 

what remains is to show that humans are actually capable of leaming phonetic categories 

in this way. Although infants and adults have been shown to utilize distributional 

information for leaming other aspects of language, the acquisition of phonetic categories 

on this basis has not been tested. In Chapter 3,1 describe an experiment conducted in 

order to demonstrate humans' ability to leam phonetic categories on the basis of 

distributional information. 
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CHAPTERS: EXPERIMENT 1, MONOMODAL vs. BIMODAL DISTRIBUTIONS 

3.1 Introduction 

This experiment was designed to provide direct evidence of humans' ability to 

form language-specific phonetic equivalence classes on the basis of distributional 

information alone. Although the reasoning underlying the distribution-based hypothesis is 

based on the findings of experiments conducted using infant subjects, the goal of the 

experiments presented here was to provide initial evidence that humans are able to utilize 

distributional information for learning phonetic categories. For this reason, the following 

experiments were conducted using adult subjects. In order to test the distribution-based 

hypothesis, I presented adult English speakers with an artificial language comprising a 

simple phonemic system in which there was phonetic variation within categories. 

Subjects listened to isolated words from the language, and then were given a task in 

which they were required to make phonemic judgements. 

In order to assess the effect of exemplar distribution on subjects' performance, I 

created a continuum of speech sounds. The continuum itself was intended to simulate the 

phonetic variation of phoneme exemplars in natural speech, and subjects were presented 

with these exemplars within one of two types of distribution (see Figure 3.1 for a 

schematic illustration of the two types of distribution). 
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Figure 3.1: Monomodal vs. Bimodal Distributions 

of 
Occurrence 

Frequency 

Continuum of Speech Sounds 

- = Monomodal distribution 
• = Bimodal distribution 

The rationale behind this experimental design rests on the assumption that the distribution 

of phonetic exemplars produced in a language reflects the language's system of phonemic 

contrasts. For example, we can think of the speech sound continuum illustrated in Figure 

3.1 as a voice-onset time (VOT) continuum, such that sounds produced at the leftmost 

values have a shorter VOT (i.e. they are voiced sounds, such as [b]), and sounds 

produced at the rightmost values have a longer VOT (i.e. they are voiceless sounds, such 

as [p*^]). In actual speech, sounds are produced with a large degree of phonetic variation, 

so in any given language sounds are likely to be produced along the entire range of the 

continuum. However, in a language which uses voicing contrastively, to distinguish 

between word meanings (e.g. in English [b] and [p''] are contrastive, as evidenced by 

word pairs like bear vs. pear), presimiably most of the tokens produced will fall into two 

clusters (e.g. one cluster corresponding to [b] and one to [p**]),' forming a bimodal 

' The phonetic context in which a sound occurs plays a role in the calculation of its fi-equency distribution 
as well. There is a third voicing category in English - voiceless unaspirated - that occurs only after /s/ in 
words such as spare. Because the unaspirated category never occurs in syllable-initial position, it does not 
figure into the calculation of syllable-initial VOT distributions. This issue will be discussed in depth in 
Chapter 5. 
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distribution, as illustrated by the broken line in Figure 3.1. In contrast to English, a 

language such as Lardil, in which voicing is not contrastive, would presumably show a 

monomodal VOT distribution, as illustrated by the solid line in Figure 3.1. Like English, 

Lardil speech sounds must be produced at a variety of VOT values, but because in Lardil 

there is only one voicing category, the most frequent sounds will fall into a single cluster. 

In Experiment 1, one group of subjects was presented with a continuum of speech 

sounds in a monomodal frequency distribution, such that the stimuli from the center of 

the continuum were presented more often than the continuum endpoints. This distribution 

simulates a phonemic system (like Lardil) in which these exemplars correspond to a 

single phoneme. A second group of subjects was presented with the same speech sound 

continuum, but in a bimodal frequency distribution, such that the stimuli fi^om near the 

endpoints of the continuum were presented more often than the center stimuli. This 

distribution simulates a phonemic system (like English) in which these exemplars 

correspond to nvo different phonemes. In other words, for the monomodal group the 

continuum represents a single category, whereas for the bimodal group the continuum 

represents a phonemic contrast. If the distribution-based hypothesis is correct, then 

subjects presented with a monomodal distribution should group the continuum stimuli 

into a single phonetic category, while subjects presented with a bimodal distribution 

should group the continuum stimuli into two different phonetic categories. 
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3.2 Contrast Used: /d/ ~ /t/ 

Research on the perception of non-native speech sounds has shown that for many 

types of speech sounds, adults have difficulty perceiving distinctions which are not 

phonemic in the native language; while non-native contrasts which are similar to those in 

the native language are readily perceived (Best, McRoberts, & Sithole 1988). However, 

the goal in this experiment was to bias only one group of subjects into distinguishing a 

phonemic contrast, while the other group of subjects should hear the same stimuli without 

distinguishing a contrast. Because of this, it was necessary to use a type of contrast that 

adult English speakers are able to perceive, but that is not so similar to an English 

phonemic contrast that all of the subjects would treat it as phonemic. 

The contrast between English voiced /d/ and voiceless unaspirated /t/ (as in 

' stay") is just such a contrast. Although both of these sounds come from English, they do 

not constitute a phonemic contrast in English, since they never occur in the same 

environment (i.e. unaspirated /t/ only occurs after /s/ in English, while voiced /d/ never 

does). Wlien these two sounds are presented in the same phonological environment 

(specifically, in word-initial position), they are both perceived as /d/ by native English 

speakers (Lotz et al. 1960). For example, if the initial /s/ is excised fi-om a production of 

the word stay, English speakers will report that it is the word day. Although both sounds 

are perceived as members of the same phonetic category, Pegg & Werker (1997) found 

that in a discrimination task adult English speakers are still able to perceive differences 

between these sounds. These two findings demonstrate that /d/ and unaspirated /t/ provide 

a contrast that English speakers do not readily distinguish, yet are able to discriminate. 
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It is also important to point out that although the distinction between voiced /d/ 

and voiceless unaspirated /t/ is phonemic in many languages (e.g. Spanish, French, 

Japanese), the particular sounds used in this experiment (and in Pegg & Werker 1997) are 

taken from English syllables beginning with fdl and /st/. Although the IdJ—IXl distinction 

in English has been characterized as a "voicing" distinction, actual tokens of /d/ and /st/ 

do not differ in terms of voice onset time. Instead, in my own measurements (c.f. 

measurements reported by Pegg &. Werker 1997), the difference between English /d/ and 

/t/ are in the formant onset frequencies for the following vowel, as well as in the quality 

of the consonant release burst (/d/ having a sharper burst than /t/). More details on these 

measurements are provided below, in the Stimuli section. For these experiments, though, 

the cues that distinguish these two sounds are of little consequence, so long as the stimuli 

satisfy two criteria: that they not be readily distinguished by English speakers, but still be 

discriminable. However, it is notable that this particular contrast does not appear to be 

phonemic in any language. 

3.3 Subjects 

Subjects were 32 native English speakers enrolled in courses at the University of 

Arizona who received course credit for their participation, or who volunteered to 

participate. 23 were females, 9 were males. Ages ranged from 18-41 (mean = 23). All 

reported themselves to have normal hearing and no language impairment. 

Subjects were randomly assigned to one of two groups for training. One group of 

subjects was presented with a monomodal distribution of experimental stimuli during 
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training. A second group of subjects was presented with a bimodal distribution of 

experimental stimuli during training. The two distributions are described below, in the 

Stimuli section. 

3.4 Stimuli 

The experimental stimuli were three continua composed of 8 tokens each, ranging 

from [da] to [ta], from [dae] to [tas], and from [dr] to [tt]. The stimuli were re-synthesized 

using Kay Elemetrics ASL, from natural American English productions of the syllables 

[da], [sta], [dae], [stas], [dr], and [stt]. For each continuum, the tokens for the "voiced" 

half were re-synthesized from a natural /d/ syllable, and the "voiceless" half from a 

natural /st/ syllable. This was to ensure that the differences in burst quality between /d/ 

and /t/ were retained. 

For each continuum, the formant transitions for the /d/ and /t/ syllables were 

altered to create an 8-step continuum from /d/ to /t/. Measurements of natural productions 

indicated that the formant transitions of /d/ syllables are more extreme (i.e. there is a 

greater difference between the formant onset frequency and the frequency of formants in 

the center of the vowel) than those of /st/ syllables. This difference was implemented in 

the re-synthesized stimuli, with the endpoint /d/ token having an F2 onset frequency 

which was 525 Hz more different from F2 at the vowel center than that of the endpoint /t/ 

token. The difference between endpoint /d/ and /t/ Fi onset was 175 Hz. In addition, pre-

voicing was included in the /d/ half of the continuum. F3 was not altered, because it did 
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not differ between /d/ and /t/. These acoustic measurements are summarized in the 

Append ix ,  in  Tab le  Al .  

During the training phase, subjects were presented with the experimental d~t 

stimuli as well as filler stimuli. Filler stimuli were syllables beginning with the 

consonants /m/ and /I/ (/ma/, /mae/, /mr/, /la/, /lae/, and /Ir/). There were four tokens 

(different utterances) of each filler syllable, each presented twice per block of training, 

for a total of 48 filler stimuli per block of training. The experimental stimuli from each of 

the three continua were presented a total of 16 times per block of training (see Subject 

Groups section for a detailed explanation of the frequency of experimental stimuli 

presentation during the training phase), for a total of 48 experimental stimuli per block. 

The total set of 96 stimuli was pseudorandomized to form a training block, which was 

presented a total of 4 times during the training phase. 

During the test phase, subjects were presented with the following types of word 

pairs: Experimental-Different, Experimental-Same, Filler-Different. Filler-Same, and 

Filler-Identical. Experimental-Different pairs (henceforth "D~T pairs") were composed 

of the endpoint tokens of an experimental continuum (e.g. /da/~/ta/, token 1 vs. token 8). 

Experimental-Same pairs were composed of a single endpoint token from an 

experimental continuum (e.g. /da/~/da/, token 1 presented twice). Filler-Different pairs 

were composed of two different filler syllables (e.g. /ma/~/la/). Filler-Same pairs were 

composed of two nonidentical exemplars of a single filler syllable (e.g. /ma'/~/ma^/). 

Filler-Identical pairs were composed of a single filler syllable exemplar presented twice 

(e.g. /ma'/~/ma'/). The different types of test pairs are summarized below in Table 3.1. 
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Table 3.1: Types of Test Pairs Presented in Experiment I 

Test Pair Type Abbreviation Example Pair 
Exjjerimental-Different D~T Pairs /da7~/ta7 
Experimental-Same Exp-Same /da'/~/da7 
Filler-Different Fill-Diff /ma/~/la/ 
Filler-Same Fill-Same /ma'/~/maV 
Filler-Identical Fill-ID /ma'/~/ma'/ 

The D~T Pairs were the items of interest. It was predicted that the two subject 

groups would differ in their responses to these pairs. If subjects are able to extract 

phonetic categories on the basis of the distribution of exemplars, subjects from the 

Monomodal training group should believe that there is only one phoneme represented by 

the /d/~/t/ stimuli, and should therefore respond "SAME" to these items. Subjects from the 

Bimodal training group, however, should believe that there are two phonemes 

represented by these stimuli, and should respond "DIFFERENT" to these items. 

The second item type, Experimental-Same, was included as a control for the D~T 

pairs. Because the experimental continuum stimuli had been re-synthesized, it was 

possible that subjects would detect that these stimuli were odder-sounding than the filler 

syllables. If subjects responded "DIFFERENT" to Experimental-Same pairs (actually 

composed of two identical exemplars), this would be taken as an indication that 

"DIFFERENT" responses to D~T pairs actually reflected the oddness of the stimuli, rather 

than differentiation between the two words in a pair. 

The remaining three item types included filler syllables. The third type, Filler-

Different, consisted of pairs of words that were clearly different. These pairs were 
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included to ensure that some items would be responded to as "DIFFERENT" by all 

subjects. For the fourth and fifth types, Filler-Same and Filler-Identical, subjects were 

expected to respond "SAME". If subjects responded "DIFFERENT" to Filler-Same pairs, it 

would indicate that subjects were attending to fine-grained acoustic cues, rather than cues 

indicating a phonemic contrast. If subjects responded "DIFFERENT" to Filler-Identical 

pairs, it would indicate that subjects were not attending to the task. 

3.5 Subject Groups 

As discussed above, the two groups of subjects differed with respect to the 

distributional frequency of stimuli presented during training. One group was presented 

with a monomodal distribution of each continuum, in which the tokens from the center of 

each continuum were presented four times as often as the endpoint tokens. A second 

group was presented with a bimodal distribution, in which the tokens from the near the 

endpoints of each continuum were presented four times as often as the center tokens. In 

this way, both groups of subjects were presented with all tokens along each continuum, 

the only difference being the frequency of stimulus presentation. Also, both groups heard 

endpoint tokens 1 and 8 from each continuum only once per block. This was because 

tokens 1 and 8 were used as the contrasting stimuli during the test phase (see Method 

section), and we wanted to ensure that both groups had heard the test stimuli the same 

number of times. The number of presentations of each token for Groups I and 2 are 

shown in Figure 3.2. 
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Figure 3.2: Number of Presentations (Per Block) for AH Three Continua, Monomodai 
vs. Bimodal Training Groups 
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3.6 Method 

3.6.1 Instructions 

Subjects were informed that in this experiment they would be listening to a 

language they had never heard before, with the purpose of learning about the sounds of 

the language. After listening to some words from the language, they would be given a 

task in which they would hear pairs of similar-sounding words, and would have to decide 

whether each pair was the same word repeated twice, or two different words in this 

language. Subjects were then given a practice task, during which they heard 10 pairs of 

English words, half of which were "SAME" pairs (two utterances of the same word), and 

half of which were "DIFFERENT" pairs (two English words differing only in a single 

consonant). Subjects were instructed to mark either "same" or "different" on a response 

sheet to indicate their answers. The inter-stimulus interval (ISI) within each pair was 750 

msec, and between trials there was a 2 second pause, during which subjects recorded their 

responses. 
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3.6.2 Training Phase 

During the training phase, subjects were presented with words from the artificial 

language presented in list form, with an ISI of 750 msec. No information was provided 

regarding the meaning of these words in the language. As discussed in the Stimuli 

section, the words included ail of the stimuli from the three experimental continua 

(presented with the frequency distributions appropriate for each subject group), as well as 

filler stimuli. The block of 96 training stimuli (discussed in the Stimuli section, above) 

was presented four times in sequence, for a total listening time of 9 minutes. In order to 

help the subjects maintain their attention to the stimuli, they were given a check-sheet 

with 384 empty boxes on it (one for every stimulus presented during training), and 

instructed to check off a box every time they heard a word. Subjects were told that their 

task during this phase of the experiment was simply to listen carefully to the words of this 

language, and the way that the words sounded; and that the purpose of the check-sheet 

was simply to help them pay attention to the words. 

3.6.3 Test Phase 

After completing the training phase, subjects were given a decision task, in which 

they were presented with pairs of stimuli and asked to indicate on a response sheet 

whether the two stimuli in each pair were the same word repeated twice, or two different 

words in this language. Subjects were reminded that this task was the same one they 

initially performed using English words. They were instructed to listen carefully to each 
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pair since all pairs would be very similar sounding; and that if they were unsure of their 

response, they should make their best guess and then be prepared to listen to the next 

pair. 

3,7 Results 

To calculate each subject's performance on the test, responses were scored as 

either "correct" or "incorrect." Experimental-Same, Filler-Same, and Filler-Identical 

pairs were scored as correct if the subject responded "SAME". Filler-Different pairs were 

scored as correct if the subject responded "DIFFERENT." For the D~T pairs, although 

neither response was technically incorrect, for the purposes of scoring, "DIFFERENT" 

responses were considered "correct". Because of this last scoring choice, subjects from 

the bimodal training group, who were expected to distinguish the experimental contrast 

more often, were expected to receive higher scores on the test. 

A 2 Training Group x 5 Test Pair Type ANOVA was performed on the number-

correct data. There was a significant effect of Test Type (F(4, 120) = 109.48, p < .0001), 

with subjects from the monomodal training group scoring lower than those from the 

bimodal group, but no main effect of Group (F(l, 30) = 4.07, p > .05). There was also a 

significant interaction between Group and Test Type (F(4, 120) = 4.58, p < .01). The 

results for both Training Groups on all Test Pair Types are illustrated in Figme 3.3, 

below. 
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Figure 3.3: Experiment 1, Results for both Training Groups on all Test Pair Types 
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Planned pairwise comparisons revealed that the only significant effect of Group was for 

the D~T Pairs, with subjects fi-om the monomodal training group scoring lower on the 

than subjects from the bimodal training group (t(31) = 2.19, p < .05). 

3.8 Discussion 

Subjects from the bimodal training group were more likely to respond 

"DIFFERENT" to the D~T pairs than were subjects from the monomodal training group. 

These results are consistent with the hypothesis that the sounds from the d~t continuum 

represent two phonetic categories for the bimodal group, and a single phonetic category 
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for the monomodal group. In other words, pairs like [da]~[ta] form a minimal pair for 

subjects from the bimodal group, but are simply two exemplars of a single word (non-

phonemic phonetic variation) for subjects from the monomodal group. These differences 

between the two subject groups were evident during the test phase of the experiment, 

when both groups completed identical tests. Because the only difference between the two 

subject groups was in the distributional frequency of exemplars presented during the 

training phase, the differences in their performance during the test phase can only be 

attributed to their sensitivity to the training distribution. 

This finding confirms the hypothesis that humans can utilize distributional 

information in order to form phonetic categories. The group that was trained on a two-

cluster distribution was more likely to indicate that the stimuli corresponded to two 

phonetic categories, than was the group trained on a one-cluster distribution. Importantly, 

the only information available to the subjects to account for differences between the 

subject groups was in the distributional frequency of training stimuli. 

3.9 Conclusion 

This first experiment demonstrated that humans are sensitive to distributional 

information about phonetic exemplars, and are able to utilize this information for the 

purposes of forming phonetic categories. Clearly the distribution of training stimuli had 

an effect on subjects' performance during the test phase. However, there are three 

questions raised by these findings. First, we cannot determine from these results precisely 

how the training phase affected subjects' performance. Aslin & Pisoni (1980) argue that 
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there are three^ basic ways in which language experience may affect linguistic 

competence. The first is what we can call the Maintenance hypothesis, in which a learner 

comes to the language learning task with some ability, but then requires specific 

experience in order to maintain that ability. In the case of the present experiment, prior to 

training subjects may be likely to discriminate the D~T Pairs (i.e. if tested prior to 

training, all subjects may provide bimodal-like responses), but only subjects in the 

Bimodal training group received the necessary bimodal reinforcement to maintain the 

/d/~/t/ distinction. 

A second possibility is what we can call the Facilitation hypothesis, in which a 

language learner comes to the task without some ability, but then specific experience 

facilitates the development of that ability. In the case of the present experiment, prior to 

training subjects may be unlikely to discriminate the D~T Pairs (i.e. if tested prior to 

training, all subjects may provide monomodal-Iike responses), but subjects in the 

Bimodal training group received the necessary bimodal reinforcement to develop the 

ldJ~lxJ distinction. 

The third possibility we can call the Underspecijication hypothesis, in which a 

particular linguistic ability is initially unspecified, such that whatever experience a 

learner encounters determines whether or not they develop the ability. For example, in 

the present experiment if tested prior to training, all subjects may provide somewhat 

intermediate responses, part-way between those results observed for the Monomodal and 

" Aslin & Pisoni (1980) give four ways in which experience may affect linguistic ability. The fourth is for 
experience to have no effect, and for the ability to develop according to some genetically specified 
maturational schedule. However, because experience clearly did play a crucial role in differentiating the 
two subject groups in the present experiment, this fourth possibility is not discussed here. 
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Bimodal training groups. During training, then, both groups would be affected by their 

experience, such that discrimination of the D~T Pairs was facilitated for the Bimodal 

training group and inhibited for the Monomodal training group. Since there was no pre

test component to Experiment 1 to determine native English speakers' baseline 

performance on discrimination of the D~T Pairs, there is no way to know which of these 

three hypotheses is correct. 

A second question regarding the results of this experiment is whether they can be 

replicated. In order to rule out the possibility that these results are due to accidental 

differences between the two subject groups, it is desirable to replicate the effect in a 

second experiment, using different subjects. Another possibility to be ruled out is that 

these results are in some way reflective of the particular stimuli used. For this reason, the 

second experiment was design to replicate the effect using a new type of stimuli. 

Finally, a third question raised by this experiment has to do with the specificity of 

this effect. The results of Experiment 1 highlight the importance of specific phonetic 

exemplars, because in order to determine which type of distribution is being presented, 

subjects must on some level keep track of how frequently they hear particular exemplars. 

But is the effect of the training distribution specific to these training exemplars, or have 

the subjects learned something more general about the language, such as a distinctive 

feature that can apply to different types of sounds in the language? If subjects from the 

bimodal training group have learned that in this language /d/ and /t/ are contrastive, will 

they then generalize this fact to an analogous contrast (e.g. /g/ vs. /k/) that was not 

encountered during the training phase? If so, it would be evidence that the distribution of 
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phonetic exemplars has a direct effect on subjects' formation of a phonemic system. The 

alternative hypothesis is that phonetic categories are only formed on the basis of positive 

evidence for such categories. In other words, a language learner will not posit that 

particular sounds are contrastive unless he/she has heard a bimodal distribution of those 

sounds. 

In Chapter 4,1 describe a second experiment in order to address the above 

questions. In Experiment 2 the baseline performance of native English speakers will be 

assessed by testing some subjects on their discrimination of the experimental contrasts 

without receiving any prior training. The stimuli used will be the original /d/~/t/ stimuli, 

as well as a new type of stimuli (/g/~/k/ stimuli), in order to replicate the findings of 

Experiment 1 using new subjects, both with the original stimuli and with a new type of 

stimuli. Finally, the specificity of learning will be assessed by training subjects on one 

type of contrast (e.g. /d/~/t/) and then testing their discrimination of a new, analogous 

contrast (e.g. /g/~/k/). 
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CHAPTER 4: EXPERIMENT 2, GENERALIZATION TO A NEW CONTRAST 

4.1 Introduction 

In this chapter I report an experiment designed to replicate and extend the 

findings of Experiment 1. In this second experiment, subjects were tested on their 

differentiation of two analogous contrasts in a new language. Only one contrast was 

presented during the training phase, but both contrasts were presented during the test 

phase. This made it possible to test whether subjects' differentiation (or lack thereof) of 

the test stimuli was specific to the stimuli presented during the training phase, or whether 

subjects had learned something more abstract about the language, such as a contrastive 

phonological feature. Two additional subject groups were tested without being given any 

training phase, in order to determine native English speakers' baseline differentiation of 

these stimuli. 

4.2 Goals of Experiment 2 

4.2.1 Baseline performance 

The first goal of Experiment 2 was to test the baseline performance of native 

English speakers on these contrasts, in order to better understand the effects of training 

on the monomodal and bimodal subject groups. In order to test this, two subject groups 

were tested without having been given any training phase. 

The test phase of Experiment 2 was conducted in two parts (discussed in greater 

detail below, in the Methods section). The subjects were tested on their differentiation of 
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one type of contrast during the first part, and the second contrast during the second part. 

In order to both control and test for ordering effects on subjects' responses, two control 

groups were run: one group was tested on the /d/~/t/ contrast first, the other was tested on 

the /g/~/k/ contrast first. 

One possibility is that these stimuli are readily discriminable to English speakers, 

such that they will be differentiated unless subjects are trained not to do so (i.e. the 

Maintenance hypothesis). If so, then the control groups' results should pattern like those 

of the subjects in the bimodal training groups. However, because neither of the two 

contrasts used are phonemically contrastive in English, it is possible that English 

speakers' baseline performance is to not differentiate these stimuli (i.e. the Facilitation 

hypothesis). If so, the control groups' results should pattern like those of the subjects in 

the monomodal training groups. A third possibility is that English speakers' baseline 

performance is midway between that of the monomodal and bimodal training groups (i.e. 

the Underspecification hypothesis), and that the training phase has an effect on the 

performance of subjects in both groups. 

4.2.2 Replication of Experiment I 

A second goal of Experiment 2 was to replicate the findings of the first 

experiment, which demonstrated that phonetic categories can be acquired purely on the 

basis of distributional information. Experiment 2 utilizes the original /d/~/t/ stimuli, as 

well as a new /g/~/k/ contrast (described in the Stimuli section below), which makes it 
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possible to replicate the findings of Experiment 1 with the same stimuli as before, as well 

as with a new set of stimuli. 

The distribution-based hypothesis predicts that there will be significant 

differences in the performance of the monomodal and bimodal training groups during the 

test phase of the experiment, in their differentiation of the trained contrast. As was found 

in Experiment 1, subjects who are presented with a bimodal distribution of particular 

stimuli during training are predicted to differentiate those stimuli more often than 

subjects presented with a monomodal distribution during training. 

4.2.3 Feature learning: Generalization of the learned contrast 

The third and final goal of Experiment 2 was to test the specificity of the learning 

that was evident in the first experiment. In particular. Experiment 2 was designed to test 

whether the acquisition of one contrast in a language would generalize to a second, 

untrained contrast. The results of the first experiment highlight the importance of 

particular phonetic exemplars for the acquisition of phonetic categories. In order to make 

use of information about the distributional frequency of stimuli presented during training, 

subjects must have, on some level, kept track of how often they heard particular 

exemplars. An important next question, then, is whether the learning which has occurred 

through exposure to a distribution of exemplars is specific to the exemplars encountered 

during training, or whether subjects have extracted something more abstract about the 

language, such as a contrastive feature? In other words, have subjects learned simply that 

there is a /d/~/t/ contrast in this language, or have they learned that there is some 
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phonological feature in this language, which might also be used to differentiate an 

analogous contrast, such as /g/~/k/? It is possible to test between these two hypotheses by 

testing subjects' differentiation of a second contrast, not presented at all during the 

training phase. Experiment 1 showed that subjects trained on monomodal vs. bimodal 

distributions of /d/~/t/ stimuli responded differently in their treatment of /d/~/t/ pairs at 

test. If subjects have learned a contrastive phonological feature, then subjects trained on 

monomodal vs. bimodal distributions of /d/~/t/ stimuli should also respond differently in 

their treatment of /g/~/k/ pairs (a contrast analogous to /d/~/t/) at test. 

A previous study conducted by McClaskey, Pisoni, & Carrell (1983) trained adult 

English speakers to identify a 3-way voicing contrast at one place of articulation (e.g. 

labial), and found that this learned 3-way distinction could transfer to a new place of 

articulation (e.g. alveolar) with only minimal prior exposure. Although native English 

speakers normally discriminate only a 2-way voicing contrast (i.e. between short-lag 

stops such as /b/ and long-lag stops such as aspirated /p/), in this study subjects were 

trained to identify three voicing categories: prevoiced, short-lag, and long-lag. After 

subjects had reached criterion on their identification of the three categories at the trained 

place of articulation, they were then presented with stimuli from a new place of 

articulation, and asked to identify the same three voicing categories. The results showed 

that subjects who were able to meet criterion on the trained stimuli were consistently able 

to identify the same three voicing categories at an untrained place of articulation. 

The McClaskey et al. (1983) study provides precedence for an investigation into 

the generalizability of a newly learned contrast, however its goals were somewhat 
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different from the present study. In the McClaskey et al. study, subjects were informed 

that the untrained stimuli fell into the same three categories that they had been trained to 

identify. However, the present study aims to investigate the learning process itself, to see 

whether the learner automatically assumes that the untrained stimuli fall into the same 

categories as the trained stimuli. If so, it would indicate that the acquisition of phonetic 

categories is a fundamentally abstract process; that the learner forms categories by 

assuming a system of phonological contrasts. This is an issue not addressed by the 

findings of McClaskey et al. 

In assessing generalization from one contrast to another, an important factor to 

consider is the markedness relationship between the two contrasts. The term 

"markedness" refers to regularities in language, such that certain linguistic elements are 

cross-linguistically favored over other elements. For example, sounds that are produced 

with the tip of the tongue ("coronal" sounds, such as /d/) are preferred over sounds 

produced with the body of the tongue ("dorsal" sounds, such as /g/). The preferred, or 

"unmarked," type of sound is often given special status in a language, as compared with 

the dispreferred, or "marked," sound. For example, languages tend to have more coronal 

contrasts (e.g. /d/~/t/) than they do dorsal contrasts (e.g. /g/~/k/). This fact is known as a 

"markedness implication," because the presence of a marked contrast (like /g/~/k/) in a 

language implies that the unmarked contrast (like /d/~/t/) is also present. 

Because of the asymmetrical nature of markedness implications, if markedness 

plays a role in the acquisition of phonetic categories then generalization is predicted to be 

asymmetrical. If markedness has an effect on generalization, then subjects trained on a 
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marked contrast (/g/~/k/) are predicted to assume the presence of the unmarked contrast 

(/d/~/t/) and thus generalize to the new contrast, but subjects trained on the unmarked 

contrast (/d/~/t/) are not predicted to generalize to a marked contrast (/g/~/k/). 

4.2.4 Experiment 2, Summary of experimental goals and predictions 

Experiment 2, then, has three goals. The first goal is to determine native English 

speakers' baseline performance in discriminating the experimental contrasts, in order to 

assess the effect of training on performance. The three hypotheses regarding the effect of 

training experience are Maintenance, Facilitation, and Underspecification. The 

Maintenance hypothesis predicts that subjects who do not receive training will perform 

like the Bimodal training groups. The Facilitation hypothesis predicts that subjects who 

do not receive training will perform like the Monomodal training groups. And the 

Underspecification hypothesis predicts that subjects who do not receive training will 

provide results intermediate between the Monomodal and Bimodal training groups. 

The second goal of Experiment 2 is to replicate the findings of Experiment 1, that 

subjects trained on a bimodal distribution are more likely to discriminate the trained 

contrast. Because Experiment 2 tests discrimination of a second contrast, it provides the 

opportunity to replicate the findings of the first experiment with a new set of stimuli. 

The third goal of Experiment 2 is to determine whether subjects have learned 

phonological features or have merely leamed the trained contrast. If subjects have learned 

features, then the bimodal training groups should be more likely than the monomodal 

groups to discriminate an untrained contrast that is analogous to the contrast of training. 
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If markedness plays a role in phonetic category acquisition, however, then not all subject 

groups are predicted to generalize. In particular, only those subjects who are trained on 

the marked contrast (/g/~/k/) are predicted to generalize to the less marked untrained 

(/d/~/t/) contrast. Subjects trained on the unmarked contrast (/d/~/t/) are not predicted to 

show generalization to the more marked untrained (/g/~/k/) contrast. 

4.3 Contrasts Used: /d/ ~ /t/ and /g/ ~ /k/ 

For the second experiment it was necessary to use two analogous contrasts that 

meet the criteria discussed in Chapter 3: namely, that they not be readily distinguished by 

English speakers, but still be discriminable. For the first of these contrasts, I used the 

same /d/~/t/ contrast as in Experiment 1. The second contrast was the analogous contrast 

between English voiced /g/ and voiceless unaspirated /k/ (as in "sky"). As with the /d/~/t/ 

contrast, although both /g/ and unaspirated /k/ are used in English, they do not constitute 

a phonemic contrast in English, since they never occur in the same environment (i.e. 

unaspirated /k/ only occurs after Is/ in English, while voiced /g/ never does). 

As with the /d/~/t/ contrast, /g/ and unaspirated /k/ in English do not differ with 

respect to voice onset time. In my own measurements, English /g/ and /k/ showed the 

same type of difference as did /d/ and /t/; that is, the truly voiced sounds (/d/ and /g/) had 

a more extreme transition between the formant onset frequencies and the frequencies at 

the vowel center, than did the voiceless unaspirated sounds (/t/ and /k/). More details on 

the acoustic properties of /g/ and /k/ are provided below, in the Stimuli section. 
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4.4 Subjects 

Subjects were 96 native English speakers enrolled in courses at the University of 

Arizona who received course credit for their participation. 84 were females, 12 were 

males. Ages ranged from 18-36 (mean = 21). All reported themselves to have normal 

hearing and no language impairment. An additional 16 subjects were tested, but their 

results were not included for the following reasons: 11 because English was not their 

native language, 2 because of failure to complete the test phase appropriately, 3 for 

experimenter error. Subjects were randomly assigned to one of six subject groups, until 

there was a total of 16 subjects in each group. The subject groups are described in detail 

in section 4.6 below. None of the subjects who participated in Experiment 2 had 

participated in Experiment 1. 

4.5 Stimuli 

The experimental stimuli were six continua composed of 8 tokens each. Three of 

the continua were the same as those used in Experiment 1, running from /d/ to 1x1. The 

remaining three continua ranged from [ga] to [ka], from [gae] to [kae], and from [gr] to 

[kr]. The stimuli were re-synthesized from natural productions by a native American 

English speaker, of the syllables [ga], [ska], [gae], [skae], [gr], and [skr]. For each 

continuum, the tokens for the "voiced" half were re-synthesized from a natural /g/ 

syllable, and the "voiceless" half from a natural /sk/ syllable. This was to ensure that the 

differences in burst quality between /g/ and /k/ were retained. 
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For each continuum, the formant transitions for the /g/ and Dd syllables were 

altered using Kay Elemetrics ASL software, to create an 8-step continuum from /g/ to /k/. 

Measurements of natural productions indicated that, as was also seen in the comparisons 

of /d/ and /t/, the formant transitions of /g/ syllables are more extreme (i.e. there is a 

greater difference between the formant onset frequency and the frequency of formants in 

the center of the vowel) than those of /sk/ syllables. This difference was implemented in 

the re-synthesized stimuli, with the same Fi and F2 differences between /g/ and /k/ as 

were used with /d/ and /t/. The endpoint /g/ token's F2 onset frequency was 525 Hz more 

different from F2 at the vowel center than that of the endpoint /k/ token, while the 

difference between endpoint /g/ and /k/ Fi onset was 175 Hz. As with the /d/ stimuli, pre-

voicing was included in the /g/ half of the continuum. Unlike with the /d/~/t/ stimuli, for 

/g/~/k/ F3 was also manipulated, because measurements of natural productions of /g/ and 

/k/ revealed that F3 varied with F2 (the onset fi-equency of F3 was always close to that of 

F2, regardless of how low F2 was). These acoustic measurements are summarized in 

Table A2 of the Appendix. 

Filler stimuli for all subject groups were identical to those used in Experiment 1. 

There were four tokens (different utterances of each filler syllable), each presented twice 

per block of training, for a total of 24 filler stimuli per block. 

During the two test phases (described in detail in section 4.6.2 below), subjects 

were presented with only the endpoint /d/ and 111, or /g/ and /k/, stimuli. These stimuli 

were paired with themselves (e.g. /ga/~/ga/) on "same" trials, paired with each other (e.g. 

/ga/~/ka/) on experimental "different" trials, or paired with filler items (e.g. /ga/~/ma/) on 
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filler '"different" trials. As in Experiment 1, filler pairs consisted of pairs of identical filler 

stimuli (e.g. the same utterance of /ma/ repeated twice), pairs of nonidenticai filler stimuli 

(e.g. two different utterances of /ma/), and pairs of different filler stimuli (e.g. /ma/~/la/). 

4.6 Subject groups 

With the exception of the control groups, subject groups differed with respect to 

Training Stimuli (/d/~/t/ vs. /g/~/k/), and Distribution (monomodal vs. bimodal), resulting 

in the following four groups: DT Monomodal, DT Bimodal, GK Monomodal, and GK 

Bimodal. In addition, there were two control groups which did not receive any training. 

The two control groups differed with respect to which test phase they completed first 

(D~T pairs first, or G~K pairs first). These two groups were labeled Control DG and 

Control GD. 

The /d/~/t/ training groups were presented with the identical acquisition phase as 

subjects in Experiment 1, while the /g/~/k/ training groups were presented with an 

analogous training phase, which included /g/~/k/ stimuli rather than /d/~/t/ stimuli. As 

discussed for Experiment 1, during the training phase the bimodal subject groups heard 

stimuli near the endpoints of the experimental continuum more often than the center 

tokens, while the monomodal subject groups heard the center tokens most fi-equently. The 

two control groups did not receive any training phase at all. 
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4.7 Method 

The instructions, English practice task, and training phase were conducted in the 

same manner as in Experiment 1, with the exception that subjects in the control groups 

did not receive the training phase. Experiment 2 differed from Experiment 1 in its 

addition of a second test phase. The two test phases are described below. 

The first test phase was basically identical to that of Experiment I. Subjects were 

presented with pairs of words, and asked to indicate whether the two words in a pair were 

the same word in the language, or two different words. This test phase included the same 

five types of word pairs as in Experiment 1. As in Experiment 1, all experimental stimuli 

presented during Test Phase I were stimuli heard during the acquisition phase. That is, 

subjects who were trained on the /d/~/t/ stimuli did not hear any /g/~/k/ stimuli during 

Test Phase 1; likewise, subjects who were trained on the /g/~/k/ stimuli did not hear any 

/d/~/t/ stimuli during the first test phase. 

The second test phase was identical to the first, except that the stimuli from the 

experimental continua heard during training were replaced by the analogous stimuli, from 

the continua not heard during training. That is, subjects who were trained on the IdJ—lxl 

stimuli heard Igl—fkJ stimuli rather than Idl-lxl stimuli during Test Phase 2; subjects 

trained on the /g/~/k/ stimuli heard ldJ~l\l stimuli rather than l^~IVJ stimuli during the 

second test phase. For the two control groups, one group (Control DG) completed the 

IdJ-lxJ test phase first, and the other (Control GD) completed the /g/~/k/ test phase first. 

The types of experimental stimuli presented during each phase of Experiment 3 are 

summarized in Table 4.1. 
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Table 4.1: Experimental Stimuli Presented During Phases of Experiment 2 

DT 
Monomodal 

DT 
Bimodal 

GK 
Monomodal 

GK 
Bimodal 

Control 
Group DG 

Control 
Group GD 

Training 
/d/~/t/, 

monomodal 
distribution 

/d/~/t/, 
bimodal 

distribution 

/g/~/k/, 
monomodal 
distribution 

/g/~/k/, 
bimodal 

distribution 

none none 

Test Phase 1 /d/~/t/ /d/~/t/ /g/~/k/ /g/~/k/ 

Test Phase 2 /g/~/k/ /g/~/k/ /d/~/t/ IdJ-lxJ ldI~lxJ 

4.8 Results 

As in Experiment 1, performance was calculated by scoring each response as 

either "correct" or "incorrect". Filler-Different pairs were scored as correct if the subject 

responded "DIFFERENT", and the remaining filler pairs (Filler-Same, Filler-Identical, and 

Test-Same) were scored as correct if the subject responded "SAME". The experimental 

contrast pairs (D~T Pairs and G~K Pairs) were scored as correct if the subject responded 

"DIFFERENT". Because of this last scoring choice, as in Experiment 1 subjects in the 

bimodal training groups were expected to score higher than subjects in the monomodal 

training groups. This difference was expected for the trained contrast, because the results 

of Experiment 1 indicated that the distribution of training stimuli affects subjects' 

discrimination of the trained contrast. For the untrained contrast, this same difference 

would demonstrate subjects' ability to generalize the phonological feature manipulated in 

the trained contrast to new stimuli exhibiting the same feature. 

A 6 Training Group x 7 Test Pair Type ANOVA was performed on the number-

correct data. There was a significant main effect for Pair Type (F(6, 540) = 1023.65, p < 

.0001), but not for Training Group (F(5, 90) = 1.52, p = .1918). The main effect of Pair 
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Type, as in Experiment 1, reflects the fact that subjects' responses were less consistent 

overall on the experimental pairs (D~T Pairs and G~K Pairs) than on the filler items. In 

addition, there was a significant interaction between Training Group and Pair Type (F(30, 

540) = 9.2, p < .0001). This interaction reveals the fact that there were differences in the 

performance of the training groups on particular test pair types. The results for all 

training groups on all test pair types are summarized in Figure 4.1 (a-c) below. 

Figure 4.1: Experiment 2, Results for AH Training Groups, AH Test Pair Types 

(a) DT Training Groups (Monomodal vs. Bimodal) 
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Correct 
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Same Same Same 

Test Pair Type 
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(b) GK Training Groups (Monomodal vs. Bimodal) 

100% 

Percent 60% 
Correct 

Responses 40% • Monomodal 

• Bimodal 
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(c) Untrained Control Groups (Control DG vs. Control GD) 

100% 

80% 
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Correct 

Responses 40% • Control OG 

• Control GO 
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Test Pair Type 

Pairwise t-tests were also conducted, in order to examine between-group differences in 

further detail. These results are discussed in the following sections. 
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4.8.1 Control Groups 

The first goal of Experiment 2 was to determine the baseline performance of 

native English speakers on their differentiation of these stimuli. There was no significant 

difference in the performance of the two control groups on either type of contrast (D~T 

pairs: t(30) = .354, p = .726; G~K pairs, t(30) = .506, p = .616), indicating that there were 

no ordering effects on subjects' performance. 

4.8.2 Trained Contrasts 

The second goal of this experiment was to replicate the findings of Experiment 1. 

Subjects in the DT Bimodal training group were more likely to differentiate the /d/~/t/ 

test pairs than were subjects from the DT Monomodal training group (t(30)= 2.475; p < 

.01), replicating the results of Experiment I with the same stimuli as before. In addition, 

subjects in the GK Bimodal training group were more likely to differentiate the /g/~/k/ 

test pairs than were subjects from the GK Monomodal training group (t(30) = 1.87; p < 

.05), replicating the results of Experiment 1 with a new set of stimuli. The results for 

these four subject groups on the contrasts of training (D~T pairs for the DT Monomodal 

and DT Bimodal training groups, and G~K pairs for the GK Monomodal and GK 

Bimodal training groups) are presented in Figure 4.2, below. For comparison. Control 

Group responses are also shown. Although for the control groups there was no "trained" 

contrast, the results in Figure 4.2 show the control group responses for the first test phase 
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(i.e. the test phase that corresponds to the trained contrast for the other four subject 

groups). 

Figure 4.2: Experiment 2, Results for Trained Contrasts 
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In the above graph of resuks, one obvious result is that the GK training groups 

scored lower overall on the trained contrast. However, it is important to note that the 

crucial comparisons are between the monomodal and bimodal groups for each type of 

training stimuli. These results represent the responses of DT training groups to D~T 

Pairs, and the responses of GK training groups to G~K Pairs, and thus the difference in 

performance between DT training and GK training groups on the trained contrast (i.e. the 

GK training groups scored lower overall on the trained contrast) should be taken to 

reflect differences in the /d/~/t/ vs. /g/~/k/ stimuli. Therefore, no direct comparison can be 

made between DT training and GK training groups on the trained contrast. 
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4.8.3 Untrained Contrasts 

The final goal of this experiment was to determine whether a learned contrast will 

generalize to an untrained analogous contrast. There was no significant difference 

between monomodal and bimodal groups trained on either type of stimuli (DT training 

groups: t(30) = 1.142, p = .265; GK training groups: t(30) = .823, p = .381), indicating a 

lack of generalization to the untrained contrast for both types of stimuli. The results for 

each training group on the untrained contrast are illustrated in Figure 4.3, below. 

Figure 4.3: Experiment 2, Results for Untrained Contrasts 

60% 
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"different" 
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• Bimodal 
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Control Group results are again shown for comparison. In this case, the control group 

results are taken from their responses during the second test phase (i.e. the test phase 

corresponding to the untrained contrast for the other subject groups). The untrained 

contrast for the DT training groups was /g/~/k/, while the untrained contrast for the GK 
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training groups was ldl~lxl. Thus, once again, the crucial comparison is between the 

monomodal and bimodal groups for a single type of training contrast. No direct 

comparison can be made between the DT and GK training groups on the untrained 

contrast. 

4.9 Discussion 

The first goal of the second experiment was to determine the baseline 

performance of native English speakers on their differentiation of these stimuli, in order 

to better understand the effects of training. For the trained contrast, control group 

responses were between those of the monomodal and bimodal training groups, although 

in most cases these differences were not significant. However, the Underspecification 

hypothesis may best explain these results, as they appear to indicate that the training 

phase had an effect on both monomodal and bimodal training groups. 

The results of Experiment 2 accomplished the second goal by replicating the 

findings of Experiment 1. The subject group exposed to a bimodal distribution of ld/~lxl 

stimuli during the training phase was significantly more likely to indicate that the D~T 

test pairs represented a phonemic contrast than were subjects trained on a monomodal 

distribution of /d/~/t/ stimuli. Similarly, the subject group exposed to a bimodal 

distribution of /g/~/k/ stimuli during the training phase was significantly more likely to 

indicate that the G~FC test pairs represented a phonemic contrast than were subjects 

trained on a monomodal distribution of /g/~/k/ stimuli. These results replicate the 

findings of Experiment 1 with the original stimuli as well as with a new set of stimuli. 
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The third and final goal of Experiment 2 was to determine whether learners had 

acquired phonological features by testing whether the newly acquired contrast would 

generalize to an analogous but untrained contrast. The fact that there was no difference in 

the performance of the monomodal and bimodal groups on the untrained stimuli indicates 

that there is no generalization to untrained stimuli. 

This finding contrasts with that of the McClaskey et al. (1983) study, which found 

that a newly learned contrast readily transferred to untrained stimuli. However, as 

discussed above, the McClaskey et al. study tested subjects' ability to correctly classify 

stimuli when told that those stimuli should correspond with three categories. The present 

study addressed the question of whether learners automatically assume that a newly 

learned contrast should extend to untrained stimuli. The results of the present study 

indicate that they do not. The contrasts acquired on the basis of exposure to a distribution 

of phonetic exemplars appear to be specific to the training stimuli, rather than abstract 

phonological features that can be applied to analogous types of sounds. Furthermore, 

because no generalization was evident at all, these results do not provide evidence to bear 

on the issue of language-specific constraints on phonetic category formation. 

4.10 Conclusion 

Experiment 2 solidifies the findings of Experiment I by replicating the effect of 

the frequency distribution of phonetic exemplars on the formation of phonetic categories. 

These results provide fiorther support for a distribution-based model of phonetic category 

acquisition. However, subjects' responses to the untrained stimuli did not reveal any 
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evidence of generalization to an analogous contrast. As such. Experiment 2 did not find 

evidence that subjects had extracted a phonological feature corresponding to the /d/~/t/ 

and /g/~/k/ contrasts. 

The lack of evidence for feature acquisition in this experiment, though, should not 

be taken as evidence that learners do not acquire features at some point. Subjects' lack of 

feature acquisition in this experiment might instead be due to limitations of the stimuli 

presented during training in Experiment 2. In the following chapter, I will discuss several 

possible means by which learners might acquire features. 
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Chapter 5: Phoneme Acquisition 

5.1 Introduction 

The experiments reported in Chapters 3 and 4 demonstrated that adults are able to 

utilize information about the distributional frequency of phonetic exemplars, in order to 

acquire elementary phonetic categories. They do so automatically, without being 

instructed about this aspect of the experiment, and the differences between training 

groups are evident after only nine minutes of training. The learning that took place after 

the minimal exposure provided by the training phase of these experiments, however, 

appears to be highly specific to the exemplars presented during training. Rather than 

having acquired an abstract contrastive feature of this language that could extend to new 

stimuli not encountered during training, subjects appear to have learned only about the 

contrastive properties of the training stimuli. As discussed in Chapter 4, ftirther testing is 

necessary to determine the precise level of specificity of the learning involved in 

acquiring phonetic categories. 

Although the reported experiments were conducted using adult subjects, the 

proposed distribution-based model of phonetic category learning is intended to account 

for the acquisition of native language phonetic categories during infancy. It remains to be 

demonstrated whether infants can utilize distributional information to form phonetic 

categories, as the adults in these studies did. However, previous research has 

demonstrated that infants do have access to statistical, distributional information with 

regard to other aspects of language. Saffran et al. (1996) showed that infants are able to 
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calculate the transitional probabilities between adjacent syllables in order to segment 

speech into words, and Jusczyk et al. (1994) demonstrated that infants are aware of the 

relative frequency of sound sequences in their language. If infants are able to utilize 

distributional information in this way in order to track sequences of linguistic elements, it 

is reasonable to hypothesize that they are also able to utilize this type of information for 

learning phonetic categories. 

In this chapter, I will describe phonological development in detail, beginning with 

the distribution-based acquisition of phonetic categories, and then discussing how such 

categories might develop into more abstract representations. In addition to knowing 

which sounds are contrastive in a language, linguists assume that phonological 

competence also entails treating phones exhibiting the same phonological feature as a 

class and treating certain phones as allophones of a single phoneme. Although the 

experiments reported in Chapters 3 and 4 do not provide evidence of these aspects of 

phonological development, I will discuss various hypotheses for how the learner might 

acquire them. 

5.2 Distribution-based acquisition of phonetic categories 

As discussed in Chapter 2, phonetic categories are the psychological correlates of 

the contrastive aspect of phonemes. To linguists, however, phonemes have another 

important aspect: the fact that they surface in different phonetic guises (i.e. as allophones) 

depending on phonetic and phonological context. Phonetic categories do not incorporate 

the allophonic aspect of phonemes, because phonetic categories are only those categories 
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that are consistently produced according to some phonetic parameter. For example, in 

English, voiceless stops such as /p, t, k/ are produced with aspiration in syllable-initial 

h h h position (e.g. pear [p EJ], tear [t EJ], care [k EJ]). When these stops occur in a consonant 

cluster following an /s/, they are produced without aspiration (e.g. spare [spEi], stare 

[stej], scare [skEj]). Since syllable-initial voiceless stops are consistently produced with 

aspiration in English, and post-/s/ stops are consistently produced without aspiration, 

stops of these two types (e.g. [p] and [p**]) form different phonetic categories, despite the 

fact that they correspond to the same abstract phonemic category (e.g. /p/). 

5.2.1 The importance of context 

A distribution-based model of phonetic category learning must incorporate 

phonetic context, in order to account for the phonetic category-based effects on 

developmental speech perception. As discussed in Chapter I, the phonetic categories of a 

person's language affect their perception of speech sounds, such that two sounds that 

correspond to the same phonetic category are difHcult to discriminate, and two sounds 

corresponding to different phonetic categories are easy to discriminate (Liberman et al. 

1957, Best et al. 1988). In their study of the English phonetic categories, voiced [d] 

versus voiceless imaspirated [tPegg & Werker (1997) found that there was a 

consistent difference in the way that these two sounds were produced, indicating that the 

two sounds correspond to two different phonetic categories. The difference between the 

[d] and [t"''] stimuli was detectable, as evidenced by the fact that two subjects 

consistently discriminated the syllables [da] and [t ^'a]. However, overall, subjects' 
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discrimination of these sounds was far below what would be expected for phonetic 

categories that occur in the same phonetic or phonological position (e.g. [d] vs. [t''], 

which both occur in syllable-initial position). Furthermore, in an infant experiment, Pegg 

& Werker found that although English-learning infants between 6 and 8 months of age 

could discriminate these two sounds, infants aged 10 to 12 months (more advanced in 

their acquisition of the English phonetic system) could not. 

The difficulty of the adults, and the inability of the older group of infants, in the 

Pegg & Werker study to discriminate [da] and [t "''a] is indicative of the fact that [d] and 

[t ''] are not contrastive in syllable-initial position. Recall that in actual spoken English, 

[t"''] is only produced in the environment following an [s], while [d] never occurs in this 

environment. Although [d] and [t ''] are produced with consistent differences in each of 

their respective contexts, they are not produced with consistent differences in any single 

context. For example, there is no consistent difference between [d] and [t"''] in syllable-

initial position (i.e. because [t"''] never occurs in this position). 

These facts demonstrate that context plays an integral role in the acquisition of 

phonetic categories. In particular, I propose that learners acquire phonetic categories by 

tracking the frequency of phonetic exemplar occurrence with respect to a given phonetic 

or phonological context. In other words, if two sounds occur in two different phonetic 

contexts, they do not count towards the same distribution. This makes it possible for a set 

of phonetic exemplars to form a bimodal distribution in one context (e.g. syllable-initial), 

and a monomodal distribution in another context (e.g. syllable-final). Such a phenomenon 

is known to linguists as "neutralization" of a contrast, and is common cross-linguistically 
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(e.g. German word-final voicing neutralization, English foot-medial flapping of alveolar 

stops, Korean stop neutralization in coda position). 

Phonetic or phonological context, for our purposes, could be any of a number of 

things. It might be the immediately adjacent phonetic segments, position in a syllable, or 

position in a word. Previous research has demonstrated that infants as young as 7-8 

months are sensitive to prosodic constituents in speech (Hirsh-Pasek et al. 1987), and are 

able to segment words from fluent speech (Jusczyk & Aslin 1995; Saffran et al. 1996). In 

theory, any of this contextual information could be brought to bear on the formation of 

phonetic categories. Of course, a model of phonetic category formation will ultimately 

have to determine which types of contextual information actually figure into the 

distributional analysis. If the formation of phonetic categories is a very low-level process, 

it might be that only the immediately adjacent sounds are relevant. 

One important thing to note is that in the experiments reported in Chapters 3 and 

4. the consonants of interest all occurred in word-initial position, before vowels. In 

English, the consonants that occur in this context would not typically be considered by 

linguists to undergo allophonic variation (i.e. any /d/ occurring at the beginning of a 

word, followed by a vowel, is generally considered to be a member of the allophone set 

[d]). However, as it is not yet clear how finely grained we should define phonetic context 

for the purposes of category formation, it is possible that each following vowel could 

function as a different context. What this would mean is that each vowel context would 

define its own set of phonetic categories (i.e. /d/ before /a/ would be one phonetic 

category, /d/ before /ae/ would be another category, etc.). If so, then in the experiments 
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reported in Chapters 3 and 4, the subjects in the bimodal training condition were learning 

6 phonetic categories ([d] x 3 vowel contexts, [t] x 3 vowel contexts), while the subjects 

in the monomodal training condition were learning only three. This question can be 

answered by future research. If subjects are able to discriminate the experimental contrast 

in a vowel context not presented during training (e.g. train them on [da], [dae] and [dr], 

but test them on [do]), it will indicate that they have formed a phonetic category which is 

not vowel-specific. 

5.2.2 Tracking context-sensitive distributions 

For the reasons discussed above, if an infant is to acquire phonetic categories on 

the basis of distributional information, he/she must also encode information about the 

context that sounds occur in. That infants are able to do this has already been 

demonstrated. Jusczyk, Luce, and Charles-Luce's (1994) study on infants' knowledge of 

native language phonotactics indicates that 9-month-oIds have information about the 

phonetic context that a segment may occur in. This study showed that English-learning 

infants could differentiate between nonce words with high-frequency phonotactics (e.g. 

mubb) versus legal English nonce words with low-frequency phonotactics (e.g. Jurth). In 

order for these infants to differentiate between high- and low-frequency sound sequences, 

they need to have kept track of how often they have heard such sequences produced in 

English. In other words, the infants in this study demonstrated their awareness of the 

phonetic and/or phonological context in which particular segments occur in English. 
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5.3 Learning phonological features 

In addition to learning phonetic category, another important aspect of 

phonological development has to do with phonological features. In Experiment 2, 

subjects were unable to generalize what they had leamed about the training contrast and 

apply it to the untrained stimuli presented during the test phase. This was interpreted to 

indicate that the subjects had not learned phonological features, but rather were forming 

narrowly defined phonetic categories. 

However, we should not take this preliminary evidence to mean that learners 

never acquire phonological features. There is abundant linguistic evidence indicating that 

features are an integral component of phonology, and it would be difficult to explain why 

this is the case if features were not psychologically real for the speakers of a language. In 

particular, phonological processes often act upon natural classes of sounds, classes of 

sounds which are defined by a shared feature or set of features. Phonological processes 

do not act upon random groups of sounds. For example, obstruents in German are 

devoiced word-finally (e.g. Hund [hunt] 'dog' ~ Hundes [hundss] 'dogs'; Weg [vek] 

'road' ~ Wege [vegs] 'roads'), obstruents being sounds that share the feature [-sonorant]. 

A phonological pattern that is unattested in the world's languages would be if word-final 

devoicing applied to the set of sounds {b, z, m, 1}, while not applying to {d, g, d3, n, r}. 

This is explained by the fact that the set of sounds {b, z, m, 1} is not uniquely defined by 

any set of features. The feature that the sounds {b, z, m, 1} have in common, [+ voice]. 
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also applies to the set {d, g, d3, n, r}. But it is difficult to account for the fact that such 

languages do not exist if the speakers of a language do not encode phonological features. 

5.3.1 Hypotheses for acquiring features 

If language learners are to acquire phonological features, how might they do so? 

The assumption made in Experiment 2 was that learners could extract features from the 

acoustics of the speech they heard. The acoustic differences between /d/ and /t/ were in 

the onset frequencies of the first two formants (with /d/ having a more extreme vowel 

onset-to-nucleus transition than /t/) and in the presence of prevoicing for /d/ tokens. The 

acoustic differences between /g/ and /k/ were analogous, with /g/ having more extreme 

vowel onset-to-nucleus transitions than /k/, as well as having prevoicing. So although 

there were not obvious physical similarities between /d/ and /g/ (other than the presence 

of prevoicing), or between /t/ and /k/, the type of acoustic difference corresponding to the 

IdJ ~ /t/ contrast also differentiated the 1^) ~ Dd contrast. 

The results of Experiment 2 demonstrated that adults are not capable of making 

use of such cues to features, at least under the conditions of the experiment. In this 

section I discuss hypotheses for how learners might leam phonological features. 

5.3.1.1 Hypothesis I: Acoustic similarities, multiple contrasts 

One hypothesis for feature acquisition is that learners can indeed make use of 

similarities in acoustic differences signaling a contrast, as was assumed for Experiment 2, 

but that they must first be exposed to multiple contrasts demonstrating the same feature. 



116 

As discussed in Chapter 4, in Experiment 2 subjects were not presented with the second 

contrast until the final phase of the experiment: Test Phase 2. However, it is plausible that 

learners require multiple examples of a category in order to leam the category. In the case 

of learning features, learners might require previous exposure to multiple contrasts 

demonstrating the same acoustic difference. For example, although subjects in 

E.xperiment 2 did not generalize to the untrained contrast, according to this hypothesis 

subjects would generalize if they had been trained on both /d/ ~ 1x1 and /g/ ~ /k/, and 

generalization was tested by presenting a third analogous contrast such as fb/ ~ /p/. 

On this hypothesis the information a learner requires for learning features comes 

from acoustics and distributional cues, the same types of information necessary for 

learning phonetic categories. Distributional information is necessary because the learner 

must first (or simultaneously) leam phonetic categories, in order to know the contrasts 

that demonstrate the feature in question. The learner must then note the similarity in what 

distinguishes two or more contrasts (in the case of /d/ ~ /t/ and /g/ ~ /k/ it is in the formant 

transitions and prevoicing). Because infants have this information about their language by 

the age of about 9 months, on this hypothesis phonological features could also be 

acquired at this age. 

5.3.1.2 Hypothesis 2: Learning features via phonotactics 

A second possible route to feature acquisition is through phonotactic patterns. 

Languages often place similar phonotactic restrictions on segments that form a natural 

class. As discussed above, German does not permit word-final voiced obstruents. 
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Capitalizing on such restrictions might enable a language learner to group those sounds 

which share a set of phonotactic properties as comprising a category - in essence, a 

category defined by a shared set of phonological features. 

As with the first hypothesis, on this account feature acquisition arises on the basis 

of distributional information. Because of this, a phonotactic account of feature acquisition 

also allows for very early acquisition of features - as early as 9 months. 

One important point to note is that of the two hypotheses discussed so far, the first 

hypothesis is the simpler one. This is true because the second hypothesis entails the first. 

On both accounts, the learner must have experienced multiple examples of a feature 

before acquiring the feature. On the first hypothesis, acoustic-based acquisition, multiple 

examples is all that a learner requires to learn a feature. On the second hypothesis, 

phonotactics-based acquisition, the learner must experience multiple examples of a 

feature which exhibit the same phonotactic restrictions. 

Because the first hypothesis is simpler, in testing feature acquisition in future 

research, it is the first that should be addressed. If it turns out that learners do not 

generalize to an untrained contrast on the basis of the mere exposure to multiple trained 

contrasts, then the phonotactics-based hypothesis should be tested. To do so would 

require presenting multiple contrasts in various contexts, but neutralizing the contrast in a 

particular context. For example, both members of a contrast (/d/ and /t/, as well as /g/ and 

/k/) might appear in syllable-initial position, but only one member of each contrast (e.g. 

l\J and /k/) might be allowed in syllable-final position. The phonotactics-based account 

predicts that features are acquirable in such a case, and that the subjects in such an 
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experiment would then generalize to a new contrast such as /b/ ~ /p/ (but that they would 

not generalize if the segments in question occurred in only one context, as in Experiment 

2). 

5.3.1.3 Hypothesis 3: Learning features via morphological alternations 

A third hypothesis for feature acquisition argues that acoustics and distributional 

cues do not provide enough information to enable a learner to acquire features. This 

hypothesis might be correct if it turned out that learners cannot extract the abstract 

acoustic similarities between analogous contrasts. It is possible that the calculation of 

similarity-of-differences required to determine that, for example, the /d/ ~ /t/ contrast is 

similar to the /g/ ~ /k/ contrast, is not a calculation that humans can perform. It is also 

possible that a given language might not exhibit phonotactic restrictions which would 

enable a learner to acquire some feature. If either of these were the case, how might 

learners acquire features? 

Evidence for features which does not rely on the above factors comes from 

morphological alternations that demonstrate featural changes. Such alternations are 

evident cross-linguistically. For example, in Turkish a process knovm as vowel harmony 

creates alternations in the vowels of suffixes that are conditioned by the vowel quality of 

the root words to which they attach. Example data are shown in Table 5.1 below (data 

from Clements & Sezer 1982). 
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Table 5.1: Turkish Vowel Harmony 

Nominative singular Genitive singular 
a. ev ev-in 'house' 
b. ip ip-in 'rope' 
c. g0z g0z-yn 'eye' 
d. gyl gyl-yn 'rose' 
e. orman orman-in 'forest' 
f. akjam akjam-in 'evening' 
g. pul pul-un 'stamp' 
h. vapur vapur-un 'steamer' 

The data shown in Table 5.1 demonstrate that in the suffix signaling genitive case in 

Turkish, the quality of the vowel is variable. In particular, though it is always a high 

vowel, it can appear as a front unrounded vowel [i] (examples a and b), a front rounded 

vowel [y] (examples c and d), a non-front unrounded vowel [i] (examples e and f), or a 

non-front rounded vowel [u] (examples g and h). In addition, the quality of the suffix 

vowel is determined by the quality of the preceding root vowel: [in] occurs following a 

front unrounded vowel, [yn] occurs following a front rounded vowel, [in] occurs 

following a non-front unrounded vowel, and [un] occurs following a non-front rounded 

vowel. In short, the frontness and roundness of the suffix vowel matches that of the 

preceding vowel. 

According to the alternation-based account of feature acquisition, a learner of 

Turkish might note that genitive case is signaled by four acoustically similar strings ([in], 

[yn], [in], and [un]), and that each occurs in mutually exclusive environments. In 

addition, the environment in which a given allomorph occurs is determined by two 
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important factors: frontness and roundness. In this way, the learner could acquire the 

phonological features [front] and [round]. 

On this alternation-based hypothesis, acoustics and distributional cues are not 

enough information to enable a learner to acquire features. In addition, the learner needs 

to know word meanings. This is the case because it is necessary to know word meanings 

in order to determine that different acoustic strings are allomorphs of the same 

morpheme. In order for a Turkish learner to determine that [in], [yn], [in], and [un] are 

allomorphs, he/she must know that, for example, [ev] and [evin] both refer to houses, and 

that [ip] and [ipin] both refer to ropes. In addition, the learner must know that [evin] and 

[ipin] both share the semantic connotations of genitiveness. 

If the alternation-based hypothesis of featixre acquisition is correct, then infants do 

not have the necessary information required for learning features until after they have 

begun to learn word meanings. Furthermore, the infants' lexical representations must be 

detailed enough to enable them to discriminate fine phonetic detail. As discussed in the 

discussion of minimal pair discrimination in Chapter 2, children do not appear to be able 

to discriminate featural contrasts between words when they are first learning words 

(Shvachkin 1973, Stager & Werker 1997). Although they can discriminate such contrasts 

when listening to acoustic strings from the age of 8 months, when those strings have 

meanings it is not until 20 months that young children can discriminate featural contrasts 

(Prat et al. 1999). Therefore, the alternation-based hyf)othesis predicts that children will 

not begin to acquire phonological features until they are at least 20 months of age. 
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5.3.1.4 Hypothesis 4: Learning features via production 

A fourth and final hypothesis for feature acquisition argues that it is by producing 

sounds with a shared feature that the learner acquires a given feature. On this account, it 

is through gestural similarities that features are deduced. For example, in producing a 

v oiceless segment, a speaker must inhibit the vibration of the vocal cords. Because this is 

true for all voiceless soimds, a learner could use this information to classify voiceless 

sounds together as a category, in effect learning the feature [-voice]. 

This production-based hypothesis predicts that a learner needs to begin producing 

speech sounds before he/she will begin to leam features. Producing sounds is something 

that infants begin at quite a young age. They vocalize from birth, and by about 2 months 

begin producing cooing sounds that can include consonant-like fncation and glottal stops 

(Stark 1993). Between 6 and 8 months infants begin to babble, producing recognizable 

syllables. On the production-based hypothesis a learner acquires features as he/she begins 

to be able to reproduce the sounds of their environment more accurately. For example, 

once an English-learning infant can reliably differentiate voiced and voiceless sounds in 

their own productions,' he/she will leam that there are several contrasts which differ on 

the basis of vocal cord vibration, and thus acquire the feature [voice]. 

In essence, the production-based hypothesis is dependent on distributional 

information. In this case, though, the distribution is provided by the infants' own 

' As perceived by adult listeners, children do not appear to produce reliably different voiced and voiceless 
sounds until they are around 6 years old (e.g. Zlatin & Koenigsknecht 1976). When children's productions 
are measured acoustically, however, it is apparent that they produce a reliable difference as early as 2 years 
of age, but that this difference does not correspond to that of adults. 
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vocalizations. As an infant begins to produce a reliably bimodal distribution of vocal 

gestures, he/she begins to acquire the feature corresponding to that contrast. 

One could test this hypothesis by conducting an experiment analogous to 

E.xperiment 2. but requiring subjects to produce the words of the language. The 

production-based hypothesis predicts that subjects would generalize to an untrained 

contrast if they were required to learn productions skills in the new language. 

5.3.2 Learning features: Summary 

The above discussion delineated four possible means by which a learner could 

acquire phonological features. On the first hypothesis a learner notes similarities in the 

acoustic distinctions that correspond to analogous contrasts. In order to do so, though, the 

learner must be given prior exposure to multiple contrasts exhibiting the feature in 

question. On the second hypothesis the mere exposure to multiple contrasts is not enough 

information to acquire features. In addition, the segments participating in those contrasts 

must be subject to the same phonotactic restrictions, and it is this similarity in 

phonotactic patterning that enables the learner to acquire the feature that the segments 

have in common. The third hypothesis for feature acquisition requires a learner to have 

access to word meanings, as it is on the basis of morphological alternations that a learner 

acquires features. On this hypothesis the learner uses knowledge of word meanings to 

relate acoustic strings that differ on the basis of one or more phonological features. The 

fourth and final hypothesis for feature acquisition puts the burden of feature acquisition 
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onto an infant's own productions. According to this hypothesis, an infant acquires 

features by noting the gestural similarities between sounds that share a given feature. 

Although Experiment 2 did not find evidence of the acquisition of phonological 

features, I have proposed means by which the four hypotheses of feature acquisition 

could be tested. From facts about phonological processes it is evident that learners do at 

some point of development learn phonological features. It remains for future research, 

though, to determine the means by which features are acquired. 

5.4 The acquisition of allophones 

A third aspect of phonological development, in addition to phonetic categories 

and phonological features, is the acquisition of allophones. Allophone acquisition must 

either follow the acquisition of phonetic categories or occur at the same time, because 

learning allophones involves learning the relationship between two phonetic categories. 

In essence, learning allophones is learning which phonetic categories to link together to 

form a more abstract phoneme category. 

In this thesis I have argued that knowledge of word meanings is not a prerequisite 

for the acquisition of phonetic categories. And as discussed in the preceding section, 

knowledge of word meanings is not a prerequisite for feature acquisition under three of 

the four hypotheses proposed. In this section I will discuss the data that bear on how 

allophones might be learned, developing two hypotheses to account for allophone 

acquisition. One hypothesis argues that knowledge of word meanings is a prerequisite for 
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learning allophones, while according to a second hypothesis it is not. A third possibility is 

that allophones are never learned at all. 

5.4.1 Three hypotheses for allophone acquisition 

The process of learning allophones is one of learning which phonetic categories 

group together as surface variants of a single phoneme. For example, if a learner of 

English has learned the two phonetic categories [ t] and [r], which occur in word-final 

and foot-medial position, respectively (as in write [rai t] and writer [rairr]), in order to 

leam the phoneme category /t/ (which appears as ['t] and [r] in particular contexts), 

he/she must leam that there is an allophonic relationship between these two phonetic 

categories. But what sort of information might lead a learner to posit that two phonetic 

categories are in an allophonic relationship with each other? In this section I delineate 

two possible means for learning allophones. According to one hypothesis, the learner 

determines which phonetic categories are allophones of each other on the basis of their 

distribution, as well as their phonetic similarity. On the second hypothesis, a learner must 

have evidence from morphological alternations which demonstrate an allophonic 

relationship, before he/she will posit that two phonetic categories are allophones. 

5.4.1.1 Hypothesis I: The traditional viewpoint 

The traditional viewpoint among linguists is that two phonetic segments are 

allophones of a single phoneme when those two segments satisfy two criteria: 

complementary distribution and phonetic similarity (e.g. Crystal 1995). For two sounds to 
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show complementary distribution, they must never appear in the same environment. In 

o 
the example given above, [ t] and [r] show complementary distribution in English, 

because [ t] occurs only in word-final environments, while [r] occurs only in foot-medial 

environments. 

In addition to having complementary distribution, in order for two segments to be 

allophones they must also be phonetically similar. The reason for this requirement is that 

there are some sounds which do show complementary distribution but which are not 

considered allophones. For example, the sounds [h] and [g] in English are one such non-

allophonic pair. In English, [h] occurs only in word-initial position, while [q] occurs only 

in syllable-final position, but the two sounds are not considered to be allophones of each 

other. 

A second example demonstrating the importance of phonetic similarity comes 

from Japanese. In Japanese, the phonetic category [t] never occurs before the vowel [u], 

while the category [ts] only occurs before [u]. Likewise, the category [h] never occurs 

before the vowel [u], while the category [«^] only occurs before [u]. These facts are 

summarized in Figure 5.1 below. 
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Figure 5.1: Complementary Distribution in Japanese 

Environment 
never before [u] only before [u] 

[t] tako [tako] 'octopus', teru 
[teru] 'shine', to [to] 'door' 

•[tu] 

[fs] tuki [tsuki] 'moon', 
lunta [tsuma] 'wife' 

[h] hake [hako] 'box', heta [heta] 
'unskilled', hoshi [ho^i] 'star' 

m 
huton [^uton] 'bedding', 

hurui [«|)urui] 'old' 

The grayed boxes in Figure 5.1 mark environments where a phonetic segment never 

occurs, while the remaining boxes give examples of attested forms. Two things are 

evident from these data. First, a comparison of the four phonetic segments and their 

environments reveals that both [t] and [h] are in complementary distribution with both 

[ts] and [(J)], the former never occurring before [u] and the latter only occurring before 

[u]. Given complementary distribution alone, a learner cannot determine which of the 

phonetic categories occurring before [u] should be paired with which of the categories 

that does not occur before [u]. In other words, [h] could just as easily be paired with [ts] 

as with [(^]. The second important factor which is evident in the figure is how the 

segments [ts] and [((>] are transcribed. The segment [ts] is spelled as if it were a [t], and 

[(^] is spelled as if it were an [h].^ These transcriptions reflect the intuitions of native 

'The data in Figure S.l are transcribed in Roman characters, rather than in Japanese kana. A different style 
of romanization would spell [ts] as 'ts' and [(^] as T. However, the Japanese kana system is taught to 
children as a matrix of rows and columns, in which kana in the same row begin with the same consonant 
and kana in the same column share a vowel. In this system [ts] is located in the same row as [t], while [<()] is 
located in the same row as [h]. 
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speakers that [S] is an allophone of [t] and [4»] is an allophone of [h]. The data in Figure 

5.2 demonstrate that complementary distribution alone is not sufficient for arriving at the 

correct allophonic relationships between phonetic categories. In addition, a learner of 

Japanese must utilize the fact that [ts] is more phonetically similar to [t] than to [h], and 

[(|)] is more phonetically similar to [h] than to [t]. 

This first hypothesis about the acquisition of allophones is the viewpoint 

traditionally held by linguists. One interesting aspect of this hypothesis is that it does not 

require that a learner know word meanings before acquiring allophones. If the only 

prerequisites for learning that two phonetic categories are in an allophonic relationship 

with each other is that they be in complementary distribution and that they be 

phonetically similar, then an infant could potentially leam allophones at the same time or 

immediately after learning phonetic categories. 

If allophones are leamable at such a young age, infants could use such 

information to facilitate learning words. For example, in actual speech words and 

morphemes are often phonologically affected by neighboring segments. In order for an 

infant to leam that two instances of a word (or morpheme) are instances of the same 

word, it would be helpftil if he/she could "undo" any phonological changes that have 

occurred to the word in question. Consider the following Example from Korean (data 

from Peperkamp & Dupoux (to appear)). The phrase [k'^uinbag] 'a big room' and 

[jAppaq] 'a side room' both contain the word 'room' (shown in bold), although in one 

instance it is pronounced as [bag], and in the other it is [paq]. If an infant learning 
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Korean can leam that the phonetic segments [b] and [p] are allophones ([b] occurring 

only between two voiced segments, and [p] occurring elsewhere), then he/she will be able 

to undo the phonology that causes the word to appear in two phonetic guises, and 

correctly deduce that the word 'room' occurs in both of the above phrases.^ 

According to the linguist's traditional view of ailophony, then, word meanings are 

not necessary for learning the allophonic relationship between two phonetic categories. If 

this hypothesis is correct, then learning allophones could be a useful tool for young 

infants attempting to leam the words and morphemes of their language. One prediction 

made by this hypothesis is that allophones which are not phonetically similar are not 

leamable, as phonetic similarity is a necessary criterion for positing that two phonetic 

categories are allophones. We will return to this prediction below, in Section 5.3.1.2. 

5.4.1.2 Hypothesis 2: Alternation-based acquisition of allophones 

A second hypothesis for the acquisition of allophones argues that complementary 

distribution and phonetic similarity do not provide enough evidence for a learner to link 

phonetic categories together as allophones of a single phoneme. As discussed in the 

preceding section, complementary distribution alone is not enough evidence for positing 

ailophony, because of non-allophonic pairs like [h]~[o] in English and [ts]~[h] or [4>]~[t] 

in Japanese. In addition, phonetic similarity alone is not enough for learning allophones. 

This is true because the relationship between allophones and their phoneme category is 

^ For a full discussion of the use of ailophony in word and morpheme learning see Peperkamp & Dupoux 
(to appear). 
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not transparent on the basis of acoustics. As discussed above, the phoneme N in English 

? o 
is realized as glottalized [ t] in word-fmal position (e.g. write [rai t]), and as a flap [r] in 

foot-medial position (e.g. writer [rairr]). In Spanish, however, the phonetic category [r] is 

not an allophone of the phoneme /t/. In fact, in Spanish the sounds [r] and [t] are 

contrastive {e.g. peto [peto] 'breastplate' \s. pero [pero] 'but'). There is nothing inherent 

about the sound [r] that requires that it be an allophone of /t/. 

One difference between the English and Spanish examples is that in English the 

allophones [r] and [^t] are in complementary distribution, while in Spanish the non-

allophonic [r] and [t] are in non-complementary distribution. For these examples, then, 

the distribution of the phonetic categories is sufficient to determine whether the two 

phonetically similar segments are allophones or not. However, there are cases in which 

two allophones are not very phonetically similar. For example, in Sanskrit the segments 

[r] and [h] are allophones, the former occurring in utterance-medial position, and the 

latter in utterance-final position (Selkirk 1978). There is no obvious phonetic similarity 

between [r] and [h], yet the two are apparently allophones, as they both occur in the final 

position of words like 'again', which is [punar] in utterance-medial position and [punah] 

in utterance-final position. 

The [r]~[h] allophony in Sanskrit raises the question of how phonetic similarity 

might be computed by the language learner. According to the traditional hypothesis about 

allophone acquisition, discussed above, it is impossible for speakers to leam the 
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allophonic relationship between [r] and [h] in Sanskrit, since there is no obvious phonetic 

similarity between the two segments. But on what basis might a learner calculate 

phonetic similarity at all? Furthermore, how similar do two phonetic segments need to be 

in order to be allophones? We can circumvent these issues, though, if we posit a second 

hypothesis about allophone acquisition: that in order to leam allophones the learner must 

have evidence from a morphological alternation demonstrating the allophonic 

relationship between two phonetic categories. For example, the relationship between [r] 

and ['t] in English is demonstrated by pairs of words in which the two segments occur in 

the same position of a single morpheme, depending on the context that the morpheme 

o 
occurs in. In the word write, the morpheme /rait/ ends with the glottalized [ t], while in 

the word writer, the same morpheme ends with the flap [r]. If a learner realizes that both 

write and writer include the morpheme /rait/, then he/she will be able to use this 

alternation in order to link ['t] and [r] together as allophones. In the Sanskrit example, 

alternations between [r] and [h] (e.g. [punar] ~ [punah]) provide evidence for the 

allophonic relationship of these two phonetically dissimilar allophones. 

According to this second hypothesis for allophone acquisition, alternations which 

demonstrate the allophonic relationship of two phonetic categories are a prerequisite for 

leaming allophones. In the absence of such alternations, allophones are unleamable. Such 

cases of non-altemating allophones do in fact exist. For example, vowels in English 

which occur before nasal consonants are always nasalized (e.g. bin [bin], ban [baen], 

bend [bend], *[bend],), while vowels in other positions are not nasalized (e.g. bit [bit]. 
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bat [baet], bet [bet], *[bet]). There are no words which end in the lax vowels /i/, /ae/, or 

/e/, however, and so there are no morphemes in which a lax vowel is sometimes in a pre-

nasal environment and sometimes not. The alternation-based hypothesis predicts that 

non-alternating allophones (like [e]~[e] in English) are unleamable. In such cases, the 

learner will be able to leam the two phonetic categories, and will be aware that they occur 

in complementary distribution, but will not take the next step and link the two categories 

together as allophones. 

Another prediction made by the alternation-based hypothesis is that word 

meanings are a prerequisite for allophone acquisition. This is because word meanings are 

an essential component in learning morphemes. In order to leam that a morphemic 

alternation is an alternation of a single morpheme, rather than simply being two 

phonetically similar strings, a learner must recognize that the similar phonetic strings 

correspond to similar meanings. In the Korean example discussed above, the phrases 

[k'^iunbaq] 'a big room' and G^PP^Q] side room' include phonetically similar 

substrings ([baq] and [pag]), and have similar meanings (both have to do with rooms). 

Although it is not the goal of this thesis to account for morpheme acquisition (see Baroni 

2000 for an account of morpheme acquisition), it is clear that some knowledge of word 

meanings is necessary in order to recognize morphemic alternations as such. 
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5.4.1.3 Hypothesis 3: Allophonic variation without phonemes 

The two hypotheses discussed above for the acquisition allophone acquisitions 

assumed one thing, which is that learners actually do acquire allophones at some stage of 

development. If this is true, then learners acquire phonemes in the traditional sense (i.e. 

categories that have both of the essential properties of phonemes: that they are 

contrastive, and that they incorporate multiple allophones). But it is possible that this 

assumption is wrong. As discussed in Chapter 1, and in the preceding section on Chinese 

language games, it is still unclear whether allophones are ever learned in the absence of 

literacy in an alphabetic script. 

In order to determine whether speakers of a language have formed an abstract 

phoneme category, linking the various allophones of a phoneme together, it is necessary 

to perform some experimental test in which subjects are shown to respond in the same 

way to different allophones of the same phoneme. As discussed in Chapter I, Jaeger 

(1980) performed just such an experiment. In her study, subjects were conditioned to 

produce a galvanic skin response whenever they heard a Dd. Her results did support the 

hypothesis that English speakers have an abstract /k/ category, however these data came 

from only a few subjects, as most subjects provided uninterpretable results. An additional 

caveat is that even if it were shown more definitively that adult English speakers have 

abstract phoneme categories, it would not necessarily indicate that phoneme categories 

are formed naturally. Since literate English speakers read an alphabetic script, it is 

possible that the formation of phoneme categories is a byproduct of having learned to 
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read/write an alphabet. Research on phonological awareness in adult Chinese speakers 

indicates that this may be the case. Read et al. (1986) compared the performance of two 

groups of adult Chinese speakers, those who had learned to read an alphabet and those 

who had not, on tasks assessing their ability to add or delete segments from words. 

Subjects who had learned to read an alphabet were significantly more successful on all of 

the tasks. 

If allophones are not learned, though, it is still possible that the speakers of a 

language could produce allophones appropriately. Typically speakers produce words that 

they have heard pronounced before, which might lead one to hypothesize that they 

merely produce the appropriate allophones because they have heard the words 

pronounced that way before. But we can also produce novel forms correctly which 

involve allophone generation. Imagine a version of what is often called the "Wug Test," 

in which subjects are asked to perform some morphological flmction on a novel word. In 

this version, the experimenter shows the subject a picture of a woman playing a game and 

says, "This is Mary. Mary likes to mott [ma't]. She motts [mats] every Saturday 

afternoon. What is she doing now?" Assuming the subject can tell that mott refers to the 

game that Mary is playing, he/she will then respond "She's matting [marig]," producing 

the appropriate [r] allophone for the Ixl. 

An alternative explanation for how speakers produce the appropriate allophones is 

that they do so by analogy to existing morphemic alternations. For example, in Japanese 

the affricate [ts] only occurs before the vowel /u/, as in the word [matsu] 'he/she waits'. 
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If the morpheme for 'wait' occurs with the verbal suffix indicating politeness /-imasu/, 

[ts] is not produced: [ma^imasu] 'he/she waits, polite form'. The alternation between 

[tsu] and [tji] is evident in many Japanese word pairs (e.g. [atsui] 'hot' ~ [atji] 'hot, 

colloquial form'; [tatsu] 'he/she stands up' ~ [tatjimasu] 'he/she stands up, polite form'; 

etc.). Children learning Japanese will know that the sequence *[tsi] does not occur in 

Japanese. In addition, they will hear many word pairs that demonstrate the [tsu]~[t]'i] 

relationship: i.e. that the sequence [tsu] in one form often corresponds with the sequence 

[tj'i] in another form. Following the [tsu] ~ [^i] analogy, then, if a child knew the word 

[katsu] 'he/she wins,' and needed to produce the polite form using the suffix /-imasu/, 

he/she could produce the appropriate form [kat]"imasu] 'he/she wins, polite form'. 

Because it is conceivable that the speakers of a language could produce 

allophones appropriately without ever having formed true phoneme categories, linking 

together the various allophones of a phoneme, it is difficult to know whether allophones 

are ever acquired. There is some preliminary evidence that they are (Jaeger 1980), but the 

evidence is not yet entirely conclusive. Additional evidence comes from the fact that 

alphabetic writing systems exist. The existence of such systems, especially systems in 

which words are spelled more phonemically than phonetically, implies that at least the 

inventor of the writing system represented his/her language using true phonemes, not 

simply phonetic categories. However, it is possible that alphabetic systems were invented 

through an analysis of the articulatory movements involved in producing speech sounds. 
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and that they are not reflective of categories that were previously psychologically 

represented. The fact that alphabetic writing systems are leamable does indicate that at 

the very least humans have some latent ability to leam allophones. The remaining 

question, though, is whether allophones are acquired naturally, in the absence of direct 

instruction or an alphabetic script. 

5.4.1.4 Which hypothesis is correct? Evidence from Chinese secret languages'* 

Assuming for the moment that allophones are acquired, how might we test 

between the traditional and altemation-based accounts of allophone acquisition? The two 

hypotheses make different predictions about the timecourse of acquisition, as well as 

which types of allophones are leamable. Given this fact, there are two ways in which we 

can determine which of the two hypotheses is correct. One way would be to disprove 

predictions made by one of the hypotheses about the timecourse of acquisition. For 

example, if infants could be shown to categorize together the allophones of a phoneme 

before they know word meanings, it would indicate that the traditional hypothesis is 

correct. Alternatively, we could look for evidence to show that either phonetically 

dissimilar allophones, or non-alternating allophones are unleamable. The traditional 

hypothesis predicts that phonetically dissimilar allophones are unleamable, while 

according to the altemation-based hypothesis the learnability of allophones is determined 

by morphological alternations. 

* I am grateful to Feng Wei for her help interpreting the Mandarin secret language data. 
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Evidence of the first sort, that infants acquire allophones before they know word 

meanings, is not currently available, and remains for future experimental research to 

discover. And evidence of the second sort, that a certain type of allophony is unleamable, 

is hard to come by, because of the difficulty in demonstrating that allophones are learned 

at all (as discussed in Chapter 1 and revisited in Section 5.3.2 below). However, there is 

evidence from a secret language employed by native speakers of Mandarin Chinese that 

appears to support the traditional hypothesis by showing that allophones are leamable in 

the absence of morphological alternations. In this section I describe the data and how 

they appear to support the traditional hypothesis of allophone acquisition, but then 

conclude by describing a second secret Mandarin-based language that calls the data from 

the first game into question as evidence for allophony. 

The majority of words in Mandarin are monomorphemic and monosyllabic. In 

addition, in compound words and the few words which do have affixes, constraints on 

syllable structure prevent re-syllabification, resulting in Mandarin being a language with 

virtually no morphophonemic alternations.^ In addition. Mandarin is written in a non-

alphabetic script in which the characters represent whole morphemes, not phonetic 

segments, so speakers of Mandarin do not have script-based cues to allophony. But 

certain speakers of Mandarin employ a secret language called May-ka, in which they 

apparently produce allophonic alternations which are otherwise not present in the 

language. If it is true that the alternations in May-ka are reflective of an allophonic 

^ The exception to this generalization has to do with tone, which can be affected by neighboring tones. In 
turn, tone determines whether stop consonants are pronounced with aspiration or not. Though interesting, 
this type of alternation does not bear on the focal aspect of the language game data discussed here. 
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relationship between the relevant phonetic categories, then May-ka provides evidence 

that it is possible to leam allophones without having morphophonemic alternations. 

According to the phonotactics of Mandarin, the phonetic category [k] occurs 

before the vowels /a, e, a, o, u/, and before the labial glide /w/, but never before high 

front vowels or glides /i, j/ (e.g. [ka]^ 'card', [ke] 'criticize', [ke] 'gram', [ko] 'mouth', 

[ku] 'bitter'; c.f. *[ki], *[kja]) (Ramsey 1987). In contrast, the phonetic category [te] 

does occur before high front vowels or glides (e.g. [tgi] 'rise up', [tqja] 'strangle', [tcy] 

'bending')^. Linguists have analyzed [k] and [tg] as being allophones of a single phoneme 

category (Chao 1931, 1934), although there are no alternations in which the [k] of one 

morpheme appears as [tq] when in a different context. 

May-ka is one of a set of secret languages based on Mandarin, spoken by people 

belonging to gangs or exclusive groups that wish to talk in code. In May-ka (Chao 1931. 

1934; Bao 1990), the sequence /-aj.k-/ is infixed between the onset and rime of a syllable. 

Examples of May-ka are given in Figure 5.2. 

^ Mandarin is a tone language, but as tone is not relevant to the discussion in this chapter it is not included 
in these transcriptions. 
^ The sound [tc] occurs before virtually all of the vowels of Mandarin. Because there is no difference 
between [tg] and [tcj] in Mandarin, some linguists have transcribed all instances of [tg] followed by a non-
high vowel as [tgj] (e.g. [tgja] 'false'). The benefit of this analysis is that it puts [k] and [tg] in completely 
complementary distribution. For the sake of simplicity, this is the approach I have taken. 
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Figure 5.2 Basic Paradigm for May-ka in Mandarin Chinese 

[ma] 'mother' -> [maj.ka] 
[pej] 'north' -> [paj.kej] 
[taw] 'path' [taj.kaw] 
[pan] 'book' -*• [paj.ksn] 
[xwej] 'retiim' —> [xwaj.kwej]* 

As shown in Figure 5.2, May-ka divides the onset and rime of the word, such that the 

onset of the Mandarin word becomes the onset of the first syllable in the May-ka word, 

and the rime becomes the rime of the second syllable of the May-ka word. The infixed 

sequence [-aj.k-] forms the rime of the first syllable and the onset of the second syllable 

in the May-ka word. 

May-ka is relevant here because it creates an environment for a morphological 

«v 
alternation between [k] and [tg] that does not otherwise occur in Mandarin. Whenever the 

rime of a Mandarin word begins with a high, fi-ont vowel or glide, the [k] which is 

ordinarily part of the May-ka infix appears instead as [tg], as shown in Figure 5.3. 

Figure 5.3: May-ka with High, Front Vowels and Glides 

[liq] 'order' [Ije-tgig]' 

[i] 'one' -> Oc-tci] 
[Ija] 'two people' [Ije-tgja] 

[gjE] 'some' [gje-tgje] 

[jaq] 'sun' -> |jE-tgjag] 

® In Mandarin May-ka, when a Mandarin word begins with a consonant-glide sequence (e.g. [xwej] 
'return') or a single glide (as in [jaq] 'sun'), the glide is present both syllables of the May-ka word. 
'' Through a process known as 'rime reduction' (Bao 1990), /aj/ becomes [e] following a palatal consonant. 
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In the data in Figure 5.3, the second syllable of each of the May-ka forms begins with [tc] 

rather than the expected [k], precisely in the environment that [k] does not occur in 

Mandarin: before high, front vowels and glides. 

Chao (1934) argues that these data provide evidence that, although they have 

never heard a morphological alternation between [k] and [tc], speakers of Mandarin 

know that these two phonetic categories are surface variants of the same abstract 

phoneme category. Of course, it is possible that speakers of May-ka have heard other 

speakers produce May-ka words demonstrating the alternation between [k] and [tc], and 

so they do leam the allophonic relationship of the two sounds via morphological 

alternations. However, presumably May-ka was invented by native speakers, and so the 

existence of such an alternation shows that at least some native speakers group these 

sounds together as allophones. 

The May-ka data appears to show that [k] and [tc] are allophones to native 

Mandarin speakers. However, data from another secret Mandarin-based language brings 

the May-ka alternation into question. This second secret language, called Mey-ka (Chao 

1931, Bao 1990), is very similar to May-ka, but where May-ka infixes the sequence 

[-aj.k-], Mey-ka infixes [-ej.k-]. Mey-ka data are given below, in Figure 5.4. 

Figure 5.4: Basic Paradigm for Mey-ka in Mandarin Chinese 

[ma] 'mother' -> [mej.ka] 
[pej] 'north' [pej.kej] 
[taw] 'path' -> [tej.kaw] 
[pan] 'book' [pej.kan] 
[xwej] 'return' [xwej.kwej] 
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In comparison with Figure 5.2, Figure 5.4 demonstrates the similarity of the two language 

games, the only obvious difference being in the vowel of the infix. However, the two 

games also differ in their treatment of high, front vowels and glides. Figure 5.5 below 

gives examples of Mey-ka words in which the rime begins with high, front vowels or 

glides. 

Figure 5.5: Mey-ka with High, Front Vowels and Glides 

[lig] 'other —> [lej-kig] 
[i] 'one' -> Dej-ki] 
[Ija]'two people'—> [lej-kja]'° 
[tqjow] particle —» [tgej-kjow] 

[jag] 'sun' -> D'ej-kjaq] 

Comparing the Mey-ka data shown above with the May-ka data in Figure 5.3, we can see 

that an expected [k] becomes [tg] before high, front vowels and glides in May-ka, but 

remains [k] in Mey-ka. The Mey-ka data are quite surprising given the fact that 

sequences such as [ki] and [kj] do not otherwise occur in Mandarin. Only in Mey-ka are 

such sequences attested. 

Although the May-ka data appeared to answer the question of whether [k] and [tq] 

are allophones for native Mandarin speakers, this conclusion is drawn into question by 

the data from Mey-ka. If the May-ka alternations are truly reflective of an allophonic 

relationship between [k] and [tc] for speakers of Mandarin, then it is not clear why [tg] 
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does not also appear before high, front vowels in Mey-ka. An alternative to the 

allophone-based explanation of the May-ka data would be to account for the [k] ~ [tg] 

alternation as an idiosyncrasy of May-ka, rather than reflective of a deeper generalization 

about Mandarin phonemes. Yet another explanation for these facts would be if May-ka 

were spoken by a different group of speakers than Mey-ka (Chao (1931) is not specific as 

to who each secret language is spoken by, just that they are both spoken in Beijing by 

linguistically naive speakers). It is possible that the differences in how the two secret 

languages treat [k] and [tg] reflect differences in the phonology of the two groups of 

speakers. 

The May-ka data seem to indicate that at least for some speakers of Mandarin, [k] 

and [tg] are related sounds. If this is true, then it indicates that complementary 

distribution and phonetic similarity are sufficient information to allow learners to posit an 

allophonic relationship between two phonetic categories. According to the alternation-

based hypothesis, complementary distribution and phonetic similarity are not sufficient, 

and the learner must have evidence from a morphological alternation in order to leam 

allophones. On this second hypothesis it is difficult to account for the May-ka alternation. 

Of course, these two hypotheses are not mutually exclusive. Yet another possibility is 

that allophones are acquired in both ways. If this is the case, then the allophones which 

are phonetically similar might be acquired in the absence of morphological alternations, 

or before an infant knows the meanings of words demonsfrating the alternations; while 

When a Mandarin word begins with a consonant followed by the high, front glide [j], the glide is present 
only in the second syllable of the Mey-ka word. Elsewhere in Mey-ka, glides behave as in May-ka. 
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phonetically dissimilar allophones could be acquired at a later age, on the basis of 

alternations. 

5.4.2 Acquisition of allophones: Summary 

The above discussion of allophone acquisition leaves open three possibilities 

about whether allophones are acquired. Either allophones are not acquired, and learners 

of a language produce allophones appropriately on the basis of analogy to other words, or 

allophones are acquired, either on the basis of distribution and phonetic similarity or on 

the basis of morphological alternations. Figure 5.6 below outlines the timecourse of 

development in the event that allophones are not acquired. 

Figure 5.6: Timecourse of Acquisition without Learning Allophones 

\ Stage 1: 
j Stage 2: 
I Stage 3: 

As shown in Figure 5.6, if allophones are never acquired, then the formation of 

phonetic categories is followed by word learning, which is in turn followed by the ability 

to produce the appropriate allophones. On this account, appropriate allophone production 

must follow word leaming, as it is based on knowledge of morpheme alternations which 

demonstrate the relationship between two phonetic categories (e.g. in English, pairs 

o 
which demonstrate [ t]~[riq], such as write-writing). This accoimt differs from the 

alternation-based account of allophone acquisition because it does not involve the 

formation of an abstract phoneme category. For example, the learner of English does not 

phonetic categories 
word/morpheme leaming 

production of appropriate allophones 
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form the category /t/, but simply learns that words like write tend to correspond with 

words like writing. They do not make the next step and form an abstract category linking 

together the phonetic categories [ t] and [r], but have simply learned what to do to 

prevent phonetic categories from appearing in illicit contexts. 

In the event that allophones are acquired, there are two hypotheses for how the 

learner could link together phonetic categories to form true phoneme categories. 

According to the traditional viewpoint of linguists, the learner uses the complementary' 

distribution and phonetic similarity of two sounds in order to determine that they are in 

an allophonic relationship. On this account, acquisition of allophones could begin as early 

as phonetic category formation, and could precede word learning, as illustrated in the 

second column of Figure 5.7 below. 

The alternative hypothesis is that morphological alternations are necessary for a 

learner to determine that two phonetic categories are in an allophonic relationship. On 

this account, word learning must precede allophone acquisition. The predicted timecourse 

of phoneme acquisition according to the alternation-based hypothesis is shown in the 

third column of Figure 5.7 below. 

Figure 5.7: Predicted Timecourse of Phoneme Acquisition 

Stage 1: 

Stage 2: 
Stage 3: 

Traditional Hypothesis 

phonetic categories & 
allophones 

word/morpheme learning 

Alternation-based 
Hypothesis 

phonetic categories 

word/morpheme learning 
allophones 
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According to the traditional hypothesis of allophone acquisition, allophones might 

be learned directly after or simultaneously with the acquisition of phonetic categories. If 

this is the case, then infants are predicted to begin learning allophones before they know 

the meanings of words. Also, since on this account morphological alternations are 

irrelevant for allophone learning, allophones which do not participate in any alternations 

(such as [k]~[tc] in Mandarin, or [ij-p] in English) are also predicted to be learned. 

Allophones which are phonetically dissimilar, however (such as Sanskrit [r]~[h]), are not 

leamable on this account. 

In contrast, the alternation-based hypothesis for allophone acquisition predicts 

that word learning precedes allophone acquisition. If this hypothesis is correct, and 

morphological altemations are necessary for learning allophones, then infants are 

predicted to not begin learning allophones until they know the meanings of morphemes 

that participate in altemations demonstrating the relationship between the allophones in 

question. Since altemations are a prerequisite for allophone acquisition, the hypothesis 

predicts that non-altemating allophones are not leamable. Phonetically dissimilar 

allophones, though, pose no problem for the leamer, so long as they participate in a 

morphological altemation. 

5.5 Phoneme acquisition 

The preceding section delineated the issue of allophone acquisition, and the data 

that bear on how allophones might be acquired. Given the facts discussed in previous 

chapters of this thesis, we can now discuss the timecourse of phonological development 
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in detail, citing specific age ranges in which the various aspects of phonology develop. 

We know that between 6 and 10 months infants begin to segment words from fluent 

speech, recognizing the acoustic forms of common words (Jusczyk & Aslin 1995). We 

also know that during this time infants leam the phonotactics (Jusczyk, Luce, & Charles 

Luce 1994) and phonetic categories (Werker & Tees 1984) of their language. According 

to the distribution-based account being put forth in this thesis, infants do all three of these 

things on the basis of distributional information such as frequency of occurrence, co

occurrence, and transitional probabilities between syllables and segments. 

Evidence is beginning to accumulate regarding the onset of word learning, and 

appears to indicate that infants begin attaching meanings to acoustic strings around 10 

months of age (Halle & Boysson-Bardies 1994). This process begins earlier for very 

frequent words, such as mommy and daddy (Tincoff & Jusczyk 1999). Word learning and 

phonetic category learning appear to be independent processes, however, given the fact 

that infants who can discriminate minimal pairs of nonsense syllables cannot discriminate 

minimal pairs of meaningful words (Stager & Werker 1997, Schvachkin 1973). 

These findings about the age at which different phonological abilities develop, 

combined with the three hypotheses about allophone acquisition, are summarized below, 

in Figure 5.8. For the sake of simplicity, predictions regarding the acquisition of 

phonological features are omitted fi-om the figure. 
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Figure 5.8: Timecourse of Phonological Development 

Age of 
acquisition 

Traditional Hypothesis Alternation-based 
Hypothesis 

6-10 months: phonetic categories, phonotactics, 
& allophones 

phonetic categories & 
phonotactics 

Starting around 
10 months: 

word/morpheme learning word/morpheme 
learning 

After 10 
months: 

allophones 

Unleamable: phonetically dissimilar allophones non-altemating 
allophones 

Age of 
acquisition 

No Allophones Hypothesis 

6-10 months: phonetic categories 
Starting around 

10 months: 
word/morpheme learning 

After 10 1 
months: | 

production of appropriate allophones 

Unleamable: allophones 

The facts from May-ka appear to indicate that learners do group phonetic categories 

together as allophones, and that distribution and phonetic similarity are sufficient 

information to enable a learner to do so. However, because of the oddness of the Mey-ka 

facts it is desirable to look for further evidence to support one of the three hypotheses of 

allophone acquisition. 

According to the traditional hypothesis of allophone acquisition, infants have all 

the necessary information for learning allophones before they know word meanings. So 

on this hypothesis, allophone acquisition might begin as early as phonetic categories are 

formed. On the alternation-based hypothesis of allophone acquisition, the learner needs to 
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know morphemes that alternate in phonetic form, demonstrating the allophonic 

relationship between different phonetic categories. So on this hypothesis, the earliest that 

an infant could begin to leam allophones is after having learned morphemes that 

altemate. 

The two hypotheses about allophone acquisition make different predictions about 

the types of allophones that are unleamable. Of course, it is possible that both hypotheses 

for allophone acquisition are correct. It may be that allophones begin to be learned on the 

basis of complementary distribution and phonetic similarity, but then are informed by 

altemations after the infant begins to leam words. If so, then phonetically dissimilar 

allophones would be predicted to be unleamable, but only until the infant knows the 

meanings of words that demonstrate a morphological altemation between those 

allophones. 

5.6 Suminary and Conclusion 

5.6.1 Summary of Chapter 5 

In this chapter I have discussed the acquisition of the contrastive, featural, and 

allophonic aspects of phonemes in detail. Based on the results of Experiments 1 and 2 

that showed adults' ability to use distributional information for learning phonetic 

categories, and the fact that previous research has demonstrated infants' use of statistical 

information for other aspects of language development, it is likely that infants' 

acquisition of phonetic categories during the latter half of their first year occurs on the 

basis of distributional information. An important component of this process is calculation 
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of how often particular sounds occur in the context of other sounds. As such, it is likely 

that the same mechanism by which infants leam the phonotactics of their language by the 

age of 9 months (Jusczyk et al. 1994) can account for their acquisition of the contrastive 

aspect of phonemes around the same age. 

The second aspect of phonemes is phonological features, and although the results 

of E.xperiment 2 did not reveal any evidence that the subjects had acquired phonological 

features, as discussed in Chapter 1 features have been shown to be psychologically 

instantiated, as demonstrated by their effect in speech errors, speech perception, and short 

term memory. In addition, the participation of features in phonological processes is a 

fundamental tenet of phonology, and the phonological evidence for the existence of 

features is overwhelming. The lack of evidence for feature acquisition in Experiment 2 

may be due to the subjects' limited exposure to the experimental language, or due to 

idiosyncrasies of the language, such as the language's total lack of phonological 

processes or its limited syllable structure. 

The third fundamental aspect of phonemes is allophones, but there is less 

evidence to account for how allophones are acquired, or whether they are acquired at all. 

I have presented two potential hypotheses, however, to account for allophone acquisition. 

The first is built upon the traditional viewpoint of linguists, which looks for 

complementary distribution and phonetic similarity to determine whether two phonetic 

categories are allophones. The second hypothesis requires the existence of morphological 

alternations for a learner to determine that two phonetic categories are allophones. These 
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two hypotheses make different, and testable, predictions about the timecourse of 

allophone acquisition. 

5.6.2 Summary of Thesis 

In this thesis, I have explored the issues relating to a child's development of 

phonological competence. Although some aspects of phonology may be innately 

prespecified, because phonetic categories, phonotactic patterns, and allophonic 

relationships between phonetic categories all vary from language to language, these are 

aspects of language that an infant must leam about the particular language of their 

envirormient. 

The primary focus of this thesis has been on the acquisition of phonetic 

categories. In Chapter 2 I delineated two hypotheses for how a learner might acquire 

phonetic categories, but presented evidence to indicate that a minimal-pair based strategy 

cannot account for infants' early acquisition of phonetic categories. In contrast, I argued 

that a model of acquisition in which phonetic categories are learned on the basis of the 

frequency distribution of sounds that a learner hears is supported by previous research. 

In Chapters 3 and 4 I presented two experiments, designed to test the distribution-

based hypothesis of phonetic category learning. The results of both Experiments I and 2 

provided further support for a distribution-based account of phonetic category 

acquisition, by showing that adult language learners are capable of exploiting such 

information for the purposes of learning the phonemic contrasts of a language. Future 

research is necessary to determine whether infants also utilize such information, but the 
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previous findings that infants have access to statistical information about frequency and 

transitional probabilities (Saffran et al. 1996, Jusczyk et al. 1994) suggest that infants can 

perform the statistical computations necessary to leam phonetic categories on the basis of 

the frequency distribution of phonetic exemplars. 

The results of Experiment 2 did not reveal any evidence that the subjects had 

acquired phonological features. The fact that subjects did not generalize from the 

distribution presented in training to an analogous contrast presented only during the test 

phase indicates that what the subjects had leamed about the trained contrast was not as 

abstract as a phonological feature, but was in fact something more closely tied to the 

particular tokens encoimtered during training. This is not to say, though, that learners do 

not acquire features. Subjects' lack of feature acquisition may instead reflect limitations 

of the particular language presented in Experiment 2. In future research, including 

additional category-irrelevant variability, or providing multiple examples of a featural 

contrast during the training phase of the experiment, may enable subjects to acquire an 

abstract phonological feature and generalize that feature to new, untrained contrasts. 

In this last chapter I have discussed the development of phonological competence 

in more detail, developing hypotheses to account for feature and allophone acquisition. 

Although the timecourse of feature and allophone acquisition has not yet been well 

documented, the hypotheses presented make different and testable predictions about what 

information is prerequisite for the acquisition of such phonological structure, and about 

the timecourse of development. Wherever possible, I have proposed methods by which to 
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test between the hypotheses, in order to guide future research into the development of 

phonological competence. 

5.6.3 Conclusion 

This thesis has had three main goals. The first goal was to delineate the findings 

of previous research regarding the ultimate psychological reality of the contrastive, 

featural, and allophonic aspects of the phoneme, and regarding the development of these 

three aspects during the course of language acquisition. The contrastive aspect of 

phonemes has been shown to play a role in speech perception, such that two contrastive 

speech sounds are discriminated more easily than two non-contrastive speech sounds. 

Although infants are bom with the ability to perceive speech sounds categorically, during 

the latter half of their first year of life their perception of speech comes to reflect die 

contrasts of the native language system. 

The featural aspect of phonemes has been shown to be instantiated 

psychologically, as evidenced by data fi-om speech production errors, speech perception 

errors, and errors in recall of speech sounds. The acquisition of phonological features, 

however, has not been well studied. The results of Experiment 2 indicate that if learners 

are presented with a very simplified phonological system with only minimal categor>'-

irrelevant variation, they will not acquire phonological features. However, real language 

is never as simple as the artificial mini-languages presented in these experiments. The 

complexity and variation of real language may indeed play an important role in the 

acquisition of abstract categories such as phonological features. 
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The third important aspect of phonemes is the allophonic aspect. The 

psychological reality of allophones, though, has not been conclusively demonstrated. 

Preliminary findings support the hypothesis that allophones are psychologically real, but 

additional research is desirable. One possibility is that the psychological reality of 

allophones is dependent on individual factors (e.g. whether a person is literate in an 

alphabetic script), or factors specific to the patterning of particular allophones in the 

language (e.g. whether they participate in morphological alternations). Because the 

ultimate reality of allophony as a psychological construct has not been well documented, 

the timecourse and prerequisites for its acquisition remain in question as well. 

The second main goal of this thesis was to develop and test a hypothesis regarding 

the acquisition of phonetic categories. Because phonetic categories are learned early, 

before the development of a receptive lexicon, a minimal pair-based model cannot 

account for their acquisition. In contrast, a distribution-based model can account for this 

early acquisition, and finds support from the previous research documenting infants' use 

of statistical information in other areas of language acquisition. 

The experiments reported in this thesis provide clear evidence that humans are 

able to utilize information about the frequency distribution of phonetic exemplars in order 

to leam phonetic categories. Although these experiments were conducted using adult 

subjects, the results support a distribution-based hypothesis for phonetic category 

acquisition. It remains for future research, though, to extend these findings to infants and 

demonstrate that infants utilize distributional information in acquiring the phonetic 

categories of their native language. 
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The third and final goal of this thesis was to lay the foundation for future research 

into the development of phonemes in the mind of the language learner. The results of the 

two experiment provide evidence regarding the acquisition of phonetic categories, the 

psychological correlates of phonemic contrasts. In addition, I have laid out hypotheses 

and potential tests for the acquisition of phonological features and allophones, to be 

addressed in the future. This vein of research is important for phonological theory, 

because it investigates the psychological instantiation of formal constructs that have been 

proposed to account for the surface patterns of speech sounds in language. If we desire 

our formal theories of language to be truly representative of the system encoded in the 

minds of its speakers, we must determine whether the constructs proposed to account for 

that system (in this case, phonemic contrasts, phonological features, and allophones) are 

psychologically real. Furthermore, a language is defined by what is acquired by its 

learners. For this reason, in order to truly understand a linguistic system it is necessary to 

determine how a learner arrives at that system, and the prerequisite information on which 

the elements of such a system are based. 
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APPENDIX: ACOUSTIC MEASUREMENTS OF EXPERIMENTAL STIMULI 

Table Al: Acoustic Measurements of /d/~/t/Stimuli Used in Experiments 1 and 2 

Syllable /da/ ItsJ 

Token 
number 

1 2 
1 

3 4 5 6 7 8 

F-> onset 
(Hz) 

2225 ! 2150 
1 

2075 2000 1925 1850 1775 1700 

Fi onset 
(Hz) 

400 425 450 475 500 525 550 575 

Prevoicing 
(msec) 

9 6 3 0 0 0 0 0 

Syllable /dse/ Itxl 

Token 
number 

1 2 3 4 5 6 7 8 

F-) onset 
(Hz) 

2450 2375 2300 2225 2150 2075 2000 1925 

Fi onset 
(Hz) 

475 500 525 550 575 600 625 650 

Prevoicing 
(msec) 

9 6 3 0 0 0 j 0 0 

Syllable /dr/ Itrl 

Token 
number 

1 2 3 4 5 6 7 8 

F-) onset 
(Hz) 

2000 1925 1850 1775 1700 1625 1550 1475 

Fi onset 
(Hz) 

350 375 400 425 450 475 500 525 

Prevoicing 
(msec) 

9 6 3 0 0 0 0 0 
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Table A2: Acoustic Measurements of /g/-/k/Stimuli Used in Experiment 2 

Syllable /ga/ /ka/ 

Token 
number 

1 2 3 4 5 6 7 8 

F3 onset 
(Hz) 

2250 2210 2170 2130 2090 2050 2010 1970 

F2 onset 
(Hz) 

2225 2150 2075 2000 1925 1850 1775 1700 

F| onset 
(Hz) 

300 325 350 375 
1 

400 425 450 475 

Prevoicing 
(msec) 

9 6 J 0 0 0 0 0 

Syllable /g»/ /kse/ 

Token 
number 

1 2 3 4 5 6 7 j 8 

F3 onset 
(Hz) 

2900 2860 2820 2780 2740 2700 2660 2620 

F-> onset 
(Hz) 

2900 2825 2750 2675 2600 2525 2450 2375 

Fi onset 
(Hz) 

350 375 400 425 450 475 500 525 

Prevoicing 
(msec) 

9 6 J 0 0 0 0 0 

Syllable /gr/ /kr/ 

Token 
number 

1 2 3 4 5 6 7 8 

F3 onset 
(Hz) 

2450 2325 2275 2200 2125 2075 2000 1925 

F2 onset 
(Hz) 

1950 1825 1775 1700 1625 1575 1500 1425 

FI onset 
(Hz) 

400 425 450 475 500 525 550 575 

Prevoicing 
(msec) 

9 6 3 0 0 0 0 0 
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