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ABSTRACT 

The leading versions of epistemic naturalism have attempted to make normative 

accounts of justification and knowledge in part dependent upon scientific psychology. Call 

\h\^ docinxxQ psychologistic naturalism. Psychologistic naturalism, it is thought, holds the 

promise of integrating normative questions about the relation between evidence and belief 

with a physicalist, causal conception of our mental life. 

In Part One of this essay I argue that psychologistic naturalism fails. My reasons 

for claiming this differ significantly from those advanced in the contemporary literature by 

epistemic non-naturalists, however. Non-naturalists have mistakenly accepted the terms of 

debate set by psychologistic naturalists, and thus they have argued that the empirical results 

of the science of the mind — as part of a merely descriptive causal account of natural 

systems — have no important place in epistemology. But psychologistic naturalism does 

not fail because psychology is causal and descriptive, as the non-naturalist alleges. It fails, 

instead, because psychology is not wholly or even primarily causal and descriptive. 

Psychology requires a robust normative account of rational inference in order to offer 

explanations within acognitivist framework. 

The inadequacy of psychologistic naturalism may seem to invite a return to 

epistemology as first philosophy, where the primary methodology deploys a priori 

intuitions about cases. In Part Two, I argue that this is not the best response to the 

instability of psychologistic naturalism. If psychological explanations e.vpress an 

embedded normative component, then the non-naturalist's objections to a liaison between 

epistemology and psychology are misguided. I pursue an epistemology in the scientific 

image, where psychological explanations encode a normative epistemic component and 

where the states of natural cognizers are characterized at a finer resolution than beliefs. 

Psychological explanation involves an evaluation of the inferential cogency of each step in a 
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cognitive process, and I replace the traditional methodology of epistemology with this more 

subtle and nuanced version of epistemic appraisal. 
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CHAPTER ONE: 

EPISTEMOLOGY, METAEPISTEMOLOGY & 

TWO RIVAL IMAGES OF MIND 

In spite of a history of on-again off-again infatuation with science, philosophers 

recognize that the challenge of explaining and predicting and analyzing the world around us 

can be met in non-scientific ways. As Sellars puts it, 

...the philosopher is not confronted by one complex many-dimensional picture, the 

unity of which, such as it is, he must come to appreciate; but by two pictures of 

essentially the same order of complexity, each of which purports to be a complete 

picture of man-in-the-world, and which, after separate scrutiny, he must fu.se into 

one vision. 

...The philosopher...is confronted by two conceptions, equally public, equally 

non-arbitrary...and he cannot shirk the attempt to see how they fall together in one 

stereoscopic view (1963, p. 5). 

These two conceptions or images are the manifest and the scientific. By Sellars' lights, the 

manifest image is the original image that we have of ourselves and our world. It is 

manifest in that it is apparent and shown plainly to the eye or understanding. It is the 

complex of folk or intuitive explanations that we deploy for diverse projects ranging from 

philosophy to politics to social conduct. On the other hand, the scientific image is the 

collection of technical, specialized, expert commitments we have about our world. And 

while we may worry — with some social constructivist, feminist or post-modem critics of 

science — about whether or not the scientific image is closer to the truth or more rational 

than the manifest image, it seems clear that at the very least the two images sometimes yield 

different judgments about the world. The scientific image is a later development, and 
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though both images are mutable, the scientific is more obviously fluid. The fluidity is 

evidenced by the astonishing pace of revision of scientific theories. 

This essay is a work in epistemology, philosophy of psychology and cognitive 

science. It is aimed at seeing how, from the perspective of epistemology. two views of the 

mind — the manifest image and the scientific image — "fail together". Put more baldly, 

this essay is an attempt to describe an epistemology that is continuous with contemporar\' 

cognitive science and thereby continuous with the scientific image of the mind. My claim is 

that contemporary epistemology is driven by a fund of constraints, presuppositions and 

iniuitions that derive from the manifest image of the mind. Once this manifest image is 

challenged, epistemology changes. I will ultimately argue that the proper way to view, 

epistemology is as a type of psychological explanation. One way of making epistemology 

continuous with science is to demonstrate that epistemology just is cognitive science and 

\ ice versa. Alone, this proposal is apt to seem heretical, ambiguous, confused and. to 

some, absurd on its face. The difficulties in securing a psychologistic naturalistic 

epistemology. let alone the problems in stating just what a naturalistic epistemology 

amounts to. are many, varied and well-known.' In addition, hasn't this approach been 

attempted, to a much-maligned conclusion, by Quine? Though my conclusion superficially 

resembles Quine's, I arrive there differently and the sense in which I understand the 

conclusion is considerably different from the way Quine views it. My most significant 

departure with Quine is to keep a normative component in epistemology even as it becomes 

— in Quine's phrase — a chapter of empirical psychology. Further, though my conclusion 

' The enormity of ihis literature precludes pat referencing. For a start, see Bonjour. 1994; Dancy. 19iS5. 
chaptcr 15: Fumerton, 1994; Goldman, 1986; Goldman. 1994; Haack. 1993, chapter 6; Kitchcr. 1992; 
Kornblith, 1994a; Kornblith, 1994b; Maffie. 1990; Plantinga. 1993b; Pollock, 1986; Quine, 1969; Steup. 
1996, chaptcr 9. 
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is naturalistic in a recognizable sense of that term, I claim in this essay that naturalized 

epistemology as it is currently conceived is a misguided research program. 

I will need to engage two wide topics. I contend that the place for naturalism in 

epistemology is at the level of the epistemologist's understanding of the mind. 

Epistemology. at least in its premiere contemporary guise, is about a relationship between 

minds and the world. So, to naturalize epistemology is, in my hands, to introduce into 

epistemology our best scientific conception of what the mind is. One topic, then, is the 

mind and how it is presently viewed. 

The other topic is epistemology proper. What, precisely, is a scientific conception 

of the mind supposed to be linked with? In order to see more clearly what is at stake in 

securing the conception of epistemology that I favor, let us first retrace the dialectic of the 

contemporary debate. The rough sketch that follows is intended to fill in sufficiently the 

geography of epistemology so that we may locate my own departures and commitments. It 

is a selective and attenuated summary; there are many strands to take issue with, and many 

places where further elaboration would reveal subtleties that are beyond the scope of this 

work. At the early stages, I will be aiming for characterizations of the epistemological 

project that are as neutral they can be, so that we may entertain a variety of different 

approaches that have emerged on the contemporary scene. 

1. Epistemology 

Perhaps the only uncontroversial thing that can be said of epistemology is that it is 

an attempi to make sense of the possibility and limits of human intellectual achievement, 

however that may be taken. Traditionally, achievements of the intellect are associated with 

knowledge, while knowledge relies in turn on the possibility of having beliefs that are non-
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accidentally true. Beliefs that are accidentally true are not counted as knowledge. For 

instance, suppose that on a whim I begin to maintain that it is now raining in New York 

City. Suppose, too, that it is raining in New York City. My belief that it is raining does 

not seem to count as an instance of knowledge, even though in this scenario my belief is 

true. So — in order for knowledge to be possible — there must be something about 

epistemic agents or the world or both such that there is a difference between those times 

when a true belief is accidentally so versus those times when it is non-accidentally so. The 

epistemologist takes it upon herself to determine what this difference is. 

In spite of the modesty of the portrayal of epistemology so far, it is already a story 

with commitments. First, it is not necessarily the case that there is a difference between 

accidentally true and non-accidentally true beliefs. That is, it might turn out that no 

satisfying account of 'accident' or 'non-accident' is available with respect to true belief. 

Epistemology operates on the optimism that there is sense to be made of this difference. 

Second, the epistemic agent is viewed in this picture as capable of representing the world 

through beliefs, where beliefs are taken as mental states that can be true or false. Beliefs 

are held to be representational and semantically evaluable. How this works is left as an 

issue in the philosophy of mind, though some philosophers have attempted to tackle both 

problems, the epistemological ones and the philosophy of mind ones, more or less 

simultaneously (Dretske, 1981; Harman. 1973; Lycan, 1988). Third, it is assumed that 

there is a way that the world is and that we are interested in our representational slates 

matching that truth. Although each commitment is controversial — in the sense that 

some philosopher or philosophical tradition takes issue with it— I will not dispute any of 

these three. The epistemology that I will pursue asks after the verific elements of our 

intellectual lives and focuses on the non-accidental character of our beliefs. 

In order to give a philosophical account of knowledge, one prominent way of 

pursuing the distinction between accidentally tme and non-accidentally tme belief is to rely 
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on the goodness of the reasons that constitute the evidence for the belief. The idea here is 

that a belief is not an instance of knowledge if it is true but is held for no reason at all or for 

reasons that are not good. If, on the other hand, a belief is true, the agent has good reasons 

for the belief, and has no better reasons against the belief, it seems that — at least 

potentially — we have an instance of knowledge before us.- So. if my belief that it is 

raining in .New York City is both true and based on my feeling and seeing raindrops on my 

hand while walking in Central Park, we likely have a case of knowledge before us 

(assuming, for this example, that perception is a source of good reasons). On this 

conception of epistemology, determining what makes a reason good becomes an important 

project. Call this the goodness of reasons approach to epistemology. On the reason-based 

account, the epistemologist is faced with at least two puzzles. First, she must determine 

what makes something a reason at all. Second, she must illuminate the relationship 

between reasons and beliefs (where logical relations, causal relations or both seem to be the 

chicf candidates). Furthermore, epistemologists are engaged in a normative facet of 

philosophy, and. by this reading, will ultimately require a satisfactory account of what 

normativity is. Normative projects will be those projects that go beyond merely describing 

features of the world that pique philosopher's interest. Normative projects pursue some 

manner of evaluation of what is described. Since 'good' is an evaluative term, 

determining what makes a reason good is a normative project. There must be a standard of 

- I say at least potentially because of the looming possibility that the reasons for a belief might be 
accidentally goo(i, in addition to being accidentally true. Getticr cases are cases of this sort (Gettier. 1963). 
In the classic Gettier case. Smith has good reason to believe 

(1) Jones owns a Ford 
but he has no indication of the whereabouts of Brown. From (1), Smith accepts 

(2) Jones owns a Ford, or Brown is in Barcelona 
(2) logically follows from (1) by disjunction introduction, so it would seem that, if Smith has good reason 
10 believe (1), then he has good reason to believe (2). Now, contrary to all the evidence that Smith has. 
suppose Jones docs not own a Ford. Suppose, too. that sheerly by accident. Brown is in fact in Barcelona. 
E\cn though Smith has good reasons for (2) and (2) is true. Smith does not know (2). Thus, the 
possibility of accident returns on a different level in the analysis of knowledge, (see Lehrer. 1979; Shopc. 
1983). 
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goodness against which to judge reasons in order to establish a hierarchy among them. 

The hierarchy is what will allow the philosopher to claim that some reasons are good while 

other are not. 

Alternatively, there are accounts of knowledge that do not involve relying on the 

apparatus of good reasons. These will be versions of a strategy where a belief tracks the 

truth (to u.se Robert Nozick's (1981) felicitous term) or otherwise covaries with the truth in 

a way that can be characterized by epistemologists even though the tracking relation may 

not involve reasons. In Nozick's view, for instance, beliefs track the truth when they 

satisfy what ultimately is a complicated set of counterfactuals.^ The knowing agent does 

not have knowledge in virtue of having reasons for her belief; rather, a belief is an instance 

of knowledge if certain metaphysical or logical facts are satisfied. Satisfaction of these 

facts is what 'non-accidental' amounts to in Nozick's theory. Other versions of non-reason 

based accounts of knowledge include Ramsey's reliable belief account (1931). 

Armstrong's reliable indicator approach (1973), Dretske's information flow theory (1981). 

and Goldman's causal theory (1967)'* and discrimination theory (1976). Although it is 

difficult to be certain, it seems that non-reason based accounts of the accidentally true/non-

accidentally true distinction in epistemology do not rely directly on normative evaluation. It" 

normativity is involved, it will be in the substantive proposals made on this second 

conception. For example, a philosophical account of counterfactuals that appeals to 

' The core of Nozick's theory is that, in addition to S's belief being true, it must be the case that 

If p weren't true, S wouldn't believe that p 
;ind 

If p were true, S would believe it (pp. 172-176). 

^ The inclusion of Goldman's (1967) on this list obscures some important subtleties. For cases where 
inference is involved, his account maintains that the epistemic agent must have beliefs about a proper pan 
uf the causal chain that leads to her beliefs. Thus, the epistemic agent is sometimes required to have good 
reasons at the level of the reconstruction of how she came to a belief. 
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relevant possible worlds might ultimately require some normative component in order to 

lidy up the theory, as 'relevant' may be an evaluative rather than descriptive term. If it is. 

then Goldman's theory — which relies on an agent being able to discriminate between 

relevant altematives — will have an embedded normative element. 

So far I have been identifying epistemology with the analysis of knowledge and I 

have investigated two early forks in the epistemological project. Although mine is a work 

in epistemology, I will not be spending ver>' much time on knowledge. It is possible, even 

common, to pursue epistemological matters without attending primarily to knowledge 

because being an instance of knowledge is not the only epistemically desirable characteristic 

a belief might have. 

Let us step back to where achievements of the intellect were associated with 

knowledge. It is not the case the all intellectual achievements are instances of knowledge, 

even if we adhere to the restriction that we are interested in the verific character of our 

beliefs. Knowledge may be the ultimate goal, but could be very difficult to come by. It 

might be thought that other epistemically laudable characteristics are more within our 

purview. This will lead to a desire to determine the properties of a belief that are likely 

indicators of truth. Not all beliefs that are not instances of knowledge are on equal footing 

with respcct to their likelihood of being true. So, it is desirable to have some metric for 

judging beliefs that fall short of knowledge in order to understand rationality and 

inielligence on a human scale. On the other hand, there may be properties of beliefs that, 

while not directly related to knowledge, have something to do with our best conception of 

the human intellect or intellectual flourishing. Knowledge proper may not be deemed very 

interesting, while other achievements may capture the epistemologist's attention. Again, 

these other achievements will presumably have some truth-aimed properties even as they 

fall short of knowledge. 
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I require some theory-neutral way of discussing these truth-aimed properties that 

beliefs may have, so I will use the word quality. Different epistemologists often have in 

mind subtly different notions of quality belief when they frame their theories and thus 

quality will have to be a somewhat vague and expansive term. Minimally, by quality of 

belief I will mean the characteristics of a belief that either seem to be or are indicators of the 

beliefs prospects vis-a-vis truth. Putting it this disjunctive way is appealing here because 

it does not beg the question against objective or subjective accounts of belief quality. .My 

characterization is intended to be modest enough to capture under a single heading, for 

example. Plantinga's (1993a; 1993b) notion of warrant (that which must be added to a 

belief to make it knowledge) as well as, say, Foley's (1993) notion of subjective rationality 

(where a probability to yield some outcome is ascribed by an agent to her beliefs given her 

prior probabilities). More familiarly, beliefs that are of high quality are called justified, and 

this notion seems to be importantly oriented toward the acceptance of truth and avoidance 

of error (Goldman, 1986, p. 103). Even though I am putting together under a single label 

several different conceptions of belief quality, I do not presume that they are a natural kind 

in any sense deeper than that they are truth-oriented. 

The evaluation of belief on standards of justification and rationality and warrant has 

become in its own right a target of study for epistemology which takes place largely 

autonomously from the study of knowledge. How should we understand and undertake 

these evaluations? The goodness of reasons strategy in investigating knowledge, above, 

affords a convenient method. We may study the reasons behind a belief in order to make 

some judgment about the quality of that belief. The thought is that the reasons that produce 

or sustain a belief will provide a fruitful resource forjudging the quality of the belief. As 

an additional factor in its favor, the goodness of reasons strategy, when applied to both 

knowledge and quality, has the virtue of presenting a unified, satisfying method of 

conducting epistemology. Furthermore, if quality is a graded notion, the strategy may 
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allow us to advance a scale that appeals to the aggregate goodness of the reasons (Foley, 

1993: Plantinga. 1993b; Pollock, 1986). Thus, we may account for judgments of 'more 

raiionar or 'more justified' belief. Terminology is slightly awkward here, as most ways of 

describing the relationship between a belief and its reasons will be committal on the nature 

of the relationship. Thus, when we describe reasons as producing a belief, it is difficult 

not to read 'producing' in a causal sense. Not everyone, however, maintains that reasons 

must cause a belief in order to be reasons for it (Feldman and Conee, 1985; Lehrer, 1990). 

I will continue to use the more neutral, if ponderous, formulation of reasons being behind a 

belief. 

To this point, our characterization of the goodness of reasons strategy with rcspeci 

to belief quality has been abstract and programmatic. Consider some concrete proposals. 

In its specific incarnations, the strategy has produced, for example, the foundationalist 

program and the coherentist program. The foundationalist claims that there is a set of basic 

beliefs that themselves do not require good reasons to explain their high quality becau.se of 

some special characteristic(s) that they have (Chisholm, 1989; Moser. 1985). These beliefs 

are intrinsically of high quality. The beliefs that are not foundational rely on the basic 

beliefs for their justification via the basing relation (Pappas, 1979). The justification 

relationship in the foundationalist picture is asymmetrical. The epistemic credentials of 

non-basic beliefs are due to a traceable lineage, then, through reasons, from basic beliefs. 

Foundationalists take it upon themselves to analyze perspicuously the various elements of 

this proposal. 

In contrast to foundationalists, coherentists are united in the claim that no beliefs arc 

properly basic (Lehrer, 1990).^ In other words, coherentists maintain that no beliefs are 

^ This idealizes away from several twists. A coherentist might, for instance, claim that no beliefs anion}' 
empirical beliefs are basic, while maintaining a kind of foundationalism about a priori beliefs (Bonjour, 
1985). Or, one could allow that some beliefs arc basic, yet maintain that the stock of basic beliefs is 
inadequate for ensuring the high quality of all non-basic beliefs (thus endorsing a coherentism for those thai 
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intrinsically of high quality. By their lights, even though beliefs rely on other beliefs for 

their high quality, no beliefs have special status vis-a-vis justification or rationality. One 

slight complication at this point is that it seems that not all coherentist who aim to assess the 

quality of beliefs agree that the proper unit of epistemic evaluation is a single belief 

(coupled with the reasons behind it). As an alternative (but still coherentist) strategy, one 

might instead attempt to associate the structure of the entire belief corpus with quality 

(Bonjour. 1985). A particular belief will then be of high quality in case it appears in a 

belief corpus that possesses the correct feature or features. According to one type of 

holistic coherentism, a belief will be of high quality solely based on its membership in a 

coherent noetic structure. On this approach, membership will be the reason for a beliefs 

high quality. This is still a goodness of reasons account of quality because membership in 

a coherent belief corpus will be the good reason for thinking that any particular belief is of 

high quality. Thus, Pollock is able to say, "Note that on a holistic [coherence] theor>' it is 

more natural to talk about 'having reason' for holding a belief rather than 'having 

a reason.' ...On this theory, one does not have a reason in the sense of a particular belief 

— rather, one has reason for a belief by virtue of his belief being appropriately related to 

his entire doxastic system" (1986, p. 73). 

Other coherentists allow that particular beliefs are of high quality based on a reason 

lineage in a structure that may ultimately loop back onto itself. (Lehrer's current theory 

seems to be of this type, although the view is nuanced to include preferences in the loop. 

See his (1996).) If the loop is coherent in a sense to be developed by the coherentist. then 

the belief is of high quality, i.e., rational or justified. 

arc not underwriiten by basic beliefs). Note, loo, thai a completely different kind of theory has been c:illed 
cohcrcntisi in the literature. This kind of coherentism maintains that a belief is justified unless there is 
some special reason to be skeptical of it (Harman, 1984; and see Pollock's discussion of negaihe 
cohereniism. 1986, pp. 83-87). 

I focus on the most plain and best-known versions of the theory. 
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The foundational ist and coherentist as construed above are divided on the structure 

of the belief/reason corpus (and may be divided on the proper unit of analysis for belief 

quality). Questions about the structure of the belief corpus, however, are not directly 

questions about the quality of particular beliefs or the reasons behind them. 

Foundationalists and coherentist maintain that uncovering the appropriate logical or causal 

structure of a belief corpus will provide strong hints on what property a belief or a noetic 

structure must have in order to be of or to impart high quality (Steup, 1996). How this is 

supposed to work is not obvious, but the thinking seems to be as follows; The goodness 

of reasons strategy commits one to determining where the demand for reasons ends. If the 

quality of a belief is going to ride on characteristics of the reasons behind that belief, it 

looks as if the reasons themselves are going to need to be assessed in terms of their quality. 

Thus, we find ourselves in the midst of the celebrated regress of justification (Bonjour. 

1985: Dancy. 1985; Pollock, 1986). An infinite regress of justification has seemed 

unacceptable, even though arguments against infmitism are notoriously thorny (Sosa. 

1980). A non-skeptical and non-infinitist solution to the regress problem is needed. 

The goodness of reasons strategy will provide an adequate explanation of the 

quality of a particular belief so long as two outstanding issues are resolved. First, the 

regress must be halted. Second, the reasons behind the belief must be good ones. 

Foundationalism and coherentism construed solely as rival doctrines on the structure of the 

belief corpus do not do all the work that the epistemologist needs to have done because they 

are proposals on how to halt the regress. Hailing the regress is just one problem; the other 

is saying something substantive about what makes a reason good. That is why, on the one 

hand, foundationalists like Chisholm spend a great deal of lime developing axioms of 

goodness for foundational beliefs. He calls these beliefs 'evident.' On the other hand, 

coherentists like Bonjour spend time developing the connection between a coherent belief 
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structure and the world in order to show that belonging to a coherent structure is a globally 

good reason to employ in the assessment of belief. 

Though these strategies for investigating the quality of belief differ on what the 

appropriate structure of the belief corpus is, or on what the correct unit of analysis is. ihey 

traditionally all agree on a different issue: Reflective, careful agents are able to make 

assessments of beliefs in order to determine whether or not they are of high quality. That 

is. both the traditional foundationalist and the traditional coherentist approach are designed 

in light of the idea that we can determine, for any of our beliefs, whether it has good 

enough reasons behind it order to make it high quality. The foundationalist maintains that 

we can reflect on the reasons we have for our beliefs, and that such a reflective inquiry will 

ultimately lead to the basic beliefs that are intrinsically of high quality. Early in Theory of 

Knowledge. Chisholm writes. 

In making their assumptions, epistemologists presuppose that they are rationed 

beings. This means, in part, that they have certain properties which are such that, if 

they ask themselves, with respect to any one of these properties, whether or not 

they have that property, then it will be evident to them that they have it. It means 

further that they are able to know what they thinking and believe and that they can 

recognize inconsistencies (1989, p. 5). 

Chisholm is a foundationalist, but our reflective powers are also presupposed by 

coherentists. The coherentist maintains that we can reflect on the loop or stnjcture of 

reasons that justify or make rational a particular belief (see Bonjour's (1985) discussion of 

ihc cloxaslic presiunption,p. 101-106). Although the boundaries of the category label iirc 

vague, we may call this view the mrema/w/conception of belief quality. 

Thinking of the epistemic agent as possessing a thoroughly penetrating reflective 

gaze toward belief quality is by no means demanded by the goals of epistemology as we 

have canvassed them so far, and goes to show that there are yet two more currents in 
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epistemology that we should take notice of. There is the ubiquitous current where the 

philosopher lakes it upon herself to say what knowledge or justification or rationality is. 

There is a second current where the epistemologists maintains that the person who is 

having a belief must be able, in general, to determine whether or not that belief is an 

instance of an epistemically laudable category. Obviously, one may do the first without 

doing the second. 

The second current — the one that I have identified as the internalist current — has 

been accorded a special place in epistemology because of at least three related concerns: 

First, one of the projects that sometimes rides piggyback on an assessment of belief quality 

has been to illuminate how one might improve the quality of her beliefs. If improvement is 

to be possible, it needs to be possible to determine which belief among many candidate 

beliefs is of the highest quality, and it has seemed that the epistemic agent herself needs to 

be the one to make the judgment.^ This has sometimes been called the regulative or 

meliorative conception of epistemology. 

Second, some premiere epistemic concepts have been viewed as de onto logical in 

character. That is, it has seemed to many epistemologists that intellectual achievement is at 

least partly a matter of duty-fulfillment (Alston, 1986). Fulfilling a duty, however, seems 

to require that one be able to do the things that duty requires. In order to secure the means 

to an intellectual duty, an epistemic agent will need to be able to reflect on her condition and 

on the resources she has available. Thus, a reflective requirement has been built into 

epistemic theorizing. 

Third, intellectual achievements have had some historical association with defeating 

the skeptic. The skeptic denies that we have met the standards of some type of intellectual 

^ Even relatively recently, Chisholm elevates this to the primary role for epistemology (1989, p. 1 and p. 
76: also see 1990, p. 209). 
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achievement (i.e., claims that our beliefs are not of high quality). It has sometimes been 

suggested that the ability to answer the skeptic is a crucial component of epistemology (see 

Unger, 1975). The only answers that the epistemic agent can give, though, are the ones 

that are available to her reflective capacities. 

It is open to the philosopher, however, to abandon or to be suspicious of the 

internalist strand and not to expect the right philosophical account of belief quality to enable 

actual meliorative, duty-oriented, or skeptic-answering evaluations to take place with 

respect to particular beliefs. On these accounts, we are not able to make assessments of 

beliefs, even though we may appeal to the good reason strategy in order to slate the 

conditions of a belief being of high quality. Keeping in mind the same cautious note about 

the effectiveness of the category label, call this the extemalisl view. In practice, the 

rejection of one or two of the three motivations has been seen as sufficient grounds for 

rejecting the intemalism that they are part of. For example, Goldman (1980) specifically 

repudiates the regulative character of epistemology. Alston (1988) and Plantinga (1993a; 

1993b) are associated with rejecting the deontological heritage of epistemology. And 

Pollock (1986) explicitly rejects answering skepticism. The way in which one rejects 

intemalism will have specific effects on the type of externalist view proposed. 

It is even possible to yield a view that straddles the fence between intemalism and 

externalism. Though Pollock (1986) calls his view internalist, his theory is an example of 

a rela.\ed intemalism that nevertheless fall short of externalism. Pollock does not think that 

one must be able to access by introspection all the reasons behind a high-quality belief. He 

does, however, think that epistemic agents have a kind of non-refiective internal access to 

good reasons and the norms that govern good reasoning. It is the reflective pan of 

reflective access' that Pollock is rejecting. So, by intemalism. Pollock is referring to what 

he expects is a natural kind of psychologically internal entity that is available for reason-
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guiding, but is not necessarily available to introspection.This contrasts with the usuai 

sense of intemalism which focuses on entities (namely, beliefs) that are epistemically 

internal, where 'epistemically internal' means something like available to conscious 

reflection. The contrast leads Plantinga (1994b) to call Pollock's view quasi-intemalisni. 

Pollock's quasi-intemalism is distinctive in that it does not reject the regulative conception 

of episteniology, but it does reject the project of defeating the skeptic. The view falls short 

of traditional intemalism because it does not demand that the mental entities that regulate 

correct reasoning are accessible to reflection. According to Pollock, the entities are not 

accessible to reflection because of psychological facts about the agent, namely that human 

psychology does not allow reflective access to all the mental entities that feature in a iheor>' 

of belief quality. 

Failing to be accessible because of psychological considerations is only one way to 

deny reflective access to belief quality. The way to maintain what is more commonly held 

to be an extemalist position in epistemology is to grant that it might tum out that one cannot 

tell whether one of her beliefs has good reasons behind it, not for psychological reasons 

but for ontological reasons. In its purest form, extemalism might allow that no one could 

lell for a given belief whether it has good reasons behind it, thereby rejecting both the 

reflective and the access components of 'reflective access'. This approach potentially 

represents a rejection of the view that epistemology should afford the resources for 

improving our stock of beliefs by enabling us to determine which beliefs have the highest 

quality. It should be noted that actual extemalist theories often make concessions lo the 

intemalist strand of epistemology. So, it is something of an exaggeration to say that 

' Even this is a contentious way of putting Pollock's position. He maintains that his view docs rely on 
introspection, in the sense that one is inlrospectively able to determine if she is reasoning correctly 
(personal communication). What she need not be able to introspect, however, is the feature of her 
reasoning that maintains high belief quality, and this is the feature that intemalism claims wc have 
rellectivc access to. 
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externalists completely reject improvement as a goal. For example, the process reliabilist 

claims — to a first approximation — that what makes a belief of high quality is that it was 

produced by a psychological process that usually produces true belief (Goldman, 1979; 

Goldman. 1986). The process must in some sense instantiate a set of reasons (see 

Goldman, 1985). but they need not be conscious reasons. Further, the reliability of a 

psychological process is often opaque to the person employing that process. Goldman 

(1986; unpublished ms) claims that it might be possible to determine which of our cognitive 

processes seem more reliable by consulting cognitive scientists. If this is right, we should, 

according to Goldman, seek to maximize our commitment to the reliable ones. It seems 

ihat urging a commitment to employing the most reliable processes amounts to a defense of 

an intellectual or epistemic duty, i.e., the duty to select, where possible, the most reliable 

process. This would introduce a level of deontology into Goldman's process reliabilism. 

The deontological element explains why Goldman's (1986) theory has a no-defeaier 

condition whereby an agent is not justified if she believes that her belief was the product of 

an unreliable process, even if it really was the product of a reliable process. When 

externalist theories include the meliorative dimension, what sets them apart from intemalist 

theories is whether or not the epistemic agent herself has the resource by reflection alone to 

assess the quality of her beliefs. Claiming that she does not would still allow that others — 

cognitive scientists, perhaps — could assess belief quality.® 

There is another set of approaches that fall under this externalist type. It is possible to argue that the 
assessment of belief quality is not to be done by cognitive scicnce but rather by some other group of 
evaiuators. So, for instance. Antony (1992) argues that feminists in epistcmology should endorse a 
naturalized externalist stance where the insights of feminist theorizing — along with some of the results of 
cognitive psychology — are applied to evaluating epistemic agents and practices (also see Code, 1991). 
This points to a way in which broader theorizing in the social sciences, rather than solely in cognitive 
science, might be able to appropriate an externalist position in traditional analytic epistemology. I return 
to this possibility in chapter two. 
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As another instance of an externalist theory of quality, the theory of proper 

functions (ToPF) holds that a belief is justified in case it is the product of a process that is 

working according to its proper function in the environment for which it is appropriate 

(Plantinga. 1993a). ToPF is similar to process reliabilism in maintaining that the proper 

function of a cognitive mechanism will be aimed at reliability, i.e.. producing true belief 

frequently. Whereas process reliabilism does not make reference to the design plan of the 

cognitive process, ToPF attempts to avoid the possibility of an accidentally reliable 

cognitive process by stipulating that the process has to offer its output in accordance with a 

proper design plan (Plantinga, 1988, p. 14). Plantinga's worry about reliabilism is that a 

process might be reliable but its reliability may be merely lucky. This concem naturally 

leads to a strategy where a design plan can be referenced in order to determine the 

conditions under which a reliable process is reliable because it was designed to function in 

the way that it is functioning versus the conditions where a process is reliable even though 

it was never meant to be reliable in that context. In this way, ToPF might be viewed as 

epicycle in the reliabilist tradition introduced to handle yet another instance of the specter of 

accidental intellectual achievement.^ 

The most important versions of reliabilism and Plantinga's ToPF are neutrai on the 

question of the structure of the belief corpus, and attempt to more directly tackle the issue 

of what the quality of a belief inheres in. It should be noted in this context that reliabilism 

has sometimes been offered as a modified version of foundational ism (Sosa, 1980). The 

idea is that a belief will be justified if it has the proper lineage to a basic belief, while basic 

beliefs are basic in virtue of being reliable. This maneuver becomes possible if one is 

willing to be an extemalist about basic beliefs (a strategy also canvassed by (Alston. 

The earlier statement of Plantinga's view (1988) was not so clearly reliabilist in its commitments. We 
can gather that objections to the earlier view motivated Plantinga's new emphasis on the reliability of the 
cognitive processes that are implicated in the design plan. 
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1976b)). I am inclined to treat this as an overly restrictive conception of reliabilism. though 

it does point to potentially interesting interactions between characteristically internalist 

discussions of belief structure and externalist considerations. Goldman offers an extended 

discussion of the broader issue of how the foundational ist or coherentist structure is 

compatible with reliabilism (see chapter 4 of his 1986). For Plantinga's thoughts on 

foundationalism and coherentism, see chapter 10 of his (1993a). 

Finally, we can place within this framework various attempts to link the probability 

calculus with theories of belief quality. While probability-based accounts of rationality 

have played a much more cenu-al role in the philosophy of science (Glymour. 1988; 

Horvvich. 1982; Skyrms, 1975), it should be acknowledged that many of the same 

techniques might be imported into traditional epistemology by drawing on the insight that 

conducting epistemology based on degrees of belief is more realistic than viewing belief as 

bivalent (Kyburg, 1961; Levi, 1980). Bayesian epistemology, for instance, maintains that 

beliefs will be of high quality in case the relationship between evidence for a belief and the 

belief itself conforms to the probability calculus. It is the fact of the probabilistic relations 

obtaining that defines high quality, rather than the believer's own conception of the 

relationship between evidence and belief. Thus, bayesianism is a kind of extemalism. 

Bayesian epistemology is extremely appealing in that is brings to epistemology the 

considerable technical apparatus of the probability calculus. Unfortunately, it is not clear 

that bayesian approaches can account for the full range of human intellectual achievement 

(see Horwich (1992); Pollock (1986), chapter four). 
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2. Metaepistemology 

Our quick tour through epistemoiogy has not quite yet set the stage for my project. 

This is because I will be partially concerned with a kind of metaepistemology. For hints on 

the difference between epistemoiogy and metaepistemology, we may draw an analogy from 

the distinction in ethics between metaethics and normative ethics. Mackie characterizes the 

metaethical project (which he calls second orc/er questions in ethics) as taking "...a view 

about the status of moral values and the nature of moral valuing, [and] about where and 

how they fit into the world" (1977, p. 3). Brink echoes this when he writes, "Second-

order, or metaethical, issues are issues about, rather than within morality.... First-order, 

or normative, issues, by contrast, are issues within morality about what sorts of things are 

morally important..." (1989, p. I). According to Brink, metaethical questions are 

questions about, for instance, the ontological or semantic or psychological foundations of 

ethical theories or moral judgments. Following the lead from metaethics. 

metaepistemology investigates questions about, rather than within, epistemoiogy and may 

lake the form of an inquiry into the ontological or semantic or psychological foundations of 

epistemological judgments. 

By this characterization of metaepistemology, there are, of course, many questions 

one might ask that would count as metaepistemology. One sort of metaepistemology 

would seek to determine whether having knowledge or having quality beliefs really is a 

goal that we have. If it is not, then epistemoiogy is an irrelevant intellectual enterprise. 

This sort of metaepistemology would question whether or not epistemoiogy is worth 

doing, or worth doing under its traditional conception and is certainly a question about, 

rather than within, epistemoiogy. I have simply assumed that one of the goals that we have 

is attaining the truth, and that, short of determining when we have the truth, we are 

interested in assessing the quality of beliefs against the standard of truth. 
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Another type of metaepistemological project might attempt to determine the 

ontological status of the various elements of epistemology. For instance, questions about 

the ontological status of belief, insofar as these Figure in epistemology, would be questions 

for metaepistemology. This is a place where metaepistemology would become continuous 

with the philosophy of mind, an important branch of which asks after the ontological status 

of beliefs. Questions about the ontological status of evaluative terms such as justified and 

rational would also be metaepistemological questions. 

I have in mind a slightly different metaepistemic project. My proposal in this essay 

is that epistemic evaluations should reference a standard of correctness that is an extension 

and part of the scientific image of the mind." I will not attempt to advance a novel theor>' 

of knowledge or justification or rationality, but I will try to give a naturalistic account of 

how one can understand those evaluations. Is this a metaepistemic question? If so, of 

what sort is it? 

Epistemology must engage in some strategy or methodology for determining just 

what will count as a satisfactory theory of quality. This question of how epistemology 

approaches a theory of quality is not to be answered by epistemology itself. Presumably, a 

broader philosophical inquiry will be required while keeping in mind the unique and 

idiosyncratic elements of epistemology such as its orientation toward truth. Thus, it seems 

that mine is a question in metaepistemology. The question is not in any usual sense an 

ontological one. I am not so much interested in the ontological status of the standard of 

Goldman treats this question as the primary question of metaepistemology (1994, p. 301). He gives no 
reason to think (and presumably docs not think) that it is the only metaepistemological question, however. 

'' Thus. I offer this term in the sense of Bonjour's metajustiftcation, whereby a successful 
metaepistemology "would show that adopting [the standards of a particular epistemological theory | is a 
reasonable means for reaching the main cognitive goal." namely, truth (1985. p. 9). I agree with Bonjour 
that this second task is too often neglected in favor of merely offering an account of the standards ol" 
epistemic justification. 
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correctness for a theory of belief quality, but rather how epistemologists should choose or 

defend their standard of correctness. So, my question is in way a methodological one, 

albeit a methodological question outside of epistemology. 

Given the discussion of epistemology above, we are in a position to ask ourselves 

what the standard of correctness for these various proposals on belief quality is supposed 

to be. What, precisely, is supposed to enable an epistemologist to decide between, say. 

foundationalism versus the theory of proper functions? In a recent criticism of analytic 

epistemology. Stephen Stich (1990) asks the metaepistemological question that I engage 

when he complains that epistemology has "gone very wrong" (p. 92). In brief. Stich's 

worry is that the standard of correctness used by epistemologists is indefensible. (Stich 

also offers a controversial rejection of truth as a value. I return to this part of Stich's 

project below.) 

Stich first attacks the familiar proposal on the standard of correctness for 

epistemological questions that uses intuitions about (i) epistemic methods, (ii) panicular 

cases of belief or (iii) some interaction between methods and cases to determine if a belief is 

justified or rational. Predictably enough, the first two camps are called the methodists and 

the particularists, respectively (Chisholm, 1989; Sosa, 1980). The third approach is to use 

intuitions (and perhaps others sources of evidence) in a process of reflective equilibrium. 

There is some debate over the wisdom of one of these over the others, but I will gloss over 

the issue. The basic idea is to isolate the least ambiguous instances of belief that intuitively 

are judged to be justified or rational (Goldman & Pust, 1999). For example, a belief 

formed under favorable perceptual conditions in a healthy observer are often taken as a 

paradigm of intuitively justified belief. So, a non-skeptical account of justification (it is 

thought) should be designed to accommodate intuitions about beliefs formed under 

favorable perceptual conditions. If spelled out as a general method, this proposal advances 

an intuitively correct algorithm that yields high quality beliefs. Alternatively, a theorist may 
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mackintosh apple is red, for instance — and attempt to build a theory that respects this 

intuition. A successful theory of justification will yield the result that such beliefs are 

justified unless there is some other overriding consideration that would result in the 

rctraction of the intuitive judgment that the belief is justified. It will sometimes be said that 

such beliefs are prima facie justified in order to highlight the fact that new information 

about the situation might change intuitions about the justifiedness of the belief in question 

(Pollock, 1986). For example, although perceptual conditions might be favorable and the 

observer healthy, if it turned out that the observer had unwittingly consumed an 

hallucinogenic drug, we might retract the judgment that the belief formed is justified. 

Again, the arbiter is intuition and I will refer to this approach in epistemology as the 

melhodology of intuitions. 

As Goldman puts it in Epistemology and Cognition, "the strategy is to examine 

candidate criteria, or types of criteria, by their implications. I ask which 

[justification]...rules a criterion would authorize, and which beliefs would be permitted and 

hence deemed justified by those rules. If the implications of a candidate criterion confiict 

with intuitions, there is evidence, sometimes conclusive evidence, of its inadequacy" 

(1986, p. 81). The claim that being the judgment of an intuition is an appropriate standard 

of correctness in epistemology is just where Stich's criticisms gain a foothold. Intuitions 

arc thought to be a kind of pure fund of judgment to constrain epistemological theories. Is 

there any good reason, though, to treat intuitions as premiere in this way? Stich challenges 

the standard view when he claims, 

...the analytic epistemologist offers us no reason whatever to think that the notions 

of evaluation prevailing in our own language and culture are any better than the 

This is the standard use of the word intuition in epistemology. 
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alternative evaluative notions that might or do prevail in other cultures. But in the 

absence of any reason to think that the locally prevailing notions of epistemic 

evaluation are superior to the alternatives, why should we care one whit whether the 

cognitive processes we use are sanctioned by those evaluative concepts? (p. 92). 

Implicit in Stich's comment is the view that intuitions are merely an expression of 

linguistically or culturally indexed evaluations. The problem shows up in stark relief when 

we ask whether there is any good reason to use intuition as a source of constramt m 

epistemology and read 'good' and 'reason' in the same way we have been in the discussion 

10 this point. Precisely which resources should we use to answer this question'? There are 

some considerable grounds to worry that any answer to this question that includes intuition 

is in some sense question begging. 

Stich presses his dim view of intuitions as a standard of correctness by arguing that 

there are no alternatives to using intuition to justify intuition. He thus hopes to push the 

traditionalist to a point where she must confess the circularity (pp. 93-100). In order to 

succeed, Stich must show that intuitions are not valued in light of either their intrinsic or 

objective instrumental features. He alleges that they are not valued intrinsically because it 

would be epistemic chauvinism to value one's own concepts in the face of competing or 

alternative concepts. Intuitions are not valued instrumentally because the two accounts of 

instnimental value that have been proposed for the theory of intuitively good reasons — 

evolutionary success and truth — fail. Of course, Stich uses or would use intuitions 

himself both to advance his argument and to defend his commitment to the inadequacy of 

circular arguments. That is why, once the circularity of the defense of intuitions is shown. 

Stich goes on to urge that radically different bodies of intuition about epistemological 

methods or cases (possessed by other actual cultures or imaginable cultures) have as much 

to recommend them as do the ones possessed by 20th century analytic epistemologists. So 

long as the people who have altemative intuitions find them intuitively correct, there is no 
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basis for favoring ours. He then goes on to defend a pragmatic tiieory of cognitive 

evaluation. 

We shall return to Stich's views in a moment. Notice now a parallel in Stich's 

criticism of intuition and recent attacks on naturalism. In my view the situation regarding 

intuitions is importantly similar, though not identical, to the one so-called epistemological 

naturalists find themselves in. On one popular construal of epistemic naturalism, 

naturalists appeal to the a posteriori results of science in order to constrain, inspire or 

modify their theories of belief quality. So, while being in accordance with intuition is a 

prominent standard of correctness for belief quality, naturalists introduce some a posteriori 

considerations to the mix of factors that may come into play in a theory of quality. The 

best-known instance of this is where naturalists demand that a theory of quality not violate 

any of the results of psychology (see also Komblith, 1994b). This is a negative constraint, 

and seems to only have bite when cases of intuition — about methods of belief fixation, 

say — conflict with some well-confirmed results in experimental psychology. The 

naturalists claim that the intuition should yield to science. I will have much more to say on 

naturalism in chapter two. 

For our purposes, note that naturalists in epistemology are often criticized for 

having to boot-strap their theories. The complaint is that if science (or any other a 

posteriori inquiry) is used to inform debates in epistemology, it will be an open and 

troubling question as to how the naturalistic epistemologist will be able to assess the 

credentials of science. There seems to be an objectionable threat of circularity. This threat, 

though, hardly seems worse than the threat — advanced by Stich — against using a priori 

intuition to constrain epistemology and to defend that methodology by appeal to intuition 

(Kornblith, 1994a). The traditionalist who hopes to retain intuition as a primary fund of 

constraint on the standard of correctness for what makes some reasons good will 

apparently have to provide some resource other than intuition to defend her methodology. 
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If this is right, the dialectical situation between the naniralist and traditionalist is something 

of a standoff. 

Although worries similar to Stich's have been advanced before by some naturalists 

(Giere. 1985; Kitcher, 1992), his strategy holds the most promise of dethroning intuition 

as the uncontroversial arbiter of the standard of correctness for a theory of belief quality. 

Some of Giere's formulations, for instance, seem to urge the complete inadequacy of 

intuition as a mode of acquiring knowledge. Giere advances a naturalistic account of the 

conduct of science, where rational inquiry in the sciences is to be explained by appeal to 

evolved capacities aimed at understanding the world. Scientific knowledge, on this view, 

is to be understood as a naturalistic product of naturally evolved capacities. The critic of 

this view will level the usual charge of circularity as Giere is attempting to use the fruits of 

evolutionary theory in order to defend scientific inquiry including, presumably, 

evolutionary theory. Giere responds. 

Three hundred years of modem science and over a hundred years of biological 

investigation have led us to the firm conclusion that no humans have ever faced the 

world guided only by their own subjectively accessible experience and intuitions. 

Rather, we now know that our capacities for operating in the world are highly 

adapted to that world. The skeptic asks us to set all this aside in favor of a project 

that denies our conclusion. And he does so on the basis of what we claim to be an 

outmoded and mistaken theory about how knowledge is, in fact, acquired (p. 72). 

For Giere, intuition is the "outmoded and mistaken' source of knowledge. 

But could Giere's reply possibly be cogent? Could someone, perhaps under the 

banner of naturalism, completely do away with intuition? The prospects for this project 

seem grim. Bonjour appears to be right when he argues that "the abandonment of any sort 

of pnor/justification leads directly to epistemological disaster and also undercuts the ver> 

premises used to argue for it" (1994, p. 297). At the very least, the naturalist is going to 
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have to use modus ponens in the formulation of her position, and it is difficult to see how 

anything but an a pnori justification for that is going to be found. So. using intuition may 

be necessary for the conduct of epistemology in a way that the naturalist's resources are 

not. Katz has lately discussed these issues within the context of realist foundations for 

mathematics (1998). He offers a defense of realism combined with rationalism for 

mathematical knowledge. The difficulties for a thoroughgoing epistemological naturalism 

are especially stark in the realm of mathematical knowledge. I suspect that naturalized 

epistemology's relative unwillingness to concentrate efforts on mathematical knowledge is 

a symptom of a deeper sense that naturalism is untenable in mathematics. The problem is 

that, on a realist view of abstract mathematical and logical objects and relations, we do not 

seem to have any causal connection to mathematical and logical truth since the truths of 

math are. on the dominant view, timeless and necessary (Benacerraf, 1973). If the primary 

strands of naturalized epistemology are committed to a causal connection between us and 

the objects of our knowledge, then mathematics will be especially recalcitrant. This leads 

Katz to propose an rationalistic solution to the problem of mathematical knowledge which, 

in turn, involves a defense of a priori intuition as a standard of correctness (see especially, 

pp. 34-61).'^ In discussing intuition, Katz tells us that the "...notion of intuition that is 

relevant to our rationalist epistemology is that of an immediate, i.e., noninferential, purely 

rational apprehension of the structure of an abstract object, that is, an apprehension that 

involves absolutely no connection to anything concrete" (p. 44). On the basis of this sense 

of intuition, Katz undertakes a rescue of our intuitive knowledge of mathematical and 

'' In Kai/. s view, intuition is not infallible; "Once intuition is integrated into a systematic methodology 
that enables us to correct unclear and deceptive cases on the basis of a broad range of dear cases ami 
principles derived from them, Wittgenstein's worry that intuition sometimes gives the wrong guidance 
disappears" (p. 44). Still, within this broadly holistic conception of the role of intuition, intuition — 
according to Katz — is the only way to come to mathematical knowledge. His argument for this is that 
there are just no alternatives for explaining how 'ordinary, unsophisticated people' can grasp the truth ol. 
tor instance, the compositeness of four, or the indiscemibility of identicals (p. 45). 
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logical trutiis. Given that our knowledge is about their structure, and does not seem to 

involve anything concrete, Katz's notion of intuition is well-suited to its domain.'-^ 

Securing a place in philosophy for an a priori methodology, however, should not 

encourage the enthusiastic proponent of intuitions as a source of the standard of correctness 

in epistemology. This is because finding a role in the epistemology of mathematics and 

logic does not alone warrant the expansion of the methodology of intuitions to all questions 

in epistemology. There are several issues that seem to be commonly conflated in the 

discussion of a priori intuition and naturalism. It is one thing to claim that philosophy or 

epistemology can do away with intuitions tout court. It is something else entirely to say 

thai intuitions are an inadequate fund of evidence for methods or cases in the epistemology 

of contingent facts. That is the insight contained in Stich's strategy. Stich does not do 

away with intuitions; he asks us to imagine epistemologists with a different set of 

intuitions about methods and cases, then presses the further question of whether there is 

anything to recommend ours over the altematives. Stich's strategy is promising because 

the realm of intuitions that seem utterly indispensable (for reasoning and explanation, say) 

is meager. So, we may leave intact a tradition that goes at least as far back as Frege and 

treats the a prioricity of logic as immune to epistemological inquiry. This does not commit 

Lis lo very much by way of substantive epistemological progress, and Stich could, if 

pressed, claim that the alternative cultures he is imagining share our intuitions about logic 

but disagree on all the rest. The truths of logic may be a priori, but the relations of 

particular kinds of reasons to particular beliefs may not be. This much Bonjour 

acknowledges in his otherwise pessimistic discussion of naturalized epistemology (1994. 

p. 298). Other critics of naturalism, however, have sometimes seemed content to claim, or 

'•* See Maddy (1980; 1990), though, for a defense of viewing mathematical knowledge as conccrning 
concrcic objects. 
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ai least imply, that difficulties with naturalism by themselves vindicate the methodology of 

intuitions. Epistemology seems, on this view, to be back in business as underwritten by a 

methodology that takes intuitions as the source of judgment in reflection on epistemic cases 

and methods. Such a wholesale vindication does not follow from difficulties with 

naturalism. The traditional a priorist owes us an argument to the effect that our intuitions 

about methods and cases is the only alternative to naturalism or, better, she owes us a 

positive view about how the methodology of intuitions yields insight into intellectual 

achievement.'^ 

Bonjour offers a detailed — and to my mind largely compelling — defense of the a 

priori in his recent book. In Defense of Pure Reason (1998). In Bonjour's treatment, a 

deflationist about the a priori claims that either a priori claims are limited to analytic 

statements, or that there are no a priori claims. The first half of Bonjour's book is carefully 

crafted to engage these two strands of deflationism. The second half offers an attempt at a 

positive rationalistic view along with the application of the resulting rationalism to the 

problem of induction. A detailed foray into Bonjour's claims is unnecessary here, but it 

should be pointed out that he is candid in his methodology and clear on the limits of the 

philosophical enterprise with respect to the a priori. Near the beginning of the chapter that 

sets torth his positive view, he writes. 

It is important to be clear at the outset, however, about what can reasonably be 

demanded of a defense of rationalism. It is obvious at once that there can be no 

general a priori argument in favor of the rationalist view and against skepticism 

concerning the a priori that is not intrinsically question-begging. Nor does any 

straightforwardly empirical consideration appear to be relevant here: the truth or 

For an attempt to do this based on the methodology used in linguistics, see (Pollock and Cruz, in press, 
chapter four). Stein (1996) offers the most trenchant counter-arguments to our strategy. 
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falsity of rationalism is obviously not a matter of direct observation; and any sort of 

inductive or explanatory inference from observational data would, as we have 

already seen, have to be justified a priori if it is to be justified at all. thereby rending 

the argument again circular (p. 99). 

It would be nice to be able to read the above passage as something of an admission that the 

diagnosis 1 have been offering of the impasse between naturalism and the traditional 

methodology in epistemology of deciding cases by intuition is correct. This is an 

acceptable interpretation if we read the methodology of intuitions as an essentially a priori 

methodology. It seems to me that this is consistent with the primary reading of the 

methodology of intuitions in the epistemological literature. Indeed, the principal resource 

of what 1 am calling the methodology of intuitions is frequently enough dubbed 'a priori 

intuition.' But Bonjour continues the line of thinking begun in the above passage with. 

Thus, in a way that parallels many other philosophical issues, the case in favor of 

rationalism must ultimately depend on intuitive and dialectical considerations rather 

than on direct argument. Such a case will...involve...an e.xhibition of the basic 

intuitive or phenomenological plausibility of the view in relation to particular 

examples... (emphasis added). 

This passage is striking in that it pulls apart the a priori and the intuitive. That is. it seems 

from this passage that Bonjour views intuition as a resource distinct from a priori reasoning 

in general (which he sometimes calls rational insight). We later find that by intuition in the 

second quoted passage above Bonjour means "the vague but useful sense of "intuition' that 

is philosophically current, that which pertains to judgments and convictions that, though 

considered and reflective, are not arrived at via an explicit discursive process and thus are 

(hopefully) uncontaminated by theoretical or dialectical considerations" (p. 102n). 



39 

The situation is therefore a little more complicated than I have been letting on. but 

the complication is not difficult to accommodate. Following Bonjour. call the a priori 

faculty by which people come to considered judgments rational insight. According to 

Bonjour. cases of rational insight include, for example, our judgment that an object cannot 

be both red all over and green all over at the same time or that there are no round squares. 

The proposition that if person A is taller than person B and person B is taller than person 

C. ihen person A is taller than person C is also an instance of rational insight (p. 100-4).'" 

My worry is that rational insight is not going to be of great help as a general 

methodology of epistemology. It is just not the case that we come to rationally insightful 

judgments when confronted with the case of Norman the Clairvoyant (one of Bonjour's 

cases against Reliabilism) or of the Cognitively Inflexible Climber (one of Plantinga's cases 

against Coherentism). That is, we do not decide the epistemological case one way or the 

other because we are able to, as Bonjour puts it, "see or grasp or apprehend directly and 

immediately that the propositions must be true" (p. 103). Nor are we inclined to think that 

our judgment in epistemic cases is an instance of offering Katz's purely "rational 

apprehension of the structure of an abstract object." 

The burden of chapter two of Bonjour's book is to convince us that ii is of no help lo explain the a 
priori justificaiion of these types of propositions by appeal to analyticity. Bonjour thinks that while 
describing these claims as analytic is a useful notation, and may have import in other dimensions of 
philosophical inquiry, analyticity itself is no explanation of a priori justification. 

'' Throughout this essay, I treat several prominent cases in epistemology with a great deal more care, but it 
might be useful to have one of these cases before us now, to check to see if I am right. So. let us consider 
Bonjour's own example of the clair%'oyant, which he has used to argue against reliabilism (1980, p. 62; 
1985. p. 41): We have already seen that, on one version of reliabilism, a person is justified in her belief 
that p just in case p is the product of a reliable psychological process. In one version of the objection U) 
reliabilism, Bonjour asks us to consider Norman, who has reliable clairvoyance and who believes that he 
has clairvoyance, although he lacks any justificaiion for dial belief. One day Norman comes to believe that 
the President is in New York City. Bonjour claims that our intuitive response is that Norman, in the 
absence of any justification for his belief in his own clairvoyance, is irrational to accept his belief that the 
President is in New York. Since simple reliabilism claims that Norman is justified in that belief, it gives 
the intuitively wrong results. 

I am not inclined to argue about what our intuitions are about this case. My own waver, and I 
suspect that they reflect more of my theoretical commitments than 'pre-theoretic' intuitions ought to 
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Again following Bonjour, reserve the term intuition for the pre-theoretic. non-

discursive convictions we have. Thus divorced from the a priori, it would seem that the 

methodology of intuitions (in this second sense) is even worse off than we suspected. 

Slich's critique of intuitions (as having a contingent and potentially variable character) 

applies even better once the a priori part has been abandoned. It seems that the hope for an 

a priori rescue of intuitions was the best hope that the friend of the methodology of 

intuitions had in epistemology. What will be crucial for the friend of intuitions to show is 

that there is some defense of our intuitions about "high level" issues such as the rationality 

of some belief, or the justification-conferring properties of some psychological process. 

No such defense appears to be forthcoming. 

The way I am reading Stich, his attack on intuitions as a standard of correctness is 

independent from his attack on truth as a value. This is because Stich's arguments against 

an orientation toward truth as a value for processes, beliefs, or methods are less compelling 

when construed at the metaepistemic level. Even if intuitions do not provide an 

uncontroversial fund of judgment for the standard of correctness in the sense of offering a 

univocal set of desiderata at the epistemic level, at the very least we know that we are 

metaepistemically interested in the verific character of our intellectual life. Therefore, not 

all imaginable intuitions are relevant; only intuitions about truth conduciveness arc the 

important ones. This much seems to be given by the very conception of epistemology by 

which contemporary philosophers approach intellectual flourishing. As I said earlier in the 

discussion, the major current in analytic epistemology is interested in the character of our 

beliefs with respect to truth. 

Unforiunaiely, il is not entirely obvious what the proper remedy is. What is important is thai we sec that 
the intuitions do not seem in any way to be rational insight in Bonjour's (1998) sense. I do not come to 
the view that Norman is unjustified merely by apprehending il in an unmediated way. In Pan II of this 
essay I will have occasion to review several theories of the origin of my intuitive responses. 
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What should we make, then, of Stich's infamous attack on truth as a value ? In the 

chapter that attempts to show that we do not have truth as an intuitive instrumental value he 

takes reliabilists as his target (p. 101). Although the verific view is most often associated 

with reliabilists like Goldman (and perhaps, now, with proponents of ToPF. like 

Plantinga). it surely plays some role in every substantive account of belief quality. The 

problem is that Stich has muddied the water by not taking care to separate epistemology 

from metaepistemology. What distinguishes reliabiiism (and ToPF) from other views is 

that truth shows up in these theories at the level of providing an analysis of justification 

(and warrant). Being the product of a process that frequently produces true beliefs is the 

externalist theory of justification that process reliabilists offer. Goldman, for one. claims 

that this theory is intuitive in the sense of yielding consequences that are intuitively right. 

Most critics of process reliabiiism claim that the theory is not intuitive, in the sense that its 

yields consequences that are intuitively wrong. These are all issues in epistemology. as 

opposed to metaepistemology. The metaepistemological question of what the right 

standard of correctness is, is separate from whether a particular theory yields intuitive 

consequences. Anyone, I claim, engaged in philosophical theorizing on belief quality will 

need to provide a defense of why intuitions are the right standard of quality, but everyone 

is entitled to hold constant that the only intuitions "in the ballpark" are the ones aimed at 

truth. 

Perhaps an example will help. I select a whimsical example to drive the point 

home. I have, and we all have, intuitions about what is fun to pretend to believe. It might, 

for instance, be fun to believe some of the background premises of a fictional universe in 

order to 'get into' a novel. Imagine reading an exciting political mystery that takes place in 

a world where Kennedy had not been assassinated, or a piece of historical fiction where the 

North American English colonies had lost the Revolutionary War. Someone could be a 

reliabilist and still maintain that the right standard of correctness in epistemology are 
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intuitions about what is fun to pretend to believe. That is, one might maintain that 

justification is a matter of a belief being the product of a reliable (truth-conducive) process. 

When asked to defend that view, she might claim that the theory yields consequences that 

are intuitively correct in the sense that she finds the consequences fun to pretend to believe. 

One would thereby be a reliabilist at the level of epistemology and a "fun-ist" at the level of 

metaepistemology. I take it that fun-ism has absolutely nothing to recommend itself as a 

serious metaepistemological doctrine. 

But what else does, and why? Judging from the way contemporary philosophers 

approach epistemology, the only serious candidate for defending our intuitions about ca.ses 

(or methods, or processes) is that we think we are employing a truth oriented, or truth 

sensitive source of evidence. So, the reason intuition about cases has been seen as a 

possible source of a metaepistemic standard of correctness for a theory of belief quality is 

that we think our intuitions provide a properly truth sensitive source when it comes to 

questions about belief quality. Of this we have no guarantee, but it is the non-skeptical 

non-pragmatist place where we start. Everyone, it seems, is a kind of reliabilist at this 

meta-epistemological level. Stich cannot, therefore, question the value of truth at the 

metaepistemic level, although he may — and does — offer arguments against treating taith 

as the highest value at the epistemic level, the way reliabilists and ToPF-ists do. 

To be sure, there is still a problem with intuitions and this is a problem that Stich 

correctly identifies earlier in his discussion. Even if we restrict the set of intuitions that can 

be used as a standard of correctness to the ones aimed at finding the truth with respect to 

belief quality, we do not find an unambiguous set. We can imagine a culture different from 

contemporary epistemologists having different intuitions that they think are aimed at truth. 

In this essay, I will be relying heavily on such a different culture. The culture I will appeal 

to is not, however, imaginary. It is the culture of cognitive scientists. My goal in this 

essay is to explore the degree to which we may situate a theory of intellectual nourishing 
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(my phrase for the analysandum of epistemology) within the scientific image. I aim to do 

this by advancing a view on how the intuitions of cognitive scientists are encoded in their 

psychological explanations and how these are normative proposals. 

In summary, here is where we find ourselves: One plausible strategy for 

determining what the quality of a belief inheres in is to look to the reasons behind that 

belief. If the reasons are good, the belief is of high quality. If they are not, the belief is not 

of high quality. What, then, will make a reason or reasons good? One may either 

investigate this issue indirectly by, for instance, studying the structure of the belief corpus 

in order to solve the regress problem. Once the regress problem has been solved, the 

solution may provide an avenue for discussion of the goodness of reasons. On the other 

hand, one may investigate goodness of reasons directly by, for instance, proposing 

reliability as an analysis of good reason. On either approach, there must be some standard 

of correctness for the theory of what makes reasons good. And there seem to be exactly 

two possible sources for the standard: a priori intuition or a posteriori constraint. 

One can hope somehow to preserve a priori intuitions as a fundamental and 

ineliminable standard of goodness in epistemology. We have seen in the discussion above 

that intuitions will need to come in at some level, so are not completely dispensable. 

Unfortunately, as we also saw above, intuition does not seem to offer unassailable 

resources to arbitrate the metaepistemological question of the standard of correctness for 

belief quality, even if intuition is necessary for arbitrating matters of logic or probability 

theory. Why not simply identify belief quality with the truths of logic or probability theor\' 

in order to slay within the realm of intuitions, then? There are numerous reasons for not 

doing this, including the fact that rules of logic do not contain any normative component. 

That is, judging that an epistemic agent ought to form beliefs in accordance with the rules 

of logic is itself a judgment that is not contained in logic. What is the status of this 

judgment, then? Again, the only two possibilities are that it is intuitive in the sense thai 
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Stich attacks or that it is an empirical judgment that results from some a posteriori inquir\' in 

the sense that the non-naturalist attacks. (Although he does not endorse the same 

epistemological conundrum that I do. see Goldman, 1986, pp. 81-89 for extended 

discussion on the difficulties of subsuming the standard of correctness under logic.) 

Stich's skepticism that intuition is an indefensible standard is compelling because 

there are imaginable alternatives to the substantive judgments we make about epistemic 

methods and cases (Millikan, 1984). The pure naturalistic approach of thoroughgoing a 

posteriorism. however, appears no better off. In order to assess the credentials of science 

it seems that an epistemological theor>' must already be in place. 

With the options put so starkly, neither the a priori intuition approach alone nor the 

a posteriori approach alone seems especially attractive or amenable to repair. This would 

not be a desperate situation were it not for the fact that the options above exhaust the (non-

skeptical. non-pragmatist) views currently on offer in metaepistemology. There might just 

be a fundamentally irreconcilable set of tensions in metaepistemology. but I do not think 

so. I propose to endorse a metaepistemological position that identifies the standard of 

correctness in epistemology with the standard of correctness for explanation in cognitive 

science. This union, not surprisingly, results in a considerable reconfiguration of current 

debates in epistemology. It is now time to say how this is supposed to work. 

3. Two Images of the Mind 

Our minds are the knowing minds, the reasoning minds, and the believing minds 

that take center stage in our attempts to understand intellectual flourishing. Our cognitive 

states and processes are both the target of epistemic assessment and provide the data around 

which an epistemological theory is cobbled. Unsurprising as these truisms might be, the 
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recent history of epistemology has conspired to obscure them. My project proceeds from 

the observation that every contemporary epistemology is infused with and depends on 

some conception of the mind. The dependence of an epistemological theory on a 

conception of the mind is not often made explicit. The dependence. I allege, is at the level 

of intuitions about epistemic cases, methods and processes. It is somewhat misleading 

when philosophers talk about "pre-theoretic" intuitions. Intuitions as a standard of 

correctness in epistemology are supposed to be pre-theoretic in the sense that the person 

having the intuitions is not to be influenced by her antecedent epistemological theory. They 

are not supposed to be pre-theoretic in the sense that they are completely divorced from any 

theory about the world; indeed, it is unclear what such completely a-theoretic intuitions 

would be like. 

So. intuitions about epistemology must spring from some source of views about the 

world. In the very beginning of this chapter, following Sellars I noted that there are two 

broad images of the world. These are the manifest and the scientific. There seem to be two 

rival images that the epistemologist has available around which to frame her philosophical 

views. My claim is that this presents a largely unexplored cluster of options in 

metaepistemology.'^ If I am right, epistemologists draw on the manifest image to constrain 

their theories by taking common-sensical psychology as a starting point for development of 

an account of justification or knowledge. Epistemologists have framed their theories 

according to a non-scientific view of what the mind is like and what it is capable of. As a 

result, their theories have inherited some of the errors of the manifest conception of the 

mind. Approaching epistemological questions from the perspective of a science of the 

mind — from Cognitive Science — yields a radically different standard of correctness for 

epistemological questions. Moreover, I claim that, as a philosophical strategy, coming to 

Although Goldman (1992), for one. addresses some of these issues. 
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epistemology from cognitive science has as much on its side (and probably far more) as 

coming from a folk conception of the mind. 

I should say a little here about my view of the manifest image of the mind. What is 

this commitment to a common-sense account of the mind, and how does it affect the 

epistemological theories that result? It seems that most epistemologists are numifesi 

psychologists. By manifest psychologist I mean a person who deploys common sense 

views about the character and composition of our mental lives. Distinguish here between 

manifest psychology and some senses of the phrase folk psychology. Following the 

literature in the philosophy of mind, folk psychology is sometimes a technical term. It 

describes a commitment to the claim that the entities postulated by our ever>'day 

psychological explanations of behavior may someday also figure in a mature scientific 

psychology, even if many or all of the processes and interactions proposed by folk 

psychology are replaced by a more sophisticated apparatus. Chief among these entities is 

belief. We explain one another's actions by appealing to their beliefs about the 

circumstances, or their desires concerning their situation. Proponents of folk psychology 

maintain that scientists studying the mind will preserve entities such as belief and desire in 

their explanations of behavior (Baker, 1987; Block, 1990; Fodor, 1980: Fodor. 1987; 

Fodor. 1990; Horgan. 1992; Smolensky, 1994). In this sense, folk psychology is 

typically distinguished from eliminativism. Roughly, the eliminativist maintains that the 

entities posited by folk psychology are the artifacts of an inferior theory and should not or 

will not be featured in a mature science of the mind (Churchland, 1979; Stich, 1983). I 

presume that one can be a folk psychologist without being a manifest psychologist in the 

sense that manifest psychologists may have no interest in or inkling of the future status of 

the mental entities that they postulate. 

I am claiming that epistemologists utilize a commonsense image of the mind that 

does not approach the sophistication of the image that folk psychologists in the philosophy 
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of mind have. In fairness, sometimes epistemologists aspire to capture unique properties 

of elements of the mind at a finer grain than is usually demanded in casual contexts. 

Reasoning, perception, memory, and introspection, for instance, play importantly different 

roles as sources of belief and epistemologists have traditionally taken care to have these 

differences reflected in their theories. Many epistemological accounts have accorded each a 

proprietary epicycle to handle its specialized part in our cognitive economy. But the 

treatment of these mental faculties is typically conducted on a simplified level. 

According to the manifest picture, perception synchronically provides inputs to 

ratiocination from the distal environment. Memory provides inputs to ratiocination that are 

no longer immediate to the organism, but that once were. In this way, a diachronic element 

is achieved. Introspection is analogous to perception — of inner thoughts and sensations 

— and is a fourth component of the epistemologist's taxonomy of the mind; its inputs are 

radically proximal. Though this is a caricature, it is not too farfetched to read many 

philosophers as leaving the matter of the mind at that level of detail in order to pursue 

epistemology. Contemporary theories of knowledge and justification flourish based on an 

inventory of the mental that Aristotle or Descartes would recognize.'^ 

This inventory faces a direct alternative. Cognitive science is an interdisciplinary 

effort by Linguists, Psychologists, Researchers in Artificial Intelligence. Neuroscientists. 

Anthropologists, and Philosophers to study cognition. Though hardly four decades old. 

cognitive science lays claim to revealing the nature of the mind by exploiting the resources 

and methodology of scientific disciplines. The resulting image of the mind — its capacities 

and inner secrets — stands in contrast with the manifest image. At best, it is hyperbolic to 

Or Berkeley. The first sentence of Part I of his Principles of Human Knowledge is, "It is evident lo 
anyone who takes a survey of the objects of human knowledge that they are either ideas actually imprinted 
on the senses, or else such as are perceived by attending to the passions and operations of the mind, or 
lastly ideas formed by help of memory and imagination." 
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claim that the manifest (or common-sense) conception of the mind and the scientific 

conception of the mind are mutually exclusive and have clear boundaries. There is some 

overlap and much vagueness in both. The conviction is that, in important and 

epistemologically relevant ways, the theoretical commitments made by the folk conception 

of the mind and commitments of the scientific conception of the mind will describe distinct 

families. 

It is not surprising, though, that there are two conceptions of the mind. In a diverse 

range of areas of inquiry, it is held that there is a folk conception of a domain that rivals a 

scientific conception of that same domain. For instance, it is a well known finding in 

psychology that college-age subjects — including some physics students — will mis

predict the trajectory of an object dropped out of an airplane as seen from the ground 

(Caramazza, McCloskey, & Green, 1981; McCloskey, Washburn, & Felch. 1983). Mis

prediction is also found, famously, in experiments where subjects must predict the 

trajectory of a ball that is shot out of a sharply curved tube. Subject frequently claim that 

the ball will continue to move in a curved path (McCloskey, Caramazza, &. Green. 1980). 

This has led many researchers to contrast folk physics with scientific physics. The idea is 

that there is a coherent set of expectations and views held by most everyone on how middle 

sized objects behave which departs from the expectations and views that contemporary 

physics provides. The label "folk physics" may have an uncharitably pejorative tone about 

it; manifest physics would be more in keeping with our avowedly Sellarsian perspective on 

these issues. 

Other findings in psychology show that subjects will sometimes reason in ways 

inconsistent with the laws of probability or the canons of confirmation theory (Kahneman 

& Tversky, 1973; Piatelli-Palmarini, 1994; Tversky & Kahneman, 1983). Thus, the 

notion of intuitive or folk statistics has been introduced. And Keil has pursued 

psychological research of our folk conception of biology. He offers a set of principles that 
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he claims are true of "naive biology" such as the principle that biological kinds undergo 

canonical and usually irreversible patterns of change, and that these patterns strongly 

individuate biological kinds (Keil, 1992). 

What these three experimental approaches to uncovering elements of the manifest 

image have in common is that they take a domain that has a rich contemporary scientific 

characterization and they test subjects for their beliefs about that domain. It is one of the 

hallmarks of scientific progress that the specialists involved in research on some 

phenomenon will offer theories unimagined and surprising to the lay person. This is 

consistent with the existence of a useful folk theory of that same phenomenon that aids in 

practical reasoning or simply satisfies a folk curiosity. Again, it is important to note that 

the psychological research on manifest approaches to the world does not by itself establish 

that the manifest image is inferior to the scientific image. It may well be that, to take one 

example, intuitive statistics is more useful than "scientific" statistics in ecologically valid 

settings (Gigerenzer, 1991; Gigerenzer, 1996; Komblith, 1993). Moreover, the manifest 

image is surely broader than the three areas reported above (Pinker. 1997). I will be 

concerned with the different judgments that result when the scientific image of the mind is 

the background theory from which the philosopher casts a standard of correctness for an 

epistemological theory. 

Again, imprecision looms. It is unlikely that any one epistemologist has based her 

views entirely on one conception of the mind or another. There may be precious few recent 

epistemological theories that are purely folk grounded or purely scientifically grounded. 

So, the theories of knowledge and justification that we find are more or less hybrids of the 

competing conceptions of mind. Still, to the extent that the commitments can be extracted, 

a treatment of the views on the mind incorporated into epistemological theories is in order. 
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4. Epistemology in the Scientific Image 

My claim is that, since epistemology is infused with a conception of the mind, in 

order to conduct epistemology we must first adopt a perspective on the mind. Once that 

perspective is articulated, epistemological issues will track the boundaries of that 

perspective. How will it track those boundaries? My claim is that the intuitive judgments 

about epistemic cases and processes are different in the hands of epistemologists who are 

informed on the scientific image of the mind. This is not to say, however, that 

epistemologists who are informed on the scientific image of mind are unable or unlikely to 

offer intuitions more appropriate to the manifest image of the mind. Indeed, the manifest 

conception of the mind exerts a powerful influence on everyone, including cognitive 

scientists. Given the ubiquity in epistemology of intuitions that derive from the manifest 

image, it will not be surprising if even epistemologists well-informed in the science of the 

mind feel the pull of manifest judgments. We should take seriously Sellars' claim that we 

are faced with two images of the world simultaneously. Coming to appreciate the scientific 

image does not completely undermine our fealty to the manifest image. 

I present an epistemology that relies on a conception of mind that endorses 

replacement of the folk conception by the scientific conception. It might seem as if. for 

practical purposes, epistemology rely on a conception of the mind that is less detailed 

and less grounded in empirical science than the latest robust research programs in cognitive 

science. Progress in epistemology would be considerably slowed if the epistemologist 

thought she had to match the level of sophistication about the mind in her theory to the 

latest science of the mind. A more coarse characterization — if accurate at the level of the 

general contours — has seemed adequate. In addition, given two images of the mind, it 

may not be obvious to an epistemologist where her intuitions are coming from. I will 
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attempt to resolve these issues by claiming that there is already a discipline that carries out 

the philosophical project of advancing a content for an epistemological standard of 

correctness within the scientific image of mind. This discipline is cognitive science, 

construed as a source of explanations that require a normative element for their success and 

that rely on intuitions about intellectual flourishing. Again, mine is a Quinean replacement 

thesis. Arguing for this claim will be central burden of this essay. 

Here is a road map of what follows: I have situated my project against the 

backdrop of current epistemological debates by claiming that the standard of correctness in 

epistemology should be the same as the standard of correctness for an explanation in 

cognitive science. I have not, however, said what that standard is. A full discussion of 

this awaits Part II of this essay. Before I engage it directly, I wish to place my proposal 

against a different but crucial philosophical landscape, namely epistemic naturalism. .My 

project is avowedly naturalistic, but I do not take naturalism to be uncontentious or 

unambiguous. Indeed, some epistemic naturalists, I claim, have helped themselves to the 

sciences in an illegitimate way. I hope to show that it is not ultimately incoherent to urge 

the scientific image for epistemology. But the relationship between science and 

epistemology that I arrive at is not the same as the relationship typically advanced by 

epistemic naturalists. I do not think that naturalism in its current guise is very promising. 

I will argue that naturalized epistemology is confused in its use of the science of the 

mind. After advancing a taxonomy of epistemic naturalism, I rehearse the nature of 

naturalism and the role of psychology in epistemology in chapter two. The reasons for my 

rejection of current forms of naturalism will be laid out in chapter three. Whereas Part I of 

this essay is primarily exegetical and critical, I advance a positive view in Part II. The 

mistakes of naturalism in epistemology set the stage for appraising the standard of 

correctness in cognitive science and its utility for epistemology, so chapter four will be a 

ripe time to tackle these. I hope to show that the explanatory framework of contemporar>' 



52 

cognitivism can be imported wholesale into what is traditionally regarded as philosophical 

epistemology. I claim that cognitive science engages in epistemic (rather than merely 

descriptive) explanation, and I endorse this methodology as a replacemeni 

metaepistemology in chapter four. Once I have in place this naturalistic metaepistemology. 

I attempt to apply the scientific image to an epistemological issues that is central in the 

current literature. Thus, I turn to the role of psychological access in thinking about human 

intellectual flourishing in chapter five. Research on the mind presents a quite different 

picture of our ability to introspect the grounds of our beliefs. If epistemology is 

psychological explanation (and vice versa), then our epistemological theories will need to 

reflect that different picture. 
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CHAPTER TWO: 

NATURALIZED EPISTEMOLOGY 

By the end of the last chapter, I had argued that there are pressing puzzles for the 

methodology of episternology and I hinted at the direction I wish to go in. We are seeking 

an acceptable resolution to the standoff between a priori and a posteriori episternology. 

My claim is that one way that resolution can take place is at the level of revising 

epistemology's conception of the mind. I will argue that the scientific image of the mind 

should be viewed as a replacement of the manifest image of the mind for the purpose of 

conducting contemporary episternology. The nature of this replacement is still up for 

grabs, of course, and needs a more detailed appraisal. I give this discussion the attention it 

is due in Part II. I postpone offering my replacement strategy in order to treat several 

background issues in detail. Epistemic naturalism is one of these. Of special concern here 

is the worry that I am merely rehearsing the recent trend toward naturalism. It might appear 

as if I am simply advocating what naturalists have been urging for several decades 

(Goldman. 1986; Goldman, 1992; Harman, 1973; Kitcher, 1992; Kombiith. 1982; 

Kornblith, 1994b; Quine, 1969). Since my naturalistic project is distinct, however, 1 wish 

to lay out the terrain with some clarity. The notorious difficulties associated with 

explicating epistemic naturalism provide and even more pressing need to express how I am 

viewing the position. 

It seems to h)e a common view among naturalists and non-naturalists alike that if 

one was an epistemic naturalist, what that amounts to — in, at least the broadest 

formulation — is tolerably clear. This is not to say that arguments for naturalism in 

episternology are uncontentious or wholly convincing. The widespread idea is that the 

naturalist, in some way or another, must pay attention to science (usually to psychology 
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and closely related disciplines) in order to pursue epistemology. Following this lead, 

naturalism, epistemology and science seem to belong together in a way that is well 

understood, but that appearance is misleading. 

1. Stances on Naturalism in Epistemology 

Judging from some of the literature on epistemic naturalism, naturalism and a 

robust commitment to science go hand in hand simply as a matter of definition. For 

example, Stroud (1984) begins his assessment of the significance of naturalized 

epistemology by saying that "Naturalized epistemology is the scientific study of perception, 

learning, thought, language-acquisition, and the transmission and historical development of 

human knowledge — everything we can find out scientifically about how we come to 

know what we know" (p.455, emphasis added). The first sentence of Maffie (1995) reads: 

'.Naturalists seek continuity between epistemology and science so that epistemology may be 

conducted within science, as part of science" (p. 1). In Fumerton (1994) we find. 

"Generally speaking, the naturalists are on the side of what they take to be scientifically 

respectable views. Naturalists typically analyze the properties with which they are 

interested into natural properties. And what makes a property natural? That it is the kind of 

property with which science feels comfortable" (p. 321, emphasis in original). And 

Baergen, in a recent introductory text on contemporary epistemology (1995), opens the 

chapter on naturalized epistemology by claiming, "At a number of points in this book. 

re.suIts from psychology or other branches of science have helped settle epistemological 

questions. To naturalize epistemology is, putting it roughly, to employ the natural sciences 

(such as psychology, neurology, physics, and so forth) in seeking answers to epistemic 

questions" (p. 239). 
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It is possible that epistemologists who identify naturalism with scientific approaches 

think that it is patently obvious that the scientific image should have priority in naturalistic 

epistemology.-'^ But this is not obvious, at least in the sense that not everyone who 

considers the issues arrives at the same endorsement of the scientific image given 

naturalism. Though they have been somewhat less influential in discussions of naturalism, 

there are a number of dissenters from the naturalism-as-science view: Lehrer (1990) 

writes. 

What is a naturalistic theory [in epistemology]? It is one which all the terms used in 

the analysis are ones that describe phenomena of nature, such as causation, for 

example, or that can be reduced to such terms. Hume's theory of belief was 

naturalistic in this sense. He restricted his account of human knowledge to relations 

of causation, contiguity, and resemblance. ...Other philosophers have adopted the 

term to refer simply to all those accounts of knowledge couched in naturalistic 

vocabulary or reducible to such vocabulary (p. 254). 

Kim (1999) claims that, "...we [naturalists] believe in the supervenience of epistemic 

properties on naturalistic ones, and more generally, in the supervenience of all valuational 

and normative properties on naturalistic conditions" (p. 399). Importantly. Kim does not 

go on to restrict naturalistic properties to the ones investigated by science. Smith (1996) 

writes, "the most overarching notion [of naturalism]...simply takes 'natural' to mean of 

nature. On this reading naturalism is simply the requirement than an intellectually 

satisfying account of whatever...must show how it is that the phenomenon in question is 

part of reality, belongs to the world" (p. 138). In Evidence and Inquiry, Haack identifies 

The case for this can be made very robust. In addition to the preceding quotes, consider the entry under 
naturalized epistemology, written by Komblith, in Blackwell's Companion to Epistemology (1992). The 
first sentence reads: "[naturalized epistemology] denotes a family of views which closely tie epistemological 
theorizing to theorizing in the sciences" (p. 297). Also see (Kornblilh, 1982; Sober, 1978). 
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her own brand of naturalistic epistemology with "the thesis that traditional problems ot 

epistemology can be resolved a posteriori, within the web of empirical belief (1993. p. 

188). This is not. however, the same as being committed to the particular a posteriori 

approach that some specific science (e.g., empirical psychology) provides. Haack's 

formulation is instructive, and below I will use it to provide a contrast between a naturalism 

that is committed to science and a naturalism that is not. She elaborates in the introduction 

by saying that hers is, 

...in a sense, a naturalistic epistemology; it is not wholly a priori, since it relies on 

empirical assumptions about human beings' cognitive capacities and limitations, 

and so acknowledges the contributory relevance to epistemology of natural-

scientific studies of cognition. But this modest naturalism is very different from the 

much more radical, scientistic approaches which also go by the title, 'naturalistic 

epistemology' (p. 4). 

This amounts to a guarded endorsement of a posteriori methods for solving problems in 

epistemology. In the end, when a posteriori methods are employed at all, Haack's account 

appeals almost exclusively to the a posteriori claims of a manifest conception of mind thai 

are not, as near as I can tell, derived from the literature in cognitive psychology or cognitive 

science. 

So, there are epistemologists who identify naturalism with a commitment to 

science, and those who have a more modest conception of naturalism. This is not merely a 

terminological dispute, or a matter of taste. How the naturalist locates herself with respect 

to science will determine what she views as the proper source of constraint in 

epistemology. My view is that a taxonomy of naturalism ought to reflect this diversity of 

commitment. I will therefore try to cast as wide a net as I can in capturing the various 

views that endorse the introduction of a posteriori constraints into epistemology. 
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Call those who maintain the general view that naturalism demands placing great 

weight on the results of science (but who are either neutral or skeptical about whether it is 

psychology that will play a central role in epistemology) scientific naturalists. Let us call 

naturalists who maintain that empirical psychology will play a crucial role in epistemology 

psychologistic naturalists.-^ Psychologistic naturalism is a specific form of the more 

general scientific naturalist's view and is probably the highest profile version of naturalism 

in the current literature. Finally, call those who accord a prominent role to a posteriori 

inquiry in epistemology (but who are either neutral or skeptical about whether science is the 

maximally fruitful mode of a posteriori inquiry) modest naturalists. Since modest 

naturalism is less familiar from the leading discussions of epistemic naturalism, let us pause 

for a moment on it. Haack expresses the modest naturalist's attitude: 

Does science have a special epistemic status? Thinking about this question at a 

commonsense level, unalloyed by any sophisticated epistemological theory. I 

should be inclined to answer 'yes and no'. 'Yes', because science has had 

spectacular successes, has come up with deep, broad and detailed explanatory 

hypotheses which are anchored by observation and which interlock surprisingly 

well with each other; 'no', because although, in virtue of those successes, science 

as a whole has acquired a certain epistemic authority in the eyes of the lay public. 

There is a form of naturalism more restrictive than scientific naturalism but less restrictive than 
psychologistic naturalism that I want to take seriously. One may be sympathetic to a wide range of 
meihodologies within the science of the mind. These diverse methodologies sometimes outstrip 
psychological explanation as it is usually conceived and more properly fall under the more inclusive 
disciplinary heading of cognitive science. We are faced, then, with a cognitive science naturalism. 
Unfortunately, not only docs this label not fall gracefully from the tongue, but there is also some 
controversy as to the relationship between psychology and the other cognitive science fields. Where a 
choice must be made between psychologistic naturalism and cognitive science naturalism, most 
epistemological naturalists should be read as adhering to the stricter formulation of psychologistic 
naturalism. On the other hand, in places where it is more or less uncontroversial that psychology can be 
somehow integrated with the other cognitive sciences (such as is the case with some parts of linguistics, or 
with traditional AI research), psychologistic naturalists freely draw on the results of those other disciplines. 
See, e.g., Goldman (1986, p. 7). I treat the status of psychological explanation in detail in Chapter Three. 
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there is no reason to think that it is in possession of a special method of inquir\' 

unavailable to historians or detectives or the rest of us, nor that it is immune from 

the susceptibility to fad and fashion, politics and propaganda, partiality and power-

seeking to which all human cognitive activity is prone (p. 137). 

Haack appears to view science as engaged in a mode of inquiry that is not unique or 

idiosyncratic to science. A distinction that only recognizes the a priori on one side and 

science on the other leaves out a broad range of explanatory resources. Modest naturalism 

endorses a posteriori inquiry, but does not presuppose the hegemony of the scientific 

model. According to the modest naturalist, economics, history, or cultural anthropology 

— to name just a few examples — may play an important role in naturalized episiemology. 

With the recent resurgence of interest in the philosophy of the social sciences (Kusch. 

1995; Martin & Mclntyre, 1994) and the concomitant commitment to revealing the 

explanatory credentials of non-scientific a posteriori inquiry--, this kind of modest 

naturalistic project in epistemology should be taken more seriously. 

We can get a further sense of what naturalism in epistemology is by looking to what 

makes a theory no/i-naturalistic. One would think that, if, for example, the scientific 

naturalists were right in thinking that naturalism leads inevitably to science, then non-

naturalism would fundamentally be a rejection of scientific commitments. Notably, non-

naturalism is not usually taken that way. Consider Mark Kaplan's (1994) summary of 

what the naturalist finds objectionable in non-naturalistic epistemology: 

-- This phrasing presupposes that there is a distinction to be drawn between the social sciences and ihc 
natural sciences. It not clear how to develop that distinction and it is the topic of much debate. Part of the 
difficulty is with understanding the unification of the special sciences with the basic sciences (Dretske. 
1988; Fodor. 1974; Garfield. 1988). Physicalism seems to demand that, for instance, if economics is to 
count as a sciences, its laws and invariances will have to have some powerful relationship with the laws and 
invarianccs of physics. The problem is especially acute with psychology, given its commitment to 
multiple rcalizability (Block, 1990; Churchland, 1979; Crane, 1995; Harman, 1973). I will simply assume 
that there is a legitimate divide between the natural and social sciences, even though both arc clearly a 
posteriori. 
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The apriorism involved in the traditional sort of armchair methodological 

research...founders on three fundamental difficulties. First, armchair apriorism 

must necessarily proceed in ignorance of the actual cognitive capacities of the 

human agents whose cognitive activities it seeks to govern. This renders it 

singularly ill suited to determine what cognitive processes are apt to be reliable in 

actual human agents. Second, having no ingress to what is apt to work in the actual 

world, armchair apriorism has no choice but to restrict itself to prescribing cognitive 

strategies that are optimal no matter how the world may be. ...Third, armchair 

apriorism assumes that the fact that a methodology is in accord with our epistemic 

intuitions shows that is worthy of our allegiance. ...The fact that a methodology 

accords with our intuitions concerning rationality and evidential support is entirely 

compatible with its being quite unreliable at delivering us cognitively virtuous slates 

in our world — much less reliable than some feasible altemative (p. 359). 

The contrast between naturalism and non-naturalism is viewed here as a contrast between 

naturalism and armchair apriorism. If we take the contrast to be indicative of naturalism, it 

appears to be most favorable to the modest naturalist's conception of naturalized 

epistemology. Non-naturalism, as construed above, does not tend to confirm that scientific 

naturalism is the only intelligible notion of naturalism in epistemology. It is the modest 

naturalist that construes the battle ground between naturalism and non-naturalism as the 

difference between a priori and a posteriori approaches. 

This sense of non-naturalism can also be found explicitly in Haack's remarks, and 1 

am sympathetic with Kaplan's reconstruction that shows that this is the sort of non-

naturalism implied (if not explicitly characterized) in Kitcher (1992). It resonates widely 

with characterizations of non-naturalism in epistemology (see Baergen, 1995, p. 241; 

Bonjour, 1994, p. 283-4; Maffie. 1995, p. 1; Steup, 1996 p. 180; Stroud, 1984, p. 

214). Of course, some of these philosophers are the same ones that identify naturalism 
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with scientific naturalism through mere definitional fiat. It seems that they should be 

concerned with the inconsistency between their views on naturalism and non-naturalism.-' 

The naturalist faces two separate problems in structuring her view. The first is. 

even granting naturalism, why should the philosopher turn to science at all? This question 

suffers from a significant neglect, but the way my project is set up casts the problem in 

stark relief. The a posteriori manifest image provides an alternative to the scientific image. 

Why prefer the scientific image over the folk image when conducting (perhaps only some 

aspects)--* of naturalized epistemology? 

The second problem asks, why, given scientific naturalism, the epistemologist 

should turn to scientific psychology rather than any other candidate science. Although not 

enough attention has been given to this issue, several different kinds of answers have been 

proposed. (I will argue in the next chapter that all are unsatisfying). Kim puts the second 

question colorfully when he wonders why, in light of Quine's rejection of traditional 

epistemology, "...shouldn't the would-be epistemologist turn to, say, hydrodynamics or 

Foley (1994) argues that, fundamentally, the modest naturalist's construal of the contrast boiwcen 
naturalized and non-naturalized epistemology is at the root of Quine's views. It is not Quine's infamous 
pronouncements on scientific psychology as the successor to epistemology that, in Foley's estimation, 
make him a naturalist. Rather, it is Quine's rejection of the analytic/synthetic distinction and an 
endorsement of an empiricist (a posteriori) norm that motivates his naturalism. Foley claims that the 
further details of Quine's position are a poor fit for this motivation: "It is clear...that [Quine] rejects the 
analytic-synthetic distinction. This in turn has implications for his epistemology, the most important of 
which is his rejection of the idea that epistemology can be done a priori. But problems begin to crop up 
when we try to go beyond these familiar Quinean themes to see how his more specific recommendations fit 
with one another. Indeed, I do not think they do fit" (p. 245). 

Many philosophers, both naturalists and non-naturalist alike, maintain that a naturalistic approach may 
not address the specifically «o/7wa/iVe elements of epistemology. If one insists on remaining a naturalist, 
there are three options available: First, one might divide the epistemological project into two parts, one 
descriptive and naturalistic, the other normative and non-naturalistic. This approach has been thoroughly 
pursued in Goldman's (1986), but see his (1992) where his stance with respect to normativity is somewhat 
less clear. Alternatively, one might reject normativity. Some commentators on Quine maintain that this 
is his approach (Kim, 1988; Putnam, 1982), though Quine himself has denied it. Finally, one can reject 
the incompatibility between naturalism and normativity (Komblith, 1992; Pollock, 1986). There are a 
number of ways of carrying out any of these strategies. My own inclination is toward the third option, and 
I offer a sketch of my views on normativity in Chapter Four (also see my collaborative work with Pollock 
in (Pollock and Cruz, forthcoming)). 



61 

ornithology rather than psychology?" (1988, p. 391). Kim is asking, why this particular 

science — psychology — rather than any of the other sciences? If the arguments for 

looking to psychology are not forthcoming, then psychologistic naturalists have wasted a 

great deal of effort without providing adequate motivating principles behind their 

disciplinary shift. 

One approach to investigating the role of science in naturalism might be to 

concentrate on answering the second question and, should the project prove successful, 

thereby take oneself to have answered the first. After all, if it can be shown that scientific 

psychology is crucial for the advancement of epistemology, it seems safe to think that it has 

thus been shown that science is crucial for the advancement of epistemology (Taylor 1990). 

On a charitable rendering of the current literature, this approach might explain the neglect of 

our first question. I have no quarrel with this strategy in principle. But recognizing the 

first question generates a range of alternatives that must be explicitly addressed. 

Arguments that are pro-scientific or psychologistic naturalism do not tend to disconfirm 

modest naturalism. Modest naturalism is little more than swept under the rug when the 

epistemologist focuses solely on the second question. I will attempt to redress the situation 

by keeping both questions before us as we consider naturalism. Naturalized epistemology 

is. at least potentially, a more expansive movement than is typically acknowledged. In 

order to show convincingly the range of naturalized views, I will need a taxonomy of 

naturalism in epistemology that includes modest naturalisms. 

There are three (related) dimensions on which we want to locate a naturalistic view. 

First, at the highest level of abstraction, we wish to know what a naturalistic theory is 

The rcccnt drive to taxonomize epistemic naturalism is. in my view, confirmation that naturalism is 
poorly understood. Still, there have been a number of influential treatments. Goldman (1994), for 
instance, has provided a detailed map of the varieties of naturalism in epistemology. I will rely to some 
exieni on his discussion. See also Maffic (1990); Haack (1993, Chapter 5); Sieup (1996, Chapter 9). 
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about. That is, we wish to know what the target of a naturalistic theory is. For 

epistemology, two potential targets present themselves: we may endorse a naturalistic 

theory of the terms of epistemology (knowledge, justification, rationality, etc.) or we may 

endorse a naturalistic theory of the third-person epistemic evaluations that philosophers or 

non-philosophers deploy. The second possibility can be thought of as a naturalistic attempt 

to account for the fact that people evaluate one another on seemingly epistemic dimensions. 

Although the study of epistemic evaluations is interesting, I will put it to one side 

momentarily and focus on epistemic terms as the target of a naturalistic theory. (I return to 

naturalistic strategies for explaining how epistemic evaluators form judgments in Chapter 

Five.) The first dimension, then, will remain fixed on epistemic terms themselves, rather 

than the condition of epistemologist's or non-epistemologist's use of those terms. 

Second, we wish to understand the character of the relationship between elements 

of epistemology and naturalism. For example, we want to be able to say whether or not an 

epistemology is naturalistic in its methodology, or naturalistic in its ontology, or naturalistic 

in some other way. 

Third, for any given proposal on the nature of the interaction between naturalism 

and epistemology, we wish to know what sorts of specific naturalistic enterprises 

potentially exemplify that nature. This third dimension is important, as we should be 

sensitive to the fact that, once we advance an account of the character of epistemic 

naturalism, it is still an open question as to the variety of naturalistic proposals compatible 

with that character. (I will refer to this dimension as the range of an epistemic naturalism, 

once the target and character have been fixed). 

Kitcher's (1992) provides useful insight into both naturalized epistemology in general and Goldman's work 
in particular. 
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2. Metaepistemic naturalism 

The most straightforward way, perhaps, of construing the character of naturalism in 

epistemology is to maintain that epistemology is naturalistic in its ontology. One is a 

naturalist on this metaepistemic level if normative epistemic terms are reducible to, 

supervene on. or get eliminated in favor of some natural entities or properties (Goldman. 

1994, p. 301). So, metaepistemic naturalism would hold that the character of the 

relationship between epistemology and naturalism is metaphysical, and may make a 

commitment on a specific character (reduction, supervenience or elimination). 

In spite of many philosopher's readiness to accept this as an important notion of 

naturalism, metaepistemic naturalism is not the principal naturalism in epistemology. The 

confusion is seductive, however, as it might be expected that naturalism in epistemology 

would be analogous to naturalism in ethics or in the philosophy of mind. In ethics, 

metaethical naturalism is the primary sense of naturalism. But — as a number of authors 

have pointed out-® — metaepistemic naturalism would count as naturalistic many views that 

contemporary epistemologists would not count as naturalistic. Indeed, few epistemologists 

are metaepistemic non-naturalists.-' That is why it is not maximally illuminating to draw 

the contrast between naturalism and non-naturalism in epistemology at the level of 

metaepistemic naturalism.-^ 

Foley (1994; p. 243-244). Goldman (1994; p. 301). 

Perhaps the Chisholm of the 2nd edition of Theory of Knowledge (1977) is an instance, as he includes a 
normative element at the level of the ontology of epistemic terms. And, notoriously, see Planiinga 
(1993b). Planiinga endorses an account thai has supematuralism as a component of his Theory of Proper 
Functions: God's design determines the proper functioning of a cognitive agent. 

This contrast has, however, sometimes been emphasized (Fumerton, 1994). 
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Much the same can be said of the contrast been epistemic naturalism and naturalism 

in the philosophy of mind. Naturalism and non-naturalism in the philosophy of mind 

resembles the positions in metaethics. One of the challenges in the contemporarv' 

philosophy of mind is to give a wholly non-semantic and non-intentional characterization of 

psychological states (Block, 1986; Dretske. 1981; Field, 1978; Fodor, 1980; Maloney. 

1989; Stalnaker, 1984). If this project is successful, it will count as a naturalistic theory of 

the mental, as intentional stales will be shown to supervene on, get eliminated in favor of. 

or reduce to physical states. Non-naturalists in the philosophy of mind maintain that 

intentionality cannot be given physicalistic sufficient conditions (Baker, 1987; Davidson. 

1974).-^ So, the debate in the philosophy of mind looks to be a close cousin of the debate 

in metaethics. Epistemological naturalism bucks this trend, [f the ontological debate in the 

philosophy of mind is genuine, it seems likely that, in some sense, epistemologists inherit 

it. This is because epistemological evaluations are of beliefs. If there is a question about 

the naturalistic ontology of belief, any epistemologist who hopes to treat knowledge as 

nece.ssarily involving belief will face it (Kim, 1988). Still, as far as their own 

understanding of epistemology, epistemologists choose to downplay ontological 

naturalism. 

With that caveat, it will be instructive to look at metaepistemic naturalism, if only 

briefly. Consider reduction as the character of the metaepistemic naturalism first. What is 

the range of reduction? Metaepistemic naturalism does not specify what reduction base one 

must offer in order to remain a species of metaepistemic naturalism. Let us grant that a 

reduction to terms of physics (everyone's favorite reduction base) would be an example of 

metaepistemic naturalism par excellence. This, fairly obviously, would be an avenue from 

Baker denies physicalism but asserts that she is a naturalist (p. 172-74). I do not find her attempt to 
pull the two apart convincing. 
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naturalism (of the metaepistemological type) to the scientific image. Equally obviously, no 

one actually attempts to conduct epistemology by reducing its terms to terms in theoretical 

physics. What kinds of reduction do we find in epistemology? Among the natural 

properties that epistemic terms might get reduced to are psychological properties, 

including, of course, psychological properties as they are adumbrated by the contemporar\' 

science of the mind. 

This, again, shows that metaepistemic naturalism can be filled out (via reduction) 

within the scientific image and suggests that the route from metaepistemic naturalism to 

scientific naturalism is short. But must reductionist metaepistemic naturalism be filled out 

in this way? Is the range of reductionist metaepistemic naturalism exhausted by science? It 

seems that the answer must be no. What is crucial about the reductivist's approach to 

metaepistemological naturalism is that the reduction base should itself include no terms of 

epistemic evaluation (Goldman, 1979; Kim, 1988; Steup, 1996). As long as a modestly 

naturalistic theory does not itself contain terms of epistemic evaluation, an epistemology 

reduced to it can be meta-epistemically naturalistic. In this light, it may be a little surprising 

that the reductivist's thesis should traditionally be so closely associated with science. It 

seems likely that, since reduction is widely discussed in the philosophy of science, 

epistemologists have erroneously imported the science with the claims about reduction. 

Let us move to supervenience. Supervenience has been proposed as the character 

of the relationship between normative epistemic terms and naturalistic facts. The most 

prominent versions of supervenience — in both the weak and strong sense — are 

themselves neutral on the range of the supervenience base. Consider Kim's influential 

treatment of supervenience as adapted to the epistemological arena (Kim, 1984; Kim. 

1988).^'^ Kim writes. 

For discussion see (Steup, 1996). 
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...if a belief is justified, that must be so because it has a certain factual, non-

epistemic properties, such as perhaps that it is "indubitable", that it is seen to be 

entailed by another belief that is independently justified, that it is appropriately 

caused by perceptual experience, or whatever. That it is a justified belief cannot be 

a brute fundamental fact unrelated to the kind of belief it is. There must be a reason 

for it, and this reason must be grounded in the factual descriptive properties of that 

particular belief (1988, p. 399). 

This commitment sets the stage for articulating weak supervenience. In the epistemic case, 

one way of putting weak supervenience claims that, necessarily, a belief that shares all 

naturalistic properties with a justified belief must itself be justified. More precisely. 

(WS) A justified belief weakly supervenes on naturalistic properties iff. 

necessarily, whenever a belief is justified, there is are naturalistic properties 

such that whenever another belief has those naturalistic properties, it. too is 

justified (adapted from Steup, 1996, p. 32). 

This version of supervenience is considered weak because it seems to only range within a 

possible world. Weak super\'enience asserts, roughly, that in this world, if a belief with a 

determinate supervenience base is justified, then any other belief with the same 

supervenience base must be justified. But weak supervenience does not make any claim 

about whether or not the belief is justified. The weak supervenience claim would be met if 

the very same belief was considered unjustified, as long as any other belief with the same 

supervenience base is considered unjustified as well. The correction that yields strong 

supervenience from weak supervenience adds another necessity to the analysis. 
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(SS) A justified belief strongly supervenes on naturalistic properties iff. 

necessarily, whenever a belief is justified, there are naturalistic properties 

such that, necessarily, whenever another belief has those naturalistic 

properties, it, too is justified. 

Strong supervenience claims that, necessarily, a belief with a determine supervenience 

factual base is justified, and any other belief with the same supervenience base must 

necessarily be justified (Kim 1984, p. 164-5). 

Neither weak nor strong supervenience makes a claim as to what sorts of 

naturalistic facts may appear in the supervenience base. This is one of the virtues of the 

analysis of supervenience, as it allows, among other things, that the new techniques of 

some future science in uncovering naturalistic facts might yield a supervenience base 

presently unimaginable. Another consequence of the ecumenical status of supervenience is 

that naturalistic facts in the manifest image may be what normative epistemic terms 

supervene on. So, when metaepistemic naturalism is cashed out in terms of supervenience. 

it does not seem to demand endorsing a specifically scientific view of the world. The range 

of epistemology is left wide. 

The third way of filling out the character of metaepistemic naturalism is via 

elimination of epistemological terms. This is the approach that claims that the evaluative 

terms of epistemology should be eliminated in favor of non-evaluative terms. What is the 

range of this character? For the eliminativist strategy we may look for hints from work in 

the philosophy of mind, where eliminativism has been discussed extensively (Churchland. 

1979; Churchland, 1989; Ramsey, Stich, & Garon, 1991; Stich, 1983).^' Eliminativism in 

the philosophy of mind maintains that the folk psychological theory of mental states is 

Eliminativism in meiaethics is usually simply called nihilism or moral skepticism. 
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massively erroneous, and should be eliminated in favor of an alternate theory of mental 

slates.^- This theory is usually cast in the scientific image. In the hands of the 

Churchlands. the science is Neuroscience. In the hands of Stich, it is a species of 

computational Cognitive Science. And in the hands of Ramsey, it is connectionism. which 

is neither neuroscience nor computational Cognitive Science as it is traditionally 

conceived.It is worth noting that features peculiar to the debate on the nature of the 

mind make the direction of elimination seem to be from folk psychology to, say, 

neuroscience. Premiere among these features must be that folk psychology seems — to 

eliminativists — more likely to be false than neuroscience. But this should give no 

encouragement to a version of eliminativist metaepistemic naturalism that demands science 

as the home of the theory that replaces epistemology. By analogy with the philosophy of 

mind, one way to pursue an eliminativist strategy in meta-epistemological naturalism would 

be to advance a rival theory that achieved all the explanatory ends of epistemology. but that 

contained none of the evaluative terms of epistemology. In epistemology, however, where 

the elimination would be of the evaluative in favor of some yet to be specified rival, there 

seems to be no principled reason why the rival must be a scientific theory. Epistemological 

theory may somehow be eliminated in favor of a manifest theory. 

This is more obvious when we consider another possible kind of eliminativism in 

metaepistemological naturalism. In the sociology of knowledge literature, some suggest 

epistemology should be abandoned in favor of a sociological/anthropological (Latour & 

I leave out one more eliminativist strategy, the instrumcntalism of Dennett (1978). Dennett's view is 
that folk psychology is empirically false, but that the stance from which we deploy folk psychological 
terms is so useful as to be indispensable. In this regard, Dennett's strategy seems similar to Blackburn's 
(1984) attempt to preserve moral talk, but constitutes a shift in the debate. Most eliminativists appear to 
have in mind questions of ontology, not questions of which kind of talk is explanatorily useful. 

- ^ For a critical discussion of eiiminalivism, see (Stich, 1996; Stich & Warfield. 1994). Stich has 
repented his eliminativist views. 
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VVoolgar. 1986) or political/psychoanalytical (Foucault, 1972) account of the transmission 

of knowledge. Within this elimination, scientific knowledge is itself open to question. 

Thus, any of the attempts to cast the world in the scientific image would themselves 

become susceptible to criticism. 

What is at issue in all three strategies for endorsing metaepistemic naturalism is how 

we should understand the term "natural." I propose that we follow Sellars in noting that 

ihe manifest image of the world is no less empirically based than the scientific conception 

of the mind, and that therefore non-(epistemically)-evaluative terms in the folk image are 

allowed to figure in metaepistemic naturalism. Sellars insists that the folk image is rooted 

in experience and is, in a sense, itself a scientific image. The sense in which it is scientific 

is that it relies on everyday experience in order to frame its laws and commitments. In the 

Sellarsian view, both the manifest image and the scientific image are constrained by human 

interactions with the world. This is perhaps clearer in the case of the scientific image, 

where controlled experimentation is fundamental. The laws of science are in some way 

verified by their predictive accuracy in empirical settings. But it is equally important for 

Sellars to note that an empirical component is also part of the manifest image: "...the 

conceptual framework I am calling the manifest image is, in an appropriate sense, itself a 

scientific image. It is not only disciplined and critical; it also makes use of those aspects of 

scientific method which might be lumped together under the heading 'correlational 

induction'" (Sellars, 1963, p. 7). Sellars has in mind a relaxed sense of "scientific 

method" for this passage. For framing the laws of the folk conception of mind, the 

predictions must get the empirical data correct. In this way, the folk conception and the 

scientific conception are equally rooted in and confirmed by experience. 

Why treat a reduction to, supervenience on, or elimination in favor of folk terms as 
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a species of naturalism? One reason is that the analysis of naturalism should not rely on the 

present details of science. Lehrer's characterization of naturalism, above, allows that the 

conception of the world held by 18th century empiricists, for instance, should appear in 

metaepistemic naturalism just as legitimately as contemporary science does. It is not 

implausible to attribute to Locke, Berkeley and Hume what would now be considered a 

(refined) folk theory of the world (Hatfield, 1991; Schwartz, 1994). We need not go as far 

as the relatively sophisticated account of the mind available to theorists in the 18th centur\'. 

Suppose a fanciful, modest epistemological theory that analyzes justification in terms of the 

equilibrium of the componential elements of the mind. Suppose further that the common 

wisdom of the day recognizes four elements of the human mind: fire, water, air, and earth. 

So the modest epistemological analysis proposed here holds that one is justified in 

believing that-p just in case the four elements are invoked in equal proportion with respect 

to the proposition that-p. Waiving the mysterious details tliat must be involved, is this at 

least potentially an instance of metaepistemic naturalism? It certainly has all the hallmarks 

of metaepistemic naturalism: a normative epistemic term has been reduced to a relation 

between non-epistemological elements. It is irrelevant that the elements are part of a 

(radically) naive image of the world. The broad net that is cast by metaepistemic naturalism 

potentially includes both types of commitments that I have identified as foundations for 

epistemology. 

Since I am attempting to capture the landscape of naturalistic views in 

epistemology, it is important that my discussion explain major strands of debates over 

naturalism. Science, it turns out, is the looming specter in metaethical debates on 

naturalism and this fact should be taken into account in our understanding of naturalism in 
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general.^-' It is possible that in light of constraints peculiar to metaethics the only plausible 

way to be a naturalist is to endorse a strict scientific view of the world. But this seems to 

me very doubtful. What appears to be going is, in ethics, the debate has contingently 

evolved such that the naturalist fills out her reductivist or eliminativist claim in terms of 

science. The situation in ethics, where metaethical naturalism is the primary sense of 

naturalism is. to say the least, complex. Harman (1977) begins his discussion of ethics by 

developing the contrast between ethics and science, specifically physics (p. 6). What is 

relevant about the alleged contrast is nothing special about physics, qua physics, however, 

but rather that sciences such as physics use observation in a way that is distinguishable 

from the role of observation in ethical judgments. But if observation is what is relevant, it 

is purely contingent that Harman focuses on physics, as physics has not cornered the 

market on observation. Presumably the a posteriori approaches that the modest naturalist is 

committed to utilize observation the way physics does. As such, they are candidates for 

developing Harman's contrast. As far as I can see, the discussion in ethics will not help to 

establish that metaepistemological naturalism has some special connection to science, at 

least not if one attempts to exploit the premise that metaethical naturalism has some special 

connection to science. Things quickly get even more complicated here, as some 

supervenience naturalists (Brink, 1989) in metaethics look, from the perspective of the 

reductivist (Harman, 1977) or eliminativist (moral skeptics of a certain sort), non-

naturalistic. Putting these intricacies aside, a victorious metaethical naturalism will only 

seem to the metaethicist to entail scientific naturalism. Since the core of the metaethical 

debate is at the naturalism vs. non-naturalism level, modest naturalism does not appear as a 

relevant competitor. Metaepistemological issues of naturalism are somewhat different 

My appreciation of this point is due to Melissa Barry (correspondence), even if the way I account for ii 
is quite different than the way she does. 
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because, as we have seen, prominent naturalists have attempted to specify which science 

will be the appropriate scientific contributor to epistemology. On the other hand, if it could 

be shown that "queer" ethical terms (Mackie, 1977) can be translated into the terms of some 

science — any science — naturalism is off to the races, so to speak, and the debate about 

the status of ethical terms vis-a-vis naturalism would be largely over. It will not be a 

further premiere question as to which science achieves the replacement (although 

metaethicists such as Gibbard do advance proposals that implicate specific sciences, viz.. 

biology). 

3. Methodological naturalism 

Methodological naturalism is the view that one should appeal wholly or in pan to 

empirical resources for analyzing the evaluative terms of epistemology or for selecting the 

proper methods for understanding human intellectual flourishing. It is the leading account 

of the character of epistemic naturalism. There is no shortage of recent proposals that are 

methodologically naturalistic, even though the details of the views vary widely (Antony, 

1992; Goldman, 1979; Harman, 1973; Komblith, 1989; Komblith, 1993; Maffie, 1995; 

Pollock, 1995). Methodological naturalism is not first and foremost a claim about the 

ontology of epistemology, though particular methodologically naturalistic strategies will 

often strongly suggest an ontological commitment. In contrast with focusing on 

metaepistemic naturalism, categorizing contemporary proposals in epistemology as 

methodologically naturalistic or non-naturalistic will reveal a landscape that is much more 

consonant with epistemologists' own judgments as to their naturalistic or non-naturalistic 

commitments. 



Epistemologists have sometimes been led to methodological naturalism based on a 

distinctive picture of the world and the epistemic agent's place it in. This picture has it that 

epistemic achievements are part of the physico-causal structure of the mind and the world, 

as opposed to merely the consequence of, for instance, logical relations between 

propositions.If this picture is correct, then it would stand to reason that a non-

epistemological methodology would be available to study that structure. It is not, from the 

outset, clear that science will ultimately provide a satisfying account of all the details of the 

structure of the mind and world. Famously, Hume convinced us that causation is not an 

empirically observable property of the world. So it would be very strange is someone 

thought that the physico-causal picture of the world led inexorably to scientific 

naturalism. 

Still, scientific methodology does offer some promise of studying the natural world 

free of epistemic terms. This promise has sometimes been elevated to a specification of 

methodological naturalism: According to Goldman, for instance, methodological 

naturalism holds that "epistemology should either consist in empirical sciences, or should at 

least be informed and beholden to the results of scientific disciplines" (1992, p. 305). In 

our Sellarsian framework, we are allowed to ask whether or not non-scientific a posteriori 

methods of inquiry are candidates for what epistemology should be beholden to. This, 

again, is a question about the range of methodological naturalism. In order to avoid a 

prejudicial rendering of methodological naturalism (MN) from the start, let us modify 

Goldman's characterization and treat the following as a general statement of MN: 

In Goldman's taxonomy of naturalism, he distinguishes this commitment as yet another version of 
naturalism (substantive naturalism). 

This is what vexes Fumerton (1994) so much. He complains that the naturalist's use of causation is 
illegitimate, as thus far there is no naturalistic account of causation available. 
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(MN) Epistemology should either consist in empirical disciplines, or should at least 

be informed and beholden to the results of empirical disciplines. 

Our general version of MN cites as a possibility that epistemology might consist in 

empirical disciplines (Maffie calls this identicism). This would be a considerable departure 

from the philosophical enterprise of studying knowledge, as philosophy would no longer 

have any role to play (except, perhaps, to set a research agenda for the replacement 

science). Quine's views are the most notorious variety of this version of MN. Quine 

advocates a complete assimilation of epistemology by psychology. I have already aired 

Kim's suspicion that Quine's advice in the wake of the failure of foundationalist 

epistemology is a non-sequitur. Quine emphasized the philosophy of science component of 

epistemology. He thought one could study observation as input to the system, and treat 

theories as output. It should trouble those who wish to argue from descriptive MN to 

scientific naturalism that Quine clearly had in mind the behaviorist psychology of his day. 

In the wake of behaviorism's failure, what ought the Quinean to do? Is his thesis 

compatible with an assimilation of epistemology by folk psychology or by strands of 

contemporar>' non-behaviorist science? This would involve mapping Quine's arguments 

onto different empirical posits, resulting in idiomatic descriptions of stimuli input to 

theoretical output. 

The problem is that, even though ornithology (a la Kim's quip) is not a way to 

study this, there are still a number of available alternatives to psychology as we know it. 

At the very best, then, Quine's version of descriptive MN might give us a reason for 

.scientific naturalism while failing to give a reason for psychologistic naturalism, as he has 

often been taken. In fact, I think one cannot even get scientific naturalism from Quine. An 

account of how to explain the transition between stimuli input to output need not be 
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scientific. We might offer a cultural anthropological study of the responses a culture makes 

to what it calls "observation." Maffie (1995) explores this variety of naturalized 

epistemoiogy, though it is not intended as merely descriptive.^^ While I am not 

sympathetic to Maffie's approach, it does point to a non-scientific descriptive MN that is 

consistent with Quine's goals. 

For the majority of epistemologists, none of these modifications of Quine's view 

will be to the point. Quine's descriptivism, they would claim, ought to be rejected on other 

grounds. Namely, it should be rejected because it intolerably jettisons normativity (Kim. 

1988). Since my goal in this chapter is not to study the merits of retaining a normative 

dimension in epistemoiogy, I will not attempt to assess whether replacement of 

epistemoiogy by an empirical discipline is to be recommended. My purpose is to determine 

the broad landscape of naturalized epistemoiogy. We shall move immediately, then, to 

versions of MN that leave room for a normative component. 

Let us look at the ways in which a normative dimension can be incorporated in 

methodological naturalism. At this point we are fairly "deep" in our investigation of 

naturalism. We are here looking at methodological naturalism as the broad character of 

naturalism, and focusing on the normative versions of that character. Among the normative 

versions, we may follow Goldman and identify three subcategories of normative 

involvement in MN. For each subcategory, we will below investigate the range of 

naturalistic theory that can fill out that character. I will call the three subcategories. 

From the Maffic: 

Anthroepistemology views epistemoiogy as an historically and contingently constituted 
phenomenon, the nature, aims, and province of which are to be understood in terms of the life 
context in which epistemoiogy is organically rooted and sustained rather than in terms of divine 
imperative, rationality per se, or pre-existing epistemic facts or principles. It asks: what is it 
about our constitution and circumstanccs that engenders epistemic reflection, evaluation, and 
theorizing? What explains the seeming importance of epistemoiogy to human beings ? How di) 
humans actually go about doing epistemoiogy? (p. 223). 
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comparative MN. best-fit MN, and identity MN. Though these are not Goldman's labels, 

we will follow his lead in the initial formulation of the three types. We will then alter his 

characterizations to reflect what I take to be the wider range of possible theories of these 

types. 

Comparative MN: use non-scientific means to determine epistemic goals, and then 

appeal to the results of science to compare our actual performance to those goals.'-'' 

The way Goldman has formulated what I am calling comparative MN, it may appear that it 

is only compatible with an underlying scientific naturalism. This is due to the emphasis on 

the results of science for comparative purposes; however, nothing would prevent an 

epistemology from appealing to other modes of a posteriori inquiry for comparison, thus 

resulting in modest naturalism. By this view, epistemic goals would be identified by non-

naturalistic means (e.g., a priori intuition), and then modestly naturalistic methods would 

be used to determine how well we actually meet those goals. 

For purposes of illustration, suppose a theory identifies the following as a primary 

epistemic goal: 

(RC) Coming to a belief by reasoning correctly based on all the evidence one 

possesses. 

Under my recast of comparative MN — a recast that does not demand that science measure 

success in reaching an epistemic goal— one could attempt to identify correct reasoning 

(Kornblith, 1993), for instance, follows this strategy. 
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according to folk notions about correct reasoning. How would this work? It has been 

argued that folk notions about reasoning in probabilistic domains depart from judgments of 

reasoning that derive from probability theory. For instance, in tests to determine subjective 

probabilities, subjects consistently commit the conjunction fallacy (Kahneman & Tversky. 

1973). If this type of research correctly reveals folk views on probabilistic reasoning, then 

there are two ways to judge whether or not agents are meeting the requirements of the toy 

epistemic goal RC proposed above. One might use folk judgments of correct probabilistic 

reasoning, or one might use probability theorist's judgments of correct probabilistic 

reasoning. Both would presumably still be species of naturalism, even though in the 

former case it is not science that is used to determine whether or not epistemic goals are 

met.-^^ So, although Goldman stipulates in his conception of comparative MN that science 

is the arbiter of success or failure in meeting epistemic goals, naturalism alone does not 

seem to require such a stipulation. 

A natural reaction to this is to object that folk judgments are incorrect, so using 

them in the comparative project is ill-advised. This response misses the point. We are 

attempting to discover the contours of naturalistic epistemology, not answer the question 

which, among naturalistic epistemologies, is the correct one. This is why it would not 

have been an adequate response to treating, say, Lx)cke as a naturalist simply to point out 

that many of Locke's views are false. It is possible, though, to build truth-conducive 

criteria into an account of justification. Many externalists do just that (Alston 1988; 

Goldman 1979; Goldman 1986). Goldman is concerned that the methods of assessment 

of success or failure in meeting epistemic goals be the methods that are maximally truth-

conducive. This is in keeping with the broadly veritistic concerns that have guided much of 

Goldman's work. But the statement of comparative MN as a species of normative 

For this illustration, take "science" broadly enough to include probability theory. 



78 

naturalism does not contain any element that indicates that the methods that judge our 

prospects for meeting epistemic goals must be the best methods. 

In contrast to comparative MN as a normative version of methodological 

naturalism, we find best-fit MN: 

Best-fit MN: use non-scientific means to determine epistemic virtue, i.e., some 

property that maximizes epistemic achievement, and appeal to science to identify 

which cognitive processes most achieve that virtue.-^^ 

Again, the resources of modest naturalism could be used in just this way and still count as a 

type of naturalism. That is, one could use non-scientific means to determine epistemic 

virtue, and then appeal to non-scientific a posteriori methods in order to determine which 

mental activities come closest to realizing that virtue. For instance, some feminist 

epistemologies that are avowedly naturalistic criticize mainstream analytic epistemology for 

too-quickly looking to science (or looking solely to scientific psychology) to identify 

virtuous cognitive practices. Some have argued that the wisdom exemplified in so-called 

"old wives tales" is the proper standard against which to gauge our epistemic situation 

(Dalmiya& Alcoff, 1993). In another case. Nelson writes, "I expect a feminist naturalized 

epistemology to recast or reconstruct the experiences and activities of many communities, 

drawing on other aspects of feminist knowledge as well as other current knowledge" 

(Nelson, 1993). Though Nelson shows some sympathy for using sociology as the 

primary tool here, she does not think that it is the only tool or a necessary tool. According 

to some feminist views, then, after adopting best-fit methodological naturalism, it is a 

matter for further philosophical discussion just which methods are most appropriate for 
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gauging the success or failure of our cognitive practices in maximizing epistemic 

achievement. The issue is not exhausted (and does not result in scientific naturalism or 

psychologistic naturalism) by appeal to best-fit MN constraints. 

Finally, we consider identificatory MN. 

Identificatory MN: use science to identify "the goals, values, or general criteria 

associated with epistemic norms" (p. 309). 

In the framework I introduced at the end of Section 1, identificatory MN falls into the 

broader research goal of determining the target, rather than the character of epistemic 

naturalism. Recall that the target of epistemic naturalism can either be epistemic terms 

themselves, or the nature of the epistemic judgments that epistemologists make. The idea 

behind identificatory MN is to exploit the resources of science to achieve what ha.s 

traditionally been reserved for philosophical concept analysis. On this naturalistic 

conception, science investigates the contents of our views on epistemological norms. For 

instance, we might look to evolutionary biology for hints on the function of our cognitive 

mechanisms. If biology revealed that some of our cognitive functions were truth-aimed, it 

might also explain our valuations of those processes. For example, if vision evolved to 

generate true beliefs about the distal world, our positive epistemic appraisal of cases 

involving clear vision might be explained by evolution as well. There are grounds for 

being somewhat suspicious of whether or not evolution generates truth-tropic cognitive 

capacities (Steup, 1996; Stich, 1990). Our concern here, again, is not with the merits of 

the strategy but rather with the kind of naturalistic approach it exemplifies. 

Though it is not as straightforward as with comparative MN and satisfaction MN, 

(e.g., Goldman, 1986; Millikan, 1984). 
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wc can flag an approach to identity MN that relies solely on the resources of modest 

naturalism. For example, where Goldman uses evolutionary approaches to epistemology 

as instances of identity MN, he points out that "...it might be contended that cognitive 

faculties, at least some of them, have been selected for their true-belief promoting 

properties..." (307). This strategy would still count as an instance of identity MN. even if 

the faculties identified by the evolutionary theorist were at a folk-grain of individuation (as. 

indeed, they are in the quoted statement if "belief is understood in the idiom of manifest 

psychology). There might be subtle complications with an account of this type. A theory 

of evolution sophisticated enough to name a mechanism for selection of a cognitive process 

may be incompatible with a folk conception of the mind from the perspective of biology or 

biochemistry. Still, the point holds. One can presumably be a modest evolutionary 

methodological naturalist while endorsing a folk notion of the mind. 

Goldman claims that his own latest approach is an instance of identity MN (1994. 

p. 306). This account (1992) has it that a belief is justified if it is judged to be the product 

of a chain of virtuous psychological processes. A belief is unjustified if it is judged to be 

partially or wholly the product of a chain of vicious psychological processes. Roughly, the 

judge or epistemic evaluator possesses a list of which processes are which. If the 

processes does not appear on either list, then the belief that results from them is non-

justified. The account remains reliabilist in that reliability is the standard by which people 

or communities judge inclusion on the virtue list. And the account is an example of 

identificatory MN because Goldman proposes using the resources of science (i.e.. 

psychological research on concepts) in order to determine which processes appear on the 

virtue list and which processes appear on the vice list. As he points out, his approach is 

similar to Gibbard's (1990) treatment of rationality. While it might be that science provides 

an adequate resource for identifying the criteria for applying central epistemological 

notions, naturalism alone does not entail that it is the only resource. One can still be a 
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naturalist of the identity MN camp if one thought that some non-scientific methods were 

ideal for uncovering our criteria for applying epistemological concepts. For instance, one 

might think that simply asking people, in an unsystematic way, about the contents of their 

virtue and vice list constitutes a legitimate method for investigating people's concepts. Or. 

more plausibly, one may turn to the analysis of economic or political trends as an a 

posteriori avenue to identity MN. These fields could be used to identify which belief-

forming practices are counted as virtuous. 

I have been arguing that all plausible versions of naturalism are amenable to a 

modestly naturalistic characterization, and have tried to render the geography of naturalism 

accordingly. Naturalistic considerations in epistemology have dominated discussions in the 

last decade. Thus. I have attempted to characterize naturalism as accurately as possible. 

.VIost of the serious research on naturalism, however, has taken a stand on the character and 

range of naturalistic epistemology. I turn next to arguments that purport to show 

specifically the relevance of psychology to epistemology. 

4. The Realistic Principle and Psychology in Naturalized Epistemology 

Above, I called naturalistic epistemologists who hope to use the results of cognitive 

psychology (or the results of cognitive science more widely construed) psychologistic 

naturalists. Although the fine-grained details of specific proposals differ, psychologistic 

naturalisLs have attempted to link the results of psychology and other scientific approaches 

to the mind to traditional epistemic frameworks. Clearly, psychologistic naturalism 

occupies the preeminent place in a posteriori epistemology. We must investigate why and 

how psychology appears at all as an ally to epistemology. 
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I pointed out in Chapter One that the way psychology sometimes plays a role in 

epistemology is to treat psychological results as a negative constraint (Chemiak, 1986; 

Kornblith. 1980; Komblith, 1989b; Thagard, 1982).-" This is the view that an 

epistemological theory should not run afoul of the best results of the science of the mind. 

An epistemological theory should not, for instance, demand that an agent have super

human reasoning abilities, or have unlimited memory, or be able to perceive objects under 

severely degraded conditions where the boundaries of human ability are revealed by 

psychology. The way that epistemological theories have sometimes demanded super

human abilities is by claiming that a belief is justified only if it meets some strict, super

human conditions. To yield a non-skeptical account of the human intellectual condition, 

such theories would have to be false. Psychologistic naturalists have sought ways to 

defend the view that such expectations are unrealistic, and have found the results of 

contemporary psychology congenial. At work here appears to be a sensible enough desire 

to keep the normative demands on an epistemic agent within the purview of that agent's 

capabilities. In a word, epistemology should make realistic demands on human cognizers. 

This thesis is sometimes held to be part of a constraint on wider normative theorizing (for 

instance, in ethics or in philosophical discussions of practical reasoning) to the effect that 

an ou^/it can only be normative if the agent is able to follow its demands.-*- Taylor (1990) 

puts it this way: 

...an account of epistemic justification must not require for the possession of 

justified beliefs a psychological capacity which humans do not have. In order to 

determine whether a candidate account of justification satisfies this constraint, one 

must know whether humans possess the cognitive capacities required by the 

•" I will have yd another opportunity to discuss in detail a version of this negative constraint when I treat 
episicmic access issues in Part II. 
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account for justified belief. ...Although introspection and informal observation of 

behavior outside of the context of a controlled experiment may aid in the 

confirmation or disconfirmation of a psychological claim, these non-scientific 

methods are not sufficient alone for such confirmation or disconfirmation. 

Scientific methods are required in addition for these purposes (p. 214). 

The sentiment is also familiar from Komblith's introduction to Naturalizing Epistemology. 

where he asks us to consider three questions; 

1. How ought we to arrive at our beliefs? 

2. How do we arrive at our beliefs? 

3. Are the processes by which we do arrive at our beliefs the ones by which we 

ought to arrive at our beliefs? 

Naturalized epistemology, according to Komblith, holds that questions 1 and 2 cannot be 

answered in isolation from one another. "I take the naturalistic approach to epistemology to 

consist in this: question I cannot be answered independently of question 2. Questions 

about how we actually arrive at our beliefs are thus relevant to questions about how we 

ought to arrive at our beliefs. Descriptive questions about belief acquisition have an 

important bearing on normative questions about belief acquisitions" (p. 3). Kornblith 

claims that, under the traditional (non-naturalized) conception of epistemology, "Question 1 

is to be assigned to philosophers, question 2 to psychologists" (p. 1). Naturalized 

epistemology, on the other hand, recognizes that question 1 cannot be answered in isolation 

from question 2. The danger for non-naturalized epistemology is that answers to question 

1 will be end up being unresponsive to insights yielded by psychology. Why is this 

dangerous? That is, why should epistemology be realistic in its demands? 

Beyond simply seeming reasonable, the realistic principle has had some implicit 

Colloquially, "ought implies can." 
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defense. Komblith (1993) explains it as follows: 

The reason [for the negative constraint psychology places on epistemology]. quite 

simply, has to do with the holistic character of confirmation. ...The best overall 

account of the nature of human cognition may require that we modify our [a priori] 

account of the processes we ought to instantiate in light of the pressure from the rest 

of our theory. Our account of the processes we ought to reason by thus cannot 

float free of our account of the range of processes which are in fact open to us. But 

this is just to say that our normative account must itself be influenced by the results 

of empirical investigation. We may not insulate any part of epistemology from 

empirical work (pp. 4-5). 

It looks as if the argument for this has to do with a wariness of the analytic/synthetic 

distinction. Thus, Komblith reminds us of the holistic character of confirmation. 

Komblith is worried that a priori judgments about how we ought to reason would amount 

to analytic judgments (of, say, the nature of epistemic justification) if they were 

unassailable by other theoretical commitments we have. Although Komblith is not explicit 

about how he hopes to use this argument, it is reasonable to suspect — with Komblith — 

that judgments about human intellectual flourishing are not the best candidates for 

analyticity. This is a powerful consideration, as the failure of the analytic synthetic 

distinction is widely maintained in contemporary philosophy (Fodor & Lepore, 1992; 

Quine. 1953). 

There appears to be a slightly different — or at least amended — concem in Taylor 

(1990). Taylor's argument that an epistemological theory must be psychologically realistic 

entails, he says, two claims. In addition to the considerations that drive the realistic 

principle above, Taylor points out that for epistemology to be possible, agents must have 

the capacity to believe. This is because epistemology is oriented toward evaluating beliefs 

(and perhaps other attitudes with propositional content). If there were none of these. 
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epistemology would no longer have a set of entities that it is a theory about. So. for 

Taylor, psychology somehow sets the ontological conditions for the possibility of" 

epistemology at all. He does not make the case in as much detail as one might like, but the 

general idea is that the very existence of a successful scientific psychology serves as a 

crucial contrast to eliminativism about the propositional attitudes. It should be noted that 

there are at least two problems with this defense of the realistic principle. First, it does not 

present the best fit to methodological naturalism, as it is clearly cut from the cloth of 

ontological naturalism. As a description of contemporary epistemic naturalism, it would 

appear to fail as an account of the primary motivation behind psychologistic naturalism. 

The second and more serious problem with Taylor's line, is that so-called folk psychology 

recognizes beliefs, too. Beliefs do not seem to require scientific psychology to secure their 

ontological credentials, unless some premises to the effect that science is the sole arbiter of 

reality are provided. Taylor does not provide these premises. For some discussion of why 

we should not think that science is the sole arbiter of ontological matters, with special 

attention to the case of belief, see Garfield (1988, Chapter 6) and Slich (1996). 

Still, as far as it goes, the realistic principle seems to be on the right track. It is 

unintuitive to many philosophers that a normative theory should make unrealistic demands. 

In spile of the popularity and apparently innocuous status of the realistic principle, there 

have been objections to it in the epistemological literature. Feldman and Conee (1985) 

engage the issue when they are exploring the merits of an evidentialist conception of 

epistemology. The evidentialist view is, roughly, that a belief is justified if and only if it 

fits the evidence that the agent has. Feldman and Conee argue that this is the fundamental 

notion of justification.''^ One kind of objection their view faces is that a bald evidentialism 

I will return to Feldman and Conee's view in Chapter Five. I postpone detailed assessment of ihcir 
positive view until then. 
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does not seem to take into account the limits of human cognizers. It will be objected that 

sometimes epistemic agents are not able, due to the limits of their cognitive capacities, to 

come to beliefs based on their evidence. "It is easy." Feldman and Conee write, "to see 

how such an argument would go: A doxastic attitude toward a proposition is justified for a 

person only if having that attitude toward that proposition is within the normal doxastic 

capabilities of people. Some doxastic attitudes that fit a person's evidence are not within 

those capabilities. Yet [evidentialism] classifies them as justified. Hence, [evidentialismj 

is false" (p. 18). 

Their reply to this objection comes in two versions, a weaker version and a stronger 

version. First, they argue that even though there might be results from, for instance, 

psychology to the effect that cognizers tend not to draw certain conclusions from the 

evidence that they have, or that specific individuals cannot draw certain conclusions from 

evidence that they have, these results do not show that they cannot draw those conclusions 

(p. 18). So. Feldman and Conee hold empirical results that purport to show that some 

kinds of epistemological theories are unrealistic to a very high standard: Such results must 

show that the human limitation is a powerful, perhaps in principle, limitation. They hint 

that results that are this powerful are rare. 

Feldman and Conee's second and stronger response is essentially to deny that 

epistemic theories must make realistic demands on cognizers. They write. 

There is no basis for the premise that what is epistemically justified must be 

restricted to feasible doxastic alternatives. ...Suppose that there were occasions 

when forming the attitude that best fits a person's evidence was beyond normal 

cognitive limits. This would still be the attitude justified by the person's evidence. 

If a person had normal abilities, then he would be in the unfortunate position of 

being unable to do what is justified according to the standard for justification 

asserted by [evidentialism]. This is not a flaw in the account of justification. Some 



87 

standards are met only by going beyond normal human limits (p. 19). 

We are then invited to consider the standards for getting an 'A' in a difficult course, or the 

standards of excellence in art. It very well might be, Feldman and Conee claim, that such 

standards are beyond the capabilities of normal human cognizers. By analogy, Feldman 

and Conee are suggesting that some normative standards in epistemology are defensible 

even though they may entail that few normal human cognizers are able to meet those 

standards. (They do not specifically address the issue of whether some possible human 

being must be able to meet the standard.) If Feldman and Conee are convincing here, the 

realistic principle loses a great deal of its plausibility. 

We are faced with two conceptions of the limitations on normative theorizing in 

epistemology in particular and in philosophy in general. Notice that any conclusion we 

come to here would have wide implication for debates in philosophy, as normative issues 

are ubiquitous in theories of ethical conduct, some approaches to meaning in the 

philosophy of language, and teleological approaches in the philosophy of biology. I am 

therefore inclined toward a cautious approach on deciding whether 'ought implies can.' In 

some sense Feldman and Conee are surely right. Normative standards in general should 

not be restricted to a range that many or most human beings are routinely able to attain. 

This seems especially compelling in their case of artistic excellence. Not everyone is 

constitutionally able to be a great artist. Thinking otherwise would appear to diminish the 

artistic achievement of those who are held in artistic esteem. On the other hand, there does 

seem to be something suspicious about a normative standard that no one is able to attain, or 

that is attainable In only the most extraordinary of circumstances. I submit that the way 

these two poles usually get manifested in epistemology tracks our prima facie response to 

skepticism. Focusing solely on epistemology, Feldman and Conee's conception of a 

theory of belief quality betrays a deep difference that they have with some — but surely not 

all — elements of the contemporary epistemological literature. Some epistemologists view 
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the primary philosophical challenge of a theory of knowledge or justification as defeating 

the skeptic (Stroud, 1989). This suggests that they think that skepticism is a live 

possibility that needs to be specifically dispatched. Other epistemologists suppose that 

skepticism, at least global skepticism, must be rejected from the start. Epistemologists who 

think that skepticism is a tolerable conclusion to philosophical theorizing should tend to 

allow that a theory of belief quality might be so demanding as to make most of our beliefs 

most of the time of low quality. Of course, there is the threat here that this skeptical 

conclusion itself might be of such low quality that there would be no reason to accept it (for 

discussion of the self-refuting danger of skepticism, see Pappas, 1978; Pollock, 1986, pp. 

3-7; Putnam. 1981, chapter one; Stroud, 1984; Williams, 1991). Epistemologists who 

think that skepticism is completely intolerable will tend to want the theory of belief quality 

to be within the capabilities of (at least most) cognizers. After all, they take the optimistic 

view that global skepticism about the quality of our beliefs is unwarranted. 

The proper reply, then, to Feldman and Conee is that, if they wish to avoid 

skepticism, they would do well to have some degree of sensitivity to the actual capabilities 

of epistemic agents. But they are right in claiming that there is a no general formula for 

determining when a limitation of an epistemic agent should be treated as evidence for 

skepticism versus those occasions when it should invite modifications to the 

epistemological theory. Even optimists in epistemology will want to allow for the 

possibility that some of what we take to be high quality beliefs (beliefs about induction, or 

about causal explanation in sub-atomic physics) turn out, on reflection, to be of low 

quality. There is a continuum of cases that we can be presented with here, and it is not 

clear what we should make of them. So, where are we with respect to the general strategy 

of trying to introduce psychology in epistemology as a negative constraint in the spirit of 

keeping epistemological theories realistic? 
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I take it that we have before us a reasonable prima facie case for seeking 

epistemological theories that are realistic in their demands on human cognizers. This case 

follows the diminishing fortunes of the possibility that a thoroughgoing skepticism in 

epistemology is a tenable result of philosophical inquiry into human intellectual 

nourishing.-" We shall need to investigate, though, the detailed considerations that lead to 

un interest in psychology. So far, I have been discussing the notion of a negative 

constraint in general. The constraint that an epistemological theory should not make 

unrealistic demands may draw from the fund of evidence found in a range of empirical 

inquiry. Psychology has seemed especially worthy of attention in this regard because it is 

the study of how human beings come to form beliefs. Psychology seems to have as its 

subject matter the very topic that may provide us with the kind of insight into the 

constraints of realistic human thinking that can be used to keep epistemology from 

becoming fanciful. As for more specific arguments to this conclusion, several naturalistic 

epistemologists have attempted to provide what we are after. 

5. Causal Arguments for Psychologistic Naturalism 

Harman (1970; 1973) offers considerations in favor of a psychologistically 

naturalistic theory in epistemology. Although Harman is not scrupulous about keeping 

apart knowledge and mere justified belief, we can find clearly a commitment to the claim 

that the quality of a belief relies in part on whether or not the reasons for that belief caused 

it (1973, p. 26). Harman distinguishes reasons for believing a claim from reasons for 

For a pro-skeptical view that is still sensitive to the need to understand human intellectual flourishing, 
see Lchrer (1990, p. 15). 
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which one believes a claim. Recalling our discussion of the strategy of reasons in the first 

chapter, Harman urges that we keep separate the reasons that are evidence for a belief in 

some purely logical or epistemological sense and reasons that are the cause of a particular 

belief in a particular believer. This sets the stage for the central chapters of Thought, as 

these are aimed at giving an account of psychological explanation. Harman's view is that, 

as long as we have an interest in the causes of our beliefs, we will have an interest in 

psychology as the science of the causes of our beliefs. 

Goldman has re-articulated and refined the causal considerations that lead to 

psychologistic naturalism. In "What is Justified Belief?," he offers a sustained version of 

reliabilism as a theory of justification. Although we discussed reliabilism in the first 

chapter, we are here interested in the case that Goldman makes for the relevance of 

psychology. The argument proceeds first by showing the defects of rival epistemological 

programs and then by isolating a single flaw that the defects expose. Goldman rehearses 

several versions of foundationalism, and finds each susceptible to internal difficulties or 

counter-examples. For instance, consider the proposal that, \f p is a self-presenting 

proposition and s believes that p, then S's belief that p is justified. Goldman invites us to 

imagine a case where the belief that 'I am in brain state x' is a self-presenting proposition 

(in the sense that anyone in brain state x necessarily finds herself with the belief that they 

are in brain state x), but where the cause of the brain-state is the manipulation of a brain 

surgeon (p. 6). If a brain surgeon causes the brain state, it will satisfy the above analysis 

of justification but, intuitively, we will not be inclined to say that the belief is justified. 

This is because the person holding the belief simply has it appear 'out of the blue.' Beliefs 

that appear to consciousness for no apparent reason simply do not seem to be candidates 

for high quality status. Goldman's diagnosis of the problem is as follows: "Notice that 

each of the foregoing attempts confers the status of 'justified' on a belief without restriction 

on why the belief is held, i.e., on what causally initiates the belief or causally sustains it. 
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...I suggest that the absence of causal requirements accounts for the failure of the foregoing 

principles" (p. 9). Goldman's concern is that epistemological accounts of belief quality 

have been framed without regard for the manner in which the belief was produced."' His 

interest in this theme will be familiar from his earlier work on a causal theory of knowledge 

(1967). Elsewhere (1985) Goldman offers more examples of theories of belief quality that 

do not reference the causes of belief. Suppose Oscar believes a tautology not because he 

has shown that it is tautological, but rather because of his irrational faith in the 

pronouncement of some guru who offers the tautology (p. 49). Logic appears in these 

examples because the credibility of logical relationships is well established. No one in the 

analytic tradition doubts that conclusions of logical arguments are connected to their 

premises in imp>eccable ways, so belief in a tautology, if it is one, should be the pinnacle of 

high quality belief. According to Goldman (and according to the intuitions of many 

epistemologists), Oscar is still unjustified. The confusion, though, comes from regarding 

"the semantic modal status" of a proposition as having any bearing on its epistemic status to 

a particular cognizer. It is not a sufficient condition for high quality belief for it to be a 

tautology. The tautology must be believed because it is one. Epistemic status, maintains 

Goldman, must appeal in part to the etiology of the belief.-'^ 

Komblith has also emphasized the importance of a causal component to the correct 

theory of belief quality (1980). In his example, Alfred justifiably believes that p. and 

justifiably believes that ifthen q. Alfred also believes that q. Komblith points out that "if 

For a longer discussion and review of the history of this strategy, sec Kitcher's landmark sur\ey of 
naturalism (1992). 

Goldman sharpens the discussion of these same considerations, using similar examples, in his (1986, 
pp. 84-6). His conclusion is that, "we must strengthen our conception of [justification rules] in order to 
arrive at a satisfactory criterion of rightness. Instead of conceiving them as specifying mere cognitive-statc 
transitions, we must conceive of them as specifying cognitive processes, where by "process' we mean a 
determinate kind of causal chain. This is the sort of thing that logic, by its nature, cannot provide, but 
precisely the sort of thing naturally sought from psychology" (p. 85). 
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Alfred has a strong distrust of modus ponens, and yet believes q because he likes the sound 

of some sentence that expresses the proposition that q, then surely Alfred is not justified in 

believing that q" (p. 135 in Komblith, 1994 reprint). This is alleged to be evidence that 

what Komblith calls the argument on paper thesis is false. The argument on paper thesis 

holds that a theory of belief quality need only appeal to the logical relationship between the 

content of belief stales in the agent. In the first chapter, during the discussion of the 

goodness of reasons strategy in a theory of belief quality, we found that one way of 

explicating the reason-for relation was as a logical relation. By this view, modus ponens 

underwrites the argument on paper that believing that p and believing that if p then q 

provides a good reason for a belief in q.^' Goldman and Komblith marshal a series of 

intuitive cases where the cause of a belief is relevant to its justification.'*® So this is the first 

premise in an argument for the indispensability of psychology to epistemology. 

If it is granted that epistemology must properly in part be responsive to the study of 

the causes of belief, psychology is indispensable for epistemology if it is the study of the 

causes of belief. Stepping back from Goldman and Komblith a bit, we may see better the 

strategy of argumentation here. Psychologistic naturalists think that traditional, non-

naturalized epistemology has satisfied itself with giving a description of correct evidential 

relations. The problem, as they view it, is that epistemology is not solely concerned with 

the theory of correct evidential relations. It is also aimed at the theory of the conditions 

under which actual cognizers realize those relations in their thinking. The issue goes back 

Though, as many theorists have pointed out, modus ponens does not seem to require a belief in q given a 
belief in p and in if p then q. Modus ponens is a permission rule, rather than what we might call an 
obligation rule (Harman, 1986). 

It is fairly widely held in the epistemological literature that the causes of a belief have some relevance 
toward its quality (Alston, 1976a; Alston, 1988; Haack, 1993; Harman, 1973; Pappas, 1979; Pollock, 
1974; Pollock, 1986). For my purposes at the moment , Goldman and Komblith give the most detailed 
case of how this consideration can be used in favor of psychologistic naturalism. 
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to the very first considerations that motivated epistemology. Where epistemology is 

viewed as having the task of describing human intellectual flourishing, a theory might 

simply name all the reasonings that would yield an ideal intellectual agent, whether or not 

anyone ever realized those reasonings. This is the strategy that the psychologistic naturalist 

objects to. Another possibility is that such a theory would emphasize the connection 

between the reasonings of an ideal agent and the reasonings that actual agents realize. On 

the second view, it would not do to simply list all the truths that an intellectually flourishing 

agent could endorse, nor would it do to name all the productive logical and evidential 

relationships between truth-conducive statements. As Goldman puts it, "What is needed 

are not rules that permit states at one moment to be followed by states at the next 

moment...but rules that specify operations by which certain cognitive states will produce 

other cognitive states. These operations, of course, must be psychological or cognitive 

operations" (1986, p. 51). More recently, Goldman writes, "On my view, epistemic 

concepts like knowledge and justification crucially invoke psychological faculties or 

processes. Our folk understanding, however, has a limited and tenuous grasp of the 

processes available to the cognitive agent. ...Here too epistemology would seek assistance 

from cognitive science" (1992, p. 156). Thus, Harman, Goldman and Komblith are 

interested in the actual transformations that obtain between high quality belief and high 

quality belief and as a result are interested in psychology. 

While this is a roughly correct characterization of the causal pro-psychologistic 

case, it does leave out some important subtleties. For instance, psychologistic naturalists 

do not maintain that any cause of a belief is potentially a proper object of epistemological 

theorizing. Suppose a tumor causes Penelope to have a true belief, perhaps in the existence 

of the tumor itself (Plantinga, 1988, p. 30). Even if some branch of psychology is charged 
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with explaining how that might happen, it does not follow that an epistemological process 

has been implicated. So, while beliefs and their causes are constitutive of epistemology. 

we should not saddle psychologistic naturalists with the view that any cause of a belief is 

part of the subject matter of epistemology. Saying just which causes are appropriately 

epistemic ones and isolated them as a natural kind of psychological cause is a non-trivial 

project (Alston, 1988). The psychologistic naturalist assumes that it will be possible. 

[n spite of the widespread appeal of adding some manner of causal component to 

justification, some epistemologists persist in maintaining non-genetic theories of epistemic 

appraisal. These theories claim that the cause of a belief is incidental to its justificatory 

status. What solely matters is the non-causal, logical or epistemological relational that the 

belief has to the evidence (Bonjour, 1976; Bonjour, 1985; Feldman & Conee, 1985; Ginet. 

1975; Moser, 1985). Feldman and Conee write, "We acknowledge that there is an 

epistemic concept — well-foundedness — that appeals to the notion of basing an attitude 

on evidence, and this may be a causal notion. ...But in any event we see no such causal 

requirement in the case of justification" (1985, p. 33). Lehrer (1990) writes. 

Often the evidence on which a justification is based does causally explain the 

existence of the belief, and it may even be admitted that sometimes the belief is 

justified because of the way in which it is causally explained by the evidence. 

Nevertheless, it is also possible for a justified belief to be causally independent of 

the evidence that justifies it. Indeed, it may well be that the evidence in no way 

explains why the person holds the belief, even though her justification for the belief 

is based on the evidence (p. 169). 

Lehrer alleges that it is at least possible that belief can be considered justified completely 

apart from its etiology. Indeed, in Lehrer's view, the central sense of epistemic 

justification does not feature a causal component. Lehrer demotes the psychologistic 

naturalist's thesis of causal relevance to a causal fallacy (p. 169). He illustrates the fallacy 
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with the Mr. Raco. 

Mr. Raco is a racist who, on the basis of his prejudice, comes to believe that only 

members of a certain race are susceptible to a particular disease. The prejudice completely 

sustains the belief. Suppose that Mr. Raco eventually receives enough medical training to 

find that, in fact, only members of that race are susceptible to that disease. Lehrer claims 

that this is the information that gives the belief its epistemic credentials in Mr. Raco's case 

(on the hypothesis that it is good evidence for the belief), even though the sole cause of the 

belief is racism. On Lehrer's account, we intuitively judge that Raco is justified in his 

belief. Is Lehrer right about this? We might be inclined here to respond that the proper 

construal of Mr. Raco's belief is that, if it were not supported by his racism, then the actual 

evidence would sustain the belief and that that explains Lehrer's intuition (Swain, 1981). 

Technically, this proposal treats Mr. Raco as unjustified. It attempts to explain away 

Lehrer's mistaken appraisal of the case by offering a more plausible account of Lehrer's 

intuitions than that Raco is justified. Thus, this reply treats philosophical methodology as 

somewhat more subtle than simple judgment by cases and may be an instance of attempting 

to decide epistemic matters through a process of reflective equilibrium. 

Lehrer shields the case from counterfactuai accounts by modifying the example (for 

similar modifications also see Kvanvig, 1985). Suppose now that Mr. Raco is 

psychologically made up so that, necessarily, were his racism to be cured, he would go 

utterly mad. Lehrer claims that Raco is still justified in his belief, as long as he has the 

evidence for it. In Lehrer's coherentist scheme, it is the existence of scientific evidence that 

takes center stage in the complete justification game to determine whether the belief is 

justified, rather than the causal influence of the evidence on the belief.-''^ Even though the 

•Justification game' is Lehrer's technical phrase for the counterfactuai situation where someone who 
maintains a belief must verbally wrestle with a skeptic in order to justify her belief. The complete 
justification game is where all possible evidential considerations have been brought to bear (1990. p. 119). 
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prejudice is the necessary and sufficient cause of Mr. Raco's belief, it is not what is 

relevant for determining justification. 

The discussions of reasons with a causal component and the discussion of 

justification without a causal component are instances of the gulf between epistemologists. 

Some view cases of belief quality as answered by appeal to causes of believe whereas 

others think of belief quality solely in light of evidential considerations. If we wished lo 

pursue a psychologistic naturalism, what would we say about non-genetic theories of belief 

quality? It is tempting to see the difference between these two camps as no less than an 

intractable clash of intuitions. For instance. Goldman's pessimistic assessment of Oscar, 

above, seems driven by his view that the cause of a belief must be relevant to justification, 

but this is begging the question against Lehrer. Goldman asserts that we do not view Oscar 

as justified. Lehrer, presumably, does view Oscar as justified. Lehrer's assessment of 

Mr. Raco. on the other hand, seems driven by the view that causation need not matter. 

And this is to beg the question against the thesis of causal relevance. What is needed is 

some non-question begging argument against one view or the other. 

On this issue Pollock argues that non-genetic theories of belief quality seem unable 

to distinguish between beliefs that are justified and beliefs that are merely justifiable. He 

invokes Harman's way of putting it when he says that "There is a distinction between 

having good reason for believing something (perhaps without appreciating the reason) and 

believing something/or a good reason. This is roughly the distinction between a justif/VJ 

belief and a.']usi\Uable belief," (1986, p. 81). Pollock is supposing that one of the features 

an adequate theory of belief quality should have is the ability to support the sorts of 

distinctions that have figured in epistemological debates, and that might be relevant to wider 

philosophical issues concerning intellectual flourishing with respect to truth. In the general 

framework for discussion that I introduced in the first chapter, the worry is that the quality 

of a belief is either something that it actually has or that it potentially has. According to 
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Pollock, non-genetic theories arc willing to isolate evidential or epistemic relations from 

causal features, and are thus are not going to be able to say, for any given belief, whether it 

is of high quality versus merely potentially of high quality. 

While Pollock's maneuver seems promising, when it is spelled out it is vulnerable 

to the committed non-geneticist. First, Pollock simply assumes that the basing relation 

must be at least partly causal, in the sense that the evidence for a belief must be the cause of 

that belief in order for it to be justified rather than merely justifiable. Should Pollock be 

inclined to offer cases like those of Goldman and Komblith, his intuitive response will not 

impress non-genetic theorists. So, Pollock treats justified as a (partly) causal notion 

without any argument. This leads him to wonder how coherentism in particular will be 

able to account for the causal component of justification. The coherentist must claim that a 

belief about the coherence of some new belief and the entire doxastic corpus causes the new 

belief. This, on the one hand, seems implausible. Pollock is right when he says that we 

do not usually have beliefs about the coherence of our doxastic corpus (p. 82). (Recent 

work by Foley is illuminating here (Foley, 1992a; Foley, 1992b; Foley, 1993)). On the 

other hand, even if beliefs about coherence could be defended as phenomenologically 

realistic, the coherentist avenue seems to lead to an infinite regress. If the belief, c, that 

some other belief, p, is coherent with one's doxastic set is formed, what justifies that-c? 

Thus, the coherentist seems unable to account for beliefs that are justified where the basing 

relation is partly causal and where the justified/justifiable distinction is cast in terms of a 

causal basing relation. The emphasis on coherentism, though, betrays a second 

assumption made by Pollock to the effect that non-genetic theories must be coherentist in 

structure. Unfortunately, both of Pollock's assumptions fail. First, non-genetic theories 

deny that the basing relation is causal at all. Second, not all non-genetic theories are 

coherentist (e.g., Feldman and Conee are not coherentists). 
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What is needed is a decisive and non-question begging way to defeat non-genetic 

accounts of belief quality. Unfortunately, it is unclear what such an argument looks like. 

What follows is an argument that I find somewhat suggestive, but by no means 

unassailable. We can see better the fiindamental difficulty with non-genetic theories if we 

examine the consequences of endorsing a non-causal basing relation. Restrict the relation 

between evidence for a belief and the belief that evidence supports to a purely epistemic 

relation. Suppose that Ellen believes that p and that Annette believes a number of claims 

that constitute good evidence for p. Given the goals of epistemology at the individual level, 

it is completely inappropriate to claim that Ellen's belief is justified because Annette has 

evidence for it. What, on the non-genetic conception of epistemology, prevents this 

possibility? Specifically, we must ask whether or not we have grounds to restrict the 

evidence/belief relation to an mrra-agem relation. The worry is that it is unclear how non-

genetic theories resist the possibility that a belief is of high quality in case there is some 

argument or evidence anywhere that supports it. The problem, obviously enough, is that 

Ellen does not have the evidence for the claim that p. Every party to the debate no doubt 

grants this because, intuitively, only evidence that Ellen possesses is relevant toward 

whether Ellen is justified. Lehrer's assessment of Mr. Raco trades on there being a sense 

of 'having evidence' that restricts the evidential corpus to the person who believes that p. 

without adverting to considerations that are related to the actual or potential cause of the 

belief that p. Likewise, Feldman and Conee's account of evidentialism demands that there 

be a way to talk about someone having evidence without that evidence being involved in a 

causal relationship to the belief that is justified based on it. If there is no plausible sense of 

'having' that does not focus on the internal, causal constitution of an agent, then there will 

be no way for non-genetic theories to deflect the Ellen and Annette case. 

It does not look as if there is a sense of 'having' that works here. The non-genetic 

theorist will want to claim that she is restricting candidates for evidence for p to the beliefs 
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(or belief-like states) that are internal to the person who believe that p. That restriction 

seems well motivated if we are interested in the evidential beliefs that can potentially cause 

the person to believe that p. But in the absence of any interest in the evidential beliefs that 

can cause the belief that p, the pool of beliefs that are merely epistemically relevant face no 

spatial or temporal restrictions.5° Think of it this way: the entailments of logical statements 

are entailments even if belief in the entailments is never caused by those logical statements 

in any believer. If logical premises are tomorrow written down on a sheet of paper in Peru, 

and an entailment of those premises was written down fifty years ago in Vienna, the 

premises are still logically connected to the entailment. Likewise, why shouldn't we think 

that evidential relations obtain in the absence of any one person ever causally realizing the 

evidence/conclusion relation? The case of Annette having good evidence for a belief that 

Ellen has is, by hypothesis, just such an evidentially impeccable case. 

One natural reaction by the non-genetic theorist is to complain that part of the 

problem is that Ellen cannot in principle introspect the evidence for her belief that p if it is 

Annette that has the evidence. The only reason we might be interested in introspection, 

though, is to determine whether or not we can construe (actually or counterfactually) the 

evidence as a cause for the conclusion. Introspection is a psychological capacity, and is 

presumably subsumed by particular brain mechanisms, even if these have not yet been 

identified by cognitive science. It seems that the non-geneticists' interest in introspection 

betrays the sense that introspection can deliver a forceful epistemic appreciation for the 

Alvin Goldman has claimed (in conversation) that there is simply a basic presumption in 
epistemological theorizing that the evidence for a belief is restricted to that possessed by the target of an 
cpistemic evaluation. He insists that this need not have any further rationale. I have mixed feelings about 
this response. It may sometimes be legitimate to claim that a field of philosophy has a particular kind o! 
iniercst. and that interest creates a fundamental framework of inquiry. On the other hand, it seems to me 
that that framework should be defensible once the theory is elaborated. What I am claiming in this section 
IS that non-genetic epistemologies are unable to defend the fundamental framework of individualistic 
cpistemology. 
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relation between evidence and a conclusion. Although I have my doubts about whether or 

not this can be spelled out with any great detail, we can grant non-genetic accounts this 

construal of introspection and the point will still hold. Precisely which evidential relations 

is the introspecting agent to be interested in? The answer, of course, is the ones that are 

available to her via introspection. Once again, though, the restriction to the corpus of 

beliefs available by introspection as opposed to the set of all evidential relations is 

defensible only be appeal to the psychological constitution of real cognizers. That 

something can be introspected is a marker of its causal capacities. Epistemic relations — as 

illustrated by the logical relations that are a subset of them — obtain regardless of facts of 

inirospectibility or proximity in space or time. Our powerful response against the Ellen and 

Annette case is due to our expectation that the correct theory of belief quality will have a 

causal element. In conducting the discussion at the non-causal level of propositions and 

their epistemic relations, non-genetic accounts have apparently lost the ability to restrict the 

explanandum to the reasons that are psychologically internal to single agent.^' I am 

inclined, therefore, to reject non-genetic theories of belief quality and grant that causal 

considerations are relevant to the quality of a belief. We have seen above how this 

argument leads to a relevance for psychology to epistemology. 

While the causal argument (as a refinement of the realistic principle) above is the 

principal argument used by psychologistic naturalists to secure a role for psychology in 

Note that there is an epistcmological literature on socially distributed justification, where evidence for a 
belief is spread among many epistemic agents. Tne issue seems pressing in some cases of scientific 
inquiry'. For example, it is not uncommon for a scholarly article in physics to have many authors, 
sometimes hundreds. No single researcher can plausibly be described as possessing all the evidence for the 
results of the research. U certainly seems that the evidence has not caused any single person to believe the 
results. It might be wondered then, whether or not anyone is justified in believing the results reported by 
that research. There are subtle issues regarding testimony here. I will remain satisfied, though, that there is 
a concept of belief quality in an individual that is at the heart of epistemology. Not all evidence is 
distributed, even if some is. The need for a more complete account of justification that incorporates 
elements of socially distributed evidence has been defended by Welboume (1981), Code (1987). Schmitt 
(1988) and Hardwig (1985, 1991). A skeptical appraisal of this literature can be found in Pollock (1990, p. 
89). 
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epistemology, there are a number of other considerations that might be brought to bear. 

First, it has sometimes been argued that psychology will provide a fine-grained account of 

the entities and processes that figure in epistemological theorizing (Goldman, 1978; 

Goldman. 1985). By this view, epistemologists are ill-equipped to appreciate the 

complexity of the character of mental entities like beliefs, or mental processes such as 

memory. Thus, Goldman (1978) writes, "Experimental psychology promises to enrich our 

model of mental processes, and, thereby, provide a more fruitful framework within which 

regulative epistemology may be conducted" (p. 218). It is not clear that this argument goes 

very far beyond the realistic principle. It seems as if the primary motivation for conducting 

epistemology at a finer grain than the intuitive taxonomy of traditional epistemology must 

be a desire to make epistemology more respectful of the limitations of human cognition. 

Another argument is that epistemology should look to psychology to determine 

what sorts of epistemic failures are characteristic of the human condition (see Goldman. 

1978. part III; Stich, 1990, chapter 1). This is an important concern for the meliorative 

dimension of epistemology. Advice on how to conduct ourselves with respect to 

intellectual flourishing might do well to note in advance the kinds of errors we are prone to. 

Further, there may be hints in the research on our cognitive failures that lead to ways to 

improvement. This argument, again, looks to be in the spirit of the realistic principle. 

Still, it may contain an important insight to the effect that psychology might orient 

epistemologists' efforts in a direction that will maximize meliorative opportunities. If that 

is the case, the relationship between epistemology and psychology may be seen as partially 

pragmatic in nature. 

We have now seen the sorts of arguments used by psychologistic naturalists to 

secure a role for psychology in epistemology. Psychology may be used to keep 

epistemological theories realistic vis-a-vis the limits of human cognition. Or, it may be 

used more directly to provide insight into the causal character of the processes that produce 
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belief and other epistemically assessable mental states. In either case, the psychologistic 

naturalist presumes that psychology is a scientific discipline that can be pursued apart from 

epistemological inquiry and used as an external source of constraint. In that respect, 

psychology is viewed as not very much different from any other science in its norms of 

explanation. The subject matter of psychology might be proprietary, but the kind of 

explanation characteristic of psychology are not. It just happens — according to 

psychologistic naturalists — that psychology is interested in the right sort of causes for 

employment in epistemological theories. I claim that the psychologistic naturalist, in order 

to use the results of psychology as she hopes to, must cleave to the view that psychology 

enjoys the same autonomy from epistemology that the other sciences do. Again, my reason 

for this is that psychology — if it is to be able to serve as a legitimate a posteriori source of 

constraint on epistemology — must not presuppose answers to characteristically epistemic 

questions. Just as the ideal gas law in chemistry does not purport to rely on a theory of 

justification, the laws of psychology cannot rely on a theory of justification. 

We are now in a position to ask whether the autonomy of psychology thesis is true. 

Are the norms of explanation in psychology (and, by extension in cognitive science) as 

different as the norms of epistemological explanation as the norms of, say, chemistry are? 

This may seem like an odd question, as epistemology and psychology certainly appear 

distinct. To decide, we will need to investigate the foundations of contemporary 

psychological explanation. We will need to have before us a reasonably detailed account of 

what an explanation is psychology is. I claim that psychological explanation is a species of 

epistemic explanation.^- I make the case for this in the following chapter. 

The other kind of epistemic explanation is a priori epistemology that tracks our intuitive responses to 
cases and counterexamples. 
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CHAPTER THREE; 

PSYCHOLOGY & EPISTEMIC EXPLANATION 

In the last chapter we pursued a taxonomy of naturalized epistemology and we 

rehearsed the psychologistic naturalists' arguments that purport to secure a role for 

psychology in a posteriori epistemology. The versions of naturalism that have been 

carefully developed in recent decades have attempted to forge a close connection between 

epistemology and cognitive psychology. In these accounts, psychology must be viewed 

primarily as a theory of the causal relations that obtain between mental states. These causal 

relations express mental processes, the study of which should — according to 

psychologistic naturalists —be conducted at a fine, empirically constrained grain. After all. 

it is the causal character of the explanations that holds some promise of filling the role that 

the psychologistic naturalist sets aside for psychology. Recall that the central argument for 

psychologistic naturalism was that epistemology must involve a causal relation between 

evidence and belief in addition to the logical or epistemic relation. Clearly, then, we should 

scrutinize psychology to see whether or not (and to what degree) it sustains causal 

explanations and offers insight into the causal structure of mental transactions. 

Putting the challenge this way immediately raises serious worries. It is a hallmark 

of contemporary accounts of the foundations of psychology that the psychological sciences 

do not trade solely in causal explanation. Under cognitivism. psychological explanations 

demand an attribution of semantic as well as causal transformations to intelligent systems. 

Furthermore, the received interpretation of cognitivism has it that the attribution of semantic 

transformations between representations in a cognitive agent requires a substantive view 

about the propriety of particular inferential sequences. In spite of continuous and lively 

debate since the middle of this century, it is still fair to say that cognitivism is the premiere 
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account of the science of the mind. I claim in this chapter that this account of psychological 

explanation presupposes a conception of mental happenings whose credentials can only 

come, broadly speaking, from efforts in epistemology. The difficulty with psychologistic 

naturalism is that epistemologists seem to think of the results of psychology as a fund of 

results about causal relations between mental states that may be drawn "off the shelf to 

plug into a traditional epistemological program. This is a difficulty because psychological 

explanation is itself a kind of systematic articulation of an epistemological stance toward a 

feature of the natural world — namely, cognition — so psychological explanations cannot 

be treated as a constraint external to epistemology. I will call explanations that demand an 

epistemic stance toward the world epistemic explanations. The burden of this chapter, 

then, is to show that psychological explanations are epistemic explanations. 

My claim in what follows is pessimistic about current versions of psychologistic 

naturalism. I aim to show that the arguments for psychologistic naturalism scouted in the 

last chapter do not — in their current form — appear to secure a proper role for psychology 

in contemporary epistemology. Psychologistic naturalism in its usual construal founders 

on a kind of internal circularity peculiar to the relationship between epistemology and 

psychology.53 Contra the majority of the work produced under the banner of naturalized 

epistemology, psychologistic naturalism in its current form, I conclude, is a particularly ill-

advised a posteriori epistemology. The ultimate lesson I draw from this is not that the 

motivations for naturalism are untenable, or even that psychology and cognitive science are 

the wrong places to look for insight into epistemic matters. Rather, I conclude that 

A circularity that would not occur, as far as I can see, if we were to link cpislemology and other scienccs 
in the way that the naturalist urges. The problem is, psychology seems to be the only sensible a posteriori 
source of insight into epistemic matters because it has as its target entities (like beliefs) that appear in 
epistemological theories. The presence of tcleo-functional explanations in biology, however, may 
recapitulate the epistemology/psychology tension that I scout in this essay. I offer further discussion of 
this momentarily, though a thorough examination of the status of biological explanations vis-a-vis 
naturalism is beyond my scope. 
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naturalistic epistemology must countenance a much more fundamental thesis of replacement 

of the manifest image with the scientific image. 

The problem I identify is substantially different from the charge commonly leveled 

against psychologistic naturalists and naturalism in general where the need for a priori 

epistemology follows from the need to be able to assess the epistemic credentials of 

psychology itself (Bonjour, 1994; Bezuidenhout, 1996; Chisholm, 1989; Dancy. 1985; 

Lehrer, 1990; Williams, 1991). Arguments of this form usually amount to assertions of 

epistemology as first philosophy, where epistemology has as one of its aspirations the 

assessment of scientific practice and results.^'* Responses to this problem all seem more or 

less to be extensions of Quine's claim that we have no choice but to bootstrap ourselves to 

an acceptable epistemological theory using the resources of a posteriori inquiry. Such 

replies often have as an ancillary component the rejection of the possibility of global 

skepticism about human intellectual flourishing (Kitcher, 1992; Komblith, 1993; 

Komblith. 1994; Quine, 1969). If global skepticism is inappropriate, then some realm of 

human knowledge may be held constant for constructing an account of human intellectual 

prospects and it might, according to this view, be science. I argued in Chapter One that 

epistemological a priorists are at a standoff with naturalists because the methodology of 

intuitions itself needs defense, and the a priorist has no recourse but to appeal to her 

intuitions to defend her methodology. The best that the a priorist can argue is that her 

Bonjour's version of the argument is as pithy and elegant as any: 
Since what is at issue here is the metajustification of an overall standard of empirical knowledge, 
rather than merely an account of some particular region of empirical knowledge, it seems clear that 
no empirical premises can be employed. Any empirical premise employed in such an argument 
would have to be cither (1) unjustified, (2) justified by an obviously circular appeal to the very 
standard in question, or (3) justified by appeal to some other standard of empirical justification 
(thereby implicitly abandoning the claim that the standard in question is the correct overall account 
of epistemic justified for empirical beliefs). Thus the argument would apparently have to be 
purely a priori in character... (1985, p. 10). 
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intuitions regarding certain conceptual entailments as well as basic principles of logic and 

mathematics are unassailable. This is very different from a global defense of the 

methodology of intuitions or of the particular kinds of intuitions that have figured most 

prominently in the epistemological literature. 

Suppose that it is granted, then, that the situation in epistemology is such that 

naturalism is not obviously false and that the interaction between epistemology and a 

posteriori inquiry is not obviously illicit. I will show that even if the results of psychology 

are in the clear with respect to the a priorist's general objections, there is yet a considerable 

barrier keeping psychology from being used in naturalistic epistemology. 

Let me forestall several possible confusions immediately by highlighting what I am 

not suggesting. First, the psychological results drawn on by psychologistic naturalists 

need to have some plausible bearing on epistemic matters. As far as I can discern, they do. 

So, I am not claiming that psychologistic naturalists are sloppy about which psychological 

results they mine. The leading psychologistic naturalists have taken great care to explain 

the relationship between their favorite empirical results and elements of epistemology. 

Second, the psychology used must be recognized by the scientific community as 

respectable bits of theorizing. Third, the epistemologist is not supposed to take the 

psychological results at face value, and frequently does not. I am not suggesting that 

psychologistic naturalists import the results of psychology with an uncritical eye. Indeed, 

psychologistic naturalists are more often than not keen critics of the various experimental 

techniques and inferences within a psychological debate. It does not seem unreasonable to 

think of some psychologistic naturalists as entering into the debates and, sometimes, 

making important contributions to them.^s 

See, e.g., Stich and Nisbetl's comments on research on human rationality (1980) or Stein's (1996) more 
exiended treatment of the same topics in a broad epistemological context. Goldman offers some concerns 
about psychological research on probability (1986. pp. 325-8) and Komblith critically discusses research on 
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At a deeper level, however, psychologistic naturalists have usually not tried to 

articulate a conception of the foundations of psychology. Foundational issues in 

psychology are treated as the province of a different branch of contemporary philosophy, 

even more distant from epistemology than theoretical discussions in the philosophy of 

science that take physics as its main target. This is unfortunate, as it has obscured the 

many overlapping concerns that epistemology and the philosophy of psychology take as 

central. There are two possibilities regarding the relationship between epistemology and 

the foundations of psychology. The first is that theories of the foundations of psychology 

are distinct from theories that contain epistemological terms. This would make psychology 

much like any other science that the naturalist hopes to bring to bear on epistemology in the 

spirit of holistic confirmation of epistemological theories. It would render psychology not 

ver>' much different from, say, astronomy or chemistry. Let the autonomy of psychology 

thesis maintain that the conduct of psychology is autonomous from epistemology in the 

sense that, while epistemology is about the evidential, normative and justificatory status of 

some mental states, psychology is about something else. The autonomy of psychology 

thesis will allow the psychologistic naturalist to relegate the philosophy of psychology to a 

background role in conducting naturalistic epistemology proper. Furthermore, it will be on 

this story the results of psychology that count for epistemology, rather than its conduct, 

theoretical underpinnings or explanatory methodology. It seems to be the view, for 

example, taken by Goldman in the second half of Epistemology and Cognition. Goldman 

canvasses results that he thinks are respectable in the psychological community and relevant 

lo his reliabilist project. He does not accept the experimental conclusions uncritically. But 

he does seem to presume that psychological theorizing itself does not involve some 

commitment to a detailed epistemological view that is potentially incompatible with his 

concepts and developmental psychology (1993, pp. 71-2). 
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reliabilist account of belief quality. Goldman hopes that the results of psychology are 

independent of particular epistemological doctrines. Similarly, Komblith's discussion of 

issues in developmental psychology in Inductive Inference and Its Natural Ground does not 

betray any suspicion that the psychological explanations themselves might be predicated on 

particular epistemological commitments. Goldman and Komblith hope that psychology is 

not a species of epistemic explanation. 

The second possibility with respect to the foundations of psychology denies the 

autonomy of psychology thesis. It claims that foundational issues in psychology — 

unlike, for instance, foundational issues in chemistry — directly involve epistemological 

considerations. Of course, the foundations of every science involve epistemology in some 

sense. For example, we may ask in any science whether it is 'reasonable' to believe a 

particular theory given the observational evidence, or we may wonder whether inductive 

inference from seemingly nomic generalizations is generally warranted. Thus, the 

philosophy of science can be seen as a branch or sibling of epistemology. My claim is that, 

on this second thesis of the relationship between epistemology and psychology, these two 

have a closer interaction than is standard between science and epistemology. Indeed, on 

the basis of recent writing in the philosophy of psychology, the proximity between 

epistemology and psychological theorizing is precisely what makes psychology distinct 

from, say, neuroscience. I will reconstruct this argument in the next section. 

The limiting case of a close interaction is where the foundational norms of 

psychological explanation are epistemic norms. Depending on how this possibility 

develops, there will be a difficulty if psychological explanations are, in some way, 

epistemological explanations in the sense of requiring a conception of key terms or 

concepts of epistemology to be in place first. The thesis of this chapter is that psychological 

explanations are epistemological explanations in just this way. The proper conduct of 

scientific psychology requires that central epistemological issues regarding the general 
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structure of rationality be decided before psychology begins.-^ On the most sophisticated 

and well-developed accounts of the foundations of cognitive science, psychological 

explanation presupposes an epistemic stance on the input-output relations that figure in 

cognition. This is the stance that allows the psychologist to identify a proprietary level of 

explanation, and it is the stance that fixes the fund of theoretical terms that appear in 

psychological generalizations. Therefore, epistemologists cannot use cognitive science to 

dictate constraints on their theories of justification or rationality. Rather, they will need to 

determine what sort of epistemological presuppositions went into the creation of 

psychological theorizing. If these are inconsistent with the epistemological proposals they 

are trying to link up with their favorite psychological results, the tension will need to be 

addressed. If the principles are consistent, they will require defense other than the 

psychological results that are underwritten by those principles. 

I. The Foundations of Psychological Explanation 

Scientific psychology has a short history, spanning little more than a century and a 

half.57 The recent attempt at a unified scientific approach to human thinking under 

cognitivism — efforts that fall under the interdisciplinary rubric of cognitive science — is 

Or, perhaps, decided ai the same time thai psychological theorizing takes place, via a methodology that 
is at once epistemically evaluative and empirically constrained. It is this possibility that I find most 
exciting and that opens a way for naturalized epistemology to continue a close liaison with cognitive 
science. This proposal is developed in Part II where I advance my positive view. 

A definitive history of scientific psychology up to the middle of this century can be found in Bonng 
(1950). For developments that characterize the sccond half of the 20th century, see Anderson. (1995) or 
Gardner (1987). 
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less than thirty years oid.^s In order to understand it, we shall need to step back a bit. I am 

convinced that there is a core pattern of explanation that we can identify, even if the details 

of cognitive science's explanatory foundation is a matter of some controversy. 

Suppose we view the goal of psychology as the explanation of intelligent behavior, 

especially but not solely in human beings.We need not have a precise definition of 

intelligence on this view, or a very exact specification of the capacities that we are interested 

in. As with any science, our target may start out as a loosely assembled set of features of 

the world that seem to belong together and that may be amenable to scientific explanation, 

even if we cannot be sure of this in advance. The characteristic project in psychology, 

then, will be to give an account of those human and nonhuman behaviors that yield the 

astonishing facility with the world we observe in ourselves and many other sentient 

creatures. This facility appears to give sentient creatures a kind of persistence and stability 

over time in spite of limited resources and environmental hardship. Nothing like an 

exhaustive catalog of our loose set of target capacities is possible, but for starters, we credit 

our minds with emotion, perception, consciousness, creativity, memory, language 

comprehension, concept manipulation, the control of fine motor skills, explicit planning 

and formal and informal reasoning (cf.. Miller et al, 1960; Neisser, 1967). How are we to 

study these? One possibility, immediately seductive, is to pay close attention to how these 

capacities seem to operate in oneself. From the first person perspective, it seems that we 

act in response to the sensations that impinge upon us from our senses, and through 

memories and thoughts that are available to consciousness, and as a result of our 

Gardner, however, places the dawn the cognitivism to a conference held in 1956. 

Following, for instance. Anderson (1983, p. 3). See von Eckhardl (1993) for some worries about this 
way of defining the goals of psychology and cognitive science. I will treat it as an adequate, if not 
unassailable, starting point for our discussion. It might be more sensible to call the behavior that is the 
target of psychology intelligible rather than intelligent behavior. 'Intelligent' is meant to pick only the 
behaviors that arc not accidental and that are not best analyzed solely physiologically. 
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reasonings, plans and speculations. This observation leads to a way of discussing the 

mind familiar to, for instance, both the rationalist and empiricist traditions. We are 

acquainted with our own ideas and how they follow in succession. We have access to 

features of ideas such as their vivacity or clarity or distinctness. We can combine ideas in 

new ways, and we can trace the relationship between ideas we are having now and ideas 

we have had in the past. The way the tale is usually told, this is how philosophers during 

the early modern period discussed our mental life (Cummins, 1989; Flanagan, 1984; 

Haugeland. 1985), though the historical details are a matter of interesting and difficult 

scholarship. 

As a methodology for conducting scientific psychological research, the 16th. 17th 

and 18th century view of the mind leads to the introspectionism that played a prominent 

role in psychology by the late 19th century. The research of Fechner, Helmholtz, Wundt 

and Ebbinghaus was driven by the idea that the faculty of introspection would reveal the 

elements of our mental economy, and that, according to some researchers, it would do so 

better under a stricter regiment of discipline and measurement (see Dellarosa, 1988; Kusch, 

1995; Schacter, 1989).^° Slightly later, William James would extend this methodology to 

diverse aspects of human experience. The hope was that experimentalists would be able to 

determine how psychological processes unfolded in response to stimuli by carefully 

documenting the intemal experience of subjects under controlled conditions. Once these 

internal experiences were precisely recorded, laws of the mind could be framed.^' Or so it 

was thought. Even though progress was made, by the early part of the 20th century, the 

For brief but illuminating discussions, also see Ericsson's entry under introspection in Blackwcll's 
Dictionary of Cognitive Psychology (Eysenck. 1990) and Byrne's entry under behaviorism in Blackwell's 
Companion to the Philosophy of Mind (Guttenplan, 1994). 

Fechner, for instance, attempted in 1860 to specify the details of a method based on the just noticeable 
difference between two sensations See his Elements of Psychophysics (1860/1966, in translation). 
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introspective methodology was deemed insufficiently public and insufficiently objective by 

psychological researchers themselves, especially in Britain and North America. This 

impression was bolstered by simultaneous movements in philosophy that yielded 

positivism in the philosophy of science. In an atmosphere of extreme suspicion of 

metaphysics and unobservables, psychology — in order to fulfill its aspirations of 

becoming a science of the status of the other natural sciences — needed to embrace a less 

subjective methodology. Behaviorism was the result. The history of behaviorism is itself 

storied." Keeping in mind the gross simplification involved in discussing long and diverse 

intellectual movements, behaviorism was the view that the intelligent behavior that is the 

target of psychological explanation can be accounted for by appeal to the regularities that 

obtain between environmental stimuli and behavioral output. According to the behaviorist. 

the mechanisms that mediate this input and output relation might be amenable to 

neuroscience or psychophysics or anatomy, but they are not an appropriate domain for 

psychology. Indeed, for Watson, the brain as such was not an especially interesting 

internal portion of the human being, since behaviors require the conspiracy of a great 

number of parts of the body including muscles, nerves, and hormones (1930, p. 49). 

The methodology of psychological behaviorism should be distinguished from the 

philosophical doctrine of logical behaviorism. Logical behaviorists thought that mental 

events could be analyzed into statements about behaviors. Although logical behaviorism 

played a role in the philosophical underpinnings of the methodology of psychological 

behaviorism (Skinner, 1953, p. 24), it is properly seen as autonomous from psychological 

behaviorism. Psychological behaviorism was a methodological movement, while logical 

Compare the classic statements of psychological behaviorism in (Skinner. 1953; Skinner, 1957; 
Wat.son. 1930) with the even better-known attack in (Chomsky. 1959). There are many philosophical 
treatments of psychological behaviorism. For a start, consider (Armstrong, 1968; Armstrong. 1970; Block. 
1981; Dennett, 1971; Fodor. 1968. Chapter Two; Putnam. 1965; Putnam. 1975). 
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behaviorism was a claim about the meaning of mental states. There is a great deal to be 

said about the refutation of psychological and logical behaviorism, but I will not try to say 

it here. The general idea is that, on the psychological behaviorist side, the methodology 

failed to yield convincing generalizations about intelligent activity. The methodology 

showed a great deal of promise in generating generalizations about, for instance, pecking 

behavior in pigeons, but was relatively less successful in offering generalization about, for 

instance, the production of grammatical sentences. On the logical behaviorist side, it 

seemed that there were mental terms that were just not amenable to translation into 

behaviors. That is, it seemed to many that there were mental events, both actual and 

imaginable, that would not (and perhaps, could not) manifest themselves as behaviors but 

that we wished to recognize as legitimate parts of our internal economy aimed at generating 

intelligence. 

Here, any attempt to recast the history as smooth severely distorts things. Suffice it 

to say that what was needed was a return to mental elements that are internal. Thus, 

cognitivism gained ascendancy in the wake of the collapse of the behaviorisms.^^ The 

difficult problem is that, by returning the internal elements into psychological explanation, 

the science of the mind had to avoid the pitfalls that the earlier introspectionist methodology 

foundered on. Psychological explanations must be constrained so that — even if it 

postulates unobservables — there is a focused strategy for identifying unobservable mental 

states and a disciplined characterization of the interaction of those unobservable mental 

slates. 

Cognitivism was not the only response to the failure of behaviorism. Neuroscience had something of a 
parallel history developing in the late 19th and early 20th centuries. Therefore, many researchers sought to 
fill the vacuum left by behaviorism with a serious research program on the nature of neurological processes. 
This is a thread that would eventually dovetail with cognitivism under the influence of connectionism. I 
discuss connectionism below. 
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Famously, the unobservable entities that are attributed to intelligent systems are. in 

ihe cognitivist picture, the entities of an intentional psychology. Intentional states are states 

inside an organism that are about the world. They are states that relate the intelligent agent 

to its environment, and keep it 'connected' to the environment in a way that allows for 

intelligent action. This is a natural and almost irresistible way of thinking about the 

coordination between intelligent actors and a dynamic environment.^ The dominant way 

of thinking about intentional states understands them as propositional attitudes which 

decompose into i) a proposition that expresses a state of the world and ii) an attitude that 

indicates acognizer's relation to that proposition. The most familiar examples of these ore 

attributions of belief and desire states. For example, if we say that 

Marco believes that there is money in his pocket 

we are attributing to Marco the attitude of belief toward the proposition that there is money 

in his pocket. On the other hand, if we say that 

Marco desires that there is money in his pocket 

we are making sense of Marco's relationship to the proposition in a very different way. 

Although the stales of affairs that would lead us to offer the full range of attitudes to this 

particular proposition might strike us as strange, many are still possible. For instance, we 

might say that Marco fears that there is money in his pocket, or that he is disgusted that 

^ This picture has been resisted, or (at least) questioned. Thomas Reid's criticism of Hume was based on 
a conccm over how Hume views the relation between mental entities and the world. Reid argues that a 
conception of mental states as mediating our connection to the world is what leads to skepticism. In this 
century. Scllars has probed these issues (1956). Also see McDowell (1994; 1998). 
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there is money in his pocket. Notice that our attributions of an inner mental life to Marco 

are part of an everyday pattern of explanation and prediction. Strictly speaking, the pattem 

need not be filled out as a scientific hypothesis. Roughly, cognitivism is the view that 

intentional psychology can be modified and made careful enough for the purposes of 

science. The menagerie of intentional states employed by cognitivism are inherited from 

folk psychology (recall from Chapter 2 that folk psychology is the body of lay people's 

explanations about one another that appeal to mental terms). Interestingly, cognitivism is 

one of the most active attempts to secure Sellars' unified synthesis of a manifest and a 

scientific vision. It should be emphasized, however, that cognitivism does not endorse a 

view where folk explanations will not be modified or overthrown. Rather, folk intentional 

ascriptions involving beliefs or desires provide a starting point for more robust and better 

confinned generalization about intelligent behavior. Both of our conceptions of the mind 

make theoretical commitments on the sorts of entities that make up a mind and the sorts of 

properties, structures, and relationships that those entities realize. Although the two 

conceptions of the mind may make progress by postulating the same entities, the theoretical 

frameworks within which those entities figure differ considerably (Pickering & Chater. 

1995). 

So, the global strategy of cognitivism is to postulate an array of intentional states in 

an organism and to postulate a system of characteristic interactions between those states that 

ultimately produce intelligent behavior. Both aspect of the global strategy are crucial. U 

will not be enough merely to attribute intentional states. There must be a way of making 

sense of the complex pattem of relationships between the intentional states internal to an 

organism in order to pursue psychology. The science of psychology, then, is the science 

of our internal constitution as expressed by systematized generalizations about interactions 

that range over intentional states. 
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Flanagan, for one, argues that the way to infer the character of our internal 

constitution from our intelligent behaviors was first scouted by Kant where he employs 

transcendental deduction (1984, pp. 180-4). Our contemporary understanding of the 

interactions between mental states has rested on somewhat different credentials. Suppose 

we treat these interactions as rule-govemed, and suppose we view each step in the 

interaction as a step in an inference. Finally, suppose we view the end result as the final 

line of a proof. Typically, this final line is an intelligent behavior. Momentarily. I will 

turn to the cognitivist's defense of the somewhat startling leap to treating mental 

transactions as generating proofs according to rules. Here, I merely want to place the 

maneuver into a sketch of its historical context. Until the pioneering 20th century work on 

computability and the characterization of computation in physical symbol systems, there 

was no way to insure a disciplined mechanism for constraining intentional states and no 

reason to think that an explicitly non-semantic system had enough expressive power to 

generate all sequences of sentences interpretable as proofs (Pylyshyn, 1984). The 

adaptation of the mathematical cum computational insights of Turing, Post and Church^^ — 

especially by Putnam, Chomsky and Fodor — replaced behaviorism as a hopeful attempt to 

conduct psychology within a scientific framework. Formal systems are system where rules 

govern the manipulation of basic constituents based on their syntactic or causal properties 

in a way that respect but do not appeal to the semantic features of the system. For instance, 

the formalization of geometry by Hilbert offers an axiomatization that is not explicitly 

predicated on, say, Euclidean spaticd intuitions (which would be based on the meaning of 

the terms in the axiomatization). What the possibility of formal systems showed was that a 

procedure that had a clear semantic account for the acceptability of each step could be 

Efforts which in turn reflect work on the formalization of geometry, arithmetic and logic — i.e., ihe 
elimination of semantic intuitions in mathematical proof — by Frege. Hilbert, Godel, Peano and others 
(see Horst, 1996, pp. 29-31 for discussion relating formalization to the foundations of cognitive science). 
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captured by a procedure where each step was governed solely by syntax and where all and 

only steps licensed by the syntax would have a semantic interpretation. Turing (1950) 

showed that the rules that govern the manipulation of basic elements of a system could be 

instantiated in an automatic formal system; we now call such automatic systems Turing 

Machines. Universal Turing Machines are automatic formal systems that can implement 

any algorithm, so we arrive at the view that any system that follows sp>ecifiable rules can be 

implemented in an automatic system. 

If we view cognition as a formal system, then we can be confident (following 

Turing's lead) that it is possible for the internal mental entities that we infer to be governed 

by a dynamic that does not itself require intelligence. This is the force of calling such a 

system 'automatic.' Cognitive psychology rests on the view that intelligent capacities are 

describable as instantiating or following rules that we could express semantically but that 

could be realized by an automatic formal system. By the second half of the 20th century, 

the computation-as-proof conception of the mind was appealing because some intelligent 

capacities — especially language and problem solving — could be viewed as inference 

according to rules (for a succinct contemporary discussion of rule-based approaches to 

language, see, e.g.. Pinker (1991)). There was enough empirical evidence to state in a 

preliminary way just what the rules were. Artificial intelligence research pointed to a way 

to make the rules automatic. Cognitivists reasoned that if automatic rule following was 

possible in a machine that we build, then it must be possible in a machine that evolved. On 

this rendering, the history of artificial intelligence is closely connected with the history of 

cognitive psychology. This is part of the explanation for the central role that AI plays in 

contemporary cognitive science, in spite of the fact that AI, at least superficially, does not 

seem to be about human or animal intelligence (Haugeland, 1985). 
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Cognition as inference according to rules has not gone away, but much has been 

written on how to make sense of this rule-based notion of intelligence.^ It is important at 

ihis point to separate explicitly rule-based systems like traditional AI programs comprised 

of. say, production rules from a more general class of rule-based systems that imposes the 

less strict requirement that the system be describable by a rule. Many approaches to 

cognitive science are not explicitly rule-based (connectionism and dynamic systems theory 

are discussed briefly below), but, as I will argue throughout the rest of this chapter, a 

system that was in some deep sense not understandable as rule-following would not count 

as a cognitive system. Fundamentally, this is due to the non-arbitrariness of intelligent 

behavior. My claim, then, is that the core of cognitive explanations is that intelligent 

behavior can be described as rule-following.^"' 

Another important innovation in understanding the foundation of cognitivism is the 

abandonment of any hope of treating the inferences as deductive inferences. Noticing this 

is crucial. Identifying cognitions by appeal to inference, and understanding intelligence as 

inferential manipulations of representations would be ludicrous if the only theory of 

inference available was deductive logic. Dramatically few of our intelligent actions in the 

world appear to be the final line of a deductive proof about how to achieve our goals given 

our starting state. If this were otherwise, achieving a theorem-prover in AJ would be the 

same as creating a mind, and it is not. Although the nature of the rules and the details of 

the operative conception of inference has been dramatically refined, it is fair to say that 

In a reccni textbook, Thagard writes. "Of ail the compuiational-rcpresentational approaches described in 
this book, which has had the most psychological applications? The answer is clear: rule-based systems" 
(1996, p. 51). 

This way of characterizing cognitive explanations immediately invites Wittgenstcinian worries about 
rule-following (see Kripke, 1984). This is a subtle problem, but it has not gone unnoticed by philosophers 
of psychology. The way it is usually handled is to claim that cognition requires rule-following but docs 
not require the belief or knowledge that one is following a rule. See Fodor's reply in his (1975). 
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contemporary cognitive science is unified by the insights that emerged in the wake of 

behaviorism if it is unified at all. 

In shon, psychology has as its foundations two equally important strands. The 

first is to specify as clearly as possible the mechanics by which human and animal 

intelligence is governed by the brain as an automatic system. The second is to specify as 

clearly as possible the 'rules' that the system is employing. This generates one way of 

understanding the philosophical challenge of understanding scientific psychology; 

psychology is faced with the problem of unifying causal explanations involving the 

underlying material substrate with intentional explanation involving mental terms (Block. 

1990; Churchland, 1980; Cummins, 1983; Cummins, 1989; Dretske, 1988; Fodor, 1968; 

Haugeland, 1985; Horgan & Tienson, 1996; Newell & Simon, 1976). 

On the causal side of the explanation, the goal is to make sense of the distinction 

between actions that originate within cognitive systems to produce intelligence and actions 

that are not intelligent. We should recognize, though, that a successful account of the 

causes of intelligent behavior is not sufficient for a psychological description of that 

behavior. Suppose a causal characterization of the internal economy of cognizers was 

sufficient for a psychological description of that agent. Psychology would be charged with 

devising a way to look inside people's heads or bodies during their intelligent action. That 

strategy would have some promise, presumably, of isolating causes. And just to keep the 

story close to epistemology, we would expect the psychologist to sometimes determine 

what causes beliefs to arise in people. Imagine experiments where people are confronted 

by evidence and subject to a PET or fMRI scan, to determine whether the evidence is the 

cause of their resulting belief Unfortunately, this story is nothing like what psychology 

aspires to. The problem is that we are committed to a view where intelligence relies on 

reasons. We think that intelligent action is action carried out due to some rationale, and 

merely identifying the causes of belief is not at all revelatory of rationales. Thus, 
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psychology is not solely interested in the causes of behavior. It is interested in the rules — 

or. as I will now prefer, the reasons — for behavior and therefore owes an intentional 

element of explanation. More precisely, we need to be able to view the social sciences 

including psychology as about human behavior caused by mental states whose relations are 

describable in terms of reasons (Dretske, 1988). Psychology is the premiere study of those 

inner causes which is why naturalists in epistemology have tried to connect epistemology 

and psychology. But psychology also requires an interpretation of the automatic system 

that specifies the rules that that system follows. 

In this light, think of the failure of behaviorism as evidence that the traditional 

mind/body problem cannot be solved merely by cashing out psychological explanation as 

behaviors mediated, somehow, by the observable physical features of human being. 

Cognitivism posits that there is an additional level of mental entity and process that is 

crucial to explaining intelligent behavior that is above the causes and traffics, at least partly, 

in intentional entities. It is a central research question of the philosophy of psychology to 

investigate the ontology of the intentional entities. I have been trying to put the matter 

ecumenically enough to include the possibilities that the intentional states might be mere 

instrumental fictions (Dennett, 1987; Horst, 1996) across the spectrum to the claim that 

intentional entities are real (Baker, 1987; Fodor, 1987; Garfield, 1988; Searle, 1983). I 

propose to put the ontological issue aside, much in the same way that we might seek to 

explain the explanatory pattem of physics or chemistry without committing ourselves to a 

particular ontological position on quarks or molecules. 

We can now distill down to its barest essentials the cognitivist proposal on the 

mind; The mind is alleged to be a physical system that manipulates representations (the 

basic constituents) in a disciplined way in order to transform inputs from the world into 

mental states and, in some cases, ultimately into behaviors. The representations have two 

relevant characteristics, each necessary to meet the demands of a scientific explanation of 
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the mind. First, they have formal (or syntactic) properties that allow them to be 

manipulated by a physical system. Second, they have a semantic interpretation that allows 

them to be about the world and allows them, at least potentially, to be reasons that lead to 

intelligent behavior. The semantic character of the representations link the physical, causal 

system to world.^® The causal manipulations are carried out by processes that respond to 

the formal (rather than semantic) character of the representations, so there is some hope of 

reconciling cognitive science with a materialist metaphysics. Our ability to make sense of 

those interactions as steps in a reason-governed chain rely on the semantic character of the 

representations.®^ Psychological explanation in contemporary cognitive science will 

involve the disciplined manipulation of representations that is interpretable as yielding a 

cognitive capacity. The manipulation has to be unintelligent and automatic. It cannot be the 

sort of manipulation that requires an inner homunculus, as that would leave the mystery of 

Giving a naturalistic account of how the connection between the semantic and the syntactic is maintained 
and what iis nature is is thought by many to be the problem of contemporary philosophy of mind (see the 
papers collected in (Stich & Warfield, 1994); also, (Fodor, 1990)). If my concerns in this essay were more 
squarely in the philosophy of mind, I would use this moment as an invitation to explore the vast literature 
on theories of mental content. Here, though, I am interested in the foundations of explanation in 
psychology. Although psychologists rarely put it this way. Cognitive Psychology is working on the 
assumption that an acceptable solution to the problem of mental content will be found by philosophers. Or 
at the very least, philosophers are hoping that they can find an acceptable way to bridge the gap between 
mind and nature following the explanatory lead scouted by psychologists (Horst, 1996). The most 
important criticisms of cognitivism gain their foothold at this Juncture. Searle's famous critique (1980; 
1992) maintains that there will be no principled way to keep the semantic in-step with the syntactic if we 
adhere to the computationalist picture of cognition. He argues further that the semantic properties are an 
intrinsic feature of consciousness. In what is a change in view, Putnam has offered an argument to the 
same effect of the first of Searle's claims (1988) (also see Horst (1986); Sayre (1987)). For a sensitive and 
clear prolegomenon to a reply to Searle and Putnam, see (Chalmers, unpublished ms). 

We would thus expect there to be an uneasy relationship between cognitive psychology and neuroscience. 
Ncuroscience should seem to the cognitive psychologist too much concerned with the level of the causes, 
and too little concerned with the level of the representations that interact according to specifiable rules. In 
my view, this tension is genuine. As a whole, cognitive scientists, eager to celebrate the interdisciplinary 
nature of their enterprise, have sometimes underemphasized the problem. Not surprisingly, researchers in 
traditional AI are an exception to this and have tended to be on the more skeptical side of the debate between 
the relationship between cognitive science and neuroscience. Even relatively recently, Simon has claimed 
that information-processing accounts of cognition are completely independent of neuroscientific 
explanations (1992, p. 153). For an alternative view of cognitive science that takes neuroscientific 
explanation as primary, see (Churchland, P. M., 1989; Churchland, P. S., 1992; Hardcastle, 1996). 



122 

intelligence unexplained. Rather, what is needed is a strategy that takes the representations 

and their manipulations at a level such that the micro-manipulations are understandable as 

not themselves requiring intelligence (Block, 1990). Making this conception of human 

intelligence pay off has dominated theoretical cognitive science for the second half of the 

20th century. 

There are still a number of puzzles to be resolved. The most dramatic issue is how 

we are able to treat cognitive capacities as computing functions, following rules, or having 

rationales. Which functions do they compute? The foundations of psychology allege that 

we should treat intelligence as automatic rule-following, but where do we get the rules? 

We have been using as a rough characterization of the target of cognitive science the 

capacities that issue forth in intelligent behavior, but that needs amending. Importantly, it 

is not the case that any behavior that appears intelligent and is automatic is amenable to a 

cognitive psychological interpretation. It cannot be enough merely that the outputs and 

inputs be semantically interpretable as being about the world and as following a rule. That 

would allow a system to count as cognitive no matter how it got from inputs to outputs. 

Turing (1950) hoped that the appearance of intelligence was sufficient for characterizing a 

system as cognitive, but Turing equivalence is insufficient. For example, a system that 

appeals to a large enough look-up table might be able to do tolerably well on the Turing 

lest. But we are not thereby tempted to treat it as a cognitive system (Block, 1978; 1990). 

How, though, do we determine what the constraints that a cognitive process has to satisfy 

are? 

It is of no help to identify the cognitive processes as the ones that happen in the 

brain, as there are many brain processes (having to do with, for instance, glucose 

transport, or oxygenation of cells) which are not cognitive. And, even if there were not 

processes in the brain that challenge the sufficiency of identifying cognitive with being 

located in the brain, there would remain the issue of necessity. If a process, in order to be 
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cognitive, had to take place in a brain, this would rule artificial intelligence out of court. 

Whatever the current fortunes of the functionalism that first motivated a departure from 

token-identity or type-identity theories, it seems premature to claim that cognitive processes 

and brain processes are necessarily co-extensional. So, even though the theoretical 

apparatus of cognitive psychology discussed to this point is impressive, this problem of 

how to interpret a system as cognitive is not trivial. In discussing the foundations of 

psychology, Cummins writes, 

...until recently no one had any serious idea— i.e., no scientifically workable idea 

— how to describe cognitive capacities; hence no one had any serious idea what 

the explanandum was. An obvious example of this is the capacity to leam 

language: before Chomsky, no one knew how to describe what was learned with 

the kind of detail and precision that makes explanatory theory a serious possibility 

(1983, pp. 52-53). 

It is well known that Chomsky proposed that understanding and speaking a language 

should be explained by appealing to an internal theory of that language (1965). This makes 

language a capacity whose explanation presupposes a conception of a productive theory. It 

would appear, to put the point bluntly, that Chomsky would need to know what a theory of 

grammar is and how it works to be able to pursue his proposed explanatory methodology. 

Where, however, would Chomsky get his views on theories? Cummins tries to shed some 

light on the issue and offers a claim that should be alarming to the psychologistic naturalist. 

A capacity is specified by giving a special law linking precipitating conditions to 

manifestations — i.e., by specifying 'input-output' conditions. What makes a 

capacity cognitive is that the outputs are cognitions. Thus a natural way — perhaps 

the only way — to specify a particular cognitive capacity is to specify particular 

epistemological conditions on the relation outputs bear to inputs. Playing on 

etymology a little...we can say that what makes outputs cognitions, or at least 
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candidate cognitions, is that they are cogent — epistemologically appropriate — 

relative to inputs (p. 53, emphasis added). 

Here we have Cummins claiming that what distinguishes cognitive capacities from 

digestive or metabolic capacities is that the cognitive ones have an epistemological cast. 

From this solution to the problem of identifying cognitive capacities, it is again a few steps 

to the conclusion that a capacity is cognitive if it can be given an inferential characterization. 

Since only semantic terms can be epistemologically related, and since the relation is one 

where the elements are interpreted as steps in an epistemological inference. Cummins 

concludes that the law specifying a cognitive capacity is a rule of inference.™ 

Cummins calls the inferential characterization of cognition the rationale-constraint 

on cognitive explanation (1991; 1995). I will sometimes refer to what we are looking for in 

a cognitive system is a characterization of the transformation between representational states 

that exhibits inferential cogency. Inferential cogency demands that we regard some sub

part of the cognitive system as semantically interpretable. This is acceptable as a 

foundation for psychology given the representational view of the mind, above. The 

transformations that representations figure in are at least potentially characterizable as 

inferential transformations. This may not be acceptable for a psychologistic naturalism that 

was hoping that psychology is autonomous from epistemology. My worry, which I can 

now at least allude to, is that the foundations of psychology require a conception of 

So, Cummins urges lhai "This needn't be a rule in the usual sense, but at least a more or less reliable 
rule in the ccntexi of the instantiating machinery operates in. Otherwise there will be no reason to think of 
the capacity as [cognitive]" (p. 199n). Pylyshyn (forthcoming) says. "...we...count various heuristic 
reasoning and decision-making strategies (e.g. satisficing, approximating, or even guessing) as rational 
because, however suboptimal they may be by some normative criterion, they do not transform 
representations in a semantically arbitrary way: they are in some sense at least quasi-logical." (footnote no. 
3). Pylyshyn's interest in the non-arbitrariness of the transformation of representations should remind us of 
the epistemologist's interest in non-arbitrariness (a theme that dominated Chapter One). I am alleging that 
the interests arc. at bottom, part of the same pattern of epistemic explanation. In the terminology of Al, 
the notion of inference that is operative in cognitive psychology claims that the reasoning is 
nonmonotonic. It should also be pointed out that the rule of inference need not be in any way conscious, as 
consciousness is thought not to penetrate into the inner workings of the mind (see Harman, 1973). 
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inferential cogency that can only be derived from a reasonably complete epistemology. The 

autonomy of psychology thesis appears lo be false. The key to the argument is that the 

transfomiations between representations are viewed by cognitivism as transformations that 

are not arbitrary. At the descriptive (if not the ontological level) the transformations follow 

the semantics of the representations. They make sense given a particular semantic 

interpretation of the cognitive engine. It is incumbent upon us to ask where the credentials 

of rational transformations come from. My claim is that the theory of the rationality of the 

transformations is going to be rife with epistemic terms whose philosophical pedigree must 

be established without the help of the results of empirical psychology.^' 

Here is a summary of where we are. Computational ism attributes to intelligent 

actors internal representational states whose interaction, as governed by algorithms or 

rules, yield intelligent behavior. Again, one helpful way of thinking about this is to 

compare the cognitive case with modem digital computers. Certain symbols in the program 

of the machine will stand for states of the world, and the program will shuffle those 

variables according to an effective procedure that generates plans, new symbols, actions 

and other properties constitutive of intelligence. No one, of course, has ever seen these 

symbols or representations in animal brains, even though cognitive ethology is a robust and 

growing field of research. Representations are theoretical posits and earn their explanatory' 

keep to the degree that they appear in our best explanations of the mind. That is, they are 

entities that, if extant, would help explain intelligence. Compare the situation in 

psychological explanation with the situation in 'computer explanation.' Even though we 

are tempted to say that the symbols are there in the computer, clearly they, too. are 

Recall that Goldman, for one, wants "...a theory of justified belief to specify in non-epistemic terms 
when a belief is justified" (1979, p. 1). If Goldman aims to use psychology to fill out the details of his 
reliabilist project and psychology uses epistemic terms, he will have failed to fulfill what may be regarded 
as the most basic desideratum of his naturalized project. 
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theoretical posits. The symbols that we see on a screen when we are writing programs in 

LISP or Java are merely conveniences for the programmer. She interprets them as having a 

representational status. So interpreted, they can be manipulated in ways that produce other 

symbols that, when interpreted in the same way as the initial ones, result in intelligence. 

Human minds and animal minds work in the same way.'- Or so says the computationalist. 

What, precisely, allows the computationalist to engage respectably in the bit of theorizing 

that attributes representational states at ail to human beings and to insist that there are 

specifiable rules according to which representations are manipulated? 

The foundations of psychology — at least on Cummins' view — are such that an 

explanation of a cognitive capacity treats the representations as involved in an inferential 

transaction. Inferential transactions are to be assessed in terms of their epistemic 

credentials. Therefore, epistemology cannot look to psychology for constraint. This 

argument will be effective if Cummins is right. But is he? I am convinced that he is 

expressing the mainstream view on psychological explanation among philosophers of 

psychology and philosophically minded psychologists. Passages that express the position 

can be almost endlessly generated from the contemporary literature (in addition to what 

follows, see Stillings et al., 1996; Dawson, 1998, Newell, 1990). Strikingly, Block 

writes, "The way to discover symbols in the brain is to first map out rational relations 

among states of mind and then identify aspects of these states that can be thought of as 

symbolic in virtue of their functions" (1990, p. 143, emphasis added). Horst says. 

A strikingly difficult problem looms here, though. Which parts of animal brains should we view as the 
parts that (might) have representational status? This is what Lloyd calls the glop problem because 
representational joints are far from obvious: with brains, we are confronted with glop (1989, p. 30). With 
digital computers, the designers are able to shed light on which parts were supposed to do the representing. 
Genuine progress on the glop problem has come principally from analyses of patterns in neural networks 
(Churchland. 1998; Laakso and Cotlrell. 1998). This kind of research invites us to see, even if only dimly, 
how wc might someday attempt to analyze clusters of real neurons in order to identify the representations. 
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"[cognitive psychology attributes to intelligent actors]...not a random train of thought, but a 

sequence of thoughts in which the latter thoughts are plausibly viewed as both (a) rational 

in light of those that have gone before them, and (b) consequences of those previous 

states..." (1996, p. 26). Horst's invocation of "rational train of thought' is ripe for 

illumination: whose task is it to decide whether or not a sequence of thoughts is rational, 

and how do they do it? If the autonomy of psychology thesis were true, this question 

would not make sense. 

Where MacDonald (1995) summarizes the contemporary view on psychological 

explanation, he writes. 

The claim is that although we do not have explicit knowledge of the rules [of 

inference implicated in a psychological capacity], we can still have the distinctive 

marks of rule-following activity, as opposed to mere regularity, or mere 

physiological processes, since the knowledge is located at a deeper level, one that is 

not available to introspection. This kind of knowledge manifests itself in the 

actions we perform; for example, in those linguistic actions which are the uttering 

and understanding of a wide variety of sentences that are constructed in accordance 

with the rules of grammar. This cognitivist claim is that the contents of such rules 

are causally implicated in the production of such understanding, a claim validated, 

so it is claimed, by the specification of such contents' being a necessary feature of 

the best explanation of the actions available to us (p. 300). 

Developing some remarks by Dennett (1978), Garfield (1988) takes us through an 

inferential characterization of a chess playing machine. 

...a chess playing computer (when considered as an information-processing system 

rather than say, as an expensive paperweight) would decompose not into adjacent 

one-inch cubes, nor into components best characterized electronically, but rather 
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into such things as a position decoder, a move generator, a look-ahead device, a 

tree-pruning routine, and position-evaluation routines. ...Moreover, each function. 

and hence each device, is characterized intentionally (p. 28). 

It is obvious, though, that the semantic interpretation of a chess playing machine 

presupposes that we know in advance the rules of chess since it is those very rules that we 

project onto the automatic formal system. 

In Pylyshyn's Computation and Cognition, we find much the same characterization 

of psychological explanation. Pylyshyn defends the functional level of representations and 

their disciplined manipulation as explanation in psychology by making the familiar claim 

that there are explanatory generalizations that cannot be captured at the biological level. 

This, according to Pylyshyn is what leads cognitivists to postulate a level of representation 

and their manipulation in the first place. He explains. 

The notion that there is something special about certain systems, that requires their 

description in terms of representations or representation-governed processes...is 

implicit in nearly all the work done by cognitive psychologists and researchers in 

artificial intelligence. 

One way such an implicit view manifests itself is in the general acceptance 

of the assumption that there are certain principles constraining transitions among 

states individuated in terms of content... . Chief among them is the principle of 

rationality. To the extent that we are justified in appealing to such a principle, that 

is, to the extent that, by using this principle, we can give a general account of 

certain classes of regularities and thereby render coherent a range of behaviors that 

would otherwise just be an unprincipled collection of empirical generalizations — to 

that extent we are justified in claiming to have discovered a distinct level of 

analysis... . It is...due to this belief that practitioners of cognitive science who 
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speak of goals and beliefs take rationality for granted (pp. 33-34, final emphasis 

mine). 

These passages are in broad agreement with Cummins in identifying the fundamental 

explanatory strategy of psychology as involving principles of epistemology. The 

credentials of psychological explanations rely on there being a characterization of a capacity 

at a level that showcases epistemic evaluation. These passages are powerful grounds for 

suspicion of psychologistic epistemology because it appears that psychological 

explanations are employing epistemic terms. But the point is crucial enough for my 

argument that in the next three sections I offer further extended discussion. 

One digression is necessary first. To this point, I have avoided claiming that the 

cognitivist's picDjre of the mind involves the disciplined manipulation of symbols, even 

though Turing was explicit about the symbolic character of the basic elements of a formal 

system and even though some of the most active proponents of cognitivism like Newell. 

Simon, Fodor and Pylyshyn are symbolists. The symbolic approach is one version of the 

view that the mind is a representation manipulator (deserving the status of the 'classical' 

version), but it is not the only version. The recently resuscitated cluster of views that come 

under the banner of connectionism is an alternative to the symbol manipulation view, but is 

not usually construed as an alternative to the representation manipulation view. Many of 

the essential components and insights of connectionism have been around for some time 

(Hebb, 1949; McCulIoch & Pitts, 1943; Minsky & Papert, 1969; Rosenblatt, 1962). 

Connectionism proposes that the best way to understand the mind is as a physical collection 

of simple neuron-like information processors connected and working in parallel (Clark. 

1989; Feldman, 1989; Macdonald & Macdonald, 1995b; Rumelhart & McClelland, 1986; 

Smolensky, 1988). Neuroscience provides part of the theoretical background for 

connectionism, but it is all too easy to overstate the similarity between connectionist 

networks and biological brains. I prefer to think of connectionism as inspired by 



130 

neuroscience, albeit several levels of abstraction away from biological brains. In 

connectionism, the micro-dynamics of the simple information processors are describable by 

mathematical algorithms, while the macro-dynamic that is the product of the simple 

connected information processors is what we identify as the psychological level. On one 

interpretation of the nature of connectionism, the macro-dynamic is amenable to description 

at the level of activation vectors, and it is at the vector level that the representations can be 

found. Therefore it is at that level that psychological explanation takes place. On this 

interpretation we may view connectionism as consistent with the pattern of psychological 

explanation that I have been rehearsing above (Cummins, 1989; Smolensky, 1988; 1994; 

Smolensky et al, 1992). 

There is another interpretation of connectionism that views it as endorsing an 

explicit rejection of representations and thereby as a radical alternative to the rule-based 

approach to psychological explanation. In its strongest form, this entails that there is no 

interpretation of an intelligently behaving neural network that carves out representations that 

follow one another in an inferentially cogent sequence. Along these lines, some 

researchers have proposed that the proper understanding of cognition is through the 

resources of dynamic systems theory (Busemeyer & Townsend, 1993; Port & van Gelder, 

1995; Thelen & Smith, 1994; van Gelder, 1995; van Gelder, in press). The strategy is to 

replace the theory of discrete computation as exemplified by Turing machines — and some 

kinds of analysis of neural networks — with the mathematical resources of dynamic 

systems that feature characteristically time-dependent and continuous analysis via 

differential equations. Proponents of DST claim that that the finer temporal grain thus 

secured will yield insights into the mind/environment interaction that are otherwise hidden 

by computationalism (see Eliasmith, 1996, for a lucid though unsympathetic overview). 

A careful assessment of the relationship between DST and psychological 

explanation is sorely needed, but beyond the topic of this essay. Two things are clear. 
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First, it is too early to determine whether or not DST will replace computational ism as the 

mainstream account of the foundations of cognitive science. This would have a number of 

intriguing and controversial consequences, perhaps including the need to view intelligent 

actors as continuous with and situated in their environment (Brooks, 1991; Clark, 1996; 

Varela, Thompson and Rosch, 1991). On the dynamical view, it is unclear whether the 

mind is different from any other system that is dynamic. As nearly as I can discern, 

dynamic systems theory would leave out the cognitive element of cognitive science and 

would require a severe reorientation of our expectations about explanation in the behavioral 

sciences. Second, there has been no serious attempt to incorporate cognitive science qua 

dynamic systems theory into a naturalized epistemology. If DST does replace cognitivism. 

however, it does not appear that psychologistic epistemology will be any better off than it is 

under cognitivism. We may state the relationship between DST-based psychology and 

epistemology as a dilemma. Either there are representations that follow one another 

according to a rationale to be found when analyzing a dynamic system, and psychology is 

engaged in epistemic explanation (a thesis I defend further below). Or dynamic systems do 

not have identifiable representations, in which case the theoretical terms of epistemology 

are widely off the mark vis-a-vis scientific psychology anyway and will gain no help from 

psychologistic naturalism. Unfortunately, I have nothing more constructive to say about 

DST. I turn now to a fuller defense of my claim that, on the received view of 

psychological explanation, it is a version of epistemic explanation. 

2. ^odor's Language of Thought 

The global framework for the mainstream position in philosophy of psychology 

owes much of its pedigree to Fodor's work, especially in The Language of Thought. It 
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may not be obvious that Fodor is claiming that psychological explanation is epistemic 

explanation because Fodor tends to put the point as one about hypothesis formation and 

confirmation. This is clearly in the idiom of the philosophy of science, and the relative 

distance of that field from epistemology, it seems, has made it so that epistemologists fail to 

fully appreciate that Fodor's characterization of psychology is as a species of epistemology. 

Further, it turns out that Fodor's work is not the best place to locate my epistemic claims, 

as his particular way of putting the issue has struck many as implausible. Unfortunately, 

the thesis that psychological explanation is a kind of epistemic appraisal of the mind qua 

computational device is obscured in light of the untoward connotations of Fodor's 

endorsement of a language of thought. Too many philosophers of mind have repeated the 

simile that Fodor thinks there is something like a mental chalkboard with sentences — in 

mentalese — written on it. Without taking care to make sense of what is going on. Fodor's 

claim is likely to seem simply mad; disentangling the motivations behind all of this requires 

some work. Thus, I have tried to state the thesis that I am trying to extract from 

contemporary philosophy of psychology without mentioning a language of thought, and I 

have tried to say why the thesis, if true, would be a serious and pressing problem for 

naturalized epistemology. With the argument that I am after firmly in view, let us try to 

reconstruct Fodor's version of it. 

Fodor's argument for the existence of representations is simple. The first step is 

the mundane observation that organisms sometimes engage in behavior that seems, both 

from an internal, introspective perspective and an external, observational perspective, to be 

guided by choices (p. 28). This includes extremely sophisticated high-level behavior in, 

say, human beings. Someone who is deciding in a logic problem whether to combine the 

first two premises by the rule for and-introduction versus separate the constituents of the 

third premise through the rule for or-elimination is performing some choice process. 

Likewise, a decision is being made when a rat is faced with a forking path in a maze, or 
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when a parrot is determining whether some sound closely enough resembles a previously 

heard sound. The choice process, while widely encompassing, is not trivially true. Some 

behavior is not of this type. For instance, when I slip and fall, even though this is behavior 

of mine, it does not seem as if it is behavior governed by my internal, intelligent system. 

This appears to be true even if the behavior that results appears intelligent, as in a fanciful 

case where I slip and fall at the precise moment when a tennis ball is heading toward my 

nose (see Dretske, 1988, for discussion of the kind of behavior that psychologists seek to 

explain). So, some intelligent behavior seems governed by choice. Fodor does not attempt 

to tell us any of the details of how this works, its consequences for the problem of free

will, or whether there must be some level of consciousness involved in the choice. These 

are secondary to Fodor's concern to demonstrate that a theory that posits representations is 

a natural explanation of how it is possible that (some) organisms may choose to do what 

ihey do (at least some of the time). Once the possibility of choice is granted, Fodor claims 

that, 

...the following model seems overwhelmingly plausible as an account of how at 

least some behavior is decided on. 

8 The agent finds himself in a certain situation (5). 

9. The agent believes that a certain set of behavioral options { B \ ,  B j ,  • • • 8 ^ )  are 

available to him in S; i.e., given 5, B\ through Bn are the things the agent 

believes that he can do. 

10. The probable consequence of performing each of B\ through B^ are predicted; 

i.e., the agent computes a set of hypotheticals of roughly the form if B\ is 

performed in 5, then, with a certain probability, C\. Which such hypotheticals 

Fodor used numbers 1-7 to state the preliminary thesis of the representational/computational view of the 
mind (p. 27). 
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are computed and which probabilities are assigned will, of course, depend on 

what the organism knows or believes about situations like S. (It will also 

depend upon other variables which are, from the point of view of the present 

model, merely noisy: time pressure, the amount of computational space 

available to the organism, etc.) 

11 .  A  pre fe rence  o rde r ing  i s  a s s igned  to  the  consequences .  

12. The organism's behavior is determined as a function of the preferences and the 

probabilities assigned (pp. 28-9). 

Fodor is making precise a model that, as he says, is fairly intuitive. In what we might call 

choice cognition, the agent has internal states that constitute beliefs about the choices as 

well as about the outcomes. It is these internal states that determine what the agent does. 

Notice that 9 refers to beliefs. Fodor does not give us very much detail about his 

conception of belief, but we should read it as a weaker theoretical commitment than is 

sometimes meant. That is, some view belief states as states that only a very sophisticated 

cognizer can have. Fodor is offering it more in the sense of information. Fodor continues; 

I am laboring these very obvious remarks because I think that their immediate 

consequences are of profound significance for the construction of cognitive theories 

in general: viz., that this sort of explanation can go through only if we assume that 

agents have means for representing their behaviors to themselves; indeed, means 

for representing their behaviors as having certain properties and not others. In the 

present case, it is essential to the explanation that the agent intends and believes the 

behavior be produced to be behavior of a certain kind (viz., the kind associated with 

relatively highly valued consequences in S) and not of some other kind (viz., not of 

the kind associated with relatively low-valued consequences in S). Give this up. 

and one gives up the possibility of explaining behavior of the agent by reference to 

his beliefs and preferences (pp. 30-1). 
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Thus we have an argument for representationaiism. An organism, such as a trained rat in a 

maze, must have some internal state that represents the left turn as the turn that leads to the 

reward. The internal state must be such that it does not mean 'no reward' or 'severe 

danger' or anything else. If the rat's internal state did not have the property of representing 

some positive result connected to the left turn, there would be no explanation for why the 

rat turns left. Fodor reminds us that this is an argument against behaviorism, which 

appears unable to accommodate states of the world that are not actual, so cannot 

accommodate the possibility that an internal state of the mouse means 'do not turn right 

because the right turn does not lead to the reward" (pp. 32-3). 

Researchers in artificial intelligence accept all of this, as it follows directly from the 

way that computational devices have been designed. There are representational states in a 

computer system that do the work of allowing a program to make choices based on prior 

assessments of the desirability of the outcomes that those choices lead to.''-' The 

representational theory of the mind thus commits us to a system of internal states that 

exhibits enough variety to distinguish between possible but non-preferential courses of 

action in a system, and to offer a control structure that adjudicates between these and 

preferential courses of action (also see, Rey, 1997; Sterelny, 1994). This is clear in choice 

cognition, but the lesson we are to draw is deeper. That is why Fodor says, "...once 

made, the point is seen to be ubiquitous. It was, for example, implicit in the model that the 

Later, Fodor says. 
Every computational device is a complex system which changes physical state in some way 
determined by physical laws. It is feasible to think of such a system as a computer just insofar as 
it is possible to devise some mapping which pairs physical states of the device with formulae in a 
computing language in such fashion as to preserve desired semantic relations among the formulae. 
...When we think of an organism as a computer, we attempt to assign formulae in the vocabulary 
of a psychological theory to physical states of the organism (e.g., to states of its nervous system) 
(p. 73). 

He is seeking to illuminate the relationship between the causal elements of a computer and the semantic 
elements. Cognitivism maintains that the same methodology will shed light on intelligent agents of the 
biological sort. 
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organism has available means for representing not only its behavioral options but also; the 

probable consequence of acting on these options, a preference ordering defined over those 

consequences, and, of course, the original situation in which it finds itself (p. 31). The 

use of the word 'representing' in this passage is an unfortunate indiscretion. The 

explanatory demands of all these abilities commits us to representations. They are the 

grounds on which we are allowed to claim there are such things as representations. So. 

when giving the evidence for the explanatory effectiveness of representations, it would be 

best not to use the word representations, as that would tend to obscure the relationship 

between representations and the facts they are used to explain. 

Still, the fundamental point is that the representational system must be rich enough to 

handle these possibilities (p. 31). This is where Fodor offers the view that has. to my 

mind, so often been made into a straw-person. He says, "I might as well have said that the 

model presupposes a language. For a little prodding will show that the representational 

system...must share a number of the characteristic features of real languages" (p. 31). 

Fodor then goes on to point out two of the properties the representational system must have 

on the computationalist view. The situation is somewhat delicate at this point. It is easy to 

mistake Fodor as supposing that there is a language of thought (which sounds implausible) 

and then spinning out the consequences of that view. Rather, the idea is that there must be 

representations in our best explanations of intelligent action, and those representations must 

be rich enough to cover all the possibilities that we are committed to in thinking about 

thinking. It is a result of these commitments that the representational system responsible 

for cognition has some of the same properties as language. 

Here is Fodor's evidence for this: First, the representations must be combinable in 

enough ways that they can represent any set of choices that an organism can think about. 

This is because computational ism is committed to being a general view about the thoughts 

that an intelligent actor can have, including, presumably, thoughts about what someone 
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could say. If something can be a thought, then the computationalist should be able to 

explain that thought by appeal to representations and algorithms. If someone could offer a 

recognizable example of thinking that did not include representation, then she would have 

shown that the cognitivist has not offered a general account of thought. Therefore, the 

cognitivist heads the strategy off at the pass, and claims that representations must be such 

thai ihey can be combined to represent any range of options that an organism can think 

about. From a sufficiently skeptical angle this may seem like cheating. How does the 

computationalist know that there are not instances of cognition that do not involve 

representation? This question misunderstands the explanatory situation. In a way. the 

computationalist simply asserts that there is no thinking that does not involve 

representation. She then says that the theory of representations is fecund enough to cover 

all thinking because representations can be combined in certain prescribed ways. The 

verification of this latter claim is supposed to come from the explanatory success of the 

representational theory of the mind. If there comes to light very much evidence that some 

thinking is not representational in the sense that certain phenomena resist parsimonious 

explanation via representations, then the computationalist may rescind her hypothesis. 

The situation is supposed to be just like the situation in language, and that is (i) why 

Fodor claims that thought must be like a language and (ii) why the representational theor>' 

seems so likely to succeed (p. 31). If we say that language can capture any sentence that is 

sayable, we are committed to claiming that language is a general account of the sayabie. 

Language is able to do this by combining its atomic units into longer and longer chains, so 

that what is said is different from other things that might be said. It is this property — 

productivity — that leads us to count language as the full specification of the sayable. So, 

the first property that the system of representations has in common with language is its 

productivity. Representations must be such that they can be put together with boundless 

complexity because they are what is supposed to provide us (and other intelligent 
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organisms) with the capacity to think thoughts with boundless complexity. Our apparent 

ability to utter sentences with boundless complexity is collateral evidence that our thoughts 

have this property too. 

The second property that the system of representations and language are supposed 

to have in common is even more important for my thesis. Above, we have been discussing 

what representations mean, and we have been treating meaning in a very loose way. This 

loose way at some point needs to be made precise, but at the very least our commitment 

seems to be to a semantic attribution to representations. When we talk about the internal 

state of a trained rat in the maze meaning that tlie left turn leads to a reward, we are 

committing ourselves to a semantics for representations. The conclusion Fodor draws 

from this is that psychological explanations treat internal, causally efficacious states of a 

system as having another kind of relation in addition to the causal relation. That other kind 

of relationship is a semantic one, and the semantics must be such that they cast the internal 

states as following one after the other because they exhibit a rationale. Thus, Fodor says. 

The intended claim is that the sequence of events that causally determines the mental 

state of an organism will be describable as a sequence of steps in a derivation if it is 

is describable in the vocabulary of psychology at all. More exactly: Mental states 

are relations between organisms and internal representations, and causally 

interrelated mental states succeed one another according to computational principles 

which apply formally to the representations. This is the sense in which internal 

representations provide the domains for such data processes as inform the mental 

life. It is, in short, of the essence of cognitive theories that they seek to interpret 

physical (causal) transformations as transformations of information, with the effect 

of exhibiting the rationality of mental processes (p. 198, second italics mine). 

Now, Fodor does not tell us how to carry out this interpretation, or what will count as a 

derivation, or what will count as exhibiting rationality. He has to this point merely claimed 
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that these things are presupposed by psychological explanations. If that is right, whose 

task is it to state what counts as a derivation based on the semantics of internal states? Put 

that way, it looks very much like the traditional project of epistemology. To treat 

something as a target for psychological explanation, it looks as if we need to have an 

account of it under an epistemic explanation. 

Fodor offers us several extended examples of this way of understanding 

psychological explanation at work. His discussion of concept learning is the most intuitive 

(pp. 35-38). Fodor focuses on the most basic features of concept learning without regard 

for the niceties of the subtle research that has been aimed at concepts, much of which was 

conducted after Language of ThoughtHe invites us to think of concept learning as the 

ability to determine whether or not some new instance of a thing belongs to a class of 

things that have been previously encountered and that are grouped together according to 

some feature or features. If we are able to group the new stimulus correctly most of the 

time, we may be said to have learned the concept. The ability that an organism has when it 

has learned a concept allows it to 'go beyond' the training examples to deploy the concept 

to novel cases. That is, the organism detaches the feature or features that define the concept 

from the tokenings of those features, and projects them as tests on future stimuli. How 

does it have this ability? How would we give a psychological explanation of concepts? 

Minimally, it seems that the organism must have some mechanism for taking input and 

comparing that input to an error signal. During training, if the error signal does not reject 

the instance as belonging to some salience class, then the organism will group the instance 

with the class. The organism will also increase the strength of the generalization that all 

instances of a class have the particular feature that was used in the conceptual grouping. 

The organism thus must engage in a kind of inductive explanation as it assigns a probability 

See, e.g., (Medin. 1989; Smith and Medin. 1981). 
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of a new stimulus belonging to a previously learned membership class (p. 38)7^ Fodor 

then turns to distilling some of the consequences of treating concept learning as inductive 

explanation. Our point, however, is this. The reason this explanation of concept learning 

seems promising at all is that the inductive inference (Fodor refers to it as nondemonstrative 

inference) that we attribute to the organism seems to us to have excellent epistemic 

credentials. We can consciously make sense of inductive explanation and we can recognize 

induction when it occurs. When we attribute inductive explanation to an organism during 

concept learning, it makes sense of its intelligent behaviors. The epistemic credentials of 

induction, though, will need to be realized and secured before the putative psychological 

explanation of concept learning gets off the ground. 

The psychologist who is attributing a process that encodes inductive explanations to 

an organism will need to have some idea of what it is she is attributing and how well it 

accords with reason. Care should be taken here. The question the psychologist needs to 

answer in advance of explaining concept learning is not 'is it reasonable to attribute the 

ability of inductive explanation to this organism is this circumstance?' That question will 

be answered by whether or not her attribution predicts the intelligent behavior of the 

organism within an acceptable and well-confirmed wider scientific framework. And 

success in that task will come after a posteriori inquiry. The question she will have to 

answer in advance, however, is 'what is an account of inductive explanation such that I am 

Fodor writes, 
...what a theory of concept learning has to explain is why it is experiences of xs which are F...thai 
leads the organism, eventually, to the belief that all the xs are F. We can explain this if we 
assume (a) that the organism represents the relevant experiences as experiences of xs which are F. 
(b) that one of the hypotheses that the organism entertains about its environment is the hypothesis 
that perhaps all xs are F; and (c) that the organism employs, in the fixation of its beliefs, a rule of 
confirmation which says {very roughly) that all the observed xs being F is, ceteris paribus, 
grounds for believing that all the xs are F (pp. 37-8). 

Noiicc that in discussing the 'confirmation relation,' Fodor is inviting us again into the idiom of the 
philosophy of science. A few pages later he treats the work of Goodman in detail, showing clearly that he 
is thinking of confirmation in an epistemic sense. 
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able to attribute it to an organism?' I am arguing thai that question is in the domain of 

epistemic explanation. 

3. Marr's Vision 

The notion of cognition as representation manipulation reaches one of its best-

known articulations in the work of Marr, especially in his magnum opus. Vision (1982). 

The pursuit of an account of vision by cognitive scientists can be seen as a case study for 

understanding the emergence of a specific kind of psychological explanation. Marr's 

project, famously, was to give a detailed information-processing account of vision (also see 

Marr and Nishihara (1978) and Marr and Poggio (1979)). I will use 'vision* as a short 

hand for a wide range of related capacities including object recognition, depth perception, 

shape from shading, and color perception. Marr accepts without comment the view that the 

mind is representational, and seeks to give the best analysis of how the representations are 

manipulated by the brain to result in seeing (p. 3). He says, "Modem representational 

theories conceive of the mind as having access to systems of internal representations: 

mental states are characterized by asserting what the internal representations currently 

specify, and mental processes by how such intemal representations are obtained and how 

they interact" (p. 6). Here we find a statement of why cognitive scientists are interested in 

representations. They are the building blocks of the processes that are characteristically 

cognitive. When Marr claims that cognitive science has as its target a certain class of 

special processes that are best explained at their own level, he defines those processes as 

the ones that have representations as their components. The importance of this issue for 

making sense of contemporary cognitive science cannot be overstated. Again, it was only 

developments in the conception of a system of representation mzmipulation, i.e., cognitive 



142 

processes, that allowed there to be a coherent approach to the mind. 

As the paradigm of perception, vision is the sort of capacity that cognitive scientists 

have for some time had optimistic hopes of explaining. How could the cognitive scientist 

study vision? It is part of the orthodoxy of contemporary cognitive science that 

physiological approaches are, at best, insufficient, while, at worse, irrelevant. This is 

because vision seems to be the sort of capacity that is best understand at a more abstract 

level than that of our explanations of brain features like rhodopsin, the lateral geniculate 

nucleus, or inhibitory intemeurons (p. 4). Marr recounts his thinking from the 

physiological to the cognitive, and complains that, while the single-cell recordings and 

psychophysical measurement that were a commonplace from the 40's through the 70"s 

might describe the physical system responsible for vision, it did not explain it. This failure 

inspired Marr to try to determine what an explanation of the visual system should be like. 

He turned his attention to specifying a 'level' at which a satisfying characterization of 

vision could be sought. Marr claims that the key (in his work, at least) for pointing to a 

new, non-physiological level of explanation was the attempt to separate the effects of 

changes in illumination along an object from changes in reflectance of an object. This 

project is important in understanding vision — and in creating machines that can see — 

because, from within a system, there must be some way to tell where the boundaries in a 

scene are that indicate a color or edge boundary of an object versus the boundaries that are 

artifacts of the way scenes are illuminated. Most objects in ecologically valid settings are 

not unifomily illuminated. 

One solution to this problem comes from the insight that changes in illumination 

that are due to illumination are typically gradual, while changes in illumination that are due 

to reflectance are usually sharp (Horn, 1974; Land and McCann, 1971). This observation 

led to a characterization of one aspect of vision (recovering colors in illumination that is not 

uniform) according to an algorithm that filters out gradual changes in shading and uses the 
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resulting representation as a basis forjudging the surface spectral reflectance of an image. 

Marr himself later proposed how neurons in the retina could implement this algorithm 

(Marr, 1974). This very way of putting it, though, suggests that an important change — 

toward a conception of the cognitive as discussed above — was occurring in the 

understanding of what the theory of vision was a theory of. Where Marr rehearses this 

story, he says, 

I do not now believe that this [(1974) approach] is at all a correct analysis of color 

vision or of the retina, but it showed the possible style of a correct analysis. Gone 

are the ad hoc programs of computer vision; gone is the restriction to a special 

visual miniworld; gone is any explanation in terms of neurons — except as a way 

of implementing a method. And present is a clear understanding of what is to be 

computed, how it is to be done, the physical assumptions on which the method is 

based, and some kind of analysis of algorithms that are capable of carrying it out 

(p. 18). 

Marr continues by claiming that 'The message was plain. There must exist an additional 

level of understanding at which the character of the information-processing tasks carried 

out during perception are analyzed and understood in a way that is independent of the 

particular mechanisms and structures diat implement them in our heads. This was what 

was missing — the analysis of the problem as an information-processing task" (p. 19). 

These insights get developed into the three-tier approach to psychological research. 

Even though Marr's particular proposals regarding vision are a matter of continued debate, 

we shall focus on his account of psychological explanation. At the lowest and most 

concrete level are approaches to understanding a cognitive capacity that focus on the 

implementation of the capacity. This level is concerned with the physical details of the 

system that carries out the cognitive task. For the study of cognition in human beings, the 

natural level of implementational concern will be in terms of biochemical properties. 
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Though this level is invaluable for understanding how the brain can carry out cognitive 

capacities, it is just the level that Marr is worried seduces us away from a genuine 

understanding of cognition. The idea is that if we only understand the machinery that 

carries out an information processing task, we will not have understood the information 

processing task itself. So, in Marr's scheme we are faced with a more abstract 

characterization than the implementation. This is the level of the representations that are 

implicated in the cognitive process. Following the discussion above, note that the 

representations will be engage with one another in a particular economy. Marr thought that 

the algorithms (the concise statements of the information processing task) that capture this 

economy would also appear at the representation level. Thus, on this level we would find 

the resources of programming a computer with the same algorithms and corresponding 

representations. The promise of orthodox research in Artificial Intelligence approaches to 

cognition is predicated on this level being accessible and illuminating. At an even higher 

level of abstraction than the representational level, we find in Marr a theory of the global 

computation that the cognitive process is aimed toward. This is the level that specifies the 

logic of the relationship between the input and output relations of the system. Marr was 

convinced that all three levels were crucial for a full understanding of a capacity, but the 

levels are related only loosely (p. 24-5). It is easy to understand how the computational 

level constrains the possible algorithm that might be used to compute it. Whether there is a 

convincing full-dress story about appropriate types of inter-level constraint is a matter of 

continued discussion (Bickle, 1998; Caramazza, 1992; Kosslyn & Koenig, 1992: Pinker. 

1997; Von Eckhardt, 1993). 

We have seen Marr's reasons for postulating a level of description of cognitive 

capacities that is distinct from the implementational. Marr seems concemed that a satisfying 

general characterization of a cognitive capacity cannot be found in a discussion of the 

physical details of the system that exhibit that capacity. It is important to be clear on why 
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Marr thinks there is an even more abstract level than the implementation and the 

representation. Why must there be a global level of explaining a cognitive capacity in 

addition to the implementation and representational levels? The answer to this question can 

be found by considering what the highest level affords. Here is what Marr says: i call 

[the highest level] the computational theory... " . Its important features are (1) thai it 

contains separate arguments about what is computed and why and (2) that the resulting 

operation is defined uniquely by the constraints it has to satisfy. In the theory of visual 

processes, the underlying task is to reliably derive properties of the world from images of 

it" (p. 23). Marr thinks that the highest level offers two important features that the 

representational and the implementational levels leave out. The highest level tells us what is 

computed and why (Stillings, 1989, p. 383). That is, the highest level tells us the 

constraints that the cognitive process has to satisfy. The only plausible reading of what is 

going on here is that Marr is trying to give us the fundamental resources that are required 

for identifying a process as a cognitive one. 

So, in aiming to study vision as a cognitive process, and in requiring some general 

account of which processes will count as cognitive, Marr owes a story. Marr endorses the 

broad computational view discussed above and claims that he will restrict his attention to 

systems that can be given an information-processing characterization. As a first step, Man-

suggests that we determine what a device does, and that is where the highest level of 

explanation comes in. Unfortunately, when Marr demands that we characterize a capacity 

in terms of what it does, he does not give us very many hints on how to do this. The 

question we are supposed to ask of a cognitive process is, "What is the goal of the 

This terminology is confusing since computaiionalism — as we have seen — has come lo be used to 
refer to the more general approach in cognitive science that involves representations and their disciplined 
manipulation. As I argued above, it seems fair to say that most cognitive scientists who are not dynamic 
systems theorists are computationalists. This does not, however, mean that they restrict their explanations 
to the highest level, as Marr's terminology would suggest. 
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computation, why is it appropriate, and what is the logic of the strategy by which it can be 

carried out?" (p. 25). This is supposed to lead the theorist to be able to characterize a 

cognitive device as "a mapping from one kind of information to another" (p. 24). 

Following Marr, suppose we are confronted with a cash register, but do not in 

advance know what it does. We are here trying to develop a 'psychological explanation' of 

the cash register. His example is telling in its paucity of practical advice for the 

psychologist. We are invited by Marr to think of a cash register as a simple information 

processing device. So, we ask, what does the cash register do? Marr's answer is that it 

does arithmetic and this answer seems plausible enough. Surely, though, Marr is leaving 

out a range of alternatives that the cognitive scientist must be prepared to give a principled 

reason for ruling out. If, as psychologists, we were faced with a cash register, which of its 

functions would we be inclined to characterize in an information processing sense? The 

choices are many. If we really did not know what a cash register was for, we would be 

confronted with many functions without any clear clues on which ones to focus on. The 

cash register might be a device that turns a certain sequence of key presses into a cash-

drawer opening. Or, its function may be to translate key presses into advancing of the 

register tape. Or, its function may be to hold paper on a desk when a wind comes through 

the window. If we became obsessed with these functions, we would have very different 

view of what cash registers compute. We might even decide that they compute nothing and 

that they, like rocks or clouds or quarks, are not amenable to psychological explanation. 

Luckily, in the case of real cash registers, we can advert to the manufacturer's intentions. 

Suppose we did manage to happen on a button pressing sequences such that the 

cash register seemed to us to execute, say, addition. Why, without recourse to the 

intentions of the designer, would this satisfy us as a function to be interested in? Marr's 

answer is this: "The other half of this explanation has to do with the question why the cash 

register performs addition and not, for instance, multiplication when combining the prices 
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of the purchased items to arrive at a final bill. The reason is that the rules we intuitively feel 

to be appropriate for combining the individual prices in fact define the mathematical 

operation of addition" (p. 22, second emphasis added). What Marr means here is that, 

when we think of what the cash register is doing within its 'ecological' niche, the theory 

we come up with matches addition. So, we think that the cash register is computing 

additions because the match between the theory of addition and the input-output 

relationship between key presses and the register display would be a miracle if it were 

accidental. Furthermore, if we continue to experiment on the cash register, we notice a 

regularity between the theory of addition and the input-output pairings of the register. 

We owe an account of what, precisely, permits the distinction between viewing the 

cash register as an adder versus viewing it as, say, a cash-drawer opener. After all, it 

seems to do both of those reliably. It seems that Marr's answer, while put differently, is 

the same as Cummins', Pylyshyn's and Fodor's. A system will be cognitive in case there 

is some interpretation of the manipulation of the representations that respects an epistemic 

constraint. The cash register's internal transformations are interpretable as the function 

addition, which is sufficiently impressive to be at least pseudo-cognitive.'^ This assessment 

of the cash register demands, of course, that there be some understanding of what addition 

is in advance of characterizing the cash register as an adder. The propriety of addition is 

an epistemic matter. In this case, the essential point is that one could not attempt to 

articulate the episteniic foundations of arithmetic by appealing to the way cash registers 

work. No one, of course, would pursue this strategy, but the more general version of this 

lesson would appear to be that, in order to conduct psychology, one needs to have in 

By pscudo cognitive systems, I mean systems whose limited functions seem to be intelligeni. even 
though its specialization and limited adaptability encourage use to deny the system general intelligence. 
There will be a considerable gray area here that will be especially pressing when the cognitive scientist 
turns to cognitive ethology in, for instance, invertebrates. 
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advance an understanding of what it means for an entity to respect epistemic constraints. 

Compare Marr's discussion of the cash register with Haugeland's well-known 

(among philosophers) discussion of solving a translation problem that involves mapping 

letters onto numbers and arithmetic symbols (1985, p. 102). Suppose we view several 

transformations between entities that we suspect are representational and that we suspect 

might be amenable to explanation by appeal to their semantic relations. Modifying 

Haugeland's presentation a bit, suppose we are confronted by a system where we observe 

that: 

1) Inputting GBG very often or always leads to the production of H 

2) Inputting HMEI very often or always leads to the production of O 

3) Inputting NDNDN very often or always leads to the production of KGH 

The options for translation (viz., attributing a semantics to the system) are limitless and 

boggling unless we impose constraints on the translation. Let us restrict the interpretive 

scheme to numerals and simple arithmetic operations. Haugeland points out that there are 

1.3 trillion different ways to map fifteen letters onto fifteen digits and signs. One 

translation, though, is: 

A means = 
B means + 
C means -
D means x 
E means / 

F means 0 
G means 1 
H means 2 
I means 3 
J means 4 

K means 5 
L means 6 
M means 7 
N means 8 
O means 9 

Under which we can interpret 1, 2, and 3 as: 

I) 1 + 1 =2 
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2) 27/3 = 9 

3 ) 8 x 8 x 8  =  5 1 2  

The reason this translation seems so promising compared to alternatives is that the 

assignment of operators and numbers to letters preserves a set of inferences that we already 

endorse, namely, mathematical inferences. If the translation reliably generated 

interpretations of future cases that map the letters onto legitimate mathematical inferences, 

we would be sufficiently impressed by this regularity that we could not resist thinking of 

the device performing as a calculator. One of the fundamental commitments of the 

computationalist approach to cognition is that there would not be. in this case, any 

additional question to the effect of whether or not the device is a calculator. The device is a 

calculator because it satisfies the epistemic constraints on mathematical calculations, 

period.''^ 

By extension to the cognitive capacity case, there must be some view in advance of 

psychological explanation of what will count as the rationale for a capacity that yields 

intelligence (or, if not intelligence, the performance of a sub-system of an intelligent agent). 

Marr and Haugeland confirm Cummins' rationale constraint on cognitive explanation. The 

existence of the cognitive level is due to an epistemic appraisal of the world. In a phrase, 

psychological explanation presupposes epistemic explanation. 

Anderson (1993) echoes this remark precisely. When offering the evidence for his production-rule based 
account of cognition within the ACT-R framework he says, "One line of evidence is simply the intuitive 

of a rule seL..for describing the cognitive processes involved in a task like addition" (p. 9, 
emphasis added). 
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4. Artificial Intelligence 

In the last few sections I have attempted to demonstrate that psychological 

explanations are a kind of epistemic explanation. I am almost ready to move on to some 

considerations of how this works in psychology and where this leaves epistemic 

naturalism. Before I do, however, it may be useful to provide one more avenue of 

illumination to consider the interaction between epistemology and a slightly different 

research tradition in cognitive science. While cognitive psychology was made f)Ossible by 

insights into the structure and nature of computation, the more direct result of Church, 

Turing, and Von Neumann's work was, of course, artificial intelligence research. The goal 

of artificial intelligence is to design and implement a system that is capable, due to its 

formal structure, of intelligent planning and action. That is, the goal of AJ is to build a 

thinking machine. Many researchers have commented on the unfortunate connotations of 

calling this work artificial intelligence. If it is successful, there will be nothing especially 

artificial (in the sense of 'not real') about the intelligent thinking that is attained. Thus, 

there is a tradition of thinking of AI as synthetic psychology. In describing the work that 

led up to their famous General Problem Solver, Newell and Simon say, 'These 

accomplishments form a body of ideas and techniques that allow a new approach to the 

building of psychological theories. ...Much of the work on artificial intelligence, especially 

our own, has been partly motivated by concern for psychology..." (Allen et al, 1990, p. 

61). AI researchers and philosophers of AI are attracted to this way of putting the project 

because of its candor with respect to the connection between computational explanation in 

cognitive psychology and computational instantiation of intelligence in AI. Sometimes 

researchers in AI look directly to psychology to set the standards of cognition (Hayes, 

1979; Rips, 1983). This is a respectable strategy if the AI researcher is thinking that it is 

the job of psychology to determine the contours of cognition, and that the project of AI is to 
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instantiate those contours in a non-human system. It slightly obfuscates, however, the 

need for an epistemic explanation of cognition within psychology itself. It is not accidental 

that another methodological strand in AI follows a path of putting in a place an 

epistemological theory first. This tradition in AI has not looked directly to cognitive 

psychology, but has instead tried to first develop an epistemological theory of the cognitive 

(McCarthy and Hayes, 1969: Newell and Simon, 1963; Pollock, 1995). The need to do 

this confirms my point: cognitive science explanations to which AI contributes need a 

theory of the inferential relationships in order to isolate the cognitive as a level of 

explanation. What seems to be going on with the second group in AI is that these AI 

researchers have cut out the middle step of referencing psychology and have gone directly 

to epistemology for their epistemic explanations. There is no hint, however, that the 

epistemological standards come from anywhere but the traditional methodology of 

philosophy. 

Pollock has offered the most detailed co-evolving discussion of issues in 

philosophical epistemology and artificial intelligence. Very early in Cognitive Carpentry. 

he argues in favor of philosophical methodology incorporated into AI over cognitive 

psychology: 

...the construction of philosophical theories of reasoning is precisely parallel to the 

construction of linguistic theories of grammar. In each case, our data are 

•'intuitive", but the process of theory construction and confirmation is inductive, 

differing in no way from theory construction and confirmation in any other science. 

This account has the consequence that when we describe human rationality, we are 

describing contingent features of human rationality and so are really doing 

psychology by non-traditional means. ...The current methodology of cognitive 

psychology is too blunt an instrument to be applied to this problem with much 

success (pp. 2-3). 
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Is it really credible to think that philosophy has a methodology that is superior to cognitive 

psychology in studying reasoning? Put that way, it would seem that Pollock would need a 

much better argument than he offers.®^ It appears, though, that the right way to read 

Pollock is in keeping with my discussion of psychological explanation. Psychological 

explanations in general (including, but not limited to the study of reasoning) require a 

theory of inferential cogency in order to treat some internal process as cognitive and in 

order to identify the representations that play an explanatory role in that cognitive capacity. 

It will not work to look to psychology for that theory, as that would be circular. The only 

other option is a philosophically rich view of inference.®' Thus, the first two chapters of 

Pollock's Cognitive Carpentry are chapters in epistemology, even though the book 

purports to be a contribution to technical AI research. We are now in a position to 

appreciate Pollock's conception of the role of intuitions in epistemology. He views our 

intuitions as expressions of a competence theory of rationality whose contours are 

determined by our own cognitive processes. That is why, for Pollock, the parallel with 

linguistic explanation is so close. 

Pollock's full discussion is found in his (1989). There, he offers a set of arguments similar to Marr's 
and Pylyshyn's. He claims that "As a first approximation, it seems that the only relational structure 
mental states have essentially is that pertaining to rationality" (p. 69). The idea here is that if one is going 
to identify a physical structure as a mental process or state, one needs to have some criterion. That criterion 
is. according to Pollock, a functional psychological theory where the function computed is idealized rational 
inference. Thus, Pollock continues by saying "what determines the rationality conditions of a particular 
state, and hence what makes it the state it is, is roughly the state-to-state transitions involving the state the 
creature lends to make" (p. 70). Pollock's position here was anticipated in his earlier work in epistemology 
(1986). but it was difficult to tell because there he used the philosophical (not psychological) terminology 
of norms to describe inferentially cogent sequences of representations. 

^' Indeed, in chapters five and six of Pollock and Cruz (in press) we call descriptions of inferentially cogent 
processes epistemic norms, as we are concerned primarily with the epistemological literature and we wish to 
highlight the role of traditional epistemology in understanding rationality. In chapter seven, when we 
discuss specific norms in detail, we call inferentially cogent processes reason-schemas. 
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5. Epistemic Explanation 

I am sympathetic to the battery of considerations rehearsed above in favor of the 

thesis that psychological explanation is a kind of epistemic explanation. While we may 

have made significant progress in understanding cognitive explanations, it seems that this is 

a serious problem for psychologistic naturalists in epistemology. In order to identify a 

process as a cognitive one (and thus as a proper target for psychological explanation), the 

psychologist has to interpret the input/output relationship and the representational 

transactions in-between as satisfying some rationale. A shorthand way of putting this is 

that the output has to make sense given the input. Not any sense of "make sense" will do. 

In a way, the output of the kidney makes sense given the input. That is, from the point of 

view of evolving a robust biological system, kidneys make eminently good sense. No one. 

however, is tempted to identify the kidney as a cognitive system just in virtue of the fact 

that the output makes sense. For cognitive systems, the output needs to make sense with 

respect to the input according to an epistemic construal of making sense. The worry about 

psychologistic naturalism, then, is that the psychologist needs to have fixed and in place a 

view about the propriety of epistemic relations. The only plausible place for her to look 

for this sense of proprietariness is to the epistemologists. As Pollock points out, "Our 

basic data [in epistemological analysis] concern what inferences we would or would not be 

permitted to make under various circumstances, real or imaginary. This data concerns 

individual cases and our task as epistemologists is to construct a general theor>' that 

accommodates it" (1986, p. 172). This sounds very much like the premier notion of 

explanation of cognitive capacities in psychology. It should not be the case, then, that the 

epistemologist is looking to the psychologist for hints on how to conduct epistemology. 

The argument that I have marshaled above will no doubt evoke the view — 

associated especially with Davidson — that any interpretation of a mental state as a belief 
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requires a conception of rationality to be in place first. Davidson argues that this is because 

we make belief (and other intentional) attributions on a principle of charity that ascribes to 

the agent a minimal level of rationality (Davidson, 1980; 1984). I am not fully persuaded 

that the Davidsonian line would yield the same anti-psychologistic naturalism results that I 

am urging. First, Davidson's argument takes place on a plane somewhat removed from 

scientific psychology. His points are about our commonsense attributions of mental states. 

This is not a criticism of Davidson, of course. Rather, since I am concerned with a species 

of naturalism in epistemology that takes scientific psychology as a source of constraint, it 

would be a long way from embracing Davidson's line to a showing that psychologistic 

naturalism is in trouble. Second, Davidson's views have come under a considerable 

amount of criticism. The argument based on explanation in psychology above strikes me 

as a more fundamental and moving problem for psychologistic naturalism. 

I have been arguing that the foundations of psychology are committed to an 

epistemic appraisal of the world that must be in place, in some sense, prior to psychological 

theorizing itself. The informational transactions that are central to the cognitivist view can 

only be treated as informational under an epistemic constraint. As a result, psychologistic 

naturalism appears to be in danger because it hopes to mine the results of psychology as an 

independent source of constraint on epistemology. While I hope that it is plain enough that 

the theoretical foundations of psychology — at least on a currently influential view — 

involve rationality at some level, it is still unclear where epistemology plays a role and how 

it interacts with putatively thoroughly empirical research. The worry I have in mind can be 

put starkly: it strains credulity to think that robust empirical research of the kind that is 

characteristic of contemporary cognitive science is actually carefully disguised a priori 

epistemological speculation. My sense is that things cannot be put so starkly. While I am 

convinced that psychologistic naturalism is circular, I do not think that cognitive science 

research is overshadowed by armchair epistemology. In the next chapter, I will attempt to 
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capture what is distinctive about the image of mind in cognitive science and the way in 

which it is superior to traditional a priori methodologies in epistemology. This will set the 

stage for my claim that epistemology in the scientific image endures, but without its 

pretension to complete a posteriori theorizing and without its traditional emphasis on 

intuitions about cases. The scientific epistemology that I favor will still count as a kind of 

naturalism. 

Let us recapitulate. I have argued that the autonomy of psychology thesis — which 

must be true in order for psychologistic naturalism to work — is violated by the nature of 

explanation in psychology. Thus, it seems that psychologistic naturalism fails. Two 

possible responses to this come immediately to mind; We might look to other a posteriori 

disciplines to play the role that it was thought psychology could. Or we might return to a 

completely non-naturalized epistemology. These are not the routes I will take. Other a 

posteriori disciplines — while not ruled out for playing a role in epistemology — do not 

lend immediate resources. I leave open the possibility of an a posteriori epistemology that 

does not feature psychology, but I do not have anything constructive to say about how 

such an account would look. On the other hand, I am not persuaded that the considerations 

mapped out in the last section demand a return to armchair epistemology. In my view, one 

can appreciate and endorse motivations for naturalism and rescue a kind of naturalized 

epistemology in spite of the failure of current forms of psychologistic naturalism. 

The rationale constraint in psychology points to a more interesting manner in which 

the motivations for naUiralism in epistemology can be accommodated. If naturalism is the 

view that epistemology should be continuous with science, and scientific psychology is. 

foundationally, a kind of epistemology, why not simply replace traditional epistemology 

with cognitive science? My claim is that this is a tenable option. I will investigate it more 

fully in the next chapter. Before I do, consider again some of the types of arguments that 

non-naturalists have used against naturalists. Kim (1988) argues against the Quinean 
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conclusion that psychology is a proper successor discipline in the wake of the failure of 

traditional epistemology. Kim's basic complaint is that naturalism — at least in Quine's 

hands — does away with the essential normative component of epistemology. The reason 

for this is that Kim thinks that psychology does not express evidential or rational relations. 

He writes that "...normative epistemology is concerned with the evidential relation properly 

so-called — that is, the relation of justification — and Quine's naturalized epistemology is 

meant to study the causal-nomological relation" (p. 391). Bonjour (1998) echoes this view 

and offers much the same complaint: 

I do not see any way, however, to take [Quine's] remarks at face value, for surely 

the standard normative concept of evidence, that is, the concept of a reason. 

perhaps of a certain restricted sort, for thinking that some claim is true, is not a 

concept of empirical psychology. Psychology can describe the causal relations 

between sensory stimulations and belief of various sorts, but it cannot offer any 

assessment of the rational cogency of any such transition (p. 85). 

If I am right, though, Kim and Bonjour have things wrong in just the way that 

psychologistic naturalists have things wrong.®- Not only does psychology offer an 

assessment of the rational acceptability of the transition between psychological states, it 

must offer such an assessment or it would not be contemporary cognitivist psychology. 

My guess is that what obscures the situation for Kim and Bonjour is that Quine was 

working from a behaviorist conception of psychology, and they go along with his 

understanding of the foundations of psychology. Behaviorism, if it worked, might have 

been able to give a completely a-rational characterization of the transition between inputs 

and outputs of the human mind by focusing solely on input-output pairs. But behaviorism 

'^-The irony is that both Kim and Bonjour would, I take it, be pleased with the anti-psychologistic 
naturalist conclusion I urge in this chapter. 
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does not work. The psychology that developed in its wake brought back Cummins' 

rationale constraint. Unfortunately, apparently neither naturalistic nor non-naturalistic 

epistemologists noticed. 

At the beginning of Chapter One I claimed that my project superficially resembles 

Quine's. but is significantly different. My position is Quine's but for the part that treats the 

successor discipline of psychology (in my hands this is Cognitive Science) as non-

normative. Psychology is normative in that it projects rationality onto intelligently 

behaving systems in order to explain them. That is, it makes evaluative judgments about 

how intelligent systems ought to function if they are to be treated as cognitive (in a stronger 

sense that in, e.g., Burge, 1989). In Part n of this essay, I will argue that it is normative 

in the same way that epistemology is and partly through the same methodology of intuitions 

about rationality. There, we will investigate in greater detail how specific results in 

psychology have the rationale constraint implicit in their explanations. Psychological 

results express the intuitions of cognitive science researchers, as they must exploit these 

intuitions to identify cognitive capacities and to frame explanatory theories of how those 

capacities operate. They express their intuitions about rationality not by thinking about 

cases or by refining their judgments by philosophical reflective equilibrium, but rather by 

developing, refining and defending theories about our mental capacities in light of 

behavioral evidence and careful statistical analysis of the performance of populations. 

Epistemology does, as far as I am concerned, "fall into place as a chapter of psychology." 

but when the psychology is of the contemporary cognitivist sort, the substance of this view 

is not at all as Quine maintained. 
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CHAPTER FOUR: 

EPISTEMIC EXPLANATIONISM 

We are now able to gather the diverse strands of the first three chapters to develop 

the metaepistemological naturalism that I favor. In chapter one I treat epistemology a^s the 

pursuit of a theory of human intellectual flourishing. Traditional theories of knowledge, 

justification, and rationality are, I claim, instances of this broader philosophical goal. The 

primary methodology of a theory of intellectual flourishing is the methodology of 

intuitions. While it seems clear that intuitions are crucial at some level of philosophical 

inquiry, though, it is not as obvious that intuitions about cases®^ should be the sole or 

predominant standard of correctness for a theory of belief quality. Naturalists have thus 

tried to expand the methodology of epistemology by introducing a posteriori 

considerations to constrain the range of intuitions that are relevant, or at least to add to the 

fund of resources for deciding epistemological questions. In chapter two I characterized 

naturalism's various strategies for widening metaepistemology. Psychologistic naturalism 

emerged from that discussion as the mainstream naturalistic position. So, in chapter three. 

I turned to a critical appraisal of psychologistic naturalism. 

My conclusion there was that epistemologists cannot merely reference or 

acknowledge the results of psychology in an attempt constrain epistemology according to 

the realistic principle or out of a desire to incorporate causal explanations in their accounts. 

Explanation in psychology and cognitive science itself requires a notion of inference in 

My use of the phrase 'intuitions about cases' should be understood in a narrow sense. 1 have in mind 
the traditional epistemological methodology where scenarios are described coarsely in order to illicit 
judgments about the intellectual achievements of the parties involved. My own view has an important 
intuitional component, where rationality is attributed to trasactions in a cognitive system. I take it that 
intuitions about these cases is different from intuitions about cases in the traditional sense. 



160 

order to attribute a semantics to representation manipulations in an intelligent system. The 

semantic account is the structure that disciplines our understanding of the causal 

transactions as they appear in inferential explanations. Thus we arrived at a kind of 

rationale constraint on psychological theorizing. One of the traditional aspirations of 

epistemology is to give an account of rationales; it cannot come from psychology itself 

because it is presupposed by the explanatory demands of treating a system as 

representational and computational. Cognitive science, unlike the natural sciences, does 

not traffic solely in causal explanation. Thus, my conclusion was that on its best articulated 

contemporary theoretical base, cognitive science is a species of epistemic explanation and 

psychologistic naturalism is a failed research program because it does not appreciate the 

embedded epistemological component in psychology. 

This would seem to invite the further conclusion that — pending a detailed account 

of how to use the resources of some a posteriori discipline other than psychology — 

epistemology must be completely a priori after all and should be conducted in the way that, 

perhaps, uses the methodology of intuitions alone. I do not support this conclusion. 

Instead, I seek to develop a replacement thesis in the spirit of Quine's naturalized 

epistemology. That is, I wish to show that cognitive explanations are epistemological 

theories cast in the scientific image. My claim is that, if the argument of chapter three is 

correct, then cognitive scientists are engaged in a type of explanation that is both aimed at 

the same goal as epistemology (namely, an account of human intellectual flourishing) and 

carried out by the same methodology as epistemology (namely, the identification of 

inferential cogency by means of intuitions about rationality). 

This is a more refined way of articulating the thesis that I sketched from the outset. 

I argued that philosophers entertain two conceptions of the mind, a manifest conception and 

a scientific conception. I claim that our epistemological theory follows the constraints and 

contours of our conception of the mind. The methodology of intuitions that is crucial in 
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traditional epistemology — both naturalized and non-naturalized — draws on the manifest 

image to assess cases. In the scientific image, we no longer attribute rationality or 

justification to targets identified at the level of a person and her beliefs. This is a limitation 

placed on us only if we insist on adhering to a manifest image of the mind that treats the 

world, minds and ideas as primitives. Epistemologists seeking to work within a scientific 

image should — following the explanatory lead scouted by cognitivism — attribute 

rationality to mental processes at the finest grain that our empirical techniques can identify. 

Tracking the two images of mind, there are two methodologies available at the 

meiaepistemological level. They reference different pools of data and take seriously 

different constraints. Both are aimed at the primary questions of epistemology and the root 

of philosophical interest in knowledge and rationality. That is, both are aimed at giving an 

account of human intellectual achievement in a broad, philosophically satisfying way that 

includes normative assessment. Let us understand the two methods as i) intuitive 

responses to cases in the manifest image and ii) judgments about the rationality of 

inferential accounts of intelligent behavior in the scientific image. I discuss them in turn. 

1. The methodology of intuitions reconsidered 

The methodology of intuitions was first discussed in Chapter one. I noted there 

that I suspect that the method relies on the manifest image of the mind in coming to 

conclusions about cases. This will be the principal source of difference between traditional 

epistemology and naturalized epistemic explanation. 

In the paradigm cases of the methodology of intuitions, the epistemologist or her 

critic describes an imaginary scenario designed to explore some specific component of an 

epistemological theory or issue. Usually the target of evaluation is a single epistemic agent 
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who is specified in terms of her background mental states and in relation to her 

environment. The description is developed to be just detailed enough so that we can deploy 

a spontaneous judgment about the agent's status vis-a-vis some epistemic achievement. 

Aspects of the imaginary case that are not specifically articulated are presumed to be just as 

they would under a normal, plausible description of our world. Unless the epistemologist 

specifically proposes a departure from this world, the laws of nature and the usual way of 

cultural and social relationships is to remain intact. 

Here is a simple example, discussed by Russell in his Problems of Philosophy 

(1912). Suppose that Barbara's watch has stopped at 12 o'clock noon, but Barbara does 

not look at it for the rest of the day or the next morning. At precisely noon the next day. 

Barbara looks at her watch and comes to believe that it is noon. With the situation thus 

described, the epistemologist seeks our intuitive response to the question, does Barbara 

know that it is 12 o'clock noon? We are being asked to determine how well Barbara's 

particular situation fits with our general conception of knowledge, a key component of 

human intellectual flourishing. The case is so mundane in epistemological discussions, and 

so familiar to contemporary philosophers that it is easy to overlook its elegance. In this 

example, it is true that the time is 12 o'clock, noon. So Barbara's belief is true. 

Furthermore, Barbara has a fairly good reason to believe that it is noon, as her watch 

indicates it. On a normal day where her watch is functioning as expected, we would not 

hesitate to say that the watch provides reasonable evidence for forming a belief about the 

time. As extremely modest intellectual achievements go, this one would appear to be very 

promising in light of its connection to truth and good evidence. Unfortunately, we are also 

privy to the fact that the watch is broken, and that it is merely an accident that Barbara 

looked at her watch at a time when it indicates the correct hour. Had she looked at it any 

other time with the exception of midnight, her belief would have been false. Since falsity is 

an immediate disqualification for knowledge, and since Barbara was so close to a situation 
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where she would have believed something false, many epistemologists intuitively judge 

that Barbara does not in this case have knowledge (compare this with the bam case in 

Goldman, 1976). Once this is established by intuition, it is provisionally treated as a data 

point that an acceptable theory of knowledge would need to take into account. Thereafter, 

no acceptable general theory of knowledge should yield the result that Barbara has 

knowledge. Following my analysis in the first chapter, we may judge that the Barbara case 

violates our sense that the highest intellectual achievement should never be accidental. 

Cases of this sort were pivotal in convincing epistemologists that the trio of justification, 

truth and belief were insufficient for having knowledge. 

Cases involving lesser intellectual achievements than knowledge such as reasonable 

or justified belief are slightly different. Let us look at another example. Sosa reviews the 

sort of intuitive counter-example that plagues simple versions of coherentism (1980. p. 

19). Suppose that simple coherentism maintains that a belief is justified if and only if it 

coheres with the agent's other beliefs. Such a simple view is, of course, extremely 

unpromising. Sosa illustrates why. He invites us to consider his belief that he has a 

headache when he does, indeed, have a headache. The headache belief is useful here 

because beliefs of this sort do not seem to have wide-ranging epistemic connections with 

the rest of the belief corpus. Sosa extends the case so that the belief is epistemically related 

to just a few others such as "that I am not free of headache, that I am in pain, that someone 

is in pain, and the like." He then builds the intuitive case against simple coherentism. 

"...An equally coherent alternative is not far to seek. Let everything remain constant. 

including the splitting headache, except for the following: replace the belief that I have a 

headache with the belief that I do not have a headache, the belief that I am in pain with the 

belief that I am not in pain, the belief that someone is in pain with the belief that someone is 

not in pain, and so on" (p. 19). If simple coherentism were true, then Sosa would be 

justified in having the belief that he does not have a headache as long as the epistemically 
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related beliefs were modulated accordingly. We are then challenged to determine whether 

or not. intuitively, we count Sosa's belief as justified. The belief may be coherent with the 

beliefs that it is epistemically related to, but it is dramatically mismatched with the 

phenomenologicai sense of having a headache that Sosa, ex hypothesi, has. Sosa 

maintains that we are inclined to judge that no general account of justification should yield 

the result that someone could justifiably believe that she does not have a headache when she 

does have one. The belief seems decidedly mismatched to the truth. Our intuitive reaction 

is due to the sense that justified beliefs should not completely ignore data that is accessible 

to the believer and is relevant to the quality of her beliefs.^'' In general, if a case is 

described where a belief is in significant discord with the evidence for that belief, we 

intuitively judge it to be of low quality 

So, with two examples of intuition before us, we can ask what general features the 

methodology appears committed to versus the features that are incidental to the particular 

scenarios. In both cases, above, the target of evaluation was a person's belief. In the 

Barbara case, the belief was judged against the demanding standard of knowledge, while in 

Sosa's case it was judged against the somewhat less demanding standard of justification. 

The beliefs in both cases were presumably the result of some cognitive process or mental 

transaction. We are called upon to intuitively judge the output of the mind in each scenario. 

Is this, however, a necessary feature of the methodology of intuitions? That is, is the 

Even exiernalists in epistcmology have this view. The prominent versions of cxlemalism find ii 
intolerable to count as justified a belief where the defeating evidence is available to the believer. In the 
headache case, it not only seems that the believer has the defeating evidence available, it seems that he 
cannot avoid contact with it. 

The difference between the externalist and the internalist in epistemology can be understood to be a 
difference over who should have the resources to detect the discord between evidence and belief. As I argue 
ai the beginning of the next chapter, the externalist makes relatively fewer demands on this question, while 
the internalist maintains that it is the agent herself who must be sensitive to the relationship between 
evidence and belief. 
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methodology only appropriate for judging the final output of cognition? It does not seem 

so. Epistemologists create cases for assessment and specify an agent's belief because, 

given the traditional scope of epistemology, that strategy is maximally illuminating. 

Traditionally, epistemology is aimed at the assessment of a person's intellectual 

commitments. The manifest conception of the right level of analysis, then, would hold that 

the personal level is sufficiently fine-grained to sustain evaluation. It is not obvious, 

however, how the defender of the traditional methodology of intuitions might argue that it 

is a necessary component of the methodology that it be aimed at the personal level. 

To see this, we may ask what the methodology of intuitions is supposed to achieve. 

Broadly speaking, it is supposed to offer some clarity about epistemic terms and our 

intellectual condition. What appears to be at issue is the connection between the mind and 

the environment (as in the case of knowledge or warrant) or the connection between the 

mental terms (as in justified or rational belieO- As epistemologists, we are concerned with 

how robust these connections are. We express our account of the connections with 

epistemic terms. The epistemic terms themselves, though, are not committal on the level of 

analysis. A theory of rationality, for instance, does not by itself demand that we aim the 

theory at beliefs. As we saw in the last chapter, psychological explanation attributes 

rationality to the mental state transactions that are characteristic of subpersonal systems. 

Similarly, when we judge the credentials of a deductive argument that uses the method of 

natural deduction, we are assessing the conclusion in light of the steps that lead to the 

conclusion. Each of the steps is amenable to epistemic assessment even though they are 

not the final 'output' of the inference. In this case we are using the methodology of 

intuitions to check the transformations that occur from line to line in the derivation. Our 

assessment is an epistemic one because we are seeking to determine whether the steps are 

truth preserving. I propose that we take this instance of the method of intuitions more 

seriously in understanding the range of entities to which the methodology can be applied. 
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If my argument in the last chapter is correct, we apply this method in order to identify a 

process as cognitive. We use the methodology of intuitions, but the entities and relations 

that we are primarily interested in in cognitive science are a radical departure from the 

entities and relations in, say, the Barbara or the Sosa cases, above. It does not seem, then, 

that it is a crucial component of the methodology of intuitions that our judgments be solely 

about the connection between beliefs or about the relationship between beliefs and the 

environment. The methodology of intuitions can be deployed at a range of targets, only 

some of which are the staples of the manifest image of the mind. 

The rise of the scientific image has provided a taxonomy of targets considerably 

more detailed than the manifest targets of the above examples. It is a hallmark of science 

that complex systems like human beings can be decomposed into subsystems to generate 

explanations. Importantly for my purposes, intuitions about rationality can be deployed at 

the level of assessing the output of mental processes as well as the steps leading to the 

output. I am not trying to show that the methodology of intuitions is unable to yield results 

when the target is the manifest image of the mind. It clearly is able to yield results. My 

claim here is that the methodology of intuitions is not uniquely appropriate to manifest 

entities like beliefs, or manifest relations like mind-world correspondence. The 

methodology of intuitions can be detached from its most typical target in epistemological 

theorizing. This is just as we might have expected, as the scientist must be drawing on her 

fund of intuitive attributions of rationality in order to propose psychological explanations. 

If the methodology of intuitions can be aimed at the entities and the relations between 

entities of a scientific image of mind, it can be made more consonant with the scientific 

image. I claim that this is just what is needed for a naturalized epistemology. In the next 

section I pursue that analysis. 
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2. Epistemic explanations in cognitive science 

Spontaneous intuitions about cases is a reasonable strategy for assessment of 

epistemic achievement in the absence of any other methodology. It is thus incumbent upon 

us to determine whether it is the sole methodology for answering our characteristically 

epistemic questions. In my view, what unifies epistemological questions is that they are 

aimed at human intellectual flourishing where the standard is truth and where the 

achievements of knowledge and rational belief are premiere. My strategy takes this impulse 

and applies it to contexts where there is more information to take into account and where a 

finer grain of process is acknowledged. This finer grain yields novel and appropriately 

sophisticated targets for our epistemic appraisal. Psychological explanation is a form of 

epistemic explanation and it, too, relies on a methodology that attributes rationality to steps 

in a process that leads to intelligent behavior.®^ At bottom, what is at issue is how 

cognitive scientists determine how cognitive processes works. In this section I want to 

present a pattern of explanation that I think is constitutive of cognitive science. My 

presentation in intentionally simplistic. I am trying to highlight the role of traditionally 

epistemological concerns in psychological explanations. These concerns are masked in 

most sophisticated discussions of the philosophy of science or the philosophy of 

psychology, and it will be useful for us to try to achieve as much clarity as we can on the 

issue. 

Step one: Identify behaviors that exhibit intelligence 

The first step in a psychological explanation is to identify a set of behaviors that 

seem characteristically intelligent. This step has a number of abstract considerations that 

I called ihcse steps inferentially cogent in the last chapter. 
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are probably only rarely represented in working cognitive science labs. When cognitive 

capacities and intelligent behavior were first discussed in chapter three, I pointed out that 

we may start out with only loosely defined criteria for intelligent behavior. This was a 

claim about the state of affairs in some imaginary historical genesis of interest in the mind. 

Such a moment, if it ever existed, is lost in the flux of events that constitute the pursuit of 

science. In the actual conduct of cognitive science, any particular cognitive scientist will 

fmd that research domains are already staked out in detail and in a way that is already 

amenable to experimental methods. This is due to extra-scientific factors. Research 

programs are established by university or college departments where particular questions 

define the laboratory efforts and where the interests of the researchers has been set by their 

education and experience. No cognitive scientist is faced with the task of sitting down and 

asking herself, 'which are the intelligent activities of human and infra-human agents?' 

There is every reason to believe that, if faced with this odd question, the palette of results 

would be widely agreed upon. There is a range of remarkable phenomena for which we 

wish to give scientific accounts. 

We can, of course, speculate about the features that contribute to the treatment of 

certain capacities as cognitive. For instance, there is strong reason to think that intelligent 

behaviors are the ones that contribute to an organism's stability in the world through active 

interface with the environment. Intelligent behavior, as many have emphasized, seems 

adaptive and goal-directed (Simon, 1992; Wilson, 1997; Pinker 1997; Pollock, 1995; 

Stillings et al. 1995). Furthermore, intelligent behavior seems to provide a flexible means 

for achieving goals and avoiding danger. Even relatively rigid behavior in infra-human 

cognizers is remarkable for it stability in the face an unpredictable environment. I will not 

dwell on this first step of engaging in cognitive science explanations. We should keep in 

mind, however, that the fundamental underlying commitment of cognitive science is that 

there is a reasonably well-circumscribed range of events in the world that will admit of a 
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certain kind of explanation, at a certain level and with certain experimental techniques. This 

conviction could, of course, be mistaken. But the stability of the cognitivist research 

program for the last half century is some reason for optimism. 

Step two: Isolate theoretically tractable constituents 

Once presented with a seemingly intelligent behavior, the next step is for the 

researcher to divide the behavior into a set of theoretically tractable parts. For instance, 

once faced with the behavior of an insect navigating around its environment, we must 

identify the elements of navigation that we wish to focus on. When Gallistel (1990; 1998) 

engages this topic, he offers a sustained study of dead reckoning among other aspects of 

insect land navigation. Knowing which parts will admit of a tractable explanation via 

representations and algorithms is partly a matter of practice and partly a matter of judgment 

based on other instances of success. This step is important because the intelligent 

behaviors identified in the first step are likely to be too course grained to invite plausible 

ascriptions of representations and processes, even if the first step relies on entrenched 

research programs. 

Step three: Identify candidate representations and describe a sequence or sequences of 

representations that would explain the behavior constituents identified in step two. 

Once we have identified a tractable constituent of an intelligent behavior, the 

cognitive scientist may engage in the explanatory pattern that is distinctive of her science. 

She will attribute to the mind a set of representations that, if manipulated according to the 

specifiable rules, would yield the intelligent behavior. The task of this step is to define a 

cognitive process as the automatic manipulation of representations whose steps are 

describable as sequences of an inference and whose result is intelligent behavior or some 

landmark on the way to intelligent behavior. One way to do this is to literally sketch each 
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step in the processing and identify all the variables. Stich calls this a 'boxological" account 

of a cognitive capacity, since each step is typically sketched as its own box in a flowchart 

(1983; 1992). The common practice in cognitive science of using flowchart drawings to 

describe the structure of cognitive processing was inherited directly from computer 

programming (Anderson, 1995). 

It is this step that is explicitly epistemological, and it is the step that sustains my 

claim that psychological explanation is a species of epistemic explanation. The propriety of 

particular sequences of representations is judged through a priori means when it is 

determined to be epistemically laudable. Recall the details of the explanatory strategy 

uncovered in chapter three. The theorist proposes a set of representations whose existence 

is required to generate the intelligent behavior. These representations are then projected 

into a control structure that manipulates them according to the contours of the behavior that 

is to be explained. At this point in the explanation, the behavior may be understood in a 

fairly broad and commonsensicai way, as this is the result of the second step of cognitive 

science explanations. For instance, if we wished to understand memory and had identified 

our ability to recall events long ago in the past, we might simply note that there might be 

representations of 'events' in some sort of storage area, ready for later 'access.' Once this 

representational framework had been identified, the actual work of specifying a system of 

transactions that reflect the myriad of details of memory must begin. The challenge of 

offering psychological explanations is to describe a rationale behind a sequence of 

representational transactions. The researcher postulates the basic elements of cognition, 

and attempts to relate them in a way that can be understood as steps in an automatic 

inference. Each step in the inference is underwritten by a judgment on the part of the 

researcher as to whether that is an epistemically laudable move to make in a cognitive 

process where the goal is intelligible behavior. 

There is a temptation to think that this step is merely the kind of hypothesis 
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generation that is a hallmark of scientific explanation in general. Why shouldn't we think 

that psychologists are merely engaging in hypothesis formation about the contours of 

cognitive systems in just the same way that astronomers engage in hypothesis formation 

about the contours of celestial systems? We have already encountered the answer to this 

question in the last chapter, but it is worth returning to in this context. Psychological 

explanations attribute to natural systems a set of steps whose sole explanatory virtue is that 

they exhibit a rationale. Recall Mart's discussion of a cash register. In explaining the 

function of a cash register, the psychologist attributes to it representations and 

computations that follow the rules for addition, subtraction and multiplication. When an 

inferential structure is mapped on to a natural system, that structure already has to have 

secured its epistemic credentials. In the cash register case, the inferential structure (namely, 

mathematics) ftas secured its epistemic credentials and the fact that a causal system like a 

cash register can be mapped onto it is a powerful reason for thinking that the cash register 

is capable of mathematical computation.®"' In the case of the steps carried out 

psychologically in deductive reasoning, the inferential framework, namely deduction, has 

also secured its epistemic credentials. For non-deductive reasoning, the inferential 

framework will be a matter of some complexity. That is why psychological explanations 

are not trivial to generate. All of this stands in stark contrast with explanation in the natural 

sciences. The natural sciences do not advert to reasons in their explanations, so the entities 

that figure in their appraisals of the world are not related inferentially or semantically. 

Presumably, they are related essentially causally; an inferential account would be 

superfluous. 

Why am I now calling the assessment of inferential cogency an assessment of an 

'epistemically laudable' step? This is to highlight that an interesting challenge to the notion 

Here, for purposes of illustration, we are putting aside skepticism in the epistemology of mathematics. 
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of rationality presents itself here. Not every cognitive explanation involves steps that are 

fully rational in the sense that an ideally rational agent would take this step next. There are 

processes which are clearly cognitive, but where there is a very strong impulse to deem 

them irrational. After all, in the recent history of psychology, one of the most active areas 

of research is on human irrationality (Johnson-Laird and Wason, 1977; Piatelli-Palmarini. 

1994; Tversky and Kahneman, 1983). So it might seem that there must be some tension in 

the claim that cognitive explanations presuppose an assessment of processes in terms of 

their rationality, if we read 'rationality' as 'ideally rational.' 

Compare the situation in psychological explanation with the situation in decision 

theory or economics (Von Neumann and Morgenstem, 1944). We might be inclined to 

wonder whether, for instance, satisficing (Simon, 1957; 1977) is an rational decision 

procedure when compared to how we might act if we were fully rational (as is the case in. 

for instance. Bayesian models of human judgment).®® What is obvious is that we are not 

always fully informed and we do not, because of resource limitations, always act in a fully 

rational way. But — to put the contrast in a way consonant with my discussion of 

epistemology — our behavior is not as a result accidental. It seems to adhere to what 

Chemiak calls a minimal rationality (1986) or what is more generally known as bounded 

rationality (Richardson. 1998). Developing a conception of rationality that is general 

enough to capture both minimal rationality and idealized rationality within a single 

framework of inferential cogency is a philosophical project crying out for effort.''^ In 

Simon (1983) calls unbounded conceptions of rationality Olympian Rationality. 

Sec Nozick (1995). Pollock is currently working on this project, though he views the relationship 
between rationality and psychological explanation somewhat differently than I do. He maintains thai 
psychologists have a theory of rationality and that they are able to determine that some cognitive processes 
are incompatible with that theory. Those are the processes that they identify as irrational (1986; 1989; 
1995). I am unable to avail myself of this strategy, as I am claiming that psychological explanations 
themselves, even explanations of human irrationality, are attributions of inferentially cogent sequences. 
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advance of such a theory we can at least acknowledge that rationality as such does not seem 

to demand ideal rationality. So, attributions of steps in an inference to a putatively 

cognitive system can claim that the steps are rational, even if they are not ideally rational. 1 

propose to call these capacities sub-optimally rational, to highlight the fact that they are not 

irrational in the sense of completely undermining human intellectual flourishing even while 

they are not ideally rational. At the fine grain of epistemic explanation, these capacities can 

be evaluated to determine whether their output is of high quality (in the sense of Part I of 

this essay), though their high quality may fall short of idealizations of high quality 

(Pylyshyn, forthcoming).^ 

Determining whether a sub-optimally rational set of steps count as an explanation of 

a cognitive capacity will be somewhat determined by contextual factors and will often be a 

matter of how well the explanation coheres with other explanations of cognitive capacities. 

We may judge an inferential process to be sub-optimal with respect to a certain kind of 

output, but the same process may be closer to optimal in some broader sense or with 

respect to a different kind of mental state output. This is one way of understanding the 

debate between rationality pessimists who claim that human beings are irrational, and 

rationality optimists who claim that, given the right input, human beings are largely 

rational.^' Similarly, this is how perceptual illusions are explained with a cognitive 

framework. While cognitive systems are not, strictly s{)eaking, ideally rational when they 

detect illusory features in the environment, the illusions can be explained within the 

framework of inference attribution. This is because the explanations of the system that 

In the next section and ai the end of next chapter I offer a reconstruction of a psychological explanation 
of sub-optimally rational processes. 

Compare the literature on the Wason selection task (1968) with the critical comments by, for instance. 
Cosmides and Tooby (1989). The central point of the rationality optimists is that, when problems an: 
presented in a way that resonates with the way rationality developed in natural cognizers, subjects in 
rationality test perform quite ably. 
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cover non-illusory cases will provide constraints on the explanations of those instances 

when the system is subject to an illusion. 

These factors interact to create a range of epistemological evaluations that we can 

deploy in generating cognitive explanations.'- On this picture, a belief, for instance, will 

be the product of a richly described cognitive capacity and will be judged in light of the 

opiimality of having that belief in particular environmental circumstances. It will be further 

judged against its embedding in a complex cognitive agent. From a certain manifest 

perspective, the belief may appear to be of low quality, but from the perspective of the 

scientist understanding the generation of that belief, it may be of high quality. 

We have been discussing the third step in psychological explanation, and I have 

been trying to highlight the epistemic commitments that must be in the background of the 

third step. It might seem as if this explanatory step is altogether too easy. If the 

methodology of cognitive science requires that we attribute to a system a sequence of 

representations that would mediate input and behavioral outputs, it looks as if the available 

data completely underdetermines the options. In this respect, the situation in cognitive 

science is no different from it is in any science that postulates unobservable entities. It 

should be noted at the outset, though, that the freedom to postulate inferentially cogent 

sequences of representations is not nearly as easy as one might think. Cursory reflection 

on the lessons from orthodox artificial intelligence research should be enough to show this. 

This point as not been sufficiently appreciated in the philosophy of psychology literature. Philosophers 
concerned with the nature of psychological explanation have tended to treat accounts of our positive" 
psychological capacities as paradigmatic. This is why attributing rationality to a cognitive system has not 
seemed problematic. Things get somewhat more complicated when we try to give a theory of explanations 
of negative' psychological capacities, such as our capacity to be subject to the Miiller-lyer illusion. Our 
being subject lo illusions is an artifact of our positive psychological capacity for perception, but saying 
thai something is an artifact of something else is not to explain it. Of course, psychologists do give 
explanations for our negative psychological capacities. The philosopher of psychology is well-advised to 
focus more closely on those, as their fit with mainstream accounts of psychological explanation is not at 
all well articulated. 
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Notoriously, it is tremendously difficult to describe in detail one sequence of symbolic 

transformations that mimic a cognitive capacity, let alone several sequences. So the sense 

of unconstrained speculation that we get from considering this step in the methodology is 

merely due to an under-appreciation of the challenges that epistemic explanation poses. 

Merely claiming that long-term memory is the retrieval of representations from storage 

leaves open a staggering array of questions that need to be answered if we are to arrive at a 

satisfactory explanation. In certain cases of poorly understood capacities, the input-output 

mappings may be so coarsely described that there will be multiple equally reasonable 

seeming sequences of representations at the outset. But these speculative sequences will be 

quickly shown to be inadequate by the evidence from empirical experiments. Thus 

epistemic explanation in cognitive science requires constraint from a posteriori sources. 

This a posteriori source occurs at the fourth step of psychological explanation. 

Step Four: Perform empirical studies to determine whether predictions made by a particular 

representation-manipulation framework are confirmed by intelligent behavior. 

The set of representations and the sequence of their interaction are the key 

components of a theory of a given cognitive capacity. The theory is proposed as an 

information processing account, and is predicated on a semantic attribution to the steps in 

the manipulation of the representations. Particular proposals about the manipulation of 

representations will yield predictions about the performance of normal cognitive agents. 

Once a focused set of predictions is identified, the cognitive scientist will attempt to 

determine if the predictions are bome out. Obviously, this step is a posteriori. It gives the 

explanations in cognitive science a naturalistic cast. It is crucial to recognize, however, that 

the empirical observations that occur in this step are in the service of confirming or 

modifying a particular inferential characterization of a cognitive capacity (Wickens, 1998; 

Sternberg, 1998). 
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At this point, one of two things might happen. If the predictions of the theory of 

the cognitive capacity are borne out, then we have a provisional explanation of the cognitive 

behavior that is theoretically satisfying. If unexpected results emerge, we return to step 

three with the new behaviors that resulted from the experiments as pan of the set of 

behaviors that a sequence must explain. These new behaviors take on the role of the 

(hopefully) tractable parts of an instance of intelligent behavior. A representational scheme 

that generates this new behavior is then postulated. The process may iterate back and forth 

many times during the lifespan of a research program before a robust explanation is arrived 

at.93 

This is a schematic and somewhat pedantic way to describe how psychological 

explanation takes place. My goal is to expose the pattern of explanation in cognitive 

studies. That pattern entails an interplay between empirical evidence and attributions of 

rationales. Some of the most central practices of cognitive scientists exhibit this interplay. 

Tracking down confounds in a psychological experiment is perhaps the single most 

important task of the peer review process, and occupies a great deal of the time of 

practicing cognitive psychologists.''* We may understand this as an attempt either to isolate 

behaviors that are inconsistent with the representation manipulation account being offered, 

or to provide alternative representation manipulation accounts that explain the behavior. 

The second and third steps of cognitive science explanation are taken care of by the strategy 

Fiona Cowic has pointed oui in conversation thai it is natural and tempting to describe the process as an 
instance of reflective equilibrium. Since I find Rawls' (1971) statement of reflective equilibrium unhelpful 
in this context, and since I have no general statement of what reflective equilibrium might be. I am leaving 
it out of my analysis. I am not, however, opposed to thinking about my naturalized epistemic explanation 
as a kind of reflective equilibrium account. 

From a purely descriptive standpoint, I think this is an accurate assessment of cognitive science though 
I have only informal observation to show it. In both C.J. Marsolek's visual memory lab and Karen 
Wynn's infant cognition lab (both at the University of Arizona) our weekly lab meetings were 
overwhelmingly dominated by the task of uncovering confounds in the experiments we were running. 
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of pursuing confounds. When an explanation in cognitive science gains widespread 

acceptance, we may be confident that it is underwritten by an inferential account that 

specifies the rational transactions that occur between representations. The explanation is 

sustained by a judgment of the rationality of the account. That is why we cannot mistake 

explanation in cognitive science for a purely descriptive enterprise. 

I wish to draw an explicit and detailed comparison between naturalized epistemic 

explanation and traditional epistemology in a single domain in the next chapter, but it will 

be useful here to have at least one case study of psychological explanation with my 

reconstruction of the pattern of explanation highlighted. In the next section, we take a 

(relatively) simple example from the cognitive science literature to investigate how 

naturalized epistemic explanation takes place. My selection is not meant to feature an area 

of research of any particular interest to the epistemologist. Instead, I am merely offering an 

illustration of the methodology for epistemology that I endorse. 

3. Epistemic explanation of the psychology of expert problem solving in chess 

A traditional focus of psychology has been explaining how intelligent actors solve 

problems. Establishing problem solving as an area of interest covers the first step of the 

pattern of explanation in cognitive science, as a behavior that seems to require intelligence 

has been isolated. Problem solving is refined by looking at the problem solving abilities of 

recognized experts in a field, as they may exhibit interesting features or refinements of the 

more general human and infra-human ability to solve problems. One interesting subdomain 

in research on expert problem solving is expert chess play.'^ The vigorous research into 

My discussion relies on the general account found in Stillings et al. (1995, pp. 132-4). Also see 
(Anderson, 1995, p. 292-3; Pinker, 1997, p. 137). 
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this otherwise peripheral behavior is in part due to the mystique surrounding chess as well 

as the fact that, famously, chess could not possibly be played by exhaustively and 

mechanically searching through the space of possible moves and counter-moves. So the 

cognitive scientist is faced with a limited and narrow domain that still very much requires 

intelligence, in the sense of goal-oriented behavior. Thus, step two has been achieved. 

The cognitive scientist has isolated what seems to be a tractable subdomain of problem 

solving. 

The input to the expert chess problem solver is circumscribed and well understood: 

The chess player perceives the state of the board, and has a representation of the legal 

moves for each of the chess pieces. Likewise, the output of the system is tightly 

constrained. The chess player must issue moves that are oriented toward the goal of 

winning before losing. The psychologist is pressed to propose a sequence of 

manipulations of representations that explain how the chess player gets from the input to 

the output. Since the expert, by definition, plays better than the average chess player we 

might initially suppose that she searches more of the space of possible moves than the 

average player does. There are two ways to search more of the space. The expert might 

follow branches in the space of moves more deeply than the average player does by looking 

ahead, say, six rather than two exchanges of play. Or the expert might check more 

branches than the average player does (by following three-deep the Queen's moves, the 

rooks' moves and the knights' moves). Alternatively, we might suppose that the expert 

searches the space of possible moves much faster than does the average player. 

What is the epistemological part, if any, of this story so far? For this domain, that 

the norms are tightly prescribed hides the fact that we have already engaged in epistemic 

explanation. The rules of chess exhaust the licensed rules of inference if we subtract out 
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the perceptual and motoric components of the capacity for playing chess. Given a 

representation of the board and the pieces, each piece has a range of options that it is 

allowed to follow. This range is captured by discrete rules for each piece. This range of 

moves for each piece is what comprises the space of possible moves, which we have used 

above to express some possibilities regarding expert chess play. The psychologist 

presumes that for any legal state of any game, there is a best sequence of moves (steps in a 

chess inference) for each player. The rational move in a chess game is the next move in 

this best sequence. Resource constraints limit human chess players from knowing this best 

sequence of moves, but the psychologist can attribute sub-optimally rational processes to 

chess players. The psychologist, above, somewhat simple-mindedly attributes to players 

representations that are degenerate approximations of the best sequence of moves where 

degenerate' means 'limited in the search space.' On the account to this point, experts" 

approximations are better than average players' approximations on these degenerate 

dimensions. They are degenerate in that they are limited in depth and breadth and limited in 

speed. But they are not degenerate in the sense that they are irrational. The credentials of 

the inferential sketch we have given should be fairly easy to develop and assess, provided 

there is evidence that expert chess players engage in this cognitive process. At this point 

the cognitive scientist will postulate representations of each of the chess pieces, 

representations of each of their legal manipulations, and a representation of the board. We 

are now in the third step of the explanatory pattern of cognitive science. We have identified 

representations and possible sequences of interactions that would explain expert chess play. 

Returning to our psychologist's plight, she needs to determine if any of her 

hypotheses regarding experts ('deeper-search,' 'broader-search' or 'faster-search') are 

borne out. That is, she must pursue the fourth step of our pattern of cognitive science 

explanation. Research by de Groot (1965) follows just this line. He was able to show that 

experts do not engage in deeper, broader or faster search. This presents the psychologist 
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with an interesting challenge. The cognitive scientist engaging in epistemic explanation has 

started out with an account of an inferentially cogent sequence of representation 

manipulations to attribute to the expert chess player. This inferentially cogent sequence is 

composed of the subset of legal moves of chess that the player can take into consideration 

given a state of the board. Further, the epistemic explanation has advanced a claim about 

the difference between expert and novice chess players, namely that the manipulations are 

either deeper, broader or faster. Experimental evidence, unfortunately, has shown that the 

sequence thus described does not account for the intelligent behaviors. The psychologist 

must then return to step three and propose a new sequence. This may very well require 

identifying new representations. 

De Groot tested the hypothesis that expert chess players had a better visual memory 

for states of a chess board. His familiar results show that, given a 2 to 10 second glance of 

a chess board with about 25 pieces, grand masters are able to reconstruct the board with 

over 90 percent accuracy, while novices performed at little better than 30 percent accuracy. 

Chase and Simon (1973) showed that the advantage of the experts disappeared, however, 

when the chess board contained pieces that were placed randomly on the board, rather than 

in a configuration that was possible from an actual game (for example, it is impossible to 

have a line of six pawns placed vertically on board). 

The explanation for chess expertise, then, seems to have more to do with the 

expert's ability to remember chess configurations than their ability to relax some of the 

resource constraints on deploying moves through a space of legal possibilities. The claim 

seems plausible as a hypothesis about cognition only insofar we can think of a sequence of 

representation manipulations that would yield both (i) expertise in chess and (ii) 

dramatically greater memory for plausible chess configurations, since these are each 

exhibited by chess experts. A sequence that satisfies these desiderata is unrelated to the 

rules of chess. Another way of putting this is that de Groot's experiments prove that expert 
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chess players are not better at following the rules of chess; they are not faster, or broader 

or deeper in their search of the space licensed by the rules.^ Their rationality must 

therefore come from something else. We can now see in full glory the crucial role of 

epistemic explanation in cognitive science. 

Chase and Simon proposed that expert chess play was the result of highly refined 

and specific perceptual learning of legal states of chess boards. They hypothesized that 

experts can recall complete states of chess boards by chunking them into six or seven 

clusters of pieces, and that their ability to do this was due to long experience with chess 

games.^'' The choice of six or seven reflects the well-confirmed limit of working memory. 

Chase and Simon then videotaped experts performing the task of reconstructing the chess 

boards that they had glanced at. They timed the intervals between successive piece 

placements and found that bursts of activity with a very short time between placing pieces 

were separated by longer intervals. Experts did not exhibit a pattem of placing pieces such 

that each piece was methodically retrieved from a memory of the global state of the board. 

Chase and Simon's hypothesis was confirmed, as the experimental data suggested that 

subjects retrieve chunks from memory and the 'between chunk' time is longer than the 

'within chunk' placement time. 

To complete the explanation, we now owe an account of the sequence of 

representation manipulations that express expert chess playing. Suppose that each chess 

And this is why brute-force methods of chess playing implemented in computers were relatively late in 
catching up to the play of grand masters. Chess is such that improvements in depth, breadth or speed of 
search must be astronomical to match improvement in visual memory. Similar results have been found for 
Go (Reitman. 1976) and Bridge (Engle & Bukstcl, 1978). 

Siillings et al. invite us to compare this skill with our ability to remember the phrase our daisies took a 
beating in the thunderstorm with ora setoaet ntie h nesomud ii sok baignhtudrtr, after a short exposure. Wc 
are, of course, much better at recalling the phrase that we can chunk into eight perceptual groupmgs. 
namely, words. This is because of our extensive experience with the English language (1995. p. 133). It 
might plausibly be thought that our better recall is due to the semantic character of the first phrase. It ts 
easy to show, though, that we have better recall even for phrases that do not make sense (e.g., honey 
blindingly greens on insubstantial the) than we do for letter sequences that cannot be grouped into words. 
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piece has its own representation. For the sake of simpUcity, I will presume that this 

representation is a symbol, although I noted in the last chapter that I am not committed to. 

nor is cognitive science committed to, representations being symbolic. So suppose that 

each chess piece has a mental symbol. In addition to these representations, there are 

representations of the legal moves of each of the pieces as well as a representation of the 

board and every piece's location on the board. Add to this list representations in memory 

of past board states 'chunked' into a tractable number of patterns. Contemporar} 

experimental research seems to show that chess play is achieved through a search through 

the representations in memory against a representation of the current state of the board. 

The current board state is compared to the board state in memory via some similarity 

metric. Contrary to our earlier hypotlieses about expert chess play, the rules may not be 

relevant at all, except that they were a crucial component in building up the early repertoire 

of board states in memory. The explanatory credentials of each putative step in the 

manipulation of representations is underwritten by our feeling that that step would reach the 

goal of playing a good game of chess insofar as a good play is revealed by the empirical 

study of experts. That is, our evidence that each step is as we claim it is is that it would 

explain the experimental data and it would yield intelligent behavior. 

Of course, things are likely to be very much more complicated than this. A full 

blown explanation of expert chess will need to have some general account of similarity 

comparisons and will need to specify how representations are sorted, chunked and 

accessed. An expert chess player may very well have representations that somehow 

express her opponents' strengths and weaknesses, or may have representations of other 

sorts. But we can already see the method of naturalized epistemic explanation taking place. 

The key is the interplay between step three and step four in cognitive science explanation. 

It is an interplay of attributions of rationality an empirical data. 
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4. Epistemic Explanation as Naturalized Epistemology 

What does all of this have to do with epistemology? In chapter two I identified 

three types of methodological naturalism. The first was comparative methodological 

naturalism. This kind of naturalism appeals to non-empirical means to identify 

epistemological virtue, and then turns to empirical means to determine the extent to which 

our actual cognition fits epistemological virtue. The second kind of view we characterized 

was best-fit methodological naturalism. In best-fit naturalism, non-empirical means are 

used to identify epistemological virtue and then empirical means are used to determine 

which of cognitive practices constitutes the best fit to epistemological virtue. Finally, we 

looked at identificatory methodology naturalism, which aims to use empirical means to 

determine what our conception of epistemic virtue is. Each of these three types attempt to 

preserve a normative comf>onent in epistemology while introducing a naturalistic constraint 

into theorizing about human intellectual flourishing. 

I now wish to present a fourth possibility. Let us call the interplay between 

attributions of rationality and the constraining force of empirical data be epistemic 

explcmationism: 

Epistemic explanationism: use science to determine the behaviors constitutive of 

human intellectual flourishing, and use non-empirical methods to generate an 

inferential account of the representation manipulations that generate that behavior. 

The non-empirical methods of epistemic explanation will be intuitions about the inferential 
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cogency of particular mental state transactions.'® Philosophical accounts of human 

intellectual flourishing need to take into account the causal origin of mental states that we 

are evaluating, but this does not demand that the theory underlying the causal analysis of 

the quality of belief is solely a causal theory. Epistemic explanations offered by cognitive 

science meet the demand that we give an at least partly causal and naturalistic account of 

intelligent behavior. But the 'partly' of the last sentence is important. The appraisal of a 

system that leads to us thinking that it is cognitive is an epistemological appraisal. 

Psychological explanations are aimed at given an inferential characterization of a capacity. 

We must possess a theory of rationality prior to conducting cognitive science and that is the 

place for the traditional epistemic enterprise of securing a theory of human intellectual 

flourishing. 

In my view, naturalized epistemology is the processes of generating psychological 

explanations of human behaviors. As we have seen above, psychological explanations — 

in order to be psychological explanations — are evaluative and normative. These elements 

of psychological explanation stand alongside our more familiar conception of psychology 

where the causal transactions between mental states take center stage. My position is that 

the basic motivation behind naturalism is laudable. Rather than inviting the contribution of 

a posteriori inquiry regarded as autonomous from epistemology, however, naturalism 

requires that we amend our metaepistemological method. The most acceptable way to 

respect naturalism in epistemology is to engage in ascriptions of rationality to natural 

cognitive systems in their full complexity. This methodology is different from traditional 

epistemology because it attributes rationality to set of behaviors that are carefully 

Determining the nature of intuitions and their role in philosophical inquiry is a project that has been 
recently attracting more attention (DePaul and Ramsey, 1998; Pust, 1997). I do not take a stand on this 
issue here, although in Pollock and Cruz (in press), we treat intuitions as an expression of a compentence 
theory of rationality that is contingent but necessarily true. 
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circumscribed on the basis of experimental results and observations. The methodology of 

intuitions is based on simple intuitive responses to simple cases. The debate between 

naturalized and non-naturalized epistemology, if there is to be any debate at all. will be 

about the parameters and domain of our assessments of rationality in an intellectually 

flourishing agent. I urge that that domain should be the empirical results of cognitive 

science while the method should be our intuitions about the inferential cogency of mental 

processes. The proper metaepistemology derives from the norms of psychological 

explanation in the cognitive sciences. These norms 'encode' our theory of human 

intellectual flourishing. This is what enables the normative assessment of the inferential 

relations that must be in place in order for a capacity to be viewed as cognitive. So, due to 

the nature of explanation in psychology, the normativity that is sometimes seen as anathema 

to Quinean naturalism returns. 

While the resulting approach to epistemology is naturalistic, it is distinct from most 

of what is now called naturalized epistemology and owes more to Quine's replacement 

thesis than to Harman, Goldman, and Komblith's use of psychology. This is because one 

of the conclusions that follows from the view I am describing is that the naturalized 

epistemic explanation is already carried out by cognitive scientists. So, I claim that 

epistemology should fall into place as a chapter of cognitive psychology and that 

epistemological questions are answered by cognitive scientists. If we seek Sellars' aim to 

provide a synthetic account of the manifest and the scientific we will want to respect the 

core causal element of the realistic principle while retaining the ability to ascribe 

inferentially cogent transformations to an intelligent system. 

There may be some concern about how seriously I mean for this view to be taken. 

Should epistemologists simply cease their enterprise and either become cognitive scientists 

or move on to other philosophical pursuits? Naturally, on this question I am ambivalent. 

My position is not that no progress can be made in epistemology when it is conducted in 
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the manifest image. Intuitive responses to cases is one way of illuminating our epistemic 

norms. My claim is that this methodology is always going to be prevented from 

incorporating the naturalist's key insight, namely that epistemic relations are not solely 

evidential but are at least partly causal. In order to capture this insight at the metaepistemic 

level, the philosopher interested in human intellectual achievement should find herself 

interested in psychological explanations. To the extent that it is realistic for her to pursue 

rigorous research on psychological capacities, she should welcome the opportunity. 

We ended the last chapter with a challenge to articulate precisely how epistemic 

explanations are embedded in psychology and how the methods of cognitive science could 

be applied to more familiar epistemological issues. There are two ways to specify my view 

of naturalized epistemology. The first is to state as carefully as possible the sort of 

metaepistemic method that I claim cognitive scientists pursue and to describe how 

epistemologists might unify their efforts with this method. Epistemology's methodology 

of intuitions is. after all, relatively clear in its application even if (as I suspect) its 

explanatory status is less well understood. We should demand that a rival to this 

methodology be at least equally well understood. One way, then, to offer a methodological 

alternative is to explain in general how it is carried out. I try to meet that challenge above. 

The second way to pursue my favored metaepistemology is to treat a specific, detailed 

instance of an epistemological question according to that proposal. This would involve 

taking a particular issue that has been widely discussed by epistemologists and subjecting it 

to naturalized epistemic explanation. So, in the next chapter will treat in detail an issue that 

has been of interest to epistemologists, namely epistemic access. 



187 

CHAPTER FIVE: 

EPISTEMOLOGY & PSYCHOLOGICAL ACCESS 

One difference between my naturalistic view and Quine's is that I conceive of 

psychological explanations as thoroughly epistemic, as they rely on an intuitive view of 

when putatively cognitive systems instantiate a rationale. I view this as a positive result for 

the replacement thesis in epistemology, as the loss of normativity is the primary objection 

to Quinean naturalism as an epistemological doctrine. I have attempted to articulate a 

version of naturalism at a metaepistemic level that brings it back. It still remains to be seen, 

though, how characteristic debates in contemporary epistemology will unfold. 

This chapter begins the exploration of how my view compares to conventional 

epistemology in an important domain. We will focus on belief, the mental entity that has 

traditionally played the most prominent role in epistemology, especially in the theory of 

justification. Beliefs appear as legitimate entities in both the folk conception of the mind 

and the scientific conception of the mind. I will urge, however, that beliefs have different 

properties with respect to a theory of belief quality depending on which image of the mind 

one adopts. 

For many traditional epistemological views, one capacity that the mind is alleged to 

have is access to the quality of a belief. The degree and nature of accessibility demanded 

will vary from theory to theory. Likewise, and as we saw in Chapter One, just what 

determines quality varies from theory to theory. For example, in foundationalist theories, 

being related in a disciplined way to a foundational or basic belief is what makes a non-

basic belief justified. On the other hand, in coherence theories, being coherent with other 

beliefs in a belief corpus is what makes a belief justified. We may ask whether the 
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expectations about access required to enable the theory accurately reflect our actual degree 

of access as revealed by the science of the mind. I will argue that, on the issue of access to 

our minds, there is an epistemologically significant mismatch between the folk conception 

and the scientific conception. My claim is that the manifest conception of the mind 

postulates a higher degree of access to the justificatory credentials of our beliefs than the 

best current science indicates. Since the epistemologist is framing her theory using the 

resources of manifest psychology, she does not realize that the access constraints she is 

postulating are unrealistic vis-a-vis science. 

This has two kinds of consequences. On the one hand, this sometimes has the 

consequence that traditional epistemological theories making unreasonable demands on 

epistemic access because of intuitive response to cases. A belief will be justified on these 

theories in case the reflective agent has high access to the features that fix the quality of that 

belief. On the other hand, the manifest image on the nature of our access to the quality of 

our beliefs has sometimes led to what I claim are ultimately unconvincing objections to low 

access epistemological theories. I will define high and low access epistemologies with 

greater precision below. Note now that high access theories are ones that are relatively 

demanding on how much access the agent needs to have to the quality of her beliefs. These 

will tend to be internalist theories. Low access theories claim that someone can have 

knowledge or justified beliefs even though she has relatively little access to the features of 

that belief that make it of high quality. We will investigate both these strands. 

Replacing the traditional epistemological methodology with my epistemic 

explanationism yields dramatic differences on the topic of belief access. I aim to place the 

literature in epistemology alongside the literature in psychology. Since I view 

psychological explanation as a kind of epistemic explanation, the conclusion I want to draw 

is that the psychological research itself achieves the goals of the epistemological literature. 

In this way, we can replace epistemological theorizing about belief access with 
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psychological theorizing about belief access. My strategy is as follows.'^ First, I will 

offer a taxonomy of access commitments in epistemology. This will allow us to locate 

particular epistemological views within a common framework of access commitments. We 

will then look to several prominent debates on knowledge and justification with an eye 

toward the access requirements made in those dialogues to illustrate just how crucial this 

issue is in contemporary epistemology. In this section, we will be tracing how access 

issues have been used both to motivate positive views and to generate objections to 

competing accounts. 

In the second half of this chapter we will review the data from cognitive science. A 

significant body of contemporary research attempts to illuminate the level of access that we 

have to the reasons for our judgments. (I, of course, understand this research within the 

framework of epistemic explanationism propounded in the last chapter, so I do not view the 

cognitive science research as wholly a posteriori.) These results suggest that our access to 

the features that fix the quality of our beliefs is much more limited than we 

commonsensically maintain. If many prominent epistemological debates tacitly presuppose 

that we have better access to the justificatory credentials of our beliefs than the best 

scientific evidence indicates, we have uncovered a mismatch between epistemology and the 

My overall approach, if not the details of my case, is presaged in Pollock's brief discussion of access 
issues. He writes. 

It seems clear thai directly accessible properties must be in some sense "psychological,' but I doubt 
we can say much more than that from the comfort of the armchair. What properties are directly 
accessible is an empirical question to be answered by psychologists. Despite the fact that we do 
not have a general characterization of direct accessibility, it is perfectly clear in many specific cases 
that particular properties to which philosophers have appealed are not directly accessible (1986, p. 
137). 

See also (Baergen, 1995; Clarke, 1990; Henderson, 1995; Komblith, 1989a). Baergen, especially, seems to 
be on the right track: "Experiments in psychology indicate that there are introspective illusions, just as 
there arc visual illusions. TTiese vitiate our access both to our mental states and to our mental processes' 
(p. 35). He then goes on to discuss this evidence in detail. Although he is explicit in his endorsement of 
the conclusion I pursue, he neglects to appreciate the important possibility that our intuitions about 
justification (and belief quality in general) might need to be respected regardless of the empirical evidence (p. 
39). It seems that most internalists are driven by just this possibility, especially in light of their 
suspicions of naturalism. 
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results of science. My discussion should not be detached from the larger context of this 

essay. I have been arguing that psychological explanations are normative, evaluative 

theories of human intellectual flourishing. The scientific image of the mind will provide a 

direct alternative to traditional epistemology on the issue of belief access without any loss in 

ambition. 

1. Access in Epistemology 

Thus far, the notion of access has been left vague. It will be useful to introduce a 

greater degree of precision in our study of access commitments in epistemology. Let us 

distinguish three broad grades of access — low, intermediate, and high — and scout some 

of the within-grade shades of access. 

Low Access 

Above, we briefly glossed what traditional foundation theories or coherence 

theories might propose as setting the justificatory credentials of a belief. The present 

section is concerned with providing a framework for judging how much access to the 

justificatory credentials of a belief a theory demands. For understanding low-access, 

consider the dichotomy in epistemology between intemalism versus extemalisni. Where 

the two camps were introduced in Chapter One, it was noted that there is widespread 

disagreement on what intemalism or extemalism amounts to. Still, to help see in broad 

outline the types of commitment on access that are possible, we will concentrate on a 

relatively uncontentious feature of extemalism. What critics and advocates alike typically 

mean when they describe a theory as externalist is that the property of a belief that makes it 

justified or unjustified — that, in our parlance, sets its quality — is not the sort of property 
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that the believer is in a position to detect the presence or absence of by using reflection 

alone (Steup, 1996). In the best-known account of an externalist theory of justification, 

that property is being the product of a reliable cognitive process, or, less formally, 

reliability (Goldman, 1979). As reliability is an objective measure of the tendency of a 

process to yield true belief, the believer herself is not in most cases liable to possess 

information about reliability. Further, typically no third party will have access to 

information about the reliability of a belief. According to simple extemalism, however, 

these facts are irrelevant to justification. An agent can be justified in her belief even if no 

one has the ability to detect the property that sets justificatory credentials. This would be a 

no-access epistemology and represents the weakest or lowest access requirement, namely, 

none. 

Abstracting from the myriad of details of any particular extemalist theory, we can 

summarize this low access requirement. A person will be justified if she meets the non-

access requirements of the theory even if she: 

(LI) Cannot detect the properties that fix positively the justificatory credentials of 

the belief, and no other party could detect those properties either. 

A theory with a low-access requirement does not state that the believer must not have 

access to the justificatory credentials of her belief. It merely claims that she may not and 

that this fact will not affect whether or not she is justified in holding a belief, nor the degree 

to which she is justified in holding a belief. This categorical commitment on access would 

only be found in a radically extemalist theory. 

I know of no theory of justification that endorses such a categorical strategy. There are a number of 
ways to weaken (LI) that are still substantially in the spirit of (LI). Some extemalist theories demand that, 
even though a believer need not have access to the presence of the property that sets justificatory credentials 
positively, she must not — on pain of being unjustified — have access to information that shows that her 
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In (LI), the ability to delect a property of a belief is not made precise. In general, 

the effort that is required for detect some property of a belief can range from 

straightforward immediate introspection to lengthy scientific experimentation. I will not 

present the elements of low-access that vary on the spectrum between introspection and 

experimentation. (LI) rejects all of these in maintaining that even if no amount of effort 

could reveal justificatory credentials, a belief might be justified. 

Intennediate Access 

Though this approach has not been pursued in any depth in the literature, an 

intermediate position would hold that the relevant investigator of the properties that set the 

justificatory credentials of a belief may be either the believer or some other party, but that 

one or the other must have some manner of access. Successful third party access without 

first person access thereby becomes a possibility. For example, it might be the case that a 

skilled psychotherapist has access to the reasons that a patient has for fearing airplane 

travel. For the patient himself, the fear might rear its head spontaneously and he may have 

no view on why he becomes nervous. Further, within this grade, the justification of a 

belief may rely on whether the relevant investigator has detected the properties that fix the 

justificatory credentials of the belief, or the relevant investigator could detect the properties. 

These two degrees of freedom provide for four grades of access within the intermediate 

position. That is, possible intermediate access epistemologies maintain that the believer is 

justified if she meets the non-access requirements of the theory, even if she: 

(II) Cannot (consciously) detect the properties that fix positively the justificatory 

belief does not have the (or a) positive property. See, for example, Goldman (1986, pp. 62-63) where this 
i.s cast in terms of believing that a belief was the result of an unreliable process, even if it was not. I 
discussed this in Chapter One. 
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credentials of the belief, while some other party could detect those properties. 

(12) Cannot (consciously) detect the properties that set the justificatory credentials 

of the belief, while some other party has detected those properties. 

(13) Has not (consciously) detected the properties that set the justificatory 

credentials of a belief, while some other party could detect those properties. 

(14) Has not (consciously) detected the properties that fix positively the 

justificatory credentials of a belief, while some other party has detected those 

properties. 

In (13) and (14), 'has not' should be read as including the suppressed clause, 'but could.' 

The variety of senses of detection would be distinguished by specific theories, and will 

provide for shades within intermediate-access epistemologies. 

High-Access 

Finally, one could hold that the believer needs to be able to detect whether her belief 

has the property that fixes the justificatory credentials of her belief. Access in this sense 

does not include the sort of access that a third party might have to the justificatory 

credentials of a belief. Possible high-access epistemologies maintain that a believer is 

justified if she meets the non-access requirements of the theory and if she: 

(HI) Is able to (consciously) detect the properties that fix positively the 

justificatory credentials of the belief. 
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(H2) Has herself (consciously) detected the properties that fix positively the 

justificatory credentials of the belief. 

There is significant ambiguity in 'is able to' in (HI). For the moment, it will be understood 

as able in any way'; actual (H1) epistemologies, as we shall find in the next section, will 

typically put more strict limits on the ability to consciously detect justification fixing 

properties. 

Though obviously schematic and incomplete, the above taxonomy sheds light on 

some well-known debates in the epistemological literature. Intuitions that track high-access 

expectation have sometimes been used against proposals that are intrinsically low-access. 

For example, some thirty years ago, there was a debate in epistemology on whether belief 

was required for knowledge. Radford (1966) offered the example of Jean, who is able to 

produce what he himself takes to be guesses on trivia on English history. Jean does not 

believe that his pronouncements are correct, but several of them are. The question Radford 

and others posed was. Does Jean know the date of Queen Elizabeth's death, if he offers it 

correctly? The puzzle caught on, and generated a lively debate (Annis, 1969; Armstrong, 

1969; Lehrer. 1968). 

Intuitions surely vary on the Jean case. On the one hand, getting the date of the 

monarch's death correct purely by guessing is not likely. This feature is in part what 

motivated Radford in constructing the case: No one could get the date right by merely 

guessing, so Jean must know. For many, the proper assessment varies according to how 

the case is developed beyond what Radford gives. Some will say that if Jean keeps 

producing the correct date, he does know it, and he also believes it, despite his coy 

protestations. If Jean only once unconfidently guesses, he may not believe it, but, too, he 

does not know it. I am tempted by just this hedge. Armstrong (1969) responds to the Jean 

case with a clever argument that expands on that hedge. Armsu-ong shows that there are 
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cases like the Jean case where we would not be inclined to ascribe knowledge. Suppose 

that Jean is asked the date of Queen Elizabeth's death, and he "guesses" 1603. Suppose 

further that this guess is causally the result of his having learned the date a long time ago. 

though he has long since forgotten the lesson. Unfortunately, he learned 1306 as the right 

date due to a misprint in a textbook. When asked to produce the date now, he is 

/Tz/^remembering the date as 1603. This is not, according to Armstrong, a case of 

knowledge, but rather mere true belief (p. 32). What is it, though, that the original 

Radford remembering case and the Armstrong misremembering case have in common? 

Armstrong concludes that it can only be belief that links the cases, so that the original Jean 

case contained belief, too. Armstrong seals his rebuttal of Radford by pointing out that 

before we determine if a case before us is a genuine remembering case versus a 

misremembering case, we should hold that it is a case of true belief that might be 

knowledge. And if it is knowledge, it is surely not because the belief component had been 

subtracted out. 

The above debate, however, has a curious cast. The criticisms of Radford's view 

only make sense on a conception of knowledge where one cannot have knowledge without 

being aware of some informational mental state that speaks to the high quality of the 

response given to the question, when did Queen Elizabeth die? But this, I claim, is only 

persuasive within a manifest conception of psychology. If one adheres to the stringent 

expectation that knowledge must have some accessible high quality component in order to 

be knowledge, than Radford's case is likely to seem not a case of knowledge. If the 

scientific image of mind works with a more permissive sense of knowledge, then 

judgments about the Radford case may be swayed.'®' 

The spirit of this diagnosis of the Radford debate was suggested to me by Keith Lehrer, in 
conversation. He maintains that Jean does not have knowledge because Jean does not accept his belief 
(1990. pp. 32-8). 
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In another and more recent example of intuitions that drive the rejection of low 

access views, Lehrer (1990) offers the case of Truetemp, a person who is able to accurately 

measure air temperature due to a reliable device that has secretly been placed in his head. 

Truetemp has no idea how he arrives at his temperature beliefs; they just occur to him. 

Furthermore, he does not bother to check thermometers to gauge the accuracy of his 

judgments. He simply accepts them. On some reliabiiist externalist accounts of 

justification, Truetemp's beliefs are justified because they are the result of a truth-tracking 

process. Lehrer alleges that intuitively Truetemp's beliefs are not justified because his 

acceptance is not based on beliefs about the reliability of his temperature judgments. This, 

according to Lehrer, helps to illustrate that "a person who has no idea that her beliefs are 

caused or causally sustained by a reliable belief-forming process might fail to know 

because of her ignorance of this" (p. 162.). Although Lehrer phrases his remarks as 

making a claim about knowledge, his worries are better read as applying to justification. 

Lehrer's worry is that, if a believer is not able to determine whether her belief possesses the 

property that fixes positively the justificatory credentials of a belief, she is not justified. 

In this passage, at least, Lehrer is implicitly committed to (H2). (HI) presumably 

will not satisfy Lehrer because he focuses on Truetemp's actual ignorance; Truetemp has 

not bothered to check the accuracy of his temperature judgments, but he could. On (H1), 

Truetemp's ability to check the accuracy of his temperature judgments would render him 

justified, so Lehrer, who views Truetemp as unjustified, must have in mind (H2). 

In a similar vein, Bonjour claims that Norman, who has reliable clairvoyance but 

has no beliefs at all about clairvoyance, is intuitively unjustified (1980, p. 62; 1985. p. 

41). Recall the Norman case, already introduced in the first chapter. An unadomed 

version of reliabilism holds that a person is justified in her belief that p just in case p is the 

product of a reliable psychological process. Bonjour's Norman has reliable clairvoyance 

and believes that he has clairvoyance, but lacks any justification for that belief One day 
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Norman comes to believe that the President is in New York City. Bonjour claims that our 

intuitive response is that Norman, in the absence of any justification for his belief in his 

own clairvoyance, is irrational to accept his belief that the President is in New York. Since 

reliabilism claims that Norman is justified in that belief, reliabilism gives the intuitively 

wrong results. This is because Norman has no reason to trust his clairvoyance. So, 

according to Bonjour, reliabilism fails to illuminate a sufficient condition on justification 

because, by this reconstruction, Norman fails to attain (H2). 

Haack argues that reliabilism also fails to provide a necessary condition on 

justification. In her example, Nigel's vision is reliable but his eye-doctor tells him it is not 

(Haack. 1993). Suppose that Nigel forms a belief about his distal environment; that. say. 

there is a stop sign ten meters away. Intuitively, we are told, he is not justified in this 

belief. Haack provides a twist in that her example attempts to show that having access to 

the alleged property that fixes negatively the justificatory credentials of a belief renders a 

believer unjustified. 

The Norman and Nigel cases seem to have the widespread endorsement of 

epistemologists, suggesting that they share the intuitions of Bonjour and Haack. Goldman, 

for instance, has tried to respond directly to the Norman case (1986). I am not completely 

convinced, however. My intuitions are highly responsive to the way in which the question 

is being asked. It seems that implicit in the discussion is some conception of human 

intellectual nourishing that is more demanding than coming to veridical beliefs. The nature 

of this deeper demand is unclear. Later in the chapter, where I try to diagnose the 

seduction of high-access epistemologies, I will have more to say about the conception of 

intellectual flourishing that seems to motivate the intuitions of epistemologists like Bonjour 

and Haack. It should be pointed out here, though, that it does not seem that the intuitions 

have anything like the unassailable status that has been accorded to them. 

Low-access theories such as reliabilism are not the only target of access based 
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criticism. In his positive theory, Bonjour articulates a conception of empirical justification 

that posits access to the contents of our mind. Bonjour demands that to be justified in 

holding a belief, an agent will have to accept that that belief is coherent with the rest of her 

beliefs. The mere fact of coherence, if it is a fact, is insufficient. This claim is offered as 

the fourth condition that must be satisfied for justification on his coherentist account. 

...The person must have a reflective grasp of the fact that his system of beliefs 

satisfies the third condition, and this reflective grasp must be, ultimately but 

perhaps only very implicitly, the reason why he continues to accept the belief 

whose justification is in question. ...Whether the person must also have such a 

reflective grasp of the fact that the other conditions, especially condition two. are 

satisfied is less clear (p. 155). 

So. some access to the fact of coherence is necessary.'"- Bonjour supposes that believers 

do have such access, a supposition he calls the doxastic presumption. 

Komblith's well known (1989b) objections to coherentism are based on access 

considerations. They derive from the insight that the psychological resources available to 

check the consistency of a large corpus of beliefs are scant. Coherentism, according to 

Komblith, falters where it demands ei7/ier conscious or subconscious determinations of 

coherence. To see this, focus on a single necessary condition for coherence, logical 

consistency. The question then becomes whether an agent can realize the demands of 

detecting the logical consistency of a belief corpus. Komblith reads Bonjour's internalist 

version of coherentism as holding that beliefs and their coherence relations must be 

consciously cognitively accessible to the agent in question. Conscious accessibility to 

coherence, however, is especially implausible psychologically. Even the most careful and 

Bonjour raises the possibility of a theory where no access to the coherence of the belief corpus is 
nccessary. This would an externalist coherentism and. thus, a low-access episiemology. Bonjour rejects 
this for the same reasons he rejects extemalism in general (p. 101). 
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reflective agent will find it difficult to uncover subtle inconsistencies in a vast collected of 

believed sentences about the world. 

Komblith's criticism can be viewed as claiming that Bonjour advertises his theory 

as a type (HI) or (H2) account, but the theory actually is, at best, an (II) account. It is an 

(II) account because — as far as consciously detecting consistency — Komblith argues 

persuasively that the believer cannot herself attempt to detect consistency. This leaves open 

the possibility that someone else could detect consistency. Anticipating this, Komblith 

immediately moves on to an argument that shows that Bonjour is not even entitled to an 

(II) account. 

Extending Komblith's argument a bit, we find that it will be little help for Bonjour 

to retreat to a mechanism that is subconsciously sensitive to consistency or to an account 

where someone else is sensitive to the consistency of the belief corpus. The computational 

demands on consistency detection will quickly outstrip the abilities of any algorithmically 

driven cognitive mechanism within or outside the believer. This objection adapts 

Chemiak's earlier insights on the nature of rationality (1986). Chemiak shows that 

assessing logical consistency is too arduous for human cognizers — or any other real-time 

computational device — to realize. We are invited to consider a device that detects 

consistency by constructing a truth-table. For n atomic letters (each corresponding to a 

believed sentence), the truth table will be 2^ lines long. Chemiak goes on to say. 

Given the difficulties in individuating beliefs, it is not easy to estimate the number 

of logically independent atomic proposition in a typical human belief system, but 

138 seems much too low — too "small minded." Yet suppose that each line of the 

truth table for the conjunction of all these beliefs can be checked in the time a light 

ray takes to traverse the diameter of a proton, an appropriate cycle time for an ideal 

computer. At this maximum speed, a consistency test of this very modest belief 

system would require more time than the estimated twenty billion years from the 
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dawn of the universe to the present (quoted in Komblith 1989b, p. 211). 

Insofar as coherentism supposes the ability to consciously or subconsciously assess 

consistency, the view appears to face massive difficulties. In our terminology, Kornblith's 

stronger argument alleges that Bonjour's high-access coherentism falters where access lo 

the fact of coherence is demanded. 

Henderson (1994; 1995) has recently scouted an objection similar to Kornblith's 

but based on a more sophisticated apparatus. He starts from the traditional objection to 

coherentist strategies that alleges that there is no place for input from outside the system of 

beliefs. The force of this isolation objection is the insight that, if coherentism purpons to 

be an account of the structure of justification for our empirical beliefs, there must some way 

that the world can enter into the doxastic network. In response. Bonjour assigns in his 

theory a special relevance for cognitively spontaneous beliefs.Cognitively spontaneous 

beliefs are beliefs that arise non-inferentially. The output of the perceptual system 

comprises the most discussed of these cognitively spontaneous beliefs, but memory beliefs 

and beliefs resulting from introspection will be included as well. Cognitively Spontaneous 

believes must ultimately be justified inferentially despite their non-inferential etiology; only 

after such a belief is justified inferentially will it be epistemically certified. Still, the laws 

that Bonjour alludes to above ensure that the cognizer will always take special care shaping 

justificatory relations around cognitively spontaneous beliefs. Henderson gamely approves 

of this addition to the coherentist web to meet the isolation objection. 

We now have available, however, the materials for an objection that Henderson 

sees as fatal to coherentism. If the coherentist understands the laws that govern the 

Bonjour writes, "...A coherence theory of empirical justification must require that in order for the 
beliefs of a cognitive system to be even candidates for empirical justification, that system must contain 
laws attributing a high degree of reliability to a reasonable variety of cognitively spontaneous beliefs 
(including in particular those kinds of introspective beliefs that are required for the recognition of other 
cognitively spontaneous beliefs)" (p. 141). 
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treatment of cognitively spontaneous beliefs as explicit in justificatory argumentation, a 

violation of plausible psychological resources occurs. Henderson complains that 

consciously instantiating this argument would be "fairly demanding" (p. 635). Henderson 

therefore proposes a modification of coherentism in the spirit of rescuing the view, yielding 

sophisticated coherentism. This version should no longer demand that the agent have full 

and explicit access to her cognitive processing to articulate the justificatory conditions of 

her beliefs. She will be epistemically praiseworthy just in case she has the tools to pursue 

the matter further, if she needs to. The idea is that the disposition to approximate ever more 

nearly Bonjour's simple model is sufficient to confer justification. The simple model is out 

of our cognitive reach, but the possibility of treating the simple model as a personal 

episiemic asymptote seems to rescue coherentism. But Henderson rejects even the 

sophisticated coherentist proposal. Henderson is particularly interested in human 

perception as an avenue to empirical knowledge, and connectionism is especially promising 

in this domain.'®^ That promise comes in part from the impressive speed and the graceful 

degradation of performance in connectionist systems. These virtues will stand front and 

center in any plausible account of object recognition, for instance (Biederman, 1987; 

Hummel, 1992). Henderson presses the access difficulty for the sophisticated coherentist 

view, above, in accounting for perception within the framework of connectionism. The 

output of the perceptual system is an instance par excellence of Bonjour's cognitively 

spontaneous belief. Unfortunately for coherentism, a connectionist-style account of 

perception results in a cognitive system that is capable of performing all sorts of interesting 

and useful compulations, where the very elements computed over are in principle not 

articulatable in terms of beliefs. "In a connectionist network, information is 'stored in the 

weights': rather than being stored in the form of tokens of syntactical sentences inscribed in 

I discussed connectionism in Chapter Three. 
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some memory location and awaiting recall to the central processing unit..." (p. 640). So, 

sophisticated coherentism is short circuited. Sophisticated coherentism requires that an 

agent dispositionally satisfy the demands of simple coherentism better and better through 

more effort and time. But the basic units of connectionist cognition, at least in perception, 

are such that no amount of effort or time will enable an agent to recover in belief form the 

elements that need to be assessed (p. 645). So, there is no way to consciously inferentially 

justify a perceptual belief whose causal etiology involves a connectionist module. The 

difficulty, according to Henderson, is that there is nothing to have access to. 

I conclude tliat access-based objections have been crucial to recent epistemological 

debates, although they have not usually been advertised as such. Intuitions about access 

have been used in the creation of some of the best known and most influential counter 

examples to positive theories. Alone, this role of access would be enough to justify our 

interest in it. Access considerations have also figured prominently, though, in positive 

epistemological views. In high-access epistemologies, the justificatory credentials of a 

belief must be accessible or available to the believer herself. I turn to these next, moving in 

roughly ascending order of demandingness within (H2). 

2. Alston's Internalist Extemalism 

One of the more explicit accounts of the role of access in a theory of justification 

appears in recent work by Alston. Alston's views are in part driven by intuitions about the 

amount of access someone should have to properties that determine the quality of her 

beliefs. 

According to Alston, to be justified in believing that p, belief in p 
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(JG)'°5 Must be based on an adequate ground. 

This coarse characterization, naturally, demands unpacking, and Alston attempts this in his 

"Internalist Extemalism" (1988). The explication of his conception of justification follows 

the natural contours of JG. That is, Alston aims to explain both 'based on grounds' as well 

as the notion of adequacy. The latter notion is briefly cashed out in terms of the objective 

probability that a belief is true given its ground. A ground is adequate in case it sets a high 

probability (p. 232). Since we are primarily concerned with access issues in this chapter. 

Alston's brief gloss on adequacy will do. We will waive the considerable challenge of 

defining adequacy in JG probabilistically. This is a difficulty of Alston's view that he is 

well aware of, and still owes a solution to. 

What of the other aspect of JG that holds that a belief, in order to be justified, must 

be based on grounds? Alston confesses that a fully satisfying characterization of the basing 

relation in epistemology is an elusive goal. As a minimal characterization, though, we find 

that the relationship between grounds and a belief (or an experience) must in some sense be 

a causal relationship (p. 228). Alston does not explicitly offer any arguments in favor of 

this partly causal characterization, but we need not cast about too far to establish its prima 

facie plausibility. 

Merely having evidence — in the sense of having the sentences that express the 

evidence represented as mental states somewhere in one's mind — for a belief that would 

be adequate for that belief without that evidence actually figuring in the production of the 

belief seems insufficient for justification. Suppose that Sherlock Holmes possesses all the 

JG; yustification based on adequate ground. 

I offered a lengthy discussion of this in Chapter Two. The example that follows is an elaboration of 
Goldman (1986. p. 90). See also Komblith (1994. p. 135). 
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evidence for the belief that Moriarity committed the crime. He has perceived all the clues, 

and heard all the testimony. We can imagine that on the basis of this evidence. Holmes 

justifiably believes that Moriarity is the perpetrator. One intuitive gloss of "on the basis of 

is that the mental states that represent the evidence somehow cause Holmes to come to a 

conclusion about Moriarity. In the suitably colloquial sense of deduction that Holmes is 

famous for. he deduces Moriarity's guilt from the evidence. Consider, on the other hand. 

Dr. Watson who has dutifully followed and observed Holmes. Suppose that, having seen 

everything that Holmes has and heard all the testimony Holmes has heard, Watson 

possesses all the evidence that Holmes does. Watson, however, comes to the belief that 

Moriarity is the perpetrator because (i.e., on the basis of the belief that) the name 

'Moriarity' sounds sinister. If all the clues in Watson are psycho-causally inert, and the 

sound of the name is really the only reason Watson has for belief in Moriarity's guilt, we 

are likely to judge Watson as unjustified in his belief. This, again, is because we think the 

evidence must figure causally in the belief. We are able to recognize some intuitive pull in 

holding that the basing relation will likely be, in part, a causal relation. Alston's account of 

justification makes explicit reference, then, to the causal basis of a belief. In order for a 

belief to be justified, it must have the property of having been caused by its ground. 

Not just any causal relation that a belief has will do for the epistemological sense of 

the basing relation. As Alston points out, some determinate physiological state of the brain 

may be part of the causal basis for a belief, but this does not mean that the epistemological 

basis of that belief includes the physiological state. So, being a cause of a belief is a 

necessary but not sufficient condition for something being that beliefs basis. Only certain 

kinds of causal relationships are relevant to the basing relation, and on Alston's view that 

relevance is glossed as a beliefs being guided by beliefs or experiences in the support 

relation. This is most clear in the case of explicit, conscious inference where reasons and 

their relations to a belief are reflected upon, but Alston is quick to |X)int out that 
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consciousness is not required for his conception of the guided basing relation. Subtle cues 

may guide someone's beliefs about my emotional state; her belief that I am upset will then 

be based on the subtle cues and on beliefs about what they indicate, but neither the cues nor 

the beliefs about what they indicate about mood need to be conscious. In Alston's own 

characterization, "Wherever it is clear that a belief is based on another belief or on an 

experience, the belief-forming 'process' or 'mechanism' is taking account of that ground or 

feature thereof, being guided by it, even if this does not involve the conscious utilization of 

a belief in a support relation" (p. 229).'°"' Here, Alston denies that the underlying beliefs 

that comprise the basis need to be conscious. 

That Alston has a robust commitment to a view on access is betrayed by the very 

name of his favored version of intemalism. Alston's is not a wholly internalist view, so 

here we are concentrating on the internalist element of his internalist extemalism. By its 

very nature, the external component is not accessible to the believing agent, so it will not 

feature centrally in this section. Alston proposes three types of intemalism. Of these three 

types, he finds Accessibility Intemalism (AI) most congenial. AI holds that "only that to 

which the subject has cognitive access in some specially strong form can be a justifier ' (p. 

233). In the terminology that I have introduced, Alston holds that justification in part 

tracks a subject's access to the properties that fix positively the justificatory credentials of a 

107 pcrhaps this characterization is minimally adequate for Alston's purpose (he does say that the essay 
from which the passage is drawn is a mere conspectus of his view). But it seems that we will ultimately 
need greater precision to rule out guided basing relations that are a^errawr (see. e.g.. Pollock 1986. p. 37). 
Some causal links that are guiding in Alston's sense will still not be part of the proper epistemological 
causal basis of a belief. For instance, suppose neurosurgeons artificially alter Garcia's psychological 
makeup such that when he believes some complex set of premises, these premises automatically and 
ballistically cause him to believe a long set of steps in a proof leading up to a completely non-obvious but 
valid entailment. Imagine that the proof would normally require an expert logician several days to generate 
and that Garcia has no logical training at all. He could not have produced the argument in question without 
some conspiracy between skilled neurosurgeons and skilled logicians. Garcia would not be Justified in 
believing the conclusion, even if belief in the premises caused belief in the conclusion and the process that 
formed the belief was guided by belief in the premises. This kind of example might pull us in the direction 
of a kind of Theory of Proper Function account of belief quality (see Chapter One). 
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belief. For Alston, that property is that the belief is based on evidence where that basis is at 

least in part causal. Two features of access that Alston discusses demand our attention. I 

will call these, type versus token access and degree of access. 

By Alston's view, AI is faced with specifying whether, for every ground of a 

belief, it must be accessible to the agent in some specially strong form. The alternative 

holds that for every ground of a belief, it must be the type of belief that is accessible, even 

if in particular cases that token is inaccessible. Alston settles on the demand that a ground 

must be of a type that is normally accessible. Two reasons point in this direction. First, 

demanding that each token be accessible will be too arduous a constraint for a believing 

agent to meet for all the cases where we would judge her justified. Alston is alive to the 

possibility that "repression, cognitive overload, or whatever," might make it possible that a 

particular token is not accessible (p. 237). 

Second, the considerations that favor an access constraint in the first place are such 

that a type characterization is sufficient. It will suffice for understanding Alston's type 

commitment here that we note that the demand for access to grounds in a theory of 

justification does not appear to demand access categorically. This is all Alston needs to 

press for type access rather than token access. 

Alston also attends to the matter of degree of access. What is "specially strong" in 

the passage quoted above? The specially strong form of access Alston has in mind is, he 

admits, vague (p. 238). In answering this question, though, two extremes are alleged to 

guide our grasp of the specially strong access constraint. First, full and immediate 

conscious access (as in H2) would be too strong in the sense that it would too demanding a 

constraint, leading to few beliefs ever being justified and, ultimately, to skepticism. The 

case of using subtle clues to detect the emotional state of others is viewed by Alston as 

decisive. These are the same arguments that were used against Consciousness Intemalism, 

the version of intemalism that holds that all grounds must be (immediately) consciously 
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accessible. The degree of access for AI, then, must not be so high that it simply lapses into 

Consciousness Intemalism. The other extreme, that the basis be accessible to the believer 

in any manner imaginable, will be far too permissive. This extreme would allow someone 

to be justified in holding a belief if a team of scientists could, after years of psychological 

testing, aided by not-yet-developed technologies, uncover and thereby have access to the 

beliefs grounds. This unpalatable scenario is consistent with some versions of 

intermediate access. Some middle course between the too restrictive and too permissive is 

necessary. Alston is caught somewhere in the neighborhood of our (H2). Alston alleges 

that we have an intuitive grasp on this middle course, and invokes a concept he calls fairly-

direct accessibility (p. 238). 

In order that justifiers be generally available for presentation as the legitimizers of 

the belief, they must be fairly readily available to the subject through some mode of 

access much quicker than lengthy research, observation, or experimentation. It 

seems reasonable to...suggest that to be a justifier an item must be the sort of thing 

that, in general, a subject can explicitly note the presence of just by sufficient 

reflection on the situation. However, the amount and depth of reflection will vary 

in different cases. I want to avoid the claim that justifiers can always be spotted 

right away, just by raising the question (p. 238). 

Unfortunately, this is not much to go on in terms of degree of access a subject must have to 

the grounds of her belief. The intuitive but cloudy notion of fairly direct access to a 

guiding basis has been replaced with the no more perspicuous claims that the guiding basis 

must be "fairly readily available" and something that one "can explicitly note the presence 

of." The inclusion of the latter gloss tends to draw one, again, toward consciousness. One 

natural reading of the ability to explicitly note the presence of something is as the ability to 

consciously note the presence of that thing. Likewise, in this context, for the term 

"available." A natural way of reading Alston would hold that the basis must be available to 
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consciousness. 

There are other passages that suggest that Alston would resist this reading. It 

criticizing Ginet's (1975) version of Consciousness Intemalism, Alston invokes face 

recognition: "Consider, for example, the familiar situation in which I recognize something 

or someone on the basis of subtle perceptual cues I am unable to specify, even on careful 

reflection" (p. 234, emphasis added). The problem for Ginet seems to be that the subtle 

perceptual cues are not available to consciousness on careful reflection. The difficulty is 

not that the subject will not have the concepts necessary to understand the cues and so, ipso 

facto, will not be able to bring them to consciousness. Ginet's view contains (and Alston 

notes that Ginet's view contains) a specific codicil stipulating that, where the concepts are 

held, they are immediately consciously accessible. Alston must instead be focusing on the 

fact that the subtle cues could not be brought to consciousness in a first-person manner, 

even by a cognitive scientist who might be well briefed on the underlying mechanism of 

face recognition. Given the above passages, there is some reason to think that Alston may 

just have inconsistent commitments on this matter. On the one hand, fairly direct access is 

glossed as explicitly noting the presence of something, but on the other hand, that noticing 

may be in principle not conscious. 

Alston's intemalist extemalism has been a fruitful starting point for our 

considerations of the role of access in positive epistemological theories of justification. But 

his is not the only view that makes commitments on access. Before turning to a review of 

the empirical literature on this matter, let us look at several more epistemological views that 

make access commitments. 
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3. Audi's Causalist Intemalism 

Audi has provided a purely internalist view that relies on access to the causes of a 

belief to assess that beliefs justificatory credentials (Audi, 1989a). The account is 

internalist in the sense that the entities that fix the justificatory credentials of a belief must be 

accessible to the believer. Audi's alleged innovation to pure intemalism adds a causal 

criterion to this familiar internalist theme. So, Audi's view has two components of interest 

to us, the internalist component and the causaiist component. We look to these with an eye 

toward access considerations. On intemalism, Audi writes, 

...Intemalism is the view that what justifies a person's belief, the ground of its 

justification, is something intemal to that person. The "internal," in the relevant 

sense, is that to which one has introspective, thus internal, access; it includes 

beliefs, visual and other sensory impressions, and thoughts. To have such access 

to something is to be aware of it or to be able, through self-consciousness or at least 

by introspective reflection, to become aware of it (p. 309). 

On this dimension, Audi's view is continuous with many contemporary internalist 

accounts. Audi's intemalist commitment lies close to (HI); the grade of access in Audi's 

theory requires that someone "be able...to become aware of it." On Alston's above-

rehearsed scheme of intemalisms, Audi's remarks make it very natural to read him on the 

Consciousness Intemalism end of things, although some of Audi's cagey fomiulation may 

make him less of a Consciousness Intemalist than, say, Ginet, Alston's preferred foil. I 

propose we read Audi's theory as holding that, in order for us to have access to something, 

we must "be aware of it" or able, "by introspective reflection," to be aware of it as a 

conscious awareness. Since Audi does not put a strict time limit on our capacity for 

awareness, let us leave this as unspecified but within intuitive limits. Perhaps Audi would 
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be inclined to follow Alston in repudiating the extremes. 

The above specification of intemalism alone, Audi points out, is neutral on whether 

the entities (e.g., beliefs, impressions, thoughts) that set the justificatory credentials of a 

belief must in part cause the belief. This tracks the literature in that many — if not most — 

self-styled internalists repudiate a causal component. Audi wishes to defend a view 

whereby a necessary condition on justification demands that an agent have internal access 

to the causes of her beliefs. The most time is spent on deflecting difficulties with the 

causal dimension of his view. Audi's states the causal constraint he embraces as. 

...a justified belief must be at least in part causally based on, i.e., in part produced 

or sustained by, what justifies it, for instance a sensory experience or beliefs of 

premises S take to warrant the belief. 

...a belief is justified by a ground only if held on that ground; and a causalist 

intemalism maintains that only beliefs held on an internal ground can manifest 

epistemic virtue: only beliefs casually rooted in oneself can redound to one's 

epistemic character (p. 310). 

Audi's adherence to the causal constraint seems to be inspired by two arguments. The first 

is much as it was in our discussion of Alston. One is not justified merely on the basis of a 

(fortuitous) co-occurrence of justifying reasons and a belief. The belief must be linked to 

the justifying reasons. Dr. Watson, recall, had evidence of the guilt of Moriarity in his 

possession, but that evidence had no link at all to Watson's belief in Moriarity's guilt. 

The second reason lurking in Audi's endorsement of the causal constraint is that he 

Elsewhere Audi provides some slight further insight into his conccption of awareness (Audi. 1989b); 
"A generation principle may or may not exhibit subjective accessibility, roughly, the factors it represents 
as conferring justification may or may not be available to S's direct awareness through ordinary (even if 
searching) reflection" (p. 5). We may read the characterization of "ordinary even if searching reflection' as 
longer than immediate introspection (the reflection can be searching) but shorter than heroic research (the 
reflection must be ordinary). 
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wants an internalist conception of justification to provide the resources for connecting to an 

account of knowledge. In the empirical cases, at least, one is thought to have knowledge if 

a belief is connected to the world in the appropriate way; "knowledge," Audi claims, "must 

register some fact about the world" (p. 310). This requires some way for the world to 

impinge on belief systems, and Audi favors a view where transitivity of causation 

preserves the connection between, say, an object, light reflected off of it, a sensory 

impression, and a belief about the distal environment. 

These are Audi's rationales for the causal constraint. Notice, though, that there is a 

crucial ambiguity in holding an internalist view with a causal component. On the one hand, 

one might maintain strict internalist scruples (provisionally defined, for the moment, by 

Audi) and at the same time claim that a belief must be caused by its basis. This would not 

necessarily demand internal access to the fact that the basis is a cause. A kind of 

conjunctive view would result, where intemal access to the elements that fix the 

justificatory credentials of a belief is required for justifiably holding that belief and those 

element must be part of the cause of the belief. The second clause, as inaccessible to the 

believer, would be an external fact about the relationships between beliefs. 

On the other hand, one might claim that the fact that something is a causal basis of a 

belief must itself be internally accessible to a believer in order for her to justifiably hold that 

belief. This would be to make the causal constraint subordinate to the internalist constraint. 

Audi rejects this treatment of the causal constraint, calling the views, respectively, first-

order intemalism. and second-order intemalism. First order intemalism is first order 

because it merely demands intemal access to the basis of a belief. Second order intemalism 

demands first order access as well as access to (and the ability to form beliefs about) the 

relation between a belief basis and a belief. He claims that demanding that the believer have 

beliefs about the relationship between the basis of a belief and the belief is too arduous to 

plausibly meet and implies a vicious regress. By Audi's view, then, the believer does not 
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need to have access to the fact that the cause of a belief is the cause of a belief. Nor does 

she need to have the concept of cause, or the concept of the epistemic basing relation (all 

children and most adults will lack these). 

Audi's diagnosis of why second order intemalism might ever have been attractive is 

ihat epistemologists have been excessively concerned with satisfying the skeptic. 

Satisfying the skeptic has traditionally been viewed as a challenge to articulate what justifies 

one in holding a belief, and having that ability seems to demand a skill in articulating the 

connection between reasons and a belief. Once someone gives the evidence or reasons for 

her view, the skeptic, of course, can always legitimately ask what it is about that evidence 

that makes the belief justified. If the believer is speechless in the face of this question, the 

skeptic is liable to claim victory. Audi counsels that the internalist need not tailor her theory 

to the high expectations of the skeptic. If the theorist instead aims merely to state the 

conditions under which someone is justified in holding a belief without stating the 

conditions that must be satisfied in order for a believer to defend the justificatory status of 

the belief, then first-order intemalism will suffice. 

This is a welcome result by Audi's lights for another reason. It seems that second-

order intemalism faces a vicious regress. According to second-order intemalism, a believer 

must be able to form beliefs about the relationship between grounds and a belief That 

belief about the relationship would also have a basis, and the connection between those two 

would have to be accessible to the believer. This level increase seems to continue without 

end. Audi claims that, "Empirically, at least, this implication seems plainly false" (p. 

313). It is not clear that the second-order internalist has no resources to bring to bear here. 

First, nothing that Audi has said makes it impossible for someone to access the relationship 

between her beliefs at any level when actually pressed to do so. Although Audi clearly 

holds that this line grants too much ground to the skeptic, he has given no reason to reject 

acceptance of the skeptic's mles. Another strategy would attempt some non-viciously 
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circular principle that sanctions a general positive appraisal of the relationships between 

beliefs. Although Audi finds this dubious, such an alternative has been carefully worked 

out by Lehrer (1990). Whatever Audi's motivation away from second-order intemalism. 

the resulting first-order intemalism makes clear commitments on access. 

According to Audi, a belief is justified only if the believer has access to the grounds 

of the belief, and the grounds do, in fact, cause the belief. We have been reading Audi's 

theory as a conjunctive claim about necessary conditions on justification. Therefore, the 

negative thesis about justification will hold that a belief is not justified if either the believer 

has no internal access to the ground or the grounds accessed are not the causes of the 

belief. Audi's view will predict that a belief is unjustified if either of the conjuncts is true. 

So. one way that Audi's view can yield unjustified beliefs is if people regularly have access 

to some properties of a belief but what they have access to ends up not being the cause of 

the belief. 

Audi's proposals share an obvious close affinity to the views of Alston. They are 

not the same, however, in that Audi has a stricter (and clearer) view of internal access than 

Alston has. We capture this difference by noting that Audi's is more of a Consciousness 

Intemalism than an Access Intemalism. I have reviewed these because they make 

especially clear commitments on access, and offer elements that are amenable to empirical 

verification. The epistemology literature also offers accounts of justification that focus less 

on the etiological components of a belief.'®' 

For an explicitly non-etiological theory of justification that makes access 

commitments, we will look to the evidentialist theory due to Feldman and Conee (1985)."° 

Non-etiological theories seem to mishandle the Holmes/Dr. Watson case. While I find the causal 
objection entirely persuasive and gave arguments to support it in Chapter Two. I will focus here on more 
access-oriented difficulties with these views. 

Plantinga treats Feldman and Conee as the flag-bearers of non-etiological intemalism (1993a, p. 8 and 
p 2 5 ) .  
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4. Feldman & Conee's Evidentialism 

Feldman and Conee (hereafter: F&C) offer a view that is less an attempt to specify 

in detail all the elements of a theory of justification than a sketch of what they view as the 

correct direction of any theory of justification. They allege that any acceptable theory must 

ultimately endorse some form of: 

(EJ) Doxastic attitude D toward proposition p is epistemically justified for 5 at / if 

and only if having D toward p fits the evidence S has at t (p. 15). 

F&C claim that EJ is not an analysis. It "serves to indicate the kind of notion of 

justification that we take to be characteristically epistemic." It is not entirely clear how 

offering this notion is supposed to be different from offering an analysis, especially as they 

treat EJ as specifying necessary and sufficient conditions on justification. Later. F&C say 

that EJ "identifies the basic concept of epistemic justification" (p. 16). We shall treat EJ as 

F&C's theory of justification in order to determine what sort of access commitments it 

makes. 

F&C offer what they take to be paradigmatic examples of the intuition that EJ is the 

basic concept of justification. They write. 

First, when a physiologically normal person under ordinary circumstances looks at 

a plush green lawn that is directly in front of him in broad daylight, believing that 

there is something green before him is the attitude toward this proposition that fits 
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his evidence. That is why the belief is epistemically justified. Second, suspension 

of judgment is the fitting attitude for each of us toward the proposition that an even 

number of ducks exists, since our evidence makes it equally likely that the number 

is odd. Neither belief nor disbelief is epistemically justified when our evidence is 

equally balanced. And third, when it comes to the proposition that sugar is sour, 

our gustatory experience makes disbelief the fitting attitude. Such experiential 

evidence justifies disbelief (p. 15). 

These examples are designed to show that it is evidence that fixes the justificaior>' 

credentials of a doxastic attitude, the premiere of which is belief. Let us attempt to tease 

apart what commitments are made in the minimal specification of EJ. 

The crucial component of F&C's view will be in the explication of "fits the 

evidence 5 has." This is, after all, what justification relies on in EJ. We will concentrate 

on two strands of the crucial component. The notion of fitting at work in F&C's account 

has to do with the sense of fitting that means "appropriate' or "recommended." F&C must 

take care not to incorporate an epistemological sense of fitting that tacitly assumes that 

evidence fits a belief where fitting is constmed as makes justified.^ Justification is what 

is at issue. Is there, then, a non-epistemic notion of fitting in the sense of appropriate 

available to F&C? Surprisingly, they do not offer one. We are left to construct on our 

own an intuitive sense of fitting. Perhaps we do have an intuitive grasp of such a notion in 

terms of some combination of deductive, inductive and abductive inference. Evidence will 

fit a belief, by this proposal, if the evidence treated as premises makes valid an inference to 

a proposition that expresses the belief. Again, this inference will not be able to make use of 

' ' '  F & C  a r c  s e n s i t i v e  t o  t h i s  r e q u i r e m e n t .  I n  t h e  p a s s a g e  q u o t e d  a b o v e  o f f e r i n g  r e p r e s e n t a t i v e  e x a m p l e s  o f  
EJ at work, we are told that a beliefs fitting the evidence is what makes the belief justified. F&C are after 
an explanation of justification, so are presumably not offering 'fitting' as merely as terminological variation 
on 'justified.' 
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the epistemological concept of justification (For suggestions on how to define inference in 

this way, see (Harman, 1986; Pollock, 1989)). 

The second strand of the crucial component of EI takes into account evidence that S 

has. What is the notion of having at work? Although again no explicit details are given, 

here we have many textual clues that offer an answer as well as collateral evidence from 

Conee (1988). F&C offer a footnote where they claim that it is "unclear whether a person 

has as evidence propositions he is not currently thinking of, but could recall with some 

prompting" (p. 32). This makes it seem that, by F«&C's lights, it is even less clear that a 

person has as evidence a proposition he is not currently thinking of and could not recall 

even with prompting. This is to read F&C as (HI) theorists concerning access. F&C 

leave the amount and nature of the prompting unspecified. We shall treat them as 

advocating a middle course that rejects the extremes, similar to Alston and Audi. 

In his treatment of the basic notion of epistemic justification (in an article by the 

same title), Conee casts the basic notion explicitly in terms of access, "A person has a 

justified belief only if the person has reflective access to evidence that the belief is true.... 

Such examples make it reasonable to conclude that there is epistemic justification for a 

belief only where the person has cognitive access to evidence that supports the truth of the 

belief (p. 398). If it is fair to judge that the collaborative piece makes substantially the 

same commitment on access, Conee's solo statement sheds light on what is maintained by 

F&C's evidentialism. 

F&C differ from Alston and Audi in that their conception of justification does not 

demand that the evidence cause (wholly or in part) the belief. Indeed, it is a special feature 

of F&C's view that they do not think that justification demands that evidence cause the 

belief. To account for intuitions that suggest that the evidence must play a causal role in the 

justification of a belief, they introduce a different dimension of epistemic assessment, well-

foundedness (p. 25). A belief is well-founded, according to F&C, where the belief is 
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justified and the evidence that justifies the belief is the basis of the belief. Well-

foundedness, then, relies on "two matters of evidence," justification and believing on the 

basis of something. F«feC grant that the basing relation in well-foundedness likely involves 

some causal component (p. 25n). They grant that their notion of well-foundedness yields 

the conclusion that a belief might be justified but not well-formed. This is, presumably, 

how F&C would judge the Dr. Watson case. 

We have looked in detail at three accounts that make commitments to access."- On 

Alston's view, a belief is justified if its basis is adequate. The basis, in order to be a basis, 

must partly cause the belief The agent need not have access to the fact that the basis has 

caused her belief, but she must have access to the basis itself. Although it is difficult to 

give this a precise reading in Alston's account, he is after a notion of access that is 

intuitively captured as fairly accessible. A fairly accessible basis will not have to be 

conscious at the time of the production of the belief, but must be at least potentially 

accessible to consciousness without heroic effort (making Alston's an (HI) theory). 

Notice here that the only legitimate basis will be a causal basis. Alston's treatment of the 

basis of a belief ignores any explication of a completely non-causal basis. So. for our 

"- In part, these are following Chisholm's influential approach to cpistemology. In an oft-quoted passage 
from the 2nd edition of Theory of Knowledge, we find that Chisholm presupposes that, "the things wc 
know arc justified for us in the following sense; we can know what it is, on any occasion, that constituies 
our grounds, or reasons, or evidence for thinking that we know. If I think that I know that there is now 
snow on the top of the mountain. then...I am in a position to say what ground or reason I have for thinking 
thai there is now snow on the top of the mountain" (p 16). The inclusion of on any occasion makes it 
seem that Chisholm is adhering to a very strong version of (H2); that is. on Alston's type/token 
distinction. Chisholm seems to demand access to tokens. Further echoes of Chisholm are found in the 
work of Moser: 

...A person, S, is justified in holding a belief that p only if 5 is capable of calling to attention 
evidence which in fact justifies the proposition thatp (by making that proposition more likely to 
be true than its available contrary competitors). ...S's being capable of calling to attention 
evidence, e, which justifies the proposition that p minimally requires that S have, or have had. 
some sort of awareness of e, for instance, a belief with respect to e that it obtains (in the case of 
non-propositional evidence) or is true (in the case of propositional evidence) (1985, p. 247). 

Moser's perspective on access includes the demand that the access be (at least potentially) conscious. 
Mosers view fits the (HI) account that claims that the properties that fix positively the justincator\ 
credentials of a belief must be such that the believer could have conscious access to them. 
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purposes, the important point about access in Alston's theory is that a believer must 

successfully have access to the cause of a belief in order for that belief to be justified. This 

is the respect in which Alston's theory is an internalist theory. 

We found in Audi's causalist intemalism a related view on access. Audi defines his 

internalist commitment in terms of conscious access to grounds. These ground must be 

part of the cause of the belief in order for it to be justified, so Audi demands conscious 

access to causal grounds. Here, like Alston, he follows the Cartesian internalist tradition. 

Finally, Feldman and Conee's — in a general statement of evidentialism — claim 

that the justification of a belief tracks the goodness of the evidence that a person has. A 

person has evidence if she is able to access it, in the sense of being able by reflection to 

determine what the evidence is."3 What is emerging is a set of determinate views on 

access to grounds, all of a high-access variety. 

So, we have before us a reasonably detailed picture of the recent history of 

epistemology's commitment to psychological access. These epistemological theories have 

emerged from the traditional metaepistemological standard of generating intuitions about 

cases. The are proposals about human intellectual achievement (i.e., justification). Let us 

now compare these accounts to psychological research on access. In the last chapter 1 

argued that psychological explanations demand an evaluation of the inferential cogency of 

psychological transactions. These evaluations derive from our epistemic norms in the same 

way that intuitions about cases derive from our epistemic norms. What is fascinating about 

Haack has recently ofTeted a detailed defense of a hybrid foundationalist/coherentist view (1993). She 
describes her theory as an evidentialist account. In a footnote, she relates her Foundherentist approach to 
Feldman and Conee's approach (and provides some further evidence that our treatment of F&C above is 
correct): "After I coined the term 'evidentialist' to describe my approach. I learned that it was already current 
it the literature. Feldman and Conee's sense, in 'Evidentialism', in which the expression refers to theories 
which explicate justification in terms of the subject's evidence, which must be something of which the 
subject is aware, and contrasts with 'reiiabilism', is very close to my conception" (p. 226). Haack's 
cpistemology, then, makes the same high access commitment as Feldman and Conee's. 
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the psychological research on access, however, is that the account of human intellectual 

achievement is far wider than that achieved within the manifest image. 

5. Research on Access 

There has been considerable research in the last three decades on the mismatch 

between the actual reason for a belief and subjects' reports of the reasons for their belief."-' 

In this section, I review these results. My aim is to show that if we endorse the conclusion 

that cognitive science research is legitimately a kind of epistemological theorizing, then 

significant debates in traditional epistemology will be re-oriented. Access issues are a test 

case for this thesis. I am not so much attempting to constrain or challenge high access 

epistemologies. Rather, I wish to how the issue of access is to be treated in my naturalized 

epistemic explanation. Since access is such a crucial element of contemporary 

epistemological theorizing, it presents a useful case to explore my altemate methodology. 

Roughly, empirical research on access offers controlled experimental conditions 

where subjects are presented with tasks that are designed to elicit judgments. These 

judgments are assumed to accompany and be indicative of a belief about the experimental 

setup. Subjects are then presented with tasks or debriefing assignments that more or less 

explicitly demand an account of how they came to their judgment. If there is a mismatch 

between what the theorists count as the relevant source of the judgment and what the 

subject reports as the source, there will be some evidence that a cognitive illusion has taken 

place (Piattelli-Palmarini, 1994). To get an idea of what sort of effects are observed, let us 

"•* For surveys of this strand of cognitive psychology research, see (Bacharach and Hurley, 1991; 
Johnson-Laird, 1983; Johnson-Laird and Wason, 1977; Manktelow and Over, 1993; Nisbetl and Ross, 
1980; Osherson and Smith. 1994; Piatelli-Palmarini, 1994; Yates, 1990). 
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look briefly at some examples. A more detailed discussion follows in the two sections 

following this one. 

Storms and Nisbett (1970) report a study where insomniacs were recruited under 

the pretense of studying their dreams (they were told that people who are light sleepers tend 

to remember their dreams better). It was not revealed that the crucial experimental variable 

was the time the subject managed to fall asleep. The experimenters spent several nights 

monitoring and recording subject's sleep patterns to fix a baseline. After the baselines were 

fixed, two groups of participants in the study were offered a set of pills that were alleged to 

be a product developed to test the bogus hypothesis that increased physiological activity 

would lead to more vivid dreams. Before going to sleep, the subjects were to take the pill. 

It was a placebo. A third group served as a control; they were informed of the bogus 

hypothesis, informed that they were a control group, and were given no pills. 

One of the pill groups, subjects in the arousal condition, was told that the pill had 

the effect of producing alertness, rapid heartbeat, breathing irregularities, and warmth. 

These are, in fact, the most conunonly reported symptoms of insomnia. A third group, 

subjects in the relaxation condition, was told the exact opposite. The pill was alleged to 

have the effect of reduced alertness, slowed heart rate, regular breathing, and lowered body 

temperature. Subjects in the control condition showed no change in the time it took them to 

get to sleep. Subjects in the arousal condition, however, managed to fall asleep reliably 

faster. Subjects in the relaxation condition took reliably longer to fall asleep. In the 

tradition of the cognitive dissonance literature, Storms and Nisbett postulate that the effect 

was due to a counter-intuitive inference. The insomniacs in the arousal condition, they 

reasoned, must have somehow attributed their symptoms of insomnia to the placebo; their 

alertness, temperature and breathing irregularity was not a product of their condition. It 

was due to the pill. This misattribution allowed them to get to sleep faster. The subjects 

somehow managed to ignore the symptoms of insomnia and get to sleep. 
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The insomniacs in the relaxation condition, however, failed to see the predicted 

calming effects of the placebo. According to Storms and Nisbett, they must have "inferred' 

that their symptoms were especially strong that night, leading them into a more severe cycle 

of sleeplessness than they normally experience. 'Inferred' is in scare quotes because the 

reports of subjects in both the arousal and relaxation conditions make no reference to the 

pills. When confronted by how much easier (relatively) it was for the subjects in the 

arousal condition to get to sleep, subjects typically claimed that some stressful event in their 

lives had come to a resolution recently or that near the weekend they find it easier to get to 

sleep. Subjects in the relaxation condition, when confronted with their increased 

sleeplessness, typically claimed that events in their lives were especially trying. Both 

groups were explicitly asked whether the pill had any effect on their sleep and both groups 

denied that the pill had had any effect. When confronted with the theoretical account 

favored by Storms and Nisbett, the subjects expressed skepticism and disbelief. 

If Storms and Nisbett are correct in their explanation of the results, this study 

shows that it is possible to cause behaviors without the subject understanding the causes of 

those behaviors. Still, the insomnia study does not show that judgments are susceptible to 

the same opacity with regard to reasons."^ Along these lines, consider a well-known 

study that establishes what some psychologists have called a "halo effect" (Nisbett & 

Wilson, 1977b). Subjects in these experiments are shown a videotaped lecture by a 

psychology instructor with a strong Belgian accent. Half the subjects see a lecture where 

' This study was an extension of an even more intriguing earlier study involving the toleration of shock 
(Nisbett & Schacter, 1966). There, subjects were given a placebo that they were told would produce heart 
palpitation, butterflies in the stomach, and anxiety. That study produced the same results. The subjects 
who were under the impression that the pill was producing their physiological symptoms (symptoms 
typically associated with the expectation of shock) were able to tolerate a higher shock intensity than 
control subjects. 

' For the rest of this chapter, I will use the word 'judgment' to range over the beliefs and other mental 
states that are solicited by researchers in the reported psychological experiments. 
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he is friendly, attentive, enthusiastic and warm. The other half see a lecture where he is 

ornery, impatient and distracted. The subjects are then asked to rate the appearance and the 

thickness of the accent of the instructor as well as how much they like him. The group 

exposed to the warm instructor rate him attractive in appearance and claim that his accent is 

charming. The group treated to the cold instructor find him unattractive and his accent 

irritating. Since it is the same instructor, the accent and appearance, remain constant. 

Predictably, whether subjects like the instructor tracks the hot and cold conditions. 

The striking result of the halo experiments is that when the subjects are asked about 

their judgments of appearance and accent, they seem to invert the reason relation. To the 

experimenter, the difference between the two videotapes is the demeanor of the instructor. 

The change in demeanor is what appears to be causing the reliable difference in ratings of 

appearance and accent by the subjects."^ The subjects, on the other hand, deny that their 

judgments on appearance and accent stem from whether they like the person of the 

interview. The subjects claim instead that the reason they like or dislike the instructor is his 

qualities; they note his attractiveness and charming accent on the one hand, or his 

unattractiveness and irritating accent on the other. 

I propose to treat the above research as indicating that, under certain conditions, 

cognizers have the tendency to form misjudgments about the causes of their behavior and 

beliefs. Call this tendency pseudo access. Pseudo access is where the subject does not 

have access to the reason for her belief, but she offers a reason. Subjects on this 

misadventure (regarding their mental states, if not their behaviors) believe that the reason 

they give for a judgment is the actual reason for the judgment. In the experiments reported 

above, subjects typically offered a confident judgment about the reasons for their beliefs. 

' Nisbeit and Ross summarize their reaction: "In short, it would appear these subjects inverted the true 
causal relationship. Their dislike for the 'cold' teacher had made irritating the appearance, mannerisms, and 
accent that had seemed attractive in the same teacher behaving warmly" (1980, p. 209). 
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Attractiveness is alleged by subjects to track physical features, not warmth of personality as 

seems to be revealed by the experimental data. 

Of course, evidence for pseudo access does not show that people are generally 

unable to accurately access the reasons for their judgments. Nor does the evidence show 

that their claims about the basis for their judgments make those judgments irrational. The 

latter is an epistemological conclusion that will need to be explored carefully. When 

epistemologists encounter these results, they sometimes hastily conclude that high-access to 

belief quality is an unattainable goal for real cognizers. Some epistemologists maintain that 

this conclusion could be used to generate a skeptical argument against high access 

epistemologies (Baergen, 1996; Komblith, 1989a). 

Things are not this simple, however. I want to note that pseudo access effects are 

not the only kinds of evidence from the science of the mind that deal pessimistically with 

our introspective access to ourselves. Contrast pseudo access with null access. There is a 

psychological research program that seems to show that people are responsive to 

information in their environment even where they are unaware that information is contained 

in the stimuli and where they are unaware that their judgments are informed. Null access is 

where a subject is unable to give any reason for her judgments. In general, subjects in 

these experiments are incapable of giving the reasons for their judgments. Often, they are 

completely unconfident in the judgment itself, sometimes regarding it more as a guess than 

a belief. For an instance of null access, consider a set of experiments that are also familiar 

by now to philosophers that involve so-called blindsight subjects (Gazzaniga, 1994). 

Blindsight is the ability of a patient who has undergone cortical lesioning to respond 

differentially to visual displays even though she claims that she cannot see. In a dramatic 

example, a subject is shown two illustrations of a house where one is depicted on fire. The 

subject insists that she cannot see either house at all, but when asked to pick — randomly, 

she protests — which house she would rather live in, the house that is not on fire is reliably 



224 

selected (Marshall, 1988). Blindsight has been well represented in the recent philosophical 

literature because it seems to reveal features of consciousness (Dennett, 1991). For our 

purposes, the revelation is that it is possible to have information about the distal 

environment without being able to account for its source. It is not the case that null access 

effects are only found in non-normal patients. Below, I will discuss null access effects that 

obtain in intact cognizers. I have offered the blindsight case in order to give a sense for the 

sort of effect null access is. The reason that I am interested in null access is because it is 

clearly an exhibition of intelligible behavior, albeit unconscious. Giving a psychological 

explanation of null access is a goal of cognitive science research. Since cognitive science 

research is, in my view, epistemic explanation, accounts of null access will exhibit our 

intuitions about rationality in a domain that is completely ignored by traditional 

epistemology. This is simply one more virtue of conducting epistemology in the scientific 

image. 

So, two kinds of lack of access — pseudo access and null access — can be found 

in the cognitive science literature. The two kinds of access, I urge, invite two conclusions 

about cognition and intellectual flourishing. What I wish to do in the next two sections is 

show how this research constitutes a precise form of epistemic explanation of human 

intelligent behavior and how a fine-grained understanding of intellectual flourishing results 

from taking these explanations seriously. For each kind of access limitation, robust 

psychological explanations have been given for the performance of subject in experiments. 

These explanations yield a finely woven tapestry that captures judgments about human 

intellectual flourishing. Our judgments of the epistemic pedigree of these capacities are not 

always the same as the judgments that are arrived at through intuitive appraisal of cases. 

We can be assured of this because they differ so markedly from the access-oriented 

epistemologies discussed above. 
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6. Epistemic Explanation of Pseudo Access 

For good measure, let us review some more of the findings on pseudo access. 

Something like the halo effect reported above was found in studies by Cantor and 

colleagues. Their research involved asking male subjects to rate the attractiveness of 

pictures of nudes. The subjects had just finished a strenuous ride on a stationary bicycle. 

Physiologically, the men were in a state of arousal. During the span of time that the 

subjects were physiologically aroused, judgments about the attractiveness of the people in 

the pictures were solicited. Soon after the exercise (less than a minute), the men's 

judgments of attractiveness were about the same as a baseline established by non-exercising 

subjects. Judgments made by the exercising group somewhat later (five minutes or so), 

however, showed a significantly higher mean in the attractiveness ratings. Finally, 

judgments made even later were again diminished to the baseline, producing a bell-shaped 

curve of attractiveness ratings. It seems, then, that there are three stages that each predict a 

different judgment about the nudes. Cantor et al. explain their findings by pointing out that 

immediately after the exercise, the subjects are aware that they are aroused and are, in some 

sense, cognizant of the source of their physiological arousal (the exercise). A few minutes 

later, they cannot tell any more that they are aroused, though objective physiological 

measures confirm that they have not fully recovered from the exercise."® Judgments of 

attractiveness during this phase are highest. The explanation favored by the experimenters 

This explanation leaves out a level of sophistication that is desirable here. Cantor et al. do not 
speculate about the mechanism that subjects use to tell that they are aroused during the first phase of 
judging. Presumably, it is not introspection in the usual sense, because subjects do not report that it was 
because they are physiologically aroused that they compensate for the effect that will be seen later. 
Subjects are unaware of their early and middle access to physiological arousal as interfering with their 
judgments. 
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is lhat subjects misattribute their arousal to the nudes that they are seeing and therefore rate 

them as more attractive because high attractiveness would explain the arousal. None of 

this, presumably, goes on consciously. Subjects show no inclination to report their 

physiological arousal as the reason for their judgment during the second stage. During the 

third stage, when the physiological conditions of arousal have dissipated, judgments fall 

back to the non-exercising baseline. Similar results are reported with a different 

experimental setup by Nisbett and Wilson (1977a). 

In the Cantor experiment, two explanations compete for the causal basis of the 

judgment of greater attractiveness. One possibility is that subjective assessment of the 

nudes by the subjects is the cause of their attractiveness judgment. Another possibility, 

favored by the experimenter, is that physiological arousal puts the subjects — without their 

conscious knowledge of it — in the position of having to account for the arousal. This 

leads them to say that the images presented depict more attractive people during the arousal 

condition. What would lead to that conclusion? The data collected by Cantor and 

colleagues express a regularity that is poorly explained by the hypothesis that subject's 

assessment of attractiveness is the cause of their judgments. Of course, this account cannot 

decisively show that subjective attractiveness is not the cause of the judgment. It is 

possible that over a ten minute trial, attractiveness ratings will simply vary. What seems 

unlikely, however, is that the attractiveness ratings will obey a bell-shaped pattern. The 

better explanation of the bell shaped pattern is that the attractiveness ratings are tracking a 

curve created by physiological arousal."' 

We can offer a preliminary sketch of an inferential account of the systems lhat 

Subject's awareness of their physiological arousal must also follow a predictable curve. Recall the 
hypothesis advanced by Cantor et al. is that, right after exercise, subjects have a ready explanation for their 
arousal, the exercise. After several minutes, the subjects no longer believe that they are physiologically 
aroused (even though they are). This is the period during which the assessment of attractiveness peaks. 
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subsume this effect.'-® In the broadest rendering, we require three cognitive systems. The 

first is a system that feeds representations of physiological arousal into other systems. The 

second is a system responsible for offering judgments of the sort solicited in the Cantor el 

al. experiment. And third is a system that monitors the source of physiological arousal and 

gives output that sorts the causes into at least two categories: exercise induced arousal and 

arousal due to sexual interest. When the subjects are called upon to deploy judgments 

about the stimuli in the experiment, the monitoring system sends a representation to the 

judgment system that the source of the arousal is exercise. As a result, the judgment 

system either disregards the input from the arousal system or heavily discounts the 

attractiveness rating that is arrived at with the input from the physiological arousal system. 

At some point in the processing, the arousal monitoring system ceases to send the correct 

information to the judgment system. Under the impression that the physiological arousal is 

from sexual interest, the judgment system does not discount or disregard the arousal. This 

is the middle phase of subject performance. Finally, the arousal system settles back into a 

rest stale relative to the exercise induced state. The judgment system then offers an output 

based on arousal due to actual sexual interest in the stimuli. The bell-shaped curve is thus 

accounted for by a process of inferentially cogent manipulations of representations. In the 

sense explored in Chapter Three, subsequent moments in the cognitive processing are not 

arbitrary given the previous moment. The explanation exhibits a rationale that accounts for 

the behavior of the subjects and gives a satisfying account of the mental transactions. We 

have therefore engaged in what I call epistemic explanation on one example of access. 

I  w i l l  n o t  t r y  t o  e m b e d  t h i s  s y s t e m  i n t o  a  w i d e r  c o l l e c t i o n  o f  r e s u l t s  i n  c o g n i t i v e  s c i e n c c .  A s  a  
conscquence, the sketch that I offer will seem somewhat underconstrained and fanciful. In contrast, robust 
scientific explanations about the mind require detailed and painstaking sensitivity to results obtained in 
related experimental paradigms and in relation to extant theories of intelligent behavior in the same 
explanatory neighborhood. For expository purposes, I am giving an extremely thin snapshot of what actual 
cognitive science is like. Several other similar accounts of the Cantor et al. results are possible. 
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We may be interested, as cognitive scientists cum epistemologists, in judging the 

optimality of this system. The system as described above is going to be prone to a 

characteristic kind of error. While this is the tiniest strand of human intellectual 

achievement, it is fairly clearly sub-optimal for achieving veridical judgments about the 

world. Subjects mistakenly believe during the second phase that they find the photos 

attractive for the reasons that they think they do. Since this judgment is the output for a 

sub-optimal system regarding this intellectual achievement, we intuitively refuse to accord 

the judgment our highest epistemic praise. 

Another widely reported study on the inability to introspect the reasons for a 

judgment establishes the so-called "position effect."'-' In this study, subjects are shown a 

set of garments or stockings under the pretense of participating in a consumer survey 

(Nisbett & Wilson, 1977; Wilson & Nisbett, 1978). Subjects are asked to judge which of 

the four unidentified products are of the highest quality. The four products are, however, 

of the same brand, and have been shuffled around from test trial to test trial. Statistical 

analyses of subject's choices reveal a reliable effect based on the position of the product. 

The right-most product is reliably selected by subjects as manifesting the highest quality. 

When subjects are asked to give their reasons for selecting that product, they typically 

reference its texture or sheemess. The claim is that these features fix the superiority of the 

product. When specifically asked whether the position of the garment wholly or partially 

determined the judgment, puzzled and skeptical subjects deny any position relevance. 

Again, it seems that subjects are unable to report the actual reasons for their judgments even 

though they are willing to report some plausible seeming reason. Consumers in the 

experiment that yields the position effect report that it is their subjective sense of the quality 

of the fabric that determines their judgments. 

Discussion of the position cffect in the episiemological literature has been led by Komblith (1989a). 
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Subjects claim, for instance, that the stockings they select feel more sheer. There is 

no reason to doubt that the stockings subjects select do feel more sheer. Indeed, it is 

unclear what would count as evidence against this phenomenological judgment. So, the 

subject's evidence for the judgment that the stocking is manufactured well is its sheemess. 

It is reasonable to conclude that subjects have high access to this phenomenal feature, since 

it is what they report when prompted to defend their judgments. But is it reasonable to 

conclude that the evidence they give is the cause of their judgments? In the experiment, the 

same manufacturer was responsible for all four sample stockings. Presumably, within the 

tolerances of the manufacturing process, the stockings did not differ in sheemess, so actual 

sheemess could not have been the cause of subject's judgments.'— Nisbett and Wilson 

propose the hypothesis that the position of the stocking on the presentation table is the 

cause of the quality judgment. We now have two putative causes of the subject's quality 

judgment. On the one hand, subjects claim that the sheemess of the stocking is what leads 

them to judge that their selection is (comparatively) of the highest quality. On the other, the 

experimenters conclude from a statistical analysis of the patterns of judgments over many 

subjects that the position leads the subjects to judge their selection is the best of the lot. 

The reason Nisbett and Wilson dismiss the subjective assessment account is that the results 

display a regularity that would be puzzling if the subject's beliefs were really caused by the 

feeling of the stockings. Namely, a position effect is observed. 

What might make the position explanation better than the subjective feeling 

explanation? Predictive success alone cannot be the measure of how good an explanation 

is. This is because the two hypotheses predict the behavior of the subjects equally well. 

Even if the stockings did differ in sheemess in a way that Nisbett and Wilson could not themselves 
consciously detect for the purposes of selecting stimuli for their experiment, the cross trial rotation of the 
stimuli would presumably account for this. There was no reliable effect reported that would suggest that 
one of their stimuli, in its various positions from left to right on the presentation table, was in fact more 
sheer than the others. 
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The hypothesis that holds that subjects will select the stockings that feel the most sheer to 

them is borne out by their performance. So, too, the hypothesis that subjects will select 

the stockings that are rightmost is borne out by what subjects actually do. In fact, the 

position hypothesis is worse off on this measure, as the effects reported in the Nisbett and 

Wilson articles are statistically significant, but not at one-hundred percent. So, predictive 

success alone is not the index on which competing explanatory hypotheses are judged. 

What motivates Nisbett and Wilson's preferred explanation is the low likelihood that 

subjective assessments of sheemess will so reliably track the position of the garments on 

the presentation table. If position is not part of the cause of subject's judgments, it would 

be a very surprising accident that the subjective feeling of sheemess covaries with position. 

Thus, Nisbett and Wilson judge that position is partially causally responsible for subject's 

beliefs. There is a mismatch between the evidence that subjects have high-access to (the 

sheemess of the garment) and the actual cause of their judgment. So, Nisbett and Wilson 

are importing a principle for isolating causes that holds that, when searching for the cause 

of some y. prefer an x that better explains y over an x' that poorly explains y. Once 

translated into representation manipulation terms, this is what I have been calling epistemic 

explanation. According to Nisbett and Wilson, in their experiment, position is a better 

explanation of sheemess judgments than subjective assessments of sheemess. 

If we were to describe inferentially the process that is responsible for the position 

effect, we would generate an epistemic explanation for a bit of human intelligent behavior. 

While 1 will not try to do this here, I presume that our best epistemic explanation would 

involve a process where the position of the stimuli helps to generate a judgment, but where 

the system responsible for accounting for that judgment does not recognize or does not 

accept position as a relevant factor. That second system then confabulates and offers a 

more reasonable or socially acceptable basis for the judgment of sheemess. As in the case 

of the Cantor et al. experiment, our evaluation of this system may count it as sub-optimal 
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for this kind of judgment. 

The above results on pseudo access do not seem to be due to memory problems. 

The best epistemic explanations for the data do not appeal to a failure of memory systems. 

There is a type of pseudo access, though, that does arise from limitations on our memory. 

Memory researchers have uncovered evidence of the unreliability of what has been called 

source memory. This is the memory for the source of some acquired information or belief. 

In a striking experimental setup, subjects are shown a list of people's names (Jacoby, 

Kelly, Brown, & Jasechko, 1989). The set is a mixture of the names of famous people 

and made-up names. For instance, suppose the names Sebastian Weisdorf, Roger 

Bannister, Valerie Marsh, Minnie Pearl, and Adrian Marr appear on the study. Subjects are 

asked to judge if any of the names on the list are of famous people, and are usually quite 

good at doing so. Roger Bannister is a famous runner, and Minnie Pearl is a television 

celebrity. Even where subjects are unable to identify the names that are famous, they rarely 

identify non-famous names as famous. In this paradigm, then, subjects are not prone to 

false-positives. 

The interesting result for our purposes is that, a day later, subjects confronted with 

the same list reliably claim that some of the non-famous names belong to famous people. 

That is, a day after the initial test, subjects are prone to claiming that Sebastian Weisdorf is 

a famous person. (We thus get the researcher's tongue-in-cheek article title, "Becoming 

famous ovemight.") Apparently, subjects have forgotten that their acquaintance with the 

name is due to exposure to a list that (they have been told) may contain names that do not 

belong to famous people. Unable to remember where they heard the name but confident 

that they had heard it, people surmise that it belongs to someone well known. Work by 

Schacter and his colleagues (1984) has shown that some patients with damage to medial 

temporal lobe areas and to the hippocampus will exhibit a consistent deficit in source 

memory. They are amnesiac, but not in the sense that they cannot recall newly learned 
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information. Rather, they are unable to recall the source of the new information. 

What is the lesson of evidence on faulty source memory? On the second day of the 

experiment, the subject claims that Sebastian Weisdorf is the name of a famous person. 

Though it is difficult to be certain given the experimental setup, perhaps the subject's 

evidence for the belief is that the name seems familiar, even though it is not the name of a 

friend, acquaintance or family member. Since a good explanation of a name sounding 

familiar is that it is the name of a famous person, subjects conclude that the name belongs 

to a famous person. The system responsible for issuing a judgment (in this case, about 

whether a name is of a famous person) has lost contact with the memory of the source of 

judgment. Detailed, inferential account of retrieval in memory can be found in the 

substantial literature on memory. (Anderson's 1995 cognitive psychology textbook 

devotes a chapter to memory retrieval within a computational, information-processing 

approach. See also, e.g.. Alba & Hasher, 1983; Roediger, 1990; Stillings. et al.. 1995; 

Tulving, 1983.) These all amount to epistemic explanations of memory and access that 

enrich considerably from the manifest judgments that range over cases, beliefs and 

persons. 

Finally, a related literature has been used to argue that people use scripts or frames 

to encode the memory of an event (Bower, Black & Turner, 1979; Jacoby et al.. 1989). 

In the Jacoby et al. study, subjects were exposed to short scenarios that describe an event, 

such as a visit to a doctor's office. The scenarios explicitly mention many of the mundane 

features of such a visit. On recall tests, however, subjects claimed with confidence that 

they recalled reading events in the scenario that did not appear. These were events that are 

consistent with the scenario, where the theorists define consistency as likely to appear in a 

plausible visit-to-the-doctor's-office script or frame. So, where the scenario might have 

explicitly mentioned that the patient met a nurse, subjects confidently recall that the patient 

had her temperature taken. What subjects seem to be showing is an inability to distinguish 
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the cause of their recollection; In some cases it was the scenario, in others it was the script 

thai encodes plausible events for the scenario. Subjects who recall events that are 

consistent with the scenario but do not appear in the scenario do not seem to be accessing 

the cause of their beliefs. If the psychologist's account of the phenomenon is correct, 

subject's beliefs are caused by the script, not by the scenario. In these experiments, 

subject's confidence rating in their judgments for the script-induced recollection is equal to 

their confidence in their recollections of the actual scenario. 

How can scripts explain this effect? Scripts are structures of representations that 

contain typical information about a domain in a form that allows for efficient access 

(Stillings et al., 1995). Similarly, frames are a class of strategies for representing belief 

r e l a t i o n s .  I n  a r t i f i c i a l  i n t e l l i g e n c e  r e s e a r c h  ( w h e r e  f r a m e s  w e r e  i n i t i a l l y  p r o p o s e d ) a  

frame is a labeled data structure with empty slots or cells that can contain either sub-frames 

or nodes. The frames that fill slots also have slots. Frames can run arbitrarily deep, but 

the deepest frames will have all its slots occupied by nodes. Nodes are terminal points that 

define the frame in the same way that the deepest level of a recursive function before it 

unwinds defines that function. 

For instance, a cognitive system needs a computationally tractable yet 

comprehensive means for representing, among other things, where various objects are 

likely to be found in the world. The most naive strategy would be to encode object and 

their likely whereabouts in a list: 

The locus classicus of frame theories is Minsky (1975). 
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A TOASTER CAN BE FOUND IN A KITCHEN 
A TOASTER CAN BE FOUND IN AN APPLIANCE STORE 
A TOASTER CAN BE FOUND IN A GARAGE 

A KITCHEN CAN BE FOUND IN A HOUSE 

etc. 

The alternative to this unwieldy representation is a system where the presence of objects in 

places (or places in places) can be systematically ordered. Frames are an attempt to do just 

this by nesting clusters of concepts within related clusters of concepts. Here is an example 

of a frame; 

Frame representation of a house for the LOCATED-IN relation: 

"Slots" filled "Slots" empty 

(House 
(Kitchen 

(Refrigerator) 
(Toaster) 
(Stove) 
(Blender)... 

(Bedroom 
(Bed) 
(Nightstand) 
(Alarm-clock)., 

) . . .  

(House 
( 

)... 

J... 

Although this is a frame for an environment, frames are advertised as general 

enough to use to encode the relations between elements of events such as a birthday party 

or, as in the psychological research, a visit to the doctor's office. For our purposes, scripts 

and frames are important because subjects sometimes fail to identify elements of their 

memories that they experienced versus elements contributed by the default values of empty 
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slots in the script or frame. Frames are a classic Icind of epistemic explanation. They offer 

an account of the structure of mental state relations and are motivated by the behaviors of 

human subjects. When properly fleshed out with a control structure, the account is. in the 

sense of Chapter Four, a priori in that it offers a systematic and inferentially cogent 

sequence of representation manipulations. Again, we have an epistemic explanation of an 

access constraint that human beings face. 

All the studies I have reported so far were done on adult subjects, but there is a 

substantial literature on whether children can report the source of their judgments. The best 

recent evidence indicates that children before the age of four will frequently express 

confidence in a belief and the belief will be true, but they will be unable to report how they 

came to the belief. This is not a problem of remembering the circumstances that were 

crucial for their coming to the belief (Pemer & Ogden, 1988; Wimmer, Hogrefe, & Pemer. 

1988). Rather, the children could report what went on in the experimental setup but could 

not tell which of the events informed their beliefs. The developmental literature may seem 

of limited interest here, as our ultimate goal is to use these results to assess contemporary 

accounts of justification. Most (though not all) of the work in epistemology is aimed at 

explicating justification in normal adults. What the developmentalist offers, though, is 

further evidence that human psychology allows for a robust mismatch between the access 

we have to the reasons for our judgments and the psychologically operative reasons for 

those judgments. Cognitive scientists studying developmental issues attempt to offer 

inferential accounts of these behaviors. 

It is not trivial to uncover what is going on in these studies. As in any empirical 

literature there have been published replications of some of the studies (Tumer, 1988) as 

well as published failures to replicate (Smith & Miller, 1978; White, 1980; Wright & Rip. 

1981). The latter have prompted a spirited debate over whether the most pessimistic claims 

of the inadequacy of introspection are warranted. Nisbett and Wilson's radical claim that. 
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The evidence reviewed is...consistent with the most pessimistic view concerning people's 

ability to report accurately about their cognitive processes" (p. 247), may be safely viewed 

as somewhat hyperbolic. In each case, however, the critics have concurred that our 

introspective access is not as good as is commonsensically maintained. This presses the 

need for detailed studies of human performance in this domain. Access issues cannot be 

left to intuitive judgments within the manifest image. 

7. Epistemic Explanation of Null Access 

In the last section, we discussed some of cognitive science's epistemic explanations 

of pseudo access. Let us move on to a type of access that does not seem sub-optimal 

within the context of its output. I will suggest that the cognitive scientist's intuitive 

judgments about null access are that the cognitive processes implicated allow for intelligent 

interaction with the environment and that this is part of an epistemological understanding of 

intellectual flourishing. The null access effects we have discussed so far involve 

blindsight. In another case of null access mental processing, (normal) subjects leam 

complex patterns even though they cannot explain the pattern or, in some cases, cannot 

recognize that any learning occurred at all (Lewicki, Hill, &. Bizot, 1988). One paradigm 

involves subjects predicting the location of an "x" in a computer-driven display that is 

divided into four equal parts. They have to judge where the "x" will appear on the next 

trial. The algorithm that governs the appearance of the "x" is complicated enough such that 

subjects cannot report what it is, even after extensive trials over a 45 minute period. Still, 

subjects very quickly gain the ability to predict the next location of the target, though, 

again, they protest that they do not have the slightest idea what principles they are using to 
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make the predictions.'-'* 

A common priming paradigm in implicit memory experiments also exhibits null 

access.'^ In a representative version (Marsolek, Kosslyn, & Squire, 1992), subjects are 

shown on a computer screen a set of words, one at a time, for 5 seconds each. The words 

are processed via a visual encoding task, such as vowel counting, that minimizes the 

formation of semantic associations with the words. When the full set of perhaps 100 

words has been shown (the encoding phase), the experimenter tests for implicit memory 

priming. This is done by presenting word-stems, some of which can be completed in such 

a way as to form words seen earlier in the experiment. For example, during the encoding 

phase, subjects might have seen the word "APPLE" among the many other words 

presented. In the test phase, the computer screen will flash "APP ", and subjects are 

asked to orally respond as quickly as possible with the first completion that comes to mind. 

The stem is shown briefly — on the order of 180 milliseconds — and most subjects 

afterward report the feeling of respKjnding automatically, given the nature of the task. One 

hundred and eighty milliseconds is just long enough for the subject to feel as if she has 

seen the stem; she then "blurts out" a completion. These experiments reliably show that 

subjects form completions according to the words they were trained on, even though the 

stems are controlled for frequency in the language. The conclusion is that subjects are 

primed by the training set. 

In one version of this priming paradigm, we asked the subjects prior to the test 

Also see (Berry & Broadbent, 1984). In that study, subject implicitly learned how to govern sugar 
production in a simple simulation where they controlled working input. The subjects reliably controlled 
sugar input according to the rule for optimal production that the simulation was based on. They could not, 
though, express the rule and instead claimed they offered their responses they did because it "felt right" or on 
ihc basis of "some son of intuition." 

The priming paradigm I am discussing goes at least as far back as Jacoby & Witherspoon in an article 
provocatively titled "Remembering without awareness" (1982) and Jacoby (1983). 
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phase (but after the training phase) to try to create completions that would result in words 

they had seen during the training phase, even though they were not asked to memorize the 

initial set of words.Before they attempted the test task, subjects complained that they 

will not remember any of the words and express amusement or anxiety about the paradigm; 

many reported that they became bored counting vowels, and during encoding stopped 

thinking about the words on the screen. Of course, the subjects show priming anyway. 

What is going on here? Subjects insist that they cannot remember the words they saw 

during the encoding phase, in spite of their good faith efforts at recall. It would seem that 

the information that influences subsequent word-stem completion, though possessed by the 

subject, is not introspectible for the subjects. Thus, they are examples of null access. 

We can understand null access performance on these experimental tasks as 

involving a cognitive system that manipulates representations of the task domain at a level 

thai is not accessible to consciousness and that does not leave any 'markers' on 

consciousness. Our representation manipulation accounts of these systems will therefore 

not feature connections to the processes that subsume introspection. If we understand the 

goal of cognition as allowing for intelligent behavior in a sometimes unstable environment, 

however, this mechanism is, I submit, laudable. By this I mean that our epistemic 

a.ssessment of a system that works in the way that human beings appear to work in implicit 

learning does not generate the judgment that the system is grossly sub-optimal. We can 

give an inferential account of the system, and — unlike the case with pseudo access — we 

do not have to introduce any sub-optimizing clutter to explain the behavior. Remember that 

this judgment is contextual because we are evaluating implicit learning against its particular 

output. In this context, the output is intelligent and would seem to contribute to intellectual 

I conducted these experiments in C. J. Marsolek's visual memory lab at the University of Arizona for 
reasons unrelated to issues in epistemology. 
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flourishing construed broadly. In an epistemological view that allows for the replacement 

of manifest epistemology by scientific epistemology, we are no longer constrained by the 

standard intuitive response to cases of conscious judgment. Traditional theories of 

justification are, in my view, manifest attempts to account for phenomena that 

psychological explanations capture with greater richness and no loss of normativity or 

evaluation. 

Another kind of question we faced with is, why does cognition in human beings 

include systems that generate null access effects? To answer this question, we will have to 

draw on many resources that are beyond my ken here and that change the context of our 

evaluation. The reason that the implicit learning mechanism is unavailable to consciousness 

could be drawn from many possibilities. For instance, it might the case that the 

subsystems that allow for introspection would interfere with the efficiency of implicit 

learning. Or, it might be that the evolutionary pressures on our cognitive system were such 

that conscious access was only selected for, for some types of learning. This may or may 

not be sub-optimal. Without more detail about this broader context, perhaps an evaluation 

is not possible The forces at work are necessarily speculative at this point, but will 

presumably yield to careful further epistemic explanation. 

Our point is that null access can be evaluated along a detailed empirically guided 

dimension to shape our judgments about the quality of the mental states that are the product 

of the cognitive systems discovered. The methodology of epistemic explanation 

incorporates the scientific image of the mind and applies it to issues of access that we have 

seen to be crucial in the epistemological literature. In the case of null access (but not in the 

case of pseudo access) the behavior is not judged to be sub-optimal and so deserves our 

epistemic approval. This approval is less restrictive that traditional epistemological 

theories, but it is aimed at the same feature of the world. And, again, this judgment can 

only be normative and epistemic; there is no empirical evidence that would show that a 
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cognitive system designed to include null access effects is superior to a system designed in 

some other way. That is an epistemic evaluation that we — as cognitive scientists engaged 

in epistemic explanation — offer. 

8. Conclusion 

My goal in this chapter has been to offer a detailed discussion of the contrast 

between epistemology in the manifest image and epistemology in the scientific image. The 

domain of that contrast is access to belief quality. With respect to access, the theories of 

justification that are common to the manifest image are quite different from the 

psychological explanations of intelligible behavior. I have been trying to illustrate my 

replacement thesis for epistemic explanationism in a rich, well-articulated domain to show 

how my metaepistemological position yields a quite different conception of human 

intellectual achievement. 

This is the final stage in this essay. I began by trying to locate epistemology as 

aimed at a theory of intellectual flourishing and an account of intellectual achievement. This 

allowed me to talk about the current literature in a more general way than it usually 

attainable, and in a way that in my estimation makes sense of the diverse proposals we find 

on the contemporary scene. From this conception of epistemology, I engaged naturalism 

construed both widely as the introduction of a posteriori constraints on epistemological 

theories as well as more specifically as psychologistic epistemology. Scrutinizing the 

relationship between psychology and epistemology showed that naturalists cannot use the 

results of psychology in the way that they hope, and that psychology demands a normative 

epistemic assessment of representational transactions in order to offer cognitive 

explanations. In the second half of the essay I have developed that proposal into a 
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replacement thesis for epistemology. The replacement thesis has to this point been 

associated with the advice of Quine, who urges that epistemology is simply replaced by 

psychology. I, too, urge that epistemology is replaced by psychology (or, more precisely, 

by psychological explanations), but I am disinclined to jettison the normative assessment 

that is crucial to epistemology. Fortunately, psychological explanations demand this 

normative epistemic assessment, so there is no danger of rejecting normativity simply by 

endorsing the replacement thesis. It seems, then, that we can achieve all that we ever 

hoped to achieve in epistemology by becoming cognitive scientists. 
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