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ABSTRACT 

A practical, field-capable, 3.0 to 5.0 ^im mid-wave infrared Computed-

Tomography Imaging Spectrometer (CTIS) has been demonstrated. The CTIS employs a 

simple optical system in order to measure the object cube without any scanning. The data 

is not measured directly, but in a manner which requires complicated post-processing to 

extract an estimate of the object's spectral radiance. The advantage of a snapshot 

imaging spectrometer is that it can collect information about a dynamic event which a 

standard scanning spectrometer could either miss or corrupt with temporal artifacts. 

Results were presented for reconstructions of laboratory targets with sampling up 

to 46x46x21 voxels over a variable field-of-view, or 0.1 jam spectral sampling. 

Demonstration of the snapshot capability has been performed on both static targets and 

targets with rapidly varying content. 

The contents of this dissertation are directed towards two ends. The primary 

undertaking is a realization of the theoretical model of the CTIS is a practical, field-

capable MWIR instrument. The design, calibration, and operation of the MWIR CTIS 

are explained in detail in the text and appendices. 

Of additional interest is the advancement of the theory to improve the design and 

functionality of the spectrometer. A new algorithm for design of the holographic 

disperser component of the CTIS is introduced. The design process dramatically extends 

the set of possibilities for the disperser. 

In order to improve the reconstruction potential of the spectrometer, the analytic 

expressions which describe the CTIS have been expanded into a principal component 

basis set. The result is a technique for creating an initial estimate of the object and a 

technique for improving the reconstruction algorithm. 
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CHAPTER I 

INTRODUCTION 

An imaging spectrometer measures ixith the spatial and spectral content of an 

object scene. In contrast with classical, broadband imaging, the spectral information 

permits the classification of portions of the scene based upon material content or 

temperature. 

This dissertation primarily concerns imaging spectrometry in the mid-wave 

infrared (MWIR) spectral region. Mid-wave refers to the atmospheric window which 

exists at wavelengths between 3.0 ^m and 5.0 ^m. Outside this passband (with the 

exception of tightly controlled laboratory conditions or in vacuum) a short path through 

the atmosphere is completely opaque. 

Imaging spectrometers in the MWIR have numerous applications. The MWIR 

region contains the crossing point between the contributions of reflected radiance (which 

dominates the visible and SWIR) and thermally emitted radiance (which dominates in the 

longwave infrared). Therefore, MWIR spectra may be used to examine both emissive 

properties of materials (temperature and emissivity) and reflective properties of materials 

(reflectance, BRDF, orientation). Thermal contrast for near-ambient temperatures 

(300K) peaks in the MWIR. meaning that MWIR systems are useful for thermography 

applications.' The MWIR band encompasses many natural spectral emission and 

absorption features for organic and inorganic materials."' These features are especially 

useful for the measurement or identification of compounds in samples for biological, 

physiological, remote-sensing,^ and chemical applications. 
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Object Cubes and Datacubes 

This section defines the spatial and spectral region-of-interest for an imaging 

spectrometer in terms of a 3-dimensional construct, the object cube. 

An optical system projects a 3D object into a 2D image and defines a field of 

view (FOV) in the object space which is being examined. Typically, this FOV will have 

a square or rectangular shape corresponding to the projection of the focal plane array 

(FP A), field stop, or rastering optics onto the object. The spectral radiance of the object 

has an semi-infinite extent (0-oo ), however, the optical system imposes a finite spectral 

bandwidth based on transmission or ability to detect radiation. 

Thus, we have defined a region of interest described by three variables, fix , y, A). 

If the spectral axis is taken normal to the spatial plane, the region has a cubic shape. This 

three-dimensional region of interest shall be known as the continuous object cube (see 

Figure 1.1 ). 

Figure 1.1. The continuous object cube, 

fix , y, A) 
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Associated with each point within the continuous object cube is the instantaneous 

spectral radiance (W/sr/m2/~m) of a single point in the object at a single wavelength. For 

measurement using a discrete digital system, the (x, y, A.) space is divided into a set of 

contiguous volumes, known as voxels. In this rectilinear world, the voxel also takes a 

(8x, 8y, 8A.) cubic shape, as shown in Figure 1.2. Each voxel is described by intensity 

(W/sr) since it is the integral of the continuous object cube over area and wavelength. The 

resulting assembly of voxels ,j{xi, yj , Ak), is called the discretized object cube. 

Figure 1.2. A single voxel located at the 

center of the object cube or datacube. 

A. 

In the limit that the voxel volume is small enough that the radiance inside it is 

constant, the discrete and continuous object cubes are exchangeable, as are the 

mathematical summations and integrals used to study them. To process measured 

information digitally, we are forced to model the CTIS in this limit. Thus, the "object 

cube" referred to in this dissertation is a synthesis of the discrete and continuous object 

cubes which both describes the object exactly yet can be measured discretely. 
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A datacube represents the same construct as the object cube, however, it is a 

measurement or estimation of the object cube rather than the exact object cube. This 

important distinction is maintained throughout the discussion, except in cases where the 

distinction is irrelevant (as in Figure 1.2). 

An object cube or datacube may be interpreted as a collection of 2D spectral 

images (as would be seen with a narrowband-filtered camera) or as a collection of spectra 

of individual pixels (as would be recorded by a point spectrometer). These renderings are 

necessary to display the contents of a datacube on paper or on a computer screen. 

Imaging Spectrometers 

An imaging spectrometer is a device which is used to measure an object cube. 

There are several categories of spectrometer based upon the number and contiguity of 

bands. A multispectral spectrometer measures radiance in several bands which are not 

necessarily contiguous. A hyperspeciral spectrometer measures many contiguous 

samples over a large wavelength band. 

Since the object cube is a 3D construct and measurement instruments are limited 

to 2D, the acquisition of a datacube requires some form of beam division or scanning. 

Beam division typically reduces the signal-to-noise ratio (SNR) of the measurement, 

while scanning may incur errors due to temporal variation in the object. Both methods 

also incur misregistration errors caused by instrument misalignment or vibration. 

A brief summary of the main types of contemporary imaging spectrometers is 

included here for comparison. 
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Narrowband-Filtered Spectrometers 

This type of spectrometer uses a set of absorption or interference filters placed 

before several detectors or different parts of the same detector. In the former case, the 

system may collect measurements of all bands without scanning. However, these 

systems are limited to multispectral resolution since the set of available filters may not be 

contiguous and the bands must be wide enough to collect sufficient signal. Currently, an 

instrument using multiple focal plane arrays (FPA) is unreasonable for infrared 

spectrometers since the FPAs are prohibitively expensive. 

Dispersive Spectrometers 

This category encompasses prism and grating spectrometers. A small aperture 

(whiskbroom) or line aperture (pushbroom) is placed in an image plane. The grating or 

prism then divides the light into a spectrum which can be measured with a line array or 

focal plane array. Motion of the instrument platform (airplane or satellite) provides 

spatial scanning along the path of motion. These types of spectrometer are very common 

for visible and short-wave infrared hyperspectral instruments dedicated to remote 

sensing.^ 

Wedee Spectrometers 

Modem fabrication techniques allow the creation of complex interference spectral 

filters. For instance, a filter may be constructed which transmits a narrow spectral band 

centered around a wavelength which increases with displacement along one dimension of 

the 2D filter.^ When this filter is coupled directly to an FPA, the instrument records an 
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inclined plane inside the datacube. Scanning along the displacement axis allows 

measurement of the full datacube. The system is extremely compact and simple, but it is 

subject to mixed spatial and spectral misregistration. With a minimal amount of post

processing, filters with complex spectral profiles may be used to multiplex data and 

increase the SNR. Since the filters can be fabricated directly on top of the FPA. the 

wedge filter can significantly reduce noise for background-limited infrared applications. 

Fourier Transform Spectrometers (FTS) 

This powerful type of hyperspectral spectrometer is based upK^n a Michelson 

interferometer.^ The spectrum of a single point in the object is encoded into the 

interference pattern as a function of the path difference between the two arms of the 

interferometer. The system provides very good SNR over a broad wavelength band, 

especially in the infrared. It is extremely environmentally sensitive due to the use of a 

non-common-path interferometer. Most commercial FTS instruments are point-

spectrometers. The imaging FTS has the most complex optical design of the imaging 

spectrometers described here. 

Computed-Tomographv fCT) Spectrometers 

This type of spectrometer mimics the functionality of 3D tomographic imaging 

systems such as CT scanners. The Computed Tomography Hyperspectral Imaging 

System (CTHIS) is an example.® The CTHIS employs a rotating direct-view prism. 

Each recorded raw image has dispersion oriented along a different axis. Numerically 
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intensive post-processing reconstructs an estimate of the datacube from these raw images. 

The CTHIS has been demonstrated in both the MWIR and visible-SWIR bands 

The CTIS is another example of a CT spectrometer. Since the CTIS is the subject 

of this dissertation, the introduction is reserved for its own section of this chapter. 

Snapshot imaging spectrometer 

The Computed-Tomography Imaging Spectrometer (CTIS) employs a very simple 

optical system in order to measure the object cube without any scanning. The data is not 

measured directly, but in a manner which requires complicated post-processing to extract 

an estimate of the object's spectral radiance. Therefore, in contrast to the imaging 

spectrometers described above, the CTIS is a snapshot instrument. 

The importance of this distinction cannot be stressed too much since the CTIS 

sacrifices very much to these instruments in terms of computational complexity and/or 

resolution. Clearly, scanning imaging spectrometers are superior for classical 

applications of MWIR spectrometry. The target application of the CTIS is a spatially 

non-localized or spatially complex, dynamic event which contains some useful amount of 

thermal or chemical structure. The application of a standard scanning spectrometer could 

either miss the event or return data corrupted by temporal artifacts. 

Bearing in mind the applications of standard imaging spectrometry in the MWIR, 

there are plenty of applications available which are suited for the CTIS. The application 

to missiles in flight has previously been investigated, although the results are not cleared 

for publication in this text. Furthering this application, the impact of missiles or other 
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projectiles presents a clear advantage for the CTIS since knowledge of a fiill datacube 

would allow observation of the physical, thermal, and chemical evolution of the event in 

two dimensions. This chemical and thermal data recovery potential also extends to 

explosions, plumes, exhausts, or flares. 

Additional possibilities for direct spectral application of the infrared CTIS include 

thermography and process control in dynamic environments. Reconstructed datacubes 

offer insight into the thermal conditions of the machinery under actual operating 

conditions. 

Recent work has examined the possibility of measuring polarization or 

topographic depth information vicariously through spectra. Again, other instruments 

such as FTS would provide considerably better results for static scenes, but the CTIS can 

be applied to imaging dynamic events. 

Dissertation's Goals, Contributions, and Organization 

The theoretical foundation for this project is the dissertation of M.R. Descour. A 

brief synopsis is provided in Chapter Two. With that basis, the contents of this 

dissertation are directed towards two ends. The primary undertaking is a realization of 

the theoretical model of the CTIS as a practical, field-capable MWIR instrument. Of 

additional interest is the advancement of the theory to improve the design and 

functionality of the spectrometer. 

The description of the theoretical advancement requires a considerable portion of 

this volume for what is essentially a minor modification to the existing theory. However, 
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the result of these machinations provides several worthwhile contributions to the 

instrument's performance. 

A new algorithm for design of the holographic disperser component of the CTIS 

has been introduced. The process dramatically extends the set of possibilities for the 

disperser. Chapter Three provides a summary of the hologram design algorithm. The 

chapter is intended to be self-contained, therefore it also includes an introduction to 

computer-generated holograms. 

In order to improve the reconstruction potential of the spectrometer, the analytic 

expressions which describe the CTIS have been expanded into a principal component 

basis set. The result is a technique for creating an initial estimate of the object and a 

technique for improving the reconstruction algorithm. Chapter Four summarizes the 

work on these algorithms. 

Many disciplines fall within the scope of constructing a portable spectrometer. 

Optical design, mechanical design, and software design all contribute to the final 

instrument's readiness. The end result of this work is a third-generation MWIR 

spectrometer which operates from 3.0 {xm to 5.0 nm and reconstructs a 46x46x21 voxel 

object cube. The hardware behind this instrument is described in Chapter Five. Many 

details about the design process are included in the appendices. Chapter Six discusses the 

current techniques employed for calibration of the spectrometer. Finally, Chapter Seven 

presents some results from testing of the MWIR CTIS on a variety of static and dynamic 

targets in the laboratory. 
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CHAPTER 2 

MWIR SPECTROMETER OPERATING THEORY 

Before proceeding with the optical and mathematical theory of the CTIS, it is first 

necessary to introduce the basic mathematical concepts that will be used throughout this 

dissertation. Following an introduction to general mapping and inversion, a brief 

introduction is made to spectral-spatial decomposition. This chapter also includes a 

description of the CTIS optical system in order to elucidate the mathematical model. 

Imaging Processes and Inversion 

Imaging processes may be described in general as a mapping operation from an 

object f to an image g.' The forward action of the imaging system is described by 

g = ̂ r (2.1) 

The goal of this section is to present the tools used to invert this mapping to form 

an estimate f of the object f. First, it is necessary to impose certain properties on the 

operator J-f. All of the imaging processes we wish to investigate are linear, finite, 

discrete-to-discrete mappings. Under these conditions, the operator a matrix, and is 

often referred to as a system matrix. The object and image are vectors with N and M 

elements, respectively. 
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The inversion of the mapping is complicated by two factors. The first factor is the 

possible presence of a null space within the object space. There may exist some vectors 

in object space which are mapped to 0 (the zero vector) by The result is that more 

than one object vector may result in the same measurement, g, and a unique estimate of 

the object cannot be obtained from a measured image. The matrix is termed singular 

when a unique inversion is not possible. 

The second factor which complicates the inversion is noise. Noise from a variety 

of sources contributes to degradation of the measurement accuracy. The effect of noise 

may be modeled by an adjustment to equation (2.1): 

g = :«'f + n (2.2) 

Eigenanalvsis 

Eigenanalysis is applied to linear systems which map a space onto itself. 

Consequently only one basis set is needed to represent the image and object spaces. 

Eigenvectors are special vectors whose angles are not changed by the matrix 

operation. Eigenvalues (A„) indicate the weight applied to eigenvectors upon mapping: 

= K^n (2-3) 

If any of the eigenvalues are zero, a null space exists and the matrix is singular. 

Special properties exist in the case that the operator A. is Hermitian. The 

eigenvalues are all real and positive and the eigenvectors can be formed into a complete, 

orthonormal basis set. The eigenvalues now "rate" the contribution of an object-space 
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eigenvector to the image in a manner analogous to a transfer function. Most usefully, the 

operator may be decomposed in terms of the eigenvalues and eigenvectors: 

Eigenanalysis is useful for same-space mapping, non-singular systems. However, 

most processes in this dissertation do not map within the same space and are highly 

singular. 

SVD analvsis 

The generalized technique called singular value decomposition (SVD) 10.11.12.13 

used for ill-posed problems. An ill-posed problem can be divided into two categories 

based on the inequality of the number of measurements, M. and the number of unknowns, 

N. Tlie two categories are underdetermined {M<M) and overdetermined (M>N). The 

latter case, where there are many more measurements than unknowns, is of primary 

interest in this context. If the measurements are inconsistent with equation (2.1) (most 

likely due to noise), no exact solution f exists. Even if an exact solution exists, the 

solution would not be unique if the system has a null space. 

The purpose of SVD is to generate a basis set for object space and a basis set for 

image space. For any system operator, ShC the operators and are 

Hermitian. Designating the eigenvectors of as {v„} and the eigenvectors of 

(2.4) 
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as {u„}, the eigenvalues for both operators are identical, {/in}. The eigenvectors 

from each set are orthonormal. They are related to each other by 

"/» ~ I— (2.5) 

In correspondence to the eigenvalue decomposition, it is possible to decompose the 

general matrix into a sum of eigenvectors: 

= UWV^ (2.6) 

The eigenvectors have been reorganized into matrices of column-oriented vectors. U and 

V, and the square roots of the eigenvalues are positioned along the diagonal elements of 

the matrix W. The eigenvectors are called singular vectors. The matrix V contains the 

object-space singular vectors, while the matrix U contains the corresponding image-space 

vectors. The square root of the eigenvalue is called a singular value. A singular value 

rates the influence of an "object" space (domain) basis vector on the corresponding 

"image" space (range) basis vector in the output of the system. The singular vectors are 

typically arranged in order of decreasing magnitude of their singular values so that the 

first vector has the greatest influence on the output of the system and the vector has 

the least influence, if any. The rank of the matrix, denoted by R, is equal to the number 

of non-zero singular values. For an overdetermined process, the rank is less than or equal 

t o  t h e  n u m b e r  o f  u n k n o w n s ,  R < N .  
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The conditions for the existence of exact inverse of ^ are that the matrix is 

square and none of the singular values is zero, ( R  =  N  =  A f ) .  In that case, the inverse may 

be formulated in terms of the singular values and vectors: 

= VW-'U+ =j; —v„ul (2.7) 
n-l % 

Since the condition for an exact inverse is unlikely, a Moore-Penrose pseudoinverse is 

used instead. The form is identical to (2.7), 

= VW''U^ =X —v„ul (2.8) 

However, the inverse of any zero-valued singular values is set to zero in W~'. This 

change is reflected in the use of the rank as the upper limit of the sum. In practice, the 

effective rank of the matrix is reduced by the contribution of noise. Therefore, the 

inverse of low singular values may also be set to zero in the pseudoinverse. 

The pseudoinverse exists for any finite-dimensional matrix. Therefore, it is a 

powerful tool for inversion of overdetermined, singular imaging systems. However, the 

calculation of the SVD decomposition is a numerically intensive, memory-hogging 

operation. For large matrices, iterative pseudoinverse techniques must be used. The 

iterative techniques, as applied to specific imaging problems of the CTIS, are described 

in Chapter 4. 
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Spatial-Spectral Decomposition 

Another mathematical process used frequently in this dissertation is called 

principal components analysis. This process is used to express a discrete hyperspectral 

datacube. j{\\, yj, in terms of a linear regression by orthogonalized factors. In this 

discussion, the number of spatial samples (Xj, yj) is represented by A/ and the number of 

spectral samples is represented by N. The regression of the datacube into a principal 

components basis has the following structure:'"'''^ 

S' 
f[xi,yj,?i„) = ^u,,[xi,yj)vk{?i„)wk (2.9) 

it=i 

The set of orthonormal vectors {v*} represents the spectral principal components of the 

datacube. The spectral principal components form a basis set for the discretized spectral 

space (assuming that there are more spatial samples, M, than spectral samples, N). The 

set of orthonormal images {ut] are the principal component images corresponding to 

{v'i j. The values of h' indicate the contribution of the A:''' principal component to the 

composite datacube. 

The utility of the principal components expansion is in the reduction of the 

dimensionality of the datacube. The rank, R, represents the number of non-zero values of 

w. which for a discretized datacube may be less than or equal to the number of spectral 

samples, if the rank is less than N, the datacube may be compressed without loss by 

storing only the principal components and their weights. 

The u, V, w notation presages the similarity of the problem to the SVD 

decomposition. A datacube, y(Xi, yj, may be organized into an MxN spatial-spectral 
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matrix. by lexicographically ordering the spatial samples. The SVD decomposition of 

yields the principal component spectra and images. If the datacube contains a limited 

number of spectral species, it is highly singular. The resulting singular values are mostly 

zero, so that the non-null spectral space is spanned by only a few vectors. 

We postulate that, in general, spatial-spectral scenes are extremely singular due to 

the consistency of spectral signatures. This postulation is based primarily upon 

experimental study of natural and man-made scenes. Healey and Benites' study of 

MWIR reflectance functions concluded that only six fixed spectral components provided 

a satisfactory approximation for 350 natural minerals and 44 man-made materials.'^ 

While the number of components is expanded by the inclusion of emission and 

atmospheric absorption, it is still possible to considerably reduce the dimensionality of 

any hyperspectral datacube in the MWIR. For principal components decomposition of a 

datacube, the dimensionality is further reduced since the components are chosen to 

specifically reduce the datacube's dimensionality. 

The principal component spectra may be calculated using eigenanalysis of the 

correlation matrix calculated from the spectra of a single datacube. The principal 

component images and weights may then be calculated from the projection of the 

principal component spectra onto the datacube. An SVD performed directly on a spatial-

spectral matrix arrives at the same results. 

It is important to note that the principal component images are orthogonal only if 

the correlation matrix is calculated from all spectra in a single datacube. The inclusion of 
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spectra from outside the datacube or the use of a subset of spectra from the datacube will 

eliminate the orthogonality of the principal components images. 

In practice, the first spectral principal component is the average spectrum over the 

scene. Correspondingly, the first spatial principal component is the panchromatic image 

from the scene. For spectra which are strictly positive, the first spatial and spectral 

components are also strictly positive. 
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CTIS Optical System 

The optical system of the CTIS will now be introduced before proceeding with a 

mathematical model. The computed-tomography imaging spectrometer consists of three 

optical-element groups: an objective lens, a collimating lens, and a re-imaging lens 

(Figure 2.1 ). The Computer Generated Hologram (CGH) disperser is located in 

collimated space between the collimator lens and there-imaging lens. The large-format 

focal plane array (FP A) is conjugate to the field stop. 

Objective Lens Field Stop Disperser 

FPA 

Collimating Re-Imaging 
Lens Lens 

Figure 2.1. Top: Optical schematic of the CTIS including the chief ray; 

Bottom: MWIR CTIS instrument. 



30 

Without a CGH, the optical system images the field stop at small magnification 

onto the focal plane array, so that only a small portion of the FPA is dedicated to spatial 

resolution. 

The remaining pixels of the FP A are used to measure the spectral content of the 

object. The introduction of the CGH causes light to be dispersed into many additional 

images on the FPA. The particular design of the CTIS CGH forms a square array of 

equi-spaced diffraction orders. An example MWIR CTIS image of a monochromatic, 

point object is shown in Figure 2.2(a) (in negative contrast). 

Each diffraction order is subject to dispersion (with the exception of the center 

order), which causes them to exhibit a linear blur. The dispersion blur for a particular 

order is oriented along the same direction as the diffraction. This blur can be observed in 

Figure 2.2(b ), an image of a warm coffee cup target. 

(a) (b) 

Figure 2.2. MWIR CTIS images. 
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CTIS Imaging Model 

A complete theoretical description of the CTIS functionality is given in Descour's 

dissertation.'^ It is not my intention to re-derive the system model, so the first part of the 

discussion will be a summary of previous work. 

The CTIS is modeled as a discrete-to-discrete linear system. As described in the 

image processes section above, the vector g contains the measurements obtained from the 

pixels on the focal plane array. The pixels of the 2D FPA can be mapped to the linear 

array in an arbitrary manner, however, rastering is the simplest technique. The vector f 

describes the intensity of the voxels within the discretized object cube. Similarly, the 

values of the 3D object cube are rastered into the ID vector. The linear system is defined 

by the transformation of equation (2.2), which is repeated here: 

g = jfr + n 

The CTIS system matrix, !hC represents the effect of the optical system in the mapping 

from the object cube to the FPA. Any column of J-C contains a single voxel-spread-

flinction, or the (i, j) position in describes the number of electrons stored by the i'*' 

pixel of the FPA per Watt/Sr at the j'*' voxel in the object cube. The vector n accounts for 

image noise arising from a variety of sources. 
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Computed Tomography 

Computed tomography describes an imaging and reconstruction process by which 

data from a multidimensional object is recovered from projections onto a lower 

dimensional measuring system. For instance, each detector in an single photon emission 

computed tomography (SPECT) instrument integrates emission along a linear path 

through a 3-dimensional object. The data from many detectors may be reconstructed to 

produce 3D estimates of real objects. 

The object cube has been introduced as a three-dimensional structure composed 

of uvo orthogonal spatial axes and a third, spectral axis. Each pixel of the FPA in a 

diffraction order of the CTIS measures the integrated intensity along a slanted line 

through the object cube. Since the pixels are organized in a 2D array, we may say that 

the Computed Tomography Imaging Spectrometer reconstructs a 3D object cube from a 

number of 2D projections. In this sense, a diffraction order image may also be referred to 

as a projection. 

The continuous model of CTIS optical system is quantitatively described by 

Equation 2.14 in Descour's dissertation. With the exception of the noise term and the 

grouping of scalars, the expression is repeated here: 

g(r') = ^ dk /(r,A)/y(A) 5(r-/ir' + ///nyAr}) (2.10) 
j 

The sum index j accounts for multiple diffraction orders in the raw image. The 

vector r is a 2D position vector in the datacube, r = x* + >y, and the vector r' is a 2D 

position vector in the image, r' = xx' + yy'. The diffraction efficiency of the order as a 
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function of wavelength, is also added here. The scalar is the magnification from 

the field stop to the FPA. Unlike most notation in this dissertation, the scale for the 

object cube, is defined in the field stop instead of the FPA. To reconcile the 

different notations, n may be set to unity. The factor mj is the dispersion factor, 

proportional to the diffraction angle of the j''' order. The vector r'j defines the direction 

of the order's dispersion with respect to the focal plane array axes. 

.Measurement Space and Missing Cones 

The Central Slice Theorem interprets the data contained in a single diffraction 

order image. The 2D Fourier transform of equation (2.10) defines a plane in the 3D 

frequency space of the datacube for each diffraction order in the raw image, 

Gj{p)=F^I\ii,r\/\i,mjprj) (2.11) 

The difTraction efficiency term has been temporarily excluded since its effect is outside 

the scope of the Central Slice Theorem. Every plane defined by equation (2. II) passes 

through the origin of the 3D object cube, so additional data about F(^r|,f) may only be 

obtained by changing the angle (r'j) and inclination (my) of the plane. This is equivalent 

to using more projection angles and higher order projections, respectively. 

In this sense, it is clear that the CTIS collects enough information to reconstruct 

the full datacube by measuring multiple orders. Each order contains a localized subset of 

information in the frequency-space representation. 
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The magnitude of rrij is constrained by the size of the focal plane array (since it is 

not possible to fit an infinite number of orders on the array). Therefore, there will be a 

maximum inclination of planes in the frequency representation of the object cube. 

Assuming that many rotational angles are available, a cone-shaped region in frequency 

space will remain which is not measured by the spectrometer. This region is called the 

Missing Cone. The presence of the missing cone effects an inability to accurately 

reconstruct low spatial frequency, high spectral frequency targets. 

Note that the missing cone corresponds to the null space of the system matrix, ShC 

If SVD were performed upon the matrix, the singular vectors corresponding to zero 

singular values would have high spectral frequencies and low spatial frequencies. If the 

matrix were transformed into frequency space before performing the SVD, the singular 

vectors corresponding to zero singular values would be localized in the missing cone. 

More generally, the projection of the singular values onto the frequency-space 

representation of the datacube quantifies the estimation confidence of a given frequency 

component.'** 

Figure 2.3 shows a representation of the missing cone in the 3D Fourier transform 

space of a datacube. The spectral frequency axis is labeled by f (Note that spectral 

frequency refers to a mathematical construct analogous to spatial frequency, not the 

wavenumber, 1/A.!). The front quadrant of the cube is cut away to show a representation 

of the missing cones. The points of the cones meet at the origin of the coordinate system 

(i.e.ri = ^ = f=0). 
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Figure 2.3. The m1ssmg cone depicted 

inside the 3D Fourier transform space of an 

object cube. 
f 

To form a more accurate model than the central slice theorem, the diffraction 

efficiency term, tj (A) , may be carried through. Recognizing that the diffraction 

efficiency is independent of spatial position in the datacube, the 3D Fourier transform of 

the diffraction efficiency has the following form: 

g (
3
D) { t j (A)} = 8 ( ~ ) 8 ( 77) Jf { tj (A)} = 8 ( ~ ) 8 ( 17) Ti ( £) . (2.12) 

Revisiting equation (2.11 ), the former planes in frequency space are now spread along the 

spectral frequency axis: 

G i (p) = F ( ~, 17 , f )*** [ 8 ( ~) 8 ( 17) T1 (f )] 

( ~, 11, t ) = (~I 11,11 I 11, m 1P · rj) 
(2.13) 

The symbol * * * represents 3D convolution. Each projection contains the sum of 

information from a spread of spectral frequencies. The width of the spread is defined by 

the Fourier transform of the order's diffraction efficiency. The diffraction efficiency is 

typically designed to be a slowly varying function of wavelength. Thus, T(£) closely 
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resembles a delta-flinction. Figure 2.4(a) shows the predicted diffraction efficiency as a 

function of wavelength into -2, -2 order of the third-generation MWIR disperser. The 

frequency content of the order's efficiency typifies the content in all orders in the design. 

Figure 2.4(b) displays the magnitude of the FFT of the diffraction efficiency on a 

logarithmic scale. Although the transform is narrow, about 20% of the magnitude of the 

transform falls outside the center. Therefore, each order contains a small amount of 

information about every location in 3D frequency space. 

O.OiG^ 

E 
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>» h 
u t 
I 0.020 tr 
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(a) (b) 

Figure 2.4. Diffraction order efficiency (AW = 2 |Am). 

Unfortunately, the convolution of equation (2.13) is very difficult to separate 

analytically to directly recover information about the datacube. However, the equation 

indicates that altering the behavior of diffraction efficiencies, t(>,), will change the 

performance of the spectrometer. 

Forcing the diffraction efficiency of all orders to be flat (uniform efficiency 

through wavelength in every order) allows equation (2.13) to simplify into the form of 

4.0 
Wcvelcnctn (microna) 
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the central slice theorem. In this case, special interpretations of equation (2.10) may be 

used to estimate the data inside the missing cones. This topic is covered in Chapter 4. 

The design of Computer Generated Hologram dispersers for the CTIS is discussed 

in Chapter 3. Using advanced design techniques, it is possible to intentionally vary the 

diffraction efTiciency of the orders in a manner which does not reduce the dynamic range 

of the sensor. Therefore, more of the missing cone data is collected in the raw image. 
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CHAPTER 3 

COMPUTER GENERATED HOLOGRAM DISPERSERS 

Design Goals 

The CGH dispersers used in the CTIS are composed of a square unit cell 

identically repeated over a large area.'^ Each cell contains an integral number of square 

pixels, each of which has a single phase delay. The phase delay, <I>, is related to a 

physical depth, d, by 

O;, = 2Jt(n;, - l)dA (3.1) 

where X is the wavelength of light and n^ the refractive index of the diffracting material 

for wavelength X. The surface profile of a CGH disperser is depicted in Figure 3.1(a) and 

an AFM scan of an actual visible CGH disperser^" (7x7 diffraction pattern) is shown in 

Figure 3.1(b). This arrangement can be expressed mathematically by 

CG//(4,t1)« 2 ĝcr( ̂ ~ )rgc/( ̂  ~ * 
/n./i=0 

kj=—*' ^n\c 

Where q is the number of pixels in a linear dimension of a single base cell, ^ and rjc are 

the real width and height of a CGH pixel (and are equivalent for square pixels), and the 

operator • * indicates a two-dimensional convolution. 



39 

:t 1." · ' l) ~ .•• h ... 
Z 2, 0UQ 41Y 

(a) (b) 

Figure 3.1. Surface profiles of CGH dispersers for the CTIS. Both diagrams show four 

unit cells of the CGH. 

The corresponding complex field, (9 ( x , y ), achieved by placing the CGH in 

collimated light followed by a lens of focal length f is then calculated by the Fourier 

transform of equation (3 .2) evaluated at x' = x/ A.f (called the Fraunhofer diffraction 

model). For calculation by a computer, the continuous form of equation (3.2) must be 

converted to suit the discrete-to-discrete form of the Discrete Fourier Transform (DFT): 

_ 1 m=M/ 2-l n=N/ 2-l -2 m( ::;.+~ ) 
ukj --- .L .L umne 

.J MN m=-M/ 2 n=-N/ 2 

(3.3) 

The DFT requires the input, u mn, to be both discrete and periodic. The resulting output, 

ukj ' is also discrete and periodic. 
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Reorganizing the terms in the first part of equation (3 .2) creates a form which 

consists of the convolution of a discrete, periodic function and a 2d rectangle function: 

(3.4) 

Since the Fourier transform of a convolution of two functions is equal to the product of 

the Fourier transforms of the two functions, the transform of (3.4) is easily divided into 

two parts. We chose umn = e 1ct>mn since it is made both discrete and periodic in the first 

term of equation (3.4). Application of the DFT generates the discrete, periodic values of 

UkJ . In order to convert these values into a complex field, we express UkJ as an 

appropriately scaled continuous function and multiply by a 2D sine function (the 

transform of the rectangle function): 

q-1 
&"(x,y) oc L ei4>mn e-j2nm;cx/l.f e-j27rnTJcY/I.f X 

m,n=O 

00 

L 8(x-k Aj jq~c ) 8(y-l Aj jq11c) X (3.5) 
k ,l=-oo 

Note that sinc(x) = sin(m)hrx. This result is also easy to obtain in analytic form for CGH 

cells containing a small number of pixels. 

The far-field irradiance (also called the far-field pattern or diffraction pattern) is 

calculated by the squared modulus of the field amplitude in equation (3.5). The 

calculated irradiance for a sample CGH is shown in Figure 3.2. The example CGH 
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represents an incomplete design with a goal of uniform diffraction irradiance into the 

center 5x5 orders with no light in any other orders. The middle term in equation (3.5) 

accounts for the discrete nature of orders in the image plane of the lens, shown in Figure 

3.2(a). In the limit of a large but finite number of CGH cells, the delta functions in this 

sum are replaced by very narrow spread functions. Figure 3.2(b) contains the same 

information as Figure 3.2(a), but visibility is improved by replacing each order with a 

square. This format is the display convention for this Chapter (real diffraction patterns 

measured from a CTIS CGH are shown in Figure 6.7). 

Comparing the second and third terms of equation (3.5) reveals that exactly 2q 

orders fall across the center lobe of the sine function irrelevant of the values of A, f, q, ~c, 

or llc· The far-field pattern repeats identically every q orders (before multiplication by 

the sine envelope). The edges of the images in Figure 3.2 correspond to the first zero of 

the sine function. 

(a) (b) 

Figure 3.2. Far-field diffraction pattern efficiencies for a sample CGH. 
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Design Algorithms 

The most common algorithms for design of computer-generated hologram 

dispensers are the Lesem-Jordan-Hirsch phase retrieval algorithm (or Gerchberg-

Saxton),"' simulated annealing," random search,"" and genetic iteration.*"' A 

characteristic of the latter three methods is the selection of better solutions based upon 

random perturbation of phases. The application of the phase retrieval algorithm is limited 

because convergence is not controlled by a merit function. Contemporary methods of 

CGH design typically rely on modifications to these algorithms to introduce optimum 

starting conditions"^ or refine the solutions. CGH design techniques employing direct 

convergence (e.g. the conjugate-gradient method) have been introduced, but they are 

constrained to the nearest local minimum of CGH solution space."^ 

These algorithms have typically been applied to only one design wavelength, 

whereas the CTIS requires a CGH that performs over a broad range of wavelengths. In 

early designs for CTIS CGHs, a multitude of monochromatic CGHs were designed using 

the phase retrieval technique and the best solution was then selected based on a 

multichromatic merit function.*^ 

This chapter describes a method which converges directly to a solution for the 

CGH disperser phases from random starting phases. The algorithm has the capability of 

optimizing CGHs at multiple wavelengths. The desired diffraction patterns at different 

wavelengths may be identical or slowly-varying as a function of wavelength. CGH 

optimization at multiple wavelengths introduces a need for etching holograms of greater 

than 271 peak-to-valley (PV) phase depth. 
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Polychromatic SVD algorithm 

As the algorithm name indicates, the proposed approach to CGH design involves 

the use of linear algebra. The CGH imaging problem was established as a finite, discrete-

to-discrete transform during the derivation of the applicability of the DPT. Thus, we 

have satisfied some of the conditions for using SVD. What remains is to create a linear 

relationship between phases in the CGH, <I>„, and amplitudes in the diffraction plane, A„. 

No manipulations will ever allow us to make the proposition that the amplitudes 

are linearly related to phase. 

Instead, a more flexible approach is taken. Starting from a random CGH, we would like 

to relate the changes in phase to changes in diffraction order amplitudes, or in vector 

notation. 

The subscript in indicates that the matrix depends on the current values of the CGH 

phases. This type of matrix is called a sensitivity matrix to distinguish its functionality 

from that of a system matrix, as in equation (2.1). For a truly linear system, the system 

matrix is identical to the sensitivity matrix. 

(3.6) 

AA = AO (3.7) 
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Linearity analysis 

We must first demonstrate that, under certain conditions, equation (3.7) is a yalid 

first order expansion of the relationship between CGH phases and diffraction amplitudes. 

Figure 3.3 shows a sample CGH phase pattern (a), the far-field diffraction magnitude (b), 

and the resulting change in magnitude (d) caused by a phase perturbation at a single pixel 

(c). The goal of this section is to express the change in amplitude (Figure 3J(d)) as a 

linear function of the phase perturbation (Figure 3.3(c)). 

A small change in the phase yalue at a single CGH pixel, A<I>mn, 

can be linearly approximated in the first-order by 

In this manner, the perturbed phase pattern may be approximated by the original pattern 

plus a linear perturbation. Note that the perturbation of another pixel will be separately 

additive. In other words, the CGH pattern for any combination of small perturbations is a 

linear sum of CGH phase patterns. 
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(a) IOxlO pixel CGH cell, 2n PV (b) 

(c) nl 50 phase perturbation (d) 

Figure 3.3. Perturbation effects in a sample CGH. 
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Upon transformation to the far-field, the original expression for the far-field 

distribution is modified by a complex sinusoid function. 

This change in far-field amplitude consists of a product of the phase perturbation and 

several phase terms. The sum of the phase terms is replaced with a single phase, 0kimn, in 

order to simplify the derivation. For mathematical simplicity, the complex amplitude at 

each order will be organized into a vector and denoted by 6 = 6^ + • I" vector form, 

the complex amplitude in the far field will be modified by a complex term. 

Recall that the vector notation of 0 corresponds to the phase distribution at different 

orders in the far-field. Breaking the complex exponential into real and imaginary terms. 

Both C and D are clearly linearly dependant on the phase perturbation (to the accuracy of 

the phase perturbation expansion in equation (3.8)). The magnitude of the complex field 

in each order may now be calculated; 

A' = |S1 = [(S, + C)' + (S, + D)' Y = [(S; + g,-) + (C- + D-) + 2 (6,C + 6,D)Y' (3-12) 

where all vector multiplications are performed element-by-element. An expansion of 

equation (3.12) may be performed about Cki (noting that dD^i /dCu = tan {Qumn) • 

.  V /  )  =  6  ( X j t  , y , )  +  I k f  - j 2 K n n ^ y , l k f  
(3.9) 

S' = Sr + ySj + (3.10) 

= C + yD (3.11) 
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For small perturbations (or bright orders), the linear terms in C and D are much larger 

than the quadratic terms or higher. The first-order expansion of the amplitude is 

expressed by 

This expression is linear in C and D, and thus linear in AO. The plot in Figure 3.4(a) 

demonstrates that this condition holds for almost all of the orders of a test CGH. The plot 

shows a plot of actual change vs. predicted change in magnitude of the far field 

amplitude. Predicted values are calculated from equation (3.13) for a 71/50 perturbation at 

the 1, I pixel of a CGH (see Figure 3.3). Actual changes are calculated from the 

difference of the far field pattern calculated by equation (3.5) before and after the 

perturbation. The large points correspond to the center 5x5 orders. The arrow in the 

figure points to an order for which the condition does not hold. Not surprisingly, the 

order had almost no irradiance before the perturbation was applied. 

Fortunately, a simple solution exists which extends the linearity condition for 

these dim orders. Most dim orders resulting from CGH(^,ri) are orders which are desired 

to have zero magnitude. Zero magnitude is equivalent to zero real and zero imaginary 

components, so the algorithm must separately constrain the real and imaginary 

components of dim orders. Those components are linearly related to phase perturbation 

by equations (3.8), (3.10) and (3.11). Figure 3.4(b) shows the improved linearity 

relationship when the floating and imaginary parts of the orders outside the center 5x5 

(3.13) 



48 

orders are plotted separately. The large points correspond to the center 5x5 orders and 

are identical to the large points in Figure 3.4(a). 

The limitations for the described linear transformation are twofold. First, the 

phase perturbation must be small enough to satisfy equation (3.8). This relationship is 

accurate to within 90% for phase perturbations within ±0.45 radians. Second, the change 

in amplitude of a given order resulting from a phase perturbation must be much less than 

the existing amplitude. We have described how this restriction is eliminated for orders 

which are desired to have zero irradiance. For the other orders, the starting point for 

SVD must either closely resemble the goal pattern or it must have some efficiency into 

all orders which are desired to have non-zero efficiency. 
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Figure 3.4. Linearity of diffraction amplitude changes due to phase perturbations. 
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Application oFSVD 

Now that we have described a finite, discrete, and linear relationship between 

perturbations in CGH phases and changes in the far-field amplitude, we can apply linear 

algebra. 

In the parlance of the SVD introduction in Chapter 2, the "object" space consists 

of phase perturbation combinations and the "image" space corresfKjnds to changes in the 

amplitude (magnitude, real part, or imaginary part) of diffraction orders. In this case, the 

system clearly is not mapping within the same space. The CGH design process is also 

underdetermined since we have split some diffraction orders into multiple outputs. 

For decomposition of sensitivity matrices, the singular vectors are frequently 

termed modes. In this case, the matrix V contains the object-space modes, or phase 

perturbation modes, while the matrix U contains the corresponding image-space modes, 

or diffraction order amplitude-variation modes. 

Figure 3.5 shows the results of a sample decomposition calculated for the CGH in 

Figure 3.3. Part (a) shows a relief plot of phase mode vi. Part (b) shows the singular 

values. Part (c) displays amplitude mode u\ (magnitude for the center 5x5 orders and the 

real part for the other orders). Part (d) displays the imaginary part of amplitude mode u\. 

A weighting factor of 4.0 has been applied to the center 5x5 orders. Dark orders have 

negative values. 

Not surprisingly, the singular values in Figure 3.5(b) demonstrate that this 

imaging problem is non-singular up to the last mode. The ratio of the second-smallest 

singular value and the largest singular value is about 10"'. The lowest singular value 
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should be zero since adding a constant to all phases changes nothing in the diffraction 

amplitudes. In this example decomposition, the lowest singular value is much less than 

the others, but still not zero. The least significant phase perturbation mode is 84% 

correlated to a uniform change in phase, which indicates the slight degree to which 

nonlinearities have crept into the decomposition. 
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Figure 3.5. Data from the SVD decomposition of the sensitivity matrix. 
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Sensitivity matrix calculation 

The sensitivity matrix is composed of ratios dA(Xj..yi)fd<P„„ . The pixels of the 

CGH and the amplitudes of diffraction orders may be organized in an arbitrary manner 

into vectors d4> and dA. Therefore the organization of the matrix is arbitrary. 

Furthermore, the amplitude of different orders is handled as either the magnitude or the 

separate real and imaginary parts. The units of the amplitude A(x,y) are arbitrary since 

the results are ultimately scaled by incident wave amplitude. 

Weighting factors for different orders are introduced into the transfer function 

between the CGH phase and amplitude. Thus, they are encoded into the sensitivity 

matrix. For a far-field goal amplitudes where most orders are targeted to zero, the 

weighting factor balances the overcontribution of the more numerous background orders. 

As derived in the linearity analysis section, the sensitivity matrix can be expressed 

analytically. However, this would be computationally inefficient since there are 

hundreds of pixels to perturb in a single CGH. It would be easiest to implement the 

sensitivity matrix computation experimentally, i.e. by perturbing the phase at each 

position and recording the changes in amplitude. The results presented in this 

dissertation use this method, with the ratio estimated by a forward-difference 

approximation. However, this is still very slow. The fastest and most accurate method 

would be to compose a look-up table of analytically calculated far-field complex 

amplitude changes as a result of a perturbation at each pixel in the CGH. These values 

could then be multiplied by the current phase delay (as in equations (3.5) - (3.13)) to 

produce the sensitivity matrix. 
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SVD iteration 

The inversion problem starts from a random CGH phase pattern. The amplitudes 

of the diffraction orders and the sensitivity matrix corresponding to the current CGH are 

calculated. An error vector, called AAc, is formulated by taking the difference between 

the desired diffraction order amplitudes and those generated by the current CGH. 

Applying the pseudoinverse to the error vector generates corrections to the CGH 

phases which result in a least-squares solution: 

5iI» = -VW-'U^AA^ (3.14) 

The error vector calculated from the sample CGH in Figure 3.3 for a uniform 5x5 goal 

pattern is shown in Figure 3.6(a) (the image shows the magnitude of the center 5x5 and 

the real part for other orders). 

The weight of each phase perturbation mode in equation (3.14) is proportional to 

the inverse of the singular value. Thus, a singular value is an indication of the sensitivity 

of the output amplitudes to the corresponding singular vector. The modes corresponding 

to the smallest singular values are the most susceptible to nonlinearity errors since large 

phase changes are required to cause small changes in amplitude. The nonlinearities can 

be reduced by constraining the values in the vector W'U^ AA^ (shown in Figure 

3.6(b)) to less than a certain threshold (0.5 is a typical number for 10x10 CGH pixels). 
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Figure 3.6. Example SVD iteration for a uniform 5x5 goal pattern. 

The phase adaptation 8cl> (0.367t PV) is shown in Figure 3.6(c) and the predicted 

amplitude correction is shown in Figure 3.6(d). The correction is not identical to the 

error vector due to application of a threshold (0.5) and nonlinearities. However, the plot 
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clearly indicates that the linearity relationship is reasonably maintained for changes of 

phase of over one radian. 

Figure 3.7 shows a plot of the predicted amplitude change vs. actual amplitude 

change for the phase correction in Figure 3.6(c). The actual change is calculated from the 

difference of patterns computed from the phase and the phase adaptation added to the 

phase. Larger points correspond to the magnitude of the center 5x5 orders. The real and 

imaginary parts of all other orders are plotted separately. 

Figure 3. 7. Demonstration of the validity of the 

linearity assumption for CGH design using SVD 

iteration (R = 0.955). 
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Our imposed restrictions combined with nonlinearities prevent a single pseudoinverse 

from arriving at an optimized CGH, however, we may repeat the pseudoinverse in an 

iterative fashion until a suitable convergence is achieved. Between each iteration, it is 

necessary to re-calculate the sensitivity matrix and error vector for the new CGH. 

The iterative SVD approach allows us to take many liberties with the calculations. 

It is possible to relax the constraint that the change in amplitude be much smaller than the 

amplitude. This is especially useful for the first few iterations starting from a random 

CGH, when large amplitude changes must occur. Second, we can apply different weights 

to diffraction orders for different iterations in order to fine-tune the resulting CGH. 
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Polychromatic design 

Among the most significant advantages of this process is that it does not require 

the selection of a single design wavelength. A wavelength (Aref) must be arbitrarily 

selected as a basis for definition ofthe phase depths in equation (3.1). However, as many 

wavelengths as desired may be selected for optimization, each with a corresponding far-

field pattern. Generally, the reference wavelength is chosen to be the inverse average of 

the inverse optimization wavelengths, A.~!f = _!_ f A.~1 
. 

N n=I 

Neglecting the effects of material dispersion on the index of refraction, the phase 

is inversely proportional to the wavelength. Thus, the far-field pattern at a wavelength 

other than the etch wavelength is calculated through a simple scaling of the phases. The 

matrix perturbations must be calculated at each optimization wavelength. In this sense, 

A(xk,yt) is generalized to A(xk,y,,A.p). The matrix problem defined by equation (3.7) 

becomes seriously overdetermined since there are many fewer phase levels than order 

amplitudes. However, the nature of the algorithm is not changed. 

When multiple wavelengths are selected for optimization, the 2n phase 

degeneracy is lost. Thus, the CGH designs will require a deeper etching than 

conventional dispersers. The algorithm is not explicitly constrained to any maximum 

peak-to-valley (PV) phase depth. If an application or manufacturing process limits the 

realizable depths, the easiest solution is to inspect the phase distribution after each SVD 

iteration and subtract 21t (at Aref) from any pixels which exceed the limit. 



56 

Fabrication Issues 

Dispersers designed using this process require the etching of near-analog phase 

levels. That is, the gratings must be manufactured in a process which allows any phase 

depth to be etched into the diffracting material. The only readily available process which 

has this capability is direct electron-beam exposure of the substrate (typically PMMA) at 

each pixel (E-beam lithography)_27 E-beam etching has previously been applied to the 

fabrication of visible-range-CTIS dispersers designed using conventional techniques. 28 

E-beam lithography has not been applied to the manufacture of infrared dispersers 

since etchable materials are not available. The most accessible technology for MWIR 

dispersers is multiple-photomask contact photolithography. 29 Each photomask can etch a 

binary pattern onto the substrate. Therefore, N photomasks will allow 2N uniformly 

spaced etch depths (or phase levels). Since masks are expensive and alignment is 

difficult, there is a reasonable limit on the number of masks which can be used for a 

single CGH. The analog-depth CGH design must be converted to uniformly spaced 

levels, a process which incurs some error (see Table 3.1). 

Number of levels 64 32 16 8 4 

Merit Function 0.13 0.15 0.18 0.32 0.96 

Table 3.1. Merit function of a uniform 5x5 CGH design as a function of the number of 

evenly spaced discretization levels. A simple error diffusion algorithm was used30
. 
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Examples and Results 

CGH designs presented in this section were obtained after 50-60 iterations of the 

SVD algorithm. Typical design time (on a Pentium 333) for 10 x 10 CGH cells was 

about one-half of a second per iteration at a single wavelength and 7.2 seconds per 

iteration for 5 wavelengths. 

The first task to prove the capability of the SVD algorithm is to use a pattern 

which is produced by a known optimum phase profile. For this purpose, a single

wavelength, single order target was chosen. 31 The optimum phase is known to be a 

simple blaze function. The number of blaze cycles per CGH cell is exactly equal to the 

diffraction order number of the target (for example, 2 cycles per cell for diffraction into 

the second order). Figure 3.8 shows the blaze pattern generated by the SVD optimization 

algorithm for diffraction into the (0, 2) order. A 1 Oxl 0 pixel CGH and one optimization 

wavelength were used, resulting in an 88% diffraction efficiency. The algorithm required 

7 iterations (4.2 seconds) to complete the design. 

(a) (b) 

Figure 3.8. Blaze grating generated by the SVD optimization algorithm. 
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Two design patterns appropriate for use in the CTIS are presented. The first is a 

5x5 pattern with uniform diffraction efficiency into each order. The diffraction 

efficiency goal is identical at all design wavelengths. This uniform efficiency pattern is 

useful for comparison of new designs to similar CGH dispersers designed with 

conventional techniques.^" 

The SVD algorithm was run for the uniform efficiency 5x5 goal pattern with 

three different weights on the center orders. For all designs, five uniformly spaced 

wavenumbers (uniform AX~') were used, the CGH cell had 10x10 pixels, and the 

maximum PV phase depth allowed was 3.37c. 

The accuracy of the designs is graded with two numbers. The first is the 

normalized standard deviation of the orders at a given wavelength, q^. This value is the 

standard deviation of the center 5x5 orders when the average value of the orders is 1.0. 

The average of over a range of wavelengths is a. The second performance indicator 

is the total efficiency, which expresses the ratio of light diffracted into the center 5x5 

orders vs. the total light leaving the disperser. 

Figures 3.9-3.11 demonstrate the results which are achieved using SVD iteration 

with several different weight schemes. All three designs use a 10x10 pixel cell. Each 

example shows the diffraction pattern estimated for the 5 design wavelengths. The center 

5x5 orders are weighted at 11.5, 7.5, and 4.0 times for the three examples, respectively. 

The accuracy of the orders increases with increased weight, however, the accuracy is 

achieved by sacrificing diffraction efficiency. The value of the normalized standard 
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deviation, cr = 0.05, is nearly the same for the first two examples, which probably 

indicates a lower bound for the selected PV phase depth. For the example in Figure 3.10, 

the average normalized deviation would be only 0.040 if the center order were excluded. 

This effect is explained in Appendix B. 

3.0 )lm 3.33 ).1m 3.75 ).1m 

CGH pixels: 10x10 

center 5x5 weight: 11.5 

cr = o.oss 
diffraction efficiency: 41% 

PV depth (3.75 )lm): 3.227t. 

4.29 )liD 5.0 ).1m 

Figure 3.9. Diffraction patterns at five wavelengths from the same SVD-optimized 

uniform efficiency 5x5 CGH. 
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diffraction efficiency: 60% 

PV depth (3.75 ~): 2.921t. 

Figure 3.10. Diffraction patterns at five wavelengths from the same SVD-optimized 

uniform efficiency 5x5 CGH. 
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diffraction efficiency: 70% 

PV depth (3.75 ~m): 3.14rr. 

Figure 3.11. Diffraction patterns at five wavelengths from the same SVD-optimized 

uniform efficiency 5x5 CGH. 

The second example design is a 5x5 pattern with order efficiency linearly 

proportional to order number (the zero order is also set to the same efficiency as the first 

order). Once again, the efficiency as a function of wavelength is uniform. This design, 

called the uniform-irradiance design, is optimized to produce uniform peak irradiance 

into each order on the focal plane of the CTIS. The results of this design are shown in 

Figure 3.12. The design has been discretized to 16 equally spaced levels for fabrication 

in GaAs using multiple-mask lithography. 



3.0 J.lm 3.3 J.lm 

4.29 J.lm 5.0 J.lm 
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3.75 J.lm 

pixels: 10x10 

center 5x5 weight: 4.0 

diffraction efficiency: 70% 

PV depth (3.75 J.tm): 3.401t. 

Figure 3.12. Diffraction patterns at five wavelengths for the same SVD-optimized 5x5 

uniform-irradiance CGH. 

The uniform-irradiance design detailed in Figure 3.12 was fabricated at Sandia 

National Laboratories. The cell size was chosen to be 190 J.lm to be used in the third

generation CTIS. A WYKO NT200033 depth measurement of the fabricated CGH is 

shown in Figure 3.13. 
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Figure 3.13. WYKO NT2000 depth measurement of the fabricated uniform-irradiance 

CGH. 

Calibration images (described in Chapter 6) can be used to estimate the similarity 

between the expected and measured CGH performance. A merit function is calculated 

for each wavelength since wavelength-to-wavelength comparisons are not possible 

(orders outside the center 5x5 fall outside of the FP A). The merit function is the standard 

deviation of the normalized center 5x5 diffraction efficiencies. Normalization consists of 

dividing the irradiance into each order by its goal efficiency, then setting the average to 

unity. A plot of the expected and measured merit functions is shown in Figure 3 .14. 

Error bars indicate the contribution of estimation error from the use of noisy calibration 

images. Discrepancies between the predicted and measured merit function result from 

fabrication error and inaccuracies in the Fraunhofer diffraction model. 
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Finally, the uniform-irradiance pattern has been adapted to permit spectral 

variation of efficiency within each order while constraining the integrated efficiency to 

the same pattern. In this case, the sensitivity matrix relates phase perturbations to 

changes in the RMS amplitude of each of the center 5x5 orders through wavelength. The 

center order was constrained to flat efficiency through the entire wavelength band. All 

other orders are treated as before. 

A result for this design goal is shown in Figure 3.15. To meet the specifications 

of a specific system, only 8x8 pixels were used in a single cell. Images for several 

wavelengths through the MWIR band are displayed along with the sum of the efficiency 

into the 5 optimized wavelengths. The integrated pattern agrees almost perfectly with the 

design goal. The average efficiency is 74o/o, which is especially high compared to the 

efficiency of 65% achieved for an 8x8 pixel pattern with uniform spectral efficiency. 
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Figure 3.15. Far-field patterns obtained for a constraint of the integrated irradiance 

through the wavelength band. 
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CHAPTER 4 

RECONSTRUCTION ALGORITHMS 

Basic Approaches to Reconstruction 

The forward mapping of the CTIS imaging system has been described by equation 

(2.1). Once the system matrix ^is defined by calibration and a raw image, g, has been 

acquired, our goal is to invert the mapping to form an estimate f of the object cube f. 

This inversion process is generally referred to as reconstruction of the datacube. The 

specific techniques for determination of the subject of Chapter 6. 

As discussed in Chapter 2, the Moore-Pem'ose pseudoinverse, , may be 

calculated using the SVD decomposition of The interpretation of the 

pseudoinverse datacube, f = , is far simpler when examined in frequency space, i.e. 

after performing a 3D Fourier transform on the datacube. The measured regions are 

localized in frequency space according to the central slice theorem, so singular values 

indicate the estimation confidence of a given 3D frequency component.^^ In other words, 

the null space of the system matrix (the missing cones) will have very small singular 

values and will be left entirely empty by the pseudoinverse. Information near the 

frequency-space planes sampled according to the central slice theorem will be very 

accurate. 

Since the CTIS has no fundamental symmetry properties, calculating the 

pseudoinverse of a high resolution system matrix is computationally impractical. The 
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reconstruction process therefore demands the use of an iterative technique. Several 

techniques were introduced by Descour.^' His analysis examined additive algorithms, 

including Maximum Likelihood and Landweber, and the Expectation-Maximization 

superior to the additive algorithms in experimental reconstructions, we have not pursued 

further experiments on the additive approaches. The advantage of multiplicative 

algorithms is their rapid, nonlinear convergence. The result is that some information is 

put into the missing cone, although the results are not necessarily accurate. 

The EM progression from the k'*' estimated object cube, f'^', to the (k + 1/' 

occurs according to the equation 

This formulation is derived under the assumption that the noise is Poisson-distributed. 

The algorithm is constrained to non-negativity when starting from a non-negative initial 

features in order to match the raw image exactly. This introduces high-frequency 

artifacts, especially near the edges of the datacube. 

We have added the Multiplicative Algebraic Reconstruction Technique (MART) 

to the library of reconstruction techniques.^' MART assumes a Gaussian noise 

distribution and has the following form 

•JO 

multiplicative algorithm (EM). Since the EM algorithm was demonstrated to be 

(4.1) 

estimate, EM is predisposed to producing high-frequency spatial and spectral 
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f  ( k + l )  _  >  ( k )  \  f „  ( 4 . 2 )  

By virtue of the comparison between the double-blurred object cube, , and 

estimate, the MART algorithm converges slowly for high-frequency 

features, but is less inclined to high-frequency artifacts than EM. 

The results obtained using EM are typically more accurate for the MWIR CTIS. 

Therefore, it will be used for the experiments in Chapter 7. Iterations of MART may also 

be used at the end of a reconstruction process to reduce high-frequency spatial artifacts. 

Advanced Approaches to Reconstruction 

The reconstructed datacube has three error sources: noise, missing cone, and 

reconstruction artifacts. Noise is a function of integration time and the radiance of the 

object, and is compensated for in the derivation of the reconstruction algorithms defined 

above. The missing cone describes a region in spatial frequency and spectral frequency 

space where information is not collected by the CTIS. As discussed in Chapter 2, the size 

of the missing cone depends on the number of diffraction orders collected and their 

distribution. The use of a nonlinear reconstruction algorithm such as MART or EM 

causes the missing cone to be filled with plausibly accurate estimates of the true data. 

Reconstruction artifacts arise from overlap of projections in the raw image and from 

inaccuracies in the system matrix. In the case of overlapping projections, the artifacts are 

especially prevalent when the starting point for reconstruction does not resemble the 
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actual datacube. Thus, reconstruction artifacts may be suppressed by a good initial 

estimate for the datacube. The primary goal of our advanced algorithm study is to 

improve the reconstruction accuracy by attacking the missing cone and reconstruction 

artifacts. This is accomplished using initial estimates, principal components techniques, 

or both. 

Simple Initial Estimates 

This section details the information contained in several simple initial estimates of 

the datacube. The initial estimate can improve both the speed and accuracy of the CTIS 

reconstruction process. A good starting point for iteration will reduce the number of 

iterations before a suitable solution is obtained, thus shortening the reconstruction time. 

If the initial estimate includes a priori information inside the missing cone, then the 

resulting reconstruction can be expected to be more accurate. However, the 

reconstruction will be biased by any incorrect information loaded into the missing cone 

(for example, high spectral frequencies introduced by a noisy initial estimate will not be 

smoothed by iteration). For multiplicative algorithms, great care must be taken not to set 

voxels to zero which might actually contain data. Once a voxel is zero, it cannot be 

changed to a finite value by further iteration using EM or MART. A reasonable solution 

to this problem is to add a small constant value to all voxels in the initial estimate before 

starting iteration. 

The most basic, unbiased initial estimate is completely uniform, so that all 

information in frequency space is located at the origin. Figure 4.1 shows a frequency 
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space depiction of the information contained in the uniform initial estimate of the 

datacube. The frequency space is modeled as an array of cubic frequency elements, so 

that it has the same width, depth, and height as the datacube. Since the estimate contains 

no a priori information about the target, this depiction applies to any object. No a priori 

information is used, therefore, the missing cones contain no data. Under this condition, 

the reconstruction will be subject to spatial artifacts resulting from overlapping orders 

and the spectra of spatially homogeneous objects will be corrupted by the missing cone. 

Figure 4.1. Frequency space depiction of 

the information contained in a uniform 

initial estimate of the datacube. 
t 

An initial guess achieved by the backprojection operation, :J[T g, is also obtained 

without the use of a priori information. The resulting datacube contains considerable 

artifacts due to the complexity of the overlap of spatial and spectral information in the 

raw image. While a mathematical proof is beyond the scope of this discussion, casual 

comparison between the results of backprojection and the results obtained from the first 

iteration of an iterative algorithm indicate that the two results are essentially the same. 

The filtered backprojection may improve the results obtained for backprojection, 

however, the algorithm applies only to the case of non-overlapping orders. 40 Since it 
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offers no advantages over other techniques, the backprojection Is not used 111 any 

reconstruction attempts presented in this dissertation. 

The CTIS offers an advantage over scanning spectrometers (especially scanning 

tomographic spectrometers) since the center order is a nearly panchromatic image of the 

scene (nearly rather than exactly due to the diffraction efficiency of the CGH into the 

zeroth order). For a basic iterative algorithm, the initial estimate can be composed by 

setting each spectral image equal to the panchromatic image. In other words, the 

spectrum of each spatial position (or resel) is flat. This technique completely fills the £=0 

plane of frequency space with very accurate information but leaves the rest, including all 

parts of the missing cone, blank. Figure 4.2 shows a frequency-space contour plot of the 

infmmation contained in the panchromatic-image initial estimate. The estimate shown is 

from a real snapshot image of a warm coffee cup taken with the second generation 

MWIR CTIS. The raw image is shown in Figure 2.2(b ). The effect of this initial 

estimate is a reduction of spatial artifacts caused by overlapped orders. 

Figure 4.2. Frequency space depiction of 

the information contained in a datacube 

composed by setting each spectral Image 

equal to the panchromatic image. 
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The final evolution in choosing a starting point is to make a low-frequency 

estimate of the dominant scene spectrum based on observational a priori information. 

For example, a green-centered Gaussian spectrum can be used for (visible) terrestrial 

scenes containing vegetation, or a solar spectrum can be used for outdoor experiments 

(similarly, the source spectrum can be used for the initial estimate in any experiment). 

The effect of this technique is to fill large portions of the frequency space with plausible 

data while leaving the missing cone mostly empty, as depicted in the contour plot in 

Figure 4.3. The initial estimate is depicted for the same raw image as Figure 4.2. A 

shifted Gaussian spectrum was chosen to match the spectral emissivity of a warm object. 

This initial estimate shortens the reconstruction time, assuming that the spectrum is 

reasonably accurate. 

Figure 4.3. Frequency space depiction of 

the information contained in a datacube 

composed of the panchromatic image and a 

shifted Gaussian spectrum. 

Advanced Initial Estimate 

f 

Initial estimates using no information (uniform), a spatial principal component 

(zeroth order + flat spectrum), and single spatial and spectral principal components 
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(zeroth order -i- observational estimate of spectrum) have been described. While some of 

these initial estimates offer advantages in accuracy or speed, none of them make any 

attempt to estimate the information inside the missing cone. As stated earlier, the 

iterative multiplicative reconstruction techniques alter the contents of the missing cone, 

but unpredictably and not necessarily in an accurate marmer. 

To summarize the discussion of principal component decomposition in Chapter 2, 

a discrete datacube, which has been decomposed into principal 

components has the following structure: 

Any order in the CTIS raw image can be expressed analytically using the 

datacube decomposition from equation (4.3). Equation (4.4) expresses the raw image 

orders as a convolution of the principal component image and principal component 

spectrum. 

R r • • 1 
S q { x , y )  =  f,)5(r fj^) (4.4) 

^-=l 

The order index is q, is the projection angle of the order, fj^ is the angle 

perpendicular to in the FPA plane, and is a scaling factor proportional to the 

order's diffraction angle. The function is a two-dimensional representation 

of the spectral principal component; v^. -r^ )=v^(^). Similarly, is the 

2D representation of the CTIS transmission, resf)onsivity, and order diffraction efficiency 

(4.3) 
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as a function of wavelength, t(k). This equation is derived by expanding the 3D 

tomography expression [equation (2.10)] into the principal components basis set. The 

effects of diffraction, optical aberrations, and noise are not included. To satisfy the 

convolution literalist, the convolution is performed between the 2D principal component 

image and a rotated, scaled version of the 2D principal component spectrum. 

To clarify the expression, the first order in the x-direction (1,0 order), with only 

one significant principal component (R=l) and flat transmission, has the simple form 

the niq term to 1, which is reasonable for a discretized system in which the sampling of 

the spectrum corresponds to exactly one pixel of dispersion in the first order. The niq 

term is assumed to be equal to the magnitude of the diffraction order number for the rest 

The origin of each diffraction order image, g^j), may be arbitrarily assigned. 

The most valuable choice is to pick a single voxel near the center of the field stop and 

bandpass, experimentally measure the point spread function, and assign the center of each 

order to its respective center of energy in that PSF. 

Figure 4.4 shows the raw order images from an MWIR CTIS raw image of a 

warm coffee cup. Each order image has been extracted from the raw image and centered 

on its origin. The leftmost image is the center order. The arrangement of the dispersed 

diffraction images corresponds to their alignment on the FPA (see Figure 2.2(b)). 

^ k { X ' y )  = ^ k ( > " q r r ^ ) -

This expression was simplified by setting 

of this derivation, maj)^ (i"+j")'^ 



75 

Figure 4.4. Order images extracted from an MWIR CTIS raw image of a warm coffee 

cup. 

The potential of the raw image expression in equation ( 4.4) is revealed by its 

Fourier transform (with R= l, p = ~~ +rrfl ): 

(4.5) 

The Fourier transform of a projected image is the product of the Fourier transform 

of the spatial principal component and the 2D representation of the Fourier transform of 

the spectral principal component 

To form an initial estimate of the datacube using this technique, it is necessary to 

impose a constraint that the datacube is dominated by the first principal component ( w 1 > 
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10w2). Several non-overlapping orders must also exist in the raw image. For an object 

dominated by a single principal component, the zeroth order becomes a very good 

estimate of the first principal component image, UJ. Dividing Gq by U1 yields an estimate 

of the principal component spectrum. Terms fq and r; are known from calibration data, 

as well as small corrections in the diffraction angle due to tilt of the CGH. 

The coffee cup object of Figure 4.4 satisfies the requirement of a dominant first 

principal component since the scene has nearly uniform emissivity and temperature. 

Figure 4.5 shows the Fourier transforms of the center and diffraction images of the same 

diffraction order images. 

Multiple orders contribute more estimates of vJ(A.), however, some orders will 

have better estimates of some parts of the spectrum than others (for instance, notice the 

structure oriented at about 145° in the center order of Figure 4.5 is represented strongly in 

the lower left and upper right diffraction image spectra, where the diffraction angle is 

nearly orthogonal to the structure). Thus, a regularized ratio may be used to reduce noise 

and weight the contributions to the spectra: 

(4.6) 

The integral is performed in the direction perpendicular to the angle of dispersion for 

each order, as indicated by the arrow in Figure 4.5( e). The value ~u is derived from the 

image power spectrum and is intended to reduce noise in the result. This technique 
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assumes that t~ (A,) is constant for all orders, but that is a reasonable assumption for a 

CGH designed for uniform efficiency. 

(b) (c) 

(a) 

(d) (e) 

Figure 4.5. FFTs of order images extracted from an IRCTIS raw image (displayed using 

a logarithmic scaling of the FFT amplitude). The arrangement is identical to their 

respective images in Figure 4.4. 

There are two constraints which may be imposed to improve the estimate of the 

spectrum. The first principal component spectrum must be positive and it must also be 

zero outside of the transmission band of the spectrometer. Since these constraints are 

both imposed on the real spectrum, an iterative retrieval algorithm must be used to 

recover data at frequencies not present in the object. 
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The results of an example recovery using only the positivity constraint are 

demonstrated in Figure 4.6 for the image of a candle flame. The extent of the flame and 

narrow width of the CO2 emission band provide a difficult target for normal CTIS 

reconstruction. Figures (a), (b), and (c) show the real part of F|(/) after no constraints, 

100 constraint iterations, and 900 constraint iterations, respectively. Figures (d), (e), and 

(f) show the first principal component spectnom, vi(A.), computed by the FFT of 

after no constraint, 100 constraint iterations, and 900 constraint iterations, respectively. 

The ordinate of Figures (d), (e), and (f) corresponds approximately to 2 - 7 nm. Without 

constraint, the estimate of Fi(/) cuts off at a low spectral frequency, resulting in a sinc-

like estimate of the spectrum. After 100 iterations, F/(/) has a more Gaussian appearance 

and v/(A.) is narrower with fewer negative values. After 900 iterations, the estimate of 

v'/(^) has narrowed to a width roughly equivalent to the width of a single spectral 

resolution element. 
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(a) (b) (c) 

0.0~ -

(d) (e) (f) 

Figure 4.6. Results of an iterative retrieval of the first principal component from an 

MWIR image of a candle flame, which is a nearly monochromatic object. 

The same initial estimate technique may be used to estimate the first principle 

component image, u 1, from the diffracted orders and the estimate of v1: 

(4.7) 

The estimation of the full (~,11) plane is far from complete for the second generation 

MWIR CTIS since the raw image has only four orders (and only two independent f 

directions). Figure 4.7(a) depicts the spatial frequency regions of the component image 

defined by equation (4.7). 
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As with the principal component spectrum estimate, constraints in the image 

space allow an iterative recovery of parts of the missing spatial frequency data. The 

constraints are similar to those of the spectrum since the boundaries of the field stop are 

known and the first component must be non-negative (subject to the non-negativity 

constraint of the image, described in Chapter 6). In addition, it is possible to impose the 

constraint that the component images must be zero wherever the center order is zero. 

This approach would only be unreasonable if the diffraction order efficiency into the 

center order were very low for any wavelength range, which is not true of any of the 

CGH gratings currently in use. 

The results of a spatial component estimate are shown in Figure 4.7. In part (a), 

black regions indicate where the denominator of equation (4.7) is greater than 2Pv.. The 

raw estimate of C/|(^,ri) (displayed using a logarithmic scaling) and the corresponding 

estimate of «i(x,y) are shown in parts (b) and (c). Light values in Mi(x,y) are negative and 

dark values are positive. The positivity constraint has been applied to Mi(x,y) in (d) while 

15 iterations of center image and positivity constraints have been applied to C/|(^..T1) in 

part (e). The resulting estimate of iy|(^,r|) clearly shows a recovery of the horizontal and 

vertical structures (corresponding to crossed sine functions present in the FFT of a square 

cup and a square field stop). The diagonal structures are an artifact of the diffraction 

order alignment and are clearly evident in the corresponding image, shown in Figure 

4.7(0. 
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(a) (b) (c) 

(d) (e) (f) 

Figure 4.7. Advanced initial estimate of u1 for the coffee cup image (Figure 4.4). 

Reassembling the initial estimates of u1(x,y) and v1(A.) into a CTIS raw image 

estimate [g(x,y)] according to equation (4.4) recovers 83% of the image data (root-

square difference). About 3% of the image data residual can be attributed to noise. Since 

the raw image does not contain the complete object cube information, the estimated 

datacube would likely have a lower accuracy compared to the object cube. The contour 

plot in Figure 4.8 demonstrates that the advanced initial estimate has filled considerable 

portions of the missing cone. 

An accurate estimate of the spectral frequency in equation ( 4.6) is limited to the 

extent of well-represented spatial frequencies in the object cube by the ~u term. The 
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resulting estimate has filled a volume of equal height and width in the 3D frequency 

cube. The frequency-space representation of the information filled by the advanced

initial-estimate for the coffee cup object is shown in Figure 4.8. 

Figure 4.8. Frequency space depiction of 

the information filled by an advanced

initial-estimate. The object 1s the coffee 

cup shown in Figure 4.4. 

Subtracting the estimate from the raw image leaves a new raw image without the 

first principal component. An attempt to recover the second component is possible, but 

many of the constraints which applied to the first principal component are no longer 

valid. The center order is not a reasonable estimate of the second principal component 

image and the positivity constraint for either the spectrum or the image do not apply. 

Only the constraints on image and spectrum boundaries may be employed. 

Based on experiments using several images, the second estimate typically 

recovers an additional 8% of the raw image information. The resulting noisy estimate for 

v2(A.) cannot be smoothed by subsequent use of an iterative algorithm, so the use of a 

second component estimate constitutes a serious risk to the reconstruction accuracy. 

With more orders or a raw image with less noise, the contribution of the second 

component may become useful. 
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Missing cone bv SVD 

Having exhausted the possibilities for initial estimates of the datacube, the task 

before us is accurately estimating the missing cone contents starting from a partially 

reconstructed datacube. Brodzik and Mooney have developed SVD-based algorithms for 

"filling" the missing cone of a similar spectrometer, the Computed Tomography 

Hyperspectral Imaging System (CTHIS),^' which suffers from a missing cone similar to 

the CTIS.''" Early algorithms (SVD-POCS) filled the missing cone by keeping only the 

most significant SVD components of the datacube. Davidson adapted that technique to 

the CTIS."''' After each iteration of the reconstruction algorithm, only the most significant 

principal components were kept. This method showed moderate improvement of the 

reconstruction along with a need for fewer iterations, however, the estimate was still 

corrupted by reconstruction artifacts and missing cone artifacts. 

A newer technique takes advantage of the knowledge of the location of the 

missing cone in spatial/spectral frequency space.'''' If an SVD could be performed on the 

CTIS system matrix, the missing cone would be defined by thresholding the singular 

values (as described above in the pseudoinverse discussion). Our matrix is prohibitively 

large, so the missing cone must be estimated from the central slice theorem. The angle of 

the missing cone from the zero-spatial-frequency plane is calculated by the inverse 

tangent of the distance (in pixels) between consecutive spectral samples in the highest 

diffraction order. The diameter of the cone at its base. A, is given (in number of spatial 

frequency elements) by 
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For the visible CTIS (10 nm bands, 420-720 run spectral range), the spectral band 

spacing in the third order is 5 pixels, and A is about 6 elements. To verify this number 

experimentally, a square, monochromatic object filling one-quarter of the field stop was 

created and operated on by the system matrix to produce a simulated raw image. Since 

the object cube has only rectangular structure, the missing cone will be the only circular 

structure in the FFT of the reconstructed datacube (8 iterations of MART). Figure 4.9(a) 

shows the highest spectral frequency plane fi-om the object cube and Figure 4.9(b) shows 

the same plane from a reconstruction of the simulated raw image. Both images are 

logarithmically scaled. The circular structure in the reconstruction (about 8 pixels in 

diameter) indicates the edge of the missing cone. The discrepancy between the 

experimental and expected diameter most likely occurs as a result of the algorithm's 

attempt to match the content inside and outside the missing cone. Data inside the missing 

cone are evidently not accurate, while the structures outside are reasonably similar to the 

object. 
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(b) 

Figure 4.9. Highest-frequency planes from an object cube and reconstructed datacube 

from a square, monochromatic object filling one-quarter of the field stop. 

Since we know of specific regwns inside of the frequency-space of the cube 

which are basically accurate, the goal is to generalize the contents of those regions to the 

missing cone. We postulate that this generalization is possible by an extension of the 

spatial consistency of principal components. Spectral scenes do not usually contain 

strongly varying spectra localized at pure spatial frequencies. The exception is a uniform 

object of infinite extent, which would be isolated at zero spatial frequency. The field stop 

prevents any object from having infinite extent, so this exception will not exist for CTIS 

datacubes. 

To estimate the principal component spectra of the datacube from uncorrupted 

data, we must find a representation of the datacube which both localizes the missing cone 

and contains real spectra. This representation is readily available. Starting from a 
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standard datacube, if each spectral image is transformed and stacked into a new cube the 

result is a hybrid spatial-frequency/real spectrum space representation of the datacube. 

The missing cone in hybrid space is partially isolated from the measured data; 

there will be a "partially missing" cylinder in the hybrid datacube. Figure 4.10 

demonstrates the relationship between the missing cone and the "partially missing" 

cylinder. Figure 4.10(a) depicts the missing cone in a 3D Fourier-transform of the 

datacube. The width of the cone at its base is A. Figure 4.10(b) depicts the "partially" 

missing cylinder in the hybrid transform of the datacube. The diameter of the cylinder is 

also A. Any (^,T|) column in the hybrid space and the corresponding (^,ri) column in 

frequency space constitute a Fourier transform pair. Near the edge of the missing 

cylinder, only the highest spectral frequencies are missing, whereas the on-axis column 

will have only a few low-frequency spectral frequencies. Beyond the radius of the 

missing cone (A/2), the estimation is "complete", or at least not corrupted by the missing 

cone. The vertical lines in the plots illustrate that the missing cylinder is only "partially 

missing" since the lower spectral frequencies are still present. 
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(a) (b) 

Figure 4.10. The "missing cylinder" in hybrid transform space. 

The convenience of the hybrid space is evident; the missing cone artifacts are 

localized in a cylinder of diameter ~ and a column through the cube represents a real 

spectrum at a single spatial frequency. 

A correlation matrix may be constructed from spectra of points outside the 

"missing cylinder." Since the datacube is real, the hybrid datacube has Hermitian 

symmetry on a column-wise basis, ph (~ , TJ , A) = [Fh (-~ , -TJ,A)]*. Thus, a correlation 

matrix calculated from the spectra of any set of symmetric points in the hybrid datacube 

contains only real values. 

Signal typically decreases with increasing spatial frequency (see Figure 4.9), so 

the most accurate spectra from the reconstructed datacube are from a narrow annulus 

starting outside the missing cylinder. The eigenanalysis of the correlation matrix yields a 
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set of principal component spectra {y*} which is not corrupted by the missing cone. The 

spectral components calculated from a subset of spatial frequencies may not be identical 

to those of the real object cube. However, they are still useful since the significant 

vectors (those with non-zero contribution) will span the same space as the significant 

vectors from the object cube. 

In order to complete the filling of the missing cone, the principal component 

images, {tfn}, and weights, w, must also be evaluated. No solution exists for recovering 

the principal images without corruption from the missing cone. With the principal 

component spectra in hand, there are several methods for estimating the images. For the 

first principal image, the panchromatic image will work if the object is dominated by one 

principal component. Another approach is to perform a least-squares fit between the 

spectra and the uncorrupted parts of the "partially missing" cylinder. A third approach is 

a variation of the "AIE" estimate discussed below, in which non-overlapping orders may 

be deconvolved by the principal component spectra to obtain principal component 

images. 

Finally, the list of reconstruction options is further complicated by the ability to 

execute more iterations after estimating the missing cone contents. Rather than filling 

just the missing cone, the entire datacube may be replaced by its principal component 

estimate [from equation (4.3)]. 



Chapter 5 

Demonstration MWIR CTIS Instrument 
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Three generations of MWIR CTIS systems have been produced at the University 

of Arizona. The first-generation system used a 120x160 Stirling-cycle-cooled InSb focal 

plane array and was limited to 11x11x8 resolution by the small number of pixels and low 

fill-factor of the FPA. The first generation fulfilled its role as a demonstration 

prototype. 45 

The acquisition of a larger format FP A marked the transition to the second 

generation CTIS. The second generation system, shown in Figure 5.1, uses a 512 x 512 

pixel InSb array with 25 J.lm pitch operating at 60 frames per second with variable 

integration time. The . 5 mm square field stop maps to an 84x84 pixel area on the focal 

plane array. 

Figure 5.1. Second generation MWIR CTIS instrument. 
\ 
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From left to right in Figure 5.1 , a 299 mm focal length objective lens focuses the 

object scene onto a 5 mm square field stop. The field stop is minified and dispersed on to 

the InSb FP A by the combination of a 250 mm collimating lens, GaAs binary diffraction 

grating and 100 mm re-imaging lens. The re-imaging lens is attached to the liquid 

nitrogen camera dewar housing. 

All IR lenses for each generation were acquired off-the-shelf from vendors except 

the re-imaging lens, which was specifically fabricated to fit the camera. The two

dimensional crossed-squarewave-grating disperser used in the first and second generation 

instruments was custom fabricated at the Optical Sciences Center in GaAs. The phase 

grating, shown in Figure 5.2, has a period of 90 ~m in both the x and y directions. The 

period was chosen in combination with the field stop size, the collimating lens focal 

length and the re-imaging lens focal length to place the zero and first diffraction orders 

entirely on the FPA. 

Figure 5.2. Crossed-squarewave

grating disperser used in the 

second generation CTIS. 
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A raw focal plane snapshot image for the second-generation MWIR CTIS is 

shown in Figure 5.3. The target consists of a filter wheel in front of a warm background. 

The wisp in the lower-right of the target results from emission from hot C02 combustion 
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products from a flame located outside the FOV. The left image is displayed with normal 

brightness and contrast, and the right image has been made brighter to increase the 

visibility of the dispersed orders. To increase resolution, the grating was rotated 45° and 

the optical system was designed to fit only the (0,1), (0,-1), (1,0), and (-1,0) diffraction 

orders on the array. Note that the fill factor on the focal plane array is still very low for 

this configuration. 

Figure 5.3. Raw second-generation CTIS image. 

The physical depth of the grating was initially chosen to be 0.7 J..lm based on a 

model derived from Goodman's treatment of a sinusoidal phase grating.46 The depth was 

subsequently fine tuned by trial and error to 1.1 J..lm to give acceptable irradiance 

uniformity across the FP A. 

The average image temporal standard deviation is about 6.25 ADUs out of a 12-

bit digitized output. The background is about 2900 ADU's. For a typical corrected image 

(single image, background average of 30 images), the peak SIN is therefore about 190. 
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Since the crossed-squarewave disperser has a large zeroth order efficiency, the peak SIN 

in the dispersed orders is limited to 40 for a typical scene. 

The third generation MWIR CTIS includes a CGH disperser designed for uniform 

irradiance into 5x5 orders on the 512x512 InSb array. The CGH profile is shown in 

Figure 3.13. The third generation system, shown in Figure 5.4, uses a 5mm square field 

stop and a 500 mm collimating lens. 

Figure 5.4. Third generation MWIR CTIS instrument. 

A raw image taken with the third-generation CTIS is shown in Figure 5.5. Since 

the peak irradiance into each order is nearly uniform, the peak SIN increases to about 190 

in all orders. Therefore, this system offers a considerable SNR advantage over the 

second generation CTIS, as well as a larger number of projections. The tradeoff is that 

the object must be much brighter to achieve the peak SNR. 



Figure 5.5. Raw Image from the third

generation CTIS. 
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Due to the number of optical elements and the high-index nature of materials, the 

use of antireflection coated lenses for the 3 - 5 J..Lm band in the optical train greatly 

enhances the performance of the instrument. Direct measurement of the net transmission 

of the instrument has not yet been performed. Singlet CaF 2 collimating lenses have been 

used in place of compound lenses since the collimating lens operates at a high F I#. This 

exchange increases transmission by reducing the number of optical elements and 

decreasing Fresnel reflection losses. The resulting dominant aberration is chromatic 

focus error. 

The aggregate system operates at the F I# of the reimaging lens provided that none 

of the other optical elements, or the CGH, vignette the beam. Using off-the-shelf 

components involves some risk since their stop locations and apodization are unknown. 

The CTIS systems developed thus far have avoided this complication by minimizing field 

angles, i.e. by using objective and collimation focal lengths which are very long 

compared to the field stop size. The aperture of the reimaging lens is chosen to match the 
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size of the CGH disperser. This matching results in a high F/# for the second and third 

generation CTIS systems since the reimaging lens is fixed at 100mm. 

Mechanical Considerations 

The MWIR CTIS components are mounted on a one-meter-long optical rail (see 

Figure 5.4). The camera and objective lens are separately mounted on secondary 

platforms due to their weight and size. Each platform is clamped to the rail with two rail 

carriers. The rail is carried by a 1 cm Aluminum plate which can be attached to a larger 

48" by 23.5" by 1/2" mount. The plate is fitted with a cover for field experiments. 

Baffle plates are inserted behind the field stop and over the reimaging lens to eliminate 

external sources of light. The larger mount is designed for side-by-side boresighting with 

a visible CTIS spectrometer. With the exception of the mount, the MWIR optical system 

can be transported by two individuals. A field-experiment configuration is shown in 

Figure 5.6. The visible and first generation MWIR CTIS instruments are mounted on a 

tracker. The two computers in the foreground control the cameras in the two CTIS 

systems. 



Operation Procedure 

Raw Image Acquisition 

Figure 5.6. CTIS in the field. 

95 

The InSb camera system is equipped with software from Imaging Technologies, 

Inc.47 A single raw image is coupled with a single or many background reference images 

for performing a one-point correction. The background image is exposed with the 

reference object covering the aperture of the objective lens. A separate IDL 48 program is 

used to perform the correction and apply the positivity constraint to the result. The 

resulting raw image is written to file in the format expected by the corresponding system 

matrix file. 
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Reconstruction program 

The reconstruction program is written using IDL's GUI capabilities. Screenshots 

for the two versions are shown in Figure 5.7. The left version includes complex 

procedures such as initial estimates and SVD decomposition while the right version 

includes only the basic reconstruction algorithms. Both programs offer a fully-graphical 

interface for opening matrices and images, reconstruction, visualization of data, and 

saving datacubes. With the exception of certain features, both programs work identically 

for all models of the CTIS. The right version depicts the capability of the "zoom" feature 

for examining small regions of the raw image. 

Figure 5. 7. Reconstruction program screen shots. 
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Datacube display 

Pressing the "datacube viewer" button activates the GUI shown in Figure 5.8. 

The program may also be executed separately from the reconstruction program. This 

program displays the content of the datacube in the form of spectral images and pixel 

spectra. The bottom right group of 4 images shows (clockwise from lower left) a color 

reconstruction (visible instruments only), spectral image at the indicated wavelength, the 

same spectral image stretched to full dynamic range, and the center order from the raw 

image (resampled to the reconstruction spatial resolution). The plot at left shows the 

reconstructed spectrum at the coordinates indicated on the two sliders. Clicking on any 

pixel in the right four images displays the spectrum of that pixel. 

Figure 5.8. Datacube viewer. 
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The datacube viewer may also be used to show spectral and spectral frequency 

planes from the hybrid transform and the 3D frequency space representation of the 

datacube (see Chapter 4). 
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CHAPTER 6 

CALIBRATION IN THE MWIR 

The calibration of the CTIS has the most bearing on the final reconstruction 

accuracy. The CTIS "calibration" is not just a calibration in the traditional sense of 

spectrometers, i.e. converting ADUs from the CCD into radiometric units (or merely 

assigning spectral units to the detector bins). The CTIS multiplexes spatial and spectral 

data in a manner which defies intuition's ability to interpret the result in terms of spectra 

and spectral images. The calibration of the CTIS must quantify how each voxel is 

mapped onto the FPA, including not just the location of the diffraction orders but also 

effects from wavefi-ont aberrations, distortion, diffraction, spectral transmission, internal 

reflections, and pixel fill factor. The end result of calibration is the system matrix, which 

will be employed by the reconstruction algorithms (described in Chapter 4) to recover a 

49 datacube from a raw image. 

Calibration can be done experimentally or by combination of experiment and 

calculation. Experimental calibration requires direct measurement of the voxel spread 

function of each voxel in the datacube. This measurement task is prohibitively large (for 

both time and storage) since recent instruments have up to 80 x 80 x 30 sampling, or 

about 200,000 voxels. However, the field stop occupies only a small area on the focal 

plane array. If the optical system is sufficiently isoplanatic over this area, only one Voxel 

Spread Function (VSF) for each wavelength actually needs to be experimentally 

measured and the rest are generated by shifting the measured VSFs. Complex procedures 
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for handling the edges of the raw image are required unless the data is almost entirely 

confined to the extent of the focal plane array. 

The major limitation of the experimental approach is that the number of spatial 

resolution elements (resels) is constrained to an integer divisor of the number of pixels in 

the field stop image. Thus, the minimum sampling element is the projection of a single 

pixel. Analysis performed by George^" indicates that higher resolution is attainable in 

reconstruction, but calibration at higher resolutions must rely on calculations. 

Calculated calibration requires an accurate measurement of the CGH disperser 

efficiencies, the transmission of the instrument, and the location of the centroids of the 

diffraction orders. This information may be acquired in the same maimer as an 

experimental calibration, although a point source would be required rather than a source 

similar in size to a resel. The actual PSF for each wavelength in each order can either be 

measured or fitted using a convenient fimction (e.g., Gaussian bivariate). VSFs are then 

generated for any voxel size and system configuration by interpolating the calibration 

data. 

Calculated calibration is more flexible once the data are collected, although the 

collection is an exhaustive task. As mentioned, the calculated calibration is not 

constrained to a number of resels equal to an integer divisor of the number of pixels in 

the field stop. In fact, the number of resels may exceed the number of pixels in the field 

stop. Some accuracy is lost in the calculated calibration due to the interpolation of the 

data and the inability to exactly measure the point spread functions. Increasing the 

accuracy requires complex programs, long calculations, and tremendous storage space. 
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Foundations in Visible CTIS Calibration 

The experimental calculation technique used for the infrared is based upon the 

established method for the visible CTIS instruments. Experimental calibration of the 

visible CTIS has been refined to a rapid and precise process.^The optical system can 

be easily calibrated radiometrically to absolute spectral irradiance using inexpensive and 

convenient instruments. Simulation of a voxel for measurement of the VSF is 

accomplished using a monochromator and fiber optic waveguide. Light from a 

Tungsten-Halogen lamp is imaged into the monochromator entrance slit. A narrow 

wavelength band is selected by the monochromator, and the resulting light in the output 

aperture is imaged into the fiber optic waveguide. The other end of the waveguide is 

imaged into a point in the field stop with an achromatic doublet lens. The fiber optic 

diameter and focal length of the lens are selected to match the size of a resel on the FPA, 

and the lens F/# matches the aperture of the spectrometer. 

The fiber is positioned at the center of a single resel (usually a single pixel) near 

the center of the field stop using computer-controlled actuators and an iterative image-

feedback alignment process. To reduce noise, the integration time of the CCD is set to 

achieve the same maximum value in the image for each wavelength, and a series of 

frames (usually 64) are averaged for each image. Computer control of the hardware 

allows the entire calibration data set to be acquired in several minutes. 

Figure 6.1 shows some results from a visible CTIS calibration. The calibration 

images are extremely sparse, thus, the measured VSF at 570 nm, shown in Figure 6.1(a), 

has been blurred and saturated to indicate the location of the diffraction orders. 
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Magnified center orders from the voxel spread functions at three wavelengths through the 

calibration bandwidth are also shown. A majority of the irradiance falls on one pixel in 

the 570 nm image because the calibration setup was aligned at 570 nm. The asymmetric 

fan in the image is a result of poor reimaging lens performance at full aperture. The lens 

was set several stops below operating F/# for alignment. The other two images 

correspond to the extreme ends of the spectrometer's bandwidth. The spread functions 

exhibit considerable chromatic defocus since they fall well outside the spectral 

optimization band of the CTIS lenses. 

420 nm 

570nm 

(a) 

740nm 

Figure 6.1. Visible CTIS calibration results. 
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After the VSF frames are acquired, the fiber is repositioned onto a spectrally 

calibrated radiometer and scanned through wavelength. The FPA's (in this case, CCD's) 

background noise level is subtracted from the images and they are thresholded. The 

radiometer output (in |iWatts) and CCD integration time are divided into the raw 

calibration image so that the reconstructed datacube is in units of (iJ (microJouIes) per 

spectral band. The resulting calibration images are shifted to the 0,0 voxel position of 

the field stop. 

Representative integration times and radiometer measurements from a visible 

calibration are shown in Figure 6.2(a) and Figure 6.2(b), respectively. The product of the 

integration time and radiometer measurements forms the normalizing factor for the 

calibration images, shown in Figure 6.2(c). The highest few wavelengths are not shown 

in the normalizing factor because the product is very large. The large product is partially 

due to the large spread fiinction seen in Figure 6.1 at high wavelengths. 
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Figure 6.2. Normalization factors for visible CTIS calibration images. 

700 800 

The visible CTIS is considered to be a shift-invariant system within each 

wavelength band. The isoplanatic assumption has been verified using the calibration 

hardware to compare calibration images from different positions in the field stop. The 

feedback loop was used to position the fiber exactly on pixels in the comer, edge, and 

center of the field stop. Figure 6.3 shows images from the center and comer 

superimposed to illustrate the spatial shift invariance of the J..LCTIS. The box indicates the 
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extent of the field stop. A normalized inner product between temporally averaged center 

images and the other images was greater than 98o/o. 

The results indicated that there was a uniform falloff in transmission at the edges 

of the field stop, but it is possible to account for this effect with a spatial efficiency factor 

in the matrix. The factor has not been included since the contribution was very small. 

D 

Figure 6.3. CTIS shift in variance. Comparison of calibration images collected at 

the center and corner of the field stop (visible CTIS). 
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The edge problem of a shift-invariant CTIS is handled trivially. Since the CGH is 

designed to diffract all of the light into the center orders, only a few dim orders at 

extreme wavelengths fall near enough to the edge of the array that they fall off or on 

when shifted. No more than 3% of a single calibration image's irradiance is ever near the 

edge. The orders which straddle the edge are most easily handled by deleting them. 

A modified sparse matrix routine is used to store the VSFs in the matrix.^"* The 

sparse matrix format stores only the non-zero values and their location in the image (the 

image is stored lexicographically, so a single number describes the location 

{n = .x + y • , where dx is the number of pixels in the x dimension of the FP A). The 

VSF for any voxel location (.Vv, v, ) is found by picking the calibration image of the same 

wavelength and adding an offset to the location vector {dn = x^. + y^. • d^ ). 

Several assumptions have been made in the application of the visible calibration 

technique. First, an achromatic doublet is used to image the waveguide into the field stop 

rather than an experimental imaging objective. We are assuming that the objective lens 

has uniform spectral transmission. Furthermore, we assume that the calibration achromat 

and the objective lens do not contribute to aberrations (or that these qualities are 

identical). Since a variety of objectives may be used, this cannot be generally true. 

Fortunately, the lenses' contribution to the aberrations will be small since their field 

angles and apertures are much smaller than the reimaging lens field angles and apertures. 

If more precise spectral data is required, the transmission of the objective lens may be 

factored into the reconstructed data cube. The second assumption is that the chief ray 

angle in the field stop is small enough that extra vignetting does not occur in the 
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reimaging lens. This problem arises because the calibration source for off-axis resels is 

input at a normal to the field stop, whereas the light for an experimental image will enter 

at an angle. If this effect were a problem, the higher order efficiencies would be lower 

than predicted by the calibration measurement. Finally, the calibration assumes that the 

objective lens will fill the aperture of the CTIS, which is not true for microscope 

objectives and other objectives with large image space F/#s. 

Calibration Techniques in the MWIR 

The goal of the MWIR CTIS calibration is to replicate the visible calibration as 

closely as possible. The same quality and accuracy of results are more difficult to attain 

in the MWIR due to higher background noise and increased instrumentation complexity. 

While the same grating monochromator may also be used for selection of narrow 

wavelength bands in the MWIR (using a different grating), the optics and fiber are 

considerably more expensive and difficult to use. Absolute spectral calibration is also 

thwarted by several factors, the least of which is the lack of availability of a spectrally 

calibrated MWIR radiometer. Several possibilities have been explored for the MWIR 

calibration, including narrowband-filter calibration, monochromator calibration, and 

calculated calibration. 

The isoplanatic assumption must be revisited for the infrared detector array. We 

may no longer assume that all pixels have the same gain and offset in the IR, however, 

the diversity of pixel responsivities can be compensated with a two-point correction. 
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Since automated positioning of the calibration source is not available in the MWIR, the 

shift-invariance assumption is used without proof. 

Bad pixels create additional problems since they can impact both the calibration 

images and the raw images. For experimental VSF measurement, they must be 

scrupulously avoided. For reconstruction, a variation of the shifting algorithm (described 

in the previous section) has been created which compensates for edge-overlapping orders 

and dead pixels on the FPA. After adding the offset to the pixel coordinates in the stored 

VSF, a pixel look up table (LUT) containing either zero (for bad and off-edge pixels) or 

one (for all other pixels) is used to eliminate the contribution of the bad pixels. 

For the disperser used in the first and second generations, the center image was 

several times brighter than the first order images, which were again several times brighter 

than the ±1, ±1 orders. To increase the dynamic range of the first orders, the center 

order may not necessarily be considered in reconstructions. This omission is realized in 

the calibration by deleting the center order from the VSFs before they are stored in the 

matrix. 

Calibration requires a smooth transition in VSF signal-to-noise ratio (SNR) and 

appearance between consecutive wavelengths. Discontinuities result from a variety of 

conditions, such as consecutive images having very different brightness, threshold level, 

focus position, or spatial extent. Reconstructions using matrices containing 

discontinuities transmit similar spectral discontinuities to the datacube. For the visible 

calibration, the integration time is adjusted for each wavelength so that the calibration 

images have the same maximum value. Since the noise is dominated by non-signal-
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dependent sources, this means that each image has roughly the same SNR. 

Transformations of the VSF appearance caused by aberrations occur slowly as a fimction 

of wavelength. Consequently, there will be no major discontinuities. 

The MWIR features a significant, narrow absorption band around 4.2 |im, 

insuring that there will be a sharp discontinuity in calibration image radiance. Since 

integration time change is not as feasible in the MWIR as the visible (new one-point or 

two-point corrections must be performed for different integration times), other methods 

must be devised for each calibration technique in order to flatten the dependence of 

calibration image SNR on wavelength. 

The following sections describe the primary calibration techniques used for the 

MWIR CTIS instruments, including special provisions made for radiometric accuracy 

and avoidance of discontinuities. 

Narrowband Filter Calibration 

The direct-view, narrowband filter technique is the simplest form of calibration 

possible in the MWIR. Four narrowband filters (labeled B-E in increasing wavelength) 

are sequentially placed between a pinhole blackbody source and the objective lens of the 

CTIS. A fold mirror may be inserted in that space to align the image of the pinhole onto 

a single resel. Example calibration images are shown in Figure 6.4. This technique was 

applied in the early development of the spectrometer to verify spectral passband and 

alignment of optics. 
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. .. 

Filter B Filter C 

Filter D Filter E 

Figure 6.4. Calibration images obtained for the first generation MWIR spectrometer 

using narrowband filters. B: 3.25 - 3.32 ) .. .Un; C: 3.48 - 3.55 )..lm; D: 3.88-3.99 )..lm; E: 

4.44 - 4.54 )..lm. 

Grating Monochromator - Direct Aperture Imaging 

The ISA Triax-180 monochromator54 used for visible calibration has a 150 lp/mm 

grating blazed at 4.0 )..lm for use in the MWIR. The approximate bandwidth of the 

monochromator output is 0.1 )..lm. The output port of a blackbody source was placed 

against the entrance aperture of the monochromator. A large (f = 1.8m) telescope was 

positioned with its focal point at the output port of the monochromator, producing a 

collimated beam output. Two fold mirrors were employed to steer the beam into the 

objective lens of the CTIS and onto a single resel. Calculations indicated (for the first 

generation CTIS) that the CTIS reconstruction would be limited to about 8 bands, or 0.2 
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fim. Therefore, exposures at two consecutive 0.1 fim steps were superimposed to create a 

single calibration image. 

The camera system used for the first generation MWIR CTIS did not have a 

variable integration time. The only option at the time for reducing calibration image 

discontinuities was averaging many hundreds of frames for each calibration image and 

decreasing the threshold level. 

Grating Monochromator - Fiber Optic Relay 

When a fiber and reference radiometer were integrated into the calibration, the 

calibration became virtually identical to the visible process, with the exception of spatial 

position automation. An As-Se-Te fiber-optic waveguide functions well enough despite a 

wide absorption band in the 4.2-4.8 micron range.^^ A very short (18") length of fiber 

was used to decrease the total absorption. A Ge singlet is used to image the fiber optic 

output into the field stop. TTie calibration setup is shown in Figure 6.5 (all shields and 

bafTles around the CTIS and reference detector were removed for the picture). 



112 

Figure 6.5. Grating monochromator - fiber optic relay calibration setup, pictured with 

the third-generation CTIS. The fiber-waveguide output is positioned for the reference

detector measurement. 

Second-generation VSFs for several wavelengths are shown in Figure 6.6. 

Although not readily apparent from these images, the orders on the right side of the array 

are severely blurred, most likely due to misaligned relay optics inside the camera dewar. 



3.2 ~m 

Figure 6.6. Second-generation MWIR 

calibration images. 

113 

4.0~m 

4.8~m 
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Third-generation VSFs for several wavelengths are shown in Figure 6.7. The 

right-side orders are still blurred. Note the large amount of pincushion distortion in the 

5.0 |im VSF. With regard to the impact of distortion on the shift-invariance of the CTIS, 

the most important figure-of-merit is the maximum error in location due to the local 

distortion within a single field stop projection at a single wavelength. The maximum 

error occurs at the highest-field-angle location in the image, the upper-right comer of the 

(2. 2) diffraction order at 5.0 lam. The amount of distortion can be easily calculated from 

these images. The calculated error is about 1.7 pixels between the actual diffraction spot 

location and the expected location (from shifting the 5.0 p.m VSF from the center of the 

field stop). Due to the 3rd-order dependence of the distortion, the maximum error is 

reduced to just 1.1 pixels by eliminating only the ±2, ±2 orders from consideration in the 

reconstruction. 



3.0 J.lill 

Figure 6.7. Third-generation MWIR 

calibration images. 
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A Ge singlet was incorporated for imaging the blackbody onto the entrance 

aperture of the monochromator. For second generation CTIS calibration, the aperture of 

the blackbody and the aperture of the blackbody-imaging lens were adjusted to prevent 

saturation in the calibration images while minimizing discontinuities. Adjusting the 

temperature of the blackbody source could also flatten the calibration image brighmess, 

but the response time is very slow. Since the position of the aperture is not repeatable, 

the reference radiometer measurement must be taken coincidentally with the calibration 

image. Therefore, the waveguide is repositioned onto the radiometer after acquiring each 

calibration image. These adjustments were unnecessary for the third-generation 

calibrations. The images were not saturated at any wavelength due to the uniformity of 

the diffraction order peaks and the large dynamic range of the FPA and readout 

electronics. Therefore, the diffraction images and reference-detector measurements were 

performed separately. 

A long-wavelength HgCdTe photovoltaic detector cooled to 77K is used for the 

reference detector. The detector operates in a nearly flat regime of photon response over 

the 3.0-5.0 iim range.^^ A chopper wheel inserted at the entrance face of the fiber optic 

waveguide isolates the voxel light from background. The signal is read out through a 

lock-in amplifier. An example measurement for the third-generation calibration is shown 

in Figure 6.8. The CO2 absorption band (4.2-4.3 |im) and the fiber-waveguide absorption 

band (4.6 (im) are clearly visible in the plot. The resulting normalized calibration images 

have units of ADUs per photon. 



Figure 6.8. Reference detector 

measurement for third-generation 

MWIR CTIS calibration. 
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An interesting and challenging phenomenon results in the MWIR from using a 

field stop which is outside the dewar, i.e., an uncooled field stop. If the instrument 

observes a object which is colder than the field stop, the raw image will appear to be 

inverted, where the diffraction orders are dimmer than the FP A background. In order to 

employ the positivity constraint in the reconstruction, the processed raw image must be 

greater than zero at all pixels. 

The reconstructed spectra from the CTIS quantify the difference between the 

spectrum of the scene and the object used for a one-point correction. This reference 

object is typically a room-temperature Aluminum panel painted with ultra-flat black paint 

(Krylon® #1602). After performing the one-point correction, the raw image may have 

both negative and positive values for images with warm and cold regions, invalidating the 

positivity constraint imposed on reconstructions. A 300K scene will be almost entirely 

washed out by the background. 
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The solution is to use a "standard background target" for the background frame. 

An optimum standard is uniform, nonreflective, and dark. These conditions are satisfied 

by a moderately cooled metal plate covered in flat black paint. As long as the panel is 

dimmer than the object, the processed raw image will be positive. This allows the use of 

positivity constraint in the reconstruction. Absolute spectra can be obtained by adding a 

blackbody spectrum of the same temperature as the standard background target. 

The negative-light problem is not a factor in the calibration since a fiber-optic 

mount blocks the aperture of the spectrometer (that is, no stray light gets into the field 

stop). The single-point correction is taken with the blackbody aperture covered so that all 

background signal is identical in both the image and correction. The corrected image 

retains only the signal at the desired wavelength. 

.Matrix Storage 

The end result of calibration is a file referred to as the matrix file. The matrix file 

is designed to contain all information about the system and configuration necessary to 

perform a reconstruction. This matrix file consists of the sparse-matrix stored calibration 

images for each wavelength, the dimensions of the datacube and raw image, the position 

of the zero order in the raw image, and a list of FPA pixels used in reconstruction. The 

intent of this storage format is that the same reconstruction program may be used for any 

system (infrared or visible) and configuration. 
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CHAPTER 7 

RESULTS 

Second generation results 

With only four useful dispersed orders in the second generation MWIR CTIS, the 

reconstruction accuracy is very limited. The central order has high efficiency compared 

to the other orders, a factor which entered into the results in an expected manner. Since 

the center order fills the ? = 0 plane of the datacube transform, its dominance in the image 

causes each spectral image in the datacube estimate to match the center order in spatial 

appearance. This occurs even when a uniform initial estimate is used. For objects with 

spatial principal components which resemble the center order, the result is a reasonably 

accurate datacube. When narrow complex spectral features are introduced, they are 

smeared through all wavelengths. 

Results from the second generation MWIR CTIS do not have normalized spectra 

since the photodetector was not yet available. Therefore, it is difficult to gauge the 

accuracy of results based on expected blackbody spectra. 

Errors may be introduced into the result by saturation in the center order for low 

wavelength VSFs in the calibration. These errors may be reduced by eliminating the zero 

order from consideration in the reconstruction. This also reduces the artifacts resulting 

from overweighting of the center order. 
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The first target examined consists of a warm coffee cup target with a 3.39 Jlm 

HeNe laser illuminating the cup. Due to the cup's specular surface, only a narrow 

vertical line of laser illumination is reflected back to the spectrometer. The center order 

from the raw image is shown in Figure 7.1. The orientation of the raw image (and all 

reconstruction images) is flipped horizontally from the object as seen by an observer. 

The resolution has been downsampled by 3x3 to match the resolution of the 

reconstruction. This target is fairly complex due to the bright laser spot. Since the laser 

spot contributes very little to the integrated irradiance in the image, it does not appear in 

the first principal components. 

Figure 7.1. Center order from coffeecup-laser raw 

1mage. 

Reconstructions using 8 iterations of EM and MART (using a uniform initial 

estimate) each show increased brightness in the blackbody spectrum on the pixels 

covered by the laser. 



(a) 3.4 J.lm (b) 3.5 J.lm 

(d) Center order from Hf product 

Figure 7 .2. Reconstruction results of the 

coffeecup-laser scene using 8 iterations of 

EM and a uniform initial estimate. 
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These simple reconstructions also demonstrate several other pnmary 

reconstruction artifacts. First, the EM reconstruction shows an acceptably narrow peak at 

3.4 J..Lm for the laser. However, the comers and edges of the field stop demonstrate the 

high-frequency noise which EM creates in the reconstruction [Figure 7 .2(b) and (c)}. 

MART does not reproduce those features, however, MART fails to reconstruct more than 
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a hint of the laser line [Figure 7.3(b)]. The MART-reconstructed spectral image at 3.4 

J.tm [Figure 7.3(a)] is deceiving since the bright spots exist in all of the spectral images. 

0.2 

0.0'---'--~~_.___._~~__.____.~~---'----'~~---' 

(a) 3.4 J.Lm 

3000 3500 4000 
Spectral lnde" 

4500 

(b) spectrum at pixel 11,15 

5000 

Figure 7.3. Reconstruction results of the coffeecup-laser scene using 8 iterations of 

MART and a uniform initial estimate. 

Figure 7.2 shows the artifacts resulting from a spectrally narrow point source. 

The object is reconstructed very precisely at the proper wavelength [Figure 7.2 (a)], 

however, replicas of the point source are traced out along the projection angles as the 

wavelength increases [Figure 7.2(b) and (c)]. Each image has been scaled to maximum 

dynamic range. The plot in Figure 7 .2( e) shows the spectrum at the brightest pixel in the 

first image, therefore it indicates the appropriate scaling of the images. 
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0 .8 
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0. 4 
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(a) 4.8 ~m (b) spectrum at pixel 11 ,15 

Figure 7.4. Reconstruction results of the coffeecup-laser scene using a uniform initial 

estimate and 8 iterations of EM without the center order. 

Using an initial estimate based upon the center image does not significantly alter 

the appearance of the resulting datacube since the center order is heavily weighted in the 

reconstruction. Using the zero order image in the initial estimate improves the results 

obtained when the center order is not used in reconstruction. 

An attempt to use the advanced initial estimate is shown in Figure 7.5. Six 

iterations of MART (without a center order) were conducted after the initial estimate. 

The matte of spectral images demonstrates that the artifacts have been controlled (except 

the dispersion angle artifact from the laser spot). The matte shows spectral images from 

3.0 ~m in the lower left to 5.0 ~m at the center top in steps of 0.1 ~m. This is the 

standard for matte images in the results section. 
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The coffee cup spectrum [Figure 7.5(b)] does not match the ~esults obtained using 

EM or MART alone. The high-wavelength roll-off is probably a result of s1near outside 

of the band of interest. The other spectral features appear much better defined in this 

reconstruction, but they may not exist in the actual target. The questions of accuracy 

should be addressed by examining reconstructions with normalized spectra. 

Figure 7.5(a). spectral images 
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0.8 

Figure 7.5. Reconstruction results of the 

coffeecup-laser scene using 6 iterations of 

MART after an advanced initial estimate. 

5000 

(b) spectrum of pixel 5,15 

Third generation results 

All reconstructed datacubes for the third generation CTIS have 46x46x21 

sampling, at O.I fim intervals through the 3.0 - 5.0 |i.m wavelength range. Each iteration 

of the reconstruction algorithms takes approximately five seconds. In order to reduce the 

distortion error, raw image data beyond a given field angle was not used in 

reconstruction. The raw image in Figure 7.6 has been thresholded at a field angle 

corresponding to one pixel of distortion over the width of the projected field stop. 



Figure 7 .6. Raw image of the broadband 

filter target with a circular mask. 
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Three targets have been examined to provide a broad study of the instrument's 

reconstruction capabilities. The first target examined consists of a warm, flat-black panel 

partially obscured by a broadband (3.4- 3.9 FWHM) pass filter. The raw image is shown 

in Figure 7.6. The reconstruction shown in Figure 7.7 was calculated using nine 

iterations of EM with the missing cone by SVD technique applied after the first eight 

iterations. The filter wheel is the large black object in the lower part of the spectral 

images. The broadband filter is located in the lower right aperture of the filter wheel, as 

shown in the contrast-enhanced copy of the 3.7 !l-m spectral image (Figure 7.7, upper 

right). 
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Figure 7.7. Spectral images from a reconstruction of the broadband filter target. 

The second target is intended to demonstrate the accuracy of the spectral 

calibration of the MWIR CTIS. The object is a small-aperture 400°C blackbody. The 

raw image (with the center order truncated) can be seen in Figure 7.8(a). The 

reconstruction used six iterations of EM, however, the results are nearly identical for 

MART since the target is easy to reconstruct. The 4.0 ~m spectral image is shown in 

Figure 7 .8(b) and the reconstructed spectral radiance from the brightest resel is shown in 

Figure 7.8(c). The gray line in the spectral radiance plot is the 400C blackbody photon 

emission profile. Significant discrepancies between the reconstruction and blackbody 

radiance occur in the 4.2-4.3 ~m absorption band, the 4.5-4.6 band, and at the extreme 
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edges of the reconstruction. These discrepancies are attributed to C02 absorption in the 

optical path for the 4.2-4.3 J.lm band, low SNR in the calibration images near the fiber 

absorption line (4.5 J..Lm) and at short wavelengths (3.0-3.1 J.lm) and the cut-off of the 

camera's band-pass filter in the middle of the 5.0 J.lm band. 

(a) 

Figure 7 .8. 400°C Blackbody 

reconstruction results. 
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The third target of interest demonstrates the temporal resolution of the CTIS. The 

target consists of a burning match viewed through an attenuating filter. After burning for 

several seconds, the spectral emission of the scene contains two different spectral species, 

the first from the smoldering match and the second from the emission from hot CO2 gas. 

The reconstruction for this target was similar to the previous reconstructions. 

Seven iterations of EM were used, with the missing cone by SVD technique applied after 

the first six iterations. Fewer iterations were required due to the simplicity of the object. 

The spectral images are shown in Figure 7.9. The flame is brightest in the 4.4 ^un 

spectral image while the smoldering match appears brighter in the 4.8 fim spectral image. 

The spectra from points near the center of the flame and match are shown in Figure 

7.10(a) and (b), respectively. 



Figure 7.9. Spectral images from the reconstruction of the burning match target. 
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Figure 7.10. Spectra from selected resels in the burning match datacube. 
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CHAPTER 8 

CONCLUSIONS AND FURTHER WORK 

A practical, field-capable, 3.0 to 5.0 mid-wave infrared Computed-

Tomography Imaging Spectrometer has been demonstrated. Results were presented for 

reconstructions of laboratory targets with sampling up to 46x46x21 voxels in the 

datacube, or O.I |i.m spectral sampling. Demonstration of the snapshot capability has 

been performed on both static targets and targets with rapidly varying content. 

The MWIR CTIS is a capable hyperspectral snapshot spectrometer operating in 

the 3.0 to 5.0 jim infrared band. This instrument offers snapshot spectral imaging 

capabilities which are not reproducible by other spectrometers due to their need for 

scanning. 

This dissertation has examined both the theory of operation and the method of 

operation of the CTIS. The motivation behind this examination was to build a more 

practical, higher performance instrument according to both hardware and software 

benchmarks. The new CGHs, special reconstruction algorithms, and improved 

calibration and operation techniques have all improved the performance of the 

instrument. 

A new algorithm for design of the holographic disperser component of the CTIS 

has been introduced. The SVD CGH algorithm uses linear mathematical techniques to 

solve the CGH design problem directly rather than by random convergence of traditional 

algorithms. The process dramatically extends the set of possibilities for the CTIS 
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disperser, however, the algorithm is also potentially useful for all applications employing 

analog phase or amplitude CGH's. 

Further Work 

Looking back on the "further work" section from Descour's dissertation, the 

satisfaction obtained by examining the magnitude of improvements over the past 5 years 

is tempered by the similarity between its suggestions and the current needs for 

improvement. 

Each topic discussed in this dissertation presents unique prospects for future 

development on several levels. Broad topics such as reconstruction algorithms and CGH 

design present a limitless forum for technical improvement. Hours of mundane detailing 

also remain, spanning everything from calibration improvements to coding of the 

calibration, image acquisition, and reconstruction software into flexible, user-friendly, 

non-IDL GUI applications. 

The reconstruction work presented in Chapter 4 creates as many new possibilities 

as solutions. Advanced hybrid algorithms exist which fall between the MART and EM 

noise models. These algorithms present possible improvement of the core reconstruction 

techniques. With the expansion into principal components representation, the foundation 

is set for creating reconstruction techniques which incorporate a-priori information about 

the datacube but are not nearly so limited in application as those presented here. 

We strive to not quote the statements of 1994 word-for-word, however, we "have 

yet to examine the potential of reconstruction in basis functions other than voxels". With 
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the use of some tools from Chapter Four, the realization of this procedure sits atop the 

"to-do" list. For example, it is easy to envision an algorithm which reconstructs directly 

in an adaptively estimated principal components space. New spectral components would 

be estimated after each iteration and the system matrix would be recomposed as a sum of 

VSFs. 

The CGH design technique holds considerable potential for the CTIS and a wide 

array of other applications. This document presents a rough justiflcation of the technique 

and an empirical demonstration of its validity. There remains a ravine-depth of 

explanation before we etch out a solid niche for the technique among classics such as 

phase retrieval, simulated annealing, and genetic iteration and a host of contemporaries. 

That work is left to the mathematicians, while the engineers may utilize the existing code 

to generate a new generation of CGHs for the CTIS. First on this list comes the design of 

CGHs that incorporate non-random spectral variation into the order efficiencies. A 

statistical model must be generated which expresses the set of possible spectral variations 

which may be generated by such dispersers. 

The CTIS system itself offers a range of fiiture work. Several improvements to 

the calibration procedure are still needed. The Ge singlet fiber-imaging lens should be 

replaced with an achromat doublet. Use of high-temperature blackbody source would 

increase the SNR of the calibration images and permit the equalization of the SNR 

through wavelength. Hardware control and automation procedures must be developed to 

increase the speed of calibration (these features are currently unavailable due to the 

limited capabilities of the camera system computer and software). The CTIS hardware 
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could also be improved by replacing the collimating singlet with a doublet and cooling 

the field stop. 

Once these upgrades have occurred, the pace of improvement in CTIS hardware 

will be dictated by improvements in FPA technology. A large-format FPA is foreseeable 

in the near future which solves the main problems of the current array, including lower 

noise, better pixel uniformity, reduction of aberration induced by intra-dewar optics, and 

exchangeability of lenses on the camera. 

New types of CTIS may also be produced in the future by varying fixed 

components. For example, instruments have been conceptualized which incorporate 

phase-changing LCD arrays as the dispersive element. With this technology, it is 

possible to vary the characteristics of the CTIS on-the-fly. For instance, the system can 

be tuned to various bandwidths and FOVs with varying spatial and spectral resolution 

based on the instantaneous needs of the application. 
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GLOSSARY 

CTIS - Computed Tomography Imaging Spectrometer. 

Calibration - For the CTIS. calibration is the process of recording how each how each 

voxel in the object cube is mapped onto the raw image. 

Computed Tomographv - The process of estimating a multidimensional object from its 

projections onto a lower-dimensional measuring system. 

Computer Generated Hologram (CGH) — A hologram which is calculated by a computer 

rather than recorded using interference. The calculation of a CGH requires an accurate 

diffraction model for the application geometry, (see kinoform). 

Dewar - A type of housing structure for an IR camera which holds a vacuum around the 

FPA while cooling it to cryogenic temperatures. 

Diffraction Order - a single, discrete angle along which light propagates from a 

disperser. 

Disperser - the element in the CTIS which causes light to spread into an array of 

spectrally dispersed images. 

Field Stop Image - An undispersed, panchromatic image of the object which is recorded 

by the CTIS due to the presence of the zeroth order from the CGH. 

Focal Plane Array - array of light-sensitive elements which records an image 

electronically. 

Hologram - a light-interfering device which converts an incident wavefront into a 

different outgoing wavefront, generally in order to produce an image at some non-

conjugate plane. For example, a plane wavefront may be converted into a 3D image of an 

apple. 
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Imaging Spectrometer - an instrument which measures spectral content of a two-

dimensional scene. 

Kinofonr. - A phase-only CGH. This type of CGH is used in the CTIS. 

Mid-Wave Infrared - Region of the electromagnetic spectrum between 3.0 and 5.0 (im. 

This region contains similar amounts of thermal radiation and reflected solar radiation for 

terrestrial objects. 

Object Cube - a quantitative representation of the object space measured by an imaging 

spectrometer. The cube consists of spectral radiance over a given spatial and spectral 

extent. 

Pixel - single element of a focal plane array. 

Principal Components Analvsis - a method of reducing the dimensionality of spectra by 

projection onto an orthonormal spectral basis set. 

Raw Image - the output of the CTIS instrument, a single frame of data electronically 

recorded and read out from the FPA. Processing such as dark fi^me subtraction or 

median filtering result in a Processed Raw Image, which is the input to the 

reconstruction program. 

Reconstruction - the process required to convert a CTIS raw image into a datacube. 

Usually uses a variety of inverse techniques on the system matrix. 

Resel - (dx, dy) projection of a voxel onto the field stop image or the object 

Resolution Element - the minimum spacing which actually contains information 

independent from neighboring elements. The size of a resolution element is always equal 

to or larger than the size of a sampling element. 

Sampling Element - the spacing of voxels, resets, pixels, etc. in the corresponding space. 
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Sensitivity Matrix - A matrix which quantifies how small changes in an object space 

change measurements in an image space. In a 100% linear system, the sensitivity matrix 

is identical to the system matrix. 

Singular Value - Singular values quantify the sensitivity of image space singular vectors 

to the object space singular vectors. 

Singular Value Decomposition fSVD') - a mathematical procedure which reduces a non-

square sensitivity matrix or system matrix into corresponding sets of orthonormal basis 

vectors for both the object and image spaces. The singular values quantify the sensitivity 

of the image space vectors to the object space vectors. 

Singular Vectors - an orthonormal basis vectors which span the domain or range of a 

mapping system. Singular vectors are calculated using singular value decomposition. 

Snapshot - used to describe an instrument which records all data required to complete a 

measurement simultaneously. This excludes any instrument which employs scanning. 

System Matrix - A matrix which describes the mapping or transformation fi-om a discrete 

object to a discrete image. Each element of the system matrix relates the value of an 

object element to the value of a measurement in image space. 

Tomography - see computed tomography. 

Voxel - a single (dx, dy, dX) sampling element 

Voxel Spread Function rVSP) - in contrast to a point spread function (PSF), the VSF 

indicates the distribution of light into a raw image resulting from a finite-width 

(Ax,Ay,AA.) voxel. 

Zeroth Order - Light which passes through a hologram or disperser without experiencing 

any diffraction (other than from the element's aperture). In the CTIS, this order in an 

undispersed, panchromatic image of the object. 
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APPENDIX A 

MODELING THEORIES FOR CTIS 

The central slice theorem assumes an infinite spatial and spectral extent for the 

object cube. In reality, bounds exist for both the spatial and spectral extent of the object 

cube. These bounds may be handled with several different theoretical approaches. Of 

course, the actual results obtained for each theoretical approach will be identical. The 

impetus for the examination of the various approaches is that the application of 

mathematical techniques (specifically the FFT) to the examination of the imaging process 

varies for each approach. 

Model 1: Spatially bounded object 

In this model, we assume that the conditions of the central slice theorem are exact, 

that is, the object has infinite spatial extent. However, the object is zero outside of a 

specific spatial extent (the field stop). The knowledge of the extent of the non-zero 

region is a-priori information which may be used as a constraint on the reconstruction. 

When formulating a Fourier Transform of a spectral image, we must insure that the 

image is nested inside a large background of zero values . A representative spectral 

image is shown in Figure A. 1(a), and the same spectral image is shown in Figure A. 1(b) 

with a surrounding region of zero values. The images in Figure A. 1(c) and (d) are the 

Fourier transforms of the images in (a) and (b), respectively, calculated by FFT. The 

transform in (d) appears to contain a higher resolution in spectral frequency than the 
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transform in (d), however, the extra "information" is acquired only by the use of an 

interpolating sine function. 

(a) (b) 

(c) 

Figure A.l. Representations of the Fourier transform of a spectral image under different 
theoretical conditions. 

Model 2: Spatial modification to Central Slice Theorem 

In this model we multiply the term reet(~,LJ into equation 2.10 to account 
xo Yo 

for the field stop in the theoretical description. The constants xo and Yo are the width and 

height of the field stop. The 2D Fourier transform of each projected image now contains 

information from a spread of spatial frequencies: 

G i ( p) = F ( ~, 11, f) * * [sine ( x0~, Yo11) 8 (f)] 

( ~, 11, e) = (~I J1, 11 I J1, m 1p · rj) 
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In this case, how does one accurately calculate the Fourier transform of a spectral image? 

In truth, barring aliasing, both techniques described in Figure A.l are fundamentally 

equivalent, although their appearance is very different. The extra region around the field 

stop is usually not included since it requires extra computation time without obtaining a 

different result. 

Model 3: Spectrally bounded object 

In this case, we assume that the conditions of the central slice theorem are exact, 

however, the object is zero outside of a specific spectral band. Unlike the field stop for 

the spatial bound, the transmission of the spectrometer does not have a "step" edge. 

Figure A.2 demonstrates this problem. In (a), the actual spectral responsivity of an 

MWIR spectrometer is shown (including transmission and detector responsivity). In 

part(b ), the "step" model for the instrument bandpass is shown. 

2 3 4 5 6 2 3 4 5 6 
Wavelength (microns) Wavelength (microns) 

(a) (b) 
Figure A.2. Spectral responsivity of a CTIS instrument (Model) 
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The abstract problem may be viewed in a more concrete manner by examination 

of reconstructions under different normalization procedures for the system matrix. If the 

system matrix were not normalized, the spectrum reconstructed for a spectrally uniform 

(or while) resel would be identical to (a). However, the CTIS matrices are normalized so 

that the reconstruction of a white resel is flat, as in (b). 

To resolve this problem for calculation of the FFT, the spectrum is nested inside a 

larger spectral band, as in (b), then multiplied by the transmission in (a). In this sense, 

the central slice theorem applies exactly to an object whose spectra have been multiplied 

by the transmission and responsivity of the spectrometer. 

Case 4: Spectral modification to Central Slice Theorem 

In this model we multiply the fiincticn from Figure A.2(a) into equation 2.10 to 

account for the transmission and responsivity in the theoretical description. The function 

Til) represents the Fourier transform of the transmission function from Figure A.2(a). 

The 2D Fourier transform of each projected image now contains information fi-om a 

spread of spectral fi"equencies: 

As in the spatial case, the limit to the application of this technique to the FFT is imposed 

by aliasing. The sampling of the responsivity and transmission must be enough to 

suppress aliasing in the FFT. 
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Application of Models 

The advantage of Models 1 and 3 is the ability to apply knowledge from the 

central slice theorem without modification (usually in the form of complex convolutions). 

These models are employed for the advanced initial estimate and missing cone by SVD 

techniques in Chapter 4. The disadvantage is the added computation time for FFTs. 

Models 2 and 4 are used in EM and MART iterative reconstructions. The a-priori 

information is employed by specifying that all spatial and spectral information must be 

contained within the field stop and spectral bandpass of the spectrometer. In other cases, 

such as the derivation of the impact of dif&action efficiency on the central slice theorem 

(Chapter 2), model 4 is used since it allows us to separate the contribution of the 

individual order transmission from the total transmission and responsivity of the 

spectrometer. 
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APPENDIX B 

ZEROTH-ORDER BEHAVIOR IN A PHASE-ONLY CGH 

In general, the center order behaves in a different manner as a function of 

wavelength than the rest of the orders. This effect is most clearly described by the central 

ordinate theorem, which defines the on-axis value of the Fourier transform of a fimction 

equal to the sum of the function. In the case of an analog-phase hologram, the CGH 

consists of pseudo-randomly distributed phasors of unit length. The average of this 

distribution, will be very close to zero. However, increasing the wavelength 

causes all phasors to unwrap in the same direction. If the original phases were distributed 

uniformly between 0 and 2K, the resulting average will diverge rapidly from zero. 

Adding extra phase depth beyond 2ti allows the wavelength to increase without the center 

order diverging since those values will unwrap into the range below 2n. However, for a 

reasonable phase range (<67C), it is impossible to cause the center order to be flat as a 

function of wavelength. 
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The behavior of \ ei<P) as a function 

of wavelength for a CGH design optimized 

for uniform efficiency as a function of 

wavelength is shown at right. The length of a 

line between the origin and the curve at a 

given wavelength is proportional to the 

efficiency of the zeroth order at that 

wavelength. Several specific wavelengths are 

indicated by letters, as indicated in the table. The peak -to-valley phase depth is 3n at 

wavelength C. Above 1.5C, the average must diverge from the origin since the phase 

distribution is less than 2n. Below 1.5C, the zeroth order efficiency oscillates. 

Since it is not possible to completely flatten the efficiency of the zeroth order, the 

order must be specially handled during the design process. Primarily, the weights of the 

center order at various wavelengths are adjusted. For most designs, five optimization 

wavelengths are used over the design bandwidth. Extra weight must be added to the 

center order at the highest wavelength in order to control the divergence. The result is 

that the center order will be lower than desired at the second-highest wavelength, so 

weight is reduced at that point. This weighting allows a disproportionate amount of the 

design error to settle in the zero order without disturbing the design process. 
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APPENDIX C 

CTIS DESIGN TECHNIQUES 

In order to illustrate the complexity involved in designing a CTIS instrument, lists 

of "Parameters of the CTIS" and "design constraints" are printed below. 

Parameters of the CTIS 

general 

spectral bandwidth - fiill spectral range of the instrument 

focal plane array 

number of pixels in array 

pixel size 

architecture and readout rate 

integration time 

optical system 

physical size of field stop 

reimaging EFL, F/# 

collimation EFL, aperture 

grating 

number of non-zero diffraction orders 

effective grating period 

size of grating aperture 

pixels per CGH cell 

phase depths 
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List of Design Constraints 

spectral samples 

spatial samples 

temporal resolution 

isoplanatism, shift invariance 

size/weight of system 

projected size of field stop on array 

CGH pixels per cell 

total dispersion in first or n'*' order, missing cone angle 

overlap of orders 

pixel usage ratio 

image edge buffer - allowance given on the FPA for misalignment of the field stop 

The number of design parameters and constraints indicates the daunting nature of 

the design step of the CTIS. Once given a spectral band, the process is typically initiated 

by the selection of an FPA based on the desired spectral, temporal, and spatial sampling 

of the datacube. The next parameters to consider are the size of the field stop and 

collimation lens since these two components have the largest effect on the total size of 

the CTIS. A large field stop is required in order to vary the FOV over a reasonable range 

with different objective lenses. Since the lenses are off-the-shelf, a large field stop uses 

more of the optimized field-of-view of the lenses. The collimation lens EFL must be 

very long compared to the reimaging lens, usually 210-500 mm vs. 28-100 mm, so that 

the field stop is demagnified enough that the zero order does not overlap the first orders. 

The final step is to pick a reimaging EFL and grating period so that all desired orders 

land on the FPA to within a reasonable alignment tolerance. 
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Two situations often emerge as reasonable solutions on paper, but they are in fact 

far from ideal. The first is a very long collimation lens EFL. This will result in no 

overlap of orders, but will also reduce the pixel usage ratio (the fraction of pixels on the 

array which are used to record signal) since the orders are spaced far apart. More 

problematic is the resulting reduction of the effective F/# of the system and a shift of the 

stop to the CGH plane. For a given FPA and number of diffraction orders, the EFL of the 

reimaging lens must increase linearly with the EFL of the collimator (and the grating 

period increases linearly as well). It may not be possible to increase the diameter of the 

disperser, resulting in vignetting or possibly a stop shift. 

Raw image diagram for a system with a 

very long collimation lens. Less than 50% 

of the pixels are used. 
0 

The second flawed design has a very short grating period with very small 

collimating and reimaging EFLs. This makes the system compact, but the disperser will 

not function properly if the pixel feature size is smaller than the wavelength. The CGH 

design must therefore have fewer features, reducing the control of diffraction efficiencies. 
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A useful paraxial CTIS design tool has been generated in Microsoft Excel, as 

shown in Figure C.l. The regions in maroon are user-defined. The lower sections 

indicate the resulting spectral and spatial sampling for the prescription, the size of the raw 

image, and the overlap of diffraction orders. The design shown is not ideal for several 

reasons, however, the instrument was constrained to a reimaging lens EFL of 100 mm. 

Box G 11 indicates the size of the field stop in pixels on the FP A. 

Figure C.l. Paraxial optical prescription used for the third generation MWIR CTIS. The 

lines bisecting some orders do not correspond to any real features. 
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