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ABSTRACT 
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The current best-effort service of the Internet is not sufficient to meet the demands 

of emerging real-time network applications (e.g., video conferencing, Internet tele

phony). This has motivated the development of new networking technologies (e.g., 

Intserv, Diffserv, MPLS) that are geared towards providing quality-of-service (QoS) 

guarantees (e.g., bandwidth, delay, jitter, reliability) to prospective flows. Various 

aspects of these technologies are being extensively investigated in the research com

munity. In this dissertation, we focus on the routing aspect, with the objective of 

providing scalable and computationally efficient solutions. The QoS routing prob

lem involves two tasks: (a) capturing and disseminating the state information of 

the underlying network; and (b) using this information to compute resource-efficient 

constrained paths. In the presence of multiple constraints (QoS link parameters), 

these two tasks become notoriously challenging. We investigate several key issues 

in QoS routing and discuss how to integrate the provided solutions into evolving 

state-dependent and hierarchical routing protocols (e.g., PNNI and QoS-extended 

OSPF). First, we develop a hybrid mechanism based on both flooding and tree-based 

broadcasting for reliable and efficient dissemination of dynamic link-state parameters, 

such as bandwidth. Second, we present a scalable, source-oriented state aggregation 

methodology for hierarchical networks. Third, we introduce several heuristics and 

approximation algorithms for path selection under multiple QoS constraints. Fourth, 

we consider the path selection problem under inaccurate (probabilistically modeled) 

state information, and provide a heuristic for a special yet important case of this prob

lem, namely, routing under bandwidth and delay constraints. Finally, we evaluate 

the performance of the proposed methods through simulations. 
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CHAPTER 1 

INTRODUCTION 

1.1 General Scope 

The current Internet supports a best-effort service, in which data packets are delivered 

through the network without any guarantees on the anticipated packet delivery time 

or the packet loss rate. Although this best-effort service has been successfully used 

for supporting traditional network applications (e.g., e-mail, file transfer), it does not 

meet the demands of newly emerging distributed multimedia applications (e.g., video 

conferencing, Internet telephony), which require a priori guarantees on throughput, 

packet delivery time, and packet loss rate [123]. To support the requirements of 

such applications, the underlying network must provide certain levels of quality-of-

service (QoS) while simultaneously maintaining efficient use of network resources. In 

order to achieve this goal, researchers have proposed new networking services, such 

as the Integrated Services (Intserv) [30], the Differentiated Services (Diffserv) [28], 

Multi-Protocol Label Switching (MPLS) [16, 35], and ATM [5], which are geared 

towards providing QoS guarantees. Various aspects of these services (e.g., service 

models, resource allocations protocols, security, pricing, etc.) are being extensively 

investigated in the research community [15, 47, 53, 104, 115, 34, 142, 148]. In this 

dissertation, we focus on the routing aspect, with the objective of providing efficient 

and scalable solutions. 

The goal of QoS routing is to identify a resource-efficient, feasible path that sat

isfies a set of constraints. Whether it is QoS-based or not, routing involves two basic 

tasks [76,132, 67]: (a) capturing the state of the available network resources and dis

seminating this information throughout the network; and (b) using this information 
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to compute feasible, possibly optimal paths. The best-effort routing of the current 

Internet performs these tasks based on a single cost metric. QoS routing, however, 

must take into account the various QoS requirements of prospective flows as well as 

the implication of the selected routes on network utilization, turning the above two 

tasks into notoriously challenging problems. The importance of QoS routing has been 

acknowledged in a number of recent standardization activities [106, 138, 10, 64, 62]. 

For example, in the context of ATM and Intserv, QoS routing is performed by source 

nodes to determine suitable paths for connection requests. Similarly, in MPLS, which 

is a convergence of several efforts aimed at combining the best features of IP and 

ATM [35], a source node selects a path subject to QoS requirements and uses a sig

naling protocol (e.g., RSVP or CR-LDP) to reserve resources along that path. In the 

case of Diffserv, QoS-based routes can be requested, for example, by network admin

istrators for traffic engineering purposes. Provisioning of such routes can be used to 

guarantee a certain service level agreement (SLA) for aggregated flows [148]. 

To enable QoS routing, it is necessary to implement new state-dependent, QoS-

aware networking protocols. Examples of such protocols are the Private Network-

to-Network Interface (PNNI) [55] of the ATM Forum and the QoS-enhanced Open 

Shortest Path First (OSPF) protocol [111, 13]. For network-state representation and 

dissemination, first task in routings both OSPF and PNNI use link-state routing, in 

which every node tries to maintain a "map" of the underlying network topology and its 

available resources. For this purpose, every node in an administrative domain encodes 

the QoS parameters (i.e., link-state information including available bandwidth, delay, 

jitter, cost) of its outgoing links into a link-state advertisement (LSA) packet, and 

disseminates this LSA throughout the network. For simple and reliable dissemination, 

existing routing protocols use flooding, in which an incoming LSA is forwarded to all 

neighbors except the one from which the LSA is received. Despite its simplicity and 

reliability, flooding involves unnecessary communications and causes inefficient use of 
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resources [26], particularly in the context of QoS routing where frequent dissemination 

of multiple, dynamic parameters is common. A key issue here is how to disseminate 

state information in a simple and reliable manner as in flooding but without the 

unnecessary communications overhead of flooding. 

To achieve scalable dissemination of link-state information in large networks, QoS 

routing protocols also use hierarchical routing, in which the underlying network is 

divided into subnetworks (called areas in OSPF and peer groups in PNNI), and the 

state information of each subnetwork is summarized before being disseminated to 

other subnetworks. The process of summarizing the topological state information is 

known as topology aggregation (TA). While TA is needed to ensure the scalability 

of the routing mechanism, the inaccuracy of the aggregated information can impact 

the routing performance. A key issue here is how to provide an adequate balance 

between topology compaction (less advertised information) and "lossyness" (impact 

of compaction on routing performance). 

Once the state information has been disseminated throughout the network, the 

originating node of a connection request performs the second task in routing, namely, 

computing a feasible, possibly optimal, path that satisfies the QoS requirements of 

the prospective connection while maintaining good utilization of network resources. 

This so-called path selection problem can be formulated as a multi-constrained opti

mal path (MCOP) problem. Even without path optimization, the problem of finding 

a path that satisfies multiple constraints is, in general, NP-complete. Accordingly, 

heuristics and approximate solutions with polynomial- and pseudo-polynomial-time 

complexities have been proposed in the literature [34]. These solutions suffer from 

either low performance or excessive computational complexity that prevents them 

from being used online. Moreover, these solutions only address special cases of the 

MCOP problem (e.g., two constraints without optimization, one constraint with op

timization). A key issue here is how to design computationally efficient path selection 
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algorithms that can find resource-efficient paths under multiple constraints. Depend

ing on the frequency at which constrained paths are requested, the computational 

complexity of a path selection algorithm can be a crucial factor in determining the 

practicality of a given QoS routing mechanism. 

Quite often, the path selection problem is addressed under the assumption that the 

current state information of the network is known at each node. Such an assumption, 

which is often imposed to isolate the impact of network dynamics from the path 

selection problem, ignores the dynamics of the network and the latency incurred 

in updating the state information following a change [61, 128]. The uncertainty in 

network-state information can be modeled probabilistically [61]. In this case, the 

problem is how to find a path that is most likely to satisfy the QoS requirements of 

a connection request. This problem of finding a most-probable feasible path is, in 

general, NP-complete even under some special yet important cases of QoS routing, 

e.g., routing under bandwidth and delay constraints. (Such special cases are easy to 

deal with when the network state information is deterministic [143, 144].) For good 

performance, the returned path must have a high probability of satisfying the QoS 

requirements; otherwise, the connection request will be rejected or rerouted, resulting 

in longer connection establishment times and lower call throughput. 

1.2 Main Objectives and Contributions 

The main objectives of this dissertation and our contributions are as follows: 

• Develop a simple yet efficient and reliable mechtmisms for disseminating the 

network state information. For this purpose, we provide a hybrid dissemination 

mechanism based on flooding and tree-based broadcasting in Chapter 2. 

• Investigate new topology aggregation mechanisms to provide an adequate bal

ance between the accuracy and the compaction. For this purpose, we developed 
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"source-oriented" aggregation schemes in Chapter 3, whereby network state is 

aggregated and disseminated according to its relevance to source nodes that 

perform path computation. 

• Design efficient heuristics and approximations for the general MCOP problem 

and for some special cases of it. We provide three algorithms for the MCOP 

problem and for its special cases in Chapter 4. 

• Investigate the routing problem under inaccurate state information. We partic

ularly consider the bandwidth-delay constrained path selection problem under 

inaccurate state information and provide efficient heuristics for it in Chapter 5. 

• Develop a simulation environment for testing and evaluating the performance 

of various QoS-based routing solutions. In Chapters 3, 4, and 5, we develop the 

required simulation programs. Using them, we evaluate the performance of the 

proposed schemes and compare them with the existing ones. 

1.3 Dissertation Overview 

In Chapter 2, we investigate how to disseminate state information throughout the 

network in a simple yet reliable and efficient manner. Current link-state routing 

protocols (e.g., OSPF and PNNI) use flooding for state dissemination. Despite its 

simplicity and reliability, flooding incurs significant communications overhead and 

causes inefficient use of resources. The efficiency of link-state dissemination can be 

significantly improved by using tree-based broadcasting. Although several tree-based 

broadcasting mechanisms have been proposed in the literature, they are not used 

in practice because of their complexity and/or unreliability. We propose a hybrid 

state-dissemination approach that combines the best features of both flooding and 

tree-based broadcasting. In terms of its communications overhead, the proposed ap

proach is more efficient than pure flooding. It incurs a slight extra overhead when 
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compared to pure tree-based broadcasting. However, the simplicity and reliability of 

the proposed hybrid approach make it more practical than pure tree-based broad

casting approaches. 

In Chapter 3, we investigate how to aggregate topological information for scalable 

QoS routing in large networks. A key issue in the design of a topology aggregation 

(TA) scheme is the appropriate balance between compaction and the accuracy of the 

aggregated state information. We introduce a source-oriented approach to TA, which 

provides better performance than existing approaches. The intuition behind this ap

proach is that the advertised topology-state information is used by source nodes to 

determine routes for connection requests. Accordingly, only information relevant to 

source nodes needs to be advertised. We integrate our source-oriented approach into 

three new TA schemes that provide different tradeoffs between compaction and ac

curacy. We then extend our source-oriented approach to multi-parameter TA. A key 

issue here is the determination of appropriate values for the multiple QoS parame

ters associated with a logical link. Two new approaches to computing these values 

are introduced. Extensive simulations are used to evaluate the performance of the 

proposed schemes. 

In Chapter 4, we provide three fundamental algorithms for path selection un

der multiple constraints. The first algorithm (called ApprQX-2CP) is based on linear 

approximation. Approx^CP tries to find a path under two additive constraints with

out path optimization. The worst-case computational complexity of Approx-2CP is 

within a logarithmic number of calls to Dijkstra's shortest path algorithm, its perfor

mance is establishing through theoretical bounds that are provided for the optimal 

version of the path selection problem. To achieve further performance improvement, 

several extensions to Approx-2CP are provided at very low computational cost. De

spite its efficiency, Approx-2CP only deals with two additive constraints without path 

optimization. For finding a path under an arbitrary number of constraints, we pro
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pose a randomized algorithm (called R-MCP), whose complexity is A' + 2 times that 

of Dijkstra's algorithm, where K is the number of additive constraints. Although 

R-MCP provides good performance in finding feasible paths, it does not optimize the 

cost of the select feasible paths. To address the most general form of the MCOP prob

lem, we provide a heuristic algorithm (called H_MCOP). By general, we mean that 

our algorithm is applicable to any number of constraints and it also tries to optimize 

the cost of the selected feasible path. We show that H-MCOP guarantees at least 

the performance of a generalized linear approximation algorithm and often improves 

upon it. H-MCOP has the same order of complexity as Dijkstra's algorithm (more 

specifically, it uses two runs of Dijkstra's algorithm). Using extensive simulations, 

we evaluate the performance of the proposed algorithms and compare them with the 

existing ones. 

In Chapter 5, we investigate the path selection problem under inaccurate state 

information. We specifically consider the special yet important case of finding a path 

that simultaneously satisfies both bandwidth and delay constraints. This problem can 

be easily solved if the network state information is exactly known. By using prob

abilistic models to characterize the state information, researchers have investigated 

the problem of finding a path that is most likely to satisfy either the delay or the 

bandwidth constraint. It has been shown that the most-probable delay-constrained 

path (MP-DCP) problem is NP-hard while the most-probable bandwidth-constrained 

path (MP-BCP) problem is easy to solve. We investigate how to simultaneously deal 

with both constraints under inaccurate state information. We first provide efi&cient 

heuristics for the MP-DCP problem using the central limit theorem approximation 

and Lagrange relaxation techniques. Using these heuristics along with existing solu

tions to the MP-BDC problem, we provide an approximate algorithm for finding a set 

of "nondominated paths" with respect to (w.r.t.) the probabilities of satisfying both 

the delay and bandwidth constraints. Decision makers can then select one or more of 
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these nondomiaated paths based on a specific utility function. Extensive simulations 

are used to demonstrate the efficiency of the proposed heuristics in terms of their 

computational complexity and the optimality of the returned paths. 

In Chapter 6, we conclude this dissertation and provide some directions for future 

research. 
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CHAPTER 2 

DISSEMINATION OF NETWORK STATE INFORMATION 

2.1 Introduction 

Current routing protocols (e.g., OSPF [111, 112] and PNNI [55]) disseminate state in

formation using flooding, in which an incoming link-state advertisement (LSA) packet 

is forwarded to all neighbors except the one from which the LSA was received [110]. 

Despite its simplicity and reliability, flooding involves unnecessary communications, 

causing inefficient use of resources. To minimize the communications overhead, cur

rent routing protocols try to maintain small LSAs and large update intervals. For 

instance, OSPF uses only a single, relatively static link metric (e.g., cost) that is 

disseminated every 30 minutes. Although routing based on this metric seems to be 

enough for the best-effort Internet, it does not meet the objectives of QoS routing, 

which involves multiple, dynamic parameters (e.g., bandwidth, delay, jitter, cost). 

When multiple parameters are associated with every link, the size of an LSA in

evitably gets larger. Moreover, some QoS parameters (e.g., available bandwidth) 

change quite frequently. So to provide accurate representation of the underlying net

work, such parameters need to be disseminated more frequently, e.g., using triggered 

updates [12]. However, using pure flooding for large LSAs that are frequently updated 

would drastically increase the protocol overhead. 

To achieve more efficient dissemination of the state information, researchers have 

investigated tree-based broadcasting approaches, in which incoming LSAs are for

warded over broadcast trees such that every node receives a given LSA only once [77]. 

Although tree-based broadcasting decreases the communications overhead, it intro

duces a challenging problem, namely how to determine and maintain consistent broad
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cast trees throughout the network. To deal with this problem, various tree-based 

broadcasting mechanisms have been proposed in the literature (see Section 2.2 for re

lated work). However, all of these mechanisms use complex algorithms to determine 

and maintain broadcast trees. This is the principal reason why tree-based broadcast

ing is not used in practice. 

In this chapter, we provide a hybrid mechanism that combines the best features of 

flooding and tree-based broadcasting. This mechanism is described in the context of 

OSPF and its QoS routing extensions [13, 63, 9, 41]. However it can be applied, with 

modifications, to other link-state routing protocols. In terms of its communications 

overhead, the proposed hybrid mechanism is more efiicient than flooding. It incurs 

a slight extra overhead when compared to pure tree-based broadcasting. However, 

the simplicity and reliability of the proposed mechanism make it more practical than 

pure tree-based broadcasting. 

The rest of this chapter is organized as follows. In Section 2.2, we give some 

background information on flooding in OSPF and review the literature on tree-based 

broadcasting. In Section 2.3 we present the proposed hybrid mechanism and describe 

how it can be integrated into OSPF without requiring significant modifications to 

OSPF. In Section 2.4 we extend the hybrid approach to deal with dynamic topologies. 

In Section 2.5 we compare the communications overhead of various dissemination 

mechanisms. 

2.2 Background and Related Work 

Flooding in OSPF 

Consider a network that is represented by a graph G = (V, E) ,  where V  is the set of 

nodes and E is the set of point-to-point links. Bach link is associated with multiple 

parameters (e.g., bandwidth, delay, jitter, reliability, cost). Each node (e.g., a switch 
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or a router) has a unique identification number (e.g., IP address) and executes the 

OSPF protocol. Every OSPF router periodically generates LSAs representing the 

parameters of its outgoing links and sends these LSAs to all of its neighbors. Receiving 

routers then forward the LSAs to their neighbors except the ones from which the LSAs 

have been received. For reliability purposes, each LSA is acknowledged. Through this 

process of fiooding, every node acquires the same map of the network. 

In a network where the nodes are interconnected via point-to-point links, OSPF 

uses only one of the five types of LSAs, known as router-LSA. The basic structure 
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FIGURE 2.1. Structure of an OSPF router-LSA with two advertised links. 



of a router-LSA is given in Figure 2.1. Every LSA starts with a 20-byte header that 

contains enough information to uniquely identify the LSA. The rest of a router-LSA 

contains the values of the cost metric and any additional QoS parameters that are 

associated with the outgoing links of the LSA's originator. Note that OSPF currently 

uses a single metric, but the type-of-service (TOS) field in OSPF, which has not been 

much used in the past, can be redefined to advertise multiple link parameters (see [13] 

for details). Consider the shaded fields in Figure 2.1. In this example, the number 

of advertised links is / = 2. The link-state information is then repeated / times 

with different values. Each link has some identification information followed by the 

link parameters. The number of link parameters is indicated by q. Each parameter 

is encoded using a four-byte field that includes the parameter name and its value. 

Hence, the size (in bytes) of a router-LSA that originates from node u is given by 

5(w) = 20 + 4-I-/(U)(12-H4(7) 

where l { u )  is the number of advertised outgoing links from node u  (e.g., l {u )  =  

deg(u)). Note that an LSA acknowledgment (ACK) consists of only a 20-byte header. 

lYee-based Broadcasting 

Network state dissemination based on tree-based broadcasting appears in the litera

ture in two forms: a single broadcast tree (SBT) and multiple broadcast trees (MBT). 

In the SBT approach, all nodes compute a common broadcast tree (e.g., a spanning-

tree), and every node marks its own links on that tree. Every node then receives 

LSAs via one of its marked links and forwards the LSAs through its other marked 

links. Consider, for example, the network in Figure 2.2. The single broadcast tree is 

represented by the shaded edges. Node I generates an LSA and sends it to node 3 

only. Then, node 3 sends the LSA to node 2, and so on. The SBT approach has 

the following disadvantages: (a) the links of the broadcast tree are often overloaded 
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FIGURE 2.2. Single broadcast tree. 

while the other links do not carry any LSAs; (b) two neighbors in the network graph 

might be far away from each other on the tree (e.g., node 1 and node 2 in the figure); 

a situation that delays the convergence of the routing protocol. In [21] the authors 

explored the viability of the SBT approach for state dissemination based on the PNNI 

protocol. They provided a distributed spanning-tree algorithm for determining the 

broadcast tree. However, finding this tree and maintaining it in a consistent manner 

involves very complex operations. 

In the MBT approach, every node has its own broadcast tree (e.g., a shortest path 

tree). For illustration, consider the trees originating from nodes 1 and 3 in Figure 2.3. 

The LSAs originating from a given node are disseminated over that node's broadcast 

ra) (b )  

FIGURE 2.3. Multiple broadcast trees originating from: (a) node 1, and (b) node 3. 

tree. For example, node 1 generates an LSA and sends it to nodes 2 and 3. However, 

only node 2 should forward this LSA to node 4 (according to the broadcast tree of 

node 1). To disseminate LSAs over their originators' broadcast trees, every node 
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needs to know the broadcast trees of all other nodes. This can be done as follows. 
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FIGURE 2.4. Representing parent-children relationships on the broadcast trees orig
inating from all nodes. 

Every node determines its parent and children on every broadcast tree and stores these 

parent-children relationships in a table. Figure 2.4 illustrates an example of how the 

broadcast trees originating from all nodes are stored throughout the network. Let Ti 

be the broadcast tree originating from node i, i = 1,2,..., n, where n is the number 

of nodes in the network. Consider the representation of T\ at node 2. Since node 2 

has only one child on T\ (namely, node 4), it marks node 4 as its child in the first row 



28 

of its table. So whenever node 2 receives an LSA originating from node 1, it forwards 

this LSA to node 4 only. Node 2 also stores its parent on Ti (namely node 1) in 

the first row of its table. Once the tables are filled up, the link-state information can 

be disseminated over the broadcast trees by receiving LSAs from particular parents 

and forwarding them to the corresponding children according to the broadcast trees 

of the LSAs' originators. Since LSAs are disseminated over different shortest-path 

trees, this approach does not have the disadvantages of the single broadcast tree. In 

particular, the MBT approach provides some form of load-balancing since different 

broadcast trees use different sets of links. In addition, it converges fast since every 

broadcast tree is computed based on the minimum hop-count or distance. Hence, we 

consider the MBT approach in our hybrid mechanism. 

The remaining important issue is how to determine the broadcast trees (i.e., how to 

fill up the tables with the parent-children relationships) in a distributed manner. Pre

vious approaches always try to disseminate link-state information over the broadcast 

trees. If the broadcast trees are not available yet, they are established using complex 

algorithms and protocols [77, 24]. In [77] the authors addressed the issue of determin

ing the broadcast trees while the topology information is still being disseminated over 

these trees. In [45] the authors proposed reverse-path forwarding (RPF), in which 

broadcast trees are computed using the underlying routing information. Although 

RPF was not particularly proposed for topology dissemination, the idea behind it 

can be used for this purpose. Accordingly, the authors in [24] considered a modi

fied version of RPF and proposed a new protocol called TBRPF, in which broadcast 

trees are computed based on full topological information received over the broadcast 

trees themselves. In TBRPF, every node executes Dijkstra's algorithm to determine 

a reverse minimum-hop tree, and then exchanges some information with neighbors 

to determine its parent and children from the standpoints of other nodes. Although 

TBRPF provides more reliability than other existing methods, it suffers from the 
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overhead associated with computing the trees and communicating with neighbors 

whenever a topological change occurs. While these complex approaches can be effi

ciently used in static topologies, they become very costly in dynamic topologies. In 

other words, topological changes (e.g., link failures) often require execution of these 

complex algorithms to maintain consistencies among the broadcast trees. 

2.3 Hybrid Link-State Dissemination Mechanism 

In the standard version of 0SPF[111], LSAs containing the values of the link-cost 

metric are periodically refreshed every 30 minutes by means of flooding. Although 

the cost metric does not change often, other link parameters might change several 

times within an update period. To maintain up-to-date state information at various 

nodes, dynamic link parameters need to be frequently disseminated throughout the 

network, e.g., using triggered updates. Our objective here is to disseminate the LSAs 

triggered within each period via tree-based broadcasting while still disseminating 

the cost metric and the connectivity information via flooding, as in OSPF. For this 

purpose, we provide a hybrid mechanism called Hybrid Flooding and Tree-based 

Broadcasting (HFTB). This mechanism is similar to previous MBT approaches in 

the sense that every node maintains the same parent-children relationships, as shown 

in Figure 2.4. However, to determine the broadcast trees (i.e., to fill up the parent-

children tables), HFTB floods the first LSA in each update period, in contrast with 

previous approaches that use complex algorithms. Subsequent LSAs (e.g., triggered 

updates) within each period are then disseminated over the broadcast trees, providing 

accurate state information to every node in an efficient manner. 

In HFTB every node starts flooding its very first LSA at the beginning of the 

30-minute interval, as in the current OSPF protocol. During this flooding, the broad

cast trees are established as follows. Let LSAu denote an LSA that is generated by 

some arbitrary node u. Suppose that LSA^ arrives at some node i for the first time 
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through node j, as shown in Figure 2.5. Node i selects node j as its parent from the 

FIGURE 2.5. Establishing broadcast trees in the HFTB approach. 

standpoint of node u and acknowledges node j, indicating that node i accepts node 

j as its parent. When node j receives the acknowledgment, it records node i as its 

child from the standpoint of node u. If LSAu arrives at node i again via another 

node V, then node i acknowledges the LSA as in OSPF without establishing a new 

parent-child relationship. During the flooding of the first LSAu, every node can de

termine its parent and children on the broadcast tree of node u, which is denoted by 

Tu. In contrast to previous approaches that establish the broadcast trees w.r.t. the 

minimum hop count, HFTB dynamically determines the broadcast trees w.r.t. the 

actual minimum delay, and broadcasts LSAs over these trees, suggesting that HFTB 

converges as fast as flooding. 

Theorem 1. f'Correctness of HFTB^ Consider a network G = {V,E) mth bidi

rectional links. Suppose that an arbitrary node s SV generates an LSA and floods it 

throughout the network. Furthermore, suppose that the LSA experiences some delay 

d{u, v) when processed and forwarded from node u to node v. Using HFTB along with 

the flooding of the first LSAs, Ts is established throughout the network in finite time 

(i.e., every node determines its parent and children on Ta). Moreover, T, converges 

to a shortest-paths tree. 

Proof: Initially, Ta consists of only node s. So, the theorem is trivially true. Consider 

Ta after flooding LSA^ through some nodes in the network. In flooding, an arbitrary 

node u may receive the same LSAj several times. However, node u forwards the 
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incoming LSAj to its neighbors only once, upon the first arrival of this LSA. In 

addition, node u selects its parent on Ts by acknowledging the node from which 

LSAj was received for the first time. Subsequent arrivals of LSA, at node u are 

acknowledged without establishing a parent-child relationship. Let t[s] denote the 

time at which node s generates LSA^, and ^[ti] the time at which node u receives 

LS A a  fo r  t he  f i r s t  t ime  a long  a  pa th  p  =  ( V Q ,  v i , . . . , v k ) ,  where  V q  =  s  and  Vk  =  u .  

Without loss of generality, we assume that i[s] is zero. So, i[w] = Vj). 

To prove that Ts is a shortest-paths tree, we need to show that the path p does 

not contain any cycle and that p is the shortest path from s to u, i.e., is a shortest-

paths tree. The proof follows similar arguments to those used in [43, pages 523-525] 

for shortest-paths trees. However, instead of the process of relaxing a link (u, v) 

in [43], we consider the process of forwarding first-time LSA5 from node u to node 

V. So it is sufficient to show that forwarding LSA, from node u to node v based on 

its first-time arrival is the same as relaxing the link (u, v) in the computation of a 

shortest-paths tree. 

In computing the shortest-paths tree, a node u with minimum t[ti] is selected and 

every link {u, v) is considered for relaxation in a sequential manner. If t[ti] -l-rf(u, v) < 

£[»], then the link (u,v) is relaxed, i.e., the parent of node v is set to node u and £[v] 

is set to t[u] -f d{u,v). In HFTB, paths are explored in parallel. So a node u starts 

forwarding LSAj through {u, v) as soon as it receives LSA, for the first time. In other 

words, a node u with minimum t[u] is automatically selected in parallel and every 

link (u, v) is considered. If node v receives LSA, for the first time via node u, then 

the parent of node v is set to node u, and t[v] is set to t[u] + c{(tt, v); this is the same 

as relaxing (u,v) in [43]. Otherwise, no parent-children relationship is established 

again. The rest of the proof follows the same proofs in [43, pages 523-525]. 

Finally, forming the broadcast tree T, takes finite time since in flooding, every 

node receives LSA, in a finite amount of time. • 
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HFTB can be easily integrated into the flooding procedure of OSPF (see Fig

ure 2.6). We assume that the first LSA is flooded to establish a broadcast tree and 

that subsequent LSAs generated within the 30-minute interval are disseminated over 

their originators' broadcast trees. The first minor modification to OSPF is to define 

one of the unused bits of the Options field in the LSA header as Flooding or IVee-

based broadcasting (FT)-bit. If this bit is set to 0, the LSA will be flooded throughout 

the network as in OSPF. The second required modification is to add new steps into 

the flooding procedure of OSPF to establish the broadcast trees during the flooding 

of the first LSA in the 30-minute update interval. The subsequent LSAs generated 

within the 30-minute interval are broadcasted by setting the FT-bit to 1. The FT-bit 

is also used in LSA ACKs. In this case, if the FT-bit is 1, then this is an indication 

that the receiver has selected the sender as its parent; otherwise, the receiver has 

a different parent. Accordingly, the sender records the receiver as its child when it 

receives an ACK with an FT-bit of one. The values of the FT-bit are determined in 

such a way that if some OSPF routers do not understand the FT-bit, they will assume 

that this bit is set to zero and continue to operate in the flooding mode. This allows 

for an incremental deployment of the HFTB mechanism in OSPF-based domains. 

2.4 Enhanced Hybrid Mechanism 

The previously discussed HFTB mechanism computes the broadcast trees once every 

30 minutes. However, due to topological changes, specifically link failures, some 

broadcast trees may become disconnected shortly affcer they have been updated. If 

no action is taken to repair these trees, some nodes may not receive the up-to-date 

values of link parameters for at most 30 minutes. So taking no action (i.e., using the 

basic HFTB) could be a viable solution if the probability of a link failure is low and if 

the underlying path selection algorithms are capable of dealing with inaccurate state 

information. It is known that path selection under probabilistic state information is. 



Basic HFTB executed at node t 
Upon becoming operational 
1. node t initializes its parent-children table 
2. node i synchronizes its link-state database as in OSPF and 

selects its parents from the standpoint of other nodes, while other nodes 
record node t as a child 

3. node t goes into flooding mode 
Repeat every 30 minutes 
1. node i goes into flooding mode 
2. node i generates a new LSA that describes the state of its outgoing links 
Upon generating a new LSA 
1. if node t is in flooding mode then 
1.1 set FT-bit in Options to 0 
1.2 send the LSA to all neighbors 
1.3 node t goes into tree-based broadcasting mode 
2. else if node t is in tree-based broadcasting mode then 
2.1 set FT-bit in Options to 1 
2.2 send the LSA to all children of node i 
3. end if 
Upon receiving an LSA originating from node u via node j 
1. if FT-bit in Options is 0 then 
1.1 if the LSA is the most recent and this is the first time it arrives node t then 
1.1.1 table[LSA's originator] .parent = node j 
1.1.2 send LSA ACK to node j by setting FT-bit in Options to 1 
1.2 else 
1.2.1 send LSA ACK to node j by setting FT-bit in Options to 0 
1.3 end if 
1.4 send the LSA to all neighbors except node j 
2. else if FT-bit in Options is 1 then 
2.1 send LSA ACK to node j (FT-bit is set to 1) 
2.2 send the LSA to all children according to LSA's originator 
3. end if 
Upon receiving an LSA ACK from node j 
1. if FT-bit in Options is 1 then 
1.1 table[LSA's originator] .children[nodej] = yes 
2. else if FT-bit in Options is 0 then 
2.1 table[LSA's originator] .children[node j\ = no 
3. end if 
Upon failure of link (t, j) 
1. for each originator node u do 
1.1 if table[originator u].parent is node j then 
1.1.1 table[originator u] .parent = no parent 
1.2 end if 
2. end for 
3. send the LSA containing this link failure to all neighbors (FT-bit=0) 

end HFTB 

FIGURE 2.6. Integrating HFTB into the OSPF protocol. 
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in general, an NP-hard problem [61] and that the accuracy of the routing information 

is the key to achieving efficient routing. So to maintain highly accurate routing 

information at every node, the disconnected trees need to be repaired within each 

period. This is done using a slightly enhanced version of HFTB, which we refer to as 

safe HFTB (S-HFTB). 

The idea behind S-HFTB is to use the basic HFTB while dynamically repairing 

disconnected broadcast trees. To determine a disconnected tree, a node v that exe

cutes S-HFTB forwards only the header of an incoming LSA to neighbors that are not 

on the broadcast tree of the LSA's originator. When this header is received at some 

node i, this node checks whether it has a parent on the broadcast tree of the incoming 

LSA's originator. If no such parent exists, then node i is "disconnected" from the 

standpoint of the LSA's originator. So, node i selects node v, from which the header 

of the LSA was received, as its parent and asks this parent for the complete LSA. For 

example, consider the broadcast tree originating from node u in Figure 2.5. Suppose 

that link {j,i) went down, disconnecting T^. Furthermore, suppose that node v has 

just received LSAu. Since node i is not a child of node v on T^, node v sends the 

header of LSAu to node i. Upon receiving this header, node i (which lost its parent 

on Tu due to the failure of link (j, i)) selects node v as its parent and sends an ACK 

message to node v, indicating the establishment of a new parent-child relationship. 

When node v receives this ACK, it records node i as a child and sends it the complete 

LSAu. As a result, the broadcast tree originating from node u is repaired, as shown 

FIGURE 2.7. Repairing broadcast trees in S-HFTB. 
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in Figure 2.7. 

S-HFTB can be easily integrated into the OSPF protocol, as illustrated in the 

pseudo-code in Figure 2.8. In the flooding mode (i.e., when the FT-bit of the incoming 

LSA is 0), S-HFTB and HFTB are identical. In the tree-based broadcasting mode, 

nodes using S-HFTB perform two tasks. First, a node has to forward the incoming 

LSA to its children, as in HFTB. Second, the node forwards only the header of 

the incoming LSA to the neighbors that are not children on the broadcast tree of 

the LSA's originator. This latter task, which is not present in HFTB, is used to 

repair disconnected trees. To integrate this enhancement into the OSPF protocol, in 

addition to the FT-bit used in HFTB, we define a new bit in the Options field of 

the LSA header, which we refer to as the Repair IVee (RT) bit. This bit is set to 

1 if the LSA contains the header only. Suppose that a given node i receives LSAu 

with FT-bit=l and RT-bit=l via some node v. Node i first checks whether is has a 

parent on T^. If not, it selects node v as its parent and sends an ACK message with 

FT-bit=l and RT-bit=l to node v. Upon receiving this ACK, node v records node i 

as its child and sends the complete LSA with FT-bit=l and RT-bit=0 to node i. If 

node i already has a parent, it sends an ACK message with FT-bit=0 and RT-bit=0 

to node v. As a result, disconnected trees are dynamically repaired throughout the 

network. 

2.5 Performance Evaluation 

In this section, we analyze the communications overhead of the proposed dissem

ination approaches and compare them with flooding and tree-based broadcasting. 

Assume that we have a network with n nodes and m links. Each node u period

ically (every 30 minutes) generates a router-LSA and floods it as in the standard 

OSPF. Within the 30-minute period, each node may be triggered to generate addi

tional router-LSAs that advertise the most recent values of the link-state parameters. 



S-HFTB executed at node i 
Upon becoming operational or Upon failure of link {i,j) 

perform the same tasks as in Basic HFTB 
Repeat every 30 minutes 

perform the same tasks as in Basic HFTB 
Upon generating a new LSA 
1. if node i is in flooding mode then 
1.1 set FT and RT bits in Options to 0 
1.2 send LSAj to ail neighbors 
1.3 node i goes into tree-based broadcasting mode 
2. else if node i is in tree-based broadcasting mode then 
2.1 set FT-bit to 1 and RT-bit to 0 
2.2 send the LSA,- to all children of node t according to Ti 
2.3 set FT and RT bits to 1 
2.4 send LSA header to all neighbors that are 

not children of node i according to Ti 
3. end if 
Upon receiving an LSA originating from node u via node j 
1. if FT-bit is 0 then perform the same tasks as in Basic HFTB 
2. else if FT-bit is 1 then 
2.1 if RT-bit is 0 then 
2.1.1 send LSA ACK to node j with FT-bit=l and RT-bit=0 
2.1.2 send the LSAu to all children of node i according to Tu (FT=1 and RT=0) 
2.1.3 set FT and RT bits to 1 
2.1.4 send the header of LSAu to all neighbors that 

are not children of node t according to Tu 
2.2 else if RT-bit is 1 then 
2.2.1 if table[ LSA's originator u].parent = NIL and 

LSAu is the most recent and it arrives at node i for the first time then 
2.2.1.1 send LSA ACK to node j with FT-bit=l and RT-bit=l 
2.2.1.2 table[LSA's originator].parent = node j 
2.2.2 else 
2.2.2.1 send LSA ACK to node j with FT-bit=0 and RT-bit=0 
2.2.3 end if 
2.3 end if 
3. end if 
Upon receiving an LSA ACK from node j 
1. if FT-bit in Options is 1 then 
1.1 tabIe[LSA's originator].children[node j] = yes 
1.2 if TR-bit in Options is 1 then 
1.2.2 send the LSA to node j with FT-bit=l and RT-bit=0 
1.3 end if 
2. else if FT-bit in Options is 0 then 
2.1 tabIe[LSA's originator].children[node j] = no 
3. end if 

end S-HFTB 

FIGURE 2.8. Integrating S-HFTB into the OSPF protocol. 
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Assume that the average number of triggered advertisements within a 30-minute in

terval is A. Recall that the size of an ACK packet is 20 bytes while the size of an LSA 

packet originating from node u is S[u) = 20+4+/(u)(12+49) bytes. If no link failure 

occurs in a given 30-minute interval, then the total communications overhead (TCO) 

of various state dissemination mechanisms can be computed (in bytes) as follows. For 

pure flooding, LSAs and ACKs are sent over every link. So the TCO of flooding is 

given by 

n 

'ICO flooding = (A-hl)X^m[5(«)-h20] 
U=1 

n 

= (A + 1) 7w[24 + /(i/)(12 + 4^) -h 20] 
U=1 

n 

= (A + l)(44nm + m(12 + 4q )  l ( u ) )  
U=1 

= (A-I-l)(44nm+ M(12+ 49)2m) 

= (A -I- l)(44nm + 2m^(12 -h 4q ) )  (2.1) 

In pure tree-based broadcasting, LSAs are disseminated over trees, each consisting 

of n - 1 links. Thus, the TCO of tree-based broadcasting is given by 

TCO,„e = (A + l)^(n-l)[5(u) + 20] 
u=l 

= (A + l)(44n(n - 1) + 2m(n - l)(12-f-4^)) (2.2) 

Note that establishing the broadcast trees also involves some protocol overhead. 

We ignore such overhead since our focus is on the TCO during the state dissemina

tion. For the proposed HFTB mechanism, no protocol overhead is incurred, since in 

HFTB the broadcast trees are established while LSAs are being flooded, without us

ing additional algorithms or protocols as in previous approaches. Since HFTB floods 

the first LSA to determine the broadcast trees and then disseminates the subsequent 

LSAs over these trees, the TCO of HFTB can be computed as follows: 
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n n 

TCOHFTB = + + L)[5(U)+20] 
U=l tt=l 

= 44nm + 2rf?{\2 + 4g) + A(44n(n — 1) + 2m(n — 1)(12 + 4q)) (2.3) 

In S-HFTB, the complete LSAs are disseminated over the broadcast trees as in 

HFTB. However, to maintain consistencies in the broadcast trees, S-HFTB also dis

seminates 20-byte headers and their ACKs through neighbors that are not children 

on the broadcast trees of the LSAs' originators. So these headers and their ACKs 

(total 40 bytes) are disseminated over m - n + 1 links, since we have n — 1 links in 

each tree. Hence, the TCO of S-HFTB can be computed as follows: 

n yi 

TCOS-HFTB = ^m[5(u) + 20] + A^(n - 1)[5(m) + 20] + A40n(Tn — n + 1) 
U=1 tt=l 

= 44nm 4- 2m^(12 + 4^) + A(44n(n — 1) 

+2m(n — 1)(12 + 4^)) + A40n(m — n 4-1) (2.4) 

We now compare the above four link-state dissemination mechanisms in terms of 

the TCO. We also report how much TCO reduction is achieved over flooding when 

HFTB, S-HFTB, or a pure tree-based broadcasting approach is used. For HFTB and 

S-HFTB, the reduction in TCO over flooding is given by 100(1 -
* flooding 

tree-based broadcasting the reduction is given by 100(1 — ^^)%- The computation of 

the TCO depends on four parameters: n, m, q, and A. For illustration purposes, we 

consider topologies with n = 100, and vary m, q, and A. The same trends have been 

observed for other values of n. Figure 2.9 depicts the TCO of various dissemination 

mechanisms versus the number of links m. As m increases, the TCO of flooding 

increases quadratically, while this increase is linear in other mechanisms. Figure 2.10 

considers the efliect of q. As shown in the figure, the TCO of all mechanisms increases 

linearly with q. However, the TCO of flooding increases at a higher rate than those 
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of tree-based mechanisms. Figure 2.11 considers the effect of A. The TCO of all 
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FIGURE 2.11. Total communications overhead for various link-state dissemination 
mechanisms as a function of A. 

mechanisms is linearly proportional to A. Once again, the TCO of flooding increases 

at a much higher rate than that of other mechanisms. 

If the broadcast trees are already established, then the basic tree-based broadcast

ing provides the best possible efficiency in state dissemination. However, establishing 

such trees in the basic tree-based approach requires complex algorithms and proto

cols to maintain consistent trees throughout the network. Because of the complexities 

and/or unreliabilities of previous tree-based mechanisms, current Internet protocols 

do not use tree-based broadcasting, and instead rely on flooding despite its high com

munications overhead. The proposed (S-)HFTB mechanism takes advantage of both 

flooding and tree-based broadcasting, and provides significantly better performance 

than flooding. This is particularly advantageous in QoS routing, where the values of 

q and A are typically larger than those of best-effort networks. 
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CHAPTER 3 

AGGREGATION OF NETWORK STATE INFORMATION 

3.1 Introduction 

Existing routing protocols (e.g., OSPF [111, 112] and PNNI [55]) use hierarchical 

routing for scalable dissemination of link-state information in large networks. In hi

erarchical routing, the network is divided into subnetworks and the state information 

of every subnetwork is summarized before being disseminated to other subnetworks. 

This summarization process is known as topology aggregation (TA). Although TA is 

needed to ensure the scalability of the routing protocol, it results in partial loss of the 

original state information. The reliance on such aggregate information in determining 

an appropriate route for a connection request may result in an infeasible route, which 

would ultimately fail the call admission test at some intermediate node. Therefore, an 

efficient TA scheme must provide an adequate balance between topology compaction 

(less advertised information) and "lossyness" (impact of compaction on routing per

formance). In certain cases, TA is also needed for security reasons to hide the details 

of the underlying subnetwork. 

TA has first been studied in the context of the PNNI protocol [55] of the ATM 

Forum. While PNNI provides a flexible framework for performing TA, it does not 

specify any TA schemes. Such schemes were left outside the scope of the standards 

to allow for vendor differentiation. TA schemes are also needed in the QoS-enhanced 

OSPF protocol [13]. In the rest of this chapter, we continue our discussion in the 

context of PNNI. However, our ideas can also be applied (with minor modifications) 

to the QoS-enhanced OSPF protocol. 

In PNNI two types of TA are defined: nodal and link aggregation. Nodal ag
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gregation refers to the process of mapping a given subnetwork into a more compact, 

standardized representation that comprises a "logical node" at the next level in the 

hierarchy. Link aggregation refers to the process of representing a set of parallel links 

between two subnetworks by a single logical link. Note that a subnetwork is called 

a peer group (PG) in PNNI's terminology. These two types of TA are illustrated in 

Figure 3.1. Here, the network consists of ten physical nodes (e.g., routers or switches), 

which are structured into a two-level hierarchy. At Level 1 the ten nodes are clustered 

into two PGs, which are individually aggregated and represented as two logical group 

nodes (LGN) at the higher level. The process of mapping a PG into a LGN is known 

as nodal aggregation. It is performed by a designated node in each PG, known as 

the peer group leader (PGL). In Figure 3.1 there are three links that connect the 

two PGs at Level 1. When represented at Level 2, these links are collapsed into one 

logical link; a process known as link aggregation. 

After aggregating the topological information of its own PG, a PGL maps this 

aggregate topology into a standardized versatile representation known as the complex-

LGN(A) LGN(B) 

Logical Link 

Logical Group Node (LGN) 

Peer Group (PG) 
PG(B) PG(A) 

Peer GttNip Leader (PGL) 

FIGURE 3.1. Nodal and link aggregation in PNNI. 
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node [78]. In its simplest (and default) form, the complex-node consists of a simple 

node that is characterized by one value per QoS parameter (e.g., the diameter). 

This default representation is conveyed in the form of a symmetric 'star' topology 

that consists of a nucleus and several ports. Typically, these ports are the border 

nodes of the child PG of the LGN. Such default representation may be too lossy 

and could seriously degrade the routing performance, particularly when the weights 

associated with various links in the PG differ significantly. To support more detailed 

representation, the links between the nucleus and the ports (the spokes) can have 

different weights. These asymmetric links are called exceptions. It is also allowed 

to include direct links (or bypasses) between the ports into the the complex-node 

representation. 

Existing schemes (see [94]) perforin TA in two steps. In the first step, a fully 

connected mesh of the border nodes of a PG is constructed. It can be argued that 

for a single QoS parameter, this step is "lossless" in the sense that it retains all the 

distances between the border nodes of the original graph (as explained later, this 

losslessness does not hold under multiple QoS parameters). The second step involves 

pruning several links of the full mesh and mapping it into a more compact topology, 

such as a symmetric-node (simple-node), a star [94], a minimum spanning tree [93], 

a t-spanner [6], or minimum equivalent sub-spanner [95}. The compact topology is 

then represented as a complex-node, which is broadcasted to the rest of the network. 

One problem in the above approach is that the amount of lossyness that results 

from graph reduction is not known in advance, and can vary depending on the actual 

values of the QoS parameters. To remedy this problem, some researchers proposed 

new TA approaches that minimize the average distortion (i.e., lossyness) in a least-

square sense [27, 19] or that maximize the precision using linear programming [81]. 

In [70] the authors proposed two approaches. One of them (called hybrid approach) 

advertises relatively static information (e.g., hop count) less frequently while ad
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vertising highly dynamic information (e.g., bandwidth) more frequently and in less 

detail. The other approach determines the most used paths based on statistical ob

servation and gives more weight to these paths during the next aggregation. The 

effects of several TA schemes on routing performance have been studied by simula

tion [17, 18, 65, 71]. In [124] the authors proposed an analytical model for evaluating 

the impact of aggregation under the simple-node method. In [139,126] the authors in

vestigated how to cluster a given topology into PGs under some optimization criteria. 

In [101] the authors investigated topology aggregation in bandwidth-delay sensitive 

networks. In [61, 97] the authors presented several heuristic algorithms for route selec

tion in the presence of inaccurate topological information, including inaccuracies that 

are caused by TA. In [21] the authors investigated efficient dissemination of topology 

information in PNNI. There have been several other proposals for hierarchical routing 

in the literature [137, 136, 3, 23, 57]. They mainly focus on address aggregation and 

reachability rather than the aggregation of state information. 

Contributions and Organization 

The contributions of this chapter are twofold. First, we introduce a novel, source-

oriented approach to TA, in which only relevant topological information is advertised. 

Relevance is defined relative to the source nodes that compute the tentative routes 

for connection requests. Since the relevant information varies from one source node to 

another, our source-oriented approach involves advertising different compact topolo

gies of the same PG throughout different border nodes. This is in sharp contrast 

with conventional approaches in which the same topological information is advertised 

to nodes outside a PG. Based on our approach, we present three source-oriented TA 

schemes, which provide different tradeoffs between compaction and lossyness. We 

show that these schemes achieve better performance than their conventional coun

terparts. Our second contribution is in the application of the source-oriented TA 
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approach to a hierarchical network with multiple QoS parameters. More specifically, 

we propose two new schemes for obtaining the multiple QoS values of a logical link. 

Such schemes are used in the first step to TA; namely, in the construction of a full-

mesh of border nodes. Extensive simulations are used to evaluate the performance of 

our schemes and contrast them with previously proposed schemes. 

The rest of this chapter is organized as follows. In Section 3.2, we start by describ

ing the conventional TA approach and then introduce a generic source-oriented TA 

methodology. Based on this methodology, three different source-oriented TA schemes 

are presented in Section 3.3. Two strategies for obtaining the weights of a logical link 

under multiple QoS parameters are given in Section 3.4. In Section 3.5 we evaluate 

the performance of our schemes and contrast them with conventional TA schemes. 

3.2 Topology Aggregation 

In this section we describe the conventional and the proposed source-oriented TA 

approaches. For illustration purposes, we use the two-level hierarchical topology 

shown in Figure 3.2, which consists of ten nodes clustered into five PGs. We focus on 

FIGURE 3.2. Two-level hierarchical network topology. 

the aggregation of the central PC. Links are assumed bidirectional and asymmetric. 
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3.2.1 Conventional Approach 

According to the conventional TA approach, the central PG is first mapped into a 

full-mesh of border nodes, as shown in Figure 3.3(a) (logical links are indicated by 

dashed lines). Since this representation may lead to excessive advertisements, it is 

further reduced to a more compact topology such as a 'star' (Figure 3.3(b)). After 

performing these steps, the PGL of the central PG maps the 'star' topology into 

a complex-node representation and advertises it to neighboring PGs. Thus, Nodes 

FIGURE 3.3. Conventional approach to aggregating the central PG (a) full-mesh 
generation; (b) graph reduction. 

0, 1, 2 and 3 will receive the same topological information regarding the central 

PG. Of course, this information may be incomplete, causing some degradation in 

the routing performance. Note that the same information about the central PG is 

being advertised throughout various border nodes irrespective of the relevance of this 

information to the route selection mechanism at these nodes. 

3.2.2 Source-Oriented Approach 

It can be noted from Figure 3.3(a) that Nodes 0, 1, 2, and 3 do not need to receive 

information about all the logical links of the central PG. Consider, for example, 

Node 0. Starting from this node, suppose that the only way to reach the central PG 

is through Node 4. If Node 0 needs to compute a route for a connection request that 
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traverses the central PG, it only needs to know the costs of the logical links from 

Node 4 to every other border node. The other logical links are redundant from the 

standpoint of Node 0. Similarly, Nodes 1, 2, and 3 need di£ferent partitions of the 

Required topology for Node 1 Required topology for Node 0 

Required topology for Node 3 Required topology for Node 2 

FIGURE 3.4. Required topology information for Nodes 0, 1, 2, and 3. 

full-mesh representation of the central PG (see Figure 3.4). 

Advertising different partitions of the full-mesh to different neighbors based on 

their needs results in better compaction than the full-mesh advertisement at no loss 

in routing performance. We refer to this type of aggregation as source-oriented TA. 

It is obvious that this approach accommodates asymmetric links and multiple QoS 

parameters as long as the weights of the logical links are appropriately computed. 

In the previous example, the inter-PG connectivity is sparse (a tree structure), 

resulting in 0{M) advertisements, where M is the number of border nodes of the 

central PG. However, if an outside node can reach a given PG through k different 

border nodes, then this node needs to receive k different partitions of that PG. For 

example, if in Figure 3.2 there exists a direct link between Nodes 0 and 3, then Node 
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0 needs to receive two different partitions of the central PG, which are advertised 

through nodes 4 and 8, respectively. Therefore, the overhead of advertising and 

storing the topological information varies from one node to another. On average, this 

overhead is 0{kM), where M here is the average number of border nodes of a PG 

and k is the average number of entries to a PG from an outside node, 1 < k < M. 

The complexity of the source-oriented TA approach is between 0{M) and 

depending on the network topology. For dense topologies, one needs to further reduce 

the amount of advertised information at the expense of some lossyness. 

3.3 Source-Oriented Topology Aggregation Schemes 

In this section, we present three source-oriented TA schemes. The first one is more 

appropriate for sparse topologies, and is a promising alternative to the conventional 

advertisement of a full-mesh. The other two are aimed at dense topologies. First, 

let's define a new topology called quasi-star, which is a star-like topology whose center 

is a border node of a PG and whose leaves are the remaining M — 1 border nodes. 

The logical links connecting the nucleus to the leaves are extracted from the full-

mesh representation of the underlying PG. Four such quasi-stars were shown earlier 

in Figure 3.4. A quasi-star can be easily encoded in the PNNI complex-node format 

using Af — 1 bypasses. 

Scheme 1: Unified quasi-stars 

In this scheme, the PGL constructs a full-mesh of border nodes and partitions it into 

M quasi-stars. It then associates each quasi-star with one border node and maps it 

into a complex-node representation with different M -1 bypasses. The M distinct 

representations are advertised to the outside through the corresponding border nodes. 

An outside node uniquely recognizes a given representation based on the identity of 
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its nucleus and any one of the bypasses. If the node receives different quasi-star 

representations that were generated at the same time (e.g., carry the same sequence 

number), it combines them in its database and forwards the newly received one to 

all neighbors except the one from which the advertisement was received. If the node 

receives a subsequent advertisement of an existing quasi-star, it checks the sequence 

number (SN) in this advertisement. If this SN is smaller than or equal to the SN 

of the currently stored advertisement, the newly received advertisement is discarded. 

Otherwise, the new advertisement is stored in place of the older one and is forwarded 

to all neighbors as described before. Implementing Scheme 1 requires minor changes 

to the standard operation of PNNI, namely that a node needs to combine different 

quasi-stars in its database. 

Since a faraway node receives all the partitions it needs, this TA scheme has the 

same accuracy as advertising the full-mesh, but often with less advertisement over

head. Another important advantage of advertising different quasi-stars is as follows. 

Suppose that the state information of the PG has changed, causing significant changes 

to only one quasi-star. Then, the PGL needs only to advertise this quasi-star (i.e., 

compact triggered updates). In contrast, the complete full-mesh would have to be 

advertised in the conventional approach. 

The advertisement overhead in Scheme 1 may still be an issue^ as it depends on 

the density of the inter-PG connectivity. For dense topologies, further reduction in 

this overhead is desirable at the expense of some lossyness. One way to do that is to 

combine and forward the first received r different quasi-stars and discard subsequent 

ones, where 1 < r < M — 1. We now provide two such schemes for which r = 1. 

Observation 

In making routing decisions, source nodes often prefer shorter paths over longer ones. 

As a matter of fact, it has been shown that restricting routing to short paths achieves 
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efficient resource utilization in QoS-based routing [102, 65]. Thus, providing a node 

with detailed topological information on the shortest paths and more compact infor

mation on longer ones should intuitively give a good balance between compaction and 

routing performance. Consider a node with multiple entries to a faraway PG. Under 

our source-oriented approach, this node will eventually receive different advertise

ments from the same PG. The first received advertisement is likely to have traversed 

one of the shortest paths to this node. The reverse path is also expected to be one of 

the shortest ones since propagation delay is symmetric and it is the dominant delay 

component in high-speed networks [39]. More accurate information can be acquired 

on the short paths by storing and forwarding only the first received advertisement. 

Based on this observation, we propose the following two schemes. 

Scheme 2: Source-oriented simple-node 

In the conventional simple-node scheme, a PG is aggregated into a single node with 

one value per QoS parameter. This value, typically the diameter of the PG [94], is 

advertised to all neighbors of the PG. We now present a source-oriented version of 

this scheme. Suppose the PG contains M border nodes. Let dij be the distance from 

node i to node j, for all i and j. To aggregate a PG, the PGL constructs a full-mesh 

of border nodes and selects the cost of the worst path from a given border node to 

every other border node. For example, for the delay parameter the PGL computes 

dmaxii) = maxdii for i = 1,..., M 
j 

The M different values ^ = 1,2...,Af, are individually advertised to the 

outside through the corresponding border nodes. These advertisements carry the 

same SN. When an outside node receives an advertisement from a given PG for the 

first time, it stores this advertisement in its database and forwards it to all of its 

neighbors except the one from which the advertisement was received. Subsequent 
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advertisements that carry the same or smaller SN are discarded. While advertise

ments with the same SN possibly represent other perspectives (dmaxii) values) of the 

same PG, they will not be considered because they have traversed longer paths than 

the first advertisement. The overhead per distinct advertisement is 0(1), as in the 

conventional simple-node scheme. 

Scheme 3: Source-oriented star 

One common TA approach is based on the asymmetric star topology [94]. Here, the 

full-mesh of M border nodes is reduced into a star whose leaves are the border nodes. 

The center of the star is a fictitious nucleus. In contrast to the default (symmetric) 

representation, the links between the nucleus and the leaves have different weights, 

which can be determined in various ways [65, 17, 27]. Without loss of generality, we 

consider the average-case approach. After constructing a full-mesh of border nodes, 

the PGL compacts this full-mesh into a star by computing the weights of links from 

every border node to the fictitious nucleus, and vice versa. More formally, the PGL 

computes the following (average) distances: 

The advertisement complexity of the conventional asymmetric star approach is 

0{M), which is a compromise between a full-mesh and a simple node. Nevertheless, 

the asymmetric star approach is still lossy. If the lossyness is unacceptable, additional 

links (exceptions and bypasses) can be added to represent "significantly different or 

important" topology information [55, 94]. PNNI guidelines recommend that the total 

number of advertised values per QoS parameter is less than 3M. 
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Here, we propose a source-oriented asymmetric star approach that requires ad

vertising ZM — 1 values per QoS parameter (so the overhead is still 0{M)). This 

approach relies on the observation presented above; the most important information 

is provided in the first received quasi-star. The source-oriented star scheme first 

determines the star representation of the full-mesh, as described above. It then com-

Received star -f quasLstar by Node Q Received star -f quasLstar by Node I 

FIGURE 3.5. TA of the central PG from the view point of Nodes 0 and 1. 

bines each quasi-star with the common star and constructs M distinct complex-node 

representations of the same PG. The PGL advertises these complex-node representa

tions with the same SN to the outside through corresponding border nodes. When an 

outside node receives a complex-node representation for the first time, it stores it and 

forwards it to its neighbors except the one from which the advertisement received. 

Subsequent advertisements with equal or smaller SNs are discarded. An example of 

this scheme is shown in Figure 3.5, which depicts the state information available at 

nodes 0 and 1 regarding the central PG. 

3.4 Topology Aggregation Under Multiple QoS Parameters 

One fundamental step in TA is the assignment of weights to logical links. This step is 

used to construct a full-mesh of border nodes, with a logical link connecting each pair 

of border nodes in each direction. The fiill-mesh is then followed by graph reduction, 

as explained before. Essentially, a logical link is an aggregation of all the paths 
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between two border nodes in the original graph. Determining appropriate weights for 

logical links under multiple QoS parameters is not so simple. In particular, a best 

path with respect to one parameter is not necessarily the best one with respect to 

another. In this section, we first illustrate the problem of weight assignment under 

multiple QoS parameters. We then summarize the current strategies to computing 

the weights of logical links. Finally, we propose two enhanced strategies. 

3.4.1 Logical Links with Multiple Parameters 

Figure 3.6(a) shows a PG in which each physical link is associated with two QoS 

parameters: bandwidth (BW) and delay. There are four distinct paths from Node 

FIGURE 3.6. A PG in which each link has two parameters (BW, delay). 

A to Node C: ABC^ AC^ ADC^ and ADEC^ with corresponding bandwidth costs 

8, 6, 3, and 5, and with associated delays 7, 3, 2, and 6, respectively. These four 

paths are to be represented by a single logical link with appropriate bandwidth and 

delay values {x,y). Note that ABC is the best path with respect to bandwidth, 

while ADC is the best one with respect to delay. The (BW,delay) parameter space 

is shown in Figure 3.7. In this figure, the costs of the four paths are shown in circles. 

The combination of the best values with respect to BW and delay is represented 

by a black box, while the combination of the worst values is represented by a black 

diamond. The shaded area (Region I) represents the exact admission region, i.e., a 

(a) 
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FIGURE 3.7. Partitioning the QoS-parameter space based on physical paths. 

connection request whose QoS requirements fall in this region will be accepted. The 

main issue here is how to define and determine the parameters of a logical link so 

that the exact admissible region is represented as accurately as possible. There is a 

tradeoff between the accuracy of the representation and the number of parameters 

associated with a logical link. For example, conventional approaches (reviewed in the 

next section) associate a logical link with a single set of QoS values (i.e., a single point 

in the parameter space). However, this single point is not enough to represent the 

exact shape of the admissible region. As a matter of fact, the exact shape requires 

specifying the costs of all non-dominated paths that bound the admissible region 

(e.g., pi, p2, and pa in Figure 3.7), which is not a scalable solution. 

3.4.2 Conventional Approaches 

Existing approaches find a single point in the parameter space and use the QoS values 

of this point as the parameters of the logical link. There are several strategies for 

determining such a single point. 

• Single-Path-Parameters Approach (SPPA): SPPA finds the best path accord

ing to a single QoS parameter and then assigns all the QoS parameters of this path to 

the logical link [94]. The key issue here is how to choose this single most-important 
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parameter. Assuming that such a parameter has been chosen and that the logical 

link has been assigned the QoS values of one of the physical paths, then the admissi

ble region seen by an outside node is restricted to a portion of the exact admissible 

region. For example, if the minimum-delay path is used to represent the logical link 

from Node A to Node C (p3 in Figure 3.7), then the admissible region as seen by an 

outside node is restricted to the area that lies to the bottom right of p3. SPPA may 

cause poor network utilization since some requests will be unnecessarily rejected at 

the originating node. 

• Multiple-Path-Parameters-Best-Case Approach (MPPBCA): MPPBCA as

signs the best QoS values of all paths to the logical link (i.e., the black box in Fig

ure 3.7). It is an aggressive approach since it is quite possible that none of the physical 

paths can simultaneously support all the advertised QoS values [94]. From the stand

point of a node performing route selection, the perceived admissible region consists 

of Regions I and II. Of course, only requests that fall in Region I will eventually be 

admitted, so there is a high probability of crankback. 

• Multiple-Path-Parameters-Worst-Case Approach (MPPWCA): MPPWCA 

finds the worst value for each QoS parameter from the best paths with respect to 

other QoS parameters (i.e., the diamond in Figure 3.7), and assigns these values to 

the logical link. In this approach^ the utilization is expected to be relatively low 

because many requests will be unnecessarily blocked or rerouted. However, we later 

show that this approach is less sensitive to network dynamics than the other two 

approaches. 

3.4.3 Two New Strategies 

The above three approaches can be overly aggressive or conservative in approximating 

the actual admissible region, resulting in excessive crankbacks or in significant un-

derutilization of network resources, respectively. In this section, we provide two new 



approaches that give better representation of the admissible region. Before describing 

these two strategies, we define a new parameter cstlled stretch factor {s.factor). The 

minimization of s.f actor is in the core of both strategies. 

Stretch Factor (s-f actor) 

Let P = {pi(Q}, . . . ,Pr (Qr ,  be the set of r physical paths between two 

border nodes, where each path p, is associated with K QoS parameters Q},  Q f , ,  Qf^ .  

Suppose that the K parameters consist of L attributes (non-additive parameters) fol

lowed hy K — L metrics (additive parameters). Without loss of generality, we assume 

that for attributes the higher the value the better the path (i.e., best is maximum), 

while for metrics the smaller the value the better the path (i.e., best is minimum). 

Let 

Bestqk = max{Q* | 1 < i < r} for A: = 1,..., L 

be the best values of the first L QoS parameters (the attributes), and let 

Bestqk = min{Q* | 1 < i < r} for A: = L + 1,..., K 

be the best values of the last K — L  QoS parameters (the metrics). For the zth path 

PiiQhQh • • •) Qf)i we define its stretch factor as 

The stretch factor measures the "distance" between the cost of a physical path and 

the cost of an ideal (often, nonexistent) path that is optimal with respect to every QoS 

parameter (i.e., the black square in Figure 3.7). We now provide a polynomial-time 

algorithm that finds a path with the minimum s.f actor in the case of one attribute 

and any number of additive metrics. 

Consider a PG that is represented by a directed graph G =  {V ,E) ,  where V is 

the set of nodes and E is the set of links. Suppose each link (i, j) € E is associated 

s.f actor (pi) (3.1) 
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with K QoS parameters Q^{ i , j ) ,  which consist of one attribute 

(e.g., bandwidth) and K —1 metrics. The problem is to find a path p between a pair 

of border nodes (e.g., s and t) such that p has the minimum s.factor among all paths 

from 3 to t. In this case, the s.f actor of path p is given by 

r I \ M (Bestqi ^ Q*(p) \ 
+ J (3.2) 

where Q*(p) is the QoS parameter of p. To find a path with the minimum 

s-factor, we propose the algorithm in Figure 3.8. The algorithm first computes 

Minimum^_/ac<or(G(Vi E) ,  s ,  t )  
begin 
1. Compute Bestqk from 3tot( o T k =  1 ,2 , . . . ,K  
2. Associate each link e € £' with one weight: w(e) 
3. w{e)  =  /*  is a metric */ 

4. Find the shortest path q  w.r.t. w{e)  
5. s.f actor.min = s.factor{q) 
6. p = q 
7. while (QH?) < Bestqi) do 
8. Prune every link e € i? for which Q^(e )  <  Q^ iq )  
9. Find the shortest path q  w.r.t. w{e)  in the reduced graph 
10. if s-factor{q) < s.factor.min then 
11. s.f actor jnin = s.factor{q) 
12. p = q 
13. end if 
14. end while 
15.return p and s.f actor.min 
end 

FIGURE 3.8. An algorithm for finding a path p with minimum s.f actor. 

Bestqk for all A;'s. For each additive metric k  = 2,3,..., AT, Bestqk is computed 

by using Dijkstra's shortest path algorithm [43]. For the attribute (A; = 1), finding 

Bestqi is known as the maximum capacity path problem and can be computed by 
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a simple modification of Dijkstra's algorithm [2]. In the second step, the algorithm 

combines the additive parameters as a single metric by computing the sum of their 

individual stretches. The algorithm then considers all non-dominated paths that 

bound the exact admission region. For example, in the case of bandwidth and delay, 

these paths correspond to the (BW, delay) points on the staircase that bounds the 

feasibility region (pi, and pz in Figure 3.7). Since the algorithm considers all the 

paths that bound the feasibility region, its optimaiity is intuitively correct and the 

proof is straightforward. The computational complexity of this algorithm is discussed 

next. 

In the first 6 lines, the algorithm computes Bestqk fork = l,2,...,K, associates 

a new weight w{e) with each link, and finds the shortest path w.r.t. w(e). To find 

Bestqk and the shortest path w.r.t. w{e), the algorithm uses Dijkstra's algorithm 

whose complexity is C?(n log n + m). The algorithm then enters the main loop (lines 

7-14) in which some links are pruned and a shortest path is found. The algorithm 

iterates this loop b times, where b is the number of distinct path costs for the attribute 

cons ide red  by  the  a lgo r i thm.  As  a  re su l t ,  t he  complex i ty  o f  t he  a lgo r i thm i s  0{{K  +  

b) * (nlogn + m)). In the worst-case where each path has a different value, b is 

equal to the number of links (i.e., m). Since b < m, the worst-case complexity of 

the algorithm is clearly polynomial. However, its average complexity is observed to 

be much less than that since, on average, 6 ^ m. We have conducted simulations 

on random graphs to investigate the average and maximum observed values of b. 

The results are summarized in Table 3.1. The reason for the big difference between 

# of Nodes Average m Average b Maximum b 
50 161 1.8 12 

100 597 4.6 19 
200 920 4.5 21 

TABLE 3.1. Average and maximum values of 6 in random graphs with 50, 100, and 
200 nodes. 
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the average m and average 6 has to do with the fact that for an attribute (e.g., 

bandwidth), the cost of an end-to-end path is given by the minimum link value along 

that path. So, for example, all paths that share a bottleneck link will have the 

same bandwidth cost, resulting in very few path costs in the network. Note that 

the above m, n, and b parameters are for a single PG. These parameters are much 

smaller in value than their counterparts for the whole network [139], making the 

0({K +6) * (nlogn + m)) complexity quite affordable in practical networks (where 

PGs have up to 100 or 200 nodes). The value of b can be further reduced if necessary, 

by bandwidth quantization, resulting in approximate value for the s.f actor that is 

obtained with reasonable computational complexity. 

Strategy 1: Closeat-Single-Path Approach (CSPA) 

The idea behind CSPA is to find a single physical path whose cost is the "closest" to 

the MPPBCA point and to associate the QoS values of this path with the logical link. 

Here we define closeness in terms of the s-f actor. Therefore, CSPA uses the algorithm 

in Figure 3.8 to find a single path with the minimum s-factor (i.e., the closest path 

to the best QoS values). For the example in Figure 3.6, P2 has the minimum stretch 

factor, so its QoS values (6,3) are assigned to the logical link. Minimizing s-f actor is 

a reasonable approach under the assumption that alt QoS parameters have the same 

importance. However, the QoS parameters might differ in their relative significance, 

depending on various factors (administrative policies, nature of applications, etc.) 

In such cases, our definition of the s.f actor can be easily extended by assigning a 

weight to each term in (3.1) with value that reflects the relative importance of the 

corresponding QoS parameter. More specifically, (3.1) can be replaced by: 

.Jactorip,) ̂  
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where Oi = 1 and a, > 0 for all i. Note that the above generalization accom

modates the conventional SPPA by setting one of the a's to one and the remaining 

a's to zero. 

Strategy 2: Modified-MPPBCA 

The problem with the conventional MPPBCA is that it is too aggressive, i.e., outside 

nodes perceive both Regions I and II in Figure 3.7 as admissible, and accordingly, they 

route connection requests through the underlying PG. However, since ultimately the 

requirements of a connection request that falls in Region II cannot be satisfied, this 

request is cranked back and a new path is searched for. To reduce the probability of 

crankback while maintaining high utilization of network resources, we propose to mod

ify MPPBCA such that outside nodes can exclude part of Region II and block more 

infeasible routes in the first place. For this purpose, we associate with a logical link 

the  min imum s - fac tor  a long  wi th  t he  bes t  QoS  va lues  {Bes tq i ,  Bes tQ2 , . . . ,  Bes tqK) .  

We now explain how outside nodes decide to route a connection request with QoS 

requirements {Reqqi, Reqqs,..., ReqqK) through a logical link. As before, we assume 

that the first L parameters are attributes while the remaining K — L parameters are 

metrics. In the conventional MPPBCA, if a logical link satisfies both of the following 

conditions: 

Reqqk < Bestqk, VA: = 1,2,...,£ (3.3) 

Reqqk > Bestqk, Vfc = L +1, L-h 2,...,/C (3.4) 

then an outside node assumes that there is a feasible path and thus route the request 

through this logical link. However, if the request falls into Region II, it will be rejected 

and cranked back. To remedy this situation, Modified-MPPBCA checks the following 
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additional condition: 

s.Sactor < f V + V 1^) (3.5) 

If this condition is satisfied along with the above two conditions, then the request is 

routed through the logical link. Since this condition excludes part of Region II, the 

routed request has better chance of being accepted than in conventional MPPBCA. 

For the previous example, Figure 3.9 depicts how outside nodes perceive the shape 

of the admissible region under Modified-MPPBCA. Suppose that we have three con-

BW eu hided 

5.49 

Deby 0 2 3 6 7 

FIGURE 3.9. Admissible region based on Modified-MPPBCA. 

nection requests: C\, C2, and C3, (see Figure 3.9). Only C3 is truly admissible. Based 

on the conventional MPPBCA, a source node thinks that all of the three requests are 

admissible. In contrast, under Modified-MPPBCA, the same source node thinks 

that only C2 and C3 are admissible since it excludes the region that Ci belongs to. 

Consequently, Modified-MPPBCA causes only one crankback while the conventional 

MPPBCA causes two crankbacks for Ci and Cg. 

So far we considered a single logical link. However, a connection request can 

be routed over a path that contains several logical and physical links. We now 

show how a routing algorithm can decide whether such a path is likely to meet the 

end-to-end QoS requirements of a connection request. Assume that a given path p 
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consists of I logical and physical links and that each link i has K + 1 QoS values 

(QiiQit- • tS.factori). Since the best and the actual QoS values of a physical 

link are the same, the s.f actor of a physical link is equal to K. Consider now a con

nec t ion  r eques t  w i th  QoS  requ i r emen t s  {ReqQi ,ReqQ2 ,ReqqK) .  As  be fo re ,  t he  K 

parameters consist of L attributes and K — L metrics, in this order. Without loss 

of generality, we assume that for attributes the total cost of a path is the minimum 

weight of a link along that path, while for metrics it is the sum of link weights along 

the path. Define 

< i < /} for A: = 1,..., L tnin! - ! I 1 ^ ^ ^ totalg. - I for A: = L + 1,..., K 

If the following conditions 

Reqqk < totalqk, VA: = 1,2,..., (3.6) 

Reqqk > totalqk, "ik = L + 1,L + 2,... ,K (3.7) 

are simultaneously satisfied, then based on the conventional MPPBCA, a source node 

decides that the path p is likely to meet the end-to-end QoS requirements of the 

connection request. However, since totalqk, k — 1,2,...,Ar, are found based on 

the best QoS parameters, there may not be a single physical path that meets all 

the requirements (i.e., the connection request may fall in Region II). To overcome 

this situation, Modified-MPPBCA requires the satisfaction of the following condition 

along with the above two conditions 

where totals_factor is the s.f actor of path p, which is not readily available. We now 

show how to compute this quantity. 

For each of the K QoS parameters, we calculate the best possible path cost after 

excluding part of Region II. These new values are obtained as follows: 

e:rdnded^ = -K (Y . I,, \l<i<l} (3.9) 
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for A: = (the L attributes) and 

excludedqk = Qf {s.f actorj — {K — I)) (3.10) 
t=i  

for A: = I +1,K  (the K - L  metrics). Figure 3.9 shows these values for bandwidth 

(excludedBw) and delay (exdudedo). Then, totals for the entire path can be 

aggressively estimated based on the minimum excluded QoS parameter as follows: 

where 1 < k < L and L + 1 < k' < K. The purpose of the minimization in (3.11) 

is to achieve high utilization of network resources. Nonetheless, other, more con

servative estimators can also be used (e.g., multiplying the minimum s-factor by a 

constant greater than one before assigning it to a logical link, or taking the maximum 

instead of the minimum in the above equation). But that comes at the expense of 

unnecessarily denying a larger number of connection requests, hence reducing net

work utilization. In the next section, we investigate the impact of aggressive versus 

conservative estimation of totala_factor-

3.5 Performance Evaluation 

In this section, we compare various TA schemes with respect to the size of the ag

gregated information and the overhead of distributing this information. We then 

consider the accuracy of the aggregated information and its impact on the routing 

performance. In addition to TA, there are other factors that affect the routing per

formance such as network topology, traffic load, call holding times, database update 

policies and intervals, and routing algorithms [102, 12]. To measure how accurate a 

TA scheme represents the true state of the network, we first compare TA schemes in 

a "static" environment where the true state of the network does not change after TA. 

totalqk excludedqk! 

excludedqk totalqit^ 
(3.11) 
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We then conduct our comparisons using a more realistic simulation setup in which 

network dynamics (e.g., advertisement frequency, state updates following successful 

call admissions) are taken into account. 

3.5.1 Network and Routing Models 

In our simulations, we consider two two-level hierarchical network topologies. The 

first one (Figure 3.10) is a dense topology that consists of 22 nodes clustered into 6 

PGs. The second one (Figure 3.11) is sparse and consists of 33 nodes clustered into 12 

FIGURE 3.10. First network topology used in simulations. 

PGs. In each experiment, the link parameters are randomly generated. Each link is 

bidirectional and asymmetric with either one or multiple QoS parameters, depending 

on the experiment. The QoS requirements of a connection request are generated 

randomly. A source node determines the entire route to any destination based on 

its knowledge of the network state. In our experiments with one QoS parameter, 

we use Dijkstra's shortest path algorithm [43]. Under two QoS parameters (e.g., 

bandwidth and delay), we use the shortest-distance path algorithm which is presented 

in [143, 144] as a centralized QoS routing algorithm. This algorithm simply prunes 

all links that do not meet the bandwidth requirement and then applies Dijkstra's 
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FIGURE 3.11. Second network topology used in simulations. 

algorithm to find a path that meets the delay requirement of the request. In our 

experiments with three QoS parameters (e.g., bandwidth, delay, delay-jitter), we 

first prune all links that do not meet the bandwidth requirement and then we use 

Jaife's linear approximation algorithm [83] for finding a path under two additive 

parameters. Note that finding a path that satisfies two additive constraints is an NP-

complete problem, which can only be dealt with using heuristics and approximation 

algorithms. Such algorithms do not always succeed in finding feasible paths, even if 

one exists. 

3.5.2 Performance Measures 

We contrast diflferent TA schemes in terms of their impact on the routing performance 

using two measures: success rate (SR) and crankback rate (CR): 

_ Total number of realized requests 
Total number of feasible requests 

_ Total number of crankbacked requests 
Total number of requests for which the algorithm returns a route 
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A connection request is feasible if a path selection algorithm finds a route that meets 

the requirements of that request based on the exact network state. Using the aggre

gated information, the path selection algorithm at the source node may or may not 

return a route for a connection request. If it returns a route that is also feasible with 

respect to the exact state, then we say that the TA scheme has resulted in a correct 

routing decision, and that the request has been realized. If the returned route is in-

feasible, the connection request will eventually be crankbacked (this is true whether 

or not there exists a feasible path based on the exact state). Note that while the nu

merators of SR and CR are complimentary (their sum is the total number of requests 

for which the path selection algorithm returns a path), their denominators are not. 

As a result, the SR and CR are not exactly inversely proportional. For example, if 

the algorithm returns an infeasible path in response to a feasible connection request, 

both SR and CR will be negatively affected, since the algorithm failed to identify a 

feasible route (which exists) and it also gave a bad route. However, one can generally 

expect that improving the SR will have some negative impact on the CR. 

3.5.3 Advertisement Overhead 

In PNNI, topology information is disseminated using PNNI Topology State Packets 

(PTSPs). Each PTSP has a 44-byte header. Both source-oriented and conventional 

simple-node schemes advertise the same amount of information in one PTSP. In 

the conventional star scheme, 2M links are advertised in one PTSP, as opposed 

to 3M — 1 links in the source-oriented version (Scheme 3). As for Scheme 1, its 

advertisement overhead depends on the network topology. In dense topologies, this 

scheme advertises the same amount of aggregated information as the full-mesh. But 

its b>*te-wise overhead is higher since more PTSPs are advertised than in the full-

mesh, increasing the total PTSP header overhead. In sparse topologies, since most 

quasi-stars need not be received by all nodes, Scheme 1 advertises less information 
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than the full-mesh scheme, overshadowing its higher PTSP header overhead. 

Using simulation, we now show how many PTSPs are advertised and the total 

number of bytes exchanged during one period of database synchronization. We as

sume that the topology database at each node is initially empty and that a PGL 

knows the exact topology of its own PG. Each PGL constructs the full-mesh rep

resentation of its PG and advertises it as a full-mesh or quasi-stars, depending on 

the aggregation scheme. In addition to the 44-byte header and the advertised QoS 

parameters, a PTSP may contain other fields [55], which we ignore for simplicity. 

Accordingly, the size (in bytes) of a PTSP is given by 44 + (number of logical links) * 

K * (size of a QoS parameter), where K is the number of QoS parameters associated 

with each link. For each PTSP, a 36-byte acknowledgment is used. Table 3.2 shows 

the advertisement overhead of the full-mesh and the unified quasi-stars under sparse 

and dense topologies when K = 2 and each QoS parameter is coded using 2 bytes. 

The table shows that the unified quasi-stars scheme has about 33% less overhead than 

TA scheme Sparse Topology 
(Figure 3.11) 

Dense Topology 
(Figure 3.10) 

TA scheme 

Bytes 
Exchanged 

No. of 
PTSPs 

Bytes 
Exchanged 

No. of 
PTSPs 

Full-mesh 6496 47 3432 27 
Unified quasi-stars 4384 47 3440 38 

TABLE 3.2. Advertisement overhead of the full-mesh and source-oriented quasi-stars. 

the full-mesh scheme when the topology is sparse, but slightly higher overhead when 

the topology is dense. Of course, this scheme is intended for sparse topologies. 
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Case I: Single QoS Parameter — Static Environment 

In this section, we compare various TA schemes when each link is associated with a 

delay value. The delay over a link is randomly chosen from a uniform distribution over 

the interval [5,45(ms)]. The delay requirement of a connection request is uniformly 

distributed over the interval [100,200(ms)] in the first topology and [150,350(ms)] 

in the second one. The source-destination pairs of connection requests are given in 

s-t First Topology (Figure 3.10) Second Topology (Figure 3.11) 
Pair No. Source Node Destination Node Source Node Destination Node 

1 1 2 r£uidom(l,2,3) random(4,5,6) 
2 1 3 random( 1,2,3) random(7,8,9) 
3 2 1 random(4,5,6) random(l,2,3) 
4 2 3 random(4,5,6) random(7,8,9) 
5 3 1 random(7,8,9) random(l,2,3) 
6 3 2 random(7,8,9) random(4,5,6) 

TABLE 3.3. Source-destination pairs used in simulations. 

Table 3.3. Note that since the full-mesh is lossless for a single QoS parameter, it has 

SR = 1 and CR = 0. 

Source-Oriented Simple-Node Versus Conventional Simple-Node 

Figure 3.12 shows the SR for the two simple-node schemes. The source-oriented 

approach significantly improves the SR in both dense and sparse topologies. The CR 

(not shown) slightly increases in the first topology, but it is overshadowed by the 

improvement in SR. In the second topology, because of its tree like structure, the CR 

is equal to zero for both schemes. Note that both versions of the simple-node have 

the same 0(1) advertisement overhead. 
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FIGURE 3.12. Performance of simple-node schemes under a single QoS parameter: 
(a) first topology, (b) second topology. 

Source-Oriented Star Versus Conventional Star 

In the conventional star scheme, the star is mapped into a complex-node represen

tation and advertised to all neighbors. In the source-oriented star scheme, different 

quasi-stars with a common star component are mapped to complex-node represen

tations and advertised to the corresponding neighbors. The performance of these 

two schemes is shown in Figure 3.13. The source-oriented approach improves the 

SR, making it close to that of the full-mesh, particularly for the sparse topology. In 

addition, it significantly reduces the CR over the conventional approach. Note that 

the source-oriented star advertises extra M — 1 logical links (a quasi-star) although 

the  complex i ty  o f  bo th  schemes  i s  0{M) .  

Case II: Two QoS Parameters — Static Environment 

We now consider the case when each link is associated with available bandwidth and 

delay values, which are randomly chosen from uniform distributions over the intervals 

[l,10(Mbps)] and [5,45(ms)], respectively. The bandwidth requirement of a connec-
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nil Star 

FIGURE 3.13. Performance of two star schemes under a single QoS parameter; (a) 
first topology, (b) second topology. 
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tion request is uniformly distributed over [0.1,10(Mbps)]. The delay requirement is 

uniformly distributed over [150,200(ms)] in the first topology and [150,350(ms)] in 

the second topology. We use the same source-destination pairs of Table 3.3. 

Finding Logical Links 

We first compare the proposed CSPA and Modified-MPPBCA schemes along with 

the conventional ones (MPPBCA and MPPWCA). We assume that logical links are 

determined according to these approaches and all of the logical links of the full-mesh 

are advertised. The performance of these approaches is shown in Figure 3.14. The 

modified-MPPBCA with aggressive estimation of s.factor gives almost the same 

SR as the conventional MPPBCA. But since modified-MPPBCA excludes part of 

Region II, it has a lower CR. The CR is further reduced when the modified-MPPBCA 

is used with conservative estimation of s.f actor. However, this also slightly reduces 

the SR when compared to the conventional MPPBCA. In terms of the SR, CSPA 

performs almost the same as MPPBCA when the topology is dense and slightly 

worse than that when the topology is sparse. However, in contrast to MPPBCA, 

CSPA does not cause any crankback, and hence it is preferable over MPPBCA. As 

for MPPWCA, its SR is significantly less than the SRs of other approaches, but it 

has a zero CR and, more importantly, it is less sensitive to network dynamics (this is 

illustrated in Case IV of this section). 

Source-Oriented Simple-Node Versus Conventional Simple-Node 

We now examine the performance of source-oriented and conventional simple-node 

schemes under two QoS parameters. We use CSPA to construct the fiill-mesh, and 

then perform TA. The performance of these two schemes is shown in Figure 3.15. 

The source-oriented simple-node significantly improves the SR over the conventional 
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(b) 

FIGURE 3.14. Performance of various approaches for computing the weights of the 
logical links under two QoS parameters: (a) first topology, (b) second topology. 
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FIGURE 3.15. Performance of two simple-node schemes under two QoS parameters 
and a static environment; (a) first topology, (b) second topology. 

one. For the sparse topology, both schemes have zero CR. When the topology is 

dense, the CR of the source-oriented approach is nonzero but is still sufiiciently small 

(less than 10~^, on average). Similar trends were observed when the logical links 

used in computing the aggregated topologies are determined based on MPPWCA 

and MPPBCA. 

Source'Oriented Star Versus Conventional Star 

The performance of the conventional and source-oriented stars is shown in Figure 3.16. 

Not only does the source-oriented star improves the SR over the conventional ap

proach, but it also significantly decreases the CR. 

Case III: Three QoS Parameters — Static Environment 

We now consider three QoS parameters per link (bandwidth, delay, delay-jitter). 

Bandwidth and delay values are randomly chosen as in the previous case. The delay-

jitter is also randomly chosen from uniform distribution over the interval [10,50(ms)]. 
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FIGURE 3.16. Performance of two star schemes under two QoS parameters: (a) first 
topology (b) second topology. 
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The bandwidth and delay requirements of a connection request are randomly cho

sen as in the previous case. The jitter requirement is uniformly distributed over 

[100,200(ms)] in the first topology and [150,400(ms)] in the second topology. We use 

the same source-destination pairs of Table 3.3. 

Finding Logical Links 

We first compare CSPA and Modified-MPPBCA along with the conventional MPP-

BCA and MPPWCA. The performance of these approaches is shown in Figure 3.17. 

FIGURE 3.17. Performance of various approaches for computing the weights of the 
logical links under three QoS parameters: (a) first topology, (b) second topology. 
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The modified-MPPBCA with aggressive estimation of s - f  ac tor  and the conventional 

MPPBCA schemes have almost the same SR while the modified-MPPBCA slightly 

reduces CR. Again the modified-MPPBCA with conservative estimation of s.f actor 

reduces CR further at the expense of reducing SR. In terms of the SR, CSPA displays 

the same trend as in the previous case, i.e., its SR performance is close to that of 

MPPBCA when the topology is dense and slightly worse than that when the topology 

is sparse. However, in contrast to MPPBCA, CSPA does not cause any crankback. 

The SR of MPPWCA is significantly less than the SRs of other approaches, but it 

has a zero CR and, more importantly, it is less sensitive to network dynamics. 

Source-Oriented Simple-Node Versus Conventional Simple-Node 

We now examine the performance of source-oriented and conventional simple-node 

schemes under three QoS parameters. Before performing TA, the full-mesh is obtained 

using CSPA. The performance of both schemes is shown in Figure 3.18. The source-

J IjjL 
(b) 

FIGURE 3.18. Performance of two simple-node schemes under three QoS parameters 
and a static environment: (a) first topology, (b) second topology. 

oriented simple-node significantly improves the SR over the conventional one. For the 
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sparse topology, both schemes have zero CR. When the topology is dense, the CR of 

the source-oriented approach (not shown) is nonzero, but it is still sufficiently small 

(less than 10"^ on average). 

Source-Oriented Star Versus Conventional Star 

The performance of the conventional and source-oriented stars under three QoS con

straints is shown in Figure 3.19. The source-oriented star improves both the SR and 

FIGURE 3.19. Performance of two star schemes under three QoS parameters: (a) 
first topology (b) second topology. 
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CR over the conventional approach. 

Case IV: Two QoS Parameters — Dynamic Environment 

In this section, we compare the performance of various TA schemes when network dy

namics are taken into account. This includes updating the available link bandwidth 

after a connection is established and terminated. In addition, we account for the 

frequency at which TA is performed and state information is advertised. These tasks 

are done periodically or when triggered by significant changes. In the following simu

lations, we assume a periodic update policy with different values for the length of the 

update interval. The available bandwidth and delay over each link are randomly cho

sen from uniform distributions over the intervals [l,10(Mbps)] and [5,45(ms)], respec

tively. The bandwidth requirement of a connection request is uniformly distributed 

over the interval [0.1,10(Mbps)]. The delay requirement is uniformly distributed over 

the interval [150,200(ms)]. Call holding times are exponentially distributed with mean 

of 5 minutes. Call inter-arrival times are exponentially distributed with mean of 1 

second. Since the same trend was observed under both examined topologies, we only 

report the results for the first (dense) topology. The source-destination pairs are 

randomly chosen from nodes 1,2,3 of the first topology. 

Finding Logical Links 

To compare CSPA and Modified-MPPBCA with MPPBCA and MPPWCA in a dy

namic environment, we again assume that logical links are determined according to 

these approaches and all of these links (i.e., the full-mesh) are advertised in every up

date interval. The performance is depicted in Figure 3.20 as a function of the update 

interval. As in the static case, the modified-MPPBCA with aggressive estimation 

of s.f actor and conventional MPPBCA have almost the same SR, but the former 
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FIGURE 3.20. Performance of various approaches for computing the logical links 
(dynamic environment with two QoS parameters). 

scheme has a slightly lower CR. CSPA has a slightly lower SR than MPPBCA and 

modified-MPPBCA, but it also has a lower CR. The SR of MPPWCA is significantly 

less than the SR of other approaches, but this scheme has the smallest CR. For all 

schemes, the SR decreases and the CR increases when increasing the database update 

interval. Among all schemes, the performance of the MPPWCA is the least sensitive 

to the length of the update interval. 

Source'Oriented Simple-Node Versus Conventionod Simple-Node 

The performance of the conventional and source-oriented simple-nodes is shown in 

Figure 3.21. In both schemes, the value of the update interval has almost no effect 

on the SR. The CR slightly increases with the update interval. In contrast, in the 

full-mesh both the SR and CR are sensitive to the value of the update interval (see 

Figure 3.20). The SR of the source-oriented simple-node is about three times that of 

the conventional simple-node at the expense of a slight increase in the CR. 
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CHAPTER 4 

MULTI-CONSTRAINED PATH SELECTION 

4.1 Introduction 

After the dissemination of network state information, the second key issue in QoS 

routing is how to use this state information in computing a feasible path that sat

isfies a number of QoS constraints (e.g., bandwidth, delay, jitter, reliability) while 

maintaining high utilization of network resources. Accounting for resource utilization 

necessitates imposing an additional optimality requirement on the feasibility prob

lem. This can be done through a primary cost function (e.g., administrative weight, 

hop-count) according to which the selected feasible path is optimal. Assume that the 

true state information of the network is available to every node (e.g., via link-state 

routing protocols such as OSPF). (See next chapter for QoS routing under inaccurate 

information.) Every link is associated with multiple QoS parameters that can be 

roughly classified into additive and non-additive [5,141]. For the additive parameters 

(e.g., delay, jitter, administrative weight), the cost of an end-to-end path is given by 

the sum of the individual link values along that path^ In contrast, the cost of a 

path w.r.t. a non-additive parameter (e.g., bandwidth) is determined by the value of 

that constraint at the bottleneck link. It is known that constraints associated with 

non-additive parameters can be easily dealt with a preprocessing step by pruning all 

links that do not satisfy these constraints [144] while this is not the case for additive 

constraints. Hence, in this chapter we mainly focus on additive QoS parameters. As

sume that the optimality of a path is also evaluated based on an additive parameter 

(e.g., administrative weight, ho[>-count). The underlying problem can be stated as 

^Multiplicative constraints, such as link reliability, can be transformed into additive constraints. 
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follows. 

Definition 4.1 Multi-Constrained Optimal Path (MCOP) Problem: Consider a net

work that is represented by a directed graph G = {V,E), where V is the set of nodes 

and E is the set of links. Each link (i, j) 6 Bis associated with a primary cost param

eter c(i,j) and K additive QoS parameters Wk(i,j), A: = 1,2,..., AT; all parameters 

are non-negative. Given K constraints Ck, k = 1,2, the problem is to find a 

path p from a source node 5 to a destination node t such that: 

(i) Wkip)  =  Wk{i , j )  <CkioT k  =  l ,2 , . . . ,K ,  and 

(ii) c{p)  = is minimized over all feasible paths satisfying (i). 

In general, multi-constrained path selection, with or without optimization, is an 

NP-complete problem that cannot be exactly solved in polynomial time. Accordingly, 

several heuristics and approximation algorithms have been proposed for this problem 

(see Section 4.2 for related work). However, existing solutions suffer either from low 

performance or excessive computational complexities that prevents these solutions 

from being used for online network operation. Moreover, they only deal with spe

cial cases of the problem (e.g., two constraints without optimization, one constraint 

with optimization). In this chapter, we provide several heuristics and approxima

tion algorithms for path selection under multiple QoS constraints. These algorithms 

differ in scope of applicability (some are more general than others). However, they 

achieve high success rates in finding feasible, and possibly resource-efficient, paths 

with manageable complexities. 

In the rest of this chapter, we first provide an extensive survey of related studies 

in Section 4.2. In Section 4.3, we consider a special case of the problem, namely, path 

selection under two additive constraints without path optimization and provide an 

approximation algorithm for it. In Section 4.4, we design a randomized algorithm for 
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path selection under any number of constraints but with no path optimization. In 

Section 4.5, we design a heuristic algorithm that deals with the most general form of 

the MCOP problem. Using extensive simulations, we compared several algorithms in 

Section 4.6. 

4.2 Related Work 

For /if = 1 the MCOP problem is known as the restricted shortest path (RSP) 

problem, which is NP-complete [2]. A slightly different version of the MCOP problem 

is known as the multi-constrained path (MCP) problem, which aims at finding any 

feas ib le  pa th  w. r . t .  mul t ip le  cons t ra in t s  (no  pa th  op t imiza t ion  i s  done) .  For  K >2 

the MCP problem is also known to be NP-complete [58, 83]. Both the RSP and MCP 

problems can be solved via pseudo-polynomial-time algorithms whose complexities 

depend on the actual values of the link weights (e.g., maximum link weight) in addition 

to the size of the network [72, 83]. However, these algorithms are computationally 

expensive if the values of the link weights are large. To cope with the NP-completeness 

of these problems, researchers have resorted to several heuristics and approximation 

algorithms. 

For the RSP problem, several different solutions are proposed in the literature. 

The author in [147] proposed the Constrained Bellman-Ford (CBF) algorithm. Al

though this algorithm exactly solves the RSP problem, its running time grows ex

ponentially in the worst case. The author in [72] presented two (-optimal approx

imation algorithms with the complexities of (9(loglogB(7n(n/6) + log log B) and 

<9(m(n^/clog(n/e)) where B is an upper bound on the solution (e.g., the longest 

path), n is the number of nodes, m is the number of links, and e shows how far the 

solution from the optimal. The basic idea behind these approximations is to bound 

input data through rounding and scaling it and then to use a pseudo-polynomial-time 

algorithm. In [120] the author provided another 6-optimal approximation with the 



complexity of 0{mn{l + 1/e) + n^(l + l/c)(logn + log(l + 1/c))). In [59] the au

thors considered a related problem, in which it is needed to find the least-cost path 

from a given source to all destinations while satisfjdng the given constraint. For this 

problem, the authors provided an e-approximation algorithm with the complexity 

of 0{{m + n logn)D/c), where D can be at most n - 1. The above approximation 

algorithms provide better performance in minimizing the cost of returned feasible 

paths as e goes to zero. However, small values of e make the computational com

plexity of such algorithms prohibitive for online network operation. Accordingly, the 

author in [116, 98] modified e-optimal approximation algorithms to provide better 

scalability. In [50] the authors proposed the £-optimal approximation algorithm for 

a RSP-related problem, in which one link weight is a function of the other. Another 

approach to the RSP problem is to find the A;-shortest paths w.r.t. a cost function 

defined based on the combination of link weights and the given constraint, hoping 

that one of these paths is feasible and near-optimal [49, 66, 68]. The value of k deter

mines the performance and overhead of this approach; if k is large, the algorithm has 

good performance but its computational cost is expensive. A similar approach to the 

A;-shortest paths is to implicitly enumeTate all feasible paths [7], but this approach is 

also computationally expensive. The authors in [125] proposed a distributed heuristic 

solution for RSP, called the delay-constrained unicast routing (DCUR) algorithm. Its 

message complexity is O(n^), where n is the number of nodes. The basic idea is to 

explore the graph based on the concatenation of two segments; (1) the so-far explored 

path from the source 5 to a node u; (2) the least-delay or the least-cost path from 

the node u to the destination t. In [134] the authors considered the same DCUR 

algorithm and provided some improvement over the original DCUR by reducing the 

message complexity to 0{n). In [79] the authors considered a similar algorithm to 

DCUR and discussed its use in multipath routing [38]. In [131] the authors provided 

a distributed algorithm based on probing and backtracking. In addition to the delay 
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and cost, this algorithm considers bandwidth as well. Several researchers investigated 

Lagrangian-based search in which the single link weight (e.g., delay) and the cost are 

linearly combined as a single metric, hoping that the shortest path w.r.t. this single 

metric is feasible while minimizing the cost. A key issue here is how to determine the 

appropriate weights (or multipliers) while combining the delay and cost. In [8] the au

thors proposed a systematic way of searching for appropriate weights to combine the 

delay and the cost as follows. The algorithm finds the shortest path according to the 

current linear combination of the delay and the cost. Using this shortest path, it then 

adjusts the weights of the delay and the cost in the linear combination and repeats 

itself to approach the optimal path. The authors showed that this search takes finite 

iterations of Dijkstra's algorithm assuming that paths are uniformly distributed in the 

delay-cost space. The same Lagrangian-based search with some extensions was also 

considered by others (e.g., [68, 29, 86]). For example, the authors in [68] considered 

the A;-shortest path algorithm to close the gap between the optimal solution and the 

returned path based on the linear combination. Although the computational results 

indicate order of magnitude savings, the amount of time to determine an optimal 

path may be excessive in some cases. In [86], the authors showed that the worst-case 

complexity of the above algorithm is C?(m^ log^(m)), i.e., polynomial time. The above 

algorithms are especially proposed for the RSP problem (i.e., they do not consider 

multiple constraints) and their computational complexities are often excessive in the 

worst case. 

In [83] the author considered the MCP problem under two constraints and pro

posed an intuitive approximation algorithm to it based on minimizing a linear com

bination of the link weights. More specifically, this algorithm returns the best path 

w.r.t. l{e) = awiip) + I3w2(p) by using Dijkstra's shortest path algorithm, where 

a, P £ Z'^. The key issue here is to determine the appropriate a and ^ such that 

an optimal path w.r.t. /(e) is likely to satisfy the individual constraints. Two sets of 
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values for a and ^ were determined in [83] based on minimizing an objective function 

of the form f{p) = max{it;i(p),ci} + max{u;2(p),C2}. However, the computational 

complexity of this algorithm grows exponentially with the size of the network. An

other heuristic for the MCP problem under two constraints was proposed in [33]. 

In this study, the original problem was modified by scaling down the values of one 

of the two link weights to bounded integers. It was shown that the modified prob

lem can be solved by using Dijkstra's (or Bellman-Ford) shortest path algorithm 

and that the solution to the modified problem is also a solution to the original one. 

When Dijkstra's algorithm is used, the computational complexity of the algorithm is 

0{x^v?y., when Bellman-Ford algorithm is used, the complexity is 0{xnm), where x is 

an adjustable positive integer whose value determines the performance and overhead 

of the algorithm. To achieve a high probability of finding a feasible path, x needs 

to be as large as lOn, resulting in computational complexity of 0{n*). In [32] this 

heuristic algorithm is generalized to more than two constraints with the complexity of 

0{xj •... • x](_in'^) or 0{xi •... • XK-inm), where xi,..., xk-i are adjustable integers 

for each constraint. In [149] the authors extended Bellman-Ford algorithm to address 

the problem under two constraints. In [46] the authors used the A;-shortest path algo

rithm in [37] with a nonlinear cost function to solve the MCP problem. The resulting 

algorithm, called TAMCRA, has a complexity of 0{kmlog{kn) + k^m), where k is 

the number of shortest paths. As mentioned above, the performance and overhead 

of this algorithm depend on A;. If A; is large, the algorithm gives good performance 

at the expense of excessive computational cost. The above algorithms are especially 

proposed for the MCP problem (i.e., they do not attempt to optimize the selection 

of the feasible path). 

Other works in the literature were aimed at addressing special yet important cases 

of the QoS routing problem. For example, several researchers addressed the QoS rout

ing in the context of bandwidth and delay parameters. Showing that the feasibility 
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problem under this combination is not NP-complete, the authors in [143] presented 

a bandwidth-delay based Touting algorithm which simply prunes all links that do not 

satisfy the bandwidth requirement and then finds the shortest path w.r.t. delay in 

the pruned graph. Several path selection algorithms based on different combinations 

of bandwidth, delay, and hop-count were discussed in [103, 140] (e.g., widest-shortest 

path, shortest-widest path). In addition, new algorithms were proposed to find more 

than one feasible path w.r.t. bandwidth and delay (e.g.. Maximally Disjoint Shortest 

and Widest Paths) [135]. In [88] the authors proposed bandwidth guaranteed dy

namic routing algorithms. In [117] the authors considered pre-computation of paths 

with minimum hop-count and bandwidth guarantee. They also provided some ap

proximation algorithms that takes into account general additive constraints during 

the pre-computation. In [54] the authors investigated how to set link weights based 

on the previous measurements so that the shortest paths can provide better load 

balancing and can meet the desired QoS requirements. Some researchers considered 

the fallback routing approach [96, 80], in which QoS parameters are ordered and the 

optimal path w.r.t. each single parameter in this order is found until the returned 

path is feasible w.r.t. all constraints. Another approach to QoS routing is to exploit 

the dependencies between the QoS parameters and solve the path selection prob

lem assuming specific scheduling schemes at network routers [102> 122]. Specifically^ 

if Weighted Fair Queueing (WFQ) scheduling [60, 133, 25] is being used and the 

constraints are bandwidth, queueing delay, jitter, and loss, then the problem can 

be reduced to standard shortest path problem by representing all the constraints in 

terms of bandwidth. Although queueing delay can be formulated as a function of 

bandwidth, this is not the case for the propagation delay, which needs to be taken 

into account for QoS routing in high-speed networks [39]. 



4.3 Approximation Algorithm For Path Selection Under Two 
Constraints 

In this chapter, we provide an efficient approximation algorithm for the MCP prob

lem under two additive constraints. The proposed algorithm called Approx-2CP is 

based on the minimization of the same linear cost function aw\{p) + ^wzip) used 

in [83], with the difference that we systematically search for the appropriate a and p. 

This formulation is similar to that used in the Lagrange relaxation technique. Note 

that the Lagrange technique serves only as a platform, rather than a solution, by for

mulating constrained optimization problems as a linear composition of constraints. 

The solution to the Lagrange problem requires searching for the appropriate linear 

composition (Lagrange multipliers); the appropriate values of a and 0 in our case. 

When formulated as a Lagrangian multipliers problem, the search would typically be 

based on computationally expensive methods, such as enumeration, linear program

ming, and sub-gradient optimization [2]. Instead, we provide a binary search strategy 

for finding the appropriate value of k in the composite function wx{p) + kw2{p) or 

kwi{p) + W2ip). This binary search of Approx_2CP is performed in the range [1,B] 

by calling a hierarchical version of Dijkstra's algorithm, which is described in Sec

tion 4.3.1. The basic Approx-2CP and its binary search are presented in Section 4.3.2. 

Assuming that an efficient implementation of Dijkstra's algorithm with complexity 

of 0{m + nlogn) [2] is used, the worst-case complexity of the basic Approx_2CP is 

0{logB(Tn + n logn)). Its average complexity is observed to be much less than that. 

The space complexity is 0{n). Approx-2CP always returns a path p. If p is not 

feasible, then it has the following properties: (a) Wj{p) < Cj, and (b) Wi{p) is within 

a given factor from a feasible path /, where {i,j) are either (1,2) or (2,1). By proper 

interpretation of the bounds in (a) and (b), we provide two extensions to the basic 

Approx_2CP in Section 4.3.3, which allow us to achieve further improvement in the 

routing performance at small extra computational cost. 



4.3.1 Hierarchical Shortest Path Algorithm 

89 

In this section, we describe a hierarchical version of Dijkstra's shortest path algo

rithm that is used iteratively in our algorithm with a composite link weight /(e) = 

awi{e) + ^W2{e). In addition to finding one of the shortest paths w.r.t. /(e), this 

hierarchical version determines the minimum u;i() and W2() among all shortest paths. 

To carry out these tasks, some modifications eure needed in the relaxation process of 

the standard Dijkstra's algorithm (lines 4-14 in Figure 4.1). The standard Dijkstra's 

Relax(u,v) 
1. if rf[u] > rf[u] + l {u ,v )  then 
2. d[i;] := d[w] + Z(u, v) 
3. n[v] := u 
4. w\ [u] := Wi [li] +wi{u ,  v )  
5. W2[v]  := W2[u]  + 'W2{u, v) 
6. minju]i[v\ := 
7. min.W2[v] := W2[v] 
8. else if d[u] = c/[u] + v) then 
9. if Tninjwi[v]  >  min .wi[u]  +  wi{u ,  v )  then 
10. minjw\[v\ := minjw\[u\ + W\{u, v) 
11. end if 
12. if minjuj2[v\ > min.W2[u] + v) then 
13. minjW2[v] := min-W2[u] + W2{u, v) 
14. end if 
15.end if 

FIGURE 4.1. New relaxation procedure for the hierarchical version of Dijkstra's 
algorithm. 

algorithm maintains two labels for each node [43]: (i[u] to represent the estimated 

total cost of the shortest path from the source node s to node u w.r.t. the composed 

weight /(e), and 7r[u] to represent the predecessor of node u along the shortest path. 

The hierarchical version of Dijkstra's algorithm maintains additional labels: Wi[tx] 
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and W2[u] to represent the cost of the shortest path w.r.t. the individual weights, 

and min-Wi[u] and minjW2[u] to represent the minimum W\ and W2 weights among 

all shortest paths.^ The standard relaxation process (lines 1-3 in Figure 4.1) tests 

whether the shortest path found so far from s to u can be improved by passing through 

node u. If so, d[u] and 7r[u] are updated [43]. Under this condition, we add the update 

of u/i[u], W2[v], min-Wi[v], and min.W2[v]. In addition, if the cost of the shortest path 

found so far from node s to node v is the same as that of the path passing through 

node u, then minju}i[v] and minjW2[v] are also updated if passing through node u 

would improve their values. 

4.3.2 Basic Approximation Algorithm 

Our algorithm, shown in Figure 4.2, first executes the hierarchical version of Dijkstra's 

algorithm with link weights /(e) = wi(e) + W2{e) Ve 6 E, i.e., a = = 1. If p is 

feasible, then the algorithm terminates. Otherwise, p is not feasible, and several other 

cases need to be considered. If both iyi(p) > ci and ty2(p) > C2, then it is guaranteed 

that there is no feasible path in the network, so the algorithm terminates. If both 

minjw\\t] < C\ and minju)2\t] < C2, then there are at least two paths, say pi and p2, 

that have the same cost w.r.t. /() but that violate either Ci or cq (ifpi violates ci, then 

P2 violates ca, and vice versa). In this case, changing the value of a or ^5 does not help 

since the algorithm will always return an infeasible path. To improve performance in 

such a case, one can use the extensions presented in Section 4.3.3. On the other hand, 

if either min.wi[t] < ci or min.W2[t] < C2 but not both, then there might be a feasible 

path that can be found using different values of a and The challenge is to determine 

the appropriate values for a and yd as fast as possible such that a feasible path can 

be identified. Finding the appropriate values for a and P can also be formulated as 

^Notice that Wjf.] is a node label, whereas Wi(.) indicates the weight of a link or the cost of a 
path. 
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ApproxJ2CP(G(V', E) ,  s ,  t ,  ci, cg) 
/* Find a path p from s to i in the network G = {V, E) 7 
/* such that wx( jp)  = < C\ and wzip) = W2[t] < C2. V 
1. Set /(e) := W\{e)  + Ve 6 J? 
2. Execute hierarchical Dijkstra's algorithm with link weights {/(e) : e € E }  
3. if W2[t]  <  C2 and tyjf] < ci then 
4. return SUCCESS 
5. end if 
6. if luifi] > ci and u;2[f] > C2 then 
7. return FAILURE 
8. end if 
9. if min.wx\t] < Ci and min.W2[t] < C2 then 
10. return FAILURE /* one can use the extensions in Section 4.3.3 7 

11. end if 
12. if min-W2[t] < C2 then 
13. Execute Binary-Search(z = 1,  j  =  2)  /*  Phase 1 V 

14. else if min.wi[t] < ci then 
15. Execute BinaryJSearch(i = 2, j = 1) /* Phase 2 V 
16. end if 
end Approx-2CP 

FIGURE 4.2. Approximation algorithm for finding a feasible path subject to two 
additive constraints. 
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a Lagrangian multipliers problem. But in this case, finding the Lagrange multipliers 

would typically be done using computationally expensive methods (e.g., enumeration, 

linear programming, sub-gradient optimization technique) [2]. Instead, we carefully 

refine the search required by the Lagrangian problem and provide a binary search 

strategy for a and 0 that is guaranteed to terminate within a logarithmic number of 

calls to Dijkstra's algorithm. 

If either Tninjw\\t] < C\ or minjW2[t] < then the algorithm executes the binary 

search presented in Figure 4.3 with either (i = 1,7 = 2) or (i = 2,j = 1). These two 

Binary JSearch(i, j) 
1. k.min := 1 
2. kjmax := n • max{iUj(e) | e € £?} 
3. while( kjmin <= kjmax ) do 
4. k := * A:_maa;J 

5. Set /(e) := kwi{e) + Wj{e) Ve 6 
6. Execute hierarchical Dijkstra's algorithm with link weights {/(e) -.e^E) 
7. if u;i[<] < ci and W2[t]  <  C2 then 
8. return SUCCESS 
9. end if 
10. if minjWj[ t ]  <  Cj  then 
11. k.min := fc + 1 /* as a result, k will be increased */ 
12. else 
13. k.max -.— k — I /* as a result, k will be decreased */ 
14. end if 
15. end while 
end BinaryJSearch 

FIGURE 4.3. Binary search for our approximation algorithm. 

cases are called Phase 1 and Phase 2. In Phase 1, the algorithm executes the binary 

search using link weight 1(e) = kwi(e) + W2(e), i.e., a = k and = 1. In Phase 2, 

the  a lgor i thm executes  the  b inary  search  us ing  l ink  weigh t  1(e)  =  wi(e )  +  kw2(e) ,  
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i.e., a = 1 and 0 = k. If the returned shortest path w.r.t. /(e) is not feasible, the 

algorithm repeats the hierarchical Dijkstra's algorithm up to a logarithmic number 

of different values of k in the range [1,B], where B — n - max{tt;j(e) | e 6 is an 

upper bound on the cost of the longest path w.r.t. Wj(). Lemma 1 in Section 4.3.2 

shows that a binary search argument in the above range can be used to determine 

an appropriate value for k. Furthermore, we show (in Lemma 2) that if the binary 

search fails to return a feasible path, then it returns a path p such that Wj{p) < cj and 

Wi{p) < Wi{f) H- {wj{f) — 'Wj(p))/k, where / is some feasible path and {i,j) is either 

(1,2) or (2,1). This is a reasonable scenario for searching fast for a feasible path 

that satisfies one of the constraints and that tries to get closer to satisfying the other 

constraint. According to this bound, k needs to be maximized; the above binary 

search tries to achieve this goal. In addition to maximizing k, the algorithm may 

attempt to minimize the difference {wj{f) —Wj{p)) to make the approximation bound 

tighter. This is an extension to the basic algorithm that is presented in Section 4.3.3. 

In the rest of this section, we first illustrate how our algorithm works and contrast 

it with the one in [83]. Second, we present the binary search argument with the 

related lemma and its proof. Finally, we prove the performance bound associated 

with our basic approximation algorithm. 

How the Algorithm Works 

Figure 4.4 describes how an approximation algorithm minimizes Wx{p) + kw2(p) by 

scanning the path-cost space searching for a feasible path at a given value of k. The 

shaded area indicates the feasibility region. Black dots represent the costs of different 

paths from source node s to destination node t. Each line in the figure shows the 

equivalence class of equal-cost paths w.r.t. the composed weight. The approximation 

algorithm determines a line for the given value of A;, and then moves this line outward 

from the origin in the direction of the arrow. Whenever this line hits a path (i.e.. 
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k=2 

FIGURE 4.4. How the approximation algorithm searches the feasible region using 
different values for k. 

black dot in the figure), the algorithm returns this path which is the shortest w.r.t. the 

composed weight at the given k. The approximation algorithm in [83] makes a good 

guess for k (e.g., k = 1) and returns a path based on this k. However, if this path is 

infeasible the algorithm in [83] cannot proceed. As shown in Figure 4.4, the likelihood 

of finding a feasible path is much higher if one tries different values of k (e.g.. A; = 2 

in this example results in a feasible path). The advantage of our algorithm over the 

one in [83] is that ours searches systematically for a good value for k instead of fixing 

it in advance. If the returned path p is not feasible, then the algorithm decides to 

increase or decrease the value of k based on whether minjW2(p) < ci or not. 

The systematic adjustment of k is illustrated in the examples in Figures 4.5 and 4.6 

for two different phases. Figure 4.5 illustrates Phase 1 where the returned path with 

k = l satisfies Ca but not Ci. The algorithm executes the binary search with i = 1 and 

j = 2 and returns a feasible path when k = 4, as shown in Figure 4.5(b). Figure 4.6 

illustrates Phase 2 where the returned path with A; = 1 satisfies Ci but not 03. In 

this case, the algorithm executes the binary search with i = 2 and j = I, and finally 

returns a feasible path when A; = 4. If the binary search fails, then the basic algorithm 

stops even though there might be a feasible path in the network. In Section 4.3.3, we 

illustrate such a case and provide possible remedies to it based on a scaling extension. 
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FIGURE 4.5. Searching for a feasible path in Phase 1. 

fN 

k=l 

«N 

cl wl(p) 

(a) (b) 

FIGURE 4.6. Searching for a feasible path in Phase 2. 
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Binary Search 

Lemma 1. Suppose that each link e E E is assigned a weight 1(e) = kwi{e)  + Wj{e) ,  

where k is an integer, and the pair {i,j) is either (1,2) or (2,1), depending on the 

phase. During the execution of the binary search, if the algorithm cannot find a path 

p for which l{p) is minimum and Wj(p) < Cj, then such a path p cannot be found with 

larger values of k. 

Lemma 1 implies that using a binary search, the algorithm can determine an 

appropriate value for k. Although in the worst-case this search requires Iog(n • 

max{ii;j(e) | e 6 £•}) executions of hierarchical Dijkstra's algorithm, we observed 

that its average complexity is significantly lower than that. 

Proof: The binary search is applied to finding the largest k such that there exists 

a  shor tes t  pa th  p w.r . t .  / ( e )  =  kwi{e)  +  Wj{e)  with  Wj{p)  <  c j .  Assume tha t  k  — r  

for some integer r. Let V be the set of all paths from s to t w.r.t. /(e) and let p be 

a path that the algorithm selects during the binary search. When k = r, since every 

edge e is assigned the weight /(e) = rwi{e) + Wj{e), we have 

/(p) = inm{^ rM;i(e) + Wj{e)} .  
' eeq 

In order to prove the lemma, it suffices to show that if 

^wj{e)  >Cj  
c6p 

then the algorithm should never search for a path pf that satisfies the constraint Cj 

by assigning weights  / (e)  =  (r  + 7 )u; , (e)  +  Wj{e) ,  where 7  > 0 .  

By explicitly checking m,in-Wj\t\ in line 10 of Figure 4.3, the algorithm guarantees 

that shortest paths q&V, where l{q) = l{p). Thus, it suffices 

to show that if the algorithm assigns weights 1(e)  =  rwi(e )  -h  Wj(e )  and fails to find a 
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feasible path w.r.t. constraint Cj, then no path p' for which 

rwi{e)  +  Wj{e)  >  ̂  rwi{e)  + Wj{e)  (4.1) 
e6p' e6p 

will satisfy both 

^(r  + j jwi ie )  +  Wj(e)  <  ̂ ( r  + + Wj(e)  
eSp' eep 

and 

^wj (e )  <Cj  
eep' 

when the value of k is increased to r + 7 .  In other words, it is useless to weight 

with the rule Z(e) = (r + 'y)wi{e) + Wj{e) in order to search for a path p' whose 

53e6p' rwiie) + Wj{e) is not minimum but satisfies the Cj constraint. 

Since path p violates the Cj constraint, in order for path p' to satisfy this constraint, 

we must have: 

Wj(e) - Wj{e) > 0. (4.2) 
eSp egp* 

Observe that (4.1) can be rewritten as 

Me) - 53 H 
Veep' eep / eep e6p' 

From (4.3) and (4.2), we have 

eep* eep 

Based on (4.2) and (4.4), we know that the right-hand side and the left-hand side of 

(4.3) are positive. Thus, it can be implied that 

(r+7) 153 ~ 53 ) > 53 ~ 53 
Veep' eep / eep eep' 
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from which we conclude that 

+ 'r)wi{e) + Wj(e) > + y)wi{e) + Wj{e). 
eep' e€p 

This, in turn, implies that p' will not be selected by the algorithm. • 

Performance Bounds 

Lemma 2. If the binary search fails to return a feasible path w.r.t. both constraints, 

then it returns a path p that satisfies the constraint Cj and whose Wi{) cost is upper 

bounded as follows: 

Wi{p)  < Wii f )  + iwj ( f )  - Wj(p ) ) /k  

where f is a feasible path, k is the maximum value that the binary search determines 

at termination, and the pair {i,j) is either (1,2) or (2,1), depending on the phase. 

Note that the worst-case value for the bound in Lemma 2 is obtained when A; = 1 

and Wj(p) = 0, in which case 

Wiip) < Wiif) + ^jif) < ci + C2 (4.6) 

For the worst-case scenario {wi{p) = ci + C2) to take place, the feasible path / must 

lie on the upper right corner of the feasibility region, with all other paths having 

Wiip) = ci + C2 and wjip) = 0. This is a rare scenario; most often, feasible paths 

are scattered throughout the feasibility region, allowing the algorithm to terminate 

with A; > 1, which in turn results in a tighter bound than Ci + C2. Furthermore, Wjip) 

is often greater than zero, further tightening the bound on the cost of the returned 

path. 

Proof: Let / be any feasible path. Assume that the returned path p is infeasible. 

Since it is the shortest path, we have 

kwiip) + Wjip) < kwiif) + Wjif). (4.7) 
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In addition, Wj{p)  <  Cj. From (4.7), we can write a bound on Wi{p) as follows: 

Wiip) < Wiif) + (Wjif) - Wjip))/k 

• 

These approximation bounds provide some justification to the appropriateness of 

the basic algorithm. They can also be used to obtain heuristic solutions for the MCP 

problem, as described next. 

4.3.3 Extensions of the Basic Approximation Algorithm 

Finding a Path with the Closest Cost to a Constraint 

FVom Lemma 2, it is clear that one way to improve the performance of the basic 

algorithm is to minimize the difference Wj{f) - Wj{p) by obtaining a path p for which 

wy(p) is as close as possible to Cj. This can be done via the following modification to 

the basic algorithm of Section 4.3.2. Without loss generality, we assume that i = 1 

and j = 2. Note that this extension is to be used when the returned path from the 

basic algorithm is infeasible but minjwi[t] < ci and minjW2[t] < C2. 

For the given k, a DAG (directed acyclic graph) that contains all possible shortest 

paths w.r.t l{e) is constructed. In fact, this can be done during the execution of the 

hierarchical Dijkstra's algorithm at no extra cost. A path p from this DAG is selected 

in such a way that W2{p) is maximized but is still less than or equal to cg. Although a 

path p with the maximum or minimum W2O cost can be found in the DAG, it is not 

easy to find a path p for which W2(p) is as close as possible to C2 in polynomial-time. 

However, very efficient heuristics can be developed based on the fact that we can 

compute the maximum and the minimum W2O from the source to every node and 

from every node to the destination. Let the following labels be maintained for each 

node u: M[u], m[w], M[u], and m[u]. Labels M[u] and m[w] indicate, respectively, 
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the maximum and minimum wgO from the source node s to every node u. Labels 

M[u] and fh[u] indicate, respectively, the maximum and minimum W2O from every 

node u to the destination. Labels A/[u], m[u], M[u], and m[v\ are determined by 

using a simple forward and backward topological traversal algorithm [2]. Considering 

the pairwise sum of these labels as follows, we can assign the following non-additive 

weight cr(u, v) to every link (w, v) in the DAG, which indicates how close W2{) of the 

pa ths  pass ing  th rough  l ink  {u ,v ) :  

IC2  -  {M[u]  +  W2{u ,v )  +  M[t ;] ) ,  
C2 -  {M[u]  +  W2{u ,v )  +  m[t ;] ) ,  
C2 -  (m[u]  - \ -W2{u ,v )  +  M[v]) ,  
C2 -  (m[u]  +  W2{u ,  v )  +  m[t ;] ) ,  
+00 

where min-non-negative is the minimum nonnegative value. Then, the closest path 

to C2 can be found via a simple graph traversal algorithm as follows. Starting from 

the source node s, the algorithm selects the link (s, u) with the minimum a. It then 

goes to node u and again selects the link (u, v) with the minimum <7. The algorithm 

keeps selecting links with minimum a until it hits t. Although this extension does not 

guarantee finding a feasible path, the following lemma shows that it always returns a 

path, i.e., s and t are not disconnected by assigning 00 to some links. 

Lemma 3. When the above extension is used, it always returns a path, i.e., s and t 

are not disconnected by assigning 00 to some links. 

Proof: First, note that the basic algorithm always returns a path. If this path is not 

feasible but both minjwi[t] < ci and minjW2[t] < C2, then the above extension can 

be used. Since minjW2[t] < 02, there is at least one path, p, with W2(p) < cg. Assume 

that p consists of I nodes {vq, Vi, V2,..., vj), where vq = s and vi = t. Note that the 

extension first computes the labels M[u], m[u], M[u], and m[u} for each node u. Since 

W2{p) < C2, we have 

m[vi-i] + W2{yi-i, Vi) + m[v,] < C2 for i = 1,2,..., Z 
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From which we conclude that 

C2 - (m[u<_i] + W2{vi-u Vi) + m[ui]) = Si >0, for i = 1,2,..., / 

Also, Si < oo. Thus, we have < Si < ex for every link (ui_i,u,) along the 

path p. This ensures that there is at least one path from s to t, i.e., s and t are 

not disconnected. Of course, if no feasible path is found under the extension, the 

algorithm can trivially return the path p itself, ensuring the connectedness of s and 

Figure 4.7 depicts an example of how a DAG of shortest paths is constructed. 

The original network is shown in Figure 4.7(a). Suppose a path p is to be found from 

s to i such that wi(p) < ci = 10 and W2(p) < C2 = 10. Consider the case when 

FIGURE 4.7. An example of a network and the DAG containing the three shortest 
paths from s to t. 

k  =  1 ,  i.e., the algorithm minimizes Wi(p)  + W2{p) .  There are three shortest paths 

from s to t: pi =< s,l,t > with Wi{pi) = 7 and tU2(Pi) = H) P2 =< s,2,t > with 

vJi{p2) = 11 and W2{p2) = 7, and pa =< s, 1,2, f > with wi{p3) = 9 and W2{p3) = 9. 

For each of these paths, minjwi = minjW2 = 7, less than the respective constraints, 

so we can apply this extension. The corresponding DAG that contains all shortest 

paths w.r.t. Wi + ti;2is shown in Figure 4.7(b). By traversing forward and backward 

on this DAG, we compute the labels M[u], m[u], M[u], and m[u] (see Figure 4.8(a)). 

t • 

(a) (b) 
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M=0^ 
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m=5 m=2 

(a) (b) 

FIGURE 4.8. Finding the closest path to C2. 

After calculating a for each link as shown in Figure 4.8(b), the algorithm first selects 

link (5,1), followed by link (1,2), and finally link (2,t). Thus, the closest path ps 

is found. Since this heuristic step tends to minimize the additive difference in the 

approximation bound presented in Lemmas 2, the returned path p is more likely to 

satisfy both ci and C2. 

In some pathological cases, no linear combination of weights can result in returning 

a feasible path, despite the existence of such a path. An example of such a case is 

shown in Figure 4.9(a). Suppose that a path p is to be found from s to t such that 

< ci = 10 and W2{p) < C2 = 10. As shown in Figure 4.9(b), there are three 

pa ths  f rom s  to  t :  p \  =< s ,  1 ,  < >  wi th  Wi{p\ )  = 2 and  W2{pi )  = 15,  pa  =<  s , 2 , t>  

with Wi{p2) = 9 and W2{p2) = 9, and pa =< s, 3, <> with wiipz) = 17 and W2{pz) = 2. 

Only p2 is feasible. The approximation algorithm, say in Phase 1, returns a path based 

on the minimization of the composed weight l{p) = wi{p) + kw2{p). To return the 

feasible path p2, the algorithm needs to find an appropriate value for k such that 

Scaling 
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9 2 
wl(p) 

17 

(a) (b) 

FIGURE 4.9. A scenario in which the basic algorithm fails to find a feasible path 
from s to t .  

l(P2) is less than both l{p\) and /(pa). Hence, the value of k needs to be greater than 

7/6 to satisfy (/(pg) = 9 + 9A:) < (/(pi) = 2 + 15A:) and also less than 8/7 to satisfy 

(/(pa) = 9 + 9A:) < (/(pa) = 17 + 2A:). But this is impossible. In other words, the 

approximation algorithm cannot find the feasible path p2, irrespective of the value of 

k. This situation is illustrated in part (b) of the figure. 

To circumvent such pathological cases, we provide an extension to our basic algo

rithm based on the scaling in [33]. A new weight WjCe) is assigned to every link in 

the original graph as follows: 

where x is an adjustable positive integer in the range [1,C2]. The problem reduces 

to finding a path in the scaled graph such that Wi(p) < Ci and ^(p) ^ 

been shown that a solution in the scaled graph is also a solution in the original 

one [33]. If we scale the network in Figure 4.9(a) by x = 3, the scaled graph is shown 

in Figure 4.10(a). If the approximation algorithm uses the cost function /2(p) = 

wi(p) + kwl^ip) in the scaled graph with A; = 3, it will return the feasible path P2 (see 

Figure 4.10(b)), since /(pa) = 18 is less than both /(pi) = 20 and /(pa) = 23. 

(4.8) 
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0 2 9 2 17 
wl(p) 

(a) (b) 

FIGURE 4.10. Scaling the network in Figure 4.9 by x = 3 allows the algorithm to 
find a feasible path. 

Using the above scaling, function, one may increase the number of shortest paths 

in the scaled graph. If we apply our basic approximation algorithm to the scaled 

graph, the algorithm will consider more shortest paths (in the scaled graph) in each 

iteration of the binary search. It is intuitively true that the algorithm will terminate 

with a better (i.e., larger) value of k. 

It is important to note that in contrast to the algorithm in [33], the value of x 

does not affect the complexity of our algorithm. Choosing x as small as possible may 

increase the number of shortest paths as desired. However, this also decreases the 

number of paths for which ^ algorithm may not return a feasible 

path. The tradeoff between the value of x and the associated performance improve

ment after scaling by x is shown in Figure 4.11. Here, we measure the performance of 

the path selection algorithm by the success ratio, which shows how often the algorithm 

returns a feasible path. 

When the basic algorithm fails to return a feasible path, we scale the graph using 

different values of x and run the algorithm again. The following lemma shows that a 

binary search argument can be used to determine an appropriate x in the range [1, C2]. 

Since the basic algorithm is executed for each value of x, the overall computational 
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FIGURE 4.11. Performance of the path selection algorithm for different values of the 
scaling factor x. 

complexity of the scaling extension is C?(logC2logB(nlogn + m)). Note, however, 

that this extension is used only after the basic step with no scaling fails. 

Lemma 4. If the algorithm cannot find a path p for which ^ ^ scaled 

graph by x, then such a path cannot be found in a graph that is scaled by x' < x. 

Proof: Let the graph G be scaled by x = 2r for some integer r, and let V be the set 

of all possible paths in the scaled graph. If the algorithm fails to return a path p for 

which S 2r, then 

Vp€P. (4.9) 
e6p ' 

In order to prove the lemma, it suffices to show that if (4.9) is true, then the algorithm 

should never search for a path p! for which ty2(p') = [""if^ when the 

links of the graph are scaled down by x = r. Since we know that 

2 |"w2(e)j_rj ^ j'ii;2(e)-2rj 
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we can rewrite (4.9) as 

from which we conclude 

This, in turn, implies that no path p' eV will be selected by the algorithm, and the 

4.4 Randomized Algorithm For Path Selection Under Mul
tiple Constraints 

The previous approximation algorithm deals with only two constraints. However, QoS 

routing often involves more than two constraints in path selection. To address the 

MCP problem under any number of constraints, we design an efficient randomized 

algorithm called R-MCP. The randomization is simply to make random decisions 

during the execution of the algorithm [100, 109]. Because of randomization, R-MCP 

often avoids unforeseen traps and results in searching fast for a feasible path. R-MCP 

initially computes the cost of the best path from each node u to the destination node 

t w.r.t. each link weight and also w.r.t. a linear combination of all link weights. After 

this initialization, R-MCP starts from the source node and discovers neighboring 

nodes that fall in the estimated feasibility region that is calculated for each node 

based on the cost of the already traversed segment of an end-to-end path as well as the 

cost of the best remaining segment. This initialization step involves AT +1 iterations 

of Reverse-Dijkstra's algorithm whose complexity is C?(n log n + m). R_MCP then 

randomly chooses one of the discovered nodes and uses it to reach other nodes by 

exploring the graph as in breadth-first search whose complexity is 0{n + m). The 

basic R-MCOP is presented in Section 4.4.1. Further performance enhancement in the 

claim is true. • 
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randomized search is also possible at the expense of increasing the complexity from 

0{n + m) to 0{n\ogn + m). This enhanced version is presented in Section 4.4.2. 

4.4.1 Basic Randomized Algorithm 

A pseudo-code of R-MCP is presented in Figure 4.12. It maintains the following 

labels for each node u: Bk[u,v], L[u,v], Dfc[u], and 7r[«], k = Label 

Bk[u ,  v] represents the cost of the shortest path from u  to every possible destination v  

w.r.t. link weight Label L[u, v] is similar to Bk[u, v] but represents the cost of the 

shortest path w.r.t. the linear combination of all weights lUi + u;2 + • • • + wk. Label 

Dk[u] represents the cost of a path from s to « w.r.t. link weights Wk, k= 1,2,..., AT. 

The algorithm stores the predecessor of u in 7r[u]. If u has no predecessor, i.e., it has 

no t  been  d iscovered  ye t ,  then  7r [u]  =  NIL.  

Initially, R_MCP computes the cost of the best path from every node u to the 

destination t w.r.t. every link weight Wk and also w.r.t. the linear combination of 

these weights wi + W2 + . •. + wk- This initialization step can be done by one of the 

following two approaches. In the first approach, the cost of the best path from u 

to t (w.r.t. each link weight and w.r.t. the linear combination of these weights) can 

be found by executing Reverse-Dijkstra algorithm every time a path is requested. 

Alternatively, the initialization can be done all at once for all possible destinations 

by using Floyd-Warshal algorithm. The computational complexity of this algorithm 

is C?(n^) while the complexity of Reverse-Dijkstra's algorithm is O(nlogn + m) [2]. 

However, if the number of path requests is grater than 0{n), the additional complexity 

of Floyd-Warshal algorithm is amortized since the initialization step is performed once 

but the obtained information is used several times by the randomized algorithm. 

Therefore, either of these approaches can be chosen based on the expected number 

of path requests within a state update interval. 

After initialization step, the basic R^CP algorithm simply explores the graph, as 
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Initialization I (performed for each path request) 
/* Using Reverse-Dijkstra algorithm */ 
Compute Bk[u^ i], k = 1,2,..., AT and L[u, t] for all u 

end Initialization I 

Initialization II (performed once for all path requests) 
/* Using Floyd-Warshal algorithm */ 
Compute Bk[u ,u], k = 1,2,..., A", and L[u, u] for all u and v 

end Initialization II 

R_MCP(G = (V ,  E) ,  s ,  t , C k, k  =  1,2 , . . . ,  K)  
1. for A: = 1 to AT do 
2. if t] > Ck then 
3. return failure /* there is no feasible path */ 
4. end if 
5. end for 
6. if L[s ,  t] > ^k=i then 
7. return failure /* there is no feasible path */ 
8. end if 
9. /* there might be a feasible path, try to find it */ 
10. for attemt = 1 to 7 do 
11. RH_BFS(G = (V;£),s,0 
12. if t  is discovered (i.e., 7r[i} ^ NIL)  then 
13. return the path /* a feasible path is found */ 
14. end if 
15. end for 
16. return failure /* cannot find a feasible path, even one exists */ 
end R-MCP 

FIGURE 4.12. Randomized algorithm for path selection under multiple constraints. 
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in the breadth-first search (BFS) algorithm [43]. In contrast to BFS, which systemat

ically discovers every node that is reachable from a source node s, R_MCP randomly 

discovers nodes from which there is a good chance to reach a destination node t. By 

using the information obtained in the initialization step, R-MCP can decide whether 

this chance exists before discovering a node. If there is no chance, R_MCP can foresee 

the trap and randomly explore other nodes. For example in the first part (lines 1-8), 

R_MCP checks whether the cost of the shortest path from s to i w.r.t. Wk is larger 

than the constraint Ck for any of the Ar's. It also checks whether the cost of the short

est path w.r.t. the linear combination of weights is larger than the linear combination 

of the constraints. If any of these conditions is true, then there is no feasible path 

that satisfies all the given constraints. If all these conditions are false, then there is 

a chance of finding a feasible path. To illustrate how the algorithm decides whether 

there might be a feasible path or not, consider the network in Figure 4.13(a), where 

each link is associated with two weights There are five paths from s to 

w2 

0 2 4 7 8 wl 

(b) 

FIGURE 4.13. Example showing how R_MCP determines whether a feasible path 
might exist. 
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t, which are indicated by the black circles in Figure 4.13(b). The best-cost values 

w.r.t. the individual weights are indicated by the black square. The path crossing the 

solid line is the best path w.r.t. the linear combination of link weights. The shaded 

area represents the absolute rejection region while the unshaded area represents the 

estimated feasibility region. Suppose we have five connection requests rl, r2, r3, r4, 

and r5 with constraint values as indicated in Figure 4.13(b). By testing the conditions 

in lines 1-8 in R_MCP, the algorithm can determine that rl, r2, and r3 are definitely 

infeasible and that there might be feasible paths for r4 and r5 (even though no path 

satisfies the requirements of r4). 

If a request does not fall in the absolute rejection region, the algorithm calls 

RH-BFS (Randomized-Heuristic BFS) to randomly search for a feasible path for this 

request. Because of its randomized nature, this search can be applied more than 

once to increase the probability of finding a feasible path. Let 7 be the maximum 

number of such attempts. Simulation results in Section 4.6 show that even with 

7 = 1 the algorithm gives a high success rate in finding feasible paths. In fact, the 

detailed simulation results in [89] show that the improvement in performance with 

more attempts is very negligible, e.g., it is at most 0.5% when 7 is increased from 1 

to 5. 

A pseudo-code of RH_BFS is presented in Figure 4.14. Instead of a first-in first-

out queue which is used to manage the just discovered nodes in the original BFS, 

RH^FS uses a random queue Q for this purpose. In the main loop, RH-BFS chooses 

a random u from Q and tries to discover every v in the adjacency list of u. While BFS 

systematically discovers every node that is reachable from 5, RH-BFS discovers nodes 

from which there is a potential for having a feasible route to t. More specifically, 

it accumulates the cost of the already traversed segment from s to u, the cost of 

link (u,t;), and the cost of the best remaining segment from v to t w.r.t. each link 

weight and w.r.t. the linear combination of weights (line 12). This way, RH-BFS can 
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RHJBFS{G = {V,E),s, t) 
1. for each node u € V -  {s} do 
2. Dib[u] = oo, for fc = 1,2,.. .,/<r 
3. tt[U\ = NIL 
4. end for 
5. Djfc[s] = 0, for A: = 1,2,..., A" 
6. 7r[s] = — 1 /* s has no predecessor */ 
7. Q  =  { 3 }  
8. while Q # 0 and 7r[t] = N I L  do 
9. u = random[Q] 
10. Q  =  Q -  { w }  
11. for each v € Adj[u] do 
12. if 7r[t;] = NIL and 

D k [u] + Wk(u, v) + B k [v,  i] < Cfc V A: and 
(EifeLi Dk[u] + Wkiu, v)) + L[v, t] < Ck then 

13. -D/fcM = i5jk[w] + Wk{u, u) V fc 
14. 'k[v\ = u 
15. Q  =  Q \J{v}  
16. end if 
17. end for 
18. end while 
end RH3FS 

FIGURE 4.14. Randomized heuristic search for path selection. 
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determine an absolute rejection region as in Figure 4.13(b). If a connection request 

falls outside this region, then there is a chance of reaching t via v, so RH3FS discovers 

v from u, updates k = 1,2, and 7r[i;], and puts v into Q. The search 

terminates as soon as Ms discovered or if Q becomes empty. 

Next, we establish the correctness of the randomized algorithm. Since the al

gorithm is based on a heuristic, it may not find a feasible path even if one exists. 

However, the following theorem shows that if the algorithm returns a path, then this 

path must satisfy the given constraints. Such a randomized algorithm, which either 

returns a correct solution or does not return any solution, is known as Las Vegas 

Algorithm [109]. 

Theorem 2. Suppose that RJ4CP is executed onG = (V, E) to find a path p from s 

to t such that Wk{p) — < Cfc for k = 1,2,..., K. If R^CP discovers 

t (i.e., 7r[t] ^ NIL) upon termination, then the constructed path p from s tot satisfies 

the given constraints. 

Proof: Assume that the algorithm returns a path p= {vq,V i,V2, . . .  ,v i ) ,  where Vq = s 

and vi = t. We show that p satisfies the given constraints. Let Vi-i and v, be two 

successive nodes that lie on p. RH_BFS discovers u, from Ui_i if (line 12 in RH_BFS) 

for d\\ k = 1,2,... ,K. After the discovery of u,, we have (line 13 in RH^FS) 

ftlfi-il + Wk(vi~i,vi) + Btlt),-, «I < Ck (4.13) 

(4.14) 

from which we conclude that 

<"*("1-1, "i) = ftN - (4.15) 

From (4.13) and (4.14), we have 

+ Btbi, «| < C» (4.16) 

(4.17) 
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Summing the weights {wk for each k = 1,2, . . .  ,K)  along the path p yields 

I 
^k(p) = ^Wk(vi^i,vi) (4.18) 

i=l 
I 

= ^ Dib[u,] - £)fc[ui_i] (4.19) 
i=l 

= Dk[vi]  -  Dfc[t;o] (4.20) 

= Dk[vi]  <Ck-  Bk[vi ,  t]  = Ck (4.21) 

In this derivation, (4.20) comes from the telescoping sum on (4.19). Then, (4.21) first 

follows from A[uo] = = 0; it then follows from = Bk[t,t] = 0. Thus, 

'UJkip) < Ck for each A: = 1,2,..., AT. • 

We now evaluate the worst-case complexity of the algorithm. Let n be the number 

of nodes and m be the number of links in the graph. We assume that K and 7 

(the maximum number of RH-BFS iterations) are constants and much smaller than 

n. In the worst-case, the initialization step requires AT + 1 iterations of Reverse-

Dijkstra's algorithm whose complexity is O{nlogn + m). Note that the initialization 

can also be done using Floyd-Warshal algorithm whose complexity is 0{n^). After 

the initialization step, R_MCP performs K + 1 comparisons (lines 1-8) to check the 

possible existence of a feasible path. It then calls RH-BFS at most 7 times (lines 10-

15). The computational complexity of RH_BFS is 0{n+m) (same as BFS [43]). As a 

result, the computational complexity of R-MCP is (!?((A'-hl)+7(n+m)). The overall 

worst-case complexity of searching for a feasible path is 0{{K + l)(nlogn + m) + 

y(n + m)). The storage complexity of the algorithm is 0(n) if the Reverse-Dijkstra's 

algorithm is used. It is O(n^) if Floyd-Warshal algorithm is used. 
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Example 

The following example illustrates the operation of the randomized algorithm. Con

sider the network in Figure 4.15. Each link is bidirectional and has two additive 

weights {wi,w2). Although in this example links are symmetric, the algorithm can 

run on asymmetric links with real-valued weights. Suppose we want to find a path 

from s = 0 to i = 4 with ci = 13 and C2 = 12. Assume that labels Bjfc[u,4], 

< Bi [u,4], B2[u,4] , L[U,4] > <2.5,7> 

<7.3,10> 

FIGURE 4.15. Example that illustrates how the randomized algorithm finds a feasible 
path. 

k — 1,2, and L[u,  4] for each u have been computed as shown in Figure 4.15. Since 

Bi[0,4] = 10 < ci, B2[0, 4] = 6 < C2, and I'[0,4] = 20 < Ci -I-C2 = 25, R_MCP 

proceeds to search for a feasible path. It calls RH-BFS whose execution is illustrated 

using dashed lines. RH-BFS randomly chooses u from Q and discovers the nodes 

in the adjacency list of this u. By default, 5 = 0 is discovered first and placed in 

Q. Since Q = {0}, RH.BFS chooses node 0, discovers the adjacent nodes 1 and 

7, and puts them in Q. Suppose that RH-BFS randomly chooses node 1 from Q. 

It then discovers node 8, resulting in Q = {7,8}. At that time it cannot discover 
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node 2 since /?2[1] + 2) + B2[2,4] = 1 + 8 + 5 = 14 > C2. Next, it ran

domly chooses node 8, from which it discovers node 9, resulting in Q = {7,9}. Now, 

assume that it randomly chooses node 9. At this node, RH-BFS foresees that if 

it discovers node 5 from node 9, there is no chance to reach the destination since 

Di[9] + t/;i(9,5) + Bi[5,4] = 9 + 3 + 2 = 14 > Ci. However, it discovers node 3, 

resulting in (^ = {7,3}. Suppose RH_BFS randomly chooses node 3, from which it 

will discover the destination node 4. At this point, the algorithm stops and returns 

the feasible path p = (0,1,8,9,3,4). 

One aspect of the randomized search is that even if the network state does not 

change, different executions of the algorithm can result in different feasible paths. For 

some applications (e.g., IP telephony), it is desirable to use the same route for all or 

some of the calls between the same 5 and t. In such cases, path caching [119] can be 

used in conjunction with our randomized algorithm. 

4.4.2 Enhanced Randomized Algorithm 

The performance of the randomized search can be enhanced by ranking nodes in Q 

according to a heuristic selection function described below and then choosing one 

of these nodes in a manner that favors the top nodes in Q. In the simulation sec

tion, we consider a special case (deterministic version) of the enhanced algorithm 

(ER-MCP JD) that always selects the top node in Q. This enhancement increases 

the complexity of the RH^FS from 0(n + m) to C?(n log n + m) since the nodes 

need to be ranked. So the overall complexity becomes K + 2 times that of Dijkstra's 

algorithm. 

The heuristic selection function computes the area between the given constraints 

and the estimated feasibility region determined at each node. The larger the area, 

the better the chance of finding a feasible path. Let us consider how the algorithm 

computes this area for each discovered node and then selects one of these nodes. 
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Consider again the example in Figure 4.15. The algorithm first initializes the graph 

and associates labels with each node as shown before. The algorithm again decides 

that there might be a feasible path from s to t, and thus discovers nodes 1 and 7 

from s. In contrast to randomly selecting one of these nodes from Q, the enhanced 

algorithm first ranks them based on the above heuristic function. The estimated 

FIGURE 4.16. Example of how the enhanced randomized algorithm computes the 
area between the constraints and the tentative feasibility region at: (a) node 1, (b) 
node 7. 

feasibility regions at nodes 1 and 7 are shown in Figure 4.16(a-b). The algorithm 

determines these regions as follows. At node 1, the best Wi from s to t via node 1 is 

1 + 9 = 10 since wi{s, 1) = 1 and Bi[l, t] = 9; the best W2 from s to < via node 1 is 

1+5=6 since W2{s, 1) = 1 and B2[l, <] = 5; and the best Wi +W2 from s to i via node 

1 is 1 + 1 + 18 = 20 since L[l, t] = 18. At node 7, the best wi from s to t via node 7 

is 2 + 9 = 11 since wi(s, 7) = 7 and Bi[7, i] = 9; the best W2 from s to i via node 7 

is 2 + 7 = 9 since W2is, 7) = 2 and B2[7, i] = 7, and the best Wi + W2 from s to t via 

node 7 is 2 + 2 + 18 = 22 since L[7, i] = 18. The shaded regions in Figure 4.16(a-b) 

show the areas between the given constraints and the estimated feasibility region at 

nodes 1 and 7, respectively. These areas are given by 10 and 4, respectively. Thus, 

node 1 has a better chance of being selected than node 7. 

M *' 
(a) (b) 
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4.5 Heuristic Algorithm For Multi-Constrained Optimal Path 
Selection 

The previous two algorithms address only the feasibility problem without taking into 

account the resource-efficiency of the selected feasible path. To address the MCOP 

problem in its most general form, in this section we develop an efficient heuristic 

algorithm (called H-MCOP). By general, we mean that our solution is applicable to 

the feasibility problem (i.e., the MCP problem) under any number of QoS constraints 

and with cost optimization of the selected feasible path. For the feasibility part, 

H-MCOP attempts to minimize a nonlinear cost function which involves a predeter

mined constant A. Minimization of this nonlinear function gives new insights into 

finding a feasible path in the MCP problem by offering a continuous spectrum of 

solutions ranging from a generalized linear approximation (GLA) when A = 1 to an 

asymptotically optimal solution as A -> oo. To minimize the same nonlinear func

tion, the authors in [46] proposed a different heuristics called TAMCRA that uses the 

A;-shortest path algorithm without path optimization. H-MCOP, however, requires 

only two iterations of modified Dijkstra's algorithm while also incorporating the op

timization of the selected feasible path. In Section 4.5.1, we present the nonlinear 

cost function and formalize its theoretical properties. We then present H-MCOP and 

prove that it guarantees at least the performance of GLA and often improves upon 

it. 

4.5.1 Nonlinear Cost Function for MCP 

Consider the following cost function for any path p from the source to the destination; 

+ + + (4.22) 
CI C2 CK 

where A > 1. Suppose there is an algorithm X that returns a path p by minimizing the 

cost function (4.22) for a given A > 1. Then, the following bounds on the performance 
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of algorithm X can be established. 

Theorem 3. Consider the MCP problem (i.e., the MCOP problem without optimizing 

the selection of a feasible path). Assume that there is at least one feasible path p* in 

the network. Let p be a path that minimizes the cost function g\ for a given A > 1. 

Then,  ( i )  Wkip)  < Ck for  at  least  one k ,  and ( i i )  Wkip)  < ¥Kck for  al l  o ther  k 's .  

Proof: If the returned path p is feasible, then from (4.22) the above bounds are 

correct. Assume that p is not feasible. Since the algorithm returns the path p (and 

not the feasible path p*), it must be true that 

9\(p) < 9\{P*) 

In addition, since Wk{p*) < Ck for ail fc's, we have 

9x{p*)  < K 

Thus, 

gxip)  < K (4.23) 

If Wkip)  > Cfc for all A's, then g\[p) > K. Since this contradicts (4.23), we must 

have Wkip) ^ at least one k, and the bound in part (i) is correct. Note that if 

gxip) > K, then it is guaranteed that there is no feasible path p* in G because for at 

least  one k,  Wkiq)  > Ck for  every path q.  

To prove part (zi), assume to the contrary that for at least one constraint cj we 

have Wjip) > VKcj, so that (^'^)^ > K. It readily follows that g\ip) > i^^^)^ > 

K, which contradicts (4.23). Hence, part (ii) is proved. • 

Corollary 1. A increases, the likelihood of finding a feasible path also increases. 

Proof: Follows immediately from Theorem 3 (tyjb(p) < ^'*\/Kck < VKck, for any 

(^>0).  •  
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Therefore, to increase the probability of finding a feasible path, it makes sense to 

set A to its largest possible value, i.e., A —• c». In order to provide a practical compu

tational model for A ^ cx), we can replace the cost function g'ip) = \imx-^oo 9\{p) by 

another cost function that does not explicitly involve A but that achieves the same 

ordering of candidate paths as g*. More precisely, we consider the following cost 

function for a path p [46]: 

h(p)  = max{ 
wi{p)  W2{p)  WKip)  

} 
Cl C2 CfC 

The following theorem establishes the equivalence of g* and h. 

(4.24) 

Theorem 4. Let pi andp2 be any two paths. Then g*{pi) < g*{p2) iffh{pi) < h{p2). 

Proof; It is obvious that as A ^ oo, g\{p)  is dominated by the largest term in (4.22), 

or equivalently, by max{^^^^, • • • , }• A similar argument can be used to 

establish the proof in the other direction. • 

Figure 4.17 depicts a pictorial illustration of how algorithm X finds a feasible path 

with three different values of A. The shaded area represents the feasibility region in 

the 2D parameter space (i.e., two weights are associated with each link). The black 

X —M 
(C) 

' Wl(p) 

cl 

FIGURE 4.17. Searching for a feasible path that minimizes gx{p). 

dots represent the normalized costs of various paths w.r.t. Wi and W2. Each contour 
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line in the figure indicates paths with equal value w.r.t. the given cost function. 

Starting at the origin, algorithm X slides the fixed-cost contour line outward in the 

direction of the arrow until it hits a path (i.e., black dot in the figure). The returned 

path has the minimum cost w.r.t. g\. As shown in the figure, the larger the A value, 

the closer the shape of the contour lines to that of the (hypercube) feasibility region. 

As A oo, algorithm X becomes exact, i.e., it is guaranteed to find a feasible path 

if one exists. 

For A = 1 it is easy to develop a polynomial-time algorithm that minimizes gi{p) .  

This is done by assigning a combined weight /(e) = + • • • + to 

every link e and finding the shortest path w.r.t. /(e) using Dijkstra's algorithm. From 

Theorem 3, the returned path p satisfies the following bounds: (i) Wkip) < Ck for 

at least one k, and (ii) Wkip) < Kck for all other k's. As a matter of fact, this is a 

generalized linear approximation algorithm that applies to any number of constraints. 

It includes as special cases the approximation algorithms developed in [83] (except 

for the normalization factors). 

For A > 1 the nonlinearity of (4.22) makes it impossible to provide an exact 

polynomial-time minimization algorithm. Hence, one has to rely on heuristics. One 

such heuristics (the TAMCRA) was proposed in [46], which aims only at finding a 

feasible path based on the A;-shortest path algorithm. Since no path optimization is 

performed, the selected path, albeit feasible, may be undesirable from a cost stand

point. Our goal is to provide a new heuristic algorithm that addresses both the 

feasibility aspect as well as the cost effectiveness of the selected path. 

Due to the heuristic nature of our algorithm, its performance may not always 

improve monotonically with A, i.e., it is possible that the heuristic search fails to 

find a feasible path based on A2, which otherwise can be found based on Ai < A2). 

However, simulation results show that increasing A most often results in performance 

improvement. Hence, it makes sense to base the design of our heuristic on the cost 
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function g*,  or equivalently h.  

4.5.2 Efficient Heuristic for MCOP 

We now present our heuristic algorithm H-MCOP, which attempts to find a feasible 

path subject to K additive constraints and, simultaneously, minimize the cost of that 

path. For the feasibility part, H^COP tries to minimize the objective function gx for 

A > 1. In doing so, it first exactly finds the best path w.r.t. gi from each node u to t. 

I t  then s tar ts  f rom s  and discovers  each node u based on the minimizat ion of  g\{P),  

where P is a complete s-t path passing through node u. This s-t path is heuristically 

determined at node u by concatenating the already traveled segment from s to u 

and the estimated remaining segment (the above best path w.r.t. ^i) from u to t. 

Since the algorithm considers complete paths, it can foresee several paths before 

reaching the destination. For the optimality part, if some of these foreseen paths are 

feasible, H^COP selects the one that minimizes the primary cost function. Using 

this preference rule (i.e., minimize the primary cost function if the foreseen path is 

feasible; otherwise, minimize the nonlinear cost function), H-MCOP can be simply 

implemented as single-objective algorithms. 

A pseudocode for H_MCOP is shown in Figure 4.18. Its inputs are a directed 

graph G = (V, E) in which each link (i, j) is associated with a primary cost c{i, j) 

and K weights A; = 1,2,...,A'; a source node s; a destination node P, and 

K constraints Ck,  k  = 1,2,For each node u,  the algorithm maintains the 

following labels: r[w], /2fc[u], 7rr[u], </[u], Gjfc[w], and c[ti], k = 1,2,..., /t". Label 

r[u] represents the cost of the shortest path from utot w.r.t. the cost function g\ (i.e., 

gx with A = 1). Labels A; = 1,2,..., A", represent the individually accumulated 

link weights along that path. The predecessor of u on this optimal path is stored in 

label TTrfu]. Label ^[u] represents the cost of a foreseen complete path that goes from 5 

to t via node u w.r.t. the cost function h (or gx, A > 1). Labels Gjt[u], A: = 1,2,..., AT, 
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H-MCOP(G = (K E),  s, t ,Ck,k  = 1,2, . . . ,  K)  
1. Reverse_Dijkstra(G = (V, E), t ) - ,  
2. if r[s] > K then 
3. return failure /* there is no feasible path */ 
4. end if 
5. Look-AheadJDijkstra(G = (V, E),  s); 
6. if <Ck' ik  = 1,2,  . . . ,K then 
7. return the path /* a feasible path is found */ 
8. end if 
9. return failure /* there is no feasible path or H_MCOP cannot find it */ 

FIGURE 4.18. The heuristic algorithm H_MCOP for the MCOP problem. 

and c[u] represent the individually accumulated cost of link weights and the primary 

cost along the already traveled segment of this path from s to u. The predecessor of 

u on this path is stored in the label 7rg[u]. 

There are two directions in the algorithm: backward (from t to s) to estimate 

the cost of the remaining segment using A = 1 and forward (from s to t) to find 

the most promising path in terms of feasibility and optimality using A > 1. In the 

backward direction (lines 1-4 in HJ4C0P), the algorithm finds the optimal path from 

every node u to i w.r.t. the cost function ^i(-)- For that, it uses Reverse_Dijkstra [2] 

with some modifications to the relaxation process, as shown in Figure 4.19. Note that 

H_MCOP does not use 7rr["], the predecessors of nodes in the reverse paths from every 

node to t. They are just included for the completeness. Reverse-Dijkstra initially sets 

r[u] = 00 and 7rp[u] = NIL for every node u. It then starts at node t by setting r[i] 

and k = 1,2,....AT, to zeros. It explores the graph and eventually returns 

a path p from s to t. Before proceeding further, the algorithm checks r[s] > K 

to determine the possibility of discovering a feasible path (based on the proof of 

Theorem 3, r[s] > K implies necessarily the nonexistence of a feasible path). 
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Reverse-DjjkstraJielax(tz, v) 
1. if r[u] > X;f=i then 
2. rM := 
3. IJFCM := I2FC[T;] + Wk(u,  v)  (or  k  = 1,2, . . .  ,K 
4. TTRFU] := U 
5. end if 

FIGURE 4.19. Modified relaxation procedure for Reverse-Dijkstra. 

If there is a possibility that the network contains a feasible path, a heuristic 

search procedure called Look-AheadJDijkstra is executed in the forward direction 

(line 5 in H_MCOP). This procedure uses the information provided by the above 

Reverse JDijkstra to identify whether there is another path q which provably improves 

the performance over the above returned path p. To implement Look-AheadJDijkstra, 

we need to slightly modify the relaxation process of Dijkstra's algorithm [43], as shown 

in Figure 4.20. 

Look-AheadJDijkstra initially sets g[u] = oo and 'Kg[u] = NIL for every node u.  

It then starts from node s, setting ^[s], c[s], and Gfe[s], k = 1,2,...,/if, to zeros. 

It explores the graph by choosing the next node based on the preference rule in 

Figure 4.21. This rule takes as input two nodes and their labels. It then selects 

one of these nodes such that the selected one minimizes the primary cost function if 

foreseen s-t paths passing through these nodes are feasible; otherwise, it selects the 

one that minimizes the objective function gx. 

Eventually, H_MCOP returns a path q from s to i using A > 1. The following 

theorem guarantees that q cannot be worse than the path p found using A = 1, i.e., 

q has either less primary cost than p if p is feasible, or it has more chance of being 

feasible than p if p is not feasible. This theorem also states that H-MCOP guarantees 

at least the performance of the linear approximation algorithm with A = 1 and often 
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Look-Ahead-Dykstra-Relax(u, v) 
1. Let imp be a temporary node 
2. c[tmp] := C[M] + c(u, v)  
3a if A < oo then g[tmp] := +«*M)A 

3b if A = oo then g[tmp] := max{ | 1 < A; < /if} 
4. Gkitmp] := GJFC[U] + Wk{u, v) (ot k = 1,2,K 
5. Rk[tmp] := i2jfc[i;] for A: = 1,2,..., A" 
6. if Prefer.the.best(imp, v) = trap) then 
7. c[t;] := c[tmp] 
8. ^[u] := g[tmp\ 
9. Gfcit;] := Gk[tmp] for A: = 1,2,..., AT 
10. TTofv] := u 
11. end if 

FIGURE 4.20. Modified relaxation procedure for Look-AheadJDijkstra. 

Prefer-the-best(a, b) 
1. if c[a] < c[6] and VA: Gfc[a] + flit [a] < c* then retiirn(a) 
2. if c[a] > c[6] and VA: 4- i2fc[6] < Ck then return(6) 
3. if <7[a] < ^[6] then retiurn(a) 
4. return(6) 

FIGURE 4.21. Preference rule to choose between two nodes a and b. 
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improves upon it. 

Theorem 5. Suppose that H^COP algorithm returns the path p by searching back

ward from t to s (using Ai = 1^ and, subsequently, returns the path q by searching 

forward from s to t (using g\j{) with A2 > Ij. Then, (i) ifp is feasible, q is feasible 

and c{q)  < c{p);  ( i i )  i fp  is  not  feasible ,  gxj iq)  < gxt ip)-

Proof: Assume that p consists of I  nodes {v0,vi ,v2, . . .  ,v i )  where vq = s and u/ = t .  

In the forward direction, H_MCOP initially extracts s from heap and discovers its 

neighbors including vi and inserts them into the heap. H^COP then extracts the 

next node (say u) from the heap based on the preference rule given by the procedure 

Prefer_the_best. Actually this works as follows. Assume that we have hf +hi nodes 

in the heap, where hf 'xs the number of nodes at which the foreseen paths are feasible 

(i.e., Vfc G*:[-] + i2fc[-] < Cfc) and /i, is the number of nodes at which the foreseen paths 

are infeasible. li hf > 0, then the next node is the one with minimum c[-] among 

these hf nodes. Otherwise (i.e., hj = 0), the next node is the one with minimum ^f-]. 

Now first assume that p is feasible. In other words, hf > 0 since at least the 

the foreseen path at vi is feasible. If there is no other foreseen feasible path, then 

H_MCOP extracts Vi and continue to explore the graph by visiting nodes uj, U3,..., w/. 

If there are some other nodes at which the foreseen paths are feasible, then H-MCOP 

extracts one of them with minimum c[-] and explores the graph through this node. 

As a result, H^COP returns either p or another feasible path q with less cost. Thus, 

part {i) is correct. 

If all foreseen paths are infeasible, then the algorithm explores the graph based 

on the minimum y[.]. Again the algorithm considers Vi at the first time. If (/[vi] is 

minimum, then the algorithm will explore the graph from Vi and continue to visit 

V2,V3,... ,vi as long as they have the minimum y[-]. Otherwise, the algorithm will 

explore another node whose value is less than <7[vi]. As a result, H_MCOP returns 

either p or another path q with less g(-). Thus, part (ii) is also correct. Therefore, 
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the returned path q will be either better than p or at least as good as p in terms of 

both feasibility and optimality. • 

The computational and space complexities of the resulting H_MCOP algorithm 

are equal to that of Dijkstra's, since at most two modified versions of Dijkstra's 

algorithm are executed with the complexity of 0{n\og{n) + m). To improve the 

performance, the forward direction of H_MCOP can be used with the A;-shortest 

path implementation of Dijkstra's algorithm presented in [37]. In addition, as in 

TAMCRA, dominated paths can be eliminated to improve the performance. In this 

case, H_MCOP has the same worst-case complexity of TAMCRA in the forward 

direction. Our simulation results (shown in the next section) indicate that for the 

small values of k H-MCOP gives slightly better performance than TAMCRA in terms 

of finding feasible paths. Furthermore, due to the additional path optimization feature 

of H_MCOP, its returned paths are much more resource efficient than their TAMCRA 

counterparts. 

Example 

The following example illustrates the operation of H^COP under the nonlinear cost 

function h. For simplicity, we exclude path optimization from this example. Consider 

the network in Figure 4.22(a). For simplicity, assume that each link has two weights 

wi and W2 and that links are symmetric (note that H-MCOP can run on asymmetric 

links with multiple real-valued weights). Suppose that a path is to be found from 

s to t which satisfies the constraints ci = 10 and cj = 10. Figure 4.22 describes 

the steps taken by H-MCOP to discover such a path. In the backward direction 

(Figures 4.22(a)-(c)), Reverse-Dijkstra finds a path from every node to the destination 

node t. Since the returned path (s, u, v, t) is not feasible and the value of the cost 

function (r[5] = 1.6) is less than K = 2, the algorithm proceeds to search for a feasible 
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FIGURE 4.22. Example that illustrates the operation of H_MCOP. 
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path in the forward direction using Look_Ahead_Dijkstra. Although ReverseJDijkstra 

cannot find a feasible path in this example, it provides useful information (labels 

for Look-Ahead-Dijkstra, enabling it to find a feasible path. Figures 4.22(d)-

(e) show the state of the algorithm during the execution of Look-Ahead-Dijkstra 

based on the cost function h. The algorithm starts from s and discovers its neighbors 

u and V by relaxing links (s, u) and (5, v). The process of relaxing a link {i,j) consists 

of testing whether the cost of the foreseen path that goes through j can be improved 

by going through i to j and, if so, of updating the new values of the cost function and 

the predecessor of node j [43]. The algorithm then selects node v at which the value 

of the cost function is minimum and tries to discover its neighbors. Since the value of 

the cost function at node t decreases if link (v, t) is used, the algorithm relaxes this 

l ink.  However ,  i t  cannot  relax l ink {v,  u)  since the value of  the cost  funct ion a t  node u 

does not decrease if this link is used. Now there are two nodes u and t to explore the 

graph. Since the value of the cost function at t is minimum, the algorithm selects it 

but cannot relax any more links. Finally, the algorithm selects u and relaxes only the 

link (u, t) since the value of the cost function at t is decreased through this relaxation. 

Final ly ,  the  algori thm returns  the feasible  path (s ,u , t ) .  

4.6 Performance Evaluation 

In this section, we contrast the performance of the three proposed algorithms Ap-

prox_2CP, R-MCP, and H-MCOP with JafiTe's two approximation algorithms [83] 

(one with a = /3 = 1 while the other with a = 1 and j3 = Chen's heuristic 

algorithm [33], and TAMCRA [46]. Note that our three algorithms have been de

signed with an increasing level of generality while improving the performance and the 

computational complexity. As a result of this effort, H-MCOP gives better perfor

mance than other algorithms, including Approx.2CP and R.MCP, for the same order 

of computational complexity. In addition, H3IC0P tries to optimize the cost of the 
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selected feasible paths. So we mainly focus on H-MCOP and compare it with various 

algorithms. In our simulations, several random network topologies have been studied 

and similar trends have been observed across these topologies. 

4.6.1 Simulation Model and Performance Measures 

In our simulations, we use the random graph generator package described in [31] to 

generate 50-, 100-, and 200-node random topologies based on Waxman's model [145]. 

In addition, we use two realistic topologies, shown in Figure 4.29. We associate two 

randomly generated weights (e.g., delay and delay-jitter) with each link As 

shown in Table 4.1, the two weights are sampled from two different uniform distri

butions with three levels of correlations (positively correlated, no correlation, and 

negatively correlated link weights). Positive correlation means that both weights 

Link 
weight 

Positive 
correlation 

No 
correlation 

Negative 
correlation 

W l i h j )  ~  uni form[l ,  50] 
~ um/orm[l, 100] 

OR 
~ uniform[50,100] 
~ uniform[100,200] 

~ uniform[l ,  100] 
~ uniform[l, 200] 

~ unif  orTn[l ,  50] 
uniform[100,200] 

OR 
~ um/orm[50,100] 
~ uniforTn[l, 100] 

TABLE 4.1. Ranges of link weights and the correlation between them. 

have small means or large means. Negative correlation means that one of weights is 

selected from a uniform distribution with a small mean while the other is selected 

from another uniform distribution with a large mean. No correlation means that both 

weights are independently selected from uniform distributions. The primary cost of a 

link {i,j) is taken as c(i,j) ~ uniform[l, 200]. In addition to uniform distribution, we 

experiment with other distributions, including normal and exponential distributions. 

To test the algorithms in the critical cases, the source and destination of a request 

are randomly generated such that the minimum hop-count between them is at least 
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three. Note that one or two hop paths are easy to deal with since all such paths can 

be enumerated using a simple algorithm with at most the complexity of O(n^). The 

constraints are also randomly generated, but their ranges are determined based on the 

best paths w.r.t. Wi and W2, as follows. Let pi and p2 be two shortest paths from s to ^ 

w.r.t. Wl and W2, respectively. We take ci ~ uniforTn[0.8wi{p2), \.2w\{p2)] and C2 ~ 

uniform]f).%Wi{jp\), 1.2w2{pi)]. The shaded box in Figure 4.23 represents the region 

w2 

a 
p« 

•p2^ 
wl 

FIGURE 4.23. The selection of constraints. 

from which the constraints are selected. We extended this region in several directions 

(up, down, left, right). Although the absolute values of performance measures can 

change, the relative differences in the performance of compared algorithms do not 

change. 

We contrast the performance of various path selection algorithms using two mea

sures: (i) the success ratio (SR), which refers to the fraction of connection requests 

for which feasible paths are found by given algorithm, and (ii) the average value of 

the primary cost function per routed connection (AvgCost), where a routed connection 

request is one for which the given path selection algorithm returns a feasible path. 

AvgCost shows how costly a feasible path is, on average. The results reported in the 

subsequent sections are averaged over several runs and the 95% confidence intervals 

are computed. In each run, ten random graphs are generated. For each instance 

of a random graph, ten independent realizations of link weights are generated using 

different random seeds. Finally, for each instance of a random graph with given link 
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weights (there are a total of 100 of such instances per experiment), about 2000, 2500, 

and 3000 connection requests are generated for graphs with 50, 100, and 200 nodes, 

respectively. 

4.6.2 Performance of H-MCOP for Different Values of A 

From Corollary 1, it is expected that the performance of H_MCOP improves with A. 

However, since H_MCOP is only an approximation of a nonexistent algorithm X 

that minimizes g\, our first goal is to verify that increasing A will almost always 

improve the SR of H_MCOP, which gives the justification for using g* (equivalently, 

h) in the design of H_MCOP. Figure 4.24 shows the average SR of H_MCOP versus 

A for random graphs with 50, 100, and 200 nodes and with positively correlated, 

uncorrelated, and negatively correlated link weights. In particular, the difference in 

s «• 
/ , • 

ft 
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i 
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to IS ao at 

FIGURE 4.24. Success rate of H_MCOP versus A (95% confidence intervals are also 
depicted). 

performance between the case of A = 1 and A = oo is quite significant. Due to the 

heuristic nature of the algorithm, one can expect few anomalies in the general trend. 

However, these deviations are observed to be negligible in magnitude and frequency. 
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4.6.3 Performance Comparison of Path Selection Algorithms 

We now contrast the performance of H_MCOP (based on the cost function h) with 

other path selection algorithms. Figure 4.25 shows the SRs of various algorithms. 

When the link weights are positively correlated, the path weights also become pos-

FIGURE 4.25. SR of various algorithms used on random graphs with 50, 100, and 
200 nodes. 

itively correlated, and thus linear approximation algorithms have a good chance of 

finding feasible paths by minimizing the linear combination of link weights. How

ever, if the link weights are negatively correlated, there will be more paths in the 

network for which W\{p) » W2(p), or vice versa. This degrades the performance of 

Jaife's linear approximation algorithms, which work best when the two link weights 
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are positively correlated. In fact, by changing the slope of the search line (i.e., a 

and /3) as done in Approx_2CP, the performance can be improved at the expense 

of more iterations of Dijkstra's algorithm. Although the worst-case complexity of 

Approx-2CP is log B times that of Dijkstra's algorithm, the actual number of calls 

to Dijkstra's algorithm varies in the range [l,logB], where B is the upper bound on 

the longest path w.r.t. one of the link weights. It should be noted that Approx..2CP 

runs at its worst-case complexity only if it is deemed to fail, i.e., if the algorithm 

succeeds in finding a path, it will do so with much fewer Dijkstra's iterations than 

log B. A more detailed comparison of Approx-2CP with other algorithms is presented 

in [90]. To avoid the shortcomings of linear approximation algorithms, R-MCP and 

H-MCOP search for a feasible path using nonlinear cost functions and provide better 

SR than linear approximation algorithms. Note that H-MCOP requires at most two 

iterations of Dijkstra's algorithm and gives almost the same SR that of R-MCP and 

ER_MCP J), both of which require K + 2 iterations of Dijkstra's algorithm. A more 

detailed study of R_MCP and its enhanced version is presented in [89]. To compare 

H-MCOP with Chen's heuristic, we need to properly set the value of x of the lat

ter algorithm. As x goes to infinity, the SR of Chen's heuristic approaches that of 

the optimal exponential-time algorithm. But given its Oix^r?) complexity, a large 

X clearly meikes the algorithm impractical. To get as close as possible to achieving 

the same computational complexity of H.MCOP, x must be set to two. However, 

since in our simulations we consider paths with a minimum of three hops and Chen's 

algorithm finds paths with at most x hops, we set x to three. Even with x = 3, the 

SR of this algorithm still lags significantly behind others (its SR, which is not shown 

in the figure, is around 0.2). Note that with x = 3, Chen's algorithm requires nine 

iterations of Dijkstra, i.e., at least four times the running time of H-MCOP. 

To compare H-MCOP with TAMCRA, we need to properly set the value of k in 

the latter algorithm. As k goes to infinity, the performance of TAMCRA approaches 
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that of the exact exponential-time algorithm. But given its 0{km log(A;n) + ik^m) 

complexity, a large k clearly makes the algorithm impractical. To get as close as 

possible to achieving the same computational complexity of H-MCOP, k must be set 

to one or two. Note that H_MCOP uses two iterations of the Dijkstra's algorithm to 

minimize the same nonlinear cost function that is used in TAMCRA, but TAMCRA 

uses a different heuristic based on A;-shortest path algorithm. Figure 4.25 shows that 

H^COP has almost the same SR that of TAMCRA with fe = 2 while the worst-case 

complexity of TAMCRA with A; = 2 is slightly higher than that of H_MCOP. However, 

since both TAMCRA and HJ^COP can be used with A;-shortest path algorithm and 

give better performance than other algorithms when k is increased, we single them 

out and contrast their performances in more detail in the next section. Although 

both algorithm gives the similar SR performance under comparable computational 

complexities, H JiCOP significantly reduces the cost of a selected feasible path over 

TAMCRA. 

4.6.4 Detailed Performance Comparison of H31COP and TAMCRA 

In this section, we compare H-MCOP and TAMCRA in more detail, using both al

gorithms with A;-shortest paths along with the eliminating dominated paths. We 

study several factors that impact the performance, including the number of nodes, 

the number of edges, the distribution of the link weights, the correlation between link 

weights, and the selection of constraints. We first consider the random topologies used 

before. In addition to the uniform distribution, we also consider normal and exponen

tial distributions for link parameters. Figure 4.26 shows the SRs of both algorithms 

versus k when the link pareimeters are generated from the uniform distributions de

scribed in Section 4.6.1. Figure 4.27 shows the SRs of both algorithms when the 

link parameters are generated from normal distributions with the following means 

and standard deviations: ~ norma/(250,80), W2{i,j) ~ norma/(150,50), 
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(b) 

(c) 

FIGURE 4.26. SRs of HJiCOP and TAMCRA with A;-shortest paths and with uni
formly distributed link parameters: (a) 50 nodes; (b) 100 nodes; (c) 200 nodes. 
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FIGURE 4.27. SRs of H_MCOP and TAMCRA under normally distributed link 
parameters. 

and c{i , j )  ~ normaZ(100,30). Figure 4.28 shows the SRs of both algorithms when 

the link parameters are generated from exponential distributions with the following 

ISS* 

FIGURE 4.28. SRs of H-MCOP and TAMCRA under exponentially distributed link 
parameters. 

means: wi{i , j )  ~ ea;p(200), W2{i , j )  ~ exp(150), and c{i , j )  ~ ea:p(200). In addi

tion to random topologies, we consider two realistic topologies, shown in Figure 4.29. 

Both topologies have been modified from ANSNET [42] by inserting additional links. 

Figure 4.30 shows the SRs of both algorithms for these topologies with uniformly dis

tributed link weights (similar trends have also been observed for other link-parameter 

distributions). 

As shown in Figures 4.26 through 4.30, in general, H_MCOP gives slightly better 

SR than TAMCRA at the same values ok k. The SR of both algorithm increases with 

k and finally converges to the SR of the exact, exponential-time algorithm (which. 
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FIGURE 4.29. Modified ANSNET topologies with 110 and 182 directed links. 
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FIGURE 4.30. SRs of H_MCOP and TAMCRA when ANSNET topologies sire used 
with: (a) 110 links (b) 182 links. 
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of course, cannot be obtained in practice as it requires enumerating all paths in the 

network). The same trend in SR performance is observed for various network sizes, 

distributions of link weights, and degrees of correlations between link weights. In 

Figures 4.26 through 4.30, we observe that the SR of H_MCOP (and of TAMCRA) for 

A; > 2 is always high (e.g., larger than 0.92) and quite insensitive to the aforementioned 

factors. This is mainly attributed to the choices of the constraint values in the 

given graph (see Figure 4.23 and the explanations in Section 4.6.1). If the region 

from which the constraint values are selected is moved closer to or away from the 

origin of the 2-dimensional parameter space, the SR of the exact algorithm, and 

thus the SR of any heuristic algorithm, gets smaller or larger, respectively. The 

reason why we select the constraints in this fashion is that we needed to compare 

the contending algorithms in the (nontrivial) critical scenarios while still maintaining 

reasonable simulation times. Other, independently selected parameters (e.g., the size 

of the network, the distribution of link weights, and the correlation between link 

weights) cause some fluctuations in the SR, since they affect the distribution of paths 

in the 2-dimensional search space and also the size of the region from which the 

constraint values are sampled. 

While the above comparisons demonstrate that H-MCOP and TAMCRA achieve 

the similar SR performance under comparable computational complexities (note that 

H-^'ICOP requires one additional iteration of Dijkstra's algorithm in the backward 

direction), the real advantage of H-MCOP is in terms of minimizing the cost of the re

turned feasible path (i.e., selecting a resource-efficient feasible path). This Is demon

strated in Table 4.2, which shows the percentage reduction in the AvgCost when 

H-MCOP is used instead of TAMCRA. Since TAMCRA does not perform path-cost 

optimization, it is unlikely that a path selected by TAMCRA will be cost effective. 

However, H-MCOP optimizes the cost parameter and achieves a significant cost re

duction over TAMCRA, particularly when there are several feasible paths to consider. 
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topology distribution 
of link weights 

k (the number of shortest paths) topology distribution 
of link weights 1 2 3 4 

ANSNET with 
110 links 

uniform '+' 7.4% 8.3% 8.4% 8.4% ANSNET with 
110 links uniform '0' 13.7% 14.4% 14.6% 14.8% 

ANSNET with 
110 links 

uniform 16.2% 16.9% 17.3% 17.4% 
ANSNET with 

187 links 
uniform 17.9% 18.7% 19.1% 19.3% ANSNET with 

187 links uniform '0' 33.6% 34.4% 34.7% 35.0% 
ANSNET with 

187 links 
uniform 36.5% 37.2% 37.7% 37.9% 

Random with 
50 nodes 

uniform '+' 6.8% 7.4% 7.5% 7.5% 
Random with 

50 nodes 
uniform '0' 12.1% 13.1% 13.4% 13.5% Random with 

50 nodes uniform 14.9% 15.7% 16.1% 16.3% 
Random with 

50 nodes 
normal '0' 3.7% 3.9% 4.0% 4.0% 

Random with 
50 nodes 

exponential '0' 29.0% 29.8% 30.1% 30.3% 

Random with 
100 nodes 

uniform '+' 18.4% 19.2% 19.5% 19.6% 
Random with 

100 nodes 
uniform '0' 34.6% 35.2% 35.5% 35.7% Random with 

100 nodes uniform 38.0% 38.4% 38.6% 38.7% 
Random with 

100 nodes 
normal '0' 8.5% 8.8% 8.9% 8.9% 

Random with 
100 nodes 

exponential '0' 57.9% 58.3% 58.5% 58.6% 

Random with 
200 nodes 

uniform '+' 14.0% 14.7% 14.9% 15.0% 
Random with 

200 nodes 
uniform '0' 25.7% 26.3% 26.7% 27.1% Random with 

200 nodes uniform ' 27.9% 28.4% 28.7% 28.8% 
Random with 

200 nodes 
normal '0' 6.0% 6.3% 6.4% 6.4% 

Random with 
200 nodes 

exponential '0' 48.9% 49.2% 49.4% 49.6% 

TABLE 4.2. Percentage reduction in AvgCost when H_MCOP is used instead of 
TAMCRA. The labels and '0' indicate positive, negative, and no correlation 
between link weights, respectively. 
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For example, adding more links to a topology increases the number of feasible paths. 

For example, reduction in AvgCost for the ANSNET topology with 182 links is larger 

than that for the ANSNET topology with 110 links. Another factor that affects the 

number of feasible paths is the correlation between link weights. For example, when 

link weights are positively correlated, the path weights are also positively correlated, 

and the best paths p\ and p2 get closer to each other. Consequently, the constraints 

are selected from a narrow region that does not contain many feasible paths. As a 

result, under positive correlation the cost reduction is less than the ones obtained 

under uncorrelated and negatively correlated link parameters. As path weights be

come less correlated, more feasible paths are added to the region from which the 

constraint values are selected, making the cost reduction achieved by H-MCOP quite 

significant. Again several factors including the size of the network, the correlation 

and distribution of link weights, and the selection of constraints affect the AvgCost 

of any algorithm since the optimal AvgCost differs depending on the variations in the 

above factors. However, simulation results indicate that H-MCOP always achieves 

a cost reduction ranging from 3.7% to 58.6% over TAMCRA. The results also show 

that using the A;-shortest path algorithm in conjunction with H-MCOP does not sig

nificantly change the cost reduction. The reason is that most of the feasible paths 

are already found when A; = 1, and thus increasing k makes the algorithm consider a 

few more feasible paths. But this is not sufficient to significantly change the AvgCost 

reduction. 
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CHAPTER 5 

PATH SELECTION UNDER INACCURATE INFORMATION 

5.1 Introduction 

One of the key assumptions in many path selection algorithms is that the true state 

of the network is available at every node (e.g., via link-state routing protocols such as 

OSPF). In practice, however, the true state information is not known for certain due 

to network dynamics, including state aggregation and the latency associated with dis

seminating the state information throughout the network [61, 97]. In this chapter, we 

investigate a special yet important problem in QoS routing, namely the bandwidth-

delay constrained path (BDCP) selection under inaccurate state information. The 

BDCP problem itself can be stated as follows: 

Definition 5.1(a) Bandwidth-Delay Constrained Path (BDCP) Problem: Consider a 

network that is represented by a directed graph G = (V, E), where V is the set of nodes 

and E is the set of links. Each link (i, j) e E is associated with an available bandwidth 

parameter b{i,j) and a delay parameter d{i,j). Given a bandwidth constraint B and 

a delay constraint D, the problem is to find a path p from a source node 5 to a desti

nation node t such that 6(p) > B and d{p) < D, where b{p) = min{b{i,j) \ (i,j) € p} 

andd(p) = X)(,.j.)gpd(i,i). 

If bandwidth and delay parameters (i.e., b(i,j) and d{i,j)) are exactly known, then 

the BDCP problem can be easily solved in two steps [144]: (a) prune every link (i,j) 

for which b(i,j) < B; (b) find the shortest path with respect to (w.r.t.) the delay 

parameter in the pruned graph. However, as indicated above, the exact values of the 
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state parameters are usually not available to every node. Assuming that the inac

curacy in each link parameter can be modeled probabilistically, we can restate the 

BDCP problem as follows. 

Definition 5.1(b) Most-Probable Bandwidth-Delay Constrained Path (MP-BDCP) 

Problem: Consider the BDCP problem where now the 6(i, j)'s and d{i,jys are inde

pendent random variables (RVs) with given probability density functions (pdfs). The 

problem is to find a path that is most likely to satisfy both the bandwidth constraint 

B and the delay constraint D. Specifically, the problem is to find a path r* such that 

for any other path p from s to t, 

In the literature, these two objectives (5.1) and (5.2) are separately considered as 

two different problems that we refer to as the most-probable bandwidth constrained 

path (MP-BCP) problem and the most-probable delay constrained path (MP-DCP) 

problem that is also known as a stochastic shortest path problem with the specific 

optimality definition in (5.2) [99]. When separately considered, the MP-BCP prob

lem is easy to deal with. However, the MP-DCP problem itself is known to be 

NP-hard [56, 61] and thus dealt with using heuristic solutions that we review later. 

Although supporting either delay or bandwidth guarantees is enough for some 

applications, most QoS-sensitive applications simultaneously require both bandwidth 

and delay guarantees. To support such applications under inaccurate state informa

tion, the MP-BDCP problem involving the maximization of two objectives (5.1) and 

(5.2) needs to be addressed, as done in this chapter. In general, these objectives (5.1) 

IT air*) > TTBip) 

TToir*) > 7ro(p), 

(5.1) 

(5.2) 

where ttbOj) = Pr[b(p) > B] and 7r£)(p) = Pr[d(p) < D]. 



143 

and (5.2) can be in conflict (i.e., the optimal path w.r.t. ttb might not be optimal 

w.r.t. ttd or vice versa), as in several other multi-objective decision problems [40]. 

In this case, we are interested in a set of nondominated paths, from which decision 

makers can select a path that optimizes a particular utility function (e.g., maximize 

the product of irBip) and t^d{p), or maximize min{7re(p),7r£)(p)}). A path p is said 

to be nondominated if and only if it is not possible to find another path p' for which 

7rfl(p') > i^Bip) and TToip') >'^D(P)-

In this chapter, instead of optimizing a specific utility function, we investigate 

how to determine a set of nondominated paths so that a user can select one of them 

based on his/her specific utility function. Since the number of nondominated paths 

can grow exponentially with the size of network [69], finding all of them requires an 

exponential-time algorithm. To reduce the complexity, we provide an approximate 

method that quantizes ttb using a predetermined step size €, 0 < 6 < 1, while trying 

to maximize wd at each quantization step. This approximate method integrates the 

solutions provided for both the MP-BCP and the MP-DCP problems, and iteratively 

uses these solutions. So the computational efficiency of the proposed approximate 

method depends on the efficiency of these solutions (mainly the solution of the MP-

DCP problem). Because of this reason, we also consider the MP-DCP problem itself 

and provide an efficient heuristic solution for it. 

The rest of this chapter is organized as follows. In the next section, we describe 

how the MP-BCP problem and the MP-DCP problem are dealt with in the litera

ture. In Section 5.3, we introduce our heuristic solution to the MP-DCP problem. 

In Section 5.4, we provide the approximate method for determining a set of nondom

inated paths w.r.t. the above both objectives. Using simulations in Section 5.5, we 

demonstrate the efficiency of the proposed solutions in terms of their computational 

complexity and the near-optimality of returned paths. 
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5.2 Background and Related Work 

The MP-BCP problem itself can be easily solved as follows. Suppose a probability 

p{i,j) is associated with every link {i,j), where p{i,j) = Pr[6(i, J) > B]. So, TTBCP) = 

J). To find a path that maximizes TTB, we can either reduce the problem 

to the conventional shortest path problem by associating (—logp(i,j)) with every 

link [92], or simply modify Dijkstra's algorithm as follows. For every node u, we 

associate a label p[ ] that represents the maximum probability measure from s to u. 

Initially, p[s] is set to 1 while p[v\ is set to 0 for all nodes v ^ s. We then explore 

the graph by extracting the next node u from the heap such that node u has the 

maximum p and relaxing every link (u,t;) for which p[v\ < p[u] * p(u,v). The latter 

directly finds the optimal value of ttb without computing logarithms and will be 

later used in our solutions. In addition to solving the MP-BCP problem, researchers 

investigated how various state dissemination mechanisms impact the accuracy of the 

advertised bandwidth information and the performance of bandwidth-based routing 

algorithms [11, 52, 84, 85, 14, 128]. 

The MP-DCP problem, however, is known to be NP-hard [56, 61] and often dealt 

with using heuristics. Given that the Unk delays cl(i, j)'s are independent RVs, the 

author in [56] showed that the total delay of the shortest path can be approximated 

by a normal RV. This is due to the central limit theorem (CLT) approximation. The 

CLT states that the sum of h independent RVs x,, i = 1,2,. ..,h, tends to a normal 

RV with mean p. = variance as /i oo, where /i, and 

are the mean and variance of a;,, respectively. In general, the goodness of the CLT 

approximation depends on the value of h and on the pdfs of art's. If these pdfs are 

smooth (e.g., uniform distribution), then the CLT approximation can be adequately 

used even with values of h that are as small as three [118, 214-215]. Of course, if 

d{i,jys are normal and independent RVs, then their sum is exactly a normal RV [4]. 
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As a result, the MP-DCP problem is formulated as follows. Suppose d{i,j) is a RV 

with a nonnegative mean and variance We do not specify a particular 

distribution for d{i,jys, but only assume that the pdfs of these RVs are smooth (e.g., 

normal, uniform, etc.), so that the CLT approximation can be adequately used even 

with short paths. According to the CLT, d(p) is approximately a normal RV with 

mean 

M  =  5^ M h j )  
(*J)ep 

and variance 

(ij)ep 

Hence, 

^d(p) « 

where $(a;) = ^ is the cumulative distribution function of a standard 

normal RV. Note that $ can only be computed numerically or obtained from pre-

computed tables. Fortunately, in our case, which is to find a path that maximizes 

there is no need to compute Because of its monotonicity, can 

be maximized by finding a path p that maximizes 

without computing ^{Xoip))-

Let V be the set of all paths between the source node s and the destination node 

t. To maximize (5.3), we need to consider two cases. First, suppose that there exists 

a path p € P for which /i(p) < D (hence, Xd(j>) >0). In this case that is called 

CASE-I, we need to find a path r* € V that minimizes both /i and a. Second, if 

Vp € V, fi{p) > D, then Xpip) <0 for any path p. In this case that is called CASE-

II, we need to find a path r* e P that maximizes a while minimizing fi. In [74] 

the author provided an extensive survey of existing solutions that can be used for 
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both CASE-I and CASE-II. The main idea behind the solutions for CASE-I is to 

find a path p that minimizes the linear combination a/z + (1 - a)a^, a 6 [0,1]. For 

a given a, the linear combination can be easily minimized by associating a weight 

w{i,j) = + (1 - with every link {i,j) and using a shortest path 

algorithm w.r.t. w{i,j). This technique that is also known as line search is used in 

many studies [113, 146, 22]. The main issue here is how to adjust the value of a. In 

general, existing studies adjust the value of a by considering extreme nondominated 

paths w.r.t. mean and variance (see [74] and the references therein). Later on, we also 

provide a heuristic algorithm for CASE-I. In our algorithm, we use the same basic idea 

of minimizing the linear combination of the mean and the variance, but in the form of 

IX + where is a positive real number that is systematically adjusted. Actually, 

this formulation is similar to that used in the Lagrange relaxation technique for which 

the solution requires searching for the appropriate linear composition (the Lagrange 

multipliers); the appropriate value of P in our case, (see Section 4.3.2 for more 

information about the Lagrange technique). Any combinatorial algorithm (heuristic) 

that has been or will be proposed based on linear optimization of multiple objectives 

is a careful refinement of the search for the appropriate multipliers in the Lagrangian 

problem. In our heuristic search, we take into account the linear combination and 

its intersections with the contour of the ultimate objective function (5.3). The main 

difference between our approach and the others is that at each iteration of line search, 

our approach eliminates the consideration of many extreme nondominated paths that 

are non-optimal w.r.t. (5.3) while some of these nondominated paths can be considered 

by the other approaches, causing more iterations of line search. When describing the 

proposed algorithm in Section 5.3, we will exemplify this distinction. 

For CASE-II, the general approach in the literature is to use the line search along 

with the fc-shortest path algorithms [74, 68]. In our heuristic algorithm for CASE-II, 

we also use this general approach. However, to minimize mean while maximizing 
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variance as desired in this case, we use the linear combination of the mean and the 

variance in the form of ^ along with the A:-shortest path algorithm. To obtain 

better results with the small values of k, we modify the A;-shortest path algorithm 

by again taking into account both the line search and the contour of the ultimate 

objective function (5.3). 

Several other related stochastic shortest path problems have also been extensively 

investigated in the literature. One of the key issues in the stochastic path problems is 

how to define the optimality of a path. Most often the optimality is defined in terms 

of maximizing a utility function defined by a decision maker [99, 48, 108, 113, 114]. 

The MP-DCP problem that we are studying is also in this category with a specific 

objective function given in (5.3). Another type of stochastic shortest path problems 

is to find an optimal path that has the maximum probability of being the shortest 

path [107, 44, 129, 87, 1, 73, 121]. Some researchers considered the least-expected-

delay paths under more realistic situations where probabilistic link delays can be 

dependent or can vary in time [130,105,127]. The author in [36] investigated dynamic 

stochastic shortest path problems, in which the probabilistic link weights at each 

visited node are realized (i.e., exactly known). So the goal here is to determine a 

routing policy that selects the next node such that the expected total weight along 

the path is minimized. The authors in [61,97] slightly modified the MP-DCP problem 

into a new one, in which the optimal path can be dififerent from the one in the MP-

DCP problem. Specifically, they proposed heuristics and approximation algorithms 

for partitioning the delay constraint D into link delay constraints along a path. In [75] 

the author considered the stochastic knapsack problem and discussed how to apply 

the aforementioned general solutions of the MP-DCP problem to it. 
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Before tackling the MP-BDCP problem altogether, we first separately consider its 

most difficult part, namely the MP-DCP problem and provide an efficient heuristic 

solution for it using the linear combination of the mean and the variance while con

sidering the maximization of the ultimate objective function (5.3). To simplify the 

explanation of our approach, we use a two-dimensional (^, a^) space that depicts 

all the paths between s and t in a given network. For example, the four possible 
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FIGURE 5.1. Representing the paths between s and t in a two-dimensional (/i, <r^) 
space. 

paths from s to Mn Figure 5.1(a) are represented by black dots in Figure 5.1(b). 

The minimization of the linear combination /x(p) + is achieved by sliding a 

line in this two-dimensional space, as shown in Figure 5.1(b). Whenever this line hits 

a path (i.e., black dot in the figure), the algorithm returns it as the shortest path 

w.r.t. the linear combination. The minimization of /i(p) — I3a^{p) can also illustrated 

in a similar manner, as exemplified later. 
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Proposed Heuristic Solution 

A pseudo code of the proposed heuristic solution called Heuristic-MP-DCP is pre

sented in Figure 5.2. As described before, we need to consider two cases called 

CASE-I and CASE-II. The appropriate case can be easily determined by finding the 

Heuristic-MP-DCP(G = {V, E), s, t, D) 
1. Using Dijkstra's algorithm find p* 

such that Vp 6 V, nip*) < flip) 
2. if ^lip*) < D then /* CASE-I */ 
3. Using Dijkstra's algorithm find q* 

such that Vp 6 V, <7^(9*) < o-^(p) 
4. if Xoip*) > Xoiq*) then 
5. r* = p* 
6. else 
7. r* = q* 
8. end if 
9. Execute min/zmina(G = (K, E), s, t, D, p*, q*, r*) 
10. else /* CASE-II */ 
11. r* = p* 
12. Execute min/imax(7(G' = (V, E), s, t, D,p*, r*) 
13. end if 

FIGURE 5.2. Heuristic algorithm for the MP-DCP problem. 

shortest path p* w.r.t. the mean (i.e., /x(p*) < n(p) Vp 6 ^). If < D, then 

we are in CASE-I. Otherwise, we are in CASE-II. Note that in CASE-I, the opti

mal path will satisfy the delay constraint with a probability of at least 0.5 since 

3p € P fi{p) < D and ^(Xoip) > 0) > 0.5. However, in CASE-II the optimal path 

will satisfy the delay constraint with a probability less than 0.5 since Vp 6 V, nip) > D 

and thus ^{Xoip) < 0) < 0.5. Due to differences between CASE-I and CASE-II, we 

provide two different heuristic algorithms for them. Before describing these heuris

tic algorithms, let us also compute the shortest path q* w.r.t. the variance (i.e., 
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Vp G V). Heuristic-MP-DCP initially selects either p* or q* as the 

so-far computed best path that is denoted by r* w.r.t. Xd, ant then calls the appro

priate heuristic algorithm for the corresponding case. Note that p* and q* can be 

easily found at once for all destinations by executing Dijkstra's algorithm at a given 

source node. Furthermore, if there are more than one p* or q*, we select the one with 

the minimum variance and with the minimum mean, respectively. This can be easily 

done by using a hierarchical version of Dijkstra's algorithm [91]. 

Heuristic minfimincr for CASE-I 

In CASE-I (B9 € V such that ^(9) < ZP), it is desired to find a path r* with minimum 

mean and minimum variance to maximize (5.3. To achieve this goal, we now provide a 

heuristic algorithm called min/imina whose pseudo code is shown in Figure 5.3. Recall 

that we have already determined the two paths p>t> and q* such that < flip) and 

(T^(q*) < cr^ip) for every path p 6 P, and that we have initially selected the best of 

the two w.r.t. Xq as r*. If p* and q* have the same n and cr"^, then r* is the optimal 

path, since it has the minimum mean and variance. So min/imina stops searching. 

Otherwise, min/zmina scans the (/i, a^) space using the linear combination /z + 

with the objective of finding a path that maximizes Xd- In the (//, a^) space, the 

equally probable paths that have the same Xd value are represented by the graph 

of <7^(p) = Pqj example, the equally probable paths for Z? = 9 are 

indicated by the parabolic curves in Figure 5.4. As shown in the figure, the value of 

Xoip) gets larger (i.e., 7ro(p) increases) as the contour curve gets closer to the origin. 

Hence, we need to find a path whose contour curve is closest to the origin. To achieve 

this goal, we determine a line (i.e., compute the value of based on two points (also 

known as fictitious paths): p' and 9'. At these two points, the contour curve of the 

current r* intersects the vertical and horizontal lines of p* and q*, respectively (see 



min/iiniiU7(G^ = (V, E),s, t, D,p*, q*, r*) 
1. if ^(p*) = then 
2. return r* /* r* is the optimal path */ 
3. end if 
4. Compute the mean and variance of paths p' and ^ 

note that Xoip') = = Xo{r*) 
4.1 /i(p') = nip*) and <T(g') = (T{q*) 
4.2 <T(P') = and ^(9') = D- a{q*)XD{r*) 

5. 
6. Set w{i,j) = V(t, j) € E 
7. Using Dijkstra's algorithm find r w.r.t. w{i,j) such that 

Vp € V, /i(r) + 0a^{r) < fi{p) + /9<T^(p) 
8. if /x(r) + y9<T(r) > fi{p') + ̂ <t(p') then 
9. return r* /* r* is the optimal path */ 
10. end if 
11. if Xoir) > Xoir*) then 
12. r* = r 
13. Compute equally probable paths p' and g' as in step 4 
14. end if 
15. Compute intersection points and q"^ of the line 

fi + = L{r) and the contour curve of r*: 
15.1 a = fi, Xp{r*), and c = D — (/i(r) + pa^{r)) 
15.2 o'(p+) = MCP"*") = D — 6o-(p"^) 
15.3 <T{q+) = 6=3^3si and n{q+) = D- b<T{q+) 
16. Compute the upper bound opt on the optimal path: 
16.1 n{optp) = M(P*) and o^(op'p) = (j?-t^(,oph) 
16.2 (T(opt^) — a(q*) and 

fi(optg) = fi(r) + 0a^{r) -  fia^{optg) 
16.3 Xoiopt) = max{XD{optp),XD{optq)} 
16.4 if Xoiopt) is close enough to Xoir*), return r* 
17. if < a(p') then 
18. Execute min/imin0-(G = (Vi E), s, t, D,p',p^, r*) 
19. end if 
20. if ^(9"*") < then 
21. Execute min/imina(G = (VjE), s, t,D,q^, qf, r*) 
22. end if 
23. return r* 

FIGURE 5.3. Heuristic algorithm for CASE-I of the MP-DCP problem. 
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FIGURE 5.4. Equally probable paths in the {fi, a"^) space. 
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FIGURE 5.5. Estimating the contour curve of the current r* by a line. 
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Figure 5.5). These points p' and q' satisfy the following equalities: 

V D-n{q!) 

/i(p') = ^(p*) 

(T{q') = (t(9*) 

From these equations, we can compute (T(P') and 

_ D-nip*) 

^l{q') = D - o-(9*)^D(r*) 

Finally, we can determine the line that passes through both p' and q' in the (/z, a^) 

space using the following equality: 

nip') + ̂ o^{p') = ti{q') + 

from which we compute the value of /?: 

A^(9') - /^(P') y3 = 
(T2(p/) _ • 

Then, using the linear combination n + (i.e., associating w{i,3) = n{i,3) + 

with every link {i,j) € E and using Dijkstra's algorithm w.r.t. w(i,i)), 

min/imincr scans the search space and returns a path r. If /i(r) + ̂ a^{r) > //(p') + 

P(T^{p'), then it is easy to see that the current r* must be optimal since the whole 

space between the origin and the contour curve of r* has already been scanned, so the 

algorithm stops. Otherwise, the algorithm needs to scan the space between the line 

H + = L{r) and the contour curve of r*. To do this, the algorithm first updates 

r* if Xd{t) > Xoir*). Accordingly, the new p' and 9' are computed w.r.t. r*, as 

before. The algorithm then finds two points where the line /i + — L{r) intersects 

the contour curve of r*. These points are called p^ and g"*", as shown in Figure 5.6. 
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FIGURE 5.6. Finding the intersection points to adjust 0 and the upper bound on the 
optimal path. 

They are found by simultaneously solving the following equations (p is a place holder 

for and q'^): 

(t(P) 
nip) + I3a^{p) = M(r) + 

These equations can be rewritten as 

nip) = D-XD{r*)a{p) 

nip) = fi{r) + 0a^{r) -  ̂a^{p) 

from which we have 

/3 a'{p) - XD{r*)(T(p) + p- (/i(r) + l3a^{r)) = 0. 

b 

(5.4) 

Equation 5.4 is quadric in <j{p)- It has the following two roots that we call aip"^) and 

a{q+): 

b + >/IP — 4ac <t(P+) = 

_ /  _ + \  
2a 

b — — 4ac 
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= D — XD{,r*)a{p), we can compute and 

fM(p+) = D-baip+) 

= D-ba{q^) 

To scan the search space between the current line // + /3(t^ = L{r) and the contour 

curve of the current r*, min^mimr determines two lines based on the above fictitious 

paths. The first line is passing through p' and while the second line passing q'*' and 

q'. If a{p'^) < <T(P'), the algorithm repeats itself (using the first line) by assuming that 

p' and p"*" are the new p* and q*, respectively. If < ^(9')) then the algorithm 

again recursively repeats itself (using the second line) by assuming that q'^ and q' are 

the new p*, q*, respectively. 

In each iteration of min/zmina, we can compute a fictitious path called opt whose 

Xd represents an upper bound on the maximum Xd- This fictitious path can be at 

one of two points, called optp and optq, where the current search line intersects the 

vertical and horizontal lines at p* and q*, respectively, as shown in Figure 5.6. These 

points are found by solving the following equations: 

ti{optp) = nip*) 

aioptg) = a{q*) 

Hioptp) + Pa^{optp) = + P<T^{r) 

Hioptg) + pa^optg = n{r)+p<T^{r) 

FVom these equations, we compute a{optp) and fJi{optq) as follows; 

Ifijr) + -fijoptp) 
a{optp) = ^ 

tx(pptq) = n{r)-k-^a^{r) - fia^{optq) 
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Finally, the upper bound Xoippt) on the optimal path is computed as follows: 

Xoiopt) = max{XD{optp), Xoioptq)} 

If Xoiopt) is close enough to the current Xoir*), then min/imincr returns the current 

r* and stops. Otherwise, it keeps searching until the optimal path is found. 

The complexity of min/imina is equal to the number of calls to Dijkstra's algo

rithm, i.e., the number of lines that are systematically used to estimate the contour 

curve of the optimal path that maximizes Xd- Even though this number is not 

bounded, it is intuitively clear that one side of a parabolic curve can be adequately 

estimated with a few lines. In fact, simulation results indicate that finding the optimal 

paths in several random graphs takes at most eight iterations of Dijkstra's algorithm. 

Furthermore, we can impose a limit on the number of calls to Dijkstra's algorithm. 

For example, simulation results also show that the proposed heuristic finds most of 

the optimal paths within a maximum of three iterations of Dijkstra's algorithm. 

Note that existing studies [74] mainly use the same approach of searching by a line. 

However, instead of using the fictitious paths, they consider extreme nondominated 

paths such as p* and q* and determine a line passing through these paths, as shown in 

Figure 5.7. Using this line, they return another extreme nondominated path and use it 

to adjust the line. However, as shown in the figure, this approach often unnecessarily 

searches the space beyond the contour curve of the currently known r* and returns 

an extreme nondominated path that would not be considered in our approach. The 

advantage of our approach is that at each iteration our approach determines either a 

better path than the currently known r* or realizes that the currently known r* is 

optimal. 
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FIGURE 5.7. Estimating the contour curve of the current r* by a line. 

Heuriatic minfimaauj for CASE-II 

In CASE-II (Vp € V, nip) > D), the optimal path that maximizes (5.3) is the one 

that minimizes the mean and maximizes the variance. Intuitively, obtaining such a 

path can be achieved by minimizing ^(p) — /3a^(p). This can be done by assigning 

to each link {i,j) the weight and executing Bellman-Ford 

algorithm [43]. The complexity of the Bellman-Ford algorithm is n times that of 

Dijkstra's shortest path algorithm, where n is the number of nodes. Moreover, if the 

graph contains a negative cycle, Bellman-Ford algorithm cannot find an appropriate 

p a t h .  I f  t h e  v a l u e  o f  ^  i s  c a r e f u l l y  c h o s e n  t o  a v o i d  h a v i n g  n e g a t i v e  w e i g h t s  w { i , j ) ,  

then we can use Dijkstra's algorithm. Instead of using the Bellman-Ford algorithm, 

we now provide a heuristic that carefully selects ^ = niin{^f^ : (i, j) € E} so that 

> 0 for every link {i,j) and then uses Dijkstra's algorithm followed by the k-

shortest path algorithm to find the optimal path (see the pseudo code of min/xmaxa 

in Figure 5.8). 
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min/imax<7(G = (V, E), s, t ,  D,p*, r*) 
1. Set^=inin{^ I V(»,j)6£;} 
2. Set w(i,j) = - 0<T^{i,j) V(t, j) € E 
3. Using Dijkstra's algorithm find r w.r.t. w(i,j) such that 

Vp € P, n(r) -  0a^(r) < fi(p) -  0a^(p) 
4. if -VoCr) > Xoir*) then r* = r 
5. Compute the fictitious paths opt and tg 
5.1 L(r) = fi(r)-Pa^ir) 
5.2 i{ D > L{T)  then /i(ppt) = /i(p«) and a^{opt) = 
5.3 else 
5.4 tr^(opt) = and ^{opt) = L{r) + fia^ippt) 
5.5 if ii(ppt) < fiip*) then n{opt) = /i(p#) and a^[ppt) = 
5.6 end 
5.7 a{tg) = and ii{tg) = D- XD{r*)a{tg) 
6. if Xoiopt) is close to Xo(r*) (e.g., Xoiopt) - Xoir*) < 0.001) or 

/i(r) - 0a^(r) is close to ft{tg) — 0(T^(tg), then return r* 
7. Adjust $ and re-compute w(i,j) if needed 
7.1 if XD(R) >  XD(P*)  then /3 = min{/3, 
7.2 else if Xoir) < Xo(p*) then 
7.3 Compute where /i(r) — /9<T^(r) and the curve of r* intersect: 
7.3.1 a = fi,b = Xoir*), and c — —D + fi{r) — 0(T^{r)) 
7.3.2 ff(r+) = and p(r+) = D- 6<T(r+) 

7.4 ;9 = min()8,.!i|;:j:!;i;;i|} 
7.5 end 
7.6 wiij) = n(i,j) -  /9<T®(i,j) V(«, j) € E 
8. Using Reverse-Dijkstra's algorithm find ¥„ from every node v to the 

destination t such that Vpv € V, /i(rp) —/9(T^(r„) < n(pv) — ;8<r^(pv) 
9. Execute the fc-shortest path algorithm with the following modifications: 
9.1 Extract node u and index t, 1 <i <k, firom the heap 

(i.e., fi, the tth shortest path from s to u) 
9.2 if u = d and AbCr,) > Xoir*) then r* — r,-
9.3 Compute the upper bounds opt and as in step 5 (r = n) 
9.4 if Xoippt) < Xoir*) or /i(ri) - > ^{tg) - 0tT^{tg) 

then return r* /* r* is the optimal path */ 
9.5 if the condition in step 6 holds, then return r* 
9.6 Otherwise, consider each link (u, v) for relaxation 
9.6.1 f^{tmp) = FI{RI)  + /i(ii,V) and a^{tmp) = ff'(ri) + <T'(U, V) 
9.6.2 if n{tmp + r„) - 0<r^{tmp + r„) > n(tg) — 0^{tg) or 

{Xoitmp + r„) < Xoir*) and v = t) or 
{Xoitmp) < Xoir*) and n{tmp) > fi{tg)) then do not relax (u,t;) 

9.6.3 else relax (u, v) as described in [37] 
10. return r* 

FIGURE 5.8. Heuristic algorithm for CASE-II of the MP-DCP problem. 
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Similar to CASE-I, the equally probable paths that have the same value of Xp are 

represented in the (/z, cr^) space by the graph of £T^(p) = example 

is shown in Figure 5.9 for D = 3. In contrast to CASE-I, the value of Xoip) is 

M(P) D=3 

FIGURE 5.9. Equally probable paths in the (/i, o^) space for CASE-II. 

negative and gets larger (i.e., noip) increases) as the contour curve gets closer to the 

upper-left corner of the (/z, <j^) space. Searching this space from the upper-left corner 

to the bottom-right corner as shown in Figure 5.10 can be achieved by using Dijkstra's 

algorithm w.r.t. w{i,j) = /i(i, j) — provided that w{i,j) > 0 for all 

Through this linear search, Dijkstra's algorithm returns a path r. If Xoir) > Xoir*), 

then we set r* = r, where r* represents the so-far determined best path w.r.t. Xq 

(r* is initially set to p*). Because of the concavity of the contour curves, some 

region between the line n — = L{r) and the contour curve of the current r* (i.e., 

shaded region in Figure 5.10) will not be scanned during the search for the shortest 

path r. To search this shaded region, the current search line or an adjusted one 

(see step 7 in Figure 5.8) needs to be kept sliding along the arrow. As proposed in 

the literature [68], this can be done by using the A;-shortest path algorithm. If the 

A;-shortest path algorithm (e.g., one is provided in [37]) is used as is (i.e., if the line is 
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FIGURE 5.10. Estimating the contour curve by a line in CASE-II. 

kept sliding along the arrow), it scans both the shaded region and the region on the 

right side of the contour curve of r* (indicated by Region B in Figure 5.10). Note 

that all paths in Region B are useless since they are dominated by the current r*. If 

k is not large enough, the shaded region cannot completely be scanned since many of 

the returned A;-shortest paths might come from Region B. Obviously, a large value of 

k is computationally unacceptable, given that the complexity of the fc-shortest path 

algorithm is 0{km log(A:n) + k^m) [37], where n is the number of nodes and m is 

the number of links. To improve the performance while using small values for k, 

we modify the A;-shortest path algorithm in such a way that it does not explore or 

store dominated paths or sub-paths that lead to dominated paths. By doing so, the 

modified A;-shortest path algorithm considers more paths from the shaded region and 

thus improves the performance significantly, when k is small. 

Before describing our modifications to the A;-shortest path algorithm, we need 

to determine two fictitious paths that are used in the algorithm. These two paths, 

denoted by opt and tg, are depicted in Figure 5.11. While the point opt is used to 
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compute the upper bound on the optimal path w.r.t. Xd, the point tg is used to 

compute the upper bound on the linear search w.r.t. /i — These two points are 

computed as follows. Using the current paths r, r*, and p* along with the value of 

we first compute opt. Let L{r) = — ^a^{r). If L{r) < D, then opt is a point at 

which the line £(r) intersects with the vertical line at p*, as shown in Figure 5.11(a). 

Thus, opt can be easily computed as ii{opt) = ^(p*) and a^{opt) = gi^ce 

m L(iO p»=r' 

M(P) D=3 D=: 

(b) (a) 

FIGURE 5.11. Finding the fictitious paths opt and tg in CASE-II. 

ti{opt) — 0a^{opt) = L{r). However, if L{r) > D, then opt is a point on the line L{r) 

that maximizes (see Figure 5.11(b)). In other words, 

d /D-n{opt)\ ^ Q 
da{opt) \ aippt) ) 

Since 

ti{opt) - Pa^ippt) = L{r), 

we have n{opt) = L{r) + 0(j^(opt) and 

d ( D — L{t) — 0a^{opt) \ —2^a^{opt) -D-k- L{r) + 0a^{opt) _ ̂  
da (opt) \ (T{opt) J a^(pfpt) 
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from which 

Lir) — D 
a^{opt) = ^ and thus n{opt) = L{t) + ̂ a^{opt). 

If fj,{opt) < then opt will again be at the point where the vertical line at p* 

intersects with the line L{r), as described before. 

Next, we compute the fictitious path tg based on the current r* and Note that 

tg is a point on the contour curve of r* that maximizes ^{tg) — 0(7^{tg). In other 

words, 

^ i^{tg) - 0<T^tg) = 0. 
dc{tg) 

Since 

we have n{tg) = D — XD{r*)a{tg) and thus 

d 
da{tg) 

from which 

D - XD{r*)a{tg) -  ̂cr{tg) = -Xoir*) - 2^a{tg) = 0 

(y{tg) = —2^0— = D — XD{T*)a{tg). 

If the current r* is close enough to opt w.r.t. Xq (e.g., Xoiopt) - Xo{r*) < 0.001) or 

to tg w.r.t. then min//max<7 stops and returns r*. Otherwise, it needs to scan 

the above shaded region for a better (possibly optimal) path. As mentioned before, 

to achieve this, we use the A;-shortest path algorithm in [37] with some modifications. 

Using each shortest path r,, 1 < i < A;, we can update r* and compute the upper 

bounds opt and tg as described above using r, in place of r. If //(r,) — > 

nitg) — ^a'^{tg), then the current r* is optimal since the whole shaded region is 

scanned, so the algorithm stops. Otherwise, the algorithm proceeds to the next r, 

until r* is the optimal path or is close enough to opt or tg. 
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The A;-shortest path algorithm provided in [37] is similar to Dijkstra's algorithm 

except that it associates k labels with every node. At each iteration, the A;-shortest 

path algorithm extracts a node u with index i, 1 < i < k, from the heap (i.e., the 

ith shortest path n from s to u) and relaxes every link (u, v). We mainly modify this 

relaxation step to improve the performance of the A;-shortest path algorithm when 

used in CASE-II of the MP-DCP problem. Our modifications are shown in Figure 5.8 

(see lines after step 8). Using Reverse-Dijkstra's algorithm, we first compute the best 

path from every node v to the destination node t w.r.t w{i, j) = /^(i, j) — 

These paths will be used in the modified A;-shortest path algorithm to eliminate sub-

paths that lead to paths dominated by r*. Assume that node u with index i is 

extracted from the heap as in the original A:-shortest path algorithm. Uu = t then r, 

is a complete path from s to t. We can now update r* and compute the fictitious paths 

opt and tg as described before using r = ri. If ii{ri) — ^a^{ri) > ^i(tg) — Pa^{tg), then 

the current r* is optimal since the whole shaded region is scanned, so the algorithm 

stops. U uj^t, then r, is a sub-path from s to u and needs to be extended towards t 

by considering (relaxing) every link {u,v). We first compute a temporary path tmp 

from 5 to t; by adding the mean and variance of the link (u,v) to the mean and 

variance of r„ i.e., fji(tmp) = /i(r,) + p,{u,v) and cr^{tmp) = a'^{ri) +(t^{u,v). If 

v = t then tmp is a complete path. In this case, if tmp is dominated by r* (i.e., if 

Xoitmp) < Xoir*)), then there is no need to store tmp, so relaxation does not take 

place. It v^t then tmp is a sub-path that needs to be stored if there is a possibility 

that extending tmp might lead to a better path than r*. There are two cases in which 

there is no possibility that tmp leads to a better path than r*. To check the first 

case, we concatenate tmp and r„. If p.{tmp -h ri,) — Pa^{tmp-\-r„) > nitg) — Pa^{tg) 

(i.e., tmp + r„ falls in the restricted region I in Figiire 5.12), then the best possible 
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M(P) 
D=3 

FIGURE 5.12. Relaxing the link {u,v) in CASE-II. 

extension of tmp will exceed the upper bound on the linear search. Since tmp leads 

to a path dominated by r*, there is no need to relax (tt, v). To check the second case, 

we consider tmp itself. If Xoitmp) < Xoir*) and n{tmp) > p.{tg)) (i.e., tmp falls in 

the restricted region II in Figure 5.12), then extending tmp will lead to a path in the 

region originated from tmp towards the upper-right corner of the (/i, a^) space. Since 

all the paths in such a region are dominated by r*, there is no need to relax {u,v). 

With these modifications, the performance of the heuristic algorithm is significantly 

improved using small values of k. For example, simulation results indicate k that is 

as low as three to five is able to determine most of the optimal paths in CASE-II. 

5.4 Finding Nondominated Paths in the MP-BDCP Problem 

In this section, we provide an approximate algorithm to determine a set of nondom

inated paths. This algorithm iteratively uses the solution of the MP-BCP problem 

and Heuristic-MP-DCP presented in the previous section. Using these solutions, we 

can first determine two paths and rg that attempt to maximize itd and ttb, respec
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tively. If these two paths eire the same, then this path is the single optimal solution to 

the MP-BDCP problem. However, since this is usually not the case, we are interested 

in finding a set of nondominated paths. In Figure 5.13, for example, nondominated 

paths are indicated by black circles while dominated ones are indicated by white cir

cles. As shown in the figure, nondominated paths form a staircase between the paths 
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FIGURE 5.13. Search space of (7rD,7rfl). 

and rg. Finding all of the nondominated paths is an NP-hard problem by itself. 

Instead, we provide an approximate method that iteratively executes Heuristic-MP-

DCP in Figure 5.2 while quantizing ttb using a predetermined quantization step 

0 < £ < 1 (see the pseudo code Approx-MP-BDCP in Figure 5.14). Approx-MP-

BDCP starts with r* = r}j and finds the next nondominated path referred to as 

imp such that tmp maximizes ttq while at the same time Trsitmp) > 7ra(r*) + e. 

As a result, Approx-MP-BDCP bypasses all the nondominated paths p for which 

^b{p) < TTeir*) + c, and thus quantizes them to r*. Figure 5.13 illustrates how 

this is done when c = 0.2. Approx-MP-BDCP then sets r* = tmp and iteratively 

finds the other nondominated paths as long as > irB{r*) + e. The value of £ 

determines the number of nondominated paths returned by the algorithm, and thus 
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Approx-MP-BDCP(G = (K, E), s, t ,  D, B, e) 

1. Using Heuristic-MP-DCP, find rj, 
2. Using the modified Dijkstra's algorithm for MP-BCP, find r*g 

3. if and rg are the same, then return 
4. 
5. r* = r\j 

6. Using the modified Dijkstra's algorithm for MP-BCP in the 
reverse direction, find the msiximum the probability 
of satisfying firom every node u to t.  

7. While 7ra(rg) > irg{r*) + e 
8. Using Heuristic-MP-DCP with some modifications" 

find tmp such that nB(tmp) > 7re(r*) + e 

9. r* = tmp 

10. N = « U {r#} 
11. end 
12. return H 

"Whenever link (u, v) is considered for relaxation, check 
if p[u\ * p{u, v) * p{t;] > TTeir*) + c. If so, do not relax link (u, v). 

FIGURE 5.14. Approximate algorithm for finding a subset of the nondominated paths 
in the MP-BDCP problem. 
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the number of iterations, which is at most 0{j). It also determines the goodness of 

the nondominated paths w.r.t. itb, i.e., TTaCany nondominated path in the graph) < 

7rB(one of the returned nondominated paths) + e. 

For each node v, let p„ be the best path from v to the destination node t w.r.t. p, 

and let p[u] = n(ij)6p„ Pihj)- The value of ^u], which is used in computing the path 

tmp, can be found by executing the aforementioned modified Dijkstra's algorithm 

for the MP-BCP problem but in the reverse direction. To find the path tmp that 

maximizes TT/J under the constraint iTsitmp) > TTair*) + c (line 8 in Figure 5.14), we 

execute Heuristic-MP-DCP in Figure 5.2, but with the following modification. We 

do not relax any link (u, u) for which /j[m] * p{u,v) * > TTaCr*) + e, where p[u\ 

is the probability of satisfying the bandwidth constraint along the path from s to u. 

Finally, the algorithm returns a partial set of nondominated paths. 

5.5 Performance Evaluation 

In this section, we study the performance of the proposed solutions using simulations. 

We consider several random topologies that obey the recently observed power-laws 

of the Internet [51]. These topologies were generated using the BRITE topology 

generator [20]. In a given topology, each link {i,j) is assigned random delay and 

bandwidth parameters, indicated by d{i,j) and respectively. The RV d{i,j) 

has a mean and variance j). We do not specify a distribution for d{i,j), 

and we randomly select its mean and variance from uniform distributions as follows: 

uniform[10,200] and ~ uniform[100,10000]. Instead of specifying 

b(i, j) and B (the bandwidth constraint), we directly select p(z, j), the probability that 

link {i,j) satisfies the bandwidth constraint B, as follows: p{i,j) ~ uniform[0.6,1.0]. 

We have experimented with other distributions for and pi},]) using 

various numbers of nodes, and reached similar conclusions to the ones discussed next. 

For brevity, we report the results obtained using 100-node random topologies. 



168 

We first consider the performance of the heuristic min/iminer for CASE-I of the 

MP-DCP problem. In this case, the delay constraint D is selected as follows: D = 

flip*) + xa{p^f), where x = 0.5,1.0,1.5,2.0,2.5. Recall that p* is the shortest path 

w.r.t. the mean while q* is the shortest path w.r.t. the variance. The heuristic 

min/imina tries to find the optimal path w.r.t. TT^ using a few calls to Dijkstra's 

algorithm. Let Noijktra be the number of such calls (including the first two calls that 

are used to compute p* and q*). Note that in theory, the value of Noijktra that is 

needed to ensure the optimality of the returned path is not bounded. However, as the 
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FIGURE 5.15. Simulation results in CASE-I: (a) the value of Noiikatra when the 
search continues until the optimal path is found; (b) the probability of satisfying 
delay constraint in CASE-I when Npiiktra is limited by a predetermined value. 

simulation results in Figure 5.15(a) indicate, Noijktra ^ 4 is, on average, sufficient 

to obtain the optimal path. In fact, the largest observed value of Noijktra that is 

needed to return the optimal path is eight. In practice, to control the complexity of 

the algorithm, one can impose a limit on Noijktra- In this case, the algorithm returns 

the best possible path within the given limit. Figure 5.15(b) depicts the value of 

iToir*) as a function of x when Noijktra is limited to 3 and 5, along with the optimal 

values of TT^. The differences between the three plots are barely visible, indicating 
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that inin/^max(7 is capable of achieving an almost-optimal performance with at most 

three calls to Dijkstra's algorithm. 

For CASE-II we select the delay constraint D as follows; D = — xa{p*), 

where x = 0.5,1.0,1.5,2.0,2.5. In this case, we use the heuristic min//maxcr with 

a control parameter k. As k increases, the performance gets closer to that of the 

optimal algorithm. Recall that for CASE-II, min/imax<7 computes an upper bound 

on the optimal path. This bound gets tighter as k increases. To get a clear picture of 

the performance of min^maxa, we first obtain the upper bound on the optimal path 

with k = 20, and use it as an approximation of the optimal value. Then, we contrast 

this value with the performance of min/zmaxa when k = 2 and k = 4. However, as the 

simulation results in Figure 5.15(a) indicate that The results, shown in Figure 5.16, 
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FIGURE 5.16. The probability of satisfying delay constraint in CASE-II using differ
ent values of k. 

suggest that the performance of min/xmaxcr is very close to the optimal performance, 

even when k is as small as two. 

Figure 5.17 depicts the number of nondominated paths versus 6. As e increases. 
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the number of nondominated paths decreases, as expected. We observed that this 

number, which depends on the underlying topology, is on average less than O(-). 

»- on average 

0.25 

FIGURE 5.17. Number of nondominated paths versus c. 
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CHAPTER 6 

CONCLUSIONS AND FUTURE WORK 

6.1 Conclusions 

In this dissertation, we investigated various key issues in providing QoS guarantees 

and provided efficient and scalable solutions to them. 

In Chapter 2, we provided a hybrid state dissemination mechanism that combines 

tree-based broadcasting and flooding to achieve simple but reliable and efficient link-

state dissemination. Such a mechanism is particularly needed in the context of QoS 

routing, which involves frequent dissemination of several dynamic parameters. In 

contrast to previous tree-based broadcasting approaches, which require complex al

gorithms and protocols to determine and maintain the broadcast trees, the proposed 

HFTB simply determines the broadcast trees by flooding first-time LSAs. Subse

quent LSAs that update the state of an existing link(s) are then disseminated over 

the broadcast trees. To deal with link-failures, we provided an enhanced version 

of HFTB, called S-HFTB. This enhancement involves a fixed extra communications 

overhead over HFTB. However, by using S-HFTB, nodes dynamically repair discon

nected broadcast trees in the case of link failures and acquire the most recent LSAs 

in a simple and efficient manner. In spite of this overhead, the S-HFTB mechanism 

provides significantly better performance than currently used flooding while main

taining the simplicity and reliability of flooding. As a result, the S-HFTB approach 

is a viable alternative to standard flooding, with improved TOO. We also described 

how to integrate the proposed hybrid mechanism in OSPF. For this purpose, two of 

the currently unused bits of the Options field in the LSA header are defined as FT-bit 

and TR-bit. Using these bits, we slightly modified the flooding procedure of OSPF 



172 

to determine the broadcast trees and to disseminate LSAs over these trees. 

In Chapter 3, we introduced a source-oriented TA approach for efficient QoS-based 

routing in scalable networks. The goal of this approach is to eliminate the redun

dancy in the advertised state information by taking into consideration the relevance 

of this information for path selection. The source-oriented approach was integrated 

into three TA schemes (unified quasi-stars, source-oriented simple-node, and source-

oriented star), which provide different tradeoffs between compaction and accuracy. 

The unified quasi-stars scheme is a viable alternative to the conventional full-mesh 

scheme. It offers the same accuracy as the full-mesh but with less advertisement 

overhead when the underlying topology is sparse. The other two schemes are more 

appropriate for dense topologies. For computing the weights of the logical links, we 

introduced two new approaches (CSPA and modified-MPPBCA), which constitute a 

compromise between the conventional SPPA and MPPBCA approaches. We stud

ied the performance of our TA schemes via extensive simulations that were carried 

out for sparse and dense network topologies under static and dynamic scenarios. In 

the static scenario, we observed that the modified-MPPBCA achieves almost the 

same SR as the conventional MPPBCA but with lower CR. CSPA performs as good 

as MPPBCA without causing any crankback. The source-oriented versions of the 

simple-node and star schemes perform better than their conventional counterparts. 

We then compared TA schemes using more realistic simulation setup in which the 

network dynamics (e.g., periodic update of aggregated information, resource alloca

tion following successful call admissions) are taken into account. In this case, we 

observed that for all schemes the SR decreases and the CR increases with the length 

of the update interval and that the performance trends are similar to those observed 

in the static scenario. Simulation results also showed that increasing the update in

terval has more negative impacts on accurate TA schemes (e.g., full-mesh) than on 

lossy schemes (e.g., simple node). This is attributed to the fact an accurate state 
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advertisement gradually loses its value as the update interval increases. 

In Chapter 4, we investigated the general multi-constrained optimal path (MCOP) 

problem with the goal of developing efficient approximations and heuristics in terms of 

computational time, performance, and resource utilization. We first provided a linear 

approximation algorithm for finding a path under two additive constraints without 

path optimization. Second, we provided a randomized algorithm for finding a path 

under any number of additive constraints without path optimization. Finally, we in

vestigated the most general form of the MCOP problem and provided a highly efficient 

heuristic algorithm called H-MCOP. This heuristic is based on minimizing a nonlin

ear cost function, g\. We investigated the theoretical properties of this nonlinear 

cost function and showed that as the nonlinearity parameter A increases to infinity, 

the minimization of gx provides a better approximation to the MCP problem (the 

MCOP problem without path optimization). We demonstrated that a generalized 

linear approximation algorithm for MCP can be easily developed for A = 1. However, 

for A > 1, the nonlinearity of gx does not allow for a polynomial-time algorithm to 

exactly minimize gx- Although finding a solution to the new minimization problem is 

left open, H_MCOP tries to approximate the minimization of gl = limA_»oo 9\ using 

an efficient heuristic based on two iterations of Dijkstra's algorithm. To optimize the 

use of resources while searching for a feasible path,^ H-MCOP also attempts to mini

mize a primary cost function. We proved that H-MCOP guarantees at least the same 

performance provided by a linear approximation algorithm, and most often provides 

significant improvements upon it. For further performance improvement, H_MCOP 

can also be used in conjunction with the A;-shortest path algorithm and while elimi

nating dominated paths, as done in TAMCRA. Using extensive simulations, we first 

verified that the performance of H-MCOP generally improves with A, with few anoma

lies that are negligible in magnitude and frequency. We then contrasted H-MCOP 

with other contending algorithms. Our results show that using using A;-shortest path 
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algorithm along with a nonlinear cost function (as done in TAMCRA) seems to be a 

good solution for the feasibility part of the MCOP problem. Consequently, we com

pared H_MCOP with TAMCRA in more detail using the fc-shortest paths in both and 

link weights generated from different distributions including uniform, normal, and ex

ponential. The results indicate that although both TAMCRA and H^ICOP achieves 

the similar SR performance under comparable computational complexity, H^COP 

reduces the AvgCost of the returned feasible paths over TAMCRA, thus providing 

more efficient use of network resources. The AvgCost reduction is significant when 

the network contains a large number of feasible paths. We also investigated the im

pact of correlated and uncorrelated link weights on the path selection algorithms. We 

observed that when the path weights are negatively correlated, i.e., » W2{p), 

or vice versa, linear approximation algorithms often return such paths that satisfy 

one constraint but violets the other. When link weights are positively correlated, 

linear approximation algorithms are more likely to succeed in finding feasible paths. 

The simulation results verified that when the link weights are positively correlated, 

the path weights also become positively correlated and thus the linear approximation 

algorithms often succeeds in finding feasible paths. However, when link weights are 

negatively correlated, the path weights tend to also be negatively correlated, degrad

ing the performance of linear approximation algorithms. In all cases, H-MCOP was 

shown to provide better performance than linear approximation algorithms. When 

negative or no correlations are present between link weights, H_MCOP provides sig

nificant performance improvement upon linear approximation algorithms than when 

positive correlation exists. 

In Chapter 5, we studied the bandwidth-delay constrained path selection problem 

in the presence of inaccurate state information. This problem consist of two sub-

problems, namely the MP-DCP and MP-BDC problems. While the MP-BDC problem 

is easy to deal with, the MP-DCP problem is NP-hard and thus cannot be solved in 
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polynomial time unless NP=P. In this chapter, we first considered the MP-DCP 

problem. We assumed probabilistic link delays are parameterized by their means and 

variances. According to the central limit theorem, the total delays along the paths 

in the network are approximated by normal RVs. To maximize this probability, 

which involves the total means and the total variances of all paths, we provided 

efficient heuristics that rely on minimizing the linear combinations of the mean and 

variance. This is similar to that used in the Lagrange relaxation technique. Our main 

contribution here is in providing an efficient, systematic search for the appropriate 

combination of the mean and variance (i.e., the Lagrange multipliers) to solve the 

MP-DCP problem. We considered two cases of the MP-DCP problem and proposed 

two different heuristics for them. The first one systematically adjusts the linear 

combination of the mean and variance, and searches for the best path in terms of 

minimizing this linear combination. The complexity of the first heuristic depends 

on the number of calls to Dijkstra's algorithm. Simulation results indicated that on 

average, this number is less than four and could be at most eight if the optimal path 

needs to be found. In fact, we can control the complexity by imposing a limit on this 

number. Once again, the simulation results indicated that the returned paths within 

the maximum of three calls to Dijkstra's algorithm are almost optimal. The second 

heuristic carefully selects a linear combinatioa and uses it along with the modified 

A;-shortest path algorithm. In this case, the performance depends on k. Simulation 

results show that after our modification to the A;-shortest path, the heuristic gives good 

performance with small values of A; as low as 2. Finally, we integrated our heuristics 

into the existing solutions of the MP-BCP problem, and provided an approximate 

method to find a subset of nondominated paths. Decision makers can select one of 

these paths based on a specific utility function. 
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The global Internet consists of several networks (or domains) called autonomous sys

tems (ASs) that are owned and operated by different administrative authorities. For 

routing within an AS and between ASs, the Internet uses two different types of 

routing protocols known as intra-domain routing and inter-domain routing, respec

tively. Providing end-to-end QoS guarantees through the global Internet necessitates 

the provisioning of QoS-based solutions to both intra-domain and inter-domain rout

ing. While QoS-based intra-domain routing has received substantial attention in 

the research community and has extensively studied in this dissertation, QoS-based 

inter-domain routing is still open for future research. Although inter-domain routing 

and intra-domain routing have some differences in their usage environments, they 

conceptually involve common tasks in routing (i.e., representation and dissemination 

of QoS-related information, using this information to compute feasible paths, and 

forwarding traffic along these paths). However, these tasks need to be addressed 

under different sets of design objectives of intra-domain and inter-domain routing. 

In particular, scalability is the primary concern in inter-domain routing while the 

computation of resource-efficient, feasible paths are the main issues in intra-domain 

routing, as investigated in this dissertation. In addition to extending our existing 

studies on QoS-based intra-domain routing, we plan to extensively investigate QoS-

based inter-domain routing. 

Consider the first task of routing, the representation and dissemination of QoS-

related information throughout the network(s). For QoS-based intra-domain routing, 

we provided an efficient hybrid link-state dissemination mechanism. As future work, 

we will implement this mechanism along with OSPF and demonstrate its efficiency in 

reed systems. In addition, we will investigate how to determine the values of link pa

rameters that are classified as static or dynamic, and how often to disseminate these 
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parameters. Static parameters (e.g., propagation delay) do not vary while dynamic 

parameters (e.g., bandwidth) often vary in time. So while it is enough to dissemi

nate static parameters once, dynamic parameters need to be disseminated whenever 

they change in value. Obviously this is not feasible particularly when the flooding ap

proach is used. Even though they are disseminated, they cause oscillations in routing. 

Because of these reasons, dynamic parameters are not currently used in the Internet. 

However, they need to be taken into account in providing QoS guarantees. We plan to 

investigate how to statistically characterize the values of link parameters and how to 

bound their inaccuracy while reducing their update frequency. Topology aggregation 

also need to be re-visited when the link parameters are represented statistically. For 

QoS-based inter-domain routing, representing or disseminating all QoS capabilities of 

a domain is not feasible and the current inter-domain routing protocol BGP-4 does 

not provide the dissemination of any state information, except for reachability. In [82] 

the author proposed an extension to BGP-4 for exchanging QoS-related information 

within BGP UPDATE messages between ASs. This proposal only considers how to 

encode QoS-related information in BGP UPDATE messages without specifying how 

feasible to disseminate QoS information in this way, how to aggregate QoS values of 

underlying paths, or how to use this QoS-related information in the other routing 

tasks. We will investigate these issues along with, appropriate periodic and triggeied-

based updating mechanisms in the context of inter-domain routing. In addition, we 

plan to investigate forecasting mechanisms to estimate the state information of other 

domains based on so far received data; this is aimed at reducing the communications 

overhead in state dissemination. 

Second, consider the next task of routing, i.e., path selection problem. So far we 

assume that the entire path between source and destination is computed and a con

nection is established per flow by reserving resources along this path. This connection-

oriented model is necessary to provide the requested QoS guarantees and can be in
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tegrated into the Internet (e.g., using RSVP). However, establishing a connection per 

flow (i.e., storing state information per flow at each router) is not a scalable solution, 

particularly for inter-domain routing. For scalability, this connection-oriented model 

and thus the QoS-based path selection algorithms are used to provide QoS guarantees 

to aggregate flows rather than a single flow through traffic engineering. Although this 

changes the granularity of path selection, it does not efiiect the complexity of finding 

a path subject to multiple constraints. So we plan to improve the performance of the 

proposed algorithms and use them to address several other issues in traffic engineering. 

For example, after a connection is established, it can be interrupted due to network 

dynamics. In such cases, it is necessary to restore or reroute ongoing connections. 

This involves the (pre)computation of multiple feasible paths. For fault tolerance, 

it is imposed to select node and/or link disjoint paths. Under multiple constraints, 

these problems are NP-complete and calls for further research. Another attractive 

approach to QoS routing is to use the connectionless routing philosophy of the cur

rent Internet (i.e., forwarding packets hop-by-hop without establishing a connection). 

However, designing a QoS routing mechanism/protocol without establishing connec

tions is a challenging open problem. This is particularly the case when we consider 

inter-domain routing through heterogeneous domains that might use different QoS 

technologies including IntServ, DiffServ^ and MPLS. We plan to investigate connec

tionless QoS routing mechanisms with the flexibility of today's Internet. In any case, 

the path selection algorithms rely on the state information which can be inaccurate 

due to network dynamics. We will continue to work on path selection under inaccu

rate state information and generalize the proposed algorithms to deal with more QoS 

parameters under both connection-oriented and connectionless models. Specifically, 

we will investigate how to optimize some specific utility functions without determin

ing many nondominated paths. In addition, we consider the properties of underlying 

network topologies and investigate their effects on the proposed QoS solutions. 
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In this dissertation, we mainly studied unicast routing. However, many applica

tions requires underlying network to provide QoS-based multicast routing. Although 

much work has been done on multicast routing, several issues are still open for future 

research mainly because of the reasons discussed above. In addition, emerging net

working technologies including wireless ad-hoc networking and all-optical networking 

call for QoS-based solutions. We plan to investigate QoS issues in new networking 

technologies in the future. Last but not the least, we will also investigate appropriate 

pricing models for providing QoS guarantees. 
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