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ABSTRACT 
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What is moral epistemology? It is the attempt to construct a theory that 

explains whether and how moral beliefs are epistemically justified. This dissertation is 

an evaluation of this project. Should we develop a specialized, topic-specific 

epistemology that applies only to the domain of morality, or should we develop a 

perfectly general theory which can be applied to ethics as a special case? In chapter one, 

I argue that we should be very cautious about developing topic-specific epistemologies 

like moral epistemology, and that we are in need of a good reason to do so. I explore and 

ultimately reject several skeptical motivations for the pursuit of moral epistemology. In 

chapter two, I sketch an argument put forth by Sinnott-Armstrong that because there are 

strong limits on the degree to which we can convince those who doubt the truth of our 

ethical beliefs, therefore a weak form of skepticism is reasonable. This argument fails 

because it targets nothing distinctive about morality. In chapter three, I consider 

Harman's view that there is something about our best epistemology that forces us to deny 

the existence of ethical facts. I reject this argument because the presupposed 

epistemology risks collapsing into general skepticism. In chapter four, I develop a new 

argument for moral skepticism. Sometimes if a person has the justified belief that there is 

enough disagreement about a topic this belief can defeat the justifications for that 

person's own beliefs about that topic. Given apparent widespread ethical disagreement, 

this presents a difficult challenge. In chapter five, I attempt to defuse the epistemological 

problem generated by disagreement, arguing that it is reasonable to deny that there is 

enough moral disagreement for the argument developed in chapter four to apply. Finally, 
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in chapter six I consider a non-skeptical motivation for the development of moral 

epistemology, namely that there might be a process of belief formation important to 

moral beliefs but not to other sorts of beliefs. I argue that the moral emotions seem to 

carry some epistemic force, and that better understanding the moral emotions does 

provide an incentive for further work on moral epistemology. 
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Chapter 1: Topical Epistemologies 

Introduction 

What is moral epistemology? Most generally, it is the epistemology of moral 

beliefs. Some of the most salient questions to ask about the epistemology of ethics 

include: What is it, conceptually, for an ethical belief to be epistemically justified? Do 

we have epistemically justified moral beliefs? If so, how are ethical beliefs justified? Do 

we have any moral knowledge? How can we improve our epistemic position vis-a-vis 

morality? On the face of it, the epistemology of ethics is an extremely important area of 

inquiry. Our ethical beliefs play a large role in practical deliberation. In deciding what to 

do, we often consider the ethical implications of our actions and behave accordingly. 

Aside from the practical issue of what we should do, the way we think about other people 

and their actions is filtered through the lens of our ethical beliefs. Thus, it is highly 

desirable, if we are to achieve both a high degree of practical success (e.g., do the morally 

correct thing) and an understanding of each other that we have true rather than false 

beliefs about morality. 

In this chapter, we will consider which questions are of primary importance to 

moral epistemology. The following are the main theses I will develop in this dissertation. 

We will consider when the study of a specialized, local, or "topical" epistemology such 

as moral epistemology is warranted. I will argue that we need a justification for the study 

of a specialized subject like moral epistemology. For, why not simply develop a 

perfectly global, general epistemology which treats all of the epistemological problems in 

the domain as a special case? As will emerge, one clear way of motivating the 
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specialized study of moral epistemology is by identifying distinctive epistemological 

problems about morality which cannot be easily answered by our leading general 

epistemologies. Arguments in favor of skepticism about a topic sometimes help us to 

isolate such distinctive problems. Thus, a large portion of this work will be concerned 

with an evaluation of several arguments in favor of skepticism about morality, both to see 

if the arguments themselves are sound and also to see whether the arguments successfully 

locate distinctive epistemological problems about morality. 

Recently there have been some arguments that purport to demonstrate that there is 

a special epistemological problem with ethical judgements. In chapter two, we will focus 

our attention on a skeptical argument constructed by Sinnott-Armstrong (1996). He 

argues that the best we can have is contextually justified belief about morality when it is 

the context of a conversation that allows us to take various principles for granted. This 

suggests a sort of skepticism about the justification of moral beliefs, or at least that ±ere 

are strong limits on how epistemically justified our ethical beliefs are; Sinnott-

Armstrong's final position is a contextualist foundations theory. In chapter three, we will 

focus on Gilbert Harman (1977; 1986), who argues that our general epistemology - an 

explanatory epistemology - forces us to doubt that moral facts exist. In other words, our 

best epistemology dictates that we deny the existence of moral facts. While Harman is 

interested in making an ontological point, he does so by exploiting his general 

epistemological theory. Thus, Harman's "problem with ethics" does have a strong 

epistemological component that deserves our attention. 
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Apart from the views of these authors, in chapter four I will argue that there is an 

epistemological problem for ethics that can be generated if we believe that there is a great 

deal of disagreement about ethics. It seems that many people do believe that there is a 

great deal of disagreement. I will show that if a person (justifiably) believes that there is 

the right sort of disagreement about a topic, this belief itself can work to defeat the 

justification of that person's own beliefs about that topic. Applying these arguments to 

morality could push us to conclude that the justification for our moral beliefs is defeated, 

and hence that a sort of skepticism about morality is appropriate. In the chapter five, I 

will explain how we can escape the skeptical argument developed in chapter four. 

I will evaluate and ultimately reject these skeptical arguments. Sinnott-

Armstrong's argument turns out to be an instance of a more general epistemological 

problem, one which requires a perfectly general rather than local solution. To the extent 

that Sinnott-Armstrong makes a good case for a kind of skepticism about morality, be 

also makes a case for global skepticism and thus fails to identify a distinctive 

epistemological problem that can be best resolved by the study of moral epistemology. 

Similarly, the problem with Harman's argument is that if it shows anything, it seems to 

show too much.' Harman's argument in the end also collapses into a perfectly general 

argument for global skepticism. As with Sinnott-Armstrong, this means that Harman has 

not succeeded in identifying a distinctive epistemological problem with ethics. As for 

skepticism generated by ethical disagreement, I will argue that it is at least reasonable to 

' I do not mean to suggest that Harman in any way was attempting to argue that we should study moral 
epistemology. But, this is the use to which I will adapt his arguments at present. Sinnott-Armstrong in 
contrast is at least attempting to frame the problem that moral epistemology must address, and thus is much 
closer to attempting to justify the study of moral epistemology. 



13 

believe that there is not enough disagreement about ethics to result in the defeat of the 

justification of our own ethical beliefs. Further, while I think we would and should like 

to understand the epistemological consequences of disagreement generally, it is unclear 

the extent to which the study of moral epistemology will be useful for this (as opposed to 

the study of some other topical epistemology or the direct and general epistemological 

study of the issues). Thus, none of these skeptical arguments clearly locates a distinctive 

epistemological problem that could be used to justify the study of moral epistemology. 

In the last chapter of this dissertation, chapter six, we will explore a reason to 

study moral epistemology independent of any skeptical challenge to morality. I will 

argue that the moral emotions do have some epistemological import. Insofar as the moral 

emotions are not sources of evidence or justified belief about topics other than morality, 

the moral emotions are a distinctive source of justified beliefs about ethics. An 

assessment of when and to what extent our moral emotional reactions are a source of 

justified beliefs about morality is something that provides some warrant for the study of 

moral epistemology. Thus, while a large portion of this project will show that various 

skeptical arguments are not capable of providing much motivation to study moral 

epistemology, the moral emotions very well could provide such a warrant. 

It would be incredibly easy to overstate the conclusion of my overarching 

argument. Hence, some correctives are in order. I do not claim that my arguments will 

conclusively show that moral epistemology is something that we should or should not 

study. The reason for this is that I think it almost impossible to provide a complete list of 

when it is that the development of a topical epistemology is appropriate. The creation of 
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such a list would require a comprehensive understanding of all the important goals and 

projects within epistemology, something that I certainly do not claim to have and which I 

think others lack as well. Because of this, the arguments here will only show that the 

development of moral epistemology cannot be motivated on the basis of the sorts of 

skeptical arguments to be discussed. In the final chapter, I will argue that it is plausible 

that there is a non-skeptical reason to develop moral epistemology further (namely, the 

moral emotions are epistemologically important to the epistemology of ethics). It may be 

that there are other grounds which could warrant the study of moral epistemology, or that 

there are other arguments for moral skepticism that do meet these conditions. But, even 

given the admittedly limited scope of this claim, I think it is an interesting one 

nonetheless, and establishing it will require a great deal of substantive work. 

It is worth saying something about what I will mean by the expression "moral 

skepticism." This expression is often used in the meta-ethics literature to refer to the 

denial of moral realism. Insofar as moral realism is a cluster of ontological and semantic 

theses, moral skepticism can take several different forms, although the term is usually 

used to pick out noncognitivism or an error-theory rather than relativism. However, there 

is another obvious use for the expression. Moral skepticism is also naturally taken to be 

some sort of epistemological skepticism about ethical beliefs.' As this project is about 

moral epistemology, I will use the label "moral skepticism" to denote this 

epistemological thesis. Of course, there are many variants of skepticism, both in strength 

~ Note that epistemological skepdcism about moral beliefs might be turned into an argument for the other 
sort of moral skepticism (the denial of one of the theses of moral reah'sm). We will see this in the case of 
ethical disagreement. 
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and scope. Some weak skepticisms merely claim that certainty is impossible while much 

stronger skepticisms deny that we have knowledge or even justified belief about a topic. 

And, skepticisms can be local (about a single topic or subject or about beliefs that are 

produced in certain ways) or global (about all kinds of beliefs). I will indicate the kind of 

moral skepticism under discussion when this is important. 

Topical Epistemologies 

A topical epistemology is the epistemology of a specific subject matter. Here, I 

will assume that we have a good enough intuitive grasp of what constitutes a subject 

matter, although a rigorous analysis of this concept does seem like something it will be 

worth attempting at some point. Some examples of topics include morality, American 

cities, hammerhead sharks, abstract algebra, and facial expressions. Each of these 

comprises a body of facts that are at least loosely connected if not systematically unified 

(as in the case of American cities). Topical epistemologies are epistemologies of beliefs 

about a given topic. So, for example, moral epistemology is the epistemology of beliefs 

about morality, while the epistemology of mathematics is the epistemology of beliefs 

about mathematics. Hence, moral epistemology and the epistemology of mathematics 

are both good examples of topical epistemologies. 

A topical epistemology is the epistemology of a topic or subject matter. But, what 

questions about the subject matter are the focus of a topical epistemology? For example, 

when thinking about the topical epistemology of morality, we might be attempting to give 
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a conceptual analysis of key epistemic terms as these terms apply to morality. Consider 

what Geoffrey Sayre-McCord writes. 

But I do think that some of our moral beliefs are [epistemically] justified and justified in the same 
sense (if not always to the same degree) as are many of our other beliefs. As a result, what I'll be 
doing is primarily defending in general - and without special regard for morality - a theory of the 
epistemic justification of belief that applies across the board to all of our beliefs. Despite my 
being especially conccmed with the status of our moral beliefs, then, a great deal of the discussion 
that follows will be put in terms that self-consciously and intentionally don't speak directly to 
morality. So far as I can see, the epistemic evaluation of our moral beliefs is of a piece with that 
of all our other beliefs; there is no distinctive epistemology of moral beliefs (1996, 138). 

Sayre-McCord claims that insofar as moral beliefs are justified in the same sense as other 

beliefs, viz., there is some univocal sense of epistemic justification that applies to beliefs 

about dogs, electrons, and ethics, then there is no need for a moral epistemology. Instead, 

we should simply take our best general theory of justification and apply it to morality. 

There is something very appealing about this line of thought, and there is something 

correct about it. But, there is also something misleading about casting topical 

epistemologies in this light. 

I propose to simply take for granted that when we speak of the epistemic 

justification or knowledge of moral beliefs, we are applying terms that are also applied to 

beliefs about other sorts of things as well. And, given such an assumption, it would seem 

at best extremely odd if, for example, we were to deliver a reliabilist account of all sorts 

of justification and knowledge except morality, and a coherence accoimt of moral 

knowledge (assuming that we are not coherentists in this context because seeking 

coherence is the most reliable method of forming beliefs about morality). This is what is 

correct about what Sayre-McCord writes. It does seem that we evaluate the epistemic 

status of moral beliefs in much the same way as we evaluate the status of other sorts of 
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beliefs. Consequently, we should, to the extent possible, provide a single conceptual 

analysis of key epistemic terms and the structure of justification (foundationalist or 

coherentist) which can then be applied across the board. But, the implication of the 

passage above is that when we study moral epistemology, we are somehow engaging in a 

form of conceptual analysis, and since we are not giving a conceptual analysis of 

epistemic terms as they apply to morality, we need no moral epistemology. This is 

incorrect; topical epistemologies are not analyses of epistemic concepts. Instead, when 

we engage in the study of a topical epistemology what is called for is the application of 

our best analyses of epistemic concepts to specific subjects, or put more neutrally, the 

development of a substantive (rather than conceptual) account of whether and why it is 

that beliefs about a specific topic are justified or unjustified. 

Topical epistemologies are located at the substantive rather than the conceptual 

level. Moral epistemology, for example, is best understood as being about whether, to 

what extent, and how it is that moral beliefs are justified or instances of knowledge. 

What is called for is an explanation of how and why it is that beliefs about a particular 

topic are actually or possibly justified.^ When thinking about moral epistemology, for 

^ This statement distinguishes between, on the one hand offering an actual e.xplanation of how and whether 
our beliefs about a topic are justified, and on the other offering an explanation of how and whether beliefs 
about a topic might possibly be justified. In the first case, we are focusing on the actual world and 
explaining if our beliefs actually are justified. In the latter, the central question concerns explaining how 
and whether it is logically possible that beliefs about a topic could be justified. I make this distinction to 
make room for externalist theories that secure the logical possibility that we have knowledge without 
claiming that we have any ability to determine that we do. This is because, for example, it is impossible to 
find a sausfactory argument that some of our cognitive processes are reliable, a claim very important to 
reliabilist theories of justification. Thus, it seems as though the best a cautious reliabilist will offer is an 
explanation of how it is possible that beliefs of a certain kind could be the product of a reliable cognitive 
process. One version of this sort of argument will arise in the next chapter. But, reliabilists can argue that 
it is possible rather than impossible that a given belief is justified by showing how it is that the belief might 
be plausibly taken to be the product of a reliable cognitive process. Hereafter, and for the sake of clarity, I 
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instance, we are interested in whether and how beliefs about morality are justified. 

Assuming that beliefs about morality are justified, we can ask how this comes about. Are 

moral beliefs the product of a rationalist faculty of pure inmition, or do we have a literal 

sixth "moral sense?" Perhaps moral beliefs are the product of the spontaneous 

application of concepts to more usual perceptual inputs, much the way that human beings 

come to judge that there is an oak tree in the distance. All of these substantive views 

represent different possible accounts of how it is that we come to have justified belief in 

or knowledge of ethical truths. Of course, which of these theories is credible will depend 

in part on one's preferred meta-ethical and normative theories. If one is a naturalist, for 

example, it is plausible to claim that truths of ethics can be known much as we can know 

about other similar kinds of natural facts, and consequently that we can make do without 

presupposing the existence of a faculty of pure intuition."* 

This view of moral epistemology fits at least the practice of several authors. 

Sinnott-Armstrong and Timmons (1996) seem to advocate what we could call a 

"problems based" approach to moral epistemology. They attempt to make clear the 

problem in moral epistemology that deserves our attention, going so far as to say (in the 

introduction to a volume of new essays on moral epistemology) that, "The remaining 

essays can be seen as various responses to the skeptical regress argument" (1996, v). The 

will concentrate on the e.xplanation of whether and how a given belief (or class of beliefs) is justified. This 
is compatible with extemalism if we make the assumption that the world is roughly as we think it to be and 
hence whatever e.\temal factors necessary to a beliefs being justified obtain (at least in non-skeptical, non-
Gettier contexts). So, the goal of topical epistemologies is to explain whether and how a given belief or 
class of beliefs is justified given the assumption that the world is roughly as we take it to be. This goal of 
substantive epistemologies can be met by both internalist and externalist theories. 
•* We will return to this issue later, as it will constitute an argument against developing moral epistemology 
at present given the lack of consensus about meta-ethical doctrines even as general as naturalism. 
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problem is to explain how and why it is that ethical beliefs are or could be justified in the 

face of a skeptical argument, and this fits nicely with my view of the aims of moral 

epistemology.^ Robert Audi most generally describes moral epistemology as an 

epistemology "which concerns the possibility of knowledge and justification in ethics..." 

(Audi 1997, v). To explain how justified moral beliefs are possible, we would 

presumably have to explain how moral beliefs might come to be justified. This also 

meshes with the view sketched here. Paul Churchland (1992) takes the task of moral 

epistemology to flimish a plausible explanation of how our ethical beliefs could be 

justified. He writes, 

On the one hand, we have a long history of noncognitivist and other deflationary or overtly 
skeptical accounts of "moral jcnowledge." And on the other, we have a long history of inflationary 
accounts that try to locate the ground of moral truth in abstract general principles that are 
somehow certified by reason as opposed to empirical facts... Moral truths. I shall argue, are 
roughly as robust and objective as other instances of truth, but this objectivity is not secured by 
their being grounded in pure reason or in some other nonempirical support. It is secured in 
something very like the way in which the objectivity of scientific facts is secured (1992,297). 

Again the emphasis is on explaining in a plausible manner whether and how moral beliefs 

are justified. Thus, even if philosophers do not explicitly state what exactly they take to 

be the proper questions of moral epistemology, they nonetheless seem to agree in 

practice. 

Can we develop a topical epistemology without presupposing a particular analysis 

of epistemic terms? Hartry Field (1988) thinks that this is possible, at least when we 

focus on certain questions. In a discussion of Benacerraf (1973), Field writes, 

Benacerraf formulated the problem [for Platonism about numbers] in such a way that it depended 
on a causal theory of knowledge. The present formulation does not depend on any theory of 
knowledge in the sense which the causal theory is a theory of knowledge: that is, it does not 
depend on any assumption about the necessary and sufficient conditions for knowledge. Instead, 

^ This argument will be evaluated in the second chapter. 
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it depends on the idea that we should view with suspicion any claim to know facts about a certain 
domain if we believe it impossible in principle to explain the reliability of our beliefs about that 
domain (1988,332-3). 

Field asserts that there is a way of thinking about a topical epistemology (here the 

epistemology of mathematics) that does not presuppose a specific conceptual analysis of 

important epistemic concepts. Field's own proposal seems to be the development of a 

certain kind of defeater that he thinks will apply no matter what one's conceptual theory 

or view of the structure of justification is, namely that if we believe that it is impossible 

in principle to explain how it is that beliefs about a certain topic could be produced in a 

reliable way, then those beliefs are unjustified (or whatever degree of justification they 

have is defeated). Effectively, Field claims that if an agent has the belief that it is 

impossible in principle to explain how it is that beliefs about a topic are produced in a 

reliable manner, then this undermines whatever justification the agent's beliefs about this 

topic might have. Whether or not Field is correct that an agent's belief that it is 

impossible in principle to explain the reliability of various beliefs about a topic 

constitutes a defeater to those beliefs, what is important is that this sort of argument from 

defeat is available to all sorts of different conceptual analyses of justification and 

knowledge. All plausible current analyses of justification allow for the defeat of the 

justification of one belief by another belief. Thus, we may be able to say something 

about the epistemology of mathematics without presupposing an analysis of epistemic 

concepts. 

There is the very real concern, however, that topical epistemologics, when taken 

to be substantive explanations of whether and how certain kinds of beliefs are justified. 
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must be tied very closely to specific conceptual analyses. Consider a sample substantive 

analysis of why it is that the belief that there is a keyboard in front of me right now is 

justified. Seemingly, a coherentist account of whether and how this belief is justified will 

rely on whether and when this belief appropriately coheres with the rest of my doxastic 

system. In contrast, a topical epistemology from the standpoint of a causal theory (see, 

e.g., Goldman (1967)) of justification will attempt to show that my belief has the right 

causal connection to the facts that make the belief true. 

Following this line of thought, a coherentist might say that my belief that there is 

a keyboard in front of me right now is cognitively spontaneous and attended by a certain 

phenomenological character that identifies it as visual. Given that I believe that visual 

beliefs in the circumstances in which I find myself are almost always true, then I can 

infer that the belief that there is a keyboard in front of me is very likely to be true.^ 

Consequently, the belief that there is a keyboard in front of me does cohere with various 

other beliefs, namely, my belief about the reliability of perception as a faculty. In 

contrast, a causal theorist could explain that my belief is justified because the fact that 

there is a keyboard in front of me is causally responsible for certain sensory stimuli, 

which in turn are subject to various sorts of cognitive processing, which finally result in 

the judgement that there is a keyboard in front of me. A more complete causal account 

will include a detailed story about the exact kinds of processing involved, and how these 

are all ultimately causally related back to the keyboard in the world. But, even given 

these relatively schematic accounts, the coherentist and causal accounts seem almost as 
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different as they can be, sharing nothing in common. It would thus seem that one must 

presuppose a conceptual analysis in order to provide a substantive account of whether 

and how a particular belief is justified, at least in any degree of detail. Does this doom 

any attempt to develop a topical epistemology without presupposing a particular theory of 

justification? 

Processes of Belief Formation and a Neutral Frameworic 

Surprisingly enough, I think that it is possible to provide an informative topical 

epistemology without assuming that a particular conceptual analysis of justification is 

correct. What is required is a relatively neutral way of explaining whether and how it is 

that beliefs about a topic are justified or unjustified. It is here that what I will introduce 

what I will call "processes of belief formation." A process of belief formation is a causal 

source of beliefs. Processes of belief formation include perception, memory, deductive 

reasoning, inductive reasoning, wishful thinking, inferring the falsity of the consequent of 

a conditional fi'om the falsity of its antecedent, scrying a crystal ball, pure intuition, and, 

perhaps, testimony.^ Some of these processes of belief formation are sources of justified 

beliefs; we at least believe that perception, for example, is one source of justified beliefs. 

' Note that the belief that the visual belief that there is a keyboard in front of me is likely to be true will 
itself help support (and hence cohere) with the belief that my senses are very reliable. 
^ Most of the processes of beh'ef formation mentioned here are extremely coarse-grained. It might turn out 
that it is better to work with much finer-grained conceptions of processes of belief formation. For e.\ainple. 
it would be easy to decompose perception into various senses, and it could be that these individual sense 
modalities themselves should be broken into cognitive processes or the like. For my purposes, it is 
urmecessary to take a particular stand on what level of detail it is best to construe processes of belief 
formation. Because of this, and for facility, I will simply pretend that some sort of faculty view of ways of 
knowing is correct; but, F ask the reader to supply her own preferred conception of ways of knowing. 
Testimony is mentioned here as a possible way of belief because it may be possible to reduce testimony to 
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I will refer to a process of belief formation that we take to be a source of justified beliefs 

as a "justification-conferring process of belief formation" or JCP.® More cautiously, a 

JCP is a source of beliefs that we think are usually justified in the sorts of circumstances 

in which we commonly find ourselves.' Perception is a JCP because we believe that 

perception results in many justified beliefs about the local environment. On the other 

hand, some processes of belief formation do not yield justified beliefs. When considering 

such a process, we could call it a "non-justification conferring process of belief 

formation" or NJCP. NJCPs are processes of belief formation that we believe are 

processes of belief formation the outputs of which are not justified. Wishful thinking, for 

example, is a NJCP; beliefs that are produced by wishful thinking are not {prima facie) 

justified. It will mm out that focusing on JCPs (justification-conferring processes of 

belief formation) will allow us to better assess when a topical epistemology is worth 

studying. In the discussions that follow, I will focus explicitly on JCPs. But, what I say 

about JCPs will also apply to NJCPs. Reference to processes of belief formation will 

sometimes be appropriate if I am discussing a process of belief formation about which we 

are unsure whether it is a JCP or a NJCP. 

It is useful to introduce another important definition at this point. As will emerge, 

I think that the study of a topical epistemology can be shown to be warranted if we 

some combination of percepUon and induction. In contrast, see, e-g., Burge (1993), Coady (1992), and 
Owens (2000,163-76). 
* I was initially inclined to refer to JCPs as justification-conferring sources of belief. But, the latter would 
result in the unfortunate acronym JCSOB. For obvious reasons, I have chosen an alternate name. 
' John Pollock pointed out in conversation that there may be a critical problem with this definition of JCPs. 
In particular, we would like a principled account of how to characterize the circumstances in which we 
normally fmd ourselves. Such an account looks to face something like a version of the generality problem, 
a well-known problem for reliabilist accounts of Justification. We could treat JCPs as being processes of 
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believe that there is a process of belief formation which is somehow special or distinctive 

to (some) beliefs about the topic. Study of a topical epistemology could be our best or 

perhaps even only way in some cases to think about and epistemically evaluate a 

putatively distinctive process of belief formation. For example, we could come to accept 

that some of our fundamental ethical beliefs are the product of a weird specialized moral 

sense (or, as we shall consider near the end of this dissertation, the moral emotions). 

Perhaps this is because cognitive science and psychology deliver results that show that 

such core moral beliefs are formed in a way unlike all other beliefs, or perhaps our 

experience of ourselves as moral creatures makes such a view plausible. But, regardless 

of the reason, the postulation of a moral sense would amount to the claim that there is a 

distinctive process of moral belief formation. If it is plausible that this process is a JCP, 

then there would be a distinctive justification-conferring process of belief formation 

about the topic, or DJCP. Since we are concerned with moral epistemology and whether 

its study is warranted, if we could identify and make plausible that there is a DJCP, this 

would provide us with some incentive to pursue moral epistemology further. For 

example, I will argue that the moral emotions are plausibly a DJCP; the moral emotions 

are a justification-conferring process of belief formation distinctive to moral beliefs. We 

will further consider the import of possible DJCPs below. 

I see no option but to work with the rough and intuitive picture of processes of 

belief formation that is in place. The account is admittedly vague. This is unfortunate 

but unavoidable if processes of belief formation are to be construed in such a manner that 

belief formation that confer primayac/e justification on beliefs that are their outputs in all circumstances. 
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they are relatively neutral between competing analyses of epistemic concepts and views 

of the structure of justification. It is worth mentioning that speaking in terms of 

processes of belief formation does presuppose a procedural notion of justification; the 

processes or procedures that result in the formation or sustenance of the belief are 

relevant to whether that belief is justified. As we shall see, though, I think that a 

substantive procedural account of justification is compatible with conceptual and 

structural analyses of justification that are internalist or externalist, foundationalist or 

coherentist. Thus, this assumption, while important, is consistent with a large number of 

leading epistemological views. This is critical because we otherwise run the risk that 

most of what we say about a topical epistemology will be pointless as we assumed the 

wrong conceptual and structural analysis of justification or knowledge. If we want to 

establish something lasting about the epistemology of a given topic, prudence dictates 

that we speak in ways that are compatible with all or most of the best current theories. 

Since, as I will argue, many of our best theories do make room for JCPs and NJCPs (but 

in different ways), we do well to focus on these when developing a topical epistemology. 

JCPs and NJCPs are couched in terms of what we believe to be sources of 

justified or unjustified beliefs. This is intentional insofar as what counts as a good or bad 

explanation of something is relative to what one believes. The point of a topical 

epistemology is to explain how and why it is that beliefs about a given topic are justified 

or unjustified. Such explanations will be forced to make use of the beliefs we have about 

when and how it is that beliefs come to be justified. And, all of us have beliefs about 

This construal of JCPs will fit with most of what I say below. 
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what sources of justified and unjustified beliefs are available to human beings. If we 

could plausibly explain how it is that, say, beliefs about morality come about in such a 

way that makes clear that moral beliefs are the product of what we take to be a JCP, then 

we will have provided a good explanation of why it is that beliefs about morality are 

justified. And, if rival accounts can agree about what counts as a JCP, if not why this is 

the case, then we will have taken the first steps towards a topical epistemology that is 

independent of any particular theory. 

My proposal in terms of processes of belief formation is related but not identical 

to the sort of two-tiered views developed by Alvin Goldman in his (1986) Epistemology 

and Cognition and (1992b) "Epistemic Folkways and Scientific Epistemology." In the 

former, Goldman distinguishes between a criterion of rightness and J-rules (1986, 58-

69).'° J-rules are to be selected on the basis of the correct criterion of rightness. For 

example, Goldman explores several different proposals for the criterion of rightness, but 

concludes that J-ruIes are to be selected because they permit the use of reliable cognitive 

processes (1986, 103-9). So, we end up with a bunch of specific J-rules that all meet the 

criterion of rightness. Then, these J-rules themselves are substantively applied to 

determine whether or not a given belief is justified. What is interesting is that a particular 

set of J-ruIes might be correct according to several different criteria of rightness, just as 

ethical absolutists and relativists might both embrace specific normative rules, but for 

very different reasons. If this is the case, then it could be possible to develop specific sets 

of J-rules that capture our inmitions about when it is that beliefs about a topic are justified 
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independent of having a criterion of rightness. Indeed, assuming that we do have 

justified behefs about a topic, one source of data for the selection of the correct criterion 

of rightness will be that it delivers J-rules in accordance with our intuitions about specific 

examples." The critical point is that it might be possible to develop a system of J-rules 

with some degree of confidence which explains why beliefs about a topic are justified or 

unjustified that does not yet require a specific view of the criterion of rightness. 

The problem with the criterion/J-rule distinction in Epistemology and Cognition 

for present purposes is that foundationalism and coherentism are best viewed as 

competing views of the structures of J-rules. As Goldman writes, 

The core of foundationalism is a commitment to some special class of beliefs - so-called basic 
beliefs - from which all justification derives. This would be reflected in a J-rule system that 
ultimately permits all other beliefs only by their relationship to members of a special belief-class. 
By contrast, coherentism's rule structure would not feature such a distinctive status for any belief-
class (1986. 79). 

This means that the criterion of righmess/J-rule distinction is not neutral with respect to 

one of the most important divides in epistemology, that between foundationalism and 

coherentism. A specific set of J-rules will have consequences with respect to whether 

foundationalism or coherentism is correct. For the purposes of developing a topical 

epistemology, it would be preferable to have some sort of fi'amework that was also 

neutral with respect to debates about the structure of justification, as there is still not 

anything like a consensus as to the correct view. The problem here is that specific sets of 

J-rules have too much content to be compatible with various views, much as the detailed 

Goldman (1986, 63) also distinguishes a third "framework" level as well. For present purposes, two 
levels will suffice. 
" While this means that the criterion of righmess and J-rules are mutually adjusted to some e.xtent, this 
does not mean that we must embrace a coherentist methodology. See, Pust (2000) for a persuasive 
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nuts-and-bolts explanations of why a particular belief is justified or unjustified according 

to a theory is too specific for present purposes as well (recall the coherentist and causal 

explanations offered at the end of the previous section). 

Does the framework in Goldman (1992b) fare better? It is much closer to being 

neutral between views of the analysis of key epistemic terms and the structure of 

justification, although the picture developed takes a stand on how it is that epistemic 

concepts are applied that is unimportant for the purposes of developing a topical 

epistemology. So, at the very least, I will make do without the particular view of how it 

is that epistemic concepts are applied by individuals, and also without a reliabilist 

criterion of the proper selection of virtuous and vicious processes. But, the picture 

developed here has a great deal in common with Goldman's view. Goldman claims that 

epistemic concepts as they are applied by individuals to form judgements about whether a 

belief is justified are lists of virmous and vicious ways of forming beliefs. When 

assessing whether or not a belief is justified, Goldman argues that an agent consults his 

list of virtuous and vicious processes of belief formation and makes judgements about the 

justificational status of beliefs according to whether the agent takes the belief in question 

to be formed in a vicious or virtuous manner.'^ The obvious question is why it is that 

various methods of belief formation are classified by an agent as being virtuous or 

vicious and hence added to that agent's lists. Goldman proposes that the lists are created 

by applying a reliability criterion. This means that an agent puts (or, perhaps more 

argument that various forms of reflective equilibrium are best understood as forms of foundationalism with 
respect to intuitions. 

Goldman (1992b, 159) also offers suggestions for how it is that epistemic concepts are applied in those 
cases where a particular method is not explicitly judged to be virtuous or vicious. 
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cautiously, should put) a method of belief formation or sustenance on his list of virtues 

because he believes (or should believe) that it is reliable (1992b, 160-3). Once a list of 

virtuous and vicious methods of belief formation is constructed, we can then evaluate 

beliefs about given topic to see whether these beliefs are the product of (what we take to 

be) a virtuous or vicious process. This would be to explain what processes are important 

to the production, sustenance, and modification of beliefs about a specific topic. 

Now, insofar as we already do take certain processes to be virtuous and vicious 

(or in my terminology, we take some processes of belief formation to be JCPs and others 

to be NJCPs), are we thereby committed to a particular view of the strucmre of 

justification or conceptual analysis of important epistemic terms? We are not. For, I 

think that coherentists and foundationalists can agree about which processes of belief 

formation are JCPs and which NJCPs, but they may account for these judgements 

differently. It is possible to agree that something is a JCP or a virtuous way of forming 

beliefs without yet having said why this is the case. We must distinguish between the 

explanation of why a process of belief formation is a JCP or virtuous process (or NJCP) 

and the list of JCPs or virtuous processes themselves. 

For example, perception is a JCP. Coherentists and foundationalists can agree to 

this.'^ Disagreements about perception are really about how to best account for the fact 

that perception is a JCP. Is it, as per some foundationalist accounts, because perception is 

a source of immediately justified basic beliefs? If so, why is perception a source of basic 

" Let us make the assumption that perception really is a reliable process (or meets whatever e.xtemal 
conditions one thinks to be necessary for justification or knowledge). Adding this in, then externalists can 
agree to the claim as well. 
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beliefs? Is it that perception is a reliable cognitive process, or licensed by human 

conceptual norms, or a source of infallible beliefs? Or, is it that beliefs formed on the 

basis of perception almost always appropriately cohere with the rest of at least a normal 

human agent's doxastic system? Or, as per negative (conservative) coherentists, is it that 

beliefs that are the product of perception are rarely defeated and hence usually justified?'"* 

To say that something is a JCP is simply to say that beliefs that have a particular source 

are often justified in our environment. This is not yet to have said anything about why it 

is that beliefs that have this source are justified. 

I think it worth providing a schematic account of why it is that positive holistic 

coherentists can agree that perception is a JCP (for normal human beings). This is 

because it is very tempting to understand the claim that perception is a JCP as meaning 

that perceptual beliefs are justified in virtue of the fact that they are the product of 

perception (and hence that some form of foundationalism must be true). It is this 

"thicker" understanding of JCPs that is here being rejected. Such identifications confuse 

the fact that perception is a JCP with an account of why it is that perception is a JCP. By 

seeing how it is that positive holistic coherentists can make room for the claim that 

perception is a JCP for normal human beings, we can better resist these misleading 

temptations. 

One coherentist method of explaining why it is that human perceptual beliefs are 

usually justified is by claiming that normal human beings believe that beliefs that have 

'•* Negative coherentists claim that a belief is justified if and only if it is not incoherent with the rest of an 
agent's do.xastic system. Here I follow the taxonomy of Pollock and Cruz (1999, 71-72, 80-84). So, beliefs 
formed on the basis of perception might be such as to almost never be incoherent with normal human 
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certain sources are likely to be true or false. Perceptual beliefs are not justified because 

of their causal etiology, but rather because human agents (a) believe that beliefs that have 

a perceptual etiology are usually true, and (b) that such-and-such a belief has its origins in 

perception. Using (a) and (b) together, a new belief which is taken to be perceptual can 

be shown to cohere to some extent with the rest of an agent's doxastic system.'^ 

This is just the sort of account offered by Laurence Bonjour to explain how 

justified perceptual beliefs, especially of new or shocking things, are possible. The 

contents of perceptual beliefs are often novel and surprising; we don't know what to 

expect when we walk into a modem art museum, and many of the objects therein are 

extremely unusual. Supposing that I've made my first trip to such a museum, I may find 

myself looking at a strange orange abstract sculpture. That there is an object that looks 

like a wildebeest crossed with a toucan in fi-ont of me is not a belief that coheres with my 

more usual sensory beliefs. Nor do I have any memories of seeing anything remotely like 

this sculpture before. Nonetheless, intuitively, I am justified in believing that I am seeing 

this object. How can this belief be made to cohere with the rest of my doxastic system to 

a sufficient degree to be justified according to positive coherentism? 

One plausible answer is to make use of the belief (assuming the agent has it) that 

perception in the sorts of conditions in which one currently finds oneself is a JCP. For 

example, Bonjour offers the following schematic account of how it is that beliefs formed 

on the basis of perception are justified: 

do.xastic systems. Thus, perception would count as a way of knowing according to my definition. The 
philosopher who has come closest to advocating a negative coherence theory is Harman (1973; 1986b). 
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( 1 ) 1  h a v e  a  c o g n i t i v e l y  s p o n t a n e o u s  b e l i e f  t h a t  P  w h i c h  i s  o f  k i n d  K .  
(2) Conditions C obtain. 
(3) Cognitively spontaneous beliefs of kind K in conditions C are very likely to be true. 
Therefore, my belief that P is very likely to be true. 
Therefore, (probably) P (1985, 123). 

The kind of belief refers to the subject matter of the belief, which is picked out by 

focusing on the beliefs content and phenomenology; this is how perceptual and 

introspective beliefs are to be differentiated from one another according to Bonjour. 

While Bonjour strongly resists speaking in terms of a beliefs actual causal etiology, there 

is no reason he cannot appeal to what the agent believes to be the causal etiology of the 

belief, and this will often be identifiable by the agent on the basis of the contents and 

perhaps phenomenology of the belief.'^ Agents can often tell you that they believe a 

certain proposition because they saw, heard, or remember something, which they take to 

justify the belief. At least at the time the belief is formed, human beings often have or 

can easily form beliefs about the etiology of the belief in question. The critical point here 

is that in agreeing that perception is a JCP, the coherentist only agrees that perception is a 

source of justified beliefs. No account of why beliefs that happen to have this source are 

justified is yet required. So, insofar as coberentists can develop a plausible account of 

why it is that perception results in beliefs that are justified on the grounds of coherence 

(or why it is that coherence treats a certain procedure of belief formation as justificatory), 

the coherentist can agree with foundationalists that perception is a JCP. 

" It is not clear to me that we must always add a meta-belief that a particular belief has its source in 
perception. It may be that beliefs have a certain kind of phenomenology that identifies their source without 
needing an extra belief to this effect. But, this is inessential. 

Note that I will follow Bonjour in not italicizing variables here. 
Indeed, Bonjour (1985, 117-8) does seem to make such an allowance explicitly. 
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All of this discussion is in the service of providing a suitably neutral framework 

from which to develop topical epistemologies. If, as I contend, JCPs and NJCPs are 

neutral between theories of the analysis and structure of justification, then developing 

topical epistemologies in terms of JCPs and processes of belief formation is a promising 

strategy insofar as we can arrive at conclusions acceptable to theorists who accept 

radically different overall views. Let us now turn to the task of assessing when it is 

reasonable to develop a topical epistemology. 

Processes of Belief Formation and Appropriate Topical Epistemologies 

It is not always obvious which processes of belief formation are instrumental in 

producing beliefs about a given topic. While it is fairly clear that the process of belief 

formation that is important to beliefs about the existence of particular medium-sized 

physical objects is perception, what are we to say of how we come to know whether 

electrons exist, or whether it is a necessary truth that 2 + 2 = 4? And, more difficult still 

is the matter of providing an account of the source of moral beliefs, insofar as there is still 

great disagreement about the contents of beliefs about morality among even moral 

realists. 

Simply because a proposition might be justifia£>/e via some JCP it does not follow 

that this is the process of belief formation responsible for a particular agent's belief. 

Unfortunately, things are much more complicated than this. Topical epistemologies are 

located somewhere between the description of actual and possible processes of belief 

formation that might be sources of beliefs about that topic. For the purpose of assessing 
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the justificational status of an agent's current beliefs about a topic, the processes of belief 

formation responsible for the production or sustenance of that belief are of overriding 

importance. But, if we are attempting to improve the epistemic standing of our beliefs 

about a topic, it will sometimes be better to focus on possible processes of belief 

formation to see if any are epistemically better than our current way of forming beliefs 

about the topic. I will focus for the most part on the explanation of whether and how 

actual beliefs are justified rather than on if they could somehow be, but the other project 

is worth consideration as well. 

My first claim, then, about when it is appropriate to develop a topical 

epistemology is that when it is unclear which processes of belief formation are involved 

in the production of beliefs about a topic, then a topical epistemology may be appropriate 

(if we are interested in the topic). Lacking some view of the processes of belief 

formation that are relevant to production of beliefs about the topic, we also lack insight 

into whether these beliefs are justified." We lack an explanation of whether and how 

these beliefs are justified by reference to processes of belief formation. And, if we are 

curious about whether these beliefs are justified, perhaps because these beliefs play an 

important practical role as in the case of morality, then it makes sense to attempt to 

discover the processes of belief formation that are important to various beliefs about the 

topic. In some cases, we need not look very hard to find important processes of belief 

formation which we judge to be JCPs. Most beliefs about medium-sized physical objects 

We may, though, sometimes be in a position to say that such beliefs are unjustified, however it is that 
they come about. We will e.xplore this question in some detail when assessing the import of moral 
disagreement. 
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are formed by some combination of perception, induction, and deduction. But, other 

topical epistemologies require a great deal more work. For example, we may wonder 

about the whether and how beliefs about unobservable scientific entities are justified. 

Are such beliefs simply a product of perception, induction, and deduction, or is there 

something more complex occurring here? Do we need to add another sort of rational 

reflection, such as inference to the best explanation (if this is not part of induction), to 

provide an account of whether and how our beliefs about electrons are justified? 

Why restrict ourselves to the extremely weak claim that unclarity about the 

processes of belief formation important to an explanation of the epistemic status of 

beliefs about a topic may provide a justification for the development of an epistemology 

of that topic? First, as we shall see, there are far too many topical epistemologies to 

study. We can best spend our time as theorists by focusing on only those topical 

epistemologies where there is a great deal of unclarity about how beliefs about that topic 

are formed. In many cases, though, even a rough grasp of processes of belief formation 

important to a topic is good enough to allow us to bypass a direct study of the topical 

epistemology in favor of a direct study of the process of belief formation itself. Why 

devote a massive amount of energy to explaining exactly how beliefs about the existence 

of particular physical objects are justified rather than to the conditions under which 

perception is a justification-conferring process of belief formation generally (i.e., apart 

from any particular topic)? In many cases, we will learn more by simply focusing on a 

process of belief formation itself directly rather than topics associated with the process of 

belief formation itself. Further, since many domains share processes of belief formation 
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such as deduction and induction, for example, a general study of deduction, as through 

logic, will better serve us as theorists than a study of the specific logic that is applied 

within a domain of topics. Of course, this is not always true. The study of specific sorts 

of logic (perhaps, for example, special forms of modal logic) may be warranted partly 

because these logics are relevant to very special topics. If the sort of logic developed is 

special or distinctive to a particular topic, then in some sense to study this form of logic 

just is to study a topical epistemology. In such cases, the logic in question is a distinctive 

justification-conferring process of belief formation about the topic in question, or DJCP. 

The basic problem we face as theorists when attempting to decide which topical 

epistemologies to study is that there are far too many topical epistemologies. Some 

topics include apples, green apples, green apples with brown spots, green unripe apples 

with broNvn spots, etc. This list of topics about apples can be continued indefinitely given 

a little creativity. If we are allowed to individuate topics in very fine-grained ways (as 

with green unripe apples with brown spots), and I see no reason why we should not, then 

it is plausible that there is in fact an infinite number of topics. In this case, all we need do 

is keep focusing on more and more specific kinds of apples, and this does not even 

include all of the other topics that have nothing to do with apples. Even if the number of 

topics is finite, there would be such a large number of them that we could not possibly 

hope as theorists to develop specific, topical epistemologies for each one of them. 

Given the either infinite or extremely large finite number of topics, if we hope to 

make general epistemological progress, we should be very careftil to select for study only 

those topical epistemologies that will be generally revealing in some way. In some cases. 
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a topic may be very important for practical reasons. Thus, if it is critical for some reason 

to understand how we form justified beliefs about green apples with brown spots 

(perhaps because these apples play a deep role in a weird theology or are a really 

important part of the environment), then we will be pushed to develop a topical 

epistemology about green apples with brown spots. But, most topics are not like this, or 

to the extent that they are there are more general topics (such as medium-sized physical 

objects) that are more practically important while being revealing about a more focused 

topic such as green apples with brown spots. While we certainly could develop a topical 

epistemology for green apples with brown spots, I think it obvious that this would largely 

be a waste of time. There are no special or distinctive epistemological problems 

concerning green apples with brown spots, and the processes of belief formation 

important to explaining and assessing the justificatory status of beliefs about green apples 

with brown spots are the same processes of belief formation that apply to many other 

topics as well. 

Just as a practical matter, then, there are far too many subjects for us to provide 

topical epistemologies for each one. Given this fact, it is prudent for theorists to focus 

their attention of those topics that are somehow important or problematic. By 

concentrating on more rather than less general topics, we can develop a broader topical 

epistemology which can then be applied to topics that fall under the wider heading. So, 

for example, if we can develop a perfectly general view of when it is appropriate to 

believe that a type of unobservable scientific entity exists, we can then simply apply this 

theory to electrons, protons, etc. If we think that justified belief in several different kinds 
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of topics comes about in roughly the same way, which is often the case (the epistemology 

of green apples and green unripe apples will have a great deal in common), then it makes 

sense to treat the epistemology of all of these topics together. We get more theoretical 

bang for our buck by approaching the study of topical epistemologies this way. Thus, we 

would do well to pay particular attention to those topics which rely on processes of belief 

formation which seem somehow distinctive or special to the epistemology of those 

topics. Thus, in chapter six, we will consider whether the moral emotions are a special 

and distinctive type of process of belief formation itself that is important to our 

understanding of the justificatory status of beliefs about morality. 

A second general reason to prefer more general topical epistemologies to more 

narrow ones is that we have more data to use to construct and test our theories. Since 

there are many kinds of medium-sized physical objects, for example, we can use 

intuitions about when beliefs about dogs, baseballs, children, etc., are justified as data for 

understanding when perception is a JCP. If we focus on too narrow a topic, we increase 

the risk that we will fasten on features of the data that are inessential. For example, if one 

were to study necessary conditions for falling under the concepts "animal," it would be 

very easy to give a distorted analysis if one focused exclusively on foxes. One could 

easily conclude that it is essential to being an animal that one has a bushy tail. Likewise, 

when developing a topical epistemology, one might focus on the fact that the object in the 

world is causally responsible for an agent's belief. But, perhaps what is important is not 

the causation at all, but rather the reliability of the processes that produced the belief (this 

can be explained causally, of course), or that the belief coheres with the rest of the 



39 

agent's other beliefs. By studying fairly general topics, we allow in more data and hence 

reduce the chance that we will mistake an idiosyncratic feature of the topic and also 

processes of belief formation as being of deep epistemic import. 

In the last section, I argued that processes of belief formation are a relatively 

neutral way of approaching the study of a topical epistemology. With topical 

epistemologies, what we hope to do is to explain whether and how beliefs about that topic 

are justified. I have argued that these explanations should be provided in terms of 

processes of belief formation. This in itself provides a clue as to how topics can be 

usefully organized for the purposes of topical epistemology; what we should do is treat 

together those topics that involve the same processes of belief formation (and where these 

processes of belief formation interact in the same sorts of ways). So, knowledge of the 

existence of medium-sized physical objects is the result of perception. Put another way, 

if perception is not a JCP but rather an NJCP, then most or even all of our beliefs about 

the existence of contingent physical objects would be unjustified. But, if perception is a 

JCP or NJCP generally, then beliefs about different topics that have their origins in 

perception should receive similar epistemological assessments. 

My suggestion, then, is that we should group topics in terms of processes of belief 

formation. When the explanation of whether and how it is that beliefs about a given topic 

requires a process of belief formation not involved in the explanation of the epistemic 

status of beliefs about other topics, this is a good reason to attempt to develop a topical 

epistemology. So, for example, an explanation of how beliefs about unobservable 

scientific entities are justified might require the addition of a new way of reasoning, 



40 

inference to the best explanation, which is not part of the account of how we come to 

know about medium-sized physical objects." This would be a good reason to develop 

separate epistemologies for these two topics. But, for example, dogs fail this test. 

Justified beliefs about dogs can be explained in terms of more general explanations of 

justified beliefs about medium-sized physical objects. In some sense, all of the 

epistemological problems that we might have with dogs can be reduced to problems 

about the processes of belief formation involved producing beliefs about medium-sized 

physical objects. 

I do not want to say that it is only when a different process of belief formation is 

involved in a topic that it might warrant its own epistemology. In some unusual cases, 

processes of belief formation may interact in odd or unexpected ways when a particular 

topic is involved. Or, thinking about a particular topic might simply help us understand 

the strengths and weaknesses of a process of belief formation generally, although we 

must be careful to ensure that we do not accidentally distort our understanding of a 

process of belief formation by paying attention to too little data. In other cases, we may 

wish to assess whether a process of belief formation is a JCP or an NJCP, and focusing 

on a specific topical epistemology might give us some insight by forcing us to pay 

attention to troublesome details. For example, while there are various sorts of necessary 

truths, it might be that technical results in logic and meta-mathematics push us towards a 

form of Platonism which makes us think hard about adding a new process of belief 

I am not actually asserting that this is the case. But, it does seem plausible that certain kinds of scientific 
reasoning are not involved in the production of more usual sensory beliefs, and that these peculiarly 
scientific inferences are deserving of study and assessment 
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formation, pure intuition. We may be curious about whether we should treat pure 

intuition as a JCP or NJCP. By seeing the costs and benefits of this in the epistemology 

of mathematics, we gain some insight as to whether to classify pure intuition as a JCP or 

NJCP. In this case, it might be better to develop the epistemology of mathematics rather 

than the general epistemology of necessary truths."" These cases are presumably fairly 

uncommon, though, so there should be a general bias against exploring a process of belief 

formation through the lens of a specific topical epistemology. 

Local Skepticism and Distinctive Processes of Belief Formation 

I have argued in favor of a particular method of organizing topics for the purposes 

of developing substantive epistemologies in terms of processes of belief formation. As it 

turns out, there is a special connection between certain kinds of arguments for local 

skepticism and processes of belief formation. Because this is the case, the appearance 

that a particular topic alone is subject to a special sort of skeptical argument suggests that 

the topic in question may deserve its own topical epistemology. This is because 

interesting forms of skepticism often target processes of belief formation by attempting to 

show that a given process of belief formation is or might be a NJCP. To illustrate this 

point, if a single topic is susceptible to a special kind of skeptical argument, this is at least 

some evidence that beliefs about that topic are the product of a process of belief 

formation which is not involved in the production of beliefs about other topics. We can 

Bob Hale (1994) argues that we do not need a separate epistemology of mathematics but that what we are 
lacking is a good general epistemology of necessary truths. Even if Hale is correct, it might still be the 
case, though, that mathematics allows us to think about necessary truths in a fruitful way that will shed 
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refer to such processes as "distinctive processes of belief formation." For, if the process 

of belief formation itself were somehow important to beliefs about other topics, the 

skeptical argument should call these other topics into question too (if the argument is 

being applied fairly). All things being equal, should this occur, then we would lose our 

reason for pursuing a specific topical epistemology in isolation. 

It is very interesting, then, that there are several arguments put forward in favor of 

skepticism about morality but not about other kinds of belief. The question is whether 

these arguments for skepticism target something specific about the processes of belief 

formation important to explaining whether and how our beliefs about morality are 

justified. Not all arguments for local skepticism really do provide an incentive to develop 

a topical epistemology. Some skeptical challenges are merely applications of wider 

skeptical hypotheses to a narrow topic. Thus, a skeptic might claim that justified belief in 

the existence in chairs is impossible because there might be a powerful evil demon whose 

sole aim is to mislead us about the existence of chairs but nothing else. This, I think, is 

not an interesting form of topical skepticism. It is parasitic on a more general form of 

skepticism about perception, namely that there is a large gap between objects in the world 

and our perceptual evidence about them. This gap allows the possibility of massive error. 

But, it should be obvious that this demon hypothesis is really just a special instance of a 

more general kind of skepticism. Indeed, by discovering how to respond to skepticisms 

that attempt to demonstrate that perception is or might be a NJCP, we will at the same 

time learn how to respond to topical applications of such arguments. Thus, these sorts of 

some light on the epistemology of necessary truths generally, and in this case the epistemology of 
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skepticisms demand a more general answer as to why it is reasonable to believe that 

perception is a JCP (or whether we need such a reasonable belief at all, which certain 

externalist theories deny). Those skepticisms that focus on a process of belief formation 

which is distinctive or problematic when it comes to a given topic could motivate the 

study of the epistemology of that topic. And, for the reasons developed above, it is 

usually better to work with a wider rather than narrower topic for these purposes. 

Those skeptical challenges that interest us tend to target specific processes of 

belief formation. Here, the history of philosophy is instructive. A brief survey of some 

of the prominent forms of skepticism I think bears out the claim that skeptical doubts 

which are taken seriously are almost always aimed at processes of belief formation rather 

than topics. So, for example. Descartes (1984, 12-15) attempts to provide a reason to 

doubt (at least) the faculties of perception, reasoning, and intuition."' Hume (1978,1.3; 

1999, §§ rV-V) is often read as trying to undermine induction as a JCP.~ Kant in various 

places, e.g., (1965, 55-62), concerns himself with trying to show that it is possible to have 

synthetic a priori knowledge; here, we can construe Kant as wrestling with skepticism 

about the ability of pure intuition to deliver justified beliefs about substantive contingent 

matters. Bertrand Russell (1948) attempted to provide an answer to the question of how 

it is that we can come to have knowledge or justified beliefs about the existence and 

contents of other minds. This sort of topical epistemology of other minds is easily read 

mathematics would strike me as being warranted. 
Some read Descartes' three skeptical arguments as aimed at the faculties of sensation, imagination, and 

reason. I do not want to take a stand on this issue. 
~ Note that I read Hume's discussion as being justification-neutral and instead as being focused on the 
descriptive question of how we can explain (not justify) the causal inferences we make. Hume is doing 
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as an attempt to respond to the skeptical concerns about some kinds of unobservable 

entities to which we may have special access in certain cases. Most generally, we can see 

Russell as attempting to answer the question as to when it is appropriate to postulate the 

existence of an entity that is (again, putatively) in principle incapable of being observed 

(except perhaps in your own first-person case). This is one part of a skeptical worry 

about unobservable entities generally and which processes of belief formation, if any, can 

be used to fiimish knowledge of these unobservables. What all of these challenges have 

in common is that they focus our attention on a process of belief formation itself (or ask 

us to consider a previously un- or underdescribed process of belief formation), and 

question whether and how these processes of belief formation could be JCPs. 

Aside from skeptical arguments which might help us to locate processes of belief 

formation which are distinctive to our beliefs about certain topics, there might be other 

cases where a new type of process of belief formation itself seems relevant to our 

understanding of the epistemic status of our beliefs about a topic. Thus, for example, we 

will explore whether the moral emotions are a distinctive JCP for beliefs about morality. 

As I will argue, our practice is in fact to treat the moral emotions as carrying some 

epistemological weight. Even if we do not doubt that the moral emotions are sometimes 

a good guide to ethical truth, we would like to better understand the conditions under 

which the moral emotions can serve as a JCP. And, perhaps the moral emotions have 

certain important kinds of limitations, e.g., while we can rely on our emotions as a source 

of information about the moral rightness or wrongness of actions, perhaps the moral 

something more like cognitive science than epistemology in these sections. But, nonetheless, many people 
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emotions remain silent when it comes to ethical first principles (if there are any). While I 

will not discuss all of these issues, nonetheless the distinctive epistemological role of the 

moral emotions could provide a good incentive to develop moral epistemology. 

Summing up, if an explanation of whether and how our beliefs about a particular topic 

are justified requires the use of processes of belief formation which are unique or special 

to our beliefs about a topic, then the study of topical epistemology will often be 

warranted on the grounds that we would like to better understand and assess this 

distinctive process of belief formation itself 

Assumptions about Moral Realism in this Work 

Throughout this work, a good portion of what I say can be read as a defense of 

moral realism from various epistemologically motivated objections."^ Moral realism 

itself is a combination of three substantive meta-ethicai theses. A meta-ethicai theory is a 

type of moral realism if it (a) is cognitivist, where cognitivism is the view that ethical 

statements in their primary use are truth-evaiuable and express propositions; (b) is 

absolutist or non-relativist, which means that (roughly) the truth-makers for ethical 

statements in their primary use are not relative to what specific sets of people (members 

of your tribe, members of your culture, etc.) believe or feel is morally right or wrong; 

and, (c) denies error-theories, and hence asserts that at least some propositions that 

do read Hume as advocating a sort of skepticism about induction or causation. 
^ It need not be read this way, though. Much of what I say is perhaps of more direct interest to general 
epistemology than to meta-ethics. 
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considerable divergence in views. Realist theories range as widely as plainly reductionist 

naturalisms, more complicated externalist "Cornell" naturalisms of the sort developed by 

Brink and Boyd, Rawlsian constructivism, sensibility theories, and strong forms of non-

naturalism Oust to name a few). Given this variation in views, my assumption of the 

correctness of moral realism in the chapters to come will be quite general and will not 

depend on any particular form of realism. While I will at times advocate particular meta-

ethical theses, on these occasions the view that I develop will also be consistent with 

various kinds of moral realism. 

The reason I will restrict my attention to forms of moral realism is that these are 

the theories that come under epistemological attack and which might require a 

substantive topical epistemology. Hence, I will ignore various noncognitivist proposals 

for "moral epistemology."^^ The reason for this is that it seems to me that one cannot 

really be giving an epistemology of a subject if the set of sentences or statements that 

comprise that subject are not truth-valued, and thus neither true nor false."® While I will 

not take a stand at present as to the kind of truth-connection required for epistemology 

(and hence I will not commit myself to either intemalism or extemalism), I think that 

there must be some critical role for truth insofar as epistemological reasons can be taken 

'* Error-theories can allow that sentences that deny the existence of moral properties are true (if, for 
example, not being wrong docs not imply that an action is therefore morally right). This means that error-
theories cannot be identiHed with the view that all ethical statements are false. 
^ The scare-quotes serve the purpose here of calling attention to the fact that I do not believe a 
noncognitivist epistemology to be possible at all. Instead, noncognitivists provide some sort of practical 
consistency analogue of epistemology. 
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to be reasons to think that something is true.^' This seems to be essential to what it is to 

be an epistemic reason. Noncognitivists maintain that moral terms in their primary usage 

have an expressive or prescriptive rather than descriptive function, and expressions and 

prescriptions are not the kinds of things that can be true or false. Thus, insofar as we are 

interested in providing an epistemology of ethics when the expressions are taken in their 

primary sense, it would seem that there is nothing for an epistemology to do. As the 

sentences are neither true nor false, just as one cannot literally boo truly or falsely, one 

could hardly present epistemic reasons in favor of such a sentence. And, to the extent 

that moral sentences have a secondary use or meaning, noncognitivists like Hare (1952, 

17-30) usually claim that the secondary meaning is flatly descriptive and non-moral in 

content. Therefore, an epistemology of these secondary meanings would hardly be 

counted as moral epistemology. 

Conclusion 

We have now seen why we should have some sort of reason to engage in the 

study of a topical epistemology. The most general aim of this work is the assessment of 

various arguments that might be used to argue that we should develop a moral 

epistemology. Thus, I will consider several skeptical argiunents to see if they identify 

I refer to statements or sentences here rather than propositions because, on some views of propositions, 
(complete) propositions are always truth valued. As the noncognitivist denies that ethical sentences are 
truth valued in their primary use, some might claim that ethical sentences do not express propositions at all. 
^ I here want to use the term "reason" in as neutral a sense as is possible. Some epistemological theories, 
such as certain versions of process reliabilism, are not couched in terms of reasons. But, such theories 
always seem to have an important truth-connection element, and in this sense, we could speak loosely, for 
e.xample, of the fact that the belief that p was produced by a reliable cognitive process being a reason to 
think thatp is true. This strains usage a bit, but I think this is permissible for present purposes. 
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special skeptical problems with morality that could serve to provide such a warrant. I 

will also consider whether there are any plausible candidates for distinctive JCPs (or 

DJCPs) that could be essential to our understanding and assessment of the epistemic 

status of moral belief, and in particular whether the moral emotions are a DJCP. In the 

end, while I think that all of the skeptical arguments considered in this work fail to 

provide a good enough reason to study moral epistemology at this stage, the moral 

emotions do seem to be a promising candidate for being a DJCP for morality. Thus, the 

study of the moral emotions does provide some warrant for the development of moral 

epistemology. 

Despite the importance of processes of belief formation to this chapter and my 

overall project, in what follows I will rarely if ever speak explicitly in terms of processes 

of belief formation. This is in part because some of the skeptical arguments turn out to be 

instances of a wider skeptical argument applied unfairly to morality, and processes of 

belief formation turn out to be unimportant to these forms of skepticism; they do not 

proceed by giving us reasons to doubt the deliverances of any particular process of belief 

formation. As this is the case, these arguments do not locate a special or problematic 

process of belief formation essential to explaining how it is that beliefs about morality 

come about. This said, let us turn to the substantive tasks of this project. 
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Chapter 2: Showing Skepticism and Moral Epistemology 

Introduction 

In this chapter, we will consider one argument for local moral skepticism, viz. 

skepticism that applies only to our beliefs about morality. Walter Sinnott-Armstrong 

effectively presents a localized version of the regress argument which is well-known in 

other areas of epistemology. I will argue that his skeptical challenge is really just an 

unfairly applied version of global skepticism, and thus that he has failed to provide us 

with a good reason to be concerned about the epistemic standing of our moral beliefs. 

This leaves us with little reason to develop moral epistemology on the basis of Sinnott-

Armstrong's argument. This will serve of our first example of a sort of skeptical 

argument that should not cause us to study moral epistemology. 

Sinnott-Armstrong's Limited Moral Skepticism 

In his (1996) "Moral Skepticism and Justification," Sirmott-Armstrong adopts 

what he calls "limited moral skepticism." He summarizes the view when he writes, 

I conclude that moral skepticism is right about philosophical evidential justification and wrong 
about everyday evidential justification and about instrumental justification. I call this conclusion 
limited moral skepticism, because it denies a kind of justification that is important to those of us 
who want to understand the limits on our human condition (1996,41). 

Of course, to understand Sinnott-Armstrong's position, we first need to unpack the 

difference between everyday and philosophical justification. 1 will ignore instrumental 

justification since it concerns which prudential reasons we have for adopting ethical 

beliefs, and prudential reasons are not epistemic reasons.' Once we have a better grasp of 

the position that drives Sirmott-Armstrong to limited moral skepticism, I will argue that 

(I) his very conception of justification ensures that we in fact should be limited skeptics 

' It is interesting to note that epistemic reasons might be construed as a special sort of prudential reason in 
some cases. If an agent cares about having true beliefs for their own sake, then an epistemic reason to 
believe something will at the same time be a prudential reason insofar as it conduces to the satisfaction of 
one of the agent's desires. I mean this to be only one example of how it is that epistemic reasons might 
also be prudential reasons, as I think that there are other ways that this can occur (if, perhaps, and agent has 
a prudential reason to care about the truth of some proposition, etc.). 
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about everything (not just morality) and hence Sinnott-Armstrong has failed to identify 

an interesting form of local skepticism about ethics, and (2) his fundamental conception 

of justification confuses being justified with being able to show that we are justified. For, 

an interesting form of local skepticism about ethics would at least have to depend on 

some special features of morality (these need not be semantic or metaphysical; I will later 

argue that ethical disagreement may provide just such a reason), while Sinnott-

Armstrong's arguments are all totally general. 

Sinnott-Armstrong advances a highly contextualist relevant alternatives theory of 

justification according to which there is no such thing as a beliefs being just plain 

justified. As he writes, 

[W]hen someone calls a belief justified and does not explicitly state any contrast class, the speaker 
usually wants to claim only that this belief is justified out of the relevant contrast class. If so, then 
one cannot determine whether a belief is justified without qualification until one determines which 
contrast class is relevant (1996. 21). 

A contrast class is a set of propositions, hypotheses, or theories which one needs to be 

able to rule out or show to be false (or highly improbable) before one is justified in 

holding a certain belief The theory is highly contextualist because there is no set fact as 

to which alternatives are relevant; indeed, there is no such thing as justification 

simpliciter. Contrast classes themselves are more or less relevant and salient depending 

upon our current interests and projects. But, all we really have in the end are contrast 

classes of various kinds. 

Hence, suppose we have the following contrast class; {Act Utilitarianism, Kantian 

Absolutism}. Sinnott-Armstrong does not really specify whether Act Utilitarianism and 

Kantian Absolutism are particular utilitarian or Kantian theories, with the details fully 

specified or whether such headings are meant to cover various specific theories. I think 

the latter must be what Sinnott-Armstrong has in mind. For example, he writes, "(A) Act 

Utilitarianism = an act is morally wrong if and only if it fails to maximize the good for 

all" (1996, 20). Without a particular theory of the good, say hedonism or preference 

satisfaction, (A) is an incomplete statement that is difficult to assess. While one might 

manage to find some general reasons to reject all forms of utilitarianism or Kantianism, 

more often I suspect that one will have better luck finding problems with specific 
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theories. In any case, on Sinnott-Armstrong's view, in order to be justified in accepting 

Kantian Absolutism generally, one must be able to rule out or convincingly argue against 

all versions of utilitarianism (by presenting general reasons or arguing against all specific 

forms of act utilitarianism), and in order to be justified in believing a particular Kantian 

theory, one would also have to be able to rule out all other versions Kantian Absolutism. 

So, in order to be justified in accepting Kantian Absolutism according to Sinnott-

Armstrong, one needs to have strong reasons to think Act Utilitarianism is false and also 

have strong reasons to think that Kantian Absolutism is true. Here, positive support 

rather than the absence of defeaters is important. To count as justified in believing 

Kantian Absolutism, it is not enough that one have no reason to think it false; one also 

needs a positive reason to think it true (1996, 17-18). 

The position that results is that a person might be justified in accepting, say. Act 

Utilitarianism or even some specific version of utilitarianism when the contrast class is 

{Act Utilitarianism, Kantian Absolutism} but not when the contrast class is {Act 

Utilitarianism, Kantian Absolutism, Virme Ethics, Nihilism}. We might express this 

using subscripts to pick out which alternatives are included in the contrast class to avoid 

the appearance that a person can be both justified and unjustified at the same time. In the 

case at hand we might say that an agent's belief can be justifiedAK while being 

unjustifiedAKVN- This can occur because an agent might have very good reasons to prefer 

Act Utilitarianism to Kantian Absolutism but not have good reasons to prefer Act 

Utilitarianism or even general moral realism to moral nihilism (the view that nothing is 

ethically wrong or right). 

One immediate concem with Sinnott-Armstrong's view is that he leaves totally 

unspecified how we are to deal with knowledge claims (or even if the form of 

justification under consideration has anything to do with knowledge). Since justification 

is relative to a contrast class, does this mean that so too is knowledge? Might, for 

example, I knowAK that Act Utilitarianism is true (assuming for the moment that this is 

the true ethical theory) but not knowAKVN it is true? While Sinnott-Armstrong is never 

explicit about such issues, I think this is the sort of position he would take given his 
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repeated emphasis on the fact that there is no such thing as justification simpliciter. Such 

a theory could be made to account for the way people will back away from initial 

knowledge claims when challenged by a skeptical hypothesis; as more alternatives are 

made contextually salient, the relevant contrast class expands and hence the number of 

things that we are able to show that we know will shrink. The resulting theory would 

behave in many respects like the one recently developed by Keith DeRose (1995).* Of 

course, contextualist views are still highly contentious, and I suspect that other better 

explanations of the various phenomena noted and exploited by contextualists can be 

found. 

Another important issue also lurks in the shadows here. When an agent tries to 

show her belief to be true, does this mean the agent must show why her belief is 

objectively speaking likely to be true? Or, can one succeed in showing something to be 

true by merely showing that given what else you accept some belief is likely to be true as 

judged from the inside? These are radically different projects. I think that Sinnott-

Armstrong means to adopt the objectivist reading of showing beliefs to be true; one only 

shows a belief to be true when one gives good reasons - objectively speaking - for 

thinking it to be true. In particular, Sinnott-Armstrong argues that, for example, 

coherentism will not allow us to show our beliefs to be true in the right sort of way 

because we would need to show that because our beliefs cohere they are in fact likely to 

be true. 

Of course, various coherentists might be able to say: "Coherent systems are likely 

to be true because this belief itself coheres with my doxastic system." Sinnott-

Armstrong's objection seems intended to preclude such a response; it is not important 

that from within a coherentist might judge coherence to connect to truth in the right way. 

I think the trouble here is that any attempt to show that coherence connects to truth in the 

right way caimot itself rely on the coherence of a belief concerning this connection with 

' Note that I do not want to be mistaken as saying that Sinnott-Annstrong's theory would be the same as 
DeRose (1995); this is not the case. DeRose makes do without justification, basing his theory on the sort of 
counterfactual theory of knowledge developed by Nozick (1981). But, both would have some of the same 
merits. 
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the rest of the system.^ Such reliance would be circular. Let p represent the belief that 

coherence is connected to truth in the right way. So, how can a coherentist show that p is 

likely to be true? If the coherentist says that p is true because it coheres with the rest of 

their system, they have effectively begged the question. The coherentist would have 

tacitly relied on the truth of p (e.g., that when something is a coherent member of a 

coherent system it is likely to be true to the correct degree) to show that p is true. So, 

even if a coherentist can fairly say that p coheres with the rest of her belief system, this 

will not satisfy Sinnott-Armstrong's demand that the coherentist show that coherence 

appropriately conduces to objective truth. What is important to justification, then, is 

showing a belief to be objectively probable rather than that the belief is judged to be 

probable from the inside. This is the case since the coherentist can deliver the latter, but 

not the former, and Sinnott-Armstrong offers objections to coherentism that presuppose 

judging something as likely to be true from the inside is not enough. 

Now that we better understand contrast classes and other issues regarding Sinnott-

Armstrong's view of justification, we can define everyday and philosophical justification. 

These two different kinds of justification simply involve different relevant contrast 

classes. The everyday contrast class, however, excludes moral nihilism and other more 

radical possibilities from consideration. Sinnott-Armstrong writes. 

The class that includes all moral positions that would be taken seriously by any ethics committee 
or any common person will be called the everyday contrast class, and I will talk about everyday 
justification when someone is justified relative to the everyday contrast class. I will not try to 
specify exactly what falls into this contrast class, because it is very large and indeterminate, and 
most of its members do not matter here. What is crucial here is that the everyday contrast class 
does not include extreme positions, such as moral nihilism (1996, 23-4). 

This passage is ambiguous. When Sinnott-Armstrong speaks of what any ethics 

committee or any common person would take seriously, is this relative to a particular 

society and time? It seems quite plausible that the everyday person on the streets in the 

Unites States would fail, for example, to take seriously views about exposing newborns 

to the elements for the good of the family as a whole, but other cultures in other times 

^ The argument that follows is reconstructed on Sinnott-Armstrong's behalf. It may be what he has in 
mind, though, although he is not explicit in any way about why coherentism must be rejected except that 
coherence cannot be shown to conduce to truth in the right way. 
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have taken this seriously. Further, different ethics committees in different times and 

places might fail to take seriously various specific ethical views that were considered in 

other times; for example, a Nazi medical ethics board might seriously debate whether or 

not it is ethically proper to use Jews who do not consent in painful and grotesque 

"medical" experiments, while such a specifically Anti-Semitic position would hardly be 

taken seriously by an average medical ethics board today. I think it dubious that there are 

more than a handful of ethical claims that would be taken seriously by all ethical 

committees or common people at all places and times. 

The other alternative reading is that Sinnott-Armstrong has in mind a more 

relativistic view of justification; justification is not only relative to contrast classes but 

also to culture and time. Hence, there is no such thing as everyday justification plain and 

simple, but rather everydayu.s.A.20ooA.D. justification, everydaycrceceisoB C. justification, etc. 

I am not sure whether Sinnott-Armstrong means to adopt a relativist or an absolutist 

position about everyday and other kinds of justification. I suspect he would prefer the 

relativist reading for the reason, already sketched, that it seems unlikely that there is 

enough overlap between what common people or etliics committees take seriously across 

times to generate an everyday contrast class of any real interest. 

These details aside, though, is Sinnott-Armstrong correct insofar as ethics 

committees or everyday persons who are interested in the practical matter of figuring out 

what to do, no matter the time and place, really do not take seriously various extreme 

philosophical positions such as moral nihilism, noncognitivism, etc.? First, as anyone 

who has taught introductory ethics already knows, many students embrace a form of what 

we might call "naive relativism," which often strikes me as an incoherent blend of both 

noncognitivism and subjectivism. This same naive relativism is employed by many 

people in their assessments of the actions of others, especially of the practices of other 

cultures; indeed, such naive relativism is often used to support the view that we cannot or 

should not judge others (a view not supported by either relativism or noncognitivism). I 

think these uncontroversial facts give us reason to resist Sinnott-Armstrong's claim that 
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everyday people (which are to be the basis of everyday justification) really do not take 

relativism, noncognitivism, etc., seriously. 

There are at least two replies that we might make on Sinnott-Armstrong's behalf. 

First, Sinnott-Armstrong might divorce everyday justification to some extent firom what 

everyday people happen to take seriously. He might recast his view as about what 

everyday people should take seriously, or he could simply stipulate that everyday 

justification does not include moral nihilism, noncognitivism, etc. The former view 

would be in need of much clarification and defense; why is it that certain views should be 

taken seriously, and which are these? The danger of the latter approach, however, is that 

it risks making unclear why everyday justification is a contrast class deserving of our 

attention. For, as we have already seen, we can invent contrast classes pretty much at 

will. Why pick everyday justification (defined in a stipulative way) as the crucial 

component of the definition of limited moral skepticism (which, recall, is the view that 

our ethical beliefs are philosophically unjustified but everyday justified)? Further, there 

is something plausible about defining everyday justification in terms of views which are 

considered seriously by the folk on a regular basis, and a stipulative response would lose 

this measure of plausibility. 

However, I do think that there is something correct about what Sinnott-Armstrong 

says. In particular, it is important to focus on contexts where individuals or committees 

are actually attempting to decide what to do, e.g., what action to take in a specific case or 

what rule to recommend. In these practical contexts, naive relativism has little role to 

play. The same naive relativists, when it comes time to decide whether or not they will 

take money from a friend's wallet, are not likely to think about relativism at all; instead, 

such persons look to their own values and beliefs about ethics (which in other contexts 

are flagged as mere opinions) and act accordingly. And, it is critical that we can separate 

our practical decisions from our more abstract theoretical positions. It would be a 

disaster from the standpoint of making a concrete choice if one had to run through a 

dialectic concerning the truth of relativism and the import of this belief on one's other 

beliefs about how one should behave; were this to occur, decisions would often take too 
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long to make given the temporal constraints of the real world. Thus, while I do think that 

everyday people take moral relativism and perhaps even noncognitivism and moral 

nihilism more seriously than Sinnott-Armstrong allows, by focusing on practical contexts 

we can save much of Sinnott-Armstrong's claim. 

Returning to Sinnott-Armstrong's central argument, the philosophical contrast 

class includes these more radical possibilities. Sinnott-Armstrong states. 

This assumption [the falsity of moral nihilism] is not made in some moral philosophy classes, such 
as mine, that take moral nihilism seriously and ask how it could be refuted. The class of moral 
positions that are taken seriously in such moral philosophy classes will be called the philosophy 
contrast class, and justification relative to this contrast class will be called philosophical 
justification. Roughly, the philosophy contrast class can be seen as including the everyday 
contrast class plus moral nihilism (and other extreme views) (1996,24). 

Sinnott-Armstrong leaves undetermined here whether every possible and coherent 

philosophical position is to be included in the philosophy contrast class or whether only 

those that are taken seriously (again we may need to spatiotemporally index this) are to 

be included. In either case, I think it certain that Sinnott-Armstrong would mean to 

include such doctrines as noncognitivism, error theories, etc., with moral nihilism in the 

contrast class. Most importantly for our purposes, is moral skepticism to be included in 

the contrast class?"* I can see no reason why it should be excluded. It is, after all, an 

interesting and viable philosophical position, a version of a view taken seriously in at 

least epistemology courses. If moral skepticism is not included in a course on moral 

philosophy, this is presumably due to time constraints rather than a lack of import or 

relevance.^ While moral skepticism does not make any substantive ethical assertions, e.g. 

that X is not wrong, this does not seem to debar skepticism as at least a specific variety or 

'' Here I intend moral skepticism to be understood as a firmly epistemological doctrine that claims that 
while there might be ethical truths, we do not have any knowledge or justified belief in them. An 
interesting question, but one I propose to set aside, is whether moral skepticism would have to be merely 
local in order to be included in the contrast class or whether or not it could be an instance of general 
skepticism applied to morality (e.g., the contrast class includes global skepticism, which we then simply 
apply to ethics). The answer to this question is underdetermined by Sinnott-Armstrong's remarks. 
' In some sense, to bring up moral skepticism at all in a normal moral philosophy class would be to risk 
changing the topic of the course to epistemology. But. especially if one espouses a thesis of the overall 
unity of philosophy (the view that one cannot really do any part of philosophy in isolation because almost 
all philosophical problems are connected to some degree), a view that I find plausible, then it would seem 
extremely arbitrary to exclude epistemological considerations from ethical theorizing except for pragmatic 
reasons (lack of time, space, energy, interest, etc.). 
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consequence of some larger heading, such as moral nihilism or error theories (much the 

way hedonistic act utilitarianism is a specific sort of act utilitarianism). A specific error 

theory, for example, would owe us an account of how and why we come to hold the 

(false) ethical beliefs we do, and this could proceed by way of a moral evil demon or the 

like.^ So, I think that moral skepticism should be included in the philosophy contrast 

class. 

At this juncture, we already can begin to piece together the underlying conception 

of justification assumed by Sinnott-Armstrong. Even the above quotation reveals 

Sinnott-Armstrong's emphasis on explicit argumentation between people, where we give 

one another reasons to attempt to show that some position is true or false.' Let us turn to 

Sinnott-Armstrong's rejection of moral intuitionism, as it is especially revealing as to the 

conception of justification beneath his substantive theory of contrast classes. Moral 

intuitionism can be identified with a type of rationalism, the claim that reason itself can 

give us justified beliefs about non-analytic moral truths if we meet the correct conditions 

of length and care of reflection, etc. The reason that Sinnott-Armstrong thinks that moral 

intuitionism cannot give us philosophical justification is that a moral intuitionist has 

nothing convincing to say against the nihilist. Sinnott-Armstrong writes. 

What can a moral intuitionist say against such a nihilist? Not much. Moral intuitionists can point 
out that moral nihilism conflicts with many moral beliefs in which many of us feel great 
confidence after long reflection. However, to appeal to such a moral belief in an argument against 
moral nihilism begs the question in much the same way as it would beg the question to appeal to a 
belief about the external world in an argument against Descartes's deceiving demon hypothesis. 
Some moral beliefs appear obvious, but that appearance is just what would be predicted by the 
nihilistic hypothesis that ail moral beliefs are illusions, so the appearance provides no evidence at 
all against moral nihilism (1996, 26). 

Notice that Sinnott-Armstrong focuses on what a moral intuitionist could say against 

moral nihilism. Combining this with contrast classes, we see that according to Sinnott-

^ Note that one can be both a naturalist about ethics and an error theorist. Supposedly natural entities, like 
phlogiston, do not necessarily exist. If ethics were to presuppose such a non-existent natural entity, then an 
error theory would result as the correct view. The point of import here is that the truth of ethical naturalism 
would not sufTlce to rule out ethical skepticism. 
^ Such interpersonal notions of justification do not, of course, need to assume the existence of another 
person to be convinced. Most people are capable of playing the skeptic to their own views to some extent, 
and we can in this sense argue with ourselves and ask what reasons we can adduce in favor or against some 
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Armstrong a person is philosophically justified in holding a belief about morality if that 

person has, realizes that they have, and further will give (verbally respond if challenged) 

good reasons to think this belief true out of the philosophical contrast class which 

includes moral nihilism. The last component of this, I am sure, is to be understood 

counterfactually; what is important is what a person would or could say in defense of a 

position if the need were to arise. 

This is an extremely robust internalist conception of justification. Sinnott-

Armstrong's remarks suggest that it is not enough to be justified (in any contrast class 

which includes another competing hypothesis), for example, that a person's beliefs be 

causally based on good reasons if this person cannot articulate them. For, if a person 

carmot articulate a reason, they cannot use it in conversation to verbally argue a point. 

Sinnott-Armstrong's view of justification seems to be all about which reasons a person 

can actually give when pressed. 

Let me bolster the case that this is indeed the view of justification presupposed by 

Sinnott-Armstrong. Sinnott-Armstrong briefly discusses moral intuitionism in those 

cases where there seem to be differences in basic moral inmition. Suppose a person with 

normal ethical beliefs encounters a moral deviant who claims that it is always morally 

permissible to lie. Since the disagreement concerns basic beliefs supposedly justified by 

rational insight, the person with standard ethical beliefs will have little to say to convince 

the moral deviant. Sinnott-Armstrong states, 

The intuitionist can keep repeating, "Don't you see" or "Reflect some more," but the deviant can 
honestly try her best and still not agree. The intuitionist might claim that the deviant does not 
fully understand the disputed claim, but the deviant's understanding is demonstrated by the 
inferences she draws from her beliefs and by her nondeviant uses of the constituent concepts in 
other contexts. Then, even if the deviant cannot give reasons against (P) or (G) [two ethical 
claims accepted by our average person], the deviant still has the same claim to be justified as the 
intuitionist with the more common beliefs in (P) and (G) (1996, 27). 

Again, notice that Sinnott-Armstrong assumes that in order for an average person's moral 

beliefs to be justified, the average person must be able to show the deviant why the 

position. But, all such reasons are of the sort that could be arUculated and employed in a conversation with 
others. 
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average position is to be rationally preferred (epistemologically speaking).® Since 

intuitions are by their nature something for which we cannot give reasons, other than 

some general reason such as: my intuitions are reliable, which itself is perhaps the 

proposition under dispute with a deviant, and where the fact that one's intuitions are very 

much like those of other people carries little weight, the deviant and the average person 

really can only ask one another to reflect a little longer or test their intuitions again.' 

Reason giving grounds out here in intuitions, and hence both sides, at least insofar as they 

can give reasons for their beliefs, are equally well everyday justified (according to 

Sinnott-Armstrong's picture). As both sides have equal claim to being justified, neither 

side can fairly say they have enough positive support to show their view to be true. As 

Sinnott-Armstrong makes clear, it may be that both parties are permitted, 

epistemologically speaking, to keep their beliefs about ethics, but this does not mean that 

either has enough positive support to truly claim to be justified in their view (1996, 27).'° 

Many other passages support this reconstruction of Sinnott-Armstrong as placing 

extreme weight on being able to show, in a verbal argument, that one is justified. He 

writes, "Moral epistemology then asks whether, when, and how substantive moral beliefs 

and claims can be justified or known or shown to be true" (1996, 5). Notice that Sinnott-

Armstrong does not speak in terms of a moral beliefs being justified, which is passive in 

nature, but about how such a belief can be justified (which suggests that active 

' This passage concerns everyday justification. Thus, to be everyday justified in a moral belief requires that 
the believer be able to show other deviant moral claims to be false and her own belief to be true in contrast 
with such deviant moral claims but not that moral nihilism is false. 
' There is of course a bit more that can be done. We might convince others to change an intuition by 
drawing on their other intuitions to show some conflict which is best resolved by rejecting one intuition 
rather than another. But, in the case of the deviant, the case can be stipulated in such a way that the 
deviant's moral intuitions as a whole are highly nonstandard and yet cohere to the same e.xtent as those of 
the average person. Or, we can try to tweak our cases to elicit the proper intuition by removing any 
extraneous factors which might cause some confusion of intuition. But, if all such avenues are e.xplored 
and neither side of a dispute revises their intuitions, all the disputants can say to one another at some point 
is to try harder or reflect longer. 

Another sort of doubt I have about this passage is whether we really would count moral deviants as using 
the language correctly at some point if they systematically use moral terms in a deviant manner. As Foot 
(1958a) points out, at some point a moral deviant ceases to be a moral deviant, as it is constituative of 
morality that not just any rule can count as a moral rule. [Hit another way, to even be capable of having a 
moral argument, one must already assume a certain moral perspective from which certain things are not up 
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argumentation is involved). Further, he explicitly mentions the aim of showing our 

beliefs to be true. Sinnott-Armstrong also writes, "Thelma believes that it is morally 

wrong to eat meat; Louise asks, 'Why?' If Thelma has no reason at all for her moral 

belief, then she does not seem justified in believing it" (1996, 10). Again, what is 

important to justification seems to be explicit reason giving, or at least the capability to 

give reasons exemplified in the truth of certain counterfactuals. 

This view of justification does not accord well with extemalism. Sinnott-

Armstrong considers but rejects a reliabilist form of moral intuitionism, which can be 

loosely taken to be the view that moral beliefs are not inferred from anything else and are 

somehow the output of reflection alone, and these non-inferential non-analytic beliefs are 

justified if and only if they are produced by a reliable cognitive process." His chief 

objection to extemalism follows the now familiar theme: "If one does not believe and has 

no reason to believe that one's moral beliefs (or moral belief forming processes) are 

reliable, then one's moral beliefs are no more justified than Leslie's beliefs about auras, 

even if one's moral beliefs turn out to be reliable" (1996, 29). Sinnott-Armstrong 

introduces the case of Leslie, a woman who can actually see auras but who has no 

particular reason to think that she can but also no reason to think that she cannot (such as 

the belief that there are no auras at all). The Leslie case is meant to evoke exactly the 

same intuitions as Bonjour's Norman the clairvoyant (1985, 41). We are supposed to 

have the intuition that Leslie is not justified. 

No matter our intuitions, given Sinnott-Armstrong's theory of justification, it will 

turn out that Leslie is unjustified (philosophically and everyday) because she cannot give 

reasons to think that she can see auras. The mere fact that a belief was produced or is 

sustained by a reliable process does not give the believer any ammunition to use to 

convince a skeptic or even a less radical doubter that the belief is true. Only if an agent 

has beliefs about her reliability or the like can some verbal reasoned defense be mounted. 

In the end, extemalism is rejected because it allows that an agent may be justified even if 

for grabs. If Foot is correct about this, then a moral deviant cannot be too deviant in what she claims and 
this might allow us some leverage in trying to respond to Sinnott-Armstrong. 
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they cannot show that they are, which conflicts with the core of the conception of 

justification advanced by Sinnott-Armstrong. All of this is summarized nicely when 

Sinnott-Armstrong writes against moral intuitionism that "[A] moral belief cannot be 

justified by reflection unless the believer is at least able to infer the moral belief from 

other beliefs" (1996, 28). All justifications for Sinnott-Armstrong are by their namre 

inferential, and hence it is no surprise that all forms of foundationalism (insofar as basic 

beliefs are not really inferred from anything), including externalist theories that admit the 

possibility of the existence of justified non-inferential beliefs like reliabilism, must be 

rejected. 

Sinnott-Armstrong also considers positive holistic coherentism, but in the end 

rejects both sorts of views to arrive at limited moral skepticism, which, to review, is the 

claim that nobody is philosophically justified in their moral beliefs although we may have 

some everyday justification for them. His reasons for rejecting such views are now 

familiar in the literamre for the most part. Coherentism faces the problem of alternative 

equally coherent systems. Given such systems (or the possibility of such systems), how 

can we show on the basis of coherence alone that one system of beliefs rather than 

another is true? We cannot. Further, Sinnott-Armstrong argues that in order for 

coherence to result in justification, we would have to be able to show that internal 

coherence increases the probability of truth to a sufficient degree to justify the beliefs in 

coherent systems (1996,33). Sinnott-Armstrong thinks that this cannot be done. As we 

see, the theme of showing that a belief is (objectively) true by giving reasons arises again 

and again. But, it is worth pointing out that the sorts of criticisms he makes of 

coherentism (and also of intuitionism and externalist intuitionism) are quite general and 

depend on nothing specific about ethics. This already suggests that some form of general 

skepticism will be the result of Sinnott-Armstrong's arguments. 

" I am here ignoring the usual necessary caveats about internal defeat, etc., as these details are irrelevant to 
Sinnott-Armstrong's arguments that we must reject reliabilist intuitionism. 
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Sinnott-Armstrong's View and Global Skepticism 

In fairness to Sinnott-Armstrong, he shows some sensitivity to the fact that 

perhaps his picture of justification is not the same as that of other epistemologists. He 

writes. 

Of course, some moral intuitionists would respond that they do not try to provide philosophical 
evidential justification, and even that it is a mistake to try to provide that kind of justification, but 
my point is only that they do not and cannot provide philosophical evidential justification (1996, 
26). 

I am sympathetic to Sinnott-Armstrong insofar as I think that many people, philosophers 

included, do desire to show that their beliefs are true. That we cannot do so is an 

interesting result. This said, however, it is just not clear why Sinnott-Armstrong 

constrains his arguments to moral epistemology.'" All of the objections he makes apply 

equally well to the epistemology of perception, memory, introspection, and inmition. 

Recall that Sinnott-Armstrong claims that to be justified in holding a belief just is to be 

able to show it to be true relative to a contrast class. The philosophical contrast class 

includes all manner of philosophical hypotheses, including, as I argued above, moral 

skepticism. Hence, in order for an agent to be philosophically justified in a certain belief 

requires that agent to be able to show various skeptical hypotheses to be false. If we 

combine this showing conception of philosophical justification with the epistemic 

circularity arguments developed by William Alston, we find that in fact no belief 

whatsoever can be philosophically justified.'^ Therefore, Sirmott-Armstrong has not 

discovered an interesting or specialized problem for moral epistemology. While global 

skepticism of course commits one to various local skepticisms, in this case about 

morality, it is misleading of Sinnott-Armstrong to label his position "limited moral 

skepticism" as it suggests that there is something special about ethics that demands a sort 

of skepticism. There is not. Ethical beliefs fail to be philosophically justified for exactly 

I should make clear that Sinnott-Armstrong never claims that his arguments are supposed to apply only 
to moral epistemology. However, given that the paper appears in a volume entitled Moral Knowledge? 
(edited in part by Sinnott-Armstrong) and that Sinnott-Armstrong does label his position limited moral 
skepticism, there is at least a prima facie case that Sinnott-Armstrong has failed to realize that all of his 
arguments generalize to result in global skepticism. 
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the same reasons that every other belief fails to be philosophically justified. This should 

hardly be taken as a threat to ethics or moral epistemology, but rather to epistemology 

generally. Thus, I think that Sinnott-Armstrong's position might better have been called 

"limited global showing skepticism." Let us now turn to the development of this 

argument against Sirmott-Armstrong. 

William Alston (1986; 1991, 68-184; 1993) persuasively argues that any attempt 

at full reflective justification, which I will here take to be the project of being able to give 

reasons and argue (show) that one's beliefs are true or likely to be true at each level (any 

premise used in an argument will itself need to be shown to be true), will at best result in 

an epistemic circle. An argument or series of arguments is epistemically circular if any 

attempt to show the truth of the premises of such arguments ultimately depends on the 

truth of the conclusion to be reached. A quick example of an epistemically circular 

argument can help make this clear. Suppose that I try to show (by giving reasons or 

arguments) that sense perception is a reliable way to form beliefs, and that beliefs formed 

on such a basis are likely to be true. Assume I begin with the observation that "Here is a 

table and I seem to perceive the table." I then add other observations, such as "Here is a 

cat and I seem to perceive the cat," 'There is no lawn gnome here and I do not seem to 

perceive a lawn gnome," etc.'"* Given a few such premises, I infer that since I often seem 

to perceive an X if and only if there is in fact an X, my perceptual processes are reliable. 

The trouble, of course, is that I must wonder about the truth of the premises themselves, 

and I must also try to show the truth of these premises if I am to show my beliefs to be 

true all the way down. The conclusion of an argument is made more probable or 

guaranteed to be true only if the premises of that argument are true. Can I show these 

premises to be true? I must do so if I am to have a fiill reflective justification for the 

claim that sense perception is reliable (or, according to Sinnott-Armstrong, to be 

philosophically justified in accepting that sense perception is reliable). 

Some beliefs might be evenday justified because the everyday contrast class does not include the 
possibility that all of our doxastic practices are unreliable. 

Notice that I use the locution "seem to perceive" to indicate a non-success use of the term "perception." 
In order to seem to perceive X, it is not necessary that X actually be perceived or even exist. 



64 

In the track-record argument above, I asserted that there is a table, a cat, etc. How 

can I show that there is a cat? Well, I might claim that since sense perception is reliable, 

when I see a cat (in a non-success use of the term "see") it is quite likely that there is in 

fact a cat. But, such an argument relies on the conclusion of the argument which was 

supposed to show that sense perception is reliable. We can fairly conclude that if the 

premises I employ are true then the argument does make probable its conclusion (track-

record arguments are inductive). But, I cannot non-circularly show that such premises 

are true.'^ 

We might attempt to break out of such a circle, perhaps by claiming that there is a 

table in some location (which I am now seeing) because I remember that there is a table 

there. Now, we must attempt to show these premises to be true. In particular, in this 

case, I have relied upon my memory. Can I show that because I remember something it 

is likely to be true? Well, I could argue that I remember that some objects are in some 

location, and that as I am now in that location and perceive that there are the remembered 

objects that my memory is in fact reliable.'^ Notice that we have reentered the epistemic 

circle. I am now relying on sense perception to mount a track-record argument for the 

reliability of my memory, while I started by relying on my memory to argue that sense 

perception is reliable. As I was trying to show that sense perception is reliable, it is clear 

that I have failed if I must at some point in the argument rely on the reliability of sense 

perception. Again, if sense perception is reliable, then it can be appropriately used to 

argue that memory is reliable, and then the reliability of memory can be used to argue for 

the reliability of sense perception. But, we cannot show that the antecedent of this 

Exactly the same sort of argument can be applied to a priori knowledge or reasoning. Indeed, the 
realization of this fact seems to have driven Laurence Bonjour (1998,142-7) to abandon the quest of 
metajustification regarding the a priori entirely. If knowledge or justification of any sort is to be possible, 
we must give up on trying to give non-circular metajustifications of the sort Sinnott-Armstrong is after. 
Our options, then, seem to be (a) claim that certain things can be justified without being metajustifled, (b) 
argue that circular metajustification is not problematic, or (c) deny that basic beliefs require justification 
and can be a sort of unmoved mover (Timmons (1996; 1999) develops such a position). 
" Notice that arguments for the reliability of memory, if they are not to be immediately circular, cannot 
depend on any premises about what I remember to have perceived. All tests to memory must be performed 
on the basis of current perceptions, current a priori insight into truths, etc. One real concern is that no 
current set of perceptions, a priori insights, etc., provides a large enough base for good induction to the 
reliability of memory, perhaps making good track-record arguments for memory virtually impossible. 
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conditional is true without simply assuming that some way of forming beliefs is reliable. 

This will effectively defeat our ability to show that we are justified (in the sense that our 

beliefs are likely to be true) without simply assuming that some beliefs are true and that 

our abilities to reason are conducive to attaining the truth. 

Alston sums up the problem nicely when he writes. 

Whatever the possibilities of a noncircuiar proof of reliability for one source or another, if we 
pursue the question far enough we will either (a) encounter one or more sources for which a 
noncircuiar proof cannot be given or (b) we will be caught up in circularity, or (c) we will be 
involved in an infinite regress (1991, 147). 

None of these options would allow us to convincingly (even to ourselves) argue against a 

global skeptic that some method of forming beliefs is reliable. The skeptic can and will 

challenge us to show that our premises are true at each stage of the argument. We can 

either (a) stop giving reasons, in which case the skeptic wins, (b) keep giving reasons 

which eventually become circular, in which case the skeptic again wins as we are now 

relying on a claim which we set out to show to be true to show the claim itself to be true, 

or (c) keep giving non-circular reasons forever. While it is unclear whether the skeptic 

defeats us if (c) occurs, this possibility can be safely ignored for the fact that as people 

have a finite lifespan, they carmot keep giving reasons forever. Option (c) can be put 

aside on empirical grounds.'^ So, we are left with (a) and (b), and in neither case has one 

shown one's beliefs to be true relative to various skeptical hypotheses. 

The import of Alston's arguments is that they demonstrate that any sustained 

attempt to show a belief to be true by human beings, where this process continues all the 

way down, whatever its content or subject matter, must fail because it will become either 

circular and hence beg the question against the skeptic or a matter of mere unargued 

reassertion of a premise.'® As an agent's showing his beliefs to be true relative to pretty 

much anything the skeptic can think up is necessary for that agent to be philosophically 

There might be a counterfactual way of getting around this sort of objection. Such infinitist views have 
not been developed in much detail, though. I will set these views aside without further discussion, but will 
admit that what I have said does not show such theories to be incorrect 

This statement may be a bit too strong. Perhaps there are certain special propositions, such as Descartes' 
cogito, that we can show to be true even relative to the philosophy contrast class. However, I suspect that 
no belief can be shown to be true given a clever enough skeptic who thinks to challenge even our ability to 
reliably detect the deductive consequences of our beliefs. 
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justified according to Sinnott-Armstrong, then no belief is philosophically justified; all 

such attempts to show our beliefs true will succumb to begging the question or unargued 

and hence unjustified assertion (recall that Sinnott-Armstrong asserts that all justification 

of the sort under discussion is inferential). Consequently, Sinnott-Armstrong has not 

discovered anything special about ethics, and his limited moral skepticism is really just 

an instance of a sort of global skepticism, what we might call "global showing 

skepticism." I do not wish to say that Sinnott-Armstrong's arguments are pointless, 

however. His position better acquaints us with a feasible task for moral epistemology: 

the task of providing a theory of what it is for an ethical belief to justified. It is time to 

give up on global attempts to show that our beliefs, ethical or otherwise, are true and 

admit the epistemic limits of the human condition. But, in the end we should not be any 

more troubled by Sinnott-Armstrong's limited moral skepticism than we are by our 

inability to show skepticism about the external world to be false. 

Responses to Epistemic Circularity; Two Kinds of Knowledge 

Let us take stock of our current position. Assuming for the moment that 

justification is somehow connected to truth in an important way, then in order for an 

agent to show a belief to be justified that agent must be capable of showing her belief to 

have the right sort of truth connection. But, the sort of epistemic circularity already 

sketched will undermine any attempt to show any of our beliefs to be true. Hence, if we 

adopt Sinnott-Armstrong's conception of justification, we automatically become fiill-bore 

skeptics. If we are to avoid becoming global skeptics, we must either (1) argue that 

Alston's arguments concerning epistemic circularity do not in fact undermine our ability 

to show ourselves to be justified, or (2) abandon Sinnott-Armstrong's conception of 

epistemic justification in favor of a weaker view according to which it is one thing to be 

justified, another to be able to show that one is justified. I do not wish to suggest that (I) 

and (2) are separate alternatives; instead, I think that they are more like two sides of the 

same coin. If one thinks that showing is essential to justification, and one thinks that we 

are in fact justified in some of our beliefs, then one had best be able to argue that Alston's 
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arguments somehow fail. Conversely, if one thinks that what is important is being 

justified, then this means that one need not be troubled by the fact that we cannot show 

ourselves to be justified. Of course, more needs to be said about showing vs. being 

justified, and as I shall argue we actually need to distinguish between two types of 

showing as only one of the two types is undermined by epistemic circularity. 

Considering Ernest Sosa's objection to Alston's argument can help to make this clear. 

Sosa (1997) argues that Alston's arguments do not undermine our ability to show 

ourselves to be justified. In particular, he challenges the claim that what epistemic 

circularity demonstrates is that we have at best the right to endorse the following 

conditional; if sense perception (for example) is reliable, then I know that it is reliable 

(because I have constructed a track-record argument). Let us call this proposition "the 

conditional." He writes of the view that epistemic circularity does not allow us to claim 

more than the truth of the conditional that. 

It is not easy to understand this position, however. If our perceivers believe (a) that their 
perception, if reliable, yields them knowledge, and (b) that their perception is reliable, then why 
are they restricted to affirming only the conditional, a. and not its antecedent, bl Why must they 
wonder if they understand their relevant knowledge? Indeed, to the e.xtent that they are really 
convinced of both a and b, it would seem that, far from being logically constrained to wondering 
whether they know, they are. on the contrary, logically constrained from so wondering. Af^er all, 
first, if you really are certain that p, then you cannot well consider whether you know it without 
thinking that you do. Moreover, second, is it not incoherent to be convinced that p and yet wonder 
whether p (1997,428)? 

I admit that, contrary to Sosa, what I find difficult to understand is how this is supposed 

to be a response to the sort of epistemic circularity sketched by Alston. The sort of 

circularity that bothers Alston is when we attempt to determine whether our beliefs are 

likely to be true in an objective sense. Here, pointing out that we believe ourselves to be 

reliable is of no use; this is exactly one of the things that we are trying to establish. 

Another way of making the same point is that what epistemic circularity shows us is that 

we cannot tell if we have good reasons for any of our beliefs where what constitutes a 

good reason is that the reasons really do make the target proposition more probable. One 

necessary condition for being a good reason in this sense is that the reason itself be true. 

That we have various beliefs we can use as good reasons if they are true tells us nothing 

about whether or not these are good reasons or can be used to give a good track-record 
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argument, just as from the fact that the short argument A, A -> 5, therefore B need not 

convince us that B is true by itself (we can always ask about the truth of the premises). 

And, when we attempt to convince ourselves that we really do have good reasons (in this 

objective sense), we discover that we cannot argue that we do in any compelling way 

(epistemic circularity or an undefended foundational assertion are the two possible 

results, barring infinitism). 

The whole point of Alston's argument is that we cannot break out of what we 

merely believe to be reliable when we attempt to mount an argument to get at actual 

reliability. Hence, Sosa has not put the conditional in its best light. What the conditional 

really means is that we only have good reasons (objectively speaking) to think that sense 

perception is reliable if sense perception is in fact reliable. If we abandon the project of 

attempting to show that our reasons are good (and hence also true) then of course we do 

not face the sort of vicious epistemic circularity identified by Alston. This is not to deny 

that in some sense what Sosa is saying is correct. If what concerns us is subjectively 

showing that our beliefs are likely to be true, where this is assessed from the inside 

according to the rest of our beliefs, then Sosa is correct. We perhaps can do this to some 

extent, using coherence or other higher level principles of the sort developed by Lehrer 

(1990, 123-3) to do so. But none of this presents any objection to Alston's argument as it 

stands; it mistakes Alston's target (and this is an easily explained mistake insofar as 

Alston does not explicitly distinguish objective and subjective showing and warn the 

reader not to confuse the two). 

What goes wrong then is that Sosa simply refuses to assume what we might call 

an external standpoint; he steadfastly wishes to maintain an internal view of what it is to 

show our beliefs to be true. But, the whole point of trying to show that one's beliefs are 

likely to be true (as, for example, Sinnott-Armstrong would have us do) is try to see from 

an external perspective whether or not our beliefs are likely to be true. Sosa even seems 

to concede this point when he admits that no amount of internal coherence suffices for 

aptness (that one's faculties are reliable), and that aptness is necessary for any kind of 
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knowledge (1997, 428). Thus Sosa in effect changes the subject and misses the point of 

Alston's arguments. 

The moral of all of this is that we must distinguish between two kinds of showing: 

(a) objective showing, which aims at trying to show in an objective sense that our beliefs 

are likely to be true and where the truth of the premises of any arguments used for this 

purpose is relevant, and (b) subjective showing, where what we attempt to show is that it 

is reasonable from the inside to take a belief to be true and where the actual truth of the 

premises employed in an argument is not relevant. Epistemic circularity should convince 

us that the conditional is the best that results from any attempt to objectively show our 

beliefs to be true; it need not convince us that the same is true of subjectively showing 

our beliefs to be true. Now recall that our target all along has been Sinnott-Armstrong's 

conception of justification. Since Sinnott-Armstrong, as argued above, does seem 

committed to the view that it is objective showing that matters for justification, then 

Alston's epistemic circularity argument does have sharp teeth and demonstrates that 

Sinnott-Armstrong's view degenerates into skepticism insofar as the best we can ever 

hope to objectively show is the conditional. 

Shelving vs. Being Justified 

This said, we can now see that the showing vs. being justified distinction itself is 

perhaps in need of some clarification. In light of the arguments above, I think it better to 

recast the binary distinction as actually tripartite: being justified vs. being able to 

objectively show that one is justified vs. being able to subjectively show that one is 

justified. Epistemic circularity only creates a problem for objectively showing that our 

beliefs are likely to be true (the problem being that the need for such showing leads to 

global skepticism). Additional arguments must be mustered to demonstrate that 

subjective showing is irrelevant to the sorts of justification needed for knowledge. As it 

happens, though, the additional arguments developed by Alston to demonstrate that no 

form of ability to show oneself to be justified is needed in order to have knowledge apply 

equally well to both objective and subjective conceptions of showing. Hence, I think it 
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no surprise that Alston lumps together different types of showing in this context and 

works with a binary distinction. The tripartite distinction is only worth bringing into play 

when one offers objections to only one of the two kinds of showing (as Alston does in 

other works). Thus, it need not reflect any sloppiness on Alston's part that he fails to 

make further discriminations within showing in some of his articles. 

Let us then turn to the issues of showing vs. being justified. Alston argues that 

there is a critical difference between an agent being justified in some belief and that 

agent's being able to show that said belief is true or justified (whether objectively or 

subjectively). He writes. 

However, there is a subtle but highly significant difference between "is justified without 
dependence on other claims' and 'can be established without dependence on other claims'. I 
might well be immediately justified in believing, for e.xample, that I feel depressed, without being 
able to 'establish' this (i.e., show that it is true), either with or without dependence on other 
'claims' (1976, 44). 

The idea is that being justified is a matter of meeting the right conditions, whether or not 

one can show or even believes these conditions to be met. This is quite plausible if, for 

example, an agent is justified in holding a belief when that belief is in fact likely to be 

true or causally based on grounds (doxastic or non-doxastic) that strongly conduce to the 

truth of the belief. Both of these states of affairs can be realized without the agent being 

able to convincingly argue that her belief is justified or likely to be true. Of the exact sort 

of view of justification adopted by Sinnott-Armstrong (but during a discussion of 

Sellars), Alston states. 

One could wish the author [Sellars] to be more explicit, but this does suggest that Sellars is 
thinking of epistemic justification in general as consisting of, or requiring, the capacity of the 
subject to produce adequate reasons for supposing that it is reasonable to believe the proposition 
justified... It is tempting to suppose that Sellars has fallen victim to the pervasive confusion 
between the activity ofjustifying a belief - showing the belief to be reasonable, credible, or 
justified - and a beliefs justified, where this is some kind of epistemic state or condition of 
the believer vis-a-vis that belief, rather than something he or she mi^t be doing (1983,70). 

What can be said in favor of the view that being justified is not an activity of the believer 

but rather the beliefs meeting some sort of external condition?" Or, putting a different 

" Note here that justification is being construed as that which plays at least a significant role in turning true 
beliefs into knowledge. 



71 

spin on the same question, is any ability to show oneself to be justified necessary for 

knowledge, or is merely being justified enough? 

Alston calls our attention to the folk semantics of the word "knowledge." He 

claims, "We frequently take ourselves to know things with respect to which we have no 

such capacity [to produce adequate reasons]" (1983, 70). He presents the example of 

reading the facial expressions of those we know well in order to determine their moods. 

A husband might come to believe that his wife is upset about something by merely 

looking at her face or posture. Such a man might say, "I know my wife is upset about 

something." Assuming of course that his wife is upset, and that the man in question was 

in fact picking up on facial cues, I at least share Alston's intuition that the husband knows 

his wife is upset. If justification is necessary for knowledge, as is assumed by most 

extant accounts of knowledge, then it follows that the man must be justified in his belief 

as well. But, it is only too easy to imagine that the husband cannot articulate any reasons 

for his belief The subtle changes in his wife's expression are not something he could 

consciously describe to another person (Alston (1988, 228)). 

One problem with this example is that the husband might be able to mount an 

argument for his belief without being able to describe any of the exact phenomenon 

which give rise to his belief. He might say, for example, "While I don't know exactly 

what to tell you in regards to my wife's expression in this case, I can say that I've reliably 

detected her moods by relying on her face in the past. Here are a bunch of instances 

when I believed her to be upset based upon the kind of feeling I have now when I look at 

her and she was upset... So, I seem to be a reliable judge of her moods. That is why I 

am justified in thinking that she is upset right now." A defense of a belief need not rely 

on the agent's being able to specify exactly those factors causally responsible for 

producing the belief in question. A general reliability or track-record argument is often 

enough to convince others that one is justified in holding a belief, where this need not 

include any specific details about how the agent separates cases ofp from those of -~p. 

On Alston's behalf, we can make a response to this objection. Very few of us are 

likely to make exactly the right sort of arguments when challenged. While the sort of 
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reliability argument sketched above might occur to a philosopher, we can hardly expect 

that most or all husbands would employ it if challenged. Indeed, I suspect that many 

husbands are quite likely to simply reassert that they can tell when their wives are upset 

without the intention or even inkling of how to mount a good track-record argument for 

the claim (they could just repeat "If you knew my wife the way I do..."), and might even 

take offense at continued challenges ("Are you implying I don't know my wife?"). 

Still better cases concern small children and various animals about whom the folk 

make knowledge claims (see Alston (1983, 71)). For example, of a bright young girl who 

has learned to identify circles, we might say, "She knows that this figure is a circle." We 

can further suppose, though, that this girl cannot defend her claim that something is a 

circle. She does not employ any track-record argument or claim to be generally reliable 

at detecting shapes or explain that all circles are perfectly round and this object is 

perfectly round so it follows that it is a circle. Even including these facts, I and I think 

many others would still be inclined to say that this little girl knows that this figure (a 

circle) is a circle. In the case of animals, the folk often ascribe knowledge to their pets 

and also wild creatures. Assuming that animals have beliefs for the moment, it is not 

uncommon to hear things like, "Your dog knows you are hiding the ball behind your 

back," or "That wild cheetah knows that hyenas are in the area and will soon arrive, and 

that is why he picked the carcass up and carried it into a tree." Of course, nobody has 

any expectation that a dog or a cheetah can provide any sort of reasoned defense of those 

things we say they know. So, it would appear that we are only too happy to say that 

creatures can know things without being able to show their beliefs to be likely to be true. 

It is worth pointing out that the fact we do ascribe knowledge to animals or small 

children is compatible with the falsity of such utterances, in particular if we believe 

something falsely about animals or children that is essential to knowledge. So, if animals 

fail to have beliefs (suppose psychologists eventually convince us of this), then they do 

not have knowledge, and our ascriptions of knowledge to animals reflect our mistaken 

belief that animals do have beliefs. However, this strategy cannot be used to salvage 

Sinnott-Armstrong's picture of justification (at least if this sort of justification is 



73 

supposed to have anything to do with knowledge). Most importantly, while we might 

make some mistake about animals or children, it is surely not that they can show their 

beliefs to be true via explicit argumentation. Nobody sane thinks that animals can talk or 

that small children have the acumen necessary to show that their beliefs are true. Thus, 

we cannot explain mistaken ascriptions of knowledge to animals and children by 

supposing that we falsely believe that such beings can show themselves to be justified. 

Simply put, the mere fact that we make the ascriptions we do to animals and children 

reflects the fact that being able to show oneself to be justified is not a part of the 

semantics of knowledge (unless the folk are deeply, deeply mistaken about their own 

concepts). 

Yet another class of case concerns ascriptions of knowledge that concern the past. 

Consider the example of a fellow, let's call him Chuck, studying for a history exam. 

Chuck's friend Denise is helping; Denise asks Chuck questions from the book, and 

Chuck has to answer these questions from memory alone. Now, suppose Denise asks the 

following question for the first time: "When was the Magna Carta signed?" Chuck looks 

puzzled and says, "I don't know." Denise, though, ever willing to encourage her friend 

(and suspecting that Chuck knows more than he thinks he does) suggests that perhaps 

Chuck might know, so he should try to answer the question. Chuck leans back and thitiks 

a moment, and then says, "1215." Suppose that this is not just a random lucky guess; 

Chuck has in fact pulled this date out of memory. It just did not seem clear to Chuck that 

he did in fact remember this fact (as opposed to merely thinking be remembers, or that he 

is confusing one important date with others, etc.). Since this is the correct answer, 

Denise might say, "See! You really did know all along. You just didn't realize that you 

did." I think that such retrospective utterances are quite common. What is important 

about such cases is that we ascribe knowledge to people who cannot argue that a 

particular belief is true but whom we take to non-accidentally have true beliefs. 

Still more impressive cases can be built on this model, cases that even challenge 

certain putative counterexamples to reliabilism where an agent's belief is produced or 

sustained by a reliable process but the agent in question has no beliefs to this effect. 
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Suppose, then, we have an agent, Norman, who comes to have a reliably produced true 

belief on the basis of a real power of clairvoyance, say that Bill Clinton is currently 

staying in a fancy hotel nearby. Norman has no beliefs about clairvoyance at all; he is 

not inclined to think it a disreputable or virtuous procedure for forming beliefs, nor does 

he think that psychic powers are impossible or the like. The point of such additions is to 

rule out all cases of internal defeat for Norman. So, given that Norman is in fact a 

clairvoyant and has no defeaters, does Norman know that Clinton is in a local hotel? 

Bonjour (1985,41-45) and Sinnott-Armstrong (1996,28-9), among others, think not. 

But, I think that this is not so clear. Suppose that Harry Houdini meets Norman and is 

skeptical of his belief about the president. Houdini then challenges Norman to explain 

how he knows what he does. Norman says that he's not sure how he knows, but that 

(perhaps) he had a strange sort of vision and now he cannot help but believe the 

proposition in question. It now seems true to him that Clinton is in a posh hotel in the 

vicinity. Houdini, always a debunker of fraudulent psychics, decides to perform a battery 

of carefully constructed tests on Norman to see if he is in fact what he claims. As 

Norman is in fact a real clairvoyant, he passes all of these tests and eventually Houdini 

comes to accept that Norman is a psychic. 

After such tests, I think it would not be odd in slightest if Houdini says, "Well, 

Norman, I was wrong. You really did know all along most of those things you claimed to 

know." In effect, Houdini now admits that Norman did in fact know that Clinton was in 

the fancy hotel. Unless, some shift in the semantics of knowledge occurs in retrospective 

contexts, which I see no good reason to suppose, then I think that Norman does in fact 

know all along that Clinton is in a nearby luxury suite, contrary to Bonjour and Sinnott-

Armstrong, and despite the fact that Norman could not at the time show his belief about 

Clinton to be true or probable even as Judged from within. That our intuitions at the time 

are to the contrary will have to be explained, but I think that there is a good chance this 

can be done if we focus on the fact that when we ascribe knowledge to people it is 

because we believe that they have true justified belief and in clairvoyance cases we do 

not believe their beliefs to be justified (and nor can they convince us of this on the spot) 
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and probably deny that the beliefs are even true. This accounts for false ascriptions made 

at a previous time which are then corrected later in light of new beliefs about the past 

situation. 

Now, none of these cases conclusively proves that a person can know something 

without being able to argue for it. Linguistic intuitions can be distorted or might reflect 

our other beliefs in such a way that we falsely ascribe knowledge or justification to 

others, as already briefly discussed."® But, the sorts of examples listed above make what 

I take to be a compelling prima facie case that one need not be able to show one's beliefs 

to be true in order to have knowledge. One need not be able to engage in the activity of 

justifying one's beliefs (either subjectively or objectively) in order to justified. In 

short, being justified is what is critical to knowledge, and one need not be able to show 

(even in the right counterfactual conditions of questioning) that one is justified in order to 

be justified or have knowledge. Hence, Sinnott-Armstrong's conception of justification 

contains just the sort of mistake Alston warns us against: conflating being justified with 

showing that one is justified. What is important to the analysis of knowledge is being 

justified, and hence Sinnott-Armstrong's arguments in no way undermine our ability to 

possess ethical knowledge. 

This brings us to a sort of response to the being/showing distinction employed by 

both Keith Lehrer and Ernest Sosa."' Both authors differentiate between two kinds of 

knowledge and use this distinction to explain how it is that animals can have knowledge 

in one sense but not another. They do this to argue that showing or the ability to argue 

explicitly might still play some role in knowledge despite the abundance of cases to the 

contrary. Note that Lehrer and Sosa are not explicit about which kind of knowledge is 

supposed to correspond to the natural language concept of knowledge or even whether 

For e.xample, two-stage reliabilism can be used to account for actual intuitions without necessarily 
claiming these intuitions to be correct If we judge another person to be justified in a belief because it is 
produced by a cognitive process that we believe to be reliable, this does not require that the person in 
question really is justified. If, for e.Yamp[e. we falsely believe some process to be reliable, and the truth 
conditions of justification require that a belief actually be produced by a reliable process, then we have 
falsely (but explicably) ascribed justification. See Goldman (1992b). 
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this concept is actually ambiguous as it stands. But, let us attend to the distinctions made 

by Lehrer and Sosa before we assess its import. 

Let's begin with Lehrer. Lehrer makes a distinction between primitive and 

discursive knowledge. He writes. 

There is a kind of knowledge that we use in reasoning to refute or confirm hypotheses, the 
premises of cogitation and ratiocination. Let us call this discursive knowledge. Discursive 
knowledge supplies us with the premises and conclusions of justified reasoning and enables us to 
show that it is reasonable to accept some things and reasonable to reject others. Most simply, if 
such discursive knowledge satisfies the constraint that if a person knows that p, then they are 
justified in accepting that p (2000, 637)." 

Of primitive knowledge, he says. 

Whatever the merits of this argument for e.xpositing the conception of knowledge that concerned 
me, discursive knowledge, and concerns me still, I now think more clarity would result from 
simply saying that I am concerned with discursive knowledge which is another sort of knowledge 
than the primitive knowledge young children and animals possess without even knowing that the 
information they possess is correct (2000. 637). 

Lehrer now thinks that there are two very different sorts of knowledge, of which only 

discursive knowledge is of interest to him. Why is it of more interest? Lehrer is not 

absolutely clear on this front, but I am not sure that in the end the reasons for Lehrer's 

preference here are all that important anyway. It must be remarked, though, that Lehrer's 

concern with showing is that one be able to show one's belief to be reasonable from the 

inside. A discursive knower is able to show that their beliefs are likely to be true as 

judged from within by giving other beliefs as reasons which finally terminate in a 

principle of self-trust which can be used as a reason in its own defense (Lehrer (1990, 

122-3)). Notice that Sinnott-Armstrong would reject such showing as irrelevant; Siimott-

Armstrong is interested in whether or not we can show that our beliefs are likely to be 

true, where truth is taken as objective and external. Hence, even if Lehrer can resist the 

force of the showing/being justified distinction to some extent by distinguishing between 

*' Lehrer in conversation seems to view the discursive/primitive knowledge distinction as a sort of reply to 
Alston. I do not know whether Sosa views his own distinction in the same way. In any event, if Sosa's 
distinction is to be of aid to Sirmott-Armstrong, then it had best serve as a reply to Alston. 
~ Note that justification for Lehrer is essentially concerned with what we could or would say to one another 
in the right counterfactual situations. 
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two different kinds of knowledge, Sinnott-Armstrong will not be able to capitalize on 

Lehrer's conception of showing to motivate his conception of justification. 

This said, it is worth considering to what extent showing the likelihood as judged 

from the inside might provide an intermediate position between showing one's beliefs to 

be likely to be objectively true and merely being justified in the sense of standing in a 

good position in relation to the truth. What I take to be critical here is that I think that 

Lehrer is forced by his view to occupy one of two positions in regards to the folk 

conception of knowledge: (a) knowledge in natural language is ambiguous, and he is 

giving an account of the semantics of one of these two conceptions of knowledge, or (b) 

knowledge in natural language is always primitive knowledge, but discursive knowledge 

is of independent interest to philosophers. I think that (b) is Lehrer's best position, 

although I am not sure he would endorse it. 

Let us then turn to the rejection of (a). Why think that knowledge in natural 

language has a (roughly) univocal correct semantic analysis rather than being 

ambiguous?'^ The best answer here is that when a term is ambiguous, we can construct 

meaningful sentences that play off of such an ambiguity effectively (this is what makes 

equivocation possible). Hence, we could say, "I'll meet you at the ATM machine in the 

bank by the bank of the river." More awkwardly, I could meaningfully say, "I'll meet 

you at the bank by the bank," or "I'll be at the bank, not the bank." Each of these does 

have an interpretation under which it can be true without being literally redundant (like 

saying "p and />"). But, I submit that the word "know" or "knowledge" does not work in 

this manner. I cannot find any examples where I am in the slightest inclined to say, "He 

knows and he also knows that p," or "He knows that p but does not know that p." Such 

sentences either seem literally redundant or self-contradictory. This suggests that, at least 

within a given context, there really is some sort of single correct semantic analysis. 

^ Note that I do think that the word "knows" is ambiguous, but that it has clear senses. In one sense, it 
reflects something like a degree of confidence. In another sense, it reflects acquaintance with a person or 
object. The issue of ambiguity really concems whether a given sense of knowledge is itself ambiguous, 
viz., are there in fact two notions of prepositional knowledge that aUach to, roughly speaking, the same 
sense (maybe simple construed as "knowledge that"). Of course, I have not tried to pin down in any direct 
way the sense of knowledge under discussion here; I take it for granted that most epistemologists have at 
least roughly the same sense in mind when they attempt to given an analysis of propositional knowledge. 
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"Knowledge" and "knows that" are not ambiguous in the manner of words like "bank," 

"bark," and "harp." Hence, I conclude that (a) above - the claim that knowledge is 

ambiguous - is implausible. 

If this is correct, then the sorts of examples listed above in turn point to the view 

that in everyday language, ail knowledge Just is primitive knowledge (as Lehrer would 

put it). For, we can and do ascribe knowledge to animals and young children incapable 

of giving explicit reasons for their beliefs (even to show that their belief is likely to be 

true as judged from the inside), or, as Lehrer puts it in the passage already quoted, who 

cannot "show that it is reasonable to accept some things and reasonable to reject others" 

(2000,637). Now, this conclusion is not absolutely guaranteed by the fact that within a 

context knowledge seems to be a univocal notion. Perhaps some form of contextualism 

is true, whereby in some contexts it is true that a person knows that p while the same 

person, in another context, does not know that p. So, Lehrer might argue that what varies 

with context is the believer's ability to show themselves to be justified. But, Lehrer 

would owe us an account of why it is that contexts involving children or animals almost 

always seem to require no ability on the part of the believer to show themselves to be 

reasonable or reliable, and why these standards remain fixed. 

I am not saying that such a contextualist account is impossible, merely that one 

has not been offered and defended yet in any detail. Further, as a general principle of 

theory construction and conceptual analysis, if a noncontextualist view of the semantics 

of a term along with general pragmatic considerations such as Gricean implicatures can 

account for most or all linguistic phenomena, then I see little reason to move to 

contextualism even should such views fare equally well at capmring inmitions."^ So, if 

This view might now seem old-fashioned. But, there are good reasons for striving for theoretical 
economy in both pragmatics and semantics; it seems desirable to me, if only from the standpoint of ease of 
use and power, to have theories both of semantics and pragmatics that are both as "thin" as possible. It is 
of course easy to empty out semantic content by smuggling everything into one's pragmatics, or vice versa. 
It is much more difHcuIt to arrive at a theory that blends the two into a whole in a compelling and unified 
way, and I think that by striving for minimal theories in both pragmatics and semantics we can better hope 
to achieve this goal; those elements best explained by the pragmatics will end up being e.\plained 
pragmatically, and so too those features most easily explained by semantics will end up as part of our 
semantics. Of course, such assessments are difficult to make before theories that take account of both 
explicitly have been constructed. 
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construing knowledge in namral language as primitive knowledge meets most of our 

intuitions given our possibly false beliefs about which processes are reliable or rational or 

the like, then this favors this analysis of knowledge over a more complex contextualist 

account. Of course, it may be that contextualist accounts fare better at capturing some 

intuitions. I myself, however, think this is not the case. But, now is not the time or place 

to enter into such issues. What is important is that if we assume (a) conte.xtualism is 

false, and (b) discursive knowledge violates many natural language intuitions then 

discursive knowledge is simply not a good analysis of the folk concept or word 

"knowledge." Primitive knowledge seems to fare much better as an analysis of the 

natural language concept of knowledge, and primitive knowledge is firmly connected to 

what it takes to justified."^ 

If the above is correct, then Lehrer's focus on discursive knowledge reflects a 

different project than merely giving a semantic analysis of everyday language or 

concepts. This is perfectly fine and need not undermine the interest of Lehrer's theory. 

Indeed, we might interpret his view as about what it takes to have a certain privileged 

kind of knowledge sought by philosophers like Descartes, or at least the closest 

approximation to such knowledge. And, such a view perhaps could play a role in the 

final and strongest sort of moral epistemology - what would the "highest form" of moral 

knowledge consist in? In the limit, perhaps we hope that being justified and showing 

ourselves to be justified begin to converge (epistemic circularity will rule out any total 

convergence, I think - no amount of showing can ever succeed in convincing a skeptic or 

even oneself in more questioning moods that one is actually "primitively" justified, e.g., 

that one's processes or faculties are reliable). Of course, Lehrer admits that no degree of 

internal justification by showing one's beliefs to be probable as judged firom the inside, 

even if these beliefs are true, suffices for discursive knowledge. Discursive knowledge 

can be recast as primitive knowledge with added conditions that the belief in question be 

^ It should also be noted that not only animals and small children fail to have knowledge on Lehrer's view, 
but perhaps just about everyone unfamiliar with his work. For, it is unlikely that most of us would say 
anything like what we would need to say to Lehrer's skeptic in order to count as even personally justified. 
So, it is not simply that discursive knowledge is too strong to account for our intuitions about animals; it is 
also too strong to even get our intuitions about normal adults right. 
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judged to be likely from the inside and that the system as a whole is coherent in the right 

sort of way (a very special "spiraling" way according to Lehrer). Hence, even discursive 

knowledge in the end rests on a bedrock of primitive knowledge. 

All this said, Lehrer's position may represent a stable intermediary position 

between Sinnott-Armstrong's robust conception of justification as showing and Alston's 

view that the sort of justification relevant to knowledge concerns being justified. If the 

position is stable and subjective showing and being justified converge, at least for the 

lucky, then Sinnott-Armstrong's concerns about being able to show one's beliefs about 

morality to be likely to be true will be somewhat lessened. But it is clear that insofar as 

we are interested in whether or not we have or can have moral knowledge according to 

the folk semantics of the term, we should reject Sirmott-Armstrong's view as much too 

strong indeed, as it is even stronger that Lehrer's account which allows some distance 

between showing and being justified even on the final analysis.*^ Further, as discursive 

knowledge does depend on the possession of primitive knowledge (primitive knowledge 

is a necessary but not sufficient condition for discursive knowledge insofar as I 

understand Lehrer's position), it is very much worth addressing the issue of what it would 

take to have primitive knowledge of ethical truths. All moral epistemology will 

ultimately remm to such issues. 

Ernest Sosa distinguishes between animal knowledge and reflective knowledge. 

A complete picture of this distinction develops over the course of several articles. Most 

briefly, Sosa writes in a summary statement of one article that. 

Virtue perspectivism distinguishes between animal and reflective knowledge. For animal 
knowledge one needs only a belief that is apt and derives from an intellectual virtue or faculty 
[what makes a faculty virtuous is basically that it reliable in the right conditions]. By contrast, 
reflective knowledge always requires belief that is not only apt but also has a kind of justification, 
since it must be belief that fits coherently within the epistemic perspective of the believer (199 lb, 
145). 

Of course, Lehrer wouldn't put things quite this way. He, I think, would argue that what we need is the 
right match of internal and e.xtemal facts, and that no degree of the right internal factors guarantees the 
external factors obtain. I think it fair to recast it as the admission that personal justification never suffices 
for knowledge, and that in some sense all knowledge must contain an animal or primitive component (say, 
reliability of the faculty or process that brings about the belieO-
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The difference between animal and reflective knowledge is better unpacked when he 

writes. 

One has animal knowledge about one's environment, one's past, and one's own experience if 
one's judgements and beliefs about these are directly responses to their impact - e.g., through 
perception or memory - with little or no benefit of reflection or understanding. 

One has reflective knowledge if one's judgement or belief manifests not only such direct response 
to the fact known but also understanding of its place in a wider whole that includes one's belief 
and knowledge of it and how these come about (1985, 240)."' 

What is really important is that reflective knowledge is something like animal knowledge 

plus coherence. Coherence here is to taken to be positive coherence rather than mere 

logical consistency, and hence when a new belief coheres it will often be because the 

agent has beliefs that ascribe reliability to the faculty (following Sosa's form of virtue 

reliabilism) in question. Sosa states, "For reflective knowledge you need moreover an 

epistemic perspective that licenses your belief by its source in some virtue or faculty of 

your own. You trust your own correctness, holding your belief to be right through its 

origin in a reliable faculty or virtue" (1991c, 277). This supports the view that reflective 

knowledge is a form of coherence that ascribes the likelihood of truth to beliefs within 

the coherent system. Later in the same piece, Sosa writes, "For reflective knowledge one 

not only must believe out of virtue. One must also be aware of doing so. Of course one 

need not know with precision and detail the exact character of the relevant C 

[circumstances] and F [field of propositions]. Some grasp of them is required, however, 

even if it remains sketchy and generic" (1991c, 278)." 

Now, the primary objection raised to Lehrer's view can be applied to Sosa as 

well: reflective knowledge does not track the natural language semantics of "knowledge" 

as long as we do not adopt a special variety of contextualism. Sosa seems prepared to 

admit this. He states, "This is not to deny that there is a kind of 'animal knowledge' 

untouched by broad coherence. It is rather only to affirm that beyond 'animal 

knowledge' there is a better knowledge" (1997, 422). If reflective knowledge is not the 

.\lso see Sosa (1997,422) for a recent restatement of the same position. 
Notice that this is efTectively what was the matter with Alston's e.xample of a person 5 knowing his 

wife's mood by looking at her face; a husband need not have access to the specific details of the case but 
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correct analysis of the semantics of knowledge in natural language, this does not disbar 

reflective knowledge from being the sort of thing sought by philosophers, a sort of 

privileged "real" knowledge. But, as before, if reflective knowledge requires animal 

knowledge (and it does according to Sosa), then it is worth trying to figure out exactly 

how to characterize animal knowledge. 

Sosa does have an intriguing response to the objection that all knowledge in 

natural language is animal knowledge. In particular, Sosa thinks that reflective 

knowledge is the "primary" concept of knowledge since we must employ it to put 

constraints on what we count as a virtuous faculty and in which environments and 

circumstances we use to assess the general reliability or aptness which plays a part in 

animal knowledge. In other words, Sosa hopes to employ reflective knowledge to solve 

the generality problem faced by reliabilists (whether process or agent)."' The trouble as 

Sosa sees it is how we can fix which circumstances C and field of propositions F in such 

a way that when one engages a faculty, say of perception, in C and regarding F, the 

output belief is justified if and only if the faculty is reliable in C about F. He thinks that. 

The likely solution [to the generality problem] is to be sought, as I see it. in the requirements that 
F and C must fulfill if (i) F and C are to be usefully generalized upon by us as the epistemic 
community of the subjcct S; and if (ii) F and C are to be usefully generalized upon by the subject 
himself as he bootstraps up from animal to reflective knowledge [long parenthetical remark 
excised] (1991c, 284). 

As the generalization of F and C is exactly what is supposed to occur in a coherent 

manner when one attains reflective knowledge, it is supposed to be true in an important 

sense that we can only properly ascribe animal knowledge once we understand the 

circumstances, etc., that are pertinent to assessing the reliability of an unreflective 

knower's faculties. The idea is that in order to ascribe even animal knowledge to another 

person, one must be a reflective knower oneself as only if one is a reflective knower will 

one be properly able to constrain F and C so as to solve the generality problem.^® 

might merely believe that he is a reliable detector of his wife's moods. Of course, Alston presents many 
other cases that do not succumb to such objections. 
^ See Feldman (1985) for an e.\cellent statement of the generality problem. 

This argument is stated in summary form in Sosa (1991c, 290-2). Especially interesting is the passage 
where Sosa writes, "There is no aptness [mere reliably produced belief] without coherence, or without at 
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Something that I find troubling about the above is that Sosa seems to have 

sv/itched to talking about when an agent can ascribe knowledge when it seemed he was 

after a semantic analysis of knowledge in general. And while the sort of circle - from 

animal knowledge we bootstrap to reflective knowledge, which then allows us to ascribe 

animal knowledge - is interesting, it hardly reveals much about whether animal or 

reflective knowledge is more fundamental in a semantic sense. While it may be the case 

that only reflective knowers have an interest in or ability to use terms like "knowledge" 

and "justification," it does not follow from this that animal knowledge in any way 

depends on reflective knowledge semantically. Of course, Sosa's suggestion is that there 

is a sort of semantic dependence. The idea seems to be as follows: the concept or word 

"animal knowledge" is somehow logically anterior to "reflective knowledge" in the sense 

that any proper analysis of animal knowledge will require the essential mention of 

reflective knowledge (or at least the use of the analysis of this phrase) - this is how the 

generality problem is to be handled in all cases. Animal knowledge cannot be given a 

true or proper analysis in isolation from more full-fledged conceptions of knowledge. 

Hence, we might define animal knowledge as follows: 

S has animal knowledge that p iff p is true, 5 believes that p, and the belief that p 
is the output of a virtuous faculty in circumstances C, where C is to be fixed by 
the sorts of generalizations we make as reflective knowers when we make 
knowledge ascriptions of any sort.^* 

Now, Sosa never says anything exactly like this clearly, but I think this is a workable 

approximation of what he must have in mind; by allowing reflective knowers to fix which 

circumstances are relevant to assessing the reliability of a faculty, somehow the 

generality problem is supposed to be solved, and such a solution is necessary for a proper 

analysis of animal knowledge. 

least our potential for coherence, as things stand; for aptness is defined in terms of Fs and Cs that ensure 
such potential" (1991c, 292). 

I have here excluded all mention of other factors that Sosa suggests we might need reflective knowledge 
to help us pin down such as a field of propositions For an environment E. I am trying to simply give the 
most intuitive statement of Sosa's suggestion that somehow animal knowledge cannot be analyzed 
independently of reflective knowledge. 
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My primary concern with this view is that it seems to be firmly based in our 

ascriptions of knowledge directly rather than in an attempt to get behind such ascriptions 

to the semantics. One way of making this clear is to stress how much Sosa focuses on 

which circumstances C we as human beings will generalize to make knowledge 

ascriptions. Of course, human beings are quite limited and may cut comers with 

generalizations due to computational limits or sheer laziness. Why respect these rather 

than some more objective measure of which circumstances C are relevant? While I do 

not dispute that Sosa is correct insofar as we use our beliefs about when a person is 

justified to assess whether or not a person has knowledge, this need not mean that our 

beliefs about which circumstances are relevant to such ascriptions are correct. Indeed, if 

I encountered a being whom I took to be smarter and more perceptive than myself about 

such things as reliability, I expect that I would think its categorization of which 

circumstances C are relevant to reliability to be better than my own and closer to the 

truth. This objection, however, might merely force Sosa to recast his account of which 

circumstances C are relevant as those C which an ideal agent from an ideal epistemic 

perspective would generalize, thus maintaining the conceptual priority of reflective 

knowledge. Notice, though, that such a shift does begin to make the coherence element 

of reflective knowledge something that an average human being cannot have - if we 

really are epistemically limited and our categorizations of circumstances C are overly 

simplistic, then in some sense we fail to reflectively track the facts about which C are 

relevant. This would mean that our ascriptions of knowledge to one another would be at 

best clumsy and unreliable around the edges where a more precise construal of C would 

give the true results, at worst that our ascriptions are unreliable (viz., false more often 

than not) at all times. 

Second, Sosa's suggestion is merely that: a suggestion. He has not yet managed 

to work it into a full theory that solves the generality problem. Instead, his idea is to 

serve as a blueprint for future research. This means that Sosa really does not offer us a 

substantive solution to the generality problem at all; he merely asserts his hunch that such 

an account might be on the right track. This is perfectly fair of Sosa, but it also means 



that his suggestion is not terribly convincing to those who do not share his hunch (as I do 

not). As a result, Sosa's point is extremely difficult to evaluate. I think that perhaps the 

best we can do here is sit on the fence and wait to see whether Sosa's idea can bear the 

fruit of a substantive theory which successfully addresses the generality problem. 

Conclusion 

I have here argued against Sinnott-Armstrong's conception of justification, 

claiming that it collapses into global skepticism. Along the way, we have discovered that 

there are at least two kinds of showing: objective showing, whereby one tries to argue 

that one's beliefs are objectively true, and subjective showing, which requires only that 

one show one's belief to be likely to be true as judged from the inside. Sinnott-

Armstrong seems to require that we be able to objectively show our ethical beliefs to be 

probable in order for them to be justified. But, as Alston argues, objective showing is not 

something that can be done all the way down; any attempt to do so will become circular 

(assuming for the moment that we have finitely many beliefs). Sinnott-Armstrong would 

require us to show something about our ethical beliefs that we cannot show about 

anything, including our most basic cognitive powers. Hence, Sinnott-Armstrong's 

epistemology leads to a form of global skepticism. I have also argued that, at least 

insofar as the project of determining the semantics of the word "knowledge" in natural 

language is concerned, no ability to show oneself to be justified (even in the subjective 

sense) is required. This places the work of Sosa and Lehrer into an interesting light: 

perhaps they seek the closest approximation to certainty or a special kind of knowledge 

that can be achieved. But, all such projects ultimately require an ineliminable component 

of primitive or animal knowledge (which is always externalist in nature), making such a 

notion of primary interest. 

As a result, Sinnott-Armstrong has failed to provide a description of a problem 

that can be best solved by working on moral epistemology. Insofar as his argument is 

really just an argument for a sort of global skepticism, the problem deserves a perfectly 

general solution, one that may then be applied to more specific topics like morality. 
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Therefore, Sinnott-Armstrong's argument does not provide a strong reason to study moral 

epistemology. 
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Chapter 3: Barman's Explanatory Attack on Ethics 

Introduction 

In this chapter, we will consider a different sort of argument concerning morality 

which depends on epistemological assumptions. While this argument is an attempt to 

argue that our best epistemological theory tells us that we should not accept that moral 

facts exist (more specifically, we should accept that certain kinds of moral facts do not 

exist), and thus concerns the ontology of ethics rather than its epistemology, the 

challenge does proceed by way of epistemology. Thus, the argument is of considerable 

interest, both generally and for what it might show about moral epistemology. I will 

argue that this argument fails to provide a strong enough skeptical challenge to morality 

to warrant the development of moral epistemology, largely because (a) its proper target is 

extremely constrained and (b) it risks collapsing into global skepticism. 

Gilbert Harman's Explanatory Challenge to Ethics 

Gilbert Harman is the source of an interesting skeptical challenge to ethics. This 

argument proceeds by way of making an epistemological claim which is used to cast 

doubt on an ethical position: certain ethical theories cannot be confirmed in the same way 

as scientific theories, and therefore should be suspect.' Of course, Harman does not state 

his position so bluntly. But, I think this is the problem he means to bring to light.' I will 

' Not everyone takes this to be what is central to Harman's argument. Peter Railton (1998), for e.\ample, 
tries to connect Harman's argument to the justification of one objectivist moral framework as compared to 
others. In particular, adherents of rival frameworks will e.xplain their opponents' deviant "observations" by 
way of their psychology and acceptance of a false theory. Railton thinks Harman's problem concerns the 
fact that no objectivist theory seems to be capable of gaining leverage over another on explanationist 
grounds. On the other hand, Railton primarily focuses on a different set of works by Harman, and tries to 
bring in the pieces that are of immediate interest to us to cast light on these later works. Thus. I am not sure 
what Railton takes to be the point of the earlier pieces considered in themselves, and this is what I wish to 
consider at present. 
' Conversations with Mark van Roojen reveal that Harman himself takes his argument to be inspired by 
Paul Benacerraf (1973). Li this paper, Benacerraf points out that Platonism about numbers seems to result 
in a metaphysical position that does not mesh in any good way with contemporary epistemological theories 
that require some sort of causal contact between the subject and objects for the subject to have knowledge 
or justified belief. Since Platonism would conflict with otherwise plausible epistemologies, we have some 
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argue that (1) it is not clear why Harman's arguments are taken to be important since just 

about nobody occupies the position he criticizes, and (2) the epistemology Harman 

presupposes itself is highly implausible and, if taken seriously to its logical conclusion, 

could very well lead to global skepticism.^ In the course of making these points, some 

other responses to Harman will be discussed. Let us turn to Harman's argument. 

The initial statement of the problem Harman wishes to bring to light is as follows: 

Nevertheless, observation plays a role in science that it does not seem to play in ethics. The 
difference is that you need to make assumptions about certain physical facts to e.xplain the 
occurrence of the observations that support a scientific theory, but you do not seem to need to 
make assumptions about any moral facts to explain the occurrence of the so-called moral 
observations I have been talking about. In the moral case, it would seem that you need only make 
assumptions about the psychology or moral sensibility of the person making the moral 
observation. In the scientific case, theory is tested against the world (1977, 6). 

Harman construes observations as beliefs not formed by way of any conscious inference. 

So, it is possible for a scientist, once properly trained, to observe protons; scientists can 

make non-inferential judgements about protons and the like (1977,4-6). This said, 

Harman's basic idea is that we need to postulate scientific facts and entities in order to 

best explain our scientific observations, e.g., "There is a proton," because we see a vapor 

trail in a cloud chamber, and the proton explains the existence of the cloud trail. 

However, in the case of ethics, we still need only postulate scientific and physical facts 

along with a certain psychological makeup in order to explain that a person makes an 

ethical observation, e.g., "What those children are doing is wrong." 

Using Harman's example to illustrate his point, suppose that Jane wimesses 

several children throw a match at a gasoline-soaked tomcat, whereupon he begins to 

biun. Jane, quite shocked at the display, thinks, "This act of burning that tomcat is 

terribly wrong." What sorts of facts and entities do we need to postulate in order to 

reason to be skeptical of mathematical Platonism. Notice that the structure of this argument is parallel to 
that of Harman's as I present it. 
' My second criticism is so qualified because of the sort of vagueness that seems to infect all current forms 
of explanationism. In particular, it turns out to be exceedingly difficult to tell which of various 
explanations is the best e.Yplanation; we have no hard and clear criteria for making such determinations. 
So, when I later suggest that certain forms of idealism or skepticism seem to be better explanations of 
various things than, say, physical objects, this will necessarily be only insofar as such hypotheses meet 
various constraints, in particular simplicity or parsimony, better than their competitors. If other constraints 
are put into place, then skeptical or idealist explanations may no longer count as best. 
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explain Jane's judgement? Harnian thinks that the best explanation of this observation 

(that it occurred) will require us to postulate the existence of a cat, gasoline, matches, 

children, etc. All of these entities are causal and hence can play some role in the causal 

explanation of the fact that some person makes a certain non-inferential judgement. 

However, we need not postulate any non-namral moral facts, such as a Moorean sui 

generis property of wrongness."' Instead, we explain Jane's observation by pointing out 

that Jane's tendency to believe that any act of burning a sentient creature for no reason 

other than sadism is wrong. 

Harman does point to where he thinks the asymmetry between moral and 

scientific non-inferential judgements is to be found. He writes. 

The fact that an observation of an event was made at the time it was made is evidence not only 
about the observer but also about the physical facts. The fact that you made a particular moral 
observation when you did does not seem to be evidence about moral facts, only evidence about 
you and your moral sensibility. Facts about protons can afTect what you observe, since a proton 
passing through the cloud chamber can cause a vapor trail that reflects light to your eye in a way 
that, given your scientific training and psychological set, leads you to judge that what you see is a 
proton. But there does not seem to be any way in which the actual righmess or wrongness of a 
given situation can have any effect on your perceptual apparatus. In this respect, ethics seems to 
differ from science (1977, 7-8). 

Here we must remember that Harman is working with a special view of confirmation and 

evidence: an observation confirms or is evidence for a theory only if it is reasonable to 

assume something about the world consonant with the theory being tested in order to 

explain the fact that the observation was made. What makes such an assumption 

reasonable has to do with how well it explains the observation in question (1977, 6-7). 

So, the long passage quoted above really amounts to the claim that the best explanation of 

our scientific observations posits the existence of scientific facts and scientific entities 

like protons, while the best explanation of our moral observations does not postulate the 

existence of moral facts. In particular, it is the lack of a need for moral entities or 

properties in causal explanations of observations that drives the argument. Cats, 

gasoline, children, and the like are ail causal entities which are capable of affecting the 

senses of an observer, but non-natural ethical properties are not. He reaffirms this 

statement of the problem in his second piece on the topic when he writes. 

* I will argue below that the target of Harman's argument is non-natural ethical properties. 
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In the absence of a way of reducing moral claims to psychological or sociological claims, there is 
a real problem as to the testability of moral claims, because it is obscure how the rightness or 
wrongness of an action can manifest itself in the world in a way that can affect the sense organs of 
people (1986a, 66). 

I think it critical that Harman emphasizes in both of the quotations that the crux of the 

issue is that there seems to be no way for non-natural ethical properties to have a causal 

effect on our senses. Why is this important? 

It is because explanation in this case is primarily causal (although other 

explanations can be logical or semantic). Explanations of our observations are bound to 

be causal since observations, here taken to be the fact that somebody makes a non-

inferential judgement, are events within the causal network of the world. Harman asks: 

what entities do we need to postulate in order to causally explain the occurrence of a 

particular observation? Here, some principle of ontological parsimony or simplicity is at 

work: if we have two othenvise equally good explanations (in terms of predictive power, 

etc.), but one such explanation includes extra objects that do no explanatory work, then 

the explanation that does not include such entities is to be preferred; it is the better 

explanation. While I admit that I am quite dubious about ontological parsimony as a 

guide to the truth myself (I see simplicity as pragmatically rather than evidentially 

valuable), such a principle does make prima facie sense. For example, if we can best 

explain our scientific observations by postulating electrons and protons, then this 

principle tells us that we should not also posit acausal gremlins which ride the protons 

about like elevators (they don't steer or influence the protons in any way; they just hitch 

rides and get off when they reach their intended destination). By invoking a principle of 

ontological parsimony we can get rid of extra acausal entities which do no explanatory 

work. Of course, this does not mean that only causal entities can ever be appropriately 

postulated. Harman himself suggests that numbers or sets might be appropriately 

postulated even if they are acausal entities if such postulates are needed for our scientific 

explanations generally (1977,9-10). But, we should believe in such entities only because 
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they play such an important role in many other scientific explanations.^ Ethical 

properties, when construed in certain ways, unlike mathematics, are not the sorts of 

things we need to make scientific explanations in general work. 

This already makes clear that the target of Harman's argument must be something 

like Moorean non-namral ethical properties which are taken to supervene upon while not 

being reducible to the natural. Such moral facts seem to be a sort of epiphenomenon or 

causal free rider on their supervenience base, physical facts. Moore (1922,269) and 

other non-naturalists have always claimed that ethical facts supervene on namral facts; 

what they deny is that they are reducible in any way to such facts. Harman in fact makes 

explicit that the problem he is attempting to state seems to be aimed at non-naturalism in 

his later "Moral Explanations of Natural Facts" when he states, 

I believe that there is a real problem of testability in ethics, a problem that can be formulated 
without making mistakes about testability in science. Furthermore, I believe that noncognitivism 
and ethical naturalism are the most plausible responses to the problem. I n-ied to say what the 
problem is in the first chapter of a text book in ethics [The Nature of Morality] (1986a, 57). 

So, ethical naturalism really is supposed to escape Harman's argument unscathed. Why 

should this be? It is because natural facts are causal facts, and as such at least have the 

chance of entering into our best explanations of various observations.® 

To see that this is the case, I will here work through Harman's example from the 

perspective of one form of analytic reductionism. Of course, I do not wish to be taken as 

construing all forms of naturalism as analytic reductionisms.^ Let us retum to the cat 

^ Not all agree that we do need numbers to make science work. See Field (1980) for an example of such a 
view. 
' The reason I state this cautiously is that ethical naturalism does not guarantee that we should not be error-
theorists. For, it may be that ethical properties are reducible to some type of putatively natural property 
which is eventually abandoned by science and where no surrogate can plausibly stand in its stead. Thus, if 
for some bizarre reason we identified wrongness with the presence of a certain amount of phlogiston, it 
would turn out that despite our naturalistic account of wrongness that nothing is wrong. But, naturalism 
would at least give ethical properties a chance at being part of our best explanations of observations, much 
like phlogiston had such a chance but failed to meet the test. 
' I use the example of the analytic reduction of ethics to the natural merely for ease of expression and 
clarity. Other forms of reductionism, such as functional reductiom'sm or the sort of a posteriori reductions 
attempted by Boyd (1988), can also tell stories that would make ethical facts relate to causal facts in such a 
way that ethical facts can escape Harman's argument. However, such stories will be a bit more complex 
than the one told by analytic reductionists. For a nice discussion of how and why a functional construal of 
ethical properties can pass Harman's explanatory test, see Brink (1989, 193-7). Brink stresses that higher-
order explanations can be better than explanations entirely in terms of basic physical properties because 
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burning case while supposing that analytic hedonistic act utilitarianism is true (this theory 

claims that the word "wrong" just means that an action produces less utility than other 

available actions). Assume that the children could either play ball, in which case the cat 

happily dozes in the sun, or torture the cat (among many other alternatives). Now, we 

can stipulate that were the children to play ball, this would produce slightly less positive 

utility for the children (they are tired of it) but a huge boost in the utility of the cat. And, 

imagine that Jane has some sense of these facts; whether a creature is experiencing pain 

or pleasure is the sort of thing that can influence that creature's behavior, and further it is 

easy to predict how much pleasure or pain various alternative actions might have 

produced if one knows a bit about the psychologies of the parties involved in such 

alternate actions. In the case of the cat burning, the sub-optimal ity of the action is 

evinced by the loud yowling of the cat and the wan smiles on the faces of the children. 

These together provide good evidence for Jane's observation that the action produces less 

utility than other obvious alternative actions, in particular because of the wretched lot of 

the cat and the only slight amusement of the children which hardly makes up for the 

intense pain of the cat. Since this is what it is (by hypothesis) for an action to be wrong, 

then these facts could be part of the best causal explanation of Jane's observation should 

she be sensitive to utility in the right way. Put most simply, if ethical facts can be 

reduced to natural facts which play a role in the explanation of some observation, then 

these ethical facts do explain the observation insofar as they are identical to the natural 

facts. 

We must always keep the precise target of Harman's argument in mind. I think 

that a failure to do this partly explains why Harman's challenge is taken to be so sinister. 

Since Harman, especially in The Nature of Morality where he initially sets out the 

problem is not terribly clear about what sorts of ethical facts are supposed to be cast into 

doubt, I suspect that many amplify his explanatory challenge to non-naturalistic ethics 

these higher-order e.xpianations can bring to light various structural connections that might othervvise be 
obscured by explanation, say, in terms of atoms. 
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into an objection to ethics in general.* For very few philosophers espouse any form of 

non-naturalism. Rawlsian constructivism (construed as a view about the truth conditions 

of ethical statements rather than a claim about how we come to have justified beliefs 

about such facts), sensibility theories of the sort developed by McDowell, plainer 

naturalist analytic reductionisms, a posteriori property identifications, certain sorts ideal 

observer theories, and even practical reasoning theories that eschew dubious Kantian 

metaphysical presuppositions seem to admit the possibility of naturalistic reduction in the 

final analysis.' This means that Harman's argument is not intended in any way to 

undermine such views directly.Thus, any and all who endorse any naturalistic views 

need not be all that concerned about Harman's objection. 

This, then, is my first criticism of Harman. His argument in the end seems to pull 

its own teeth by restricting itself to non-naturalism of the sort advocated by Moore. But 

such positions are few and far between these days. To make matters worse for the import 

of what Harman has to say, notice that non-naturalists including Moore (1903, §§6-7) are 

usually the first to admit that they are committed to a rationalist epistemology of ethics, 

and hence would only be too glad to agree with Harman that ethical theories cannot be 

confirmed in precisely the same way as scientific theories.'' In effect, Harman's 

argument only seems to be a restatement of the oddity of non-naturalism in such a way 

^ To make matters worse and to excuse many other philosophers for making the mistake, Harman himself 
may be guilty of this charge. The second chapter of The Nature of Morality opens with the claim that this 
e.xpIanatory argument is supposed to make moral nihilism a serious possibility (1977, 11). But, his 
argument simply cannot establish this if it leaves untouched all forms of ethical naturalism, 
noncognitivism, and perhaps even rationalist non-naturalism (to be discussed below). In order to make a 
case for moral nihilism, one would have to present reasons that suggest that none of the general sorts of 
theories are plausible, and Harman's argument simply does not do this. Harman himself at the beginning 
second chapter seems to illicitly identify moral facts with non-natural moral facts in order to make his 
argument seem more interesting. 
' For an example of a social constructivism, see Rawls (1971). One type of sensibility theory is developed 
by McDowell (1978; 1979; 1985). 

There may be another explanatory problem lurking in the area, namely how we are to explain the 
apparently radical and seemingly irresolvable disagreement about ethics. But, this is a separate argument 
that should not be confused with Harman's attack in the first chapter of The Nature of Morality. 
" While Moore does not clearly endorse raUonalism in the text cited, he makes remarks that seem to 
commit him to either (1) a very strange view whereby he must posit an e.xtra sense, or (2) rationalism. As 
there are various problems with positing an extra sense - for example, it leaves unexplained why the non-
natural should supervene as it does on the natural (at best this would seem an inductive rather than a 
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that it makes explicit why non-naturaiism is committed to some non-explanationist 

epistemology. And if, as Harman assumes, the ultimate epistemology of science is 

explanationist, it follows that of course non-naturalists deny that the same epistemology 

applies to both ethics and science. It seems that Harman's argument simply makes clear 

what everyone already believed, and in this sense it can hardly be a challenge to ethics 

generally. 

To see that other authors make the mistake of amplifying Harman's conclusion, 

we need only turn to Nicholas Sturgeon's "Moral Explanations." Here, Sturgeon (1984a) 

challenges Harman on two fronts: (1) the moral character of a person forms part of a 

reasonable explanation of our judgements about such a person's moral character, and (2) 

Harman has not located a specific problem with ethics, but rather just a skeptical problem 

in general. I will argue that Sturgeon does commit just this ampliflcatory mistake in (I), 

although in the end I agree with Sturgeon about (2) but think that he fails to lay out the 

problem in a convincing manner, especially in his (1984a). Let us then begin with (1). 

Sturgeon writes. 

We find it easy to conclude from the evidence not just that Hitler was not morally admirable, but 
that he was morally depraved. But isn't it plausible that Hitler's moral depravity - the fact of his 
really having been morally depraved - form part of a reasonable e.xpIanation of why we believe he 
was depraved? I think so... (1984a, 549). 

This passage is a bit disturbing insofar as Sturgeon claims that the fact that Hitler is 

morally depraved is part of a reasonable explanation of why we believe this about Hitler. 

Harman is clearly interested in the best explanation, not just reasonable ones. Sturgeon is 

sensitive to this point, though. He states, "So for reference to moral facts to be needed in 

the explanation of our beliefs and observations, is for the this reference to be required for 

an explanation which is somehow better than competing explanations" (1984a, 550). His 

point is sound enough; the explanation of Hitler's depravity might or might not be the 

best one depending precisely on one's standards for explanation, but it does seem a 

plausible and viable explanation. It thus warrants consideration. 

necessary truth on this view) — it seems likely that Moore, if asked to clarify his position, would have 
preferred rationalism. 
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Sturgeon rightly points out that fine discriminations of what makes one 

explanation better than another is a contentious and difficult matter. However, above I 

sketched what I take to be one prima facie test for comparing explanations: the best 

explanations will not contain any superfluous acausal entities (entities secured by logical 

or semantic connections are not superfluous). Harman seems to think, and to my mind 

plausibly, that non-natural moral facts are acausal. Now, I think Sturgeon construes 

Harman's argument as being much stronger than it is. He writes. 

Fortunately, however, my discussion of Harman's arguments will not require any fine 
discriminations [in what makes one e.xplanation better than another]. This is because Harman's 
thesis, as we have seen, is not that moral e.xplanations lose out by a small margin; nor is it that 
moral e.xplanations, though sometimes initially promising, always turn out on further c.xamination 
to be inferior to non-moral ones. It is, rather, that reference to moral facts always looks, right from 
the start, to be 'completely irrelevant' to the explanation of any of our observations and beliefs 
(1984a, 550-1). 

I think that a part of Sturgeon's interpretation of Harman is correct; this is that reference 

to (non-natural) moral facts turns out to be completely irrelevant right from the start. 

But, contrary to what Sturgeon claims above, this is for an explanatory reason. Harman 

thinks that non-natural moral properties are acausal and not the sort of things that 

impinge on our retinas. This means that any explanation that invokes non-natural 

epiphenomenal moral facts will be inferior to an explanation which does not (as in the 

case of acausal gremlins) on the grounds of ontological parsimony. The point of this is 

that I am not sure that Sturgeon is right to saddle Harman with the stronger view that it is 

not the case that "moral explanations lose out by a small margin." Indeed, I take it that 

this is precisely what Harman is trying to establish - that explanations solely in terms of 

natural and logical facts are always better than explanations that invoke special non-

natural moral properties, and as we should only accept what is the best explanation of 

something, we ought not to believe in moral facts. Whether or not the loss of non-natural 

to natural explanations is a small one, Harman's point really is that moral explanations 

are inferior on grounds of ontological parsimony. 

This said, let us turn to one of Sturgeon's positive claims. He presents us with the 

example of Passed Midshipman Selim Woodworth, the fellow tasked with the rescue of 

group of emigrants to California - the Donner Party (1984a, 552). Although eager to 
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take command, Woodworth proceeded to set up a camp for himself replete with luxuries 

and crow about his own importance while doing nothing to aid the stranded Donner 

Party. He finally had to be "shamed, threatened, and bullied" into even organizing those 

willing to help the emigrants (and he steadfastly refused to lead them himself into the 

dangerous wilderness). His cowardice and self-importance apparently cost many lives. 

One author summed up his assessment of Woodworth: "Passed Midshipman Woodworth 

was just no damned good."'" Sturgeon thinks that one good and perhaps even best way 

of explaining DeVoto's judgement that Woodworth is just no damned good is that 

Woodworth is in fact just no damned good. This would be to put moral facts into the 

world. 

Such a response cannot really withstand Harman's arguments and reflects the way 

that many authors have not been totally clear about the very circumscribed target of 

Harman's view. Recall that Harman's argument is only supposed to cast non-naturalism 

into doubt. So, Harman would not deny that a person's psychology can explain their 

actions and behaviors insofar as psychological tendencies are reducible to the natural, 

which we commonly suppose to be true. If judgements about character simply are 

compressed ways of expressing various facts about a person's psychology, then Harman 

would certainly allow character properties into his ontology. For, psychological facts are 

natural facts which lead to overt behaviors, which can have a causal influences on retinas. 

Character properties are allowed in because they are reducible to natural facts according 

to this picture because there is a logical connection between psychological (natural) facts 

and character facts. Summing up, if character facts are reducible to natural facts, then 

Harman would not object to such facts being the kinds of things that can explain another 

person's observation as character will influence actions which are the sorts of things that 

can have a causal impact on our sensory systems. 

However, suppose that in calling Hitler depraved or Woodworth "no damned 

good," one has done more than merely make a descriptive statement about these men; 

one has also made some sort of normative claim about the impermissibility, wrongness. 

Sturgeon cites DeVoto (1943,442). 
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etc., of having such-and-such a psychology. Do we need to put this sort of wrongness, 

impermissibility, etc., into the world as a sort of non-natural epiphenomenal property that 

accompanies psychological dispositions? Not according to Harman. For, we can easily 

explain DeVoto's judgement naturalistically. DeVoto is causally sensitive to certain facts 

about Woodworth's psychology insofar as such facts are manifested in Woodworth's 

behavior. To explain the normative force of Woodworth's being "no damned good," all 

we must posit is that DeVoto has a certain belief, psychological tendency, etc., to judge 

that such-and-such psychologies are wrong, impermissible, etc. We have now explained 

both the descriptive and normative components of DeVoto's judgement without needing 

any acausal non-natural moral properties. So, Sturgeon's argument and examples fail to 

show anything to be wrong with Harman's view.'^ Insofar as character qualities are 

naturalistically reducible, Harman will admit them into his ontology. And, if it were to 

turn out that being vicious is somehow reducible to having such-and-such psychological 

dispositions (by definition or a posteriori identification), then it would be true that 

Woodworth is vicious. However, any non-natural normative residue can be explained 

naturalistically by simply positing facts about a judger's psychology or beliefs rather than 

by putting an epiphenomenal, non-natural, normative property of wrongness into the 

world that supervenes upon psychological facts. 

The problem with Sturgeon's reply, then, is that insofar as his moral explanations 

are as good as non-moral explanations, it is because they simply are or can be in some 

way reduced to non-moral explanations. Harman has no objection to such explanations at 

all. Moral explanations can be just as good as non-moral explanations as long as moral 

explanations are reducible to non-moral explanations. In effect. Sturgeon's attempted 

response only highlights exactly the point that Harman wishes to make. Without placing 

blame on Sturgeon, I suspect that this is because there has not been enough attention paid 

to the fact that Harman's argument is intended to have such a constrained conclusion. 

'^Another response that might be made here is that thick ethical terms are such as to contain both 
descriptive and evaluative/normative elements that cannot be separated. For e.xample, Philippa Foot 
(1958a; 1958b) seems to argue for this view. I admit that I do not find such views terribly compelling. 
But, here is not the place to enter into such issues. I merely wish to point out that one might attempt to 
make this sort of response to Harman here. 
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Recall that I argued above that Harman himself was not entirely clear about the limited 

target of his argument. If Sturgeon's responses play into Harman's bands, this is due, in 

fairness, to the fact that Harman's initial attempt to describe the problem did not make 

explicit the fact that naturalism is in fact one of the most plausible ways out of the 

difficulties raised by explanationism. But, if we keep this squarely in mind, we can see 

that Sturgeon's response does nothing to save non-naturalism (and his protestations that 

some moral explanations, namely naturalistic ones, seem to be as good as physical 

explanations is just to entirely miss the intended point of Harman's argument). 

Let us then turn to Sturgeon's second objection, namely that Harman's problem is 

really just a form of general skepticism and shows us nothing special about ethics. 

Sturgeon writes. 

The general strategy is this. Consider any conclusion C we arrive at by relying both on some 
distinguishable "theory" T and on some body of evidence not being challenged, and ask whether 
we would have believed C even if it had been false. The plausible answer, if we are allowed to 
rely on T, will often be no; for if C had been false, then (according to T) the evidence would have 
had to be different, and in that case we wouldn't have believed C... But the skeptic of course 
intends us not to rely on T in this way, and so rephrases the question; Would we have believed C 
even if it were false but all the evidence had been e.xactly as in fact it was? Now the answer has to 
be yes; and the skeptic concludes that C is doubtful... But it is enough for my purposes here that 
no such general skeptical strategy could pretend to reveal any problems peculiar to belief in moral 
facts (1984a, 557). 

Sturgeon here is proposing a sort of counterfactual test for explanatory relevance. His 

idea, roughly put, is that Harman is exploiting this counterfactual unfairly. The 

counterfactual is as follows: hypothesis H (say, a proton just passed by) explains that 

some observation O takes place only if were H were to be false then O would not have 

occurred. Recall that according to Harman an observation O is evidence for a hypothesis 

H only if H is part of the best explanation for O. Now, Harman seems to be saying in the 

case of protons that we do not hold all other evidence (such as the existence of the cloud 

in the cloud chamber) fixed; in other words, we assume hypothesis H to be true in order 

to test its counterfactual consequences. Only by making such an assumption would we 

conclude that the cloud would not have been in the chamber should the proton not have 

passed (and hence that the cloud is evidence for the proton according to the 

counterfactual test). But, in the case of non-naturalist ethics. Sturgeon thinks that 
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Harman would have us hold all other evidence fixed in order to assess whether some 

person would have judged Hitler to be depraved (where this includes a non-natural 

supervenient component of wrongness or the like). So we are to suppose that Hitler is 

not in fact depraved despite the fact that counterfactually his actions remain the same. 

But the non-naturalist claims that ethical properties do supervene on the physical. If such 

properties do supervene, as per our hypothesis, then in the closest worlds where Hitler is 

not in fact depraved it is because he acts very differently than he actually did. So it 

seems that Harman would have us apply tests differently to ethics and science to achieve 

his desired end. This is unfair. Further, Sturgeon thinks that if we apply Harman's test 

consistently as we do in the case of ethics, general skepticism will result. 

Harman responds to Sturgeon by reemphasizing the supposed causal irrelevance 

of non-natural ethical properties to explaining our judgements. Protons by hypothesis are 

causal entities, while it seems that the wrongness or viciousness of being depraved are 

not causal in any way (1986a, 62-3). The wrongness is an epiphenomenonal entity that, 

even according to the non-naturalist, cannot causally influence retinas, etc. And short of 

a reduction of ethical properties to causal properties of some sort like psychological 

dispositions or the like, such epiphenomenal entities seem incapable of explaining 

anything that is within the causal nexus; events such as observations cry out for causal 

explanations. Hence, Sturgeon's test really is not what Harman had in mind, or rather, 

Harman thinks that Sturgeon's counterfactual test cannot be helpfiilly applied to acausal 

entities posited by way of supervenience claims. 

Warren Quinn presents a nice counterexample to Sturgeon's counterfactual test of 

explanatory relevance. Suppose that Bill is farther away from the vicious children than is 

Jane, and cannot see that it is a cat that they light on fire. He can, however, see that they 

have caused some smallish object to bum. Quinn thinks that "By Sturgeon's criterion, it 

would then follow that the wrongness of their act plays a role in explaining why someone 

else, who is too far away to see the cat, sees them to be igniting something or other. But 

this would be to assign to a moral fact the unlikely role of helping to explain a 

straightforwardly perceptual judgement" (1986, 537). For, by hypothesis, if the children 
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were not doing something wrong (lighting a cat on fire), they would be playing ball. 

And, if they were playing ball, then Bill would not judge that the children are burning 

some smallish object. So if the hypothesis that the children were not doing something 

wrong were false, then Bill would not see the children causing an object to bum. So, 

according to Sturgeon's test, the fact that the children are doing something wrong is 

explanatorily relevant to the explanation of Bill's entirely non-moral belief. This is more 

than a bit odd. It suggests that Sturgeon's criterion is much to weak; it allows moral facts 

to explain what are intuitively purely perceptual judgements. 

The criterion is also much too strong; it excludes things that have an intuitively 

obvious explanatory role to play. This can be made clear when we consider cases of 

causal overdetermination. It can often be the case that even if H were not to have 

occurred, observation O would still have occurred but for some other reason. For 

example, consider a B-17 bomber with four engines. It is surely the case that the proper 

operation of the first engine partially explains the ability of the airplane to fly even if the 

other three engines alone suffice for this result. But, this means that the first engine could 

easily fail Sturgeon's explanatory test. Suppose that in the closest possible world where 

H (the proper function of the first engine) does not obtain that the other three engines 

would still work correctly. But, this means that O (that the B-17 flies) would obtain. 

This means that H fails to be relevant to the explanation of O according to Sturgeon's 

criterion - remember that H explains O only if were H not to obtain, then O would not 

obtain either. But this is simply false in this case; the airplane can fly despite the failure 

of the first engine. But, what could be more intuitively obvious than that the proper 

functioning of the first engine in the actual world in part explains why the B-17 can fly? 

Hence, Sturgeon's test is also too strong.'** 

Neither Quinn's nor my objections mean that Sturgeon could not attempt to repair 

his counterfactual test. But, given its gaping defects, it seems unlikely that it is the sort of 

test that Harman had in mind. Instead, Harman is relying on a principle of ontological 

'•* One can also cast doubt on Sturgeon's principle by pointing out that physical laws might be probabilistic, 
in which case the failure of some observation O to obtain might merely disconfirm a physical theory a 
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parsimony which might be approximately caricatured by Sturgeon's counterfactual test. 

The core of Harman's principle is that one should not believe in what one does not 

causally need to explain a certain observation (unless one has a special reason to do so, 

perhaps as in the case of mathematics). Since non-natural ethical facts or properties are 

acausal, they seem irrelevant to the explanation of our judgements. Instead, some causal, 

physicalist explanation seems much more plausible, and does a much better job of 

meeting the constraints imposed by parsimony or simplicity. 

Having dispensed with Sturgeon's first attempts to reply to Harman, let us now 

turn to various other objections to Harman's view. Here, I will briefly discuss objections 

raised by Warren Quinn, William Lycan, and the later Sturgeon. All of these objections 

converge on the rejection of Harman's unconstrained explanationism as our primary 

epistemology.'^ Let us begin with Quinn's attack on e.xplanationism. 

Warren Quinn characterizes the core of Harman's epistemology as being based on 

what he calls the "explanatory requirement." This requirement is stated by Quinn as 

follows: "[W]e should accept a claim about anything (other than the occurrence of an 

observation) as factual, that is, objectively true, only if assuming it in some way helps us 

explain, or enhances our explanation of, the occurrence of one or more of our 

observations" (1986, 527). One issue here is whether Quinn's version of the explanatory 

requirement is in fact strong enough insofar as Harman usually focuses on the best 

explanation of our observations rather than merely viable explanations. Consistent 

explanations can postulate extra ontological entities or properties as long as these things 

do not actually interfere with the rest of the explanation of observations, and yet it is just 

these explanatorily inert entities or properties that Harman is arguing we should reject. 

But the explanatory requirement could be easily recast in terms of best explanations, so 

this is hardly a major objection to Quinn's argument. 

Early in the paper, Quinn points out that the explanatory requirement (perhaps 

reworked in terms of best explanations as I suggest) must be both strong enough to 

small amount without it being the case that if H were false, then O would be false too as H merely states 
that O is probable. 
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exclude non-natural ethical properties but at the same time weak enough to allow in 

modem science as well as other folk theories to which we are particularly attached (say, 

physical objects) (1986, 529). However, Quinn thinks that we can use Harman's 

explanatory requirement to exclude many folk theories and their attendant ontologies. He 

writes. 

The kind of argument we have constructed to cast doubt on the objective truth of moral claims can 
also be used to cast doubt on the objective status of many of the classifications of ordinary life not 
used in the natural sciences. This includes many statements about natural objects (e.g., that my 
garden is full of weeds) and perhaps most statements about ordinary artifacts (1986. 537). 

In particular, Quinn thinks that artifacts such as chairs which have various social and 

functional roles will be excluded. It is enough to explain my judgement that "There is a 

chair" by pointing out that I believe that some object in front of me has the right history 

or was intended to serve various functional puqjoses; we need say nothing about whether 

the object really has such a history or intended function, or even about whether or not 

chairs exist at all. If such things as history, intended function, or chairs themselves are 

not required by our best explanations of my observation that "There is a chair," then such 

facts need not be postulated. If such facts are important to the folk view of what it is to 

be a chair (say that chairs are objects made with a specific intended fiinction in mind), 

then it seems as if we must in the end leave chairs themselves out of our ontology (this a 

synopsis of (1986,537-9)). Quinn writes, "Since I feel more certain that the object 

beneath me really is a chair than I do of any proposed philosophical criterion of 

objectivity, I am inclined to think the case of artifacts is a serious counterexample to the 

explanatory requirement" (1986, 539). I agree with Quinn that this is a troubling 

counterexample to the explanatory requirement. As I shall argue below, though, the 

explanatory requirement excludes many more things than just artifacts like chairs, as we 

shall see.'® 

While William Lycan adopts an e.xplanationist epistemology, it differs from Harman's in several ways. 
Some of these differences will be discussed below. 

Quinn (1986,539-40) also makes the interesting argument that the e.\planatory principle does not seem 
to be self-confirming in any obvious way, viz. the truth of the explanatory principle does not have to be 
invoked to explain anything (and certainly not our cognitively spontaneous judgements of anything), and 
hence, according to the e.xplanatory principle, we should reject the explanatory principle. If we Uy to 
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William Lycan challenges Harman's explanationism in two ways. Lycan focuses 

on the question of how we launch an explanationist epistemology in the first place. We 

begin the day with all sorts of spontaneously produced beliefs, such as perceptions, 

intuitions, and the like. What we do with these spontaneous beliefs is where Lycan 

(1986, 85-7) thinks epistemology begins. What we should do in order to arrive at 

justified beliefs is employ a principle of conservatism while trying to explain why such 

beliefs arise in such a way that they are likely to be true, holding on to our spontaneous 

beliefs unless we discover conflicts or inconsistencies among them or find that the truth 

of such beliefs does not fit with our best explanations of how such spontaneous beliefs 

came to be. It is in the course of such attempted explanations that spontaneous beliefs 

become positively justified, although conservativism allows us to keep unexplained 

beliefs barring conflicts or other problems. Lycan thinks that there are interesting 

borderline cases of spontaneous belief, ones which "...will not go away and cannot be 

seen to be the products of disorder or malfunction, but whose provenance is also obscure 

and certainly does not consist simply in functioning in a salient, modular bodily organ" 

(1986, 87). Among these we find logical, linguistic, grammatical, and also moral 

intuitions. We have a tremendously difficult time of seeing how to causally explain such 

intuitions in such a way that preserves their truth, but nor do we seem to have any reason 

to doubt their veracity (they do not seem to conflict with our other explanations or 

intuitions, etc.). While we can and should try to explain the truth of such intuitions, the 

mere fact that we cannot now do so in any convincing way is no reason to abandon all 

such intuitions as false or imreliable. 

Lycan (1986, 88) wishes to combine this perspective with a challenge to 

Harman's view of the data to be explained. For we might try to explain two things about 

an observation: (1) the intuitzVig^ themselves (that this observation occurred) or the fact 

that we have insistent inclinations to intuit in various ways, or (2) the intuitet/s, the 

content or truth of the content of that which is intuited. Notice that Harman always 

focuses on the explanation of the observations themselves, or, in Lycan's terminology the 

ground the explanatory principle in some other way, then we will face the possibility that other sorts of 
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intuitings, rather than content of what is intuited. Lycan thinks, however, that what we 

usually try to explain what is intuited. As he writes. 

In everyday contexts and in science, we do not take our primary explananda to be facts of 
observing. Rather, we explain the purported facts that are observed. No scientist qua scientist 
explains why it seeins to him or her that a spring stretched 15 cm; the scientist explains why the 
spring did stretch 15 cm, or why there is a vapor trail in the chamber. In the context of my 
conservative explanationist epistemology, this seems to license our treating spontaneous moral 
judgements analogously. What needs explaining is the wrongness of incinerating the cat, the 
wrongness of letting Tina hit other children when hitting is generally forbidden, the goodness of 
helping Katie when she has fallen and hurt her knee, etc. Here is where reflective equilibrium 
comes into its own. As always, one may have doubts about the ability of mere reflective 
equilibrium to deliver facts. But if my background epistemology is right, then spontaneous moral 
judgements are prima facie as worthy of respect as are perceptual judgements, and wait only upon 
the discovery of a very diffuse sort of moral sense... Moral facts cannot yet be admitted to the 
country club, but they are not yet blackballed either (1986, 88-9). 

So, Lycan thinks that Harman is working with the wrong sort of data; he is trying to 

explain the wrong things when it conies to ethics. Because spontaneous judgements are 

to be conserved as long as they do not conflict with other beliefs or explanations, the 

proper attitude towards moral intuitions is one of patience. What we must do is continue 

to try to construct a suitable moral epistemology, one that explains the wrongness of 

various actions or situations while at the same time explaining how we can be sensitive to 

such facts. Ethical intuitions should not be ruled out from the start, even if they seem to 

presuppose non-natural properties. 

While Lycan never explicitly discusses whether or not non-natural properties 

might be vindicated by his form of explanationism, it seems that he wishes to allow at 

least the possibility that they might be. For, we must always recall that Harman's 

argument, whatever its faults, was intended to exclude only non-natural ethical 

properties, or by extension any sort of non-natural property not presupposed by science. 

While everything that Lycan says may be true (and it seems plausible enough), he never 

clearly indicates whether or not non-natural ethical properties could pass his newer 

explanationism. But, at least we have no special reason to think that this should be 

impossible. For perhaps when it comes time to explain logical and grammatical facts 

(where we simply do not hide behind the fact that science presupposes such truths), we 

facts, and perhaps moral facts are among these, may be justified in this manner as well. 
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will be driven to claim contact with Platonic entities, or the like, which are surely as 

unnatural a sort of property as can be imagined. And if such an explanation might work 

for logic, it could also work for non-natural ethical properties. Of course, all this must 

remain mere conjecture until such theories have been constructed and tested. But, until 

then we cannot rule out by fiat the possibility that non-natural ethical properties may 

survive Lycan's explanationism. 

Let us now turn to Sturgeon's second reply to Marman, which I think can serve as 

the basis for my primary objection to Harman's view, namely that it seems likely to 

degenerate into global skepticism. Sturgeon reconstructs Harman's argument in such a 

way that it takes as critical the fact that the best explanations we can offer of moral 

observations seem to be incapable of convincing anyone to believe in the postulated 

moral fact. Consider a person who accepts a Kantian theory as the truth about ethics. Let 

us call her "Mary." When faced with a person who judges that sometimes it is 

permissible to treat another rational agent merely as a means to an end (say, in order to 

produce an immense amount of utility), how will Mary explain the judgement? Mary 

could say that this person tacitly or consciously accepts some form of utilitarianism, and 

hence all his moral observations can be explained in terms of his prior acceptance of a 

false ethical theory. Now, while I'm not sure this is quite how Harman states the problem 

- as I have argued it concerns ontological parsimony rather than being able to convince 

others of some particular moral theory, and it is in this sense that non-natural moral facts 

are supposed to look like fifth wheels right from the start - Sturgeon does go on to make 

the correct response. This response is most simply that at least one plausible candidate 

for being the best explanation of physical or scientific observations leaves out physical or 

scientific facts or properties because they are not needed for the explanation. 

How does this work? Well, as Sturgeon writes, 

Susan, who has been listening to too many neopositivist arguments in a philosophy of science 
course, is utterly agnostic about the existence of microphysical particles; she notes Harry's 
reaction [that he observes, "There is a proton"], but explains it as due merely to his "physical 
sensibility" plus his obser\'ation of the vapor trail (1986,71). 

Sturgeon notes that similar explanations for Freudian or Jungian psychological 

observations, or Marxist or liberal observations, etc., can also be explained by way of the 
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observer's psychological set in relation to some other facts. I could explain a physicist's 

observation that "There is a proton" by postulating the appearance that there is a cloud in 

the cloud chamber along with the psychological disposition of the physicist to form a 

spontaneous judgement that there are protons when he believes there to be a cloud in the 

cloud chamber. I need not even invoice clouds here; the mere appearance that there is a 

cloud is enough for such an explanation to work.'^ 

The key, which Sturgeon seems to notice but not exploit to the fullest extent, is to 

ask what our evidence really is in the case of scientiflc studies. I think our ultimate 

evidence is surely something like sense data, being appeared to in a certain manner, 

having ̂ -like experiences, etc. Whichever locution and theory one adopts, we must 

admit that there is a gap between the world and a certain appearance state; it is always 

possible that our internal experiences could be exactly as they are now and yet the world 

be nothing like what we take it to be. We need only consider skeptical hypotheses to 

convince ourselves of this. Surely it is possible merely given the internal states we have 

now that we are in the clutches of an evil demon, or in a world that consists of minds, 

ideas, and Berkeley's God. Worse still, perhaps only I and one other object (this might 

even be a non-accessible part of my own mind) exist and this other object causes me to 

have the percepts that I do for whatever reason. In any event, given some set of percepts, 

we can explain that an agent makes the observation she does by claiming that she has 

merely applied concepts, tacit theories, and perhaps other beliefs to the percepts. This is 

the fundamental explanation of an observation, be it moral or scientific. 

Now, if our ultimate evidence really does consist in percepts, experiences, being 

appeared to A'-ly, etc., and such evidence really does leave a gap between us and the 

world, then we should ask insofar as we are adopting Harman's argument what the best 

explanation of such percepts is. One story, of course, is the standard causal scientific 

story: there are external objects with certain properties which reflect light (or whatever 

else is needed for them to causally influence other sensory mediums), and this light then 

" Brink (1989, 185) and Wright (1992, 190-1) also make the point that e.xplanations of scientific 
observations can rely solely on the observer's psychological set as well, leaving out all mention of 
scientific facts. 
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bounces against a person's retina, eventually causing the percept, etc. But, another story 

involves simply the person's mind, Berkeley's God, and ideas, where God simply causes 

these ideas directly in the mind. For each skeptical hypothesis we could tell a similar 

story (there is an evil demon that causally can influence our appearance states). 

We now must enter into sticky questions regarding the best explanation of our 

percepts. One standard constraint on explanations is that it be ontologically 

parsimonious; we should not posit more types (and probably tokens as well) of entities 

than we need for the explanation. We saw earlier that it was just this principle which 

Harman tacitly uses to cast doubt on non-natural ethical properties. Given such a 

constraint, positing God, percepts, and the self is extremely parsimonious and hence 

should count as a good explanation. Other skeptical hypotheses also have similar virtues 

of simplicity and ontological parsimony. All such explanations will have to be causal to 

some extent since the occurrence of an observation must be casually explained. But the 

question we must face is which of various causal explanations is the best one. 

Unfortunately, this seems to be just the sort of question that explanationists 

usually leave unanswered. Harman and others do not usually offer any careful 

formulation as to exactly what is to count as making one explanation better than another. 

Lacking such criteria, I must admit that there is the possibility that skeptical hypotheses 

are not in fact better explanations of appearances than physical hypotheses. I think that 

what I say is good enough to make the prima facie case that Harman's view does risk 

collapsing into skepticism. In any event, another problem lurks just under the surface, 

namely, who cares that something is the best explanation of some phenomena? Even if 

we establish that the scientific explanation is indeed the best one (Laurence Bonjour, for 

example, argues that skeptical hypotheses are a priori less likely to be true than a 

correspondence hypothesis given the fact of continued coherence which incorporates 

cognitively spontaneous beliefs), this is not yet to show that we should accept all and 

only the posits of our best explanations as real (see Bonjour (1985, 179-88)). For, even if 

one explanation is better than any competitor taken individually, it might be a much 

poorer explanation than some sort of large disjunctive explanation (e.g., either 
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explanation /I or 5 or ... is true), or at least much less likely to be true than the 

disjunction of its competitors. In such cases, why should we think we are justified in 

accepting the posits of merely our best e.xplanations (where this is a comparative notion)? 

I see no reason to do so. Harman's epistemology is not such as to secure physical 

objects, etc., even if they turn out to be the better explanation of our percepts than 

skeptical or Berkelian hypotheses. Baldly put, I do not think that explanation can play 

the role Harman hopes it to play; we cannot systematically use unconstrained explanation 

to secure physical and scientific objects while excluding possible non-natural properties 

as things in which we should believe. 

The way out of this problem is to constrain our explanations in some way. 

Harman is welcome to attempt this project. I will remain dubious that he will succeed in 

finding a way to exclude non-natural ethical properties that does not also risk losing all of 

science and physical objects as well. Interestingly enough, we can construe Lycan as 

offering a form of constrained explanationism. In particular, recall that he places 

emphasis on a form of conservatism of spontaneous judgements. As long as such 

judgements do not conflict with each other or with our best explanations of some other 

judgements, we are permitted and in fact even supposed to hang on to them. While 

unexplained spontaneous judgements may not count as positively justified until they have 

been fully explained, they do seem to carry a sort of weak epistemic force such that we 

presume the probability of the truth; otherwise it is difficult to see why we should employ 

a principle of conservatism if we are interested in believing what is true.'® 

Given the presumption of the truth of our cognitively spontaneous judgements, we 

then try to explain, in specific cases, why this presumption obtains. Since spontaneous 

ethical judgements do seem to have a certain degree of coherence and do not seem 

inconsistent with our explanations of our observations of, say, physical objects, we thus 

far have no reason to think them false. We here bar ontological parsimony fi-om clearing 

This begins to suggest that Lycan's fonn of c.\pianationisni might border on some form of weak 
foundationalism, whereby all obser%'ations are accorded a weak degree of justification that does not yet 
suffice for knowledge. Indeed, I shall later argue that reflective equilibrium strategies actually are a weak 
form of foundationalism, and hence we can begin to see how reflective equilibrium fits into a wider 
plausible epistemology. Pust (2000) has recently, and I think convincingly, argued for this thesis as weil. 
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the decks of all spontaneous judgements not felt to be explained by science. As long as 

the truth of our moral judgement would not conflict with science, then we should keep 

pursuing our explanations of the truth of such judgements. That we can suppress the 

reliability of such judgements in our explanations by hiding behind psychological 

dispositions and appearances says nothing about the veracity of such judgements. 

While an explanationist should hope for such an explanation, the lack of a current ability 

to do such explaining should not bother us any more than our inability to currently 

explain the veracity of mathematical, modal, logical, or other forms of intuition. 

Complaining that the success of science depends in part on mathematics or logic and 

hence we are justified in taking such intuitions to be reliable is not yet to have explained 

why or how such judgements are reliable. They still seem terribly mysterious, just as 

mysterious as forms of ethical rationalism meant to give us access to non-natural ethical 

properties. But, until we actually have some positive incoherence that can best be 

resolved by abandoning the reliability of ethical intuitions, conservatism tells us that we 

should not do so. This same conservatism is what makes skeptical hypotheses poor 

explanations insofar as these explanations do not explain the tnith of our observations of 

physical objects and the like. 

Conclusion 

The moral of this chapter concerns the degree of care and attention that must be 

focused on skeptical challenges to ethics driven from within epistemology. In particular, 

some of these challenges collapse into global forms of skepticism when fairly applied to 

physical objects, science, etc. Local skepticisms prove to be much more difficult to 

motivate and sustain than global skepticisms because such local skeptical challenges may 

presuppose a poor epistemology which when carefully applied elsewhere leads to 

disaster. Global skepticism, on the other hand, seems to be a threat to all forms of 

epistemology; indeed, I think it the virtue of a theory that it leaves open the possibility 

" This point is made in different forms by at least two authors. William Tolhurst (1986) makes the point 
forcefully, as does Sturgeon (1986, 72). 
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that we are all radically deceived most of the time, since this seems to be our epistemic 

lot (Alston's arguments concerning objective showing are one nice way of bringing this 

point home). By becoming clear about why certain local skeptical challenges fail, 

whether it be because they presuppose a bad epistemology or not, we can begin to figure 

out what we are trying to achieve with epistemology, both generally and in specific 

instances like moral epistemology, in the first place. 

We again see an argument for moral skepticism (this time about moral facts but 

driven by epistemology) fail because it is unfairly applied to morality. As with Sinnott-

Armstrong, Harman's argument, if it shows anything, appears to show too much. Since 

we have been considering epistemological arguments for skepticism about morality 

(whether these concern the epistemic status of our belief or the existence of moral facts as 

in the case of Harman) with the hope that they might identify special problems within 

moral epistemology deserving of our attention, the failure of Harman's argument for 

general reasons again leaves us without much reason to pursue the development of a 

robust moral epistemology. In the next two chapters, we will turn to a cluster of 

interesting arguments from disagreement that might threaten to leave our own moral 

beliefs epistemically unjustified. 
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Chapter 4: Moral Disagreement: The Epistemological Problem 

Introduction 

In the last chapter, I argued against Gilbert Harman's view that just because we 

can explain an agent's cognitively spontaneous judgements about ethics without 

mentioning ethical facts that we should do so. The problem is that Harman's view risks 

general skepticism. But there is still the issue of whether or not there is some special 

reason that will force us to give such explanations. Is there something about ethical 

judgements that should make us suspicious of ethical facts? Would such suspicions mean 

that we must accept that ethical facts do not exist? In this chapter, we will consider 

whether ethical disagreement provides us with a reason either to reject ethical facts or 

suspend all beliefs about moral facts. 

Three Challenges of Moral Disagreement 

People disagree about morality. Some maintain, for example, that it is always 

impermissible to abort a healthy fetus that does not endanger the life or health of the 

mother. Others argue that such abortions are permissible, at least in some circumstances. 

The contrast between moral views is often taken to be even more extreme when cultures 

are compared. The Nazis claimed a moral right or even duty to commit genocide; such 

an action was claimed by at least some Nazis to both protect a besieged Germany and 

benefit humanity on the widest possible scale when completed. The treatment of Native 

Americans at the hands of European settlers by today's standards is entirely barbaric. 

Generally peaceful groups of people were forcibly converted to Christianity, nominally 
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for their own good, made into slaves, and dispossessed of their homelands, all in the 

name of a sort of "manifest destiny" that gave the newer settlers the moral right to 

mistreat the established inhabitants of various regions. The practice of owning slaves in 

the United States was sometimes defended on moral grounds. Blacks were claimed to be 

morally and intellectually inferior to whites, apt to run wild if given their freedom and 

commit atrocities.' Hence, keeping blacks as slaves, it could be argued, was morally 

mandated. It offered a way of "civilizing the savages" and of teaching them their place 

and duties in the moral order. 

Ethical disagreement can and does occur at any number of levels. Two people 

can disagree about a particular case. Hence, Bobby might claim that it is permissible to 

lie to his employer given the circumstances while Suzie rejects this judgement. This 

might be the extent of the disagreement between Bobby and Suzie, or this might mask 

another disagreement about which considerations are morally relevant. Bobby might 

argue that, in the case at hand, lying to his employer would produce the most utility of 

available actions. Suzie might try to rebut Bobby by asserting that it would be wrong for 

Bobby to lie to his employer because this would be to treat his employer merely as a 

means and not also as an end. So, not only can people disagree about particular cases, 

they can also disagree about what makes ethical propositions true or false. In such cases, 

I think it very likely that these same people will also diverge about the epistemic reasons 

to be offered in behalf of a particular ethical judgement.' If ethics is connected to 

' Gculd (1981) paints a fascinating portrait of the way partisan scientists of the day would manipulate, 
misinterpret, and even falsify (perhaps unwittingly) data meant to reinforce this moral order. 
^ In the ne.xt chapter I will argue that one can have a false account of ethical reasons and yet can still have 
epistemically justified ethical beliefs. 
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maximizing utility, then utility calculations would count as evidence for the truth of a 

claim about what it is right or wrong to do. Such propositions cannot easily be construed 

as evidence for the truth or falsity of an ethical claim if one adopts a Kantian position.^ 

People can also accept different ethical principles at a more general level. Thus, it could 

be that Julius thinks that it is never morally permissible to kill a superior with multiple 

stab-wounds, while Brutus thinks that actions of this t>'pe are sometimes permissible. 

And, I am sure that there can also be conflict between persons about even more general 

levels of ethical abstraction. 

The causes of such disagreement are various and sundry. In some or many cases, 

the disagreement may stem from false non-moral beliefs. So, a 19'*' century American 

slaver might think that slavery is permissible because this is the only sort of place in a 

modem civilized world (which, thinks the slaver, is obviously better than living in the 

uncivilized world) that Africans are capable of thriving. This factually mistaken slaver 

would change his mind were he to leam that Africans are perfectly capable of flourishing 

in a modem society if they are just given the opportunities requisite for anyone to 

succeed in such a place."* Individuals can also hold conflicting moral beliefs because they 

^ I do not wish to be taken as saying that Kantians can make no room for the moral import of consequences 
in their theories. There may be some cases where listing facts about utility is important to determining 
what is right to do. I only want to say that there are other cases where consequences play no important role 
according to the Kantian. In such cases, even standards of evidence will vary between utilitarians and 
Kantians (for example). 
'' Of course, one suspects that many slavers and slaveholders were not the sort of people to give up their 
practices on the basis of new empirical information. As with many committed Neo-Nazis, the correction of 
mistaken factual premises at some point become useless. If one manages to convince a Neo-Nazi that there 
is not currently, nor ever has been, a Zionist conspiracy, many Neo-Nazis will invent a new reason to 
justify (rationalize) their anti-Semiusm. Instead of the conspiracy, a Neo-Nazi might make some sort of 
"racial taint" argument. Beating down this response effectively is likely to lead to the production of a new 
reason to mistreat Jews. And so on, and so on. While course many people, even immoral people, will 
change their moral views when false empirical beliefs are uncovered, other people will simply invent 
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hold background theories, say, of personhood, that exert an influence on moral views. 

Or, people can be in the grip of a bad ethical theory, and, as in so many other fields of 

philosophy, come to have warped and theory-guided intuitions and judgements about 

morality. In some cases, ethical disagreement can arise if one of the parties is enraged or 

in an emotional state not conducive to clear ethical thinking. In any event, there are 

many causes of ethical disagreement, and some causes are much less troubling than 

others. Hence, should most ethical disagreement stem from false empirical beliefs, as 

these beliefs are gradually corrected, a consensus about ethics will emerge. 

It is of course easy to make the apparent moral differences between cultures as 

stark as possible by highlighting only the wildest differences in moral view. In the next 

chapter, I will discuss to what extent there really is some sort of deep fundamental moral 

disagreement rather thzui moral differences based on false empirical beliefs (say, that 

blacks are less intelligent than whites), mistakes in reasoning, or even the influence of the 

harsh realities of survival in various environments. But, for now, I propose to grant that 

there really is widespread ethical disagreement, as I will argue that this same premise can 

be featured in at least two arguments, each with different targets. 

Before turning to these two arguments, I wish to call attention to a different type 

of disagreement than the one described above. While some people disagree about the 

facts of ethics, e.g., about what is right or wrong, vicious or virtuous, others disagree 

about the practical import of these facts. Let us call this the Practical Problem of 

wilder and wilder hypotheses to justify their current moral views, and as a last resort might simply rest on 
an undefended moral principle, for example that Jews are morally inferior and hence can be treated in 
whatever way justifies the continued moral growth of the world. 
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morality. The Practical Problem has long historical roots, tracing its origins back to such 

works as Plato's Republic, Hume's A Treatise of Human Nature, and Hobbes' Leviathan. 

The problem can be quite simply stated: there seem to be people who agree that some 

action is the morally right thing to do but who claim to have no inclination to do what is 

moral. So, the sort of person Brink names the "amoralist" might agree that, say, killing 

person P in circumstances C would be morally wrong. But, the amoralist claims to not 

yet see any reason to refrain from killing this person. 

Notice that what the amoralist denies is not that they have a moral reason to 

refrain from this action; presumably, as soon as one admits that morality dictates some 

course of action, one thereby takes a stance about which moral reasons we have. Instead, 

what the amoralist claims is that moral reasons do not translate into reasons simpliciter 

for action. Here we have a disagreement about what gives us reasons simpliciter for 

action. Brink characterizes the amoralist as "...someone who recognizes the existence of 

moral considerations and remains unmoved" (1989,46). Philippa Foot in her famous 

(1972) "Morality as a System of Hypothetical Imperatives" also presents a sort of 

practical challenge to ethics, asking why morality should have any more claim on us than 

the dictates of etiquette.^ Since reasons of etiquette do not translate into reasons 

simpliciter for action, why should we accept that moral reasons do? This battleground is 

still hotly contested. For example. Brink favors what is known as extemalism, of which 

he states: ""Extemalism is the denial of intemalism; extemalism claims that the 

motivational force and rationality of moral considerations depend on factors external to 

^ It should be noted that Foot no longer endorses the arguments from this paper. 
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the moral considerations themselves" (1989,42). On the other hand, Michael Smith 

(1994, 60-91) argues against Brink, the early Foot, and others for a form of intemalism. 

While I admit that I find the externalist arguments more persuasive here, I 

propose to simply bracket off this problem for the purposes of worrying about moral 

epistemology. I will argue in the fifth chapter that practical disagreements about morality 

are not necessarily disagreements about morality. Instead, disputes about the practical 

import of ethical facts are really disagreements about practical rationality or the 

choiceworthy. 

There are at least two other related problems that can be generated by 

disagreement. The first we might call the Epistemological Problem. It can be stated 

quite simply: if there is too much of the right kinds of moral disagreement, it becomes 

implausible to suppose that those who disagree have epistemic access to ethical facts. 

And, even if we do have some access to ethical facts, what I will call the General 

Argument from Disagreement may still defeat whatever justifications our ethical beliefs 

have. In either case, the result is a form of epistemological moral skepticism; even if 

there are ethical facts, we do not have any (or, more cautiously, many) justified ethical 

beliefs or ethical knowledge since we lack access to these facts. On its own, I shall argue 

that the Epistemological Problem supports a sort of agnosticism about moral realism. 

However, one might try to argue that ethical disagreement really does support some form 

of irrealism. Let us call this the Metaphysical Problem. David Brink (1994), for 
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example, constructs and assesses an argument against realism that depends on the 

structure rather than the frequency of ethical disagreement.® 

As this is a work on moral epistemology, I will focus on the Epistemological 

Problem of disagreement. Just how is this argument supposed to work? What can the 

argument show? I will begin with a discussion of J.L. Mackie, as he presents one of the 

most influential versions of an argument that can be taken to generate the 

Epistemological Problem. 

J.L. Mackie's Argument from Relativity 

One of the most famous uses of ethical disagreement is Mackie's argument from 

relativity. Mackie starts with the premise that there is "...well-known variation in moral 

codes from one society to another and from one period to another, and also the 

differences in moral beliefs between different groups and classes within a complex 

commimity" (1977, 36). Mackie asks a very simply question: how best can we explain 

such disagreement? He claims that, "...the actual variations in the moral codes are more 

readily explained by the hypothesis that they reflect ways of life than by the hypothesis 

that they express perceptions, most of them seriously inadequate and badly distorted, of 

objective values" (1977, 37). So, using Mackie's own example, we might explain the 

fact that some people approve of a monogamous way of life rather than polygamy 

because such people participate in such a way of living; approval flows from a person's 

^ Brink is responding to a different literature in his paper. There is a second and perhaps related type of 
argument that should be sharply separated from those that turn on moral disagreement, and those are 
arguments from moral conflict. Moral conflict concerns situations where an individual has or seems to 
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participation in monogamy rather than the other way around. This is supposed to be a 

better explanation of the disagreement than that, for example, some parties are unreliable 

or tainted perceivers of certain kinds of moral truths. 

Mackie puts his finger on a position that I think is widely accepted within some 

philosophical circles: noncognitivist or error-theory explanations of ethical disagreement 

are somehow better than realist explanations.^ I'll call this "the Hunch." The trouble is 

that very few authors ever have much to say about why the Hunch is true. For example, 

Mackie's argument from relativity is quite short and underdeveloped. This makes it 

unsurprising that when Loeb (1998) and Brink (1984) offer reconstructions of Mackie's 

argument, they end up with strikingly different positions. This is because Mackie never 

explicitly states just why it is that his error-theory gives us a better explanation of ethical 

disagreement than moral realism. I think that we can provide some reconstruction of 

what Mackie has in mind. But, it is worth stressing that sometimes the Himch with 

requisite table-pounding might be substituted for a real argument. Moral realists should 

be mindful that the expression of the Hunch is not yet an impressive argument against 

realism, but perhaps at best a suggestion for the direction that future research should take. 

When intuitions conflict in this way, a stalemate is the normal result, with neither side 

being able to say much to budge the other. 

have conflicting obligations or duties. Can these conflicts be resolved without remainder? Bernard 
Williams (1965) argues that they cannot. Foot (1983) argues against Williams. 
^ Here it is important to remember that moral realism is not to be identified with cognitivism. Moral 
realism is a complex doctrine with at least the following components; (a) cognitivism about moral 
judgements, (b) the claim that at least some moral propositions that require that certain positive ethical 
properties obtain for their truth are indeed true, i.e., the falsity of error-theories, and (c) absolutism or the 
denial of moral relativism. Hence, moral realism competes with noncognitivism, error-theories, and moral 
relativism. 
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So, just what is Mackie's argument supposed to demonstrate? Is he trying to 

show that moral realism is false or implausible, or is he claiming that disagreement gives 

us reasons to deny that we have justified ethical beliefs? I think the latter is the most 

plausible version of Mackie's argument, Mackie's intentions aside. It is true that 

Mackie's explanation of ethical disagreement leaves out ethical facts entirely.^ Indeed, 

according to Mackie's story about how we form ethical beliefs, we form judgements 

about what we ought to do on the basis of what we actually do; it is simply because we 

do various things that we take them to be right. If this is the case, then it does seem 

implausible to suppose that we have access to objective moral facts which somehow goes 

awry when we disagree with one another. Rather, our ethical beliefs are merely the 

product of upbringing and education. But, can this skeptical conclusion support a 

stronger argument against moral realism? 

I think not. For, we must always be careful to distinguish betNveen positive and 

negative reasons for thinking that something exists or is the case. Just because one has 

no positive reasons to think that there are facts of a certain kind does not necessarily give 

one reasons to suppose that there are no such facts. Consider the hypothesis that there is 

a form of relatively unintelligent life on a planet orbiting Alpha Centauri. Let's also 

suppose that we have no reasons to think that this planet could not support life; it is not 

too close to its star, nor is it made of methane gas, etc. We also lack information about 

the probability of unintelligent life in the universe. Now, it is clear that we have no 

^ We have already seen in the case of Harman, however, that we should be wary of what we make of 
explanatory arguments. Mackie's argument avoids some of the problems of Harman's argument, though. 
In particular, Mackie thinks that ethical disagreement provides a positive reason to think that our ethical 
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positive evidence that would lead us to believe that there are aliens; our telescopes are too 

small to see these aliens if they exist, they are far away with no means of contacting us 

(being unintelligent), etc. Here too we lack epistemic access to such facts, at least at 

present. Further, any particular person's beliefs about the existence of these creatures 

will be explained without reference to them; perhaps some believe because they have 

joined an alien-cult, while others accept that there are such animals because of wishful 

thinking, etc. The point is that we will e.xplain the beliefs of all those who believe in the 

existence of aliens (and also those that deny the possibility) without mentioning facts 

about these creatures at all. But, what should our attitude be about the existence of these 

extra-terrestrial creatures? 

We should be agnostic about the existence of these aliens. Simply because we 

have no positive reasons to believe that there are forms of alien life on Alpha Centauri 

does not yet give us any reason to think that there is not any life there. In particular, 

recall that we granted that the existence of such creatures is something to which we have 

no epistemic access at this point. Further, it was stipulated that we have no special 

reasons to think that there could not be aliens on the planet in question. The proper 

response to this situation is the suspense of belief in the hypothesis.^ While there is no 

beliefs will be best explained by non-moral facts about us. So, borrowing Lycan's phrase, perhaps ethical 
disagreement does give us reason to blackball ethical facts. 
' Michael Smith in conversation asked a very interesting question about this sort of argimient: what is the 
proper construal of withholding belief? When we move away from the tripartite division of belief, is 
withholding belief the same as having a degree of belief of 0.5 in a proposition? The answer to this last 
question is negative. For, as argued by Bayesians, degrees of belief can be evidenced through betting 
behaviors. But, those who are agnostic about the existence of aliens are probably not such as to take even 
bets about the existence of aliens. There are two things we might say here: (1) the degree of belief model 
needs to be supplemented with another doxastic state, withholding, or (2) that when one withholds belief, 
this is best represented by an interval on the degree of belief scale. Following (2), a person who withholds 
belief in p believes that it is possible that p and possible that -p, but little else. If degrees of belief do come 
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good evidence for the hypothesis, there is also no evidence against it.'° On the other 

hand, we should doubt the truth of the beliefs of those who make positive claims about 

the existence of these aliens, as such beliefs are explained in a way that does suggest that 

they are insensitive to the facts and hence unreliable at best. 

The problem with moving from lack of epistemic access to a denial of a certain 

realm of facts is that a lack of epistemic access only establishes that there is no good 

reason to accept that the putative facts exist. But, this is not yet a reason to think that 

such facts do not exist. Applying this to morality, if the best explanation of ethical 

disagreement should lead us to doubt that we have access to moral facts, this in itself 

should not make us positively deny the existence of these facts. Instead, we should 

withhold belief about the existence of these facts, which is a much weaker conclusion 

than the absolute denial of moral realism. We should not claim moral realism to be false 

because we lack epistemic access to ethical facts. On the other hand, we should not 

assert that moral realism is true either. The consequence of this argument, however, is 

that the epistemological problem that might be generated using ethical disagreement 

carmot be directly employed as an argument in favor of irrealism. Instead, if there is an 

epistemological problem, this would show us that we should remain agnostic with 

in intervals, e.g., a belief that p might have degree of confidence 0.40-0 JS, then withholding could be 
represented as the interval belief such that 1 > degree of belief > 0 and nothing else. This would have very 
minimal consequences for which bets a person would accept. 

I do think that there are cases where a lack of positive evidence in favor of something can become a good 
reason to think that something does not exist. But, this will depend on the assumption that in a given case a 
lack of good evidence itself suggests that something does not exist because we think that if such a thing 
were to e.xist, then we would probably have found evidence for it by now. For example, if we send an 
expedition to Alpha Centauri and they fail to find any evidence of alien life, this would be a good reason to 
deny that there are alien lifeforms on the planet in question because we think that if there were aliens, it is 
extremely likely that we would have found some evidence of them. In the case of morality, though, it is not 
clear that such an assumption is reasonable. 
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regards to the existence of a set of facts, and to the extent to which we are not agnostic, 

we risk having mostly false beliefs (supporting a form of skepticism). This is perhaps 

unsatisfying to philosophers who are interested in metaphysical and ontological issues, 

but we must be careful not to falsely amplify the conclusions of skeptical arguments. 

Loeb (1998) presents a similar picture of the basic structure of Mackie's 

argument, except that he does take Mackie to be arguing for the denial of moral realism. 

He writes, 'The plausibility of moral realism depends on the assumption that we have 

direct (non-inferential) access to morality. But moral disagreement shows that we do not 

have direct access to morality. So moral realism is implausible" (1998, 282). This sort 

of argument may very well be what Mackie intended. But, whether or not Loeb is correct 

about this, the conclusion of the argument as it stands is much too strong given the 

premises. I fully agree with Loeb that the linchpin of Mackie's argument concerns the 

relationship of moral disagreement to whether or not we have epistemic access to moral 

facts. But, as per the argument above, lack of epistemic access to a type of fact is not yet 

a reason to think that there are no such facts. So, I take the proper conclusion of 

Mackie's argument to be that we should be epistemological skeptics about ethics - to the 

extent that we have ethical beliefs, they are likely to be false, and in light of this we 

should suspend belief. This position needs to take no stand on the realism/irrealism issue. 

So, I propose to work with this version of Mackie's argument, even if it may not be what 

Mackie himself intended. 

Loeb is quick to point out that the strength of this argument depends in part on 

how much and what kinds of ethical disagreement are to be found. Some small degree of 
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perceptual disagreement about objects at a distance, for example, hardly shows that 

realism about physical objects is implausible. That there is enough disagreement to 

ground concern over whether we have access to moral facts is an empirical question, and 

not something that can be determined from the armchair. Unfortunately, as far as I know, 

little real work has been done on identifying the scope of ethical disagreement, in part 

because one would need a working theory of exactly what constitutes a real ethical 

disagreement, rather than, say, a disagreement over what to do in a case because one of 

the parties has radically false and interfering empirical beliefs." While ethical 

disagreements caused by disagreement about empirical beliefs might be real ethical 

disagreements in some sense (one agent accepts that X, the other that -^V), such 

disagreements do not much undermine our faith that we have access to ethical facts. 

What seems to go wrong in such cases is that a person has a false empirical belief which, 

even if combined with various true ethical beliefs, leads to a false ethical judgement. 

David Brink interprets Mackie's argument as follows: "Mackie argues that if 

moral realism were true, all moral disputes should be resolvable, and since many seem 

irresolvable, he concludes that moral realism is false" (1984, 117). Brink's evidence for 

this reading of Mackie is a passage where Mackie considers one sort of reply to the 

argument from disagreement. This reply claims that there are in fact basic general 

principles which are at least implicitly recognized by all people. These principles are 

supposed to be extremely general, things like universalizability, or a relativist principle 

that one should conform to the rules of one's society, or a utilitarian principle, etc. When 

" Here, consider a real ethical disagreement to be one that gives us some reason to doubt that we have 
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such principles are applied in different contexts and circumstances, it would be no 

surprise that there be variance in specific moral judgements. This would make moral 

disagreement only apparent, as we could resolve disagreement by indexing specific moral 

judgements to their context and circumstance of utterance. 

Mackie's first response is that only these general moral principles would now count 

as necessarily objective, prescriptive, and true. Second, these principles 

...are very far from constituting the whole of what is actually affirmed as basic on ordinary moral 
thought... That is, people judge that some things are good or right, and others are bad or wrong, 
not because - or at any rate not only because - they exemplify some general principle for which 
widespread implicit acceptance could be claimed, but because something about those things 
arouses certain responses immediately in them, though they would arouse radically and 
irresolvably different responses in others (1977, 37-8). 

Brink takes Mackie's focus on this single sort of response as evidence that Mackie wishes 

to focus on the seeming irresolvability of moral disagreements. According to Brink, 

Mackie's suggestion in the passage just cited is that not all moral disagreements are 

rationally resolvable, which they should or would be if we all shared the same implicit 

moral principles. As there are such rationally irresolvable disagreements, one extremely 

plausible explanation of this fact is that we do not in fact all share the same basic moral 

principles. This again is supposed to make it implausible to suppose that disagreement 

about general moral principles is to explained by some sort of mistaken apprehension of 

moral facts. 

Brink sketches several plausible replies to the claim that moral disagreement is 

rationally irresolvable in a way that, for example, scientific disagreement is not. First, we 

can become ethical pluralists, whereby disagreements about certain issues really reflects 

access to ethical facts. 
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the fact that there is more than one correct answer to a given moral question (see Brink 

(1984, 116); Wolf (1992); and Shafer-Landau (1994)).'" Second, many moral 

disagreements are simply reflections of divergent beliefs about non-moral matters. Two 

people could both agree that hedonistic act utilitarianism is correct but nonetheless 

disagree about many specific cases because one party believes that many animals cannot 

feel pain and are therefore morally irrelevant while the other does not. Scientific, 

aesthetic, historical, political, and religious beliefs (among many others) are all capable 

of influencing our moral judgements. Given widespread disagreement about some of 

these matters, it should come as no surprise that there is ethical disagreement, and we 

might optimistically hope that should all empirical and other non-moral disagreement be 

resolved that moral disagreement would occur rarely if at all (Brink (1984, 117) and 

Sturgeon (1984b)). Or, if some moral disagreements remain intractable, this might be 

because the rational disputants cannot rationally resolve other important issues, such as 

religious or philosophical belief. The rational irresolvability of some questions in other 

fields could easily spill over into ethics. But irresolvable ethical disagreement that comes 

about in this way would not present any direct problem for ethical realism. Finally, 

Brink (1984, 117-8) points out that the existence of currently irresolvable moral 

disagreements is compatible with the claim that these disagreements are rationally 

resolvable in principle. Of course, it is extremely difficult to have anything more than a 

Note that Shafer-Landau discusses the extent to which moral indeterminacy can help to account for 
ethical disagreement rather than pluralism directly. 

What this might show, however, is that ethical beliefs are easily distorted by religious or other beliefs 
about which there is irresolvable disagreement. This should present cold comfort to the realist as it might 
turn out that moral skepticism (taken as an epistemological doctrine) is our best position. For more on why 
this is the case, see the section on the general argument from disagreement (GAD) below. 
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bare intuition about whether ethical disagreements are irresolvable in principle, and such 

intuitions may be the result of contamination of intuitions by theory, e.g., this is why 

many noncognitivists profess to have such an intuition while realists do not. As Shafer-

Landau writes. 

Absent such very fully developed scenarios [where we have a clear e.xample of two perfectly 
rational people who at the end of inquiry still disagree about ethics], we are usually left with a test 
of intuitions - the noncognitivist thinking it likely that disagreement will persist, the objectivist 
thinking that indeterminacy [of ethical facts] will e.xplain it away. I do not know that there is 
much to say at this juncture (1994.344). 

I agree that should the argument from ethical disagreement really become a test of 

intuitions about what would happen should all non-moral facts be known that the 

argument would seem to have little force on either side, and hence does not present much 

of a threat to moral realism. In any event, the battery of replies developed by Brink give 

the realist a good enough response to the nearly unargued assertion that there is rationally 

irresolvable moral disagreement which shows moral realism to be false. 

While I am sure that Brink has indeed captured and replied to one version of the 

argument from relativity, I do not think that his reconstruction of Mackie is correct. I 

doubt that Brink is right to read Mackie as putting such tremendous weight on the 

supposed irresolvability of moral disagreements. The strongest reason to doubt that 

Brink has captured what Mackie has in mind is that Mackie only makes use of the 

putative irresolvability of such disagreement once in his discussion of the argument from 

relativity (in the passage quoted above). For example, nowhere in his discussion of 

monogamy vs. polygamy does Mackie allude to the putative rational irresolvability of 

such disputes. Mackie's final summary of the argument from relativity at the end of the 

chapter reads as follows: "The considerations that favor moral skepticism [an error-
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theory] are: first, the relativity or variability of some important starting points of moral 

thinking and their apparent dependence on actual ways of life..(1977,48). Again, 

there is no mention of the irresolvability of ethical disagreements but rather the claim that 

the best explanation of ethical disagreements is that moral beliefs are a product of how 

one lives rather than the perception of objective moral facts. I suppose that in the end it 

really does not matter much if Brink is correct to interpret Mackie as he does. Brink does 

a good job of developing and responding to one line of attack on moral realism. Given 

his work, we can turn to other possible arguments from moral disagreement, whether or 

not they are what Mackie intended. 

With these caveats about my rejection of Brink's reconstruction of Mackie, I 

agree with Loeb's weakened sketch of Mackie's view. We still need to address the issue 

of just what it is about the best explanation of moral disagreement that undermines any 

claim to direct access to ethical facts. What features of moral disagreement are important 

to this argument? Here, Mackie tells us nothing directly. But, at least one feature that he 

probably does have in mind is an explanation of the patterns of ethical disagreement we 

are likely to find. His explanation of the monogamy/polygamy example suggests that 

part of what we would like to explain is why it is that a particular group of individuals 

approves of monogamy while another group does not. One explanation of this is to note 

that groups where people were raised in such a way so as to most naturally participate in 

monogamous relationships tend to think that polygamy is wrong or bad or impermissible, 

while those expect to, want to, or actually do participate in polygamy usually think that 

polygamy is at least permissible. A very obvious way of explaining this (which fits what 
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little Mackie has to say) is that our moral judgements are shaped by our ways of life 

rather than vice versa. That would explain why specific individuals or groups believe 

polygamy to be impermissible, while other groups disagree. 

I argued above that the objector to realism needs to tell us more about why it is 

that irrealist explanations of ethical disagreement are better than those available to the 

realist. What it is about moral disagreement that makes this plausible? Here are several 

features of ethical disagreement that we should try to explain: 

(1) Moral beliefs vary in a predictable way with culture and upbringing, viz., there is 
often significant agreement within a culture but not between cultures. 

(2) Cultures rarely if ever judge themselves to be morally bankrupt (suggesting that 
people might think that X is right because they often engage in A'-ing). 

(3) There are specific variations in moral beliefs, and some of these call for an 
explanation. For example, why do the some Inuit tribes allow their elderly and 
sick to die by letting them intentionally wander off while Chinese families do not? 

I think that it is these features of moral disagreement that prima facie favor irrealist 

explanations. 

A few remarks about why this is the case for (l)-(3) are in order. Beginning with 

(1), we somehow need to account for patterns of disagreement among people. Why is it 

that people who are raised together in a culture tend to share the same ethical views while 

those raised in different cultures do not?'"* Why is it that people who are raised by the 

same parents tend to share the same views about ethics? In both cases, it is very natural 

to think that it is because ethical beliefs are learned from one's culture and parents. Of 

course, we come to know many things on the basis of testimony. Presumably, an average 

'•* As argued by Gewirth (1994), the notion of culture itself may have to be responsive to differences in 
ethical views. How much diversity can we allow within a single culture, ethical or otherwise? Further, 
there are different conceptions of culture, and it is unclear which we should prefer. But, [ propose to work 
with a more or less intuitive and unrefined definition of culture as this is good enough for present purposes. 
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person leams many mathematical, logical, and scientific truths on this basis. So, the mere 

fact that something is primarily learned from others is not yet a strong argument for 

irrealism; that many or most putative mathematical truths are learned within a certain 

group of people on the basis of testimony does not yet give us a good reason to suspect 

that these truths are merely putative. On the other hand, though, there seems to be a 

striking degree of consensus concerning mathematical, logical, scientific, and other sorts 

of truths, even if these are largely learned. Such consensus among cultures suggests that 

the members of all these cultures are responding to a single set of objective facts and that 

these facts, to borrow Boyd's (1988) term, regulate the use, development, and extension 

of our mathematical, logical, etc., concepts. So, the apparent disagreement between 

cultures about ethics can be taken very naturally to suggest that, at the very least, moral 

beliefs may not be regulated by moral facts. Instead, the moral diversity and moral 

homogeneity of certain groups plausibly indicates that ethical beliefs are really a mere 

product of history, a reflection how people lived in the past that is sensitive to political, 

religious, aesthetic, and other influences. If moral beliefs are not regulated by moral 

facts, then it is implausible to suppose that our moral beliefs are justified.'^ True moral 

beliefs, if there are such things, would presiunably come about by accident. Hence, what 

seems to be a very plausible explanation of (1) commits us to either moral skepticism 

Barring such regulation by the facts (however this occurs, be it by raw intuition or perception), it would 
be entirely mysterious how such beliefs could possibly be produced by a reliable process or that the right 
counterfactuals would obtain. Recall that I argued in the second chapter that being justified in holding a 
belief is a matter of that beliefs being in the right relationship to the truth rather than having any ability to 
argue or articulate reasons to support that belief. The failure to appreciate this led Sinnott*Armstrong's 
attempt to defend a form of local skepticism about morality to collapse into global skepticism. 
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(taken as an epistemological doctrine) or irrealism (if lack of access to a set of facts is a 

good reason to think that there are no such facts, although I argued it was not above). 

Another fact that needs to be explained is (2): why it is that people and cultures 

rarely if ever judge themselves to be immoral? Mackie's view that the moral beliefs of a 

person reflect what that person actually does would account for this nicely. When a 

given person engages in a certain sort of activity, this person in many cases will come to 

see this activity as at least morally permissible. Hence, while it may sometimes happen 

that a person does judge themselves to be deeply immoral, such cases will be rare 

according to Mackie, and this seems to fit our datum. On the other hand, the moral realist 

would need to explain, if people really are sensitive to an independent moral reality, why 

it is that they usually seem to judge themselves to be moral. At the very least, such a 

tendency would suggest that people are easily led to distort moral facts in order to see 

themselves as moral. Such widespread distortion again seems to be a reason to think that 

many people have many false moral beliefs, and that an agent should be suspicious that 

her own moral beliefs reflect the pressure to see oneself as morally acceptable. This 

would support moral skepticism. 

Finally, we should also try to explain why there are the exact variations in moral 

codes that we acmally And. Why is there such extreme emphasis on treating strangers 

with respect in some desert cultures of the Middle East? Why did certain ancient Greeks 

think that owning slaves was a critical part of living a good life? In both cases, it is 

tempting to argue that such moral views demonstrate the extreme influence of the 

environment on communities in moral belief. So, for example, it seems plausible that the 
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ancient Greeks who claimed that slavery was necessary to lead an ideal life reflects the 

harsh physical realities of supporting a thriving community and culture in Greece. 

Mackie could again argue that the Greeks take slavery to be morally permissible because 

they owned slaves; moral belief again is generated by actual practice. 

1 have tried to make plausible the claim that explanations of moral disagreement 

that make no mention of moral facts do provide some support for moral skepticism. It 

has also been argued that moral disagreement, when understood as an epistemic 

challenge, cannot provide much of a defense of irrealism; instead, the argument should 

drive us to become agnostic about ethical facts. This would nonetheless be a very 

important conclusion, and one of little help to realists. Of course, it remains to be seen 

what sort of explanations of (l)-(3) a moral realist can offer. Before we can draw any 

conclusions about moral skepticism, then, we will need to compare realist and irrealist 

explanations of moral belief It is to this task that we turn in the next chapter. But, 

before we can do this, there is an extra constraint that we should place on moral realist 

explanations of moral disagreement, namely that we should do our best to ensure that 

realist explanations do not commit us to moral skepticism either. 

The General Argument from Disagreement 

Before turning to realist responses to the various strands of the argument from 

disagreement in the next chapter, there is an extra constraint that we should place on the 

sorts of explanations that should be attractive to the moral realist. In particular, I will 

argue that certain realist responses to the argument from disagreement are such as to 
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defeat the justification of our own ethical beliefs. We would do better as realists to look 

for an explanation of moral disagreement that does not undermine our ability to have 

justified ethical belief or knowledge. But, we first need to become clear about exactly the 

problem that can be generated for certain kinds of realist explanations of moral 

disagreement. Put most simply, the trouble is that widespread ethical disagreement, 

especially among experts and non-expert intelligent and educated people, seems to give 

any agent aware of such disagreement a reason to suspect that her own beliefs about 

ethics are false or unreliably produced. In other words, widespread ethical disagreement 

generates a defeater for those agents aware that such disagreement takes place. And, in 

today's world, just about everyone seems to believe that there are serious and fairly 

intractable ethical disagreements about certain things. Hence, it looks as if just about 

everyone possesses a defeater to their own ethical beliefs.'^ In the remainder of this 

chapter, I will make clear how this defeater works and then briefly evaluate some 

attempts to escape the force of the defeater. In the next chapter, I will tum to an 

assessment of the basic premise of the argument from ethical disagreement: there really is 

widespread, massive ethical disagreement. 

The performance of other people on a task is often relevant to an assessment of 

our own abilities. Most generally, if other people to whom we are sufficiently similar are 

very good or poor at completing a task satisfactorily, this is evidence about how we 

"• Fred D'Agostino (1989) discusses a similar idea. D*Agostino focuses in particular, however, on the 
assumptions that must hold for disagreement to cause us to sincerely exchange reasons with one another in 
the hope of resolving the disagreement. But, I think he would endorse some form of the argument I 
construct below as he does write, "Each [of the parties of a icnown disagreement] therefore has a motive, 
rationalistically, to try to discover who it is who has the better reasons for belief, and, really, to suspend 
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ourselves are likely to perform on the same task. Thus, for example, if only one in a 

thousand people of my age, physical condition, level of training, etc., are able to jump a 

certain distance, this is very strong evidence that I will be unable to jump that distance. 

Similarly, if nine hundred ninety-nine of the same thousand can jump a certain distance, 

this is good evidence that I will be able to do so as well. Of course, the performance of 

other people is relevant to an assessment of not only our physical abilities, but includes 

various cognitive abilities as well. For example, if other people who are sufficiently like 

me have a particular memory capacity (say, they can only remember up to seven things in 

occurrent memory), this provides a strong reason to believe that my own memory has a 

similar capacity. 

We can also use the performance of other people to form justified beliefs about 

how reliable people are at arriving at correct answers in some sorts of cases. Suppose 

that we are curious to see how many people of a similar educational level, etc., can arrive 

at the correct answer to a math problem. We can assume that people are given as much 

time as they like (within reason), allowed to work in a quiet, distraction free environment, 

etc. Let's further stipulate that only one in a thousand people who are asked to solve the 

math problem arrive at a correct answer. We can allow that many or close to all of these 

people are convinced that they have arrived at the correct answer on the basis of "proofs" 

that they have constructed. In other words, even given a psychologically compelling 

"proof of a particular answer, all but one in a thousand arrive at an incorrect answer. 

judgement until s/he has done so" (1989,238). It is my aim to help make clear exactly how this argument 
that in the face of certain disagreements, our own beliefs about the topic might be defeated. 
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This is very good evidence that people are extremely unreliable when it comes to finding 

the correct answer to the math problem in question. 

A sketch of the overall structure of the General Argument from Disagreement 

begins with the idea that the performance of other people is relevant to the proper 

assessment of our own cognitive capacities and limitations. In particular, when people 

disagree, it will sometimes follow (as a matter of logic and arithmetic) that at least many 

or perhaps even most people must be incorrect. For example, if each of a hundred people 

arrives at a different answer to the same question (and there is only one correct answer), 

then at least ninety-nine of these people must be incorrect. This is good evidence in favor 

of human unreliability when it comes to fmding the correct answer to the question. An 

agent who justifiably believes that there is enough disagreement can make the justified 

inference to the belief that human beings are uru-eliable (in that context). Next, the agent 

can justifiably infer that he is unreliable if he is sufHciently similar to the group the 

members of which are unreliable. If this agent has beliefs about the question under 

consideration, then the agent's justified belief about his own unreliability acts to defeat 

whatever justification these beliefs might have about the proper answer to the question. 

Thus, an agent's own beliefs about a topic can be defeated by way of an argument that 

begins with justified beliefs about disagreement. 

The General Argument fi-om Disagreement (or GAD) involves three inferential 

steps. The first is the movement from justified beliefs about whether and how much 

people disagree about a topic to the belief that people are unreliable judges of that topic. 

I am here relying on a pre-tbeoretic notion of topics and subject matters. 
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The strength of this inference will depend on many contextual variables. Some of these 

include: how many people disagree (does just about everyone have their own 

idiosyncratic view, or do most people accept a single theory as true?), the extent to which 

they disagree (do people simply disagree about various details, or does the disagreement 

run deeper?), and the number of options in logical space one is justified in believing are 

occupied by disagreeing people (are there only two competing theories, or a hundred?). 

All of these factors impact the strength of the inference from a justified belief about 

disagreement to the belief that people are unreliable when it comes to forming true beliefs 

about certain domains. Considering an example will be of some help. Suppose for a 

moment that philosophical ethicists disagree about which structure is correct for 

describing ethics; say that a third of philosophers advocate consequentialist theories, 

another third virtue theories, and the last third deontological theories. Assuming that 

these views are logical contraries, at most one of them could possibly be correct. Simply 

doing the math, we can see that if the situation described obtains then at least two-thirds 

of philosophers are incorrect. And, matters may be far worse. Perhaps the correct theory 

is a fourth sort of view which is the contrary of all the views just mentioned, and 

everyone is incorrect. 

Assuming the first inference to the unreliability of people as judges of a subject 

matter is justified, an agent who makes it then faces the second transition in the 

argument. This is the inference from the justified belief that people are unreliable judges 

of a subject matter (whether it be the truth of a particular proposition or of a block of 

theory) to the belief that the agent himself is an unreliable judge of the subject matter. 
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Again, many contextual variables are important to the strength of the inference. If the 

agent is very similar in important cognitive respects to the people who he justifiably 

believes to be unreliable, then the inference is fairly strong. But, if the agent is justified 

in his beliefs that he is smarter, has thought about the issues harder and longer than other 

people, is better placed with respect to the truth than other people, etc., then the inference 

may be blocked (or, alternatively, the inference would result in an unjustified belief if 

made). It is worth noting at this point that on many occasions such exculpatory beliefs 

would not be justified. It is just not plausible, for example, that I am really all that much 

smarter than other working philosophers or have thought about various issues much 

harder than other people (this will depend on the issue and my special expertise, though). 

Thus, while finding epistemically important differences between ourselves and the 

unreliable group is a good way of preventing the inference to our own unreliability about 

certain matters, in many cases such differences simply do not exist. 

Finally, in the third step of the GAD, an agent's justified belief that he is 

uiureliable at arriving at the correct answer about a topic becomes a defeater to that 

agent's beliefs about that topic (or at least those beliefs that are in contention). After a 

brief discussion of defeaters and believed unreliability as a defeater, we will turn to some 

examples that will help make the argument clear. But let us focus on this last part of the 

argument for a moment. Beliefs about our own unreliability can serve as defeaters to the 

justification of other beliefs, in particular when these beliefs about unreliability are 

justified (as they would be if the first two inferences of the GAD result in justified 
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beliefs).'® Before making clear how this is the case, a brief sketch of two commonly 

recognized sorts of defeaters is warranted. First, it is worth pointing out that all theories 

of knowledge and justification, whether internalist or externalist, foundationalist or 

coherentist, admit the existence and importance of defeaters. Thus, the argument that I 

am calling the GAD does not depend on any specific theory of justification and should be 

of general interest. I will follow Pollock and Cruz (1999, 196) in distinguishing two 

kinds of defeaters. Suppose that an agent has the belief that p. Another belief, say the 

belief that d, is a rebutting defeater to the belief that p if and only if the belief that d gives 

the agent a strong enough reason for thinking that ~p is true. So, for example, suppose 

that Allison believes that the next elected mayor of her town will be a Republican on the 

basis of a poll. But, the next day Allison reads in the newspaper about a second poll 

which claims that the new mayor will be a Democrat. Here is a simple case of a rebutting 

defeater. While the first poll gives Allison a good reason to think that a Republican will 

win the next election, the second poll gives her a good reason to think that a Democrat 

will win. In such a case, a suspension of judgement is warranted. 

There is a second kind of defeater as well. Suppose that an agent believes that p, 

and also thinks that the belief that q is an epistemic reason to believe that p. Then, the 

belief that d is an undercutting defeater to belief that p if and only if the belief that t/ is a 

good enough reason to deny that the belief that q appropriately evidentially supports the 

belief that p. Sticking with Allison and the mayoral race, suppose as above that Allison 

I am unsure whether unjustified beliefs can serve as defeaters to the justification of other beliefs. I 
suspect that there may be times when they do. But, I will focus e.xclusively on cases where justified beliefs 
about unreliability serve as defeaters, as it is clear that justified beliefs can and should defeat each others' 
justification in many circumstances. 
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reads a poll saying that the new mayor will be a Republican. But, the next day Allison 

discovers that the poll was somehow mishandled; perhaps poor questions were asked, or 

random sampling accidentally failed and resulted in only Republicans being called on the 

phone. While Allison has no reason to doubt the reported answers of the first poll (in this 

sense, the faultiness of the poll casts no doubt on the veracity of those writing down the 

responses of those polled), she now has a good reason to doubt that the poll shows that 

the next mayor will be a Republican. Here, the evidential connection between a poll and 

the winner of the next mayoral race breaks down without Allison yet having any reason 

to think that a Democrat will win the race. This is a case of undercutting defeat. 

Justified beliefs about unreliability can either serve as rebutters or underminers to 

the justification of other beliefs depending on how unreliable we take ourselves to be. If 

I am justified in believing that my memory is almost always incorrect about certain 

topics, say lunch appointments, then my recalling that I have a lunch appointment might 

even serve as strong evidence that I do not have a lunch appointment. Suppose that I 

remember (or seem to remember, if remembering is a success term) that I have a lunch 

appointment with somebody on Tuesday. If I possess the justified belief that only 5% of 

such memories are correct, then it seems that my recalling that I have a lunch 

appointment on Tuesday in fact provides me with a very good reason to think that I do 

not have a lunch appointment on Tuesday. Suppose that beliefs that are the outputs of (or 

stored in) memory are prima/ac/e justified. In the case under consideration, my justified 

belief about my extreme unreliability provides a rebutting defeater to the belief that I 
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have a lunch appointment on Tuesday insofar as it provides a strong reason to believe 

that I do not have a lunch appointment (recall the definitions of rebutters offered above). 

In other situations, though, justified beliefs about our own unreliability act as 

undercutting defeaters, severing the connection between a prima facie reason and the 

truth of the proposition in question without yet providing a strong reason to think that the 

proposition in question is false. Suppose I have the justified belief that my recollection of 

having a lunch appointment is true roughly 50% of the time. This would permit the 

justified inference to the belief that my memory is unreliable when it comes to lunch 

dates.'' In such cases, my recalling that I have a lunch appointment is not strong 

evidence for or against thinking that I really do have a lunch appointment. As before, if 

beliefs which are the output of memory are prima _/aae justified, then the prima facie 

justification for thinking that I do have a lunch appointment on basis of remembering that 

it is the case is undermined; the connection between remembering that I have a lunch 

appointment and the truth of the proposition that I do have a lunch appointment is 

broken.'" 

A justified belief about our own unreliability in certain situations or when 

employing certain procedures or processes will often defeat the justification of beliefs 

that arise in those circumstances or are the product of the procedures or processes in 

" There is considerable vagueness regarding the term "reliable." I will follow a reliabilist convention of 
treating beliefs that are below some fairly high threshold of the ratio of true beliefs to all beliefs output (or 
potentially output) by a process to be unreliable. But. [ do think it is clear, for e.xample, that a 60% 
reliability rating is so low as to warrant to ascription of uiureliability. This vagueness will not be terribly 
important for the arguments to come, so I will rely on our admittedly vague folk concept of unreliability. 

It is very important here to separate epistemological and practical concerns. While in the case at hand it 
might turn out to be practically rational to act as if the belief is true (because of the costs of missing a lunch 
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question. In the cases of unreliable memory sketched above, it is memories about lunch 

appointments that are justifiably believed to be unreliable, and this justified belief defeats 

the standard prima facie memory justification for my beliefs about lunch appointments. 

In the GAD, what is very interesting is the combination of the sorts of arguments just 

presented. Justified beliefs about the unreliability of other people at attaining the truth of 

a proposition is often good evidence about how unreliable I will be in arriving at a true 

belief about the proposition. Justified beliefs about my own unreliability can defeat the 

justifications for some of my beliefs. Given this, a justified belief about the unreliability 

of other people will sometimes provide me with defeaters to my own beliefs, at least if I 

make the right justified inferences (as sketched above). 

There is another type of argument from disagreement that I wish to set aside for 

present purposes. Suppose I believe that zebras like to eat honey. I base this belief on 

some research I have conducted at a few local zoos. I tell Professor Stripe, who is a 

world renowned expert on zebra dietary preferences, that zebras like honey. Dr. Stripe 

tells me that zebras in fact do not like eating honey at all. Now, let us suppose that my 

research does give me a reason to think that zebras find honey delicious. But, since I 

believe that Prof. Stripe is an expert about what zebras like to eat, I now have a strong 

reason to think that zebras do not like to eat honey. Hence, I seem to have strong reasons 

to think both that zebras like honey and that zebras do not like honey. This is a case of 

rebutting defeat. Here, the defeater is generated because I have the justified belief that 

Dr. Stripe is an expert about the dietary preferences of zebras. This sort of argument 

appointment as opposed to showing up somewhere and watting a few minutes), this is irrelevant to whether 
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from disagreement is both fairly commonplace and well understood. It relies upon a 

justified belief about another person's reliability. In contrast, the GAD uses as a premise 

a justified belief about the i/nreliability of other people. The type of argument sketched 

in this paragraph is definitely important, but I wish to focus our attention on the GAD. 

Thus, I will set this argument aside. 

Now that the general structure of the GAD is clear, let us apply it to a pair of 

examples. In the first, I will argue that the GAD can defeat whatever justification (if any) 

a cognitively spontaneous belief might have. Second, we will turn to an example where 

the GAD defeats the justification of an explicitly inferred belief (e.g., it is not cognitively 

spontaneous but held on the basis of reasons). In the second example, 1 will make clear 

why one important and initially compelling response — I have my own reasons so I need 

not be worried about disagreement - is not an effective way of escaping the force of the 

GAD. Let us turn to the examples. 

Let's begin by thinking about people very much like ourselves but who have what 

appears to be a putative extra sense which allows them to identify the location of a sacred 

lost temple."' The temple is truly lost; there are no records of where it is likely to be 

found. These psychics, as we could call them, find themselves with cognitively 

spontaneous beliefs about the location of the temple. The formation of these beliefs is 

attended by a peculiar phenomenology. Let us suppose that these beliefs enjoy a sort of 

non-inferential prima yac/e justification. While not all theories of justification allow the 

my belief that I have a lunch appointment is epistemically Justified. 
I will focus upon a case where there is a unique right answer to simplify matters, but this assumption is 

inessential to the GAD. 
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possibility of non-inferential justification, foundationalist theories do. But, the present 

example can still serve as a good illustration of the GAD even if it makes some 

assumptions about theories of justification. In any event, we will consider a case where 

the GAD defeats inferential justifications next. Suppose that these psychics, say there are 

ten, gather together to mount an expedition to find the lost temple. They begin to talk 

about where they believe the temple to be. It turns out that the ten members all have 

vastly different psychic beliefs about the location of the lost temple. One thinks it is high 

in the mountains to the north, while another thinks it is in the desert to the east on a mesa, 

etc. Indeed, no two psychics believe that the temple is in even roughly the same location. 

Take up the epistemic perspective of the first of these psychics; call her "Prima." 

Prima believes, on the basis of her psychic experience, that the temple is in the center of a 

treacherous swamp to the south. As stipulated, suppose that this belief is prima facie 

justified. What is the epistemic status of this psychic belief after the psychics confer with 

one another? The GAD is now relevant. Prima has justified beliefs about the psychics' 

beliefs about the location of the temple. Prima justifiably infers fi'om this that at least 

nine of the group must be incorrect. There is only one temple, after all. She next makes 

the inference on the basis of justified belief about how many people must be incorrect to 

the justified belief that the psychics are an unreliable group when it comes to forming 

(psychic) beliefs about the location of the temple. Given that Prima is a member of a 

very unreliable group, and she cannot think of any obvious reason why her psychic belief 

would be true but not those of the other nine people, she accordingly forms the justified 

belief that she is very probably an unreliable judge of the location of the temple, at least if 
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her sole evidence is the output of her psychic powers. What does this mean to the 

epistemic standing of Prima's own belief about the location of the temple? The justified 

belief about her own unreliability defeats whatever prima_/acze justification her psychic 

belief may have had. Thus, Prima's belief that the temple is in a swamp to the south is 

unjustified. Intuitively, this is the correct answer. The right attitude in the example just 

described is one of suspension of the psychic belief about the location of the temple. 

Here is one case where the GAD applies, and it seems proper that it does. 

Let us now turn to a case where the GAD applies to a conscious inference. 

Consider the math problem example again, where only one in a thousand of people 

sufficiently similar to me arrive at the correct answer. Suppose I have the justified belief 

that this is the case. On the basis of this belief, I justifiably infer that other people are 

very uiu-eliable when it comes to solving the math problem in question. Thus, I now have 

the justified belief that other people are terribly unreliable at arriving at the correct 

answer to this problem (even when they have found a "proof that they find convincing). 

Next, I take the further step and justifiably infer that as I am very similar to these other 

people in the respects that count (I'm not better at constructing proofs, smarter, etc., than 

the other people in the trial) and these other people are very unreliable in the situation in 

question, then I am probably utureliable too. It turns out that now I am faced with the 

math problem. I work away for a while, and construct what I take to be a proof that the 

answer to the problem is 15. I find myself believing that the answer to the problem is 15 

on the basis of my proof. Is my belief that the answer is i 5 justified? Well, we can 

suppose that generally when one finds a psychologically compelling proof of something. 
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a belief in the answer that is the output of the proof is prima yac/e justified. But, in the 

case at hand, my justified belief that I am very probably unreliable at arriving at the 

correct answer on the basis of having a psychologically compelling proof defeats the 

justification for thinking that the answer to the problem is 15. Thus, if I continue to 

believe that the answer to the problem is 15, this belief is unjustified."" 

Notice that in the case at hand it does not matter if I in fact really am the one in a 

thousand people who have constructed the correct proof, or even that I am very reliable 

when it comes to solving the sort of problem in question. That my proof is in fact the 

correct proof does not justify my belief that the answer is 15 given my justified beliefs 

about my own unreliability. The simplest way of putting this point is that even if I am 

very reliable at arriving at the correct answer to a problem, if I justifiably believe that I 

am an unreliable judge of the truth of the proposition in question (here, the correct answer 

to a math problem), then the proper attitude seems to be one of suspension of belief This 

is important because it reveals that having one's reasons (even if they are in fact good 

reasons) in many cases is no escape fi-om the GAD. A person might try to respond to a 

statement of the GAD by stating that since he has his reasons and they are the correct 

reasons, the GAD does not applyBut, this is in an important sense to ignore evidence. 

Since we have been supposing that the belief in our own unreliability about a topic is 

justified, merely reporting that one has one's reasons without attempting to somehow 

~ Note that this does not mean that [ should not turn the proof in and get on with life. A similar argument 
would apply to just about any proof I would construct to answer the math problem. Further, even though 
my belief that the answer is IS is not justified, nonetheless I might treat the proposition that the answer is 
15 as a working hypothesis for practical purposes; sometimes we have no choice but to rely on our best 
guesses, even if we take them to be very unreliable. 
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defeat the justification for the belief about our own unreliability is in a strong sense 

simply to ignore something that you have good reasons to believe. This is because the 

person also has good reasons to think that having what one takes to be good reasons is 

not a good indicator of the truth in the context under consideration. To make no attempt 

to somehow defuse the defeater is to ignore evidence. This is poor epistemic practice. 

An example might help to illustrate this point. Suppose that generally we seek 

coherence and this usually is the best path to attaining truth; we might say that in many 

contexts, the successfiil achievement of coherence results in justified beliefs. Sometimes, 

though, we might come to justifiably believe that coherence is not a good guide to the 

truth. In such cases, the coherence of my beliefs is not good evidence for their truth. 

Presumably, something like this lies at the core of the so-called "Isolation Objection" to 

coherentism. In many contexts, it is simply not clear that the fact that one's beliefs are 

coherent is good evidence for their truth, e.g., if the person's doxastic system is isolated 

from the world in some way. Aside from the merits and faults of this general objection to 

coherentism, if one has the justified belief that coherence is not a good mark of truth 

when it comes to some topic, then the fact that beliefs about this topic cohere with each 

other and the rest of one's doxastic system does not mean that these beliefs are justified. 

Whatever coherentist justification these beliefs might have had is defeated by the justified 

belief that the coherence of the beliefs in question is not a good indicator of truth. 

Assume that my reason for accepting a proposition is that it coheres with the rest of my 

beliefs. If I come to hold the justified belief that coherence in the context under 

^ Thanks to Joseph Tolliver and Josh Cowley for suggesting this response during a reading of a draft of 
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consideration is not a good mark of the truth (perhaps because this belief itself coheres 

extremely well with other things that I believe), then I am not justified in believing the 

proposition in question even if it coheres with my other beliefs (aside of course from 

those that are defeating it). That one has reasons, even good or correct reasons, for 

accepting a proposition does not insulate the justification for believing this proposition 

from defeat, especially when a justified belief calls into question the connection between 

the reasons and the truth of the proposition. Thus, one cannot simply refuse to engage the 

GAD. 

Now that we have seen how the GAD works, we can apply the GAD to ethics. 

Justified belief in the e.xistence of widespread ethical disagreement is capable of 

providing a defeater to our ethical beliefs. Note that this belief need not be true. It would 

be enough for the GAD to become a threat that a person simply justifiably believe that 

there is widespread ethical disagreement, and this might come about because of exposure 

to misleading evidence (that one has no reason suspect is misleading), etc. This said, let 

us consider a sample application of the GAD to moral beliefs. Consider a normal agent 

with standard ethical beliefs - it is wrong to kill people for mere pleasure, it is wrong to 

steal objects for which you have no pressing need from a store, it is sometimes 

appropriate to tell a white lie to save someone's feelings when nothing else terribly 

important is at stake, etc. This normal agent, Tim, is fully aware that not everyone agrees 

with him about what is ethically proper. Suppose Tim meets Fred, a committed 

hedonistic act utilitarian. Fred tells Tim that one is sometimes ethically mandated to kill 

this paper. 
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people for mere pleasure (even in some odd but nonetheless normal contexts), namely in 

those cases where doing so maximizes utility. Or, suppose that Tim talks to June, a 

simplistic Kantian who claims that it is never permissible to lie because in doing so one 

treats a person merely as a means. Suppose Tim has good reasons to respect Fred and 

June in other intellectual matters; both are intelligent, educated, reflective, and caring 

people with significant degrees of integrity. Let us side with the ethical realist for the 

moment and suppose that there are non-relative ethical facts of some sort. It should now 

be obvious how the GAD will apply. All Tim must do is make the justified inferences 

described before his beliefs about ethics (at least those in contention) are subject to 

defeat. 

There are two basic ways to escape the GAD. First, a person could argue that the 

GAD does not apply to him in a context because, for example, he is really not enough 

like other people for their unreliability to be good evidence of his own uiureliability. If a 

person really is better educated, more thoughtful, etc., than other people about the issue in 

question, then the GAD loses its grip on that person. If we adopt this strategy, we would 

like to explain moral disagreement in such a way as to prevent the defeat of our own 

beliefs about ethics. This will work by finding an explanation of moral disagreement that 

is consistent with our own beliefs being justified (e.g., other people are not smart enough 

to figure out the truth, but I am). Unfortunately, as I have already claimed, it is usually 

quite implausible that this is the case (even from within ±e perspective of the person in 

question). Second, the primary strategy that I will develop and explore in chapter five is 

that we can argue that it is at least reasonable to believe that there is not enough ethical 
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disagreement to allow the first inference of the GAD. In this case, we may need to 

explain why apparent disagreement is not really a sign of unreliability. These two 

responses both focus on the explanation of disagreement in such a way as to protect the 

epistemic standing of our own beliefs about ethics. I will work a bit with the Tim-Fred-

June case above to explore and reject some tempting explanations of moral disagreement 

on the grounds that these explanations will very probably result in the defeat of our own 

beliefs about ethics. 

How, then, are we to explain Fred's and June's disagreement with Tim and each 

other on various matters? What is the epistemological upshot of this explanation for 

Tim's moral beliefs? One of the most obvious ways to explain this disagreement is to 

claim that it is very difficult to come to have justified ethical beliefs or ethical knowledge 

because moral facts are difficult to detect and assess. Pollock suggests this strategy when 

he writes, "[I]t could well be the case that people differ in their moral judgements just 

because moral judgements are hard to make. They might have the rational equipment 

needed to resolve most moral disagreements but fail to do so because such resolution is 

difficult" (1986, 522). Because according to this hypothesis ethical facts are difficult to 

detect, it is no surprise that otherwise trustworthy and reliable people are mistaken about 

ethics. Now consider this response fi-om Tim's point of view. If ethical facts are so 

difficult to detect (as evidenced by ethical disagreement), then why should Tim trust his 

own ethical beliefs? Since such facts are difficult to detect, this suggests that most people 

are unreliable in forming beliefs about these facts for some reason. Unless Tim has a 

good reason to think that be is not unreliable in forming his ethical beliefs, then whatever 



149 

justifications his ethical beliefs possess are defeated. Put most clearly, while in many 

cases its seeming to be the case thatp might constitute a good reason from the inside to 

think that p, this inference seems to be blocked if the agent has the justified belief that 

such inferences are unreliable. So, in Tim's case, the fact that it seems wrong to kill 

other people for mere pleasure is undercut from supporting the belief that it really is 

wrong to kill other people for mere pleasure."'* While Pollock's explanation of moral 

disagreement fares prima facie well at explaining why it is that people might disagree so 

much about ethics despite the existence of ethical facts, it would do so at the cost of 

defeating the justification of most of our ethical beliefs.'^ 

Prior to at least some sort of consensus, especially among those who are best 

placed to appreciate and learn about ethics, ethical disagreement which is not based on 

errors about non-moral facts grounds the access problem discussed above."^ For, most 

agents in the world today are familiar with the fact that there are many people and 

cultures that do not share their ethical views about various things. And, as an agent 

As we have already seen, this inference also might succimib to a rebutting defeater the content of which 
asserts the extreme unreliability of our own judgements about the topic. 
^ Notice that while Pollock's (1986) suggestion explains how and why there could be massive ethical 
disagreement, it alone does not provide any obvious explanation of the various features of moral 
disagreement that are exploited by the irrealist to mount an argument from relativity ((l)-(3) in the previous 
section). Of course, we could add great detail to Pollock's suggestion to try to work out good explanations 
of these facts; for example, one could argue that ethical beliefs are so difficult to detect because ethical 
beliefs are highly penetrable by moral theory, and members of a culture often share a similar protean 
ethical theory. On the assumption that cultures might have divergent ethical theories, we could now 
explain agreement within cultiu'es and disagreement between cultures. 

Two caveats are in order here. First, it is not clear to me that professional philosophers are ideally placed 
to appreciate and learn about ethical facts, so persistent disagreement among philosophers may not be a 
tremendous problem. Most simply put, we are in a field that promotes disagreement Second, while a 
convergence of views about moral experts would not in itself remove the threat to the reliability of the 
common person's ethical views should these diverge from the expert opinion, at least the average person 
will have moral experts to correct and enrich her ethical beliefs. Should this occur, I think we could e.xpect 
a larger consensus to emerge, whereby the common person no longer possesses a defeater to the reliability 
of her ethical beliefs. 
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thinking about how Hkely it is that her own beliefs about ethics are true, an attempt to 

explain this disagreement is in order. Unfortunately, many of the explanations which are 

Hkely to occur to the average agent are such as to defeat the agent's faith in the reliability 

of her own beliefs (we have just seen how one of these explanations could lead to an 

epistemological disaster)."' Such explanations constitute defeaters to the agent's ethical 

beliefs. While this does not mean that the agent need always suspend judgement on 

matters about which there is widespread disagreement (this may be impossible at the 

practical level of deciding what to do), the agent should admit that the epistemic 

justification of her beliefs is undermined to such an extent that his ethical beliefs are at 

best an unsupported working-hypothesis or at best very weakly justified. 

As always, we must remember that specific agents might have special reasons to 

think that their beliefs are more reliable or likely to be true than the beliefs of others. In 

some cases, though, as with the view sketched by Pollock, it may be very difficult for an 

agent to find a plausible reason to think that they are relevantly different from other 

people in a way that would defiise the GAD. An agent would need a good reason to 

claim her beliefs to be likely to be true if most people are incorrect about some subject. 

However, such special reasons can often only be given once the agent has a better 

understanding of exactly why it is that ethical facts are difficult to detect or assess. Thus, 

the explanation of moral disagreement is important for those who wish to adopt this 

strategy for responding to the GAD. 

One interesting hypothesis to e.xplain the grip of naive relativism among some college students is that 
these students are actually being responsive to the GAD. Given that they believe in widespread ethical 
disagreement, they may come to treat their own ethical beliefs as mere opinions, where an opinion in this 
sense is a sort of self-acknowledged second-class belief. 
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So, for example, one more specific reason to think that ethical facts are difficult to 

detect or assess is that our ethical judgements are easily swayed by culture and education. 

Suppose, plausibly enough, that this is true, and that how one is raised and educated plays 

a critical role in the genesis of one's ethical views. If ethical beliefs are easily influenced 

by culture, and many cultures disagree over fairly important ethical matters, then we can 

plausibly claim that, barring relativism or pluralism, many of these culturally influenced 

beliefs are false. This means that the influence of culture on our beliefs, at least in the 

past and present, is not conducive to the reliability of beliefs so-affected. Now, consider 

a normal ethical agent who considers this explanation of moral disagreement. Given that 

this agent was raised in a culture and provided an ethical education by his parents, 

religious leaders, etc., why should this agent trust the veracity of his own ethical beliefs? 

If culture in most or even many cases leads many people to hold false ethical beliefs, then 

insofar as the agent is a product of culture and education, this agent's beliefs are, ceteris 

paribus, pretty likely to be false, at least regarding those matters about which there is 

ethical disagreement. So, unless the agent has some special reason to think that either she 

is not negatively influenced by her culture or that her culture really does inculcate the 

true ethical view (something also sorely in need of an argument), then the agent has a 

defeater to her contested ethical beliefs. 

Conclusion 

We now have a much better idea about the sort of challenge faced by realists 

when it comes to explaining ethical disagreement. Some sorts of explanations, for 
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example, those I develop on Mackie's behalf, are such as to make us lose confidence that 

we have epistemic access to moral facts. In these cases, a form of agnosticism about the 

existence of moral truths may be the result unless the moral realist can offer equally 

plausible explanations of the phenomena (e.g., that there is usually more disagreement 

between than within cultures) that the moral skeptic uses to drive her explanations of 

moral disagreement. But, a moral realist should be extremely careful in his attempts to 

explain these phenomena. In particular, the moral realist should be aware of the GAD, 

and should attempt to provide an explanation of moral disagreement that (a) is at least as 

good as irrealist explanations of disagreement and (b) allows the realist to defuse the 

GAD in such a way that the justifications for his own ethical beliefs are not defeated. As 

we now understand the delicate position of the moral realist when it comes to responding 

to moral disagreement, we can next turn to an exploration of the sorts of replies available 

to the moral realist that do not risk making us doubt that our beliefs about morality are 

epistemically justified. This is the project of the next chapter. 
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Chapter 5: Coping with Moral Disagreement 

Realist Explanations of Moral Disagreement 

The epistemic challenge posed by ethical disagreement is now clear: if there is too 

much disagreement about ethics, this can serve as an argument for the claim that even if 

there are ethical facts, human beings do not have any epistemic access to them. Moral 

skepticism would be the result. The features of moral disagreement that are supposed to 

make this plausible include the patterns of variation in moral belief (both specific and 

general) that we find and the fact that people rarely judge themselves to be deeply 

immoral. Realist explanations of these features of moral belief and moral disagreement, 

however, must be constrained if we are to avoid moral skepticism. In particular, we 

should be wary of the GAD, and also of the sorts of realist explanations of disagreement 

that only serve to undermine an agent's own beliefs about ethics. 

Let us briefly review some of the features of moral disagreement and moral belief 

that need to be explained. These include the following: 

(1) Moral beliefs vary in a predictable way with culture and upbringing. 
(2) Cultures rarely if ever judge themselves to be morally bankrupt. 
(3) There are specific variations in moral beliefs, and some of these call for an 

explanation 

How should a realist explain these patterns in moral belief? 

Let us begin with (3), since I think that this is perhaps the weakest argiunent for 

moral skepticism. Here, the problem is that many ethical theories are sensitive to facts 

about the environment which vary from place to place and culture to culture. So, for 

example, given the harsh realities of survival and local preconditions for living in a 

relatively stable social environment, it might be the case that the morally right thing to do 
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is to expose unwanted infants to the elements. Suppose that some form of 

consequentialism is true and that, among technologically available options, exposing 

certain infants really does maximize utility.' Given a shift in the environment, the growth 

of social resources and technology, etc., it might later be the case that it is wrong to kill 

unwanted infants. What this means, though, is that ancient cultures may have been right 

about certain ethical practices given the options available, whereas we can also be correct 

to condemn these same practices given a wider range of available options. This sort of 

ethical disagreement would not in anyway undermine access to ethical facts. Indeed, if 

ethical facts are sensitive to such things as the local environment, and people are 

relatively good detectors of ethical facts of a certain sort, then we should predict and 

expect certain kinds of ethical disagreement about specific sorts of cases. Of course, 

according to this story, if we localize moral beliefs - it is wrong to expose newborns to 

the elements around here given our situation - many putative moral disagreements will 

evaporate. The result of this is that there would in fact be a great deal of justified ethical 

beliefs about what to do locally in normal conditions despite apparent disagreement. It 

would also be easily explicable that people sometimes lose sight of the fact that their own 

moral intuitions are grounded in a specific environment and that those in different 

environments may be morally right to behave differently, just as inductive truths about 

one sort of environment may be falsely projected into new environments. So, it seems 

that (3) is not a terribly good argument for moral skepticism should moral facts be 

sensitive to the environment in certain ways, a claim which I take to be quite plausible. 

' Perhaps this e.xampie is a poor one insofar as exposure to the elements may be a needlessly painful way to 
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Let us now turn to (1). Why is it that people tend to share moral beliefs if they are 

raised together? Why is there more divergence among cultures than within them? The 

first important point is that other sorts of beliefs vary in just the same ways. In particular, 

empirical and scientific (or perhaps pre-scientific) beliefs vary widely across space and 

time. Those within a culture tend to share empirical and scientific views of the world. 

And, if these facts are relevant to ethical truths, as seems to be granted by anyone who 

agrees that the ethical supervenes on the natural, then beliefs about these facts could have 

a major impact on moral beliefs. Let us suppose that while people are sensitive to the 

moral import of empirical facts, they are wrong about the empirical facts themselves. 

This explanation of patterns of moral disagreement would not support the claim that 

moral facts are somehow inaccessible, as, per hypothesis, people can detect such facts 

very accurately given true empirical beliefs. So, if one falsely believes that women are 

capable of feeling less pain than men, that members of some group are more intelligent 

and constant than members of other groups, etc., it is very easy to see that one might also 

come to have many false moral beliefs. But, as empirical and scientific beliefs evolve 

and slowly converge, we can hope that ethical beliefs to converge as well (Sturgeon 

(1984b, 49)). In any event, though, divergence in empirical belief might go a long way to 

accoimting for many differences in ethical belief without undermining our claim to be 

good detectors of ethical facts. 

There is another way of explaining (1) that is congenial to moral realists. It is 

plausible that certain kinds of beliefs — in particular those that stem from the acceptance 

die. But, perhaps it might still have been morally right to kill certain babies in less painful ways. 
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of religious and political ideologies - might be prone to taint our moral beliefs. And, 

people who live together do tend to share religious and political beliefs. Perhaps the 

explanation is historical: maybe certain ideologies attempt to borrow the putative 

authority of morality as a constraint on action, while perhaps other ideologies attempt to 

provide a foundation for this authority, and the result is a mashing together of different 

kinds of claims, where the one becomes confused with the other. But, no matter the 

reasons for this, it is plausible that certain kinds of views might have a strongly distorting 

influence on moral beliefs. As Anscombe (1958) argues, it is only recently that ethics 

has become sharply separated from religion, and the result of this is that our pre-theoretic 

moral intuitions may still be tainted by the religious practices of our ancestors (also see 

Parfit (1984, 454))." Given that there are many religions, it would not be surprising that 

this could lead to various sorts of ethical disagreements. Further, if patterns of moral 

disagreement correlate with patterns of religious disagreement, it is plausible to suppose 

that the one causes the other. But, just where does this leave us with regards to moral 

skepticism? If many moral beliefs are distorted by religious beliefs, this is hardly a call 

for a celebration on the part of the realist as moral skepticism may still be in the offlng. 

Here, though, the realist can respond with a sort of optimism. It is not too implausible to 

suppose that as the influence of religion on morality declines (if only because we are 

more careful to separate these issues in light of the wide variation in religious belief), we 

may hope that many moral disagreements will evaporate as intuitions distorted by 

^ It should be noted that while .Anscombe argues that religion is largely responsible for deontic rather than 
virtue talk within ethics, and hence that once religion is sharply separated from ethics that virtue-ethics will 
become a much more attractive position, I wish to take no stand on this issue. 
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ideology are slowly filtered out. Indeed, by becoming aware of the distorting influence 

of certain kinds of non-moral beliefs on moral belief, we can perhaps begin an 

ameliorative epistemic project of cleansing our ethical beliefs. So, while it is perhaps 

possible that some of our current ethical beliefs are unjustified (perhaps on the force of 

the GAD), in time this may change. 

Finally, let us turn to the explanation of (2), the claim that most people do not 

judge themselves to be immoral. Here, the realist faces little problem if we assume that it 

is in fact true that most people are, by and large, morally good. For, if this is correct, then 

the fact that most people believe this would not be a reason to think that they have 

distorted their other moral beliefs to secure this result. And, armed with other realist 

explanations about the variation of moral belief with environment, it would be perfectly 

comprehensible that while various people hold and act on different beliefs about what to 

do they can nonetheless all be morally good because their beliefs are mostly about local 

moral truths. 

I think that, on the strength of these arguments, it is plausible that the moral realist 

can explain various patterns of moral disagreement without succumbing to some form of 

moral skepticism. There is, however, I think a better response to be made on their behalf. 

In particular, moral disagreement can only be used as an argument for moral skepticism if 

there is enough moral disagreement about enough things to make plausible the claim that 

even if there are ethical facts, we either have no access to them or our judgements of the 

facts are unreliable (as per the GAD). One response, then, is to deny that there is enough 

disagreement to warrant this conclusion. It is to this that we turn next. 
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Locating Real Ethical Disagreement 

Not ali putative disagreements about ethics are really ethical disagreements. In 

defending this view, I will rely on the claim that ethics is an autonomous sphere of value, 

like aesthetics, that is not simply identical to all-things-considered rational action or 

choiceworthiness. There are at least two uses of the word "morality" that are common in 

philosophy, and keeping these two senses clear is critical to properly evaluating the 

significance of ethical disagreement. 

There are at least two general views one might have about what we are thinking 

about when we are considering morality.^ First, one might identify the moral action with 

all-things-considered rational action. Here, one effectively collapses morality and 

choiceworthiness; to say an action is morally right is simply to say that it is at least as 

choiceworthy as any other action. There is simply no flinher question about what 

rationally ought to be done or how one should live once one has discovered the moral 

action or way of life. Alternatively, one could construe ethics as an autonomous sphere 

^ I am gradually coining to believe that there are two distinct and, to some extent, unrelated projects within 
moral philosophy. The upshot of this is that, for e.xaraple, virtue-theorists and consequentialists are simply 
not talking about the same things or addressing the same problems. Virtue-theorists are concerned with 
working out an account of all-things-considered choiceworthiness and how one should structure one's life 
in order to make choices without conflict, while consequentialists are much more interested in describing a 
subject matter about which we have an independent, intuitive grip. Of course, such projects may overlap to 
some extent, and it might turn out, for example, that what turns out to be rationally choiceworthy is the 
ethical as construed by consequentialists. Kantian approaches might be seen as an attempt to bring these 
two views together by connecting the possibility of rational agency with the acceptance of the import of the 
rules of ethics. 

One reason that these distinct conceptions of ethics may often be run together is that many have 
taken ethics to be of overriding importance, e.g., ethical reasons are always supposed to (rationally) trump 
prudential, aesthetic, and other reasons for action. If one accepts that ethics is overriding in this way, then 



159 

of value or assessment, much like aesthetics. To evaluate something aesthetically is to 

compare the object of evaluation to aesthetic standards of some sort. What the 

significance of such evaluations is to rational choice and action is unsettled by 

developing the correct theory of beauty or moral righmess. According to such a picture, 

theorists have an independent grip on the content of morality, much the way that we have 

a grasp of aesthetics. It is this independent grasp, as manifested in our specifically ethical 

intuitions, that grounds ethics as a discipline apart from decision theory, aesthetics, game 

theory, theories of prudent action, etc. 

Perhaps the easiest way to appreciate the difference between these two 

conceptions is to consider the simple question: why be moral? Those who equate 

morality with choiceworthiness will have to read the question as being something like: 

why do what is choiceworthy? This question seemingly calls for a defense of the 

rationality of doing what is choiceworthy (see Railton (1997) and Dreier (1997)). On the 

other hand, those who treat morality as something distinct from all-things-considered 

choiceworthiness will be more inclined to understand the question as being about the 

relative importance of being moral rather than being prudent, or as about why it is that we 

have reasons to think that prudence is better constrained by morality than, say, by 

aes±etics. When personal gain and morality come into conflict, why should I do the 

moral thing or be a moral person? An answer to this question addresses what I called the 

Practical Problem in chapter four. From this perspective, we must treat morality as 

something which is independent of prudence, choiceworthiness, etc. Otherwise it is 

one can take ethics in the narrow sense to refer to an autonomous but special system of value which is 
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difficult if not impossible to see how morality could come into conflict with prudence. 

There may be deep connection between the two that emerges as we study morality, but 

morality is something that begins the day as something to which we have independent 

access."* 

I think that both projects are fhiitful, and I do not know which truly deserves the 

title "morality" or "ethics." But, it is clear that we should do our best to avoid confusing 

these different tasks at all costs. Perhaps I am a person that thinks I have a strong 

intuitive grip on morality as something independent fi-om choiceworthiness. In any 

event, I propose to construe ethics as not about choiceworthiness but rather as about a 

specific sphere of value, the contours of which we attempt to describe with our normative 

ethical theories. 

With this distinction between different ethical projects in hand, we can already 

dismiss certain putative types of ethical disagreement as illusory; some disagreements 

that seem to be about ethics are really disagreement about all-things-considered 

choiceworthiness. One thing that should become clear is that it is not at all obvious in 

some cases exactly where to locate the disagreement, [ndividuais can disagree about 

whether or not something is a moral truth in the sense of a truth of a certain sphere of 

always of prime importance when assessing whether a person has done the most choiceworthy action. 
'' One suspicion that I have, but do not have time to defend, is that the split between intemalism and 
e.xtemalism in meta-ethics might reflect the two projects I have been describing. Intemalism is very 
plausible about judgements of all-things-considered choiceworthiness; I am inclined to say, of a person that 
judges X to be the most rational course of action but who then fails to X, that this person is irrational. 
Extemalism, however, is I think much more plausible when applied to ethics as an autonomous field of 
value. For, just because I judge some course of action to be morally right is not yet to have settled the issue 
as to whether or not the action is all-things-considered choiceworthy. Hence, it is possible to make ethical 
judgements (here taken as cognitive rather than noncognitive) about what to do and yet be rationally 
unmoved. 
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value, or they might disagree over the import of a sphere of value. Take the following bit 

of conversation: 

A: It is wrong to kill people. 
B: No it's not. 

The first thing to notice is that it is not at all clear what A means to be asserting, or what 

B has denied.^ Is A talking about wrongness simpUciter or about moral wrongness? 

Notice that these two interpretations correspond to the two different projects I described 

above. Understanding 5's remark is even more complex. For, fl might (I) be 

challenging /I's assertion that it is ethically impermissible to kill people (if this is what/( 

intended to assert), (2) be claiming that whether or not A is correct about ethics, this has 

no bearing on how people should act, or (3) disagreeing with A directly about what the 

best thing (full stop) to do in the current situation is. If we construe ethics as concerning 

a specific sphere of value, it is only when A means to be talking about ethics in this way, 

and where B is also attempting to talk about ethics in this way, that any real ethical 

disagreement emerges. On this view, a disagreement about the import of moral facts to 

action is not really a disagreement about morality but rather about choiceworthiness or 

practical rationality. 

Supposing that A means to be talking about specifically moral wrongness, there is 

another complication in interpreting /('s remark. When A asserts that it is wrong to kill 

people, how is this statement quantified? Does A mean to say that it is wrong to kill in all 
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possible contexts, or that it is wrong in most possible contexts, or most or all normal 

contexts? So, we can see that B's denial of /I's statement might mean many things and 

could mask a significant degree of agreement if, for example, A claims that it is wrong in 

all normal contexts to kill while B thinks that it is usually wrong to kill in normal 

contexts. If this is what is going on, A and B would agree in a wide range of normal cases 

about the morally right thing to do.^ So, a moral disagreement in and of itself might 

mask an enormous amount of agreement between people/ 

This problem of interpretation is especially pressing since most normal people, 

and even philosophers in more usual contexts, say things like, "It is wrong to kill," "Keep 

your promises," and "Don't lie." While perhaps the literal semantic content of such 

statements is universally quantified, is this really the most natural interpretation of what 

has been said? What does the speaker intend to say when they utter a remark of this sort, 

and what are speakers usually taken to mean? We are perfectly familiar with the way 

pragmatics importantly influences what is meant by a sentence or statement. For 

example, when I ask a firiend, "Have you had lunch yet?," everyone fully competent with 

English understands that I am asking if my friend has had lunch today. What I say, 

though, might literally be interpreted as "Have you ever had lunch?" 

^ Of course, within the context it might be perfectly clear. But, what I mean to show here is that we must 
be very careful to make sure that disagreements really are about what we think they are before we can use 
such disagreement as premises for arguments for relativism, noncognitivism, etc. 
® Audi (1990; 1996) argues in favor of the view that we can have knowledge of prima facie duties. One 
way of construing the prima facie nature of a duty, I think, is to claim that it is in fact a perfect duty in 
normal situations. While this is not e.xactly what Audi has in mind, if I am right that we can fairly construe 
prima facie duties in this way, then Audi and I may be significantly in agreement about some things. 

I will also consider some cases where apparent agreement may cover much disagreement as well. 
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Are ethical statements like this, such that we are speaking only loosely when we 

say, "It is wrong to kill?" Yes. A good piece of evidence for this is the fact that many 

people seem perfectly willing to agree to the sentence that "It is wrong to kill," yet these 

same people think that there are exceptions to this claim, e.g., in some cases of self-

defense. That people seem willing to accept both sentences as true suggests that the 

general claim that it is wrong to kill is somehow qualified, at least implicitly. I think that 

when we use sentences like "It is wrong to kill" that we take ourselves to be commenting 

about all or most normal contexts, where normal contexts are those we are likely to 

encounter in normal daily life, where normal daily life here is understood to be life in a 

relatively stable social and political environment, where there are no aliens ready to 

destroy the planet, or impending natural disasters, etc.® 

Apparent disagreement about what to do in particular cases may cover radically 

different conceptions of what makes one action the right one. A Kantian and a utilitarian 

can both agree that it would be wrong to take a certain course of action in a particular 

case, but they would do so for significantly different reasons (Thompson (1998, 19)). It 

would seem that apparent agreement might also cover real disagreement. Certainly, if 

pressed to defend a view of the correct action, Kantians and utilitarians would say 

strikingly different things; one would appeal to respect for others and rational autonomy, 

the other to an assessment of the pleasure or pains that might be brought about. Just how 

important is our understanding of ethical reasons to the epistemic justification of our 

* I wish to remain neutral regarding moral particularism at present. The core of the dispute between 
particularists and non-particularists, as I understand it, is not about whether there can be general moral 
truths, but about the basis for such truths. .\ particularist can allow that a fairly general moral claim might 
be true if we treat it as an instance of inducu'on over some class of contexts. 
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ethical beliefs? I will argue later in this chapter that (1) an agent can know what the 

ethically proper thing to do is in a situation and yet might even have an incorrect account 

of ethical reasons, and (2) we have much more reason to think we are incorrect about 

ethical reasons than we do about our judgements of right and wrong, and this just what 

we should expect. But, before turning to these arguments which will have an important 

role in addressing the challenge presented by ethical disagreement, we need to better 

understand the argument from disagreement itself 

The E.\tent of Ethical Disagreement 

As we have seen, the real extent of disagreement about a subject is critical to 

assessing the epistemological import of that disagreement. If there is a great deal of 

disagreement about a topic, (epistemological) skepticism about that topic may be 

warranted. We can state this problem as a dilemma: extreme disagreement about a 

subject suggests either (a) we lack epistemological access to the facts of the matter, in 

which case skepticism is a reasonable position, or (b) if we do have access to such facts, 

this access is apparently easily distorted, giving us reasons to doubt oiu* own beliefs as 

per the GAD (unless we have special reasons to think that the GAD does not apply to us). 

But, we only face such an argument for skepticism if there is enough disagreement about 

a topic that we cannot satisfactorily account for by other means. The upshot of this is that 

one response to the problems created by disagreement is to simply deny that there really 

is enough disagreement to force us to choose between (a) and (b). 
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I think it is very implausible to maintain that there is little or no ethical 

disagreement. It just seems to be a fact that people disagree about such things as 

abortion, suicide, and the proper ethical attitude to take towards animals and the 

environment. On the other hand, it strikes me as equally implausible to claim that there is 

no agreement about ethics at all. If we ignore the disagreements that flow from what I 

above named the Practical Problem, I suspect that we will find a good deal of agreement. 

And, one might argue that there in fact must be a significant amount of agreement about 

ethics since this is what gives us reason to think that people are talking about the same 

thing.' 

One of the biggest problems in assessing the relevance of ethical disagreement, 

and perhaps the reason the topic generally receives little discussion, is that assessing the 

amount and degree of disagreement about ethics is primarily an empirical issue. Of 

course, empirical research about such a topic will need to be well informed about how 

and what constitutes a real rather than apparent disagreement. But, given a view of these 

things, it is up to the sociologist or anthropologist to tell how much and about what 

people disagree. 

The result of this is that we simply do not know whether the initial premise of 

Mackie's argument or the GAD are true, although this is hardly of comfort when 

considering the GAD because the GAD applies to any agent who has the justified belief 

that there is enough and the right kinds of disagreement. But, it is also an empirical 

question what people believe about the extent of ethical disagreement. And, lacking such 

'' I am not going to say anything about Davidsonian views that might be constructed to justify this claim as 
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information, it is difficult to assess the real import of these arguments. This means that if 

one is unsure about how much ethical disagreement there really is, one can side-step the 

GAD, at least at present. Of course, philosophers often have hunches or suspicions about 

such things. Those that suspect that there is a great deal of disagreement about almost 

every type of ethical judgement will find the dilemma created by conjoining Mackie's 

arguments with the GAD very disturbing as these together make a good case for moral 

skepticism. My own hunch is that while there may be a good deal of ethical 

disagreement about certain sorts of cases, there really is hardly any disagreement at all 

about what to do in core ethical cases in normal contexts. 

At this point in the argument, it seems we have little to rely upon except our best 

guesses about how much ethical disagreement there is, and about what. While this is 

very unsatisfying, it is the best we can do until someone collects the appropriate 

empirical data. But, we can at least try to work with a view that is neither too optimistic 

nor too pessimistic about the extent of ethical disagreement. My own guess, as I just 

stated, is that there is actually a great deal of agreement about the morally correct action 

in normal circumstances, including certain standard exceptions such as self-defense to 

killing another person. On the other hand, I do think that there is a great deal of 

disagreement about why it is that these are the morally correct actions. Answers to this 

question seem to range as far as that a given action is commanded by a divine being to 

the more plain hedonistic view that these actions simply tend to produce more pleasiu'e 

than other alternatives. 

I find such arguments highly dubious in many respects. 
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While I think that disagreement about what to do in normal situations is relatively 

limited (there are of course disagreements, for example, about abortion, euthanasia, 

suicide, etc.), as we test our intuitions about emergency cases, we find more divergence 

in ethical belief. So, while Kantians, virtue-theorists, and consequentialists all agree 

about the killing of innocents in everyday circumstances, when the death of an innocent 

could prevent a great loss of life or could make many people happy, these theories begin 

to diverge. And, the wilder the situation, the more the three theories have different 

consequences as to which action is morally correct. This can be explained in many ways, 

and I think that each of the explanations probably contributes to the more comprehensive 

explanation of this. First, our intuitions are primarily formed and "trained up" in normal 

contexts, so we have much less practice and guidance on how to apply morality outside 

of normalcy.'" Second, if our intuitions about "lifeboat" cases are less robust than those 

about core cases (as mine own seem to be), it may be that they are much more easily 

tainted by exposure to ethical theories. So, a consequentialist may find herself with 

intuitions about strange and extreme situations, but these may be the result of an 

application of theory rather than a detection of moral facts as evidenced in a sincere test 

of intuitions. A difference in intuitions about "lifeboat" cases, then, might really reflect 

the adoption of different theories by different persons. What this means, though, is that if 

we are carefiil to apply the GAD when most appropriate, we may find that we do not 

have many justified beliefs about emergency situations, which is something worth 

Emitting the point in a way that I will develop below, the platitudes that manifest a competent speaker's 
grasp of ethical concepts and words center around normal contexts. 
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remembering when trying to develop an ethical theory." While some appeals to 

intuitions about emergency cases is unavoidable, we should be much more wary of 

relying on such examples than perhaps we have been, and at the very least should attempt 

to construct cases that produce strong intuitions. 

If my guesses are correct, what does this mean to moral epistemology? First, if 

there is substantial agreement about core ethical cases, then the argument from relativity 

and the GAD do not present a problem to the possession of at least limited moral 

knowledge. Indeed, I think that average people know a good deal about ethics right now. 

Second, we will need to explore what this means for the importance of ethical reasons. I 

will argue below that despite the fact that there is much disagreement about ethical 

reasons, this does not undermine our claim to have a substantial amount of ethical 

knowledge, at least about what is wrong and right in normal contexts. 

Primitive Etiiical Knowledge and the Import of Moral Reasons 

One of the important lessons we have already learned is that an agent can be 

justified in holding a belief and yet that agent may not be able to articulate reasons which 

make clear why she takes her belief to be true. One of the critical distinctions to emerge 

fi'om the discussion of Sinnott-Armstrong is that there is a difference between an agent's 

justified in holding a belief and that agent's being able to argue or show that her 

belief is justified. For example, it is intuitively plausible that small children can have 

'' This would help support the slogan that "Lifeboat cases make for bad ethics." 
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knowledge, yet we do not expect such children to be able to show or explicitly argue in 

favor of their beliefs. 

Applying the being vs. showing distinction to ethical beliefs, we should admit that 

it is possible to be justified in an ethical belief or to possess ethical knowledge without 

being able to explicitly argue in favor of these beliefs. I see no reason to suppose that a 

small child (here used as a paradigm example of a creature that cannot argue for its 

beliefs) could not possibly have ethical knowledge but could have, for example, 

perceptual or simple mathematical knowledge. Once we concede that an agent can have 

justified beliefs or even knowledge and yet not be able to argue in favor of his beliefs, we 

can see that the quest for the correct account of ethical reasons (e.g., an action is wrong 

because it fails to maximize utility) or for xmifying principles need not be completed 

before we can truthfully ascribe ethical knowledge to individuals.'" As long as an agent 

has the right sort of connection to truth, be it through reliability or the fact that the right 

counterfactuals obtain, and assuming the agent's belief is imdefeated, then that individual 

is justified in her belief. And, this can happen without any ability to provide reasons or 

an argumentative defense of one's beliefs. 

The most important result of applying the being vs. showing distinction to ethical 

beliefs is that I think that one can know that a specific action or a type of action (in 

normal contexts) is right or wrong and yet not be able to explain why this is the case. So, 

a person can know that it is wrong to steal and yet not be able to articulate or explain 

Michael DePaul (1990) argues that cognitively spontaneous moral beliefs may be better epistemically 
justified than moral beliefs arrived at on the basis of argument If he is correct, this would suggest that in 
some cases merely being responsive to moral facts is epistemically better than having the correct account of 
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what makes the action wrong. The agent might even be agnostic as to exactly those 

features that are relevant. Is it that theft fails to treat others with the respect due them as 

rational creatures, or is it that theft fails to maximize utility in most normal contexts? Or, 

is ethics really a set of specific prima facie ethical principles that are somehow ordered 

(Audi (1990; 1996))? What is interesting is that a person could have no view about what 

constitutes an ethical reason in a specific case but nonetheless could possess substantial 

ethical knowledge about what is right or wrong, virtuous or vicious, permissible or 

impermissible. It would be enough to possess ethical knowledge that the person is a good 

enough detector of ethical facts. 

What this shows is that we must be very cautious about how we construe the 

relationship of normative ethical theories to ethical knowledge. Just as a child might 

have a great deal of perceptual knowledge and yet lack a theory of perception, so too a 

person could have ethical knowledge without having a theory of ethics. Perhaps we can 

and do know things about ethics prior to having even an approximately acceptable ethical 

theory. Of course, to determine what we actually know about ethics might require us to 

have an ethical theory. But, this is a question of being justified in believing that one 

knows something rather than of merely knowing something; it is to have switched levels 

(Alston (1980)). As philosophers, we provide reasons and argue in favor of our preferred 

positions. But we should never forget that it is not our theories that underwrite our 

knowledge; knowledge is possible without theory.'^ 

ethical reasons and thereby being able to argue to the correct conclusions. For a nice critique of DePauI's 
view, see Noah Lemos (1990). 

Philosophy is an activity that places special emphasis on e.xplicit reason giving. As philosophers, we are 
often much more interested in discursive knowledge than primitive knowledge. But, as I argued in the 
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Of course, not just any reason can count as a ethical reason.'•* What constitutes a 

moral reason is limited in some ways. So, I cannot plausibly claim that an action would 

be ethically correct if it best promotes the indolence of cats. Nor can I say that an action 

is the wrong one because it disturbs the current configuration of the soil. In both cases, 

what has been said might begin to look like a moral reason given a strange enough 

context. But, outside of such extreme contexts, there are strong limits on what can count 

as a moral reason. I suspect that this is part of what constitutes our independent grasp of 

morality: we have some idea about what can count as an ethical reason and what cannot 

(again, in normal contexts). The same is true of aesthetics; that something would make 

Maud happy just does not seem to be the sort of thing that counts in favor of an aesthetic 

judgement in normal contexts. What is interesting, though, is that in the case of ethics 

there are several divergent construals of ethical reasons. 

I think that the most common forms of ethical disagreement concern our 

understanding of moral reasons. This should not be a surprise, though, as one of the tasks 

of ethical theory is to help us understand exactly what counts as an ethical reason and 

why. Given that there is great disagreement about the correct ethical theory, we should 

expect large disagreement about the reasons that an action is wrong (or, in the case of 

virtue ethics, whether wrongness is even the sort of property essential to ethics). On the 

other hand, I think it implausible that there really is that much disagreement about what is 

second chapter, discursive knowledge intimately depends on primitive knowledge. We hope to begin our 
theory construction with a good deal of primitive knowledge and finally end with discursive knowledge (if 
we're lucky). While this is a worthy aim, we should not forget the essential role played by our more 
humble animal knowledge. 
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to be done in normal contexts. This is evinced by the fact that the three main competitors 

for our general normative ethical theory - Kantianism, consequentialism, and virtue 

ethics — agree in many, many cases about what we are supposed to do. Kantians, 

consequentialists, and virtue theorists all agree that, in normal everyday contexts, killing 

is morally wrong or vicious, that one should (morally) not cheat and steal, that one should 

go to the aid of those in obvious and easily relieved distress. A theory that failed to 

justify such claims about what is to be done in ordinary contexts would either 

immediately be rejected as false or reconstrued as a theory of some other type of value 

(for example, perhaps a person has a poor grip on ethics and tends to confuse the 

aesthetic with the moral). This is to a large extent because the appreciation of the truth of 

certain claims about what it is right or wrong to do in normal contexts constitutes part of 

the core of our independent grasp on morality. Beliefs about the rightness and wrongness 

of actions in normal contexts play a critical role in the evaluation of normative ethical 

theories because these beliefs are a large part of the core of what makes up our 

independent grasp of ethics in the first place. 

Michael Smith (1996, 29-32) defends a general methodology for conceptual 

analysis that comports well with the view just articulated. Smith argues that the place to 

begin conceptual analysis is with a list of platitudes about a concept (or piece of 

language). It is when a speaker begins to treat enough such claims as platitudinous that 

the speaker becomes competent is using the words or concepts. So, borrowing Smith's 

Philippa Foot (I95Sa: l9S8b) has championed this thesis. Foot's target in these pieces is largely to 
undermine noncognitivist arguments that are supposed to show that moral beliefs are immune to revision in 
the face of purely empirical evidence. But, her arguments apply very generally in the end. 
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example, here are some platitudes about color: "Red is closer to orange than to blue," 

"Everything we can visually perceive is colored," and "The apparent colors of objects can 

be distorted by placing them under colored lights." It is when a speaker takes enough 

s u c h  c l a i m s  t o  b e  p l a t i t u d e s  t h a t  t h e  s p e a k e r  g a i n s  m a s t e r y  o f  c o l o r  t e r m s . W h e n  

performing conceptual analysis, one tries to capture and systematize as many platitudes 

about a subject as possible. Of course, not all platitudes need be entailed by the final 

analysis offered of a concept as some of these may reflect false empirical beliefs, entirely 

personal preferences (e.g., that red is prettier than blue), etc. 

What I am suggesting is that one of the most important sets of platitudes (if not 

the single most important) about ethics is that certain kinds of actions are right and wrong 

in normal contexts. There are surely other sorts of platitudes about ethics as well, and it 

is through these that we know to reject certain suggestions about what constitutes an 

ethical reason, etc. As Smith writes, "What these platitudes about substance [of morality] 

force us to admit, at the very least, is that there are limits on the- kind of content a set of 

requirements can have is they are to be moral requirements at all, as opposed to 

requirements of some other non-moral kind" (1996,40). Other platitudes concern the 

supervenience of the moral on the natural, the usual relationship of right action to human 

welfare, and claims about epistemic procedures for coming to have justified beliefs about 

ethics. It is by coming to treat most of these sorts of claims as platitudes that one 

becomes a competent user of ethical language. This means that a person moves towards 

Note that Smith rightly stresses that one need not be able to articulate a claim for one to treat it as 
platitudinous. Instead, one might be disposed to respond in the right way or the make inferences consonant 
with the platitude. 
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showing themselves to be incompetent with ethical concepts or terms if they do not agree 

that, for example, killing people is morally wrong. 

This view, if correct, also demonstrates the need to focus on how the agent 

perceives their context of action in assessing how much real moral disagreement there is. 

I would expect even the most fanatical Palestinian terrorist to agree that killing people is 

wrong (in normal contexts). Of course, this terrorist would likely claim that bombings 

are justified given that the terrorist sees himself acting in the context of a sort of warfare. 

Our real disagreement with the terrorist, I think, is not about what to do in normal 

contexts, but rather on how best to understand the context of the terrorist. Is it reasonable 

for the terrorist to see his actions as embedded in a state of war, or is this a sham 

justification covering a desire for revenge? Is the state of war the result of a religious 

rather than moral infringement? It is not obvious that morality itself can settle the issue 

of when one is at war, or what sorts of situations constitute an emergency that licenses 

actions that are usually morally impermissible. 

I also endorse a more radical thesis: one can be justified in believing that p even 

if, when challenged, one cites false or inappropriate reasons to believe that p. Whether 

or not the belief that p is justified depends on whether or not the belief is causally 

produced or sustained in the right way, assuming that there are no defeaters to the 

belief.'^ There are many reasons to place a causal constraint of some sort on justification. 

First and foremost, a causal condition can groimd the justified/justifiable distinction. For, 

" I intend this statement to only commit us to a causal component of justification; I do not wish to say that 
appropnate causation e.xhausts the content of being justified. Hence, a theory could claim that what is 
important is that a belief be causally produced or sustained by good reasons, whether or not the agent can 
articulate these reasons or even, perhaps, is mistaken about what his reasons are. 
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sometimes it is the case that a person's belief is justifiable given what else that person 

believes without that belief actually \3Qm%justified. So, for instance, suppose that Lauren 

believes a mathematical truth on the basis of the testimony of a person who is a terribly 

unreliable source of information. It is this testimony that is causally responsible for 

currently sustaining the true belief; put another way, were the unreliable source not to 

have told Lauren that some sentence expresses a truth of mathematics, Lauren would not 

have believed that sentence, nor would she believe it now. Now, add to the case that 

Lauren is in fact justified in believing several axioms of mathematics that together entail 

the proposition she believes on the basis of faulty testimony. Perhaps she learned them 

from a reputable mathematics textbook. Is Lauren justi fled in believing the mathematical 

truth? Intuitively not. Because Lauren's belief is causally related to the unreliable 

testimony and not to the axioms of mathematics which she justifiably believes, Lauren's 

belief is unjustified. Her belief, however, is justifiable. If Lauren were to notice that she 

believes axioms that entail the proposition in question, she would then be justified in 

believing that proposition should her belief in these axioms become appropriately 

causally related to the belief in the proposition in question.'^ 

Alvin Goldman (1979, 110-11) presents several counterexamples to acausal 

theories of justification in his "What Is Justified Belief?" So, for example, that a 

proposition is infallible (whenever the proposition is believed, the belief in the 

proposition is true) does not mean that a given agent is justified in believing that 

'' Koppelberg (1999) argues for a similar point, namely that it is only by invoking causation that we can 
make sense of how articulated reasons in favor of a belief can be pure rationalization rather than justifiers. 
Those reasons that justify a belief must be causally connected to the belief in the right way, while 
rationalizing reasons lack this connection. 
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proposition just because it is infallible. Various propositions of logic and mathematics 

are infallible; as they are necessarily true, then any time an agent believes a (true) 

proposition of logic, that agent's belief will be true. But, as Goldman argues, what if the 

agent believes the proposition on the basis of confused reasoning, or because she "sees" 

the proposition in tea-leaves? Intuitively, such a belief would be unjustified. What 

seems to go wrong with all of the simple theories of justification discussed by Goldman 

is that they leave out the causal history of beliefs entirely. Of course, Goldman only 

considers a few acausal theories of justification, and his argument seems to be an 

induction from these cases. Nonetheless, Goldman's argument is persuasive. 

Another reason to think that correct causation is a necessary condition for 

justification or knowledge is that it is possible to lie about one's reasons by giving other 

good reasons for belief. A person's real reasons or justifiers (taken here widely enough 

to make room for externalist theories) are those that are appropriately causally related to 

the belief in question. For example, consider Jane, who is a mathematical whiz but 

distrusts all authority. Jane has been taking an advanced seminar from a highly respected 

and honored mathematician, Mr. Mathright. Mr. Mathright one day claims that a 

particular mathematical proposition, about which Mr. Mathright is an expert, is true. 

Here, Mr. Mathright's testimony is a very good reason to think that the mathematical 

proposition is true. But, Jane, as already remarked, distrusts authority and refuses to 

believe anything that her math teachers tell her unless she proves it herself. Jane goes 

home after seminar and does in fact prove that the proposition is true, and it is this proof 

that causally produces and sustains her belief in the proposition. A few days later, Jane's 
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friend Bobby, who is not a member of the seminar, asks Jane if the proposition is true. 

Jane, knowing that Bobby finds her resistance to authority silly and wanting to avoid yet 

another discussion of it, decides to tell Bobby that the proposition is true because Mr. 

Mathright said it was. She has here given Bobby a very good and in fact true reason (as 

Mr. Mathright did say what she says he did) to accept the proposition. Nonetheless, 

intuitively, Jane has lied about her reasons. This can be easily explained by focusing on 

the causal production and sustenance of Jane's belief; one lies about one's reasons when 

one gives as a reason for believing that p a reason which is not (believed) to be causally 

responsible for the belief in question. 

These arguments make plausible the view that appropriate causation by justifiers, 

whether these are taken to be reasons or reliable cognitive processes, is a necessary 

condition for a beliefs being justified. I think that we should also adopt a more radical 

thesis, namely that appropriate causation itself can trump an agent's misapprehension of 

her own reasons in some cases. To make this claim generally plausible, we need only 

think about those who have adopted false philosophical theories of perception. Suppose 

that Robert, a rather confused philosopher, comes to believe that visual beliefs about 

physical objects are produced by the intervention of angels and not on the basis of 

streams of neural information (however one wishes to characterize these) from the eyes. 

So, when asked why it is that he believes himself to be standing in front of a flower, 

Robert claims that an angel implanted this belief, and that angels don't deceive. Let us 

suppose that there are no angels at all. So, Robert is mistaken about the causal origin of 

his belief. Instead, he is like the rest of us; he has streams of neural information which 
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come from the eyes which he then uses (whether this be done consciously or 

unconsciously) to judge that he is standing in front of a flower. Despite Robert's false 

theory of perception, which leads him to state false reasons that do not even approximate 

the actual causation of his perceptual beliefs, might it be the case that he is justified in 

believing or knows himself to be standing in front of a flower? 

The answer to this question depends in part on what would happen were one to 

convince Robert that his theory of perception is incorrect. Robert, if he is like most of us, 

would probably shrug and go on trusting his perceptions. His theory of perception and 

perceptual reasons turns out to be inessential to his trust of vision. In this case, I think 

1 o 
that Robert would be, and would have always been, justified in his perceptual beliefs. 

Since his visual beliefs are in fact casually regulated by whatever information is 

conveyed by the eyes, then as long as this information is appropriately employed, then 

Robert's visual beliefs are justified and perhaps even knowledge. That Robert is 

mistaken about the causal explanation of and reasons for his belief does not necessarily 

mean that he cannot have visual justified belief or knowledge. And, I see no reason to 

think that Robert lacked perceptual knowledge when he was in the grip of the false 

theory. He did know that he was standing in front of a flower; he just couldn't provide a 

true account of his perceptual reasons, even though he is in fact sensitive to these reasons. 

But, suppose that Robert takes his theory too seriously. For whatever reason, now 

that he is forced to give up his theory, he no longer trusts his visual beliefs. He dismisses 

them as annoying if persistent cognitively spontaneous beliefs that are not to be accepted 

'^ [ am here assuming that Robert is in a non-skeptical scenario. 
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at face value." Here, Robert takes the failure of his theory of perception to constitute a 

defeater to all of his visual beliefs. Robert perhaps has been assuming that be can only 

have perceptual knowledge once he knows exactly what constitutes a perceptual reason. 

Now that he has no account of perceptual reasons, he therefore takes himself to lack 

perceptual knowledge and suspends his visual beliefs accordingly. In such a situation, 

even assuming that Robert is in fact causally responding to his perceptual states in a 

perfectly appropriate manner, Robert lacks justified perceptual beliefs. 

I think the same sort of point holds for ethical reasons, the articulation of which I 

see to be one of the primary tasks of constructing an ethical theory in the first place. That 

an agent accepts a false ethical theory and account of ethical reasons does not 

automatically disbar the agent from having ethical knowledge. Rather, if the agent's 

ethical judgements are actually being regulated by whatever happen to be the true ethical 

reasons, this will usually be enough for that agent's beliefs to be justified or even for that 

agent to possess ethical knowledge. 

So, let us return to June, the simplistic Kantian. June believes that the truth-

conditions for moral statements involve whether or not the maxim contained in such 

statements can be universalized. A type of action is right if it can be universalized and 

wrong otherwise. So, when asked whether killing another rational being on a whim is 

wrong, June agrees that it is and then explains that it is because the maxim, "Kill another 

rational being if you feel like it" cannot be universalized. But, let us suppose that 

Recall that one of the upshots from chapter three of the discussion of Harman is that there is a 
presumption in favor of internally consistent sets of cognitively spontaneous beliefs. As long as these 
beliefs do not conflict with one another or with other beliefs, then these beliefs could be justified depending 
on their causal genesis or sustenance. 
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Kantianism is false, and that hedonistic act utilitarianism is true. Does this mean that 

June is not justified in believing, or does not know, that it is wrong to kill other rational 

beings on a whim? 

Suppose that June is sensitive to facts about utility, and that it is these facts that 

are causally responsible for her belief that it is wrong to kill rational beings on a whim. 

She judges it wrong to kill rational beings just because one feels like it on the grounds 

that such actions almost never maximize utility (especially in normal contexts). And, it is 

not absurd that June's belief might be causally sustained in this manner, pain and 

pleasure in ourselves and others are the sorts of things to which we can be causally 

sensitive. So, June is incorrect about her actual reasons for the ethical belief in question. 

Is June justified in her belief despite endorsing a false ethical theory? Does she 

know that it is wrong to kill people on a whim? Again, the answer to these questions 

depends on what would happen should we apprise her of the situation. June might, as 

above, shrug and continue to believe that it is wrong to kill other rational beings just 

because one has the urge to do so. She could now say, "Well, I don't really know why it 

is wrong to kill people on a whim, but it is." This strikes me as the state of most people 

before exposure to philosophical ethics; we have a much better intuitive grasp of what is 

right and wrong than we do of why this is the case. We do have some sense of what 

might count as an ethical reason (or, as seems more likely to me, what cannot count as 

such a reason; borrowing a metaphor from Wittgenstein, we seem to feel the boundary of 

ethical reasons from the outside), but not much more than this. But, this conjecture aside. 
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in the case as described, I think that we have no good reason to deny that June's belief is 

justified or is even an instance of knowledge."" 

On the other hand, June might have so internalized the false Kantian theory that 

she loses all grip on ethics once she is forced to abandon it. Perhaps June plunges into 

ethical skepticism, decrying her old ethical beliefs as mere fantasy, or perhaps she merely 

now treats them as unjustified working hypotheses. Maybe June's commitment to the 

Kantian theory became so strong that the theory itself along with its universalizability test 

actually became the causal sustainers of her other ethical beliefs. In such a case, the loss 

of the ethical theory would indeed strip the justification from all of June's ethical beliefs. 

I do not think that the latter scenario occurs very often in the real world. Usually, 

people are much more confident of judgements about right and wrong than they are about 

ethical theories, and when a theory is falsified (however this is done), this does not make 

us unstire of the data we were trying to systematize and explain by using an ethical 

theory. It is exactly because we take ourselves to know various things about ethics that 

we have an entry into ethical theorizing at all, much the same way that science depends 

on the trust of our senses and cannot ever fully imderwrite this trust (because of epistemic 

circularity). But, the most interesting consequence of the view I am defending here is 

that one can be a committed advocate of a false ethical theory and yet can still have a 

good deal of ethical knowledge as long as one's ethical beliefs are in fact causally 

sensitive to the ethical facts in the right way. 

It is important to remember one of the central lessons of the second chapter an agent's belief can be 
justified or knowledge even if the agent cannot argue in defense of that belief. It is this point, along with 
the claim that causation plays a key role in justification, that ultimately grounds the argument by example 
here. 
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One difficult consequence of the position articulated here is that much ethical 

knowledge may work in a "black box" sort of way. Agents may come to know that 

various sentences express ethical truths without yet knowing exactly what truth is so 

expressed (e.g., whether the truth-conditions of the sentence ""X is wrong" are that X 

would fail to maximize utility or, conversely, that Xcannot be universalized). It is odd to 

claim that most people know that certain sentences are true but yet that they are not quite 

sure about the semantic content of the sentence (although the agent's grasp of ethics as an 

independent field will greatly constrain what proposition the sentence might express). 

On the other hand, I think such things often occur, and perhaps we should not be bothered 

by this result at all. First, I think that many scientific and mathematical truths are often 

believed in this way. For example, I doubt that many people have a good idea about what 

mass is according to our best physical theories (it seems to be part of the job of our 

theories to help make explicit such covert semantic content). Nonetheless, average 

people can know or justifiably believe that the proposition expressed by "E=mc~" is true, 

or that gravity is importantly related to mass, etc. Returning to Smith's platitudes view of 

conceptual analysis, it seems possible to accept various sentences as expressing platitudes 

and to treat them this way without yet fully grasping the exact propositional content of 

the sentence. 

Another form of argument that this consequence is not dire is that this is the 

position in which we should expect to find ourselves should some form of extemalism 

about content or meaning be true. Many philosophers are sympathetic to externalist 
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accounts of meaning.^' If one of the primary determinants of the meaning (including 

truth-conditions) of a word or concept is facts about essential properties, and these facts 

are in no way up to us, then it would be unsiuprising that we can justifiably believe or 

know something and yet not have a full grasp of the content of the proposition. So, if 

Putnam (1975) is correct and water really means H2O (because water is HiO), then when 

ancient Greeks used their word for water, they meant H2O. But, presumably no Greek 

believed that water is composed of two different kinds of atoms, etc., even if this turns 

out to be a conceptual truth and part of the meaning of the Greek word for water. Some 

of the content (including truth-conditions) of sentences when used by the Greeks, on this 

view, was hidden, or at least not grasped by any Greek. But, the general point is that we 

should expect the result that a person can be a competent user of a sentence and yet might 

not fully grasp the meaning of a proposition expressed by the sentence. This is simply a 

consequence of the view that "meanings ain't in the head." 

Conclusion 

We have now assessed the threat to moral knowledge posed by ethical 

disagreement. I have offered two sorts of replies on behalf of the realist: (I) the realist 

can try to explain the problematic features of ethical disagreement while at the same time 

avoiding the GAD, or (2) the realist can deny that there is enough disagreement to worry 

us, at least about some kinds of ethical beliefs, and thus prevent the arguments firom 

getting started in the first place. Of course, nothing prevents the realist from using (1) 

and (2) together, and I suggest that he should. A realist can both deny that there is 

I am not one of these philosophers. The point, though, is that my claims about morality above do fit with 
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enough disagreement to make plausible irrealist explanations of disagreement or the 

GAD and then attempt to explain away the small amount of disagreement in such a way 

as to protect the epistemic status of the realist's own beliefs about ethics. One interesting 

consequence of these arguments is that an agent can have ethical knowledge about what 

to do and yet lack an account of ethical reasons, and further might even have a false 

account of ethical reasons in some cases. 

Bringing this back to topical epistemologies, where does leave us with respect to 

whether we are warranted in the development of moral epistemology? Since I have 

argued that the skeptical challenges that can be mounted by focusing on disagreement can 

be plausibly met, it would seem as though the problem does not provide much incentive 

for future study. This is not to say that there is nothing left to be said, of course. But, 

since the GAD in particular is a perfectly general argument (it does not apply only to 

ethics but to any topic about which there is enough disagreement), our time can perhaps 

be better spent understanding the argument itself rather than how it applies to ethics. 

In the next chapter, we will consider a non-skeptical motivation for the study of 

moral epistemology. I will argue that the moral emotions may be a distinctive 

justification-conferring process of belief formation, viz. that the moral emotions are a 

source of justified beliefs about ethics but not other topics. If this is true, and the moral 

emotions are a source of evidence peculiar to morality, then in order to understand how 

strong, how often, etc., the moral emotions do produce justified beliefs, we will have to 

think hard about moral epistemology (and moral experience as well). 

a leading position in philosophy of language. 
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Chapter 6: The Epistemological Significance of the Moral Emotions 

Introduction 

In this chapter, we will explore whether or not the emotions are relevant to the 

epistemology of ethics and at the same time whether the emotions are a special and 

distinctive justification-conferring process of moral belief formation (DJCP) which could 

motivate the study of moral epistemology. In the first chapter, I argued that the study of 

moral epistemology is in need of some justification. So far I have shown that, despite 

appearances to the contrary, ethics is not prone to any distinctive or special forms of 

skepticism (at least that I have seen) which would warrant the study of a specialized, 

topical moral epistemology. The skeptical arguments presented by Sinnott-Armstrong 

and Harman are both instances of epistemological problems that require perfectly general 

rather than domain-specific answers. In contrast, ethical disagreement is not a serious 

problem as it is plausible that there is not enough ethical disagreement to justify a 

skeptical attitude towards our own beliefs about ethics. 

Aside fi-om the use of skeptical arguments to justify the study of moral 

epistemology, I also claimed that we might also be well-advised to piu^ue a topical 

epistemology if it allows us to best consider and evaluate a potential new JCP, especially 

if this JCP is apparently unique to our knowledge of a particular topic (and hence a 

DJCP). The issue of this chapter is whether and when emotional reactions are relevant to 

the production of justified beliefs about morality, and the extent to which answers to 

these questions justify the study of moral epistemology at this time. 
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In this work, I have remained largely neutral between competing theories of 

justification. Some of the things I will say in this chapter will assume something like 

either a reliabilist or prima facie foundationalist account of justification. I will attempt to 

make plausible the view that our moral emotions may be reliable indicators of moral 

facts, and thus that beliefs that are the result of a moral emotional reaction are justified. 

According to many theories of justification (especially some internalist theories), this 

would not be enough to show that an inference from the presence of a moral emotion to 

an explicit consciously accessible belief about moral facts is a JCP. Thus, a coherentist 

might object that the person making such inferences must also accept that the moral 

emotions are a reliable indicator of moral truth before the inferred belief is justified 

(because only then will enough positive coherence be achieved). What I will say below 

will be consistent with such theories treating the moral emotions as a source of evidence 

about morality; it is just that some theorists will think that much more must be added 

before we can claim that the moral emotions are a JCP. Further, some theories of 

justification (reliabilism and some prima facie foundationalist theories) could take what I 

say here to show that beliefs about morality that are a product of moral emotional 

reactions are justified. If the moral emotions are a reliable cognitive process which 

results in the formation of moral beliefs, then these moral beliefs are justified according 

to reliabilism (barring internal defeat, etc.). On the other hand, it could be that some of 

the correct prima facie rules of justification permit the use of the moral emotions as a 

source of evidence about morality. This might be the case, to take one example, because 

human internal conceptual/epistemic norms sanction such inferences, as per the general 
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view developed by Pollock and Cruz (1999, 154-58). For the purposes at hand, the 

assumption of the correctness of either reliabilism or a prima facie foundations theory 

will simplify the discussion. Thus, I think it appropriate to make such an assumption for 

present purposes. 

Certain topical epistemologies call for our attention because it seems that we 

require different prima facie principles of justification than those employed in other 

domains to explain how we have justified beliefs about that topic (assuming some of our 

beliefs about that topic are justified). For example, our beliefs about the external world 

are largely a product of perception. If we did not have the ability to perceive (i.e., if we 

didn't have any senses), then a good portion or perhaps all of the external world would 

remain epistemically inaccessible to us. If we have justified beliefs about the external 

world, and especially in the existence of contingent rather than necessary objects, it is 

because the senses are a JCP. Alternatively, recalling our definition of JCPs, we could 

say that if we have justified beliefs about the external world, then this is because we have 

principles of prima yac/e justification that sanction the use of perception as a source of 

beliefs in certain circumstances.' 

Other sorts of prima facie principles of justification are needed for more general 

reasons. Memory, for example, is involved in important ways in (conscious) reasoning. 

As Pollock and Cruz (1999,46-55) argue, memory is crucial within arguments, as we 

must keep track of what has come before in arguments which cannot be fully stored in 

' Note that we might also treat perception as resulting in prima_/ac/e justified beliefs in all conte.xts and 
then attempt to employ internal defeat to handle all cases where it is intuitive that the circimistances mean 
that our beliefs are unjustified. 



188 

occurrent (conscious) memory. Recently, some (e.g., Burge (1993), Coady (1992), and 

Owens (2000, 163-76)) have argued that we should also adopt certain prima facie 

principles of justification concerning testimony and hence treat testimony as a JCP that 

cannot be reduced to other more fundamental JCPs. 

Following these analogies, it could be that we need to add special prima facie 

justification principles that concern the formation of moral beliefs. If our epistemic 

access to moral facts cannot fully be accounted for by reference to JCPs which are 

important for epistemic access to other sorts of facts {viz., if to explain how moral beliefs 

are justified we cannot make do with only the prima facie principles and JCPs that we 

employ to account for our justified beliefs about other topics), then we should consider 

and search for other plausible principles of prima _/ac/e justification and correlated JCPs. 

I do not wish to assert that we cannot explain whether and how moral beliefs are justified 

without relying on a new JCP and associated prima facie principles of justification. But, 

if we did require a new JCP to explain how our beliefs about morality are justified, then 

this would give us a good reason to study moral epistemology. Since the JCP under 

consideration is special to the formation of moral beliefs, then to understand the scope, 

limits, and defeat conditions of this JCP, we would have to study and think about the 

epistemic standing of our moral beliefs very carefully. This is just to engage in moral 

epistemology. 

On one extreme, we can always try to postulate a new and specialized sense 

which is putatively a JCP about morality. Thus, we might explore the costs and benefits 

of postulating a weird "third eye" which gives us access to the facts of morality. A more 
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moderate response is to consider mechanisms in human beings which might plausibly 

have something to do with morality and which give some initial hope of explaining 

whether and how our moral beliefs are justified but which are not employed to account 

for our beliefs about other topics. Fortunately, there is at least one plausible candidate 

here, the emotions. The emotions, more specifically the moral emotions, are well-suited 

to play the role of a JCP for at least two reasons. First, emotional reactions are direct 

responses to the world in many cases, much as perception is a response to the world. 

Perceptual inputs themselves trigger many emotional responses; we do not normally need 

to reflect on what we have experienced in order to have an emotional reaction to it." The 

important point is that the emotions seem to be responses to things in the world, and 

some emotional responses might plausibly be taken to be responses to moral features of 

the world (as I will argue below). Second, we expect emotional responses to remain 

fairly constant within a person.^ In particular, we expect that a given individual will 

usually have roughly the same emotional reactions in roughly the same circumstances 

(the circumstances might need to include facts about the person with the emotions, e.g., 

that the person is not suffering from a bout of depression which might interfere with this 

person's other emotions). Of course people change, and their emotional reactions change 

with them. But, given a person with a relatively stable character and view of the world, 

we expect similar circumstances to illicit similar emotional responses. This suggests that 

^ This is in no way to deny that some emotional reactions are delayed and require reflection. But. in these 
cases, what we reflect upon is our experiences. Upon arriving at a new interpretation of our e.xperiences, 
the emotional reaction is cognitively spontaneous. In any event, many of our emotional responses are 
plausibly understood as being direct reactions to the world itself. 

I will make the point below that emotional reactions are also relatively constant and predictable across 
cultures and times as well. 
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the emotions are hardly a random or disorganized way of responding to the world, a 

concern that might undermine the value of the emotions as a source of evidence about 

morality. 

The Moral Emotions as a Source of Evidence about IVIoral Facts 

I will now do my best to make a plausible prima facie case for treating the 

emotions, in particular the moral emotions, as a source of evidence about morality. Let 

us begin by distinguishing moral and nonmoral emotions. This distinction will be 

initially helpful because it is very plausible that some moral emotions are a source of 

information about morality but less obvious that nonmoral emotions have a role to play in 

moral epistemology. Some examples of moral emotions include guilt, shame, 

resentment, forgiveness, and perhaps certain kinds of distinctively moral joy or pride."' In 

contrast, fear, anger, sadness, joy, etc., are nonmoral emotions. These lists are not meant 

to suggest that anger (for example) is not closely related to the moral emotion of 

resentment. Moral resentment might even be a special type of anger. But, we feel anger 

in all sorts of nommoral situations. For example, people do become angry with inanimate 

objects ("this <expletive> computer is going to pay"), or because they have hit 

themselves with a hammer. In neither case would this anger be a reflection of anything 

moral about these objects or events. Thus, by focusing on the specifically moral 

emotions, we can ignore some of these complications. 

* Oddly enough, we seem to have very few specific English words for positive moral emotional reactions. I 
will do the best I can in light of this fact. 
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Aside from such laundry lists, what are the moral sentiments or emotions in 

contrast with the nonmoral emotions? Rawls (1971,420-29) characterizes the moral 

emotions as those that are properly (causally?) explained by an agent with those emotions 

as relating to moral propositions/ Guilt, for example, is an emotional state that an agent 

explains as resulting from the moral wrongness of his actions. Shame is an emotional 

state explained by the badness of one's character or a morally important limitation of 

one's abilities or resources. Moral resentment or indignation, on the other hand, is 

characterized by an agent's willingness to explain their emotional response as resulting 

from the wrongness of another person's actions. In contrast, the nonmoral emotions are 

those emotions which an agent will explain in virme of nonmoral feamres of a situation. 

Thus, fear might be explained by the agent as a response to the dangerousness of a 

situation, where dangerousness is not a morally-loaded term. 

Rawls has little more to say about the proper characterization of the moral 

emotions. One hypothesis that I find attractive is that sometimes the phenomenology and 

physiological components of an emotional experience lead to us to seek an explanation of 

the emotion in terms of moral properties. Even if moral emotions are in no way identical 

to their phenomenology and physiological effects, these factors might be important clues 

for the kind of explanation we should give of a token-emotional response (e.g., they 

might be contingent marks of what kind of emotion we are feeling). We do, for example, 

remember how certain sorts of emotions tend to feel, and are at least passably good (if in 

^ Note that this understanding of the moral emotions is not universal. Gibbard (1990, 126), for e.xample. 
attempts to explain moral judgements on the basis of emotions (including "moral" emotions) rather than the 
other way around. 
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no way perfect) at identifying our emotions on the basis of their characteristic feels and 

physiological effects. The phenomenology and physiological effects of an emotion can 

serve as defeasible inductive evidence that we are experiencing an emotion of type A 

rather than of type B. Thus, for example, if I find myself with a peculiar sort of feeling, a 

lump in my throat, a sort of queasiness, I might infer that the emotion is likely one of 

guilt. This in turn could cause me to seek an explanation of the emotion in terms of 

moral properties. This idea should help clarify some of the examples and arguments that 

follow. The critical point is that we might be able to identify an emotion as a moral 

emotion prior to having an actual explanation of the emotion as a response to moral 

facts.® This is consistent with Rawls' view, because even if the moral emotions are 

conceptually to be identified with their explanation, this does not mean that we always 

must antecedently have a specific explanation of a moral emotion before we can 

recognize that it is a moral emotion. The identification of something as a moral emotion 

itself can lead us to seek certain explanations which in the end underwrite our initial 

identification. This said, we will return to Rawls' view of the moral emotions briefly 

below. 

Let us begin by thinking about some examples where it is at least plausible that 

the moral emotions are evidence for moral propositions. Guilt and resentment are both 

clear examples of emotions that seem to bear some moral significance. Consider a Nazi 

^ This does not conflict with the view that the emotions might in the end be complexes of belief. It could 
be that that the phenomenology and physiological effects associated with an emotion help us identify the 
contents of the beliefs that constitute the emotion. Not all beliefs are introspectively accessible, after all, 
and this must be true if a belief model of the emotions is correct given that a person can e.xperience an 
emotion and yet consciously deny the existence of the sort of belief which the belief model would 
postulate. 
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soldier, Franz, who has been ordered to execute an innocent civilian to suppress local 

partisan activity. As Franz prepares to shoot the innocent civilian, he might begin to feel 

a special sort of "moral anxiety" about the action he is about to perform. Something 

about it makes him morally uncomfortable. But, we may suppose that he overcomes this 

anxiety and shoots the civilian anyway. In coming days, we would not be surprised to 

leam that Franz finds himself feeling increasingly guilty about his actions. It is plausible 

that his guilt is a reflection of his sense of the wrongness of the action. 

Rawls (1971,422) presents several compact examples along these lines. He 

points out that a person might feel guilty because he has taken more than his fair share of 

resources. A person, for example, might have eaten more than his allotted share of food 

during a famine. That the person feels guilty could be an indication that be has consumed 

more than is morally fair and appropriate given the circumstances. A person might also 

feel ashamed if he has behaved in a cowardly way, for example, by not speaking out at an 

injustice. There seem to be all sorts of examples involving guilt and shame that might 

suggest that some moral emotions are relevant to the understanding of the moral 

significance of our own actions. 

Moral resentment (and presumably other moral emotions as well), as described by 

Strawson (1962), is a deep and essential part of human moral practice. If a person who 

we take to be a moral agent behaves in certain ways, we resent their actions. This 

resentment itself might be taken as evidence that the person's actions are morally 

impermissible (or even for the fact that the person is a moral agent). Suppose that, as per 

an example above, that a person takes more than their allotted and fair share of important 
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resources. Upon being apprised of this fact, many people would feel a sort of moral 

resentment towards this other person or their actions. Our resentment of the person who 

has taken more than their fair share of important resources could be evidence that taking 

more than one's fair share of important resources is morally wrong. And, as Strawson 

argues, in those cases where we suspend our moral reactive attitudes, e.g., of moral 

resentment, it is because there is something about the situation that makes us describe it 

from a nonmoral perspective that undermines the reactive attitudes themselves. We 

objectify the person and explain their actions in a manner that strips away the moral 

significance of the actions, offering an explanation in terms of that person's upbringing, 

pathologies, etc. I take Strawson's deeper point to be that our moral reactive attitudes 

(resentment, forgiveness, guilt, etc.) are essential to our appreciation of and reactions to 

moral agency. If we did not have these attitudes and take them to be appropriate, we 

would not make moral judgements either, at least in part because having certain 

emotional responses is constituative of viewing each other as moral agents and therefore 

investing each other and our actions with moral significance. It is only the actions of 

moral agents that bear direct moral significance and assessment.^ And, it is in just those 

cases when we do not make moral judgements about people that our moral reactive 

attitudes are simply suspended or we think that they should be suspended.^ 

I do not wish to deny that nonmoral events, such as a rock rolling down a hill by itself, might have some 
sort of moral significance; perhaps the death of a loved one, even if caused by a freak roiling boulder, is a 
sort of moral harm. But, we would not ascribe any moral responsibility to the boulder or its behaviors. 
^ The qualification at the end of the sentence is meant to make room for the fact that there are 
circimistances in which we have emotional responses which we ourselves deem to be inappropnate. We 
sometimes discount the relevance of our emotional responses. 
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There are several possible reactions to and understandings of the significance of 

these sorts of examples and arguments. The strongest interpretation is to claim that the 

emotions are themselves a source of prima facie evidence about specific tokens of moral 

rightoess/wrongness and virtuousness/viciousness or about slightly more general 

descriptions of these tokens. I propose to focus on this strong interpretation because it is 

epistemologically interesting. Franz's emotional responses are themselves potentially a 

source of evidence about the moral permissibility of actions on specific occasions. If, for 

example, Franz were to feel guilty about having shot an innocent civilian but not for 

shooting an enemy soldier in the heat of battle, this might serve as evidence that it really 

was morally permissible to shoot the enemy soldier but morally impermissible to shoot 

an innocent civilian. Franz's experienced guilt might even defeat the (epistemic) 

justification for explicit beliefs that he holds about morality, if, for example, Franz 

consciously accepts Nazi rhetoric that states that it is permissible to execute innocent 

civilians for various reasons. Belief in these specific moral propositions justified on the 

basis of an emotional reaction or the emotional reactions themselves could also serve as 

evidence for more general claims, for example that it is always or usually impermissible 

to shoot innocent civilians. We could put this thesis, let's call it the "Strong Thesis," as 

follows: 

(Strong Thesis) The moral emotional reactions of (normal adult?) people are a 
source of evidence about the facts of morality.' 

' Note that the Strong Thesis does not claim that the emotions are the only or an indefeasible source of 
justified moral beliefs. We will e.xpIore some of these complications below. 
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If the Strong Thesis is true, then the emotions would constitute a special sort of evidence 

about morality. We might even suspect, following Strawson, that if we did not have 

moral emotional reactions, then we would not understand the moral significance of one 

another or actions that causally impact other people. 

Aside from an appeal to examples, what can be said in favor of the Strong Thesis? 

Here it is useful to compare the moral emotions to reasoning. Some of our reasoning 

procedures are innate. Human beings are simply bom just being able to perform certain 

kinds of inferences, perhaps such as modus ponens (which specific inferences we can 

perform is relatively unimportant for present purposes). What is important is that if we 

did not have such basic inferential procedures, we could never acquire any inferential 

procedures at all.'° Nonetheless, we do learn to make complicated inferences, especially 

if we receive specialized sorts of education, as in science, mathematics, and philosophy. 

I doubt, though, that we could ever leam how to make new kinds of inferences if we did 

not already have the ability to make inferences of some sort. Indeed, it seems reasonable 

to believe that inferences that we leam to make are usually in some sense "built" out of 

our more basic inferential procedures. A use&l analogy here is that of a computer. 

Much as computers are built so as to be able to make certain kinds of simple inferential 

transitions (e.g., addition) in virtue of their physical architecture but can then be 

programmed to manipulate numbers in a much more complex way, if we did not have 

basic and native inferential capacities, we would not be able to leam how to make new 

This relates to Carroll (1895), who argues that rules of inference in an argument cannot be captured by 
the addition of premises to the argument alone. Rules of inference play a special role in arguments. 
Likewise, native inferential procedures play a deep and special role in human cognition. 
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kinds of inferences. That we can leam how to make certain kinds of inferences (which 

we obviously can) does not mean that we can avoid relying upon our native inferential 

abilities. 

Indeed, it is these native inferential abilities that underwrite the epistemic 

goodness of badness of all of our learned inference procedures. If, for example, we are 

the type of creature whose native abilities are largely fallacious, e.g., if we are "wired" so 

that we affirm the consequent to infer the truth of the antecedent of a conditional, then 

any more complex rules that rely at some point on this sort of transition will be fallacious 

rules of inference. I think we must take on faith (i.e., without argument) that our basic 

inferential procedures are good ones, although this is not the time to argue for this 

point." Even if I am correct, this need not mean that we should always ignore empirical 

research, such as that of Kahneman and Tversky (1982), that might lead us to doubt the 

correcmess of a specific native reasoning rule or ability. But, there are strong limits to 

how many of our basic inferential practices we can doubt. At some point, the empirical 

research we use to cast doubt on our basic inferential procedures should cast the 

empirical research itself into doubt. This is because empirical data are not self-

interpreting, and any theoretical inference fi-om data will require the use of rules of 

inferences of some sort, and these rules will ultimately be related to our native reasoning 

abilities. Using theory to undermine our inferential abilities wholesale is at least a bit like 

trying to rely on the senses to show that the senses are unreliable guides to the world; 

" The basic problem is that any sustained attempt to provide a satisfactory argument that some particular 
set of inferential rules is epistemically good will eventually become epistemically circular. This is because 
arguments themselves require the use of inference rules, [f our inferential abilities depend on a few native 
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such theories become epistemically self-undermining if they must tacitly rely on 

whatever it is they are attempting to demonstrate is epistemically unjustified or 

fallacious. 

The relevance of this is that there is something to the idea that the moral emotions 

play the same sort of role underpinning morality as native inferential practices play in 

underlying all further thinking about inference. The moral emotions are one of our basic 

entries into morality, much as our native inferential procedures are essential to all of our 

theorizing, including our theorizing about good and bad inferences themselves. Even if 

this claim is a bit weaker than the Strong Thesis, it is nonetheless very interesting.'" 

Strawson argues that emotional reactions are inextricably bound up with seeing each 

other and our actions as having moral significance. While it is reasonable to maintain 

that, for example, the moral emotions of normal adult human beings are usually more 

refined and perhaps even more reliable guides to moral truth than those of young 

children, nonetheless, if we did not have native moral emotional responses to each other 

or to actions as children, we would have no ability to understand the moral significance 

of one another or our actions.'^ One way of putting the point is that if our native moral 

emotions were a wholly unreliable guide to the facts of morality, then all of our attempts 

to understand the facts of morality would be doomed firom the start (or at least severely 

inference rules, then any attempt to assess these rules by way of argument will quickly start depending on 
the e.xact native inferential rules in question. 

It is important that I am not here endorsing any form of noncogm'tivism or sentimentalism. For an 
interesting general critique of more recent sentimentalist theories, see D'Arms and Jacobson (2000). The 
issue of interest to us at present, though, is independent of sentimentalism; taking the moral emotions to be 
a source of evidence about morality does not require us to endorse any form of sentimentalism. 

In the next section I will discuss the extent to which upbringing and the training of the emotions are 
relevant to the Strong Thesis. 
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hampered), much as the fallaciousness of all of our native inferential procedures would 

undermine all theorizing generally, including theorizing about inferences themselves. 

We begin thinking about morality in part because we have moral emotions; the emotions 

allow us to understand and treat each other as moral agents. As Gibbard (1990, 126-150, 

253-271) argues, while we may be able to step back to evaluate our naive emotional 

reactions, nonetheless these reactions could provide some of our basic data about 

morality.''* As theorists, we can always manipulate and revise the data to some extent. 

But, it may be that our emotions, and specifically our moral emotions, constitute an 

important part of our data about the facts of morality which we use to bootstrap our way 

to epistemically justified beliefs about morality, even if, as per a doubter of the Strong 

Thesis, the moral emotions are not a robust source of justified moral beliefs.'^ 

There is also some interesting empirical evidence that the emotions are central to 

our appreciation of each other as morally significant and to feeling the practical import of 

moral reasons. Shaun Nichols (2002; forthcoming), for example, argues that in order to 

account for empirical data concerning autistics and some kinds of psychopaths, we 

should postulate the existence of an affective/cognitive module. Studies of autistic 

children are important insofar as they reveal that autistics who have significant 

impairment in their abilities to attnbute mental states to other people nonetheless seem to 

recognize and behave on the basis of moral reasons and to distinguish moral reasons from 

practical reasons that have their source in convention (e.g., etiquette). On the other hand, 

''' Note that Gibbard would not treat the issue this way; instead of treating the emotions as evidence about 
morality, his noncognitivist view is that morality is somehow constituted by our emotional and other 
affective responses. 

I will have a bit more to say about this in sections below. 
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some sociopaths apparently have little to no impairment in attributions of mental states to 

others but fail at distinguishing moral from nonmoral reasons, treating the practical 

reason-giving force of morality as being rooted in convention.'^ 

Nichols argues that this demonstrates that we caimot account for the above data 

about our grasp and concern for morality solely in terms of mindreading abilities (i.e., our 

ability to attribute and predict the mental states of others). Given the limits of 

mindreading accounts of morality, Nichols (2002, 232-35; forthcoming, 35-37) postulates 

the existence of a special mental affective mechanism, which, when functioning properly, 

is activated upon distress or harm attributions to other people to produce an affective 

response to the distress.'^ This affective response itself encodes a sort of sensitivity to 

moral reasons because it is a direct response to the distress of others. On the basis of 

these findings, there is some reason to think that, as with Strawson, certain kinds of 

emotional responses (perhaps rooted in a special cognitive module) are essential to an 

agent's grasp of the moral significance of the distress of other people. On Nichols' 

account, a "broken" affective mechanism is partly responsible for sociopaths' lack of 

comprehension of moral as opposed to conventional rules because sociopaths lack an 

affective mechanism which allows them to understand the moral significance of the 

distress of other people. 

See Blair (199S) for data which lends credence to the view that psychopaths do not distinguish moral and 
conventional reasons as do normal adults. Primarily, Blair discovered that psychopaths tend to explain the 
normative force of all sorts of rules as rooted in convention, while normal adults (Blair studied non-
psychopathic criminals as a control) explain the wrongness of moral actions in terms of the harm it causes 
other people. 

Note that Nichols thinks that it is plausible that autistics have a good enough grasp of simple folk 
psychological concepts to allow them to attribute distress to others. 
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Finally, there are two related fairly direct arguments in favor of treating the moral 

emotions as a source of evidence about morality. The first is that our moral emotions do 

seem to be fairly well coordinated with our moral intuitions. For most people, there is a 

fairly high degree of consistency between moral emotional reactions and inmitions about 

what is morally permissible or impermissible. For example, we tend to feel guilt and 

moral resentment towards those things which we find intuitively morally wrong, and to 

feel a sort of moral joy (praise?) for those who do the morally right things, especially in 

difficult circumstances. I do not wish to assert that there is anything like a perfect 

consistency here, even for well-adjusted and reflective people. But, there is a fairly good 

pairing between moral emotional reactions and certain core sorts of moral intuitions, 

especially those regarding the killing of other people, theft, violence, etc. 

This argument on its own is not very impressive. One could easily claim that the 

moral emotions are merely a reflection of our moral intuitions, and thus that the emotions 

do not play an evidential role in morality as moral intuitions carry the primary epistemic 

weight. But, these views are made less attractive when we consider the second related 

argument, namely that when oiu: moral emotions and intuitions diverge, this usually calls 

for further thought rather than the immediate rejection of the moral emotional reaction as 

erroneous or inappropriate. When we reflect and think about cases where our moral 

emotions diverge fi-om moral intuitions, for example, if we feel guilty about doing 

something we do not consciously believe or intuit to be wrong, sometimes we decide that 

it is our moral intuitions that are in error on the basis of the emotional response. A 

dissonance benveen our moral emotions and our beliefs about morality leads us to 
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consider the both the correctness of some moral beliefs and the appropriateness of the 

moral emotion carefully. Such a dissonance occurs because moral beliefs have 

consequences for the sorts of conditions under which it is appropriate to feel various 

moral emotions. Thus, the belief that it is not wrong to kill somebody on a given 

occasion has some bearing on the issue about whether it is appropriate to feel guilty about 

the killing.'® If we find ourselves having a moral emotional reaction that we believe to be 

misguided on the basis of consciously held beliefs about morality, we experience a sort of 

cognitive/emotional dissonance that can be resolved by accepting that the emotion is 

inappropriate or by rejecting the beliefs that lead us to think that the emotion is 

inappropriate. 

What is critical is that sometimes we reject the moral beliefs or intuitions as 

mistaken while maintaining that our moral emotional reaction is appropriate after all. 

Franz the Nazi could reason in this way. He might, after thinking hard about how best to 

resolve the dissonance between his guilt and his belief that shooting civilians is 

permissible, come to the conclusion that he accepted false Nazi moral principles. He 

might do this, for example, because it seems that the smallest change to his doxastic and 

emotional systems taken together in the face of the dissonance is to give up the moral 

belief rather than see his own guilt as being inappropriate. Perhaps the unexpected guilt 

reaction itself brings to light a previously hidden contradiction or tension between the 

"Nazi moral" beliefs and other more standard moral beliefs which is apparent only upon 

" This is not to deny that there might be certain sorts of "dirty hands" cases where a person may do the 
morally correct thing and yet should still feel guilty about it See, for example, Stocker (1990,9-84). But, 
such situations are presumably relatively uncommon. 
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the further inspection caused by the cognitive/emotional tension. The moral emotions 

also seem to be a way of detecting rationalizations of our own behavior. We do 

sometimes rationalize oiu- actions, finding moral reasons for action that were not really 

there in order to save our self-esteem, etc. When our moral emotional reactions come 

into conflict with our moral beliefs, this can lead us to reject the moral beliefs as being 

rationalizations of our actions. Most minimally, our moral emotional responses can act 

as a tie-breaker when we find ourselves attracted to inconsistent beliefs about morality. 

We do seek an odd sort of agreement between our moral beliefs and our moral emotions, 

even if our moral emotions are not exclusively representational states and hence are not 

literally true or false. And, sometimes the rationally best way to reach such agreement is 

by altering our moral beliefs rather than our moral emotions. 

There are of course other situations in which we come to the view that our moral 

emotional reactions are inappropriate. But cases where we do think that our emotional 

reactions should result in the change of a moral belief are what are of most importance 

here. That we sometimes favor our moral emotional reactions over our moral beliefs or 

intuitions supports the claim that we take the moral emotions to be evidence about 

morality, and as sometimes capable of undermining the justification of conscious moral 

beliefs we hold." The mere fact that we consider resolving a cognitive/emotional 

dissonance by rejecting a belief or intuition demonstrates that we do invest our moral 

emotions with some sort of epistemological significance. Conflicts between our moral 

I use the qualifier "conscious" here because some according to some accounts the emotions are simply 
complexes of belief. Putting my claim into such a framework, sometimes tacit or unconscious moral 
beliefs partly constituative of moral emotional reactions seem more correct and reliable to us than our 
explicitly conscious beliefs about morality. 
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emotions and moral beliefs are not always resolved in favor of the beliefs, and nor do we 

intuitively think that they should be. Sometimes we take our moral feelings to be better 

indicators of the moral truth than our (conscious) beliefs. That we must think about how 

to resolve such tensions within ourselves indicates that we do accord some prima facie 

epistemological weight to the moral emotions. 

One difficulty with the cluster of arguments above is whether we can define the 

moral emotions in such a way that does not require that the agent who has such emotions 

to invest his own responses with moral content. Recall that Rawls distinguished moral 

and nonmoral emotions on the basis of the kind of explanation that an agent himself 

would give of his emotional responses. One consequence of this view is that young 

children may be incapable of feeling moral emotions. If children do not have mastery of 

moral concepts, then they presumably caimot explain any of their emotional reactions as 

responses to the moral feaaires of people or their actions. Note that Rawls seems to think 

that children can feel something like proto-moral emotions to the extent which they trust 

and respect authorities. Even if a child cannot explain that he feels a certain way because 

his action was morally wrong, children can appeal to what an authority figure (such as a 

parent) has said, and might feel a sort of authority guilt - guilt for behaving in a way that 

will disappoint the authority. In such cases, the child effectively borrows the authority's 

grasp of morality even if they cannot use the concepts themselves. 

In light of this problem, to save the Strong Thesis we could claim that while basic 

competence with moral concepts is essential to feeling moral emotions, it is the moral 

emotions themselves that teach us how to concretely apply our moral concepts. It is one 
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thing to have a rough grasp of a concept and its conditions of application, another to have 

applied the concept and have a store of beliefs about which things fall under that 

concept.For example, one might know that it is a necessary truth that bachelors are 

unmarried, but not believe anything about whether or not there are bachelors in the world 

or whether specific individuals are bachelors. Similarly, one might know enough 

conceptual truths about moral concepts to count as possessing the concepts without yet 

believing anything about how moral properties are distributed in the world, especially, as 

I think probable, if empirical facts are deeply relevant to morality.'' Further, this grasp of 

moral concepts might itself license the use of moral emotions to form judgements about 

morality." The moral emotions, as mediated through our basic grasp of moral concepts, 

could serve as a bridge firom abstract conceptual truths to instantiated properties in the 

world itself. For example, it is a necessary truth that murder is morally wrong. 

ICnowledge of this proposition does not tell us whether a given action is murder or not, 

though. It could be an emotional reaction which we can describe as guilt by employing 

our moral concepts which serves as evidence that we have committed murder rather than 

a morally justified killing. Our moral emotions could be an important part of the way we 

apply moral concepts in a cognitively spontaneous fashion. 

This claim is in tension with something I claimed earlier in this work, namely that we leam to use moral 
concepts in part by acquiring a large number of empirically mediated beliefs about the distribution of moral 
properties in the world. But, smoothing over this problem is not that important for present purposes. 
'' Some might object to my formulation of this point Concepts might be more like know-hows than know-
thats. But, I am dubious about the utility of this distinction. The very same functional dispositions that 
underwrite certain kinds of know-hows could, and I think do, underwrite know-that's, and vice versa. But, 
my claim could easily be recast into know-how talk. 
~ Competence with a concept might require not only a grasp of truth-conditions but also the epistemic 
conditions for the apph'cation of that concept. See Pollock and Cruz (1999, 122-151), for a well-developed 
view of this sort. 



Taken together, these sorts of examples and considerations do make credible the 

claim that the moral emotions are an important source of evidence about morality. There 

is something to the idea that the moral emotions serve as a source of evidence about 

moral facts, at least for relatively average adult human beings. In the next section, we 

will explore the relevance of emotional training to the Strong Thesis. 

Emotional Training and the Strong Thesis 

One of the most salient objections to the Strong Thesis concerns the impact of 

training and upbringing on the moral emotions. Our dispositions to respond to the world 

with emotional reactions are flexible. Some of the clearest evidence that training and 

upbringing matter to when and the degree to which we feel emotions (including the moral 

emotions) comes from commonsense views of the origins of various pathologies in 

people who have been abused or mistreated. We expect that people who have been 

abused as children are at least likely to develop certain kinds of emotional pathologies 

(e.g., strange phobias or paranoias, among many other candidates). A person might be 

extremely mistrustful of other people generally because they were so badly treated by 

their parents; this is a commonplace and plausible explanation of some sorts of emotional 

pathologies. But it is not only in the case of pathology that we think upbringing 

influences our dispositions to respond emotionally. Average children receive a great deal 

of emotional training at the hands of their parents (and fnends, teachers, etc.). Parents 

work hard to teach their children when it is appropriate to feel all emotions, the moral 

emotions included. A parent might work to convince/train a child that they should or 
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should not feel shame about various things, e.g., "Don't feel shame that you took second 

place in the swim meet; you did your best and I - the parent - am not in any way 

disappointed, and nor does your performance indicate any lack of talent or ability that is 

shameful." If parents succeed, then their children grow up to be caring and sympathetic 

rather than indifferent and callous people. 

Apart from training, experience itself seems to influence our emotional responses. 

Simple exposiu-e to some kinds of people on a regular basis may result in the alteration of 

our emotional responses apart from any explicit emotional training. If one finds oneself 

with a group of conniving people who are always on the lookout for another mark, 

experiences with these people might result in a general anxiety about social interaction. 

Exposure to people who constantly feel guilty about some kinds of things might lead us 

to begin feeling guilty about these same things in our own lives even if they are in no way 

attempting to teach us when to feel guilty. We do adjust ourselves to how other people 

behave and what they seem to expect of us, emotional reactions included.'^ Given such 

adjustment, a great deal of contact with some kinds of people could profoundly influence 

our moral emotional reactions. 

Examples concerning the influence of training, experience, etc., on the 

development of the emotions and specifically moral emotions are so commonplace that I 

think we can forgo further examples. The issue of interest for current purposes is 

^This mutual adjustment can be seen as part of the matching of moral reactive attitudes among people. See 
Gibbard (1990, 132-140), for a nice discussion of the how the emotions (presumably including the moral 
emotions) seem to occur in matched pairs; moral resentment and guilt, for example, seem to be such a pair. 
An action which warrants the moral resentment of others usually warrants the guilt of the one who 
performed the action. In order for the moral emotions to do their job, human beings may have an innate 
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whether the fact that our emotions are subject to training undermines the Strong Thesis. 

The Strong Thesis claims that the moral emotional reactions of (normal adult?) people 

are a source of evidence about the facts of morality. But if the moral emotions are often 

influenced by training and experience, especially by the time one is an adult, we may be 

concerned that only the moral emotions of people who have received an uncommon and 

extremely specific form of training are a soiu"ce of evidence about morality. Let us begin 

with a slightly weaker claim (though consistent with these doubts) and see where it takes 

us. I will call it the 'Training Thesis": 

(Training Thesis) The moral emotions are a source of evidence about morality 
only if that person has had the correct sort of training, experiences, etc. 

First, notice that the Training Thesis on its own does not entail the falsity of the Strong 

Thesis. If the conditions on training and experience that must obtain for a human being's 

moral emotions to count as evidence about moral facts are very loose and allow a fair 

amount of leeway, then it could turn out that the Strong Thesis is true for most living 

human beings. The parenthetical qualifiers "normal adult" in the statement of the Strong 

Thesis is intended to make room for this sort of possibility. First, we should exclude 

adults with readily identifiable pathologies of certain sorts firom consideration. Such 

people often have a host of epistemological and interpretative problems that undermine 

the link between of their moral emotions and moral facts. Second, it is fairly obvious that 

certain kinds of abuse or trauma or a dehumanizing sort of emotional training can disrupt 

and derail our more common moral emotional responses. But, these kinds of trauma or 

tendency to make adjustments so that our moral emotions are better matched. This seems to be an 
important part of being a healthy and fully socialized person. 
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abuse might be fairly uncommon, and might result in "abnormal" adults. It could be that 

only extreme or prolonged exposure to violence is enough to reliably impact the moral 

emotions in such a way that they become poor guides to moral truth. We do not expect, 

for example, that a few painful but othenvise relatively harmless blows from a parent as 

punishment automatically result in emotional problems for the child beaten, even if 

administered with a strap. If true, this would allow that even children who were spanked 

or bit with a belt a few times might usually have moral emotional responses that are a 

good guide to moral facts. On the other hand, routine or severe beatings probably have a 

much more lasting effect on the moral emotions. As it happens, though, at least in the 

United States, most children are not subjected to routine or severe beatings, even if they 

have parents who are far from ideal. If the kinds of training or experiences which 

jeopardize the link between moral emotions and moral facts are or were not undergone by 

most normal adults, then the Strong Thesis would be seciure. 

One sort of evidence in favor of this optimistic interpretation of the Training 

Thesis {viz. an interpretation consistent with the Strong Thesis) is that despite the large 

variation in the details in the raising of children, by the time most people reach adulthood 

there is often a fairly high degree of convergence in at least basic moral emotional 

reactions. The raising of two children is never exactly alike, even if the children are 

raised by the same parents. Nonetheless, we are fairly good at understanding, 

interpreting, and predicting the moral emotional reactions of people, even those we do 

not know very well, despite these differences in training and experience. This is part and 

parcel of the general emotional predictability of persons which is essential to our folk 
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psychological explanations and predictions of certain sorts of behaviors. If there were 

not enough stability and convergence of adult moral and nonmoral emotions, we would 

not employ emotions as such a core part of our folk psychology. Indeed, it is partly 

because we are very successful at attributing, explaining, predicting, and even 

manipulating each others' emotions that we use such concepts so centrally in folk 

psychology in the first place."^ While it clear that the way people express emotions is 

influenced by training and culture (e.g., which verbal and physical behaviors are 

appropriate expressions of an emotion are culturally variable), nonetheless there seems to 

be a core of most emotional and moral emotional reactions that is fairly consistent."^ We 

do have a relatively good grip on the sorts of actions or states of character that will 

produce anger, moral resentment, guilt, shame, etc., even across temporal and cultural 

boundaries. For example, we predict that the senseless and unprovoked killing of a good 

friend will produce strong moral resentment in the friends of the person, and we expect 

this of ancient Romans and Medieval Chinese as much as of people in the United States 

today. 

This suggests a sort of shared human nature when it comes to the emotions and 

moral emotions that is fairly resistant to certain kinds of differences in training and 

experience. Put another way, even given some kinds of variation in training and 

experience, our adult moral emotions seem to converge to some extent and this suggests 

''' The idea is that if the emotions were not relatively stable and predictable, they would have dropped out 
of one of our most basic ways of conceptualizing and understanding each other at some point. The 
emotions are part of folk psychology for various contingent reasons about human beings. 
^ Griffiths (1997,44-99) presents some interesting data about the emouons and associated stereotypical 
facial e.xpressions that suggests that there may be a good deal of commonality in the expression of many 
basic emotional states, even across cultures. 
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that the moral emotions are in an important sense both native (or perhaps we are primed 

to develop specific moral emotional responses as we grow and leam) and resistant to 

some kinds of influences. Further, borrowing from a previous chapter, when there are 

differences in moral emotional reactions, these are sometimes best explained on the basis 

of disagreement about empirical facts. If the moral emotions of two people diverge on a 

specific occasion, this might be merely because they have different understandings of the 

facts of the situation. Thus, if a Palestinian terrorist fails to feel moral resentment 

towards a suicide bomber while we do, it may be because the terrorist understands the 

empirical context of the action differently than we do. As we learned when considering 

moral disagreement, we must be careful to look for nonmoral differences in people when 

explaining differences in moral belief. Similarly, if moral emotions are a source of 

evidence about morality, we must be careful to look for nonmoral differences in people 

when explaining differences in moral emotional reactions to a situation. Thus, we have 

some room for maneuver when defending the Strong Thesis on these grounds as well. 

Differences in moral emotions are also sometimes the product of direct moral 

education. Some religions, for example, teach that it is wrong to masturbate, and impress 

this upon their adherents to such a degree that some people feel profound shame or guilt 

when they engage in masturbation, even many years later and after having given up the 

religion. There is a wealth of such examples. First, it is interesting to note that the core 

principles of most religions (and I would suspect all mainstream religions) are strikingly 

similar. We are not supposed to kill, steal from, or rape each other. So, even if religions 

do train people to have different moral emotions in some cases, for the most part the 
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influence of religious moral emotional training results in a fairly standard and plausible 

view of at least some of the most central and important facts about morality. And again, 

given the widespread convergence of moral emotional reactions among religions (at least 

for normal practitioners of these religions) and among religious and non-religiously 

trained people, this is evidence that at least some important core of our moral emotions is 

fairly stable and native. Even in the worst case scenario, this would allow that the Strong 

Thesis is true of moral emotional responses to some important kinds, and maybe the most 

important kinds, of moral facts. 

Thus, there is a good deal to be said in favor of the optimistic reading of the 

Training Thesis. It is clear that some sorts of training or experiences do undermine the 

applicability of the Strong Thesis to certain individuals. Exposure to extreme or 

prolonged violence, domination, or emotional abuse can alter our moral emotions. In 

other cases, people may have identifiable pathologies or deficits of certain sorts such as 

psychopathy which undermine the cormection between their moral emotions and the facts 

of morality. But, as these conditions do not obtain for most human beings, this does not 

present a devastating challenge to the Strong Thesis. There are also surely some other 

sorts of preconditions that must be met before a person's emotions can serve as evidence 

about morality. One may need to grow up around other people, or meet some minimal 

level of caloric intake, for example. A small child dropped alone in the forest with 

enough food, water, etc., to survive indefinitely could manage to reach adulthood, but is 

likely to not have had a chance to develop and refine the sorts of moral emotions that are 

plausibly taken to be a source of evidence about morality. But, again, I think that 
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preconditions such as some degree of exposure to other people are met by almost all 

individuals, both today and in the past, and thus these sorts of conditions do obtain for the 

vast bulk of humanity. Therefore, the Strong Thesis is still plausible even given the truth 

of the Training Thesis. 

Concerns about Training and Weaker Tiieses 

There are all sorts of objections that could be made to the arguments above that 

the Training Thesis is compatible with the Strong Thesis. Even if, for example, there is 

the convergence among the moral emotions of normal adults that I claim above, this is 

consistent with the view that our normal moral emotional reactions are a poor guide to 

the facts of morality. The Stoics, for example, endorse the fairly shocking thesis that 

morally ideal people would not feel emotions at all since emotional responses are based 

upon beliefs about the good which are all systematically false."® Since the beliefs that 

underlie moral emotions are all false, it would be difficult to take them to be a source of 

evidence about morality. Stoic sages feel something like the emotions, but which does 

not involve beliefs about the goodness or badness of external objects which the Stoic 

argue are all false. The Stoics, at least, would reject the Strong Thesis, although they still 

might admit that our moral emotional reactions are part of the starting point for thinking 

about virtue. The Stoics aside, it could be that our native and resistant emotional 

reactions are not a good mirror of the moral facts, even if they are consistent and 

predictable. Thus, our moral emotions might be a source of evidence about morality only 
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if one has received a demanding and uncommon fomi of moral education and emotional 

training. The Training Thesis would most clearly undermine the Strong Thesis if it turns 

out that only very specific sorts of moral emotional training or experiences suffice to 

secure a stable connection between moral facts and a person's moral emotional 

responses. In the most extreme case, for example, it might be that the moral emotions are 

a source of evidence about morality only if the emotions have been specially and 

specifically trained to pick out the true moral facts. This training might be very odd, 

perhaps requiring that one grow up, as did Siddhartha Guatama, in an idyllic environment 

and then be exposed to the world in a very carefully structured way. This is a viable 

position. But, is it plausible? 

First, debates about the extent to which the moral emotions are susceptible to 

training and experience is an empirical matter. Presumably, it is studies in developmental 

psychology, history, general psychology, cognitive science, and anthropology/sociology 

that hold the most hope for settling issues about the extent and conditions under which 

the moral emotions can be trained and the extent to which they are resistant to certain 

kinds of influences. Thus, empirical studies will have a great deal of bearing on the 

issues discussed in this chapter and will probably be crucial to finally deciding upon 

whether to adopt the optimistic interpretation of the Training Thesis discussed above or a 

more pessimistic view which claims that the Training Thesis undermines the Strong 

Thesis. In particular, it would be very helpful to have empirical evidence about the 

variation of moral emotional responses to situations, and the extent to which these 

See, e.g., Epictetus, The Discourses, 4.7. See Nussbaum (1994,239-279) for a historically-focused 
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variations can be successfully explained by reference to emotional training alone. We 

will simply have to do the best we can until such data is available. With this qualification 

in mind, it is reasonable to accept that both the Strong and Training Theses are true. 

Second, the motivation for this position seems to depend on one of three possible 

views. The first might be a general underlying pessimism about the role of the moral 

emotions in moral epistemology. Another possibility is that we have some independent 

access to morality that is in conflict with taking our moral emotions to be a good source 

of evidence about morality. For example, perhaps we can simply "intuit" the truth of 

some moral first principles. These first principles might allow us to derive results that 

demonstrate that our moral emotional reactions do not reliably track moral facts. Finally, 

one could claim that there is something about the moral emotions themselves that is 

epistemically suspect. This could be, for example, because the moral emotions seem to 

give evidence for conflicting propositions about morality or are otherwise too 

unpredictable or unstable to provide a consistent picture of moral facts. 

As for the first option, such underlying pessimism could be claimed to be a mere 

matter of taste. Of course, it might be asserted that the optimistic position sketched in the 

previous section is simply evidence about my own tastes. If true, this would result in an 

impasse rather than a victory for either side. This still might be enough for the purposes 

of arguing that the moral emotions are a process of belief formation which deserve 

further study and evaluation, and thus could serve as a justification for the study of moral 

epistemology. Indeed, I think that I have made a good enough case for the future study 

exegesis and evaluation of this Stoic thesis. 



216 

of the moral emotions to see whether or not they are a JCP or an NJCP when it comes to 

morahty. Second, a bias towards optimism about our own cognitive abilities is 

methodologically reasonable. The alternative seems to risk collapsing into skepticism. 

Epistemic circularity will undermine attempts to satisfactorily argue that some process of 

belief formation is a JCP. Rather, I think we are forced to assume without argument that 

various of our basic cognitive abilities are JCPs rather than NJCPs. This does not mean 

we must be optimistic about all potential processes of belief formation within human 

beings. If we cannot in any way understand how a process of belief formation could be a 

JCP, perhaps as with a faculty of rational inmition that reached out to grasp abstract 

objects, then this would potentially undermine an optimistic bias about rational intuition 

(see Field (1988)). The moral emotions need not be like this, though. If moral facts are 

natural facts, then insofar as our moral emotions are sensitive to natural facts (which it 

seems almost impossible to deny insofar as our moral emotions are usually direct 

responses to the world), then there could be a perfectly intelligible explanation of how the 

moral emotions could be a JCP about morality. Thus, given what I think is a healthy 

methodological optimism forced on us by the desire to avoid skepticism, the brutely 

pessimistic view should be abandoned. 

Turning to the second possibility, it is up to the opponent to specify exactly in 

what our independent access to morality consists. Before having such a specification, it 

is difficult to evaluate the credibility of the opponent's position. One general reason to 

resist this view is for Strawsonian reasons, which asserts that our moral emotions are 

central to our seeing each other and our actions as being morally (rather than prudentially 
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or instrumentaily) significant. As I argued, there is something very attractive about the 

view that our moral emotions are partly constituative of seeing and understanding the 

moral significance of each other's actions; I think this is true. Our moral practices are 

tightly bound to our moral emotional reactions to one another, and the same descriptions 

of situations that undermine the making of moral judgements also disable our moral 

reactive attitudes. Most bluntly, if we could not feel any moral emotions, at the very least 

we would have trouble seeing the moral significance of ourselves and other people."^ 

Even if the Strawsonian argument cannot support the Strong Thesis on its own, it could 

support a weaker thesis, which is as follows: 

(Moderate Thesis) The moral emotions are essential to our understanding of other 
people and ourselves as moral agents. 

The Moderate Thesis maintains that while the emotions might or might not be a good 

source of evidence about specific moral rules or the moral rightness or wrongness of 

particular tokens of actions (thus it is consistent with but does not entail the Strong 

Thesis), nonetheless the moral emotions are essential to our understanding of morality 

and moral practice itself Without moral emotions, we might attempt to causally 

influence one another for various reasons, much as a psychiatrist tries to alter his patients 

in various ways with different therapies. But, we would try to influence each other for 

nonmoral reasons, perhaps because it is instrumentaily valuable to limit the number of 

people who are likely to try to kill us. Such instrumental concerns, though, are vastly 

^ This claim is in conflict with some strong forms of rationalism that hold that it is the structure of 
rationality or reasons themselves that suflice for an awareness of moral facts. At this point all I can say is 
that I do not find these views very plausible, and even if correct of ideally rational creatures, insofar as we 
are not perfectly rational, the moral emotions could play an important support role for the epistemology of 
ethics for human beings. 



218 

different from blaming or holding morally responsible the person who wishes us ill. 

Praise and blame of certain sorts, as encoded in various moral emotions such as 

resentment and guilt, are essential to our moral practices, and if we did not have such 

emotions, we would not engage in moral practices either insofar as we would not pick out 

other people as being moral agents. The other tentative arguments of the first sections of 

this chapter are meant to make the adoption of the Strong Thesis plausible, but even if 

those arguments fails, the Moderate Thesis would still give the moral emotions an 

important role in moral epistemology. 

Furthermore, we might mollify an opponent to some extent by reminding them 

that the Strong Thesis does not claim that the moral emotions are our only access to 

morality, but merely one source of data that should be taken into account when 

developing normative moral theories or principles. Thus, the Strong Thesis allows for 

rational appraisal of particular sorts of moral emotional reactions. As we reach 

adulthood, we do assess the appropriateness of various kinds of emotional reactions, the 

moral emotions included, even independently of moral theories. It would hardly be 

surprising, for example, if at the end of moral theorizing that we discover that some 

moral emotions are less reliable or consistent than others, or that some (but not too many) 

moral emotional reactions are misleading about morality. None of this would show the 

Strong Thesis to be false. 

In the process of theorizing, we often carefully assess the data. We sometimes 

reject certain data as being illusory or misleading. The Strong Thesis need only claim 

that our moral reactive attitudes are something that should be thrown into our theoretical 
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hopper when constructing moral theories. This in some sense is just what it means to 

treat the moral emotions as a source of evidence about morality. When we construct and 

test theories, we sometimes learn to discount some prima facie data while reinterpreting 

and saving other sorts of data. But, it would be of great epistemological interest if some 

of the starting data for our moral theories (prior to modification and theoretical 

assessment) comes from our moral emotions. It seems that this is roughly what is 

required for the Strong Thesis to be true, and this is a reasonable view. 

The third and final motivation I will consider for claiming that the Strong Thesis 

is false is that the moral emotions themselves give us some reason to doubt their 

reliability as a source of evidence about morality. Most salient here would be reasons to 

believe that the moral emotions are somehow confused and inconsistent. Suppose, for 

example, I feel some sort of moral resentment and moral adulation towards a given 

individual in a single set of circumstances and what seem to be the same reasons. It is 

important that I do not mean that I praise one aspect of a person's behavior and condemn 

another; rather, I feel both moral resentment and adulation towards exactly the same 

object. If the Strong Thesis were true, this would mean that I have evidence both in favor 

of and against the moral wrongness of the person's actions. If this sort of thing happens 

enough, or if I find that my reactive attitudes towards similar circiunstances are highly 

variable over time periods when I myself am not significantly different, I might being to 

suspect that my moral emotions are either too contextually sensitive or impredictable to 

serve as a good guide to moral facts. 



220 

The best response to this concern is simply to deny that this is the case. While my 

moral emotions do evolve over time and do vary to some extent in similar situations for 

contextual and general background reasons (such as my general mood) even in a 

relatively short time span, nonetheless it at least seems to me that in my own case my 

moral emotions do have a fairly high degree of consistency. If introspective 

considerations are not good enough reasons in this context, we can again point to the fact 

that folk psychological explanations and predictions that rely on emotions and moral 

emotions are often successful. The success of these explanations and predictions is likely 

to be best explained by the stability and consistency of emotional reactions. If emotional 

reactions and their attendant behaviors were too variable and flexible, our folk 

psychology would not be as successful as it is or would have excluded the emotions from 

being a central folk psychological concept. 

Accounts of the Emotions and Moral Epistemology 

In this section, I will argue that the epistemological thesis defended above is 

compatible with various accounts of the emotions. There are currently several competing 

accounts of the emotions (which will include moral emotions as well). Martha Nussbaum 

(2001) has most recently advocated what she calls a "neo-Stoic" view of the emotions. 

According to this position, the emotions are actually complexes of beliefs. At the bottom 

of our emotional reactions are beliefs about what is good and bad for us. These need not 

be exclusively moral goods, although if we identify morality with practical rationality, it 

appears that all goods are in the end moral goods. Nussbaum defends the view that all 
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emotional reactions can be fully characterized in terms of beliefs (with an essential 

evaluative belief about goodness or badness) alone. For example, Nussbaum might claim 

that a fear reaction to a ferocious dog is simply a complex of beliefs something like the 

following: (a) the agent believes that large, strong, aggressive things with sharp teeth are 

dangerous; (b) dangerous things are to be avoided or are bad; and (c) there is a ferocious 

dog in front of me." A token emotional reaction of fear will contain as an important part 

a belief about the specific situation in question ((c) here), but will usually also contain a 

much more general tacit belief about the dangerousness of certain kinds of objects or 

states of affairs (e.g., severe damage to the body) generally. 

In contrast, Patricia Greenspan (1988) argues that the emotions contain an 

essential noncognitive affective component, such as dismay. Fear of an object cannot be 

reduced to a complex of beliefs (even when such a complex contains an evaluative belief 

that the object is dangerous). Greenspan argues that one might possess all of the beliefs 

of the sort described by Nussbaum and yet not be properly described as being afraid. In 

the example above, Greenspan might object that accepting that an object is bad or 

dangerous is different than being afraid of it. Some people are foolhardy and are simply 

not appropriately afraid of objects which even they claim to believe to be bad or 

dangerous. Greenspan would add something like affective dismay at the sight of the 

ferocious dog to the belief account of the emotions. Michael Stocker (1996) holds a 

closely related view, but seems to resist characterizing the emotions in terms of specific 

^ Belief theonsts have considerable leeway in specifying the exact beliefs that putatively make up an 
emotional reaction. The example here is intended as a mere sample e.xplanation; I do not wish to be taken 
as claiming that this is the precise analysis Nussbaum would give. 
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sorts of affects such as dismay while he agrees with Greenspan that the emotions must 

contain an affective element."' 

What bearing do these different accounts of the emotions have on the theses 

outHned above? If one agrees with Nussbaum that all emotions are really just complexes 

of belief, does this rule out the Strong Thesis (for example)? I think that these competing 

accounts of the emotions actually have little bearing on selecting between the Moderate 

and Strong theses. Each of the views described above is consistent with the Strong 

Thesis. This is because, in a nutshell, the Strong Thesis makes an epistemological claim, 

while accounts of the emotions attempt to provide a proper psychology of the emotions 

and analysis of emotional concepts and ascriptions. In this section, I will focus on 

demonstrating the compatibility of the Strong Thesis with the two main sorts of 

philosophical accounts of the emotions briefly described. 

First, suppose we decide to treat emotions as complexes of belief. Insofar as 

small children and animals have emotional reactions, this seems to indicate that children 

and animals have whatever beliefs are essential to having various emotional reactions. 

One of the most important parts of a belief model of the emotions is that it postulates the 

existence of standing tacit beliefs about the goodness or badness of a type of object or 

state of affairs. In the example above, this would correspond to (a) and (b), the beliefs 

that large, strong, aggressive things with sharp teeth are dangerous and dangerous things 

are to be avoided or are bad. One possibility is that some of these general beliefs are 

^ See Deigh (1998) for an argument that Stocker is committed to the view that the sort of affect essential to 
the emotions is incapable of robust analysis. 
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innate (or that we are naturally primed to develop these beliefs as we grow up).^° If these 

beliefs are innate, a defender of the Strong Thesis could argue that our innate beliefs 

about morality as contained within our emotional reactions are a good guide to the facts 

about morality. So, for example, working with a moral emotion, human beings might be 

bom with or more likely naturally "primed" to develop a belief that certain types of 

behavior are morally bad (or just plain bad), etc. We might try to explain the correcmess 

of these innate beliefs in evolutionary terms. But, whatever the details, the point is that 

an advocate of the Strong Thesis might nonetheless accept that the emotions are really 

just complexes of beliefs and then go on to claim that some of these innate beliefs, 

namely those more general tacit beliefs of the sort described here, are prima facie 

justified and an essential part of our basic understanding of morality and each other as 

moral agents. It is as though we come equipped with certain primayac/e justified beliefs 

which are partly constituative of various emotional reactions. 

In contrast, following Greenspan and Stocker, we could adopt the view that the 

emotions contain an essential affective component of some sort. These affective 

components of emotions are reliably produced in various types of simations; this would 

explain the general predictability of emotional responses and stability of character in 

people. Given that, the emotional reactions of at least normal adults (recall the discussion 

above, though) are fairly predictable, especially given enough specific knowledge of a 

person, this allows us to figure out what sorts of features in the world elicit various 

emotional and moral emotional responses. Those who find the Strong Thesis plausible 

If beliefs are built out of concepts, then this would imply that children have innate concepts of some sort 
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can argue that the affective responses of people are reliably connected to moral facts, and 

that it is the moral facts in part that result in the production of the affective response. 

Thus, we could employ our reactions as a source of evidence about which moral 

properties are instantiated on various occasions.^' 

In both of the cases above, the defender of the Strong Thesis attempts to put some 

epistemological weight on our normal - and perhaps innate or developmentally primed -

reactive attitudes. While one might reject such a picture, this will be because one doubts 

the further epistemological claim. A committed Stoic, for example, would reject the 

Strong Thesis because he believes that our native emotions ail depend on false beliefs 

that external objects are good or bad. Since the Stoic thinks that the only thing that is 

good or bad is my own state of character, at least emotional reactions directed at external 

objects are misguided.^^ Such challenges do not proceed directly from an account of the 

emotions, though, but depend on substantive views about morality. Thus, a Stoic account 

of the emotions is actually compatible with the Strong Thesis on its own. Now that we 

appreciate that accounts of the emotions are orthogonal in an important way to the issues 

of interest in this chapter, we can set them aside. 

as well. 
We could make this consistent with the plausible view that we can obtain significant moral knowledge by 

reflection on thought-experiments by claiming that we might have reactive attitudes towards the thought 
experiments which are very weak or introspectively undetectable. Alternatively, we could argue that the 
thought-experiments themselves rely on the fact that we have learned various things about morality from 
the emotions which we can then use to evaluate the moral significance of situations without needing to rely 
on the emotions themselves. 

Thanks to Jen Baker for pointing out that the Stoics did think that a virtuous person would have a sort of 
analog of the emotions which treats external objects as preferred or dispreferred indifferents (in 
contemporary Stoic terminology) rather than as being good or bad. But, these "virtuous emotions" are 
hardly native and require significant training and effort to develop. 
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Concluding Remarks 

I have argued that it is very plausible that the moral emotions are one source of 

evidence about morality. I have not tried to defend the claim that we need to add another 

JCP with attendant prima facie principles of justification. But, in light of the arguments 

above, it is reasonable to accept that the moral emotions do have an important 

epistemological role to play in the domain of morality. At the very least, the moral 

emotions appear to be a JCP when it comes to morality, at least when we think about how 

we do sometimes use our moral emotions to check and assess our moral beliefs. 

Understanding the conditions under which the moral emotions are a reliable guide to the 

facts of ethics is something that certainly deserves our attention. Since a study of the 

epistemological significance of the moral emotions would involve thinking very carefully 

about whether and when our moral beliefs are epistemically justified (and particularly the 

conditions under which our moral emotional reactions can justify moral beliefs), the 

moral emotions do provide us with some reason to study moral epistemology. 

Understanding the strengths, weaknesses, and limits of the kinds of moral propositions 

that the moral emotions can epistemologically support is an interesting and fiiiitiul 

project. Developing moral epistemology will help us come to a better understanding of 

the epistemological significance of the moral emotions, and this is something worth 

having. 

hi this dissertation, I have defended the thesis that we are in need of a good 

justification before we should develop a specialized topical epistemology that applies 

only to a single domain. I have attempted to provide a sketch of a framework for an 
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evaluation of the utility of thinking about topical epistemologies. In most cases, topical 

epistemologies can and should be simply treated as special cases of our most general 

epistemological theories. Considering moral epistemology specifically, we have 

explored three different skeptical arguments that might be taken to demonstrate that there 

is a special, localized problem with moral epistemology that deserves our attention. 

There is nothing wrong with the "problems based approach" to the justification of a 

topical epistemology; if there really are special epistemological problems for one topic, 

this does give us a good reason to develop a topical epistemology (at least if the topic is 

important enough). But, we should ensure that the problems of interest are not really 

some sort of more general epistemological problem which appears in other domains as 

well. 

This is the general sort of mistake that would be made if we took the arguments of 

Sitmott-Armstrong and Harman, discussed in detail in chapters two and three 

respectively, to provide us with a good enough reasons to study moral epistemology 

directly (rather than as a special case of our more general epistemology). Sinnott-

Armstrong takes a perfectly general skeptical argument and applies it within the moral 

domain. As argued, though, Sinnott-Armstrong's argimient depends on no special 

premises about morality, viz. it does not identify unique features of morality and then 

argue that these are epistemologically problematic. What this means, though, is that all 

other topics are equally subject to the sort of concerns raised by Sinnott-Armstrong. 

First, this shows that Sirmott-Armstrong's argument fails to locate a distinctive problem 

for moral epistemology. The argument therefore does not succeed in providing an 



227 

incentive to study moral epistemology. Further, I argued that Siimott-Armstrong's 

argument makes an interesting kind of epistemological mistake by conflating being 

justified with being able to mount an argument which is capable of convincing people 

who disagree with you that you are reasonable in holding your view. This I think is the 

appropriate way to handle the sort of general skeptical concern raised by the argument. 

Harman presents a different but related challenge to morality. While not arguing 

that we lack moral knowledge or justified moral belief generally, Harman attempts to 

demonstrate that there is something in our best general epistemology which should drive 

us to deny the existence of ethical facts.^^ He thus attempts to attack moral realism 

through epistemology. I argued in favor of two responses to this challenge. First, I 

stressed that the target of Harman's argument is incredibly circumscribed; while it may 

appear that Harman's argument undermines the plausibility of moral realism, this is 

simply not the case. Instead, Harman's arguments can only hope to attack the plausibility 

of non-naturalist forms of moral realism, views which are not much in vogue now 

anyway. Further, Harman's argument risks collapsing into global skepticism, confining 

us within a prison of mere appearances and psychological tendencies to make judgements 

about the world on the basis of appearances. Given these two concerns, Harman's 

argument should not motivate the focus of our attention and resources on moral 

epistemology. 

In chapter four, we considered a more straightforward reason to be concerned 

with moral epistemology, namely that ethical disagreement might pose interesting and 
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relatively confined epistemological problems which could best be solved by the study of 

moral epistemology. There, I constructed and evaluated some arguments for 

epistemological skepticism about morality that start with a premise about moral 

disagreement. Near the end of chapter four and in chapter five, I argued that, if there is 

such disagreement, the way to protect the epistemic status of one's own beliefs in light of 

the disagreement is to attempt to explain the disagreement in certain kinds of ways. In 

some cases, these explanations may serve to focus our attention on important historical 

and contingent features about human moral practice which could enrich our moral 

epistemology and meta-ethics. In chapter five, I attempted to make plausible the view 

that it is at least reasonable to accept that there is not all that much ethical disagreement 

once we correct for certain kinds of things. By denying the initial premise of the 

skeptical argument, we can escape its force. Given all of this, there seems to be little 

need for a robust moral epistemology to cope with the problems generated by 

disagreement. 

Finally, in this last chapter, we explored a different motivation for the 

development of moral epistemology. If there are distinctive justification-conferring 

processes (DJCPs) unique to the moral domain, then an understanding of the extent, 

optimal conditions of employment, limits, etc., of this DJCP would be furthered by the 

study of moral epistemology. Insofar as part of the task of epistemology is the discovery 

and assessment of various ways of forming beliefs, the identification of a DJCP provides 

us with a good reason to attempt to understand that DJCP. If the DJCP really is imique to 

" Presumably if it is rational to believe that there are no moral facts, though, then this will defeat whatever 
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a single topic, then an evaluation of the strengths and weaknesses of the DJCP would 

warrant the study of the role that DJCP plays in the epistemology of the topic (in some 

sense the study of the DJCP would simply be the study of a portion of a topical 

epistemology). Thus, DJCPs sometimes provide a very direct incentive to develop a 

topical epistemology. In this chapter, I have argued that the moral emotions are plausibly 

taken to be a DJCP when it comes to morality. While the case I make is not fully 

conclusive, I do think that what I have said supports the further development of moral 

epistemology (and perhaps moral epistemological psychology, if there is such a thing) as 

a way of studying the moral emotions and their epistemological significance. 

Summing up, I do think that further work on the epistemological significance of 

the moral emotions is appropriate, and because of this we do have a good reason to 

continue working on moral epistemology (at least insofar as this relates to the moral 

emotions); indeed, I hope to work more on the moral emotions in the future. Even in the 

largely critical portions of this project, I have developed and defended some meta-

epistemological theses that are of general import and which can serve as constraints on 

both the structure of epistemological theories and their first-order applications in terms of 

specific rules for justification assessment. I hope to have convinced the reader of quite a 

few things, about moral epistemology, meta-ethics, and general epistemology. But, as 

always, the proof is in the pudding. 

justification our moral beliefs might have. 
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