
Epistemic reasons and the basing relation

Item Type text; Dissertation-Reproduction (electronic)

Authors Hendricks, Scott Christopher

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 26/05/2023 09:22:00

Link to Item http://hdl.handle.net/10150/289834

http://hdl.handle.net/10150/289834


INFORMATION TO USERS 

This manuscript has been reproduced from the microfilm master. UMI films 

the text directly from the original or copy submitted. Thus, some thesis and 

dissertation copies are in typewriter face, while others may be from any type of 

computer printer. 

The quality of this reproduction is dependent upon the quality of the 

copy submitted. Broken or indistinct print, colored or poor quality illustrations 

and photographs, print bleedthrough, substandard margins, and improper 

alignment can adversely affect reproduction. 

In the unlikely event that the author did not send UMI a complete manuscript 

and there are missing pages, these will be noted. Also, if unauthorized 

copyright material had to be removed, a note will indicate the deletion. 

Oversize materials (e.g., maps, drawings, charts) are reproduced by 

sectioning the original, beginning at the upper left-hand comer and continuing 

from left to right in equal sections with small overiaps. 

Photographs included in the original manuscript have been reproduced 

xerographically in this copy. Higher quality 6" x 9" black and white 

photographic prints are available for any photographs or illustrations appearing 

in this copy for an additional charge. Contact UMI directly to order. 

ProQuest Information and Learning 
300 North Zeeb Road, Ann Arbor, Ml 48106-1346 USA 

800-521-0600 





EPISTEMIC REASONS AND THE BASING RELATION 

by 

Scott Christopher Hendricks 

A Dissertation Submitted to the Faculty of the 

DEPARTMENT OF PHILOSOPHY 

In Partial Fulfillment of the Requirements 

For the Degree of 

DOCTOR OF PHILOSOPHY 

In the Graduate College 

THE UNIVERSITY OF ARIZONA 

2 0 0 1 



UMl Number; 3010223 

_ (R) 

UMl 
UMl Microform 3010223 

Copyright 2001 by Bell & Howell Information and Learning Company. 

All rights reserved. This microform edition is protected against 
unauthorized copying underline 17, United States Code. 

Bell & Howell Information and Learning Company 
300 North Zeeb Road 

P.O. Box 1346 
Ann Arbor, Ml 48106-1346 



THE UNIVERSITY OF ARIZONA ® 

GRADUATE COLLEGE 

As members of the Final Examination Committee, we certify that we have 

read the dissertation prepared by Scott Christopher Hendricks 

entitled Epistemlc Reasons and the Basing Relation 

and recommend that it be accepted as fulfilling the dissertation 

requirement for the Degree of Doctor of Philosophy 

/ R o b e r t  M . H a r n i s h  Dace 

Dace 

Dace 

Final approval and accepcance of this dissertation is contingent upon 

the candidate's submission of the final copy of the dissertation to the 

Graduate College. 

I hereby certify chac I have read this dissertation prepared under my 

direction and recomnend Chat it be accepted as fulfilling the dissertation 

requir^ent. 

Dis^rtat? ion director Keith Lehrer Dace 



3 

STATEMENT BY AUTHOR 

This dissertation has been submitted in partial fulfillment of requirements for 
an advanced degree at The University of Arizona and is deposited in the University 
Library to be made available to borrowers under rules of the Library. 

Brief quotations from this dissertation are allowable without special 
permission, provided that accurate acknowledgment of source is made. Requests for 
permission for extended quotation from or reproduction of this manuscript in whole or 
in part may be granted by the head of the major department or the Dean of the 
Graduate College when in his or her judgment the proposed use of the material is in 
the interests of scholarship. In all other instances, however, permission must be 
obtained from the author. 

1 
I / 

SIGNED 



4 

ACKNOWLEDGEMENTS 

I was helped a great deal by comments on earlier drafts of this dissertation. 

Keith Lehrer, John Pollock, Mike Hamish and David Chalmers all read complete 

drafts and provided useful feedback. Joel Martinez and Daniel Stoljar gave helpful 

advice on selected chapters. I owe a large debt to all these people, both intellectually 

and personally. 

Special thanks go to Keith Lehrer. Me has been a wonderful philosophical 

mterlocutor and a supportive mentor. I feel fortunate indeed to have had him as my 

advisor. 



5 

TABLE OF CONTENTS 

LIST OF FIGURES 7 

ABSTRACT 8 

CHAPTER I: THEORIZING ABOUT EPISTEMIC REASONS 
1. Introduction 10 
2. Epistemic Reasons Contrasted with Other Sorts of Reasons 13 
3. Giving Reasons. Having Reasons, and the Basing Relation 17 
4. The Task of a Theory of Epistemic Reasons 23 
5. Occurrent and Nonoccurrent Thought 26 
6. Conclusion and a Plan for the Essay 36 

CHAPTER II; THE CAUSAL THEORY OF EPISTEMIC REASONS 
1. Introduction 38 
2. Two Causal Theories 40 
3. Belief and the Causal Theory of Reasons 46 

3.1. The Mind-Mind Relation: Belief and Intentional States 47 
3.2. The Mind-World Relation: Inputs and Outputs 59 
3.3. Minds and People 65 
3.4. Summary 67 

4. Conclusion 69 

CHAPTER III: THE SENTENTIAL .ACCOUNT OF BELIEF AND INFERENCE 
1. Introduction 70 
2. The Various Problems of Content 72 
3. Sententialism 77 
4. How Sententialism Joins Commonsense .Attributions to the 

Causal Theory 82 
5. An .Argument for Sententialism 86 
6. Conclusion 95 

CHAPTER IV: PROBLEMS FOR SENTENTIALISM 
1. Introduction 96 
2. The Frame Problem 97 
3. The Problem of Knowledge Control 100 
4. The Problem of Congestion 105 

4.1. First Reply to the Problem of Congestion: Reducing the Clutter .. 106 
4.2. Second Reply to the Problem of Congestion 118 

5. Modest Sententialism 123 
6. Conclusion 124 



6 

TABLE OF CONTENTS - Continued 

CHAPTER V: THE MAP THEORY OF BELIEF 
1. Introduction 125 
2. Lewis's Map Theory 127 
3. Braddon-Mitchell and Jackson 135 
4. McGinn's Map Theory- 144 
5. Focusing the Aim of the Map Theory 155 
6. Conclusion 159 

CHAPTER VI: THE SYSTEMS THEORY AND EPLSTEMIC REASONS 
1. Introduction 160 
2. The Systems Theory of Belief. 161 
3. First Set of Arguments; Explanatory Benefits 165 
4. Motivating Argument: Rational Connections Between Belief Contents. 171 
5. The Mixed Theory 176 
6. Two Problems for the Systems Theory 181 
7. Conclusion 186 

CHAPTER VLI; THE BASING RELATION 
1. Introduction 187 
2. .Arguments for the Causal .Account of the Basing Relation 190 
3. The Systems Theory and the Basing Relation 200 
4. The Relationship between Occurrent and Nonoccurrent Belief 203 
5. Conclusion 208 

REFERENCES 210 



7 

LIST OF FIGURES 

FIGURE 2.1. The evolution of a life world system 53 
FIGURE 2.2. The causal* powers of an isolated live cell 54 
FIGURE 2.3. The causal* powers of state A 54 
FIGURE 2.4. Reasoning from a set of beliefs to another belief. 57 
FIGURE 2.5. The autonomy of thought and its inputs and outputs 64 
FICIURE 2.6. The evolution of a thinking person 66 
FIGURE 3.1. Commonsense description of inferential structure 82 
FIGURE 3.2. The correspondence of a commonsense description of inferential 

structure with a description formulated in terms of states and their 
causal relations 83 

FlCiURE5.1. Tom list of sentences 128 
FKJURE 5.2. Tom map (no. 1) 128 
FK/URE 5.3. Tom map (no. 2) 129 
FiciURE 5.4. Tom map (no. 3) 130 
FIGURE 6.1. .A. computational governor 167 
FIGURE 6.2. Jones's reasoning 176 
FIGURE 6.3. The state transition model 177 
FIGURE 7.1. The horizontal picture 205 
FIGURE 7.2. The vertical picture 206 



8 

ABSTIL^CT 

When we believe for reasons, we appreciate those reasons. That is, we believe 

on the basis of those reasons. This relation between beliefs and their reasons is the 

basing relation. The basing relation is a psychological relation. How should 

understand the nature of this relation? I e.xamine two accounts: a causal theory of the 

basing relation and a noncausal. dispositional theory. 

Scntentialism is the most widely embraced version of the causal theory of the 

basing relation. .According to general sententialism. when beliefs are produced by 

deliberation, they are supported by a relation of causal production. Standing beliefs, 

on the other hand - our background beliefs - are organized into a structure of relations 

of causal sustaining. 

The systems theory provides a noncausal, dispositional account of the basing 

relation. .A single, cognitively efficacious state contains all the contents we attribute 

when we attribute standing or "background" beliefs. These contents do not participate 

m relations of causal sustaining with each other. Nevertheless, we can make sense of 

the claim that some contents are based on others as reasons. The basing relation is 

understood in terms of counterfactual dependencies; or more generally, it is 

understood as a dispositional property. Counterfactual dependencies do not 

necessarily reflect the presence of causal relations. They may instead reflect our 

conceptual tools for organizing certain kinds of possibilities - possible ways that our 

public and cognitive behaviors might be. 

In the end, I argue for a "mi.xed" theory. If we claim that sententialism is true 

across the board, we encounter a serious objection: the problem of congestion. But if 

we claim that the systems theory is a theory of all intentional properties, we will be 
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hard-pressed to say how the systems theory explains inferential activity and occurrent 

beliet. The best solution is to admit that in the case of occurrent thought, sententialism 

is the best theory of belief states and the relations between them; while the systems 

theory accounts nicely for nonoccurrent thought and the basing relation between 

nonoccurrcnt contents. The basing relation is both causal and noncausal; it depends on 

what sort of beliefs you are interested in. 
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CHAPTER I: 

THEORIZING ABOUT EPISTEMIC REASONS 

1. Introduction 

The aim of this essay is to give a theory of epistemic reasons - a theory of 

what It is for someone to have reasons for believing what they do. and in particular, to 

believe on the basis of those reasons. 

When we inquire into the nature of epistemic reasons, there are two sorts of 

questions we can ask. The first is a psychological question. What is it for an agent to 

have a reason? In other words, what are the possession conditions for epistemic 

reasons? Paradigmatic attributions of reasons for believing typically attribute other 

beliefs and as well as inferential relations between these beliefs. This is helpful for 

answ enng the psychological question, but only because it helps to reformulate the 

question in a clearer way; What is it to have a belief and make an inference? .And 

how do these things go together in an agent such that it is appropriate to say of him 

that he has a reason'^ 

The second question is a normative question. If we think of an epistemic 

reason as a license to believe, then we can put the normative question this way; 

Whence the license? When I believe on the basis of other beliefs, whence the 

relationship of reasonableness'! We should avoid confusing this topic with a 

potentially different sort of topic, the question concerning justification. Giving a 

theor\- of justification requires that we address the further question of what makes a 

reason a good reason. There is certainly a normative issue here, but asking about the 

goodness or badness of reasons presupposes that there are already reasons. That is. we 
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must already suppose that people can form beliefs on the basis of considerations that 

seem rationally compelling, before we inquire as to whether these considerations 

really are rationally compelling, and whether they are sufficiently rationally 

compelling to merit being justified. The difference between believing because you are 

bumped in a certain way. and believing because of a reason you have - good or bad -

thai IS the nonnative question. 

.\ly concern in this essay is with the first issue, the psychological question. 

What must be true of an agent to make true the attribution of epistemic reasons to that 

agent? 

This chapter is aimed at two tasks. First. I try to make clearer, in a preiimiiuiiy 

way, what an epistemic reason is. In other words. 1 try to make clearer the subject 

matter of a theory of epistemic reasons - What are epistemic reasons such that we 

ought to be interested in giving a ilieoiy of them? Second. I distinguish between two 

different sorts of mental states and activities: Occurrent thought and nonoccurrent 

mtcntional and inferential properties. 

In order to accomplish the first task - the task of making the subject matter of a 

theor\- of epistemic reasons clearer - 1 do a number of things: (i) I distinguish between 

epistemic reasons for believing, and other sorts of reasons a person might have for 

believing something or other, (ii ) 1 canvass a number of different ways a person can 

be said to have reasons. In particular. 1 discuss the so-called basing relation, and 

examine how believing on the basis of reasons is different from other ways a belief 

can be related to reasons, (iii) Finally. I e.xplain what the task of a theory of epistemic 

reasons - a theory that answers the psychological question - must be. 

The idea that occurrent thought is importantly distinct from nonoccurrent 

intentional and inferential properties is a view that will motivate the bulk of this 
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dissertation. Our rational activity is less homogenous than many have supposed. It is 

easy to take as paradigmatic of rational behavior the relatively conscious inference 

from occurrent beliefs as premises to an occurrent belief as conclusion. But this. I 

contcnd. is the tip of the iceberg. We need to make room for a variety of intentional 

properties (types of beliefs) and inferential properties - in particular, nonoccurrent 

belief contents, and "standing"' rational connections between these contents. One of 

the primar\' aims of the chapters that follow is to spell out the possession conditions 

for these different sorts of rational properties. Once we see that the possession 

conditions for occurrent thought and nonoccurrent belief and inference are importantly 

different, it becomes clear that what it means for a belief to be based on another belief 

will depend critically on whether we are talking occurrent or nonoccurrent beliefs. 1 

aim to sketch accounts of the basing relation for both sorts of beliefs. 
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2. Enistcmic Reasons Contrasted with Other Sorts of Reasons 

We think rational agents often possess epistemic reasons for believing as they 

do. The characteristic mark of epistemic reasons is that they are reasons for believing. 

But this charactenstic is not sufficient to distinguish epistemic reasons from other 

sorts of reasons, for it appears that epistemic reasons are not the only kinds of reasons 

one can have for believing. Something e.xtra is needed to distinguish epistemic 

reasons from the rest. 1 suggest that it is the following: Epistemic reasons are reasons 

aimed at supporting the truth or likelihood of the propositions we believe. 

It would be wrong to say that epistemic reasons must always in fact support the 

truth or likelihood of the proposition believed. Rather we should say that they are 

aimud at supporting the truth or likelihood of a proposition. The reason is that one's 

epistemic reasons for believing that p need not succeed in supporting the truth or 

likelihood ofp. It is possible, in other words, to have bad epistemic reasons. Our 

characterization of epistemic reasons, therefore, must be neutral on the matter of 

whether or not the reason successfully supports the truth or likelihood of a belief. 

Not all reasons for believing are epistemic reasons. Epistemic reasons can be 

distinguished from prudential and moral reasons for believing. Let's start with the 

difference between epistemic and prudential reasons. Psychologists tell us that most 

people operate under an over-inflated self-image. Many of us. for example, believe 

ourselves to be better looking than we acmally are. .And we believe this because these 

kinds of belief have prudentially advantageous consequences. So the idea is that if 

someone believes that she is good looking for this reason, she has a prudential 

justification for her belief. Her belief, in this sense, is justified. But the belief is not 

epistemically justified. We can imagine an acquaintance making the rather impolite 

criticism; "You don't really have any reason to think you are good looking. You just 
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believe that because believing such things makes you appear more confident, etc. But 

you have no reason to think that it is true." 

Suppose, on the other hand, that Jones is a handsome man, and suppose he has 

good reasons tor believing that he is handsome. He models for perfume ads. 

Strangers tell him he is handsome. He has a successful and active social life. If Jones 

believes that he is handsome on the basis of these considerations. Jones has epistemic 

reasons for believing as he does. He believes on the basis of reasons which seem to 

make the belief more likely to be true. Epistemic reasons, then, seem to be distinct 

from pnidential reasons. 1 can have a prudential reason for believing that p. and have 

no epistemic reason for believing it. Even more clearly. 1 can have an epistemic 

reason for believing something, and no prudential reasons for believing it. 

Similarly, epistemic reasons are supposed to be distinct from moral reasons. I 

may. tor example, have an epistemic reason to believe that p. and a moral reason not to 

believe. If my believing that p is morally suspect. I seem to have a moral reason not to 

believe that p. It may even be appropriate to say that I am morally blameworthy in 

believing that p. Even so. this same belief may be epistemically justified. Perhaps I 

have considered reasons for thinking that the proposition in question is likely to be 

true. Perhaps I have other justified beliefs that support the belief that p. If such cases 

are possible, they indicate that moral and epistemic justification are distinct. 

Before moving on. we need to e.xamine another kind of reason for believing 

w hich IS also distinct from epistemic reasons. Suppose you ask. "Why does Jones 

believe that purple elves are crawling up his arm?" I answer. "The reason Jones 

believes as he does is that he has ingested the psychoactive chemical. LSD" This kind 

of reason is not an epistemic reason. It is. in addition, neither a prudential nor a moral 

reason. What kind of reason is it? One might claim that it is not really a reason at all. 
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At least, it is not a reason in the sense with which we are presently concerned. It is 

rather a causal explanation. Yet this sort of answer will elicit the following concern: 

Perhaps all explanations in terms of reasons are causal explanations. If so. then citing 

so-called epistemic reasons would count as one sort of causal explanation. .And thus, 

we could not distinguish between (i) citing epistemic reasons and (ii) saying that Jones 

mgcsted psychoactive chemicals, by pointing out that the latter is a causal explanation. 

Both would be causal explanations. 

This concern arises only if all explanations in terms of epistemic reasons are in 

tact causal explanations. .A.t this stage, we can put aside the issue of whether we 

should reject a causal account of epistemic reasons. But we can. nevertheless, 

distuiguish between mere causal explanations and rationcilizing explanations. .A. 

rationalizmg explanation is one that explains in terms of reasons. Even if all 

rationalizing explanations are causal explanations, not all causal explanations are 

rationalizing explanation. So long as there is a criterion for distinguish rationalizing 

causal explanation from nonrationalizing causal explanations, then even the causal 

account of epistemic reasons can distinguish between citing epistemic reasons and 

gi\ ing reasons of the sort one gives as when 1 say that Jones ingested a psychoactive 

chemical. 

Let me summarize. Epistemic reasons are reasons for believing. They are. 

moreover, reasons aimed at supporting the truth of the proposition believed. 

Epistemic reasons seem to be distinct from prudential and moral reasons. I might have 

an epistemic reason to belief that p. and a prudential reason not to believe. Similarly 

for moral reasons. Moreover, we sometimes point to mere causal antecedents as the 

reasons for a person's believing something. I can, for example, cite psychoactive 

chemicals as the reason for Jones's belief. But mere causal explanations should be 
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distinguished from rationalizing explanations. We should make this distinction even if 

all rationalizing explanations turn out to be a species of causal explanation. 
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3. Givine Reasons. Having Reasons, and the Basing Relation 

Our ordinarv' talk about reasons for believing distinguishes between different 

ways a person - and his belief- can be related to those reasons. Compare the 

following sentences: 

"After the audience railed on Jones, he cited further reasons in defense of his 

position." 

"Jones has reasons for thinking as he does, but he refuses to tell us what those 

reasons are." 

••Jones has reasons for thinking that, but he still doesn't believe it's true. He 

doesn't realize that he has those reasons." 

In each of these sentences. Jones has reasons, and these reasons are reasons for 

believing. But the connection between Jones and these reasons is different in each 

case. There are. it turns out. a number of logically distinct ways in which a person 

might be related to her reasons. In this section. 1 discuss three of these relationships. 

They arc: citing (or giving) reasons for belief, believing on the basis of reasons, and 

"merely having" reasons. It is important to distinguish these relationships at the 

outset. For e.xample. one criticism leveled against some theories of justification is that 

the theories fail to distinguish between justified and justifiable beliefs.' If this 

criticism really applies, the source of the problem is that such theories fail to 

distinguish between believing on the basis of reasons and merely having reasons. 

'See Polloek and Cruz (1999). pp. 79-80 
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Hence, it is part of the task of getting clearer about the subject matter of a theory of 

reasons that we keep separate the different sorts of relationships a person may have to 

her reasons. The task of the present section is to distinguish these relationships. 

Ultimately, of course, we will be primarily interested in the "basing relation." for as I 

have already said, one of the primary aims of this essay is to give an account of the 

nature of the basing relation. 

We often cite reasons as a part of our public rational activity: an activity which 

includes, for example, casual conversation, heated arguments, and academic debate. 

\'ct the reasons we offer in the course of this activity may pull apart from our actual 

reasons. Put simply, what I say need not reflect what I think. 

Suppose you challenge one of my beliefs, and I defend myself by giving 

reasons for that belief 1 believe that Jones is pompous, and you ask me to say why 1 

belic\ e this. The reasons 1 cite may not be the reasons for which 1 actually hold that 

belief Perhaps 1 think that my reasons will not convince you. Perhaps, in addition. 1 

am aware of other considerations which are more likely to persuade you. If so. then 1 

may opt to cite reasons different from the ones I have for believing that Jones is 

pompous.-

This seems to suggest that the reasons I give are not necessarily the same as 

my actual reasons. There are other considerations for taking this distinction seriously. 

Sometimes. 1 do not disclose my reasons at all. Suppose, for example, that I am quite 

alone, deliberating about some political issue. Perhaps I am interested in deciding 

whether George W. is a worthy presidential candidate. In deliberating on this matter. I 

may construct arguments which have as their conclusion the claim that George W. is 

-Notice also that 1 may citc reasons different from the ones I have for believing that p .  even though I 
sincerely helicve that the reasons I cite arc the ones I have for believing that p. For more on this issue, 
see Harman (1973). pp. 26ff. 
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not a wonhy presidential candidate. In doing so, I am generating reasons for this 

claim. If 1 come to believe the claim, then I come to believe as I do on the basis of 

those reasons. But I do not disclose my reasons; there is no one around to whom I can 

disclose them. 1 merely have my reasons. 

.•\lthough it is more tendentious, we might even claim that sometimes I am 

uiuihle to disclose my reasons, regardless of whether or not I want to. I may forget 

w hat my reasons are. Or perhaps I am unable to admit, even to myself, what my 

reasons are. for 1 may possess sublimated reasons for believing as 1 do. reasons which 

1 unconsciously take to be shameful. 

.•\gain. it seems that we need to distinguish between the reasons I give and the 

reasons I have for believing as I do. This is one sort of distinction we must draw when 

wc exam me our ordinarv' talk about reasons. There is another, more important, 

distmction. It is the distinction between merely having reasons for believing diat p. 

and basing one's belief that p on those reasons. 

Jones wants to go to the campus bookstore today, but today is Sunday and he 

believes that the campus bookstore is closed on Sundays. We might claim that Jones 

has many reasons for believing this; (a) He seems to remember the bookstore being 

closed on a Sunday some months ago; (b) when he dials the bookstore (on a Sunday), 

no one answers the phone; and fmally, (c) his wife tells him that she is pretty sure the 

bookstore is closed on Sundays. Jones has many reasons for believing, but he may 

come to believe that the campus bookstore is closed on Sundays on the basis of only 

one of these reasons. For e.xample, when Jones dials the bookstore, no one answers. 

But he may fail to regard this as evidence for the proposition that the bookstore is 

closed on Sundays. His wife tells him that she is pretty sure that the bookstore is 

closed, and again, he may fail to regard this as evidence. Finally, he may come to 
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have the behef in question as a result of seeming to remember that the bookstore was 

closed on a Sunday some months ago. His belief is based on his seeming to 

remember. He has other evidence for the proposition, but he fails to regard it as 

cvidcnce. In talking about such cases, we sometimes say that S believes that p and he 

has reasons for believing that p; but it does not follow that he believes that p on the 

basis o/'those reasons. We must distinguish the mere having of reasons for believing 

that p from believing that p on the basis of those reasons. 

Perhaps merely having reasons is not really having reasons at all. [f Jones fails 

to regard his wife's testimony as evidence, then it may seem wrong to classify her 

tcstmiony as a reason. Is this right? It does seem right to say. at least in this case, that 

the testimony of Jones's wife is not a reason for Jones. Jones believes that his wife 

thmks that the campus bookstore is closed on Sundays. But if he fails to treat his 

wife's testimony as evidence for the proposition, then, as far as Jones is concerned, his 

belief that she says what she does is not a reason for the proposition in question. If 

this is right - x'i merely having reasons is not really having reasons at all - then why do 

we say of Jones that he has a reason? 

One answer to the question is to concede the point: We should not say of 

Jones that he has a reason for believing that p. if it is not a reason for Jones. Our 

inclination to say of Jones that he merely has a reason is a mistaken inclination, for in 

fact he has no reason at all. he merely has a belief .A. more plausible answer to the 

question - the question of why we say of Jones that he has a reason - is to distinguish 

betw een psychological relations and rational relations. Rational relations are abstract 

relations - the relations of logic, for e.xample - that hold between propositions. 

Sometimes, when we say of a person that he possesses good reasons for what he 

believes, what we mean to suggest is that the person has beliefs between which 
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rational relations obtain. Of course, the person may fail to appreciate these relations, 

and accordingly fail to believe on the basis of those reasons. In this case, what we 

mean to suggest is that the beliefs do not have the appropriate psychological relations 

to each other. Thus, we can distinguish merely having reasons from believing on the 

basis of those reasons by noting that the beliefs of some agents have merely rational 

relations to each other, while others have both psychological relations and rational 

relations. Moreover, embracing this distinction does not force one to embrace a causal 

theory of reasons, for psychological relations need not be causal relations. ' 

W'e have distinguished three ways a person can be related to reasons. Giving 

reasons can be different from having reasons, .^.nd merely having reasons is different 

from believing on the basis of one's reasons. There is one more distinction we should 

keep in mind, the distinction between originating and sustaining reasons. Suppose 

Jones attends a philosophy lecture on Hume and in the course of this lecture comes to 

believe that Hume died in 1776. Jones becomes interested in the subject and proceeds 

to read a number of books about Hume. Later, he learns that the lecturer was insane 

and spouted mostly nonsense. Nevertheless. Jones continues to believe, on the basis 

of his further readings, that Hume died in 1776. In this case, the originating reason for 

Jones's belief was the testimony of the lecturer. But the further testimony of books 

Jones read provide sustaining reasons. It is important to see that we can draw this 

distinction regardless of whether we accept a causal theory of reasons - whether we 

accept, that is. the claim that the connections between belief and its reasons are 

essentially causal connections. Some have thought that the appeal to causal 

connections provides an elegant explanation of the difference between originating and 

- ril defend this later, in ehapter 7. 



sustaining reasons. But even those who reject the causal theory must nevertheless 

acknowledge the distinction between these two sorts of reasons. 

To summarize, there are a number of important distinctions respected by our 

ordinary ways of talking about people and their reasons for believing. There is 

sometimes a difference between the reasons a person has for believing and the reasons 

a person gives for believing (although those reasons can also turn out to be the same). 

Moreo\ er. w e see that we must draw a distinction between reasons a person merely 

has from reasons on the basis of which the person believes. And finally, ihe sustaining 

reasons for a belief need not always be the same as the originating reasons, the reasons 

on the basis of which someone comes to believe something. 

(One tenninological note before continuing. In the interests of economy, 1 will 

sometmies use the expression "having reasons for believing" as synonymous with the 

expression 'believing on the basis of reasons'. The reader should not confuse having 

reasons for believing with merely having reasons for believing. When I want to refer 

specifically to an agent's merely having reasons for believing, I will use the complete 

expression.) 
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4. The Task of a Theory of Epistemic Reasons 

A theory of epistemic reasons should be interested in answering the following 

sorts of questions: What makes something an epistemic reason? What sorts of things 

can function as reasons for believing? What are inferential relations? What is it for a 

belief to be based on reasons? What sorts of things do rational agents do to generate 

reasons for belief? 

[ will approach the topic of epistemic reasons by exploring the nature of belief 

and mferencc. The paradigmatic case of a reason for believing is another belief. And 

the paradigmatic case of a relation between a belief and its reason is an inferential 

relation. I do not assume that beliefs are the only sorts of things that can be epistemic 

reasons. .And 1 do not assume that the only sort of reason-giving relation is an 

mferential relation. But intentional properties and inferential properties are central to 

our conception of an agent's epistemic activity. It is a suitable place to start. 

What are beliefs? and What are inferences? I approach these questions by 

asking a slightly different set of questions. What makes an attribution of belief true? 

and What makes our attributions of inferential properties taie? Thus the first step in 

gi\ ing a theory of reasons is that we say something about the truth-makers for certain 

descriptions of our rational states and behavior. 

Start with belief. Jones leaps up onto his chair with a terrible scream, pointing 

frantically down at Lucy's lizard on the ground. I might e.xplain his behavior by 

attributing a cluster of beliefs and desires to Jones: "Jones is deathly afraid of 

dinosaurs. Unfortunately, he believes that lizards are tiny dinosaurs." Beliefs and 

desires are different kinds of propositional attitudes or intentional properties.-* Let us 

•*! shall use the e.xpression "intentional properties' to refer to the propositional attitudes and related 
states. 
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focus our attention on the attribution of belief. In saying that Jones believes that 

lizards are tiny dinosaurs, I assert a statement of the form, 'S believes that p\ We can 

call these sorts of sentences attribution sentences. The attribution sentence above 

attributes to Jones a belief, and describes that belief as having the content, lizards are 

liny dinosaurs. The embedded that-clause of the attribution, "S believes that p" 

contains the content sentence 'p'. The content sentence c.xpresses a proposition p and 

p IS the content of Jones's belief 

We use attribution sentences to describe the agent's instantiation of an 

intentional property. In the example above, I used an attribution sentence to attribute 

to Jones the property of believing that lizards are tiny dinosaurs. This is nearly 

truistic: attribution sentences attribute properties. But it is important to appreciate the 

truistic character of that claim. For in doing so. we see that our ordinary practices, by 

themselves, do not settle the question of what fact about an agent makes these 

attributions true. We have not settled the question. What is an intentional propeny? 

Now turn to inference and inferential propenies. Suppose that Jones wants to 

find Lucy at a party, and he reasons as follows: 

"Lucy is keen on Sam. Consequently, she is likely in whatever room Sam is 

in. I just caught a glimpse of Sam in the kitchen, so Lucy is probably in the 

kitchen too." 

What do our commonsense practices for attributing and describing rational behavior 

tell us about this fragment of Jones's thinking? Jones comes to believe - he concludes 

- that Lucy is in the kitchen. Jones believes that Lucy is in the kitchen on the basis of 

other beliefs. These beliefs are his reasons for believing. Moreover, his reasons and 
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his rationahzed belief are related to each other in a certain way. They are related to 

each other by inferential relations. 

Our attribution of inference to agents describes at least two aspects of those 

agents. On the one hand, we describe the agent as performing an activity. To say that 

an agent infers one thing from another is to say that an agent is doing something. On 

the other hand, we assume that the contents of Jones's beliefs - a certain set of 

propositions - are connected by rational relations. Paradigmatic of rational relations 

are logical relations - for example, the premises ifp, then q and p entail the conclusion 

£/. But there are of course other sorts of rational relations as well - inductive relations, 

for instance. 

Thus, one of the things our ordinary practices for attributing and describing 

opistemic reasoning give us is an abstract picture of inferential structure. .A. further 

question concerns how this inferential structure is realized; or better, what facts about 

cognizers descriptions of inferential structure (like the one described above) are 

supposed to pick out. Answering that question is. of course, one of the jobs of an 

account of the truth-makers of inferential properties. 
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5. Occurrent and Nonoccurrent Thought 

I have claimed that in order to give an account of epistemic reasons, and an 

account of the way in which beliefs are based on reasons, it is important to say first 

w hat the truth-makers of inferential properties are. This latter task though is 

complicated in a critical way by the fact that there are. I believe, different sorts of 

mtentional and inferential properties. An important preliminary step is to discuss the 

\ ariety of these properties. In particular. I think there is a distinction to be drawn 

between occurrent and nonoccurrent belief, and a distinction between inference as an 

activity and the staiuling rational connections between belief contents. The 

distinctions are important, for it is a main thesis of this essay that we should embrace a 

mixed theor\' of epistemic reasons - there are. in other words, different sorts of truth-

makers depending on which intentional and inferential properties we are attributing. 

Let us now examine the occurrent'nonoccurrent distinction. 

Start with the following e.xample. I ask you why you are voting for George W. 

and you say. "He is in favor of the death penalty." This is something you believe, 

•^'ou believe that George W. is in favor of the death penalty. 

When you answer me and say "He is in favor of the death penalty." your 

tliought is occurrent. That George W. is in favor of the death penalty is something you 

are presently thinking about. It is something that is "on your mind." But suppose that 

after the conversation, you stop thinking about it. As attributors. what should we say 

about you? During the conversation, when you utter the sentence that you do. it is 

perfectly appropriate to say of you that you believe that George VV. is in favor of the 

death penalty. Yet it seems clear that we can say the same of you after the 

conversation, when you are no longer entertaining that thought (providing you have 

not changed your mind, suffered serious brain damage, and so on). If I am talking to a 
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mutual triend the next day. there is nothing strange in my reporting, "Well, you know, 

it's because he believes that George W. is in favor of the death penalty." 

These practices suggest that there is a distinction between occurrent and 

nonoccurrent beliefs. Most of what we believe is nonoccurrent. This can be seen by 

recognizing how much we believe on the one hand, and how Utile we think about 

occurrcntly at any given time, on the other. Jones believes that he was bom in 

November, he believes that man-eating tigers are dangerous; he believes that his 

hearing was damaged at a Bon Jovi rock concert: he believes that eating peanuts helps 

ease his anhritis. If we aimed at giving an e.xhaustive version of this list, our task 

would be ovenvhelming. It will be much easier though to catalogue the thoughts 

Jones is having - the thoughts that are on his mind at a particular time. Even if it is 

difficult to describe his perceptual belief state - the way he perceptually represents his 

unmediate environment to be at a given time - that is not the same kind of difficulty 

we encounter when trying to list all the beliefs it is appropriate to attribute to Jones.-

What is the relationship between S's occurrent belief that p and S's 

nonoccurrent belief that p? There are different possibilities, but probably the most 

intuiti\ e view on this matter is the idea that the occurrent belief thatp and the 

nonoccurrent belief that p, when attributed to the same agent, is in fact the same belief. 

This is a kind of "flashlight" conception of occurrent beliefs: Our belief contents are 

stored away somewhere in our heads. Occasionally, the "flashlight" of consciousness 

is pointed at one content or another, bringing it from nonoccurrent darkness into 

occurrent light. But the belief itself is the same belief, just as a deer is the same deer 

- 1 have assumed here that the way one perceptually represents things to be is a belief state. It might 
turn out ol'coursc that one's perceptual state is not properly understood as a belief state at all. It 
doesn't matter one way or the other for my present purposes. 
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in the darkness as when it is lit up by my headlights. Of course, the flashlight 

metaphor is just that, a metaphor; it is aimed at helping us get the basic idea. 

There are other possible ways of understanding the relationship between 

occurrent and nonoccurrent beliefs. For example, we might claim that occurrent belief 

contents exist as a result of being "read off' some deeper belief content, in much the 

way that a person reads off information from a road map. This would be a different 

kind of relationship from the one proposed by the "flashlight" conception, particularly 

since the occurrent thought and the nonoccurrent structure would not be the same 

entity. In fact, it might tum out that occurrent and nonoccurrent beliefs are not even 

the same kind of thing. We will discuss these different possibilities later.6 Here, the 

point is just that it is possible to accept the distinction between occurrent and 

non occurrent beliefs without necessarily embracing the "flashlight" conception of their 

relationship. 7 

So far, we have seen that there is, on the basis of our practices for attributing 

belief, an intuitive distinction to be drawn between occurren~ nonoccurrent beliefs. 

I think that there is a similar distinction to be drawn in the case of inferential 

properties. Suppose I ask you to work out how much we should tip the waiter: You 

scribble some figures on the napkin and announce the result. Or suppose you want to 

know where Lucy is, and Jones rattles off the chain of inference we described above 

("Lucy is keen on Sam ... "). These appear to be cases of occurrent inference. 

6In chapter 7. 
7W orking out the distinction between occurrent and nonoccurrent beliefs requires that we address the 
following two issues. First, can someone believe something which at no time is their history was an 
occurrent belief? Unconscious beliefs are one candidate. Very general beliefs- or what are sometimes 
thought of as "implicit" or "tacit" beliefs - are another. Second, we need to insure that the distinction 
between occurrent and nonoccurrent is not merely the distinction between active beliefs and inactive 
beliefs. 
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What would be a case of a nonoccurrent inferential property? There are at least 

two candidates here: unconscious inference and standing rational connections between 

believed contents. I will discuss both candidates, but ultimately I am interested only 

in the latter case: standing relations between nonoccurrent belief contents. 

Orie possible candidate for the label 'nonoccurrent inference' is unconscious 

inference. 8 Take the following case. The subject stares at an image of a red dot. After 

a length of time, when he turns his visual attention to a white wall, he will find a green 

afterimage "burned" onto his retina. The interesting phenomenon is this: If the 

subject moves towards the wall, he will experience the illusion of a shrinking 

afterimage- it will seem to him that the green dot is shrinking. What's the 

explanation for the illusion? One explanation exploits the idea that the perceptual 

system is making inferences of which the subject is not conscious. The subject knows 

that the afterimage is not an image on the white wall. But some part of his perceptual 

system assumes that it is, and as a result, expects that the size of the image on the 

retina will grow larger when the subject approaches the wall. When the image does 

not grow larger - being an afterimage, the image on the retina will of course remain 

the same size- the perceptual system "corrects" for the discrepancy and assumes that 

the image was farther away (or smaller) than originally supposed. The result is that 

the subject has the illusion of a shrinking green dot. 

Unconscious inference is one possible candidate for "nonoccurrent inference." 

Another is the general case of adjusting inferential connections so that future 

inferences are different from how they would be before the adjustment. Two examples 

8This notion of the unconscious here is different from the Freudian conception (which we might call the 
subconscious). On Freud's view of the subconscious, there seem to be inferences being made, but these 
inferences are not easily reportable by the subject. The notion of unconscious inference being 
examined here takes places in what Fodor calls "input systems" (1983). On Fodor's conception, 
unconscious inference- in the Freudian sense of 'unconscious'- would take place in the "central 
system." 
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strengthening of inductive inferential connections. 
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Our reasons for believing can be defeated. As we get new information about 

the world, we can do things like "take back" beliefs, or realize that our reasons for 

believing were not as strong as we originally supposed. Pollock and Cruz distinguish 

two sorts of defeaters -rebutting defeater and undercutting defeaters. 10 Suppose I 

think that Lucy is in the kitchen because Sam is in there and Lucy is keen on Sam. If I 

afterwards see Lucy in the living room, I have an obvious defeater for believing that 

Lucy is in the kitchen. The belief that results from seeing Lucy in the living room is a 

rebutting defeater. Now take a different case. Suppose I am in the living room and 

someone informs me that Lucy is furious with Sam. As a result, I no longer believe 

that Lucy is in the kitchen. The connection between my reasons and my conclusion is 

undercut. The fact that Lucy is keen on Sam and Sam is in the kitchen no longer 

provides good enough reason for my concluding that Lucy is in the kitchen. But for 

all I now know, she might be in the kitchen- she might be following Sam around to 

bother him. The belief that Lucy is furious with Sam is an undercutting defeater. It 

undercuts the connection between reason and conclusion without giving me reason to 

reject either the conclusion or the beliefs which previously served as reasons. 11 

Here I am interested in undercutting defeaters. Suppose that at time to I believe 

that q on the basis of my beliefthatp. At to,p is a reason for q. Later, at time t1. I 

come to believe that r, and my belief that r is an undercutting defeater for the inference 

fromp to q. As a result, every time I try to make the inference fromp to q, I recall that 

9I am borrowing the expression "undercutting defeater" from Pollock and Cruz (1999). 
IOPollock and Cruz (1999), pp. 196-197. 
II As far as I can tell, Pollock and Cruz do not distinguish a third type of defeater, the case in which I 
have reasons to give up my reasons for a conclusion. This seems to me to be a type of rebutting 
defeater, but as they have described rebutting defeaters, the latter are reasons to reject the conclusion 
(rather than the premises) of the inference. 
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r, and fail to endorse the inference. Next, at some further time t2, I come to believe 

that s, where sis a rebutting defeater for r. The result is that I no longer believe that r. 

Finally, at time t3, I become interested in q and make the inference fromp to q, 

without ever considering the possible defeat of that connection r once provided. In 

short, the fact that s rebutted r had an effect on the connection between p and q 

without my having made the inference fromp to q. 

The point is that removing a defeater is one way of adjusting inferential 

connections without having to actually make the inference in question. And thus, in 

attributing this sort ofbehavior to myself, part of what I am attributing are standing 

rational connections between belief contents. Nonoccurrent belief, though I am not 

entertaining them or consciously appreciating any rational relations that might hold 

between them, must nevertheless occupy some relations that are psychologically real. 

I have been calling these rational relations standing rational connections. 

Something similar seems to occur in the case of inductive generalization. For 

certain sorts of properties, we are apt to generalize on the basis of cases. I see that this 

A is F, and am apt to generalize that all (or most) A's are F. Now typically, it seems 

that I am not drawing an explicit conclusion about A's on the basis of cases. I do not 

make an inference from the premise "This A is F, and this A is F, and this A is F ... " to 

the conclusion "All A's are F." Instead, the observation of cases strengthens the 

inferential connection between my thoughts about A's and my thoughts of the property 

F. If I have seen enough cases, my tendency to infer "This A is F' from "Here is an 

A" will be robust. Having observed only a few case, my tendency to make the 

inference may be weaker.I2 

120f course it need not be weaker. Humans are notorious for generalizing on the basis of a few, or 
even one, case. 
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The case of inductive and the case of rebutting defeaters seem to provide us 

with cases in which cognizers adjust inferential connections. In addition to adjusting 

inferential connections, I suggested that unconscious inference might also be an 

example of "nonoccurrent inferential properties." Do these inferential properties have 

anything interesting in common? Should we group them both under the heading 

nonoccurrciu inference'! 

One reason for thinking that both unconscious inference and standing 

rational connections are cases of nonoccurrent inferential properties is: Just as 

nonoccurrent beliefs seem to lack conscious awareness, so too with the cases of 

inference and rational connections just described - we are not aware of making the 

inferences that explain the illusion of the shrinking green dot. nor are we consciously 

aw are of adjusting inferential connections. But there is a problem for this suggestion. 

Often we are not consciously aware of making inferences in paradigmatic cases of 

"occurrcnt" inference. Thus, the presence or absence of consciousness is not a feature 

which distinguishes between paradigmatic cases of occurrent and nonoccurrent 

inference. Suppose I see a friend's cat dart behind the couch. .A moment later, she 

asks, "Where is my cat?" When I tell her that it is behind the couch. I am performing 

a little inference. But in such cases we rarely have thoughts about what we are doing. 

Where is the conscious awareness that distinguishes occurrent from nonoccurrent 

inference? 

.A. natural answer suggests a second possible way of drawing the distinction. 

Unlike the first suggestion, we cannot rely on awareness or nonawareness of the 

inference itself - that is. awareness of the inferential relations between the premises 

and conclusion. But we can nevertheless rely on our conscious awareness of the 

things between which inferential relations hold - the beliefs that are the premises and 
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conclusions of inference. The second suggestion is that the premises and conclusions 

of an inference must be occurrent for an inference to be occurrent. In other words, the 

beliefs that are involved in an occurrent inference (as reasons and conclusion) should 

be occurrent beliefs. 

This will also not work. The problem with this suggestion is that there are 

cases of paradigmatically occurrent inference which involve nonoccurrent beliefs. 

When 1 am asked. "Where is Lucy'.'" I may have the occurrent thought that I saw Sam 

m the kitchen and move straight from that thought to the belief that Lucy is in the 

kitchen as well. By hypothesis we can suppose that my belief that Lucy is keen on 

Sam remains nonoccurrent. .And this hypothesis does not seem to be at odds with 

claiming that the nonoccurrent belief is partly responsible for making my inference a 

good one - with saying, in other words, that my belief that Lucy is in the kitchen is 

hascil on both my occurrent and nonoccurrent beliefs as reasons. Nevertheless, the 

inference must be counted as occurrent if am- inference is to count as occurrent. Thus, 

we cannot rely on the occurrent beliefs as a criterion for when an inference is 

occurrent. 

I think that the problem here is that unconscious inference and what I have 

called standing rational relations between nonoccurrent beliej contents do not 

naturally fall into the same category. The distinction that is really interesting is a 

distinction between inference as an activity, on the one hand - that is. inference as a 

transition from one belief (or set of beliefs) to another - and standing connections 

between belief contents, on the other. In fact, rational connections between belief 

contents seem to underlie inferential activity. This is suggested by some of the 

examples above - in particular, the example of removing undercutting defeaters. and 

the example of adjusting the strength of connections involved in inductive inferences. 
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Each of these examples seem to assume that there is some connection between 

nonoccurrent belief contents that is adjusted, and that the adjustment can be exploited 

later on in inferential activity. 

Thus the distinction I want to focus on is between inference as an activity and 

inferential or rational connections between nonoccurrent belief contents. Sometimes [ 

will use the expressions 'occurrent rationality' and 'nonoccurrent rationality' to pick 

out the respective topics. Talk about occurrent rationality picks out the topic of 

mfercntiai aciiviiy. .\nd talk about nonoccurrent rationality picks out the topic of 

s!aiuliii<^ rational coiiiwciions between nonoccurrent belief contents. But 1 don't want 

to put too much weight on this use of the term 'occurrent'. 

The point of distinguishing between occurrent and nonoccurrent rationality is 

this. We are going to attempt to offer a theory of epistemic reasons. We are going to 

tr\' to say. in other words, what an epistemic reason is. what it means to have a reason, 

and then finally, what it means to base one's beliefs on reasons. I suggested that the 

way to begin this project is to look at paradigmatic cases of having reasons and basing 

one's beliefs on reasons. The paradigmatic cases. I think, are having intentional 

propenies and having inferential properties. But it is easy to focus exclusively on just 

one kind of inferential property. If we focus on the sort of inferential property I 

characterized as inferential activity, we will. I believe, end up with a skewed or 

incomplete account of epistemic reasons. Suppose I take as paradigmatic of all the 

mferential properties and inferential behavior of an agent the following; S believes 

that p and believes that if p then q. and concludes that q on the basis of these beliefs. 

In doing so. I risk ignoring the rational connections between belief contents which not 

only get exploited in inferential activity, but which also can make the attribution of 
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reasons true in the absence of inferential activity. [ risk giving an incomplete theory of 

epistemic reasons. 
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6. Conclusion and a Plan for the Essav 

One of the central claims of this essay is that the truth-makers of attributions of 

occLirrcnt and nonoccurrent beliefs are quite different sorts of beasts. The flashlight 

conception, for example, of the relationship between occurrent and nonoccurrent belief 

is dreadfully misleading.'-' Likewise, the truth-makers of attributions of occurrent and 

nonoccurrent rationality (that is. paradigmatic inferential activity versus standing 

mfcrential connections between nonoccurrent belief contents) is also very different. 

The most imponant upshot of this, for my purposes, is that there is no single account 

of the basmg relation - the relation that holds between a belief content and the reasons 

on which that belief is based. What sorts of connections that obtam between the belief 

contents mvolved in some bit of inferential activity arc strikingly different from the 

sorts of standing connections that obtain between nonoccurrent belief contents. I will 

claim that the former connections are causal, but the latter are not. 

The rest of this essay proceeds as follows. In the ne.\t chapter. I e.xplore the 

causal theory of reasons, according to which reasons are states of an agent - belief 

states, for example - and these states are causally connected to each other. The causal 

theory of reasons is the first step in articulating an account of rationality, and in 

particular, of occurrent rationality. The next step is sententialism. In chapters 3 and 

4.1 discuss sententialism and its main features. .A.s I see it, sententialism is comprised 

of two theses, which I distinguish and examine. Sententialism. as a complete theory of 

belief content, falls prey to a number of objections. I discuss these objections in 

chapter 4. The most serious of these objections - the problem of congestion - can be 

avoided if we limit the scope of the theory to a subset of attributed intentional 

1 will argue for this c.xplicitly in chapter 7. 
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properties. This is. in part, a defense of my claim that sententialism is a theory of what 

1 am calling occurrent rationality. 

In chapter 5.1 turn to one proposal for dealing with nonoccurrent rationality, 

the "map"' theory of belief. We'll see that the map theory fares badly against the some 

of the same objections raised against sententialism construed as a complete theory of 

belief But the map theory, like the sentential theor\'. is composed of two main theses. 

1 believe that the advantages of the map theory arise from one of these theses, while 

the disadvantages spring from the other. In chapter 6.1 propose and discuss a kind of 

map theor>' of belief -what I shall call the systems theory - that captures nonoccurrent 

rationality. 

The final chapter, chapter 7. returns to the basing relation. If a belief content 

is supported by reasons, the content must be based on other contents. But it is not clear 

how the systems theory can make sense of this relation, since on the systems theory, 

the relations between belief contents is not a causal relation. I sketch a noncausal 

account of the basing relation for contents contained by a single state. 
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CHAPTER II: 

THE CAUSAL THEORY OF EPISTE.NHC REASONS 

1. Introduction 

In the previous chapter I distinguished between the normative question and the 

psychological question concerning epistemic reasons. We are interested in making 

progress in answering the psychological question - What are the possession conditions 

for having epistemic reasons and believing on the basis of those reasons? 1 also noted 

that beliefs are the paradigmatic example of reasons, and that inferential properties are 

the paradigmatic case of the relations between beliefs and their reasons. In this 

chapter. 1 spell out the causal iheoty of epistemic reasons. The causal theory is a first 

step is making clearer the character of the truth makers of belief and inference. 

Central to the causal theory of epistemic reasons is this claim: 

Core .Assumption: The fundamental connection between a belief and the 

reasons on which that belief is based is a certain sort of causal relation. 

From this core assumption, and from the further assumption that beliefs 

themselves are at least among the kinds of things that can count as reasons for 

believing, we can draw two further conclusions about the nature of belief. These 

funher conclusions are the "corollary assumptions" of the causal theory of reasons: 

First Corollary Assumption: Beliefs are causally efficacious. Beliefs have 

causal powers. 
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Second Corollary Assumption: Among the kinds of things with which beliefs 

can have causal relations are other beliefs. 

These corollarv- assumptions about the nature of belief are important, since the 

paradigmatic case of a reason for believing is another belief. Coming to understand 

what reasons are. then, is in large part constituted by coming to understand the nature 

of belief, and in particular how beliefs are, and can be. related to each other. 

The focus of this chapter is the conception of belief implicit in the causal 

thcor\' of reasons. I want to examine this conception in detail. .\s I see it. the causal 

thcoiA represents one view on the place of beliefs in the world. careful examination 

of the causal theory should reveal this view on belief. 

1 will Stan by examining two theories which seem to share the same 

assumptions about the character of belief as the causal theory of epistemic reasons. 

They arc (i) causal role functionalism about mental states and (ii) the causal theory of 

action, .\fter\vards. 1 will discuss how the causal theory views the place of belief in 

the world. Specifically. I will discuss the way in which beliefs qua inner states come 

to have causal powers with respect to other inner states, sensory input and behavioral 

output. 
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2. Two Causal Theories 

Two prominent philosophical theories share an imponant common view about 

believing. These two theories are the causal theory of action and causal role 

functionalism. Let's briefly introduce these theories, and then make their shared view-

more explicit. We begin with causal role functionalism. 

Causal role functionalism is a theory about the nature or identity of many of 

our mental properties.' I will focus primarily on one sort of mental property: belief. 

The basic idea is that beliefs are states within a system, and these states are type-

mdividuated by their causal roles within that system. 

The mind comprises a system of states and processes. This system makes 

possible our (i) gettmg information about the world, (ii) reactmg mtelligently to events 

in thi. world (that is. exhibiting informed behavior), and (iii) possessing the rich inner 

life we associate with having a mind. .According to causal role functionalism. what 

makes a particular state within this system the state that it is. is its role in the system. 

.As Jaegwon Kim puts it. different mental state types have different "job 

descriptions."- .A state's job description is characterized in terms of that state's typical 

relations to other states in the system. Some states though sit at the periphery of the 

system, providing the interface between the mind and the world. Such states thus 

appear to have relations to something other than states of the system; they are 

connected to certain bodily states, patterns of behavior, etc. 

.\n example might be helpful. What does it mean for a creature to be in pain? 

Intuitively, the idea is this: Being in pain is to occupy a state which (i) tends to be 

caused by tissue damage, (ii) tends to cause one to wince, moan and clutch the 

' For discussions of the functionalist theory, see Block (1980) and chapters 4 and 5 of Kim (1996). One 
of the first appearances of the functionalist conception of the mind can be found in Putnam (1975). 
-Kim (1996), p. 75. 
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damaged region, and (iii) tends to cause one to form other desires and beHefs (e.g. the 

desire for the pain to stop, and the belief that moving away from the stove might help). 

.A genume functional characterization will, no doubt, be a great deal more complicated 

than this. Nevertheless, the basic idea is here. The idea is sometimes summarized as 

follows; .A mental state type is identical with a certain set of causal relations to 

sensory input, behavioral output, and other inner states. 

Turn now to the causal theory of action.- .A. theory of action is a theory about 

what makes some of our behavior purposive or intentional behavior. The causal 

theory of action claims that purposive behavior is behavior caused by beliefs and 

desires. This makes the property of being an action a relational property. Take some 

bodily movement Xf. M is a purposive or intentional movement just in case (i) .V/ is 

caused by a set of intentional states, (ii) the set has the right profile - in particular, it is 

composed of some combination of beliefs and desires - and (iii) .V/ is caused by these 

intentional states in the right way. Thus. .Vfs coming to be purposive, and hence. .Vfs 

being an action of some type, depends essentially on the causal powers of beliefs and 

desires, 

.•\n important feature of the causal theory of action is that it interprets our 

ordinary explanations of purposive behavior in terms of reasons as a species of causal 

explanation. Suppose that Jones leaps atop his chair, wailing fearfully and pointing 

down at Martha's lizard. 1 might offer you the following explanation. "The reason 

Jones is behaving like that is because he scared to death of dinosaurs and he believes 

that Martha's lizard is a small dinosaur." My account explains Jones's behavior by 

appealing to his beliefs and desires. According to the causal theory of reasons, beliefs 

and desires count as reasons for behavior when these states are causally connected to 

-See. for example. Davidson (1963) and Goldman (1970). 
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the behavior. When we explain purposive behavior by appeahng to someone's behefs 

and desires, the explanation is successful just in case the person's beliefs and desires 

wore among the causes of that behavior, and the causal connections were of the right 

sort. Thus, a rationalizing explanation of behavior is just one kind of causal 

explanation. 

To sum up. the causal theory of action offers us an analysis of action, and it 

subsumes rationalizing explanations of behavior under causal explanation. Causal role 

functionalism is a theory of the identity conditions for mental state types. Mental 

states - belief and desire, in particular - are individuated by their causal roles. The 

causal role of a state is constituted by the state's causal relations to behavior, 

sensation, and other states. We are now prepared to examine the assumptions about 

the nature of belief that are common to these two theories. 

On both of these theories, beliefs and desires are the sort of things that possess 

causal efficacy. Beliefs and desires cause things to happen. This is precisely what the 

causal theory of reasons claims, as is indicated by that theory's first corollary 

assumption (from above). Notice that causal role functionalism suggests a partial 

explanation for why beliefs are causally efficacious. The idea, according to this 

version of functionalism, is that beliefs are states and states have causal powers. This 

proposal raises questions, though. It is natural for us to think of objects and things as 

the primary bearers of causal powers. A cue stick, for example, causes billiard balls to 

roll about the table. It is part of the cue stick's causal powers to make billiard balls 

move. But what does it mean for a state, as opposed to a thing, to have causal powers? 

If beliefs are states, and if beliefs have causal powers, then we need to be able to make 

sense of a state's having causal powers. I take up this issue below. 
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A further similarity between the two theories is this: beliefs and desires are 

causally efficacious with respect to cenain kinds of events. According to the causal 

thcor\' of action, belief and desires cause the sort of bodily movements we think of as 

purposive movements, as rational behavior. .According to causal role functionalism. 

beliefs have causal relations with behavior, sensory states, and other intentional states 

(beliefs, desires, etc.). In short, beliefs, desires, other cognitive states (such as sensory 

states) and behavior all belong to a common ne.Kus of causal connections. Again, we 

have already seen that a weaker version of this assumption is shared by the causal 

theor\' of epistemic reasons. The second corollary assumption of that theory claims 

that among the sorts of things to which beliefs are causally connected are other beliefs. 

The causal theories we have just examined extend this assumption to other sorts of 

states and events. 

It is important to see that how this further similarity between the three causal 

theories we are discussing is not the same as the first similarity. In other words, it 

does not follow from the fact that beliefs have causal powers that they must possess 

causal powers with respect to other beliefs and intentional states, sensory states, and 

behavior. In general, not every sort of event or property possessed of causal efficacy 

IS directly causally efficacious with respect to every sort of effect. .A flaw in the 

structural integrity of a bridge may cause the bridge to collapse. But there are some 

things this flaw cannot cause, not because of spatial or temporal proximity, but 

because bridges with flaws are not the right kinds of causes for certain kinds of effect. 

.A flaw in the bridge cannot cause, for example, the atoms out of which the bridge is 

composed to be organized into the crystalline structure characteristic of steel. The 

problem is not that the direction of causation is pointed in the wrong way. Generally 

speaking, the problem is rather that it is a mistake - a kind of "category" mistake - to 
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suppose that these sorts of properties can stand in direct causal relations with each 

other. It is tor this reason that this second similarity between the causal theory of 

action and causal role functionalism is a further similarity. Both theories hold that 

beliefs are causally efficacious. But they also hold that beliefs, intentional states, 

sensory states and the overall behavior of an agent occupy the same causal "field of 

play." They all belong to the same system of causes and effects. 

The point, to summarize, is one that concerns what we might call causal 

commcnsurahiiiiy. The causal powers of a thing (or state, or what-have-you) belong to 

a commensurability class. .A commensurability class is a class of things with respect 

to which a thing can be causally efficacious. It may turn out, of course, that one 

commensurability class is in some way reducible to another, such that claims about the 

causal powers of some object can be reduced to claims about the causal powers of 

objects belonging to a different commensurability class. This is what happens when 

we reduce the causal powers of a chair to the causal powers of its microconstituents. 

But reduction is not always possible, and so the possibility of this kind of reduction 

does not lessen the force of the basic point: a thing is causally commensurate with 

something else just in the case that they both belong to the same commensurability 

class. 

In this section, we have briefly e.xamined two causal theories - causal role 

functionalism and the causal theory of action. Both of these theories share 

assumptions about the nature of belief, and these assumptions are closely related to 

assumptions made by the causal theory of reasons. According to the causal theory of 

reasons, beliefs are causally efficacious, and beliefs are causally efficacious with 

respect to other beliefs (the first and second corollary assumptions from above). 

Similarly, according to causal role functionalism and the causal theory of action: 
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1. Beliefs are states, 

2. Belief states are causally efficacious, and 

3. Belief states are "causally commensurate" with other beliefs, desires, 

sensory states and the overall behavior of an agent. 

Theses 1-3 go beyond those of the causal theory of epistemic reasons we described at 

the outset in two respects. First, it is not merely that beliefs have causal powers; rather 

the idea is that beliefs arc states, and as such, they have causal powers. Second, thesis 

3 (as compared to the second corollary assumption) adds other intentional states (e.g. 

desires), sensory states and behavior to the list of things with which beliefs are 

causally commensurate. 

.Mthough theses 1-3 go beyond the corollary assumptions we inferred from the 

core assumption of the causal theory of epistemic reasons, these theses seem to me to 

be very much in the spirit of the causal theory in general." I will consequently add 

them to the causal theory of epistemic reasons. 

"[-or representative e.xamples of causal theories of reasons that adopt these assumptions, see .-Vrmstronu 
(196.SI. Harman (1973), Pollock (1989) and Swain (1981). 
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3. Belief and the Causal Theory ofReasons 

In this section, I sketch an account of the causal relations to intentional states, 

behavioral output and sensory input, that beliefs have. This account is the one implicit 

in the causal theory of epistemic reasons, given the assumptions that we have made so 

far. 

Recall that according to causal role functionalism, mental state types are 

individuated by a state's causal relations to behavior, sensory experience and other 

inner states. Causal role functionalism tells us, in other words, that a complete 

description of a particular mental state type includes up to three kinds of causal 

clauses. Following Braddon-Mitchell and Jackson, we can call these clauses input 

clauses, output clauses and internal role clauses.5 Input clauses are supposed to tell 

us how a state is causally related to sensation. Output clauses are supposed to tell us 

how the state is causally related to behavior and bodily movement. Internal role 

clauses are supposed to tell us how the state is causally related to other internal states; 

intentional states in particular. Moreover, at least some internal role clauses describe 

inferential relations- they describe the causal role a belief has vis-a-vis the reasons on 

which the belief is based. Thus, insofar as we are interested in explicating a causal 

theory of epistemic reasons, we are primarily interested in internal role clauses. 

Input, output and internal role clauses tell us about the relations a mental state 

has to something else. Suppose that we distinguish between mind-mind relations and 

mind-world relations. Internal role clauses describe some of the possible mind-mind 

relations that exists, while output clauses appear to describe some mind-world 

5See Braddon-Mitchell and Jackson (1996), p. 41. 
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relations.6 In what follows, I use these latter categories- the mind-mind relation 

category and the mind-world relation category- to organize my discussion of the 

causal nature of belief. In section 1, I discuss the mind-mind relation- in particular I 

examine the nature of states, and how states come to have causal powers. This section 

is the crucial section for understanding the causal theory of epistemic reasons. But I 

continue by examining aspects of the mind-world relation as well. Though this is not 

centrally part of a theory of epistemic reasons, it is nevertheless part of a general 

causal theory of belief, and is, I believe, both interesting and relevant. Accordingly, in 

section 2, I discuss the relationship between states and behavior. Finally, in section 3, 

I examine the relationship between cognition and persons: If cognition is construed as 

a sequence of states - states which belong to a system- and behavior is the activity of 

a person, then what, exactly, is the relationship between the system to which 

intentional states belong and the person exhibiting rational behavior? 

3.1. The Mind-Mind Relation: Belief and Intentional States 

The paradigmatic case of a reason for believing is another belief. Our beliefs 

are reasons for believing. Suppose that Jones believes that large lizards are dangerous. 

As a young boy, a priest warned Jones to stay away from large lizards, and Jones 

believes that priests always utter truths. It is on the basis of these beliefs that Jones 

came to belief as he does concerning large lizards. According to the causal theory of 

reasons, Jones's belief that large lizards are dangerous is causally supported by these 

beliefs. What kind of causal support obtains between the relevant beliefs? In other 

words, how can beliefs be related to each other causally? 

6As we'll see below, it's not clear where we should put input clauses. Some want to argue that input 
clauses describe mind-mind relations - in particular, relations between internal sensory states and other 
states (such as belief). I will put this issue aside. 
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Above we claimed that beliefs are states of a system. This means that the 

causal support involved in the reason-giving relation boils down to causal relations 

between states of a system. To make sense ofthis idea, we need to explain what it 

means to say that a state (rather than a thing) has causal powers. Our account of the 

mind-mind relation - in particular our account of inferential relations between beliefs 

-depends our being able to explain the causal powers of states. That is the present 

task. I will proceed in two steps. First, we need to give a useful characterization of 

statehood - we need some idea of what states are. Second, in light of this 

characterization, we need to explain how such entities come to have causal powers. 

What is a state? Intuitively, a state ofT is a way Tis such that Tis wholly that 

way at a given time.? The simplest proposal for making sense of this initial intuition is 

to suppose that some thing T occupies a state S in virtue of there being some particular 

property P appropriately predicated ofT. Thus, for any property you can properly 

attribute to a thing, there is a corresponding state which that thing can occupy. 

Perhaps an example of this is when I correctly say of Jones that he is happy. 

Corresponding to exhibiting the property of being happy, we might suppose, is 

occupying a particular state, the state of happiness. We may not always be able to 

articulate what sort of state corresponds to each property. That is, we may not have 

words for every possible state a thing can occupy. Yet our lack of words does not 

change the basic fact: Occupying a state is just to have a property. 

The simplest account of statehood is attractive for the following reason. It 

provides us with a straightforward explanation of the sense in which states possess 

causal powers. Causal powers accrue most properly to properties; in particular, to the 

instantiations of properties. Frequently, we talk about the causal powers of a thing. 

7See Armstrong (1968). 
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But notice that a thing comes to have its causal powers precisely because of the 

properties that thing possesses.8 A baseball bat has the causal powers to send a 

baseball far away because the bat has the appropriate properties: it is solid, strong 

enough to make contact with the ball without breaking, thick enough to strike the ball, 

long enough to be manageable by humans, etc. If the bat failed to have these 

properties, we could not use it to hit baseballs. The bat has the causal powers it does 

in virtue of its properties. How does this make the simplest account of statehood 

attractive? If our aim is to make sense of how states come to have causal powers, and 

if causal powers are the powers of properties to bring about certain effects, then on the 

simplest account of statehood, the causal powers of states is straightforward. 

Something occupies a state in virtue of having a property. And thus, all the causal 

powers associated with the property accrue to the corresponding state. 

Unfortunately, there are problems for the simplest account of statehood. An 

obvious problem for the account arises when we examine extrinsic properties. 

Suppose that being tasty is an extrinsic property - it is, we might suppose, the property 

of being able to cause the taster to react in a certain way (e.g. with delight or gustatory 

pleasure). When I say of peppermint ice cream that it is tasty, is there some 

corresponding state which peppermint ice cream occupies? At the very least, our 

ordinary way of talking about states does not seem to accommodate tastiness as a state 

ice cream can occupy. Another example is that being a sibling. Is there a state of me 

corresponding to being an older brother? Again it seems doubtful; at best unclear. 

But the solution to this worry is easy: we merely eliminate extrinsic properties from 

the set of properties that determine statehood. The refined proposal, then, is this: 

Bsee Jackson (1998) p. 91. 
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Occupying a state is just to have an intrinsic property. Are there further problems for 

this proposal? 

As 1 see it, the main problem for both proposals is just that the sense of 'state" 

associated with beliefs is that of being a state of a system. It might be reasonable, in 

some contexts, to play fast and loose with the word 'state'. The simplest proposal, and 

Its revised counterpart, play fast and loose with the word - if these proposals are 

correct, we must conclude that many things occupy states even when they do not seem 

to. particle, for example, will occupy a state of having a certain mass. While it may 

not be unreasonable to insist that this is true, the proposal fails to account for a stricter 

sense of the word "state"; the sense associated with mental states by the functionalist 

thcop,- of mind. 

Moreover, if we accept the simplest (or revised) account of a state, then we 

cannot explain something's having a belief by appealing to that thing's occupying a 

state. The direction of explanation would have to run in the other direction. 

Occupying a state would, instead, be explained by the thing's having the 

corresponding property. Jim's occupying a state of believing that p would be 

explained by the instantiation of some property, in particular, the property of believing 

that p. Hence, an interesting theory of belief requires a more interesting use of the 

word "state'. 

.According to the sense of the word involved in functionalist theories of mind, a 

state is a stale of a system. Thus, the sense of the word 'state" we are interested in is 

this: Where a system is some complex organization of things over time, a state of that 

system is a particular configuration of the parts of that system. This sense of the word 

"state' picks out a strucmral property of a system. Notice though that it does not pick 

out just any structural property, but rather a structural property that the system has 
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wholly at a time. Contrast the following properties of a human body: (a) Being fertile, 

(b) being such that it is digesting, and (c) being healthy. The first is a dispositional 

property, the second is an activity - it is something that happens over time as a result 

of a sequence of states, none of which is by itself a state of digesting. The third 

property, on the other hand, does indeed seem to be a kind of stative property. In 

general, w e can say that a conjigiiration of a system is a structural property which has 

the aspect of being wholly instantiated at a time. Consequently, insofar as we can say 

of a thing that it occupies a state (in the present sense), the thing must comprise a 

system - it must be a collection of constituent components and this collection must 

have an intemal complexity that supports different possible configurations of these 

constituent components. 

The question before us is the question of how states can cause things to 

happen. 1 low does this current proposal for characterizing statehood answer that 

question? .\ccording to the current proposal, states are configurations of the 

constituent components of the system which the state is a state of. Accordingly, the 

question before us becomes: How do configurations of a system's constituent 

components come to have causal powers? 

.\ configuration of a system's constituent components has its causal powers in 

virtue of the causal powers of the components and the properties of the arrangement. 

Let us begin by looking at the overall intemal configuration of a system. An "overall 

state" of a system is a complete description of that system at a particular time. Of 

course, a system may remain in the same overall state through a series of particular 

tmies. In other words, a system may remain unchanged. It is possible for nothing to 

happen as time passes. But when a change occurs, the system moves from one overall 
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state to another. Any change to the system constitutes a change in the overall state of 

the system. 

Now any change in the overall state of a system is the consequence of a change 

or a set of changes in the constituent components of the system. These changes can be 

described piecemeal in terms of these components, and in particular, in terms of the 

properties of these components, including their arrangement. Thus, change in the 

overall state can be described by describing componential changes. And this is how 

states come to have causal powers: The causal powers of a state are the causal powers 

of the properties instantiated by the constituent components of the system. 

A "cartoon" example will be helpful. Take the so-called Life World.9 The 

world of Life is constituted by a grid of cells, where each cell has eight neighboring 

cells (diagonally adjacent squares counts as neighbors). Individual cells occupy one of 

two possible states, they are either on or off. (Perhaps 'alive' and 'dead' are more 

appropriate terms, though.) There are two rules that determine the evolution of life 

world: "birth" occurs in a dead cell (i.e. a cell turns on) just in case exactly three of its 

eight neighbors are on; "survival" occurs in a live cell (i.e. a cell stays on) just in case 

either two or three of its neighbors are on, otherwise the cell dies (it turns off). 

It is useful to view these laws as an efficient way of describing the causal 

powers possessed by a living cell. Each cell has a small degree of power to create and 

sustain another living cell. One cell, by itself, does not have enough power to create or 

sustain a life. The combined power of two cells is sufficient to sustain a life, but 

insufficient to create one. Three cells can collectively do either; but any more power 

is too great, and the result is either that the active cells will kill off a living cell or 

9For a nice presentation of the Life World- sometimes called the Game of Life- see Poundstone 
(1985). 
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prevent a dead cell from coming alive. Moreover, the power of these cells is limited in 

range, and is efficacious only with respect to adjacent cells. The "powers" of a cell are 

not really causal powers of course: but they are sufficiently like causal powers to 

pro\ idc us with a useful analogy. Consequently, I will talk about these powers as 

causal* powers. 

Using the life world, we can depict how an overall state of a system comes to 

have causal powers. Take the system below. 

state A state B state A state B 

first stage second stage third stage fourth stage ...and so on. 

FIGURE 2.1. The evolution of a life world system. 

The constituent components of the system is everything inside its borders. Living 

cells arc darkened. .A.ny distinct configuration of living cells in the system counts as 

an overall state of the system. We depict the evolution of this system as a sequence of 

stages. This particular system is a repeating pattern of states - the system moves 

indefmitely back and forth between two configurations. Given the causal* powers 

described above, how do we make sense of the claim that one state of the sequence 

causes* the next one to occur? 

The claim boils down to this: The cumulative powers of each living cell 

withm the system conspire to bring about the subsequent state of the system. In short, 

the causal* powers of an overall state of a system is a ftinction of the causal* powers 
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of the system's constituent cells, and those cells' mutual arrangement. An isolated 

living cell, for example, has the following causal* powers. 

o 0 o 
o [o 
o o o 

FlCiL'RE 2.2. The causal* powers of an isolated live cell 

The borders of the living cell are in bold. The causal* powers of a single living cell 

are depicted using the transparent circles (O). Notice that the evolution of such a 

system is not very interesting. In the next stage, every cell of this system is dead: and 

that state possesses no causal* powers. So let us turn our attention to a somewhat 

more interesting case. In particular, let us look at the system depicted in figure 2.1 

above. If we use a darkened circle ) to represent the contribution of causal* 

powers by two live cells, and a small darkened square (* ) to represent the 

contribution of causal* powers by three live cells, then we can represent the causal* 

powers of state .-i (from figure 2.1 above) as follows: 

nmnn 
o • • • o 
o o 
o o 
J • • • 
FIGURE 2.3. The causal* powers of state A 
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Depicting the causal* powers of state A in this way, we can see how state B is the 

resulting state: The two ® -cells will be living cells at the next stage in the causal* 

sequence, and the center cell will remain alive. Once again, the next stage of the 

causal* sequence - state B -is the result of the causal* powers of state A. And the 

causal* powers of state A is a function of the causal* powers of state .-J's living cells 

and their configuration. 

We can now put aside the e.xample of life world and reiterate the main point in 

terms of causation rather than causation*. .A. state of a system has causal powers. It 

comes to have its causal powers as a function of the causal powers of the system's 

constituent components and the arrangement of those components. We can state this 

more precisely in terms of the instantiation of properties; A state of a system comes to 

have Its causal powers as a function of the causal powers of the instantiated properties 

of the system's constituent components and the properties resulting from the 

arrangement of those components. 

Can we apply this account of how a state comes to have causal powers to the 

case of belief.' In other words, given the assumption that beliefs have causal powers, 

is this the sense in which they come to have those powers? 

On the face of it. there is a problem. We have, so far, characterized the causal 

powers of a state by characterizing the causal powers an overall state of a system. An 

overall state of a system is the total configuration of the components of the system. 

Overall states are type individuated by a complete description of the internal 

configuration of the system. Now notice that many states of a system endure over 

time despite changes to the system. But given what we have said thus far, how can a 

system occupy a state over time in the face of change to the system? It is essential that 

we answer this question, for the focus of our discussion, beliefs, are just these kinds of 
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states. Beliefs are, in other words, (i) enduring states of a system, and they are (ii) 

states that endure despite other changes to that system. 

How does a system remain in a state despite changes to the overall 

configurations of the system's constituent components? If we stick with the idea that a 

state is a certain configuration of constituent components, then the question is this: 

how does a system sustain a certain configuration of constituent components across 

changes to the overall configurations of the system's constituent components? Put that 

way. enduring states across overall changes do not seem as problematic. For a state to 

endure, some configuration of the system must remain constant. There is no obvious 

obstacle to supposing that parts of systems can remain relatively unaffected by 

changcs to other parts. Computers, for example, can store information about, say. the 

position of one's queen in a game of chess. The game can proceed even while the 

position of the queen remains constant, .\ccordingly. a computer can occupy the state 

of possessing information about the location of the queen even when the overall state 

of the computer changes as a result of other game pieces being moved. 

Thus, in order to account for the causal role of belief states, we need to 

distinguish at least two senses of the word 'state'. This is because belief states are 

states of a system that endure across other changes to the system. But previously, we 

said that any change to the system is a change of state. Beliefs, as we ordinarily 

understand them, cannot be of the latter sort. The solution is to distinguish between 

o\ erall. or complete, states of a system, and partial states. As the terms suggest. 

partial states are fragments of the complete state. For a partial state to endure, the 

configuration that constitutes it must endure, even when the overall configuration of 

the system changes. 



57 

We are finally ready to give a very general characterization of one aspect of 

mind-mind relations. Let us start with relations between intentional states; in 

particular, relations between beliefs. Beliefs are partial states - enduring partial 

configurations of the overall state of a system. Commonsense tells us that beliefs, or 

sets of beliefs, can be responsible for the production of a new belief. Under the current 

picture, this sort of belief production amounts to the following; The overall 

configuration of a system eventuates in a distinct overall configuration at some later 

time. The earlier overall configuration possesses as fragments relatively stable 

arrangements which correspond to the producing beliefs. These arrangements will, 

\ ery likely, remain in the later overall configuration, since we typically do not jettison 

beliefs once we have drawn a conclusion from them. More importantly, though, these 

arrangements are causally responsible for a change in the overall system. In particular, 

they are responsible for producing a new partial arrangement, one that corresponds to 

the produced belief This process is reasoning in its simplest form. 

We can depict the process as follows. The wedges below represent overall 

states of a system. The sequence of wedges represents change in the system, its 

c\ olution from one overall state to another. The letters inside the wedges represent 

stable partial arrangement that correspond to beliefs. .Accordingly, the production of 

some belief 53 from beliefs BI and B2 is depicted this way; 

B3 
82 82 

FIGURE 2.4. Reasoning from a set of beliefs to another belief 
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In order to make this picture of reasoning more realistic, and in particular in 

order to connect this picture with action, we will need to augment it in such way that 

we can depict practical reasoning. We will need to represent, in other words, 

transitions from sets of belief and desires to intentions. Intentions, after all, take us 

from belief desire sets to actions. I assume, though, that this augmentation represents 

no special problem, and that the picture as it stands includes all the fundamentals of 

the causal theor>' of belief 

We have sketched the metaphysics of the internal role clauses. What about the 

input clauses? To some, it may seem that the account of mind-mind relations can be 

used to characterize input clauses as well. The motivation for this thought comes from 

the idea that input clauses describe the relations between sensory states - and thus 

internal states of a system -and other internal states. .And hence, the account of state 

to state causal relations holds here just as it does for the relations between beliefs. But 

the issue of whether or not the foregoing account can be used to account for the input 

clauses is somewhat tricky. For it is not obvious (i) whether we should regard sensory 

events as states, and (ii) whether we should regard input clauses as describing relations 

between sensory events and beliefs. I put these issues aside. 

Let us summarize the main points of this section. So far. we have settled on 

the following claims concerning states and their causal powers. When we talk about 

states within the context of thought and cognition, states are states of a system. A state 

of a system is a certain configuration of the system's constituent components. An 

overall state of a system is described by a complete description of the entire system's 

internal configuration. Of course we are not always interested in the overall state of a 

system when we talk about states of that system. Sometimes, we mean to pick out a 
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fragment of that configuration. This is because a system can change in its overall 

character, and nevertheless retain many of its states. So there are two kinds of states: 

o\ cra!l states and partial states. 

What about the causal powers of a state? We start with the assumption that the 

system's components possess causal powers. (Strictly speaking, the components of a 

system instantiate properties, and the instantiation of these properties cause things to 

happen.) .Accordingly, the causal powers of a state are a function of the causal powers 

of the constituent components relevant to that state, and their mutual arrangement. It 

IS in this way that beliefs, on the causal theory of reasons, come to have causal powers. 

Specifically, it is in this way that beliefs come to have causal powers with respect to 

other states of the system to which they belong. 

We have e.xamined how beliefs can be causally related to other beliefs, and as a 

result have a partial sketch of a causal theory of epistemic reasons. In the remainder of 

this section I want to continue discussing the sorts of causal relations a belief can have, 

oven though these further relations are not necessarily central to a theory of epistemic 

reasons, but are part of a more general theory of belief, and thus a part of a general 

theor\' of beliefs as reasons. In particular, the task is to describe the relationship 

between belief and behavior. 

3.2. The iVlmd-World Relation: Inputs and Outputs 

We have been describing the place of belief in the world. In particular, we are 

interested in describing the causal powers of beliefs; how they interact with other 

beliefs and intentional states, with sensory input and behavioral output. Above, we 

examined the suggestion that beliefs are states, and as such, they must possess causal 

powers. Our account provided a way of describing the causal relationships between 
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states: and thus between diverse beliefs and other intentional states. The present task 

is examine the causal relationships between belief states and behavioral outputs. iVly 

aim is to explain how the general causal theory of reasons conceives of (i) the 

relationship between internal belief states and behavior, and (ii) the notion of an 

output. 

Let us begin with the question. What is behavior? To answer this question 

coiTcctly. we must, in the first place, keep in mind that our characterization of 

behavior should remain neutral concerning whether the behavior is purposive behavior 

or not. One proposal for characterizing behavior is that it is bodily movement. But 

this cannot be all there is to behavior, for sometimes we count something as behavior 

ui the absence of movement. Jones is waiting for Susan. Where his body is 

concerned. Jones seems to be doing nothing. But that does not mean that he is doing 

nothmg tout court. In fact. Jones is doing something: he is waiting for Susan. If this is 

right - if waiting is a kind of purposive behavior - then we cannot define behavior as 

bodily movement. 

1 want to adopt a very liberal conception of what counts as behavior. 

.According to the liberal conception, behavior is anything we count as a bodily doing -

a dense temporal sequence of bodily states (where these states are at the very least 

counterfactually under the direction of some sort of internal mechanism). Waiting is a 

bodily doing, even though there may be very little movement. Adopting this 

conception is attractive for two reasons. First. I want to avoid the tangle that would 

result from entering into a detailed investigation of the nature of behavior. Here is not 

the place for such an investigation. Second, what I most want to emphasize regarding 

behavior is that it is a sequence of states - in this case, a sequence of bodily states. (A 

word, though, about the parenthetical qualification above. It is important to see that a 
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person's behavior may not be directly under the guidance of some internal mechanism. 

Sometimes, when I am waiting for something, I am stretched out on my couch like a 

sack of potatoes. My being stretched out like a sack of potatoes need not be directly 

under the guidance of some cognitive activity. But in order to avoid concerns about 

whether or not the activity of a corpse drifting down a river counts as behavior, we 

must assume that my body, while waiting, is counterfactually under the control of 

some internal mechanism.) 

What is the relationship between behavior and belief? Most simply, rational 

behavior is the output of thinking. Jones wants to hit the baseball. He believes that by 

swinging the bat, he will hit the baseball. Jones swings the bat. His behavior, 

swinging the bat, is the result of a process involving mental states. Behavior is, in 

other words, the output of those sorts of processes. 

Assigning to behavior the role of output seems to imply the following. First, 

rational behavior and thinking form a sequence of causally connected events. Second, 

behavior and thinking, though they share in the same causal chain, are at the same time 

importantly distinct from each other. Behavior happens on the "outside," while 

thinking goes on "inside" the agent. (I will come back to this in a moment.) Finally, 

although the sequence of events that constitutes behavior does not terminate the 

sequence of causally connected events, behavior does mark the end of a sequence 

insofar as the events are states of the agent. 10 Suppose Jones hits a baseball. His 

swinging the bat does not terminate the sequence of causally connected events, for his 

behavior eventuates in sending the baseball far away. But his bodily movements do 

mark the end of a sequence of events that are states of Jones. 

IOQne qualification: behavior might, and generally does, generate sensory input. In this sense, the 
sequence of events that are states of me does not terminate in behavior. 
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To summarize, behavior and thinking form distinct parts of the same chain of 

causally related events. Behavior marks the end of one chain of events that are states 

of me (with the qualification mentioned above). And the distinction between the two 

parts of the chain is the distinction between "inner" and "outer" events. Of course at 

this point it is natural to inquire. What distinguishes "inner" belief states from "outer" 

behavioral states? What is the difference between belief states and behavioral states, 

and why do we use the terms 'inner" and 'outer' to mark this difference? 

There are two central differences between belief states and behavioral states. 

The first difference between them is that the former are contentful. Intentional states -

states of the agent which can ser\'e as reasons - have contents. They have 

representational properties, and are thus about something or other. In particular, these 

states possess prepositional contents. When I attribute to Jones the belief that large 

lizards are hazardous, I claim that Jones occupies a certain kind of state which has as 

its content the proposition 'large lizards are hazardous'. Behavior, on the other hand, 

is not contentful. Behavior does not represent possible ways the world might be; it is 

not ahoui anything. Behavior and intentional states differ importantly in this respect. 

But this difference, by itself, does not explain the thought that behavior is 

"outer." while intentional states are "inner." How do we explain further the difference 

between behavior and intentional states? I suspect that the causal theorist wants to 

give something like the following kind of answer. Intentional states of an agent are 

contentful states related to each other in a way that corresponds with patterns of 

rational, or inferential, activity. As such, intentional states must be related to each 

other in a way that is relatively autonomous from the influence of the world. This is 

the respect in which intentional states are special; the respect in which they are thought 

of as "inside" an agent. Intentional states occupy a relatively autonomous field of 
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play, in that the mechanisms for state transitions are fairly independent from the 

influence of the world. They are not completely independent, of course: Some of our 

beliefs seem to be based on experience; and experience is the result of the world 

impinging upon us. Since experience, and thus the world, is supposed to anchor 

thought, one's total representation of how the world is does not float free of the world 

Itself. Nevertheless, patterns of belief revision - our practices of rational inference -

arc possessed of a sufficient degree of autonomy to warrant our thinking of the causal 

interplay of belief states as comprised an independent system. 

The upshot is that the sense of "inner" that we are concerned with is basically 

the idea that there exists an sequence of states of the agent which is relatively 

mdependent from various worldly causal chains of events. Behavioral output and 

sensorv' input gain their status of output and input, respectively, because they are the 

pomts at which the independence of this sequence is disrupted. 

We get something like the following picmre: 
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FIGURE 2.5. The autonomy of thought and its inputs and outputs 

The agent occupies a sequence of states. The sequence of states constitutes the 

rational cogitation of the agent. The sequence is. in other words, the epistemic inner 

life of the agent - his rational revision and deliberations, his practical reasoning. 

Occasionally, there are causal transactions between the world and rational cogitation. 

The world impinges on this sequence by causing the agent to have experiences; and 

the agent, in turn, impinges on the world in virtue of its purposive bodily movements 
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3.3. Minds and People 

There is one final issue with which we must concern ourselves. The issue can 

be summarized as follows. We have examined the claim that beliefs are causally 

related to behavior. Beliefs are partial states of minds. Behavior is a sequence of 

partial states of bodies. The question that faces us. then, is; How are minds related to 

bodies in a way that makes clear the causal relations between beliefs and behavior? 

Obviously, this is an imposing question. But we can say something here that is 

illuminating, so long as we avoid philosophical debate, and opt instead for making 

bald assumptions. The basic assumption is physicalism about the intentional 

properties of the mind. That is. we assume that belief states (and their ilk) are partial 

states of a physical system; in particular, they are states of the physical systems we call 

persons. 

But is this right? .-N. problem emerges from the following line of thought. We 

know that beliefs are states of a system. .And let us assume that the system of which 

beliefs are a part is a physical system. Moreover, we can. partly as a result of our 

physical ist assumption, claim that this system is a part of the person. But does it 

follow from the claim that rational cogitation is a part of a person that beliefs are 

states of the person? 

It may not be a logical consequence, but it does seem to be an important thesis 

of the general causal theory of reasons. Beliefs and behavior are equally states of the 

person. Beliefs can cause behavioral slates of the person - in particular, the sequences 

of states that we call behavior - in the same way that they can produce other beliefs. 

•Accordingly, we should revise figure 2.5 above. Figure 2.5 made it seem that 

behavioral output and sensory input were merely impingement upon the evoludon of 

the system of which beliefs are states. But that is not quite right. Behavioral output 
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and sensory input are further stales of that same system. We can depict the matter 

more accuratcly as follows: 

\ \ 

FIGURE 2.6. The evolution of a thinking person 

We ha\ e lopped off the heads from the bodies and replaced them with the wedges 

which represent the stages of rational deliberation. This is appropriate since the stages 

of rational deliberation are states of the person in exactly the same sense in which 

configurations of the body are states of the person. The causal relations between states 

of the "head" (i.e. the wedges) and states of the body are now indicated by the point on 

the wedge, rather than by a bold arrow. But we replace the bold arrows with dotted 

arrows to indicate where intentional states (beliefs, desires, intentions) make a direct 

contribution to other parts of the system to which they belong, in particular where they 

produce a partial configuration of the person we call the bodily configuration (i.e. 
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behavior). Earlier, we saw that sets of beliefs may make no causal contribution to the 

change in configuration of other parts of the thinking system. Likewise, the fragment 

of the complete system that is "the mind" may make no causal contribution to the part 

of the system that is the body. The body's configuration may nevertheless change, as 

when I intend to raise my foot to start walking, the step 1 take is finished with the help 

of gravity and inertia. 

3.4. Summary 

Let us bring together the issues and conclusions of foregoing discussion. Our 

main topic is the causal theory of epistemic reasons. According to the assumptions of 

the causal theorv'. beliefs count as reasons, and as such, they have causal powers. In 

panicular. they have causal powers with respect to each other. But this alone does not 

tell us ver\' much. It does not tell us what sort of things beliefs are and what sort of 

causal powers beliefs have. Saying more on these i.ssues is crucial, for beliefs are the 

paradigmatic case of epistemic reasons. In fact, according to some philosophers, they 

are the only case of epistemic reasons. In order to make a start in meeting this demand 

- the demand to give a more complete description of the place of belief in the world -

we examined two other causal theories which claims that beliefs are causally 

efficacious: the causal theory of action and causal role functionalism. Our 

examination of these theories invited us to augment the basic assumption of the causal 

theory of epistemic reasons in the following ways: Beliefs are properly understood as 

stales, and beliefs are causally efficacious with respect to sensory states, other 

intentional states, and behavior. 

The task. then, was to understand how a state of a person comes to have causal 

powers, and in particular, how a state of a person might have causal powers with 
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respect to other "intemar' states, and with respect to the person's behavior. The 

proposal was this; System Y occupies state 5 in virtue of the constituent components 

of }" being arranged in some way. A complete state of Y is the total arrangement. But 

sincc systems occupy belief states across overall change to the system, we cannot hold 

that beliefs are complete states of a system. A partial state of a system is a fragment of 

the total configuration of a system. Partial states can cause the system to occupy some 

later overall state, and in this way beliefs can cause the production of some further 

belief Likewise, beliefs can cause the system to occupy some later overall bodily 

state that belongs to the sequence of states that we count as an instance of behavior. 

Behavior and beliefs, then, are partial states of the same system, in pretty much the 

same respect that two distinct beliefs are slates of the same system. Consequently, 

when we depict a sequence of distinct overall states of the system of which intentional 

states are a part, we simultaneously depict the actions of an agent, each step of his 

ratiocmation. and in addition the impact his ratiocination makes on his behavior. 
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4. Conclusion 

In this chapter 1 have sketched, at least in part, the causal theory of epistemic 

reasons. As I sec it. the details of that theory are constituted mainly by the conception 

of belief it embraces. .According to this conception, beliefs are partial states of a 

system - a system that includes bodily states and experiential states. Beliefs are 

causally related to each other and to these sorts of states in the same way. 

In the next chapter 1 spell out a theory of belief that implicity assumes the 

causal theory articulated here. Later we shall return to an important issue raised in this 

chapter. We will ask whether the only relations that hold between beliefs and their 

reasons are the causal relations between beliefs, as they have been characterized here. 

If causal relations turn out to be the only sorts of relations that can hold between 

beliefs and their reasons, then the basing relation must be a causal relation. 1 will 

claim that there are other sorts of relations that hold between belief contents, and that 

in many cases, we should not understand the relation between a belief and the reasons 

on which it is based as a causal relation. 
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CHAPTER III: 

THE SENTENTIAL ACCOUNT OF BELIEF AND INFERENCE 

1. Introduction 

The principle explananda of a theory of epistemic reasons are (i) the possession 

conditions for having reasons, and (ii) the inferential connections between a belief and 

its reasons. According to the causal theory of epistemic reasons we examined in the 

previous chapter, beliefs are states of the agent, and these states are connected by 

causal relations.' 

But the causal theory is only a theoretical framework. Depending on how we 

fill out the framework, we arrive at different substantive theories. .A.t present, we have 

not arrived at a substantive theory of epistemic reasons. The reason, in pan. is because 

we have yet to show how our ordinary practices for attributing beliefs, reasons, and 

rational activity arc connected to the causal theory. 

The sentential account of belief is a natural way of hooking together our 

reason-attributing practices and the causal theory. The sentential account tells us that 

for many of the intentional propenies we correctly attribute to a subject, the subject 

occupies a corresponding distinct and independent state.- Thus, when we correctly 

attribute a pattern of inference involving some set of intentional properties, the subject 

not only occupies all the relevant states, but there is a set of rationalizing causal 

relations between those states. In short, the inferential structure we correctly attribute 

'of course, only some of these causal relations are rationalizing relations. When rationalizing causal 
relations obtain between two states, one state serves as a reason for another. What makes a causal 
relation a rational relations is part of the normative question, and won't be addressed here (see chapter 
1. section 1). 

- .-\t this point, what 1 mean e.xactly by the e.xpression "distinct and independent' has been left 
unexplained. We will discuss this concept later in this chapter - in section 3 and at the end of section 4. 
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to an agent is mirrored by a pattern of causal relations between states whose contents 

arc picked out by our attributions of reasons and belief. 

The main topic of this chapter is sententialism about belief. My discussion is 

organized as follows. First. I will distinguish the different sorts of questions we can 

ask when pursuing issues related to content. Second. I will formulate the sentential 

approach. 1 will claim that the sententialism about belief is in fact a hybrid of two 

separable claims - a claim about representational structure, and a claim about the sorts 

of informational states that are causally relevant to cognitive activity. Third. I will 

explain how sententialism links together the causal theorv* of epistemic reasons and 

our commonsense practices for the attribution of reasons. Fourth, I examine one 

promment argument for sententialism, and explain the problems that beset that 

argument. In the next chapter. I will examine two positive arguments against the 

sentential approach. 
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2. The Various Problems of Content 

There are different kinds of questions a theory of belief content can ask. 

I want to distinguish these questions at the outset so that we don't fall into confusions 

later on. 

One central question for a theory of content is the problem ofahoutness. Our 

beliefs are cihoui things. If Jones believes that lizards are scaly, then Jones occupies a 

state which is ahoui lizards. But how mental states come to be about e.xtemal things is 

far from obvious. In virtue of what sort of properties or relations does a symbol come 

to be iihotii something else? .\nd in virtue of what sort of properties or relations does 

a mental state come to represent, or be about, stuff in the world? This is the problem 

of aboutness. 

.A. different problem concerns the representational character of belief in 

particular. This issue concerns the fact that our beliefs are not just ahoui things in the 

world; those beliefs represent things in the world as being a certain way. Beliefs, in 

other w ords. have propositions as their contents, things which are true or false, and 

thus w hich are truth-assessable. It is a further question, then, how some of our mental 

state come to have truth conditions. Put differently, how are people related to 

propositions? 

third issue related to mental representation and belief content concerns the 

system of representation employed by the mind. To see what the issue is. notice first 

that symbols often do not stand alone. Different symbols can belong to distinct 

systems of representation. These facts about symbols are important. For frequently, 

u hat a panicular symbol comes to represent depends on the system of representation 

to which the sym-bol belongs. For example, a black dot will represent a city if it is pan 

of a w orld map. but it may represent a darkened portion of hair if it is pan of a 



73 

drawing of a spotty dog. We are acquainted with many different systems of 

representation. Written English is one system of representation. Musical notation is 

another. Depicting or rendering objects using lines, shades, colors, perspective, etc.. 

vcr\' plausibly constitutes a distinct system of representation.^ 

Notice that different systems of representation may represent the same subject 

matter, although they represent this subject matter in different ways. We can imagine 

two cognitive machines: one uses an image of a dog to represent a dog, and the other 

uses sentences which describe the properties of dogs. Both machines represent dogs. 

But they use different styles of representation. And it seems that a difference in style 

can matter; for the character of a complete account of cognition may depend heavily 

on the system of representation the cognitive system uses. For e.xample. some 

psychologists have claimed that the time it takes most people to make judgements 

concerning the properties of certain objects corresponds more closely with the time it 

would take to rotate the actual object and inspect it than the time it would take to 

deduce the property from a typical list of descriptive statements about the object.-' 

It should be obvious that the problem of aboutness is different from questions 

concerning the mind's systems of representation.- In the first case, we are asking what 

makes a symbol representational - what makes a symbol about anything at all? The 

second question concerns the character of the symbols; in particular, it concerns their 

character insofar as they are symbols belonging to a certain syscein of symbols. 

There is a fourth issue concerning content. It concerns what I shall call the 

problem of efficacy of information. The general problem of efficacy concerns how 

contents can be efficacious at all - that is, how the representational contents of our 

-See Goodman (1976) for a niec discussion of some differcms sorts of systems of representations. 
••See Block (1983). 

^See Cummins (1989). pp. 1-2. 
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mental states can cause us to behave as we do, how they can be involved in one's 

cognitive processes, how they can be involved in a physical/psychological account of 

thought.6 Now a well known solution to the general problem is the simple thought 

that content is efficacious because the bearer or vehicle of content is efficacious. 

Moreover, the fact that the content lizards are scaly effects Jones's behavior 

differently from the content bunnies are furry is explained by the fact that their 

respective vehicles are differently structured. Syntactic properties of the vehicles 

systematically mirror the kinds of causal properties we would expect contents to have 

in relation to each other and our behavior. 7 

This solution to the general problem of efficacy leaves open a number of 

further questions concerning informational efficacy. First, notice that we are 

interested not merely in what information a cognizer carries, but the information is 

carried by cognitively relevant vehicles of content. The hair of a cognizer might carry 

information about the last time he inhaled marijuana. This is clearly not the kind of 

vehicle of information we are concerned with. The cognizer might also carry 

information about the intensity of ambient light in his proximal environment. 

Apparently, this information is needed to re-identify the color of a particular across 

differences in the wave-lengths of light reflected by the surface. 8 But again, this 

information isn't the content of a belief, and thus the vehicle which carries this 

information isn't what I am calling a cognitively relevant vehicle. We are interested in 

whatever vehicle (or vehicles) which has the informational content associated with 

belief. 

6The general problem is described by Haugeland (1985), as the "problem of mechanical reason." 
7 Again, see Haugeland (1985). Also, see Fodor's (1980) discussion of the "formality constraint." 
Bsee Land (1977) and Brainard and Wandell (1986). 
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There are a number of questions we can ask regarding these vehicles. Two 

questions strike me as particularly important, (i) How much informational content 

does a distinct cognitively relevant vehicle typically have? This is a concern about the 

richness of informational contentful states, (ii) Does the style of representation make 

a difference to the efficacy of content? that is. Does the style of representation make a 

difference to the effects having a belief content is supposed to have on behavior and 

our other beliefs? It should be clear that this second question is important when 

thinking about the nature of rea.sons. epistemic or practical. It might turn out. for 

example, that different styles of representation make no difference to the kinds of 

psychological connections we are interested in when we talk about reasons. 

Spccitlcally. it might turn out that the efficaciousness a content should have with 

respect to other beliefs can be specified independently of anything we might learn 

about how the vehicles of those contents are structured. This is because the character 

of the rational and inferential connections between contents that make for genuine 

thinking is settled before we engage in further psychological investigation. If vehicles 

of content successfully realize that content's efficacy, it will successfully realize that 

content's rational and inferential connections. Any style of representation we use as a 

vehicle for the content is subject to the same constraint. So where is the difference 

between styles of representation supposed to show up? 

The four issues discussed so far are distinct. .A-s I'll explain in this chapter, the 

sentential theory explicitly aims at addressing two of the four issues. First, 

sententialism makes a claim about the structure of representation, and thereby takes up 

the issue of what system or style of representation the mind employs when it believes 

something. Second, sententialism answers at least one question connected to the issue 

of informational efficacy - the question of richness - it tells us how much content a 
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cognitively efficacious state possesses. On the other hand, the sentential theory does 

not address the problem of aboutness. It remains a mystery how sentences in the head 

come to be about things in the world. 9 

9There is one last issue, which I won't say anything about, aside from mentioning it. We might ask: 
Are there different types of contents? differences in type that are orthogonal to the differences between 
the various styles of representation used to carry those contents? For an attempt to make sense of this 
issue, see Haugeland (1998). 
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3. Sententialism 

Sententialism is a claim about the structure and richness of our mental 

representations - in particular, the mental representations involved in belief and the 

other propositional attitudes. Structure and richness are the two main components of 

the sentential approach to belief. Let's examine each of these components in turn. 

Sententialism about representational structure is most famously associated 

with Fodor's language ofthought hypothesis. 10 Belief states are inner sentences 

whose structure is roughly isomorphic to linguistic structure. In other words, belief 

states are structured in a way analogous to the structure of the sentences we use to 

attribute those states. Ifl say of Jones, "He believes that lizards are scaly," my 

attribution, if true, is not only made true by the fact that Jones harbors a state with that 

content, but it is also made true by fact that this state is sentence-like. Sentence-like 

structure comes in (at least) two forms- internal structure and logical structure. A 

belief has internal linguistic structure if it can be decomposed into lexical parts in 

roughly the same way that the sentence, 'lizards are scaly' can be decomposed: the 

latter decomposes into the words 'lizards', 'are' and 'scaly'; the former decomposes 

into the concepts lizards, are and scaly. A belief has logical linguistic structure if it 

belongs to a set ofbeliefs where the structural properties of the individual beliefs are 

such that they could be exploited analogous to how the syntactic properties of 

sentences are exploited in order to effect logical transformations on these sentences. 

Logical linguistic structure does not necessarily imply internal linguistic structure, 

although having the latter might make (as a matter of contingent fact) having the 

former a lot easier. 

lOFodor (1975). 
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The claim that beliefs have sentential structure is a claim about the kind of 

structure the vehicles of belief content possess. Sentential richness is a different, but 

related, issue. Here the idea is that the contents of distinct and independent belief 

states are roughly just the propositions e.xpressed by the embedded that-clause 

sentences we use to attribute those states." Because the issue of informational 

richncss is the more important aspect of sententialism - at the very least, it will turn 

out to be the most relevant to our discussion of reasons - it is important that we get 

very clear on what sentential richness amounts to. 

Embracing sententialism about the informational richness of belief is to make 

the following sort of claim about the truth-makers of belief attributions. The basic 

claim IS that if you draw up a list of true attributions of belief to some particular agent 

and then extract the embedded that-clause sentences from each attribution, then, for 

cach of these content sentences, the agent harbors a distinct and independent inner 

state that is causally relevant to the agent's cognitive activity. Let's explain the 

component ideas of this claim. 

Suppose we say truly of Jones, at some particular time, that he believes that p. 

he believes that q. and he believes that r. What must be true of Jones, at this time, to 

make these attributions true? First, we should note that there are lots of states of Jones 

that could count as making these attributions true, for some states will have other 

states as parts, and if the latter states make the attribution true, so will the former. But 

w e are only interested in the "cognitively relevant" states - the states that play a 

distinctive causal role in the agent's cognitive activity. For those who think that a 

belief-desire psychology is a part of a complete cognitive science, then a belief is a 

cognitively relevant state. What we wouldn't want to count as a cognitively relevant 

' 'Churchland (1986) emphasizes this aspect of sententialism. 
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-State is a state that has distinct behefs and desires as parts (perhaps having a complex 

aversion to lizards is an example) or a state that is part of a belief, and does not by 

itself play a distinctive causal role in one's psychology. 

Second, not only must the cognitively relevant state that makes true the 

attribution. 'S believes that p'. have as its content the proposition p. but p should 

exhaust the content of that state. Thus, sentential ism tells us that us that Jones harbors 

at least three distinct and independent states, with p. q and r as their contents, 

respectively. Part of what it means for these states to be distinct and independent is 

brought out by John Haugeland in terms of updating one's knowledge in the face of 

new evidence.'- Independent states must be updated individually. Two states, 

possessed by the same agent at the same time, are independent just in case the mere act 

of changing, or deleting one state does not by itself change or delete the other. We 

may expect Jones to delete his belief that ^ if he deletes his belief that p. But if the 

beliefs that p and q are distinct and independent of each other, then some further fact 

about Jones's cognitive profile is going to have to insure that he appreciates the 

rational connection between the two and make the required adjustments, .\gain. 

merely deleting p won't automatically bring about the deletion oft/. Thus one thing 

that distinctness and independence is meant to capture is the idea that updating one 

belief content does not of necessity change any other belief content. 

Distinctness and independence is also meant to capture the independence of 

causal powers. States P and O are distinct and independent if the causal powers of P 

do not depend on or involve the causal powers of O, and vice versa. We would expect 

this sort of distinctness from states whose relations mirror inferential activitv'. 

Corresponding to the premises of the argument are states whose respective causal 

'-H'dugcland (1987). 
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powers are independent, but which taken as a whole bring about a conclusion. 13 In 

general, if Cp is the set of causal powers associated with state P and Cq is the set of 

causal powers associated with state Q, then P and Q are independent only if Cp and Cq 

are causally efficacious with respect to other - that is, P and Q can exercise their 

causal powers on each other, and thus share in causal relations. 

Following Lewis, we can get at the idea of sentential richness from a somewhat 

different direction: Given the number of true belief attributions to a normal person, 

the sentential theory is committed to "beliefs" as a genuine plural. 14 For a particular 

person, at a particular time, there really are roughly as many distinct belief states as 

there are true attributions ofbelief. 15 And what it means to posit distinct states is that 

these states can occupy causal roles in relation to each other. In short, the richness 

component of the sentential theory addresses the question of how much content a 

normal belief state has, and thus, derivatively, how many beliefs states there are in a 

particular agent at a particular time.l6 

13 At present, this may seem wrong - that is, it may seem that nothing we have said so far about 
sententialism (or, for that matter, the causal theory) necessitates the claim the states corresponding to 
the premises of an argument should be independent sets of causal powers. As we will see further along 
(at the end of section 4 of this chapter), there are reasons for why the sententialist will feel compelled to 
insist on the independence of the causal powers associated with a premise in inferential activity. 
14See Lewis (1994). 
15With some qualifications of course. If the sentential theorist distinguishes between explicit and 
implicit beliefs (or "core" and "derived" beliefs), then the claim holds for explicit, or core, beliefs only. 
Furthermore, the claim depends on how we individuate attributions. We do not want to count as 
distinct attributions, for example, the English sentence, "Jones believes that snow is white" and its 
German equivalent, "Jones glaubt daB Snee wei13t ist." I imagine that similar examples could also be 
generated from within the same language. 
16Jt has been suggested to me that Lewis's characterization is preferable because it goes straight to the 
heart of the matter: Sententialism takes our talk about beliefs to be a genuine plural. The "map" theory 
(to be discussed in the following chapter) reject this, and claims that 'beliefs' is a bogus plural. I agree 
that this way of drawing the distinction makes the difference vivid, but I disagree that it best captures 
the heart of the matter. If it's possible for an agent to have one belief with a very modest content, then 
it seems possible for sententialism about richness to be true of that agent, even though he has just one 
belief. Talk about bogus and genuine plurals is useful only relative to agents who are pretty much like 
us. Sentential richness turns out to be a good way to explain why 'beliefs' is a genuine plural according 
to the sentential account. 
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It should be clear by now that the issue of richness is distinct from the issue of 

representational structure. Here's an argument for the distinction: We might adopt a 

theor\- of belief according to which the representational medium of belief has internal 

language-like structure - and thus in this respect it is linguistic - but the agent 

possesses one big belief. That is, for all the various true attributions of belief to the 

agent - attributions of the form S believes that p - there is a single cognitively 

efficacious truth-maker; the big belief. Thus, on this theory, implausible though it 

may be. sentential structure is embraced, but sentential richness (or lack of richness) is 

rejected. 
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4. How Sententialism Joins Commonsense Attributions to the Causal Theory 

Sententialism provides us with an elegant way of hooking together the causal 

theory of epistemic reasons17 with our commonsense attributions of reasons and 

rational activity. On the one side, we attribute reasons, belief, inferential activity and 

the like. And in chapter 1, I claimed that we could make these attributions without 

committing ourselves to the character of the truth-makers of these attributions. On the 

other side, the causal theory tells us something about these truth-makers: They are 

states, and there are causal relations between these states. But so far, the connection is 

minimal. An important question remains: What sorts of states make the attribution of 

beliefs and reasons - and therefore inferential relations between the two - true? The 

sentential approach provides the answer to this question. 

Recall again, Jones's reasoning about Lucy: 

"Lucy is keen on Sam. Consequently, she is likely in whatever room Sam is 

in. I just caught a glimpse of Sam in the kitchen, so Lucy is probably in the 

kitchen too." 

Our attributive practices tell us that the structure of Jones's reasons and rationalized 

belief has the following inferential form: 

LUCY IS KEEN ON SAM SAM IS IN THE KITCHEN __.. 
___... LUCY IS IN THE KITCHEN 

LUCY WILL BE WHERE SAM IS 

FIGURE 3 .1. Commonsense description of inferential structure. 

17This was discussed in chapter 2. 
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We can use sententialism to put each part of the commonsense description into 

correspondence with a description which gets formulated in terms provided for us by 

the causal theory - a description in term of states and causal relations between those 

states. So, Jones's thinking gets explained as follows: 

LUCY IS KEEN ON SAM SAM IS IN THE KITCHEN 

LUCY WILL BE WHER! SAM IS 

S3 

LUCY IS IN THE KITCHEN 

S2 

S4 

FIGURE 3.2. The correspondence of a commonsense description of inferential 
structure with a description formulated in terms of states and their causal 
relations. 

(Boxes denote states, causal relations are denoted by bold arrows, and the vertical lines 

indicate which fragment of the commonsense story maps onto which fragment of the 

causal theorist's story.) 

The crucial aspect of this style of e.xplanation is that the explanans and the 

explanandum share a common structure. In other words, the commonsense description 

of inferential structure and the causal theorist's description are similarly structured, as 

can be witnessed in the figure above. It is sententialism that establishes this sharing of 

a common structure, for according to sententialism, attribution sentences provide us 

with a genuine description of the subject's cognitive activity because the embedded 

content sentences neatly correspond to real sets of causal powers which have just the 

same content as is expressed by the content sentence. We use different content 



sentences at different times, presumably to pick out different properties of the agent. 

Why not assume that for each content sentence correctly attributed to an agent in an 

attribution of belief, there is a distinct and independent state of the agent? This is 

sententialism. 18 
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At this stage, we are ready to make an important point. So far, we have seen 

that commonsense tells us that beliefs are connected to other beliefs in inferential 

activity- in particular, a belief can come to be based on reasons via this inferential 

activity. Sententialism incorporates the deliverances of commonsense into the causal 

theory by claiming that the connections between belief states (described according to 

the thesis of sentential richness) are causal relations. But in addition to telling us 

about inferential activity, our commonsense characterizations of agents include 

descriptions of standing relations between belief contents. This is important, since it 

constrains how the sententialist must individuate sets of causal powers. 

To see the point, begin with following. Suppose we are looking at a certain bit 

of inferential activity, one in which having the belief content p eventuates in having 

the belief content q. According to the causal theory articulated in chapter 2, this bit of 

inferential activity corresponds to a sequence of states of a system, connected by 

causal relations, in which the system ultimately occupies a state with the content q. 

Now contrary to what I have said so far, the causal theorist who is trying to make 

sense of this bit of inferential activity need not assume that the causal powers 

associated with belief content p be distinct and independent from the causal powers of 

q. He need not assume this despite claiming that the state that p is causally connected 

to the state that q. They are causally connected because the agent's occupying the 

state that p causally eventuates in occupying the state that q, but this doesn't imply 

18This is, again, subject to the qualifications mentioned above (in footnote 15). 

-~- --~~~~ ------
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that the causal powers of the two states are distinct and independent. In short, the 

causal theory's account of inferential activity does not commit the causal theorist (or 

the sententialist) to distinctness and independence. 

But in chapter 1, section 5, we distinguished between inferential activity and 

standing rational connections between belief contents. If sententialism is aimed at 

incorporating the deliverances of commonsense into the causal theory, then it must 

also give an account of standing rational connections between belief contents. .And in 

order to do so. it commits itself to the distinctness and independence of belief states so 

connected. That is how commonsense constrains the sententialist's individuation of 

causal powers. 

Why is a causal account of standing rational connections committed to 

distmctness and independence? Our answer begins with the fact that a causal account 

of standing rational connections cannot appeal to the idea that one belief content 

causallyanother. Instead, in standing rational connections, if there is a 

relationship of causation, it must be a relation of causal sustaining rather than one of 

causal prndiicing. Suppose that the belief that p is based on the belief that q. and 

suppose funher that these beliefs are nonoccurrent and that the relation between them 

IS a standing relation. .Accordingly, on the sententialist's account, this relation must be 

a relation of causal sustaining. And a relation of causal sustaining strongly suggests 

that the causal powers of the state that q must be distinct from the causal powers of the 

state that p. For if these powers weren't distinct, the relation that q has to p wouldn't 

be a relation of causal sustaining at all. It would be some other kind of sustaining. If 

.V causally sustains y. x and_\- are distinct things with distinct sets of causal powers. 
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5. An Argument for Sententialism 

In this section I discuss one prominent philosophical argument for the 

sentential approach- an argument put forward by Hartry Field (1981) and Gilbert 

Harman (1977). 

Sententialism gets its grip on us in virtue ofthe following line ofthought. We 

know that beliefs are propositional attitudes. This is something practically everyone 

can agree on. We can all agree on this because by itself the claim that beliefs are 

propositional attitudes does not commit us to very much- it commits only to the claim 

that to have a belief is to take up a certain kind of attitude towards a proposition. Yet, 

despite the minimalist character of the claim that beliefs are propositional attitudes, 

stating the claim this way raises an immediate concern: How are we to make sense of 

the relation between a person and a proposition? In other words, when we attribute 

belief, we claim that a person is in some way related to a proposition; but it is not at all 

clear what this relation consists in. 

The nature of this relation becomes especially troubling when we appreciate 

the fact that propositions are abstract entities. 19 If propositions are abstract entities, 

then they cannot participate in causal relations with physical things. But if 

propositions cannot participate in causal relations with physical things, then in what 

sense are there relations between people and propositions? How can a person be 

related to, or take up an attitudes towards, a proposition? 

One proposal for solving this difficulty is to reject the claim that propositions 

are abstract entities, and hold instead that there is a distinction between proposition 

types and proposition tokens.2o We must use propositions for propositions to have a 

19See Field (1981) for the argument that follows. 
20This is the view defended by Harman (1977). It is connected with the issues raised in Field (1981). 
The relationship between their arguments will be made clear in footnote 21 below. 
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real function in our mental economy. For people to use propositions, propositions 

must be physical particulars, not abstract entities. Thus, Jones entertains the 

proposition lizards are scaly in virtue of harboring a physical token of the proposition 

type, .\nyone who claimed that propositions are abstract entities was in fact 

appreciating the relatively uninteresting fact that types are abstract. But it is wrong to 

suppose that propositions are essentially types. Sometimes, when we talk about 

propositions, we are talking about proposition tokens. Because proposition tokens are 

physical particulars, there is no special problem for explaining how a person is related 

to a proposition. 

So how do these considerations support sententialism? First, we need to 

appreciate the significance that drawing the type-token distinction in the case of 

propositions has for the truth conditions of our attributions of belief. If the distinction 

between proposition types and proposition tokens is a tenable one. then an attribution 

of belief to S is made true by the presence of some proposition token in S. In other 

words, what we are really saying about 5 when we say that 5 believes that p is this: S 

harbors some physical particular - call it P - which has as its content p. In fact, in 

light of the distinction between proposition types and proposition tokens, the claim 

that the harbored particular P "has p as its content" is really just another way of saying 

that P is a p-token.-' 

-'This last point is more important than it may at tlrst seem. Here is why. I am using the distinction 
between proposition types and proposition tokens to explain how someone might get from the problem 
of how can a person is related to a proposition to sententialism. Someone might point out that we do 
not need to apply the type-token distinction to propositions to do this. Hartry Field, for example. 
argues that the solution to the problem of propositional attitudes (he calls it the problem of 
mtcntionality) is to posit mental sentences that express the same proposition expressed by the content 
sentence we use to attribute the attitude in question (1981). Field's proposal is relevant because (i) it is 
ot'fcred as a solution to the problem of propositional attitudes, (ii) it obviously embraces sententialism. 
and most importantly (iii) it appears that the proposal does not posit proposition tokens. But if I am 
right to claim that saying "the mental particular P has p as its content' is just another way of saying 'P is 
a/7-token'. then Field's proposal is actually no different in principle from Harman's. 
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In short, once we have distinguished between proposition types and 

proposition tokens, and once we have assumed that attributions of belief are made true 

by the presence of proposition tokens within our mental economy, it is natural to 

suppose that these physical particulars help to carve cognition at its causal-functional 

jomts. and that the causal powers of these physical particulars are best characterized by 

reference to the content sentences we used to attribute the prepositional attitude. In 

other words, when we attribute beliefs, we are sensitive to the presence of distinct and 

independent mental states which have as their content roughly the same contents as are 

expressed by the content sentences we use to make the attribution. This is, of course, 

the idea of sentential richness. 

Let us spell this out in more detail. The suggestion presently under 

examination is that sententialism is supported by the following theses: (i) The 

distinction between type and token is applicable in the case of propositions, (ii) 

Propositional tokens are physical particulars with causal powers, (iii) .A belief 

attribution is made true by the presence of a proposition token. Suppose I say of 

Jones. "He believes that lizards are scaly." If my attribution is true, it is so in virtue of 

the presence, in Jones's mental economy, of a proposition token. Why should we 

thmk. though, on the basis of these theses, that the proposition token has as its content 

the proposition expressed by the sentence 'lizards are scaly"? 

The answer. I suspect, is this: Proposition tokens, we know, are tokens of 

proposition types. This means that attributions of belief are made true by the presence 

of a proposition token of some particular type. Well suppose someone asks: Which 

type? How. in other words, does an attribution of belief come to pick out one 

proposition type rather than another? The answer seems simple: A particular 

attribution of belief comes to pick out the proposition type that it does in virtue of its 



89 

content sentence. Two attributions of belief that differ only in their content sentences 

are made true by the presence of proposition tokens of different types. Two 

attributions of belief that differ in who the subject of attribution is, but which involve 

the same content sentence, are made true by the presence (in their respective subjects) 

of distinct proposition tokens of the same type. 

It seems, therefore, that the best available answer to the question - Which 

proposition token makes true an attribution of beliet7 - is that it is a token of the 

proposition type expressed by the content sentence we use to attribute the belief. I say 

of Jones. "He believes that lizards are scaly." Which proposition token, in Jones, 

makes this attribution true? The answer; a token of the proposition type p. where p is 

the proposition (type) e.xpressed by the content sentence "lizards are scaly'. Why else 

would 1 use the sentence 'lizards are scaly' when attributing the belief that lizards are 

scaly to Jones? 

That. then, is one line of thinking that is supposed to generate sententialism. Is 

this line of thinking compelling? 

Once we accept that talk about propositions is type-token ambiguous, the 

argument for at least one aspect of sententialism - sentential richness - is fairly 

straightforward. We must admit, after all. that there is no point to calling the physical 

particulars which make attributions of belief true proposition tokens, unless they are 

tokens of some proposition type. If my attribution of belief to Jones is true, then it is 

true because Jones harbors a mental particular, a proposition token P of the 

proposition type lizards are scaly. So most likely the problem with the argument, if 

there is a problem, lies in accepting that the type-token distinction holds in the case of 

propositions. 
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We have already examined the principal argument for accepting that the type-

token distinction holds in the case of propositions: Maintaining that propositions 

tokens are involved in a person's mental economy enables us to explain how a person 

is causally related to propositions. This argument is an inference to the best 

explanation. Thus, in order to level a convincing criticism against the argument, we 

need to explain how the existence of proposition tokens is in fact not the best 

explanation of the phenomenon in question. I think we can do this. We can do this 

by showing that there is another plausible explanation of the relation between people 

and propositions. There are two parts to the explanation I have in mind. The first part 

of the explanation involves the idea that propositions are to people roughly as numbers 

are to things that exhibit quantitative properties.-- To be sure, this idea will not 

provide an explanation of the causal relation between people and propositions. 

Instead, the point is that this alternative explanation explains how there can be a 

relation between people and propositions without it being a causal relation. Let me 

explain the basic idea, first describing how numbers are used for measuring. 

Suppose 1 tell you that Bernstein's CBS recording of Mahler's 9th Symphony 

is SO minutes long. In reporting this fact - a fact about a duration - I make use of talk 

about numbers, in this case, the number 80. The reference to numbers allows me to 

exploit properties of a particular number for describing the properties of a particular 

duration. For example, suppose it turns out that most recordings of Mahler's 9th are 

longer than Bernstein's CBS recording. In using numbers to keep track of relative 

durations. I can exploit the fact that 90 is greater than 80 - a 90 minute recording is 

longer than an 80 minute recording, etc. In short, by attending to the relationships and 

properties exhibited in one domain. I come to possess a terminology for describing 

--What follows draws from work by P. M. Churchland (1979) and (1988). .Also, sec Stalnaker (1984). 
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parallel relationships and properties exhibited within another domain. But notice, if I 

ask. What is the duration of this recording? the answer cannot be, strictly speaking, the 

nunihcr KO. I pick out the duration of the recording by appealing to a term - in this 

case "80' - that describes the relationships that this duration has to oi\\cv dunitions. 

That this is the case is emphasized by the fact that when we talk about durations, we 

do not talk about numbers by themselves; we always use numbers as a way of keeping 

track of the cardinality of units - in other words, a duration is never just plain 80. or 

70. or what have you; a duration must be 80 minutes or 1 hour, and so on. 

In short, the relation between a number and a piece of recorded music is 

obviously not a causal relation of any sort. Numbers are abstract entities and thus they 

cannot be causally connected to physical things. Moreover, there is no motivation for 

tr\ ing to explain how a number could be causally related to a piece of recorded music. 

The relation is different. In the present case, numbers function as a way of indexing 

certain quantitative and structural properties of the music. The relationship between 

people and propositions is similar. Just as talk about numbers aids us in describing 

quantitative properties of things, such as duration, length and distance, we use 

propositions to describe cenain kinds of properties of people. 

.•\t this point, the question natural to ask is: "What are these properties? 

Suppose we grant that the relation between a number and something like a piece of 

recorded music is a device for indexing certain structural properties. In the case of 

recorded music, we know what the properties are - they are relative durations; lengths 

of time. But we have not been told what properties of people propositions are 

supposed to index." This is an important question to answer, for until we know what 

these properties are. we cannot assess the value of this alternative explanation. Still, it 

IS essential to appreciate that there arc two parts to the alternative explanation. The 
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first part is to sketch the basic principle: There are apparent relations between things 

which in fact have the structure that talk about numbers and quantitative properties 

like durations have. This step opens up the possibility that people and propositions are 

related to each other in this way. There is nothing in our attributions of propositional 

attitudes that rules this style of explanation out. 

The second part of the explanation is to give an answer to the question asked 

above - w e want to describe, in other words, the property of persons that propositions 

arc supposed to index when we attnbute intentional attitudes. Unfortunately, though, 

providing the second part of the explanation is not a simple matter, and requires 

separate treatment. I attempt to give a partial account of belief attribution in chapters 

6 and 7. This account is partly aimed at describing the property of persons that 

propositions are supposed to index. Insofar as this account is plausible, it completes 

the alternative explanation of how propositions are related to people. .A.nd as such, it 

helps to undermine the inference to the best explanation argument provided on behalf 

of the distinction between proposition types and proposition tokens. Finally, if that 

argument is not sound - the argument for applying the type-token distinction to 

propositions - then the most straightforward argument for sententialism fails to go 

through. 

Though it is not difficult, there is neveaheless a lot of argumentative structure 

in this section. It will make things easier to review the main moves with an eye to 

making clear the gross outlines of the arguments, rather than the details. The primary 

focus of our attention was an argument for sentential richness, which went something 

like this: 
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Aruument for Sentential Richness: 

Motivating Assumption: There is a distinction between proposition types and 

proposition tokens. 

SRI. Belief attributions are made true by the presence of distinct and 

independent physical proposition tokens. 

SR2. A proposition token P has content p in virtue of being a token of 

propos i t ion  type  p .  

SR3. The proposition type involved in a belief attnbution is the proposition 

expressed by the content sentence of the attribution. 

SR*. Therefore, belief attributions are made true by the presence of distinct 

and independei.t physical tokens - that is. by distinct and independent states -

which have as their contents the proposition e.xpressed by the content sentence 

of the attribution. 

So far my strategy for criticizing the argument was to argue that we are not justified in 

accepting the motivating assumption. This assumption is supported by an inference to 

the best e.xplanation: 

.\rgument for the Motivating Assumption: 

BE. The best explanation of how people are related to propositions is that 

there is a distinction between proposition types and proposition tokens. 

MA. Therefore, there is a distinction between proposition types and 

proposition tokens. 
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I do not think this argument is convincing because I do not think that BE is true. 

Drawing a distinction between proposition types and proposition tokens is not the best 

explanation of how persons are related to propositions. The reason is that there is an 

alternative explanation of the relation, according to which propositions are to people as 

numbers are to things possessed of certain quantitative properties. Of course. I have 

not completed my description of the alternative explanation. I attempt to do this later, 

in chapters 6 and 7. If my completed description of the alternative explanation is 

compellmg. then we reason to doubt premise BE. If premise BE turns out to be false, 

the argument for the motivating assumption is defeated. And finally, if the argument 

for the motivating assumption is defeated, so is the argument for sentential richness. 
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6. Conclusion 

In this chapter, we have introduced the sentential account of belief. The 

sentential account helps us generate a more substantive version of the causal theory of 

epistemic reasons. Beliefs, and thus many of our reasons (perhaps all of them), are 

inner sentences. For distinct attributions of belief there are distinct and independent 

sentences. These sentences, along with a functional role that determines what attitude 

an agent has towards the sentence, constitute inner states of the agent. Causal relations 

between the states, if they are the right kinds of relations, constitute inferential 

activity. This is the sentential-causal theor>' of epistemic reasons. 

In the next chapter, I e.xamine some fairly well known objections to 

sententialism. I argue that one of these objections is not so damaging. The other is 

more worrisome, but only if we want to embrace the sentential theory as VL general 

theor\' of belief. 
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CHAPTER IV: 

PROBLEMS FOR SENTENTIALISM 

1. Introduction 

In this chapter. I discuss two arguments for the conclusion that sententialism is 

false. These arguments are closely related to each other. The basic idea behind each is 

what 1 shall call ihe problem of complexity. If the truth-makers of belief attributions 

are as sententialism describes, then we run the risk of over-complicating the functional 

architecture responsible for human cognition. In short, if sententialism were true, then 

no real machine could do what humans do. The arguments are: (i) The problem of 

knowledge control, and (ii) the problem of congestion. 

Ultimately. I conclude the following. First, the problem of knowledge control 

IS not really a special problem for sentential theories. The problem of knowledge 

control is really a research problem facing everyone thinking about cognition. The 

only reason the problem of knowledge control could give for preferring an alternative 

to sententialism is the case in which the alternative has an easier time solving that 

problem. Second, both problems are criticisms of sententialism only if we understand 

sententialism as st. general theory of belief and reasons - that is. as a theory of the 

nature of all belief (and perhaps of all intentional properties). The arguments we will 

examine fail to show that no belief attribution can be made true by the sorts of states 

and relations posited by the sentential account. 

I will start with the problem of knowledge control, since it is the weaker of the 

two arguments. But before that. I want to clear up a common confiision in the 

literature surrounding what I am here calling the problem of knowledge control. 
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2. The Frame Problem 

In a well known volume devoted to the frame problem. Clark Glymour 

describes what he takes that problem to be; "Given an enormous amount of stuff, and 

some task to be done using some of the stuff, what is the relevant stujf (or the task?" 

(1987. p. 65). In the same volume. Patrick Hayes writes: 

Once one has developed some suitable representation of the world about which 

the reasoner is expected to reason, one needs also to arrange that the system 

performs deductions which are appropriate for its assigned tasks and doesn't 

get lost in clouds of valid but irrelevant conclusions.' 

This, he goes on to tell us. is not the frame problem. What is going on here? 

In a nut-shell, the problem that both Glymour and Hayes describe (for they 

seem to me to be the same problem) is what I shall call the problem of knowledge 

control. It IS the problem of how cognition, faced with a practical task, retrieves the 

r/tf/zr knowledge at the right time and does the right things with that knowledge. The 

problem of knowledge control is not the frame problem. But confusion on this issue is 

so pervasive, it's worth taking the time to say what the frame problem really is. 

The original frame problem was introduced within the context of artificial 

intelligence by McCarthy and Hayes (1969). McCarthy and Hayes noticed an 

insuperable obstacle for a particular sort of machine, one which uses the "situation 

calculus" to represent and reason about the world. To represent the world as being a 

certain way at a certain time, this machine must reason deductively starting from both 

a representation of how the world was antecedent to the present time, and axioms 

'Hayes p. 124. 
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telling it how to get from one representation of the world to the next. Every feature of 

the resulting representation must be deduced from axioms telling us to put that feature 

mto the representation. So. for example, in order to deal with the effects of its actions 

in the world, the machine must be able to infer from what it knows abcut its actions to 

how things will be after they are performed. A problem arises when we notice that the 

machine must be able to keep track of the things that don 7 change as a result of its 

actions. When I switch on a computer, my legs don't fall off. But for the machine to 

keep track of non-changes, it must have axioms telling it that legs don't fall off as a 

result of switching on computers. Without these axioms - what are called "frame" 

axioms - the machine as we've described it could not retain information about facts 

that persist through changes. Unfortunately, the number of frame axioms the machine 

needs becomes absurdly large. 

This is the original frame problem. As McCarthy and Hayes described it, the 

problem seems easy to solve: Real cognizers - humans, for example - do not reason 

deductively about change using a formal calculus that fully determines the machine's 

representation of the world at a lime. Fair enough. But there is a lingering question. 

Given that they don't do it that way. how do they do it? How do people keep track of 

non-changes when reasoning about a changing world? (And how would we build a 

machine that could do the same thing?) In short, McCarthy and Hayes noticed that a 

certain research program in .AI - the "situation calculus" - could never come to grips 

with one dimension of how real cognizers reason. And in doing so, they gave a name 

to that previously unnoticed dimension of reasoning. Thus the frame problem is a 
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research problem: Figure out how to build a machine that can keep track of persisting 

facts when reasoning about change.-

I shall now turn to the problem of knowledge control. 

-Not all philosophers have failed to recognize this problem as the genuine frame problem. See Pollock 
and Cruz (1999). and Lormand (1990) and (1996). Lormand provides a nice working-out of the 
different problems that have traveled under the name, "the frame problem." 
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3. The Problem of Knowledge Control 

The problem of knowledge control begins with the fact that intelligent 

problem-solving can be implemented only by giving agents a great deal of knowledge. 

\'et knowledge, it seems, is not by itself enough. .A.gents must do something with their 

knowledge: They have to retrieve the right knowledge at the right time, and once this 

knowledge is in hand, agents have to draw the right inferences from it. Doing the right 

thing with the right knowledge means not worrying about irrelevant side-effects of 

one's actions, not getting bogged down in taking notice of everything that doesn't 

change when we act. constantly being sensitive to what mailers in one's present 

context, and so on. In short, the issue attracting philosophical attention is the issue of 

control; How does an agent, faced with practical problem-solving tasks, use what he 

knows? We can put this as follows; 

The Problem of Knowledge Control; Given that we have a great deal of 

knowledge, and given that there is now a problem to solve using that 

knowledge, what's the right knowledge and the right use? 

.•\t first blush, the problem of knowledge control appears to be a research 

problem. It asks a hard question, but presumably there is an answer, and one task for a 

mature cognitive science is to provide us with that answer. Yet some philosophers 

have thought that what the control problem shows us is the hopelessness of the 

sentential approach; N'o machine whose medium of representation is sentence-like 

could instantiate a solution to the control problem. 



101 

So why might the control problem be a special problem for the sentential 

approach to belief content? Churchland puts forward the following consideration.-' 

Take a robot that stores its knowledge about the world in the way suggested by the 

sentential approach - its knowledge is a collection of sentences. For the robot to use 

this knowledge for practical, real-time problem-solving, it must be able to distinguish 

relevant sentences from irrelevant sentences, and relevant inferences from irrelevant 

inferences. But the difficulty is finding mechanisms that would allow the machine to 

do this. 

.•\t first blush, this seems to be a restatement of the control problem, and not a 

reason to think that the control problem is a special worry for sententialism. But I 

believe there is a charitable filling-in of Churchland's worry. Recall, the research 

question posed by the control problem concerns how a cognizer - human or artificial -

succeeds in using the information it stores about the world e.xactly when it should use 

that information. To answer this question, cognitive scientists have to tell us two 

things - they have to tell us (i) how cognizers store information about the world, and 

(ii) what mechanisms are in place for using the information once stored. The way 1 

read her. Churchland's point is that if you answer the first question using sententialism 

- if you claim that cognizers store information about the world in the form of 

sentences - then our prospects for answering the second look gloomy. There seem to 

be tw o reasons for this:*' First, a review of the AI literature reveals that every attempt 

to construct mechanisms for using information stored in sentences such that a machine 

could perform practical, real-time, problem-solving, has been a miserable failure. The 

-Churchland (19S6). pp. 392-394. N'ot surprisingly, Churchland addresses her criticisms against 
sententialism m terms of the "frame problem." But it is clear that she has in mind (at least some of the 
time) the problem of knowledge control. 

•^Churchland docs not offer these reason (nor any others for the conclusion), but they seem to be the 
best available. 
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argument here is a pessimistic induction: So far, attempts to construct the necessary 

mechanisms have failed; therefore the mechanisms probably don't exist. 

The second reason is this. There are no general principles concerning 

goodness of inference which one could apply in order to generate the practical 

conclusions we want a robot to generate. This is revealed by examining the role of 

context in intelligent "real-life" problem-solving. Here's the idea.5 What counts as 

right use of right knowledge is highly sensitive to context. But every context is highly 

peculiar and idiosyncratic. There are, in other words, no general principles for 

characterizing what will matter in one context rather than another. And thus, there can 

be no general principles for determining what counts as the right use of right 

knowledge at any given time -there are no general principles of inference which 

generate solutions to all the "real-life" practical problems normal humans face.6 

Unfortunately, if there are no such principles, then likewise there cannot be any 

mechanisms for using information stored in sentential form to solve "real-life" 

practical problems. After all, if we are going to avoid the charge that the mechanisms 

for useful sentence retrieval tum out to be smart homunculi, the mechanisms have to 

be stupid procedures that follow useful general principles. But now we see that no 

such principles are available. 

A great deal more needs to be said here, to transform this line of thought into a 

plausible argument. But we can put this task aside because an important difficulty 

with the argument is easy to see- a difficulty that cannot be avoided just by the 

addition of details. Suppose we grant that context makes impossible the existence of 

5For discussions of the role of context in practical problem solving, see Dreyfus ( 1992) and Hauge land 
(1985). 
6It is interesting to note that Fodor makes a related point in his (1983), where he expresses doubts as to 
whether there could be laws of belief fixation given that the activity of the central system is holistic. 
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general principles of inference for generating conclusions to practical problems. Does 

the non-existence of sentence-using mechanisms follow from the non-existence of 

general principles of inference? 

Clearly it does not. Suppose you think that successful knowledge control 

should be implicit in the manner of knowledge storage. It's like storing boxes in the 

trunk of your car. If you have to deliver the boxes in a certain order, you should start 

by packing the box to be delivered last. Thus, when it comes time to deliver the first 

box, it is the most readily accessible box in the trunk. In doing this, you have ensured 

that the organization of boxes in the trunk facilitates retrieving them conveniently at 

the right time. We want to do something similar in the case of sentence storage. The 

advantage of knowledge organization is that so long as we organize the sentences 

correctly, the mechanisms for exploiting this organization can be pretty stupid. All the 

important work is done in the manner of storage. 

Here's the reason this is helpful: There doesn't have to be any set of general 

principles of inference for always generating the desired practical conclusions. There 

does not have to be, in other words, any general principle for how to organize the 

robot's sentences. Suppose I am designing the robot in question, and you ask me, 

"Why did you put that sentence there?" I will answer, "That sentence has to be there 

so it will be available in such-and-such circumstances." If you push the matter and 

complain, "But that won't make it available in these other circumstances," then I will 

gerrymander the organization a bit until it comes out right, and so on until I get the 

robot to perform well. If this is how nature designed us, then things look pretty bad 

for a cognitive science that aims to articulate a set of highly abstract laws governing 

all practical and theoretical reasoning.7 But the issue of whether such laws exist is 

7 Again, see Fodor (1983). 
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relatively independent from whether human beings could have been designed to solve 

practical problems using mental sentences. The only connection is that if such laws do 

not exist, then humans get the job done on the basis of a very untidy bit of machinery. 

The upshot is that the only special problem for the sentential approach is the 

pessimistic induction: So far. cognitive science - AI in particular - has failed to 

articulate a set of sentence-manipulating mechanisms for solving the control problem. 

Thus, we should conclude that no such mechanisms are available. Of course the main 

criticism of this argument is that many will not find the induction compelling, and it 

seems to me that this is a perfectly sensible response. .After all. one could respond to 

any unsolved problem with a pessimistic induction, and surely such a response would 

in most cases be premature and unwarranted. In sum. Churchland's appeal to the 

control problem hasn't given us a strong motive for abandoning sententialism. There 

may be other reasons for doing so; reasons independent of how sententialism fares in 

solving the control problem. But that is a different matter altogether. 

On the other hand, a clear reason for abandoning the sentential theory would be 

the existence of an alternative account of belief content which can solve the control 

problem, or at least offer a stronger hope for solving the problem. In the next chapter, 

we turn to this possibility, and explore the suggestion that a "map" theory offers an 

easy solution to the problem of knowledge control. I will claim that it does not. .A,s 

things stand then, the problem of control does not appear to weigh in for or against any 

particular theory of belief. 
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4. The Problem of Congestion 

The problem of congestion is simple: Our practices for attributing belief 

license making a huge number of belief attributions to normal human subjects. But if 

sententialism is correct, and each belief attribution is made true by one and only one 

distinct and independent state, then we are faced with the problem of congestion: if the 

machinery of a cognitive system is to work efficiently (as it clearly does in our case), it 

cannot be responsible for manipulating (adding, deleting, updating, storing, etc.) the 

number of independent sentences posited by licensed belief attributions. Or put 

somewhat more vividly (though surely at the cost of proximity to the truth), the idea is 

that there is not enough "room" in the head for every independent state posited by 

licensed belief attributions. s 

There are two replies to the problem of congestion: (i) First, one can try to 

reduce the congestion by distinguishing between different sorts of beliefs, only one of 

which is liable to generate congestion. (ii) Alternatively, one might claim that there is 

no problem of congestion so long as we understand the way in which beliefs "exist." 

For example, you can only put so many baseballs in a box because of the way that 

baseballs take up space- they have volume. But perhaps it's misleading to suggest 

that beliefs "take up space" in any way analogous to how physical objects do. In the 

remainder of this section, I will lay out, in detail, each of these replies. Then I will 

respond to them, ultimately suggesting that we ought to take the problem of 

congestion fairly seriously. 

8This complaint has been made by a number of philosophers. See Jackson (1998) for a recent version. 
Jackson calls the complaint "the problem of clutter." 
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4.1. First Reply to the Problem of Congestion: Reducing the Clutter 

The most common reply to the problem of congestion is to distinguish between 

different kinds of belief. Drawing this distinction is supposed to be helpful for the 

following reason. Although our practices for belief attribution license a huge number 

of attributions, these practices are aimed at provided different kinds of services at 

different times. Sometimes, we attribute belief in order to ascribe real states of the 

subject that are, say, causally responsible for producing the subject's behavior. When 

we employ our practices for this purpose, we are attributing genuine beliefs - or what 

are sometimes called "explicit" or "core" beliefs.9 But sometimes, we attribute beliefs 

in order to pick out other sorts of characteristics of the subject- characteristics which 

are in some way derivative on the subject's having the genuine beliefs that he does. 

When we employ our practices in this way, we do not ascribe genuine, cognitively 

efficacious belief states to the subject. Rather, we are attributing a kind of"faux" 

belief- or what are sometimes called "implicit" or "tacit" beliefs. And faux beliefs 

are not, strictly speaking, real beliefs at all. Accordingly, attributions of faux beliefs 

are made true by something which does not threaten to congest cognitive systems. 

Thus, because only a few attributions are of the sort that requires the presence of 

distinct and independent states for their truth, the problem of congestion can be 

avoided. 10 

So if we want to preserve sententialism across the board- the idea that S's 

belief that p is a distinct and independent state of S which has just p as its content- we 

9Sometimes, the terms "explicit belief' and "core belief' (to be contrasted with "implicit" or "tacit" 
beliefs) are used to capture distinctions different from the one that I am interested in here. For that 
reason, I will try to use the expressions "genuine belief' and "faux belief' instead. 
IOMark Crimmins (1992), for example, suggests this reply. In the context of his paper, though, he is 
not defending anything like the sentential assumption or a sentential theory of mind, but rather, he is 
describing the uses to which one might apply the distinction between explicit and implicit (or "tacit" as 
he calls it) belief. 
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must deal with the concern that our practices for belief attribution seem to tell against 

sententialism by licensing so many attributions. The present reply is that only some of 

these attributions are made true by the existence of genuine, cognitively efficacious 

belief states. Many of our attributions are made true by fau.x beliefs, but that is no 

problem, for these faux beliefs are in fact interesting derivative properties of the 

subject's having genuine belief states. 

["m going to proceed in this section according to the tollowing dialectic; In 

order to reply to the problem of congestion, we need to able to distmguish belief 

attributions into two groups - in one group the attributions are made true by real states, 

in the other group, the attributions are made true by something else, something which 

does not clutter cognitive systems. Can we distinguish our belief attributions in this 

way? ril start by outlining a proposal for how this could be possible - that is. how it 

could be possible that some of our attributions of belief to a cognitive system are made 

true by "faux" intentional properties, properties which will not pose a problem of 

congestion. But this is not enough. For the proposal to be of any use to us. a great 

many of our real-life attributions of belief must in fact be picking out the faux 

properties 1 w ill describe. I argue that they do not: the actual distinctions our 

commonsense belief-talk draws between types of belief does not support or line up 

with the distinction between genuine and faux beliefs needed to respond to the 

problem of clutter. We will see this by e.xamining various actual distinctions our 

commonsense talk about belief draws between various attributed beliefs. 

Let's Stan by describing how the proposed distinction between genuine and 

faux beliefs could be a real distinction - that is. how it could be possible that a belief 

attribution is made true by some derivative property of having genuine beliefs. I'll 

attempt to make sense of the distinction between genuine and faux beliefs in terms of 
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what I shall call "explicit" and "implicit" representational properties of cognitive 

systems. 

We know that some components of cognitive systems (minds) have 

representational properties - there are components of cognitive systems that are aboui 

.some thing or other. Now suppose you knew most everything there is to know about 

how cognition works. Presumably, then, you would be able to draw a design plan -

something like a blueprint for a building or the diagrams for an electronic circuit - that 

described the functional architecture of a cognitive system." When drawing out the 

design plan, you will specify which components of the cognitive system possess 

representational properties, and you will specify in particular what representational 

properties those components have. 

Here. then, is our characterization of a genuine belief: If an attribution of 

belief to some cognitive system S is made true by the presence of a component of 5 

w hich. in a design plan, you would specify as having or including the representational 

property now being attributed, then the belief attributed is a genuine belief The point 

is that it is part of the cognitive system's fiinctional architecture that there is some 

component of the system that has representing the belief content in question as its job. 

The component, in other words, has its representational property relative to the other 

components and mechanisms of the cognitive system of which it is a part. These sorts 

of representational properties are explicit representational properties. And beliefs tied 

to these representational properties are genuine beliefs. 

Fau.x beliefs, on the other, are tied to implicit, rather than explicit, 

representational properties, [mplicit representational properties are in some way 

" I am not taking for granted the functionalist theory of mind. Functionalism holds that mental 
properties are individuated entirely by their functional role. You can use blueprints to describe how 
something works without assuming that it or all its properties are defined by the blueprint. 
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••emergent" properties. Insofar as they are present in the subject, they are present as a 

result of the cognitive system doing its thing. Where explicit representations are 

directly involved in the fianctioning of the system, implicit representational properties 

are attributable as a consequence of the system's functioning. What fiinctional 

properties, exactly, they are a consequence of. is a matter of debate.'- But this is an 

issue we do not need to settle here. 

.•\n example borrowed from Daniel Dennett will make the distinction easier to 

see.'- Suppose we build a machine that plays chess - or. what comes to the same 

thing, we write a chess-playing program. Let us say that part of how the machine 

works involves (i) its representing the locations of pieces on the board during a game, 

and (ii) its following all sorts of rules about moving its pieces. There are. 

consequently, explicit representational properties we can attribute to the machine, 

properties like representing its opponent's queen as occupying such-and-such location. 

We can attribute these properties because they are representational properties which 

are possessed by actually present components of the machine, components directly 

involved in making the machine able to do what it does. Furthermore, these 

components possess the properties relative to the other parts and mechanisms of the 

machine, and not merely relative to, say. some independent party observing the 

machine's inner workings. 

Now in addition to attributing explicit representational properties, it is 

sometimes perfectly sound to attribute representational properties to the machine that 

are not representational properties of actual components in the system. For example. I 

might, after watching the machine play a number of games, say. "The machine thinks 

'-For a nicc discussion of some possible answers, sec Crimmins (1992). See also Cummins (1986) for 
an interesting set of distinctions within the category of implicit belief 
'-Dennett (1978). 
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it should get its queen out early." But there is, in the machine's design plan, no 

representation or rule to that effect. Rather, it is a consequence of how the machine 

functions, when it is following its e.xplicit rules for manipulating explicit 

representations, that 1 can appropriately attribute this "virtual" or implicit 

representational property. 

Just as we can make attributions of implicit representational properties to 

chess-playing machines, we seem able to attribute implicit intentional properties to 

people. We believe that chickens are lighter than cows, rocks do not float on water, it 

usually takes less tune to traverse a shorter distance, and so on. If all of these sorts of 

beliefs were genuine beliefs, we would run into the problem of congestion. But. the 

argument goes, there is no reason to think that all of these sorts of attributed beliefs are 

genume beliefs. Instead, such belief involve representational propenies more like the 

propeny I attribute to the chess-playing machine when I claim that it thinks it should 

get its queen out early. 

Is the proposal successful? In other words, in our ordinary practices for talking 

about belief, do we typically attribute "fau.x" beliefs, as described above? I want to 

argue that we do not. Most of the beliefs that philosophers have wanted to think of as 

"tacit" are not anything like the "virtual" beliefs described in the paragraphs above. 

The\' are not representational properties that we can attribute to cognitive machines as 

a result of their functioning. Instead, they are real, cognitively efficacious states of the 

agent. I am going to make my case as follows. We are going to e.xamine a variety of 

ways our commonsense talk about belief distinguishes between different types of 

belief But as we'll see. in most of these cases, the distinction in question 

distinguishes between different types of genuine belief not between genuine and faux 

belief In short, an examination of the belief attributions licensed by our 
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commonsense talk about belief does not help to defend the general sentential theory of 

belief from the problem of congestion. 

Start with following case. Suppose that Jones is using a friend's cabin for the 

w eckend. His friend has supplied him with a list of the necessary information. Near 

the top of this list is information about where the front door key is hidden. The list 

reads: "The front door key is under the ceramic elf" Jones commits the contents of 

the list to memory and pockets it. Later, having arrived at the cabin, Jones recalls the 

infonnation about the key. He sees the ceramic elf and strolls over to it. Lifting the 

elf. he sets it aside, and finally, he picks up the key. 

.As witnesses to his behavior, there are many beliefs we can appropriately 

attribute to Jones. Let us focus on a few of those attributions for the moment. On the 

one hand, it seems right to say of Jones: "He believes that the front door key is under 

the ceramic elf" But it also seems right to say of Jones: "He believes that ceramic 

objects of roughly such-and-such size can be lifted," "He believes that a person cannot 

reach through a ccramic object," and so on. 

These sorts of cases are supposed to provide the motivation for thinking that 

there is a difference between fau.x and genuine beliefs. But is this motivation enough? 

What are the differences between the first belief and the others? As we get clearer on 

the sorts of real differences there are between various beliefs, we'll see that there is 

\ er\' little to support the distinction needed for a defense against congestion above. 

In the first place, there is the following difference between the first belief and 

the others. We do not, in our conversational e.xplanations of behavior, ordinarily 

attribute the second sort of belief to agents. If you ask me why Jones moved the 

ceramic elf. I will likely answer that he believed that the key was under the elf. If, 

instead. 1 answer that he knows you cannot reach through ceramic objects, you would 
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naturally accuse me of being sarcastic or dense. This difference can be captured, I 

think, by distinguishing between salient beliefs and background beliefs. We do not. in 

ordinary' conversation, attribute background beliefs, because we assume that our 

conversational partners are capable of establishing the contents of these attributions 

themselves. We assume they know, in other words, that Jones has a certain common 

stock of background knowledge. It would, therefore, be highly uneconomical to 

communicate these sorts of facts about Jones. 

.A salient belief, on the other hand, is such that the attribution of this sort of 

belief is informative. When a belief is salient, it is not part of our common store of 

knowledge, relative to some set of circumstances. Take the following case. Suppose 

that Jones, along with a number of other people, witness some disastrous event. We 

will suppose that this group of people all have visual access to a shared proximal 

environment. .Accordingly, they will likely take some perceptual contents as common 

knowledge - for e.Kample. the windows are on the north wall of the room. or. the walls 

are painted green. But if Jones is now recounting events to you. years later and miles 

away, a good explanation of so-and-so's behavior may cite beliefs with these contents. 

These beliefs become salient in the context of recounting events, even though they 

may have been background beliefs years before. The difference between salient 

beliefs and background beliefs is. therefore, an attribution-relative property. Whether 

or not a belief is salient depends on features of the context of attributions - that is. on 

the interests of the speaker, the interests of the hearer, and so on. 

It is for this reason that the difference between salient and background belief 

cannot support the differences needed to reply to the congestion objection. The 

distinction needed to reply to the congestion objection was the distinction between 

genuine beliefs of the cognizer, and faux or "virtual" beliefs that result from the 
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functioning of the system. But saliency is grounded primarily in features of the 

context of attribution - in, for e.xample, what is taken to be common knowledge by the 

speaker. Whether a belief is salient or background has nothing to do with whether a 

state with the belief content in question actually contributed to the production of some 

behavior. Suppose we were in the strange situation of having to give a complete 

explanation of why Jones lifted the ceramic elf - suppose, for e.xample. we wanted to 

give an explanation to a martian. someone unfamiliar with what beliefs ordinary 

human agent.s have about the character and contents of the world. In this case, we 

would want to make e.xplicit in our explanation that Jones believes all sorts of things 

like "ceramic objects of roughly such-and-such size can be lifted" and "people cannot 

reach through ceramic objects" 

Often, a distinction between beliefs is drawn in terms of a difference in 

accessibility, or presence to the mind. .A belief can in some sense be "in front of the 

mind's eye" where other beliefs are buried and not easily accessible. There are some 

important distinctions here, and it may seem appropriate for some purposes to talk 

about these distinctions using the expressions "implicit" and "explicit" belief. But as 

we will see. they are also not the distinctions needed to reply to the problem of 

congestion. 

Return to Jones and the ceramic elf. Suppose that we query Jones concerning 

his frame of mind when he approached, seized and moved the elf, and he reports 

something like the following: ""When I approached the house. I remembered that the 

key was under the ceramic elf. and so I went and got." It seems that Jones, by 

recalling the information about the key. is in some sense holding the proposition, the 

from door key is under the ceramic elf. before his mind. 
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Can our consciousness of belief contents, or lack thereof, underwrite the 

distinction between genuine and virtual beliefs? Notice of course that consciously 

entertaining a content, by itself, is not sufficient for believing that content. In order to 

make clear that we are talking about consciously entertaining believed contents, let us 

follow conventional philosophical terminology and return to our talk about occurrent 

helicfs. An occurrent belief is a belief whose content is being consciously entertained. 

A nonoccurrent belief is a belief whose content is not being consciously entertained. 

The question, then, is this: Is the distinction between occurrent and 

nonoccurrent belief the same as the distinction between genuine and faux (or "virtual") 

belief? The answer must be that it is not. According to the characterization of genuine 

belief we reviewed above, a belief is genuine if it is tied to explicit representational 

properties of the believer's cognitive system. system possesses an explicit 

representational property when it is critical to the system's functioning that some 

component of the system be a symbol (that is. be a representation). It is hard to see. I 

think, the relevance of consciousness in this matter. The notion of a genuine, 

cognitively efficacious belief is perfectly sensible without appealing to the act of 

consciously entertaining a content. More importantly, though, inspection of ordinary. 

cver\ day instances of genuine, causally efficacious, belief suggest that a belief can be 

submerged beneath our conscious "eye" without becoming a faux belief. Take the 

example of knowing one's binh date or birth place. I know I was bom in Alaska. 

\'esterday. as far as I can remember, it did not occur to me that I was bom in Alaska. 

But 1 can see no reason to suggest that the belief was no longer the content of a real 

belief state when it was not under my conscious consideration. 

Perhaps a better example can be drawn from cases of conscious deliberation 

and reasoning. Experimental evidence and commonsense wisdom both suggest that 
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we cannot hold very many items in our short term memory. This means that, when 

dealing with lengthy arguments, we cannot hold before our conscious mind all the 

premises and conclusions relevant to the argument. Nevertheless, we are fairly good 

at keeping track of argumentative structure. This suggests that we bring premises and 

conclusions in and out of our consciousness, in rapid succession. The point, then, is 

this: Do we want to suggest that these contents, when they slip briefly out of our 

conscious "eye" evaporate and thereby lose their capacity to function in cognition? 

Surely not. The conclusion, then, is that the occurrent-nonoccurrent distinction cannot 

give aid and comfort to the sententialist reply to the problem of congestion. 

There is a fmal possibility for distinguishing between types of belief - a 

distinction that might be the distinction needed to reply to the problem of congestion. 

In a number of places. I have used the criterion of explanatoriness to distinguish 

between genume, cognitively efficacious belief and fau.x belief. If a belief is 

explanatory - if it explains a person's behavior - then the belief is cognitively 

efficacious. We might be encouraged in taking this approach by the fact that many 

examples of attributive belief are not genuinely explanatory - they are not. in other 

words, necessarv' for a complete explanation of a person's behavior. Suppose that 1 

ask you whether or not pixies dine by candlelight, in formal dress, on the first Tuesday 

of everv' new century. You will answer that you believe no such thing. Prior to 

querying you. I could with some confidence attribute this belief to you. But what 

behavior does the attribution of this belief explain? It does not seem that there is any 

such behavior. In ordinary cases, no complete but streamlined explanation of behavior 

would attribute these sorts of beliefs.'"^ The present device for distinguishing 

cognitively efficacious from virtual belief - the appeal to explanatoriness - explains 

'•'By •streamlined'. I mean shorn of unnecessary attributions. 
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why only certain attributions of belief are made true by distinct states: Only genuine, 

cognitively efficacious beliefs explain behavior. 

One can see this sort of thinking at work in Kim Sterelny's reply to Patricia 

Churchland' s version of the problem of congestion. 15 Sterelny argues that there is no 

genuine problem of congestion, because attributions of "tacit" beliefs such as "Worms 

are beardless" are not genuinely explanatory of behavior. Rather, they are readily 

inferable, or easily generated, from one's already existing stock ofbelief.I6 Because 

tacit beliefs, so characterized, do not play a serious role in our mentalistic 

explanations, we should not be worried that the permissibility of numerous belief 

attributions will "clutter" the head with too many distinct states. 

The distinction between explanatory beliefs and nonexplanatory beliefs is an 

important one. Nevertheless, I once again do not think that this strategy can help the 

sententialist avoid the original charge. The problem of congestion remains: there still 

too many cases of genuinely explanatory belief. Sterelny is wrong, I believe, to claim 

that the case for congestion was made by appealing to beliefs like "Worms are 

beardless." We need, it seems, an additional distinction. We need the distinction 

between ordinary beliefs - which might include occurrent, nonoccurrent, salient, and 

background beliefs (and perhaps even virtual beliefs) - and dispositional beliefs. I 

may say of you, "He believes that worms are beardless." But in saying this sort of 

thing I indicate that you are disposed to assent to the proposition if queried. Or even 

more abstractly, I am perhaps indicating that this proposition is well supported by your 

beliefs, the beliefs you really do have. 

15Sterelny (1990), pp. 162-163. See Churchland (1986), pp. 390-392, for her criticism. 
16See Crimmins (1992) for numerous examples of philosophers who have characterized implicit (or 
tacit) belief in exactly this way. 
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Suppose that Jones is handed a loaf of bread and a rock. He is told that a 

valuable gem is hidden inside both. Assuming that Jones is reasonable, and that there 

are no bars to his procuring the gems, he will attempt to do so. and it is the way he will 

attempt to do so that I am interesting in here. We would expect him to get the gem out 

of the loaf by tearing it to pieces with his hands (or eating it. perhaps, if he were 

hungr\'). But we would not expect Jones to attempt to tear the rock apart with his 

hands; certainly we would be surprised if he starting chewing on it. On the other hand, 

if Jones picks up a hammer and begins pounding the rock, it will be part of a complete 

explanation of his behavior that Jones believes that rocks are harder than human teeth, 

or that he believes that steel is sometimes harder than stone. 

Wc can agree that the attribution of this belief is not some sort of short-hand 

for the clami that the proposition steel is sometimes harder than stone is readily 

inferable from Jones's cognitively efficacious beliefs. The fact that this proposition is 

readily inferable does not. by itself, help explain why the proposition moved him to 

start hammering the rock. If the attribution of this belief is explanatory, then its 

inferability from his other beliefs, at least in this context, is besides the point. But if 

these sorts of beliefs are genuinely explanatory, as the example above suggests, then 

we should be able to see our way to maintaining the force of the original objection: If 

sentential ism is correct, then positing distinct states for every attribution of belief that 

is explanatory risks cluttering our cognitive machinery. 
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4.2. Second Reply to the Problem of Congestion 

There is a second reply to the problem of congestion. It goes something like 

this:l7 There is no problem of congestion once we understand that beliefs don't "take 

up room" the way, say, baseballs take up room. If we are moved by the problem of 

congestion, it's because we've misunderstood the way belief states exist. A belief 

state is a "virtual" state. 18 A machine can occupy a great many ofthese sorts of states 

without any cost to its efficient functioning. The problem of congestion is avoided, 

not by claiming that most of our attributed belief lack cognitive efficacy, but rather by 

claiming that cognitively efficacious states, if we understand them properly, do not 

"clutter" our cognitive machinery. 

Different kinds of things exist in different ways. A baseball is a physical 

object; in particular, it occupies a location in space and has volume. Not everything 

that exists in the universe exists in this way. Numbers, for example, seem to be 

abstract objects, and as such, do not take up any space or have a location. A more 

familiar example comes from the way computers work. A working computer is 

sometimes distinguished into two parts: its hardware and software. A computer's 

hardware is its electronic circuitry - the physical stuff whose activity succeeds in 

implementing a program. The program that is implemented is the computer's 

software. Strictly speaking, though, this description is a bit too simple, since typically, 

there are in fact numerous levels of descriptions (not just two). To keep things 

perspicuous, without losing too much precision, I recommend that we characterize a 

computer as follows: A running computer is a composite of many distinct machines. 

At bottom is a physical machine- the electronic circuitry. But superimposed on the 

17 A reply along these lines was suggested to me by John Pollock. 
18The sense of the word 'virtual' here is different from how I was using the word 'virtual' in the 
previous section. 
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physical machine are numerous virtual machines - machines implemented by the 

activity of the electronic circuitry. We say that the various virtual machines supported 

by a physical machine are superimposed on each other because these machines are 

themselves interesting redescriptions of each other - e.g. a LISP program is fact an 

interesting and useful redescription of a machine language program. 

.A.S I am typing these words on the desktop computer in front of me, the 

physical machine is engaged in a great deal of electronic activity - it is. specifically, 

mostly constituted by a host of On-Off switches. But the activity of these On-Off 

switches implements additional machines. Ai the highest level of description, the 

virtual machine, among many other things, records the words I type in a single 

document, saves that document for later use. is capable of cutting and pasting 

fragments of the document, and so on - it is. in short, the machine we call 'Microsoft 

Word". 

What is the status of a virtual machine - of. say. the machine we call 

"Microsoft Word".' The particular machine I am using (the one that is presently 

recording the words I am typing) does have a physical location: it is here in front of 

me. In that sense, the machine is not unlike a physical object. Moreover, we can 

explain the fact that a virtual machine has a location by appealing to the fact that the 

virtual machine is implemented by a physical machine which itself has a location. 

Nevertheless, a virtual machine is importantly different from a physical machine. 

There are two relevant differences. First, various pans of the virtual machine need not 

occupy locations relative to each other in the way that we'd expect physical objects 

doing the same thing would occupy locations relative to each other. Virtual 

components of a virtual machine might be distributed across different physical 

locations of the physical machine. Second, distinguishable parts of a virtual machine 



120 

can share their physical locations. That is, the same bit of physical machinery - an 

On-Off switch, for example - can be involved in distinct parts of a virtual machine. In 

this sense, different parts of the same virtual machine can be superimposed on each 

other. 

The upshot is that virtual machines - specifically, the parts of a virtual 

machine - do not occupy space in the way that ordinary physical objects occupy space. 

.\nd it is alleged that this fact is important for assessing the charge that a sentential 

approach to belief runs the risk of cluttering our cognitive machinery. First, we need 

to appreciate that cognition is a virtual machine, and that beliefs are parts of that 

machine. The threat of clutter gets a grip on us only when use the model of ordinary 

physical objects to decide whether we have posited too many beliefs "in the head." 

Because beliefs are virtual states, they do not take up space the way ordinary physical 

objects do. and thus, at worst, it is left entirely unclear whether the number of 

attributed beliefs would congest a cognitive system. That is the second reply to the 

problem of congestion. 

Is there an answer to that reply? I think so. Virtual states, as described above, 

hold the promise of avoiding clutter by failing to have many properties ordinary 

physical objects have. But if a state has the causal efficacy that sententialism supposes 

beliefs to have, then regardless of whether the state is virtual, it will act as ifii were a 

physical object - such a slate will consume the machine's physical resources in a way 

that is mirrored by how a physical object would consume physical resources. And 

thus, the state's stams as a virtual object no longer lends aid against the problem of 

congestion. 

On the sententialist view, belief states are sets of causal powers - a set of 

causal powers that has as its content the attributed proposition. In requiring that 
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distinct states be distinct sets of causal powers, it is as if sententialism is requiring that 

there be an acmal sentence manipulated by the machine, an actual sentence 

panicipating in the relations of causal sustaining articulated by our commonsense 

descriptions of the way in which the belief is based on reasons. 

If most of our beliefs are connected to other beliefs by basing relations, and if 

we accept a theory according to which the basing relation is a causal relation 

(sententialism. for example), then corresponding to each attributed belief that is based 

on other beliefs, there must obtain, at any given time, the posited causal relations 

between beliefs. And in order for such causal relations between these beliefs to obtain 

at any given time, there must be, at that time, an exercise of distinct sets of causal 

pow ers vis-a-vis one another. .And finally, if there must be, at that time, an exercise of 

distinct sets of causal powers vis-a-vis one another, then, virtual states or no, the 

physical machinery will so taxed, it will be as zy'the belief states were themselves 

physical objects. 

Why would it be as if the virtual belief states were themselves physical 

objects? Here's one route to making the idea clearer. Imagine a philosopher 

answering the question - What is a physical object? - in the following way: "Physical 

objects are nothing more than sets of causal powers. They are nothing more than sets 

of causal powers because causal powers are the only access we have to physical 

objects and their nature. You can't, as a result of studying nature, "get behind" the 

causal powers: our apparatus for gathering knowledge about the physical world around 

us is exhausted by our sensitivity to causal powers. But if we can't get behind these 

powers, why think there is anything more to physical objects?" The position may 

strike us as somewhat excessive. But whether or not we are compelled by the radical 

thesis, the line of thought it offers suggests a good point: There isn't much more to the 
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physical properties of physical objects - properties such as "taking up room" - than a 

certain set of causal powers. 

Now return to the case of virtual states. If we require that two virtual states 

panicipate in relations of mutual causal sustaining, it's hard to see why those states 

won't end up taking on many of the physical properties the appeal to virtual machines 

was supposed to avoid. For after all. there isn't much more to those physical 

properties than the causal powers needed to support relations of mutual causal 

sustaining. It appears, then, that virtual states and machines cannot help the 

scntcntialist avoid the problem of congestion. 
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5. Modesi Sententialism 

What does congestion show? Less than one might think actually. The problem 

of congestion shows only that general sentential theory of belief is problematic. 

.According to a general sentential theory, any genuinely e.xplanatory attribution of a 

belief that p is made true by the presence of a distinct and independent state of a 

particular agent (at a particular time), a state which has just p as its content. For those 

of us attracted to the advantages of sententialism, a straightforward way for avoiding 

the problem of congestion is to deny that sententialism is true for evety genuinely 

cxplanator\' attribution of belief For some attributions of belief, there need not be a 

distinct and independent state with the content that p. In particular, distinctness and 

independence, as I've described these concepts, may have to go out the window. This 

doesn't mean that there aren't sentential states in a typical cognizer. .\11 it means is 

that there aren't as many of these slates as some have thought. This is modest 

senieniialisin. 
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6. Conclusion 

Sententialism involves the idea is that an attribution of belief to some agent S 

is made true by the presence in 5 of a distinct and independent state which has as its 

content the proposition expressed by the embedded that-clause sentence used in the 

attribution. I have examined two arguments against sententialism. If the second of 

these arguments holds, as [ have claimed it does, then the sentential theory cannot be a 

gcnenil theory of what makes our attributions of belief true. I want to suggest that the 

right move is to suppose that sententialism - and the causal theory of the basing 

relation - is true for some of our beliefs and inferential properties. In particular, 

occurrent beliefs are plausibly sentential states, and occurrent inferential activity is 

plausibly understood as constituted by causal relations between states of a system. 

In the next two chapters. I discuss the "map" conception of belief. The hope is 

that the map conception, rather than being a competitor to sententialism. will turn out 

to provide an account of/jo/joccurrent intentional and inferential properties. 
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CHAPTER V: 

THE MAP THEORY OF BELIEF 

1. Introduction 

The sentential-causal theory of epistemic reasons claims that our ordinary 

attributions of reasons is made true by two things: the presence of distinct and 

independent states with sentence-like properties on the one hand, and the fact that 

these states are connected to each other by causal relations, on the other. Distinct and 

mdependcnt states correspond to individual premises and conclusions; causal relations 

between those states correspond to inferential relations. 

The sentential account is simple and straightforward. This is its main virtue. 

\'et in the previous chapter we saw that the sentential approach seems to founder on a 

number of problems. 1 suggested that the main problem was assuming that the 

sentential approach is a general approach to belief, and that the sentential-causal 

theorv- of epistemic reasons is true for all intentional properties. 

In this chapter. I discuss a possible supplement to the sentential approach: the 

"map" theory of belief. The hope is that we can use the map theory to make sense of 

inferential connections between nonoccurrent belief contents. Various philosophers 

have defended versions of the map theory - Lewis. Braddon-Mitchell & Jackson, and 

McGinn are the notable e.xamples from recent literature.' .At the fore of their 

agreement is the idea that the map theory is an alternative to the sentential approach; 

they claim that map-like belief is most properly contrasted with sentence-like belief 

' Braddon-Mitchell and Jackson (1996) defend a "map-system approach," McGinn (1989) defends a 
•modeling theory." and Lewis (1994) a theory according to which beliefs arc "map-like." In a later 
paper. Jackson refers to the theory as "radical holism" (T998). I will be ignoring these terminological 
differences, and will in each instance use the e.xpression the map theory of belief. 
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In this chapter. I examine these theories of behef and discuss some difficulties 

they encounter. Ultimately, I argue that the map theory of belief, as it has been 

presented by these recent defenders, is side-tracked by issues surrounding the siniciure 

of the representational vehicle. In short, the issue of what constitutes "map-like" 

representation, as opposed to sentential representation, is not central to giving a 

philosophical theory of belief and reasons. .Accordingly, in the next chapter, when we 

turn to the positive account of the truth-makers for attributions of "nonoccurrent" 

rationality, we will drop the issue of "map-like" style altogether. What is important, I 

claim, arc issues concerning informational efficacy, issues concerning richness of 

content (see chapter 3). 

Let us now turn to an examination of the central claims that each map theorists 

has put forward as the defining characteristics of his theory. 
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2. Lewis's Map Theory 

David Lewis offers a criterion for distinguishing between map-Hke and 

"language-like" styles of mental representation. According to Lewis, 

Mental representation is language-like to the e.xtent that parts of the content are 

the content of parts of the representation. If our beliefs are [map-like] then 

they are to that e.xtent not language-like. And to that extent, also, it is 

misleading to speak in the plural of beliefs.-

There are two main ideas packed into these sentences. First, Lewis gives a criterion 

for distinguishing sentence-like from map-like representation. Second, he puts 

forward the "bogus plural" conception of 'beliefs'. I want to begin my examination of 

Lewis's theory by looking at an example he provides to make clearer his claim 

concerning the difference between sentential and map-like representational structure: 

and in particular, concerning the relation between the parts and the whole of a 

representation. 

Lewis's example is as follows. Compare an ordinary map and a sheet of paper 

with a list of sentences on it. We will suppose that both aim at describing some 

geographical state of affairs - say. the relations between the cities of Tucson and 

Phoenix. Notice first that I can tear off a part of the list so that the only information 

represented on that piece of paper is the information that Tucson is south of Phoenix. 

-Lewis 11994). p. 422. 
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Tucson is south of Phoenix. 

PhoenLx is north of Tucson. 

Tucson is north of the border. 

Phoenix is north of the border. 

Tucson and Phoenix are north of the border. 

Phoenix and Tucson are in the United States. 

Some part of the U.S. is north of some part of Mexico. 

And so on... 

FIGURE 5. l. Tom list of sentences 

In particular, notice that I have torn the list of sentences in such a way that the 

information "Tucson is south of Phoeni.x' is preserved on one piece of paper, and the 

information "Phoenix is north of Tucson' is preserved on the other. The same is not 

true for my map. I cannot tear off a part of the map so that only the information that 

Tucson is south of Phoenix is represented. Suppose I tear the map like so; 

United States 
of America 

O Phoenix 

O Tucson 

Mexico 

FIGURE 5.2. Tom map (no. I) 
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Now. neither portion of the original map successful represents the information that 

Tucson is south of Phoenix. The best I can do is tear the map this way: 

FIGURE 5.3. Tom map (no. 2) 

This piece of the original map successfully represents the information that Tucson is 

south of Phoenix. Vet it represents more information besides - in particular, the 

infomiation that Phoenix is north of Tucson - and it cannot help but do so. 

Lewis's claim was that a representation is sentence-like when the parts of the 

content of the representation are the contents of parts of the representation. This parts-

whole relation is the essential feature of sentence-like representation. His example is 

aimed at making clear what it means for mental representations to have either the 

parts-w hole relation he attributes to sentence-like symbols, or the parts-whole relation 

he attributes to map-like symbols. One initial worry is that the example fails to make 

clear these relations. Lewis's example fails to make these relations clear because he 

contrasts a list of sentences with a map, rather than a sentence and a map. One would 

have thought that the right contrast was between a sentence, by itself, and a map. for 

after all what we want to understand is the difference between the types of states each 

theor\' posits. The map theory posits a single state with a lot of content. The sentence 

theor\' posits lots of states each with just a little bit of content - in other words, 

according to sententialism. a belief state is like a sentence. 

o Phoenix 

O Tucson 
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So let's at least begin our examination of Lewis's claim concerning the parts-

whole relation of sentences and maps in light of the contrast between a single sentence 

and a map (later we will return to his contrast between a lisi of sentences and a map). 

Take the sentence. "Tucson is south of Phoeni.x." The content of this sentence is the 

proposition. Tucson is south of Phoenix. Take a part of that content - Tucson, for 

example - and call it C. Lewis's claim in the quotation above is that there is a part of 

the sentence that has C as its content. In this case, the word 'Tucson' has C - i.e. 

Tucson - as its content. 

This way of distinguishing between sentence-like and map-like representation 

gets us an attractive result. Intuitively, the map above, and most maps for that matter, 

are sentence-like to some extent. And this intuition is borne out by Lewis's criterion. 

I can tear off a part of the map above such that the part has Tucson as its content. Here 

It is: 

FIGURE 5.4. Tom map (no. 3) 

Thus, insofar as we are inclined to say that ordinary maps are surely sentence-like to 

some extent. Lewis's criterion captures this inclination. 

Nevertheless, there are some problems for Lewis's criterion. Start with the 

following concern. It seems that on Lewis's criterion, ordinary maps will turn out to 

be sentence-like to a greater degree than seems intuitively plausible. The reason is that 

there are many ways I can tear up an ordinary map with informational content / such 

that the map fragments represent parts of I. Moreover, a single way of tearing a map 

Tucson 
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will make true lots of different ways in which the map fragment represents only part of 

/. The map fragment depicting the relations between Tucson and Phoenix has as its 

content the proposition Tucson is south ofPhoenLx, and this proposition is a pan of the 

informational content of the original map. Is this fragment sentence-like? According 

to Lewis's criterion it is. for we have torn the original map in such a way that the torn 

piece has only a piece of the original content as its content. Yet intuitively that seems 

to be the wrong answer. 

Let me retrace the steps of this argument so that it is clear. Lewis offered us 

the following procedure. Take some representation/?. y? has as its content r. Now 

tear off a part of j"? - call it P. P will have p as its content. This scheme gets filled in 

niccly by sentential examples, and thus seems suited as a criterion for indicating the 

extent to which a representation is sentence-like: Take the sentence "Tucson is south 

of Phoenix." "Tucson is south of Phoenix" has as its content Tucson is south of 

Phoenix. Now tear off a part the sentence; for example, the 'Tucson' part. 'Tucson' 

will have just Tucson as its content. The problem indicated above is that follow this 

procedure just as easily using maps as we can using sentences. Take some map M. \f 

has as its content i. Now tear off a part of A/ - call it P. It is important to see that P 

will have just p as its content. And thus we have followed the procedure using a map 

- the procedure Lewis claimed we could use to distinguish sentence-like 

representation. 

I suspect that the main difference between following the procedure using a 

sentence and following the procedure using a map is this: When we following the 

procedure using a map, it is harder to make what we accomplish by the procedure 

perspicuous because it can be harder to describe the content i and /? - it can be harder, 

that is, to descnbe the content of a map-fragment. We typically use sentences to 
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describe contents, and we may not have any sentences readily available to us for 

describing the contents of map-fragments. But that doesn't matter. We can still tear 

the original map above so that a part of the map has a part of the content. This meets 

Lewis's criterion for discerning sentence-like representation, and thus we get our 

counterintuitive result. 

One might object: "You claimed that Lewis's criterion for a picking out 

sentence-like representational propenies is met by ordinary maps and so the criterion 

doesn't differentiate map- and sentence-like representation. But you failed to notice 

that we can't take just any fragment of the map and have the fragment represent part of 

the content of the map. Some parts of the map will represent nothing." Fair enough. 

But the same thing is true of an ordinary sentence. What part of the content Tucson is 

south of Phoenix does the sentence fragment "scon i" represent? 

.Another objection is this: "Maybe maps aren't the best e.xample. But 

holograms can be used to make Lewis's point. It is well known that if you remove a 

piece of the structure that contains the holographic information, you don't remove a 

piece of the image, you only degrade the image. Thus, no fragment of the structure is 

related to the content of the whole structure in the way that a fragment of a sentence 

can be related to the content of the whole sentence." The main problem with this reply 

IS that it doesn't get the analogy right. A strucmre containing the holographic 

information does not stand to the image as a sentence stands to its content. To see 

this, notice that if the brain is composed of neural networks, and if these networks are 

the bearers of mental contents, and if mentalese is sentence-like, then a sentence can 

be stored in the brain in such a way that damaging the network by taking off a part of 

it will degrade the sentence rather than take part of the sentence away. The neural 

network stands to the sentence as the structure stands to the holographic image it 
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creates. But there is still the further question concerning the representational 

properties of the sentence or the image.^ 

.A more general objection to my discussion of Lewis is this: "You are 

contrasting an individual sentence and a map. Lewis presented the contrast as between 

a list of sentences and a map. Lewis isn't interested in the internal structure of 

sentences. In fact. Lewis seems to embrace a nonstructured account of propositions -

propositions are. after all. sets of possible worlds - and thus, e.xhibiting the relations 

between parts of an individual sentence to parts of the sentence's content makes no 

sense. There aren't any parts of a prepositional content." 1 will grant this worry and 

attempt to t'ormulate a variation of the criticism above which does not rely on 

comparing maps with individual sentences. 

Return to the remark I made above. I said that we typically use sentences to 

describe contents. This fact is more important than initial appearance may suggest. 

Suppose I ask you what information a map carries. A natural way to answer is to rattle 

off a list of sentences. But this typical mode of describing informational content poses 

a danger. Lewis's criterion is supposed to compare the relation a part of a 

representation has to the whole representation with the relation the content of the part 

has to the content of the whole. But now notice, because we use sentences to describe 

informational content, we run the risk of mistakenly comparing the relations between 

the parts and the whole of a map with the relations between the parts and the whole of 

a list of sentences, when we should be comparing the way in which these 

representational media are related to their contents. N'o one disagrees that maps are 

ditTerent from lists of sentences. But the fact that they are different tout court may not 

tell us much about the relationship each representational medium has to contents. 

-For an interesting discussion of these matters, see Haugeland (1998). 
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Would we have generated the same criterion for sentence-like representation if we 

typically described the contents of a list of sentences using a map? If the answer is no, 

then comparing the parts and the whole of a map to the parts and the whole of a list of 

sentences is not capturing the relationship we want to capture. 

In sum, it is not easy to make sense of Lewis's talk about the part-whole 

relations for differentiating schemes of representation. There is, though, another 

aspect of his map theory: the bogus plural of'beliefs'. This issue concerns what I 

above referred to under the informational efficacy of content. What is the relationship 

between these two components of Lewis's map theory? 

The central aim of Lewis's criterion, as far as I can tell, is to e.xplain the 

difference between two styles of representation, two ways mental symbols might be 

structured, and thus two ways the vehicle of belief content might be structured. The 

\ chicle of content might be sentence-like, or it might be map-like. If the structure of a 

belief state is map-like, then the state will carry information the way maps carry 

information, and as a consequence, will sometimes carry lots of information, [f the 

structure of a belief state is sentence-like, then the state will carry just the information 

that is carried by the corresponding sentence. In short, the central aim of Lewis's 

criterion is to make clear a claim about the structure of the vehicle of content, but it 

also suggests that the structure of the vehicle is closely related to the amount of 

content a vehicle carries. If the vehicle carries a lot of content, then the same belief 

state might make true a lot of distinct attributions. And thus, beliefs is not a genuine 

plural. In the next chapter, I will take up this separate issue in more detail. Let us turn 

now to a second map proposal. 
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3. Braddon-Mitchell and Jackson 

Braddon-Mitchell and Jackson (hereafter BM&J) develop their version of the 

map theory in two steps. First, they give an account of map-like representation. 

Second, they explain why map-like representation is connected to belief content - they 

explain how facts about the efficacy of content naturally suggests that the mind 

employs a map-like system of representation for thinking about the world. 

1 want to focus on their account of map-like representation."' There are three 

propcnics of typical maps which are important for distinguishing map-like 

representation. First, a map is rich in content - a map carries lots of information. 

Second, maps give a little information by giving a lot of information; You can't 

extract one piece of information by destroying the map's ability to represent other 

information. Let us call this the no-exiraciion thesis. Third, there is no minimal truth-

assessable joints in a map. That is, there are no natural places to carve a map into its 

minimal truth-assessable constituents. .A.ny part of a map of Tucson is a map of a part 

of Tucson. 

The first thing to note is that there is a striking similarity between BM&J's 

proposal and that of Lewis's examined above. But we shouldn't be misled into 

thinking that for this reason we need not examine their ideas with care. It may turn out 

that BM&J formulate the position common to both theories in a way that shows how 

our criticisms of Lewis's account relied more on the latter's formulation than on 

genuine problems for the ideas themselves. So let's turn to an examination of the 

details of BM&J's theory. 

Start with the first property: Maps are informationally rich. There are two 

concerns we might express right away. First, an ordinary map need not be 

•^Soc Braddon-Mitchcli and Jackson (1996) chapter 10. pp. 170-171. 
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informationally rich. But this criticism strikes me as a bit cheap: BM&J are not 

interested in spelling out the necessary conditions for something's being a map. 

Instead, they are interested in drawing our attention to some properties commonly 

found in ordinary maps which mm out to be essential for m^^-like mental 

representation. Thus, informational richness, while a contingent feature of ordinary 

maps, is part of what makes a belief state a map-like state. 

The second immediate concern is this: The claim that maps (map-like 

symbols) arc informationally rich corresponds namrally to Lewis's commitment to the 

bogus plural of 'beliefs' than it does to anything concerning the structure of map-like 

representation (though the two issues are related for reasons discussed in the section 

above). In this conte.xt. BM&J tell us that while a sentence contams a little bit of 

mfomiation. maps give lots of information. I contend that the claim here concerns 

issues falling under the efficacy of content rather than the structure of the vehicle. 

.\ccordingly. since I will discuss the issue of informational efficacy later. I will for the 

moment set aside a discussion of this first property of map-like representation. 

So let's turn to the second property: You can't extract one piece of 

information without making the map unable to represent more besides. This point is 

made clear by Lewis's example above. There is no way to tear the map of Tucson and 

Phoenix such that it carries the information that Phoenix is north of Tucson without 

carrying the information that Tucson is south of Phoenix. This property contrasts with 

a list of sentences. We can tear a list of sentences such that one piece carries just the 

information that Phoenix is north of Tucson while another piece carries just the 

information that Tucson is south of Phoenix. 

In the previous section, the example was used to help us get a handle on a 

general property of map-like representation - that is. it was used to make Lewis's 



137 

criterion clearer (this is how Lewis himself uses the example). We then focused our 

attention on the criterion itself and put the example aside. BM&J, on the other hand, 

are suggesting that the example illustrates an essential feature of map-like 

representation. 

My discussion of the second property of map-like representation is the main 

objcct of this section. I am going to proceed as follows. First. I will review 

Haugeland's treatment of the differences between maps and sentences. .A. different 

perspective on roughly the same idea will hopefully make clearer our own discussion 

of it. Second. 1 will offer some reasons for thinking that it is implausible that mental 

representation have this property as an essential feature. Third, drawing partly on 

Haugeland's discussion. I will suggest that the primary motivation for this 

characterization of map-like mental representation is the idea that map-like 

representation is isomorphic to the stuff represented. In the section that follows, we 

turn to McGinn's map theory, where the notion of isomorphism plays an explicit and 

central role. 

Haugeland has suggested the following difference between sentential and 

map-like representation (or as he calls it. quasi-linguistic versus quasi-pictorial 

representation).- Sentential representations are distinctive m that they are independent 

of each other. Here, "independence" implies that updating one representation does not 

of necessity change any other. For the acquisition of new information to have the 

effect it should, every alteration must be made separately. Haugeland draws out the 

notion of independence by examining the distinction between explicit and implicit 

sentential representations. Take the sentences "Phoenix is north of Tucson" and 

-Haugeland (1987). I should emphasize that Haugeland is only tentatively suggesting the "quasi-
pictorial" alternative to sententialism. He does not in that paper (or anywhere else that I know of) 
commit himself to the view. 
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"Tucson is north of Tombstone." Suppose that a cognizer harbors these sentences. In 

some sense, he then also harbors the information that Phoenix is north of Tombstone, 

even though he does not possess an explicit sentence to that effect. This is one way of 

understanding the difference between "explicit" and "implicit" (or "tacit") 

information. Now suppose we want that cognizer to use the resources available to it

namely, its beliefs- to form an explicit representation concerning the relation between 

Phoenix and Tombstone. Doing this is a matter of drawing out the implicit 

information from the sentences above. The fact that this information must be "drawn 

out" shows that the sentence "Phoenix is north of Tombstone" is independent from the 

other two sentences. 

But the same thing is not true if a person harbors a sort of "scale model" of the 

topographical facts. According to Haugeland, the advantage of a map-like system of 

representation is that there is no distinction between explicitly represented properties 

and implicitly represented properties. Map-like representation is "complicit."6 This 

means that when one feature of the model is updated, other features are updated 

automatically - the parts of the representation are not independent of each other in the 

way that distinct sentences are. The information that can be distinguished when 

represented by sentences is dependent in the complicit map. Haugeland's suggestion 

is that much of the information carried by our beliefs is dependent in this way. That is 

what it means to suggest that the representational medium is model- or map-like. 

The connection between Haugeland "complicit" representation and BM&J's 

notion of "no extraction without destruction" should be clear. Generally, for two 

pieces of information contained by a complicit representation, you shouldn't be able to 

render the representation such that it doesn't carry the one piece of information 

6See Haugeland (1987), pp. 90-91. 
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without making it such that it doesn't carry the other. This is just what it is to say that 

the vehicles for each piece of information are not independent. And this is why you 

can't tear the map above so that only the information that Tucson is south of Phoenix 

is represented. That information, and the information that Phoenix is north of Tucson, 

is contained by a complicit representation. To indicate this kind of relation between 

two pieces of information- what I above called 'dependence' -let us say that the 

information is melded. 

What should we make of the claim that the mental representation of the world 

involved in belief is complicit representation? In particular, are there problems for the 

map theory as it has been presented so far- a theory which combined the claim that all 

belief is complicit representation with the claim that 'beliefs' is a bogus plural? 

Lewis, BM&J, and Haugeland have offered the notion of complicitness as a general 

feature of map-like representation. Moreover, Lewis and BM&J augment this account 

with thesis that 'beliefs' is a bogus plural. As Jackson puts it: "there are no individual 

beliefs. There are only systems ofbelief' (1998, p. 117). This suggests that they 

assume that each piece of information we harbor about the character and contents of 

the world is melded to every other piece of information. 7 In order to avoid this 

conclusion, they must either deny that complicitness is a general feature of mental 

representation, or deny that 'beliefs' is a bogus plural. If they deny the latter, then 

they preserve the claim that the representational medium of belief content has a map

like structure, but must accept that there are lots of little maps. If they deny the 

?Jackson seems to want to claim just this in his (1998). Here he calls his view "radical holism" and 
suggests that "we find our way around the world by virtue of having an internal structure that represents 
how things are in broadly the way that maps or negatives of holograms do. If this is the case, then 
when Jones believes that snow is white, there is no individual structure in her head that has assigned to 
it the job of representing that snow is white. Rather, inside Jones there is a structure that constitutes, as 
we might put it following David Lewis and intentional systems' theory, a system of belief that 
represents, among a great many things, that snow is white" (1998, pp. 115-116). 
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former, then they need to make sense of the claim that although the vehicles of belief 

content may not in all respects have map-like structure (i.e. the "no extraction without 

destruction" thesis is false) the information is carried by one vehicle. 8 

I now want to argue that the map theorists has to reject either one or the other 

of the two claims above because the conclusion the claims generate is false - it cannot 

be that each piece of information we harbor about the character and contents of the 

world, or even most of them, are melded with every other piece of information. 

Start with a map of, say, Australia. Ifl rub out the part of the map which tells 

me that Bateman's Bay is south of Sydney, then I rub out the part that says that 

Sydney is north of Bateman's Bay. Ifl rub out Sydney, then I rub out a lot of 

information- information about the relative location of Sydney to any other place on 

the map. But notice that I also leave a lot of information intact. Even without a 

representation of Sydney on the map, the map still carries the information that Perth is 

west of Melbourne, that Adelaide is closer to Perth than Canberra is, and so on. This 

shows that as far as an ordinary map is concerned, it is not the case that each piece of 

information the map carries is melded with every other. The information that Perth is 

west of Melbourne is independent to and not melded with, the information that Sydney 

is north of Bateman's Bay. In this respect, then, the "map" theorists we have 

examined so far will not want to push the analogy between maps and mental 

representation too far. A ordinary geographical map is a nice metaphor, but really 

"map-like" mental representation is more like a hologram, where the structure 

responsible for carrying the information is entirely complicit: Each piece of 

information is melded with every other- if you damage any fragment of the structure, 

you degrade the whole holographic image to some degree or another. 

8I'll develop the latter suggestion in the next chapter. 
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The issue of whether mental representation is like a hologram (or a map, or like 

sentences) in this respect is likely to be settled ultimately by empirical investigation. 

Nevertheless, let's look at some reasons for thinking that it is unlikely that the vehicle 

of mental content stores information in such a way as to make each piece of 

infonnation melded with every other piece of information. When we consider the 

variety of facts and things represented by an ordinary person, it is difficulty to see 

what the motivation for a radically complicit representation would be. We can see this 

by asking: What is it about the subject matter of a map or holographic image that 

motivates the use of complicit representation? The answer seems to be that the 

particular subject matter we want to represent using a map is ejfeciively represented 

using maps. Topographical features of the world are themselves melded. The fact that 

Phoeni.x is north of Tucson is melded to the fact that Tucson is south of Phoeni.x. You 

cannot "rub out" the former state of affairs without "rubbing out" the latter. 

.•\ccordingly. using complicit representations to represent these states of affairs is well 

motivated: Objective spatial relations are melded, so we would like to preserve this 

feature of the world in our representation of it. 

But not ever>'thing we know about the world is dependent in this way. In the 

first place, there are facts, or sets of fact, that are independent of other facts - for 

example, mathematical truths are necessary and will hold true across radical changes 

to the character and contents of the world. Moreover, we can make the familiar point 

concerning referential opacity. A glance at ordinary cognizers shows that we don't 

always "put two and two together:" there are states of affairs that are melded in the 

world, but which we don't represent as melded. You can't "rub out" Clark Kent 

without "rubbing out" Superman, but most of the inhabitants of Metropolis will not 

represent matters this way. You ought to be able to "rub out" a representation of Clark 
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Kent without "rubbing out" a representation of Superman. Both these points suggest 

that at least a lot of information represented by a cognizer will not be melded with 

other information. Thus the radical melding thesis appear quite implausible. 

But it is worth asking: What is the motivation for positing complicit 

representations? I think the answer is important, and it must be something like this: 

"One of the main things we want to do with our representations is use them to solve 

practical problems. Explaining how cognizers use representations in practical 

circumstances is the problem of knowledge control (see chapter 4). Sentential 

theories seems to have a difficult time answering the problem of knowledge control. 

But we make our task easier by assuming that our representations are like the world in 

important respects. Thus, if properties or states of affairs are melded in the world, it 

would be nice to have them melded in our representations as well."9 

In short, the motivation for complicit representations is the thought that our 

representations should be isomorphic to the things they represent. And the motivation 

for isomorphic representation is the hope that isomorphism will make solving the 

problem of knowledge control easier -representations that are isomorphic to the stuff 

represented will be easier to use. 1° Furthermore, notice that the third property of map

like representation, according to BM&J, fits nicely into this idea- the idea that 

complicit representation is motivated primarily by the thought that map-like 

representation is isomorphic representation. BM&J' s third property was that there by 

no minimal truth-assessable joints in map-like representation. But again, this is 

exactly what we would expect from representation that is isomorphic to the world, 

9Haugeland (1987) makes this point. 
IONotice that this motivation for adopting schemes of representation that are isomorphic to the stuff 
represented contrasts with the idea that the basis of representation is isomorphism. It is possible to 
think that our representation of the world is map-like (and thus isomorphic to the world) but that the 
reason these representations are about the world is an entirely different (e.g. a causal story ala Fodor or 
Dretske). 
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since we do not find minimal truth-assessable joints in the world; what we find when 

we chop up the world into bits are more bits of the world, of which many things can be 

true. I submit that both the second and the third property attributed to map-like 

representation reduce to the claim that map-like representation is isomorphic 

representation. 

In the next section, we will examine the version of the map theory that 

emphasizes this aspect of map-like representation explicitly - McGinn's version of the 

map theorv'. 
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4. McGinn's Map Theory 

McGinn's map theory is composed of two claims. The first claim purports to 

be an answer to the question of aboutness. McGinn holds that symbols come to have 

representational properties in virtue of simulation." Worldly states of affairs, and the 

dynamic relations between these state of affairs, are mirrored by symbolic structures 

and the principles that guide transitions between, or modifications of. these structures. 

The mind gets at features of the external world in virtue of having symbolic structures 

that arc isomorphic to those features. In short, the mind simulates the world, and 

thereby comes to represent it. McGinn puts the point as follows: 

The basis of the intentional relation consists in the relation of literal modeling. 

The procedures that operate on these models themselves model external 

processes; mental processes replicate worldly processes, mental laws imitate 

physical laws. There is a kind of isomorphism between the world and the 

mind.'-

.•\lthough McGinn's map theory is partly composed of an account of aboutness, his 

thoughts on this matter, whether right or wrong, are not directly connected to the 

issues with which I am presently concerned. Accordingly, I will lay aside further 

discussion of McGinn's first claim, and focus on the second. 

McGinn's second claim concerns what he calls the "ground" of belief, or. "the 

mechanism that supports directedness towards a particular proposition" (1989, p. 182). 

In our terminology, the ground of belief and of mental representation is the character 

'' McGinn writes: "W thinking system, we might say. is a simulation engine - a device that mimics, 
copies, replicates, duplicates, imitates, parallels realit\" (1989. p. 176). 
''-McGinn (1989), p. 176. 
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of the vehicles of content, the system of representation the mind uses to represent the 

things it represents. Thus. McGinn's second claim - the central tenant of his "map" 

thcorv' - concerns the structure of the vehicles of mental content. According to 

McGinn, the vehicle of belief content is model-like. Specifically, the symbol system, 

or code, in terms of which our beliefs succeed in representing the e.xtemal world is an 

analog code. This contrasts with sentential theories. According to McGinn, 

sententialism claims that the system of representation employed by the mind is a 

iiigital code. Thus, the primary difference between map-like representation and 

sentential representation lies in the difference between analog and digital codes. What 

IS this difference? 

.McGinn explains: 

.A.n analogue code consists of symbols whose properties vary as a function of 

the things represented, while a digital code is such that its features are 

mdependent of the properties of the things represented - there is no rule 

whereby one can derive features of the symbol from propenies of the thing 

symbolized or vice versa. 

It is important to avoid a possible confusion. McGinn's use of the terms 

"analog" and 'digital' is different from how those terms are often used. Nelson 

Goodman, for example, says that a symbol system is digital when the symbols 

themselves are in some sense discrete - there is some positive and reliable procedure 

for distinguishing the symbols from each other.'"* .\ symbol system is analog, on the 

'-'McGinn (1989). p. 178. 
'•^Goodman (1976). 
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other hand, when the symbols are dense - i.e. not discrete. This is not the sort of thing 

that interests McGinn. For him, what makes a code analog or digital is a relation 

between the symbols and the things symbolized. Whether a code is analog or digital 

cannot tlxed by any intrinsic feature of the symbols, as it seems to be for Goodman. 

McGinn's version of the map theory explicitly emphasizes the idea that map-

like representation is isomorphic representation. For example, on McGinn's theory, 

insofar as the world has sentential structure, the representation of it will have 

sentential structure. And thus this theory avoids some of the criticisms we leveled 

against the proposals offered by Lewis and BM&J. 

In the previous section, we saw that one motivation for isomorphic 

rcpresentaiion was the thought that it will be easier to use isomorphic representation, 

and thus if we assume that cognizers represent this way, we will have a much easier 

time addressing the problem of knowledge control. Let's e.xamine this proposal.'^ It 

will turn out that the map theory - both McGinn's specific version, and. I think, any 

plausible variation - runs into difficulties when trying to deal with the problem of 

knowledge control. Using these difficulties as my starting point, I will formulate a 

general complaint against the map theory, insofar as it proposes the idea that map-like 

representation is isomorphic representation. 

Why is positing isomorphic representation supposed to make the problem of 

knowledge control easier to solve? In the case of sententialism, the "independence" of 

sentential representation imposes the additional task of saying how the sentences get 

used. Isomorphic representation doesn't have this problem. The hard question posed 

to the sentential theory - How do you organize sentences? - has no analog on the map 

'-The proposal is made most e.xplicit by Haugeland (1987). Referring to the problem of knowledge 
control as the "frame problem" he suggests that "The lesson here (if any) is that the frame problem may 
be an artifact of certain theoretical assumptions - specifically, the selection of a certain general form or 
kind of representation" (1987, p. 91). 
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theory. There is no problem for how to organize an agent's knowledge, for the agent's 

representation of the world is isomorphic to the world itself. It is perhaps easiest to 

see the point specifically in connection with knowledge recovery. With some initial 

prompts in place - perception, or the tugging of goals and desires - the inner isomorph 

does the rest, just as easily as the world itself would. Information is "recovered" in 

virtue of the relevant parts of the isomorph being exercised in a simulation. 

The map theory seems like a promising way of e.xplaining an agent can solve 

the problem of knowledge control - how an agent can get the right knowledge at the 

right time and do the right thing with it. There are. unfortunately, some problems. 

First argument. Start with a very general version of the claim we are 

considering; Within us is a self-contained working model of the world. The problem 

for this claim is simple. How, precisely, is a cognitive system going to use that 

model? We can see the force of this criticism by noticing how the model proposal 

makes the problem of how we get at the information contained in the model as 

difficult as the problem of how we get information from the world itself Let me 

explain. 

The map approach was supposed to give us a leg up in solving the problem of 

knowledge control, because, according to that approach, accessing the right knowledge 

in the right circumstances is as natural as an agent's merely being in the worid and 

doing its thing. But now we see that this gets things the wrong way around. In 

general, we start with questions about how rational agents - humans in particular -

navigate their world intelligently. Cognitive science appears on the scene and offers 

us the following general answer to these questions: Rational agents are composed, in 

pan. of cognitive systems; and a cognitive system, in virtue of the activity of the parts 

that possess representational propenies. make possible intelligent navigation. In short. 
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cognitive science aims at explaining how agents ensconced in their world do the things 

they do. and it tries to provide this explanation by appealing to the representational 

paradigm. The map approach, on the other hand, leaves us with the problem of 

explaining how a cognitive system can navigate its way around a worldly isomorph. 

And thus, this approach leaves us with a problem that is as difficult to solve as the 

problem the representational paradigm was originally intended to solve. This is. in 

general, not the way good science proceeds. .A.nd it is certainly no answer to the 

problem of knowledge control. 

Notice the objection is not a "homunculus regress" objection. The point is not 

that m order to explain how the inner model gets used, the map theorist must posit a 

homunculus. McGinn correctly remarks that "we do not need to presuppose beliefs 

ahoui mental models in order for mental models to act as the machinery of belief 

Mental models do not need to be interpreted - they just need to be used" (1989. p. 

200). True enough. We can grant that in principle nothing about the map approach 

necessitates a homunculus for the mental model to be used. But the present worry 

concerns the difficulty of building a machine that can use the mental model in a 

natural and efficient way. 

The map theorist, though, may respond as follows; "It is unfair to the map 

theorv' to assume that the internal model was meant to be a self-contained working 

model." So let's examine a more plausible version of the map theory. Instead of a 

self-contained working model, the map theorist posits an internal model that is 

isomorphic to only certain aspects of the world. The rest of the isomorphism is taken 

o\ er by the mechanisms for doing things with the model. In short, rather than packing 

all the representational properties into the model, we want our representation of the 

world to arise partly out of the model and partly out of our manipulations o/the 
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model. This is, in fact, part of McGinn's specific proposal. Recall the quotation 

above, where he claimed that "[t]he procedures that operate on these models 

themselves model external processes: mental processes replicate worldly processes, 

mental laws imitate physical laws" (1989, p. 176). 

McGinn's suggestion is this. Suppose we divide the world into dynamic and 

static features. .A static feature of the world is this desk in front of me at this time, as 

well as its perceivable properties at this time. I represent this feature of the world by 

having a kind of model of the desk in my head. In the event that the desk is moved 

from one place to another, or is smashed by a sledgehammer. I will want to represent 

these dynamic features of the world, and I can do this, not by peenng in at a model of 

the desk moving, but by actually doing something with the model that is isomorphic to 

the desk's moving. Mental processes for manipulating a partial model "replicate 

worldly processes." 

Unt'ortunately this suggestion is no better equipped to provide a simple 

solution to the problem of knowledge control than the previous suggestion was. I start 

with an initial criticism. Below, we'll see that the natural reply to this criticism 

encounters serious problems of its own. 

Here is the initial criticism: If we divide the representation of dynamic and 

stable features of the world between mechanisms for symbol manipulation and the 

symbol itself, then the map theory implies that we do not explicitly represent dynamic 

features of the world, or at least, in the best case, that we represent dynamic feaUires of 

the world very differently from how we represent stable features. But this seems 

wrong. When we represent the world, we do not represent the world as a static entity, 

rather, we explicitly represent the world as a changing, evolving thing. Static and 

dy namic properties seem to be packed into the same representational medium. The 
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map approach, on the other hand, has it that the dynamic properties of the world are 

mirrored by the activity of mechanisms for manipulating representations. And so it is 

hard to see how we can have as the contents of our representations these dynamic 

properties if the map theory were right. 

Now for the natural reply: The criticism above has the bite that it does because 

it assumes that the distinction between the internal model and the manipulations of this 

model is the same as the distinction between symbols and symbol manipulations. But 

that's wrong, tmemal models are not symhoLs. strictly speaking. The point of calling 

somcthmg a symbol is to emphasize the fact that representational properties accrue to 

that thing. .A.nd therein lies the difference between a symbol and an internal model. 

The map theory we are presently considering will want to deny that representational 

properties accrue to the internal model alone. Instead, it claims that the 

representational properties associated with belief accrue to the model and the agent's 

manipulations of that model. Hence, contra the criticism above, our belief contents are 

not divided between different kinds of mechanisms according to whether a static or 

dynamic feature of the world is represented. Rather, the comple.x system comprised of 

the model-cum-manipulations is the fundamental bearer of belief content. 

This alternative way of thinking about where to locate content helps the map 

theorist to avoid the initial criticism. But ultimately it is not a real solution, for it falls 

prey to some serious difficulties. 

To start, any theory of cognition needs to e.xplain epistemic relations, and it's 

hard to see how the proposal under consideration is going to do it. Suppose we show 

Jones a ruby, and he infers that rubies are red. Our theory of cognition needs to 

explicate this inferential relation in terms of physical states and events - that is. in 

terms of the machinery of cognition. The sentential model offers us the following 
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sensible suggestion: in order to account for epistemic relations between beliefs, we 

should appeal to mechanisms for manipulating internal representations. Thus, 

according to this sentential model, we need a mechanism which takes the mental 

sentence "this ruby is red" as input and outputs "all rubies are red." 

In dealing with epistemic and inferential relations, the map theory faces the 

following difficulty. The sensible route offered by sententialism is that we e.xplain 

epistemic and inferential relations by appealing to the mechanisms for manipulating 

inner structures. The map theory we are presently considering would be hard-pressed 

to do something similar, .\ccording to that theory, belief content arises out of the 

activity of these mechanisms. Thus, it seems we can't appeal to these mechanisms to 

cxplam inference, for inference is a move from one content to another. The role of 

mechanisms to generate content by simulating dynamic properties of the world is at 

odds with the role of mechanisms to effect transitions between contents. The map 

theorist cannot have the mechanisms for manipulating inner structures playing both 

roles. If these mechanisms are used to explain inference, then the appearance of 

contentful structures - i.e. symbols - should be antecedent to the application of the 

inferential mechanisms. But this conflicts with using these same mechanisms to 

explain how contents arise. 

One might reply to preceding objection by drawing our attention to the fact 

that there is nothing incoherent about inferential role semantics. And inferential 

semantics seems to do what we just said can't be done: The same thing takes on both 

the content-giving role and the inference-explaining role - namely, the patterns of 

transitions from one strucmre to the next. If inferential role semantics is a coherent 

proposal (regardless of whether it is true), then so is the map theory presently under 

consideration. 
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But there is an important difference between inferential role semantics and this 

version of the map proposal. It's true that on inferential role semantics, the semantic 

values of structures need not be settled prior to effecting inferential transitions 

between those strucuires. But it is important to see that, even though the semantic 

values of those structures haven't been antecedently given, it is antecedently settled 

that the structures in question are the bearers of content. This leads to the following 

differences between inferential role semantics and the present map proposal. 

Inferential roles aren't themselves content-bearing. They merely give content to inner 

structures. The map proposal differs in claiming that belief content supervenes on the 

whole mess - the structure manipulating activity is itself part of the primary bearer of 

belief content. Thus, inferential role semantics take inferential moves as primary and 

tries to show how these moves confer contents on the things moved. The present map 

proposal, on the other hand, tries to take isomorphism as primary, and then, in order to 

avoid the problem of how an inner isomorph will get u.sed by cognition, it looks for 

cognitive activities that are isomorphic to the world. But in doing so, there does not 

appear to be enough resources left for e.xplaining what the mechanisms of inference 

are. 

Finally, suppose that the map theorist insists that there are further mechanisms 

in addition to the ones that mirror dynamic properties of the world. These additional 

mechanisms are the ones which fill the cognitive role needed to e.xplain attributions of 

inferential activity. But this strategy just takes us back to where we started. 

•According to this strategy, there are some internal structures, some mechanisms that 

manipulate these structures in a worldly-like way. and now. some additional 

mechanisms for manipulating all this. And we should see that we have arrived back at 

the original problem, the problem of how we use a self-contained inner isomorph. 
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The last problem I will discuss is. I believe, the most serious. It is the problem 

of how we are going to give an account of practical reasoning using the alleged 

advantages of the map account. Suppose that Jones is a jungle explorer who finds 

himself face to face with a tiger. Even if we grant that Jones can run a simulation of 

Me-In-Current-Circumstances-Faced-By-A-Tiger, using a partial isomorph of the 

world and a set of cognitive mechanisms for manipulating the isomorph in worldly-

like ways, why should we think that the result of the simulation will be Jones fleeing 

from the scene? Why wouldn't the result of the simulation be a representation of 

Jones's being eaten by the tiger? In a word, the map approach has not provided any 

indication of how a mental model is supposed to be employed in practical reasoning. 

But the problem of knowledge control in philosophy is a practical problem. It 

concerns how we retrieve the right knowledge at the right time. What counts as the 

ri^lii knowledge at a certain time is fi.xed partly by the current context and states of 

affairs. But it is also fixed by the goals, interests and desires of the agent. If Jones is a 

daredevil, searching desperately for new thrills, the appearance of a hungry tiger may 

elicit a very different plan, intention or reflexive action from the plan, intention, or 

action elicited in you. Yet you and Jones may represent the world in roughly the same 

way. Thus, if "running a simulation" on one's inner isomorph is to offer up a plan, 

mtention or action, a great deal more needs to be said about how the simulation gets 

used in practical reasoning. And once we start supposing that simulations get used in 

further cognitive activity, then the benefits offered by the naturalness of running a 

simulation begin to diminish. Running a simulation was supposed to replace the 

problems created by trying to find a set of principles for organizing and manipulating 

sentences. But now those problems reappear when we notice that a simulation does 

not get an agent very far in producing practical conclusions. 
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I have argued that a map theory of belief content, with its appeal to isomorphic 

representation, will not make solving the problem of knowledge control easier. The 

appeal to isomorphic representation faces serious obstacles of its own when addressing 

this problem. It appears that solving the problem of knowledge control is just hard, 

regardless of what medium of representation you embrace. But this fact is important, 

for now wc must ask the question: Why did we think that having isomorphic 

representations was a good idea in the first place? What advantage was isomorphic 

representation supposed to buy us ? 
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5. Focusint; the Aim of the Map Theory 

We have examined four different variations on the notion of map-like 

representation. Central to the version proposed by Lewis and BM&J is the "no 

extraction without destruction" idea. Haugeland's version relied on "complicit" 

representation. And McGinn's exploited the concept of isomorphism. 1 have 

suggested that all these notions are motivated by the same idea; map-like 

representation is isomorphic representation. 

There are three closely-related complaints we can make against the proposal 

that map-like representation is isomorphic representation. I will now examine each of 

these complaints in turn. The upshot of these complaints is not that mental 

representation fails to exploit isomorphisms. Rather the upshot is that (i) isomorphic 

representation is not distinctive of so-called map-like representation, and more 

importantly (ii) the issue of representational structure, although it is the focus of 

existing map theories, is in fact a peripheral issue. The main issue concerns what 

Lewis called the bogus plural view. In the next chapter. I take up this view. Let us 

turn now to the first of the three related complaints against the proposal that map-like 

representation is isomorphic representation. 

•As we have just seen (in the previous section), the appeal to mental isomorphs 

doesn't help solve the problem of how we use representations. By itself. I think this is 

suggestive, for if 1 am right that the problem of knowledge control is a primary 

motivation for the map theorist's appeal to isomorphic representation, then with this 

motivation removed it's unclear why we should think that isomorphic representation 

hy itself IS all that interesting. 

That is the first complaint. It ties in naturally to the second: If isomorphic 

representation doesn't solve the problem of use. it's hard to see what good its doing 
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within the context of belief and reasons. This is because all intentional properties -

i.e. representation by belief - is isomorphic to some extent. Let me explain. First, 

although I will not argue for the claim here, it seems quite plain that the individuation 

of belief and reasons is at least partly the result of using representations in the right 

way - there is at least a kernel of truth in inferential (or conceptual) role semantics. 

So suppose we are building a cognizer. We start with representations or symbols. 

Then we outline a system of mechanisms for manipulating those representation such 

that wc solve the problem of knowledge control. The aim is to end up with a creature 

about whom we can rightly say he harbors beliefs and reasons. Now notice further 

that v\ hen we attribute beliefs and reasons to an agent, we are attributing some kind of 

isomorphism between the world the agent. That is. the attribution of belief and 

reasons hy ;7.vt'//'counts as the attnbution of isomorphisms. Beliefs about the character 

and contents of the world are like the world in lots of ways. Likewise for inferences. 

Inferences from certain claims about the world to others, in order to be good 

inferences, should be truth-preserving to some degree or another. And preser\'ing 

truth from premises to conclusions suggests that the processes mirror the structure of 

the world in some sense. But being like the world and mirroring it is another way of 

saying that there are isomorphisms. That shouldn't be a surprise though: 

isomorphisms are cheap. My point is that any conception of belief and reasons, just in 

virtue of being an account of belief and reasons, is already going to posit isomorphism 

between the agent and the world he is thinking about. 

But this raises the question: Why think that we have to start with internal 

isomorphs of the sort posited by the map theorist in order to achieve the end result? If 

an internal model of the world doesn't make it easier for an agent to use its 

representations, and in the end, merit the attribution of beliefs, then positing 
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isomorphisms at the earher stage appears to be pointless. For all we know, sentences 

might do just as well. 

.Again, the thoughts just e.xpressed lead us naturally to the third complaint: 

The style of representation - map-like or sentence-like - is an empirical issue, and not 

the main focus of our philosophical inquiry into the underlying character of belief. 

Suppose I believe that Tucson is north of Phoenix, and that Phoenix is south of 

Tucson. We travel to .Arizona and I discover to my surprise that Phoenix is north of 

Tucson. Upon learning this fact. I do a bit of belief revision: I jettison my two earlier 

beliefs and now believe that Phoenix is north of Tucson and correspondingly that 

Tucson is south is Phoenix. 

In short, my pattern of belief revision exhibits two features which any theory of 

belief should capture: (i) I responded correctly to new information and made all the 

appropriate changes - that is, I solved the problem of knowledge control, and (ii) the 

resulting belief set. and in particular the move from learning that Phoenix is north of 

Tucson to changmg my representation of the world such that it also carries the 

information the Tucson is south of Phoenix, is all the isomorphism we want from 

belief. This fact raises the following concern: If there is no a priori reason why the 

vehicles of content that achieve this result couldn't be structured either in map-like or 

sentence-like ways, then the question "What style of representation?" is a question that 

concerns how beliefs get realized in a person. If this is right, then the question of 

which style of representation no longer seems to be much of a philosophical question 

after all. Empirical investigation will hopefiilly one day provide us with an answer, 

but carrv ing out a philosophical inquiry concerning the general nature of belief and 

reasons does not seem to hinge on that answer. 



158 

Someone might, in defense of the map theorist, note the following: "There is a 

difference, one which is relevant to the philosopher. The difference between the map 

and the list of sentences examined above is not just how the information is contained 

by the vehicle, but also how much information is contained by the vehicle. If belief is 

like a map. then cognizers represent things that we don't ordinary attribute to them. 

For example, the cognizer represents the information about the relative locations 

between Tucson and Phoenix as melded." Part of this defense is exactly right: what 

we should be interested in is how much information a vehicle of belief content carries. 

.-\s a defense of the map theory though, it is not to the point. All the consideration 

above shows is that an ordinary agent harbors more belief contents than are typically 

ascribed. But this fact by itself doesn't decide between map-like or sentence-like 

representation. 

Vly conclusion is this: The debate between map-like and sentential belief 

primarily turns on a debate concerning competing styles of representation. 1 am not 

interested in this debate. Instead. I am interested in the issue of whether "beliefs' is a 

bogus plural - in other words, whether the vehicles of belief content are fewer than 

commonsense seems to suggest. What structure we can discern in these vehicles prior 

to their use is besides the point. 
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6. Conclusion 

I have examined three map theories. Two main claims emerged from the map 

theorv'. just as two main claims emerged from the sentential theory. First, there is a 

claim about the style of representation, or the structure of the vehicle of belief content. 

Second, there is a claim about how much content a cognitively efficacious belief state 

has. We saw that the map theorists were concemed primarily with e.xplicating the first 

claim. But I have suggested that (i) the claim that the vehicles of belief content exploit 

a "map-like" or isomorphic style of representation encounters difficulties, and (ii) the 

style of representation is peripheral to giving an account of the nature of belief and 

reasons. 

It is worth noticing that the objections leveled against the sentential theory as a 

general theory of belief - in particular, the problem of overpopulation - has nothing to 

do with the style of representation. It has to do with the number of distinct and 

independent vehicles of content there are. In the ne.xt chapter. I develop the second 

pan of the "map" theories above. In order to avoid confusion. I will not call this 

theorv- a "map" theory. I call it the "systems" theory, since the central claim is that a 

unitary belief state can bear a system of belief content. Once we have this account 

before us. we will have completed the task of saying what must be the case for 

attributions of nonoccurrent rationality to an agent to be true. 
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CHAPTER VI; 

THE SYSTEMS THEORY AND EPISTEMIC REASONS 

1. Introduction 

Our present interest in the map theory of belief is motivated by the thought that 

this theory offers an account of nonoccurrent rationality - an account of inferential 

connections between nonoccurrent belief contents. In the previous chapter, we 

examined four map theories defended in recent literature,' and saw that those theories 

have a number of related problems. These problems seem to have their source in the 

claim that an internal map is isomorphic to the stuff it represents. Ultimately, the 

lesson was not that mental representation fails to exploit isomorphisms, but that these 

isomorphisms, and in particular the structure of our representations, is not the central 

feature of map-like belief. The central feature concerns informational efficacy - in 

particular, how much content a cognitively efficacious belief state possesses. 

In this chapter. I develop a way of understanding the bogus plural view of 

"beliefs'. This view is the central feature of what I shall call a "systems" approach to 

belief. 

' Those defended by Braddon-Mitchell & Jackson (1996). Lewis (1994). McGinn (1989). and 
Haugeland (1987). 
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2. The Systems Theory of Belief 

The systems theory of belief is rather straightforward: "Beliefs' is a bogus 

plural.- But what does this mean? A particular cognizer, at a particular time, 

possesses just one (or a few) belief state, and this belief state carries all (or most) of 

the belief contents we could correctly attribute to the cognizer at the time in question. 

In this section. I want to start by making this position a bit clearer. Then I will ask: 

Why would we want to adopt such a view in the first place? In other words, from a 

cognitive point of view, what good is a unitary belief state with a lot of content? 

In order to get a better grip on the bogus plural view of "beliefs', return for the 

moment to sententialism. There were two components of that theory: sentential 

structure and sentential ""richness." Let's put aside sentential structure entirely and 

focus on the latter component. The thesis of sentential richness is a claim about the 

truth-makers of belief attributions. The claim is that if you draw up a list of true 

attributions of belief to some particular agent at a particular time and e.xtract the 

embedded that-clause sentences from each attribution, then, for each of these 

"content" sentences, the agent harbors a distinct and independent state - that is, a set 

of causal powers distinct from the sets of causal powers which make the other 

attributions true. If we say truly of Jones that he believes that p, that q. and that r. then 

the thesis of sentential richness tells us that Jones harbors at least three distinct and 

mdependent sets of causal powers. Moreover, the state that makes true the attribution, 

'5 believes that p\ has as its content p. And not only does that state have as its content 

the proposition p, p exhausts the content of the state. Following Lewis, we can put the 

point simply: The sentential theory is committed to "beliefs' as genuine plural. For 

-As discussed in the previous chapter, the application of the e.xpression 'bogus plural' to belief comes 
from Lewis (1994). 
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a particular person, at a particular time, there really are roughly as many distinct and 

independent belief states as there are true attributions of belief.^ 

The thesis of sentential richness is a claim about the amount of content the 

individual truth-makers of belief attributions possess. Notice that there are a number 

of issues that this kind of claim leaves open. It leaves open, for example, the question 

of what makes a state have content at all - that is. the theory does not answer the 

LjiiL'stioii of ahomness. It also leaves open questions about the slruclural character of 

these slates - that is. it leaves open what sort of symbol system the mind e.xploits. 

Central to the systems theory is a claim about "richness." a claim concerning 

the amount of content the truth-makers of belief attributions possess. The theory holds 

that the state which makes our attributions of belief true carries a lot of information - a 

whole system of information. Suppose I attribute to Jones the belief that p. the belief 

that q. the belief that r. and so on. Under the systems proposal, a single state makes all 

these attributions true; and this unitary belief state has as its content all the information 

p. q. r and so on.-* Moreover - and this is crucial - we cannot dissect the state into 

smaller pieces in such a way that each piece has as its content one of the propositions 

we would use to characterize the information represented by the larger state. It is 

tempting to think that this claim about dissection is equivalent to Braddon-Mitchell & 

Jackson's "no extraction without destruction" claim (see chapter 5). But the no-

dissection and the no-extraction claims are distinct. The reason is this. One might 

hold the position that it's possible to change an information-carrying vehicle so that it 

-Again, let me emphasize the qualifications mentioned in chapter 3. First, the sentential theorist may 
distinguish between e.xplicit and implicit beliefs and say that the thesis of sentential richness holds for 
explicit beliefs only. Second, making the thesis of sentential richness plausible depends on a plausible 
way of individuating attributions. 

•'.Actually, this is too strong. As systems theorists, we need not commit ourselves to the presence of a 
single state. Perhaps there are a limited number of systems of information. For the purposes of 
vividness, though. 1 will treat the systems theory as adopting the strongest thesis. 
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no longer carries a piece of information it carried previously (a piece of information 

picked out by an ordinary sentence, for example), but at the same time insist that you 

can't dissect the information-carrying vehicle into interesting information-carrying 

parts. For example, it may be possible to change the information-carrying vehicle that 

produces a hologram of a car such that the hologram it now produces lacks wheels. 

But nevertheless, you can dissect the hologram-carrying vehicle into parts that carry 

mfomiation about the wheels. 

Thus, the systems theory and the thesis of sentential richness differ from each 

other in the following respects. First, according to the thesis of sentential richness, 

different belief attributions are made true by different states. The systems theory 

rejects this, claiming that a single state makes true our diverse attributions of belief. 

Second, according to the sentential approach, distinct states have as their contents the 

proposition expressed by the content sentence we would use to attribute that state. 

.•\gain. the systems theory rejects this, claiming that the unitary belief state has as its 

content all the information described by the various propositions we use in the 

attribution of belief When I attribute to Jones the belief that lizards are tiny 

dinosaurs, the inner state of Jones which makes this attribution true (if true) has as a 

part of its informational content the proposition that lizards are tiny dinosaurs. But the 

very same state has a great more informational content as well, the information that 

lizards are scaly, that tigers are dangerous, that desks are heavy, and so on. 

Let us now ask: What good is a unitary belief state with a lot of content? In 

particular, suppose we are interested in "mapping" the mind - that is, in laying bare 

the mechanisms of cognition and thought, and showing what each mechanism does. 

What cognitive role would an informationally rich unitary belief state play? Why 

should we ever have found the proposal attractive? 
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We won't have the complete answer to this question until we've examined 

arguments in favor of the position below. But in the meantime, I want to suggest three 

cognitive roles an informationally rich unitary belief state would plausibly play. First, 

the state can be used to produce occurrent thoughts, which an agent can use in 

reasoning. Second, the state, along with some optative states and dispositions (desires, 

goals, standing interests, etc.). can directly produce behavior - it can contribute to the 

production of behavior without the mediation of occurrent thoughts.= Third, the state 

is responsive to new information. .Agents perceive the world, sometimes form 

occurrent thoughts about its character, sometimes augment their background beliefs 

(i.e. their unitary belief state) about how things are. and often do both. How exactly 

an mfomiationally rich unitary belief state might play these roles will be taken up (but 

not settled) further below. .\t this point though, let us turn to arguments in favor of the 

systems approach. 

-Occurrent thought may be necessary for the production of behavior, though I doubt that this is so. My 
point is that the influence of the informationally rich belief state need not itself be mediated by 
occurrcnt thoughts. 
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3. First Set of Arguments: Explanatory Benefits 

The first set of arguments capitalizes on the explanatory benefits the systems 

approach brings with it. There are two benefits. First, we avoid the problem of 

congestion. Second, we preserve some commonsense intuitions regarding the causal 

efficacy of belief. 

There is no problem of congestion on the systems account. 6 The problem of 

congestion relied on the treatment of beliefs as distinct and independent states.? The 

property of being distinct and independent was meant to capture the following. First, 

it was meant to capture the idea that updating one belief content does not of necessity 

change any other belief content. (It's worth observing though that this is the rejection 

of the no-extraction thesis, and as such, this aspect of distinctness and independence is 

not something that the systems theorist will necessarily be compelled to deny.) 

Second, distinctness and independence was meant to capture the independence 

of causal powers. States P and Q are distinct and independent if the causal powers of 

P do not depend on or involve the causal powers of Q, and vice versa. We would 

expect this sort of distinctness from states whose relations mirror arguments. 

Corresponding to the premises of the argument are states whose respective causal 

powers are independent, but which taken as a whole bring about a conclusion. 

With this sort of distinctness and independence in place, it's easy to see how, 

given some additional assumptions, the problem of congestion arises for certain forms 

of sententialism. But if most of our belief content is stored as the systems theory 

claims, then the problem is dissolved. By rejecting the second aspect of distinctness 

and independence discussed above - the independence of causal powers - we allow 

6See chapter 4 for a discussion of this problem. 
7See chapter 5 for a discussion of distinctness and independence. 
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for the possibility of a single state that carries a lot of information. So, the first 

explanatory benefit of the systems theory is that it explains how (or more accurately, 

provides the beginnings of an explanations of how) people harbor a great deal of 

information about the world without cluttering their cognitive system. 

.\t this point, someone may raise the following concern:'* "Granting there is a 

problem of clutter, the systems theory succumbs to it no less than the sentential theory 

did. The reason is that the systems theory, in order to make sense of the idea that a 

unitary belief state can cause all the behavior distinct and independent states were 

posited to cause, must claim that the unitar>' state possesses a great deal of internal 

complexity. But positing internal complexity only relocates the problem of 

congestion, it does not assuage it. After all, the internal complexity of the unitary 

belief state is purported to cause all the behavior distinct and independent states were 

meant to cause." 

I do not have a complete reply to this concern; nevertheless. 1 want to indicate 

what direction 1 think such a reply will have to take. The reply takes a page from the 

work of dynamical theorists. Van Gelder (1995) describes the example of a governor 

- a device used in steam engines to regulate the input of steam in order to keep the 

engine running at a constant speed (that is. without any abrupt changes in the speed). 

Van Gelder compares the governor actually developed to do the job - a dynamical 

governor - with a "computational" governor. A computational governor will have to 

run through the following steps: 

This concern was in fact pointed out to me by John Pollock. 
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Measure speed of flywheel 

T 
Discrepancy between actual 
speed and desired speed? 

YES NO 

Measure the steam pressure 

I 
Calculate desired alteration 

in steam pressure 
T 

Calculate the necessary 
valve adjustment 

J. 

Make valve adjustment 

flywheel 

n 

steam 
valve 

t 
Li I 

FIGURE 6.1. A computational governor 

The problem with the computational governor is that is too slow; and thus it 

cannot achieve its own purpose - it cannot keep the engine running at a constant 

speed. By the time the governor makes the valve adjustment, the steam pressure will 

have already been driving the flywheel too quickly (or too slowly) and thus the 

go\ emor vvill have failed to keep the engine running at a constant speed. 

The governor actually developed by Watt solves the problem by being a 

dynamical system. This governor incorporates a mechanism for making the output 

steam pressure allowed by the valve a direct and continuous function of the input 
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steam pressure. Thus, when the input steam pressure increases (or decreases), it is 

approximately ihen that the valve inhibits (or increases) the output steam pressure. 

So what is the difference between the computational and the dynamical 

governors? We should start by noticing that the dynamical governor can be described 

usmg the tlowchart depicted in figure 6.1 above. Nevenheless. that flowchart does not 

describe the causal mechanisms responsible for processing the information depicting 

in the tlowchart. If we insist that the flowchart describe a sequence of causal events, 

then what we have is a genuine computational governor, one which fails to do what a 

governor is supposed to do. 

In order to respond to the concern that a unitary belief state only relocates the 

comple.xity responsible for the problem of congestion, we need to show that what the 

systems theorist means by "internal complexity" is something along the lines of what 

the engineer means by a mere computational description of a dynamical system. At 

present. 1 cannot do this; nevertheless, the above discussion indicates the direction of 

argumentation which most tempts me. 

The second argument in favor of the systems approach concerns some of our 

commonsense intuitions about the causal efficacy of belief. The systems theory 

provides an elegant explanation of these aspects of belief. The first intuition is 

connected to our earlier discussion of implicit belief (see chapter 4). The notion of 

implicit belief was introduced as a way of saving sententialism from the congestion 

objection. But the reply to this was that at least one son of implicit belief appears to 

us to have real causal efficacy. And thus, if all causally efficacious beliefs were as the 

sententialist's commitment to distinctness and independence suggested, then 

distinguishing beuveen implicit and explicit belief does not sufficiently mitigate the 

problem of congestion. 
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The systems approach now provides us a way of explaining how many of the 

beliefs intuitively regarded as implicit do in fact have causal efficacy. In the first 

place, we might claim that these beliefs, though they are intuitively regarded as 

implicit, are not fau.x beliefs. They are, strictly speaking, no less genuine than the 

beliefs we regard as explicit. To be sure, there may be a good explanation for our 

intuitions about the differences. We are naturally inclined to take the belief that 

Tucson is in Arizona as explicit because it is easy to form an occurrent thought with 

this belief as its content, and because an ordinary cognizer. in the right circumstances, 

will frequently have the need to form such an occurrent thought. On the other hand, 

take the belief that tables are typically heavier than chairs. Ordinary cognizers in 

ordinary circumstances will rarely need to form an occurrent thought with this content. 

Nevertheless, this content might form part of a complete belief-desire explanation of a 

person's behavior. The systems theorist can claim that both contents are contained by 

the unitar\' belief states, and although there are differences between the two regarding 

the circumstances under which these contents are made occurrent, there is no real 

difference between them that corresponds to the genuine-faux distinction. 

.Another explanation the system theorist can give is this. Suppose you have a 

belief state which houses a collection of contents, all concerning the relative weights 

of ordinary sized objects. You explicitly believe that tables are heavier than chairs, 

that tables are heavier than books, that books are heavier than fountain pens, that cars 

are heavier than tables, and so on. The state that is the superimposition of all these 

contents will turn out to be such that it is right to say of it that it also contains the 

content that cars are heavier than books, though you may never have had that thought. 

The point is that as our informationally rich unitary belief is augmented by the 

additional of new information provided by the senses - e.g. "Oh my, look at that. Cars 
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are heavier than tables" - the fact that these contents are superimposed in the structure 

of the state suggests that that structure can come to carry more information besides the 

new information added by the senses. 

To summarize, the second explanatory benefit is this: Even though we often 

selectively focus on one belief as the explanation of someone's behavior, in fact a 

great many contents figure into the complete explanation. If we accept this, then the 

systems approach gains a good deal of intuitively plausibility, for on this approach, an 

informationally rich belief state is at least panly the cause of an agent's behavior. To 

say that an informationally rich belief state is at least partly the cause of an agent's 

behavior is just to say that a person's behavior is caused (partly) by a lot of his beliefs, 

and not just a few. 
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4. Motivating Argument: Rational Connections Between Belief Contents 

The next argument for the systems approach is that the approach provides a 

nice account of the philosophical psychology underlying the distinction between 

inferential activity and the rational connections between belief contents (see chapter 1). 

1 call this the motivating argument, since one of the main aims of this dissertation is to 

provide a philosophical psychology that supports this distinction. We are now in a 

position to explain the view. 

There are different truth-makers for the claim that someone believes that p on 

the basis of reasons. One is inferential activity. Jones believes that Lucy is in the 

kitchen. He believes this on the basis of the argument we saw last in chapter 3: 

"Lucy is keen on Sam. Consequently, she is likely in whatever room Sam is 

m. 1 just caught a glimpse of Sam in the kitchen, so Lucy is probably in the 

kitchen too." 

.•\.s the attributor. my evidence for holding that Jones believes on the basis of reasons 

may be that he communicates his reasoning to me, or perhaps Jones himself is the 

attributor and he has introspective evidence for making the attribution. But the 

varieties of evidence for the attribution of inference does not matter here. What does 

matter is that believing on the basis of reasons can be made true by a sequence of 

causally related events which (i) involve sentential states of the head, and (ii) which 

correspond to the argument form outlined above. 

In chapter 1, we also saw that some attributions of believing on the basis of 

reasons do not seem to have as their truth makers any sort of activity. Some 

attributions of reasons involve rational connections among belief contents. Evidence 
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tor these sorts of connections came primarily from the fact that some of our rational 

activity is aimed at adjusting connections between contents, connections which are to 

be exploited later on. 

The present suggestion is that these rational connections are packed into an 

informationally rich belief state. How would this work? We can facilitate the 

explanation somewhat by focusing on a few examples of reasoning that rely on the 

sort of rational connections we want to be stored along with our belief contents. 

First example: Recall a scenario discussed in chapter 1. Suppose 1 am in the 

living room at a friend's party and someone informs me that Lucy is furious 

with Sam. Later, I am asked as to the whereabouts of Lucy. Ordinarily. 

having seen Sam in the kitchen. I would be inclined to infer that Lucy is there 

too. But 1 do not make the inference, for 1 know that Lucy is furious with Sam. 

1 answer that 1 do not know where Lucy is. 

Second example: 1 am visiting Australia for the first time. I see a large flock 

of loud, squawking white birds, and t am told they are cockatoos. Later, a 

friend in the U.S. asks me. What color are cockatoos? I answer, They are 

white. 

Third example: I am at a shooting range, firing on a target held up by metal 

posts. At one point I aim near to where the target meets a post. When I fire the 

rifle, 1 hear the bullet hit the post, and I find that 1 duck slightly. 
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All of these examples are instances of rational activity. But each activity relies 

on the antecedent presence of rational connections between nonoccurrent belief 

contents. In the first example, the belief that Lucy is furious with Sam is poised to 

prevent my drawing any inference from Sam's being in the kitchen. In the second 

example. I exhibit a connection between what all cockatoos are like and what the 

cockatoos I've seen are like. In the third example, my ducking behavior makes 

manifest rational connections between the diverse things I know about rapidly moving 

projcctiics, the effects of the impact of those projectiles on different sorts of materials, 

and perhaps some facts about gross human physiology. 

The presence of rational connections in an informationally rich state can be 

drawn out by viewing the state as being prepared to execute a function, or better, 

different functions depending on the occasion of use or type of input. The state may 

take as input queries for information, and output further premises for use in reasoning. 

Sometimes, my having incorporated the defeater that Lucy is furious at Sam will mean 

that I will fait entirely to produce the information that Lucy is keen on Sam as a 

possible premise for an inference. Sometimes the query. Where is Lucy? will produce 

occurrent beliefs - the belief that Lucy is furious with Sam, and the belief that she is 

keen on Sam - and I will actively employ the former to prevent myself from drawing 

any inference from the latter. 

The state may also take as inputs new information about the world, such as 

when I hear the sound of the bullet hitting the metal post. The result need not be 

premises for further reasoning, or even a content for an occurrent thought. The output 

of this function may merely be an action, like ducking. But to say why I ducked, I'd 

have to go back and explain the relevant connections between belief contents, the 

connections that made possible the action as a consequence of the perception. 
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So when you attribute reasons to me, the contents of these reasons need not be 

the contents of occurrent thoughts. And the rational connections between the contents 

need not be inferential connections between occurrent states. Witness the following: 

First case: You and Jones are standing nearby when I am queried regarding 

Lucy's whereabouts. You ask. Why didn't he say she's probably in the kitchen 

with Sam? Jones replies. We heard that Lucy is furious with Sam. 

For Jones's attribution to be true, it need not be the case that the thought that Lucy is 

furious with Sam crossed my mind (was an occurrent thought), though it well may 

have been. Wl that needs to be true, roughly speaking, is that if I hadn't believed that 

Lucy is furious with Sam. then all other things being equal I would have produced the 

premise that Lucy is keen on Sam and made the inference as to her whereabouts. 

Second case: My friend asks. How do you know cockatoos are white? I reply. 

1 saw a lot of them in Australia. 

In saying I saw a lot of cockatoos in Australia, I am implicitly indicating to you the 

sons of connections there are between my thoughts about how cockatoos are in 

.•\ustralia (in particular, those I saw) and how I think they are in general. 

Third case: He flinched because he knew that bullets can ricochet off metal 

surfaces, and still be traveling fast enough to strike the shooter with a great 

deal of force, enough force to kill a person. 



175 

The rational connections here seem clear. These connections are not, in this example, 

the causal connections we would expect to find in the sequence of events that 

constitutes some bit of inferential activity. And these connections are the ones that 

make this attribution of reasons true. (To avoid any confusion, notice that the 

attribution is. as a whole, an explanation of rational behavior. But the e.xplanation of 

behavior works by attributing to the subject rational connections between what the 

subjcct knows. We can bring this out by suggesting that the attributor is instead 

mtcresting in explaining not the behavior, but the occurrent thought. "Yikes! I 

could've been hit by that bullet!" Then the third case is clearly an attribution of 

reasons for believing.) 

In sum. the motivating argument for the systems theory is that an 

mfonnationally rich belief state allows us to make a place for attributions of rational 

connection between nonoccurrent belief contents in the way that the sentential-causal 

account makes a place for occurrent beliefs and much of our inferential activity. 
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5. The Mixed Theory 

I am endorsing a mixed theory, according to which we use a sentential theory 

to account for occurrent thoughts and inferential activity, and the systems theory to 

account for rational connections between nonoccurrent belief contents. At this point, I 

want to examine one reason for adopting the mixed theory. The reason is aimed at 

anyone who finds a systems or map theory attractive, but is disinclined to countenance 

a sentential theory as well. The reason, simply put, is that the systems theory by itself 

does not do a very good job at explaining our attributions of inferential activity. 

In chapter 3. we saw that the sentential theory had a ready explanation of 

inferential activity at its disposal. The idea was that, when we attribute an argument or 

a pattern of inference to a subject, we are describing the subject as engaged in a certain 

cognitive activity, and our description of this activity is made true by (i) the presence 

of states which have as their contents the premises and conclusion of the argument, 

respectively, and (ii) causal relations between these states, where these causal relations 

mirror inferential or rational relations, abstractly described. 

The systems theory, on the other hand, does not have a ready account of the 

cognitive conditions which make attributions of inference true. There are, 

nevertheless, possible ways for accounting for the attribution of inference. In the 

remainder of this section, I will outline two possibilities for how the systems theorist 

might offer such an account. First, there is a state transition model. Return to Jones's 

reasoning: 

LUCY IS KEEN ON SAM SAM IS IN THE KITCHEN 
LUCY IS IN THE KITCHEN 

^ ^ 
LUCY WILL BE WHERE SAM IS 

FIGURE 6.2. Jones's reasoning 
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On the systems theory, we cannot match each premise of this argument with a distinct 

state in the way that we did with the sentential theory. But we can nevertheless 

capture the idea (i) that Jones's reasoning is an activity, and (ii) that it has as its output 

the information that Lucy is in the kitchen. Let us suppose that Jones begins at time to 

in a unitarv' belief state that has as a part of its content the information that Lucy is 

keen on Sam. .A.t ti he moves into a state which has as a part of its content the 

information that Lucy is keen on Sam and that Lucy will be where Sam is. At t2, as a 

result of perceiving that Sam is in the kitchen, he moves into a state which has as a 

pan of its content the information that Lucy is keen on Sam, that Lucy will be where 

Sam is. and that Sam is in the kitchen. Finally, at t}, Jones comes to occupy the 

unitarv' belief state which has all of the above as a part of its content, in addition to the 

new information that Lucy is in the kitchen. This process can be represented as 

follows: 

LUCY IS KEEN 
ON SAM 

LUCY WILL BE 
WHERE SAM IS 

LUCY IS KEEN 
ON SAM 

LUCY WILL BE 
WHERE SAM IS 

SAM IS IN THE 
KITCHEN 

LUCY IS IN THE 
KITCHEN 

LUCY IS KEEN 
ON SAM 

LUCY WILL BE 
WHERE SAM IS 

SAM IS IN THE 
KITCHEN 

LUCY IS KEEN 
ON SAM 

Partial Contents Partial Contents Partial Contents Partial Contents 

of Jones's Belief of Jones's Belief of Jones's Belief of Jones's Belief 

State at t o State at t j State at t 2 State at t 3 

FIGURE 6.3. The state transition model 

Unhappily, there are some serious difficulties with this proposal, as I have 

presented it. The first is this: So far, we have no reason to think that the augmentation 

of the unitary belief state, at each stage, is driven by rational considerations. In our 
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ordinary attributions of reasoning, we mean to express the idea that later beliefs are 

somehow based on earlier beliefs. After all, in the absence of this "based on" relation 

it is hard to see what point there is to the suggestion that Jones's belief that Lucy is in 

the kitchen is an inferred conclusion. But there is nothing in the progression of unitary 

belief states above that insures that the production of, say, the content Lucy will be 

where Sam is is based on the content Lucy is keen on Sam. 

The second difficulty is this. If the difficulty raised in the preceding paragraph 

can be dealt with, then perhaps the state transition model may help us to understand 

how the systems theory can account for reasoning that results in the addition of a new 

belief.9 Unfortunately, reasoning that results in the addition of a new belief is only 

one sort of reasoning that we perform. Often, our reasoning has the consequence of 

recovering something we already know. For example, in philosophical argumentation, 

we sometimes go looking for a new argument to support an old belief. On the systems 

theory, everything we know is contained in the unitary belief state. It is unclear, then, 

how the state transition model of reasoning, according to which reasoning is a 

transition from the character of one's unitary belief at one time to its character at 

another time, is going to account for reasoning that results in the recover of something 

we already know. to 

The upshot is that the state transition model cannot work, at least as I have 

presented it here. I will put aside the issue of whether or not revisions or 

augmentations will save the model. At present, I want to consider what I think is a 

more plausible alternative to the state transition model. 

9 In the next chapter, I explain what it means for a belief content to be based on another belief content, 
where both contents are contained in a unitary belief state. 
100ne suggestion might be that the unitary belief state is in fact altered, but not in a way that is 
described by attributing more informational content to the state. 
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The alternative I have in mind is a mixed model. According to the mixed 

model, our knowledge is contained in a unitary belief state. But in order to exploit this 

knowledge in reasoning, the information must be e.xtracted from, or "read off," the 

belief state. The vehicle for information, when the information is so extracted, is a 

sentence, or sentence-like entity. Reasoning then takes place using the sentences, not 

the unitar\' belief state. .A.nd so. on the mixed model, attributions of inference are 

made true in much the way that the sentential theory above suggested: the premises 

and conclusion of an argument correspond to states which have as their contents the 

propositions expressed by the content sentences used to make those attributions. 

The mixed theory is attractive. For starters, it does not face the two difficulties 

discussed in connection with the state transition model. Above, we saw that the state 

transition model failed to account for the sense in which the conclusion of an 

attributed inference is based on the attributed premises. The mi.xed model has the 

same easy solution that is available to the sentential model: Premises and conclusion 

correspond to real distinct states of the agents, and the causal connections between 

those state correspond to the basing relations attributed. The mixed model can 

likewise explain the case where we reason to already known conclusions. 

There are. moreover, further reasons for thinking that the mixed model is 

attractive, .\mong those of us tempted by the systems theory of belief, some will 

surely remained plagued by lingering misgivings, and these misgivings appear to be 

assuaged by the mixed model. First, it may seem that the systems theorist was tacitly 

assuming something analogous to the mixed model all along, for if a unitary belief 

state is an inner representational state of the person, components of the person's 

cognitive system must use that state. One convenient account for how the unitary 

belief state gets used is analogous to how a person uses an ordinary map: We 
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selectively extract the information that is useful to us at a particular time. This is, of 

course, precisely what the mi.Ked model is suggesting. 

Second, and more important, it will seem to some that the systems theory fails 

to capture the most salient feature of the phenomenology of thought, the fact that our 

occurrent beliefs seem to us to be a lot like sentences in the head. In short, we think 

sentences all the time. Some of the sentences we think seem to us to be the contents of 

our beliefs. To account for this phenomenon, without having to relinquish the systems 

theory, we can adopt the mixed account, and assume that occurrent beliefs are in fact 

the sentences "read off our unitary belief state. 
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6. Two Problems for the Systems Theory 

At this stage, I want to address two possible difficulties for the systems 

approach. The first difficulty is the problem of belief attribution. The basic idea is 

this: Take any proposal according to which a single thing - in this case, an 

mformationally rich unitary belief state - makes true many different belief attributions. 

Such proposals lack the resources for explaining why we in fact make many different 

attributions. Let's take a moment to spell out the objection. 

On both the sentential and the systems approach, attributions of belief to some 

subjcct are made true by states of that subject. In this respect, both approaches 

describe the truth conditions for belief attributions. Nevertheless, whereas the 

sentential theory has a ready explanation for the use of different attributions in 

different contexts, the systems theory does not. Suppose that Jones climbs up a nearby 

tree, and in the course of explaining his behavior I say. "He believes that lizards 

cannot climb trees." For both approaches, it is part of the conditions that make this 

attribution true that Jones represents the world a certain way (in particular, as being 

such that lizards cannot climb trees). But the systems theory does not have a ready 

explanation for why. when attributing the belief above to Jones. I used the content 

sentence 'lizards cannot climbs tree" rather than some other sentence. On the systems 

theory, the state that makes my attribution of belief true has as its informational 

content all the propositions expressed by the sentences one might use to give a faithful 

description of this content. Why, then, should I single out the sentence 'lizards cannot 

climb trees" rather than 'desks are heavy'? By contrast, the sentential assumption can 

easily explain the use of one sentence rather than another. One need only note that the 

state which makes my attribution '5 believes that p" true has as its content the 

proposition expressed by the sentence It is quite simple. 
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At first blush, there is a fairly straightforward reply to the problem of belief 

attribution, and it is this: On the mixed theory, we get the advantages of both the 

sentential and the systems theory. The reason, then, that I single out one sentence 

rather than another, is the presence of a sentential state - that is. the presence of an 

occurrent thought. Jones says to me, "George W. is in favor of the death penalty." 

.•\ccordingly. it is perfectly appropriate for me to think of Jones that he believes that 

George VV. is in favor of the death penalty. Jones harbors an occurrent thought, no 

doubt the cause of his utterance, and my attribution is made true by the occurrent 

thought. 

Unfortunately, the straightforward reply just outlined fails ro account for all 

possible cases. Suppose I am relating to you my conversation with Jones one week 

later. .Again. I say. "Jones believes that George \V. is in favor of the death penalty." I 

mean this claim to be true of Jones at the time of its utterance But Jones, for all I 

know, may be thinking about something entirely different at that time, perhaps he is 

unconscious and not having any thoughts at all. If we reject the generalized version of 

the sentential account, we cannot appeal to a nonoccurrent sentential state. We must 

instead appeal to the informationally rich unitary state. But is this a problem? When I 

say of Jones that he believes that George W. is in favor of the death penalty, and Jones 

is unconscious, it seems to me that there is nothing strange in supposing that the 

attribution is made true by a state that possesses the content in question, as well as lots 

more content to boot. The additional content possessed by that rich state fails to get in 

the way of what succeeds in making my attribution true. 

So it may seem that the problem of belief attribution is not much of a problem. 

There is a difficulty though. It is the problem of distinct effects." Here's the idea. 

' 'Jackson spells out this objection in his (1998). 
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We saw how the systems theory embraces the idea that one's informationally rich 

belief state can cause behavior. Returning to an example from above, this belief state 

causes me to duck when I heard the bullet strike the metal post. But why does it cause 

this behavior? In particular, if that belief state contains as much information as we are 

supposing it does, then why does it sometimes cause me to duck and sometimes cause 

me to climb trees? It appears that the systems theory does not have the resources for 

explaining why my believing what I do brings about different effects at different 

times. 

Frank Jackson has offered the following reply. He starts with the claim that 

different dispositions can arise out of the same basis, and defends this claim by 

offering the following example:'- Thermal and electrical conductivity in metals are 

distinct dispositions. If I want to explain why copper is good for cooking, I appeal to 

copper's thermal conductivity. If I want to e.xplain why copper is good for light bulb 

filaments. I appeal to copper's electrical conductivity. But notice that the thermal and 

the electrical conductivity of copper - distinct dispositions - have the same basis: the 

way in which the molecular strucnjre of copper allows for the permutation of free 

electrons. Thus, my explanation for why copper is good for cooking is distinct from 

my explanation of why copper is good for a filament, even though the basis of the 

dispositions to which I appeal in giving these explanations is the same. 

•According to Jackson, we can use this picture to make sense of the fact that in 

the case of intentionality-driven behavior we give distinct explanations for distinct 

effects, despite the fact that the basis of the explanations is the same - an 

informationally rich unitary belief state. Let's start by examining Jackson's own 

example. Harry believes that there is a beer to the right of him and a glass of water to 

'-Jackson attributes the e.xamplc to David Lewis. 
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the left. Harry reaches out to his right and grabs the beer. We explain his behavior, in 

pan, by saying, "Harry believed that there was a beer to his right." If Harry's belief 

contents are packed into a single state, and this state is causally responsible for Harry's 

beer-getting behavior, then why do we pick out one content rather than another? The 

answer is the same answer we gave above for questions concerning the behavior of 

copper. The reason the copper skillet cooked the steak is because copper has such-

and-such thermal conductivity. The reason Harry grabbed the beer is because he 

believed there was a beer to his right. This is the right explanation despite the fact that 

the causal explanation is made true by a state that also carries the information that 

there is a glass of water to the left. 

But what drives the appeal to different dispositions? Jackson suggests the 

following. We appeal to different dispositions to explain the various effects of the 

same underlying cause because the same underlying causal basis is employed under 

different sets of initial conditions. These initial conditions, along with the effect, fix 

what disposition is at work. If I put steak on a copper skillet and hold the skillet over a 

flame, with the result that the steak gets cooked, then it is the thermal conductivity of 

the copper that is at work. Likewise, if we start with a desire for beer and end up with 

beer-grabbing behavior, then it is the 'believing that there is beer to the right of me" 

aspect of Harry's belief state that is at work. 

I think that Jackson's account is on the whole correct. Still, a few remarks are 

in order. First, if we accept the mixed theory, then in some cases we can appeal to 

sentential states as a part of the explanation for why this behavior rather than ihat 

behavior is the effect in question. We need not always advert to the kind of 

explanation that Jackson has in mind. 
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Second, Jackson doesn't put much emphasis on the important of optative 

states. But this is a mistake, for when we focus on optative states and dispositions 

rather than on behef states, the problem of distinct effects doesn't seem like much of a 

problem at all. In most ordinary contexts, if you ask me why Harry grabbed the beer 

(or why he grabbed the beer rather than the glass of water), I'll tell you that he wanted 

the beer (or he wanted it more than the water). Our ordinary practices for explaining 

people's behavior appeal much more frequently to their optative states and 

dispositions than to their beliefs. What this tells us is that the optative states are doing 

most of the work in distinguishing effects. And this shouldn't come as any surprise. 

Belief about what the world is like should be completely inert absent accompanying 

desires, goals, and so on. 
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7. Conclusion 

In this chapter, I have described the systems approach to belief. According to 

the systems theory, there is an informationally rich unitary belief state. I have also 

suggested that we incorporate the systems approach into a mi.xed theory of belief: 

Some of our belief attributions are made true by sentential states, some are made true 

by an informationally rich belief state. The mi.xed theory gives us diverse 

explanations of different sorts of rational properties. Inferential activity and occurrent 

beliefs are the domain of the sentential model. Rational connections between 

nonoccurrcnt belief contents, the connections that make possible our inferential 

activity, are the domain of the systems model of belief. 

What we still need, though, is an account of the basmg relation on the systems 

theory. Sententialism can account for the basing relation using the causal theory: a 

beliefs is based on a reason r. if the states that correspond to these beliefs, SB and SR, 

are causally connected in the right way. On the systems theory, it may not be 

problematic to assume that there are rational connections between belief contents, but 

what underwrites the additional claim that there are psychological connections as 

well? That is the topic of the next chapter. 
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CHAPTER VII: 

THE BASING RELATION 

1. Introduction 

What is it to be an epistemic reason? The answer we give depends on our 

answer to a further question; What are intentional and inferential properties'? I have 

argued for a mixed iheoty of intentional and inferential properties - that is, there is a 

sharp divide between occurrent and nonoccurrent intentional and inferential properties. 

Senientialism. as presented in chapter 3. provides a picture of the nature of occurrent 

intentional properties and their relations. The systems ilieoiy, outlined in the previous 

chaptcr. otTers an account of nonoccurrent intentional properties. 

In providing us with an account of the relations between occurrent belief 

contents, scntentialism tells a story concerning how one belief can be based on another 

belief or another kind of state. Sententialism is a species of the causal theory 

(discussed in chapter 2). and thus it can make sense of the basing relation by claiming 

that this relation is a special instance of the causal relations that can hold between 

beliefs (and possibly between beliefs and other sorts of states). If we embrace the 

mixed theorv, then the claim is weaker: the relation of one occurrent belief being 

based on another is a causal relation. Sententialism. within the context of the mi.xed 

theory, gives us an account of the basing relation for occurrent states only. 

The systems theory, on the other hand, as it was presented in chapter 6, has not 

so far provided a rich enough account of the relations between belief contents to make 

sense of the claim that one belief content can be based on another. What the systems 

theory did tell us was that a multitude of belief contents are contained in the same 
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belief state. Here, the individuation of belief sfafes is supposed to track distinct and 

independent sets of causal powers. Thus, in trying to make sense of the way in which 

nonoccurrent belief contents are based on each other, the systems theorist cannot rely 

on causal relations between belief contents in the way that sententialism did in trying 

to make sense of the basing relation between occurrent beliefs. For in claiming that 

belief contents p and q are contained in a single state, the systems theorist is 

effectively denying that there is a set of causal powers Cp associated with p that can be 

distinguished from the set of causal powers Q associated with q such that Cp and Cq 

can stand in relations of causal sustaining to each other. There is no causal theory of 

the basing relation available to the systems theory. 

Nevertheless, it is critical that the systems theory be able to accommodate an 

account of the basing relation between nonoccurrent belief contents, for clearly it is 

possible for nonoccurrent belief contents to be based on each other. Recall the 

examples of standing rational connections between nonoccurrent belief contents 

discusscd in chapter 1. There we said, for example, that getting new information can 

change the psychological connections between belief contents such that I will now act 

differently - either in my bodily movements or in the inferences I will draw, and the 

consequent utterances I will make. What makes these differences in behavior possible 

IS the way in which some of my belief contents are based on others. The systems 

theory, even if it is a theory of «o«occurrent intentional and inferential properties, is a 

failed theory if it cannot leave room for an account of the basing relation. For after all. 

if the systems theory cannot say what it means for one belief content to be based on 

another, then it hasn't really told us what it means for there to be standing rational 

connections between belief contents, and hence it won't count as a theory of 

inferential properties at all. 
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The main aim of the present and final chapter of this dissertation is to argue 

that the systems theory can quite easily accommodate an account of the basing 

relation. .Although it seems that the basing relation must be causal. I show why this is 

not so, and in doing so, I show why an account of the basing relation is not beyond the 

reach of the systems theory. With these arguments on the table - arguments for why a 

theory like the systems theory can accommodate an account of the basing relation -

we should better be able to see how such an account will go. In particular, it appears 

that the right account of the basing relation between nonoccurrent belief contents is a 

dispositional theory- - that is, a theory according to which one belief content's being 

based on another is a matter of what dispositions to behave' a person who occupies a 

state containing those contents has. 

I will also take up an issue raised, but left hanging, in chapter 1: the issue of 

the relationship between occurrent and nonoccurrent beliefs. We shall first examine 

reasons for abandoning what I there called the "flashlight" theory. I will then discuss 

two different models for understanding nonoccurrent belief within the context of a 

cognitive system - the horizontal and the vertical models. The vertical model provides 

a nice framework for understanding the dispositional theory of the basing relation 

between nonoccurrent belief contents. 

' Here, behavior includes certain bodily movements (including speech) as well as occurrent thought 
and deliberation. 
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2. Arauments for the Causal Account of the Basing Relation 

In this section, I will proceed as follows: First, we will examine two 

arguments for thinking that the basing relation must be a causal relation. Once we 

have spelled out these argument, I will explain why the conclusion does not follow. It 

turns out, though, that once we have done this - i.e. once we've shown why these 

arguments for the causal theory are unsound - we will have the makings of a 

noncausal account of the basing relation. 

Why have philosophers felt compelled to claim that the basing relation is a 

causal relation? There are, I think, two main reasons. First, the basing relation is a 

psychological relation. Second, when we describe the case in which an agent bases 

her belief on reasons, we frequently appeal to certain sorts of counterfactual claims 

concerning the contents of the belief and its reasons; but these counterfacmals seem to 

be exactly the counterfactuals involved in claims concerning relationships of causal 

sustaining. I will discuss each of these arguments in turn. 

The basing relation must be a psychological relation. In chapter 1. section 3, 

wc saw that there is a difference between merely having reasons and believing on the 

has is of those reasons. In order to understand what it means to merely have reasons, 

we noticed that there are different sorts of relations that can obtain between belief 

contents. Some relations are rational relations - abstract relations that hold between 

propositions. Logical relations, for example, are rational relations. We noticed fiirther 

that while an agent's belief that p may have many rational relations to his other beliefs, 

the agent may fail to appreciate these relations - in short, the belief that p may fail to 

be based on those other beliefs. Accordingly, we distinguished between rational 

relations and psychological relations. The basing relation is a psychological relation. 
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The next stage of the argument is to move from the fact that the basing relation 

is a psychological relation to the conclusion that the basing relation must be a causal 

relation. Are all psychological relations causal relations? Presumably the idea is 

something like this: "Psychology, we must assume, is a namralistically respectable 

discipline. Thus, if a psychology articulates relations between the entities that it 

posits, we should expect those relations to be naturalistically respectable. And since 

the only naturalistically respectable relations are causal, the relations between posited 

entities must be causal. Thus, under the supposition that psychology posits belief as 

among the things that exist, the relations between beliefs must be causal relations." 

We shouldn't be convinced by this argument, as it stands. It assumes that all 

naturalistically respectable relations are causal relations, and this is clearly false. 

Distance, both spatial and temporal, is a naturalistically respectable relation, but it is 

not a causal relation. Not all naturalistically respectable relations are causal relations. 

One might respond that the relation between beliefs cannot be like the relation 

of distance, .\fter all. the point of claiming that the relation between a belief and the 

reasons on which the belief is based is a psychological relation is to suggest that the 

belief and these reasons are physically connected. Being physically connected is not 

like participating in the relation of distance. How could we possibly understand the 

sense in which beliefs and their reasons are physically connected without appealing to 

the relations of causal production and causal sustaining? 

We need to be careful here. Using the expression "physically connected" tends 

to carry along with it the assumption that the things participating in this relation are 

distinct physical objects. But if the systems theory presented in the last chapter is a 

viable alternative to sententialism, then we should leave open, in the absence of 

independently compelling reasons, whether beliefs are distinct physical objects. In 
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order to avoid implicitly importing that assumption, let us replace the expression 

"physically connected" with the more neutral expression, "physically involved." 

When we say that the belief that p is based on the belief that q, and that these beliefs 

participate in a psychological relation, we want to suggest that the beliefs are in some 

way physically involved with each other. 

So we are faced with the question: can two entities be physically involved with 

cach other without participating in relations of causal production or causal sustaining? 

I want to show how this is possible. Return to our earlier discussion of computers 

(chaptcr 4, section 4.2). There we described a computer as a superimposition of a 

number of machines. At the basic level, there is the physical machine - the electronic 

oircuitr\-. But the physical machine implements one or more virtual machines. Virtual 

machines are distinct from physical machines in at least the following two respects: (i) 

First, and most important in the present context, contiguous parts of the vinual 

machine can be distributed across noncontiguous parts of the physical machine. For 

example, if my computer runs a "paddle ball" game - one sort of virtual machine - it 

need not do so in virtue of the parts of the physical machine implementing the ball 

coming into contact with the parts of the physical machine implementing the paddle. 

The parts of the physical machine which implement the paddle need not be in any way 

contiguous with the parts of the physical machine implementing the ball as the ball 

makes "contact" with the paddle during the game, (ii) Second, different pans of a 

virtual machine may be implemented using the same part of a physical machine -

different parts of the same virtual machine can be superimposed on each other. 

Like physical systems, virtual systems can posit entities and relations between 

these entities. I can posit relations between the entities generated by my "paddle ball" 

game, most obviously the paddle and the ball. We have every reason to suppose that 
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these entities are naturalistically respectable, for they are implemented in a 

straightforward, commonplace way by a naturalistically respectable system: the 

physical machine. By the same token, the virtual paddle and virtual ball are physically 

"involved" with one another, though not in the way we'd expect a physical paddle and 

a physical ball - distinct physical objects - to be involved with each other. In the case 

of my "paddle ball" computer game, the physical involvement lies just in the fact that 

the interaction between virtual objects is implemented by the same physical machine. 

Finally, though the virtual paddle and ball are in this way physically involved with one 

another, it does not follow that the paddle and ball are causally related. The paddle 

and ball are physically involved with one another in virtue of a physical system which 

IS no doubt constituted in large part by internal causal relations. Nevertheless, this fact 

does not necessarily make it the case that the virtual entities themselves participate in 

causal relations. 

Computers, and in particular the virtual machines they implement, provide us 

with an e.xample of how naturalistically respectable entities - entities that are 

physically involved with each other - can be related in ways other than by causal 

relations. There is every reason to suppose that cognitive systems are themselves 

V irtual systems, implemented by brains, and thus that beliefs can be related to each 

other in the way that virtual paddles and balls are related to each other. Hence, the fact 

that the basing relation is a psychological relation is no reason to conclude that the 

basing relation is a causal one. 

So much for the first argument for the causal account of the basing relation. 

Let's mm to the second argument. The second argument begins by noticing that when 

we describe the relations between the belief that p and the reasons on which it is based, 

we employ the very counterfactuals we would use to describe causal relations between 
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two objects. .Accordingly, there is every reason to assume that the belief that p and its 

reasons are causally connected. 

Return to Jones's reasoning about Lucy and Sam: 

"Lucy is keen on Sam. Consequently, she is likely in whatever room Sam is 

in. I just caught a glimpse of Sam in the kitchen, so Lucy is probably in the 

kitchen too." 

.-\fter ho performs this bit of reasoning, we inform Jones that Lucy is no longer keen 

on Sam: she has recently fallen hopelessly in love with Bif What will Jones do? 

.Assuming he is a rational creature. Jones will give up the belief that Lucy is in the 

kitchen with Sam. Jones will give up this belief because it was based on his now 

jettisoned belief that Lucy is keen on Sam. Absent the supporting reason. Jones 

cannot sustain the belief that Lucy is in the kitchen. Thus, it is true to say the 

following about Jones, subsequent to his performing the bit of reasoning described 

above, but prior to our providing him with any new information about Lucy's 

affections: If he were to give up the belief that Lucy is keen on Sam. he would give up 

the belief that Lucy is in the kitchen. 

This is just one counterfactual that should be true of Jones if his belief that 

Lucy is in the kitchen is based on his belief that Lucy is keen on Sam. More generally, 

beliefs based on reasons are coiinterfactually dependent on their reasons.-

- Not c\ crN one agrees that beliefs based on reasons are counterfaetually dependent on those reasons. 
Lohrer's "Gypsy Lawyer" e.\ample (1971 and 2000) is intended to show that counterfactual 
dependencies do not always hold between our beliefs and the reasons on which they are based. He 
concludes that the basing relation is not causal. I am sympathetic to Lehrer's discussion; nevertheless. I 
shall assume, for the sake of argument, that there is always a counterfactual dependence betw een 
beliefs and the reasons on which they are based. I will go on to claim that counterfactual dependence 
alone is insujjtcieiu to establish the presence of a causal relation. 
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A proponent of the causal account of the basing relation will try to exploit the 

counterfactual dependence in the following way. Counterfactual dependence is an 

excellent guide to the presence of causal relations. In fact, it is such a good indication 

of causation, some have proposed an analysis of causation in terms of counterfactual 

dependence.-" But even if we resist taking this more bold step, the presence of 

counterfactual dependence may nevertheless serve as a highly reliable indicator of the 

presence of causal relationships. Given the assumption that beliefs and the reasons on 

which they are based always e.xhibit counterfactual dependencies, it is made highly 

plausible that beliefs and the reasons on which they are based are connected by causal 

relations. 

What can we say in reply? It isn't sufficient to point out. absent an analysis of 

causation in terms of counterfactual dependence, that the presence of the latter does 

not logically entail the presence of the former. The argument above is essentially an 

mforcnce to the best explanation, not a deductive argument. In order to make a case 

for the argument's being weaker than appearances might suggest, we need a 

compelling reason to hesitate in making the inference from counterfacuial 

dependencies to causation. I will attempt to provide such a reason by examining a 

relatively mundane machine that does two things: (i) First, the machine can store 

informational contents, contents that do not participate in causal relations vis-a-vis one 

another. But at the same time, (ii) the machine makes true all the counterfactuals 

made true by a belief s being based on reasons - that is, the machine makes true all the 

claims which articulate counterfactual dependencies between the informational 

contents. 

-See Lewis (1973). 
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The machine I'm thinking of is a certain sort of connectionist network. I 

should begin with a caveat, though; my appeal to connectionist research does not 

imply that I endorse any theory of mind typically associated with connectionism. The 

sole point of the connectionist example is to show that it is possible to store 

informational contents in a way that makes true the counterfacuial dependencies we'd 

cxpect when one content is based on the others without it being true that these contents 

occupy causal relations with respect to each other.-* 

.•\ distinctive feature of certain connectionist networks is that they can 

superimpose a great deal of information, or "memories," in a single matrix of 

connections. Imagine that we want to train a network to recognize a set of faces. That 

is. we want to be able to input information about patterns of light and shade, and have 

the network output either a name - the name that goes with the face - or a DON'T-

RECOGNIZE message. Suppose we start with Lucy. Using a learning rule and a set of 

test cases, we adjust the connection weights until the network outputs the answer 

"LUC^'" when the test input is some pattern of light and shade from Lucy's face, or 

'DON'T-RECOGNIZE' when it is not. At this stage, the network recognizes, or 

•'remembers." Lucy. But when we mm to a new face (say, that of Bif). we encounter 

the following worry. If we train the network to recognize Bif in the same way, we 

seem to run the risk of interference: In order for the network to learn to recognize Bif. 

we must change the connection weights of the network. Will these changes affect the 

network's ability to recognize Lucy? It mms out that while there is some interference 

(specifically, when the number of "memories" grows too large), "accurate recall of 

different associations from a pattern associator ... is possible even when the 

•'A .S we'll see. this e.\ample also shows that it is possible for a structure to carry a lot of information 
such that it rcspects the no-dissection condition, but need not respect the no-e.\traction condition. See 
chapter 6. section 2, for a discussion of the no-e.\traction and the no-dissection conditions. 
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associations are stored on the same connections'" (McLeod, Plunkett and Rolls 1998, 

p. 58; my italics). 

Examples of connectionist networks show us that information can be 

superimposed on a unitary structure. The information about Lucy and Bif are 

superimposed precisely because the collection of weights responsible for recognizing 

Lucy lie along the same connections which give us the weights responsible for 

recognizing Bif. 

Notice that this network gives us an concrete example of how the properties 

discussed in chapter 6 - the no-dissection property and the no-extraction property - are 

separable." The no-dissection thesis holds because the network's ability to recognize 

Lucy (or Bif) is distributed across most or all of the network connections. Thus there 

IS no part of the network that we can remove which has as its fianction the complete 

Lucy-Recognizing ability and only that ability. In other words, there is no physical 

part of the network that is. by itself, just the "memory" of Lucy. But this in no way 

suggests that we cannot remove or extract the network's ability to recognize Lucy 

without removing its ability to recognize other faces. Some pattern of connection 

weights is possible such that the network exhibits precisely this behavior - it still 

recognizes Bifs face, but no longer recognizes Lucy's. Thus the no-extraction thesis 

fads to hold of the network. And hence the two properties are distinct. 

The fact that the network can respect the no-dissection thesis while failing to 

respect the no-extraction thesis is quite relevant to our present concern. We want a 

machine whose informational contents are not causally connected, but which 

nevertheless makes true the counterfactual dependencies characteristic of the basing 

relation. The network described above does just this. That it does so is signaled by 

-See chapter 6. section 2. 
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the fact that it respects no-dissection while failing to respect no-extraction. What the 

no-dissection thesis tells us is that there is no part of the network which can be 

removed such that you will have thereby removed a single informational content, 

nothing more nothing less. In other words, there is no physical chunk of the network 

that corresponds to one distinct piece of information and no other piece of information. 

In the example above, there is no physical chunk of the network corresponding to 

information about Bif, but not about Lucy. This is because the pieces of information 

about Bif and Lucy are superimposed on each other. But more importantly, it is 

because the information about Bif and the information about Lucy do not participate in 

relations of causal sustaining with respect to each other. 

The network's failure to respect the no-extraction constraint is also important. 

It fails to respect this constraint because it is possible to alter the network- by altering 

the connection weights - so that one piece of information can be deleted while the 

other remains. More generally, this shows us that principles for changing connection 

weights can be constructed so that, when applied to the network, the network makes 

true all the counterfactual dependencies characteristic of the basing relation. 

Suppose we trained a network to store information about the party described 

above. Among the information it stores are the contents, Lucy is keen on Sam, I saw 

Sam in the kitchen, and so on. Next, we generate principles for changing the 

connection weights of this network.6 The principles make true all the counterfactual 

dependencies characteristic of the content's Lucy is in the kitchen being based on the 

other information. For example, if we alter the connection weights according to these 

principles such that the network no longer carries the information Lucy is keen on Sam, 

6Jt doesn't matter if this is not how brains work. Remember, in employing examples and ideas drawn 
from connectionist research, I'm not endorsing a connectionist model of the mind. The point of the 
example is merely to show that something is possible. The connectionist example can succeed in doing 
this even if connectionist gives us no further insight into the nature of cognition. 
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then the network will also, by dint of the same principles, no longer carry the 

information Lucy is in the kitchen. In this way, the machine can make true all the 

counterfactuals we attribute to an agent when we say that her belief is based on 

reasons. 

By examining how a network can fail to respect the no-extraction constraint, 

we can see more clearly how a machine can make true all the counterfactual 

dependencies characteristic of the basing relation without supposing that the relevant 

contents must panicipate in relations of causal sustaining. Thus, a network which 

respects the no-dissection constraint, but fails to respect the no-e.\traction constraint, 

can provide us with an example of the sort we were searching for: a case in which 

informational contents p and q do not participate in relations of causal sustaining 

despite the fact that the vehicle of those contents makes true all the counterfactuals 

characteristic of^D'S being based on q. 

What docs this show about the inference from the presence of counterfactual 

dependencies to the presence of causal relations? The point of the connectionist 

example is that drawing the inference would be hasty absent any further information 

about the relata of the counterfactual dependencies. Counterfactual dependencies can 

provide good evidence for the existence of causal relations. Nevertheless, such 

dependencies can easily be made true by something other than causal relations. Given 

the difficulties we face when trying to uncover the nature of mental properties, we 

should be skeptical concerning what conclusion is the right one to draw from the 

presence of counterfactual dependencies between attributed belief contents. 
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3. The Systems Theory and the Basing Relation 

So let's return to the question we raised at the beginning of this chapter: Can 

the systems theory accommodate the basing relation? The sentential theory gave us an 

account according to which occurrent beliefs occupy causal relations with respect to 

cach other: and sententialism seems particularly well suited to describing inferential 

acdvin-. Thus, when one occurrent belief is based on another, the basing relation is 

(likely) one of causal production between the relevant states. We saw. on the other 

hand, that the systems theory cannot appeal to causal relations to make sense of basing 

relations between nonoccurrent belief contents. That is because the systems theory 

insists that these nonoccurrent belief contents are stored in the same cognitively 

cfficacious stale, and thus the causal powers of one belief content are not independent 

of the causal powers of another in the way required for these contents to participate in 

mutual relations of causal sustaining. 

The lesson of the previous section is that it is possible for informational 

contents to be stored in a vehicle such that (i) the contents do not participate in any 

relations of causal sustaining with respect to each other, and (ii) the vehicle makes true 

the counterfactuals characteristic of the basing relation between the informational 

contents. This lesson allows us to see how the systems theory can accommodate an 

account of the basing relation. It can accommodate such an account for the following 

reason: a unitaiy belief state can make tnie the counterfactuals characteristic of the 

basing relations holding bet^veen all the belief contents the unitary states contains 

even though there are no relations of causal sustaining between these belief contents. 

What does it mean to say that a unitary belief state - or any information-

carr\ ing vehicle for that matter - can make true the counterfactuals characteristic of 

basing relations between attributed belief contents? Very simply, it means that the 
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unitary' state has a certain set of dispositions to behave. Here, the term 'behave' can 

include a great many things. For e.xample, among the various kinds of behavior one's 

unitary belief state is disposed to produce, we might include occurrent thought. Thus, 

if in response to the sensory information that Sam is in the kitchen, my unitary belief 

state produces the occurrent thought that Lucy is in the kitchen too, it is reasonable to 

take this as evidence for the claim that my belief that Lucy is in the kitchen is based 

(partly) on the thought that Sam is in the kitchen. 

The upshot is this; Suppose we catalogue some system 5's dispositions to 

behave under various conditions. What we'd like, if possible, is an interesting and 

useful way of organizing this list. Our practices for attributing belief contents and 

basing relations between these contents is a partial answer to this demand; it provides 

us with a useful way of organizing the dispositions cognizers (or people) have to 

behave under vanous conditions. Under some sorts of conditions, of course, we do 

not count dispositions to behave as exhibiting a relationship between belief and 

reasons. For instance, my dispositions to behave under conditions of extreme brain 

damage should not be numbered among the dispositions constitutive of intentional and 

inferential properties. Yet under other sorts of conditions, dispositions to behave do 

make clear the structure of our belief system. 

While the belief system itself is not a causal structure, it may well be 

implemented by a causal structure. But if we are interesting in the contours of beliefs, 

reasons and their relations, looking to the underlying causal structure may offer us 

little insight - just as looking at the electronic circuits of a computer will offer most of 

us little insight into the character of Microsoft Word. Still, once we understand the 

program - Microsoft Word, or the mind - one of the subsequent tasks facing us may 

be to give an account of how the program is realized. And this task requires that we 
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answer questions about the relations between electronic circuitry and programs. But 

we should not lose sight of the fact that the question of realization is different from the 

descriptive question. We must describe the phenomena to be explained before 

occupying the position of being able to provide a satisfying explanation. My claim 

has been that the contours of belief do not commit us to the causal accounts defended 

by scntentialism. The basing relation, outside the realm of occurrent thought, is not a 

causal relation. 
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4. The Relationship between Occurrent and Nonoccurrent Belief 

Having concluded the main arguments of this essay, I want to return briefly to 

a question raised explicitly in chapter 1. The question is this: What is the relationship 

between occurrent and nonoccurrent belief? The mixed theory countenances both 

types of belief, and claims that we need distinct theories to account for each: 

sentcntialism and the systems theory. But so far. the mixed theory has remained silent 

concerning the relationship between these two types of belief. Can we remedy this 

deficit? 

Any attempt to remedy the deficit must explain how occurrent and 

nonoccurrent beliefs come to be related in the following ways: (i) nonoccurrent beliefs 

can bccome occurrent, (ii) occurrent beliefs that are generated by conscious reasoning 

can be added to our stock of nonoccurrcnt. background beliefs, and (iii) both occurrent 

and nonoccurrent beliefs can cause, together or alone, purposive behavior. 

How are we going to make sense of these connections? One answer, 

mentioned in chapter 1, is the "flashlight" conception of occurrent belief We begin 

with the idea that our belief contents are stored away somewhere in our minds. 

Occasionally, the "flashlight" of consciousness is pointed at one content or another, 

bringing it from nonoccurrency into occurrent thought. But the belief itself is the 

same belief just as a deer is the same deer in the darkness as when it is lit up by my 

headlights. 

Of course we should see that a proponent of the mi.xed theory will have 

nothing to do with the flashlight conception. Here's why. The "flashlight" of 

consciousness, in addition to bringing our belief contents to light must also preserve 

(if not illuminate as well) the connections between belief contents. If occurrent belief 

states can participate in genuine causal relationships (relations of both causal 
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sustaining and causal production), then the flashhght conception implies that those 

causai relationships existed prior to becoming occurrent. The "flashlight" of 

consciousness merely brought those relations (or at least, their relata) to the light of 

occurrent thought. But it is part of the mixed theory that nonoccurrent properties are 

described by the systems theory, and as we've seen, the systems theory rejects the 

causal account of the basing relation. Consequently, the tlashlight conception cannot 

be embraced by a proponent of the mixed theory. 

What is the alternative? Very broadly, there are two possibilities. According 

to one. occurrent thoughts, and the relations between them, are "read off our 

nonoccurrent belief structure by some mechanism belonging to our cognitive system. 

According to the other possibility, nonoccurrent belief supervenes on a functioning 

cognitive system, while occurrent beliefs are real components of that cognitive system; 

accordingly, nonoccurrent and occurrent belief are only tenuously connected: there are 

no mechanisms in cognition for bridging the two realms. 

These two possibilities for viewing the relationship between occurrent and 

nonoccurrent rationality can be understood as the horizontal picture and the vertical 

picture'. Let us examine each in more detail. 

The model for a horizontal system is the architecture spelled out by Fodor in 

his book Modularity of Mind (1983). Fodor sees cognition as constituted by three 

different kinds of systems: transducers, input systems, and the central system. In a 

nut-shell, transducers take the stimulation of our senses and mm it into information 

that is usable by the other systems. Input systems are fairly rigid, task-specific, 

information-processors. An example of an input system might be an edge-detector, or 

a speech recognition device. Fodor thinks that the input systems are informationally 
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encapsulated and cognitively impenetrable, among other things. • But that is not what 

concerns us here. What concerns us is that, for Fodor. some of the information that is 

processed by the input systems is passed along to the central system. The central 

system is where the action is. epistemologically speaking. The data structures that 

correspond with our belief contents are all contained by the central system. 

What is distinctive, then, about this picmre - in particular, what makes a 

cognitive system a horizontal system - is the fact that the symbols to which 

representational belief properties accrue are manipulated by both the input systems and 

the central system. In particular, symbols manipulated by the central system are the 

outputs of input systems. .A-nd thus accounts of cognitive systems and belief-desire 

psychology traffic in the same information-packaging vocabulary. We can depict a 

horizontal system as follows: 

Transducers Input Systems Central System 

I 

_J 

(Sensory 

Periphery) 

FIGURE 7.1. The horizontal picture 

Contrasting with the horizontal picture is the vertical picture. The basic idea 

behind the vertical picmre is that we can give a complete account of the information 

For more on these properties, see Fodor (1983). 
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processing mechanisms of a cognitive system without ever mentioning the information 

that corresponds to the contents of a unitary belief state. The system contains that 

information, but the information is not the content of any of the symbols manipulated 

by the information processors. Instead, the state that carries most of our belief content 

supervenes on the activity, or the arrangement of, the cognitive system. In short, the 

intentional system is not at all a part of the cognitive system, as it is in the horizontal 

picture above. Rather the intentional system is a different way of looking at the 

cognitive system: intentional properties are patterns that emerge out of the 

arrangement and activity ofthe cognitive system.8 This can be depicted as follows: 

Intentional 
System 

Cognitive 
System 

Intentional Properties 

Bl B2 

Infonnation Processors 

FIGURE 7 .2. The vertical picture 

On the horizontal picture, an informationally rich belief state is in principle 

accessible to the rest of the cognitive system. And thus, relations of "reading off' 

information from the unitary state or augmenting the state with more information can 

be understood straightforwardly in broad outline (if not in detail): Cognition is 

comprised partly of mechanisms (perhaps input systems), the responsibility of which 

8As far as I can tell, this is Dennett's view. See, in particular, his (1981a) and (1981b). 

------~ ~-~~ -
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is to get information off of, and on to, the unitary belief state. The unitary belief state 

itself will be something like a very complicated, and intricately structured symbol. 

On the vertical picture, an informationally rich belief state is not a component 

of the cognitive system. It is not an intricately structured symbol from which 

information is e.xtracted. or to which information is added, by cognitive mechanisms. 

The account we will give of the relations between occurrent and nonoccurrent belief 

will be in tenns of the arrangement and activity of the mechanisms of cognition, even 

though we aren't going to posit cognitive mechanisms that have as their job the task of 

bridging the two realms. The reason why we will tell this kind of story is that the 

existence of the unitary belief state depends on the arrangement and activity of 

cognition - the intentionality of nonoccurrent belief supervenes on cognition. But it 

does not follow that all intentionality supervenes on cognition. Sentential belief states 

are still cognitive states. If this is the right story to tell, notice that this implies that 

sentential belief states and the unitary state are not causally commensurate (see chapter 

2. section 2). 

.As I have already indicated, I am not taking a stand on one or the other version 

of the relationship between occurrent and nonoccurrent rationality. The present 

discussion is intended only to introduce, in broad strokes, the two possibilities. 
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5. Conclusion 

The main question of this essay has been. Is the basing relation a causal 

relation? The answer is 'yes and no'. 

When we believe for reasons, we appreciate those reasons. That is. we believe 

on the basis of those reasons. This relation between beliefs and their reasons is a 

psychological relation. How should understand the nature of this relation? I have 

examined two accounts: a causal theory of the basing relation and a noncausal theory. 

Sentcntialism articulates the causal theory of the basing relation. According to 

general sentcntialism. when beliefs are produced by deliberation, they are supported 

by relations of causal production. Standing beliefs, on the other hand, are organized 

mto a structure of relations of causal sustaining. 

The systems theory provides a noncausal. dispositional account of the basing 

relation. single, cognitively efficacious state contains all the contents we attribute 

when we attribute standing beliefs. These contents do not panicipate in relations of 

causal sustaining with each other. Nevertheless, we can make sense of the claim that 

some contents are based on others as reasons. The basing relation is understood in 

terms of counterfactual dependencies. More generally, it is understood as a 

dispositional property. Counterfactual dependencies, as we saw in the connectionist 

example above, do not necessarily reflect the presence of causal relations. They may 

instead reflect our conceptual tools for organizing certain kinds of possibilities - in 

this case, possible sorts of public and cognitive behaviors. 

In the end. I argued for this conclusion: we cannot insist on either a causal or 

noncausal account e.xclusively. Instead, a "mi.xed" theory seems best. If we claimed 

that sentcntialism were true across the board, we'd encounter the problem of 

congestion (see chapter 4, section 4). But if we claimed that the systems theory is a 
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theory of all intentional properties, we'd be hard-pressed to say how the systems 

theory explains inferential activity and occurrent belief. The solution, then, is to admit 

that in the case of occurrent thought, sententialism is the best theory of belief states 

and the basing relations between them; while the systems theory accounts nicely for 

nonoccurrent thought and the basing relation between nonoccurrent contents. The 

basing relation is both causal and noncausal: it depends on what sort of beliefs you're 

talking about. 
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