
An ontology for linguistics on the Semantic Web

Item Type text; Dissertation-Reproduction (electronic)

Authors Farrar, Scott O.

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 26/05/2023 09:23:19

Link to Item http://hdl.handle.net/10150/289879

http://hdl.handle.net/10150/289879


AN ONTOLOGY FOR LINGUISTICS ON THE SEMANTIC WEB 

by 

Scott Owen Farrar 

A Dissertation Submitted to the Faculty of the 

DEPARTMENT OF LINGUISTICS 

In Partial Fulfillment of the Requirements 
For the Degree of 

DOCTOR OF PHILOSOPHY 

In the Graduate College 

THE UNIVERSITY OF ARIZONA 

2  0 0 3  



UMI Number: 3089940 

UMI 
UMI Microform 3089940 

Copyright 2003 by ProQuest Information and Learning Company. 

All rights reserved. This microform edition is protected against 

unauthorized copying under Title 17, United States Code. 

ProQuest Information and Learning Company 
300 North Zeeb Road 

P.O. Box 1346 
Ann Arbor, Ml 48106-1346 



THE UNIVERSITY OF ARIZONA ® 
GRADUATE COLLEGE 

As members of the Final Examination Committee, we certify that we have 

read the dissertation prepared by Scott  Owen Farrar 

entitled Ontology for Linguistics on the Semantic Web 

and recommend that it be accepted as fulfilling the dissertation 

requirement for the Degree of Doctor of Philosophy 

Langend 

Sheila Dooley Collber 

Date 

Date 

Date 

Date 

Date 

Final approval and acceptance of this dissertation is contingent upon 
the candidate's submission of the final copy of the dissertation to the 
Graduate College. 

I hereby certify that I have read this dissertation prepared under my 
direction and recommend that it be accepted as fulfilling the dissertation 
requirement. 

Dissertation Director D. ce Langendoen Date 



3 

STATEMENT BY AUTHOR 

This dissertation has been submitted in partial fulfillment of requirements for an 
advanced degree at The University of Arizona and is deposited in the University Library 
to be made available to borrowers under rules of the Library. 

Brief quotations from this dissertation are allowable without special permission, 
provided that accurate acknowledgment of source is made. Requests for permission for 
extended quotation from or reproduction of this manuscript in whole or in part may be 
granted by the head of the major department or the Dean of the Graduate College when in 
his or her judgment the proposed use of the material is in the interests of scholarship. In 
all other instances, however, permission must be obtained from the author. 

SIGNED: / 



4 

ACKNOWLEDGEMENTS 

First I would like to thank my dissertation director Dr. D. Terence Langendoen for 
his mentorship and support not just while I conducted this research but throughout my 
time at the University of Arizona. Without his broad knowledge of the field of linguistics, 
especially his expertise in structurahsm and generative grammar, I would not have been 
able to do this topic justice. I would like to thank Terry for believing in the idea of an 
ontology for linguistics and for introducing me to the EMELD project. 

Next I would like to thank Dr. Heidi B. Harley for her support and advice on this 
dissertation and for sticking with me through a number of false starts. I am especially 
indebted to Heidi for introducing me to lexical semantics and for helping me see the field 
of linguistics from a broad perspective. 

I would also like to thank Dr. Sheila Dooley Collberg for her broad knowledge of 
linguistic typology and functional linguistics. I am especially indebted to Sheila for 
joining my committee on relatively short notice. 

I would like to thank Dr. William D. Lewis and Peter Norquest for their help in 
researching the ontology. 1 am indebted to Will for his advice early on pertaining to the 
scope of the research, and to Peter for helping me understand the intricacies of linguistic 
noun classes and aspect. 

Finally I would like to acknowledge the following people for their advice concerning 
the ontology: Dr. Gary Simons, Dr. Anthony Arislar, Dr. Helen Aristar-Dry, Adam 
Pease, and Dr. John Bateman. 

Tucson, Arizona 
2003 



5 

TABLE OF CONTENTS 

LIST OF ILLUSTRATIONS 6 
ABSTRACT 7 
CHAPTER 1—INTRODUCTION... 9 

1.1 Components of the Research ....11 
1.2 Dissertation Outline 16 

CHAPTER 2—REVIEW OF THE LITERATURE 17 
2.1 Typological Databases 18 
2.2 Knowledge Engineering and Ontologies 24 
2.3 The Vision of the Semantic Web 37 
2.4 Summary 43 

CHAPTER 3—LINGUISTIC KNOWLEDGE IN THE BROADER CONTEXT 45 
3.1 The Knowledge Sort Problem 47 
3.2 Relations Between the Knowledge Sorts 55 
3.3 Conclusions 70 

CHAPTER 4—CHOOSING AN UPPER ONTOLOGY AND OTHER 
PRELIMINARIES 71 

4.1 Philosophical Approach 73 
4.2 Breadth of Coverage 78 
4.3 Format and Conclusions 86 

CHAPTER 5 -A LINGUISTICS ONTOLOGY (PART I) 87 
5.1 Linguistic Expressions 89 
5.2Mental Linguistic units 97 
5.3 Linguistic Categories 101 
5.4 Summary 105 

CHAPTER 6 -- A LINGUISTICS ONTOLOGY (PART II) 106 
6.1 Defining Discrete Semantic Units 107 

6.1.1 Tense 112 
6.1.2 Aspect 114 
6.1.3 Modality 118 
6.1.4 Case 122 

6.2Classifying Discrete Semantic Units 124 
CHAPTER 7—ONTOLOGY, LINGUISTICS, AND THE SEMANTIC WEB 135 

7.1 Representing the Data 136 
7.2 Linguistic Data Types 140 
7.3Searching the Data. 152 

CHAPTER 8—SUMMARY AND SUGGESTIONS FOR FUTURE RESEARCH 158 
APPENDIX A 162 
WORKS CITED 164 



6 

LIST OF ILLUSTRATIONS 

Figure 2.1—The metalanguage hierarchy in the TDP 19 
Figure 2.2—Level description in the CRG (Peterson 2002: 13) 21 
Figure 2.3—^An example of the levels of description in the CRG 21 
Figure 2.4—Qualia structure for book.. 35 
Figure 3.1—Meaning triangle of Ogden and Richards (cited in Sowa 2000) 55 
Figure 3.2—An alternate view of what a linguistic expression represents 56 
Figure 3.3—Jackendoff s vision of how language relates to the rest of cognition.. 57 
Figure 3.4—The mapping from the conceptual to the linguistic level 61 
Figure 3.5—A revised mapping from the conceptual to the linguistic level 65 
Figure 4.1—A comparison of upper taxonomies: SUMO vs. DOLCE 80 
Figure 4.2—The hierarchy of events in DOLCE 83 
Figure 4.3—DOLCE's taxonomy of non-physical endurants 84 
Figure 4.4—SUMO categories related to mental structure 85 
Figure 5.1—Written linguistic expressions within the taxonomy 90 
Figure 5.2—Taxonomy of written segments without reference to meaning 92 
Figure 5.3—Taxonomy of written segments with reference to meaning 94 
Figure 5.4—The proposed taxonomy of mental linguistic units 97 
Figure 5.5—Preliminary picture of the relationship between form and meaning 99 
Figure 5.6—A taxonomy of linguistic categories according to CLASS 103 
Figure 5.7—A taxonomy of linguistic categories according to SET 104 
Figure 6.1—A preview of the arrangement of SEMANTICUNIT 109 
Figure 6.2—An ontological view of meaning 110 
Figure 6.3—Classes in SUMO pertaining to modality (Niles and Pease 2001) 120 
Figure 6.4—SEMANTICUNIT arranged according to SUMO's top level 125 
Figure 6.5—Preliminary taxonomy of SEMANTICUNIT 130 
Figure 6.6—Taxonomy of ENCODEDORDINARYCONCEPT 132 
Figure 6.7—The taxonomy of ENCODEDEPISTEMICCONCEPT 133 
Figure 6.8—Taxonomy of ordinary ENCODEDRELATION 133 
Figure 6.9—Final taxonomy of SEMANTICUNIT 134 
Figure 7.1—Abstract model for language data 138 
Figure 7.2—Directed graph representation of a Warumungu root 139 
Figure 7.3—Graph of WRITTENEXPRESSION as a complex data structure.... 142 
Figure 7.4—Graph of TERM as a complex data structure 143 
Figure 7.5—Abstract graph for INTERLINEAROBJECT 144 
Figure 7.6—Abstract graph for LEXICALENTRY 145 
Figure 7.7—One possible graph of SIMPLELIST 147 



7 

ABSTRACT 

The current research presents an ontology for linguistics useful for an implementation on 

the Semantic Web. By adhering to this model, it is shown that data of the kind routinely 

collected by field linguists may be represented so as to facilitate automatic analysis and 

semantic search. The literature concerning typological databases, knowledge engineering, 

and the Semantic Web is reviewed. It is argued that the time is right for the integration of 

these three areas of research. Linguistic knowledge is discussed in the overall context of 

common-sense knowledge representation. A three-layer approach to meaning is assumed, 

one that includes conceptual, semantic, and linguistic levels of knowledge. In particular 

the level of semantics is shown to be cmcial for a notional account of grammatical 

categories such as tense, aspect, and case. The level of semantic is viewed as an encoding 

of common-sense reality. To develop the ontology an upper model based on the 

Suggested Upper Merged Ontology (SUMO) is adopted, thougli elements from other 

ontologies are utilized as well. A brief comparison of available upper models is 

presented. It is argued that any ontology for linguistics should provide an account of at 

least (1) linguistic expressions, (2) mental linguistic units, (3) linguistic categories, and 

(4) discrete semantic units. The concepts and relations concerning these four domains are 

motivated as part of the ontology. Finally, an implementation for the Semantic Web is 

given by discussing the various data constructs necessary for markup (interlinear text, 

lexicons, paradigms, grammatical descriptions). It is argued that a characterization of the 

data constructs should not be included in the general ontology, but should be left up to 

the individual data provider to implement in XML Schema. A search scenario for 
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linguistic data is discussed. It is shown that an ontology for linguistics provides the 

machinery for pure semantic search, that is, an advanced search framework whereby the 

user may use linguistic concepts, not just simple strings, as the search query. 



9 

CHAPTER 1—INTRODUCTION 

Consider the following rather mundane dialogue between the expert linguist and the 

eager student. 

expert linguist: I've studied thousands of languages. Go ahead and ask me 
anything. 

eager student: OK, how many languages have a case system? 

expert linguist: 2,216. 

eager student: Does Hopi have an overt marker for the perfective? 

expert linguist: Yes. 

This short exchange is not so unusual, except perhaps for the expert hnguist's apparent 

precision and terse responses. Consider, however, if expert linguist were to be replaced 

by expert system, that is by an intelligent computer program. This certainly explains the 

terseness, but the whole scenario immediately seems like something from science fiction. 

Such an expert system of course has never been constructed, but research is converging 

in a number of areas to make this idea at least plausible. Ignoring the ability to 

understand natural dialogue, such an expert system would have to "know" literally tens of 

thousands of facts in order to be useful. But it could be said that current typological 

databases already "know" tens of thousands of facts about language. Going a step further, 

however, typological databases do not have the ability to reason over those facts and 

formulate answers to complex queries. Expert systems have been built, though, for other 

domains. One of the first examples was MYCIN, an expert system for toxicology 



(Shortliffe 1976). Currently in fact there are projects underway to construct such systems 

for a variety of domains: medicine, genetics, chemistry, and of course, the military. 

In short, there is no reason why such a system cannot be developed for linguistics— 

no reason except for the fact that linguistics is noticeably deficient in one important 

aspect. There is no agreed upon semantic resource which makes the meaning of linguistic 

concepts and their associated terminology explicit. I will refer to such a resource as an 

'ontology'. Linguistics, including natural language processing (NLP), is an intellectually 

fragmented discipline with few proposed and no fully accepted standards. The 

Intemational Phonetic Alphabet comes closest to being a standard, but it is still in the 

process of winning out over other systems of representing the sounds of the world's 

languages. There is a current effort (ISO-646) to standardize over 7000 language codes 

which is being initiated by Ethnologue/Linguist List. Some reasons why linguists have 

been unwilling or unable to adopt standards include (1) the sheer scope and variety of 

phenomena to be represented and analyzed, (2) the lack of a general theory of language, 

and (3) disagreements about the fundamental nature of the subject matter. As one would 

expect, older disciphnes have long-established standards, for example the Periodic Table 

of the Elements in chemistry. But even new disciplines, such as experimental genetics, 

are developing standard ontologies (Gene Ontology Consortium 2000). An ontology for 

linguistics would not only serve as the basis for an expert system, but would also further 

the understanding of language in the context of general human knowledge. 
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1,1 Components of the Research 

For this dissertation, I will propose an ontology for linguistics. The particular 

methodology with which I approach this problem is inspired by research in automated 

reasoning and knowledge representation—^broadly, that which has come to be known as 

'knowledge engineering'. Using traditional terminology from philosophy, the term 

ontology has been adopted by knowledge engineers to refer to a computational resource 

that makes explicit the elements (entities and relations) in a problem domain. An 

ontology for linguistics requires the encoding of two kinds of knowledge: that which is 

associated with particular grammatical systems and that which is associated with 

language as a general human behavior. In short, the ideal ontology would contain the 

knowledge comparable to that of a well trained linguist. More generally, the ontology 

requires that there be progress on a fundamental philosophical question: How is the 

relationship between knowledge that is considered grammatical/linguistic and knowledge 

that is general to be characterized? Answering this question has certainly been attempted, 

either implicitly or explicitly, but nevertheless it has proved difficult to pose, much less 

solve. To get at this problem and thereby provide the initial research for an ontology for 

linguistics, I will formulate an approach that has never been fully realized in the 

literature. The approach has both a theoretical and an applied component that will, 

together, help to disentangle this fundamental issue of the philosophy of language and lay 

the groundwork for a future expert system for linguistics. 

The theoretical component of this research will address what I call the 'knowledge 

sort problem'. The knowledge sort problem is essentially the issue of characterizing 
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linguistic/grammatical knowledge with respect to a general theory of knowledge. To this 

end, I will explore various proposals from the theoretical linguistics literature, from the 

philosophy of language, and from artificial intelligence (AI). 1 will address how 

conceptualized situations (mental scenes) arc coded as language, that is, how semantics 

provides the means of making a speaker's reality discrete, or in other words, provides the 

speaker with a communicative level on which to construct and deploy the categories 

which stand for real situations in their world. My approach, then, is fundamentally 

conceptuaiist, assuming three levels of knowledge: conceptual, semantic, and linguistic. 

I will also be concerned about how the lexicon pertains to these three levels of 

knowledge, though the current research does not aim at a theory of meaning 

representation. The proposed ontology is certainly relevant to a general theory of 

meaning, insofar as the ontology provides the means to ground words and linguistic 

concepts in a general world model (viz. general concepts such as TIME, PROCESS, or 

PH Y SIC A LOB J ECT'). In terms of lexical phenomena, 1 intend to formulate a framework by 

which the lexicons of individual languages can be compared. For example, I will address 

how the lexicon for Huallaga (a Quechua language) based on a Huallagu-specific '\folk" 

taxonomy can be compared systematically to the English-specific lexical structure 

assumed by WordNet. Furthermore, I will address the problem of how word meaning can 

be compared cross-linguistically. For example, while Hungarian has very specific terms 

such as nine 'older sister', hug 'younger sister', dcs 'older brother', etc., Malagasy has 

' Concept and relation labels will given in SMALI CAPS, e.g., OBJECT, SUBCLASS. Note that relation labels 
are not capitalized. 
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only one term saudara 'sibling' whose meaning subsumes all the Hungarian terms. 

Current machine translation programs are witness to the fact that comparing lexical 

categories across languages requires more than just a many-to-many mapping at the 

surface linguistic level (segment to segment); it requires that the various language-

specific lexicons have a common underlying stmcture at the semantic level. In short, 

what I intend to propose lays the framework for a 'total knowledge theory'" of the 

linguistics, a framework in which the conceptual distinctions found in every language 

may be formalized and represented. 

The current research also seeks to provide notional definitions of what are referred to 

in common linguistic parlance as 'grammatical categories', 'linguistic categories', or 

'grammatical notions'. These include: case, tense, aspect, modality, word class, 

grammatical relation, and the like. Providing accurate and precise notional definitions of 

these concepts (in the ontology) is important for understanding the difference between 

linguistic and world knowledge and ultimately for comparing linguistic data. Practically 

speaking, such a characterization would make it possible to compare cross-linguistically 

the meanings of those structures which make up grammatical systems. It is hoped that a 

fully realized theory-implementation complex will lay the intellectual and practical 

groundwork for automatic linguistic analysis and machine-enhanced typological research. 

One objection to the current research is that the immense cross-linguistic variation 

makes it di fficult to discuss a notion like 'past tense' or 'perfective aspect' as having one 

' Thanks to Heidi Harley for this term. 



meaning. However, it should be possible to provide a general characterization of each 

grammatical category, at least to the extent of being able to compare data from different 

languages. A short example should illustrate the minimum desired efficacy of such an 

approach. Consider the following data sets in (1.1) both concerning past tense (from 

Comrie 1985: 89-90). 

(1.1) Burera data Haya data 

Ngupa-nga Tuka-koma 
eat-PAST REMOTE PAST-tie 
'I ate (within the past few days)' 'We tied up (before yesterday)' 

In both instances, there is an affix that indicates a kind of past tense, but they clearly 

mean different things. On the other hand, it can be said that there is at least some overlap 

in meaning. Both examples indicate that apart of the action described by the sentence 

happened before the speech time. Such a minimal characterization of this 

grammaticalized unit may not be very satisfying to typologists, but it does provide a basis 

on which automatic reasoning can be executed. Automatic reasoning makes it possible to 

search for linguistic concepts based on meaning. Searches over linguistic data for the 

general notion of past tense would return both sets of data in (1.1). The user could then 

narrow the search or inspect it manually to see the real differences. It is the semantic 

compatibility of data in (1.1) that motivates linguists to posit broad categories such as 

'tense' in the first place. 

To illustrate that the resulting framework is really feasible, I will describe an 

implementation whereby lexical and morphosyntactic data from a variety of languages 

are made available to intelligent Web agents. I will show how such an implementation is 



an instantiation of the Semantic Web (Bemers-Lee 1999). The Semantic Web is a Web 

with enriched semantic content. Currently, Web content lacks a precise semantics as most 

(HTML) encoding is meant for human consumption, in other words, for display. An 

operational Semantic Web can be implemented through the use of ontologies and modern 

encoding formats which a computer can make use of. The results of this implementation 

will be discussed in terms of the theoretical framework for comparing linguistic and other 

general forms of knowledge. 

The current research has the potential to establish a full research program, that is to 

become field-extensive, touching on all aspects of linguistics. At the same time, such an 

endeavor runs the risk of field-wide rejection because it does not embrace any particular 

theory. The research presented here is intended to be, in a sense, 'inter-theoretical', 

providing the basis not only for the comparison of linguistic data, but also for the 

comparison of various linguistic theories. Though I will not discuss the ontology in this 

latter capacity, I mention it here to speculate on the potential usage of the knowledge 

framework in general. At this point it is also necessary to say some words concerning the 

scope of the present research, in particular to point out its limits. What I will not cover, 

pace phonologists and those concerned with the formal properties of syntax, is an 

ontological characterization of formal linguistics. But in order for the ontology to be rich 

enough to achieve the stated research goals, I must at least lay the groundwork for the 

characterization of various formal concepts. This, however, will be of a very cursory 

nature (see Chapter 5) as compared to the theoretical claims concerning conceptual 

structure and semantics. 
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1.2 Dissertation Outline 

Chapter 2 presents a review of the literature concerning: (1) typological databases, 

(2) ontologies and knowledge engineering, and (3) the Semantic Web. In Chapter 3 I 

present the theoretical background for developing the ontology. I frame the discussion in 

terms of what I call the 'knowledge sort problem', the problem of characterizing 

linguistic knowledge within a general theory of world knowledge. I conclude that the 

knowledge sort problem is best viewed within a conceptualist knowledge model: 

conceptual, semantic, and linguistic. Chapter 4 has the practical aim of adopting an 

existing upper ontology to serve as the basis for the model of world knowledge. I present 

a critical review of three upper level ontologies (SUMO, DOLCE, and Cyc) and argue 

that SUMO may be the best solution for the current project. I also show that aspects of 

DOLCE should be taken into account as well. In Chapters 5 and 6 1 develop the linguistic 

ontology based on the theoretical discussions in Chapter 3.1 motivate each of the 

categories by considering data from various theoretical and typological sources. In 

Chapter 7 I present a Semantic Web implementation of the ontological framework 

developed throughout the dissertation. This also entails a proposal for how various 

linguistic data types can be encoded and searched on the Semantic Web. In conclusion, 

Chapter 8 summarizes the major points and suggests a future research program. 
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CHAPTER 2—REVIEW OF THE LITERATURE 

This chapter provides a review of the literature relevant for the current work, which 

includes quite a varied body of work not representing any single intellectual or theoretical 

tradition. Nevertheless, three broad areas can be identified: typological database projects, 

knowledge engineering and ontology, and issues of implementation. Typology refers to 

the study of language from the perspective of enumerating and classifying various 

grammatical phenomena. Various typological database projects have been implemented 

or described that attempt to encode the results of typological research in a searchable and 

comparable format. The first section will present a review of a few key projects. 

Secondly, knowledge engineering is the practice of codifying and representing domain 

knowledge for some computational purpose. I will focus in particular on the construction 

of ontologies as declarations of domain entities and relationships. The second section, 

then, will present a review of the major themes in this emerging area, especially in the 

context of linguistics. Thirdly, the implementation issues in question concern how to 

merge typological databases with ontologies in a Web context. Therefore, the last section 

of this chapter will address the theory and implementation of the Semantic Web. I will 

not give any review of the various theories of linguistics mentioned in the main part of 

the present work. It should be noted here that I am particularly inspired by the various 

"big picture" works that attempt to characterize the connection of language to the rest of 

knowledge, especially the work of Sapir, Jackendoff, Talmy, and others. 
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2.1 Typological Databases 

Typological databases are collections of linguistic data accompanied by varying 

degrees of description and analysis. In practice, they serve a variety of functions. First, 

they are repositories of data, which can be retrieved for further analysis. As repositories 

they preserve invaluable cultural and scientific artifacts. In addition, they provide a kind 

of quality control for the information about language structure that will become 

increasingly available over time. Second, they can serve as the basis for generating 

specific linguistic theories or for NLP. But above all, typological databases provide an 

excellent forum for the scholarly comparison of linguistic data. Data can be searched in 

order to formulate and test the existence of linguistic universals or typological 

differences. Typological databases can vary according to several parameters, including 

descriptive content, or what aspects of data are included (phonological, morphological, 

syntactic, etc), language coverage (from a single language family to a collection of 

unrelated languages), theoretical stance (functional, cognitive, inter-theoretical), and 

format (SQL, XML, text, etc.). The following paragraphs give a summary of three major 

typological database projects with focus on the characteristics that set each of them apart. 

To begin, there is the Typological Database Project (TDP) described in Monachesi et 

al. (2001). The main goal of the TDP is to be able to query a number of previously 

established databases with a single interface. The existing databases cover a range of 

linguistic topics (e.g., stress type, word order, agreement, aspect, etc.) and were compiled 

by different researchers from a variety of theoretical standpoints. The strategy that the 

TDP employs is to map the internal terminology of each of the component databases to a 
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common metalanguage. The metalanguage is organized to facilitate particular query 

types. 

Metalanguage 
Terminology List 

Properties 
Relations 
Roles 

Linguistic Topics List 
Agreement 

General Definition 
Possible Forms 

Subcases 
Aspect 

General Definition 
Possible Forms 

Subcases 

Figure 2.1—The metalanguage hierarchy in the TDP 

The terminology list includes: terms that describe properties (number, ease, category); 

terms that describe relations (anaphoric and agreement relations) and terms that describe 

the role of certain linguistic elements (controller, target, marker) (Monachesi et al. 2001: 

18-19). This enables search based on the specific use of terminology. But by including 

linguistic topics (agreement, aspect, tense...), a kind of thematic search is enabled. The 

specific types of queries enabled by the TDP include the following , where X is some 

linguistic feature (Monachesi 2001; 27): 

1. How is X defined? 
2. Which languages have X? 
3. Under which conditions does X occur? 
4. Which languages code X via element E? 
5. Arc there languages belonging to family F that have X? 
6. What is the difference between XI and X2? 



20 

The authors point out that some queries are of a direct type, where the desired 

information is encoded explicitly in the database (1 -5), whereas others are indirect, 

requiring some kind of reasoning or extra processing (6). The TDP illustrates the many 

dimensions of linguistic search and that at least some kind of common metalanguage is 

required to bring together disparate datasets. 

Another extensive database project is the Cross-Reference Grammar (CRG) project 

described in Peterson (2000) and Bluhme, Nickels and Zaefferer (2003). The aim of the 

project is to create a generic grammar that can be used to structure and describe data that 

is entered into a typological database. 

A General Comparative Grammar is a grammar that describes each phenomenon of 
an individual language by assigning it its systematic place in the universal space of 
possible linguistic phenomena.. .The Spacc of Possible Linguistic Phenomena 
(typological space) is an n-dimensional space, where n is the number of dimensions 
of variation in which linguistic phenomena can be assigned a place (value). 

Bluhme, Nickels and Zaefferer (2003) 

The project includes the ability to describe metadata (author, language identification, etc), 

though the focus is definitely on data (phonological, morphological, and lexical). The 

power of the grammar lies in the extensive, highly granular system used to categorize 

data as it is input. The authors have carried out an extensive survey of language 

phenomena and created a data schema, resembling somewhat a full feature system. The 

result is an enormous structure with hundreds of possible values, too numerous to 

mention here. The schema is implemented in XML. As data is entered, a decision tree 

guides the description process. If some form is determined to be a predicate, then the user 
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will be have to make choices regarding tense, mode, and aspect. If it is a nominal then, 

linguistic categories specific to nominals will be presented. 

With the description of data, there is an explicit separation of form and content. In 

terms of form, data is organized into various levels of description as shown in Figure 2.2. 

+6 indigenous, non-Roman script 
+5 standardized transcription, transliteration or Roman-based orthography 
+4 sentence-level suprasegmentals 
+3 phonetic transcription 
+2 phonological transcription 
+1 moq)hophonemic structure 

-1 gloss 
-2 complex morphology 
-3 sentence constituents 
-4 literal translation 
-5 free English translation 

Figure 2.2—Level description in the CRG (Peterson 2002: 13) 

The various levels of description allow for very detailed markup of data examples. The 

following example shows how discontinuous morphology is encoded using the levels of 

descriptions provided in CRG (see Level +1). 

l.c\c[ -5 Es hat gekiappt. 
Level +2 £S hat ga.'kkpt 

!.c\el T I 8S ha -t _klap_ -<ga,-, -t> 
Level -1 FRN.3.S.W Ai;x- NrT.3.^ _\\urk_:V -• prep -

Level-2 p. \s'rpliR [••(;( • i-work- M' r. J. s 
Lavei -3 Nl>{SlJB.I} V-FIN \-IM 
Level -5 1t worked.' 

Figure 2.3—An example of the levels of description in the CRG 



Interestingly, Peterson (2002) even gives an example of how German sign language can 

be encoded in the model of description. As for content, data is described according to 

both grammatical and semantic properties. CRG includes an extensive inventory of 

grammatical features of the usual sort (tense, mood, aspect, voice, number, etc.). The 

semantics of data can be described using a linguistically-based ontology. For example, 

consider the choices for the semantics of predicates. Modified from Fellbaum (1993), 

predicates can be of the following (semantic) types: consumption, creation, destruction, 

identification, location, etc. 

The CRG is a fully integrated system with respect to data types. Lexical entries, for 

example, can be related to paradigms and entries can be generated from full (interlinear) 

data examples like those given in the above figure: "The lexicon as such will be replaced 

by a number of 'Lexica' or 'Inventories', each of which is dedicated to one or more 

aspects of an individual entry. The data can be entered separately into the appropriate 

lexicon or can be abstracted to a large extent from the examples themselves and the 

accompanying grammatical description" (Peterson 2000: 93). Simple lexicons can be 

derived by enumerating all the simple roots in the example sets, leaving the choice of 

arrangement criteria to the author. 

Finally, the AUTOTYP project described in Bickel (2002) and Bickel and Nichols 

(2002) is the third database project of note. It is similar to the Typological Database 

Project in that it brings together a number of ancillary projects into a database format that 

can be searched using a single interface. The feeder projects include databases on noun 

phrase structures, morphological alignment, person systems, alienability, etc. (see Bickel 
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2002 ). In contrast to the aforementioned projects, AUTOTYP is a reaction to systems that 

rely on "a static and pre-defined category list which tends to conflict with the data as 

more languages are entered and which restricts the database to research in theories that 

completely sanction the category list" (Bickel and Nichols 2000). The alternative that the 

AUTOTYP project espouses is essentially to allow the authors the freedom to define their 

own terminology based on principle of 'autotypologizing' where "one first checks 

whether the previously established notions are sufficient for this language. If not, new 

notions are postulated.. .and are carefully defined in a definition file, corresponding to but 

separate from the data file containing the actual data for each language" (Bickel and 

Nichols 2000). Hence, one of the primary goals is to discover cross-linguistically viable 

analytical terms. A key enabling feature is the separation of data files from definition 

files. A mapping is maintained from terms to data instances. Data files in AUTOTYP are 

arranged according to some theme (e.g., agreement) and distributed across a network. 

Furthermore, AUTOTYP makes it possible to detect distributional patterns and make 

statistical estimates. Most interestingly however, the authors claim that AUTOTYP 

architecture facilitates the discovery of new categories and combination of types (Bickel 

2002). 

In summary, then, three typological projects were briefly surveyed: the Typological 

Database Project, the Cross-Reference Grammar, and the AUTOTYP project. All three of 

these projects illustrate the feasibility of extensive cross-linguistic comparative databases, 

that facilitate cross-linguistic research. Whereas two of the projects utilize predefined 

terminology sets, only AUTOTYP attempts to allow users to define their own 



terminology. The CRG shows that extensive terminologies can be developed to describe 

a large subset of language phenomena. Furthermore, all the projects mentioned assume a 

relational database format. In contrast, no fully Web-ized typological database has yet 

been implemented. Whereas the three projects reviewed here are certainly very useful 

enterprises, Web access would make language resources maximally beneficial to the 

linguistic community. However, t is not enough to simply transform the extant databases 

into Web server applications. Databases are notorious for becoming increasingly opaque 

to outside comparison over time, even if users are allowed to define their own data 

categories. What is needed is a persistent framework for defining the database structure 

that will also allow individual authors and data providers to manage their own data. Also 

missing is a well-defined language for defining new terms. Simply defining the terms in 

separate files, even if mapping is consistent, introduces problems of terminological 

integrity. 

2.2 Knowledge Engineering and Ontologies 

An "ontology defines the kinds of things that exist in the application domain" (Sowa 

2000: xi), In other words, an ontology makes explicit metaphysical commitments about 

what 'is'. To define the kinds of things in the linguistics domain is the intention of the 

current thesis. But, as anyone mentioning the word 'ontology' should do, I must clarify 

how I intend to use it, as the term may be AT literature's most misused (Bateman 1995). 

But first, I will specify how I do not intend to use the term. In its classical usage, 

'Ontology' (usually written with a big 'o') refers to the philosophical discipline 

concerned with the nature of being, speculative metaphysics, or the general theory of 



knowledge (Freuler 1991: 637). In short, Ontology seeks to determine what it means to 

exist in the world, as evinced by the term's etymology—from the Ancient Greek einai 'to 

be'. Secondly, the term 'ontology' is used in the context of 'formal ontology' (attributed 

to Husserl in his Logical Investigations), which is the merging of intellectual traditions 

from classical Ontology with modem approaches to logic (Smith 1998). Formal ontology 

is an attempt to constrain some system of logic in order to allow for a concrete 

interpretation of its symbols. Uninterpreted systems of logic, such as the predicate 

calculus, are said to be ontologically neutral saying nothing about anything (Sowa 2000: 

492)—although it is precisely this attribute that enables the logical criteria of soundness 

and completeness (Guarino 1995; 9). A formal ontology lays out "a priori distinctions" 

(1) "among the entities of the world (physical objects, events, regions, quantities of 

matter...)" and (2) "among the meta-level categories used to model the world (concepts, 

properties, qualities, states, roles, parts...)" (Guarino 1995: 5). In this second respect, the 

term 'ontology' (written with a small 'o') refers to some engineering artifact. Therefore, 

one may speak of Aristotle's or Peirce's ontology. AI and computer science have co-

opted the term from philosophy to mean roughly what it does in the context of fonnal 

ontology. In its AI sense, then, an ontology is "an explicit specification of a 

conceptualization" where a "conceptualization" is the "set of objects, concepts, and other 

entities that are assumed to exist" in some domain (Gruber 1995: 908). This, and not the 

other uses mentioned above, is how I intend to use the term 'ontology'. It should be noted 

that the term, 'ontology' is often used to refer to simple taxonomies or to informally 

speak about the conceptual domain in a database system. I will also avoid this usage. 



What then does an ontology look hke? As an engineering artifact, an ontology 

consists of a set of axiomatic assertions in some (logical) language about the problem 

domain. For example, ontologies specify a domain's concepts (referred to variously as 

categories, classes, universals, etc.) as well as its instances (also called individuals or 

particulars). The axioms in (2.1) represent typical axioms found in an animal domain. 

(2.1) 

{subclass Animal Entity)^ 

(subclass Bird Animal) 

(instance Tweety Bird) 

The SUBCLASS predicate performs two functions simultaneously: it declares the existence 

of a particular concept and names what subsumes it. Thus, ANIMAL represents the class of 

entities that have particular "animalish" properties. Concepts are time independent, 

meaning that the ANIMAL has always and will always exist. This contrasts with instances 

which are inherently time dependent, coming into and passing out of existence. 

Ontologies also specify the allowed relations between entities, including functional 

relations, as in (2.2-2.3). 

(2.2) 

(=> (instance ?X Bird) (flies ?X)) 

(forall (?X) (subclass ?X Entity)) 

^ Axioms in this dissertation will be given in Knowledge Interchange Format (KIF) (Genesereth and Fikes 
1992). A short introduction to KIF will be given in Chapter 3. 



(2.3) 

(instance SizeFn UnaryFunction) 

(domain SizeFn 1 Animal) 

(range SizeFn UnitOfMeasure) 

This first axiom in (2.2) can be read, "if something is an instance of the concept BIRD, 

then it flies". The second axiom reads, "everything in the ontology is a subclass of 

ENTITY". The set of axioms in (2.3) specifies a function called SIZEFN which takes some 

instance of the concept ANIMAL and returns a unit of measure. Critically, such axioms 

specify the necessary and sufficient conditions for defining each concept in an ontology. 

An ontology without such axioms is just a taxonomy. 

The study of ontologies in the AI or computer science sense is part of the more 

general domain of'knowledge engineering'. Knowledge engineering is the practice of 

encoding human knowledge in artificial systems in hopes of achieving artificial 

intelligence. For example, the Cyc Project (Lenat and Guha 1990) is an ongoing effort to 

encode millions of axioms for the purposes of general reasoning about individual 

scientific domains and for language processing. Knowledge engineering necessarily deals 

with issues of content—what kinds of knowledge to encode—and representation—what 

format or knowledge structures to use. There have been a variety of approaches to 

knowledge engineering including the use of formal systems of logic (McCarthy 1968), 

frame-based systems (Minsky 1975), and object-oriented paradigms. The mainstream in 

the early years of knowledge engineering research (1960s-1980s) did not include the 
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explicit use of ontologies as part of the computational machinery. But parallel 

developments in the early 1980s suggested that certain problems in AI could be 

addressed by borrowing the idea of a formal ontology from contemporary philosophical 

research (Guarino 1995: 8). Currently, the state of the art in knowledge engineering 

includes ontologies as crucial systemic constructs. According to Sowa (2000: 132) 

knowledge engineering is "the application of logic and ontology to the task of building 

computable models of some domain for some purpose". In this context, the phrase 

'ontological engineering' is often used with respect to the development of ontologies. 

Guarino (1995) discusses how traditional representation systems (first-order logic, frames 

and object oriented systems) are neutral as to ontological commitment. Without an 

ontology, the intended meaning of concepts in a knowledge base is totally arbitrary, 

merely a formal specification. Essentially, what is required is a "meta-level" description 

of concepts and relations in order to situate them in the context of common-sense reality 

(Guarino 1995: 9). As an example of why an ontology is important, consider what is 

required to represent the notion of a 'red ball'. 

At the 'logical level', a plausible representation maybe 3x. Ball(x) A Red(x). At the 
'epistemological level' ... a good choice may be to consider 'Ball' as a concept and 
'Red' as a filler of a 'Color' role.. .However, since the ontological assumptions 
underlying the meaning of concepts and roles are not made explicit, nothing prevents 
another user to adopt a different choice: for instance, both 'Ball' and 'Red' may be 
considered as concepts, with no role at all. If we want to improve knowledge sharing 
and reuse, we should be able to somehow restrict the set of possible choices. 

Guarino (1995: 12). 

Guarino proposes a level of analysis—the "ontological level"—w-here metaphysical 

commitment is made explicit. The ontological level specifies what entities and 



relationships can exist in the represented domain, a way in which to "'carve up" the real 

world. It ensures that a physical object like BALL is a concept while a property like RED is 

a role or property. 

In tenns of design, knowledge systems (also called expert systems) include a number 

of components. Most important is the knowledge base itself, consisting of the main 

knowledge store, a collection of facts about some domain, and (optionally) an explicit 

ontology. In many cases a knowledge base is a collection of axioms, frames, or objects 

(depending on the type) optimally organized to be used by a particular tool, usually a 

symbolic reasoner. Of course in any knowledge system, there is an implied ontology. 

That is, by giving an axiom which includes the notion of BALL, e.g., 3x. Ball(x) 

A Red(x), the assumption is that there are indeed things in the domain represented by 

BALL and which have certain properties. A symbolic reasoner can derive new knowledge 

that is not encoded a priori in the knowledge base. From a philosophical point of view, 

some ontologies are meant to represent objective "scientific" reality, the actual structure 

of what can be. These ontologies make explicit what must hold in order for there to be a 

reality to begin with, e.g., that events have objects as participants or that material objects 

persist through time. I will reserve the term ' formal ontology' for this type. A formal 

ontology is objective in the same sense that scientific inquiry, such as physics, attempts to 

be objective. In the tradition of Husserl, formal ontologies are based on 'mereology', the 

theory of parts and wholes, and 'topology', the theory of contact, separation, and 

connectedness of physical objects (Smith 1995: 644). Formal ontology is also concerned 

with the precise characterization of temporal theory in order to represent and reason 



about time. Formal ontology establishes a fundamental distinction between what Aristotle 

called 'substance' and 'accident' (ibid; 662). Substance refers to physical objects that 

persist througli time and have permanence. Accidents are the processes that "unfold 

through time" and are "existentially dependent upon their substances" (ibid; 662). 

A distinction can be made between formal ontologies, ones based on objective 

reality, and ontologies constructed upon conceptualist/mentalist grounds (Bateman 1995). 

I will refer to an ontology of this second type as a 'natural ontology', using 'natural' in 

the same sense as 'natural kind', that is, in reference to cognitive, rather than objective, 

reality. Natural ontologies are used in AI to reason about common-sense knowledge and 

do not purport to make strong metaphysical commitments, in contrast to formal 

ontologies. A natural ontology, for example, may base the concept ANIMAL more on how 

humans perceive living things in general, rather than on how science classifies them. 

The basic approach of the A.l. naive physicists is to take a sampling of deductive 
inferences from a given domain and to see how formal languages can be developed 
in which the relevant knowledge can be axiomatically expressed and the relevant 
inference procedures formally captured. 

Smith and Casati (1994; 227) 

This approach to conceptual analysis, at least in the AI tradition, has its roots in Gestalt 

psychology and is referred to as 'naive physics', 'qualitative physics', and 'common-

sense metaphysics' (see Smith and Casati 1994; Smith 1995). Gangemi et al. (2002) 

argue that mentalistic approaches have merit especially when designing ontologies for 

general reasoning. To illustrate the preference, they give the example of an arrangement 

of stars what we term constellation. They argue that the notion of a constellation only 

makes sense in terms of a natural ontology; that is, it is a human concept, different, they 



argue, from just a collection of stars. It represents "a cognitive entity dependent on the 

way we perceive some particular arrangement of stars" (ibid: 2). A natural ontology is 

"not a strictly referentialist metaphysics related to the intrinsic nature of the world..." but 

refers to "cognitive artifacts ultimately depending on human perception, cultural imprints 

and social conventions (a sort of'cognitive' metaphysics)" (ibid; 2). Smith (1995) gives 

an in-depth analysis of such ontologies relative to formal and other types of ontologies. 

Smith argues that natural cognition (language, vision, and psychological activity in 

general) relates to a culturally-neutral, persistent common-sense world, the world in 

which humans exist and operate. This may be regarded as the strong version of 

'common-sense realism' which contrasts with strict 'nominalism' on the one end (the 

denial of the mind) and 'subjective realism' on the other, that "the world exists by virtue 

of our mental activity" (ibid). Examples of what I am referring to as a 'natural ontology' 

include: the Cyc ontology (Lenat and Guha 1990), the Descriptive Ontology for 

Linguistic and Cognitive Engineering (DOLCE) (Gangemi et al. 2002; Masolo et al. 

2002), and the Suggested Upper Merged Ontology (SUMO) (Niles and Pease 2001). 

There is yet a third type of ontology, which can be taken as an extension of the 

second, what I call a 'linguistic ontology'. With linguistic ontologies concepts are based 

on grammatically relevant criteria. For example, consider again ANIMAL, which in a 

formal or natural ontology would include zebras, newts, and cows. In a linguistic 

ontology, ANIMAI. might not include certain individuals that we objectively know are 

animals, if, for example, they are considered 'holy', 'unclean', or otherwise marked 

linguistically. An ontology of objects classified according to the pro to-Bantu noun class 



system or a theory of spatial relations based on German prepositions would be further 

examples of linguistic ontologies. Linguistic ontologies vary widely as to their formality, 

but often just encode taxonomic relations. Even though they are not intended to represent 

the object or cognitive world, linguistic ontologies arc quite useful as processing 

resources: for text understanding (Bateman 1990; Bateman et al. 1994; Herzog and 

Rollinger 1991); for machine translation (Hovy and Nirenburg 1992); and for common -

sense reasoning (Hobbs et al. 1987; Dahlgren, McDowell and Stabler 1989; Nirenburg 

and Raskin 2001). The most well-known and most successful example of what could be 

considered a (proto) linguistic ontology is WordNet (Fellbaum 1993). WordNet is a 

lexical semantic resource containing extensive taxonomic structure: information such as 

'a dog is a kind of animal' or 'to run is a way to move'. The authors of WordNet intended 

to base WordNet's categories on psychological reality, more in line with a natural 

ontology, even though its organization turns out to be highly specific to English. 

Oltramari et al. (2002) demonstrate that a substantial transform of WordNet's upper 

concepts is needed in order for it to be used directly as a general purpose (natural) 

ontology, e.g., for reasoning about common sense. 

A more systematic attempt at a linguistic ontology, at least from the standpoint of 

knowledge engineering, is the Generalized Upper Model (GUM) (Bateman 1990; 

Bateman et al. 1994). GUM is designed at "a level of abstraction between surface 

linguistic realizations and 'conceptual' or 'contextual' representations" of natural 

language, where categories are not based on extra-linguistic concepts, but are "bound to 

the semantics of a grammar" (Bateman, Henschel, and Rinaldi 2001). As such, the GUM 
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is intended to be used specifically for NLP tasks, such as language generation, and not for 

general reasoning. As an example of a linguistically-motivated category, Bateman, 

Henschel, and Rinaldi (2001) quote an example from Whorf (1956): "We can say 'I live 

in Boston' but not 'That's Boston-I live in it'". Thus, Whorf argues that names of cities 

belong to distinct, albeit covert, categories separate from other proper names with which 

personal pronouns can be used. Thus, such linguistic categories can be used in language 

generation systems to ensure that sentences such as the one adduced by Whorf are not 

produced. Examples taken from the Upper Model concept hierarchy include the concept 

TIMEINTERVAL with the instances PAST, PRESENT, FUTURE. These categories are clearly 

linguistically motivated, based on the tense categories of English. Compare this to an 

ontology of time concepts based on objective reality, e.g., the temporal notions of 

BEFORE, AFTER, OVERLAP, and ENDPOINT (see Allen and Hayes 1985.) 

There are a number of works in machine translation that construct linguistically-

motivated ontologies to be used as interlinguas. Hovy and Nirenburg (1992), for 

example, construct a linguistic ontology, largely based on the lexical semantics of 

individual languages. An ontology, according to their usage, is a collection of terms that 

represent individual meanings, for example, 'kill' or 'steak', organized into a taxonomy. 

The taxonomy is motivated by individual grammars. So, for example, they posit the 

category COUNTABLEOBJECT to subsume all meanings that show up in English as 

referents of countable nouns. Their ontology actually represents a mixed case, having 

some characteristics of a natural ontology. In fact, COUNTABLEOBJECT is a perfectly good 

category for a natural ontology because it does represent a very general criterion by 
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which objects are conceptualized. But what is important in classifying this ontology more 

as a linguistics ontology is that categories such as COUNTABLEOBJECT are motivated from 

language data. Furthermore, Hovy and Nirenburg (1992) say that the interlingua/ontology 

is based on function, not form. Whenever possible, language-dependent structures are 

avoided. For example, instead of encoding the syntactic characteristics of the passive 

voice, they choose to focus on why the passive was used in the first place. 

Bateman (1997) surveys several ontologies used for NLP and classifies them into 

three categories: (1) conceptual ontologies which are purely language-independent 

reflecting the structure of the world (including what I call formal and strictly natural 

ontologies); (2) mixed ontologies in which there is "no extensive treatment of the 

relation between the world knowledge ontology and grammar and lexis" (ibid: 9); and (3) 

interface ontologies which reflect an "abstract organization underlying our use of 

grammar and lexis that is separate from the conceptual, world knowledge ontology, but 

which acts as an interface between grammar and lexis and that ontology" (ibid: 5). 

Other than language processing, linguistically-motivated ontologies play a key role 

in some lexical theories, for example, Generative Lexicon Theory (Pustejovsky 1991; 

Pustejovsky 1995). Pustejovsky (1995) argues that the composition of some lexical item 

may be partly described in terms of its 'qualia structure'. Qualia refers to those aspects of 

meaning that give a word its "constructive understanding and inference" (ibid). In short, 

qualia are those aspects of word meaning that give a lexical item its role in an ontology. 

The qualia structure of a lexical item includes what Pustejovsky calls its constitutive, 

formal, telic, and agentive roles. 
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book 

ARGL = x:info 
ARGSTR = ARG2 - y:physobj 

info-physobjlcp 
FORMAL = hold(y, X) 

QUALIA - jELic = read (e, w, x) 

AGENT = write (e, v, x) 

Figure 2.4—Qualia structure for hook 

The constitutive role refers to the relation between the lexical item and its constituents, 

such as its material, parts or components, and weight. In this case it indicates that a book 

is a physical object. The formal role contains those features that distinguish hook within a 

larger domain, such as its orientation, magnitude, or shape. The telic role refers to the 

purpose and function of book, such as the fact that a book exists to be read while a hat 

exists to be worn. Finally, the agentive role encodes factors involved in the origin of 

hook. For example, a cake comes about from baking or a car from manufacturing. By 

incorporating the various facets of qualia structure, Pustejovsky asserts that a lexical item 

contains much information that was traditionally considered extra-linguistic in nature. 

The categories proposed as values of the qualia are based an a linguistically-motivated 

ontology. Pustejovsky's work is part of a larger research program which relies on 

elaborate type hierarchies to structure the lexicon (see Briscoe, Copestake, and De Paiva 

1993). One benefit of this approach is that certain kinds lexical ambiguity can be resolved 

by relying on the ontologically-based type system. 



Another theory of the lexicon that relies on a linguistically-motivated ontology is 

Naive Semantics (Dahlgren, McDowell and Stabler 1989; Dahlgren 1995). According to 

Naive Semantics "...a linguistically-motivated ontology for natural language 

processing.. .demonstrates that a single common-sense ontology produces plausible 

interpretations at all levels from parsing through reasoning" (Dahlgren 1995: 809). 

Dahlgren (1995) compares "world-related" ontologies (formal ontologies) with "human-

related" ones (natural/linguistic ontologies) and argues convincingly that the latter are 

more productive for language processing. According to Dahlgren, a linguistic ontology 

provides the distinctions that are needed for "syntactic and word sense disambiguation, 

formal semantic interpretation, temporal reasoning and discourse reasoning" (ibid; 810). 

Categories in the ontology are motivated directly from word senses and, as Dahlgren 

argues, are "likely to have a sustained value", that is, be language independent and useful 

for machine translation. This last claim has not been substantiated. One example used by 

Dahlgren to show that the ontology should be linguistically motivated concerns the 

conflation of certain categories to satisfy the selectional restrictions of verbs (ibid; 812). 

JOHN, SECRETARY, and UNITEDNATIONS are classified together as instances of the concept 

SENTIENT, a top level category in the ontology. Dahlgren goes so far as to say that "a 

linguistically-based ontology corresponds to the way people think about objects" (ibid; 

810), a Whorfian statement if there ever was one. While it may be true that a well-

constructed linguistic ontology can provide an enormous boost for NLP, it does not 

follow that such a resource has any bearing on the way people think. 



2.3 The Vision of the Semantic Web 

The current World Wide Web has the potential to become a primary source for 

storing and accessing data of all types, including traditional textual data, but also audio 

and video data. At the moment, however, the Web is designed to be human readable; its 

content is marked up in such a way that Web browsers can display data in a meaningful 

way to humans. As such the Web is not meant for machine consumption. For example, 

consider the difficulty that current Web search engines have in processing search queries. 

While search engines may return impressive results, their levels of precision and recall 

fall far short of the standards that arc expected of expert information extraction systems. 

The limitations of search capability preclude the use of natural language processing tools 

such as robust question-answering programs. Furthemiore, searches over data that are 

anything but text-based are simply not possible. This is a summary of first generation of 

Web technology. Already, though, we are moving into the second generation. 

One way to surpass current Web performance is to endow machines—known as 

'Web agents'—with more computational power, making them, in effect, more human

like and better able to deal with human-readable Web content. While the development of 

smarter Web agents is certainly an active research program within artificial intelligence, 

the results have not kept pace with the needs of the Web community. An alternate 

solution is to focus on transforming data into a more machine-friendly format. The 

second scenario docs not imply that human-readable data will disappear. On the contrary, 

machines (second generation browsers) will be able to display data for human 
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consumption in an even more meaningful way. The requirements for this type of Web 

include new technology in markup languages, a Web infrastructure formed around 

meaning (not display), and new tools for navigating, searching, and publishing Web data 

(Bemers-Lee, Hendler, and Lassila 2001). The second generation Web is coming to be 

known as the 'Semantic Web' (Bemers-Lee 1999). As such, the Semantic Web may be 

regarded as the largest knowledge engineering project to date. (Sec also the various 

papers published by the World Wide Web Consortium"^. 

The first requirement for the Semantic Web is a new generation of markup 

technologies. Markup is defined as the annotation of data for the express purpose of 

adding meaning. The term 'meaning' should be interpreted broadly here. To a Web 

browser, markup contains the meaning of how certain data are to be displayed. To a 

search engine or some intelligent Web agent, markup provides another kind of meaning, 

namely meaning for the disambiguation and interpretation of data. The markup 

technology that has had the most profound effect on the Web is extensible Markup 

Language (XML).^ With XML comes the ability to create markup to suit the demands of 

specific data and the protocol of individual Web agents. That is, unlike HTML which has 

a limited pre-defined inventory of tags, XML is 'extensible'. Some examples of well-

formed XML arc given in (2.4). 

" See http://www.w3.org/2001/SW/ for a list of readings. 

' See http://www.w3.org/XML/ for an XML tutorial. 
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(2.4) <cheese>gouda</cheese> 

<hat type="beret"/> 

<alien home="Venus">Zaphoid</alien> 

With this increased freedom, there is a need to specify how agents should interpret XML 

content. Simple XML provides no way of saying anything about the meaning of its 

elements. Resource Description Framework (RDF) is the markup standard that allows 

this (Lassila and Swick 1999). A 'resource' is anything that can be identified on the Web, 

such as a webpage, or an individual XML element or value. RDF provides the 

mechanism to make statements about Web resources; it is an infonnation model meant to 

convey that something represents something else. RDF provides the syntax for basic 

entity-relationship graphs, semantic nets without the ability to declare concepts. Consider 

the example in (2.5). 

(2.5) <rdf:Description rdf:about="http://www.u.arizona.edu/~farrar"> 
<title>My Homepage</title> 
<editor>Scott Farrar</editor> 

</rdf:Description> 

The RDF example may be glossed as, "There is some resource, a webpage, entitled 'My 

Homepage' and edited by 'Scott Farrar'". RDF is a structuring format (a syntax) for 

markup and is itself XML. The use of RDF enables a standard way of making statements 

about resources, in the form of subject—predicate—object, that is, entity—relationship— 

entity. What is important to notice about RDF's information model is that a Web resource 

is allowed to be anything that can be symbolically referred to on the Web—a person, an 

event, or an idea—not just webpages, strings or numbers. The Semantic Web, then, is a 

http://www.u.arizona.edu/~farrar
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collection of resources with a set of associated relations among them, where the relations 

can be of any type (Guha, McCool, and Mill 2003). 

The development of XML and RDF is only the first step in assigning meaning to 

Web content. The second step includes the formation of semantic resources which will 

act as repositories of knowledge about particular domains. The primary semantic 

resources on the Web will be ontologies, enabling the Web to be transformed into a 

highly structured knowledge system: "[T]he... Semantic Web hinges on the possibility to 

use shared vocabularies for describing resource content and capabilities, whose semantics 

is described in a (reasonably) unambiguous and machine-processable form" (Masolo ct 

al. 2002; 6). A Web ontology is intended to be much more than just a controlled 

vocabulary, that is, more than just a pre-defined set of terminology. Ontologies on the 

Semantic Web will require "explicit representation of ontological commitment" and "rich 

axiomatization" (ibid). According to Masolo et al. (2002), the ontologies envisioned for 

the Semantic Web fall into two categories; the so-called 'lightweight' ontologies (often 

just taxonomies) that provide "semantic access to a specific resource", where the 

meanings of terms are already known; and 'foundational ontologies' that are to be used to 

help Web agents "negotiate meaning" or to establish a consensus between human users 

and agents. One of the aims of the Wonder Web Project^ is to develop foundational 

ontologies through which future lightweight ontologies and other projects, such as 

WordNet, may be evaluated or compared. 

^ See http://wonderweb.semanticweb.org/deliverables/D17.shtml 
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An emerging Web standard for encoding ontologies is the Web Ontology Language, 

often referred to as "OWL"/ Web ontologies are ontologies in the AI sense in that they 

provide the means of making explicit a conceptualization of a domain. Example (2.6) 

shows the use of OWL in defining the concept WINE. 

(2.6) <owl:Class rdf:lD="Wine"> 
<rdfs:subClassOf rdf:resource="#PotableLiquid"/> 
<rdfs:label xml:lang="en">wine</rdfs:label> 
<rdfs:label xml;lang="fr">vin</rdfs:label> 

</owl:Class> 

(from Smith, et al. 2002) 

The statement declares WINE to be an OWL class (i.e., concept) and a subclass of 

POTABLELIQUID. It also declares WINE to have the English label "wine" and the French 

label "vin". Ontologies provide the additional functionality of enforcing type restrictions 

in free-form XML. Referring to example (2.5), the value of the element <editor> can be 

assured to be an instance of the class HUMAN. Web ontologies are meant to be semantic 

resources that a particular Web community, often called a 'community of practice', 

accepts as standard. It is hoped that communities of practice will spring up around well-

constructed ontologies much in the way that Web communities today form aroimd 

common tools. 

Finally, the creation of a new generation of tools is also crucial to the success of the 

Semantic Web. The most promising arc tools that enable "smart" searching over 

Semantic Web data. Ultimately what is desired is a move away from text-based search 

(and a text-based Web) to semantics- or concept-based search. Consider the results of a 

^ See http://www.w3.org/TR/owl-guide/ 
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query on the current Web using the Google^ search engine, which is considered to be one 

of the best. A search for the composer 'Yo-Yo Ma' returns 136,000 pages, the first 500 of 

which, according to Guha, McCool, and Miller (2003), refer to the actual composer. But 

when a search was executed using one of the authors' names, Eric Miller, the first 20 

pages out of 1,400,000 hits referred to 16 different people. This example from Google 

illustrates the shortcomings of the current Web, where most information retrieval is done 

using uninformed string matching. Currently, promising research on question/answering 

technology is being conducted which enables semantic search through natural language 

queries (Pasca and Harabagiu 2001). For example, Who is Yo-Yo Ma? would return quite 

a different result from Where is Yo-Yo Ma from?. The ability to luiderstand the intended 

meaning of the user's query is currently not possible, though there is growing body of 

research on this issue, especially research coming out of the Text Retrieval Conference 

(TREC)^ 

® http://www.google.coin 

' http;//trcc.nist.gov 
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2.4 Summary 

In summary then, 1 have reviewed three areas of research which seem ripe for 

integration into an interdisciplinary effort: typological databases, knowledge engineering 

and ontology, and the development of Web agents and markup technologies. Each of 

these research areas could benefit from the one another. First, there is a need in the 

typological database community for interoperability among stand-alone systems. This can 

be achieved via the use of ontologies and adherence to the principles of knowledge 

engineering, thus allowing seemingly disparate databases to "talk" to one another. Then, 

in order to implement such a system on broad scale, the emerging technology of the 

Semantic Web can be applied. Second, for knowledge engineering and the development 

of ontologies, there is a need to develop repositories of human knowledge. Studies in the 

typology of language can be used to lay out the realms of possibility for semantics and 

guide the development of related common-sense ontologies and knowledge bases, e.g., 

knowledge bases concerned with spatial, visual, or reasoning capacities of humans. The 

results can be applied to machine translation, question-answering, and other NLP 

problems. Finally, for the vision of Semantic Web, there is a need for 'proof of concept'. 

That is, there is a need for implementations in various scientific domains which 

demonstrate the scalability of the Semantic Web architecture. Since linguistics is 

concerned with language data, the type of data which already has a large Web presence, 

converting that data to a Semantic Web compatible format is readily achievable. The 

claim is that linguistics will aid in proving that the Semantic Web is a viable option for 



representing data of all kinds, especially concerning human behavior. The hope, then, is 

that the integration of these three research areas will enable unprecedented data-driven 

research in linguistics and pave the way for the kind of expert system described in 

Chapter I. 
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CHAPTER 3—LINGUISTIC KNOWLEDGE IN THE BROADER 

CONTEXT 

This chapter will serve as a theoretical prelude to the proposed ontology described in 

the following two chapters. As such, there are two things that should be accomplished. 

First, the notion of what counts as pure 'linguistic knowledge' should be properly framed 

against that which is fundamentally 'non-linguistic'. I will define linguistic knowledge as 

the knowledge internal to a linguistic system which has no relevance outside the domain 

of language. For example, the knowledge of when to use a particular agreement marker 

and, in general, the knowledge of linguistic categories can be considered to be purely 

linguistic. Non-linguistic knowledge on the other hand is simply everything else, such as 

the fact that humans are mortal or that hollow things can be containers. It has been argued 

that general or world knowledge is not relevant to language, especially concerning the 

more autonomous processes of language, syntax and the other generative mechanisms in 

particular (Chomsky 1965, 1975). But the difficulty in drawing such a categorical 

distinction between the two knowledge sorts has been noted many times (Bolinger 1965; 

Jackendoff 1983; Lakoff 1987; Langacker 1987). Currently there is no consensus on this 

issue, except perhaps that there is in fact some kind of linguistic/non-linguistic distinction 

to begin with (Marconi 1997). I will henceforth use the phrase 'knowledge sort problem' 

to refer to the general issues surrounding the demarcation of linguistic and non-linguistic 

knowledge. The knowledge sort problem has received the most attention in works which 

concern the lexicon, e.g., lexical entailments and argument structure (Bierwisch and 
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Shreuder 1992; Pustejovsky 1995). Though in order to build computational models for 

language processing which are practical enough for implementation, the problem must be 

dealt with head on, as discussed in Lang (1991). 

The second order of business in lading the theoretical groundwork is to make a 

philosophical commitment to the nature of knowledge in general. I will argue for a 

stratified approach to knowledge representation/engineering in which there is an explicit 

separation of the kinds of knowledge mentioned above, though I will also show that there 

is a systematic connection among them. I will suggest that language is necessarily 

grounded in more general kinds of knowledge and that a discussion of the meaning of 

linguistic categories must include a characterization of such knowledge. The stratified 

approach to knowledge engineering includes an ontology with multiple layers: 

world/conceptual, semantic, lexico-grammatical, and form. In this view world/conceptual 

knowledge is prior to that of language, especially meaning in language; language reflects 

our experience with the world and the meanings of utterances are grounded in that 

experience. The proposed ontology, therefore, is one means whereby the knowledge sort 

problem can be addressed directly. 
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3.1 The Knowledge Sort Problem 

Knowledge refers to the body of structured information that is necessary for 

reasoning and cognition. Speaking very generally, there is world knowledge which is far 

removed from linguistic capacity. That Timbuktu is a major city in Mali is a fact about 

the world, and so is the fact that a feather is lighter than a canon ball. Neither of these, 

however, affect language. Other than such facts stored in long-term memory, there is also 

knowledge of a more fundamental or conceptual nature, that knowledge we use for 

certain cognitive tasks. For example, for the visual recognition of physical objects, a 

knowledge of edge boundaries and surfaces is crucial (Marr 1982). Furthermore, there is 

knowledge concerning categorization, such as that fact that dogs are animals or that 

tomatoes are edible. The work of Rosch (1978) is well known concerning the cognitive 

implications of such knowledge. Whether knowledge is "hard-wired" like our knowledge 

of edge boundaries, or whether it is recorded in the long-term memory, like factual 

knowledge, it seems to have little to do with language, at least from the perspective of 

extreme autonomous linguistics. 

At the other end of the continuum is linguistic knowledge. If any aspect of language 

can be considered pure linguistic knowledge, then surely it is the knowledge of form. 

Sapir (1921) refers to linguistic form as the "elements of speech" or "written symbols" 

which stand to represent such speech. Or, according to Chomsky (1965), linguistic form 

is the result of "linguistic performance". Linguistic form includes the phonological, 

written, or signed realization of the mental objects, e.g., the speech event that may bo 

transcribed as [kai:t] or the production of the written form kite. Only the very few 



onomatopoeic forms which appear in some languages could be considered to be based in 

world knowledge, namely, how something actually sounds. The point, trivial as it may 

be, is that the arbitrary pairing of form and meaning is purely linguistic. A main theme of 

generative linguistics has been that a knowledge of syntax is particular to language and 

not affected to any considerable extent by world knowledge (Chomsky 1986; Halle and 

Marantz 1993; Hale and Keyser 1993; Harley and Noyer 2000). There are many cases, 

however, in which this strict separation seems to break down—an aspect of the 

knowledge sort problem. The remainder of this section is devoted to exploring a few of 

these cases, especially concerning the lexicon, but also concerning grammatical 

categories such as ease and word classification systems. 

When discussing the lexicon, both from a theoretical and computational standpoint, 

the knowledge sort problem is omnipresent. This is perhaps due to a tacit understanding 

that both kinds of knowledge are needed to say anything reasonable about the meanings 

of words. The lexicon, in a sense, is a kind of "bridge between a language and the 

knowledge expressed in that language" (Sowa 2000; 3). In the domain of lexicography, 

the knowledge debate is often centered on whether a definition of a word should be more 

dictionary- or encyclopedia-like (Wilks 1996). In the dictionary approach, meanings of 

words are characterized by minimal reference to non-linguistic knowledge and a strict 

separation is maintained (see Wicrzbicka 1996). By contrast the encyclopedic approach 

advocates that the meanings of words should be accounted for in terms of both linguistic 

and world knowledge (see Marconi 1997). 



Lexical semantics is also concerned with the knowledge sort problem, especially in 

the context of how words participate in certain syntactic alternations. Consider how the 

verbs in (3.1) subcategorize for certain kinds of arguments. 

(3.1) John broke the window 
The window broke. 

John painted the house. 
*The house painted. 

What is important to realize is that the verbs break and paint belong to different 

conceptual categories. A 'breaking' event is something that could be brought on by non-

volitional forces such as the wind, but not so for an event like 'painting' event, which 

must take a volitional, human agent. I claim that the argument structures of such verbs 

are at least partly determined by how the world works, perhaps more non-linguistic than 

linguistic (see Marantz 1997). A competing hypothesis is argued by Hale and Keyser 

(1993), who argue that lexical argument structure is a reflection of the syntax, contra the 

view taken in Chomsky (1981) that part of syntax is projected from the lexicon. So by 

extension, argument structure cannot have access to knowledge of the world, according to 

Hale and Keyser (1993). This situation accords with the traditional view of the lexicon as 

"an appendix of the grammar, a list of basic irregularities" (Bloomfield 1933: 274). Such 

assumptions are also inherent in late-insertion theories such as Distributed Morphology 

(Halle and Marantz 1993). In late-insertion theories, syntax (strictly linguistic 

knowledge) is seen as the determining factor for the structure of words. The lexicon 

contains morphemes and any idiosyncratic items like idioms or unanalyzable words. 

Lexical insertion applies only after morphological structure rules take effect, and the 
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main function of lexical insertion is to supply phonetic features to morphemes. The 

lexicon must be searched for the underspecified entry that best matches the 

morphosyntactic features supplied by the syntax. 

At the other end of the continuum are theories that espouse a rich description of 

lexical entries, including access to non-linguistic knowledge and computational 

mechanisms. The following sums up the rationale for such an approach: 

One of the primary methodological motivations for wanting to import tools for 
computational description and manipulation of knowledge into the study of 
lexical semantics is being able to separate the different levels of representation of 
word meaning. 

Pustejovsky and Boguraev (1994: 296) 

I am not so concerned with the issue of there being generative devices within the lexicon, 

instead, the work of Pustejovsky and others in the Generative Lexicon paradigm assume a 

rich lexical structure with open access to world knowledge. As discussed in Chapter 2, 

the Generative Lexicon incorporates an ontology to develop a theory of qualia in which 

lexical items are described in rich detail, that is, according to non-linguistic knowledge. 

This addresses a fundamental problem in semantics, namely lexical choice and, in 

particular, when the choice is motivated by non-linguistic factors. Whereas speakers of 

German know that the transitive verbs legen ('to lay'), setzen (to sit), and stellen (to 

stand) are used to mean 'displacing some object in space', it is ultimately the shape of the 

displaced object and its canonical orientation that determines which of the three verbs is 

used. This pattern is fairly systematic in German as there is not generic term 

corresponding to English put. How the knowledge of shape is linked to grammar is what 

is at issue here. 



The knowledge sort problem is most acute when it comes to computational 

implementation of lexicons. The NLP systems described in the literature illustrate a 

variety of approaches to the issue of knowledge separation in the lexicon. First of all, 

Conceptual Dependency theory (see Schank 1973; Schank and Abelson 1974; Schank 

1975) displays an integrated approach to knowledge. In particular Conceptual 

Dependency was concerned about the kinds of inferences that could be generated based 

on the use of a particular lexical item. The verb eat, for example, was encoded as an 

instance of the conceptual primitive INGEST. The NLP system could then reason that the 

agent had put something in his mouth and that the theme would be inside the body of the 

eater. The point is that this theory maintained that such primitives and accompanying 

inferences were necessary to the meaning of cat. In Hobbs et al. (1987) and in related 

work on the TACITUS system (a natural language reasoning system), the authors 

emphasize a non-modular approach to NLP mixing linguistic axioms with background 

knowledge. In fact Hobbs et al. (1993) go as far as to say that a "knowledge of syntax is 

just one kind of knowledge of the world". 

The lexicon is not the only domain of linguistics in which the knowledge sort 

problem is relevant. Certain issues in morphosyntax, for example, could benefit from a 

better understanding of knowledge in general. Consider the various 'classifier systems' 

found in a substantial percentage of the world's languages (Aikhenvald 2000: 3). 

Classifiers have the effect of forming grammatically coherent groups of nouns according 

to semantic, morphosyntactic, or phonological criteria. The marker itself may appear as 

an affix on both nominals and «o«-nominals (verbs, adjectives, determiners). 
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Classification can be based solely on the local linguistic system, for example, the systems 

of 'grammatical gender' found in many European languages including German, core 

Romance, and Russian (Aikhenvald 2000: 25). In most cases it is difficult to determine, 

using anything but strictly linguistic knowledge, the category to which some noun 

belongs. Consider the German case where the grammatical gender system is based partly 

on derivational morphology. For example, words ending in ~ung, the denominal suffix, 

are always feminine. The situation is similar in Qafar and Hausa where the classification 

is based on whether the word has a particular phonological property, e.g., whether the 

word ends in a vowel (ibid). But all of these languages contain a core set of nouns that 

are classified according to the conceptual properties of what the words designate, that is, 

non-linguistic knowledge. Corbett (1991) and Aikhenvald (2000) give extensive accounts 

of languages in which the classification is based on purely semantic grounds. Languages 

that base the classification purely on these kinds of criteria are numerous, including 

Dravidian languages (Tamil), North-East Caucasian languages (Akhvakh), Algonquian 

languages (Ojibvva), and South Australian languages (Dyirbal) (Aikhenvald 2000: 23). 

The much cited Dyirbal system consists of four classes: gender 1—male humans and 

non-human animates; gender 2—female humans, water, fire, fighting; gender 3—non-

flesh food; gender 4—everything else (data from Dixon, cited in Aikiienvald 2000: 23). 

The point is that the class of a particular nouns in these languages can be determined 

strictly from the semantics of the noun in question. 

This situation is not unlike the one in languages with verbal classifiers, in which a 

conceptual property of the referent noun influences the morphology of the verb. The case 
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of Koyukon (Northern Athabaskan) illustrates that the shape, or container type, can 

determine the particular verbal root used in existential constructions: 

(3.2) boogee le'onh 'a lump of flour is there' 
boogee daal'onh * a canister of flour is there' 
boogee daaltonh 'a box of flour is there' 
boogee etltonh 'a bag of flour is there' (Aikhenvald 2000: 167) 

This is further evidence showing that some knowledge of the world, not unique to 

language, must penetrate the grammar. 

Inflectional case is particularly problematic with respect to the knowledge sort 

problem. There is a traditional distinction between grammatical and semantic cases, 

where grammatical cases mark syntactic relations and semantic cases mark conceptual 

ones. But as Blake (2001: 32) points out, "it is common for a syntactic case to encode a 

semantic relation.. .On the other hand, there are situations where the so-called semantic 

cases encode a purely syntactic relation". Nominative case, for example, can be analyzed 

functionally in some languages as topic or pure 'denotation', not just in terms of syntactic 

function (ibid; 31). For semantic cases acting syntactically, consider the example of the 

Latin passive where the agent of the passive receives the ablative case which is otherwise 

used to mark the semantic notion of 'source'. Clearly, the nouns in (3.3) are certainly not 

sources in the literal sense (ibid: 32). 

(3.3) occisus a consule (agent) 
'killed by the consul' 

amata a consule (experiencer) 
ioved by the consul' 

visus a consule (perceiver) 
'seen by the consul' 



The conclusion, then, is that the Latin ablative functions not only as the marker for 

semantic source but also as a syntactic marker for the passive subject, thus clouding the 

distinction between grammatical and semantic case and, therefore, an instance of the 

knowledge sort problem. The ontology will address many of these issues, especially 

concerning the lexicon and the various typological issues mentioned here. First, however, 

it is necessary to establish a general philosophical approach to the ontology, a general 

theory of knowledge. 
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3.2 Relations Between the Knowledge Sorts 

In the philosophy of language literature, there is no agreement on the exact nature of 

the relations that tie components of language to each other and the rest of knowledge. 

Nevertheless, it may be said with some degree of certainty that linguistic expressions 

(words and phrases) serve to mean, symbolize, express, embody, realize, code, or 

otherwise represent something else (Payne 1997: 6). Hence, language, the physical part at 

least, is representational. But what it represents is far from understood. One may take the 

'realist' stance and say that language represents objects in the real world. The familiar 

meaning triangle from introductory semantics text books illustrate this intuitively 

appealing claim. 

Figure 3.1-—^Meaning triangle of Ogden and Richards (cited in Sowa 2000) 

The figure implies that there is a ternary relation between the real-world moon 

(symbolized by the pictogram), the mental representation of the moon (symbolized by the 

idea cloud), and the actual word moon. This characterization does not fit philosophically 

with the assumptions of a natural ontology. According to such an ontology, language 

must represent something at least within common-sense reality, not something in the real 

MOON 



world, but something encoded by our knowledge of the real world. The expression moon, 

then, cannot represent anything but a concept, as shown in Figure 3.2. 

Figure 3.2—An altemate view of what a linguistic expression represents 

This 'conceptualist' alternative is compatible with a natural ontology. Note that Figure 

3.2 still implies that the concept MOON represents the real-world object. This is consistent 

with the representationalist hypothesis, namely that a concept relates to something 

outside the mind (cf. Fodor 1991). On the other hand, concepts may be just neural 

structures based on our perceptual faculties, not representations of anything. Such is the 

thesis of Jackendoff (1990, etc.) in his theory of Conceptual Structures. Jackendoff 

argues for a kind of meaning triangle, one which relates linguistic form, abstract 

linguistic structure, and conceptual structure. Consider the figure below from Jackendoff 

(2002: 348). 

MOON 'm-o-o-n 
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Figure 3.3—Jackendoff s vision of how language relates to the rest of cognition 

In what follows, I will basically adopt Jackendoff s point of view, one in which there is a 

clear distinction between the conceptual and the semantic levels. Whereas Jackendoff is 

concerned with getting at the nature of cognitive structure through language, I will focus 

on the complementary problem of how language is affected by the organization of 

knowledge. Such an ontological approach as the one put forward here is by its very 

nature fundamentally at odds with that put forth by Fodor (1983), in which he lays out a 

holistic approach to meaning. Representing meaning using an ontology is essentially non-

Fodorian in the sense that the meanings of grammatical categories, words, etc. are 

definable by ontological primitives. On the other hand, by assuming the existence of 

whole concepts, such as CARBURETOR or JOG, the ontological approach shares some of 

the spirit of Fodor's classic argument against decomposition, namely that primitives 

cannot be the whole story. After all, ontologies are models of the world and must make 

some assumptions regarding granularity. 



58 

The main issue, then, is how to use the various insights of cognitive science and 

philosophy for creating an ontology. A good place to begin is with a linguistic universal: 

Whether or not the study of language is approached from a functional, fonnal, or 

psychological perspective, it is as close to a truism as anything to say that language 

provides a means of presenting our experiences to others. As this passage from Edward 

Sapir so succinctly conveys, the infinitely variable world of our experience is made 

discrete and manageable by our words; 

The world of our experiences must be enonnously simplified and generalized before 
it is possible to make a symbolic inventory of all our experiences.. .The elements of 
language, the symbols that ticket off experience, must therefore be associated with 
whole groups, delimited classes, of experience rather than with the single 
experiences themselves. 

(Sapir 1921: 12) 

This first principle of language, 1 believe, is often overlooked in the study of semantics 

and syntax. Language is intimately tied to our experiences. Of course language does not 

mirror our experiences exactly. Using one kind of metaphor, the conceptual space is 

infinitely variable but is "carved up", or "discretized", by morphosyntactic and other 

linguistic concepts (Payne 1997: 51-52). Bateman (1997: 30) sums up this point: 

Knowledge is variable scale, but language is predominantly fixed-grain, as defined 
by the grammar.. .there need to be construction mechanisms available which convert 
some selected fragment of the information, of any scale, and produce an appropriate 
sized chunk of semantico-conceptual structure for motivating a sentence. 

A possible reason for the grammatical-conceptual correspondence is that it "facilitates 

comprehension by providing rapid access to a small set of general conceptual 

distinctions..." (Morrow 1986: 140). The result is that linguistic expression must 



underspecify the content in order for efficient communication to proceed (Langacker 

1987: 66). 

In terms of the process of the mapping of conceptual structure to linguistic structure, 

there is a loss of information in that speakers cannot hope to express all of the knowledge 

concerning a given situation in real time. Therefore, when language is produced, speakers 

must be very choosy about what they encode. The code must provide enough detail for 

the hearers to reconstruct a reasonable cognitive equivalent based on speaker's intentions. 

But at the same time, the code must be sufficiently "lean" so as not to overtax the 

cognitive system. 1 will speculate that the shared (linguistic and non-linguistic) 

knowledge between the speaker and the hearer may account for how language is 

interpreted so easily. In any case, consider the information loss inherently contained in 

the verbalization of the following simplified situation: 

There is a table. On the table is a bag. Below the table there is another bag. In the 
bag which is on the table, there is a frog. 

Now if the discourse calls for pin-pointing the location of the frog, then the following 

sentence may suffice: The frog is in the bag that's on the table. First of all, there is no 

need to encode that the frog is not in the bag which is under the table. Also, reporting the 

frog's relation to the table is unnecessary since, by transitivity, the hearer knows that the 

frog is also on the table. Finally there are a myriad of other details which are not reported: 

that the table is brown, that the bag is open, that the frog is green, etc. This example 

serves to illustrate that language in fact carves up the conceptual scene (our mental 

"picture") by emphasizing various details while completely ignoring others. Furthermore, 
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the choice concerning what information is to be preserved and encoded as linguistic form 

is ultimately language specific, though constrained by imiversals. Van Valin and La Polla 

(1997: 87-89) analyze how a Lakhota speaker would describe a scene which, in Enghsh, 

could be expressed as A man broke a window with a rock. In English, indicating whether 

the window was broken from a distance or up close is optional (cf. smash and throw). In 

Lakhota, such information is required in all sentences which describe actions, using either 

the verbal prefix wo- (action from a distance, as in shooting or throwing) or the prefix ka-

(action perfonned in close contact). The language-specific preference for encoding 

certain tj-pes of information is readily observable in the lexical systems of different 

languages. Compare, for example, the word wall in English to the corresponding Italian 

words muro andparete. In the coding of the four entities which hold up a house, Italian 

must indicate whether the indoor part {muro) or the outdoor part (parete) is relevant. 

The following in example (3.4) gives a semi-formal account of how language relates 

to a mental "image" of various states of affairs. In doing so, I will refer to some very 

basic onto logical categories: OBJECT, EVENT, and RELATION. 

(3.4) 

A speaker has in mind some situation or scene: 

There is some conceptualized situation CS, which can be described as a set of 
EVENTS E, OBJECTS O and RELATIONS R. 

The situation is encoded as language: 

There is some linguistic encoding LE, which is a set of semantico-syntactic' 
elements E',0' and Rsuch that the elements of CS are related to the elements 
of LE by a set of relations LingRel. 

I am intentionally conflating semantics and syntax here to later argue for a separation. 
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The information content is necessarily less in the linguistic encoding: 

For every element in LE, there is a corresponding element in CS. 

Such an account shows the relation between the information content of conceptualized 

entities and the corresponding linguistic encoding. It is represented diagrammatically in 

Figure 3.4 below. 

Figure 3.4—The mapping from the conceptual to the linguistic level 

Thinking ahead to a computer application, I am assuming that entities in the 

conceptualized situation are already discrete and isolable, though this assumption may be 

false in terms of natural cognitive systems. In any case, there is a mapping from the more 

abstract, fine-grained conceptual structure to the level(s) of linguistic encoding. The 

mapping can be considered as a many-to-few functional relation where some entities at 

the conceptual level are either merged or not encoded at all at the linguistic level. For 

example, consider a concept C meaning roughly 'hair on one's head'. This may be 

expressed in Swahili rather succinctly as unywele, but in some other language, such as 

LingRel 

conceptualized situation linguistic encoding 



English, there is only the word hair which is more of a cover term for 'all types of 

elongated growths foimd on the skin'. The point is that, whereas speakers of English and 

speakers of Swahili both have the concept 'hair on one's head', the fine distinction is lost 

in the English speaker's lexical item hair. Thus, in a sense, there is some information loss 

when an English speaker says. My hair turned while, information which is not lost in the 

Swahili equivalent. There is another logical possibility for information loss. All things 

being equal (e.g., context), if some linguistic entity is used to express one concept, say 

40% of the time, and another concept 60% of the time, then it is impossible for the hearer 

to determine what the speaker means. This scenario is unlikely if communication is 

expected to proceed. This should not be confused with polysemy in which context can 

always be used to choose the correct meaning. 

A central thesis of the present work is not only that there is a connection between 

language and its cognitive foundations, but also that this connection can be formalized in 

an ontological framework. For language to be a vehicle for the "discretization" of 

common-sense reality, as Payne (1997) puts it, there must be a privileged level of 

linguistic structure at which our experiences are transformed into code. The notion that 

there is such a separate linguistic level can be found in the ontology literature. For 

example, Bateman (1997) discusses the notion of ontological "stratification" where there 

is an explicit distinction between the "semantico-conceptual" and "lexico-grarnmatical" 

(ibid: 30). Furthermore, stratification is consistent with Bierwisch's (1982) "two-level" 

approach to semantics whereby there is a systematic distinction made between the 

linguistic and conceptual levels. The two-level approach is incorporated as a 
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psychological model in Bierwisch and Schreuder (1992) and as a computational 

implementation in the LILOG Project (see Lang 1991; Herzog and Bolinger 1991). 

In Figure 3.4, the use of "linguistic encoding" to refer to the second level is perhaps 

too vague. There are actually several things going on at this level, including what 

linguists refer to as semantics but also the linguistic "packaging" of semantics into 

syntactic units (cf. Levelt's 1989 notion of "grammatical encoding"). That is, the aspects 

of conceptual reality relevant to communication—as determined by the speaker's local 

linguistic system and the general principles of language—are encoded (made discrete) at 

the semantic level. Linguists (a la Fodor) often skip the semantic level or make 

simplifying assumptions when discussing grammatical categories (but cf. Jackendoffs 

model). It is as if the elements of language, especially concerning morphology and 

syntax, emerge directly form deep conceptual structure without mediation of semantics. 

Bateman (1997) presents an argument against such practices in the design of NLP 

systems where conceptual sorts are mixed with linguistic sorts. I will suggest that at the 

level of semantics concepts are already made discrete. Discrete units at the semantic level 

encode not only events and objects such as SWIM or LEG, but also structure-building 

categories (using the terminology of Talmy 2000) such as instances of 

SPATIALRELATION, TEMPORALRELATION, or EPISTEMICQUALITY. At the level of 

semantics, linguists generally distinguish 'grammaticalized' units from iexicalized' ones. 

Grammaticalization (in its synchronic sense) refers to the coding of some concept into a 

structuring syntactic unit. Structuring units in the syntax can be bound or free, but their 

membership is closed. Lexicalization, or simply 'lexis', on the other hand, refers to the 
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coding of some concept into a free syntactic unit. In a given language, lexical items either 

belong to closed or open classes, though those which belong to the closed classes tend to 

be equivalent to bound grammatical forms in other languages, e.g., compare the English 

lexical item will expressing 'future tense' to the bound forms in Chepang, Inuit or Buriat 

(Bybee, Perkins, and Pagliuca 1994: 249). 

As different as they are formally and semantically, the synchronic processes of 

lexicalization and grammaticalization both pertain to how reality gets coded into 

linguistic objects. That is, on some level they are functionally equivalent. Unfortunately, 

there is no general term to refer to grammaticalized and lexicalized units together. In 

order to convey this notion, I will opt for referring to them together as 'semantic units', or 

'discretizations' of conceptual structure. Figure 3.5 gives a schematic view of this more 

fine-grained proposal. 
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conceptual situation: 
(based on real world) 

semantic encoding: 
(discretization of 
conceptualized sit.) 

linguistic encoding: 
(packaging of 
semantic encoding) 

Figure 3.5—A revised mapping from the conceptual to the linguistic level 

It should be emphasized that this is not a processing model of how language emerges 

from thought. It is merely a means of discussing the different sorts of knowledge that are 

involved in the description of linguistically related notions. Semantic units relate to 

conceptual entities on the one hand, and to linguistic units on the other. The level of the 

linguistic unit is the most understood of the linguistically-related notions, and I will not 

go into depth about it here other than to say that I am referring to mental entities— 

phonological and syntactic units (sub-lexical, lexical and phrasal)—that correspond 

ultimately to the surface forms; utterances, written expressions, and signed events. 

The distinction between semantic units which are lexical and those which are 

grammatical should be explicated further. Across languages, concepts such as Box, 

HOPE, and RED tend to show up at the level of linguistic encoding as free lexical items, 

while BEFORE, UNDER, or AGENT tend to show up as bound grammatical elements or 



closed-class lexical items. There is much cross-linguistic evidence to indicate this 

tendency. Sapir (1921) discusses this difference in terms of the encoding of "material" 

versus "relational" concepts. Moreover, there is substantial research into the universality 

of individual lexical units (in particular Wierzbicka 1996; but see Goddard 2000 for a 

review) and individual grammatical units (sec Bybee 1985; Talmy 2000). So it is 

irrefutable that, at the level of linguistic encoding at least, there is a distinction between 

lexical units and sub-lexical/grammatical units. The main intuitive difference is that 

semantic units which show up as lexical items at the linguistic level have meanings which 

are non-relational, that is, they are standalone "chunks" of meaning. By contrast, 

semantic units which show up as closed grammatical elements at the linguistic level have 

meanings which relate the chunks of meaning (Talmy 2000). The distinction should not 

be made based on strictly formal criteria, that is, whether some semantic unit shows up in 

the grammar as a word or a bound affix. Though it is true that there are concepts which 

tend to get encoded in language as lexical items and those which tend to get encodes as 

bound affixes or is somehow represented by the syntax. Instead, the distinction should 

primarily be made according to meaning. The ontological framework, a theory of 

knowledge in general, provides such a criterion. Talmy (2000: 28) discusses how notions 

such as color or absolute magnitude are almost never encoded as closed-class, bound 

grammatical forms, while notions such as number, position in time, or position relative to 

speaker are very often encoded grammatically. Talmy (2000: 37) further proposes, and I 

tend to agree, that there is "a universally available, limited 'inventory' of concepts and 

conceptual categories that can ever be represented grammatically". On the other hand, 



there is no apparent limit on the inventory of "lexically expressible concepts", because 

they can "refer to anything within the whole range of the potential contents of 

consciousness" (ibid). 

A characteristic of the semantic level is that there is a merging of conceptual 

information types. Put another way, semantic units generalize di fferent kinds of relations 

across conceptual categories. Jackendoff (1991) gives the example where the properties 

of objects and events are neutralized at the semantic level. He argues that there is 

something intrinsically similar between bounded events, such as the light flashed, and 

countable nouns, as with the apple. In his terminology, they are both bounded or [+b]. 

Compare events which are unbounded, as in Bill slept, to mass nouns, such as water. 

Jackendoff (ibid) is particularly interested in how these differences lead to semantic well-

formedness decisions, for example, why the following are semantically odd. 

(3.5) *There was a book all over the floor. 
*Bill ate a hotdog until dawn. 

Talniy (2000: 42-45) also discusses the merging of object and event types in language as 

"homologies between the linguistic structuring of space and of time". What are events 

ontologically can easily be transformed into linguistic structures which are usually 

reserved for objects, as in John gave me a call, while conceptual objects can be expressed 

eventively, as in People thronsed to the fair. Talmy shows that individual languages tend 

to choose cither of the above methods as the default mode of expression. English tends to 

"reify" conceptual events as objects, while Atsugewi tends to express conceptual objects 

as actions. Therefore, there is a need to describe events and objects ontologically, that is. 



ndependenl of linguistic systems. Physical objects at the conceptual level require a 

description in terms of physical parts and wholes, which has as a basis some particular 

theory of topology and mereology. Events on the other hand require some kind of a 

temporal logic and perhaps also a theory of role relations which makes explicit the 

relationship between the event and its participants. 

The semantic level neutralizes other conceptual distinctions, especially the 

differences among category membership, instance relations, and part-whole relations. 

Take for example how the same linguistic expression "is a " can encode a variety of 

ontologically distinct relations. 

(3.6) (subclass Miller Worker) "A miller is a worker." 

(instance John Person) "John is a person." 

(role John president) "John is the president) 

Consider also the taxonomic organization of dictionaries and thesauri according to 

particular linguistic systems. WordNet (Fellbaum 1993) illustrates how conccptual 

relations are mixed and conflated in order to achieve an organization consistent with the 

local linguistic system. Gengemi et al. (2002) use methods of formal ontological analysis 

(including mereology, topology, and temporal logic) to suggest how WordNet may be 

"cleaned up". They find many such cases where the distinction is not clear. For example, 

the WordNet category Person is subsumed by both Organism and Causal_Agent. In 

terms of conceptual analysis, they suggest removing the subclass link relating 

Causal_Agent to Person and replacing it with a role relation. Furthermore, at the 



conceptual level part-whole relationships are explicit. For example, a part can stand in 

either a COMPONENT relationship to some whole or in a PIECE relationship (Niles and 

Pease 2001). The COMPONENT relation describes how a part relates to a heterogeneous 

complex, e.g., a door is a component of a house, while the PIECE relationship describes 

how chunks of substances relate to a whole mass, e.g., a handful of soil is a "piece" of the 

ground. 

(3.7) (component doori house4) "The door is part of the house." 

(piece bay2 ocean3) "The bay is part of the ocean." 

The numbers in (3.7) mean that a particular object is being referenced. This is not meant 

to imply that language cannot make these distinctions. On the contrary language is well 

equipped, one way or another, to be able to communicate them. It is just that, as Bateman 

(1997: 28) discusses, "a supposedly general 'part-whole' relation is intended sometimes 

as 'is spatially included in', sometimes as 'pertains to', sometimes as 'inalienable 

possession', etc.". 
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3.3 Conclusions 

The main thrust of this chapter is that, while knowledge is modular, there is still an 

identifiable connection between the modules. I have suggested that the continuum of 

knowledge can be approximated in a three-level model of conceptual, semantic, and 

linguistic knowledge. One conclusion is that perhaps only a very small subset of 

knowledge can be considered purely linguistic and autonomous with respect to other 

kinds of knowledge. Theoretical linguistics has only begun to address this issue that has, 

heretofore, been interesting from a philosophical standpoint and not directly relevant to 

the study of grammar. In the design of real NLP systems, it has always been known that 

the knowledge sort problem must be dealt with straight on. I have suggested that an 

ontological framework provides the means in which to enrich the discussion in both 

linguistic theory and in the design of real systems. Furthermore, I have focused on the 

interface between the various levels of knowledge, including the conceptual, the 

semantic, and the (formal) linguistic. I have centered the discussion on the idea that 

semantic structure makes our conceptual experiences discrete, or at least encodes our 

experience in such a way as to make the transformation into linguistic code possible. 
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CHAPTER 4—CHOOSING AN UPPER ONTOLOGY AND OTHER 

PRELIMINARIES 

In this chapter I will motivate the use of a pre-existing 'upper ontology' as the 

starting point for ontological modeling in the linguistics domain. An upper ontology 

essentially lays out the scope of some problem domain by declaring the broadest concepts 

and most general relations and, crucially, establishes a philosophical approach to the 

entire endeavor (a model of world knowledge). With a relatively stable and complete 

upper ontology in place, the task of creating a domain-specific ontology that can be 

useful to all of linguistics becomes much more manageable. My primary concern is that 

the ontology be rich enough to describe basic linguistic phenomena, which 1 will define, 

and from there, be extended further by other researchers to address the wealth of 

possibilities found in the world's 6,000 or so languages. 

An existing upper ontology should be evaluated according to at least three 

parameters: philosophical approach (formal, natural, or linguistic), breadth of coverage 

and format. The first parameter is important because it sets the theoretical tone of the 

entire project and ultimately will have profound effects on its success. As for the second, 

since human language reflects the experiences that speakers have with their world, it is 

not surprising that a general ontology for linguistics requires an upper ontology that 

accounts for at least as many domains as humans generally "talk about". Granted, the aim 

of this dissertation is only to develop an ontology rich enough to describe lexical and 

morphosyntactic phenomena. This is still a formidable task and requires that more 
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general linguistic notions be defined. The last parameter may be considered a peripheral 

issue, merely a question of convenience and should not, ultimately, sway the decision to 

adopt this or that ontology. 
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4.1 Philosophical Approach 

The upper ontology should be philosophicaliy adequate, able to account for both 

linguistic and extra-linguistic phenomena and for the relation between the two—in short, 

the ontology should be able to commit to an approach to meaning by assuming a 

particular model of knowledge. First of all I will dismiss the adequacy of using a strictly 

formal ontology, one based on purely objective reality, as an upper model for the current 

project. Such ontologies are known to deny, or at least are known not to include, a 

characterization of cognitive entities. As such, strictly formal ontologies provide no 

"hooks" for extension into the cognitive realm, much less for that of language. Smith 

(1995) discusses this possibility but indicates that only a model-theoretic approach to 

meaning could be used in conjunction with a formal ontology. As I will show, a model-

theoretic approach to meaning is not considered as a viable approach to meaning in the 

context of AI (cf. Hobbs et al. 1987; Smith and Casati 1994; Smith 1995). It also goes 

against the aim of the current project, especially considering the applied nature of the 

Semantic Web. The situation within Al is summed up by Smith (1995) who notes that, 

while post-Tarskian semantics is a reasonable approach if the only aim is to characterize 

linguistic structure in its own right, it cannot hold in the broader context of explaining the 

relationship between linguistic reality, cognitive structure, and the objective world. 

Model-theoretical semantics operates at a level, the level of abstract structures, removed 

from common-sense and linguistic reality. For example, using an un-interpreted first-

order logic as the metalanguage for a model theory is necessarily avoiding ontological 

commitment in the first place (cf. also the criticisms of Guarino 1995 and Sowa 2000). 



At the other end of the spectrum are the ontologies whose categories are motivated 

by strictly linguistic means. Ironically, linguistic ontologies such as the Generalized 

Upper Model (GUM) (Bateman 1990; Bateman et al. 1994) or the ontology used in the 

theory of Naive Semantics (Dahlgren and McDowell 1989; Dahlgren 1995) are 

inadequate for a comprehensive ontology for linguistics. First of all, these ontologies are 

based on language-specific categories and, thus, arc not easily extensible for cross-

linguistic description, (which is contra Bateman's 2001 claims that the Generalized 

Upper Model could be used as a kind of interlingua for machine translation, and thus as a 

cross-linguistic resource). Avoiding the strong version of linguistic relativism, and so-

called folk-linguistic categories, the requisite ontology must be so structured as to reflect 

more than just linguistic reality—the way grammar "carves up" the universe: it must 

reflect mental reality, as reflected in the strong mentalist tradition in theoretical 

linguistics (cf the work of Sapir, Chomsky, and Jackendoff). I will claim that words, 

phrases, etc., and the grammatical system used to organize them into a language, are used 

to convey slices of cognitive reality in a language specific fashion. Since the various 

language-specific approaches are not isomorphic to each other, a language-internal 

approach based on one or even a large set of languages cannot be used to establish an 

upper model for all of language. 

That leaves one alternative for an upper ontology, choosing what I have called a 

natural ontology. Gangemi et al. (2002) refer to natural ontologies as providing a 

description of reality at the 'mesoscopic' level, a level of reality not independent of the 

mind, but based in a systematic way on how humans relate to the objective world. 



According to Smitii (1995), such an ontological choice is culturally neutral and is what he 

calls the 'common-sense world', the level of reality where humans interact. This view is 

no different from that taken by Jackendoff (1990; 2002), namely that elements of 

language refer to mental/conceptual structures, which in turn are direct representations of 

objective reality. A natural ontology, then, is based on empirical theory, which finds 

some substantiation in the objective world, that is, it includes realms of scientific inquiry 

in so far as it is measurable. But it is also substantiated in the common-sense world (in 

Smith's terms) by laying out what is cognitively real to humans. The remaining 

ontologies are; the Cyc ontology (Lenat & Guha 1990), the Standard Upper Merged 

Ontology (SUMO) (Niles and Pease 2001), and the Descriptive Ontology for Linguistic 

and Cognitive Engineering (DOLCE) (Gangemi et al 2002; Masolo et ai. 2002). To 

narrow the choice further I turn to the second parameter, that of breadth. 

Since the proposed ontology is the first of its kind, one cannot expect that an upper 

ontology will provide adequate coverage, or any coverage at all, of strictly linguistic 

phenomena. However, it should provide at least the conceptual framework and formal 

machinery for defining them. The following, then, enumerates the desiderata in terms of 

breadth. First, the upper ontology should be rich in its coverage of physical objects. 

Whereas this requirement may not seem immediately important to a linguistic endeavor, 

the resulting resource will have to be able to describe the intricacies of word 

classification systems. Aikhenvald (2000) lists several parameters by which word 

classification systems can vary, e.g., according to; animacy, being human or not, status of 

being a utilitarian artifact, etc. Word classification typology also suggests that the upper 



ontology should be rich in its coverage of qualities: gender, size, shape, spatial 

orientation, constitution, solidity, and material, just to name a few. In ontological terms 

then, a rich theory of topology is important, that is, a theory of an object's shape, size, 

etc. and how it lies within space. Furthermore, the ontology should be rich in its 

description of temporal relations. In her treatment of tense and aspect, ter Meulen (1995 ) 

shows that it is possible to form an integrated theory that relates these two ftindamental 

linguistic concepts to common-sense reality. Also desirable would be the inclusion of 

those tools of language analysis routinely used by linguists, but also common in AI, e.g., 

a theory of semantic roles (in the spirit of Fillmore 1968), a tense logic (Allen and Hayes 

1985), and a theory of speech acts (Austin 1962). Finally, since the domain is linguistics, 

which includes words and what they mean, it is necessary to have the formal machinery 

that could be used to characterize semiotic relations—a way to characterize, in 

Saussurean terms, the linguistic sign (Sowa 2000). 

In sum, then, the best candidates are those upper ontologies that encompass many of 

the aspects of a formal ontology, but are philosophically aligned with common-sense 

realism (Simth 1995) and conceptualist versions of cognitive psychology (Jackendoff 

2002). The Cyc ontology is certainly very extensive (with more than 6,000 published 

concepts!) and broad in philosophical scope. Within the field of knowledge engineering, 

it has been argued, however, that Cyc suffers from a "lack of rigor" (Sowa 1995). To give 

an example, consider one problem (as Sowa points out) with Cyc's categorization of 

physical objects, like dogs, trash cans, and bayous. These are subsumed under the 

category TANGIBLESTUFF, but TANGIBLESTUFF is ultimately a kind of PROCESS, as are 
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things like 'my learning French' or 'John's wiping of his nose'. Sowa (1995) considers 

the conflation of these into one category in terms of the philosophical work of the 

preceding two millennia and concludes that there is a great discrepancy between previous 

work and the efforts of Cyc. Though Cyc has received much attention—especially from 

projects that involve rapid development of knowledge systems—Sowa (ibid) adduces a 

number of other inconsistencies and claims that much "house-cleaning" is needed for the 

ontology to be considered as a viable, extensible resource. The main reason not to choose 

Cyc, however, is that the ontology and the rest of the knowledge base are ultimately 

proprietary. While CycCorp (the company which developed the Cyc ontology) has 

published a portion of the Cyc upper ontology—<3,000 out of about 10,000 concepts and 

relations—it is not an open-source effort and issues such as copyright are considerable 

even for an academic implementation, worse if the ontology is to be used by a whole 

community of hnguists. SUMO and DOLCE, however, do not suffer from this problem 

and are then the only viable candidates for the current project. SUMO (Niles and Pease 

2001) is an effort of the Teknowledge corporation which has had much input from an 

IEEE working group, including a diverse community of domain experts, scientists, and 

philosophers. It is thus a community effort and freely available for download and open to 

peer critique. DOLCE is part of the WondcrWeb project (Masolo et al. 2002) whose aim 

is to publish ontologies on the Semantic Web—certainly an extensible, public enterprise. 

One of these ontologies needs to be chosen to begin the ontology for linguistics. 
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4.2 Breadth of Coverage 

This section will be devoted to the comparison of DOLCE and SUMO according to 

the parameter of breath mentioned earlier. That is, the best candidate should contain the 

necessary ontological machinery to be able to describe linguistic phenomena and how 

they relate to non-linguistic concepts. It is important to note the origins and rationale of 

the ontologies in question. SUMO, for example, was primarily the result of merging 

various extant ontologies by the SUO Working Group: 

This content included the libraries of ontologies available on the Ontolingua server 
and from ITBM-CNR, John Sowa's upper-level ontology.. .Russell and Norvig's 
upper-level ontology.. .James Allen's temporal axioms.. .Casati and Varzi's fomial 
theory of holes.. .Barry Smith's ontology of boundaries.. .Nicola Guarino's formal 
mereotopology.. .and various formal representations of plans and processes... 

(Niles and Pease 2001: 2) 

SUMO's genesis reflects its intended usage, namely as a standard resource from which 

domain ontologies of all types may be constructed. That is, SUMO reflects the thinking 

of many scientists and philosophers and, as such, represents a number of theoretical and 

philosophical positions. The engineers of SUMO have tried to merge this melange into a 

coherent framework which, as I will show, has had mixed success. The development of 

DOLCE, on the other hand, has been more controlled from the outset, in terms of content 

and methodology. Its creators use a particular approach to ontological engineering which 

is called 'OntoClean' (Guarino and Welty 2002). To get a flavor of the OntoClean 

methodology, concepts in an ontology are posited based on the formal notion of 

'essence'. A property of an entity is said to be essential if it must hold for that entity to be 

considered of a certain class. That is, an essential property is a logically necessary 



property. They give the example of the property HARD which, for instance, is an essential 

property of hammers but not of sponges. Sponges can be hard but are not required to be. 

Part of the methodology concerns the formal basis on which one concept can be said to 

subsume another. It also dictates the formal methodology of how instances are separated 

from concepts, or particulars from universals. Whereas theoretical homogeneity can be 

desirable, the question remains as to whether such purity really matters for the current 

project. To answer this, I turn to a comparison of the respective content of SUMO and 

DOLCE. 

First when considering the upper, most basic categories, the two ontologies are 

almost identical, as evinced when the most basic categories of SUMO and DOLCE are 

juxtaposed as in Figure 4.1. Both ontologies are rooted in the research and tradition of 

ontology in that they resemble, at least superficially, the efforts of philosophers, from 

Aristotle to Husserl and Whitehead (cf. Sowa's 1995 critique of the Cyc upper ontology). 
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SUMO DOLCE 
ENTITY ENTITY 

PHYSICAL 
OBJECT 

ENDURANT 
PHYSICALENDURANT 
NON-PHYSICALENDURANT 
ARBITRARYSUM 

SELFCONNECTEDOBJECT 
REGION 
COLLECTION 
AGENT 

PERDURANT/OCGURRENCE 
EVENT 
STATIVE PROCESS 

DUALOBJECTPROCESS 
INTENTIONALPROCESS 
MOTION 
INTERNALCHANGE 
SHAPECHANGE 

QUALITY 
TEMPORALQUALITY 
PHYSICALQUALITY 
ABSTRACTQUALITY 

ABSTRACT 
ABSTRACT 

SETORCLASS 
PROPOSITION 
RELATION 

FACT 
SET 
REGION 

QUANTITY 

ATTRIBUTE 

Figure 4.1—A comparison of upper taxonomies: SUMO vs. DOLCE" 

The top-most categories are essentially equivalent, or 'ontologically commensurate' in 

the tenninology of Smith (1995). That is, the major dividing lines are among things that 

exist in spatio-temporal terms, things that happen, and things that are abstract; in other 

words, both ontologies assume a 3D model of space-time instead a 4D model, as 

explained in the following quotation: 

" The concepts in Figure 4.1 are related through 'subsumption', indicated by the indenting of the subsumed 
concept under the subsuming one. The indenting convention will be used extensively in this dissertation. 
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According to those who adopt a 3D orientation ... there is a basic, categorial 
distinction between objects and processes. According to those who adopt a 4D 
orientation ... there is no such distinction. The 3D orientation posits that objccts, 
unlike processes, are completely present at any moment of their existence, while a 
4D orientation regards everything as a spacc-tinie worm (or a slice of such a worm). 
On the latter view, paradigmatic processes and objects are merely opposite ends of a 
continuum of spatio-temporal phenomena. 

(Niles and Pease 2001: 4) 

The only major difference in the upper taxonomies is that DOLCE's QUALITY is not 

subsumed under ABSTRACT, as it is in SUMO. The reason for this is that DOLCE 

separates QUALITIES from abstract quality spaces which are subsumed under REGION 

(Masolo et al. 2002). QUALITIES are said to 'inhere' to their associated endurants while 

points in quality space are abstractions, related to the notion of a 'conceptual space' in the 

human mind (Gardenfors 2000). Masolo et al. (2002) contrast the two by giving a natural 

language example: "This rose is red." versus "The color of this rose is red". Red in the 

first sentence is used as an adjective and refers to QUALITY, while red, the noun, in the 

second refers to a color 'quale', or position in abstract color space, subsumed under the 

concept REGION (see Figure 4.1). 

Furthermore, both ontologies possess basic structuring predicates that are used to 

relate or frame their respective concepts. In DOLCE these are referred to as "basic 

primitive relations", because they are said to "span multiple application domains" 

(Masolo et al. 2002: 13); that is, these primitives can be used to structure a variety of sub-

ontological models. In SUMO the fundamental predicates serve the same purpose: 

instance, subclass, part, and role. Both ontologies have as part of their basic stock of 

predicates a hierarchy of 'roles', roles in the sense of binary relations between objects 
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and the processes the objects participate in. These are referred to as CASEROLE in SUMO 

and PARTICIPANT in DOLCE. These relations are equivalent to the 'semantic roles' 

(notional reflexes of case roles) in more famihar linguistics terminology. Both ontologies 

seem to have an adequate number of these and, more importantly, the mechanisms for 

defining others. 

Another major di fference in the arrangement of the two upper models lies in the 

domain of PROCESS (SUMO) or PERDURANT (DOLCE). First of all, what this category is 

intended to represent should be explained. A PROCESS/PERDURANT is an occurrence, 

situation, or state of affairs in which something happens (an event) or some property 

holds (a state). The exact characterization of process/perdurant/occurrence/situation is far 

from clear, but Rosen (1999) and Premper (2001) discuss the philosophical and linguistic 

controversy. So a PROCESS/ PERDURAN r necessarily involves participants, qualities, and 

relations. The top-level PROCESS categories for SUMO are DUALOBJECTPROCESS, 

INTENTTONALPROCESS, MOTION, etc (see Figure 4.1 above). Therefore, individual 

PROCESSES are characterized, at least in part, by what kinds of participants play what 

kinds of roles. For example, consider the axiom in (4.1) below which gives the necessary 

and sufficient conditions for being a DUALOBJECTPROCESS. 

(4.1) 

{ = >  

(instance 7PR0CESS DualObjectProcess) 
(exists {?0BJ1 ?0BJ2) 

(and 
(patient ?PROCESS ?0BJ1) 
(patient 7PR0CESS 70BJ2) 
(not (equal ?0BJ1 ?0BJ2))))) 



Furthermore, it is worth noting that SUMO's PROCESS hierarchy was inspired by the verb 

classification of Levin (1993). Levin's classification is the result of a very thorough 

examination of the semantic and syntactic properties of English verbs. However, Levin's 

efforts are ultimately specific to English, and SUMO's process hierarchy is, thus, 

linguistically motivated in the sense discussed in Chapter 2. On the other hand, DOLCE's 

PERDURANT hierarchy, shown below in Figure 4.2, is organized according to what 

linguists usually call 'Aktionsarten'(see Lehmann 1999 for a discussion of this term). 

While commonly used in linguistics in association with the Vendler classes (Vendler 

1957), the notion of dividing up real-world events according to their temporal structure 

has its roots ultimately in philosophy, going back to antiquity (see Sowa 2000). 

PERDURANT/OCCURRENCE 
EVENT 

ACHIEVEMENT 
ACCOMPLISHMENT 

STATIVE 
STATE 
PROCESS 

Figure 4.2—The hierarchy of events in DOLCE 

DOLCE, then, classifies PERDURANTS mereologically, in terms of their temporal parts; 

that is, PERDURANTS have other PERDURANTS as parts and are bounded by time (not space 

as in SUMO). A particular STATIVE, for example, has as its parts the same type of 

STATIVE. While SUMO does not forbid ascribing temporal qualities to PROCESSES or 

describing them mereologically, it provides no basic mechanism for doing so. And as I 

will show in Chapter 6, this ability is crucial for describing the meanings of individual 
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verbs and for providing a formal axiomatic account of aspect (as in Hervveg 1991 or ter 

Meulen 1995). 

DOLCE, as it name implies, was conceived specifically for linguistic and cognitive 

engineering, for instance, as a basis for comparing NLP resources (e.g., WordNet) and for 

modeling the cognitive/common-sense levels of representation. Relevant upper-level 

categories includc MENTALOBJECT and SOCIALOBJECT, situated such that language-

related concepts, especially the linguistic/non-linguistic knowledge distinction, can be 

characterized using its existing ontological structure. Consider the taxonomy in Figure 

4.3. 

ENDURANT 
PHYSICALENDURANT 

NON-PHYSICALENDURANT 
NON-PHYSICALOBJECT 

MENTALOBJECT 
SOCIALOBJECT 

Figure 4.3—DOLCE's taxonomy of non-physical endurants 

DOLCE, then, is meant to serve the needs of the A! community, more at the level of 

common-sense physics described in Chapter 2. It must be said that the authors of DOLCE 

have not published anything on how MENTALOBJECT is to be extended. SUMO offers no 

real equivalent in terms of mental categories, as shown in Figure 4.4. 
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ABSTRACT 
ATTRIBUTE PROCESS 

BIOLOGICALPROCESS 
PSYCHOLOGICALPROCESS PSYCHOLOGICALATTRIBUTE 

STATEOFMIND 
PSYCHOLOGICAL-

DYSFUNCTION 

LEARNING 
PLANNING 

Figure 4.4—SUMO categories related to mental structure 

It is less clear in using the SUMO upper model how the linguistic/non-linguistic 

knowledge distinction could be instantiated. Certainly with a common-sense ontology, 

where cognitive reality is basic, e.g., linguistics categories, mental entities are not to be 

considered as abstractions, that is, with sets and other model-theoretic constructs. 

Thus, after this comparison, it seems that either DOLCE or SUMO would be 

adequate for creating an ontology for linguistic description. The uniform philosophical 

assumptions of DOLCE make it a more favorable candidate than SUMO. This could be 

turned around to argue that it is SUMO's eclectic nature that will ultimately give it broad 

acceptance in the field. 



4.3 Format and Conclusions 

In terras of format, the DOLCE ontology has the virtue ofbeing intended, from the 

start, as a resource on the Semantic Web (Masolo et al. 2002). This is very desirable for 

the implementation component of the linguistic ontology, because a separate linguistic 

module could simply be "plugged in" when DOLCE has a Web presence. Unfortunately 

DOLCE is, at the moment, just described on paper, though the authors state that it will 

eventually be published in OWL fonnat (see Chapter 2). SUMO, on the other hand, is 

more or less stable and available online in KIF'^ format. Furthermore, there are also 

efTorts to translate certain parts of the SUMO into a Semantic Web format, though this 

does not seem to be a priority. 

Finally, I suggest that in fact either ontology could be chosen as the upper model, at 

least in terms of philosophical approach and breadth of coverage. However, I will 

conclude, based mostly on issues of practicality, that SUMO is the best alternative. This 

decision should definitely be re-evaluated as research on the DOLCE project progresses, 

especially if the authors of DOLCE enrich the category of MENTALOBJECT so that a 

stratified model can easily be instantiated. In the discussion to follow, I will focus almost 

exclusively on SUMO when discussing individual axioms. However where appropriate, I 

will suggest that certain aspects of DOLCE be incorporated into the proposed ontology in 

order to account for specific linguistic issues. 

The majority of examples in this dissertation will given in KIF, which is described in Appendix A. 
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CHAPTER 5—A LINGUISTICS ONTOLOGY (PART I) 

In this chapter and in the next, I will extend the SUMO upper ontology based on the 

discussion in Chapter 4 and thereby develop a domain specific linguistic ontology. The 

first step in constructing any ontology is to establish a "backbone" taxonomy for the 

domain, which can give a boost to the conceptual modeling task (Guarino and Welty 

2002). A taxonomy is constructed by declaring ontological universals (concepts) and 

individuals (instances) and then relating them via the SUBCLASS relation. This chapter 

will also serve to introduce other structuring relations, particularly those dealing with the 

mereology of words and various semiotic predicates which relate the various linguistic 

levels to other ontological categories. 

The linguistics domain, according to the theoretical discussion in Chapter 3, namely 

with respect to the stratified model, concerns four major areas of the ontology: (1) 

linguistic expressions, (2) mental linguistic units (3) linguistic categories and (4) discrete 

semantic units. By 'linguistic expression', I refer to the physically accessible aspect of 

language—the morphs—that part having concrete manifestation in the world including 

the actual printed words you are reading on this page or the sounds produced when 

someone speaks. A linguistic e.xpression can be realized as an event (signed or spoken) or 

as a physical object (written fonn). By 'mental linguistic units' 1 refer to the non-physical 

side of language, the domain that is of primary interest to linguists who see language as 

part of mental reality. The mental objects of interest include phonological units, 

lexical/sub-lexical units, and phrasal units. I have chosen to focus on those lexical issues 
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relevant to the comparison of lexical resources and on those grammatical issues relevant 

to the comparison of morphosyntactic resources (interlinear text and grammatical 

descriptions). In short, I will leave phonology and syntax to future research. By 

'linguistic category' I refer to all kinds of categories relevant to the grammar of a 

language. The most common are syntactic categories, such as noun, verb, adjective, but 

there are also categories which are more paradigmatic in nature, e.g., inflectional classes 

such as those expressed by gender and classifier systems. Finally, by 'discrete semantic 

units', I refer to the aspect of mental structure that corresponds to the "discretization" of 

real-world situations. Such units represent the interface between the mental linguistic 

units mentioned above and the their propositional content (meaning). Also, 1 will show 

that it is at this level where the notions of grammaticalization and lexicalization are made 

explicit. I will devote the entire next chapter to a discussion of this fourth area of the 

ontology. 
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5.1  Linguist ic  Express ions  

The in tent of this section is to present an ontological model of what is referred to as 

'linguistic form', essentially what occurs in the world, not in the mind—the Saussurean 

notion of parole. First of all there is an ontological distinction between the written and 

spoken forms of language'I will label the concept of a spoken linguistic expression as 

UTTERANCE. Being a kind of PROCESS/PERDURANT, UTTERANCE can be further classified 

as an ACCOMPLISHMENT (using DOLCE's taxonomy here), that is, a 

PROCESS/PERDURANT that has a recognized end point yet does not occur at a single 

moment. The act of Bill saying dog at 11:00am, for example, is an instance of 

UTTERANCE. The corresponding WRITTBNEXPRESSION on the other hand, the product of 

WRITING, is an instance of some kind of OBJECT. I will focus here on further explicating 

WRMTEN EXPRESSION, leaving a discussion of UTTERANCE to a treatment of phonology. 

In order to situate WRITTENEXPRESSION taxononiically in the ontology, I propose to 

extend the notion of CONTENTBEARINGOBJECT, which is also suggested in SUMO (Niles 

and Pease 2001). A CONTENTBEARINGOBJECT is any OBJECT that conveys meaning to an 

agent. That is, each CONTENTBEARINGOBJECT has some kind of information content; it 

expresses some kind of proposition. The following shows these concepts in the context of 

the overall taxonomy. 

For brevity I will not include sign language, although I recognize that it is a third mode of linguistic 
expression that should be covered in a comprehensive ontology. 
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PHYSICAL 
OBJECT 

SELFCONNECTEDOBJECT 
CONTENTBEARINGOBJECT 

ICON 
SYMBOLICSTRING 

CHARACTER 
UNICODECHARACTER 

a, b, q, y,... (instances) 
CHARACTERSEQUENCE 

mountain (instance) 
WRITTENEXPRESSION (WE) 

ENGLISEWE 
mountain (instance) 

TOHONOOODHAMWE 
do'ag (instance) 

GERMANWE 
berg (instance) 

Figure 5.1—Written linguistic expressions within the taxonomy 

Notice that instances of WRITTENEXPRESSION are composed of CHARACTERSEQUENCES, 

implying that they are decomposable in individual CHARACTERS. Furthermore, an 

instance of WRITTENEXPRESSION should be well-formed according to some language. 

This implies that DO 'AG is only a WRITTENEXPRESSION of the Tohono O'odham variety, 

not of the English variety. That is, segments are based on particular linguistic systems, 

implying that it makes no sense to say: 

(instance "dog" LinguisticExpression). 

Forms are ultimately language-specific, that is, they are forms by virtue of being "part" of 

a particular language. Therefore, the previous statement should be; 

(instance "dog" EnglishWE) 



For economy, however, I will not refer to a WRITTENEXPRESSION as being of a particular 

language except when relevant to the discussion. The resulting definition, then, for 

WRITTENEXPRESSION is given in (5.1). 

(5.1) (subclass WrittenExpression ContentBearingObject) 

(subclass WrittenExpression SymbolicString) 

(=> 
(instance ?WE WrittenExpression) 
(exists ?CONTENT 

(instance 7C0NTENT Proposition) 
(containsInformation ?WE ?CONTENT))) 

For the moment, this will serve as a partial definition, until a full characterization of the 

mental aspect of language is presented. From (5.2), the SUMO predicate 

CONTAINSINFORMATION relates an expression to its propositional content. 

(5.2) 

(instance containsInformation BinaryPredicate) 

(instance containsInformation AsymmetricRelation) 

(subrelation containsInformation represents) 

(domain containsInformation 1 ContentBearingObject) 

(domain containsInformation 2 Proposition) 

Instances of WrittenExpression make up the physical part of linguistic data. But in 

accounting for the relationship between form and meaning, at the level of morphosyntax 

in particular, it is useful to be able to talk about whole WRITTENEXPRBSSIONS, parts of 

WRITTENEXPRESSION, and groups of WRITTENEXPRESSION. Just as one would analyze, 

for example, a piece of furniture in terms of wholes or component parts, that is according 
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to mereology, a particular WRITTENEXPRESSION can be analyzed as a whole or in terms 

of its parts. The whole I will label an ORTHWORD, as in 'orthographic word', and its 

proper parts as ORTHPART. I will define ORTHWORD as simply a sequence of 

SYMBOLICSTRINGS separated by white space. ORTHPART, then, is any sequence of 

SYMBOLICSTRINGS that is properly a part of a ORTHWORD. ORTHPART can be further 

broken down into groups of symbols based solely on position: those that appear at the 

beginning of the wholes I will call ORTHPREFIX, those in the middle ORTHOINFIX, and 

those at the end ORTHSUFFIX. A preliminary, but incorrect, picture of this situation is 

given in Figure 5.2. 

WRITTENEXPRESSION 
ORTHWORD 
ORTHPART 

ORTHPREFIX 
ORTH INFIX 
ORTHSUFFIX 

Figure 5.2—Taxonomy of written segments without reference to meaning 

WE could add the axiom in (5.3) to ensure that WORDS are made up of WORDPARTS. 

(5.3) 

( = > 

(instance ?WORD OrthWord) 
{exists ?PART 

(and 

(instance ?PART OrthPart) 
(part ?WORD 7W0RDPART)))) 

Without reference to meaning, WRITTENEXPRESSION may be analyzed only superficially, 

as it is in Figure 5.2. For example, given uncooked, an instance of ORTHWORD, un is an 

ORTHPREFIX, cook is an ORTHINFIX, and ed is a ORTHSUFFIX. But according to the rules 



given thus far, ncoo is allowed to be an INFIX as well. This is obviously the wrong 

analysis linguistically, but also in terms of the ontology. After all, WRITTENEXPRESSIONS 

are what they are precisely because they designate some meaning'"^, just as a particular 

component of a solid object is identifiable because of its shape or function. On the other 

hand, the taxonomy in Figure 5.2 is not entirely wrong because it does have some 

linguistic validity. By considering meaning, not just mereology, the taxonomy can be 

made more specific. First of all ORTHWORD and ORTHPART cease to be 

CONTENTBEARINGOBJECTS when they have no meaning. In English the character 'A:' by 

itself has no meaning. This is why is not a ORTHPREFIX in kick. It is part of another 

ORTHPART which I will call ORTHROOT, which is distinguished from ORTHINFIX based 

on what it means, namely that it realizes some mental object, the corresponding 

psychological unit (to be discussed in the next section). A more linguistically satisfying 

taxonomy is given in Figure 5.3, skipping some of the motivating details. 

" Although some WRITTENEXPRESSIONS such as cran- in cranberry and -ceive in receive and deceive 
appear not to possess an identifiable meaning in isolation. Meaning is only achieved when combined with 
another WRJTTENEXPRESSION. 
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WRITTEN EXPRESSION 
ORTHPART 

SIMPLEORTHPART 
ORTHROOT 
ORTHAFFIX 

ORTHPREFIX 
ORTHINFIX 
ORTHSUFFIX 
ORTHCIRCUMFIX 

ORTHSTEM 
ORTHWORD 

SIMPLEORTHWORD 
COMPLEXORTHWORD 

ORTHCOMPOUND 
ORTHPHRASE 

ORTHSENTENCE 

TEXT 
LETTER 
MANUAL 
ORTHBOOK 

Figure 5.3—T axonomy of written segments with reference to meaning 

Consider the Warumungu data expressed as interlinear text in (5.4). 

(5.4) Purrumu-rra! 
touch-IMPER 
'Touch it!' (data from Simpson 1998; 727) 

The physical part of this example, the instances of WRITTENEXPRESSION, can be encoded 

using the language of the ontology, as in (5.5). 

(5.5) (instance "purrumu" WMUOrthStem) 

(instance "rra" WMUOrthSuffix) 

Within such a framework, the discontinuous morphology of various Semitic languages, 

such as Arabic and Hebrew, would have to be accounted for by including, possibly, 
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INTERCALATEDAFFIX as a type of ORTHAFFIX, depending on the particular theoretical 

approach. Note also that 'bound roots' are instances of what I am calling ORTHROOT and 

'free roots' are instances of ORTHSIMPLEWORD. The segments in Figure 5.3 are adequate 

to describe most written phenomena encountered in the domain of morphosyntax, 

identifying what forms that linguistic expression can take. There are problematic cases of 

subtractive morphology, such as in Tohono O'odham, where the perfective is marked by 

deleting the final consonant (or in some cases the final vowel-consonant pair) from the 

verb. 

(5.6) imperfective perfective 

'rake' golon golo 
'cover' ce'ewid ce'ewi 
'run' wo:po'o wo;p (data from Zepeda 1988: 60) 

Can both golon and golo be instances of ORTHSIMPLEWORD? This would ultimately 

depend on the analysis, but the ontology of segments should provide the tools for 

reasoning about Tohono O'odham data in any case, as the axiom in (5.7) illustrates. 

(5.7) 

{ = >  

(and 
(instance ?X TOdSimpleWord) 
(reprensents ?X PerfectiveAspect)) 

(exists ?Y (TOdSimpleWord ?Y) 
(and 

(represents ?y ImperfectiveAspect) 
(part ?Y ?X))))) 

On a final note, I have managed to discuss WRITTENEXPRESSION without saying 

anything about 'morphemes'. Since Bloomfield (1933) it has been common practice for 

linguists to refer to minimal content-bearing units, as 1 have described them, e.g., English 



-ed or -ing, as morphemes. The ontology, though, makes a strict separation between 

form and underlying structure. Just as the sequence of symbols -ed is not an instance of 

PASTTENSE, it is neither an instance of a morpheme. In traditional terminology, it is a 

'morph', an instance of linguistic form or, according to the ontology, an instance of 

WRITTENEXPRESSION. A morpheme, on the other hand, as it is generally understood in 

many modem linguistic theories is an abstract mental unit potentially realizable as a 

minimal unit of form, that is, as a minimal WRITTENEXPRESSION or UTTERANCE. To 

address some of the traditional problems, not all morphemes are realized as a morph as in 

the case with the so-called 'zero morphs' such as in the past tense English verb hit. The 

word hit in its underlying structure consists of a root morpheme which is realized and a 

past tense morpheme that is not realized. MORPHEME, then, if such a construct is indeed 

useful, would be defined as an ordered pair containing the mental object (not the form) 

and the proposition representing its semantic content. The following section explores 

linguistic units as mental objects. 
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5.2 Mental Linguistic units 

A relatively non-controversial claim is that linguistic expressions are physical 

realizations of mental entities. Instances of ORTH WORD and ORTHPART are, for example, 

products of the mental lexicon, while their arrangement in the speech stream is a 

reflection of grammar. This section briefly sketches out the character of mental language 

according to the ontology and proposes a relationship to the physical realization. 

First, a LINGUISTICUNIT refers to any mental object that has a physical realization as 

a WRITTENEXPRESSION or UTTERANCE. I intend this term to be very general, subsuming 

both phonological and syntactic units. 

MENTALOBJECT'^ 
LINGUISTICUNIT 

PHONOLOGICALUNIT 
SYLLABLE 
PHONOLOGICALWORD 

SYNTACTICUNIT 
SUBLEXICALUNIT 

INFLECTIONALAFFIX 
DERIVATIONALAFFIX 

LEXICALUNIT 
SIMPLELEXICALUNIT 
COMPLEXLEXICALUNIT 

STEM 
COMPOUND 

PHRASALUNIT 

Figure 5.4—The proposed taxonomy of mental linguistic units 

I am using DOLCE's concept of MENTALOBJECT. 
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In part, the arrangement in Figure 5.4 parallels the taxonomy of expressions in Figure 5.3. 

A full explanation of the mapping to linguistic expression, though, will be reserved for 

the future account of syntactic phenomena. Here I will simply point some of the major 

characteristics of this level. 

First of all, a concept like LINGUISTICUNIT is very general, i.e., not language specific. 

LINGUISTICUNIT is the class of all mental objects in the world which are strictly 

linguistic. 1 propose that there are language specific subcategories of each of the concepts 

listed in Figure 5.4, for example, ENGLISHLEXICALUNIT, WARUMUNGULEXICALUNIT, 

etc. It is an interesting question whether instances of these leaf concepts are shared 

entities of a speech community, that is, where there would be one instance, for example 

HAT, of ENGSIMPLELEXICALUNIT shared throughout the community, or whether there are 

many instances of HAT, each represented in the mind of an individual speaker. Since the 

current proposal does not hinge upon the resolution of this issue, 1 will leave this as an 

open philosophical issue. 

Second, subclasses of LINGUISTICUNIT may inherit from both SYNTACTICUNIT and 

PHONOLOGICALUNIT. For example, consider a LINGUISTICUNIT such as HAT, which is 

both ENGLEXICALUNIT and ENGPHONWORD. Essentially such a classification allows the 

discussion of different definitions of 'word' and 'phrase', something that is potentially 

very useful for cross-linguistic analysis. The ontology makes no theoretical claims 

regarding what a 'word' is. Instead, it simply provides the mechanism necessary to 

instantiate the claims of various theories. Particularly useful is the relation between a 

LINGUISTICUNIT and WRITTENEXPRESSION, UTTERANCE, etc. The relationship is 



essentially one of 'realization'. That is, some linguistic expression realizes the 

corresponding mental unit. In the case of zero-morphology, recall the discussion of 

English hit in Section 5.1, an instance of a WRITTENEXPRESSION or UTTERANCE may 

realize more than one LINGUISTICUNIT. The predicate REALIZES is a subrelation of the 

very genera! predicate REPRESENTS as proposed by Pease and Niles (2002) for SUMO. 

(5.8) (subrelation realizes represents) 

(instance realizes BinaryPredicate) 

(instance realizes AsymmetricRelation) 

(domain realizes 1 WrittenExpression) 

(domain realizes 2 LinguisticUnit) 

This differs from the use of REALIZES in SUMO in which linguistic expressions realize a 

proposition. Essentially, I am taking into account the extra layer of the proposed stratified 

approach. Thus the emerging picture of the relationship between form and meaning is 

given in Figure 5.5. 

REALIZES_^ hat (UTTERANCE) 

REALIZES 

(LEXICALUNIT) "hat" (WRITTENEXPRESSION) 

type of relation? 

HAT 
(PHYSICALOBJECT) 

Figure 5.5—Preliminary picture of the relationship between form and meaning 



The question mark in Figure 5.5 indicates that the relationship between the mental unit 

and the actual physical object is not yet clear. The next chapter offers a concrcte 

proposal. First, however, the related notion of a linguistic category should be addressed. 
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5.3 Linguistic Categories 

The phrase 'linguistic category' is synonymous with part of speech, but should not 

be limited to that notion. "The part of speech system of a language is a classification of 

the lexical items of that language with respect to a number of phonological, syntactic and 

semantic properties" (Anward 2001). Whereas "part of speech" as a theoretical construct 

may be of questionable value to modem linguistics (see relevant discussion of Sapir 

1921), it is nevertheless a received linguistic notion that goes back for millennia (Pullum 

1999; 66) and, thus, deserves treatment in any domain model of linguistics. Typological 

studies suggest that there may be no universal parts of speech, those categories relevant 

to all languages. Whereas noun-like categories and verb-like categories are certainly the 

most common, they fall short of explaining what is occurring with respect to word class 

in some languages, such as the Wakashan group (see Dixon 1977, Talmy 2000, Anward 

2001). Above all, it should be pointed out that in the description of language data, the 

notion of part of speech must be applied in a language specific manner. However, the 

idea that there are linguistic categories in the first place should take precedence in an 

ontological model. Other than syntactic categories, there are various word classes in 

languages which are reflected paradigmatically, grammaticalized either directly or 

indirectly. Swahili represents such a language where noun class is directly 

grammaticalized and marked with inflectional morphology, as with ki- in the following 

example from Corbett (1991: 43). 

(5.9) fa'kapu Mcubwafo'moja Mianguka 
basket large one fell 
'one large basket fell.' 
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The ki- prefix is the exponent of Swahili 'class 7', that is, ki- is the manifestation of the 

fact that class 7 is granimaticalized. A discussion of the overt grammatical i zation of such 

genders will be given in the next section, but I simply present this Swahili case to adduce 

that the general notion of categorization pertains more broadly than to just syntactic 

categories. 

In order to include the mechanism for describing categories such as English nouns or 

Swahili class_l, class__2, etc., it is necessary for the ontology to have some general notion 

of class or set. The upper ontology already has the concept CLASS, which is defined 

according to properties of inclusion. That is, some instance of CLASS, e.g., the class of 

linguistic units which denote long, skinny things, end in a vowel, are denominals, etc. can 

be defined by stating a common property of its members, as in (5.10). 

(5.10) 

( = >  

(instance longSkinnyClass Class) 
(forall ?ELEM 

(and 
(element ?ELEM longSkinnyClass) 
(long ?ELEM) 
(skinny ?ELEM)))) 

What is important here is to indicate that the properties of inclusion can be based on 

semantic, grammatical or phonological properties (or some combination thereof) so as to 

account for many of the world noun class systems. But of course, as the discussion in 

Chapter 3 pointed out, there are exceptions to class membership almost in every language 

(Corbett 1991; Aikhenvald 2000). So it would be impossible (as in Dyirbal) to state some 

deterministic rule that defined a common property of all the members, though an 

approximation may suffice for typological research. Optionally, an extensionally defined 
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class, namely a SET according to the SUMO, can be created by enumerating its members 

(Niles and Pease 2001). Whereas two distinct CLASSES may contain exactly the same 

members, two SETS with the same members are not distinct. I propose that the ontology 

should allow for linguistic categories of all kinds to be defined, both classes and sets. 

That is, both may prove useful for language description and the subsequent knowledge 

discovery. Figure 5.6 gives an example of linguistic categories subsumed by the concept 

CLASS, along with a few instances. 

CLASS 
LINGUISTICGLASS 

SYNTACTICCLASS 
ENGSYNTACTICCLASS 

ENGNOUN (instance) 

SWAHSYNTACTICCLASS 

CLASS__7 (instance) 

SEMANTICCLASS 
SWAHSEMANTICCLASS 
ZANDESEMATNICCLASS 

ZANDECLASSB (instance) 
PHONOLOGICALCLASS 

Figure 5.6—A taxonomy of linguistic categories according to CLASS 

I propose here separate concepts for each language, such as SWAHSEMANTICCLASS (the 

concept of a class based on the semantics of Swahili lexical items), but also that the 

notions of CLASS, SYNTACTICCLASS, SEMANTICCLASS, etc. are universal. Thus, a system 

that categorizes based solely on a semantic criterion would be an instance of a language 
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specific SEMANTICCLASS, e.g., the class of lexical items denoting non-lmman animates in 

Zande (Corbett 1991: 14). But what would also be allowed is multiple inheritance from a 

number concepts when, for example, a class was based on both semantic and 

phonological criteria. As for defining categories by extension, I propose to allow the 

same structure subsumed by SET. 

SET 
LINGUISTICSET 

SYNTACTICSET 
ENGSYNTACTICSET 
SWAHSYNTACTICSET 

SEMANTICSET 
SWAHSEMANTICSET 

PHONOLOGICALSET 

Figure 5.7—A taxonomy of linguistic categories according to SET 

SO, for example, the Dyirbal class_2 would be defined as a SET of lexical units 

corresponding to women, bandicoots, dogs, ..., fire, snakes (Corbett 1991: 15). 
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5.4 Summary 

To sum up the major claims presented thus far, I have proposed three domains of the 

ontology which are directly relevant to language: linguistic expressions, mental linguistic 

units, and linguistic categories. In my discussion of linguistic expressions, 1 have focused 

primarily on written expressions and have argued for the inclusion of the concept 

WRITTENEXPRESSION which is subsumed by SUMO's CONTENTBEARINGOBJECT. The 

concept of a WRITTENEXPRESSION is essentially that of the printed word, but the printed 

word as it belongs to particular linguistic systems. I have proposed a hierarchy of 

WRITTENEXPRESSION, including subsumed concepts such as ORTHPART, ORTHINFIX, 

ORTHPHRASE, etc. Second, I have proposed the concept of a LINGUISTICUNIT, which is a 

kind of MENTALOBJECT (borrowing this from DOLCE) subsuming various syntactic and 

phonological units. At this level, the notion of a phonological word may distinguished 

from a syntactic word. Furthermore, I proposed that the relationship between a 

WRITTENEXPRESSION and a LINGUISTICUNIT is essentially one of realization, which I 

label as REALIZES. For example, an instance of ENGORTHWORD, boat, REALIZES a 

particular ENGSYNTACTICUNIT. Finally, I have discussed the inclusion of the concept 

LINGUISTICCATEGORY to account for the traditional notion of part of speech and also 

word classes, e.g., Bantu noun classes. The next chapter will be concerned with how 

these concepts are connected to semantics, the intennediary level between the level of 

linguistic form and the level of world knowledge. 
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CHAPTER 6—A LINGUISTICS ONTOLOGY (PART II) 

The aim of this chapter is to complete the linguistics ontology by giving a proposal 

concerning the level of semantic encoding discussed in Chapter 3. At this level a 

speaker's perceived reality, various conceptualized situations, is made into discrete units. 

Again, the term discrete is used to imply that, whereas categories and relations of the 

purely conceptual level are highly granular semantic units by their very nature are not. 

They are, thus, "discretizations" of conceptual structure. First of all 1 will refer to the 

class of discrete semantic units as SEMANTICUNIT. It should be clarified that I do not 

claim any metaphysical significance by positing SEMANTICUNIT as a concept. That is, I 

do not claim that the essence of meaning resides in the instances thereof, although this is 

one philosophical interpretation. These units simply provide handy ontological containers 

to make the notion of 'grammaticalization' and iexicalization' explicit. In order to 

explicate what I mean by SEMANTICUNIT, I will discuss both the content (specific 

subclasses) and the organization (taxonomic and otherwise) of the categories subsumed 

by SEMANTICUNIT. 
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6.1  Def ining Discrete  Semantic  Units  

The existence of the SEMANTICUNIT makes it possible to talk about what instances of 

LINGUISTICUNIT designate. The instances of SEMANTICUNI T are language-specific in that 

they allocate the conceptual range referred to by a particular LINGUISTICUNIT. Consider, 

for example, the SEMANTICUNIT which an English speaker would have to encode (certain 

aspects of) the general concept HUMANDWELLING. I will call this English-specific 

instance of SEMANTICUNIT simply HOUSE, or perhaps more properly, ENGHOUSE. That is, 

ENGHOUSE differs from the general concept HUMANDWELLING in that the former 

corresponds to what an English speaker considers to be the conceptual range, call it 

'meaning', denoted by the expression house. Other languages may pick out different 

aspects of HUMANDWELLING in order to make it discrete. For example, there may be a 

word in some other language whose meaning encompasses not only the main structure 

but also any adjacent buildings or the front yard. 

SEMANTICUNITS not only show up as lexical items, but also as closed-class, 

functional items. Their description provides a systematic framework within which to give 

a purely notional characterization of common grammatical categories, such as tense, 

aspect, modality, and case. First of all, there is a distinction between those concepts 

which are used by linguists to refer to both formal and semantic notions, e.g., 'tense', and 

those which are SEMANTICUNITS. Linguists use these categories because they provide a 

discipline-internal way of classifying the morphosyn tactic patterns in language, based on 

both form and meaning. Regardless of form, it should be decided on a case by case basis 

whether or not concepts such as ASPECT form a semantically coherent class. Consider 
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Hopi in which there is a category, as analyzed by Hill et al. (1998), called 'habitual 

tense'. The morphology of this category formally patterns with tense, that is, appears in 

the penultimate position in the verbal suffix morphology. But notionally, it encodes the 

equivalent of 'habitual aspcct'. What I am concerned with primarily is how to define such 

categories notionally. Thus, I would consider Hopi 'habitual tense' as part of ASPECT, 

though it may designate tensc-like semantic properties as well. The SEMANTICUNIT 

PASTTENSE"', for e.xample, makes a particular kind of TEMPORALRELATION discrete. 

Whereas FASTTENSE may be particular to a local linguistic system, TEMPORALRELATION, 

just like the general concept HUMANDWELLING, is shared cross-linguistically. I will 

propose further that there are some subclasses of SEMANTICUNIT which are shared by all 

languages, semantic linguistic universals. I do not mean to imply that PASTTENSE is a 

universal. Figure 6.1 gives a preliminary view of the structure. 

SEMANTICUNIT 

universal semantic units ... e.g., OBJECT, CATEGORY 

language-specific semantic units 
e.g., PASTTENSE, WALL, CLASSJ 

The label just happens to overlap with that of the more general notion of'tense', that is, as a linguistic 
concept referring to both formal and semantic characteristics. 



109 

Figure 6.1—A preview of the arrangement of SEMANTICUNIT 

The point of Figure 6.1 is to show that the upper categories of SEMANTICUNIT may in fact 

be language universals, that is, those semantic categories which all languages share. But 

as one progresses downward in the hierarchy, the concepts become language specific. It 

should be assumed that there is no strict separation of universal and cross-linguistic 

categories, rather the hierarchy might be better explained in terms of a continuum. 

Furthermore, since typological research suggests that not just any concept is made 

discrete, the particular stock of subsumed concepts of SEMANTICUNIT is limited (see 

Heine and Kuteva 2002). That is, the construction of the ontology should be sensitive to 

particular linguistic universals, not only set up to account for the diversity of language. 

In terms of ontology, I propose that the concept SEMANTICUNIT is a kind of abstract 

entity, along the lines of categories such as SET, PREDICATE, REGION, PROPOSITION, etc. 

It is not as clear whether SEMANTICUNIT is also a MENTALOBJECT, like I have proposed 

for LINGUISTICUNIT. For now, I will simply assume that it is abstract as the following 

axiom in represents. 

(6.1) (subclass SemanticUnit Abstract) 

I will use the predicate ENCODES to specify the relation between a particular 

SEMANTICUNIT and the information it makes discrete. That is, SEMANTICUNITS exist 

because they have some prepositional content. Furthermore, I propose that ENCODES is a 

subrelation of RELATES (Niles and Pease 2001). 
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(6.2) (subrelation encodes relates) 

(instance encodes BinaryPredicate) 

(instance encodes AsymmetricRelation) 

(domain 1 encodes SemanticUnit) 

(domain 1 encodes Proposition) 

That is, the "meaning" of an instance of SEMANTICUNIT can always be stated 

propositionally, as I will illustrate below with several examples. Furthermore, there is a 

systematic relationship between SEMANTICUNIT and the LINGUISTICUNIT which 

designates it, governed of course by language-specific criteria. In general, the predicate 

DESIGNATES'^ will be used to name this relation. The addition of these two relations 

enables the following revised schematic view of the meaning "triangle". 

REA[JZFS__^ UTTERANCE 

LINGUISTICUNIT ^^^^ALIZES 

— WRITTENEXPRESSION 

ENCODES 

• ENTITY 

Figure 6.2—An ontological view of meaning'^ 

DESIGNATES 
T 

SEMANTIC 

UNIT 

Thanks to Terry Langendoen for this term. 

The arrows in the figure also go the other way, as in REALIZEDBY, ENCODEDBY, etc. 
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This implies that any concept, as all concepts are subclasses of ENTITY, can be turned 

into semantic code, and hence be realized as language. Also, each relation mentioned in 

the figure has an inverse: REALIZEDBY, DESIGNATEDBY, and ENCODEDBY. 

Again, instances of SEMANTICUNIT include those which are lexical in nature and 

those which are grammatical/functional. 1 will focus here on the discrete semantic units 

which tend to show up as grammatical/functional units, although I will also make 

reference to the lexical ones where appropriate. Typology and morphosyntax literature 

abounds with descriptions of specific grammatical categories. Any comprehensive work 

from either of these fields will usually include 20 or so different categories in the 

discussion. Almost invariably the categories of tense, mood, and aspect are included, 

followed by case, number, voice, valence and perhaps nominal classifiers. On the one 

hand, I intend the current ontological model to be as comprehensive as possible, being 

able to account for all of these grammatical categories, not to mention a full 

characterization of the lexicon. But for the sake of time and to avoid testing the patience 

of the reader, I will focus here on just a few of the said categories: tense, aspect, 

modality, and case. First I will define each of these categories as subclasses of 

SEMANTICUNIT providing the necessary axioms and decide which ones form semantical!Y 

coherent categories and which ones do not. Sccond, I will propose a taxonomic 

arrangement which illustrates the leveling of lexical and grammatical concepts. 
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6.1 .1  Tense  

To begin, Comrie (1985: 9) defines tense as "the grammaticalized expression of 

location in time". Ontologically, TENSE is relatively straightforward and forms a 

semantically coherent class. That is, TENSE subsumes a single class of concepts; the class 

of discretized TEMPORALRELATIONS that hold between the TIMEINTERVAL (or 

TIMEPOINT) of the situation and the TIMEPOINT of the speech act. Therefore, TENSE is not 

a semantic encoding of a TIMEINTERVAL or TIMEPOINT, but an encoding of a relation. 

TENSE can be either absolute (relative only to the moment of the utterance) or relative to 

some discourse-defined reference point. Furthermore, the particular encoded 

TEMPORALRELATION is either past, present, or future. I propose the following to be the 

major subclasses of TENSE: PASTTENSE, PRHSENTTENSE and FUTURETENSE. This does 

not imply that all languages encode TENSE, but that all language-specific instances follow 

from these basic categories. Consider the axiom for generic PASTTENSE in (6.3), a 

concept relevant to all languages which have this category. 

(6.3) (=> 

(forall {?TENSE ?EXP1 ?PERD) 
(and 

(instance 7TENSE PastTense) 
{instance 7EXP1 LinguisticExpression) 
(instance ?PERD Perdurant) 
(designates 7EXP1 ?TENSE))) 

(exists (?EXP2) 
(and 

(instance ?EXP2 LinguisticExpression) 
(part ?EXP1 ?EXP2) 
(before WhenFn"(?PERD) WhenFn(7EXP2))) ) ) 

" WHENFN is a function that returns the particular Timclnterval of Process, i.e., 'when' the Process takes 
place (Niles and Pease 2001). 
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The situation is complicated by how different languages divide up the timeline. The 

English-specific meaning of pastTense is simply that whatever is described by the 

utterance happened sometime before the speech act. But in Yandruwandha (Dieric, 

Australian), there are five different markers for the past tense, including ones for; 'very 

recent past', 'within the last couple of days', 'within the last few days', 'weeks or months 

ago', and 'distant past' (Comrie 1985: 98). The point is that with the existing ontological 

machinery, e.g., the notions of TIMEINTERVAL and TIMEPOINT and the instances of 

TEMPORALRELATION (BEFORE, DURING, etc.), any tense found in the world's languages 

can be explicitly defined in the ontology and related systematically to others. The axioms 

in (6.4) defines the very recent past in Yandruwandha. 

(6.4) 

(instance YandRecentPast PastTense) 

( = > 
(forall (7TENSE ?EXP1) 

{and 
(designates ?EXP1 YandRecentPast) 
(instance ?EXP1 YandLinguisticExpression))) 

(exists (?EXP2 ?PERD) 
(and 

(instance 7EXP2 YandLinguisticExpression) 
(designates ?EXP2 ?PERD) 
(part ?EXP1 ?EXP2) 
(before WhenFn (?PROC) WhenFn{?EXP2)) 
(lessThan (IntervalFn (WhenFn (?PROC) WhenFn(?EXP2))) 
day)))) 

The first axiom indicates that YANDRECENTPAST is an instance of the more general 

PASTTENSE. The second axiom simply relates YANDRECENTPAST to the preceding 

interval within a day of the speech act. 
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6.1 .2  Aspect  

What is described as 'aspect' is notoriously difficult to define, not only as a 

semantically coherent category, but also as a concept in general (Sasse 2002). Comrie 

(1976: 3) characterizes aspect as "the different ways of viewing the internal temporal 

constituency of a situation". Payne (1997: 239) says that aspect describes the "internal 

temporal shape of events or states". In general, if aspect makes a certain set of attributes 

of PERDURANT discrete, then it can be argued that aspect forms a semantically coherent 

class, call it ASPECT. I will argue that it does. Unfortunately, SUMO is deficient in its 

inventory of attributes that concern PERDURANT (or PROCESS as it is called in the 

SUMO). Ideally, there should be a subclass of the SUMO INTERN A L ATTRIBUTE, call it 

PERDURENTATTRIBUTE, whose instances refer to characteristics of PERDURANT. For 

example, the relevant instances of PERDURENTATTRIBUTE might include BOUNDED, 

CONTINUANT, EXTENDED, etc. (see Rosen 1999). This also suggests a categorization of the 

various subclasses of PERDURANT according to Aktionsarten instead of by type/number of 

participants (see Lehmann 1999 for a discussion). In this way, complex event-related 

phenomena such as ASPECT may be better described ontologically. Aktionsarten, then, is 

the linguistic encoding of the various instances of PERDURANTATTRIBUTE. And as is well 

known in the linguistics literature (Comrie 1976; Dahl 1985; Rosen 1999), there is often 

an interaction of Aktionsarten with the various verbal aspects. For example, achievements 

cannot be described using the imperfective, that is, unless the granularity of the described 

PERDURANT is greatly increased. 

(6.5) *The vase was breaking when... 
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In ontological terms, there is a conceptual interaction with the various instances of 

PERDURANTATTRIBUTE. 

But instances of PERDURANT also have (temporal) parts: BEGINNINGINTERVAL, 

ENDINGINTERVAL, etc. The proposal is that particular instances of ASPECT would make 

these instances of PROCESSATTRIBUTE into discrete semantic units. The most common 

aspectual distinction is between whether the situation is viewed internally or externally, 

referred to respectively as the IMPERFECTIVEASPECT and PERFECTIVEASPECT (Dahl 1985: 

70-71). As illustrated in (6.6), the speaker can chose to view the situation differently 

depending on the context. 

(6.6) John was bouncing the ball. 
John bounced the ball three times. 

The first sentence represents the imperfective where the internal structure of the event is 

relevant, while the second represents the perfective where what the relevant bit of 

infonnation concerns the situation as a whole. One thing that is necessary to point out is 

that aspect is in some sense independent of the actual situation being described. The 

perceived situation does not change if the speaker uses a particular aspect. This is 

summarized by Comric (1976: 4): 

In discussing aspect it is important to grasp that the difference between perfect!vity 
and imperfectivity is not necessarily an objective difference between situations, nor 
is it necessarily a difference that is presented by the speaJcer as being objective. It is 
quite possible for the same speaker to refer to the same situation once with a 
perfective form, then with an imperfective, without in any way being self-
contradictory. 
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Therefore, I propose that IMPERFECTIVEASPECT makes the middle portion of the 

particular PROCESS discrete, while PERFECTIVEASPECT makes the whole discrete. Other 

parts of PROCESSES that are relevant to ASPECT include the BEGINNINGINTERVAL encoded 

by the INCEPTIVEASPECT or the ENDINGINTERVAL encoded by the COMPLETIVEASPECT. 

What is referred to as the HABITUALASPECT is really the grammaticalization of the fact 

that a number of separate but similar PROCESSES are being talked about. Consider the 

Ewe example from Payne (1997: 242). 

(6.7) e-du-a m[au]li 
3-eat-HAB rice 
'He/she eats rice." 

In order to describe ASPECT in terms of the ontology, it is necessary to have in place 

various notions regarding the temporal structure of PROCESS. Particularly useful would be 

functions which return, for example, the beginning and ending portions of instances of 

ACCOMPLISHMENT. Only then is it possible to formulate axioms such as in (6.8). 
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(6.8) 

(=> 

(forall (PASPECT ?EXP1 ?PERD) 
(and 

(instance ? ASPECT InceptiveAspect) 
(instance ?EXP1 LinguisticExpression) 
(instance ?PERD Perdurant) 
(designates ?EXP1 7ASPECT))) 

(exists (?EXP2) 
(and 

(instance 7EXP2 LinguisticExpression) 
(part 7EXP1 ?EXP2) 
(encodes 7ASPECT BeginFn(7PERD)))))) 

The range for functions such as BEGINFN would need to be defined with respect to each 

type of PERDURANT encountered in some domain. I will not digress into such an endeavor 

here. 
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6.1.3 Modality 

The next category is 'modality'"® which does not seem to be semantically cohesive. 

Speaking very generally, modality is used to refer to the ways in which various subjective 

mental states are grammaticalized. Modality refers not to a PERDURANT, in contrast to 

ASPECT, but to "the status of the proposition" (Palmer 2001: 1). What I will propose are 

SEMANTICUNITS which make certain mental states discrete. There are several distinctions 

which scholars make concerning modality. First, there is the irrealis/realis distinction, 

which marks the described situation relative to whetlier or not it actually happened/will 

happen—relative to the direct perception of the facts. Payne (1997; 247) gives the 

following Seko Padang example in which the distinction is grammaticalized. 

(6.9) o-mammu-lao /-mammu-lao-/ 
3-lNTR-gO COND-INTR-gO-3 
'he walks' real is 'if he walks...' irrealis (conditional) 

In the description of European languages in particular, it is common to use the 

subj unctive/indicative distinction, as the Spanish example from Palmer shows. 

(6.10) Creo que aprende Dubo que aprenda 
I believe that leam+3SG+PRES+iND I doubt that Ieam+3SG+PRES+SUB 
M believe that he's learning' 'I doubt that he's learning' 

Modality is probably the least understood of the grammatical categories, of the ones 

presented here, but also in general. For example, it is not clear that the factual/non-factual 

axis is enough to explain realis/irrealis (indicative/subjunctive) distinction (Palmer 2001). 

Following Palmer (2001), I will use the term modality for the grammatical category in general, reserving 
mood for describing a particular way in which modality is grammaticalized, namely as part of the verbal 
morphology, and not as a separate lexical item. 
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Next, there is also the traditional deontic/epistemic distinction which is also considered 

modality, as given in the following: 

(6.11) John may vote if he decides to. (epistemic) 
John may vote now that he is out of prison, (deontic) 

Epistemic modality is the encoding of the speaker's judgments about the factual status of 

the proposition. Deontic modality, though, encodes the possibility of a proposition based 

on some outside authority. There is also what von Wright (1951) calls 'dynamic' 

modality. 

(6.12) John can speak French. (dynamic: ability) 
John will do it for you. (dynamic: willingness) 

Thus, whereas deontic modality stems from an external authority, dynamic modality is 

internal authority, based on the speaker's ability or volition. 

Complicating matters further, there is 'evidentiality' which marks the degree to 

which the speaker has first-hand knowledge of the situation being described. Consider the 

much cited Tuyuca (spoken in Brazil and Columbia) data from Barnes (1984). 

(6.13) diiga ape-vv/ 
soccer play-VlSUAL 
'he played soccer (I saw him) 

diiga ape->7 
soccer play-APPARENT 
'he played soccer (indirect evidence) 

This is, the speaker indicates grammatically how the information was attained: visually, 

through indirect evidence, from hearsay, etc. 
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The above description shows that modality is not a semantically cohesive category, 

however, there seems to be two basic conceptual domains which are made discrete by the 

elements of modality: 'propositional' and 'event' modality (Palmer 2001: 8). 

Propositional modality includes epistemic modality and evidentiality which are both 

"concerned with the speaker's attitude to the truth-value of factual status of the 

proposition" (Palmer 2001: 24). On the other hand event modality includes deontic 

modality and dynamic modality, which both "refer to events that are not actualized, 

events that have not taken place but are merely potential" (Palmer 2001: 70). The SUMO 

offers some possibilities for grounding these notions. 

RELATIONALATTRIBUTE 
TRUTHVALUE 

TRUE (instance) 
FALSE (instance) 
LIKELY (instance) 
UNLIKELY (instance) 

NORMATIVEATTRIBUTE 
SUBJECTIVEASSESSMENTATTRIBUTE 
OBJECTIVEASSESSMENTATTRIBUTE 

ALETHETICATTRIBUTE 
POSSIBILITY (instance) 
NECESSITY (instance) 

DEONTICATTRIBUTE 
PERMISSION (instance) 

OBLIGATION (instance) 

Figure 6.3—Classes in SUMO pertaining to modality (Niles and Pease 2001) 

First of all the taxonomy is subsumed by RELATIONALATTRIBUTE because all the 

instances express a relation between a PROPOSITION and something else. I propose that 

deontic modality, simply enough, makes instances of DEONTIC ATTRIBUTE discrete. Also, 
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epistemic modality makes instances of ALETHETICATTRIBUTE discrete, but specified with 

respect to the speaker. For the moment, there is no direct means of defining dynamic 

modality or evidentiality. However, I suggest that specific instances of these categories 

be defined propositionally on a case by case basis. The Tuyuca data suggest including 

axioms pertaining to the fact that some situation was seenTheard by the speaker. So, 

evidentiality would, then, encode properties of the speaker's beliefs, namely the means 

by which the speaker has those beliefs. 
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6.1.4 Case 

What is monolithically called 'case' is known to be a heterogeneous category 

determined by morphos3aitactic, semantic, and even pragmatic criteria (Blake 2001: 3). 

Compare the vocative case, which is ultimately rooted in pragmatics, to the purely 

grammatical notion of nominative case. To complicatc matters further, there are also 

various miscellaneous cases such as the aversive case, which is used to mark an entity 

that is to be avoided (ibid: 197). To simplify the situation somewhat, I will focus here on 

the contrast between the cases that encode purely grammatical relations and cases that 

encode non-grammatical relations. Instances of the former will be referred to as 

GRAMMATICALCASE, and instances include: NOMINATIVECASE, ACCUSATIVECASE, 

ERGATIVECASE, ABSOLUTIVECASE, GENITIVECASE, etc. In order to define these cases, 

there should be in place already the notion of a GRAMMATICALRELATION. A grammatical 

relation is any relation that holds between syntactic constituents. I will not devote any 

time to characterizing them here, but instances may include SUBJECT, DIRECTOBJECT, 

INDIRECTOBJECT, OBJECTOFPREP, and so on. Some kinds of cases encode relations which 

are non-grammatical, spatial relations for example. I will refer to this type of case as 

SPATIALCASE. In particular, instances of SPATIALCASE describe the actual spatial relation 

of OBJECTS, either according to some landmark or relative to some other OBJECT. I will 

refer to those SPATIALCASES that indicate static relations as POSITIONALCASE and those 

that indicate dynamic relations as DIRECTIONALCASE. Instances of POSITIONALCASE are 

the ESSIVE (indicating the 'at' relation), the SUPERESSIVE (indicating the 'on' relation), 

and the INESSIVE (indicating the 'in' relation). Instances of DIRECTIONALCASE given in 
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(6.14) include the SUPERLATIVE (the 'onto' relation) and the ILLATIVE (indicating the 

'into' relation). 

(6.14) kuppe-i-hin 
cup-Plural-IllativeCase 
'into the cups' 

Not all encoding of spatial location/motion is considered to be case. Encoded spatial 

notions also show up in verbal morphology. Consider the Quechuan languages which 

have a verbal suffix indicating where an action takes place. 

(6.15) Saana-a suuti-imu-wi 
2DL-IRR wash-DR-3SG 
'Wash him/her downriver' (data from Payne 1997: 249) 

The suffix imu in (6.15) indicates that the washing event takes place downriver (indicated 

by 'DR'). Payne (1997) says that such deviccs used to situate actions are cultural"ly 

dependent and usually correlate with particular geographic features of the surrounding 

area. Therefore, case, verbal location marking, and the adpositions and adverbially can 

make particular spatial properties discrete in a linguistic system. 
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6.2 Classifying Discrete Semantic Units 

If the notion of a SEMANTICUNIT is to be included in the ontology, a uniform criteria 

for the organization of its subsiuned concepts should be proposed. The organization 

should facilitate typological comparison of particular grammatical phenomena and make 

possible queries such as 'How does Walpiri grammaticalize the spatial relation UNDER?', 

'In what ways do the grammaticalized categories ofNavajo differ from those of Hopi?', 

etc. Furthermore, the subsumed concepts should be arranged in a manner that is intuitive 

for linguists, so that they can easily navigate through them. There are at least three 

criteria by which SEMANTICUNIT may be organized; according to the formal properties of 

the linguistic units which designate them, according to their overall function in the 

language, or according to their relationship to what is being made discrete. The following 

paragraphs consider the arguments for and against each of these criteria. 

First, the various SEMANTICUNITS could be characterized by the formal properties of 

the corresponding LINGUISTICUNITS, for example, whether or not the LINGUISTICUNIT 

was the head of phrase or what part of speech it belonged to. There is some evidence in 

favor of such an approach, specifically concerning part of speech. In the analysis of some 

languages, it is convenient to discuss the major parts of speech—nouns, verbs, and 

adjectives—as LINGUISTICUNITS which systematically correspond to OBJECT, 

PERDURANT, and ATTRIBUTE. In this way TENSE might be classed as a VERBCONCEPT or 

at least as a PERDURANTRELATED concept. The rationale is that since TENSE, ASPECT and 

MODALITY "relate" more closely to the verb than to the noun, then there should be an 

ontological category capturing this generalization. This is the intuition, as least in most 
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textbooks on morphosyntax or morphology. A potential arrangement, systematically 

resembling the major conceptual distinctions in SUMO, is given in Figure 6.4. 

SEMANTICUNIT 

OBJECTRELATED 
NOUNCONCEPTS 

PROCESSRELATED 
VERBCONCEPTS 

ABSTRACTRELATED 
ATTRIBUTERELATED 

ADJCONCEPTS 

Figure 6.4—SEMANTICUNIT arranged according to SUMO's top level 

It would certainly be a convenience if all languages could be analyzed in this manner, so 

as to establish easily the conceptual-grammatical correspondence. But this arrangement 

gets the ontological engineer into trouble right away, for the simple reason that, cross-

linguistically, it is impossible to pose a coherent category such as NOUNCONCEPT or 

VRRBCONCEPT. Part of speech is known to be extremely unsystematic across languages, 

the problem being compounded by syntactic, morphological, and semantic effects. 

Typically, nouns denote OBJECTS, but even within the same language, there is no one-to-

one match, e.g., compare the noun crown (OBJECT), to the noun coronation 

(PERDURANT). Anward (2001) gives a summary of the typological variation in part-of-

speech systems which suggests that Sapir (1921) was correct when he said that analysis 

based on part of speech should be abandoned in serious linguistic research. However, as 

argued by Greenberg (1963), Bybee (1985), and Talmy (2000), there is a systematic way 

in which conceptual structure is transformed into linguistic form, just not in the 

auiviu I op juevei 
ENTITY 

OBJECT 

PROCESS 

ABSTRACT 
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traditional part-of-speech sense. Bybee (1985), for example, discusses how the meanings 

of individual forms help to dictate whether those forms will be highly fused in a single 

(lexical) expression, mildly fused (closed class morphemes), or fully syntactic. For 

example, aspectual markers, because of their intimate relation to the event, tend to be 

either fused with the verb stem or lexicalized much more often than person markers, 

which are more relevant to nouns. Thus, SEMANTICUNITS are instantiated in such a 

variety of ways cross-linguistically that this situation precludes taking an organizational 

approach based purely on form. In a theory-specific framework, for example in a 

Minimalist ontology for linguistic description, a formal criterion for ontological 

classification would be possible, even desirable. Working within such a common 

theoretical framework, users would want to know how certain theory specific constructs 

are instantiated in various languages. 

Another possibility is to ask what is accomplished by a particular SEMANTICUNIT. 

By making some concept discrete in the first place, what kind of information is intended 

to be conveyed? Starting with Searle's (1969) classic work on speech acts. Croft (1990) 

attempts just that. Croft focuses on what Searle called the 'propositional acts' which refer 

to the function of individual utterances in terms of information they carry. Adding to 

Searle's (1969) major propositional acts, Croft proposes other minor propositional acts 

which specifically concern the function of inflectional morphology. These are: 

'categorization' which serves to declare the ontological status of discourse entities after 

they are referenced; 'situating', which serves to arrange entities according to some 

ground criterion; and 'selecting', which serves to choose what is relevant in a given 
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scene. Croft (1990) is highly concerned with language's ability to encode the information 

in a given situation. Essentially, Croft's theory is compatible, philosophically at least, 

with my idea of discretization. Croft's system works well when the function of the 

grammatical category is literally categorization, situating or selecting. For example, 

lexical classifiers serve to categorize and, to a certain extent, so do the purely 

grammatical cases (NOMINATIVECASE, ACCUSATIVECASE, etc.). Also, the semantically 

based cases, SPATIALCASES, are necessarily meant to situate OBJECTS in space. The 

problem with adopting Croft's framework, and a functional approach in general, is that it 

would be necessary to extend the meanings of certain grammatical categories using 

metaphor. Especially problematic is trying to determine the function of categories like 

MODALITY or TENSE. Croft (1991) argues that MODALITY falls under the category of 

'situating'. The REALIS/IRREALIS distinction is supposed to "situate" the truth of some 

utterance according to the speaker's beliefs. TENSE is also a way to "situate", in this case 

the time of the speech act is situated with respect to some speaker-determined time point. 

That a functionalist categorization has to be based on a metaphor is problematic because 

such a metaphor would have to be encoded in the ontology, and it is not at all clear how 

this would be done. Again, I do not mean to deny that functionalist approaches to 

language have merit. I am simply arguing that categorizing SEMANTICUNITS based on 

function would not be the best approach, for presentation to the average non-functionalist 

user. 

Finally, the categorization of SEMANTICUNITS can be based on meaning or 

information content. In other words, what kinds of entities from the ontology are being 



made discrete? Thus, the organization of knowledge in general would drive the 

organization of semantic types. This differs from both of the former approaches in that 

organization is based on strictly non-linguistic and, as a result, inter-theoretical criteria. 

The only theoretical assumption is that linguistic structure ultimately flows from the 

organization of knowledge in general, an idea that, in my mind, is philosophically 

appealing (recall the lengthy discussion in Chapter 3). Why this is desirable rests on the 

fact that language is, after all, about our connection to reality. We use language to talk 

about our world. This would explain, at least very generally, why some of the "world" 

gets into language structure. This is espoused by cognitive linguistics in particular 

(Lakoff 1987; Langacker 1987; Talmy 2000), but also by various lexical seraanticists 

(Pustejovsky 1995; Jackendoff 1990, 2002) and to some extent generative linguistics (see 

the discussion of language as a natural phenomenon in Chomsky 2000). A further 

advantage of such an approach would enable the comparison of linguistic phenomena 

based solely on meaning. There is a precedence in the typological literature for such an 

approach. Bybee, Perkins and Pagliuca (1994) propose to discuss what I am calling a 

SEMANTICUNIT in the context of cross-linguistically valid categories, known as 'gram-

types'. Gram-types are first of all semantically focused. They are meant to capture the 

similarities in meaning between the morphosyntactic categories of individual languages. 

For example, the gram-type approach attempts to capture what is semantically similar 

between the Russian perfective and the Hopi perfective, or between Archi lative case and 

Finnish lative case. A gram-type is proposed for a particular category regardless of 

whether it is expressed inflectionally or periphrastically, that is, regardless of the 
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syntactic properties of morphosyntactic category markers. Therefore, the rest of this 

section offers a concrete proposal for the organization of SEMANTICUNIT based not on 

form or function, but on meaning. 

For organizing the various subclasses of SEMANTICUNITS, I will begin by making a 

conceptual distinction between those which make non-relational concepts discrete, those 

which are defined by their inherent properties, and those which make relational concepts 

discrete, those defined in terms of other concepts. Linguists, I believe, have an intuitive 

understanding of the difference between these notions. Recall the discussion of Sapir 

1921 on the distinction between material and relational concepts. Also, such an approach 

is similar to Anderson's (1985) categorization of morphosyntactic categories as either 

inherent or relational. The categorical division will boost the efficiency of reasoning 

algorithms, since the notions of 'inherent' and 'relational' are explicitly encoded in 

various places in the ontology (cf INTERNALATTRIBUTE and RELATIONAL ATTRIBUTE). I 

call the non-relational classes subsumed by SEMANTICUNIT simply ENCODEDCONCEPT. 

Consider the familiar categories that make a single property from the ontology discrete: 

NUMBER transforms a quantitative value into a discrete semantic unit; ASPECT does the 

same for a property internal to some PERDURANT; and CLASSIFIERS make some culturally 

salient property into a discrete unit. Also, there are SEMANTICUNITS which generally, but 

not always, show up as lexical items: LAKE is the semantic equivalent of the concept 

'land-locked body of water; as HOUSE is for the concept of 'human dwelling', etc. By 

contrast, there are the relational counterparts, what I call ENCODEDRELATION. For 

example, GRAMMATICALCASE semantically encodes a relation between some linguistic 
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unit and its governor; MOTHER seniantically encodes a particular kind of kinship relation 

between living things. 

Such an approach is facilitated by the availability of a conceptual ontology in the 

first place; whole sections of the ontology are semantically encoded by related groups of 

SEMANTIC UN IT. Instances of OBJECI', for example, are encoded by a varied, but 

contiguous, group of semantic units (see the figure below). In an attempt to make the 

categorization even more intuitive, I will argue for three cross-cutting factors with respect 

to ENCODEDCONCEPT. Subclasses can either be grammatical, epistemic, or simply the 

default which I refer to as ordinary in nature. Figure 6.5 gives a preliminary picture of 

this arrangement. 

SEMANTICUNIT 
ENCODEDCONCEPT 

ENCODEDGRAMCONCEPT 
ENCODEDORDINARYCONCEPT 
ENCODEDEPISTEMICCONCEPT 

ENCODEDRELATION 
ENCODEDGRAMREL 
ENCODEDSPATIALREL 
ENCODEDTEMPORA LREL 

Figure 6.5—^Preliminary taxonomy of SEMANTICUNIT 
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It may seem strange to claim that GRAMMATICALCONCEPT and GRAMMATICALRELATION 

are themselves made discrete, but I am assuming that they exist whether or not a 

language encodes them. Examples of ENCODEDGRAMCONCEPT include the truly 

grammatical genders since they may not correspond to "natural" qualities which are real 

(non-grammatical). The idea is that the defining property of some LINGUISTICCLASS (as 

discussed in the previous chapter) is made discrete. Consider the examples of 

grammatical gender from Chapter 3 (cf. Russian, German, Hausa). Grammatical gender 

is to be distinguished from the Dyirbal-type cases where classification is based on 

semantic criteria. It should be noted that in many cases, it is difficult to distinguish, for 

example, between grammatical gender and natural gender. Therefore, it is possible that 

both features are grammaticalized and realized as one linguistic unit (see Chapter 7 for an 

example). 

An ENCODEDORDINARYCONCEPT is a kind of residue category (an open class of 

categories), meaning simply neither grammatical nor epistemic. Instances of 

ENCODEDORDINARYCONCEPT encode non-relational conccpts. Examples include DOG, 

BOX, RUN, SWIM, RED, FAT, PRETTY etc. In fact, subclasses of ORDINARYCONCEPT can be 

arranged more or less in parallel with the upper ontology. It is an empirical question as to 

what kinds of categories are ultimately discretizable. 
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ENCODEDORDINARYCONCEPT 
ENCODEDOBJECT 

DOG 
BOX 

(instance) 
(instance) 

ENCODEDPERDURANT 
RUN 
SWIM 

(instance) 
(instance) 

ENCODEDABSTRACT 
ENCODEDATTRIBUTE 

RED (instance) 
PRETTY (instance) 
ENCGDEDPERDURANTATTRIBUTE 

ASPECT 

Figure 6.6—Taxonomy of ENCODEDORDINARYGONCEPT 

This category illustrates well the leveling of the lexical/grammatical distinction at the 

semantic level, granted that most concepts that show up as lexical units will be subsumed 

under ENCODEDORDINARYCONCEPT. 

By ENCODEDEPISTEMICCONCEPT, I refer to notions that are relative to the speaker's 

cognitive state. Examples include: the intention the speaker has in making the utterance, 

the illocutionary act; the relative veracity of what is being uttered (e.g., that the speaker 

doubts some state of affairs); and the relative importance placed on certain aspects of an 

encoded entity (e.g., the beginning, rather than the end, of some action). 
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ENCODEDEPISTEMICCONCEPT 
INTENTIONALATTRIBUTE 

REQUEST 
COMMAND 

BELIEFATTRIBUTE 
EVIDENTIALATTRIBUTE 
REALISATTRIBUTE 

MENTALFOCUSATTRIBUTE 

Figure 6.7- The taxonomy of ENCODEDEPIS TEMICCONCEPT 

The concept ENCODEDRELATION subsumes those classes that make discrete all kinds 

of relations. Examples include spatial relations between OBJECTS or temporal relations 

between PERDU RANTS. Consider the following taxonomy. 

ENCODEDRELATION 
SPATIALREL 
TEMPORALREL 
MEREOLOGICALREL 
ROLEREL 
CAUSALREL 

Figure 6.8—Taxonomy of ordinary ENCODEDRELATION 

The labels here may seem awkward, but it should be recalled that ENCODEDRELATION is 

a subclass of SEMANTICUNIT. Actual relations are very different ontologically. As for the 

other relational units, an example of MEREOLOGICALREL. is PARTITIVECASE and notions 

which show up lexically as hit, part, some, all, etc. ROLEREL subsumes AGENT, PATIENT, 

THEME, and the like, where CAUSALREL subsumes causatives. Finally, the concept 

ENC'ODEDGRAMRELATION describes the phenomenon of when two linguistic elements are 

marked in some way to show a syntactic or other dependency relation. Examples are 

AGREEMENT according to number, voice, gender etc. and what I have called 

GRAMMATICALCASE. 
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In the current chapter, then, I have shown how various SEMANTICUNITS can be 

categorized according to what kind of concept is being encoded. The resulting taxonomy 

of SEMANTICUNITS is given in Figure 6.9. 

ENCODEDCONCEPT 
ENCODEDGRAMCONCEPT 

GRAMMATICALGENDER 
ENCODEDORDINARYCONCEPT 

ENCODEDOBJECT 
ENCODEDPERDURANT 
ENCODEDABSTRACT 

ENCODED ATTRJ BUTE 
ENCODEDPROCATTRIBUTE 

ASPECT 
ENCODEDNORMATTRIBUTE 

DEONTICMODALITY 
ENCODEDCAP ABILITY 

DYNAMICMODALITY 
ENCODEDEPISTEMICCONCEPT 

ENCODEDINTENTION 
SPEECHACT 

ENCODEDBELIEF 
EVIDENTIALITY 
REALISIRREALIS 

ENCODEDMENTALFOCUS 

Figure 6.9—Final taxonomy of SEMANTICUNIT 

Once again, this taxonomy says nothing about how overt markers appear formally or how 

they are used functionally. Instead it is meant to be scmantically/ontologically driven. 

ENCODEDRELATION 
ENCODEDGRAMRELATION 

AGREEMENT 
GRAMMATICALCASE 

ENCODEDSPATIONALREL 
SFAITALCASE 

ENCODEDTEMPORALREL 
TENSE 

ENCODEDROLEREL 
SEMANTICROLE 

ENCODEDKINSHIPREL 
ENCODEDCAUSALREL 
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CHAPTER 7—ONTOLOGY, LINGUISTICS, AND THE SEMANTIC 

WEB 

Ontologies such as the one developed in the previous chapters are useful for 

understanding the relationship between linguistic and non-linguistic knowledge, and such 

issues should be taken more seriously in linguistic theory. But ontologies are after all 

computational artifacts, meant to serve a very practical function—to enhance knowledge 

representation and reasoning. In this chapter, I will present a Semantic Web 

implementation whereby linguistic data is represented according to elements of the 

ontology. I intend the implementation to be roughly along the lines of the various 

topology projects discussed in Chapter 2. That is, the proposed system will allow users to 

search for specific kinds of data. In contrast to other typology projects, however, I 

propose a framework based on the principles of knowledge engineering including, not 

only the use of the ontology, but also methods of logical inference. Furthermore, the 

implementation which I will describe lays the foundations for a more sophisticated expert 

system which reasons about linguistic data. For typological research, though, reasoning 

procedures can be utilized to enliance search, resulting in what I call 'semantic search'. 

Semantic search refers to the type of data query that is not bound to simple string 

matching, as in the case of current Web search engines or the various typology projects. 

Rather, in a semantic search scenario, the user is able to search data based on the 

particular concept they encode. The discussion in this chapter will focus on describing 

various data types and search scenarios as an implementation on the Semantic Web. 
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7.1 Representing the Data 

As reviewed in Chapter 2, the Semantic Web is an emerging Web architectiire for 

enriching Web data with meaning. Also, Resource Description Framework (RDF) is the 

recommended data model (Lassila and Swick 1999). That is, data and its content should 

consist exclusively of entity-relationship graphs, also called RDF triples. For data to be 

represented on the Web, the RDF data model must be serialized in XM L format, so that it 

can be made machine readable. However, for the purposes of explanation examples in 

XML will no doubt try the reader's patience. So, in order to discuss data and the 

architecture of the Semantic Web in general, I will opt for using directed graph notion, 

which is ultimately more user-friendly than the very verbose XM L serialization. 
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It should also be noted that attempts to implement the ideas put forth by the World 

Wide Web Consortium, that is, the Semantic Web architecture, should be considered 

research in and of itself. Currently, there are very few published sources from which to 

draw inspiration on how to implement the Semantic Web (but see Fensel et al. 2003); the 

most current information is coming out of various on-line working groups. So, this foray 

into implementation will no doubt be problematic, compounded by the fact that Web 

standards are not yet fixed. Also, the formalism for the Semantic Web consists of 

markup, which is the annotation of data with elements meaningful to whatever is 

interpreting the data. In the case of the Semantic Web, intelligent search engines are 

interpreting the data. The task is essentially to incorporate elements of the ontology into 

the markup of hnguistic data so that Web agents can use it. Markup vocabulary refers to 

the XML elements and attributes that are used to describe language data, for example: 

<encodes "HopiPerfectiveAspect"> 

For a Semantic Web implementation the ontology must be serialized in XML. The 

emerging standard for the representation of ontologies on the Web is the Web Ontology 

Language, known as OWL. There are also efforts underway to incorporate KIF as a part 

of OWL so that the full power of first order logic may be represented on the Web 

(Masolo et al. 2002). What this means is that, whereas the KIF examples given in the 

previous chapters are ready to be input into a stand-alone expert system, they are 

currently not able to be implemented directly as part of the Semantic Web. 

The general proposal for representing data is to adopt the ontological view of 

meaning presented in the previous chapter, whereby the relationships among the 
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following are made explicit; linguistic expression, linguistic unit, semantic unit, and 

conceptual unit (any ENTITY). Consider the abstract schema for the model, as depicted in 

Figure 7.1. 

SEMANTICUNIT 

ENCODES 
DESIGNATES 

ENTITY 

WrittenExpression/ 
Utterance 

REALIZEDBY 

LINGUISTICUNIT 

Figure 7.1—Abstract model for language data 

The ovals in the graph represent classes from the ontology while the links represent 

specific instances of relations. Also of note is that the proposed data model is atomistic. 

The idea is that many such data elements can be assembled to form full examples. That 

is, instances of STEMS may contain instances of PREFIX and ROOT as parts. In the 

encoding of actual data, the classes in Figure 7.1 are replaced by instances. For example, 

consider Figure 7.2 which depicts the representation of a Warumungu root (an instance of 

WRURoot from ontology). 
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"pumraiu" 
WRUTOUCH 

ENCODES 
DESIGNATES 

REALIZEDBY 

WRUVERB 

CONTACTWITHH AN D 

WRUROOT4 ELEMENT 

Figure 11—Directed graph representation of a Warumungu root 

Figure 7.2 differs from Figure 7.1 in that each of the ovals in Figure 7.2 represents an 

instance from the ontology. Also, syntactic category information is added indicating that 

WRUROOT4 is an element of the class WRUVERB. One thing to point out is that this 

model makes explicit the idea that it is the mental aspect of language which is of primary 

interest to linguists, not simply the written expressions or other realizations. Of course in 

the study of writing systems and phonetics, the realizations are important. There is no 

doubt that the Semantic Web can be used in this regard. However, for phonology, 

morphosyntax, and semantics, the mental unit is the most relevant. The data model 

emphasizes a powerful aspect of the Semantic Web, namely that it can be used to 

represent anything from strings and images to abstract mental constructs. Above all, it is 

the ontology which makes this all possible, giving an explicit specification for the data. 

The next section gives examples of specific data types using the proposed data model. 
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7.2 Linguistic Data Types 

A linguistic data resource is defined as any collection of linguistic data which is 

accessible on the Web using a Uniform Resource Identifier (URI). Recall that a URI can 

reference any kind of document on the Web (text, sound or image file), any segment of a 

document, or any individual XML element within a document. Resources have contcnt— 

the data—but it has to be structured. It is not enough to simply publish data which is not 

marked-up or simply in a word-processor format. I envision at least the following 

resource structures (multimedia types and those dealing with syntactic description are not 

discussed here). 

• simple data types 
o string 

• complex data types 
o linguistic expression 
o term 
o interlinear glossed text 
o lexical entry 
o inventories 

• simple lists 
• morphological paradigms 
• lexicons 
• feature structures 

• unstructured data types 
o freely occurring text (as in a grammatical description) 

-f 

These constructs represent typical linguistic data types and structures , those concerning 

the lexicon and morphosyntax, and the ones which are easily adapted as part of the 

Semantic Web. A data structure is meant to be defined using XML Schema. Therefore, 

Other common types not covered here include, phoneme tables, formal grammar rules, syntactic trees, 
dialogue segments, etc. 
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they are not included in the proposed ontology as concepts. The rationale is for there to 

be a number of local data structures, various structures tailored for specific applications. 

What the data structures contain, on the other hand, is data, and the meaning of data is 

defined using the ontology. A formalization aiid discussion of each of the data types is 

given in the following paragraphs. 

'Simple data types' are primitives. The type 'string' is already defined as part of 

XML Schema and is equivalent to SYMBOLICSTRING in the ontology. One aspect of the 

Semantic Web is that there can be two or more concepts which are semantically 

equivalent. (The relationship between two like concepts is indicated by the SAMEAS 

predicate.) I mention this only to show that the ontology is fully integrated into the vision 

of the Semantic Web. Also, one principle of the Semantic Web is that it is possible and 

desirable to extend already previously-defined data types. The first complex data type, 

'linguistic expression', is an example of an extension. Recall that a WRITTENEXPRESSION 

is a subclass of SYMBOLICSTRING, that is, WRITTENEXPRESSION is a type of, or extends 

the meaning of, SYMBOLICSTRING by inheritance. A WRITTENEXPRESSION is complex 

because it has a meaning component, not simply a form component. Furthermore, any 

instance of WRITTENEXPRESSION is necessarily part of a language, which is indicated by 

the predicate PARTOFLANG. Figure 7.3 presents an abstract graph view. 
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WRITTENEXPRESSION 

.REALIZES 

PARTOFLANG 

LINGUISTIC-
UNIT 

LANGUAGE 

Figure 7.3—Graph of WRITTENEXPRESSION as a complex data structure 

It should be noted that XML Schema already has the notion of LANGUAGE which is 

indicated by a string, as in the following: 

<WrittenExpression xml:lang="en">dog</WrittenExpression>. 

I draw a distinction between the kind of string which is part of a natural language and the 

kind of string which is simply symbohc, that which I call a 'term'. Examples of terms 

include ahs, ns, perf and /?/—essentially those strings which are representational, but not 

part of a natural language. Terms are of course commonly used by linguists in marking 

up data. They can represent the analysis in a line of interlinear text. A term, then, is a 

kind of label for concepts in the ontology. That is, the instance HOPIPERFECTIVE can have 

the label perf. Terms can also be part of whole inventories called TemiScts (see 

discussion below). 
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TERM 

ELEMENTOF LABELS 

LinguisticUnit/ TERMSET 
SemanticUnit 

Figure 7.4—Graph of TERM as a complex data structure 

'Glossed text' consists of a sequence of linguistic expressions in some object 

language followed by at least one other line, which may be the morphological analysis or 

a gloss in another language, but usually both. Furthermore, for the comparison of 

different languages with respect to their morphosyntax, the use of 'interlinear glossed 

text' has been the de facto standard in scholarly linguistics articles for decades. An 

example of Archi (Dagestan) data, taken from (Kibrik 1998), is given in (7.1). 

(7.1) un lagum Xabu-s i 
you.ERG song.NOM sing-FiN IV-be 
'you should sing a song' 

This is a rather typical example of interlinear glossed text, with a morpheme-by-

morpheme gloss as well as a free English translation. This is not the only possibility, 

however. Recall the discussion from Chapter 2 of the multi-leveled examples from Cross-

Reference Grammar (Peterson 2002). I will not be concerned here with multi-level 

glosses as they presuppose a full treatment of phonology and syntax. In any case the 

example in (7.1) is an instance of what I call an INTERLINEAROBJECT. Very abstractly, 

INTERLINEAROBJECT is a 3-tuple consisting of the object language, an analysis, and the 



144 

free translation in the metalanguage. Each element is contained in a 'line'. Using classes 

from the ontology, the lines contain data of type: WRITTENEXPRESSION (object language), 

SYMBOLICSTRING (analysis), and WRITTENEXPRESSION (metalanguage), which is as 

shown in Figure 7.5. 

INTBRLINEAROBJECT 

Figure 7.5—Abstract graph for INTERLINEAROBJECT 

It is crucial that elements of each line are aligned. IN other words, the relations between 

line elements should be explicit. I will propose to use the predicate GLOSSES to refer to 

the relation between elements of Mine 1' and 'line 2' and the predicate 'translation' to 

refer to the relation between the whole of 'line 1' and 'line 3'. 

The next complex data type is the 'lexical entry' which minimally consists of a 

WRFITENEXPRESSION, but usually with other information concerning meaning, 

morphosyntax, syntactic category, derived forms, etymology, and, in the case of multi

lingual entry, an equivalent WRITTENEXPRESSION in some other language (Bell and Bird 

2000). Consider the following Huallaga Quechua data from Weber (2002). 

PART\ PART PART 

LINE 1 
(WRITTENEXPRESSION) 

LINE2 
(TERM) 

LINE3 
(WRITTENEXPRESSION) 
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(7.2) 

cuti- v.i. 'to return' 

cutichi- v.tr. 'return (something to someone)' 
ayfiita cutichi-
1. v.tr. 'help another in exchange for help given' 
2. v.tr. 'to take revenge, to get even with' 

The Huallaga entry illustrates that an entry can be highly structured, as adduced by the 

inclusion of derivational forms of the HGAROOT cuti-. Derived forms are linked to roots 

or stems by the relation DERIVEDFORM. A lexical entry may also contain links to other 

entries, as WordNet (Fellbaum 1993). From the ontology, these are instances of certain 

kinds of LEXICALRELATION. 

LEXICALENTRY LEXICALRELATTION 

PART PART\ PART other entries 

TRANSLATION 
HEADWORD DFRTVPHFORM (WRITTENEXPRESSION) 

(WRITTENEXPRESSION) IJERIVEDI^ORM V ^ 
(WRITTENEXPRESSION) 

Figure 7.6—Abstract graph for LEXICALENTRY 

Of course given the current model, the parts of the entry which are instances of 

WRITTENEXPRESSION will also be structured. Thus the lexical entries, and most complex 

data structures, are really much more complex than these graphs show. That is, the 

general data model which I propose is atomistic and lends itself to a highly distributed 

design. This provides one solution to the fact that, practically speaking, there really is no 
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standard, ideal lexical entry. Instead, the lexical entry should be viewed as just a highly 

structured object assembled out of a ROOT or STEM. 

Turning to the next major group of data structures, an 'inventory' is a collection of 

individual data objects (simple or complex) that provide a handy form for expressing 

information about a language in a compact form. This idea was explored in Farrar, 

Lewis, and Langendoen (2002) and is also used in Peterson (2000) to mean roughly the 

same thing. An inventory is necessarily structured are often part of freely occurring text, 

ranging from simple lists with minimal structure to entire lexicons with complex 

structure. A 'simple list' is an inventory of instances of WRITTENEXPRESSION in the 

object language that is usually given to illustrate some common property (e.g., semantic 

field) or, possibly, some kind of grammatical contrast. Given in (7.3) is a simple list of 

Scots Gaelic verbal nouns (VNs) and their corresponding stems (Fife and King 1998: 

490). 

(7.3) VN Stem 
ceannach(d) ceannaich 'buy' 
cur cuir 'put' 
falach falaich 'hide' 
fuireach fuirich 'wait' 

The data in (7.3) do not make a complete paradigm (see below), but they are given to 

illustrate a non-productive regularity due to diachronic processes. The following gives the 

corresponding abstract structure. 
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WRITT. 
EXPRESL^„- . 

WRITTENEXPRESSION 

RELATION 

Figure 7.7—One possible graph of SIMPLELIST 

What is important is that the particular relation be consistent with the corresponding 

WRITTENEXPRESSION. 

A 'morphological paradigm' is an inventory of words in the object language that 

vary according to some formal morphosyntactic property (Carstairs-McCarthy 1998: 

323). There is at least one property by which the forms vary, but usually two or three. 

According to Bybee (1985), a paradigm is in general a set of related surface forms, 

instances of WRITTENEXPRESSION realizing a common ROOT or STEM. Each element in 

the paradigm can belong to a particular inflectional class. Example (7.4) gives a simple 

morphosyntactic paradigm concerning the present tense forms of 'to love' in Old 

Provencal which vary according to the properties 'person' and 'number' (from Bybee 

1985; 55). 

(7.4) am am am 
amas amatz 
amat aman 

Admittedly, the current ontology is not rich enough concerning the formal aspects of 

language in order to be useful in the definition of morphological paradigms. I mention 

them only to round out the discussion of data structures since paradigms are very 
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prevalent in the literature. Therefore, a full characterization of paradigms is left for future 

research. 

The next inventory is the 'lexicon' which is simply a collection of lexical entries. A 

prominent feature of all lexicons is that there is some ordering imposed over the entries. 

In the case of print dictionaries, the ordering is often according to surface form (spelling), 

although an arrangement according to meaning, as with thesauruses, is also possible. The 

rise of the Web and the possibility for electronic encoding allow for much more freedom 

in terms of ordering. For example, the development of the ontology suggests that entries 

may be ordered conceptually. The very best example of this is of course WordNet 

(Fellbaum 1993). The notion of a 'synset' in WordNet is equivalent to a conceptual field 

as defined in the ontology. (But as mentioned in Chapter 2 and Chapter 3, other 

structuring relations in WordNet are somewhat questionable from the standpoint of 

ontology, namely HYPONYM/HYPERNYM.) 

A 'terminology set' is an inventory of terms used to describe language data. A 

terminology set consists of tenns, past, perf trans, etc., each of which labels some 

instance in the ontology, such as ENGLISHPASTTENSE. Terminology sets vary according 

to multiple dimensions, including: (1) meta language (French, English, Chinese), (2) 

level of analysis (phonology, morphosyntax, discourse), (3) theoretical stance 

(structuralist, cognitivist, gencrativist), and (4) language tradition (Americanist, Bantuist, 

etc.). Consider these well-known tenninology sets: the labels for the proto-Bantu noun 

classes or the Latin case labels. 
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(7.5) Bantu noun classes: 
Class I 
Class II 
Class III 

Latin cases; 
nom. (nominative) 
acc. (accusative) 
abl. (ablative) 

A discussion of terminology sets is included in the list of resources, on the one hand 

because search can be carried out over them, assuming they are used in markup instead of 

actual elements from the ontology, e.g., nom. instead of NOMINATIVECASE. Smart search 

can be achieved as long as the terms are mapped to elements of some ontology. 

Terminology sets are also important, because they can be used to represent the public 

"face" of ontologies when users browse its categories. In particular, the use of 

terminology sets is key for encouraging linguists to use the ontology. It allows linguists 

the freedom to be able to use familiar vocabulary, while accessing the power of an 

ontology. It provides a way of getting around having to decipher what elements in the 

ontology mean, as concept labels are often opaque to the casual user, e.g., 

GRAMMATICALCASB, LINGUISTICUNIT, ENCODEDRELATION, etc. Where appropriate, 

linguists can simply adhere to received terminology which, very often, have clear 

meanings. A mapping of a terminology set to the ontology only has to occur once. Others 

can then use the mapping provided they agree with the meanings of the terms. 

Finally, 'freely occurring text' includes marked-up narratives, dialogues, etc. in the 

object language and grammatical descriptions, articles, dissertations, etc in the meta 

language. Note that other data types will usually be imbedded in freely occurring text, 

e.g., glossed text and inventories in a scholarly article. Freely occurring text is structured 

if it contains any markup and unstructured if it does not. Given in (7.6) is an example of 
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freely occurring text about Wari (Amazonian), taken from Everett (1998), along with 

some hypothetical inline semantic markup. 

(7.6) In this example, we would have expected <onto: WariAgreement> agreement 
</onto: WariAgreement> with the <onto:Theme>theme</onto:Theme>, 
<b>panxita' </b>'my son', but instead, <onto: WariAgreement>agrecment 
</onto;WariAgreement> is with <onto;WariFirstPerson>'lp' </onto: 
WariFirstPerson > 'me'. 

The markup in (7.6) identifies important terms and links them directly to the ontology, 

abbreviated here as the namespace element 'onto'. Notice that display markup, that is, 

<b>.. .</b> for boldface, is mixed with the semantic markup. The main point is that, even 

in free form text such as in (7.6), semantic units from the ontology can bo inserted in 

order to enhance search. In contrast to inline markup is external (or "standoff) markup. 

External markup is semantic information contained in a separate Web document. XPath 

and XPointer^' are used to reference individual elements and values of the original, 

unmarked-up document. Hori (2003) discusses the pros and cons of these two methods of 

semantic markup. 

In summary, there are several pieces in place for assembling the Semantic Web. First 

of all, there is the ontology itself which provides a well-defined semantics for markup. 

Second there are various encoding languages which provide the syntax necessary for 

representing data, metadata and ontologies; XML, XML Schema, RDF, and OWL. And 

third, there are schemas for the various data types, from simple instances of 

WRITTENEXPRESSION to complex types such as lexical entries. At this point, I am now 

^ See http://www.w3.org/TR/xpath. 

See http://www.w3.org/TR/xptr. 

http://www.w3.org/TR/xpath
http://www.w3.org/TR/xptr


ready to discuss how these components may be utilized in order to achieve the goals 

stated at the beginning of this dissertation: namely the execution of various types of 

search over language data such that a typological comparison is carried out. 
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7.3 Searching the Data 

There are several parameters that can be specified in a search procedure given some 

set of data on the Semantic Web. First, the t>pe of data object to be searched should be 

specified. In this case search can be carried out over all or any of the data structures 

mentioned in the previous section. It is relatively easy to place various limits on the 

search, including a search for data in a particular language or for data described using a 

particular terminology set. Two further parameters can be specified; the relative 

complexity of the search query and the type of results returned by the search. The 

following section will discuss the complexity of search in detail. 

'Simple search' is defined as string matching over some set of data. For example, a 

simple search for P£RF returns data containing that literal string. Accordingly this type 

of search only makes sense over object language strings or meta language strings, and not 

over the markup vocabulary. Most relevant here is that simple search targets form and 

ignores meaning. This is the traditional type of search carried out on the Web by, for 

example, a search engine like Google^'^. Even though I suggest going beyond this type of 

search by following the model of the Semantic Web, simple search can be useful 

especially in the context of highly structured data. First, when the target string is 

guaranteed to be unique, for example, a particular author's name, a location where a 

language is spoken (e.g., Nigeria), or a particular archive name (e.g., Autotyp), then 

simple search may suffice. Simple search is also useful when the researcher only has a 

http://www.google.com 
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vague idea of what is being searched for. A few test runs may focus the researcher and 

provide enough data for a more advanced search. Simple search is also useful when a 

semantic search is likely to fail. This obviously will be the fall back scenario in the early 

stages of developing the Semantic Web since no semantic markup is needed. 

As impressive as some of the current Web search engines are, simple search fails for 

a number of reasons. The most common reason is that researchers do not use a uniform 

terminology when providing an analysis of linguistic data. When referring to the 

'perfective aspect', one author may use PF while another may use PERF. These two 

elements may have exactly the same meaning, and even pertain to the same language 

data, but a simple search for one would fail to return examples of the other. Orthographic 

variance is exacerbated in freely occurring text (e.g., a grammatical description) where 

the meta languages differ. For example, one data set is described using English while 

another is described using French. This is essentially the same problem encountered on 

the current Web when searches are carried out over multilingual collections. Another 

reason why simple search fails is that identical strings can mean different things. A 

search for PA intended to mean PARTITIVE could return documents and examples 

containing PA meaning PERFECTIVEASPECT. Furthermore, data analysis is often too 

general, e.g., DA T in one description of Warumungu (Simpson 1998) really represents an 

instance of GRAMMATICALCASE and not some kind of semantic case, such as benefactive 

role. So someone searching for DA T, meaning semantic case, would get a false hit. 

Finally, there is often missing information in an analysis, because meaning can be covert, 

or unmarked. For example, the term CA US in a description of Hopi (Hill et al. 1998) 
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really means CAUSATIVE with the PERFECTIVE ASPECT, which is understood in the context 

of a particular document. A simple search using PERF, perfective, etc. would miss the 

Hopi data marked up with CA US. 

'Semantic search' is defined as the matching of the intended meaning of the search 

string(s) with the meaning of the data. For example, a semantic search for PROGRESSIVE 

returns only data that actually means PROGRESSIVE. This is accomplished in spite of the 

inaccurate or covert markup. That is, the data may not contain any literal strings such as 

prog or progressive. In this way the aforementioned problems with simple search are 

solved, that is, if the search space is properly marked up. Any search engine could 

interpret a search string properly if the user employed a known terminology set in the 

markup of the data over which the search is carried out. This would ensure, for example, 

that PA would always be interpreted as PARTITIVE and not PERFECTIVEASPECT or 

anything else. This, however, would require standardization and broad community 

acceptance. Also notice that such a search still relies on string matching at some level: it 

is just that, in this case, string matching occurs over a finite, predefined set. But this 

scenario, while certainly conceivable'^, may not be rich enough to facilitate more 

advanced searches, especially those which require reasoning. To accommodate this type 

of search, an entirely different search scenario can be imagined: the ability to search for 

concepts by referencing only the meaning, that is, completely independent of form. I refer 

to this as 'pure semantic search'. Obviously since strings are not used, then some kind 

The competing model in which terminology is standardized is currently being canied out by various ISO 
groups, e.g., ISO-12620. 
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interface that presents the user with meaning, not just strings, is needed. (The 

development of such interfaces is an area of research which is just beginning to give 

usable results.) 

One of the useful kinds of purely semantic search, particularly for typological 

research, is to ask how specific languages grammaticalize/lexicalize certain concepts. For 

example, a search could be carried out for all examples of data that encode some kind of 

SPATIALRELATION. Ideally, this would return data from languages which employ 

adpositions, such as German and French, and data from languages which employ 

SPATIALCASE such as Archi (Dagestan) and Hungarian. Another kind of search pertains 

to how grammatical categories in certain languages seem to form subclasses of those in 

another language. That is, pure semantic search would be useful in surveying cross-

linguistically the potential granularity of a certain class of SEMANTICUNIT. Recall the 

situation with tense in Yandruwandha (Dieric, Australian), where there are five different 

instances of SEMANTICUNIT which correspond to the English PASTTENSE, glossed as: 

'very recent past', 'within the last couple of days', 'within the last few days', 'weeks or 

months ago', and 'distant past' (Conirie 1985; 98). Perhaps this is as fme-grained as a 

tense system can be, though perhaps not. Another kind of pure semantic search, which is 

more speculative, is to attempt to measure how different languages compare with respect 

to the degree of encoding of certain areas of the ontology. That is, does language A 

encode pure grammatical relations more often than language B? Does language A encode 

more instances of KINSHIPRELATION? More generally, it is interesting to speculate about 

what domains of knowledge are more likely to be made discrete by language. Put another 



way, what parts of the ontology are more relevant to language? The results of this 

empirical issue would have much bearing on the knowledge sort problem. That is, we 

would be able to narrow the domain of inquiry as to the amount of world knowledge 

which gets into grammar. 

Enough of the ontology is in place to pose queries about form as well. For instance, a 

query could be constructed to search for the so-called 'portmanteau' expressions, that is 

where one form designates two or more grammatical categories (Bybee 1985: 34). To 

execute such a search, it would be necessary to search for instances of LINGUISTICUNIT 

which designate two or more instances of SEMANTICUNIT. The type of SEMANTICUNIT 

could also be specified. If properly marked up, a language's status as either agglutinating, 

isolating, etc. could be determined automatically, that is, if rules for defining each of 

these language types were given. What is not possible under the current framework are 

those searches involving syntactic relations, such as whether a particular language has 

center imbedding. 

1 have been assuming all along that the current research was primarily to facilitate 

linguistic research by linguists. However, the linguistic ontology has the potential to 

serve other communities, in particular second language learners. All the pieces are in 

place for language learners to pose such queries as: 

How do you say knuckle in Swahili? 
Give me three words for forest in German. 
Does the French maison mean exactly the same things as house! 
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Thus, the ontology may act as a kind of limited interlingua (Nirenburg, Raskin, and 

Tucker 1987). I have intentionally down-played this aspect of the ontology because 

research in machine translation seems to moving away from this paradigm. Viewed from 

a knowledge engineering perspective, however, the ontology has the potential to re-

invigorate such research. 
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CHAPTER 8—SUMMARY AND SUGGESTIONS FOR FUTURE 

RESEARCH 

"Any concept that asks for expression must submit to the classificatory rules of the 
game..Edward Sapir (1921). 

This dissertation represents the first attempt to establish a common, fully machine-

readable semantic resource for linguistics. The framework which I have discussed was 

inspired by the current trend in knowledge engineering to develop ontologies for specific 

domains. This is the first research to merge linguistic typology with knowledge 

engineering. Above all, I have shown that an ontology is an appropriate computational 

artifact for making linguistic knowledge explicit. As emphasized in Chapter 3, the 

ontology facilitates the discussion of the relationship between linguistic and non-

linguistic knowledge, what I have called the 'knowledge sort problem'. Not only does the 

ontology provide a platform for philosophical debate concerning the nature of linguistic 

knowledge, but it also sets the stage for unprecedented research capabilities, especially in 

typology. 

In order to construct the linguistic ontology, I have incorporated the Suggested 

Upper Merged Ontology (SUMO) ofNiles and Pease (2001) as the upper model. SUMO, 

I have argued, represents the best choice in terms of philosophical assumptions, breadth 

of coverage, and format. Also, the ontology I have developed adheres to the stratified 

approach outlined by Bat em an (1997), all three levels of knowledge—conceptual, 

semantic, and linguistic—are made explicit. I have emphasized the importance of 
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understanding how conceptualized situations are encoded into language and how this 

should be taken more seriously in linguistic research. Though I have focused the 

discussion mainly on the conceptual-semantic level, I have made concrete suggestions 

regarding how certain aspects of formal linguistics are to be incorporated. In particular, I 

have proposed that there are roughly four areas of linguistics which should be made 

explicit in the ontology; linguistic expressions, mental linguistic units, linguistic 

categories, and discrete semantic units. The majority of the discussion was focused on the 

explication of the last area, namely the discrete semantic unit. I have given a concrete 

proposal for their content and organization with respect to the upper ontology. 

Finally, I have described a Semantic Web implementation of the ontology, especially 

concerning how linguistic data would be published in a format which is searchable by 

intelligent Web agents. I have described various linguistic data types and argued against 

the standardization of linguistic terminology. I have suggested that individual linguists 

can develop their own data schemas and terminologies, but that these elements should be 

mapped to an agreed-upon ontology in order to render them interoperable with other 

linguistic research. I have suggested a framework for intelligent search and described a 

few example queries. 

One of the primary motivating factors for the current research is that there is 

currently a lack of precision in the electronic markup of language data. It is not far from 

the truth to say that there exists as many encoding schemes as there are linguists who do 

the encoding. As discussed, there are some who would like to see linguistic terminology 

and data types standardized. However, the current research is in some sense a reaction to 
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the standardization paradigm. By using an ontology, I have taken a very different 

approach, in that I attempt to bridge this "markup gap" by providing a common semantics 

from which to bring together all the richness and variety of language phenomena and the 

linguistic description which grows out of it. What was not immediately clear at the outset 

of the research is that by utilizing the ontology and the framework of the Semantic Web, 

the standards for markup are raised significantly. Thus, if this framework is adopted, it 

may help solve the very problem that it was designed to circumvent. 

In order for the ontology to become widely used, it should be enriched to cover not 

only the semantics of lexical items and linguistic categories, but also the formal aspects 

of language. Most notably it is necessary to investigate the ontological encoding of the 

formal aspects of language, especially with regards to phonology and syntax. This will 

necessitate addressing a fundamental question which the current research has certainly 

begged, namely, how the semantic properties of linguistic constructs interact with their 

formal expression. Because of this deficiency, I have perhaps not solved the knowledge 

sort problem and therefore have left some readers wanting a resolution. I suspect that the 

knowledge sort problem will only be truly solved when the exact nature of language is 

understood, perhaps many years from now. Though perhaps the ontology will get our 

science a little further down that road towards that goal. 

From the very outset, the idea that there can one day be an agreed upon semantic 

resource for linguistics is contentious. One problem is the breadth of language 

phenomena that must be accounted for. When linguistics has only just begun to describe 

the diversity of the phenomena found in world's languages, how can there be an ontology 
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that "says it all"? It should be clear from the body of this dissertation that I do not intend 

that this will be the case. I have tried to present a general enough framework that can be 

extended to describe any new aspects of languages that are yet to be discovered. Another 

problem is that the range of theoretical assumptions within the field is large. Consider the 

various generative camps with respect to the cognitive camps. That deep philosophical 

issues divide the field is abundantly clear. I do suggest that an ontology, if general 

enough, can provide a framework whereby data that is described according to a particular 

theory can be compared against data described by a radically different approach. 
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APPENDIX A 

Knowledge Interchange Format^® (KIF) (Genesereth and Fikes 1992) essentially 

provides a logically comprehensive way to encode knowledge about knowledge. KIF-

based languages, such as pure KIF, can be used to express first-order sentences and are 

particularly useful for encoding ontologies. A KIF assertion is given in (1) with the 

equivalent notion in first-order predicate logic (FOPL); 

(1) 

KIF; (subclass OrthWord WrittenExpression) 

FOPL: Vx OrthWord (x) ->• WrittenExpression (x) 

The KIF expression can be read as "the class of orthographic words is a subclass of 

written expression". The KIF language consists of terms and sentences encoded in a Lisp

like syntax (predicate argument! argument! .. .argument-n). Variables in KIF are 

preceded by a as in '?x' or '?ARG'. Logical sentences in KIF are formed by the use of 

connectives and operators such as '<=>', 'and', 'or', 'exists', 'foraii', etc. An 

example of a logical sentence of implication is given in (2) with the equivalent predicate 

logic notation: 

^ The most recent specification can be found at http://logic.stanford.edu/kif/dpans.htnil. 

http://logic.stanford.edu/kif/dpans.htnil
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(2) 

KIF: 
{ = >  

(instance ?STEM Stem) 
(exists (?PART) 

(and 
(part ?PART ?STEM) 
(instance ?PART Root)))) 

FOPL: Vx (Stem(x)) —> 3y (part(y, x) A Root (y) ) 

Example (2) reads "if there exists some instance of a stem, then there exists a part of that 

stem such that the part is a root". It is a convention to use all-caps for variable names and 

lower case for predicates, where as only the first letter of class names are capitalized. 
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