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ABSTRACT 

We develop a new class of computationally feasible stochastic models for statistical 

analysis of genetic sequence evolution and inference of properties of the underlying 

substitution processes in the context of maximum likelihood framework. Existing 

models for evolution of protein coding sequences allow site to site variation in non-

synonymous substitution rates, but assume that the rate of synonymous substitu

tions is constant for all sites. New models provide a rigorous statistical framework 

for testing the hypothesis of synonymous rate constancy, and enable a host of data 

exploration and analysis tools. For several indicative data sets, the constancy as

sumption is shown to be violated, and some possible explanations are given. We also 

present an algorithm for improving efficiency of maximum likelihood evaluations, and 

discuss HyPhy - a user friendly and publicly distributed software implementation of 

our methods. 
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INTRODUCTION 

Over the recent three decades, statistical analysis of genetic sequence data has be

come an omnipresent component of the life sciences toolbox. Starting with the original 

questions of reconstructing evolutionary history of organisms based on present day 

sequence data, using the ideas of most parsimonious evolution, the scope and sophis

tication of both problems and methods have dramatically expanded. Computational 

advances have enabled implementation and studies of advanced stochastic models of 

evolution applied to large and diverse body of genetic sequence data. 

One of the most fundamental goals of molecular evolutionary studies is the iden

tification and quantification of sources of heterogeneity in rates and patterns of nu

cleotide substitution. To facilitate these studies, an ever growing hst of stochastic 

models of sequence evolution have appeared in the literature. Beginning with the 

simple model of [Jukes and Cantor, 1969] which assumed that all changes at all sites 

occurred at equal rates independent of all other sites, researchers have incorporated 

such effects as unequal base frequencies [Felsenstein, 1981], transition/transversion 

substitution bias ([Kimura, 1980],[Hasegawa et al, 1985]), site-to-site rate heterogene

ity ([Uzzel and Corbin, 1971], [Yang, 1993]), differences in synonymous and nonsyn-

onymous substitution rates in models of codon evolution ([Muse and Gaut, 1994], 

[Goldman and Yang, 1994]), and spatially correlated rates or patterns of evolution 

among sites ([Schoniger and von Haeseler, 1993], [Feslenstein and Churchill, 1996]). 

The development of these models allowed biologists to formally estimate the underly

ing parameters governing the process of sequence evolution and to make statistically 

rigorous inferences about them. With recent improvements in the accessibility of 

likelihood methods in molecular evolution [Huelsenbeck and Crandall, 1997], the im

portance of having a variety of biologically realistic models is more important than 

ever. 
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Models describing the evolution of protein-coding genes are a relatively new ad

dition to the molecular evolution modeling landscape. In 1994, the first statis

tically and computationally tractable models of codon evolution were introduced 

([Muse and Gaut, 1994] and [Goldman and Yang, 1994]). In the decade since then, 

only a handful of modifications of those original models have been published (e.g. 

[Yang et al, 2000] etc). Of particular note are models that allow for variation in sub

stitution rates among sites within a gene. Yang and his colleagues have published a 

fascinating series of papers exploiting these models to identify lineages [Yang, 1998] 

and codon sites [Nielsen and Yang, 1998] that are undergoing adaptive, or positive, 

selection. The key element of these models is the ratio of nonsynonymous to syn

o n y m o u s  s u b s t i t u t i o n  r a t e s ,  R  ( s o m e t i m e s  r e f e r r e d  t o  a s  d N / d S ) .  B y  a l l o w i n g  R  

to vary across sites using methods similar to those developed for nucleotide models 

([Yang, 1993], [Yang, 1994]), individual sites with R> \ may be identified. One im

portant choice was made in the formulation of these models: the rate of synonymous 

substitution was assumed to be constant across sites, implying that site-to-site vari

ation in R is solely the result of corresponding variation in nonsynonymous rates. If 

this assumption is incorrect, variation in R is actually related to variation in both 

synonymous and nonsynonymous rates. We would like to be able to test this as

sumption and to develop appropriate inference procedures if the test suggests that 

synonymous rates are variable. Towards this end, we develop and study a class of 

stochastic models that allow for simultaneous variation in both categories of rates 

in coding sequences. We also describe a user friendly multiplatform software imple

mentation of these new models. Results presented in the following chapters suggest 

that the assumption of constancy of synonymous rates across sites is violated and it 

is therefore advisable to explicitly model such variation in codon based analyses. 

In Chapter 1 we lay out the general framework for performing sequence analyses 

and hypothesis testing using maximum likelihood, including a new algorithm for 

speeding up likelihood computations. Chapter 2 presents the main result, consisting 
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of the new class of evolutionary models and their application to several illuminating 

data sets. Finally, Chapter 3 discusses the software package developed for sequence 

analysis purposes and utilized to fit new models to data, process results and produce 

most of the graphics included in this work. 
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CHAPTER 1 

MAXIMUM LIKELIHOOD FRAMEWORK FOR GENETIC 
SEQUENCE ANALYSIS. 

We begin by describing a methodology (first introduced in [Felsenstein, 1981]) for 

stochastic modeling of evolutionary processes which give rise to N extant genetic se

quences from a single unknown ancestral sequence. Two types of biological events are 

explicitly modeled: (i) speciation, i.e. divergence of two or more distinct lineages 

from an ancestor, and (ii) point substitutions, i.e. replacement of genetic char

acter data with other characters over time. There are other biological events which 

lead to evolutionary change, such as recombination, translocation, gene duplication, 

creation of introns and many others, which, while not directly modeled here, may 

be investigated - to varying degrees - by an application of the maximum likelihood 

framework. 

We assume that observed data V consist of N strings (sequences) over a finite 

alphabet C. Three most frequently used alphabets are the following: 

1. Nucleotides: A (adenine), C (cytosine), G (guanine) andT/U (thymine/uracil 

for RNA). This alphabet is used when studying DNA or RNA sequences directly. 

2. Aminoacid: The alphabet of 20 residues found on protein polypeptide chains, 

applicable to analysis of primary protein structures. 

3. Codon: The alphabet of 61 (for most organisms) codons, i.e. triplets of nu

cleotides with certain combinations (stop codons) omitted, appropriate when 

investigating the evolution of coding regions of DNA sequences, i.e. the regions 

which are translated into proteins by the machinery of the cell. For a current 

listing of genetic codes refer to [NCBI, 2000]. 
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The process of speciation/divergence is represented by a phylogenetic tree T -

an acychc directed graph - whose leaves correspond to extant sequences, and internal 

nodes represent (typically) unknown intermediate ancestral sequences. The root node 

of the tree corresponds the the ultimate ancestral sequence, and branching describes 

divergence of two or more species. We do not place restrictions on the maximum de

gree of internal tree nodes, although it is customary to consider binary trees, because 

multiple speciation events are rare. 

Each position in a present-day sequence represents a physical location (site) on 

the genome of the corresponding organism. It is possible that over the course of 

evolutionary history, the physical location of a given site changed from organism to 

organism, and that certain sites are only present in a subset of N sequences, due 

to insertion and deletion of subsequences. Typically, the sequences that we wish to 

analyze are homologous, i.e. such that all sites share a common evolutionary path 

and sequences as a whole serve similar functions in extant species. A good example 

would be a gene present in all organisms in the data set. Before maximum likelihood 

framework can be applied, data sequences must be aligned. During alignment, one of 

many known algorithms (see [Pevzner, 2000], ppl23-132 for an overview) is used to 

identify the sites which were derived from a common ancestral state, and subsequence 

insertion/deletion events are accounted for. All sequences in an alignment have the 

same length - M characters from C where denotes a deletion (or insertion). 

1.1 General remarks on likelihood function evaluation. 

We label branches of the tree T by 6j, where i ranges from 1 to the total number of 

branches in the tree. When we consider a rooted binary tree with N leaves, the total 

number of branches is 2N — 2. Each branch is associated with the node it is incident 

upon and has an associated transition probability function 
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FIGURE 1.1. Example of a phylogenetic tree with known ancestral states. 

9 )  =  P r e  { x  is replaced with y  in time t :  x , y  €  C }  ,  (1.1) 

where the superscript i denotes the index of the branch that the transition function 

is associated with. 

The transition probability function depends on the branch length U, and, possibly, 

other parameters, referred to cumulatively by 6. 

We further assume that substitution processes along each branch operate indepen

dently of one another. If characters at the internal nodes of the trees, i.e. ancestral 

sequences, were known, then evaluating the likelihood of a particular alignment site 

Vg, given the tree T, a vector of parameter values and branch lengths, would be a 

simple matter of multiplying all the relevant transition probabilities. For instance, 

the likelihood of observing the nucleotide data given the tree and branch lengths in 

Figure 1.1 can be evaluated as follows: 

LiJDs'^T^O) = ^ 

6')Qr,T(^4; 0) 

Vs refers to the s-th column in a multiple sequence alignment (ACTTT in this 
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FIGURE 1.2. Example of a phylogenetic tree with unknown ancestral states, 

case). 

Clearly, it is unreasonable to demand that ancestral sequences be known. Most 

often, all that can be observed are leaf sequences, which correspond to modern day 

organisms. Therefore, we need to be able to evaluate the likelihood of the data 

knowing only leaf characters. To do so, we compute the sum over all possible character 

assignments to internal nodes of the tree. Using Figure 1.2 as a reference, such an 

evaluation would proceed as follows: 

L(©. ; r , 9 )  =  5 ]  E x  ( i -2 )  

cgGC cgGC ctSC C6GC 

Qig,07(^7; ^)Qc7,r(^3; ^)Qc6,r(^4; ^)Q^,r(^5; 0 ) ,  

where 7r(c) denotes the probability of observing character c E C  at the root of 

the tree. While this calculation is straightforward, it is clearly not computationally 

feasible, because for a tree on N sequences, there will be terms in the sum. 

However, recalling that transition probabilities along a branch are independent of 

other branches, it is possible to rearrange the sum in a computationally efficient 

manner. 



18 

1.2 Recursive nature of the likelihood function. 

Upon closer examination, Eq. (1.2), can be rewritten in a more computationally 

efficient way by grouping the terms according to their hierarchical arrangement in 

the tree: 

cgSC cgeC 

cySC \ csSC ) 
The sum, as just written, can be evaluated with 0{\C\ '^N) operations, which is em

inently feasible. This observation was first made by Felsenstein in [Felsenstein, 1981], 

and he referred to it as the pruning algorithm. 

Formally, we introduce the partial likehhood Li{n ) ,  which is the Hkehhood for the 

subtree below node n given that the character at node n is i The following properties 

of partial hkehhood hold; 

1. If n is a leaf node, then Lj(n) — 0 if z is not the observed character, and 

Lj(n) = 1 otherwise. (Sequence data often contain ambiguities or gaps. The 

definition of the likelihood at a leaf can be extended to accommodate these as 

well, and we will address it in section 1.3). 

2. If nodes ld,(i = 1. . .  D are the immediate descendants of an internal node n 

t h e n  Li {n )  =  n j= i  E jec  <3b(^ ld ;^)^J( ld ) •  

3. If r is the root node of the tree, then the hkehhood for the entire tree is 

L[V.;T,e)  = 

The pruning algorithm offered the first substantial computational improvement 

for evaluating the likelihood function, taking advantage of the recursive nature of 

the function. The hkehhood for an alignment column is computed by calculat

ing the partial likelihoods starting at the leaves and working up to the root. For 
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the tree in Figure 1.3, the paxtial hkehhoods are computed in the following order: 

1, 2,8,3,10,4,5,6,9, 7,11,12, consistent with the post-order tree traversal order. 

FIGURE 1.3. Example tree for recursive likelihood evaluation. 

The internal nodes are emphasized in bold, and partial likelihood computations 

at these nodes involve summations. Finally, to compute the likelihood of the entire 

alignment, we recall the assumption that every site in the sequence evolves indepen

dently other sites, and thus: 

M 

L{V-T,9)  = l[L{Vs- ,T,d) .  (1.3) 
S=1 

Clearly, if two alignment columns are the same, then likelihoods for those columns 

are equal. If there are 1 < U < M unique data columns in the alignment, and is 

the number of the same columns of type u, then, by numbering the unique columns, 

1 , 2 , . . . C / ,  
U 

L{V-,T,e)  = l[L^-{Vs- ,T,e) .  
s=l  

The technique of combining equal data columns in the same class is called aliasing. 

Clearly, in an N sequence alignment there can be at most 0{\C\^) unique column 

types. Therefore, for fixed N, computational complexity of likelihood evaluations has 
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FIGURE 1.4. Phylogenetic tree with ambiguous data and its simpUfication. 

an upper bound independent of the number of columns (M) present in the alignment. 

In other words, when M is small, each new column type is likely to be unique and 

hence increase computational complexity linearly. However, as M becomes larger, 

it is more likely that a new column is equal to another alignment column, and thus 

complexity remains the same. 

1.3 Handling ambiguities in the data. 

Sequence alignments often contain ambiguities, i.e. characters which indicate the 

presence of one character from a class, for example 'Y' means a pyrimidine ('C or 'T') 

in nucleotide data and is a 2-fold ambiguity. Such characters arise due to sequencing 

issues or presence of deletions/insertions. We agree to treat a deletion/insertion as a 

|Cj-fold ambiguity. 

Our substitution models do not include ambiguous states explicitly, but it is de

sirable to extract as much information as possible from an alignment column. One 

approach would be to eliminate all columns with ambiguities from analysis, but it 

seems wasteful, because often only a few sequences contain such characters in a par

ticular column, and other sequences should not be discarded without thought. 

We propose the following technique to extend the definition of partial likelihoods 



21 

from section 1.2: if n is a leaf node, then Li(n) = 1 if Hs in the class of characters 

re fe r red  to  by  the  charac te r  l abe l ing  n,  and  Li{n)  = 0 o therwise  fo r  i  in  the  a lphabe t  C.  

For instance: if n is labeled by Y, then L^(n) = Lain) = 0 and Lc{n) = Lr(n) = 1. 

As an another example, if n is labeled by a deletion/insertion then Li(n) = 1 for 

a l l  i .  

As an example of the intuition leading to the above definition consider the trees 

in Figure 1.4. As we will see next, the likehhoods of both trees are the same, and 

hence it makes good sense to treat a deletion/insertion simply as a missing species. 

Consider, for example, the partial likelihood at node 6, at the end of branch feg 

U { 6 )  =  Q l T ( . t ^ - , e ) Y i Q U U ; i } ) -
j&c 

Since is a transition probability function, the sum evaluates to 1 and 

L i { Q )  = 

which is precisely the partial likelihood of node 6 in the simplified tree. 

Thus, the presence of a deletion/insertion in a sequence at an alignment site is 

treated as if that sequence were not present at all, while all sequences with informative 

characters are still included in the analysis. 

For ambiguities which are not completely uninformative, the extended definition of 

partial likelihoods is equivalent to summing over all possible assignments of characters 

to ambiguous leaves. 

1.4 Column sorting: Rapid calculation of the phylogenetic 
likelihood function. 

When likelihood functions for data sets are computed, the same tree and transition 

probabilities 6) are used at each column. The same series of partial likehhood 

calculations are performed in the same order, differing only in the values at the leaves 
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(i.e., different columns in the multiple sequence alignment). The total likelihood is 

then found by taking the product of all the individual site likelihoods, as in Eq. (1.3). 

Suppose the tree in Figure 1.3 is used to compute the likelihood using the following 

data: 

123456 (Sites) 

leaf 1 CAACCA 

leaf 2 TGGCTG 

leaf 3 TGACTA 

leaf 4 CGGCCG 

leaf 5 CGACCA 

leaf 6 CAACCG 

leaf 7 GGACAA 

In a naive implementation, six pruning algorithm passes are needed to evaluate the 

likelihood function, one for each alignment column, resulting in a total of 30 partial 

likelihood calculations at the internal nodes. Notice that the total likelihood does not 

depend on the order in which the likelihoods of sites were computed. However, site 

ordering does affect the number of partial likelihood evaluations. When the likelihood 

for the first site is found, all of the partial likelihoods need to be computed; when we 

move to the next site, it would be desirable to reuse some of the partial likelihoods 

from the previous step if possible. The partial likelihood for node n can be reused 

(i.e., its value is unchanged from that of the previously computed column) whenever 

all the leaves that are descendants of node n are identical to the corresponding leaves 

at the prior site. For example, in moving from site 1 to site 2 in the sample data, all 

the leaves are changed except for leaf 7. Thus, partial likelihoods for all internal nodes 

must be reevaluated. The transition from site 2 to site 3 preserves leaves 1,2,4,6, thus 

the values for one internal node (8) can be kept from the previous step. The next 
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three steps entail the reevaluation of partial likelihoods for all internal nodes except 

at node 9 for the transition from site 4 to site 5. Consequently, for the entire data 

set we perform 28 partial likelihood evaluations for internal nodes, a savings of two 

partial likelihood evaluations. 

It is clear from the data that sites 1 and 5 are quite similar, and the number of 

partial likelihood evaluations could be decreased by rearranging the sites as 1,5,2,3,6,4. 

Following this reordering, in going from column 1 to column 5 the partial likelihoods 

at only two internal nodes (11 and 12) must be recomputed, and only three (9,11 and 

12) are updated upon going from column 3 to column 6. The total number of internal 

node computations for the entire data set is now 25. Real data sets may consist of 

hundreds of sites and the trees can easily grow to have tens or even hundreds of 

leaves. For a large data set it would clearly be quite beneficial to arrange the sites 

in such a way as to maximize the number of reusable partial likelihoods, if such an 

arrangement can be found without excess computation. 

1.4.1 Suboptimal Column Sorting. 

Consider a fixed tree and a transition probability function for each branch, with the 

transition probabilities assumed equal across all M alignment columns (i.e., no site-

to- site rate heterogeneity. Site-to-site heterogeneity [Yang, 1993] (used in models 

of Chapter 2), and spatial rate correlation [Feslenstein and Churchill, 1996] models 

compute a series of conditional likelihoods and for each such evaluation and our 

column ordering approach applies directly). Denote the set of characters at alignment 

position c as Sc : 1 < c < M. The question of optimal ordering of the columns 

can now be rephrased as: find the permutation of indices c, so that the number of 

partial likelihood evaluations for the internal nodes is minimized. As we will show, 

this question is reducible to finding the shortest Hamiltonian path in a complete 

Euclidean graph (i.e. the Traveling Salesman Problem). 
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A metric for state vectors. Define to be the set of vectors of length N with integer 

entries taking values between 1 and C. This set can also be thought of as the set 

of strings of length N over an alphabet with C characters. In the current context, 

N is the number of sequences in the alignment, while C is the number of alphabet 

characters (C = 4 for nucleotide sequences). 

For a given tree T with N leaves and two observed state vectors si and from 

we agree to call an internal node n of the tree T tainted with respect to (si, S2) if 

at least one of the leaves descendant from n is different in si and S2. In other words, 

if we consider the subtree rooted at the internal node n, the leaves in columns Si and 

82 are not identical in the subtree. 

The distance function dr{si.,S2) is defined for any two state vectors of length N 

as 

dT{si,S2) = number of children of n. 
tainted nodes n 

Note that for strictly bifurcating trees 

d r i ^ i ,  S 2 )  =  2  X  (number of tainted nodes), 

and for unrooted bifurcating trees, which are typical in phylogenetic analyses, when 

time reversible models are used - see section 1.5.3 for more details -

d r { s i , S 2 )  =  2  X  (number of tainted nodes) + 1. (1.4) 

Indeed, an unrooted bifurcating tree can be viewed as a rooted tree, where all 

internal nodes except for the root have two children and the root has three, as in 

Figure 1.3 - thus the extra term. 

Intuitively, the metric is simply the number of branches in the tree for which 

partial likelihoods from si cannot be reused when evaluating the likelihood of S2-

To show that the function dr{si,S2) defines a metric on the set of state vectors 

S^, we verify that it satisfies the three metric axioms. For every si, 82,33 G 



25 

1. d r { s i , S 2 )  =  0  S i  =  S 2  -  this property is obvious, 

2. dr{si, S2) = dr{s2, si) - clearly true, 

3. (ir(si. Si) < dr(si, S3) + c?r(s3, s^). 

This property follows from the fact that for any 3 state vectors si,s2,s3, the 

number of differences between si and S2 is not greater than the sum of the 

number of differences between si and S3 and S2 and S3. 

Clearly, the calculation of dr{si, S2) can be accomplished by one post-order traver

sal of the tree and thus in time 0{N), recalling that N is the number of aligned 

sequences. Assuming that sites i and j differ in at least one position, one way to 

compute dr{si, Sj) is as follows: 

// Leaf labels are characters from the appropriate column of the 

// alignment 

distance := 0; 

treeNode := first node in post-order traversal; 

WHILE (treeNode is not the root) DO 

IF treeNode is a leaf THEN 

IF leaf label at site i is different from label at site j THEN 

mark parent of treeNode as tainted 

END IF 

ELSE 

IF treeNode is marked as tainted THEN 

distance := distance + number of children of treeNode 

mark parent of treeNode as tainted 

END IF 
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END IF 

treeNode := next node in post-order traversal 

END WHILE 

distance := distance + number of children of the root 

Reduction to a graph traversal problem. Let us return to the example of the opening 

section and rephrase the problem of optimal column ordering in graph theoretical 

t e r m s .  C o n s t r u c t  t h e  c o m p l e t e  g r a p h  Q  ( w h i c h  h a s  a  g r a p h - t h e o r e t i c a l  n a m e :  K e ) ,  

with vertices corresponding to the columns (state vectors) in the sequence alignment 

and the length of the edge between two vertices Sj and Sj given by dr{si, sj). The 

distances between vertices (columns of data) are collected in the following triangular 

matrix: 

d r { S l , S 2 )  Si S2 S3 S4 S5 S6 

Si — 11 11 9 5 11 
S2 — 9 11 11 9 

S3 — 11 11 7 
S4 — 9 11 

^5 — 11 
S6 — 

The distances from this table can be easily related to the 'costs' used in the 

opening example by means of Eq. (1.4). 

The task of computing the likelihood of all columns can be thought of as the task of 

traversing the graph Q in Figure 1.5, visiting each vertex exactly once (i.e. traversing a 

Hamiltonian path). The total length of the path indicates the total number of partial 

likelihood calculations, and we seek to minimize it. Any permutation of column 

indices defines a new path in the graph in an obvious way. For example, the lengths 

of the trivial path 

Si  t—S2 > ^3  S4  S5  I—> Sg  
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6 

FIGURE 1.5. Graph 

is 

^2) ~i~ ^3) ~i~ ^4) ^5) ~i~ ^(^Sj ^g) 

= 11 + 9 + 11 + 9 + 11 = 51. 

On the other hand, the path 

Si I—> S5 I—> S4 I—> S3 I—> Sfj I—> S2 

has length 5 + 9 + 11 + 7 + 9 = 41. 

An algorithm for finding a suboptimal Hamiltonian path. The traveling salesman prob

lem (TSP) is solved by finding the minimal Hamiltonian cycle in the graph. TSP has a 

history of interest to researchers working in combinatorial optimization. Unlike other 

problems whose general solutions were developed in the theory of linear programming 

during the early 1950's, the TSP was stubborn in its worst-case difficulty, and was 

thought to be fundamentally hard. This suspicion was confirmed shortly after the 

definition of an equivalence class of NP-hard problems known as NP-complete in the 

early 1970's and the subsequent identification of the TSP as an NP-complete problem 
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5 4 

6 3 

l(root) 2 

FIGURE 1.6. A MST for the graph Q. 

[Karp, 1972]. Fortunately, many approximating methods and techniques for 'good' 

suboptimal solutions to the TSP have been identified. 

A well known approximation technique uses the Minimal Spanning Tree (MST) 

and the triangle inequality to construct a cycle which is within a factor of two 

to the minimal Hamiltonian cycle. The proof of this assertion can be found in 

many graph theory books. An accessible presentation may be found, for instance, 

in [Gibbons, 1985]. 

Algorithm for constructing a suboptimal Hamiltonian path The algorithm proceeds in 

two stages: 

1. Find a MST M. of the graph Q. (e.g using Prim's algorithm; see below) 

2. Conduct a pre-order traversal of M, outputting the vertices of the tree in the 

order they were traversed. 

The resulting ordering of vertices is the desired suboptimal path. 

Algorithm for constructing a MST Prim's algorithm for constructing the MST is 

described in detail in [Gibbons, 1985]. The outUne of the algorithm is as follows: 
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1. Choose the longest edge (breaking ties arbitrarily) in Q and add both of its 

vertices to the set V. 

2. Repeat the following three steps until all vertices of the graph are in V: 

(a) Choose the shortest edge e between a vertex in the set V and a vertex not 

in V (again, breaking ties arbitrarily). 

(b) Add the edge e to the MST 

(c) Add the vertex upon which e is incident to V. 

Prim's algorithm has running time 0{M'^), where M =\Q\ = number of columns 

in the data. There are several alternative algorithms for constructing a MST, how

ever none of them offer a speed advantage over Prim's algorithm when applied to a 

complete graph [Cheriton and Tarjan, 1972]. Note that there is a well known approx

imate algorithm for solving TSP on graphs whose edge lengths the triangle inequality 

[Christofides, 1976] which gets within a factor of | of the optimal solution, and it 

can be used instead of the above heuristic. However, the overhead required of that 

method is O(M^) and is prohibitive for data sets with many sequences. 

An application of Prim's algorithm to the graph Q in Figure 2 starting with vertex 

1 yields the MST pictured in Figure 3. The suboptimal path constructed by using 

this tree is 

I h - > 5 i — > 6 i — > 2  

of total length 41, a computational reduction of approximately 20% from the unsorted 

data value of 51. For this simple example, it can be shown by exhaustive search that 

this path is actually an optimal one. 

The modified pruning algorithm. In order to make use of the column sorting process, 

a few slight modifications must be made to the pruning algorithm. First of all, all 

partial likelihoods of internal nodes must be stored between the evaluations of two 
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successive columns. This requirement isn't too stringent, since the pruning algorithm 

itself almost requires it. While it is possible to store only a fixed number of par

tial likelihoods for an evaluation at a given column (that number will depend on the 

maximal number of children at any given node, but not on the size of the tree), the 

memory requirement for storing conditional likelihoods is dwarfed by the amount of 

space needed to store transition matrices at each node. Additionally, each internal 

node must be equipped with a boolean flag, indicating whether the transition from 

one site to the next in the data set has tainted the node. There is a minimal amount 

of bookkeeping involved, and its cost is negligible relative to the cost of likelihood 

evaluation. The following pseudocode fragment illustrates the logic of the modifica

tions that must be made to accommodate column sorting. The use of column aliasing 

is assumed, so the set of columns to be sorted consists only of one copy of each column 

type found in the data. 

// Assume that the columns have already been sorted 

// Leaf labels are characters from the appropriate column of the 

// alignment 

Use the standard pruning algorithm to compute all 

partial likelihoods for column i=l. 

FOR i:=2 to (number of columns) DO 

treeNode := first node in post-order traversal 

WHILE (treeNode is not the root) DO 

IF treeNode is a leaf THEN 

IF label at site i is different from label at site i-1 THEN 

relabel treeNode with the appropriate sequence character 

mark parent of treeNode as tainted 
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END IF 

ELSE 

IF treeNode is marked tainted THEN 

compute the vector of partial likelihoods at treeNode 

mark parent of treeNode tainted 

unmark treeNode 

END IF 

END IF 

treeNode := next node in post-order traversal 

END WHILE 

compute tree likelihood by weighting 

partial likelihoods at the root by equilibrium frequencies 

update likelihood for the entire data set 

END FOR 

Time and memory requirements. In order to take advantage of the suboptimal column 

ordering it is necessary to obtain a heuristic solution to the TSP determined by 

the data and the tree being analyzed. Typical likelihood-based analyses involving 

phylogenetic trees require iterative optimization of the likelihood function and entail 

repeated evaluation of the likelihood for different model parameters, but leave the 

tree and the data unchanged. Thus, one suboptimal column ordering may be used 

to trim off computational costs in hundreds or even thousands likelihood function 

evaluations. 

The heuristic algorithm given above has computational complexity of 0(iV|^p), 

where |^| is the number of vertices in the graph Q (i.e., the number of distinct column 

types in the data) and N is the number of leaves in the tree. The factor N appears 

since each distance computation entails comparing values at each leaf of the tree, and 



32 

if necessary, traversing the tree upwards from a leaf to the root. Storage requirements 

for the column sorting are of order 0(|^p), and the modified pruning algorithm only 

r e q u i r e s  a n  e x t r a  b o o l e a n  f l a g  p e r  i n  e a c h  i n t e r n a l  n o d e ,  a n d  t h u s  i s  0 { N ) .  

Further time saving heuristics. A substantial portion of time in execution of the prun

ing algorithm is spent traversing the tree, and further time savings can be realized by 

trimming the number of nodes that must be traversed for each site. This is especially 

noticeable for bifurcating trees on nucleotide data, where each partial likelihood eval

uation requires at most 15 floating point operations (23 at the root, if the tree was 

unrooted), but since the reduction in traversal time offered below takes very little 

effort and overhead, it is worthwhile to implement for all molecular data types. 

Consider our example data set with the columns ordered as si i—^ S5 54 S3 i-^ 

sq S2- Moving from site 1 to site 5, only the last leaf changes, so the traversal of 

the tree in the pruning algorithm can be started at that last leaf (because everything 

else in the tree is unchanged). Thus instead of spending time traversing all seven 

leaves and five internal nodes, we only need traverse leaf 7 and internal nodes 11 and 

12, i.e. only 1/4 of the tree. The following simple heuristic takes advantage of the 

above observation. 

We precompute two vectors. Left and Right, of length M — 1 where M is the num

ber of columns in the data. The entries in the vectors are defined as follows; Left(i) 

is the first character in columns i and i -\-l where the columns differ when scanning 

from the left; Right(i) is the index of the first character that differs when scanning 

from the right. For instance, for columns se = {AG AG AG A), S2 = {AGGGGAG) in 

our example data set (indexed 5 and 6, respectively, after column sorting), Left(5)=3, 

Right (5)=7. 

If the order of the columns is fixed, then computing vectors Left and Right is 

simply a matter of character comparison and can clearly be done in 0(NM) time 

(recall that N is number of sequences, i.e. the number of characters in each column. 
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and this calculation only has to be done once per data set. It is clear that the pass 

of the pruning algorithm for column z + 1 only needs to look at the leaves between 

Left(i) and Right(i) and the internal nodes whose descendants include one of those 

leaves. Implementing this reduction is a matter of few simple modifications to the 

pruning algorithm described in section 2.4: 

\\ Change the body of the FOR loop as follows: 

treeNode := Leaf indexed by [Left(i-1)] 

WHILE (treeNode is not the root AND 

treeNode is not equal to Leaf indexed by [Right (i-l)+l] ) DO 

IF treeNode is a leaf THEN 

IF leaf label at site i is different from label at site i-1 

THEN 

relabel treeNode with the appropriate sequence character 

mark parent of treeNode as tainted 

END IF 

ELSE 

IF treeNode is marked tainted THEN 

compute the vector of partial likelihoods at treeNode 

mark parent of treeNode tainted 

unmark treeNode 

END IF 

END IF 

lastNode = treeNode 

treeNode := next node in post-order traversal 

END WHILE 

lastNode = parent of lastNode 
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IF lastNode is marked as tainted THEN 

unmark lastNode 

END IF 

WHILE (lastNode is not the root) DO 

compute the vector of partial likelihoods at lastNode 

lastNode = parent of lastNode 

END WHILE 

compute tree likelihood by weighing 

partial likelihoods at the root by equilibrium frequencies 

update likelihood for the entire data set 

Note that this heuristic doesn't require that the columns be ordered in any par

ticular way, but the ordering method of this chapter boosts the efficiency of tree 

traversals quite a bit. Refer to Table 1.3 for examples. 

1.4.2 Results 

Speed gains. We have tested the modified pruning algorithm on nucleotide, amino-

acid, and codon data sets of various dimensions. You may download the files used for 

testing from: 

http://peppercat.stat.ncsu.edu/~hyphy/pubs/cs/data.tar.gz 

Table 1.1 includes the following information: 

Type. Type of the data, i.e. nucleotide, amino acid, or codon. This determines 

C (the number of character states): 4 for nucleotides, 20 for amino acids and 61 

or 60 for codons (universal or mammalian mitochondrial genetic code). Sites. The 

number of distinct data columns (sites) in the data, i.e. the number of vertices in 

the graph Q. Note that in real data this value is a function of the sequence length and 

the rates of evolution in different lineages. Seqs. The number N of sequences in the 
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Type(N) Sites Seqs. Time Ref. Improved Speedup BEP 

Nuc(4) 725 15 .35 293 423 1.44 3.80 
Nuc(4) 906 50 1.75 85 160 1.88 1.53 
Nuc(4) 483 349 6.4 12.5 64 5.12 0.12 
Nuc(4) 1264 500 77.15 3.3 8.1 2.46 0.26 
Aa(20) 155 37 0.05 42.1 72.9 1.73 0.03 
Aa(20) 98 6 < 0.01 331 363 1.097 0.37 

Cod(60) 1716 7 2.35 3.5 4.59 1.31 0.75 
Cod(61) 513 23 0.67 2.55 3.9 1.53 0.04 

TABLE 1.1. Effects of column sorting on computational speed. 

data file, which is the same as the number of leaves in the phylogenetic tree. Time. 

How long did it take to carry out column ordering (in seconds). Ref. Number of 

likelihood evaluations per second, not using the pseudo-optimal ordering, but using 

the tree traversal heuristic. Calculations were done on a PowerMac G4/533 using HY-

PHY version .95beta for MacOS X. Likelihood calculations also involve computing 

transition probabilities, and thus reflect a real-world speed gain from column ordering. 

Improved. Number of likelihood evaluations per second using the pseudo-optimal 

ordering and the tree traversal heuristic. Speedup. The ratio between improved and 

reference speeds. BEP. Break-even point. The number of likelihood evaluations per 

branch required to recover the overhead of performing the pseudo-optimal ordering. 

For example, the first entry requires 0.35 seconds to perform the column ordering. 

In that same 0.35 seconds, 0.35 x 293 likelihood evaluations could be performed. In 

order to allow comparison over trees with diflferent numbers of taxa, we scale by the 

number of branches. BEP = 0.35 x 293/27 = 3.80. 

There are two important observations in Table 1.1. First, the time reduction 

brought about by column sorting ranges from a minimum of near 10% to a maximum 

of over 80%, reflecting a five-fold improvement in speed. Trees with many sequences 

seem to benefit the most from the sorting procedure. Second, it is almost always 

worthwhile to sort the columns. Consider finding maximum likehhood estimates of 
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the model parameters for a given tree/dataset combination. If a branch-by-branch 

optimization approach is used, at least one (and most hkely many) likelihood eval

uation per branch must be performed. In most cases, less than one evaluation per 

branch is needed to justify the time cost of sorting, and the worst case among these 

datasets is only four evaluations per branch. Since this overhead is a one-time cost, 

column sorting can be recommended as a general implementation practice. 

Quality of approximation. An ideal algorithm for likelihood calculations would reuse 

already computed partial likelihoods whenever possible, leading to no recalculations 

at all. The algorithm outlined in this chapter only reuses partial likelihoods from 

the single previous step, and relies on an approximate solution to the TSP to sort 

columns. One can easily imagine modifying the sorting algorithm to store the past 

two sites, for instance, or even to store the partial likelihoods for all previous sites. 

However, such modifications would require additional memory and bookkeeping. It 

is desirable, though, to explore how much of the available savings our current method 

is able to exploit. In Table 1.2 we examine how well this approach compares with 

two possible algorithmic improvements. 

Theoretical Lower Bound. [Larget and Simon, 1998] offer an alternative al

gorithm for reducing the cost of likelihood evaluations that achieves the theoretical 

lower bound (TLB). Their software package [Simon and Larget, 2001] implements 

this method in practice. This is the absolute minimum number of partial Ukelihood 

evaluations needed for a particular data set and tree. It is calculated predicated 

on the availability of every unique partial likelihood at any given time. Unfortu

nately, this method has a very large memory footprint (especially for amino acid and 

codon data), and requires extensive modifications to the pruning algorithm. While 

the amount of available memory of modern computers makes large memory require

ments less of a concern, modern system architectures suffer a significant performance 

hit, when frequent memory accesses outside the fast cache memory are needed. Fur-
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Dateiset Natural Sorted FC TLB 

1 4.23 2.52 1.29 1.00 
2 5.84 3.00 1.33 1.00 
3 13.12 2.56 1.26 1.00 
4 6.50 2.82 1.22 1.00 
5 4.77 2.40 1.62 1.00 
6 1.94 1.41 1.28 1.00 
7 2.82 1.61 1.22 1.00 
8 2.92 1.71 1.30 1.00 

TABLE 1.2. Quality of Improvement. 

thermore, as Table 1.2 shows, even discounting computational overhead involved in 

[Larget and Simon, 1998], column sorting achieves a factor of about 2 of the TLB 

with minimal overhead. 

Pseudo-optimal ordering with full caching (FC). A second approach for 

computational reduction would be to sort the columns optimally, and then save every 

partial likelihood computed, rather than caching only those for the previous column. 

While offering additional savings in likelihood calculations, this method will also 

require substantial additional memory and incur significant overhead for accessing 

and retrieving cached likelihoods. 

The entries in Table 1.2 indicate the relative amount of computation required by 

each of several improvement methods. For each of the eight data sets, the time for the 

Theoretical Lower Bound, TLB is defined to be one. The values for each of the 

other methods reflect the amount of time needed to evaluate the likelihood function, 

relative to the TLB for that rows dataset. Natural shows the value for unsorted 

columns. Sorted - for columns sorted using the method outlined in this chapter and 

FC - for full caching, i.e. when columns are first sorted using the algorithm in this 

chapter, but all partial likelihoods are cached, rather than just those of the prior 

column. 

The values in Table 1.2 represent the cost of likelihood evaluations in terms of 
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the metric of this chapter relative to the TLB (defined to be 1.0). It is clear that 

both alternative algorithms offer improved calculation times, but the improvement 

tends to be relatively small. In time-critical settings, the additional memory and 

programming complexity of these algorithms may be justified, but it is pleasing to 

see that the simple one-step column sorting method captures much of the available 

savings. 

Tree Traversal Savings Heuristic. Table 3 shows by how much the heuristic of section 

2.6. reduces the number of nodes traversed by the pruning algorithm for each tree 

likelihood evaluation. Traversal cost reduction shows what proportion of nodes will 

not be traversed at all. Both the cases of unsorted and sorted (by this chapter's 

algorithm) columns are considered. The simple heuristic saves a startling amount 

of time, but only when used in conjunction with column sorting. Similar savings 

would be expected if the heuristic was used in conjunction with either the TLB or 

FC algorithms. Like column sorting, the use of the heuristic requires little overhead 

and only minor changes to the pruning algorithm, so it is recommended for typical 

likelihood implementations. The entries in Table 1.3 show relative reduction in the 

number of branches traversed when using the tree traversal heuristic to compute 

likelihoods of all data columns. Natural and Sorted refer to the ordering of data 

columns. Speedup reflects relative improvement of likelihood evaluations per second, 

when the tree traversal heuristic is applied to sorted data columns. 

1.5 Markov models of substitution. 

In the previous section we have discussed construction and efficient evaluation of 

likelihood functions in the context of evolutionary sequence analysis. Our next goal 

is to model character substitution processes along branches in a phylogenetic tree. 

Substitution operates in continuous time, which could be either geological time 

or some other uniform (across the entire tree) measure of time; and over a discrete 
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Traversal Cost Reduction % 
Dataset Natural Sorted Speedup 

1 7.60 23.82 1.04 
2 8.46 28.92 1.07 
3 8.47 35.45 1.08 
4 4.19 13.64 Negligible 
5 3.88 35.48 1.05 
6 2.27 40.14 1.06 
7 1.26 43.37 Negligible 
8 0.65 33.14 Negligible 

TABLE 1.3. Tree traversal cost reduction. 

of characters. To complete the definition of our evolutionary model, we must specify 

transition probability functions Qx,y{tb',d) defined by Eq. (1.1) for every branch b 

(with length tb) in the tree T. For brevity, we will no longer explicitly mention 

dependance on the parameter vector 0 in the following discussion. 

There are several assumptions we are going to make explicit about the structure 

of the transition probability functions. 

1. Substitution processes operate independently from branch to branch. 

In principle, a transition probability function of a branch could depend on the 

entire evolutionary history from the ultimate ancestor, but use of such models 

would render likelihood evaluations unfeasibly complex. While the indepen

dence assumption is almost certainly violated in population level data, when 

demographics and non-random mating should be taken into account, on a larger 

evolutionary scale, when the data comes from different species, separated by 

relatively lengthy time intervals, the assumption of independence is not unrea

sonable. 

Moreover, evolutionary processes are Markov, i.e. memoryless along each branch 

as well. 
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2. Along a fixed branch, the substitution process is time homogeneous. 

This property was imphcitly used in Eq. (1.1). The most general transition 

probability function would specify, for every t > 0 and s > 0 the probability 

Q i j{ t ;  s )  =  Pr{state i  at time s —> state j  at time s  +  t } .  

For a time-homogeneous process the transition probability does not depend on 

the starting point, thus 

Q i j{ t - s )  =  Q i j{ t ;  0) V t  > 0 , s  > 0 , i , j  e  C .  

Biologically, this assumption states that during the lifespan of a given branch 

(species), the underlying evolutionary process doesnt change with time. There 

are models [Thorne et al, 1998] which relax this assumption at a great com

putational cost, but even in the present setting, it is possible to model some 

changing evolutionary conditions, by splitting a branch into several shorter ones, 

each equipped with its own, time-homogeneous model. This approach would 

enable us to investigate discrete changes in the evolutionary process, due to 

events such as migration, rapid environmental change etc. 

3. All branch processes share the same equilibrium distributions and are stationary. 

Every finite state irreducible Markov process has a unique equilibrium distri

bution, i.e. a probability vector {7r(A:)}, 1.. .k E. C, with the property that, for 

every t >0, the following matrix identity holds 

T ^ { Q i j i t ) }  = TT. 

In other words, if we draw states randomly according to its relative weights in 

TT, and then run the process for time t, then the resulting distribution of states 

is also going to be TT. Biologically, the proportions of characters in the gene pool 

remain constant over time. It is certainly possible to relax this assumption, for 
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instance, by allowing substitution processes along branches to have their own 

equilibrium frequencies. However then the model will imply an instantaneous 

change is character frequencies at an internal node, which is not biologically 

reasonable, since any change in those frequencies would be gradual, due to 

accumulation of substitutions. 

4. Sometimes we will also assume that substitution processes are time reversible. 

A time reversible process (in equilibrium) has the property that for every t > 0 

and i,j G C, 

P r ' { j  —> z in time t }  =  P r { j  —^ i in time t } ,  

where we use Pr' to refer to the transition probability back in time. We will 

discuss the implications of this assumption later on. 

A discrete state, continuous time Markov process is defined by its rate matrix. 

i^(5) = lim^^^ '^^~^ ,  (1 .5)  

where Q(t; s) is the transition probability function, and I is the identify matrix. Since 

Q{t\s) is a transition probability function, for all times, entries of every row of the 

matrix Q should sum to 1. Therefore every row of the rate matrix R should sum to 

0. To check that, observe if d = {1,..., 1}, then for every s, t 

{Q{t\ s) - I)(f = 0, 

thus 

R i s ) ( f  = 0. 

and hence, the rows of the rate matrix R each sum to 0. It is customary to define 

-Rii(s) ~ ^ ^ •Rifc(^); 
k^i 

and denote diagonal entries of the rate matrix by •. 
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Let d G be a distribution vector over the state space C. Its evolution in 

time, under the Markov process is the solution to the system of ordinary differential 

equations 

d { t )  =  R { t ) d { t ) ,  

subject to the appropriate initial conditions d = do-

This relation easily follows from Eq. (1.5). Indeed, 

r f ( , )= i i„  ' ' { t + h ) ^ d { t )  ^  ( Q ( h - , t ) - m )  ̂  
^ ' hiO h hio h V / V ^ 

For a time homogeneous process, the rate matrix does not depend on time, and 

the solution to the system of ODEs is given by 

d { t )  =  e ^ ^ d o -

Therefore, the transition probability function for a time-homogeneous discrete 

state continuous time Markov process is a matrix exponential of its rate matrix, 

which can be computed as 

RH'' 
Q { t )  =  

, . k\ k=0 

There are a multitude of algorithms for numerical evaluation of matrix exponen

tials [Moler and Van Loan, 1978], and using a series representation proves to be an 

efficient method, especially for sparse rate matrices, when sparsity can be utilized for 

faster matrix multiplications. 

The algorithm for numerical matrix exponentiation actually employed by the au

thor first scales the matrix by 1/K, where K = 2"'°, and k is chosen so that the 

largest modulus among the entries of the matrix is sufficiently small, then uses the 

series representation to evaluate exp{tR/K) with a small number of terms (usually 

l e s s  t h a n  1 0 ) ,  a n d  f i n a l l y  e m p l o y s  t h e  e l e m e n t a r y  i d e n t i t y  e x p { t R )  =  [ e x p { t R / K ) ] ^  

t o  r e c o v e r  t h e  d e s i r e d  e x p o n e n t i a l  o f  t R  b y  k  r e p e a t e d  s q u a r i n g s  o f  e x p { t R / K ) .  
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1.5.1 Evolutionary distances. 

The ultimate objective of a maximum likelihood based analysis is to obtain estimates 

of branch length and substitution model parameters and interpret their values. 

The structure of the transition probability function in Eq. (1.5), implies that the 

likelihood function will depend on the products of functions of model parameters, and 

branch lengths th. 

For example, consider the rate matrix for the nucleotide substitution model of 

[Hasegawa et al, 1985], commonly denoted as HKY85 

f -k a-Kc QITTT ^ 
aTT^ • ana 
PTTA olt^C * OLT^T 

\ OLl^A OiT^G * y 

,  C  =  { A , C , G , T ] ,  

with (TT^, TTC, TTG, TTT) referring to the equilibrium distribution vector. is defined 

as the negative of the sum of all off-diagonal entries in the row. 

It has two substitution rates, for transitions - /? - and transversions - o:. Adenine 

and guanine are purines, while cytosine and thymine are pyrimidines. Transitions are 

substitutions of chemically similar nucleotides, while transversions are substitutions 

for a chemically different base, intuitively a less frequent event. 

It is clear that the transition probability function of the HKY85 model will depend 

on the products of at and and thus it is impossible to estimate evolutionary time 

and substitution rates separately, but rather only as products. Of course, if additional 

information, such as fossil records, is available, then it may be possible to resolve the 

time scale explicitly. 

Therefore, distances along a branch in a phylogenetic tree are best thought of not 

as physical time, but rather as evolutionary time. Two branches of similar lengths 

could represent rapid evolution over a short period of time, or slow change over 

extended periods of time. 

A commonly used measure of evolutionary distances is the expected number of 
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C C 

FIGURE 1.7. Tree with a trivial lineage. 

substitutions per site per unit time, defined as: 

fc=|C| 

-  ^WRkk,  (1 .6 )  
fc=i 

which is simply the average rate of replacing a character with a different one. 

1.5.2 Trivial lineages. 

Consider a phylogenetic tree which has an internal branch with a single child. Biolog

ically, it represents a case when an evolutionary process changes (due to an environ

mental shift, migration, new species interaction, etc) but no speciation event occurs 

- see Figure 1.7. 

If the substitution processes on branches A and B are the same, then the trivial 

lineage D ^ B ^ A will collapse to a single branch as in the simplified tree on 

the right in Figure 1.7. Since the Markov process along both A and B is time-

homogeneous, the Chapman-Kolmogorov equation ([Papoulis, 1984], p.531). 

Q i j{t -H s) = ^ Qikit) Q k j{ s ) ,  y t ,  s > 0, 
k&C 

appHes. 
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Indeed, consider computing partial likelihoods for the internal node associated 

with the branch D, where A and C could either be leaves, or subtrees: 

L,(D) = ̂ QS(fo)L,(C) 
jec jeC 

But, 

keC 

and hence 

t , (D)=^QO(to) i i (C)^  
jeC keC .jec 

L k { A ) .  

If = Q®, then the Chapman-Kolmogorov equation applied to the expression 

in the brackets, simplifies the partial likelihood to: 

Li(D) = ̂  Q f j { t c ) L j ( C )  ̂  +  t B ) U ( A ) ,  
j€C jec 

which is precisely the expression for the simplified tree with the trivial internal node 

collapsed. 

If Markov processes along every branch in the tree are the same, it suffices to 

consider only evolutionary trees without trivial lineages. However, in a more general 

case, when each branch can possibly have its own evolutionary process, different from 

neighboring branches, internal branches with a single child must be kept. 

1.5.3 Reversibility and unrooted trees. 

When maximum likelihood frameworkwas first introduced in [Felsenstein, 1981], each 

additional branch in the phylogenetic tree caused a significant strain on computing 

equipment of the day. As we will show next, assuming that all substitution processes 

operating along tree branches are reversible, allows one to collapse one branch in 

the tree - Felsenstein called this the 'Pulley Principle'. While modern computing 
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equipment no longer requires this simplification, it remains in place for historical 

reasons, and because non-reversible models, while more parameter rich, often do not 

offer a significantly better fit than reversible models do. 

For a Markov process to be reversible, it must be stationary, i.e. be in an equi

librium distribution of states, and the following identity about transition rates must 

hold: 

Pr'{j —> i backwards in time t} = Pr{j —> i in time t }  

However, it suffices that the following condition be satisfied, 

=  T r { j ) R j i ,  i , j  G C .  

Indeed, by Bayes' rule: 

/r , , , Pr{7 —> i in time i}7r(i) r • •• • i 
Pr {j —> 2 backwards m time t} = t— = Pr{j ^ z m time t\. 

A J )  

It follows that a similar identity holds for the transition probabilities, as well: 

n { i ) Q i j { t )  =  i , j  ̂ C , t > Q  

Consider the tree in Figure 1.8, where A, B and C can be either leaves or subtrees. 

Also assume that the processes along branches D and C have the same transition 

probability functions. The likelihood of the the data column Vs given tree T is: 

L{v,-,T,e) = 
iec 

= E''WE«5('D)^^(D)E«Sc('o)it(c) 
ieC j€C keC 

jeC keC \ieC J  

By reversibility: 
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to D 

C(r) • 

tc+to 'B 

tc 

FIGURE 1.8. A tree and its unrooted equivalent. 

and hence, using Champan-Kolmogorov equation and the assumption = Q^: 

Y j  (^D)  T^{k)  = 7r{k)Q^j{ tc  +  to )  
ieC ieC 

Therefore: 

T,«) =  ̂  n { k ) L t { C )  Q f A t c  +  t D ) L i ( D )  
keC jeC 

This expression is exactly the likelihood of the 'unrooted' tree in Figure 1.8. If 

we treat node C as the root, and add D to the the list of children of C, then the 

equivalence of both trees follows from our definition of the likelihood function, and 

the unrooted tree has one less branch, as promised. 

Note that our argument allows us to place the root at any branch of the tree, 

splitting it into two arbitrary parts. This conclusion is rather intuitive: reversible 

models don't provide the sense of the origin of time, because the past and the future 

are interchangeable. 

1.5.4 A note on multinomial distributions. 

Any model of the type described in the previous sections will be a particular case 

of the multinomial model on data column types. Indeed, for N sequences there will 

be \C\^ possible column types, if we ignore ambiguities in the data for the moment. 

The probability of observing a particular kind of column with our Markov models 
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will be a function solely of observed data, given model parameter values. Moreover, 

the hkelihoods of column types Ct form a probabihty distribution on C^. The sum of 

likelihoods of all possible column types as defined in section 1.1 is always equal to 1 

for any phylogenetic tree and transition probabilities. 

As an illustration, consider the tree in Figure 1.2, whose likelihood is shown in 

Eq. (1.2). If we sum over all possible |C|^ column types, using Wi to denote the label 

of leaf i, we obtain the following expression: 

E E E E E M ® . ^ ^ . ^ )  =  E E E E E  
w i € C  W 2 € C  W 3 € C  W 4 € C  w s G C  W I E C  W 2 & C  W36C W4&C WSEC 

E E E E  ̂(c9)Qcg,wi(^1;^)Qc9,c8(^8;9) x 
cgSC C8€C C76C C66C 

Qls,critr, 9) 

Rearranging the order of summations to sum over the leaves first we arrive at; 

EEEE"(-=») E E X 
CGSC CSGC C76C CEGC WIGC W2GC 

wsEC 1114 €C wseC 

Because is a transition probability function 

y~] Q06,105(^5] 9) = 1. 
•w5eC 

Just hke the innermost sum, all other sums collapse to 1, right to left, until all 

that remains is: 

cgeC 

which also evaluates to 1, because TT is a probability distribution. 

Therefore, we can define the multinomial distribution generated by our evolution

ary model as: 

P r { x  =  w }  =  L { w ; T , 9 ) , w  €  .  
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Therefore, for data without ambiguities, the upper bound on the hkehhood function 

for any data set is given by the hkehhood assigned to the same data set by the 

multinomial distribution with the maximum likelihood parameter values estimated 

by observed proportions of data column types. 

1.5.5 Non-deterministic model parameters. 

As the models of the next chapter will illustrate, it is often beneficial to let some 

model parameters be random quantities, to account for variation in some evolutionary 

properties among alignment sites. We partition the vector of parameters 9 into a 

deterministic 9a and random components, where 9r drawn from the distribution 

function F{x,rj) {rj is the vector of distribution parameters), then the log likelihood 

of an alignment site is given by: 

L{Vs; T, 9d, v )  =  Ee, [L{Vs-, T,  9d, t], 9r)] = J LCDs; T, 9d, v \&r = x)F{dfi{x), r]), 

with conditional likelihoods evaluated as described in section 1.1. /x is either the 

Lebesgue measure, for continuous distribution, or the counting measure for the dis

crete densities, i.e. for discrete random variables the expectation integral becomes a 

sum. 

1.6 Hypothesis testing. 

One of the major advantages to using maximum likelihood frameworkfor sequence 

analysis is the ability to rigorously test statistical hypotheses. Hypotheses fall into 

two different classes: nested and non-nested. 

Two hypotheses are nested if the parameter space for the models used in the null 

hypothesis Hq is a subset of the parameter space for the models in the alternative 

hypothesis Ha- Most commonly, the null hypothesis can be obtained by imposing a 

finite set of constraints on the model parameters in the alternative hypothesis, i.e. 
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do = g{(^A), where g is the constraint function, g reduces the n-dimensional space of 

alternative model parameters to an n — d dimensional space. Clearly, a more general 

model will yield a larger maximum likelihood value, and as it turns out the convenient 

quantity to characterize the significance in the likelihood score improvement is the 

likelihood ratio test statistic defined as: 

LRT = 2(log LHA - log LHQ) 

If the likelihood function is sufficiently nice, i.e. has continuous second derivatives 

with finite means, maximum hkelihood estimates of model parameters are consistent, 

and the constraints imposed by g do not lie on the boundary of the parameter space, 

then, under Ho, the LRT is distributed as with d degrees of freedom when the 

sample size is large (see, for instance, [Schervish, 1997], pp. 459-461). We can use 

this result to assess the probability that, given Hq, a random LRT value is greater 

than the observed value X: 

Pr„,{LKr > X} = 1 - Pr{xl < X} 

This probability is referred to as the p-value . A small p-value indicates that it 

is unhkely to have observed a LRT value as laxge or larger than X, and therefore HQ 

should be rejected in favor of HA-

Another method to assess a likelihood score improvement, applicable even in the 

case of non-nested models, is the Akaike Information Criterion (AIC) [Akaike, 1974]. 

AIC rewards a model for good fit, but penalizes it for each additional independently 

adjusted parameter: 

AIC — —2(logL — # of estimated model parameters). 

A model with the lowest AIC score should be accepted. The logic behind using 

an information criterion is quite instructive. Let Y denote a random quantity whose 

true distribution is described by the density g{y) (in the discrete case, the density 
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is understood as the Radon-Nykodim derivative of the distribution function with re

spect to the counting measure). Let /(y; 9) represent a parametric family of densities 

used to model the quantity Y. In many practical cases, the family / does not con

tain the true density g. There are many possible ways to measure how well /(y;^) 

approximates g{y)-, and we shall use the Kullback-Leibler information defined by 

9iy) 
iKLif{-;ey,g) = EY log 

f(y\d)\'  

It can be shown [Schervish, 1997] that > 0 and the equality is 

attained if and only if f{y\6) = g{y) almost surely. Assuming the existence of all 

necessary expectations, we write: 

iKL{f{-;ey,g) = EY [log^(y)] - EY [logfiY-e)] . 

When comparing among different models, we wish to minimize the Kullback-

Liebler information. However it is often impossible obtain the first term of the above 

expression, because the true distribution is unknown. However, to compare two pro

posed parametric families / and h, we can utilize the difference in their respective KL 

information, which does not include the term with the unknown 'true' distribution. 

For any fixed 9, by the law of large numbers: 

1 N 
- X; log|/(V.i 9)1 Ey (log /(y 19)1. 

i—1 

if Yi are independent and identically distributed. However, if we use maximum 

likelihood to first estimate the parameters of the distribution 9 and then use those 

to approximate the KL information, a bias is introduced (i.e. we overestimate the 

information term). It can be shown [Akaike, 1974], that under certain regularity 

conditions, the bias thus introduced amounts to: 

N 

N 
E 

i=l 

A 
N' 
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where k is the number of independently adjusted parameter in 6. 

If all else fails, one can always resort to bootstrap to generate empirical distribu

tions of a test statistic and use those to accept or reject hypotheses. 

1.7 Bootstrap. 

In order to assess statistical significance of a test it is often necessary to know the 

(approximate) distribution of a test statistic, most commonly - the likelihood ratio 

test statistic. Except for the asymptotic large sample distribution for nested 

hypotheses, the LRT distribution can not be obtained analytically. 

It is therefore common to utilize the general bootstrap procedure described by 

[Efron, 1979], adapted for phylogenetic setting in [Goldman, 1993]. One uses either 

parametric or non-parametric resampling procedures to generate i.i.d. samples of 

sequence data, and tabulates the distribution of the test statistic using those samples. 

We will now briefly describe the bootstrap procedures. 

1.7.1 Non-parametric bootstrap. 

Given a data set of N sequences of length M, we use samphng with replacement to 

generate new data sets. Clearly, non-parametric is a misnomer, because the distri

bution that new sites are being sampled from is simply the multinomial distribution 

discussed in 1.5.4. Indeed, the probability of drawing a site T>s is the observed pro

portion of this type of sites in the original data set. The issue with non-parametric 

bootstrap in this setting is that unless the number of sequences M is quite large, an 

overwhelming majority of possible column types Dg do not appear in simulated data 

sets, because they are not present in the original sample. In other words, we are 

utilizing the multinomial distribution with \C\^ — 1 parameters estimated with only 

M <C |C|^ — 1 observations, and the quality of such approximation is dubious. 
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1.7.2 Parametric bootstrap. 

With parametric bootstrap [Efron, 1979], the distribution function used to generate 

sites in simulated data sets is the one obtained from the Markov evolutionary models 

described earlier in this chapter. The algorithm for simulating a data set parametri-

cally, using only a uniform on [0,1] random number generator, proceeds as follows. 

1. Repeat steps 2-5 M times (for each column in the alignment) 

2. If some of the model parameters are random, we sample values for each such 

parameter from its distribution, using the probability transform - F~^{y),y ~ 

C/(0,1), where F is the cumulative distribution function for the random param

eter - to generate values from the appropriate distributions. 

3. Draw a character state G C at the root of the tree T from the equilibrium 

distribution tt, by taking a random number 2; ~ [/(0,1) and setting Cr = z-th 

element of C, where i is the smallest positive integer such that Xlfc=i ^ 

4. For each internal node n, starting with the root and proceeding down the tree, 

and each branch b emanating from n determine the character at the end of 

branch b thus: 

(a) Draw a random number y r\j 

(b) Since the state at node n (denoted by Cn) is known, we use the probabil

ity transition function at node n, Q"{in,0) (hats mean that we evaluate 

transition probabilities using maximum likelihood estimates for parameter 

values) to set the character at the end of branch n to the i-th element of 

C, where i is the smallest positive integer such that Qc„,fc(^n, 0) > y. 

5. Simulated alignment column can now be constructed by reading off the values 

at tree leaves. 
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The main issue with parametric bootstrap arises when the evolutionary model is 

poorly chosen, in which case resampled data may yield misleading statistical proper

ties, because they don't characterize true evolutionary properties well. 
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CHAPTER 2 

MODELS FOR EVOLUTION OF CODING SEQUENCES. 

2.1 Model of codon evolution. 

We describe our model as a modification of the MG94 [Muse and Gaut, 1994] codon 

model, although the idea can be easily extended to any substitution model that has 

at least two different substitution rates (e.g. HKY85[Hasegawa et al, 1985], GY94 

[Goldman and Yang, 1994] ). 

The MG94 model is defined by the instantaneous rate matrix whose general entry 

giving the probability of changing from codon x to codon y in time dt is 

MG9ix,y{dt) = 

AITNYDT, X y is a synonymous one-step change 

(e.g. ACG ^ ACT), 

PiTnydt, X ^  y is a non-synonymous one-step change 

(e.g. ACG ^ AGG), 

0, otherwise (e.g. ACG TTG), 

where iTny denotes the frequency of the target nucleotide in codon y (for instance, the 

target nucleotide in a ACG ACT substitution is T). While the model doesn't allow 

for multiple instantaneous substitutions, because such events are negligibly rare, the 

transition matrix for any t > 0 will allow for positive transition probabilities between 

any two states. 

The model also provides the equilibrium frequency of a codon composed of the 

nucleotide triplet ijk. If we denote the frequency of nucleotide n G {A, C, G, T} at 

codon position m = 1,2,3 as TT^, then the equilibrium frequency of codon ijk is the 

product of the constituent nucleotide frequencies, scaled to account for the absence 

of stop codons {TAA,TAG^TGA for the universal genetic code [NCBI, 2000] in the 

model: 
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T^iik = _ (2.1) 
1 — X] frequencies of stop codons 

(Note that the original version of the MG94 model assumed that nucleotide frequen

cies were shared by all three codon positions.) 

The MG94 model has an equivalent reparameterization {t at, R = P/a) that 

provides a more compact notation: 

MG94 :x^y{dt) — < 

TTnydt, X y is a synonymous one-step change, 

RiTnydt, X ^ y is a nonsynonymous one-step change, (2.2) 

0, otherwise. 

The ratio of nonsynonymous and synonymous rates, R = provides an indica

tion of the magnitude of selective pressure, and R can either be shared by all branches 

of the phylogenetic tree or vary from branch to branch. In the classical setting, R 

is a deterministic model parameter, estimated by maximum likelihood methods from 

the data using numerical optimization algorithms, however R can also be allowed to 

vary across sites. The authors of [Yang et al, 2000] studied models with the variation 

of R described by a variety of probability distributions. Let our data consist of a 

set of aligned sequences V related by a phylogenetic tree T, with the s*''^ column of 

the alignment denoted as Vg., s = 1,...  ,S. If the ratio R varies across sites in V 

according to a distribution parametrized by 7] with density function h{R] r]), then the 

contribution of site s to the likelihood function is found by conditioning on Rs and 

integrating over its possible values: 

poo 

L{6,r]\Vs,T) = / Pr(Vs\Rs\T,0)h{Rs\'n)dRs, 
Jo 

Under the assumption of independence of sites, the likehhood of the entire data set 

is simply the product of the likelihoods for each alignment site: 

s 

L{e,iT,v,T) = llL{e,iT,Vs,r). 
s—1 
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The vector 9 consists of all other model parameters, such as branch lengths, tran-

sition/transversion ratios, etc. In general it is not possible to obtain a closed form 

expression of the deterministic likelihood, let alone the expectation integral. How

ever, if h{Rs\ rj) defines a discrete distribution with N rate classes (often obtained by 

discretizing a continuous density as in Yang (1994)), then integration is replaced by 

summation: 

S N 

L{e ,r] - ,V,r) = l [Y ,Pr{Vs \Rs  = Ri-,r,e)Pr{R, = Ri- v )  
s=l i=l 

The conditional likehhood can be computed efficiently using Felsenstein's prun

ing algorithm [Felsenstein, 1981], with efficient numerical matrix exponentiation rou

tines [Moler and Van Loan, 1978] used to evaluate the transition probabilities needed 

to obtain the N conditional likelihoods Pr{'Ds\Rs = Ri',T,9) (see, for example, 

[Muse and Gaut, 1994]). Also note that the S sites produce only N sets of transition 

probabilities, eliminating the need for repeated calculations at each site. Maximum 

likelihood estimates (MLEs) of the unknown parameters rj and 9 can be obtained 

numerically. 

Our modification to the traditional modehng approach allows rates of both syn

onymous and nonsynonymous substitutions to be drawn from a bivariate distribution. 

By allowing synonymous rates to have their own pattern of across-sites variation, we 

remove the assumption that synonymous rates are constant across sites. Additionally, 

by extending the model to non-independent bivaxiate distributions, one can examine 

potential correlations between synonymous and nonsynonymous rates (e.g., do amino 

acid positions with high nonsynonymous rates also have high synonymous rates?). 

The revised rate matrix can be written in the same form as the original MG94 model, 

but with the substitution rates considered as random quantities rather than fixed 

parameters: 
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MGMlJdt) 
otsT^uydt, X ^ J/ is a synonymous one-step change, 
PsT^nydt, X ^  y is a non-synonymous one-step change, (2.3) 
0, otherwise. 

Here, {as,Ps) is a random vector with a (bivariate) distribution which has finite 

mean, again parameterized by rj, which may now also be a vector. Each site in a 

sequence is believed to have its own (unknown) value of (a^, /3s), and we will integrate 

over the possible values, just as in the univariate case above. Note, that without loss 

of generality, E[as\ = 1. Indeed, owing to the reversible structure of our models, only 

products of substitution rates and times can be estimated. It follows that we can 

only estimate the distributions of as and (3s up to a multiplicative scaling factor. For 

any > 0, replacing agt and Pst with 

{Kas)^ and (KPs)^, 

respectively, yields an equivalent reparametrization of the model. Thus, we must 

restrict one of the distributions to have a fixed mean, for instance 1. We choose 

to restrict the distribution of synonymous rates as to have unit mean, because this 

leads to a natural extension of current models, which set = 1 for all sites. This 

restriction is analogous to current rate heterogeneity models (e.g. [Yang, 1993]) that 

use one-parameter gamma distributions instead of the more general two-parameter 

gamma. 

The ratio R in Eq. (2.2) can now be interpreted as 

p m.] 
B[a,r 

Computing the likelihood function now requires integrating over the positive 

quarter-plane 

^ fOO poo 
L{9,r}-'D,T) = J J Pr{T>s\as,ps-,T,e)h{as,Ps',v)d<^sdps 
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It is not practical to perform numerical integration, and we must once again restrict 

ourselves to considering discrete (or discretized) distributions. For such distributions 

the likelihood can be computed by carrying out a double summation; 

S N M 

L{e,rj-,Va)- N E E  Pr{T>s\as = Tij, ps = Qij-, T, 0)Pr{as =  0s =  qij]v), 
S  1=1 j  = l 

where (rjj, qij),i = 1...  M,j = I...  N denote the values in the range of the discrete 

distribution of (QIS,/?^). 

While the notation has grown cumbersome, the basic idea is simple. We have set 

M rate categories for synonymous substitutions, N rate categories for nonsynonymous 

substitutions, and a probability distribution for the N x M possible combinations of 

those categories. The model posits that each codon falls into one of the N x M 

categories, and the likelihood function is calculated by summing over all possible 

assignments of codons to rate categories. 

2.2 Discretization of continuous bivariate distributions. 

Discretization of bivariate distributions is more complex than it is for univariate 

distributions. While we provide a discretization scheme applicable to general bivariate 

distributions, in most the work that follows, we make the simplifying assumption that 

the synonymous and nonsynonymous rates at a codon are independent of one another. 

Note also that convenient biological interpretations of the discretized classes becomes 

difficult in the non-independent setting. 

2.2.1 as,/3s independent. 

Suppose that the synonymous and nonsynonymous substitution rates at codons are 

modeled as a bivariate distribution with independent coordinates, as and Ps, repre
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sented by the density function: 

h{as,Ps]v) = f{o^s-,v)9{l3s;v) 

In this case it is possible to discretize each coordinate independently following the 

method of Yang [Yang, 1994] to obtain a sequence of numbers Ai,i = 0...  M, Bj — 

j — 0... N so that: 

1. Aq = 0, Am = oo 

2. Pr{as e [Ai_i, Ai]) = fia^; r))dcts ^^Pf, i  = 

3. Bq = 0, B^ = oo 

4. Pr(A 6 , Bj \ )  =  s(/3,; = p," ; = 1... JV. 

Here pf denotes the frequency of synonymous rate class i,  and is the frequency of 

nonsynonymous rate class j. The joint rate class (i, j) will have relative frequency 

pfp^j. These values can be specified a priori or allowed to vary freely, subject to the 

normahzing constraints YhiPt — ^jPj = 1- A simple practice is to select pf = 1/N, 

pf = 1/M. 

Next, we calculate the actual synonymous and nonsynonymous rates in the dis-

cretized rate classes, and qij, using the conditional means of the continuous distri

bution: 

Case 1: pfp^ > 0 

1 
Vij = ri = E[as\as G [Ai_i, Aj]] = — / asf{as;rj)das 

Pi JAi^i 

1 
Qij = Qj = E{ps\/3s e Bi]] = -g / 0s9{Ps] r])d(5s 

Pj 

Case 2: pfpj = 0 

The contribution of rate class {i,j) to the log-likelihood is 0, thus the values we 

pick for Tij and q^j are immaterial. 
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2.2.2 General bivariate. 

To discretize a continuous bivariate distribution with density h{a,p-,r]) supported 

over the positive quaxter-plane and parameterized by rj, first fix the number of classes 

we wish to have for synonymous rates (M > 2) and the number of classes for non-

synonymous rates {N >2). In order to define a discretized distribution we need to 

specify two components: 

• The range of the distribution, i.e. M x N points with coordinates {rij,qij), 

i = 1... M, J = 1... There are multiple ways to define the range; we will 

choose it in such a way that for a fixed value i, rij are equal for all j. We could 

also choose qij to be equal for all values of i, when j is fixed; that will, in general 

lead to a different discrete range. 

• The relative frequencies (or weights) of each class: 

pf = Pr{a = Tij, for some j},i = 1...  M 

and 

Pj = Pr{(3 = Qij, for some i},j = 1... N 

The simplest case is when all rates are equiprobable: p" = 1/M and pj = 1/N] 

and the most general is when pf,pj vary freely, subject to the normalizing 

constraints. 

To obtain the range of the discretized distribution, i.e. the discrete rate classes 

Tij, Qij we partition the positive quarter-plane into M x N rectangles Cij with coor

dinates {Li, Tij, Ri, Bij} such that for 1 < i < M, 1 < j < A'': 

1. Li = 0, Rm — oo 

2. Pr{a e [Li, i?i]) = h{a, /?; r])dadp = pf. 
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FIGURE 2.1. An example of defining rectangles Cij for the case M — A, N = 3 . 

3. Li = Ri-i, for i  > 1. 

4. Bii — 0, Tjjv = 00 

5. Pr((a, P) e  [Li j ,  R t j ]  x [5^^, T^]) = £ h{a, /3; v)dadp = pfjf^ 

6. Bij = TI(J_I), for j > 1. 

Using the first three conditions, we can determine Li, Ri and using these values 

and conditions 4,5 and 6 to find Bij^Tij. (See Figure 2.1). 

Once the rectangle Cij is specified, we calculate the rate classes rij,qij using con

ditional means as follows: 

Case 1: pfpj > 0 

rTii pRi 
Tij = E[a\{a, (3) e Cij] = o / / ah{a, (5\r])dad(5 

PiPj J Bij JLi 

Qij ^ E[P\{a, p) e Cij] =f f (3h{a,p-,r])dadp 
P f P j  J  Bij J Li 
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Case 2: = 0 The contribution of rate class {i,j) to the log-likelihood is 0, 

thus the values we pick for Vij and are immaterial. 

Note, that the procedure we just outlined does not treat a and /5 symmetrically. 

Indeed, we first partition the a axis and then each of the resulting strips is divided 

in rectangles along the /3 axis. We could interchange the roles of a and /3 and first 

partition in /? and afterwards in a. For general distributions, doing so will result 

in a different collection of for distributions with independent coordinates, the 

partitionings will be the same. 

2.2.3 Independent Gammas. 

In our examples we assume that synonymous rates as are sampled from a unit mean 

gamma with density 

—Ig— 
^ ,  Ois,fia > 0, (2.4) 

with the first two moments given by 

E[as\ = l,Var[as] = —• 
/^a 

and that nonsynonymous rates Ps are drawn from either: 

1. A general gamma distribution with density 

g(0.-, fl, = 4' ) . ft, Mg > 0. (2-5) 

with 

E%] = R, Var[Ps] = —. 
fJ'P 

2. A mixture of a general gamma with a point mass at 0, i.e. gamma with an 

invariant class 

= Pi„(A) + (1 - . (2.6) 
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> o ,Pe  [0 ,1 ] ,  

with 

E[(5s\ = (1 - P)R, Var%] -
fJ-13 

Consequently, the joint density depends on either three or four parameters- the 

shape parameter for synonymous rates /Xq, both shape and scale parameters for non-

synonymous rates jip and R, and in the second setting, the proportion of invariant 

sites P - and can be written: 

/3g, fJiai /^/3) R) f ('^S) t^a)9(,Psj R^ /^/j)) 

or 

h{as, Ps; Ma, R, P) = f{a,] fla)9Ws-, R, lip, P), 

We do not consider a zero rate class for synonymous substitution rates because 

if Pr{as = 0} > 0 for a given site, then the estimator for the ratio Ps/cts for that 

site will be infinite with a non-zero probability, and thus have very poor statistical 

properties. 

Figure 2.2 provides an example of a discrete approximation to the continuous 

bivariate gamma with independent coordinates. 

In order to compute conditional expectations with the gamma distributions, we 

made use of the numerical procedure for evaluating the incomplete gamma function, 

found in [Press et al, 1999], pp.216-222. 

2.3 Non-independent bivariate distributions. 

It is certainly important to be able to detect covariation between synonymous and 

non-synonymous substitution rates at the level of rate probability distribution if it is 

present. A non-trivial covariational structure, if found in a particular data set, would 

indicate that the some of the underlying causes driving rate variation are shared 
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nanm " 0.8 

0.6 

0.4 

0.2 

a=1.5 

FIGURE 2.2. Discretizing the bivariate gamma distribution with independent coor
dinates for jjict = 1-5, fjLp = 5, R = 1. 

among synonymous and non-synonymous substitutions. While there are no com

pelling biological reasons to expect this phenomenon to be common, it is worthwhile 

to provide a hypothesis testing tool for study of distributional rate covariation. 

It is difficult to find interesting continuous distributions whose general bivari

ate cumulative distribution functions have closed form and can be easily discretized 

numerically. We will therefore limit ourselves to the study of general discrete distri

butions with M X N rates, with values (ccj, Pj), i = 1 M,j = 1 N, where all 

of the ai, f3j values are estimated by the ML procedure. To assign a probability to 

the point (ai,l3j) we proceed as follows; 

1. Define the probabilities Pr{a = ai)^i = We will also estimate the 
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M—1 free parameters with the ML procedure. A convenient reparameterization 

can be obtained by allowing p,, i = 1... M — 1 to vary between 0 and 1 and 

setting: 
i — 1  

Pr{a = ai} = pi JJ(1 -  pk), i  = -1, 
k=i 

and 
M-l 

Pr{a = OIM} 
k=l 

It is easy to see that the probabilities, thus defined, add up to one. 

2. Define the conditional probabilities Pr{P = (3j\a = ai},i = 1... M,j = 1. . .  A''. 

Once again, we will estimate the (M — 1) x N covariational parameters, by using 

the same reparameterization as above. 

3. The joint probability can then be found as: 

Pr{a = ai, 13 ^ (3j} = Pr{/3 = Pj\a = ai}Pr{a = 

Even though we defined (3 conditioned on a, the same joint probability can be 

obtained by defining (3 conditioned on a, via repeated applications of the Bayes' 

formula. Therefore the roles of a and (3 are interchangeable. 

Altogether, we add (M — 1) x (A'' + 1) probability parameters and N + M rate 

parameters to the model, therefore it is advisable to keep M and N small. We used 

M = N = 3 in some of our later example analyses. 

To test for significant correlation, we can employ the likelihood ratio test with the 

null hypothesis defined as: 

Pr{/3 = /3j\a = ai} = Qj, i = 1 . . .  M .  

This null hypothesis will have {N — l)x (M — 1) fewer parameters than the full model 

(alternative). 
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2.4 Model Extensions and Variations. 

We now investigate the utihty of the new class of models by fitting them to several 

example data sets. We are interested in improvements in model fit, in the robustness 

of parameter estimation (particularly of the synonymous/nonsynonymous rate ratio 

R) to model choice, and in exploring the extent to which synonymous rates vary 

from site to site within gene sequences. To facilitate these investigations, we need 

to describe a series of variations on the basic model designed to allow comparisons 

with the published literature and to address biological hypotheses of interest. Each 

specific model is described by three classifications; 

The "core" rate matrix. First, we define the rate matrix for a model, by taking 

the rate matrix for MG94 and composing it with a nucleotide substitution model. It 

can be done for any reversible 4x4 nucleotide substitution model, but we will limit 

ourselves to the following four rate matrices: 

MG94- This is the standard transition matrix for Muse and Gaut (1994) model. 

(We could denote this model as MG94xF81, since it incorporates aspects of the Felsen-

stein (1981) nucleotide substitution model, but that seems to be inviting confusion.) 

{ asTTuydt, X y 1-step synonymous substitution, 
PsT^uydt, X y 1-step non-synonymous substitution, 
0, otherwise. 

MG94xHKY85. Muse and Gaut (1994) model with a transversion/transition bias 

parameter k. 

This model is very similar to the Goldman-Yang 94 model. 

MGMxHKY85^ ,y{dt) = 
KCXTT^ydt -j 

f^^nydt, 
KpTTnydt ,  
0, 

x y 1-step synonymous transition, 
X —> 2/ 1-step synonymous transversion, 
X ^ y 1-step non-synonymous transition, 
X ^ y 1-step non-synonymous transversion, 
otherwise. 
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GY94- The Goldman and Yang (1994) model [Goldman and Yang, 1994]. The 

use of this model allows us to make direct comparisons with published results. 

GYM^^y{dt) = < 

agTTydt, X y 1-step synonymous transition, 
Kas^ydt, X ^  y 1-step synonymous transversion, 
fisTTydt, X y 1-step non-synonymous transition, 
nPsT^ydt, X y 1-step non-synonymous transversion, 
0, otherwise. 

Here iXy for codon y comprised of nucleotides ijk is given by (2.1). 

MG94xREV. Muse andGaut (1994) model with a separate substitution parameter 

for each nucleotide substitution class. 

MG94 X REVx,y{dt)  

oi sRAG"^ Uydt 1 
OLg RAT^^uy dt, 
CUsRcGT^Uydt, 
agRcTT^nydt, 
asRcT'^uydt, 
Ps'^Uydti 
PS RAG "^RIY dt, 
Ps RAT^riy dt, 
PsRcG'^Uydt, 
PsRcTT^Uydt, 
PsRoTT^ n y d t ,  

0, 

x ̂  y 1-step synonymous A ̂  C, 
X ^ y 1-step synonymous A G, 
X ^ y 1-step synonymous A<r^T, 
X ^ y 1-step synonymous C <r^ G, 
X ^ y 1-step synonymous C <r^ T, 
X y 1-step synonymous G T, 
X —> y 1-step non-synonymous A C, 
X y 1-step non-synonymous A G, 
X —> y 1-step non-synonymous A ̂  T, 
X ^ y 1-step non-synonymous C ^ G, 
X y 1-step non-synonymous C <r^T, 
X y 1-step non-synonymous G T, 
otherwise. 

Rate heterogeneity model. Defines the distribution of synonymous rates a 

and non-synonymous rates p. 

Model 0 (MO) Constant rates. 

as — 1 and ps = R for every site s. This model assumes that all rates are constant 

across sites, and is the least general of all models compared. 

Model 1 (Ml) Linearly correlated rates. 

The as values are drawn from a discretized unit mean gamma distribution with 

shape parameter fia, cf (2.4), Ps = Rag, where i? is a parameter shared by all branches. 
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The Ml model has not been discussed yet, but it allows variation in both syn

onymous and nonsynonymous rates using a univariate distribution by assuming that 

the synonymous rate at a codon is simply a constant multiple of the nonsynonymous 

rate, with the proportionality constant shared by all codon positions. 

Model 2 (M2) Constant synonymous rates. 

All sites have as = 1. The (3s values are sampled from a general gamma dis

tribution; cf. (2.5). M2 assumes that synonymous rates don't vary over sites, and 

the nonsynonymous rate pattern is inferred independently of them. However, the 

nonsynonymous to synonymous rate ratio does vary over sites as a result of the non

synonymous rate variation This model structure is the one used by [Yang et al, 2000]. 

Model 3 (M3) Independent and different distributions. 

The as values are drawn from a unit mean gamma distribution with parameter 

fXa, cf. (2.4) . The Ps values are sampled from the general gamma distribution 

with parameters and i?, cf. (2.5). A modification of M3 is M3-t-Inv, where (3a 

is drawn from the mixture of a gamma distribution and a point mass at 0 with 

parameters np, R, and P, cf. (2.6) M3 assumes that synonymous and nonsynonymous 

rate patterns are independent. This model is more general than models 1 and 2. 

Model 3 is the primary one described in the Model of codon evolution section above. 

Model 4 (M4) Independent and identical distributions. 

Model 4 is obtained by setting fia = y^/3 in M3. M4 is a particular case of M3 and is 

used to test the null hypothesis jia ^ For biological reasons, one would not expect 

this model to provide a good fit to data, since we observe extensive rate heterogeneity 

in nonsynonymous sites, but expect relatively little in synonymous rates. 

Model 5 (M5) Independent and different distributions, branch corrections. 

The as values are drawn from a unit mean gamma distribution with parameter 

fia, cf. (2.4) . For nonsynonymous rates, Ps — fbis', where 7^ is sampled from 

the unit mean gamma distribution with parameter fip, cf. (2.4), and rb denotes 

the [nonsynonymous]/£• [synonymous] ratio for branch b. A modification of M5 is 



70 

M5+Inv, where % is sampled from the mixture of a unit mean gamma distribution 

with parameter fip and a point mass at 0. The branch correction paramters, rb, are 

estimated independently for every branch in the phylogeny. They can be thought 

of as correction factors to the "average" E'fnonsynonymous]/^^[synonymous] {R) as 

defined in model 3, with larger values of indicative of branches with R values higher 

than the tree average. These values are useful for identifying specific lineages that 

may have undergone adaptive evolution events [Yang, 1998]. MS is a particular case 

of M5 and can used to test the null hypothesis = R for all branches h. Mb is the 

most general model considered in this study. 

Figure 2.12 shows the hierarchical arrangement of models MO through M5+Inv. 

Discretization. We must specify discretization options applied to the continuous 

distributions of synonymous and nonsynonymous rates. Given M synonymous rate 

classes and N non-synonymous rate classes, we carry out the discretization as follows. 

For Ml and M2 we discretize the single distribution into MN equiprobable rate 

classes .  For  M3,  M4,  M5,  we  d i sc re t i ze  the  d i s t r ibu t ion  o f  synonymous  ra t e s  in to  M 

equiprobable classes, and the distribution of non-synonymous rates into N equiprob

able classes. For M3-|-Inv and M5-f-Inv, we discretize the distribution of synonymous 

rates into M equiprobable classes, and the continuous portion of the mixture of non-

synonymous rates into N — 1 equiprobable classes and add the invariant class at 0 to 

obtain N total classes. Under this discretization strategy, all models have MN rate 

classes, and, thus, equivalent computational costs which are in turn comparable to 

the costs of single-rate heterogeneity models previously considered in the literature 

To completely specify a model, we list its rate matrix, heterogeneity distribution, 

and discretization options. For instance, model MG94xREV M3 5x7 would use the 

MG94 core matrix composed with the general reversible nucleotide model, have sep

arate independent gamma distributions for synonymous and nonsynonymous rates, 

discretized into 5 synonymous categories and 7 nonsynonymous categories. 
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2.5 Computing expected numbers of substitutions. 

It is straightforward, albeit tedious, to calculate the expected number of synonymous 

{Ds) and non-synonymous (D„) substitutions per codon along a tree branch b, for 

each of the models M0-M5. Indeed, if is the rate of substitution from codon x 

to codon y for the corresponding model (evaluated using maximum likelihood model 

parameter estimates), then: 

Dg — Ea '^x / , ^ x,y 

X  y ^ X — > y  is synonymous 

Dn — Eq E E X  /  ,  ^  x , y  

X  y , X —> y  is non-synonymous 

The expectations with respect to a and jS are computed using corresponding 

distribution functions. The expressions for Dg, Dn will be functions of MLEs of model 

parameters and observed nucleotide frequencies. 

For example, for the most general model discussed, with the substitution rate 

matrix given by MG94xREV, those expressions are: 

Ds = E[a\ [/i(7r) + f2{T^)RAG + h{'^)RAT + /4(7r)i?CG+ 
f^{'K)RcT + /6(7r)i?GT] h 

Dn = E[p] [gi{n) + g2{T^)RAG + QMRAT + QMRCG^ 
g?>{T^)RcT + fi'6(7r)i?GT] h 

where tb is used to denote the estimated branch length parameter. 

By TT we denote a matrix of 4x3 observed nucleotide frequencies (4 for each position 

in the codon). While it is possible to write down the expressions for each of the weight 

functions /i,.. •, /e, Qi, - •• ,96 explicitly, given a genetic code, the expressions are 

cumbersome and provide no intuition. 

However, given a data set, one can compute all the weight functions in the above 

expression and utilize the resulting simpler formulae to obtain the expected numbers 

of substitutions. A collection of HyPhy analysis files implementing the analyses dis

cussed in the chapter, also includes a utility program which computes the expected 
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number of substitutions given a data set and model options. Also, the model com

parison analysis will compute the expected number of substitutions and report them 

in one of the output files. 

For illustration purposes, the expressions for Es, En, when all frequencies TT are 

equal to 1/4 and universal genetic code is used, become: 

D, = [9.016 + 10.66i?AG + 7.377RAT + Q.bbQRca + UJbRcr + 6.556i?GT] 

Dn = [2.705 + 2MRAG + 2.623i?AT + 3.115i?cG + 2.213RCT + 2M7RGT] 

Note that E^a] = 1 for all rate variation models discussed in this chapter, and 

I R ,  for models MO — M4, 
rb, for model Mb (r varies from branch to branch), 
{1 — P)R, for models M3+Inv, 
(1 — P)rb, for model M5+Inv (r varies from branch to branch). 

2.6 Model application example: HIV-1 GAG gene 

We applied the models to an alignment of 12 HIV-1 gag gene sequences with 476 

codons extracted from the HIV genome database (http://hiv-web.lanl.gov). All sites 

of the original alignment that contained gaps were omitted in the analyses. The 

evolutionary tree (Figure 2.3) was reconstructed by maximum likelihood using the 

MG94 model and star decomposition topology search, as implemented in HYPHY 

vO.95/?, and it is in agreement with established phylogenies. This data set excludes 

recombinant viral subtypes to reduce the effects of possible recombination events on 

the phylogeny and because our models do not explicitly accommodate recombination. 

2.6.1 MG94, 4x4, Model comparison. 

Table 1 summarizes the results from applying models Ml through M5 to the HIV-1 

gag dataset. The table contains the following information: 

http://hiv-web.lanl.gov
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FIGURE 2.3. Evolutionary trees for HIV-1 gag under MG94 4x4 scaled on the ex
pected number of substitutions per nucleotide. 

• log(L). The logarithm of the maximum likelihood value for the model obtained 

by HYPHY with default optimization settings. 

• E[/3]. Expected value for the nonsynonymous rate distribution. Since our dis

cretization scheme preserves first moments, this value is the same for the con

tinuous distribution and its discrete variant. 

• CV[Q;]. Coefficient of variation of the discretized synonymous rates distribution, 

i.e. the ratio of the standard deviation of the distribution and its mean. 

• CV[/3]. Coefficient of variation of the discretized nonsynonymous rates distri

bution. 

• P. Proportion of invariant sites for the models with the invariant rate class. 
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• E[/3/q;]. Expected value for the distribution of the ratio of non-synonymous 

and synonymous rates. 

• CV[/3/q;]. Coefficient of variation of the distribution of the ratio of non-

synonymous and synonymous rates. 

• p. The total number of model parameters estimated by the ML procedure. 

• p-value . Asymptotic p-value for M3 vs M4 and M5 vs M3 (or M5-j-Inv 

vs M3-t-Inv), as described in the model section. 

• AIC The value of the Akaike Information Criterion [Akaike, 1974] model se

lection index. AIC = -21og(L) -h 2(^ par). AIC rewards models for good fit, 

but penalizes them for adding parameters. Small values of AIC indicate better 

models. 

Several observations are immediate: 

1. Having separate nonsynonymous and synonymous distributions leads to a better 

fit (M3-M5 V Ml and M2). Even M4, while adding no new parameters to the 

model, yields a substantially better likelihood score than both Ml and M2. 

2. There is significant evidence in the data to support the hypothesis that synony

mous and nonsynonymous rates have different patterns of variation. M3 and 

M4, when compared as nested models, yield an asymptotic p-value of essentially 

0. A parametric bootstrap p-value [Goldman, 1993] of < 0.001 has also been 

obtained. 

Under M3, the distribution of synonymous rates has significant variance, show

ing that the assumption of constant synonymous rates under M2 is violated. 

Moreover, the variance of the nonsynonymous distribution is lower in M3 that 

it is in M2, suggesting that perhaps incorporating synonymous rate heterogene

ity yields better resolution of the nonsynonymous rate pattern. 
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We have also conducted a small simulation study to check for false positives 

for synonymous rate variation under M3. 100 data sets were parametrically 

simulated under M2 (constant synonymous rates) and then analyzed with M3. 

We found that MS consistently estimated jia to be very large, indicative of little 

synonymous rate heterogeneity. The average estimate of was 74.82, which 

is an underestimate because the values of are bounded above by 100 due to 

numerical approximation issues. Averages of the estimates of the parameters 

of the nonsynonymous distribution were close to the true values; the average 

estimate of jip was 0.417 (true value 0.446) with a standard deviation of 0.03; 

the average for R was 0.2242 (true value 0.2106) with a standard deviation of 

0.04. 

3. Introduction of branch-specific rate correction factors in M5 leads to a signif

icantly better fit than M3 (asymptotic p-value of 0.00673). This observation 

suggests that M5 may be a useful component for developing tools that identify 

lineages subject to adaptive evolution events [Yang, 1998]. We ran a small (100 

iterates) bootstrap analysis of M3 vs M5 significance and obtained a simulated 

p-value of < 0.01. Simulated distribution of the likelihood ratio statistic had 

mean (18.63), variance (33.46) and general shape in reasonable agreement with 

the asymptotic distribution (x^ with 20d.f). 

4. The introduction of the invariant rate class in M3+Inv and M5+Inv does not 

lead to substantial likelihood score improvements, but it helps resolve class 

rate assignments for individual sites better than models with no invariant class 

(results not shown). 



76 

Model log(L) E{0] CV[cx] CV[(3] E[/3/o^] CV\0/cc] P # par AIC p-value 

MO -8251.93 0.18 0 0 0.18 0 N/A 22 16525.9 N/A 

Ml -8097.7 0.148 0.796 0.0138 0.148 0 N/A 23 16241.4 N/A 

M2 -8029.28 0.2105 0 1.41 0.2105 1.41 N/A 23 16104.6 N/A 

M3 -7948.69 0.143 0.855 1.24 0.384 2.02 N/A 24 15945.4 N/A 

M3+Inv -7948.26 0.144 0.856 1.22 0.388 2.00 0.315 25 15946.5 N/A 

M4 -7967.79 0.1246 1.06 1.06 0.7368 2.502 2.15 23 15981.6 0 

M5 -7929.21 N/A 0.919 N/A N/A N/A N/A 44 15946.4 0.00673 

M5+Inv -7928.73 N/A 0.920 N/A N/A N/A 0.2663 45 15947.5 0.00655 

TABLE 2.1. MG94 4x4 applied to the HIV-1 gag. 

Mdl log(L) E[0\ CV[a] CV[P] fi[/3/a] CV{l3/a] ^AG Rat ^CG Rct Rot P AIC 

MO -8043.64 0.223 0 0 0.223 0 1.99 0.579 0.704 2.62 0.406 27 16141.3 

Ml -7891.63 0.192 0.805 0.805 0.192 0 2.07 0.524 0.698 2.75 0.373 28 15839.3 

M2 -7817.55 0.267 0 1.44 0.267 1.44 2.11 0.55 0.636 2.79 0.444 28 15691.1 

M3 -7769.73 0.2166 0.752 1.24 0.441 1.86 2.08 0.477 0.638 2.49 0.397 29 15597.5 

M4 -7801.25 0.194 1.02 1.02 0.96 2.03 2.04 0.459 0.62 2.28 0.372 28 15658.5 

M5 -7752.75 N/A 0.822 N/A N/A N/A 2.08 0.457 0.649 2.45 0.383 49 15603.5 

TABLE 2.2. MG94xREV 4x4 applied to HIV-1 gag. 

2.6.2 Comparison to a more complex model. 

We applied the MG94xREV family of models to the same dataset to ensure that 

the rate distributions inferred with MG94 are not simply correcting for nucleotide 

substitution bias possibly present in the data. While likelihood scores improve for 

all models, we see from Table 2 that the relative improvements remain similar to the 

ones observed with MG94, and that inferred distribution parameters do not change 

significantly. This result suggests that nucleotide substitution bias alone can not ex

plain inferred rate variability in synonymous rates. It also provides some evidence of 

robustness of the rate heterogeneity parameters to the choice of a nucleotide substi

tution model. 



77 

2.6.3 Examining rate patterns with M3 and M3+Inv. 

Once the maximum hkelihood parameter estimates 6 have been obtained, one can ask 

questions about rate patterns among sites in the data set. One of the results produced 

by a likelihood method is a table of marginal likelihoods comprised of the entries 

s  =  l . . . S , j  =  l . . .  M(number of synonymous rate classes), k  =  I . . .  A'^(number 

of nonsynonymous rate classes): 

1% = PrCDslas = Oij, ps = Pk, 0). 

Given the values of we can compute the empirical Bayes posterior probabilities 

Pji^ of rate class (j, k) given site s by applying the elementary Bayes rule: 

^  ^  a j ,  P s  =  P k )  

~ E" . E." . LL.PR{A. = C,.. A = A) • 
The posterior distribution of rates at a site is useful in determining the rate of 

evolution at a given site. For instance one can simply assign site i to the rate class j 

which has the maximal posterior probability. Note that if all rate classes are equiprob-

able, then the same results can be obtained simply by selecting the rate class with the 

largest marginal likelihood Ifj (Table 3, Figure 2.4). In Figure 2.5 we show examples 

of sites from different rate classes. 

Additional indicators of the rate pattern present at site s are the expected posterior 

synonymous and nonsynonymous rates at that site, denoted by ElaslVs] and ElPslVs] 

(Figure 2.6) (recall that M denotes the number of synonymous rate classes and N 

the number of non-synonymous rate classes). 

M • M N 

U=\ U=1 V=1 

N N M 

Blftl©,! = = A) = 
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NS Class NS Class 

Syn Class Syn Class 

M3 M3+lnv 

• NS Class 1 

• NS Class 2 

• NS Class 3 

• NS Class 4 

FIGURE 2.4. Rate class distribution for HIV-1 GAG under MG94 4x4. 

Having computed E [ctsl'^'s] and E for every codon site s, we could use those 

values to search for spatial correlation patterns among sites. This could be done either 

globally, as shown in Figure 2.7 or locally, by searching for linear correlation among 

groups of sites. For the gag gene, both approaches fail to detect significant correlation 

(using contiguous windows of size 10 for local searches). For the global case, linear 

fit yields: 

E [ps\V,] = 0.14 + 0.0032£; {a,\V,], 

with the correlation coefficient of 0.0122294. 

A more thorough approach calls for looking at arbitrarily distributed clusters 

of codons, to account for secondary and tertiary structure constraints. However, a 

combinatorial growth in the number of clusters to check as the size of the cluster is 

increased poses a challenge that we will leave for further investigation. 
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MG94 M3 4x4 
Non-syn/Syn R/3 = 0.00214 R/3 = 0.025 R/3 = 0.103 = 0.443 Row sum 

a = 0.138 89 0 42 33 164 

a = 0.479 46 0 22 24 92 

a = 1.001 47 0 28 28 103 

a = 2.38 57 0 33 27 117 

Column sum 239 0 125 112 476 

MG94 M3+Inv 4x4 
Non-syn/Syn H/3 = 0 R(3 = 0.0346 R(3 = 0.144 R^ = 0.453 Row sum 

a = 0.138 89 3 41 30 163 

a = 0.478 46 1 25 23 95 

a = 1 47 1 27 27 102 

a = 2.38 57 5 28 26 116 

Column sum 239 10 121 106 476 

TABLE 2.3. Rate class assignments in HIV-1 GAG. 

2.6.4 Selective pressure. 

For model M3, one can examine the conditional distribution of ^ over codon sites '  Cts 

and attempt to identify sites under selective pressure. This ratio is very similar 

to dN/dS ratios often reported in the literature, and we shall call it that. If, as 

in the continuous analogue of M3, the ctg are distributed as a unit mean Eq. (2.4) 

gamma with parameter and the Pa are sampled from the gamma distribution with 

parameters and R Eq. (2.5), then it can be shown that the dN/dS ratio has the 

following density: 

~ ̂  
dN/dS ~ D{x) = -— ^ / x > 0, Ma, > 0. 

For /Xa > 1, the distribution of dN/dS has a finite mean and for /Xq > 2 - a 

finite variance ^ ^^2) • The fact that this ratio does not have finite moments 

in general raises concerns about the use of gamma distributions in conjunction with 

the dN/dS ratio for identifying sites under selection, regardless of whether or not 
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Codons (and corresponding aminoacids) 

ATA 1 GAT D TAT Y CAG Q 
1 N_CM_95_YBF30 GTA V CAA Q TAT Y CAG Q 

-.TT—0_CM_91_MVP5180 GCA A GCA A TAC Y CAA Q 
H_BE_93_VI991 GTA V GOT A TAT Y CAG Q 

1 I— G_FL93_HH8793_1_1 GTA V GCA A TAT Y CAG Q 
' A1_KE_93_Q23_17 GTA V GCA A TAC Y CAG Q 
1 F2_CM_95_MP257 ATA 1 GCA A TAC Y CAG Q 

p-T"" F1_BR_93_93BR020_1 ATA 1 GCT A TAC Y CAG Q 
^ 1 K_CM_96_MP535 ATA 1 GCA A TAC Y CAG Q 
1 1 1 D_UG_94_94UG1141 GTA V GAA E TAT Y CAT H 
j 1— B_US_90_WEAU 160 ATA 1 AGG R TAC Y CAG Q 

ATA 1 GCT A TAT Y CAG Q 

Synonymous Rate Class (1-4):D Slow(1) Fast (4) Fast (4) Medium (2) 
Non-synonymous Rate Class (1-4): Fast (4) Fast (4) Slow(1) Medium (3) 

FIGURE 2.5. Examples of site class assignments for HIV-1 GAG under MG94 M3 
4x4. 

synonymous variation is incorporated. 

Since the distributions for and Ps in M3 are discrete, the inferred distribution 

of dN/dS is also discrete and can be obtained in a straightforward way. 

Following the methodology of [Yang et al, 2000], given the posterior probabilities 

Pjf, as defined above, and a cutoff level 0 < C < 1, we label a codon site s as a site 

under selective pressure if and only if: 

PS{,) = ^ p-,> a (2.7) 

j,k such that /3fc/aj>l 

Alternatively, one could employ Bayes factors to identify sites which are under 

selective pressure. A Bayes factor Bi for the event W{i) — {(5a/as > 1} at site i is 

defined as the ratio of posterior odds of the event and its prior odds: 

P r { W ( i ) \ V . } / ( l - P r { W ( i ) \ V . ] )  
P r { W { i ) ) l ( l - P r { W ( i ) } )  

A large value of Bi, for instance Bi > 10, indicates that the effect of the data 

in column i on the prior event of positive selection is amplifying and thus suggestive 
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E[N\i] Site Index 

FIGURE 2.6. Expected posterior rates for HIV-1 gag under MG94 M3 4x4. 

of the presence of selective pressure at site i. In our examples, Bayes factors and 

posterior cutoffs yield almost identical results (not shown). 

For the example dataset we observed that M3 is generally more cautious (or, per

haps, less powerful) when labehng sites under selective pressure than M2 (Figure 2.8). 

This could be in part due to the fact that if dN/dS > 1 for site s for M3 implies that 

site s is placed in the slowest synonymous and the fastest nonsynonymous rate class. 

For instance, a site that is assigned to a fast-fast class by M3 with a high posterior 

probability won't have PS{s) > C, but for the same site M2 has no choice but to 

assign it to one of the fastest rate classes, thus triggering its classification as a site 

under selective pressure. For an example of such a site, look at site 2 in Figure 2.6. 

The utility of the new models in studies of positive selection, both over lineages and 

over sites, is an exciting one that merits additional study. 

2.6.5 Non-independent distributions 

We tested the covariational hypothesis of section 2.3 on the gag data set to verify the 

lack of correlation between synonymous and non-synonymous rates of substitution 

apparent from Figure 2.6. Test results are summarized in Table 2.4. Likelihood ratio 
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FIGURE 2.7. Scatterplot of expected posterior rates for HIV-1 gag under MG94 M3 
4x4. 

Model log(L) E[0] CV(a) CV{0) E((3/a) K P # par p-value 

M3 Independent -7786.14 0.189 1.15 1.29 0.47 0.299 N/A 33 N/A 

M3 Correlated -7784.45 0.2 0.952 1.30 0.46 0.293 N/A 37 0.49 

TABLE 2.4. Testing for distributional covariation in the gag data set. 

test fails to reject rate independence hypothesis. The distributions of synonymous 

and non-synonymous rates estimated by maximum likeUhood are shown in Table 2.5. 

2.7 Primate mitochondrial genome. 

This data set of 7 mitochondrial sequences from primates consists of 3331 codons 

without gaps was one of the data sets examined by [Yang et al, 2000] in the context 

of adaptive evolution. We reexamine the data set using the GY94 models and com

pare the results of models with bivariate distributions with those of [Yang et al, 2000]. 

Another reason to consider mitochondrial sequence is the negligible rate of recom

binations. Indeed, recombination events could lead to apparent rate variation in 
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FIGURE 2.8. PS{i)  for HIV-1 GAG under MG94 4x4 . 

synonymous substitutions, and are commonplace in viral evolution. However one 

would expect such variation to be more spatially localized than the results of the 

previous sections imply. Moreover, mitochondrial genome consists of several distinct 

genes, and this fact should also be taken into consideration (see a later section for 

this). A plot of spatial distribution of expected values for posterior synonymous 

and non-synonymous distribution rates (Figure 2.10) doesn't show obvious spacial 

patterns. 

The results of GY94 model comparisons are summarized in Table 2.6. Again, the 

results suggest that synonymous rates are non-constant and drawn from a distribu

tion different than the one for the nonsynonymous rates. The best fitting (general 

discrete with 3 bins) model of [Yang et al, 2000] had log likelihood of —29690.55 and 

estimated the expected ratio of nonsynonymous and synonymous rates (dN/dS) to be 

0.050. The likeUhood score for M3 is better by about 100 units with two fewer parame-
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Independent Correlated 
Synonymous Non-synonymous Synonymous Non-synonymous weights 

Weight Rate Weight Rate Weight Rate /?=0.014 /3=0.201 /3=0.726 

0.299 0.163 0.496 0.012 0.273 0.156 0.535 0.302 0.163 

0.645 0.999 0.302 0.167 0.644 0.98 0.54 0.3 0.16 

0.057 5.44 0.202 0.656 0.083 3.93 0.3 0.29 0.41 

TABLE 2.5. Discrete distributions of rates inferred for the gag data set 

10.1 10.2 10.3 iO.4 1 0.5 10.554774 
——• Sapiens 

Chimpanzee 

Bonobo 

Gorilla 

Orangutan 

Sumatran 

Gibbon 

C 

FIGURE 2.9. Phylogenetic tree for mtCDNA under GY94 M5 4x4 scaled on the 
expected number of substitutions per nucleotide . 

ters. If we compare and the estimates for dN/dS for M3 0.065 (0.58 < dN/dS < 0.726 

for the 95% sample confidence interval) and M2: 0.0472 (0.426 < dN/dS < 0.0519), 

it appears that the assumption of constant synonymous rates may lead to some un

derestimation of dN/dS. 

2.8 /3-globin data set. 

The /?-globin data set from [Yang et al, 2000] is another interesting test case. This is 

a short data set of 17 sequences with 144 codons (see Figure 2.11 for the phylogeny 

used), thus it can be used to test the behavior of our models when the sample is most 

likely too small to achieve good asymptotics. The (3 globin gene also consists of three 
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E[Rate\i] • E[Sli] 

• E[Nli] 
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Site Index 

3000 

FIGURE 2.10. Expected posterior synonymous and non-synonymous rates for the 
mtCDNA data set under GY94+Inv with 4x4 rate classes . 

exons, hence there is potential for synonymous rate variation to occur on the exon 

boundaries. Finally, we can utilize the /?-globin data to compare the performance of 

our models with existing ones. 

Once again, the addition of synonymous rate variation provides a significantly 

better (using AIC) fit for M2 v M3 and that synonymous rates exhibit non-trivial 

variation (CV of 0.556). The likehhood score (and AIC) improvements are less pro

nounced than in the previous two data sets, most likely due to the small number of 

sites to infer the patterns of variation from, a and (3 are not correlated (Ml v M3), 

nor do they have the same coefficient of variance (M3 v M4). Also, as in previous 

examples, MS estimates a higher E[l5/a] than M2. The addition of branch correction 

factors leads to a significantly better (LRT M3 v M5) fit. 

If we use M3 to identify positions where (3/a > 1, for instance using the Bayes 

factor Eq. (2.8) with threshold of 10, then the following sites are selected: 3, 8, 10, 
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Model log(L) E[0 ]  CV{oc)  CV(/3) E(/3/q) K P  # par p-value 

Ml -29777.64 0.0295 0.812 0.812 0.041 0.0556 N/A 14 N/A 

M2 -29696.005 0.0472 N/A 1.93 0.0295 0.0648 N/A 14 N/A 

M3 -29602.24 0.0324 0.734 1.54 0.0647 0.0544 N/A 15 N/A 

M3+Inv -29594.86 0.0325 0.737 1.67 0.0645 0.0539 0.5687 16 N/A 

M4 -29717.63 0.0259 1.01 1.01 0.0737 0.051 N/A 14 0 

M5 -29570.94 N/A 0.87 N/A N/A 0.0523 N/A 25 1.1 X 10"® 

M5+Inv -29564.44 N/A 0.884 N/A N/A 0.0507 0.5926 26 2.5 X 10"® 

TABLE 2.6. GY94 4x4 applied to the mtCDNA dataset. 

I L2 ti__lp,ii2»i 
xenlaev 

• xentrop 

duck 

chicken 

• marsupial 

hamster 

rat 

pig 

sheep 

bushbaby 

Phare 

* rabbit 

human 

^^tarsier 

FIGURE 2.11. Phylogenetic tree for /5-globin under MG94xHKY85+Inv M3 4x4 
scaled on the expected number of substitutions per codon. 

11, 42, 48, 50, 54, 137. In contrast, in [Yang et al, 2000], the best fitting model 

with constant synonymous rates identified the set: 7, 42, 48, 50, 54, 67, 85 and 

123. As an example of the site which is not identified as positively selected with 

M3, codon 7 has 5 different amino-acids, and a number of observed synonymous 

substitutions (e.g. 7 instances of alanin are coded for by 1 GCA, 3 GCC and 3 

GCT, and 2 instances of aspargine use AAC and AAT). M3 infers posterior expected 

values at codon 7 of 1.407 for synonymous rates and 0.71 for non-synonymous rates. 

Posterior expectation of the (5s/cis ratio, however, is evaluated at 0.59. Such a site 

is an example of an over-saturated position, where both as and (5s are large, but 
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Model log(L) E[(3] CV(a) CV(I3) E(0/a) K P # par p-value 

MO -3748.23 0.267 0 0 0.267 0.498 N/A 33 N/A 

Ml -3730.96 0.237 0.641 0.641 0.237 0.509 N/A 34 N/A 

M2 -3674.38 0.32 0 1.22 0.32 0.495 N/A 34 N/A 

M3+Inv -3669.29 0.275 0.556 0.988 0.39 0.514 0.255 36 N/A 

M4 -3684.66 0.213 0.855 0.855 0.57 0.527 N/A 34 3x10"® 

M5+Inv -3642.13 N/A 0.564 N/A N/A 0.512 0.254 66 0.0042 

TABLE 2.7. MG94xHKY85 4x4 applied to the Y0-globin dataset. 

E{S\iJ 

1.5 

0.5 

0 
100 

Site Index 

FIGURE 2.12. Expected synonymous rates in the /?-globin data set under MG94 x 
HKY85+Inv with 4x4 rate classes. 

their ratio is not. A model which assumes constant synonymous mutation rates has 

no provision to correct for locally high synonymous substitution rates. Conversely, 

a site placed in the positively selected category by M3 but not M2, codon 11, has 

no observed synonymous substitutions, but 6 different amino acids are present in 

different sequences. Posterior expected values under M3 are 0.48 (synonymous), 0.7 

(non-synonymous) and 1.67 for the Ps/cXs ratio. 

The data set includes three exons, with boundaries at codons 28 and 102. One 

may expect that codons around the boundaries will be conserved, because they can 

serve as boundary markers used during RNA splicing. Indeed, the plot in Figure 2.12 

shows that expected synonymous rates around exon boundaries, marked with black 

lines, are somewhat lower than the average value of 1. 
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2.9 Detection power of the models. 

We conducted a series of simulation studies to answer the following series of question: 

(i) Given the correct evolutionary model, how well do models M2 and M3 fare when 

detecting sites under selective pressure? (ii) How well does model M2 perform when 

the true evolutionary process has varying synonymous substitution rates? (iii). How 

well does model M3 perform, when the actual evolutionary process has constant 

synonymous rates? 

To that end we simulated one hundred data sets under either M2 or M3 (using 

MG94xHKY85 with 3x5 rate classes), tabulating the actual values of as and Ps used 

for resampling. We used 5 non-synonymous rate classes for better resolution of non-

synonymous rates, and reduced the number of synonymous rates to keep computa

tional costs slightly lower than the 4x4 case discussed previously. Next, we performed 

maximum likelihood estimation procedures to assess consistency of rate variation pa

rameter estimates, as well as correct detection of positively selected sites. Finally, we 

partitioned the range of Ps/ois into 0.1 width bins, collecting all the values greater 

than 5 in the last bin, and calculated empirical probabilities of correctly determining 

whether Ps/c^s < 1 or Ps/cts > 1 for a site in a given bin. One would expect that the 

probability of correctly classifying sites with Ps/<^s is greater for bins further away 

from 1. It is generally true, that the size of the sample needed to correctly classify 

an observation close to the test boundary increases the closer it is to the boundary 

(since the confidence interval must be correspondingly smaller). 

2.9.1 gag simulations under MS 

We used the following distribution parameters for the simulation: = 1.2623,/x/j = 

0.38994, R = 0.2078. Both models infer rate variation parameters well. For M3 

the averages of distributional parameters were (numbers in parentheses show sample 
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standard deviations): 

jla = 1-218 (0.167), A/? = 0.376 (0.0396),̂  = 0.23 (0.0276), 

and for M2; 

/i/3 = 0.398 (0.0468), R = 0.264 (0.0264). 

Figure 2.17 contrasts the empirical probability of correctly classifying a site as 

being/not being positively selected. A site was classified as positively selected, if 

the Bayes factor Eq. (2.8) was greater than or equal to B, where B assumed several 

different values. A misclassification of the site with the true (3s/(^s ratio less than 

one constitutes a false positive (Type I error), and if the true ratio is greater than 

one - a false negative (Type II error). Lowering the Bayes factor cutoff reduces false 

negatives, but increases false positives and elevating the cutoff has the opposite effect. 

The value 5 seems to be a good compromise chosen to minimize the total number of 

misclassification by both models. Depending on which type of error is less desirable, 

the cutoff may be adjusted to minimize that error. 

It is clear from the figure that M2 is consistently underreporting the number of 

positively selected sites (by an average of 15%) but being more conservative, it also 

yields fewer false positives (on average by 5%). As expected, both models perform 

poorly when the true ratio is close to 1. Figure 2.13 shows a similar pattern when 

the absolute posterior cutoff of Eq. (2.7) of 0.5 was used. 

The main reason for an abundance of false negatives is the small number of se

quences (13). Indeed, it is easy to imagine that a site with a small enough ag and 

small Pa > as (which should be classified as positively selected), will have few or no 

observed substitutions, and thus, inference procedures simply do not have sufficient 

data to reliably estimate the ratio. 
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Site Index 

• M2 

• M3 

FIGURE 2.13. Detection power (using posterior cutoff at 0.5) comparison of M3 vs 
M2 when the true model is M3. 

2.9.2 gag simulations under M2 

For this simulation we used the following distribution parameters: ixp = 0.4209, 

R = 0.2601. For M3 the averages of distributional parameters were (numbers in 

parentheses show sample standard deviations): 

fic, = 75.43 (35.6),= 0.4148 (0.03857),-R = 0.23 (0.0276), 

and for M2: 

lip = 0.4244 (0.045), R = 0.2586 (0.0212). 

Note that M3 correctly infers a high value of fj,a, i.e. low variance of the synony

mous rate distribution. This suggests that M3 can be successfully used for model 

parameter inference even when the underlying evolutionary model is devoid of syn

onymous rate variation. 

Figure 2.18 summarizes the results of positive selection identification using Bayes' 

factor with various cutoff values B. For 5 = 5, M3 fares consistently worse than M2, 
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Model log(L) m0] CV(0) min max a.g K P # par p« value AIC 

MO -73834.65 0.0583 0 1 1 0.2923 N/A 27 N/A 147723.3 

M09 '73576.65 0.0629 0 0.461 1.283 0.2738 N/A 39 N/A 147230.09 

M2 -71699.03 0.0642 1.912 1 1 0.2857 N/A 28 N/A 143454.06 

M29 -71402.09 0.0706 1.78 0.437 1.258 0.2664 0.5235 41 N/A 142886.19 

M3 -71382.72 0.05 1.68 1 1 0.2494 0.5626 30 N/A 142825.44 

TABLE 2.8. MG94xHKY85 with per-gene variation applied to mammalian mitochon
drial DNA. 

by an average of 13% on false positives and 34% on false negatives. Therefore it may 

be advisable to use M2 on data sets where M3 infers a very low synonymous rate 

variance, especially when the number of sequences is fairly small. 

2.10 Per site rate variation vs per gene rate variation in 
mtDNA. 

If our data set consists of more than one gene, then another approach to modeling 

rate variation could be formulated thus: we assume that genes (as opposed to sites) 

have varying synonymous rates, i.e. for every site within a single gene, synonymous 

rates are constant, but they vary among genes. Non-synonymous rates vary as before 

- from site to site. Such a model can answer two questions: (i) Do synonymous rates 

vary from gene to gene? (ii) Does gene by gene rate variation model fit the data 

better than site by site rate variation? 

We make the following assumptions: 

1. Phylogenetic trees for all genes are the same. For the example data set of mi

tochondrial DNA, this assumption is reasonable, because for a group of similar 

species (mammals in this instance), all genes in their mitochondrial genomes 

follow the same evolutionary history. 

2. All model parameters, other that the gene-specific synonymous rates are shared 
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by all genes. In particular, the distribution of non-synonymous rates (5s is the 

same for the entire genome. 

Let there be G genes in our data. As before and (is are site-specific synonymous 

and non-synonymous substitution rates. However, for all sites s of gene g = 1... G, 

as = Oig. (3s is either constant or sampled from either the gamma distribution Eq. (2.5) 

or the gamma-t-Inv distribution Eq. (2.6). On a fixed gene g, the new models behave 

exactly like either MO (for constant (3s), or M2 (for varying (3s), and we will refer to 

them as MO® and M2®, respectively. 

Once again, we must address the scaling issue. Indeed, for every positive K, the 

mappings t ^ Kt, ag ^ ag/K and Ps (3s/K result in an equivalent reparameteri-

zation of the models. Thus, we choose to constrain one of the ag to be 1, and without 

loss of generality, set ai = 1. In other words, we estimate synonymous rates of genes 

2.. .G relative to the synonymous rate of the first gene. 

Models MO® and MO (applied to the entire data set) are nested, as are M2® and 

M2, and allow to test the hypothesis of whether synonymous rates are equal among 

genes, with our without per-site non-synonymous rate variation. In both cases the 

more general model will have additional G — 1 parameters - synonymous rates of the 

second and other genes relative to the first gene. 

Our test data set consists of mammalian mitochondrial coding DNA for 14 species 

(phylogeny is shown in Figure 2.14). It consists of 13 genes, and 3886 codons. This 

set of sequences and phylogeny were kindly provided by Dr. Guy Reeves at Cornell 

University. 

Analysis results are summarized in table 2.8. mina^ and maxcig refer to the 

minimum and maximum of the gene synonymous rate parameters, respectively, p-

values were obtained using asymptotic approximation for the likelihood ratio test 

with the appropriate number of degrees of freedom. The analysis for M2 was run with 

16 rate classes sampled from the gamma Eq. (2.5) distribution, for M3 with 4x4 rate 
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FIGURE 2.14. Unsealed mammalian mtDNA phylogeny. 

classes, using unit gamma for the synonymous rates and gamma+Inv Eq. (2.6) for 

non-synonymous rates, and for M2® - with 8 rate classes sampled from gamma+Inv. 

Likelihood ratio tests reject constancy of synonymous rates, both with and without 

non-synonymous rate heterogeneity. By comparing M2® and M3 using AIC, it is also 

evident that gene wide rate variation in synonymous rates does not explain the data 

as well as the per site rate variation model. An alternative way to check whether these 

results are indeed due to rate variation among genes, as opposed to another structure 

in the data not accounted for by the model, is to perform the following bootstrap 

simulation: generate new data sets by permuting alignment columns of the original 

data set, and repartition them into genes using the same boundaries. Permutations 

of alignment columns will have no effect on the fits by models MO, M2 and M3, so it 

is sufficient to tabulate the results yielded by MO® and M2®. Due to computational 

time considerations, only MO® was bootstrapped. A simulated p-value of < 0.01 (100 

iterates) was obtained. The distribution of the LR statistic had mean 20.25 (original 

test value; 517.209) and standard deviation of 6.93. Moreover, in simulated data, 

the expected values of ag were essentially 1 (well within a single standard deviation 
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from the mean) for every gene, whereas original data shows large deviations from 1 

for several genes (Figure 2.15). 

We performed the sliding window analysis to assess the spatial distribution of 

synonymous rates under the M2® model. To that end, all the model parameters 

except a were fixed using their maximum likelihood estimates, and then the M2 

model was fit to a window of 50 codons starting at position 1 and advancing the 

window by one codon at each step. The results of the sliding window analysis are 

summarized in Figure 2.15. The horizontal axis shows the codon position for the 

middle of a reading frame, and the corresponding value along the vertical axis -

the estimate of a (relative to the overall value of the first gene) for that reading 

frame. The darker piecewise constant graph depicts the boundaries of each gene and 

the corresponding relative a for that gene. While there are obvious between gene 

variations, there is also visible synonymous rate variation within each gene, providing 

an explanation for the results of model comparisons. 

2.11 Implementation. 

All of the analyses discussed in this chapter were performed using the HYPHY soft

ware package version .97/? [Kosakovsky Pond and Muse, 2000] for Mac OS X on a 

dual G4/533 system. Both the program and the batch files for comparing the models 

discussed herein and result processing tools are available at the HYPHY site. (Chart 

generation option is presently only available in Mac OS and Windows versions). 

2.12 Conclusions. 

The analyses above clearly indicate that the inclusion of potential site-to-site varia

tion in synonymous rates is desirable. From the statistical perspective, these models 

allow for rigorous testing of parameters regulating the process of sequence evolution 

in protein-coding genes. The use of the new models and associated inference tools 
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FIGURE 2.15. Sliding window analysis of mammalian mtDNA data. 

on three datasets indicate that variation in synonymous substitution rates is a real 

phenomenon. This observation, if it turns out to be widespread, will no doubt be 

one of considerable interest: investigations using estimates of synonymous rates for 

molecular clock dating could be brought into question; synonymous rate variation 

might be used to explain the " overdispersed clock" [Takahata, 1987]. At the most 

basic level, it raises questions as to the biological sources of the heterogeneity. Se

lective arguments, perhaps hinging on localized codon usage patterns or avoidance 

of transcription factor binding site motifs, could be crafted. An explanation draw

ing on experimental observations of varying mutation rates at different dinucleotides 

[Muse 1995] has some appeal. One could also imagine an explanation based on prop

erties of DNA winding on histones. In any event, the models provide for the first 

time the means to carefully investigate any of these phenomena that might actually 

be present in nature. 
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FIGURE 2.16. Model Hierarchy. 

Nested models are connected by arrows. Connecting lines indicate that one model is 
a limiting case of the other. Gamma refers to the appropriate distribution defined 
by Eq. (2.4), Eq. (2.5) and Eq. (2.6). 
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FIGURE 2.17. Detection power comparison of M3 vs M2 under M3. 

The true model is M3, and Bayes' factors with various cutoff levels { B )  are employed. 
Each chart also shows the probability of Type I and Type II errors for both models, 
using the notation: Model (Type I/Type II) 
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FIGURE 2.18. Detection power comparison of M3 vs M2 under M2, 

The true model is M2, and Bayes' factors with various cutoff levels ( B )  are employed. 
Each chart also shows the probability of Type I and Type II errors for both models, 
using the notation: Model (Type I/Type II) 
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CHAPTER 3 

SOFTWARE IMPLEMENTATION: HYPHY PACKAGE 

3.1 Introduction 

Analysis of molecular sequence data is an ever more important aspect of the burgeon

ing field of bioinformatics. Since the seminal work of [Felsenstein, 1981], a number 

of software packages based on the maximum likelihood (ML) approach to phyloge-

netic analysis appeared - PHYLIP [Felsenstein, 1993], PAUP* [Swofford, 1998] and 

PAML [Yang, 1997], just to name a few. The basic task of ML analysis software is 

fitting model parameters to data, which may or may not include inferring the phy-

logenetic tree. The next layer of complexity involves testing statistical hypotheses, 

such as the presence of molecular clock [ref], relative rates [Muse and Weir, 1992] and 

ratios [Muse et al 1997], etc; and identification, for example of sites under selective 

pressure [Nielsen and Yang, 1998], or selecting a model most appropriate for the data 

[Posada and Crandall, 1998]. Most of the ML analysis packages let the user to choose 

from the set of predefined models, hypotheses and methods, and allow little customiz

ability beyond that set. HyPhy removes that limitation by allowing the user to define 

and control almost every aspect of ML analyses, without having to write their own 

code from scratch. To that end HyPhy uses an easy to learn scripting language (we 

will refer to it as HBL, for (H)YPHY (B)atch (L)anguage) and a comprehensive 

collection of built-in commands which can be utilized as building blocks for custom 

analyses. HyPhy also comes with a variety of standard analyses, so that it can be used 

"out of the box" with a very brief learning curve. On some platforms (presently, Mac 

OS 9, Mac OS X and Windows), HyPhy also includes a feature rich graphical user 

interface. Users can build custom analyses via the graphical user interface without 

having to learn the scripting language at all. 
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FIGURE 3.1. HyPhy package structure. 

3.2 Package Components 

HyPhy is composed of four major components: Computational Core, HBL interpreter, 

Standard Analyses and (on some platforms) Graphical User Interface. Computational 

Core, HBL Interpreter and Graphical User Interface are a part of the executable, 

whereas Standard Analyses are a separate collection of files written in HBL, which 

can be modified and adapted by the user. 

The relationship between the components is shown in Figure 1. 

3.3 Computational Core. 

The foundation of HyPhy consists of the following major modules: 

• Data Reader and Filter reads, writes and converts sequence alignments (nu

cleotide, aminoacid, codon or custom alphabets) in PHYLIP [Felsenstein, 1993], 

NEXUS [Maddison et al, 1997] and several other file formats, automatically de

tecting the right format and standard alphabets (nucleotide or aminoacid). The 
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data reader supports arbitrary ambiguity character translation tables, and other 

standard conventions, e.g. the repeat and gap characters. 

It allows the user to select an arbitrary subset of any data file for subsequent 

analysis, and perform merging operations on data sets. 

The module provides a flexible mechanism for collecting observed frequencies 

of characters or groups of characters (e.g. codons or di-nucleotides) in a data 

set. 

HyPhy does not perform sequence alignment. 

Expression Parser processes and evaluates expressions with numbers, matri

ces and strings (e.g. x := y{w + z) ). About a hundred operations and functions 

are included in the parser, for instance the cumulative distribution function, 

matrix exponentiation, etc. 

The parser is used to impose constraints on model parameters, define rate ma

trices and process results. It is also heavily relied upon by the HBL interpreter 

and many other modules. 

Tree Parser builds phylogenetic trees, bifurcating or multifurcating, from 

Newick strings [Felsenstein et al, 1986], assigns models to tree branches, with 

the ability to assign difi'erent models to different tree branches. Since HyPhy 

was not designed for phylogenetic tree reconstructions, operations on trees can 

only be performed via HBL, using a special tree data representation. 

Rate Heterogeneity. In HyPhy the user can define any rate variation [Yang, 1993] 

distribution, discrete or continuous (which is then automatically discretized), 

by providing its density or cumulative distribution function. 

Likelihood Function Evaluator/Optimizer is responsible for constructing 

likelihood functions and obtaining maximum likelihood parameter estimates. 
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Likelihood evaluation routines are multi-threaded and can take advantage of 

multiple processor configurations. A number of steps to speed up likelihood 

evaluations, as discussed in Chapter 1, have been incorporated into the rou

tines. The module employs a hybrid optimization method, using a numerical 

gradient and coordinate wise optimization by bracketing and parabolic inter

polation [Press et al, 1999] with adjustable precision and can handle joint like

lihood functions of multiple data sets, obtain variance estimates of the MLEs 

and define likelihood functions with multiple rate variation parameters. 

• Data Simulation. HyPhy can simulate data sets either parametrically as de

scribed in section 1.7 or non-parametrically [Efron, 1979]. Parametric simula

tions with rate variation parameters, multiple data sets with shared parameters, 

different data types are fully and transparently supported. The ability to simu

late data is invaluable for bootstrap procedures, which in turn are irreplaceable 

in hypothesis testing. 

• Ancestral sequence reconstruction. HyPhy includes a module which can 

reconstruct the most likely (in conditional likelihood sense) ancestral sequences 

given any likelihood function and parameter MLEs. 

The computation core contains essential tools needed for hypothesis testing in the 

ML setting. A number of these tools are present in some form or another in every ML 

package, but HyPhy allows an unparalleled level of access and fiexibility and many 

features are unique to HyPhy . 

3.4 HBL Interpreter. 

HyPhy Batch Language is a scripting language, with syntax inspired by the C pro

gramming language, which provides the means of accessing the computational core 
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with simple instructions and also includes the types of commands described below. 

For a complete list of commands refer to the documentation files included with HyPhy 

• Computational Core Interface: a collection of commands to invoke the 

computational core components. 

• Flow Control: loops (/or and while) and conditional {if-then-else) statements. 

• Input and Output: fprintf writes formatted output to files, supporting num

bers, matrices, strings, literals, trees, sequence data, likelihood functions and 

several other data types. It can write to files or the standard output, fscanf 

reads numbers, trees, strings and matrices from a file or the standard input. 

• Constraint Definition: HBL incorporates several commands to handle con

straints on model parameters: MolecularClock, ReplicateConstraint, ClearCon-

straints. Using these commands it is easy to apply many types of constraints 

to an arbitrarily large subtree with a single line of code in HBL. 

• User functions: function construct enables the users to define their own func

tions (reusable bits of code). 

• User interactions: there are several commands for interaction with the user: 

selection boxes, file choice dialogs, opening and adjusting windows in GUI ver

sions of HyPhy . 

• Constants: HBL has a set of built-in constants refer to standard objects, such 

as the log file, and control the behavior of other commands. 

• MPI communication commands. HBL provides support for communication 

between nodes in a distributed computing setting via MPI - Message Passing 

Interface (REF). Including this capability at the level of the batch language 

allows users to spread repetitive independent calculations, such as bootstrap 
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simulations, pairwise comparisons and phylogenetic tree searches over multiple 

nodes. 

To illustrate HBL, we include the following basic example, which reads in a user 

specified file (presumed to also include a tree) and performs a series of molecular clock 

tests on the data. This analysis illustrates the ability of HyPhy to have more than 

one model parameter per branch. It uses the HKY85 model [Hasegawa et al, 1985] 

where each branch has its own transition and transversion rates. The clock is then 

enforced first on each of the rates, and then on both rates at once. 

The code includes C-style comments to explain what each step accomplishes. 

/* 1. Read in the data and store the result in a 

DataSet variable.*/ 

DataSet nucleotideSequences = ReadDataFile (PROMPT_FOR_FILE); 

/* 2. Filter the data, specifying that all of the data is to be used 

and that it is to be treated as nucleotides. */ 

DataSetFilter filteredData = CreateFilter (nucleotideSequences,1); 

/* 3. Collect observed nucleotide frequencies from the filtered data. 

observedFreqs will store the vector of frequencies. */ 

HarvestFrequencies (observedFreqs, filteredData, 1, 1, 1); 

/* 4. Define the HKY substitution matrix. 

is defined to be -(sum of off-diag row elements) */ 
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HKY85RateMatrix = {{*,trvs,trst,trvs} 

{trvs,*,trvs,trst} 

{trst,trvs,*,trvs} 

{trvs,trst,trvs,*}}; 

/*5. Define the HKY85 model, by combining the substitution matrix 

with the vector of observed (equilibrium) frequencies. 

The entries of the rate matrix will be automatically 

multiplied by the appropriate equilibrium frequencies. 

This behavior can be overridden, and the rates can 

be explicitly multiplied by the appropriate frequency 

terms. */ 

Model HKY85 = (HKY85RateMatrix, observedFreqs); 

/*6. Utilize the tree string read from the datafile, 

referred to by the constant DATAFILE_TREE, to 

define the tree to be used in the analysis. By default, 

the most recently defined model will be used for 

all tree bremches. */ 

Tree theTree = DATAFILE_TREE; 

/*7. Since all the likelihood function ingredients (data, tree, 

models, equilibrium frequencies) have been defined we 

are ready to construct the likelihood function. */ 

LikelihoodFunction theLnLik = (filteredData, theTree); 
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/*8. Maximize the likelihood function, storing parameter values 

in the matrix paramValues. We also store the resulting 

In-lik and the number of model parameters. */ 

Optimize (paramValues, theLnLik); 

unconstrainedLnLik = paramValues[1][0]; 

paramCount = paramValues[1][1]; 

/*9. Print the tree with optimal branch lengths to the console. */ 

fprintf (stdout, "\n 0).UNCONSTRAINED MODEL:", theLnLik); 

/*10. Impose the molecular clock constraint on the entire tree, 

enforcing it on transition rates only.*/ 

MolecularClock (theTree, trst); 

/*11. Maximize the tree with molecular clock constraints and 

report the results. Compute the likelihood ratio test statistic, 

degrees of freedom and asymptotic \pvalue using the chi-squared 

distribution. */ 

Optimize (paramValues, theLnLik); 

InlikDelta = 2 (unconstrainedLnLik-paramValues[1][0]); 

pValue = l-CChi2 (InlikDelta, paramCount - paramValues [1] [1]); 

fprintf (stdout, 

"\n\nl) .Global Molecular Clock on treinsition rates; p-value:". 



pValue, "\n", theLnLik); 

/*12. Repeat step 11, but for trajisversion rates. */ 

ClearConstraints (theTree); 

MolecularClock (theTree, trvs); 

Optimize (paramValues, theLnLik); 

InlikDelta = 2 (unconstrainedLnLik-paramValues[1][0]); 

pValue = l-CChi2 (InlikDelta, paramCount - paramValues[1] [1]); 

fprintf (stdout, 

"\n\n2).Global Molecular Clock on transversion rates; p-value;" 

pValue, "\n", theLnLik); 

/*13. Repeat step 11 for both rates constrained under 

molecular clock. */ 

MolecularClock (theTree, trst); 

Optimize (paramValues, theLnLik); 

InlikDelta = 2 (unconstrainedLnLik-paramValues [1][0]); 

pValue = l-CChi2 (InlikDelta, paramCount - paramValues [1] [1]); 

fprintf(stdout, 

"\n\n3).Global Molecular Clock on both rates; p-value:", 

pValue, "\n", theLnLik); 
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FIGURE 3.2. An example data panel. An intron-exon-intron data example with 
mixed data types, and different models. 

3.5 Standard Analyses. 

HyPhy comes with a variety of prewritten analyses. These analyses were written 

entirely in HBL, and can be used out of the box, without any programming. Stan

dard analyses prompt the user for relevant input and options, execute appropriate 

algorithms and methods, and report results in a variety of ways. Many analyses also 

include result processing modules, for instance, bootstrap verification of reported p-

values . We are continually working to expand the number and customizability of 

standard analyses, and invite HyPhy users to contribute their own analyses. 

The following list summarizes the analyses that are included with HyPhy 0.95/3 

distribution. For details on methods and implementation, please refer to HyPhy 

documentation, which is a part of the distribution package. Additional analyses will 

be included in later package releases and made available at the HyPhy site. 

• Basic Analyses: obtain MLEs of model parameters for a wide range of mod

els and a given tree for nucleotide, amino-acid and codon data. Optionally, 

compute confidence intervals on parameter estimates, reconstruct ancestral se

quences, perform parametric and non-parametric bootstrap verification of pa

rameter estimates. 
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Molecular Clock: a suite of molecular clock tests on nucleotide, amino-acid 

and codon data under various models. Check for presence of clock on the entire 

tree, any subtree, or on any rooted version of the given tree. If models have 

more than one parameter per branch, any of the above analyses can be used to 

check for clock on any of the parameters (for instance, only synonymous rates 

in codon models). Bootstrap p-value estimation is available for certain types of 

molecular clock analyses. 

Phylogeny reconstruction: while HyPhy was not designed as a phylogeny 

reconstruction package, HBL provides sufficient functionality to implement an 

array of tree search algorithms for nucleotide, amino-acid and codon data un

der a variety of models using maximum likelihood scores. Among the sup

ported methods: cluster analysis (UPGMA and others), neighbor joining, se

quential addition (with a range of branch swapping options), star decomposi

tion (with branch swapping options), exhaustive search, constrained exhaustive 

search. Tree search analysis can compute non-parametric bootstrap confidence 

values for all clades. 

Relative Rate Tests: HyPhy supports relative rate tests [Muse and Weir, 1992] 

either on three sequences, or by performing pairwise relative rate comparisons 

for every pair of sequences in a data set to a fixed outgroup. Relative rate con

straints can be enforced on any model parameter, if there are several parameters 

per branch, or on all parameters, p-values obtained by three sequence relative 

rate analyses can be verified by bootstrap. 

Relative Ratio Tests: HyPhy supports relative ratio tests [Muse et al 1997] 

either on two data sets with the same number of sequences , or pairwise rel

ative ratio comparisons for every pair of data files from a list. Relative ratio 

constraints can be enforced on any model parameter, if there axe several param
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eters per branch, or on all parameters, p-values obtained by two file relative 

ratio analyses can be verified by bootstrap. 

• Positive Selection: HyPhy includes an analysis to identify sites under selective 

pressure in codon data. It is based on [Yang et al, 2000]. There is also an 

analysis to perform similar tests on multiple small data sets using the random 

effects model, i.e. by looking at rate variation between data sets, as opposed to 

between sites. While it is not implemented in the standard analysis, HyPhy can 

also be used to check for positive selection in a given lineage(s) with or without 

rate variation across sites, extending the ideas of [Yang, 1998]. 

• Model Selection: there are three model selection analyses supplied with the 

distribution. One is an adaptation of ModelTest [Posada and Crandall, 1998]. 

Another selects the best model from the 203 nucleotide substitution models in 

the class of time reversible models. The third analysis chooses a codon model 

from 203 possibilities derived by superimposing a nucleotide substitution matrix 

on the Muse-Gaut 1994 [Muse and Gaut, 1994] model. The latter two analyses 

utilize a combination of hierarchical testing and AIC [Akaike, 1974] scores. 

• Miscellaneous: A collection of data file tools, a sliding window analysis and 

a calculator of the upper bound on the likelihood score for a given data set. 

3.6 Graphical User Interface. 

While HBL is a versatile and powerful analysis building tool on its own, many users 

will appreciate the availability of an intuitive graphical interface. HyPhy graphical 

interface (GUI) is a collection of tools which enable the user to set up, run and process 

results of complex analyses after a very brief learning stage. 

The GUI consists of several interacting modules. 
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the branch. 

• Data Panel displays the current data set, provides tools for creating and editing 

data partitions of the data set, tree and model assignment for each partition 

and some data analysis tools, such as consensus sequence generation, aminoacid 

translation of codon data, counting character frequencies, locating constant and 

identical sites and many others. 

• Tree Viewer/Editor: a tool for viewing and editing phylogenetic trees, which 

includes several tree layout options, branch scaling and labeling, supports a 

comprehensive set of tree editing operations, gives access to tree branch param

eters and rate or substitution matrices. 

• Parameter Table. Once a likelihood function has been defined for a given 

data set, this module can be used to view and edit all model parameter values, 

define sets of constraints on parameters, manage several sets of constraints at 

once, define hypotheses to test, perform likehhood ratio tests and run bootstrap 

simulations. The user can define a vast range of hypotheses without writing a 

single line of HBL code, or, alternatively use HBL to supplement the GUI and 
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FIGURE 3.4. Example parameter table for a relative ratio analysis. 

view command results interactively. 

• Bootstrap Windows: a graphical display of bootstrap simulation results, 

including histograms and cumulative distribution functions of simulated like

lihood ratio statistics. HyPhy GUI enables the user to carry out a variety of 

bootstrapping procedures, both for nested and non-nested hypotheses. 

• Charts: a data visualization module, with several built in chart options such 

as bar charts, scatterplots and three-dimensional bar charts and histograms 

(useful for visualizing bivariate distributions). The module also provides a way 

to add custom data processing routines (written in HBL), and includes several 

standard data processing tools such as: descriptive statistics, histograms, linear 

fit and data column operations. 

3.7 How to use the HyPhy for multiple rate analysis 

In order to run the multiple rate codon analyses you need to download HyPhy version 

0.95/3 or later from http://www.hyphy.org and install it. Certain graphical features 
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are only available in the MacOS and Windows version of HyPhy . HBL files needed to 

carry out analyses in Chapter 2 can be obtained at http://www.hyphy.org/multrates.tgz. 

Three HyPhy batch files comprise the multiple rate analysis: 

1. ModelComparison.bf. This file performs the actual ML analyses and gener

ates results as text files. 

2. Result-Processor.bf. You can use this file to interpret the results generated 

by ModelComparison.bf. 

3. ExpectedSubsForData.bf. Use this file to evaluate the expected number of 

substitutions predicted by models, as functions of model parameters, given a 

data set, cf. section 2.5. 

ModelComparison.bf 

Data Input. A codon data file in PHYLIP, NEXUS or HyPhy hashmark format. 

Consult HyPhy documentation for more information on acceptable file formats. A 

phylogenetic tree to be used in the analysis (a Newick string), which can also be a 

part of the data file. 

User input. For a detailed description of model options refer to the relevant 

sections of Chapter 2. The user selects: 

• Rate matrix to use: MG94, MG94+HKY85, MG94-I-REV, GY94. 

• Rate variation model(s) to use: M1-M5 

• Rate distributions to use: gamma or gamma+Inv 

• Genetic code for the codon data 

• Number of rate classes for synonymous and non-synonymous rates, denoted by 

M and N in the Chapter 2. 

http://www.hyphy.org/multrates.tgz
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A series of text files written to the subdirectory 'Results' and a summary table 

printed to the console. Please note that HyPhy will overwrite any files already present 

in 'Results'. Once you complete an analysis be sure to move the result files to a 

different directory before running further analyses A typical summary table will look 

like the following: 

• Model: rate variation models; refer to Chapter 2 for details, 

• Log Likelihood: ML score, 

• Syn variance: variance of the discrete distribution of synonymous rates. Recall 

that the expected value of this distribution is always 1, 

• NS Exp and Var: expectation and variance of the discrete distribution of non-

synonymous rates. For M5, this distribution is the tree average, and you must 

multiply those values by r (Exp) and (Var) to get the values for a specific 

branch. The file 'TreeM5' contains MLEs of 'r' for every tree branch, 

• N/S Exp and Var: expectation and variance of the discrete distribution of the 

ratio of non-synonymous and synonymous branch. For M5, this distribution is 

the tree average, and you must multiply those values by r(Exp) and (Var) 

to get the values for a specific branch. The file 'TreeM5' contains MLEs of 'r' 

for every tree branch, 

• p-value : asymptotic p-value for nested hypothesis testing (M3vM4 and M3vM5), 

• Prm: the number of independent model parameters, 

• AIC: Akaike Information Criterion score. 

This table is also written to the file 'tables'. 

Parameter estimate files. 
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For each model Mx that is run, HyPhy will create a file named 'TreeMx', which 

contains a list of parameter estimates and the tree string with branches scaled on 

the expected number of substitutions. That file can be referred to if the MLE of 

parameters are needed, or to display the tree. You can open 'TreeMx' file as a batch 

file with HyPhy and for the versions of HyPhy with a graphical front end, you may 

display the tree graphic. 

Marginal files. 

These files are intended for use with Result-Processor.bf. 

distributions. 

This file contains the discrete distributions of synonymous and non-synonymous 

rates and their ratio (ns/syn). Not all distributions are available for every model. See 

remarks about M5 above. 

expected_subs. 

This file contains a comma separated list of expected number of synonymous and 

non-synonymous substitutions per codon, for each tree branch. 

ResuIt_Processor.bf 

Run this file after you have completed an analysis with ModelComparison.bf to 

interpret some of the results. You will need to select an appropriate "marginalsMx" 

model, where 'x' refers to the model index (1-5). This file should have been created 

by ModelComparison.bf. Results. 

• Rate Classes: The most likely (marginal likelihood) rate class at a site. Values 

from 0 (smallest rate) to however many total rate classes are defined. For 

models with 2 rates, rate classes for synonymous and non-synonymous rates are 

computed independently, 

• Rate Histogram; A tabulated count of most likely (marginal likelihood) rate 

class at a site arranged by rate class. 
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• Posterior rates: Expected value of the posterior syn (non-syn) rate distribution 

is caclulated. This is a measure of the expected average rate at a site, 

• Positive selection: The posterior probabihty that the ratio of non-syn/syn rate 

at a site is greater than 1, 

• Distributions: Cumulative distribution functions for syn/non-syn/ratio, 

• Posterior ratio: Expected value of the posterior non-syn/syn ratio distribution 

is calculated. This is an alternative measure of selective pressure at a site. 

• Find positively selected sites: Use either P S { i )  or Bayes factors to print out a 

list of codon sites which are classified as being under positive selection. 

Possible output options. 

• ASCII Table: A character table is output to the screen, 

• A tab separated text file, suitable for importing with a spreadsheet program, 

• A graphical chart and table are displayed (Mac and Windows only at the mo

ment). 
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