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ABSTRACT

Because the ecological and the genetic interactions occurring between parasites be-
longing to different infections are constrained by the physical discreteness of the hosts,
the host-parasite association imparts a spatial structure to the populations of parasitic
microorganisms. Equating infections with demes or islands, the parasite population
can be described by a variant of Wright’s island model, in which recovery and in-
fection correspond to extinction and colonization and superinfection corresponds to
migration. Here we investigate some of the population genetic consequences of host

structure using a combination of theoretical and computational methods.

In our first study, we introduce a measure-valued process as a model for the evo-
lution of an age-structured parasite metapopulation and show how to approximate
this process using the measure flow generated by a jump-diffusion. We characterize
the invariant measures and corresponding jump distributions for the approximation
and apply these methods to an example involving a single locus subject to muta-
tion, selection, and genetic drift within hosts and to bottlenecks and bias during
transmission. When intrahost selection and transmission bias act discordantly, it
is shown that the invariant measure and the jump distribution can differ substan-
tially. We discuss the implications of such discordance for vaccine target selection
and review the evidence for biased transmission of HIV-1. In our second study, we
use a branching Fisher-Wright process to characterize diversity in an exponentially
expanding epidemic. We derive a renewal equation for the persistence probability
of the branching diffusion and show that with sufficiently rapid branching a set of &k
neutral alleles can persist indefinitely with positive probability. In the last study, we
exploit the relationship between population recombination rates and superinfection

rates to quantify intra-subtype superinfection by HIV-1 in populations from Africa,
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China, Thailand, Trinidad and Tobago, and the US. Comparison of the population
recombination rates estimated for these data sets with those found for data sets sim-
ulated using a structured coalescent process representing HIV-1 evolution within an
epidemiologically closed population indicates that per-sequence superinfection rates

are probably not less than 15% of the corresponding infection rates.
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1. HosT STRUCTURE OF PARASITE POPULATIONS

1.1. Motivation

It is widely appreciated that parasite populations are structured by the physical as-
sociation between hosts and parasites (Price 1980; Frank 2002). On the one hand,
the spatial discreteness of hosts limits the strength and the kinds of interactions that
can occur between parasites occupying different host individuals. Each host may be
thought of as a separate habitat patch or island, capable of supporting a partially iso-
lated group of parasites which together constitute a single infrapopulation (Margulis
et al. 1982). In turn, the set of all extant infrapopulations, e.g., infected hosts, can be
thought of as a metapopulation of parasites. Although superinfection and possibly
even parasite manipulation of host-host interactions can couple the ecological and
genetic trajectories of distinct infrapopulations, in general, parasite-parasite interac-
tions are likely to be both stronger and more prevalent within rather than between
infrapopulations. As with other taxa distributed across patchy landscapes, the re-
sulting spatial structure can promote genetic and phenotypic divergence and, in some
cases, may contribute to the formation of strains with distinct clinical characteristics
(Hastings and Wedgwood 1997).

Because individual hosts are transient resources, the host-parasite association
also imparts an age structure to parasite populations. Infrapopulations can be self-
limiting, either because they are fatal for the host or because they trigger host immune
responses capable of clearing the parasite. However, even when the host-parasite re-
lationship is stable, the longevity of any single infrapopulation is bounded by the
longevity of its host. Accordingly, the spatial structure of the parasite population is
dynamic, subject to regular turnover of individual infrapopulations, and persistence

of parasite lineages requires successful transmission to and colonization of new hosts.



12

If these transmissions are not synchronized, then different infrapopulations will typ-
ically be of different ages and the resulting age structure of the parasite population
may play an important role in determining the distribution of parasite characters
that evolve in an age-dependent manner. As we discuss below, changes accompany-
ing transmission are probably a common cause of age-dependent evolution, both for
neutral alleles subject to variable levels of genetic drift and for non-neutral traits ex-
pressed in fluctuating environments. Host immune responses may be another cause,
especially during chronic infections in which the host and the parasite are locked in
an extended struggle with repeated bouts of recognition and escape. In the event
that transmission and age-dependent evolution occur at comparable rates, then non-
equilibrium conditions may prevail in most, infrapopulations (Price 1980).

Although trophic transmission may sometimes result in the mass transfer of par-
asites from infected prey to their predators (Lafferty 1999; Berdoy et al. 2000), most
forms of transmission probably involve only a minority of the parasites infecting the
donor host. If parasite numbers within recently colonized hosts are low, new infec-
tions will be vulnerable to demographic stochasticity, and rapid extinction may then
be a more likely outcome than survival and expansion to productive infection. When
transmission does lead to a productive infection, we refer to the preceding low density
period as a transmission bottleneck. With sufficiently severe bottlenecks, the number
of parasites in an infrapopulation may vary by orders of magnitude over the course
of each infection. For example, several billion viral particles are cleared and replaced
every day in persons latently infected by HIV-1 (Ho et al. 1995; Wei et al. 1995), so
intrahost viral populations are at least as large. In contrast, the limited viral diversity
usually detected in recently infected individuals (Zhu et al. 1993) suggests that severe
transmission bottlenecks are a regular feature of HIV-1 epidemiology and it is possi-
ble that sexually-transmitted HIV-1 infections sometimes develop from single virions
(Yuste et al. 1999). Likewise, Rubin (1987) discusses evidence that some bacterial

infections may develop following the transmission of a single bacterium.
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Because random fluctuations in allele frequencies are inversely proportional to
effective population size, transmission bottlenecks enhance the contribution of genetic
drift to the molecular evolution of parasitic organisms. One consequence will be the
loss of neutral variation following each transmission, with recovery limited by the
mutation rate. In addition, transmission bottlenecks increase the likelihood that
favorable genotypes will be replaced by less fit genotypes. The iterative fixation of
deleterious alleles through the action of genetic drift can lead to sustained declines in
fitness, a process known as Muller’s ratchet in asexual taxa. Parasitic organisms may
be especially vulnerable to the ratchet because they experience repeated bottlenecks
during transmission, a premise supported by several experimental studies (Chao 1990;
Duarte et al. 1992; Escarmis et al. 1996; Yuste et al. 1999). The compact genomes
characteristic of intracellular parasites and endosymbionts may be a consequence of
Muller’s ratchet acting on genes with small, but presumably favorable contributions
to microbial fitness (Mira et al. 2001).

Existing models of the population genetics of parasites assume that transmission
is an unbiased process: genotypes are transmitted to new hosts with probabilities
proportional to their frequencies in the donor host (Miralles et al. 2001). While this
assumption may be true in general, the changing environment confronting parasites
during transmission suggests that transmission itself may select for certain genotypes,
a process that we call transmission bias. Although transmission may sometimes favor
genotypes which are of unconditionally high fitness, if the challenges facing parasites
during colonization of a new host differ from those active during the productive stages
of infection, then parasite genotypes present at low frequency in the donor may be
disproportionately likely to establish new infections. In fact, as the disparity between
these two types of selection intensifies, the severity of the transmission bottleneck
may increase simply because the most prevalent parasite genotypes in the donor are
ill-suited for transmission. For example, in some diseases, the anatomical compart-

ments that are initially colonized by the parasite differ from those that sustain the
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established infection, and these various compartments may present distinct biochemi-
cal and physical environments that favor different parasite genotypes. In host species
which mount an immune response to infectious microorganisms, a lag in the onset and
intensity of the response can result in selection pressures on the parasite that vary
with the age of the infection. Escape mutations that allow the parasite to survive by
becoming less visible to the host’s immune system may be at a disadvantage during
and just after transmission when the immune response is weak or absent.

Parasites have evolved multiple strategies that allow them to survive fluctuat-
ing environmental conditions, including those associated with transmission. These
strategies can be broadly classified into two groups: phenotypic plasticity, in which
the phenotype but not the genotype varies in response to the environment, and genetic
variability, in which random mutations produce phenotypic changes that are some-
times better suited to the environment. Inducible gene expression is an example of
phenotypic plasticity, documented in many bacteria, that enables individual microbes
to adjust the rate of expression of specific genes in response to cues providing infor-
mation about the current environment (Miller et al. 1989). Although some epigenetic
determinants of phenotype are known to be heritable, especially in plants (Kakutani
2002), in this study we will focus on genetic variability. If mutation rates are suffi-
ciently high, then microbial populations can evolve genotypes that are adapted to a
particular environment even when that environment is absent. Recurrent mutation
will maintain a set of suboptimal alleles at low, but non-zero frequencies determined
by mutation-selection-drift balance. If the adaptive landscape shifts so that the rank
ordering of selection coefficients of the segregating alleles is altered, then the previ-
ously optimal allele will be replaced by one of the low-frequency variants. This kind
of genetic bet-hedging may either be restricted to certain loci whose gene products
mediate interactions between the parasite and its environment or it may involve all
of the coding regions of the parasite genome.

An example of restricted genetic bet-hedging is phase variation of 'contingency
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loci’, driven by the rapid expansion or contraction of tandem repeats within an open
reading frame (Deitch et al. 1997; Fussenegger 1997). For some bacteria, there is
a tradeo_ff between the ability to adhere to and invade certain host tissues and the
strength of resistance to antibody or complement binding. Studies of Neisseria gon-
orrhoeae have shown that phase variation of pilin proteins and of the enzymes con-
trolling sialyation of lipopolysaccharide molecules can alter the surface features of
gonococci in a stage-specific manner (van Putten 1993; Ilver et al. 1998). Alleles
facilitating tissue attachment and invasion are favored during transmission because
they enable bacteria to colonize host compartments and because they go relatively un-
molested by a host immune response that lags behind the initial exposure. However,
as the number of successfully colonized compartments increases and the host immune
response intensifies, these alleles offer diminishing benefits and incur greater costs,
leading to selection in favor of genotypes which confer resistance to immune effector
mechanisms. A similar sequence of events occurs during the formation of and egress
from some bacterial biofilms. Bacterial cells embedded in the biofilm are resistant to
host defenses, but these cells can only colonize new areas of the current host or be
transmitted to new hosts by breaking free of the biofilm and risking neutralization
by these defenses. In the case of Pseudomonas aeruginosa, which forms biofilms in
the lungs of patients with cystic fibrosis, phase variation of an enzyme that digests
the alginate matrix scaffolding the biofilm determines the rate at which cells escape
from the biofilm (Costerton et al. 1999).

Because bacterial and protozoan genomes are large and contain numerous genes
whose products are retained inside the parasite where they probably have limited
opportunity to interact with the host, it is not advantageous for these parasites to
elevate their mutation rates uniformly across the genome. In contrast, viral genomes
are much smaller, containing at most tens of genes, and each viral protein is at least
transiently exposed within the cytoplasm of a host cell at the time of synthesis. For

those viruses infecting vertebrate hosts, this exposure leaves viral proteins vulnerable
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to cleavage by the proteasome, allowing the component peptides to be displayed by
MHC class I receptors on the surface of the infected cell. Recognition of these peptides
by CD8+ T cells (CTL’s) can then trigger antiviral defenses. Although CTL epitope
density and immunogenicity vary among proteins, in principle, every viral gene prod-
uct expressed in a vertebrate host contains potential targets for cell-mediated immune
responses. Under these conditions, high viral mutation rates have two consequences.
One is that potential escape mutations are generated continuously throughout the
genome. The second consequence is that genotypes which are susceptible to CTL
recognition can still be maintained in the viral population by mutation-selection bal-
ance. Archiving of these genotypes in latently infected cells could also contribute to
their continued presence within the viral infrapopulation (Adams et al. 1994). If, as
suggested above, some escape mutations are less fit than susceptible genotypes when
immune responses are weak, then transmission of virus to an immunologically naive
host may often be biased in favor of this latter class of genotypes. Since all viral loci
may be subject to host-dependent tradeoffs between immunogenicity and function-
ality, it is possible that most or even all coding regions of the viral genome are also
subject to transmission biases.

Apart from the intrinsic biological interest in understanding how parasites evolve,
studies of transmission bias may also contribute to the design of vaccines against
antigenically diverse pathogens. If a parasite is subject to strong transmission bias,
then it may be possible to enhance the effectiveness of a vaccine for that parasite by
targetting the most frequently transmitted epitopes. When transmission bias favors
unconditionally fit genotypes, these epitopes will be identifiable even in a random
sample of infected hosts which has been collected without regard to the age of the
infections. However, if transmission bias instead favors genotypes that are selected
against in established infections, then such a sample may be misleading, particularly
if early infections are asymptomatic and infrequently detected and if the resulting in-

fection is chronic. In this case, population genetic studies intended to support vaccine
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design efforts should deliberately sample newly infected hosts. HIV-1 exhibits many
of the characteristics that would favor such studies. HIV-1 infections are chronic,
usually lasting five or more years in adults, the primary infection is rarely diagnosed,
and several studies comparing viral diversity in donor-recipient pairs have found evi-
dence for transmission bias. Equally importantly, HIV-1 exhibits extensive antigenic
diversity and efforts to develop an effective HIV-1 vaccine have been frustrated, in
part, by limited cross-reactivity between different epitopes (Letvin et al. 2002).

In the following article, we formulate a metapopulation model of parasite evolution
which allows for biased transmission. Because analysis of this model is difficult, we
derive a second model which approximates the first in a well-defined sense and then
use this model to derive the invariant distribution of the parasite metapopulation and
to characterize the distribution of genotypes at the time of transmission. We study
a concrete version of the approximating model, incorporating drift, mutation, and
selection within hosts and biased transmission between hosts. We then survey the
evidence for biased transmission of HIV-1 and evaluate its potential for application
to vaccine design. Finally, because the population structure resulting from the host-
parasite association influences other aspects of parasite evolution, we also describe

several extensions of the current model that may be of broader interest.

1.2. Model Formulation and Approximation

Our model consists of three components: a stochastic process describing the evolution
of a parasite population infecting a single host, a stochastic kernel describing the
state of a newly infected host at the time of transmission given the state of the
donor population, and a stochastic process indicating the times when extinction and
transmission events occur. We describe each of these components in turn.

Let X denote a statistic taking values in a compact state space £ and describing

the state of a parasite population infecting a single host. We have two cases in
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mind. In the first, the state of the parasite population is defined by a set of genotype
frequencies. I there are k& possible genotypes, then X is a (k — 1)-dimensional vector
and F is a simplex of the same. dimension. Alternatively, X could be a vector of
statistics describing the distribution of a finite-dimensional quantitative character in
the parasite population. For example, X; might denote the i'th moment of a one-
dimensional trait such as replication rate, in which case E could be a compact subset
of R if we track the first £ moments of that trait.

Between the initial colonization of a host by a parasite population and the eventual
extinction of that population, we suppose that the statistic X evolves, independently
of all other infected hosts, according to a Feller process with infinitesimal generator
A defined on a domain D(A) C C(F). If X is a vector of genotype frequencies, then
A could be the generator of a Fisher-Wright diffusion incorporating genetic drift,
mutation, and selection operating within the infected host.

To describe the effects of transmission, let v(x, dy) denote a stochastic kernel map-
ping the state space, E, to the space, P(F), of probability measures on F. Heuristi-
cally, if the state of the donor population at time 7— immediately prior to transmission
is X,_, then the state Y(7) of the recipient population following transmission is a
random variable with distribution v(X,_,dy). We assume that the number of para-
sites transmitted from the donor to the recipient is so small that transmission does
not change the state of the infrapopulation in the donor host.

To complete the model we must specify the epidemiology of transmission and
infrapopulation extinction. For simplicity, we assume a fixed number N of infections,
each of which goes extinct at rate X independent of the rest. In this context, extinction
of an infrapopulation occurs whenever an infected host either clears the infection or
else dies. We assume that each extinction is immediately followed by a transmission
event in which the donor is sampled uniformly from any of the NV infected hosts extant
immediately prior to the transmission. In this respect, our model is similar to a Moran

model, but with individual infections playing the role of individual organisms. In the
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following, we refer to A, which governs the rate of both extinctions and transimissions,
as simply the transmission rate.

Given the generator A of the intra-host evolution, the kernel v governing trans-
mission and the transmission rate A and host population size NV, we have described
a Markov process (Xi¥(t),..., X¥(t)) defined on the N-fold Cartesian product E x
... x E. The random variable X" (¢) describes the state of the parasite infrapopu-
lation within the i’th infected host at time ¢. We are interested in the behavior of
this process for large values of N, for which this vector representation is inauspicious.
However, taking our cue from the Fleming-Viot model (Fleming and Viot 1979), we

can also represent the state of the parasite metapopulation as a probability measure:

N
1
XNy = szsxg"(t) (1.1)
g=1

where J, denotes an atom of mass 1 located at z € E. For fixed t > 0, XV (t) is a
random variable taking values in P(E) and {X™(t) : t > 0} is a stochastic process
taking values in the Skorohod space Dp(g [0, 00) of P(E)-valued paths which are
right continuous with left limits. Because the coordinates XY (¢) are exchangeable, the
measure-valued process XV (t) is itself Markovian (Dawson 1991) with an infinitesimal
generator which we denote G,

Although we have assumed that separate infrapopulations evolve independently,
epidemiological linkage between infections means that the random variables XV (t),i =
1,---, N are generally not independent of each other. For example, if the parasite
was transmitted from the i’th infected host to the j'th infected host at time ¢, then
knowledge of either XV (¢t+s) or X V(¢ + s) for small s > 0 also provides information
about the other variable (at least if the transmission kernel is state-dependent). This
dependence complicates analysis of the measure-valued process X~ (¢). However, un-
der the Moran model governing extinctions and transmissions, for any fixed pair of
indices i # 7, the time back to the index case for the i’th and j’th infections is stochas-

tically increasing in N and, in fact, converges weakly (on the extended real line) to
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an atom at +oco. Provided that A, A, and - do not depend on N, the conditional ran-
dom variables (XM (£)|XY(0)) and (X JN (#)] XY (0)) are asymptotically independent as
N — co. This observation suggests that a law of large numbers may apply to the
finite population processes X (¢), guaranteeing weak convergence of these processes
to a Markov process X (t), also taking values in Dp(p[0,00), whenever the initial
distributions converge weakly to a random measure X (0) on E. For sufficiently large
N, XN (t) and X(t) should share many properties in common, allowing us to approx-
imate the difficult-to-study finite population processes by what we hope (and what
asymptotic independence suggests) is a more accessible object.

One way to characterize the limiting process is by expanding the infinitesimal
generators G in powers of N7 and studying their limit as N increases without
bound. To this end, let Py(F) denote the space of atomic probability measures on

E consisting of at most N atoms and define a function ¢ : P(F) — R by the rule:

(u) = F(($, 1) (1.2)

where ¢ is in the domain of the generator A, f is a twice continuously-differentiable
function from the real line to itself, and (¢, ) denotes the expectation of ¢ with
respect to the measure p. Note that Py(E) C P(E) for each positive integer N and
that the values assumed by XV (t) are restricted to Py(E). Let & = % >, 6, denote
an element of Py(E) and let A; denote the generator A acting on the variable a;.

Then,
N

GVy(z) = > Af((4,8) + (1.3)

SR JALCER Lot - o)) = 10,80 2(o,)

The first term in the above expression describes the effects of intra-host evolution
on the parasite metapopulation. The second term describes extinction-transmission
events, the argument of f inside the integrand indicating the change in the com-

position of the metapopulation when the parasite population in a randomly chosen
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recipient host is replaced by a new infection with an initial state y that depends on
the state x;, of the randomly chosen donor.

For concreteness (and because all of our examples are of this type), let us suppose
that A is the generator of a diffusion process on F C R"™ with infinitesimal variance

a and infinitesimal drift 5. Then

Af({g,2)) = Za” ()0 f(NZ¢ $h))+2b (z)0Lf ( Z )

h

= 8,8 Aid(wr) +

11

el (6 2)) (Volw) - alz) V() (1.4)

and it follows that the first term in equation (1.3) is equal to:

ZAzf( 8.8) = £, (A0, 8) + 531/ (6,2)(V6-aVg, ) (15)

To determine the contributions of the jump term, we first expand the integrand of

this term in a second-order Taylor series:

(16 + 5060) - o)) =

F{¢, 8)) + —A;f'(<¢, ) (p(y) — olz,)) + ]—\%" (¢, 2))(¢(y) = Slan,))® +

O(N73) (1.6)

Substituting this expansion into equation (1.3), we see that the second term can be

rewritten as:

A'((0, 2)) {p(y) — o(2), V(. dy)), &(dz)) +

A5, 2) ({(ly) — 8()% 2w, dy)), Bldz) x 2(d=)) + O(N?) (L.7)

Collecting terms with matching powers of N from equations (1.5) and (1.7) shows us
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how the generators GV depend on the number of infected hosts:

GYB(E) = B8 (A@)S(E) + NoW) - 8(z), (@, dy)), #(do)] +
$57706,8)) (V(2)a(z) Vé(e), 2(dn)+

M6) = 9(2), 3w, dy)), #(de) x 3(dz))] + O(N?)

GY(&) + AB(E) + O(N?) (18)

If

(7 is the generator of a Markov process X (t) which is the weak limit of the processes
XM (t) as N — oo. X(t) is itself a measure-valued process, but it is a particularly
simple one: given a non-random initial measure X (0) = §,,, the measure X (¢) evolves
deterministically according to the law of a Markov process on the state space F with

infinitesimal generator:

Lo(z) = Ad(x) + Me(y) — (), v(z, dy)) (1.9)

In other words, X; = 6, where u(t) is the law at time ¢ of a diffusion with generator
A perturbed at rate A by a jump process with kernel v(z,dy). If X(0) is instead a
random measure, then X (¢) will simply be a mixture of such E-valued processes with
weights assigned by the initial distribution.

The expansion given in equation (1.8) merely suggests that the processes X%
converge weakly to X (t). However, we can establish this claim rigorously under the
additional assumption that the martingale problem for the generator L is well-posed.
In addition, equation (1.8) also suggests that it may be possible to derive a central
limit theorem for the fluctuations of the finite population process about the limit
X(t). The covariance functional of the approximating Gaussian process will depend
on the order N~! terms summarized by the operator A above. We have been unable
to prove such a result, but we discuss how such an approximation might proceed in
Chapter 2.

Let E be a compact metric space and suppose that A is the generator of a Feller
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process z; on F such that for every ¢ € D(A)

Vi) = suphmE () — ¢(w0))?] < o0 (1.10)

zeg t—0

This condition is satisfied if the process x; is either a diffusion process with continu-
ously differentiable infinitesimal variance or a Markov jump process with continuous
rate function. Suppose also that B is the generator of a Markov jump process on F
with rate A and kernel v(z,dy). Then L = A + B also generates a Feller semigroup
on C(E). We define the N point measure-valued processes X with generators GV
as in the main text and define X to be the trivial measure-valued process obtained
by setting X; = i, where (g : t > 0) is the Markov process on E generated by
L. Here we use Theorem 4.8.10 and Corollary 4.8.16 of Ethier and Kurtz (1986) to
verify that the processes XV converge weakly to X whenever the initial distributions
XN (0) converge weakly to X (0).

Corollary 4.8.16 allows us to prove weak convergence of X% to X under the
conditions of Theorem 4.8.10 without having to first show that the set X¥ is relatively
compact. Instead, we must show that XV satisfies the compact containment condition
and that the closure of the linear span of the domain D(G) of the generator G contains
an algebra that separates points. The compact containment condition requires that

for every € > 0 and 7" > 0 there exists a compact set I'c 7 C P(FE) such that:
i}r\l}fP{XN(t) €l pfor 0<t<T}>1—c¢ (1.11)
Because F is compact, the space P(FE) also is compact under the topology of weak
convergence and so the compact containment condition is satisfied trivially. The
second condition is verified by noting that a generator G for X is given by the set:

{1 £Conm) ka (brs 1)) (Lbre, 1) | | Fal(h0e 1t
k=1

h#k
fu €C*R), dp € D(L),n € N} (1.12)

Clearly the domain D(() is an algebra and under the assumption that D(L) is sepa-
rating on E, D(G) separates points in P(E).



24

To complete the convergence proof we must verify the remaining assumptions of
Theorem 4.8.10 and then show that the generator G approximates the generators GV
in a sense which we make precise below. Because F is a compact metric space, it
is complete and separable. Also, because L C C(E) x C(E), it is clear that G C
C(P(E)) x C(P(E)). By construction, the processes X have sample paths which
are continuous on the right and have left limits, i.e., XV € Dp(gy[0,00). It remains
to show that for any initial distribution @ € P(P(F)), the Dpg)[0, 00) martingale
problem for (G, () has at most one solution.

Let Z; denote any solution to the Dp(z)[0, 00) martingale problem for (G, Q). We
first show that (@, Z;) satisfies a simple integral equation for any ¢ € D(L). Given
such a ¢ and any function f € C*(R), the processes

M (f) = f({¢, 20)) — f({. Zo)) —/0 F' (&, Z:)) (Lo, Zs)ds (1.13)

and

M) = 1 Z0)? — (6, Zo))? / 2 (6, Z) (6, Z0) (L, Zayds  (1.14)

are martingales with respect to the canonical filtration F7. Appealing to problem
2.9.29 of Ethier and Kurtz (1986), it follows that M;(f)? is also a martingale with
respect to this filtration and therefore (since My(f)* > 0) M,(f)* = 0 a.s. for all
t > 0. Since Z assumes values in Dpg)[0,00), so does M(f) and therefore we can
strengthen this last conclusion to My(f) = 0 for all £ > 0 a.s. Taking f(z) = z gives

the desired integral equation:

(@, Zs) = (¢, Zo) + /Ot(LQS, Zg)ds (1.15)

which holds for all ¢ > 0 with probability 1. Since E is compact and D(L) is separat-
ing, D(L) is also convergence determining (Lemma 3.4.3 of Ethier and Kurtz (1986))

and so equation (1.15) shows that the process Z is weakly continuous.
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Let S; be the Feller semigroup generated by L, let ¢ > 0, and define a function
w:[0,t] — R by:
u(s) = {Si—s¢, Z,) (1.16)

We show that u is a.s. constant. Differentiating u with respect to s,

e—0 €

C—Zu(s) = lim~ [/ St—s—eP(T) * Zsy(d) */ESt~s¢<$> - Zs(da)
/&wm«aqmwzmm]

= / —Si_s(x) - Zs(dz) + (LS5, Z)
= LSt 3¢7 > <LSt S¢ Z> (117)

=hm[/@ﬁmw S0 sd(@)) - Zoneld)

where we appeal to the weak continuity of Z and to equation (1.15) in passing from
the second to the third line. This result holds a.s. for all s € [0,¢] and so it follows

that u is a.s. constant. Taking s = 0,1, we conclude that for any ¢t > 0:

(9, Z1) = (5i0, Zo) as. (1.18)

Since D(L) is separating, it follows that the distribution of Z; is determined by the
initial distribution Zy and therefore the Dp(z)[0, 00) martingale problem for (G, Q)
has at most one solution. In fact, since X, as defined above with the appropriate
initial distribution is a weakly continuous solution to this martingale problem, the
Dp(g[0, 00) martingale problem for G is well-posed.

It remains to verify that the generators GV are approximated by G for large
N. The appropriate formulation of this statement is provided by Lemma 4.8.7 of
Ethier and Kurtz (1986): for each (f,g) € G there exists (fn,gn) € GV such that
supy I fn]l < oo and

lim sup |f(u) = fy(w)l = lim  sup |g(u) — gn ()] = 0 (1.19)
N=00 ePy(E) N—0 i ePy(E)
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(The spaces Py(E) are embedded in P(£) by the identity mapping, so we suppress
reference to the maps m, and 7, in this lemma.) Given (f,g9) € G, we take fy = f,
so that the first half of equation (1.19) is trivially satisfied. If & € Pn(E) denotes the

atomic measure & SN &;,, then gn(3) = GV f(2) is:

N
;Amf(fﬁ)Jr/\Z%,— [ (164 56,620 - 1@)) o) @20

Il
It is convenient to treat the two terms corresponding to the generators A and B
separately. Suppose that f(u) = [T;_; fi({dr, u)) € D(G) and let y(t) be a version
of the Feller process generated by A with initial condition z; € E. Then,

Aafl@) = iy (Bu |1+ 5000 - 00| - 1)

1
= lim — (EI,

1
= lm - <Eﬂ
t—0 1

3 005, ) 5(610(0) = x(u(O)?] - 1(@))

[T i3 + - (Bulu(@) ~ qsk(y(om)] - f(@)

m

[Tk 2)) + Fil (e, :”C))—]%;(cﬁk(y(t)) — ¢r(y(0))+

k=1

1
= lim—Fy,
t—0 ¢

> .f,;<<¢k,se>>-fv<¢k(y<t>) - m@(@))} [T faléon, ) +
k=1

hsEk
Ry (1.21)

where 8(k,t) is chosen to make the second-order Taylor-series expansion of f, in the
third line valid and R}Y is a remainder term which we bound below. Summing over

[, we find that the term corresponding to generator A is:
D 1illdn )(Agi, &) [ fal(en, 8)) + RV(A) (1.22)
k=1 hs#k

To bound RY(A), note that the remainder R} contains 3" — (n + 1) terms of or-

der O(N™?). Each such term is a product of n expressions of the form fi({¢x, Z),
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fii((‘bkai"»%((ﬁk(y(f)) — ¢i(2')), and % Y (O(k, t)))jvl‘z‘(ﬁbk(y(t)) — o (21))?, for different
values of k. Define C] to be:

Cy = max{ max {fx(2), fi.(2), ,i'(z)}} (1.23)

k =<l ]l
Because fi. € C2(E), O < co. By Holder’s inequality,

g [166(y(t) = dulm)] < (Bzy [(80(y()) — gul2))*])/* (1.24)

and so our initial assumption on A implies that:

fim B, (|6 (y(1)) = de(z0)l] < (V () (1.25)

We can restrict the limit ¢ — 0 to just one of the n expressions making up each
product and bound each of the remaining n — 1 expressions either by C1, by 2|¢x||C1,

or by 2||¢s]|*Cy. If we define Cs to be

Cy = max {2[ldell, 2/l gxll?, (V(91))/?} < 00 (1.26)
then the remainder terms R}’ are dominated by
1 n n n

uniformly in & € P(FE). Thus, RY(A) is of order O(N~1), also uniformly over P(E).
Similar computations show that the jump term in the expression for gy is equal

to:
> b 2)A (8r(y) = dx(w),v(z, dy)), &) + Rn(B) (1.28)
k=1

where the remainder Ry (B) is dominated by
1
(3" (n+ DACC3 (1.29)

uniformly over P(F) and with C; and C; as above.

Adding the two terms in the expression for gy and then subtracting g shows that:

lim sup |g(2) —gn(E)| = lim sup |Rn(A)+ Rn(B)| =0 (1.30)
N=00 sep(E) N=o0 zep(B)

which completes the convergence proof.
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1.3. Invariant Measures and Equilibrium Jump Distributions

Having derived the large N approximation to the processes XV (t) we now characterize
the invariant measures of the jump diffusion process. If the state space F is compact,
then the space of Borel probability measures on F is also compact, and hence we know
that at least one invariant measure exists for this process (Theorem 4.9.3, Ethier and
Kurtz 1986). Let z(t) be a version of the jump diffusion with generator L and consider

the following ansatz for an invariant measure 7(dz) on E for the process z(¢):

w(dm):/o /\e_)‘tdt/E/{(dy)p(t,:c;y)dar (1.31)

Here p(t, x; y) is the density of the transition probability of the unperturbed diffusion
process with generator A, and x(dy) is a probability measure on E which we call the
equilibrium jump distribution (with respect to 7) for reasons that we will become
clear below. We can confirm this ansatz by noting that if the measure 7 is indeed
invariant for the process z(t), then for all functions ¢ in the domain of the generator
L, we must have (L¢,7) = 0. Decompose L into the sum of its diffusive and jump
terms, L = A+ J, and let A* denote the adjoint of A with respect to the inner
product (¢, ). The transition density p(t,z;y) is a fundamental solution of the
Kolmogorov backwards equation, dip(t, z;y) = A*(z)p(t, x;y), with initial condition
p(0,z;y) = §,(z), where A*(z) acts on a probability density p(z) according to the

formula:

A(z)p(e) = % Z 0ij(a” (z)p()) — Z (b (x)p(=)) (1.32)
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Provided that A" can be interchanged with the two integrals appearing in equation

(1.31), the Kolmogorov backwards equation and integration by parts imply that:
A*(x)r(dz) = / /\e"’\tcl't/fi(dy)A*(:E)p(t,m;y)da:

0 E

= //@(dy)/ e M A* (z)p(t, z; y)did
E 0

= /m(dy)/ e M, p(t, z; y)dtde
E 0

= [ ) ettt [ etz do
E 0

= /Ef-c(dy) {—/\(Sy(ﬂf) + )\/OOO )\e“)‘tp(t,:c;y)dt} dx
= Mn(dz) — s(dz))

(1.33)
Then, under the assumption that « is invariant for L, we see that:
0 = (L)
= (A, m) + (Jo, m)
= (g, A'm) + A {(¢(y) — ¢(z),v(z, dy)), w(dx))
= Mo, m) — Mo, k) + A((8(y),v(z, dy)), w(dx)) — M, )
= Moy, (¥, dy), m(dw)) — A, )
(1.34)

and, since this must hold for all functions ¢ in the domain of A, 7 is invariant for L
only if:

k(dy) = (v(z, dy), m(dz)) = /

: m(dz)y(z, dy) (1.35)

In other words, if pi(dz) is an invariant measure for the jump diffusion, then the
equilibrium jump distribution x(dy) is the distribution of the process immediately
following a jump, given that 7 was the distribution of the process at the time of the

jump. Apart from its role in allowing us to characterize the invariant distributions
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of the jump diffusion, the equilibrium jump distribution(s) are also of independent
biological interest because they correspond to the distribution of genotypes or pheno-
types among successfully transmitting parasites when the parasite metapopulation is
at equilibrium. Substituting the ansatz for 7w(dz) into this representation, we obtain

an integral equation for x(dy) depending only on the known components of L:

/E'y(m,dy) /OOO /\e”’\tdt/En(dz)p(t, T;z)

= /E K(dz) { /0 e /E p(t, z; Z)V(fc,dy)}

/Eﬁ,(dz)n(z, dy) (1.36)

i

x(dy)

H

where 7 denotes the expression enclosed by square brackets. If x(dy) € P(FE) is
a solution to this integral equation, then w(dz) defined by equation (1.31) is an
invariant probability measure for the jump diffusion. Conversely, given an invariant
measure 7(dz) € P(E), x(dy) defined by equation (1.35) is a probability measure on
F satistying this integral equation. Thus, equations (1.31) and (1.35) establish a one-
to-ane correspondence between the invariant probability measures and equilibrium
jump distributions of the jump-diffusion, and we can use the integral equation (1.36)
to determine the latter set. We also note that the states assumed by the jump-
diffusion immediately following each jump form a discrete time Markov process on
E, with transition measure 7(z, dy), and that each x(dy) is an invariant measure for
this process.

For many diffusion processes, the transition function p(t, z; z) is only known im-
plicitly or is otherwise unwieldy to work with. Direct evaluation of the integral
representations of 77 and 7 may then be unfeasible. In some cases, the following
formal calculations may help us to surmount this difficuity. An application of the

Kolmogorov forward equation shows that:

Alz)n(z, dy) = Mn(z, dy) — (2, dy)) (1.37)
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which we can formally solve to obtain a series representation for n:

(z,dy) = > AT AM(2)y(z, dy) (1.38)

n>0

Of course, this is a valid solution only if the sum is convergent and is useful only
if the orbit of v under the generator A is readily calculated. For large values of
A, corresponding to rapid turnover of infected hosts, it may suffice to approximate
71 using only the lowest order terms from this sum. Likewise, because 7 satisfies
equation (1.33), it too has a formal series representation:

=> A "ie(dz) (1.39)

n>0
subject to the same caveats.
For some problems, the biology may justify working with a discrete transmission

kernel:

Yz, dy) = Z Vo ()8, (dy) (1.40)

where Y = {y1,...,yx} C F is the set of possible initial states of the parasite popu-
lation immediately following transmission and y(z) = (v, (), ..., . (2)) is a prob-
ability measure on Y for each « € F. For example, if the parasite populations are
characterized by the frequency of one of two alleles segregating at a particular locus
and if we can ignore any changes in the frequency of that allele during the initial rapid
expansion of the parasite population, then ¥ = {j/k € Q,1 < k < n,0 < j < k}

and:

(E dy Zzpk’)/k,] J/k dy) (141)

k=1 7=0

where the number of transmitted parasites ranges between 1 and n and pi is the
probability that exactly k parasites are transmitted. Because the support of the
measure & is contained in the union | J, .5 supp(y(z, dy)), the discrete formulation of

the transmission kernel given in equation (1.40) implies that « is also supported on
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the set Y and thus can be represented as an n-dimensional vector. If we define the
constants n;; by:
00
nij:/ /\e“’\tdt/p(t,x;yi)vj(x)dx (1.42)
0 E
and set 7 = [n;], then equation (1.36) implies that x is a solution of the linear

equation:

K=rln (1.43)

i.e., k is any left eigenvector of the stochastic matrix i with corresponding eigenvalue
1 and with nonnegative entries summing to 1. If 7 is also primitive (i.e., there exists
an integer & > 0 such that every entry of n* is positive), then the Perron-Frobenius
equation tells us that there is only one such solution « and it follows that the jump-

diffusion has a unique invariant measure.

1.4, Examples

We now give some examples of the jump diffusion and, where possible, characterize
the invariant measure and the equilibrium jump distribution. Let £ = [0, 1] and let
A be the generator of a Fisher-Wright diffusion describing the evolution of a finite
haploid population segregating two alleles, A; and Ay, with symmetric mutation at
rate u, where the state variable z is the frequency of A;. It is customary to measure
time for the haploid Fisher-Wright diffusion in units of N, generations, where N, is
the effective population size, and to then scale the model parameters by N, setting
i, s, and A equal to Noy/, Nes', and NN, respectively, where p/ is the per-generation
mutation rate, s’ is the fitness difference between the two alleles (made precise below),
and ) is the per-generation transmission rate. In the present context, N, is the
effective population size of a single infrapopulation, which we assume to be invariant
among infected hosts. If transmission bottlenecks are so severe that a single parasite
is responsible for each new infection, then new infections will initially be fixed for

whichever allele is carried by the single transmitting individual. Letting vy(z) be
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the probability that the transmitted allele is A; when the frequency of Ay in the
donor population just prior to transmission is z, the transmission kernel assumes the

following form:
v(x, dy) = () - 61(y) + (1 —¥(z)) - doly) (1.44)

Since this kernel is discrete, our remarks at the end of the previous section apply.

The invariant measure x(dz) is of the form
k(dz) = k- 81(dz) + (1 — K) - dp(dz) (1.45)

and the transition function n(z, dy) can be represented by a 2 X 2 matrix with com-
ponents 7(0,0), n(0, 1), n(1,0), and n(1, 1), where n(z,y) is the probability that the
discrete jump process jumps from z to y. Provided that n is primitive, which in this
setting means 0 < n(z,y) < 1 for all z,y € {0, 1}, the linear equation (1.43) has a

unique solution with nonnegative components summing to 1 and we easily find that:

_ n(0, 1)
"EID) 1 00,1) (1.46)

The corresponding invariant measure 7(dz) = n(z)dz is:

7(x) = /000 e Mdt (kp(t, z; 1) + (1 — k)p(t, z; 0)) (1.47)

We first suppose that the alleles A; and A, are selectively neutral within hosts,

evolving according to the Fisher-Wright diffusion with generator:
1
A= g2(l- 2)0% + (1 - 22)0, (1.48)

If 4 = 0 (no mutation), any infrapopulation founded by a transmission event (a
jump to the boundary) will become fixed for the transmitted allele and will remain
fixed for that allele until extinction (the boundaries are exit boundaries). Although
an initially polymorphic metapopulation can remain polymorphic for all time, the

measures y; will converge weakly to an invariant distribution p, which is supported
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on the boundary {0, 1}, i.e., an increasing fraction of the infrapopulations will be fixed
for one or the other of the two alleles. Far more interesting is the case when u > 0.
Recurrent mutation now maintains both alleles in all lineages and the Fisher-Wright
diffusion has a unique invariant measure, the beta distribution 3(2u, 2u), supported
on (0,1). We assume that ¢ > 0 for the remainder of this section.

Given the transmission bias function v(z), it follows from equation (1.37) that the

transition function n(z, 1) is a solution of the following inhomogeneous ODE:
An(z,1) - (1) = =M (2) (1.49)

Because A is a second-order differential operator, this ODE admits a 2-parameter

family of solutions, which can be represented as:

f(z) + Ciga(2) + Cada(z) (1.50)

where f(z) is any particular solution of the inhomogeneous equation (1.49), C; and
Cy are arbitrary constants, and ¢;(z) and ¢,(z) are two linearly independent solutions

of the homogeneous equation:

2(1— 2" (2) + (21— 4p2)d/ (2) — 22 (2) = 0 (1.51)

This equation is a Gaussian hypergeometric equation and, provided that neither 2u

nor 4/ (1 — 4u)? — 8X is an integer, its general solution can be expressed as:
CiF(a,b,c;2) + Coz' “Fla+1—¢,b+1—1¢,2—c;2) (1.52)

where F(a,b,c; z) is Gauss’ hypergeometric function with ¢ = 2u, a +b = 4p — 1,
and ab = 2\ (Andrews et al. 1999). When ¢ > 1, we also have ¢ < a+ b, in
which case F(a,b,c; z) is finite at z = 0 and unbounded at z = 1, while z!7¢F(a +
1 —¢b+1—1c¢2—c¢z2) is unbounded at z = 0 and finite at z = 1 (Andrews
et al. 1999). Thus, if we require that p > 1/2, then the homogeneous equation

admits no nontrivial solutions which are bounded on the interval [0, 1]. Accordingly,



if we can find a bounded solution f(z) to the inhomogeneous equation, then this
solution is necessarily the unigue bounded solution to that equation. Because n(z, 1)
is itself a bounded solution to the ODE (n(z,1) is a probability), we can conclude
that n(z,1) = f(2). Unfortunately, this approach fails when p < 1/2, since then there
are uncountably infinitely many solutions to equation (1.49) which are bounded on
[0,1] and we do not know how to select n(z,1) from among these. 7(z, 1) depends
implicitly on the parameter y, so if it could be shown that this dependence is analytic
on (0, 00), then solving for n(z,1) for values of p > 1/2 would provide us with the
appropriate solution for values of ;1 < 1/2 as well. In the following, we simply assume
that © > 1/2, so that it suffices to find a bounded solution of (28); later, we compare
estimates obtained using Monte Carlo simulations with those obtained by analytically
extending the solution into the problematic range and we note that the two are in
good agreement. Curiously, the dichotomy g > 1/2 and pu < 1/2 also corresponds to
a change in the behavior of the diffusion at the boundary (Ethier and Kurtz 1986).
When p > 1/2, 0 and 1 are both entrance boundaries and are therefore inaccessible
to a diffusing particle (except following a transmission). In contrast, when p < 1/2,
these are regular boundaries and a diffusing particle can reach and subsequently leave
either boundary in a finite period of time. We do not know if this correspondence is
purely coincidental.
If v(z) is a polynomial, then we can solve the inhomogeneous ODE as follows.
Observe that
A" — A" = —Rp 2" 4 Spz" (1.53)

where R, = A+ 2nu + n{n — 1)/2 and S, = np +n(n — 1)/2. If we let P, denote
the vector space of real-valued polynomials of degree less than or equal to n, then the
linear operator A — AJ induces an isomorphism on F,. Let

Qi = —R; itj=i

S; ifj=i+1 (1.54)
0  otherwise

f



36

and define the nested family of matrices @ by setting:
QYW = Qy for0<ij<n (1.55)

The vector space P, is isomorphic to R™*! under the mappin
pping

n

Z apz® — (ag, ..., apn) (1.56)

k=0
and this isomorphism takes A — A/ restricted to P, to the non-singular matrix Q™.
Thus, if v € P,, then equation (1.49) has a solution in P, which we can determine by
inverting Q™. Because this solution is bounded on [0, 1], our remarks above imply
that it is the desired solution 7(z,1).
We now determine the inverse of Q™. First, note that @™ is an upper-triangular

matrix with determinant equal to the product of the diagonal entries:

n

det(Q™) = (=)™ [ Rs (1.57)

k=0
Next, let Q[(Zn }] denote the co-factor matrix obtained by removing the 7'th row and

j'th column from Q™ and note that Qg';] is itself an upper-triangular matrix with

determinant:
det(@%ﬁ]) ("1>n ( 2—:10 Rk) (HZ:i-i—l Rk) ij=1
(—1)”"“( i1 Rk) (Him. " Sk) ( N Rk) itj>i (158
= 0 ifj < i

The elements of the inverse matrix (Q)~! can be found using the following formula:

det(Q™)
()y=1 _ 7 __1\¢ [4,4]
@) = 0" 0wy (59)

Substituting the results from equations (1.57) and (1.58) into this formula gives:

Q™) = - ifi=j
[Hess (8) ifi<y (1.60)
= 0 ifi>jg

I~ Bl
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If 4(2) = 3 p_, a2, then the unique solution to equation (1.49) in P, is given by
n(z,1) = S p_, biz®, where b = (Q™)a:

()
it S a1 (g_z)} (1)

k=m+1  l=mt1 N

by =

(The special form for by follows from the requirement that v(0) = ap = 0.) Finally,
from equation (1.46), the equilibrium transmission probability for A; can be expressed

as:
bo

a 1- Zzzl bk

If y(2) = Zkzo aiz® is analytic, but not a polynomial, then the previous calcula-

K (1.62)

tions suggest that n{z, 1) = 3,5, by2*, where:
0 k Sl
by = —
0 Z Qg H (RI,)
0 k S
A, + Z g H (—é—):] (1.63)

k=m--1 l=m-+1

by =

We can verify this claim provided that the radius of convergence of the series ), apzk
is greater than one. Suppose that this series is convergent in the disk D(0, B + ),

where B > 1 and € > 0. Then, for every [ > 0 and every |z| < B + ¢,

> Klagllz]" < o0 (1.64)

£>0

Let v(M(2) = Y7 _,axz® and let fM(2) = Y » b 2™ be the unique bounded

m=0

solution of the equation Af™ — Af™ = — Xy on [0, 1]. Let f(2) = > m>0 bm2™, let
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B < B’ < B+ ¢, and observe that for |z| < B"

) < Z””m'w YA Yl 11 (3) @

m>0 m>0 R kE>me1 I=m+1

< )+ Z Z lax!(
m>0 B k>m+1
S B/ + z lak[ Z
E>1
< +Zklakl (B
k>1
< 00 (1.65)

where the final inequality follows from equation (1.64). Likewise, if |z| < B, then

)~ TP < S fo — 40 B

m>0

}: (Z ]ap|> B™+ > [baB™
m=0 B k>n+1 m>n+1

IN

< (}: lakl) (n+1)B" + Z b | BT
k>n+1 mzn+1
< STk DladB Y bl B™ (1.66)
k>n+1 m>n+1

From equation (1.64) and (1.65), it follows that the last expression in this series of
inequalities converges to 0 as n — oo (note that the series expansion for f(z) is
absolutely convergent on the disk D(0, B')). Thus, the functions f(™(z) converge to
f (%) uniformly on compact subsets of D(0, B) and therefore the same relationship
holds between the derivatives of the functions f(™(z) and those of f(z). This allows
us to conclude that f(z) solves the equation Af —Af = —Av on [0, 1] and since f(z)
is bounded on this interval, we can again conclude that n(z,1) = f(z). Although the
coefficients b,, are sufficiently complicated that the f(z) does not seem to reduce to

any familiar functions for non-trivial specifications of y(z), the resulting power series
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does seem to converge rapidly enough to permit ready numerical determination of
n(z,1) for some 7(z).

We can apply the preceding results to the polynomial v(z) = z + az(l — 2), with

€ [—1,1]. Ifeither & > 0 or o < 0, then A; or Ay, respectively, is advantaged during

transmission, whereas if @ = 0, then transmission is unbiased. Setting a; = 1 + «

and ap = —«, we find that:
1
n(z,1) = — (pu+ Az) + 2 (14 Az — A22) (1.67)
Ry Ry
Thus,
I o
0,1) = .
U v il wr (1.68)
A p o
1,1)= 1.69
n(11) A+2u+A+4u+1 (1.69)
and so the equilibrium transmission probability for Ay is:
1 « A+ 2p
e A 1.7
" 2+2(>\+4p+1> (1.70)
If o =0, then k = % as we would expect if the two alleles are selectively neutral both

within hosts and during transmission. If transmission occurs much more rapidly than
either mutation or coalescence within a host, A > 1 + p, then & is approximately
equal to 1—*21‘1 which assumes the extremes of 1 or 0 when « is 1 or —1, respectively.
The equilibrium transmission probability is still skewed, although to a lesser degree,
if mutation dominates both transmission and drift, £ now being approximately equal
to 1_+_qu and bounded by % and 211 for relevant values of . Genetic drift, as we Wouid
expect, shifts the value of x towards the unbiased value of %

Even in this simplest case, we have been unable to find a closed form expression
for the density of the invariant measure 7(z). However, we can use eciuation (1.33)

to determine the non-central moments M, = (z",7(dz)) of the invariant measure

recursively. Observing that
(A(z)z™, m(dz)) = (2", A*(z)n(dz))
= (2", A(7(dz) — x(dz))) (1.71)
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we obtain the following recursion:

1

(s

Since M(0) = (1, 7) = 1, the first and second moments of the invariant measure are:

EX+ 1
M
' A+ 24
7
My, = M- e .
2 X4 4p+ 1 (1.73)

and these values do not depend on the particular form of y(z) except through the
value of x. If mutation occurs much more rapidly than transmission, then even if
the equilibrium transmission probability is strongly skewed (k = 1 or 0), the mean
frequencies at equilibrium of the two alleles deviate little from the neutral expectation
of 1/2. Likewise, if k = 1/2, so that the two alleles are equally likely to be transmitted
at equilibrium, then these frequencies are both exactly 1/2. Curiously, the effective
infrapopulation size factors out of the ratio representing M; and thus genetic drift
influences the equilibrium mean frequency of A4; only through s. One explanation
for this result is that genetic drift does not alter the expected value of a random
variable evolving under a linear force such as mutation, but does interact with non-
linear forces like selection. In the present case, selection occurs only at the time of
transmission and thus the N.-dependence of M is restricted to .

It is also of interest to characterize the dispersion of the frequency of A; in in-
dividual infrapopulations about the mean frequency for the metapopulation. One
such measure can be obtained by defining H = (22(1 — z), 7) = 2(M; — My), which
is the probability, at equilibrium, that both alleles are found when a sample of two
parasites is taken from a randomly chosen infrapopulation. [ assumes its minimum
value of 0 when the infrapopulations are all individually monomorphic, a fraction M,
of which will be fixed for A;. H assumes its maximum value of 2M;(1 — M;) when
the frequency of Aj in every infrapopulation is Mj. For the neutral two-allele model,

it follows from equation (1.73) that H = 2u/Ry. As expected, the value of H is
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reduced both by genetic drift and transmission, approaching zero when A > u. It is
somewhat surprising, however, that transmission bias has no impact on H.

We next consider the effects of selection operating within the host, first with
unbiased transmission and then with biased transmission. If the relative fitnesses of
alleles A; and A, within a host are I — s’ and 1, respectively, then the Fisher-Wright
generator is A(z) = 32(1 — 2)0% + (u(1l — 22) — sz(1 — 2))d,, where s = N5’ is the
scaled selection coefficient. We have been unable to find a closed-form expression for
n(z,1) and so we treat the problem perturbatively. This approach is legitimate if
n(z, 1; s) and x(s) are analytic functions of s in some open interval about 0, i.e., if we

can expand 7(z, 1; s) and x(s) in power series in s:

n(z Lis) = D ma(2)s"

n>0

k(s) = Z Kps" (1.74)

n>0

which converge for all s in (—sg,s¢) for some number so > 0. If transmission is
unbiased, then v(z) = z. By substituting the series expansions into equation (1.49)
and then matching those terms which appear as coefficients of s™, we obtain a recursive

formula for the functions 7,(z):
A9 nu(2) = Agn(2) + 2(1 = 2)8.70-1(2) (1.75)

where A©) = 12(1—2)92+ p(1 — 22)0, is the generator for the neutral Fisher-Wright
process. The zeroth order term no(z) is just the value assumed by 7(z,1) when s = 0

and is given by equation (1.67) with a = 0. Solving equation (54) for n up to 4, we
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find:

7 2 HA 5
0,1;5) = - ’
(0, 1; 5) A+ 2u R1R25+R1P35 +R1R2P‘1

(6SQR1 AR4) 33 -

/.L/\ 1282 1 . 5
Ry (R?,Pr PP, (657 )\R4)) s"+ 0(s°)
Atu H PA_ 2 [ 5
77(17 ,S) /\_*_Zu RleS R1P35 + R1R2P4 (6SQR1 AR/_})S +
,lL)\ 125, 1 . ;
R, (R3P5 2¥2) (652”1 — ARy) | 5" + O(s”) (1.76)

where we define P, = R; Ry - - - Rx. These expressions can be substituted into equation
(1.46) to find x(s) to an accuracy of order O(s°):
1 1 382 4 5
= - - 1.77
K(s) 5 2R25+R§R3R48 + O(s”) (1.77)

(The symmetry (z,s) — (1 —z, —s) implies that all of the even order coefficients, xqp,

for n > 0, vanish.)

If we take v(2) = z 4+ az(1 — z), with a nonzero value of a, then transmission is
biased. The coefficients 7,(z) still satisfy equation (1.75), but the zeroth order term
no(z) now depends on a. Solving for n,(z) for n = 1,2, 3, we find:

n(0,1;s,¢) = n(0,1;s) + Oz[ﬂ- *‘i—s 7w (6521 — ARy) 5%+
(,—%%erp 652R1—A34> )| +0Gs
n(l,1;8,0) = n(l,1;s) + Oz[ +f‘-)‘s— b (652 Ry — ARy) 52—
i (22 + 25 (682R1 = AR)) ] +O(s")

(1.78)

where n(z,1;s) is the solution for the case @ = 0. In this case, the equilibrium
transmission probability for A; is equal to:

1 aR 1 [a?\Ry al [P R, )
- 2 1) s+ 2 1 1.79
“s) = 57355, T ( RoFs ) ‘T ®E (2321%3 s+ (L)

352 CY4A3R1 (XQ)\Q 60[2)\11‘2132 1 1 3 4
3 SR T 5pin e oo T s° + O(s")

An approximate measure of the relative contributions of selection within the host and

transmission bias to the transmission probabilities of the two alleles can be obtained
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by finding (s, @) such that £ &~ 1/2, i.e., such that the two alleles are transmitted
equally frequently. This is true if:
Oéle

1 — ARy
RoRa

& =

+ O(s%) (1.80)

As we might expect, frequent transmission or high mutation rates both reduce the
influence of within-host selection on the allelic distribution among successfully trans-
mitting parasites.

As in the neutral case, our characterization of the invariant measure 7(dz) is
limited to a recursive determination of the non-central moments M, (s). However,
because of the non-linear sz(1 — 2)d, term in the infinitesimal generator A, equation

(1.75) now leads to a three-term recursion:
nsM,1(s) = (R, + ns) M,(s) — SpnMp-1(s) — A&(s) (1.81)

and to solve this we must know both the zeroth order moment, Mp(s) = 1, and the
mean Mi(s). Lacking an exact solution, we also treat this problem perturbatively.
Suppose that we can express M,(s) as a power series in s:

My(s) = My + Y _ Cpps” (1.82)

k>1

where the neutral moment M,, = M, (0) can be calculated recursively using equation
(1.72). We can determine the coefficients C, ; iteratively by substituting the series
expansions for both M, (s) and x(s) into the recursions given by eqn (1.81) and then
matching terms associated with like powers of s. Doing this, we find:

1
Cn,m = ‘R’ [n(cn—l»l,m—l - Cn,m—l) + Sncn—l,m + )\’im} (183)

T
For example, the second order expansion of M;(s) and the first order expansion of
Ms(s) can be found using the recursions for the cases n = 1 and 2 with the second

order expansion of x(s) and the first three neutral moments:

1 12 2(1\/[3 - ]\42) -+ /\Iﬂ + /\Rg!ﬂg 2 3
Ve = M+ — i . 1.84
M(s) 1+R1 ()\m R2> s+( R 5, ) s°+0(s°) (1.84)
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and
2R1(]\/[3 - ]\/fg) + ARk + Sako ‘ 9
N s+ O(s%) (1.85)

These expansions can also be used to approximate H(s) to first order. As above,

My(s) = My + <

these results are provisional on the analyticity of the moments M,,(s) for s near 0.
If v(z) is a polynomial, then we can use an algebraic relationship between x(s)
and the moments M, (s) to rapidly compute the perturbation coefficients for x and

for the moments. If v(z) = Y p_, ax2", then

<’7, ZakMk (186)

and so:
n

R, = Zakck,m, (187)

k=0

Equation (1.83) makes it clear that the coefficients Cj ,, depend linearly on the co-
efficients ko, . .., km and these relationships, along with equation (1.86), can be rear-
ranged to give a linear equation relating x,, to the lower order coefficients g, . . . , Km—1-

For example, if transmission is unbiased, then v(z) = z and k(s) = Mi(s), giving the

relationship:
1
Rm = C].,m - =T [CQ,m—l - Cl,m—l + )‘K’m} (188)
Ry
Solving for k,,, we find:
1
K = o [Com-1 — Cr 1] (1.89)

If, instead, y(z) = z + az(1 — 2), then x(s) = (1 + a)Mi(s) — aMs(s) and a little
algebra shows that:

—20R1Cs1 + (Rz + OZ(RQ — 52 + 231»02,%—1 - (R2 —a(h; - 52))6’1’"”1
RiRy — MRy + a(Ry — S — Ry))

Ky =

(1.90)
While these recursions are tedious to solve by hand, they are easily implemented
on a computer and as an added bonus they do not require that we solve an ODE for

each k. In Figures 1.1 and 1.2, we compare estimates of M;, x, and H obtained
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either from Monte Carlo simulations (solid lines) or from the truncated (fourth and
third order) power series derived above {dotted lines). The Monte Carlo estimates
were obtained by simulating metapopulations consisting of a single infected host for
10® generations, using a discrete Fisher-Wright process with mutation and selection
to model the infrapopulation dynamics. (Limited simulations using either 10 or 100
infected hosts produced essentially identical estimates of these equilibrium statistics,
so a single infected host was used to allow completion of the simulations within days
rather than weeks.) For sufficiently large effective infrapopulations, the Fisher-Wright
diffusion is a good approximation of the discrete process away from the boundary. M;
and H were estimated for the metapopulation every 10* generations; the estimates
shown in Figure 1.1 are the averages of these time series with an initial segment
discarded to allow the metapopulation to approach equilibrium. All transmission
events except those occurring during this initial transient period were used to estimate
K.

Also shown in Figures 1.1-1.2 are approximate radii of convergence for the un-
truncated power series representations; these were estimated by using the recursions
given in equations (1.89) and (1.90) to find the coefficients of the power series up
to 200’th order and by then observing where the resulting series began to diverge.
(Estimates using 300 terms gave the same radii in all cases.) For values of s less than
the radius of convergence, the 200°th order series expansions and the corresponding
Monte Carlo estimates agree to at least two decimal places. If estimates are desired
for larger values of s, numerical extension of each series may be possible by using
the series expansion about 0 to obtain estimates of the derivatives of the function of
interest about some new value s; > 0 inside the first region. These derivatives can
then be used to determine the coefficients of the expansion about s;. An iterative
implementation of this procedure may be necessary to evaluate the functions at very
large values of s, but this can be done rapidly on the computer and is much more

efficient than Monte Carlo simulations. One caveat is that the estimates of each of the
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derivatives will be subject to roundoff error which may become badly compounded
over the course of several extensions.

Surprisingly, there is good agreement between the series expansions and the Monte
Carlo estimates even when u < 1/2 (Figure 1.2). Recall that equation (1.49) admits
multiple bounded solutions in this region of the parameter space and that we were un-
able to characterize the correct solution other than by assuming that n(z, 1) depends
analytically on p. Although we do not have a proof, Figures 1.1-1.2 suggests that this
reasoning is correct. In fact, the radius of convergence for the series representations
actually increases relative to p as the mutation rate becomes small relative to the
inverse effective population size. For example, when A = p and « = 0 (no bias), the
radius of convergence (in units of s/p) is 5.0 when p = 1.0, 19.5 when p = 0.1, and
155.4 when p = 0.01, again with good agreement between the series expansions and
the Monte Carlo estimates for values of s less than these radii (results not shown).
Agreement between the theory and the simulations is surprising for another reason,
hinted at above. In general, the Fisher-Wright diffusion is a good approximation to
the discrete process away from the boundary (e.g., for x in (1/N., 1 — 1/N,)). How-
ever, because each jump moves the jump diffusion to the boundary where mutation
alone allows re-entry into the interior of the state space, the jump diffusion will fre-
quently be at or near the boundary if the mutation rate is small or the transmission
rate is large. In these cases, we might expect our theory to only poorly approximate
the simulations, but this seems not to be true, at least for the range of parameters
explored here. We do not have a compelling explanation for this observation, but
it is possible that transmission may perturb the diffusion and discrete processes fre-
quently enough that we are unable to perceive the divergence in their behaviors as
they re-enter the interior.

There is one setting in which we can explicitly determine the invariant measure
n(z). In the deterministic limit of the Fisher-Wright diffusion, the intrahost effective

population size is infinite and the generator A(z) reduces to the infinitesimal drift
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FicURE 1.1. Equilibrium metapopulation (M7) and jump (k) frequencies of A; and
the dispersion (H) for the finite infrapopulation model with quadratic jump ker-
nel. The solid curves depict the estimates found using Monte Carlo simulations of a
metapopulation consisting of a single infected host tracked for 10® generations and
sampled every 10* generations after discarding the first million generations. The dot-
ted lines depict the fourth (o = 0) or third (a # 0) order power series expansions of
My, x and H. Also shown is the estimated radius of convergence of the untruncated
power series; the same estimate was obtained for all three series. The effective in-
frapopulation size was N, = 1000 for all simulations. For parts (a) and (b), A = 10.0,
pu=1.0,and &« =0 (a) or @ = 1.0 (b).
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term, b(x)d,. Between transmission and extinction, each parasite population evolves
deterministically according to the ordinary differential equation x (¢) = b(z(¢)). Let
z(t; o) denote the solution of this ODE with initial condition z(0;z¢) = 2o and let
t(z; zo) be defined by the requirement that z(¢(x;zo); 20) = z. If x is not accessible
from o, then define t(x;z¢) = co. Here we assume sufficient regularity of the drift
coefficient b(z) for uniqueness and existence of the flow z(¢;zo). We also exclude
periodic flows, so that ¢(xz; zg) is single-valued. If the state space is one dimensional,
then this latter condition is necessarily satisfied. Under these conditions the transition

measure is atomic:
p(t, dz;y) = Oagry) (dz) (1.91)

and so the invariant measure can be written as:
w(dz) = / ﬂ(dy)/ )\e"\téx(t;y)(da:)
E 0
= / /ﬁ(dy)/\e')‘t(r;y)]it(:c; y)ldz (1.92)
E d.’L'

We apply this to the deterministic limit of the two allele Fisher-Wright diffusion with
transmission bias v(z)é1(dz) + (1 — v(z))do(dz). Note that we now measure time
in units of generations and that we no longer scale the parameters by the effective
population size, which is “infinite’. If A; and Ay are selectively neutral, then b(z) =
(1 — 2z) and the flow, its time inverse and the space derivative of that inverse are

given by:
1 1
z(t;zo) = 3 + (azo - 5) et
1 z—1
t(z;20) = ——1n ( 21>
2

d
|tz o))

5 ] (1.93)

Substituting these expressions into equation (1.92) gives the invariant density as:

A
m(z) = ;|2x — 1M kT o (@) + (1 = 8) 112 ()] (1.94)
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where r is the equilibrium transition probability of the allele A; which we calculate

below for specific y(z). The mean and the dispersion of this distribution are:

A p 2
My = kK 11—
1 “<A+&J*‘ 9 (i)

I
H = .
A+ A (1.95)

and these agree with the infinite infrapopulation limits of the mean and the dispersion
computed for finite infrapopulations (equation 1.73). In fact, the mean frequency of
A; in the metapopulation is identical in both cases.

If the relative fitnesses of A; and A, are 1 — s and 1, respectively, then the drift

coefficient is b(z) = u(l — 2z) — sz(l — ) = s(z — Ay)(x — A_) where:

1

1 42
Me=s+bas i (1.96)

w =

52
and 0 < A_ < 1 < Ay. It is convenient to introduce two additional parameters,
C(=xg), depending on the initial condition zg, and f:

Ty — A
Clzo) = ;C‘g‘”_—*)\i

B = s+ 4u? (1.97)

With selection, the flow, its time inverse and the space derivative of the time inverse
are now given by:

A_C(z) — Ape™

whm) = T e
~1 1 T — )\+
t(z;zo) = [ In (C(xo) e }\_)
d 1
& = e (199

and from these we find that the invariant density is:

A _ : -
W(x) — ;TO‘* _ m) Wﬁ“)la; . )\~1W’B 1) (K . lc(l)l)\/ﬁ . 1(A_,1]($)+

(1 — &) - |COM* -1 (@) (1.99)
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In this case, the mean and the dispersion of the invariant measure are:

A 8
My, = & [)\_ +(1—-A2) <m) F(L,1,2+ A/8, —ﬁ——(l —~ A )|+
7 —5
and
A S
H = &k {/\-(1 —A)+(1+22)(1 =) (3\:—5) F(1,1,2+ \/3, B(l —A))—
(1-x.)? (A j2ﬁ> F(1,2,3+)/8, —;—(1 - M)] +
7 -8
212 -5
<()\+ﬁ>(/\+2ﬁ))F(2,3,3+)\/ﬁ,—5—)\_)] (1.101)

where, as above, F(a,b, c; z) is Gauss’ hypergeometric function.

To complete our characterization of the invariant measure, we must find the equi-
librium transmission probability for allele A;. Again setting y(z) = z +az(1 — z), we
can solve for k as above, but with the diffusive term (1 — )02 omitted from the
generator A(z). In the neutral case this leads to an exact expression for x, namely:

1 afA+2p
3 + 5 ()\ T 4M> (1.102)

K o=

When we also allow for selection within the host, we are again limited to a perturba-
tion expansion of k, which takes the same form as that given in equation (1.79), but

with each of the constants R, replaced by:
Ry= \+2nu (1.103)

As we might expect, for fixed relative values of the transmission, mutation, and selec-
tion parameters, & is in general more strongly skewed away from —é— in the deterministic

limit than when genetic drift is operative.
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This choice of v provides limited insight into how transmission bias influences allele
frequencies at equilibrium, because the restriction of « to the interval [—1, 1] means
that bias cannot be very strong. With deterministic dynamics, we can explicitly solve
for k with a formulation of vy which allows arbitrarily strong transmission bias in favor

of either allele:
az

1+ (a—1)z

where a € (0,00). If @ > 1 or a < 1, then allele Ay or A, respectively, is favored

1(z) = (1.104)

during transmission, whereas if a = 1, then y(z) = z and transmission is unbiased.
Note that as a — 0o (@ — 0, resp.), the transmission bias in favor of allele 4; (A3)
becomes arbitrarily large.

For a deterministic flow z(t), the transition probabilities for the jump process are
given by:

n(z,y) = /oo e My (z(t; 2), y)dt (1.105)
0

In the neutral case, evaluation of these integrals leads to expressions for n(0,1) and
(1, 1):

a 2a
0,1) = — h
77( i ) a — 1 az — 1 (w)
a 2a
1) = — {— .

where w = 224 € [0,1] and

A A
hz)=F (1, ol éﬁ,z> (1.107)

Together these give the equilibrium transmission probability for A;:

o 1—(1—w)h(w)
2w/(1 + w) + (1 — w)(h(w) — h(—w))

(1.108)
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For the non-neutral case, let Ay, A_, and [, be defined as above. We also define:

li = 1+((1~1>/\i

LA
Wy = Z:—/\.;
o L(d-A)
R A G W)
h(z) = F(l,%,l+%,z> (1.109)

and note that |wgl, |wi| € [0, 1] provided that a > 0. Then the transition probabilities

of the jump process are:
n(z,1) = g—l);\_i —a <il\+i — %\f) h{w,) (1.110)
for z = 0,1 and x can again be found by substituting these values into eqn (25).
Figure 1.3 shows M; and « plotted against the transmission bias strength a for the
transmission bias function given in eqn (83). As expected, both statistics are increas-
ing functions of a and decreasing functions of the selection coeflicient s; however, the
relationship between the difference x — M; and the model parameters is less obvious.
In Figures 1.4-1.5, this difference is plotted against a, s, and the transmission rate A.
Whereas the equilibrium transmission and metapopulation frequencies of A; diverge
with increasingly biased transmission of that allele (Figure 1.4), the difference x — M,
is not necessarily a monotonic function of either s or A. For fixed values of A and g,
this difference appears to vary unimodally with the selection coefficient s. In part,
this pattern can be attributed to the concavity of the transmission bias function (for
a > 1). When s is near 0, most of the mass of the invariant distribution 7 is sup-
ported in the region [0.5, 1], where the slope of 7 is less than 1. Accordingly, small
increases in s result in proportionately larger changes in the mean M; of 7 than in
the equilibrium transmission frequency . However, as s continues to increase, the in-
variant distribution becomes increasingly concentrated about the selection-mutation

equilibrium (given by A_ for this model), which shifts towards zero. In this region,
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the slope of v is greater than 1 and so & decreases more rapidly with s than does
M. The greater the concavity of v, the more pronounced is the unimodality of the
difference x — M; (compare the a = 100 and ¢ = 3 curves in Figure 1.4b). As seen
in Figure 1.5, the relationship between x — M; and the transmission rate A is more
complicated. Depending on the values of a and s, this difference can either be an
increasing or a unimodal function of A. For large values of A, the infrapopulation
dynamics are dominated by transmission, with M; converging to x as A — oo and
k > 1/2. Because k > M; for finite transmission rates, the difference x — M; must
initially increase as A decreases. However, because the proportion of infrapopulations
near selection-mutation balance also increases as A decreases, this difference can either
continue to increase or eventually decrease depending on whether the slope of 7 is less
than or greater than 1 in the vicinity of this equilibrium. For small values of ¢ > 1
and large values of s, this slope is greater than 1, hence the observed unimodality of
the a = 3,8 = 0.1 curve in Figure 1.5.

In Figure 1.6, we show the dispersion H as a function of the selection coefficient
s. When transmission occurs infrequently, H declines monotonically with increasing
values of s and is only weakly dependent on the strength of bias. In this case, most
infrapopulations are near mutation-selection balance, with A, close to fixation when
5>> p. In contrast, H varies unimodally with s if transmission occurs rapidly and if
A, enjoys a substantial transmission advantage. Because most infections are recent,
at intermediate values of s a typical infrapopulation is transitioning from fixation of
A to a mutation-selection balance in which allele Ay predominates. If s ~ 0, then
this transition is slow and typical infrapopulations remain nearly fixed for Ay, whereas
if s > 0, then the transition to mutation-selection balance occurs rapidly.

For comparison with the deterministic limit, Figure 1.7 shows plots of Monte Carlo
estimates of My and k as functions of u for a finite infrapopulation model with the
transmission bias function given in eqn (83). Unfortunately, because the series ex-

pansion of y(z) about 0 is not convergent over the entire interval [0, 1], we have been
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unable to derive even perturbative expressions for either s or for the moments of the
invariant measure. For these simulation, the ratios A/u and s/u were both fixed equal
t0 10 so that increases in y correspond to increasing effective infrapopulation size and
diminished infrapopulation drift. Both statistics closely approach the deterministic
limits as p approaches 2. M, declines monotonically as the effective infrapopulation
size decreases, reflecting the growing effectiveness of intrahost selection relative to
drift. However, x exhibits a more complicated dependence on the effective infrapop-
ulation size, either monotonically decreasing when transmission is unbiased (a = 1)
or first decreasing and then increasing when transmission bias favors A;. With suf-
ficiently strong selection, x may also decrease monotonically even with transmission

bias (results not shown).
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FiGURE 1.3. Equilibrium metapopulation (M;) and jump (k) frequencies of A; for
the infinite infrapopulation (deterministic) model. The solid curves depict x and the
dotted curves depict M;. These values were obtained using either equation (1.100) or
equation (1.110) (by way of equation (1.46)). The jump kernel is specified by equation
(1.104) and we plot against log(a) to show more clearly the dependence on a for small
values. For part (a), A = 0.001, x = 0.001. For part (b), A = 0.01, p = 0.001.
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FiGURE 1.4. Deviation between the equilibrium jump and metapopulation frequen-
cies of A; (k— M;) for the infinite infrapopulation model plotted against log(a) (part
a) or s (part b).
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the finite infrapopulation model with the jump kernel specified by equation (1.104).
Details of simulations are as in Figure 1.1. The relative values of A, y, and s were
fixed, so that increasing values of u correspond to increasing effective infrapopulation
size, i.e., weakened genetic drift within infected hosts.
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2. BIOLOGICAL INTERPRETATIONS

2.1. Sources of Transmission Bias

In the models studied above, we have tacitly assumed that the infection process can
be divided into two well-defined stages, transmission and established infection, and
that any variation in the environment encountered by the parasite in the course of a
single infection can be adequately partitioned between these two stages. We have also
assumed that transmission - and any accompanying biases or demographic changes
- can be modeled as an instantaneous event. While this formulation is certainly a
caricature of biological reality, the resulting jump diffusion may still be a useful model
of parasite evolution if transmission to a new host triggers a rapid series of events
involving the parasite and the host that is completed before the new infection is
itself likely to be transmit the parasite to other hosts. When these conditions are
met, we propose broad sense definitions of transmission biases and bottlenecks such
that these encompass the selective and demographic consequences, respectively, of
all events occurring following the physical transfer of the parasite to the new host
up until the time when that host becomes infectious. For example, if k parasites
are typically transmitted to a new host, but only j < k of these contribute to the
productive infection, perhaps because of demographic stochasticity or competition,
then we would incorporate the processes reducing the number of colonists from &
to j into the transmission kernel. Once a productive infection has been established,
genetic drift and competition may continue to cull parasites from the infrapopulation,
but we would model these events using the process generated by A. We note that
similar broad sense definitions of transmission-related processes have appeared in
several discussions of HIV-1 (Zhu et al. 1993, 1996; Miller 1998).

To better define the possible applications and limitations of our model, it is useful
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to consider the kinds of events that can occur during and following transmission in
the strict sense that may contribute to transmission bias and bottlenecks in the broad
sense. First, we define a productive infection to be one in which the infected host
subsequently becomes contagious and we note that a successful transfer of viable par-
asites from a donor host to a recipient host may not always lead to a new productive
infection. For example, the recipient’s immune system may either block parasite re-
prbduction altogether or else maintain it at a level too low for transmission to a new
host. Alternatively, even if the recipient host is fully susceptible and the parasites
transferred are fully competent to initiate a new productive infection, rapid extinction
of the initially small pool of colonists may be more likely than expansion to produc-
tive infection. In the model studied here, we restrict attention to transmissions which
do result in productive infections. Transfer to the recipient host is a prerequisite for
transmission, but it is not sufficient. The parasites must then also survive any ini-
tial immune response and may need to navigate different compartments of the host’s
boedy before they reach those that can support a productive infection. It is likely, for
example, that sexual transmission of HIV-1 begins with the transfer of a large num-
ber of virions to the new host. A subset of these will cross mucosal membranes and
successfully infect CD4+ cells. Some of these (or their progeny) may then make it to
the draining lymph nodes, where they can colonize T-cells and macrophages. After
this stage, generalized dissemination of the virus can occur throughout the lymphatic
system, resulting in the establishment of a productive infection (Miller 1998). In
principle, this process could fail at any of the pre-dissemination stages, in which case
the infection would be abortive.

Obstacles to transfer between hosts constitute one source of transmission bias. In
this case, if certain genotypes predispose their bearers to physical transfer to a new
host, then these will be favored by that bias. For example, consider the following
conceptual model in which adaptation to host compartments affects transmissibility.

In the simplest compartmental model allowing for transmission bias, there are two
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compartments, one which we can call a sustaining compartment and a second which
can call a donating compartment. The sustaining and donating compartments act
as a source and a sink for the parasite in the sense that the parasite infrapopulation
can persist only in the sustaining compartment, but migration from the sustaining
to the donating compartment maintains a parasite presence in the latter as well
In contrast, transfer to new hosts is only possible from the donating compartment.
Genotypes that favor residence in the donating compartment will then be overrep-
resented among transmitted parasites. If, in addition, parasites transferred from the
donor to the recipient must navigate a third compartment in the recipient before a
productive infection can be established in the sustaining compartment, then selection
for genotypes or phenotypes within that receiving compartment could also impose a
transmission bias. Some genotypes might be favored in all three compartments, in
which case transmission bias merely reinforces selection as it is experienced within the
sustaining compartment. However, if genotypes favored in either the donating or re-
ceiving compartments are selectively unfavorable within the sustaining compartment,
then transmission bias will actually act in opposition to intrahost selection.
Transmission biases can also be imposed by temporal changes in the host following
infection. An immune response to infection which is delayed relative to transmission
will create a selective environment that differs from that encountered by the parasite
in a newly infected host. This scenario will lead to biased transmission if escape
mutants favored by the immune response are suboptimal in the absence of that re-
sponse. Both escape and wildtype genotypes may be transferred to the recipient
host, but the wildtype genotypes may outcompete or even completely replace the
escape mutations prior to onset of the host immune response. Many studies have
demonstrated elevated ratios of non-synonymous to synonymous substitution rates in
parasite genomes and these are often attributed to the presence of CTL or antibody
epitopes at which recognition by the host immune system repeatedly selects for es-

cape mutations (Yang et al. 2000; Conway and Polley 2002). If an epitope is subject
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to dominant immune responses in most host individuals and enjoys no intrinsic ad-
vantage when these responses are lacking, then mutations abrogating recognition of
that epitope are likely to be fixed in the metapopulation causing the nonsynonymous
substitution rate within that epitope to decline. However, the large values of %
often observed at sites within immunogenic epitopes shows that this condition is not
always satisfied. One explanation is that genetic and immunological heterogeneity
among hosts leads to dominant responses to different epitopes in different hosts (Hill
1998; Yewdell and Bennink 1999). In this case, there are no universal escape mutants
and adaptive evolution persists because transmission often exposes the parasite to
a novel immunological environment. Alternatively, if a susceptible genotype enjoys
a sufficiently large selective advantage in the absence of an immune response, then,
even if most hosts mount a response against that genotype, a delay in the onset of
the response may result in a transmission bias favoring the susceptible genotype. If
transmission occurs frequently or if the immune response to the epitope is slow to
develop, then strong transmission bias will maintain the susceptible genotype at a
high frequency within the parasite metapopulation. However, even if the suscepti-
ble genotype is rare in randomly sampled infections, strong transmission bias can
account for large values of % if there are multiple escape mutations accessible from
the susceptible genotype. The susceptible genotype will often predominate in early
infections, but will be quickly replaced by a random escape mutant after the onset
of an immune response to that epitope (Lawson et al. 2002). Because different non-
synonymous substitutions can abrogate the immune response, the nonsynonymous
mutation rate will remain high.

Rapid changes in parasite density following colonization can create transmission
biases that are independent of host immune system dynamics. Even in the absence of
an effective immune response, target cell depletion may regulate intrahost densities

of cytopathic viruses (Nowak and Bangham 1996, Wodarz and Bangham 2000). In

general, if resource availability limits parasite density within hosts, then competition



65

for these resources will intensify after a productive infection has been established.
This may lead to selection for rapid replication rates, for mechanisms interfering
with the replication of competitors (e.g., mechanisms preventing superinfection of a
cell or cluster of cells), or for the ability to utilize a wider spectrum of resources.
In contrast, these same traits may be disadvantageous during the early stages of
infection, when the parasite is present at low densities and competition is less intense.
For example, if an effective immune response is present from the start of infection,
then there may be a cost to replicating rapidly, at least for intracellular parasites of
vertebrates, if this leads to accelerated loading of peptides onto MHC-I proteins on
the cell surface and greater susceptibility to CTL-mediated responses (Almogy et al.
2002). The optimal replication rate will depend on the severity of competition and
may vary according to the stage of infection. Diversion of resources by the parasite
to interference mechanisms may sustain costs which are adequately compensated
only at high densities, especially if the effectiveness of interference decays rapidly
with distance from the individual deploying the mechanism, e.g., mechanisms that
block superinfection of already infected cells or tissues. Adaptations that enable the
parasite to use additional resources, for example, mutations that alter cell tropism,
may decrease the efficiency with which the parasite is able to use particular resources.
Then, when resources are not limiting for the parasite, specialist genotypes may have
greater fitness than generalist genotypes.

The tradeoffs considered here differ from those which are sometimes invoked to
explain the evolution of reduced virulence. Highly virulent genotypes may have a
selective advantage within hosts but will be selected against if they kill their host be-
fore being transmitted to new hosts (Anderson and May 1982; Ganusov et al. 2002).
Unless there is a direct tradeoff between virulence and transmissibility, i.e., a trans-
mission bias, this cost will be borne by all parasite genotypes occupying the infected
host, not only by those which are the most virulent. Less virulent genotypes can still

be favored under these conditions because of selection among parasite populations
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infecting different host individuals. In contrast, when there is a direct tradeoff be-
tween virulence and transmissibility that operates within rather than between hosts,
then there will be biased transmission of less virulent genotypes followed by partial re-
placement by more virulent genotypes. In some cases, selection occurring both within
and between hosts may jointly govern the evolutionary dynamics of parasite virulence.
Rapid progression to AIDS probably contributes to the scarcity of CXCR4-using viral
genotypes among individuals recently infected by HIV-1 because AIDS-related illness
and mortality limit the opportunities for transmission of these genotypes. However,
as we discuss in detail in the next section, some studies suggest that transmission
bias may directly favor CCR5-using genotypes (Zhang et al. 1993). If true, then at
least at the level of coreceptor usage by HIV-1, transmission bias actually reinforces
the tendency of inter-host selection to favor less virulent genotypes. Hybrid models
combining elements of the measure-valued process studied here with elements of the
traditional models used to study virulence evolution may help to clarify the relative
importance of these several kinds of selection to the evolutionary dynamics of parasite
virulence. We briefly describe such a model below.

Transmission bias operating among parasites of the same species shares some
features in common with the persistence of fugitive species in ecological communities
(Hutchinson 1959). When resources are patchily distributed in either space or time,
a species which utilizes those resources less efficiently than its competitors may still
persist if it is better able to disperse to newly available patches. Some parasite
species may survive as fugitive species within communities of parasites competing
for a common set of hosts. Moreover, the same may be true of certain genotypes
segregating within a single species, if transmission biases compensate for selective
disadvantage during established infections. By analogy with the ecological jargon, we

could call these fugitive genotypes.’
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2.2.  Additional Applications

The significance of the host-parasite association for the population genetics of in-
fectious organisms has received only limited theoretical development (Frank 2002).
Bergstrom et al. (1999) and Miralles et al. (2001) resorted to numerical simulation of
models explicitly incorporating multiple discrete hosts to study the effects of trans-
mission on the evolution of parasite virulence. They assumed that each infected host
supports an effectively infinite number of parasites, which are assigned to a linearly
ordered, discrete set of fitness classes, and characterize the state of each infection by
the distribution of fitness classes among the parasites comprising that infection. In
both models, the number of infected hosts was held constant for the duration of a
simulation, but the pool of infected hosts was subject to complete turnover at peri-
odic times with transmission effected by random, unbiased sampling of parasites from
hosts extant just prior to a turnover event. Between turnover events, each infection
was allowed to evolve deterministically, with changes in the intrahost frequency of
each fitness class caused by mutations between adjacent classes and by competition
between all classes. Miralles et al. (2001) compare their simulations with fitness data
obtained from a set of serial transfer experiments using vesicular stomatitis virus.
Because they worked with a small host population, represented by 20 flasks con-
taining cultures of infected cells, fluctuations in the metapopulation distribution of
virulence may be significant. We describe below an alternative weak limit for the
measure-valued processes that takes these fluctuations into account, but we note that
this limit is valid only when the difference in the states of the parasite populations
infecting the donor and recipient hosts immediately after transmission is small. That
condition may have been satisfied by these experiments, which allowed for transfers
of large numbers (10°) of viruses between cultures, with presumably minimal changes
in virulence due to random sampling, although the possibility of larger changes due

to biased transmission remains. A more serious complication is that coinfection and
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superinfection are permitted in the models permitted by Bergstrom et al. (1999) and
by Miralles et al. (2001). A weak limit still exists when we incorporate coinfection
and superinfection into our model, but as we show below this process can no longer
be represented using a time-homogeneous jump-diffusion and analysis of the limit
becomes substantially, if not intractably, more difficult.

In contrast, Rouzine and Coffin (1999) and Lazaro et al. (2002) model the effects
of severe transmission bottlenecks on the evolution of viral populations using chains
of processes in which the intrahost evolution of the virus is sporadically interrupted
by transmission to a new host. Strictly speaking, these models only apply to vi-
ral evolution within an unbranching epidemiological lineage, such as those generated
experimentally by Lazaro et al. (2002) through serial transfers of foot-and-mouth dis-
ease virus to successive cell cultures. Rouzine and Coffin (1999) analyze a structurally
similar model but apply it to a different problem. These authors use a chain of pro-
cesses to derive an approximation for the equilibrium transmission frequencies of a
pair of alleles segregating at a single locus and subject to reversible mutation, purify-
ing selection, and periodic transmission bottlenecks. They then use this distribution
to interpret patterns of nucleotide diversity observed in a collection of HIV-1 protease
sequences sampled from a group of 11 patients. The legitimacy of this analysis rests
on whether the chain model provides a reasonable description of the metapopulation.
The convergence proof given in the appendix suggests that this could be the case if the
number of infected hosts is large and if transmission bottlenecks sometimes result in
large changes in allele frequencies. (This proof does not directly apply to Rouzine and
Coflin’s model, which assumes that the age of any infection at the time of transmission
is constant rather than exponentially distributed. The assumption that the time of
transmission is exponentially distributed is crucial to the proof because otherwise the
corresponding measure-valued process is no longer Markov. However, by extending
the state space F to include the age of the infection and by allowing the transmission

rate A to be state dependent, we can approximate a model with fixed transmission
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times by a series of models with state-dependent transmission times with increasing
concentration of the rate at the fixed time. The convergence proof will apply to each
of the approximating models and with some additional work it should be possible to
prove the same for Rouzine and Coffin’s model.) Noting that Rouzine and Coffin’s
model allows for the transmission of at most two viral clones, all that remains is to
verify that the conditions on the size of the epidemic and on transmission are valid
for the data being analyzed. Unfortunately, all that we know about these patients
is that they were sampled between 1991 and 1993 while receiving treatment at the
University of California at Los Angeles Center for AIDS Research and Education and
that at the time of sampling each patient had a CD4+ count below 500 cells per
mm?, suggesting that they had been infected one or more years earlier (Lech et al.
1996). As we discuss above, both experimental and observational studies indicate
that severe bottlenecks usually accompany sexual transmission of HIV-1, so we could
reasonably infer that the second condition holds for the data if we knew that sexual
transmission was the primary epidemiological link between these patients. In light
of the common geographical origin of the patients and of the rapid growth of the
epidemic within the US in the late 1980’s when these individuals were infected, the
validity of the first condition is more suspect. It is plausible that some or all of these
patients may share a common recent index case. If this is true, then the chain model
may provide a very poor description of the distribution of alleles among individuals
‘because it presupposes that contemporary infections are effectively independent of
each other. Sampling hosts from a larger geographical region may help to circumvent
this problem and phylogenetic analysis of the sample could be used to assess the
relatedness of the infections.
One limitation of the infinite epidemic scaling is that finite sets of parasites sam-
pled from multiple hosts fail to coalesce in a finite amount of time. This is evident, for
example, in the asymptotic independence of lineages that permits the limiting process

to be represented as a stochastic process on the state space E. As we discuss below,
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the Fleming-Viot process can be used to construct an alternative model of parasite
metapopulations in which genealogical relationships between infrapopulations are re-
tained in the infinite population limit. Another approach is suggested by Wakeley
(1998) and Wakeley and Aliacar (2001), who describe a coalescent process for large
metapopulations. We can apply this model to infectious microorganisms by iden-
tifying infected hosts with occupied patches, superinfection with migration between
occupied patches, and transmission to uninfected hosts with extinction-recolonization
events. Although coalescent theory has recently seen widespread application to epi-
demiology (Vasco et al. 2001; Pybus et al. 2003), the majority of these studies have
neglected the structuring of parasite populations by the host-parasite association. If
infections are acute, if transmission bottlenecks are so severe that only one parasite
successfully transmits between the donor and recipient hosts, and if there are no
transmission biases, then estimators and statistical tests derived from an unstruc-
tured coalescent process may be adequate. However, when these conditions fail, as
they probably often do, coalescent-based analyses which neglect the host-parasite as-
sociation may be misleading. In such cases, it may be possible to obtain more accurate
results by instead working with a structured coalescent process. Unfortunately, both
structured and unstructured coalescences are greatly complicated by deviations from
neutrality which, for parasites, can come from selection operating within hosts and
from transmission biases. A suitable coalescent model for parasites may require mar-
rying the ancestral selection graph described by Krone and Neuhauser (1997) with the
metapopulation coalescent of Wakeley and Aliacar (2001), leading to a birth-death
process both for individual parasites and for individual infrapopulations.

QOur model also invites comparison with the measure-valued diffusion introduced
by Fleming and Viot (1979) as a version of the infinite alleles model. The Fleming-
Viot process can be constructed as the weak limit as N — oo of a set of N Markov
processes coupled by Moran sampling, in which pairs of individuals are chosen at

random, one to be replaced by an identical, but independently evolving copy of the
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other. We do not obtain a Fleming-Viot process as the limit of the metapopulation
models studied here because we allow the initial state of a new infection to differ from
the state of the transmitting infection. Were we to instead require an exact match
between the state of the donor and recipient infections, then we would have to set
v{(z,dy) = §,(dy), which causes the zeroth order jump term in the limiting generator

to vanish:
Af' (0, 1)) ({(9(y) — ¢(2)), 0a(dy)), p(dz)) = 0 (2.1)

However, the order O(N ™) jump terms do not vanish. If we rescale the extinction-
transmission rate by a factor of NV, setting Ay = NA, then these terms make zeroth

order contributions to the limit, which is a Fleming-Viot process with generator:

GV () = f'({d, 1)) A, ) + é-/\f”(@ﬁ, m)({(6%), 1) — (6, 1)*) (2.2)

The crucial difference between this generator and that obtained for the weak limit of
our metapopulation processes is that the second-derivative of f persists in the former
case. This term corresponds to a diffusion in the space of probability measures and
implies that the Fleming-Viot process is truly a stochastic measure-valued process,
even when the initial condition is non-random. We can interpolate between these
two constructions by replacing the fixed transmission kernel v(z, dy) used above by
a sequence of transmission kernels, v~ (x, dy), which converge to 8,(dy) as N — oo

in the following sense: for each x € E and each ¢ € D(A),

dim N (g, (z, dy)) — 6(2)) = (¢, 7(=, dy)) (2.3)

where v(z,dy) is a fixed probability kernel on E. Because D(A) is dense in C(E)
(A generates a Feller semigroup), this condition is equivalent to the statement that
for each z € E, the Radon measure N(v" (z,dy) — d.(dy)) converges weakly to the

probability measure y(z, dy). If we then rescale the transmission rate by a factor of
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N, we see that the generator G of the limiting measure-valued process is:

Gy(p) = ['({6,m) ((Ad, 1) + A ((d(y) — ¢(x), v(x, dy)), ul(dz))) +
AF" (b, ) (67, 1) = (b, 1)%) (2.4)

Comparing G with GV shows that the G is itself the generator of a Fleming-Viot
process but that the underlying spatial process is now the jump diffusion with gen-
erator L = A + J. In other words, the process generated by G can be thought of
as a random perturbation of the deterministic measure-valued process studied in this
study. However, the scalings required to justify G as a reasonable approximation to
the finite metapopulation processes differ from those which we invoked to arrive at
. For this alternative model, we must assume that transmission usually results in
only small differences (in fact, of order N™!) between the state of the transmitting
and the new infections and that transmission occurs rapidly relative to the infrapop-
ulation processes modeled by A. In one respect, this is analogous to the rescaling
that leads to a diffusion process as the weak limit of finite population Fisher-Wright
models: changes in allele fi'equellcies due to mutation and selection must be of or-
der N !, where N, is the effective population size, and time must be measured in
units of IV, generations. Where it applies, this approach has the advantage that the
limiting Fleming-Viot process accounts for the random fluctuations in the state of
the parasite metapopulation that arise from the finiteness of the host population. In
Figures 2.1 - 2.3, we depict the fluctuations in the mean frequency of allele A; for
the deterministic two-allele model in populations of N = 10, 100, or 1000 infected
hosts. For these simulations we took A = 0.01 and g = 0.001 and used the trans-
mission kernel specified by equation (1.104). When the number of infected hosts is
small, these fluctuations are quite substantial. Unfortunately, the rather stringent
conditions on transmission that would justify the Fleming-Viot limit probably will
not apply to most host-parasite populations. For example, in order for these con-

ditions to be satisfied by the stochastic two-allele model, the number of successfully
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transmitted parasites must be at least of order N? so that transmission bottlenecks
are relatively mild, and transmission bias, if present, must be weak.

Alternatively, it may be possible to derive a central limit theorem for the fluctua-
tions of the random empirical measure about the deterministic measure-valued limit
obtained from the original scaling. To do so, we should let ZV(¢) = NV2( XN (1) —
X (t)) and then try to characterize the process Z(t) = limy—_.o Z” (t), assuming that
this limit exists. Since we have been unable to prove the necessary convergence
theorem, for now we must be content with a formal characterization of Z(t) which
we obtain using methods adapted from an unpublished manuscript of Anderson and
Watkins. (These authors studied a somewhat simpler measure-valued process derived
as a model for bacterial growth dynamics and were able to rigorously derive a central

limit theorem.) Let ¢ € D(L) and observe that equation (1.3) implies that

vt

M s (0 = 6.XV0) = 0 XUO) - [ (Lo XV ohas (29

0

is a martingale for all positive integers V. Since,
0= (6,X(0) - (6. X0 - [ (Lo, X" (s)ds (2:6)
it also follows that ZV(t) satisfies the following equation:
@270 = 3,27O) + [ (06,286 Nds + N M () @)

If we take the limit N — oo, equation () suggests that Z(t) satisfies an equation of

the form:
t
(6.2(6)) = (6, 20} + [ (Lo, Z(5)ds + Meox(t) 2.8
0
where Mg x> (t) is a martingale defined by the limit:

M<¢,X>(t) = ]\}1—1}3)0 N1/2kfg¢’XN><t) (29)

A second application of equation (1.3) to ¥(u) = ((¢, XN (t)))? shows that the

quadratic covariation of the martingales M7 5. xn(t) and M. u 6oV (1) for ¢1,00 €
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D(L) is given by:
1 of
[]\Jiv¢1,XN>, ]\/fiv¢2’XN>]t = ]—v—/ A(¢1,¢2,XN'<S))CZS (210)
0

where

A1, d2, 1) = (Vo1 - a - Vo, )+
A{(@1(y) — 91(2))(B2(y) — ¢a(2)), v(z, dy)), w(dx) x p(dz))  (2.11)

Provided that the limiting martingales exist, the quadratic covariation of M.y, x>

and M.y, x> will then be:

(Mo Mgy x> = /0 Ay, 2, X (5))ds (2.12)

Letting S; denote the semigroup generated by L, we can rewrite the hypothetical

equation (2.8) in the form:

(6, 22) = (S, Zo) + (&, Mx(8)) + /@ (LS, My (s))ds (2.13)

Because the atoms comprising the measure X*(¢) do not evolve independently, the
argument used by Anderson and Watkins to justify a central limit theorem for their
model does not apply here. However, the asymptotic independence of these atoms as
N — oo does makes it plausible that the limit Z(t) still exists as a Gaussian measure
valued process. If this conjecture is true, then Z(t) can be characterized by its mean

and covariance functionals which, from equations (2.12) and (2.13), are given by:

E[(¢, Z1)] = (S, Zo) (2.14)

tAU

Cov((¢1, Zt), (P2, Zu)) = ; A(Si—s1, St—s¥9, X (s))ds (2.15)

and the finite population process can be approximated by the sum:

XNy~ X(£) + N7V Z(t) (2.16)
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Because X(t) is deterministic, this approximation suggests that the integral of a test
function ¢ with respect to the measure X (¢) can be approximated by a normal

random variable with mean:
<¢7 X<t>> + N~1/2<St¢7 ZO) (217)
and variance-covariance matrix:

/O Aoy S X () (2.18)

Thus, if X(¢) and S; can be determined, then these can be used to study both the
limiting deterministic behavior of the parasite metapopulation and the fluctuations
resulting from epidemiological linkage between finitely many infected hosts.

Although the model studied in this study incorporates information about both
the local dynamics of individual infrapopulations and the global dynamics of the
metapopulation, the Moran model governing transmissions and extinctions is overly
restrictive. In light of the biological and clinical significance of epidemiology and the
potential for interesting interactions between the local and the global dynamics, we
would like to be able to extend or modify this model to allow for more complicated
epidemiological scenarios. In the remaining text, we consider how to incorporate the
following four generalizations: a variable number of infected hosts, state-dependent
transmission and extinction rates, coinfection and superinfection, and heterogeneity
among hosts.

Many epidemics undergo pronounced changes in size. Some experience prolonged
monotonic expansions, like the sustained rise in global HIV-1 prevalence over a period
lasting at least two decades, whereas others have chaotic or noisy short-term dynamics
with repeated episodes of expansion and contraction (Rohani et al. 2002). The number
of infected hosts will change whenever there is an imbalance between the rate at which
new hosts are infected and the rate at which infected hosts either recover or perish.

Because the Moran sampling scheme forces these two rates to be equal, we cannot
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directly accommodate changing epidemic sizes within our model. One alternative is
to replace the sampling scheme with a birth-death process and then leave the resulting
empirical measures unnormalized. With appropriate scaling of the rates, these finite
population processes will converge weakly to a Dawson-Watanabe process perturbed
by the jump kernel (Etheridge 2002). Alternatively, it may be possible to capture
some of the qualitative effects of changing epidemic size with the original model
by allowing the sampling rate A to be time-dependent. In an expanding epidemic,
there is an excess of new infections relative to recoveries and deaths, and so the
impact of transmission bottlenecks and biases on parasite evolution is magnified in
comparison with an equilibrium epidemic with the same rate of recovery and death.
Likewise, contraction of the epidemic occurs when there are fewer new infections than
recoveries and deaths, and leads to a diminished role for transmission bottlenecks and
biases. Within the equilibrium model studied here, the impact of transmissions on the
evolving parasite metapopulation is dependent on A. Larger values of A enhance the
role of transmission relative to events occurring during established infections. This
observation suggests that it may be possible to mimic the effects of epidemic expansion
or contraction by allowing A(t) to be either an increasing or decreasing function of
t, respectively. Implementation of this strategy would require determining how to
formulate A(Z) given the dynamics of N (¢).

One source of variation in the rates of extinction and infection may be the com-
position of the parasite metapopulation itself. Thus far we have assumed that the
turnover rate A is constant and that the choice of hosts participating in a turnover
event is independent of the states of the corresponding parasite infrapopulations. In
this setting, transmission biad is defined with respect to individual infrapopulations
only: if each infrapopulation is fixed for some genotype or phenotype, then transmis-
sion bias completely disappears. However, we could also allow the turnover rate to
be a function of the states of the two infrapopulations involved in the turnover event.

Given a bounded, measurable function, A : £ X E — R™*, suppose that the rate of
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replacement of an infrapopulation with state x; by a new infection transmitted from
an infrapopulation with state xg is equal to A(zy1,22)/N when there are N infected
hosts. Because there are N? such pairs, the per-pair rate must be rescaled by a factor
of N™! to keep the population-wide rate of the same order as the size of the popula-
tion. As with the original model, we can characterize the large population limit by
determining the limiting form of the generator as N — co. Defining ¥(11) = f({¢, 1)),

we obtain the following expression:

Gp(u) = ({6, 1)) [{(Ad, i)+
</\(£C1> 332) ’ <¢(y> - (,é(ml)? ’7(1:27 dy)): ,u,(darl) X M(da’2)>] (219)

This too corresponds to a deterministic measure-valued process on P(E), but because
of the presence of the product measure in the jump terms it is no longer possible in
general to represent this process using a jump diffusion on E.

The function A affects both the rate of turnover and the likelihood that partic-
ular infrapopulations participate in turnover events. If the choices of x; and x4 are
independent, then we can write A(z1,25) = A(21) - Ag(z2), where )\ and Ay are
bounded, measurable, non-negative functions on F that define the relative extinction
and transmission rates, respectively. Regions of £ in which ), is large will tend to be
underrepresented in the parasite metapopulation because infrapopulations belonging
to these regions will suffer disproportionately rapid extinctions. Because transmis-
sions are filtered by the transmission kernel, the effect of the transmission rate function
on the metapopulation is more subtle. If transmission bias within infrapopulations
is concordant with transmission bias between infrapopulations, then regions of ¥ in
which ), is large will tend to be over-represented in the parasite metapopulation. This
would be true, for example, if the contact rate between infected and uninfected hosts
was constant, each contact resulting in the physical transfer of a random number of
parasites from the donor to the recipient host, this number also being independent

of the state of the donor infrapopulations, while the probability of survival of each



31

transferred parasite was genotype- or phenotype-dependent. Certain genotypes or
phenotypes would not only be favored for transmission relative to other genotypes or
phenotypes existing in a common infrapopulation, but infrapopulations with greater
densities of these favored types would also be more likely to successfully initiate a
new infection when a contact event had occurred. It is also possible, however, that
these two forms of transmission bias sometimes act discordantly. For example, rapidly
replicating parasites may be both more likely to escape stochastic extinction following
transmission and more likely to cause debilitating illness in infected hosts. While the
first of these two properties might result in biased transmission of these parasites rela-
tive to more slowly-replicating parasites infecting the same host, the second property
will enhance transmission from hosts infected solely by slowly-replicating parasites.
The balance between these two biases will depend on the precise forms of the trans-
mission rate function and the transmission kernel, as well as on the extinction rate
function if the recovery or mortality rates depend on the parasite replication rate.

It is also possible to incorporate state-dependent extinction and transmission with-
out requiring rate variation. To do so, introduce a pair of functions w!, w? : £ — R™T
and define the measure valued functions W* : P(E) — P(E) according to the rule:

wi(a) - p(da)

Wi () = = L

(2.20)

If, at the time of a turnover event, the distribution of the metapopulation is given by
i, then the infrapopulation suffering extinction is chosen according to the measure
W1 (1) and the infrapopulation transmitting to the recipient host is chosen according

to the measure W2(1). The generator of the limiting process is given by:

G(p) = f'({g, 1)) [(Ad, u)+
A {(o(y) = plar), Y(m2, dy)), W (u(dwr)) x W (u(dz2)))] (2.21)

Because of the non-linear transformations of the measure p, analysis of this process

seems even less tractable than in the preceding case.
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A similar extension - presenting the same technical challenges - can be used to
incorporate co-infection and superinfection into the model. During a co-infection
event, parasites are concurrently transmitted from two or more infected hosts to an
uninfected host. One way that co-infection can occur is when parasites are shed
into the environment, resulting in mixed populations of parasites shed by different
hosts that can subsequently infect other hosts (Fisher and Viney 1998; Paterson et
al. 2000; Sire et al. 2001). Alternatively, a susceptible host could be exposed to a
succession of infected hosts in a short peried of time, with successful transmission
occurring from more than one of these individuals. Strictly speaking, this second
scenaric is an example of superinfection, in which an already infected individual is
reinfected. However, in keeping with our wide sense definition of the transmission
process and of transmission bias, it may be reasonable to model such cases as co-
infections provided that the latter transmissions occur before the parasites derived
from the initial transmission have given rise to an established infection. To model co-
infection, let p; denote the probability that a new infection results from transmission
from a single infected host, let p; = 1-p; denote the probability of coinfection by two
infected hosts and introduce a co-infection kernel vs(z1, zo, dy) defined on E. Here
we consider the case of co-infection by at most two hosts, noting that extension to
greater numbers of transmitting hosts can be achieved along similar lines. The co-
infection kernel specifies the distribution of the state of the new infection given that
the states of the transmitting infrapopulations are z; and z2. Note that this kernel
should be symmetric in these first two arguments. Then, in the infinite epidemic

limit, we obtain a deterministic measure-valued process, with generator:

Gy(p) = (g, m) - [(Ad, 1) + pid ((8(y) — ¢(z), v(z, dy)), u{dz)) +
A ((B(y) — p(21), ya(21, T2, dy)), p(dmr) X pu(dz2))] (2.22)

Superinfection leads to a formally equivalent result. Let A; be the rate at which

superinfection occurs and introduce a superinfection kernel v,(z1, 22, dy), where x;
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denotes the state of the superinfected infrapopuplation just prior to superinfection,
x4 denotes the state of the superinfecting infrapopulation, and the kernel specifies the
distribution of the state of the superinfected population immediately after superinfec-
tion. In general, v2(z1, 22, dy) will not be symmetric in its first two arguments and in
fact we would expect the measure to be concentrated around z;. We can incorporate
state-dependent rate variation in superinfection directly into the superinfection kernel

by expressing this as a mixture:

Ys(21, 22, dy) = (1 = ps(21, T2)) - 05, (dy) + ps(21, T2) - Voo (21, T2, dy) (2.23)

where ps(z1, z2) denotes the probability that a superinfection of an infrapopulation
with state z' by one with state z? is successful and ~,, is the superinfection kernel
conditioned on a successful superinfection. The generator of the limiting process is

given by:

Gap(p) = Gi(u) + f'({d, 1) -
(s {((8(y) — b(21), vs(21, T2, dy)), puldr) X pldaz))]  (2-24)

The difficulty encountered when we incorporate co-infection or superinfection events
into the model is that more than one infected host participates in the transmission
event and the state of the resulting infection depends on the states of the several con-
tributing infrapopulations. As above, this leads to the presence of product measures
in the generator and no simple way to analyze the corresponding process.

Many studies have documented both environmental and heritable variation in
immune function in humans and other vertebrate species (Zinkernagel et al. 1996;
Hill 1998; Marslund et al. 2002). Malnutrition negatively impacts both humoral
and cell-mediated immune responses (Duggan and Fawzi 2001; Chandra 2002) and
homozygosity at the MHC-1 loci is associated with an increased susceptibility to
infection by viral parasites and a diminished capacity for controlling such infections

when they do occur (Hill 1998). However, in taking a single Markov process to
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describe intrahost evolution of the parasite and a single jump kernel to describe
transmission, we have ignored both fixed variation between hosts as well as well as
host-parasite interactions that may alter the environment in which individual parasite
infrapopulations evolve. We can extend the current model to account for both kinds
of host heterogeneity by expanding the state space F to the product E x H, where H
is a state space characterizing hosts. Each infection can be described by an ordered
pair (zp, x1), where , describes the state of the parasite population and x; descibes
the state of the host, and we allow the two to co-evolve according to a Feller process
with generator A defined on a domain D(A) C C(E x H). Because transmission may
depend on the states of the donor and recipient hosts, we introduce a jump kernel
v((zp, @n), (dYp, dyr)). In this setting, the epidemic is described by a probability
measure X;(dz,, dzy) € P(E x H) and we note that, in general, this measure is not a
product measure and that the distribution of states of the parasite populations must

be obtained as a marginal distribution:

Xp(dxp;t):/ Xi(dz,, dzy) (2.25)
H

In general, the marginal process X,(dz,;t) is not Markov.

We can illustrate this extension of the model using a simple example with two
kinds of hosts. Let H = 1,2 and let 4, and Ay denote the generators of Feller
processes on the parasite state space . If we assume that hosts do not change type

during infection, then the generator A is defined by the equation:
A¢($p, iEh) = A1¢($p, 1)l{mh=1} + A2¢($p, 2)1{1,1:2} (226)

where ¢(zp, zn) = $1(2p)liay=1} + G2(2p)l{z,=2; and ¢; € D(A4;) for j = 1,2. To
complete the description of the model, we need to specify the jump kernel . First,
suppose that the relative abundances of the two types of hosts are fixed, with p;
denoting the frequency of hosts of type j, and that the likelihood of transmission

between hosts depends on their types only through the relative abundances (i.e.,
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we assume a mass-action model of transmission). We do, however, allow for the
possibility that transmission biases and bottlenecks may depend on the types of the

donor and recipient hosts. Then the jump kernel is of the form:

V((@p, Tn), (dyp, dyn)) = Z L, =i105(dyn)pi Vi (Tp, dyy) (2.27)

ij=1

where 7;;(@p, dyp) is a jump kernel on & describing transmission bias for transmission
of the parasite from a host of type ¢ to a host of type j. Such a kernel could be used
to model evolution at a locus segregating multiple alleles subject to different immune
responses in different hosts. We can also accommodate parasites with multiple host
species. For example, some parasites obligately cycle between different host species,
e.g., Plasmodium falciparum cycles between human and mosquito hosts. In this case,

the jump kernel will be of the form:

Y((@p, n), (dyp, dyn)) = Z l{xh=i}5j(dyh)%j($pv dyp) (2.28)
i#]

where the only nontrivial jump kernels on E are y12(p, dy,) and a1 (zp, dy,) signifying
that type 1 hosts can only infect type 2 hosts and vice versa.

We conclude with the observation that, apart from Sawyer’s (1976) study of the
conditional distribution of the past frequencies of alleles evolving under genetic drift,
jump diffusions seem to have escaped the attention of theoretical population geneti-
cists. This is unfortunate, since these processes arise as natural extensions to the
Fisher-Wright diffusion when there are rare, but regular perturbations of the popu-
lation that cause large, essentially instantaneous changes in allele frequencies. One
phenomenon for which jump diffusions may prove to be useful models is what Gille-
spie (2000) has dubbed ’genetic draft’. When an allele with a large fitness advantage
enters a population, it is either rapidly lost by genetic drift or else rapidly fixed by
natural selection. If the mutation is fixed, then neutral variation at tightly linked

sites will generally be lost as the haplotype represented by the chromosome on which
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the favored allele first appeared hitchhikes to fixation. Gillespie (2000) noted that the
first and second moments of the change in allele frequencies due to genetic draft in a
finite population are identical (apart from a scalar multiple) to those which occur in
the finite population Fisher-Wright model. However, whereas the higher order mo-
ments in the Fisher-Wright model decay sufficiently rapidly with increasing effective
population size that the appropriately rescaled process converges to a diffusion, this is
not true when genetic draft is operative. Instead, with this same rescaling, the finite
population models of genetic draft converge weakly to a jump diffusion. Between
hitchiking events, allele frequencies evolve according to the standard Fisher-Wright
diffusion. When a hitchiking event occurs, the allele frequencies jump to new values
which are random variables with distributions that depend on the allele frequencies
immediately prior to the hitchiking event. With complete linkage and under the as-
sumption that the favored allele goes completely to fixation, the jump kernel of this
process is supported on the vertices of the simplex describing the allele frequencies.
With looser linkage (but still assuming strong selection for the favorable allele), the
jump kernel is no longer atomic, because recombination prevents the hitchiking allele

from being completely fixed.
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3. TrANSMISSION Bias anD HIV-1 VACCINE DESIGN

The possibility of biased transmission of HIV-1 has led to suggestions that HIV vac-
cines should target the most frequently transmitted viral genotypes (McNearney et
al. 1992; Zhu et al. 1993; Zhang et al. 1993; Miller 1998; Williamson et al. 2003). If
transmission bias is absent or weak relative to selection during established infection,
or if transmission bias only favors alleles that are highly fit in established infections,
then the most frequently transmitted genotypes will, on average, also be the most
abundant genotypes at every stage of infection. In this case, it will be possible to iden-
tify suitable vaccine targets using genotype frequencies estimated from viral sequences
sampled without regard to age of infection. In terms of our model, the rank abun-
dances of the viral genotypes under both the equilibrium transmission distribution
and the invariant distribution will be the same. On the other hand, if transmission
bias is strong and favors alleles that are selected against during established infection,
then the relative frequencies of viral genotypes could change over the course of the in-
fection and determination of the most frequently transmitted genotypes may require
deliberate sampling of newly infected hosts (Williamson et al. 2003). This scenario
is illustrated in Figure 1.3 where for sufficiently strong transmission bias favoring the
allele A; (large values of a) and sufficiently strong intrahost selection against this
allele (large values of s), the equilibrium frequency of A, under 7(dz) is less than 0.5
but the equilibrium transmission frequency of Ay, k, is greater than 0.5. Likewise,
whenever in Figure 1.4 we have x — M; > 0.5, then necessarily the rank abundances
of A, and Ao are reversed under the two measures, 7 and k. As is apparent from
Figure 1.5, this condition is most likely to be satisfied when the turnover rate, A, is
small, suggesting that attention to the ages of infections used to estimate genotype
frequencies may be particularly important for parasites causing chronic infections,

such as HIV. Because several studies of primary HIV infections have been interpreted
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in terms of transmission bias and because the design of an effective HIV vaccine re-
mains one of the most important and most challenging problems facing immunology,
we have devoted this part of the article to a survey of the relevant evidence and its
implications for vaccine design. However, some of these considerations may apply to
vaccine target selection for other antigenically diverse parasites as well.

If there are immunologically relevant regions of the HIV-1 genome subject to
discordant selection at different stages of infection, then existing collections of HIV
sequence data could be misleading when used to guide target selection for HIV vac-
cines (e.g., Ellenberger et al. 2002; Gaschen et al. 2002). Without frequent testing of
groups at risk for contraction of HIV, it is difficult to obtain viral sequences from in-
dividuals who have been recently infected. Acute infection typically lasts from one to
three weeks and is usually either asymptomatic or else produces a brief "flu-like’ illness
that is rarely diagnosed as HIV infection. Seroconversion occurs from one to three
months after transmission and is the first stage at which HIV antibodies are easily
detected. Although PCR technology now allows sensitive detection of HIV-1 infec-
tion prior to seroconversion, reliance on serostatus to identify HIV infections means
that existing HIV sequence collections consist mainly of post-seroconversion sequences
that were subject to months or even years of evolution subsequent to transmission.
Genotypes that are usually prevalent only during acute infections will therefore be
underrepresented in these collections.

We first consider the evidence for transmission bias before addressing whether this
bias ever favors alleles which are maladapted to conditions prevailing in established
infections. Although the first suggestion that HIV-1 transmission is restricted to
certain viral genotypes was published more than ten years ago (McNearney et al.
1992), subsequent studies of viral diversity during acute infection have not fostered
consensus as to the significance, the targets, or the proximate causes of transmission
bias. Given that most studies have analyzed data from small numbers (n < 10) of

infected persons belonging to populations that are biologically and epidemiologically
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distinct, it is not surprising that there have been so many conflicting results and
interpretations. Variation and uncertainty in the age of the infection when viral
sequences were first collected might also account for some of the differences (Learn
et al. 2002). Finally, because most surveys of acute stage viral diversity have focused
on the HIV envelope gene, even less is known about the effects of transmission on
polymorphism segregating in the remaining nine genes.

Despite these limitations, most studies have shown that viral populations in re-
cently infected persons are significantly less diverse than those in either the matched
donors or unmatched post-seroconverters (McNearney et al. 1992; Pang et al. 1992;
Wolfs et al. 1992; Zhu et al. 1993; Zhang et al. 1993; Zhu et al. 1996; Delwart et al.
2002). The exceptions to this pattern have been of two types. First, three surveys of
female seroconverters in sub-Saharan Africa revealed that a majority (50 - 60%) of
these women harbored heterogeneous viral populations during acute infection (Poss
et al. 1995; Kampinga et al. 1997; Long et al. 2000). A subsequent study by Long
et al. (2002) bf heterogeneous primary infections showed that viral diversity was par-
titioned between two or three homogeneous clusters, each of which was individually
about as diverse as a typical homogeneous primary infection. Superinfection from
multiple partners could explain these observations, but phylogenetic analysis demon-
strated that sets of viral sequences obtained from individual subjects were reciprocally
monophyletic. Intead, it is likely that these infections were the result of the success-
ful transmission and expansion of a small number of genetically distinct clones, all
obtained from the same partner. In contrast, primary infections have been genet-
ically homogeneous in almost all male subjects studied in North America, Europe,
and Africa and in a majority of vaginally-infected North American women. This is
the pattern expected if these infections develop following the successful transmission
and expansion of only a single viral clone.

The second exception concerns the time of onset of viral homogeneity during acute

infections. Most studies have relied on sequences collected from around the time of
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seroconversion and thus are unable to discriminate between transmission of a ho-
mogeneous inoculum and loss of diversity following transmission of a heterogeneous
inoculum. Cornelissen et al. (1995) documented a case of intramuscular injection
of HIV-contaminated blood at a known date in which sequence diversity within the
V3 loop of envelope actually decreased from the first to the second sample. Similar
changes were observed in 7 of 8 homosexual men studied by Learn et al. (2002): enve-
lope diversity was relatively high in a sample collected 26 to 63 days after the onset of
acute illness, but had declined substantially by the time a second sample was collected
at 72 to 137 days. However, a comparable study by Delwart et al. (2002) found homo-
geneous envelope sequences in 13 of 13 male and 3 of 4 female patients, sampled early
during acute infection. In 9 of these patients, the sample used for sequence diversity
estimation was collected within one to two weeks of the last HIV-1 RNA negative
test, so at least half of these samples were collected at an earlier post-transmission
date than those analyzed by Learn et al. (2002). One difference between the two
cohorts is that the subjects studied by Learn et al. (2002) all had acute symptomatic
illness whereas those studied by Delwart et al. (2002) were asymptomatic throughout
the primary infection. However, with the data available, it is impossible to determine
whether infection by a diverse viral inoculum precipitates illness, whether some trait
(either viral or host) associated with proneness to symptomatic acute infection also
predisposes to infection by a diverse viral inoculum, or whether the observed cor-
relation between illness and primary diversity is spurious. As we discuss below, an
understanding of the dynamics causing primary infections to become homogeneous is
crucial if we are to usefully apply information about transmission bias to vaccines.
Although few studies have surveyed primary diversity outside of the HIV-1 enve-
lope gene, those that have suggest that transmission bias, whether in the strict or the
broad sense, is concentrated within the gpl120 region of envelope. gpl20 is usually
the most diverse region of the HIV genome in chronically infected individuals, but

in two studies primary diversity was actually lower in gp120 than in gp4l, nef, or
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pl7 (Zhang et al. 1993; Zhu et al. 1993). Changes in primary diversity also seem
to fit this pattern: while gp120 sequence diversity was seen to decrease from the
first to the second sample in most subjects, p17 diversity instead increased (Delwart
et al. 2002). HIV-positive women in Africa are again the exception. There was no
correlation between primary diversity in gpl20 or in pl7 in the 8 Rwandan women
studied by Kampinga et al. (1997). These observations are important because they
can be used to distinguish transmission bias from transmission bottlenecks, both of
which reduce primary diversity. Just as purifying selection depletes neutral variation
at linked sites (Gillespie 2000), transmission bias reduces the number of parasites
founding new infections and subjects the entire parasite genome to a transmission
bottleneck. However, because the action of transmission bias at neufral sites is in-
direct, the loss of diversity at these sites on average will be less than at sites where
the bias acts directly. For example, if bias acts on a locus segregating two alleles,
A; and As, by allowing transmission of A; only, then primary diversity at all other
segregating loci will be limited to those alleles that were linked to A; in the donor.
At some loci, the transmitted subpopulation may be monomorphic, whereas at oth-
ers it may remain polymorphic. Furthermore, if the parasite genome recombines,
as that of HIV-1 does (McVean et al. 2002), then diversity will be reduced most at
neutral sites that are tightly linked to the locus subject to the bias. In contrast, if
the transmission bottleneck is strictly neutral, then diversity will be more uniformly
reduced throughout the genome irrespective of recombination. Since in three of the
four studies assessing primary diversity both within and outside of the envelope gene
diversity was disproportionately reduced in gp120 relative to the other regions exam-
ined, it is likely that HIV is subject to transmission bias in the populations covered
by these studies. Region-specific mutation rates could also account for these observa-
tions, but apart from localized variation among individual sites, mutation rates are
approximately constant across the HIV-1 genome (Ji and Loeb 1994) and so we can

discount this explanation. The data for African women is more difficult to interpret,



but neutral transmission bottlenecks could account for the more diverse primary in-
fections observed in some of these subjects, the greater variation in primary diversity
observed between subjects, and the absence of a particular locus where the reduction
in diversity is greatest.

Transmission bias can also be inferred from comparative studies of the viral geno-
types found in donors and recipients around the time of transmission. Zhu et al.
(1993) report that gp120 amino acid sequences obtained from blood-associated virus
infecting two female seroconverters were most similar to sequences comprising minor-
ity populations in the blood of their male partners. In the absence of transmission
bias, the probability that a particular genotype will be transmitted is equal to its
frequency in the donor and so genotypes that are rare in the donor will only rarely be
transmitted to recipients. Discordance between the major viral genotypes of donors
and recipients could be due to transmission bias. However, interpretation of the
data is complicated when the virus has been sexually transmitted because discor-
dance between blood-associated viral populations could also indicate sequestering of
transmissible virus to the genital track and both adaptive and neutral scenarios can
account for divergence between compartmentalized viral populations. In particular,
if, as some evidence suggests (Nickle et al. 2003), viral migration between compart-
ments is restricted, then genetic drift alone could be responsible for significant genetic
differences between virus derived from blood cells and virus derived from the genital
tract. Compartment-specific selection could generate transmission bias in our ex-
tended sense, but neutral differentiation would not. Fortunately, one can distinguish
among these scenarios by comparing viral genotypes obtained from the appropriate
comparments of the donor and the host. To this end, Zhu et al. (1996) isclated virus
from the donor’s semen in four male-male and one male-female donor-recipient pairs.
In each case, the transmitted variants, as defined by the V1-V2 region of the envelope
gene, were most similar to minority populations in both the donor’s semen and blood,

and in some of the pairs, this was true also of the V3 region. These results not only
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corroborate the transmission bias reported in Zhu et al. (1993), but they also suggest
that this bias acts in the recipient rather than in the donor and that the viral geno-
types favored by transmission bias are selected against during productive infections.
In contrast, in the five male-male donor-recipient pairs studied by Wolfs et al. (1992),
the V3 amino acid consensus sequences for blood-associated viral populations in the
recipients were nearly identical to those in the corresponding donors. These authors
did not sequence viral populations obtained from semen. It is not clear how these
results can be reconciled with those obtained by Zhu and coworkers, although the
discrepancy would be expected if the V1-V2 region is a more important determinant
of transmissibility than the V3 region.

Experimental infections of primates using SIV or SIV-HIV hybrid constructs
(SHIV’s) display features consistent with transmission bias. Wei and Fultz (2002)
inoculated two chimpanzees mucosally and one parenterally with a genetically di-
verse HIV-1 inoculum and characterized viral diversity in the resulting infections.
Although primary diversity of the V3 loop of envelope remained unchanged relative
to the inoculum, diversity was greatly reduced in the V4-V5 region. As discussed
above, such region-dependent changes in polymorphism are indicative of transmis-
sion bias. Lu et al. (1996) showed that only one of two SHIV constructs was capable
of intravaginal infection of rhesus macaques, even though both strains established
sustained infections following parenteral inoculation. Significant differences in vagi-
nal transmissibility were also demonstrated for three SIV strains used to challenge
rhesus macaques (Marthas et al. 1993); again, all three were equally competent for
parenteral transmission. While these last two studies do not constitute direct ev-
idence of biased transmission, they do demonstrate heritable differences in vaginal
transmissibility of primate immunodeficiency viruses and are comparable to studies
of HIV-1 suggesting subtype-specific differences in transmissibility (Kunanusont et
al. 1995; Hudgens et al. 2002). Transmission bias is similar, however, in that it too

reflect a heritable difference in transmissibility, albeit at a much finer phylogenetic
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scale. Given the capacity of HIV-1 for rapid diversification, it is not implausible that
phenotypic differences apparent between subtypes could also be replicated within in-
frapopulations. It is notable that the genetic differences between the strains used in
the macaque studies were confined to the envelope gene, indicating that the genetic
determinants of vaginal transmissibility were also located in this gene. This too is
comparable to results obtained from explicit studies of transmission bias.

Even if HIV-1 transmission is biased, this observation is likely to translate into
useful guidelines for vaccine design only if bias acts in a consistent manner on a
common set of targets. As discussed above, there is some evidence that transmission
bias varies according to the mode of transmission and the gender of the recipient.
The geographical location of the donor-recipient pair also seems to be relevant, but
presumably as a covariate with some other host- or virus-dependent factor. The one
common finding among studies which detected transmission bias is that the HIV-1
envelope gene harbors a target for this bias, but neither the location within envelope
nor the identity of the favored genotypes have been identified. Also, because so few
studies of transmission have examined other HI'V-1 genes, the lack of evidence for a
target outside of envelope may only reflect ascertainment bias. Zhang et al. (1993)
reported that the V3 loop was similar or even identical among viruses sampled from
five pre-seroconverters, but that the V4 loop and the V3 flanking regions were not
conserved. Because the V3 loop is one of the most variable regions of the HIV-1
genome, both within and between hosts, it is unlikely that a common V3 sequence
shared among a group of epidemiologically-unrelated subjects can be attributed to
shared ancestry. Had this finding been duplicated by other studies, one might suggest
the conserved primary form of the V3 loop as a plausible vaccine target. However,
Zhu et al. (1993) reported that neither the gpl20 region in its entirety nor the V3
subregion exhibited any common features among the five seroconverters sampled for
their study.

The V3 loop, along with the V1-V2 region, is one of the principle determinants of
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coreceptor usage and cell tropism in HIV-1 (Dragic 2001) and it has been suggested
that CCR5-using viruses may be preferentially transmitted (Zhu et al. 1993; van
Wout et al. 1994; Long et al. 2002). A few cases have been documented in which only
R5 viruses were detected in the recipient even though the known donor harbored
both CCR5 (R5)- and CXCR4 (X4)-using viruses (Zhu et al. 1993; Zhu et al. 1996).
R5 viruses are macrophage-tropic, do not produce syncytia among infected cells in
transformed T-cell lines, and on average are associated with lower viral burdens and
slower progression to AIDS than are X4 viruses which are both macrophage- and T-
cell-tropic and which do induce syncytia (de Roda Husman and Schuitemaker 1998).
Zhang et al. (1998) determined the coreceptor usage of virus isolated from 79 recently
infected homosexual men and found R5 viruses in 71 of these subjects and X4 viruses
in the remaining 8 subjects. Fiore et al. (1994) reported a somewhat higher prevalence
of primary infections by X4 viruses, with 6 of 21 of their European subjects infected
by viruses dependent on CXCR4. Notably, 5 of these cases were found among the 10
heterosexually infected women in their sample while the remaining case was the sole
primary infection by an X4 virus in a group of 11 infected homosexual men. This
difference is marginally significant (Fisher’s exact test: p = 0.051) and it is tempting
to infer a gender dependent restriction on infection by X4 viruses. Utaipat et al. (2002)
studied a group of 15 HIV-1-discordant couples (males HIV-1-positive) and found no
association between coreceptor usage and transmission to female spouses. They did
not, however, study the effects of coreceptor usage on female-to-male transmission in
this population. Long et al. (2002) determined tropism for sets of viruses isolated
from 5 recently infected Kenyan women, three of whom harbored heterogeneous viral
populations, but they detected R5 viruses only. These results are perplexing because
they suggest that although North American and European men and women (and
African men) are likely to be infected by homogeneous viral populations and African
women are likely to be infected by heterogenous viral populations, European men

and African women are more alike with respect to the phenotype of the primary
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infection than either are to European women. Unfortunately, Long et al. (2002)
did not determine viral tropism for any male subjects from this Kenyan population
and thus the apparent discrepancy between these studies may be confounded by other
factors that covary with the geographical locations of the populations studied (Sweden
vs. Kenya). HIV-1 subtype could be one such factor. Most studies of coreceptor usage
have focused on the subtype B viruses circulating in Furope and North America. Less
is known about the dynamics of R5 and X4 viruses among other subtypes (Thompson
et al. 2002), although the R5 to X4 phenotypic switch may be less likely in patients
infected with subtype C viruses, even in the late stages of infection (Abebe et al.
1999; Cecilia et al. 2000). Subtype A viruses were responsible for all of the infections
studied by Long et al. (2002) while subtype E (crf AEO1) viruses were responsible for
those studied by Utaipat et al. (2002).

Several theories have been advanced to account for the prevalence of macrophage-
tropic strains in recently infected hosts. Commenting on experimental studies of HIV
transmission, Miller (1998) notes that strains of SHIV and SIV capable of initiat-
ing productive infections in rhesus macaques following vaginal inoculation produced
greater viral burdens than strains which were capable of parenteral transmission only.
Since X4 strains of HIV-1 replicate more rapidly and often produce larger viral bur-
dens than R5 strains (Koot et al. 1996), a simple appeal to kinetics cannot explain
the paucity of X4 strains in early infections. It is possible that coreceptor usage im-
poses some as yet unidentified tradeoff between replication rate and another trait that
influences transmissibility. For example, Almogy et al. (2002) argue that the higher
replication rate of T-cell-tropic strains makes them more vulnerable to cell-directed
immune responses and they suggest that the emergence of X4 viruses in the later
stages of HIV-1 infection happens because of the deterioration of the host’s immune
system. Greater susceptibility of X4 viruses to beta-chemokine blocking and to neu-
tralizing antibody responses targetting the V3 loop of gp120 have also been reported
(Bouhabib et al. 1994; Scarlatti et al. 1997; Callaway et al. 1999). However, because
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the development of an effective immune response against HIV is delayed following
transmission, this reasoning implies that the kinetic properties of X4 strains should
first favor their expansion within naive hosts but then cause them to be replaced by
R5 viruses as CTL and antibody responses become effective. This series of events was
observed in one of the subjects studied by Cornelissen et al. (1995): intramuscular
injection of contaminated blood with a predominantly R5 viral population resulted
in an infection that was dominated by X4 viruses before seroconversion and by R5
viruses after seroconversion. It is also consistent with the loss of diversity in gpl120
during primary infection reported by Learn et al. (2002), although these authors did
not assess changes in coreceptor usage. In contrast, in most of the subjects studied
by Delwart et al. (2002), gp120 diversity was low even very early in primary infection,
i.e., long before seroconversion, and most of these subjects were already infected by
R5 viruses.

Differences in cell tropism could directly account for differences in transmissibility
of R5 and X4 strains. Positive evidence for this conjecture is lacking, but the ab-
sence of any correspondence between the ability to replicate in Langerhans’ cells and
macrophage or T-cell tropism (Soto-Ramirez et al. 1996) is at least consistent with
the prevalence of X4 strains in primary infections in the women studied by Fiore et
al. (1994). Langerhans’ cells are professional antigen-presenting cells present in the
vaginal epithelium and are thought to be among the first cells infected when HIV-1
is vaginally transmitted (Miller 1998). The ability to infect and replicate in Langer-
hans’ cells may therefore promote vaginal transmissibility of some HIV-1 strains and,
in fact, the greater tropism of subtype E viruses (crf AEQ1) for Langerhans’ cells
relative to subtype B viruses is consistent with the more rapid heterosexual spread of
the former in Thailand (Soto-Ramirez et al. 1996). Of course, these concepts should
apply equally to HIV-1 infection of African women, so this theory does not account
for the absence of X4 strains in primary infections in the women studied by Long et

al. (2002).
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It is possible that multiple processes are responsible for the excess of primary infec-
tions by RS viruses in certain populations. Biased transmission of R5 viruses could be
one contributing factor, although the lack of a mechanistic explanation with empirical
support leaves many questions unanswered about this process. Alternatively, because
X4 viruses become established in only 40 to 50% of individuals with R5-dominated
primary infections and because this phenotypic switch is usually delayed by several
years but is then accompanied by accelerated disease progression (Schuitemaker et
al. 1992; Li et al. 1999; de Roda Husman et al. 1999), the window of opportunity
for transmission available to X4 viruses may be more restrictive than for R5 viruses.
While there is a well-supported mechanistic explanation for this second process, it
can only account for the apparent gender difference in the prevalence of primary in-
fections by X4 viruses if the R5 to X4 switch tends to occur either less frequently
or later during infection in the transmitting partners of male subjects (homosexual
males, heterosexual females, and injecting drug users of both genders) than in the
mostly male partners of female subjects. Evidence for gender-dependent phenotype
switching of HIV is not currently available because studies of this process have focused
on homosexual men. However, if phenotype switching is shown to be independent of
gender and if the gender difference in the prevalence of X4 viruses during primary
infections is not just a sampling artifact, then a transmission bias favoring R5 viruses
must also exist, at least for infection of North American and Furopean males.

The studies summarized above lend some support to the notion that transmission
of HIV-1 is biased and that this bias sometimes acts in opposition to selection within
established infections. However, the target of this bias, whether genetic or phenotypic,
probably depends on the mode of transmission and possibly on other details of the
biology of each donor-recipient pair. How, or even whether, this data could be used
to facilitate development of an effective HIV vaccine is unclear. The effectiveness of a
protective vaccine is in part a function of how similar the CTL and antibody epitopes

incorporated into the vaccine are to the epitopes initially presented by the transmitted
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parasite. In principle, the metric used to assess similarity of the vaccine and challenge
epitopes should be derived from the dynamics of the host immune system. In practice,
this metric is poorly known and similarity is instead judged according to genetic
distances between epitopes. If certain genotypes are favored by transmission bias,
then it may be advantageous to target a vaccine against epitopes that are encoded by
these genotypes. However, apart from the study by Zhang et al. (1993), there is little
evidence at present that a small set of viral genotypes is consistently favored during
transmission. Rather, it seems more likely that certain phenotypes may be favored
during transmission, but that these phenotypes are genetically heterogeneous.

This leads to the more subtle question of whether there is a phenotypic compo-
nent to the immunological distance between epitopes that is not a monotonic function
of genetic distance. In other words, can the effectiveness of a protective vaccine be
improved by selecting vaccine targets which share certain phenotypic properties in
common with transmitted virus but which in general are genetically distinct? The
answer to this question probably depends on the vaccine type and on the kind of
phenotype subject to the transmission bias. If the phenotype covaries with some
structural feature of a single viral protein (e.g., coreceptor-usage and the density of
positive charges in the V3 loop), then by matching the phenotype of the vaccine pro-
tein with the phenotype of transmitted proteins we may incidentally match structural
features that result in a decrease in the immunological distance. How relevant this
scenario is will depend on whether variation in amino acid residues located external to
epitopes influences the immunogenicity of those epitopes. Because the conformation
of an antibody epitope may depend on the conformation of the protein as a whole,
external influences on the immunogenicity of these epitopes are plausible, although
only when the epitopes are components of proteins rather than peptides displayed
by MHC class II molecules. In contrast, CTL epitopes are short peptides consisting
of 8-10 amino acids displayed by MHC class I molecules and the immunogenicity of

such an epitope is sensitive to external variation only to the extent that that varia-
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tion influences the processivity of the epitope, e.g., by altering the rate of C-terminal
cleavage of the epitope by the proteosome (Yewdell and Bennink 1999). Of course,
CTL responses will be raised by a vaccine only if the peptides are synthesized intra-
cellularly, so matching of phenotypes which are thought to covary with CTL epitope
immunogenicity will only be useful for DN A-based vaccines and for vaccines based on
live viral vectors. A phenotype favored by transmission bias might also be genetically
complex in the sense that it arises from interactions between multiple viral loci. Such
a phenotype could covary with structural features of individual proteins, in which
case the preceding considerations would still be relevant. Alternatively, the pheno-
type might influence immunogenicity in a manner unrelated to protein structure, e.g.,
if the nature or strength of the immune response varies between host compartments,
then parasite tropism might influence immunogenicity. Such a scenario will be rele-
vant to vaccine design only if the complex phenotype is somehow manifested by the
vaccine itself. This is likely to be the case only with live attenuated virus vaccines and
then only if attenuation does not destroy the phenotype. Live attenuated HIV vac-
cines are no longer under serious consideration, but matching of complex phenotypes

on the basis of transmission bias could improve live vaccines against other parasites.
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4. HOST STRUCTURE IN AN EXPANDING EPIDEMIC

4.1. Motivation

Patterns of molecular diversity of parasitic microorganisms are shaped by forces act-
ing on two levels: evolution within individual hosts and the population dynamics of
the epidemic. The forces governing the evolution of individual infrapopulations are
the familar components of classical population genetics theory, including genetic drift,
mutation, and selection. Because they can lead to sudden changes in the intensity
and direction of selection acting on the parasite, interactions between host defenses
and parasite escape mechanisms can produce complicated evolutionary dynamics even
within isolated infrapopulations. Moreover, if the infection is dispersed among mul-
tiple compartments of the host’s body and if inter-compartmental migration of the
parasite is limited, then isolated infrapopulations may even be spatially structured.
Superimposed onto the infrapopulation processes - and sometimes interacting with
them - are the population dynamics of the epidemic. Allele frequencies change not
only because of events that take place within individual infrapopulations, but also
because entire infrapopulations are created by transmission events and subsequently
destroyed when hosts either recover from the infection or else die. Likewise, the
genealogies of sets of randomly sampled parasite sequences depend on both intra-
host and epidemiological processes. Intrahost processes influence genealogy because
a pair of parasite sequences can coalesce only when the two parasites occupy the same
host. (We are ignoring taxa capable of reproduction outside the host.) For example,
the effective infrapopulation size will set the rate at which members of the same in-
frapopulation coalesce. At the same time, epidemiological processes will govern how
much time will have elapsed between the time when a pair of sequences was sampled

from two different hosts and the time when the ancestors of those parasites last were
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members of the same infrapopulation. Depending on the lifespans of individual infec-
tions and on the number of parasites responsible for founding new infections, either
infrapopulation or epidemiological processes can be the dominant force determining
the geometry and topology of parasite genealogies.

Because the demographic history of an epidemic helps shape how genetic diversity
is distributed within the parasite population, much interest has focused on developing
methods that can be used to infer history from molecular sequence data (Holmes et al. |
1995; Polanski et al. 1998; Pybus et al. 2002). In many cases, explicit historical records
of a disease may be lacking or ambiguous, so that the only accessible information
about the origins and spread of the disease is encoded in the genome of the parasite.
For example, although retrospective studies have successfully identified HIV infections
from as long ago as 1959 (Zhu et al. 1998), medical records provide only limited
information about the history of the epidemic prior to 1984 when the virus itself
was first identified. However, computationally-intensive analyses of large sets of HIV
sequences have been used to estimate the age of the most recent ancestor of the HIV-1
M group and to infer the approximate time of origin of some of the subtypes (Korber
et al. 2000). Sequence data is also frequently used to characterize microevolutionary
processes, but correct interpretation of this information may sometimes require that
epidemiological dynamics are taken into consideration.

The simplest population genetic models used to interpret parasite sequence data
assume that the parasites belong to a panmictic population of fixed size (e.g., McVean
et al. 2002). Although these methods benefit from fairly benign mathematical and
computational properties, they ignore the division of the parasite population into mul-
tiple infrapopulations and neglect changes in the number of infected hosts and in the
total number of parasites. These assumptions may lead to distorted interpretations
of data and limit the kinds of questions that can be addressed. More complicated
scenarios for which theory is available include structured populations of fixed size

(Maruyama 1977) and panmictic populations of variable size, usually with monotonic
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or period dynamics (Slatkin and Hudson 1991; Rannala 1996). These too have been
used to study parasite population genetics. For example, Yusim et al. (2001) used
coalescent methods to infer the rate of expansion of the HIV epidemic, and Frost et al.
(2001) adapted Slatkin’s (1977) island model to study the effects of compartmental-
ization on genetic drift of HIV within individual hosts. However, models that account
for both infrapopulation and epidemiological dynamics have received little attention.
While the measure-valued process studied in Chapter 1 accounts for the population
genetic consequences of host structure and transmission, our analyses were limited to
the epidemiologically static case of a fixed number of infected hosts. Furthermore,
the possible extensions discussed in Chapter 2 are either crude (allowing A to be
time-dependent) or do not readily lend themselves to explicit analytical treatment
(by embedding the model within a Dawson-Watanabe process).

In this section we attempt to address this deficiency by studying a class of stochas-
tic processes, called branching Markov processes, that combine two different kinds of
models that have been widely applied in theoretical population genetics. We adopt
the view that a host-parasite system can be studied as a metapopulation in which the
number of occupied islands (infected hosts) changes in accordance with the dynamics
of the epidemic. The molecular diversity of such a metapopulation can be conve-
niently represented by the empirical distribution of the allele frequencies in all extant
infections. At any fixed time, we can picture the distribution of diversity among the
infrapopulations as a cloud of points in a simplex, each point encoding the allele fre-
quencies of a single infrapopulation. Evolution within the infrapopulations causes the
corresponding points to move through the simplex, independently of all others, while
epidemiological events result either in the creation of new points when the parasite
is transmitted to previously uninfected hosts or in the destruction of existing points
when infections are cleared or else die with the infected host. We consider only three
kinds of processes: infrapopulation drift, transmission, and killing of infrapopulations.

We model the first of these using the pure drift Fisher-Wright diffusion, which is cer-
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tain to absorb onto one of the vertices of the simplex in finite time. We use a branching
process to model growth of the epidemic and allow individuals to die without leav-
ing offspring to represent killing of infrapopulations. Because infrapopulation drift
tends to reduce the diversity of each infrapopulation, in the absence of branching the
empirical measure representing the state of the parasite metapopulation ultimately
absorbs onto the set of vertices of the simplex. The metapopulation itself may remain
diverse because different lineages fix different alleles, but infrapopulation diversity is
eventually depleted and the distribution of diversity within the metapopulation will
become highly clustered. However, we show that when the branching process is either
sufficiently rapid or sufficiently fecund, i.e., when the epidemic grows rapidly, then the
empirical measure can retain positive mass in the interior of the simplex at all future
times. Biologically, this means that infrapopulations segregating all of the ancestral
alleles will continue to exist at all times and that clusters of infrapopulations defined

by sharing of common alleles will be less apparent.

4.2. Branching Fisher-Wright Diffusions

A branching Markov process (BMP) is a stochastic process (Z; : ¢ > 0) in the space
of integer-valued positive measures on a Polish space E determined by an E-valued
Markov process (X;) and a branching process (Y;). The process Z, can be thought
of as a branching process having the same law as ¥; in which each particle occupies
a position in the state space F and moves around that space according to the law of
X,;. We assume that the branching events are independent of the trajectories of the
particles and that the particles move independently of each other between branching
events. If n particles are alive at time t at positions () (¢),...,2™(¢) in E, then we

define the empirical measure, Z;, to be the sum of the n atoms of unit mass located
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at the positions of those particles:
Zi(dy) = z S,y (dy) (4.1)
k=1

Note that Z; is in general not a probability measure (we do not normalize the mass)
and that Z, can vanish if all of the particles existing at a given time subsequently
go extinct without leaving descendants. Extensive results concerning the existence,
construction, and characterization of BMP’s are given in ITkeda et al. (1968 a,b; 1969)
and in Dynkin (1991).

We consider neutral evolution at a single locus segregating at most n + 1 alleles
Aj, ..., Anq1, which we refer to as ancestral alieles. For the spatial process underlying
our BMP model, we therefore take the pure drift Fisher-Wright diffusion (X;) on th-e

n-simplex:

Kn:{a::(xl,...,xn):z:nig Lz >0,i=1,...,n} (4.2)
i=1

where z; is the frequency of allele A;, i = 1,...,n, and 1—z;—...—z, is the frequency
of allele A,.1. The Fisher-Wright diffusion is the weak limit of a sequence of suitably
renbrmalized discrete Fisher-Wright processes. In the pure drift model, genetic drift
alone is responsible for changes in allele frequencies and we do not take into account
either selection or mutation.

The infinitesimal generator (G of the pure drift Fisher-Wright diffusion is the

second-order partial differential operator
1 n
G=5 > 3i(8i; — 25)Oia, (4.3)
ij=1
defined on the space of twice continuously differentiable, real-valued functions on A,.
We note that for each Borel probability measure p on K, there is a unique solution

X to the martingale problem for (G, i), that X is a Feller process with continuous

sample paths, and that X is certain to absorb onto the boundary of K, in finite
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time (Ethier 1976, 1979). The pure drift process X can also be characterized by its
transition functions, {p(¢,z,dy) : t > 0,z € K,}, which are probability measures on

K, satisfying the equation:

PAX(t) € B = / plt, 2, dy) (4.4)

for every Borel set B C K,,, where P, denotes the law of the Fisher-Wright diffusion
started at x € K,,. When restricted to the interior of the simplex K, the transition
functions are absolutely continuous with respect to Lebesgue measure on the simplex
and therefore have densities which we denote p(t,z,y). The following series expan-
sions for these densities, due to Littler and Fackerell (1975), will be of use to us in

the analysis below:

plt,z,y) = Y (2n+1+2m)(my+1)... (Mg + 1)(m+ 2 -
meNT

w(z) Fi (@) B () e~ 2 mtnt )t (4.5)

Here, m = mq+ ...+ my, (k); = k(k+1)...(k+j—1) when k > 0 and j > 0,
(0); =0for j >0, and (k)o = 1 for k> 0, and w(z) = 21...2,(1 — 21 — ... — zp)
is the product of the allele frequencies. The functions Fy;, and Ey are polynomials

defined as:

() — .
Fa(e) = (o) O el g = - - %()4 i |
_ S (=my)yy ()7 |
Pale) = 2 o+ 1m) L5550y (*7)

The two families of polynomials, Fiz and Fj, are biorthogonal on K, with respect to

the weight function w(x), meaning that there are constants G such that:

/ Fa(z)B{z)w(z)dr = Bwby 1 (4.8)

Kn
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The second component of our BMP is a branching process Y; with branching rate

A > 0 and a branching mechanism determined by the probability generating function:
[oe)

$(z) =po+ »_pid* (4.9)
k=2

where pg is the probability that the particle dies without leaving any offspring and
pi is the probability that the particle survives leaving & — 1 offspring. In the context
of the epidemiological model, we interpret these events as either the killing of an
infrapopulation or the transmission of the infection to £ — 1 uninfected hosts, respec-
tively. We will set p; = 0 by default, since branching processes with positive values
of p; can be transformed into brancing processes with p; = 0 simply by rescaling
the branching rate and the other branching probabilities. We will also assume that
po < 1, so that every particle has a positive probability of successfully reproducing
itself. Lastly, we will require ¢(2) to be is analytic on some disk D(0; 1+ ¢€) for € > 0;
observe that this condition implies that ¢'(1) < o0, i.e., the mean number of offspring
produced per branching event is finite. Note also that ¢(1) = 1 and that both ¢(z)
and ¢'(z) are strictly monotone increasing on the interval [0, 1] (this follows because
po < 1). To accomodate the case in which pq is positive (killing of infrapopulations),
it is convenient to extend the state space K, to K = K,, U {A}, where A is an iso-
lated point to which particles are sent (and trapped at) when killed. The branching
diffusion is itself defined in terms of the empirical measure as specified above with
the additional stipulation that the extinct particles contribute to the mass placed by
Z, at the ’cemetery’ point A.

4.3. Persistence and Absorption Probabilities

Persistence and extinction criteria were determined for branching Brownian motions
killed at the boundary of a bounded domain by Sevastyanov (1958) and Watanabe
(1965). Because the pure drift Fisher-Wright diffusion is trapped at the boundary of
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the simplex (i.e., unable to re-enter the interior), the distribution of the branching
process in the interior of the simplex is unchanged if we kill any particle that absorbs
onto the boundary. This identity makes it easy to apply the methods used by Sev-
astyanov and Watanabe to our problem. We say that the branching Fisher-Wright
process is persistent if for all times ¢ the support of the empirical measure Z; intersects
the interior of K. Biologically, this means that at all times ¢ there are populations
segregating all (n-+ 1) alleles (though, of course, these will be different populations at
different times). The process can fail to be persistent in two ways: either all extant
populations absorb onto the boundary through the action of genetic drift or the en-
tire metapopulation goes extinct. For each x € K, define the absorption/extinction
probability:

u(z) = P{3t > 0: supp(Z;) € OK '} (4.10)

where P, is the law of the process Z started at 6, and supp(Z;) denotes the support of
the measure Z;. In the following, we will refer to u(z) as the absorption probability,
but we emphasize that extinction will make a non-zero contribution to this quantity
whenever pg > 0. The density of the probability that the first branching event occurs
at y € K, given that the path starts at x is equal to:

K(x,y):/ e ¥p(s, z, y)ds (4.11)
0

(Observe that A™1K(z,y) is just the resolvent kernel of the Fisher-Wright diffusion.)
Likewise, the probability that the process starting at « absorbs onto the boundary of
K,, without branching is given by:
hiz) =1~ K(z,y)dy (4.12)
K3
where K7 denotes the interior of X,,.
Our analysis of the absorption probability depends on the following renewal equa-

tion for u(z).
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Theorem 4.3.1. Let u{x) denote the absorption probability for the branching FW
diffusion started at 6,. Then u(z) satisfies the equation:

W) = 1+ [ Kl [6(u) - 1y (4.13)

Proof: Absorption can happen in two ways: either the érocess absorbs onto the
boundary before the first branching event or the process first branches in the inte-
rior at position y, leaving k — 1 offspring each of which spawns a branching Fisher-
Wright diffusion that subsequently absorbs onto the boundary independent of the

other branching processes. Translating these words into mathematical notation, we

have:
u(e) =h(o) + [ K(9) Y pulul))dy
ffﬁ k=0
= h(z) + . K(z,y)¢(u(y))dy (4.14)
=1+ [ K(z,y)p(u(y)) - 1ldy
K2
|

Let 7 denote the time of the first branching event for the process while in the
interior of the simplex (if no such jump occurs, we set 7 = 00). Let 6, be the shift

operator, define 73 = 7, and define a sequence of stopping times:

m=T080 (4.15)

Th—1

73, is the first time when a lineage with the initial particle at its root has completed &
branching events. It is also convenient to define a non-linear operator I' on the space

B(K,) of bounded, measurable real-valued functions on K,, by

Io)j(z) =1+ - K(z,y)[¢(v(y)) — lldy (4.16)

Equation (4.13) can then be succinctly written in the form u = I'u. Our proof of the
following theorem is straight from Sevastyanov {1958) and Watanabe (1965) (with

some clarification).
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Theorem 4.3.2. The absorption probability u(x) is the smallest positive solution of

equation (4.13).

Proof: Define ul®) (z) = PMsupp(Z,,) € K} to be the probability that the process
has absorbed onto the boundary of K} by the random time 7, and observe that this
event will have occurred if either the process was absorbed onto the boundary before
branching or if the process first branched in the interior and if all of the daughter
processes were absorbed onto the boundary by the times 7,_; now defined in relation
to these processes. The second part of this statement relies on the strong Markov
property which the branching diffusion inherits from the underlying branching and
diffusion processes. This decomposition shows that the functions u(® satisfy the

recursion:

u* Y (z) = T[uP](z) (4.17)

Because absorption onto the boundary of K in finite time is equal to the nested
union of the events {supp(Z,, ) € OK}}, it also follows that the functions u® are
increasing in k and that u(z) = limy_»e u¥(z). Suppose that v is a positive fixed
point of I'. Because ¢ is monotone increasing, if v; < vy, then I'fvy] < T'[vg]. Since
u®(z) = 0 < v(z) for z in the interior of the simplex, an induction argument shows
that u® < v for all k. Taking the limit as & — oo in this inequality, we can then

conclhude that u <wv. O

Thus, the process is persistent in the interior of K, with positive probability if
and only if I' has a positive fixed point not uniformly equal to 1. Furthermore, if u(z)
is less than 1 at any point « in the interior of K,,, then equation (4.13) shows that
u{z) is everywhere less than 1 in the interior. (This is true because the Fisher-Wright
diffusion is transitive in the interior so that K (z,y) has no zeros.) We also note that
v=11is a fixed point of I'.

The next theorem gives necessary and sufficient conditions for persistence of the

branching Fisher-Wright diffusion. Our proof is similar to that given in Watanabe
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(1965) for branching Brownian motion in a bounded domain, but is somewhat more
involved because the generator of the Fisher-Wright diffusion is not self-adjoint (G #
G*). We also correct the errors in Watanabe’s existence proof for the supercritical

case. However, first we derive two identities that will be used below.
Lemma 4.3.3. Suppose that v is a fized point of T'. Then

Gu(z) = A(v(z) — ¢(v(2))) (4.18)
Proof: Observe that:

GK(J:,y):/ e MGp(s, 7, y)ds

0

= e p, (s, z,y)ds
/0 ps(s, z,y) . (4.19)

= Xe Mp(s, x, )| + )\/ Ae™p(s, x, y)ds
0
= AK(z,y) — d:(dy))
Here we have used the fact that p(t, , y) is a fundamental solution of the Kolmogorov

backwards equation, i.e.,

atp(tv z, 3/) = Gp(ta T, y)

and then evaluated the resulting integral using integration-by-parts. (This also follows
by noting that the resolvent kernel J, = A7*K is the unique solution to the equation
(A = G)Ix(z,y) = b:(dy).)

If we then apply the generator G to both sides of the functional equation v = I'v,
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we see that:

Go(a) =G (1+ [ K nlotuls) - oy )

= [ GK(zy)lé(v(y)) - Ldy

K3

- /Ko (AK (2, y) = du(dy))) [¢(v(v)) — 1]dy (4.21)

3 (1+ [ K)ol ~ 11y ~ ool

= Av(z) — ¢(v(x)))
ad

Next, we evaluate a simple integral.

Lemma 4.3.4.
1

/n wix)de = s 1

Proof: Let V,, denote the value of the above integral, let a > 0, and let oK, = {ax :

z € K,}. A scaling argument shows that:
/ .. Tpla—xy — ... —zp)day .. dx, = a® iy, (4.22)
aln
and thus
1
Vi, = / dryz (1 — 21" WV,
0
1
=V / dzy 23" 1 — ;) (4.23)
0

~ (?2%> (2n1+1>

Calculating V; = % directly, the lemma follows by induction. [J

Now we come to the persistence criterion for the branching Fisher-Wright diffusion.

Theorem 4.3.5. Fiz n and let Ao = in(n + 1). Then T' has a positive fized point

taking values less than 1 on a set of positive Lebesque measure in K, if and only if

AM¢'(1) = 1) > Ao (4.24)
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Proof: Let v = A(¢'(1)—1) and assume that v < Ag. Suppose that v is a positive fixed
point of T', less than 1 on some subset of K of positive Lebesgue measure, and let
g = 1 —wv. By the first lemma, Gv = A(v — ¢(v)) whence Gg = A(p(1—¢)—(1—¢q)) =
AMp(1—q)—¢(1)+q). Since ¢ is continuously differentiable on the interval (—1—¢, 1+¢)
for some ¢ > 0, the mean value theorem guarantees the existence of a continuocus

function ¢ : [0, 1] — [0, 1] such that

Gq(z) = =A(¢'(¥(q(2))) — g (4.25)
Since ¢’ is strictly monotone increasing, we then have:

0 =G+ A¢'(d(g)) - Dw
< Gg+A@'(1) - 1)g (4.26)
=Gg+1g
and the inequality in the second line is strict for any x at which u(z) < 1.

Let f be any C™ function on R™ uniformly equal to 1 on the simplex K, and

observe that G*f(z) = —Aof(z) for any z € K2. Then
0< | J@)(Galz)+yqlz))de

— [ @G 1) + s (4.27)

(3

- / 4(@) (7 — No)dz < 0
K

since we have assumed that v < Ag and that ¢ > 0 on some set of positive Lebesgue
measure. This contradiction shows that I' has no nontrivial positive solution when
v < Ao

Now suppose that v > Xg. Recall that v*+Y = T[u®] > u® and that u =
limy_,0 ut¥). We will show that u(z) < 1 for all z € K2. Observe that w is bounded
and nonnegative on K2, that ¢’ is continuous, and that A¢'(1) > Ap + A. Defining a

continuous function 1 as above so that (1) = 1, it follows that there exist positive
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numbers € and ¢ such that for all z € K7
A ({1 — ew(z))) > do+ A+ 6 (4.28)
Let ¢ = 1 — ew and observe that

Tlg)(e) = 1+ s K(z,y){¢(a(y)) — 1dy

=1- | K(z,9)¢ (@(q(y)) [1 — q(y)ldy

Ko

—1-e / K(2,1)8' ($(a(v))) w(y)dy
(’\0 tAt 5) e | K(z,y)w(y)dy
K3

<)\0 + A+ 5) ;ﬂ < :)\m crw(z)Fa () e Ea(y) Fs(y)w(y)dy

l/\

H

=1 (BEE ) e o (8 R (o)
< 1—ew(z)
= gq(z)

(4.29)

The sum in the fifth line is obtained by evaluating the integral defining K(z,y) term-
by-term following substitution of p(t,z;y) by the series expansion given in equation
(4.5); see that equation for the definition of the coefficients ¢ and exponents Az and
note that Az = Ag, as the latter is defined in the statement of this theorem. Also, the
cancellations leading to the sixth line are a consequence of the orthogonality of the
polynomials Ez and Fy with respect to w when 171 # 7 (see equation (4.8)). Because
Eg = F5 =1, the second lemma implies that (Fp, Fo)y = fKn w(z)dz = ((2n+ 1))~
and the inequality in the penultimate line is true because cg = (2n + 1)l

To complete the proof, observe that if v < g, then I'[v] < T'[g] < ¢. Because
u® = 0 < g, induction on k shows that u®) < q and therefore u(z) < ¢{z) < 1 for

z € K?, as claimed. [
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As is true for the branching Brownian motions studied by Sevastyanov and Watan-
abe, the persistence criterion for the branching Fisher-Wright diffusion is given in
terms of the largest non-zero eigenvalue —\5 of the generator of the process. An
intuitive explanation is apparent from the series expansion (equation 4.5) for the
transition densities p(t, z;y). Ag is the smallest exponent appearing in this expansion
and therefore governs the asymptotic rate at which mass is lost from the interior
of the simplex K, under the pure-drift Fisher-Wright diffusion. In order that mass
be able to persist in the interior, additional mass must be created by the branching
process at at least thé rate at which it is lost due to absorption of the spatial process
on the boundary of the simplex.

In light of theorems 1 - 3, we can conclude that the branching FW diffusion for
n + 1 alleles persists in the interior of the simplex K, if and only if A(¢/(1) — 1) >
tn(n + 1). If we rescale the rate variables so that time is measured in units of
parasite generations, then this inequality becomes A(¢'(1) — 1) > E(—;ﬁ—ll, where N
is the effective within-host population size of the (haploid) parasite. For a given
branching rate A and branching mechanism ¢, we can translate this result into an
upper bound on the number of alleles that can persist in individual infrapopulations.
Again letting v = A(¢'(1) — 1), this upper bound is given by:

My = F (m— 1)J (4.30)

2

where |z] is the greatest integer less than . When N is large, n, is approximately
equal to |/2N~]. Because the restriction of an n-allele Fisher-Wright diffusion to the
(k — 1)-dimensional boundary of K,_1 is equal in distribution to the k-allele Fisher-
Wright diffusion, the above analysis can be applied hierarchically to a branching
Fisher-Wright process started in the interior of a simplex of dimension n — 1. (Of
course, we must desist from killing particles that absorb onto the boundary.) If
n > R, then conditioned on the process not going extinct, with probability 1 it will

eventually absorb onto the boundary of the K,,_; simplex, which consists of n (n —2)-
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dimensional simplices. If (n — 1) > n,, then the restrictions of the process to each
of these sub-simplices will also absorb in finite time. Absorption of the process onto
sub-simplices of lower and lower dimension will continue in this fashion, inevitably,
until the support of the process includes only sub-simplices of dimension 7, —1 or less.
At this stage, individual infrapopulations will segregate at most n,, alleles and the
process will now have a positive probability of surviving indefinitely in the interiors
of these copies of K, _1, although absorption onto still lower dimensional simplices
is also possible.

We can interpret the consequences of this cascade of absorptions in terms of the
patchiness of the empirical measure Z;. As the branching Fisher-Wright process ab-
sorbs onto simplices of lower dimension, the distribution of molecular diversity in the
parasite metapopulation becomes increasingly clustered. Whereas populations occu-
pying the same low-dimensional faces are genetically similar, sharing many alleles in
common, populations occupying different faces are genetically distinct. Thus, one im-
plication of Theorem 2 is that as the rate of epidemic expansion increases, the genetic
compositions of the infrapopulations become more dispersed throughout the simplex
of allelic frequencies and clusters of infrapopulations sharing common epidemiological
histories become less apparent. For example, consider a locus segregating 4 alleles.
Then the state space of the Fisher-Wright diffusion, K3, is a tetrabhedron. If the
branching process is only weakly supercritical, then v « 6/N and in finite time the
process absorbs onto the 4 faces of the tetrahedron (or else goes extinct). At the
other extreme, if v > 6/N, then with positive probability the process will survive in
the interior of the tetrahedron and we will always be able to find infrapopulations
segregating all 4 alleles.

If the effective size of a panmictic population grows rapidly enough, then the
probability that that population continues to segregate multiple alleles can be non-
zero. One way to model this scenario is with a time-inhomogeneous Fisher-Wright

diffusion. Let N; be the (deterministic) effective population size (which we assume to
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be non-zero and finite at all times) and suppose that X, is a K,-valued process that

solves the Dg, [0, oo)-martingale problem for the following time-dependent generator:
~ 1

Guf(@) = 5-Gf(2) (4.31)
i

where G is the generator of a pure-drift Fisher-Wright diffusion defined in equation
(4.3) and f is in the domain of G. It is convenient to embed this process in a higher-
dimensional space F = K, x [0,00) by setting X? = (X,, ). By Theorem 4.7.1 of
Ethier and Kurtz (1984), X? is a solution to the Dg[0, co)-martingale problem for
the generator

GOy - fi(t, 2) = 7(t) - G(t) f(w) + 7/ (8) - f(x) (4.32)
where v is continuously differentiable on [0, 00) and the other terms are as defined
in equation (4.31). As was observed by Maruyama (1977), the process X; can be
represented as a time change of a pure-drift Fisher-Wright diffusion for a population
of constant size. We can prove this result even for the non-surjective time changes that
are specifically of interest to us by applying Theorem 6.1.4 of Ethier and Kurtz (1984)
to the process X7. Define §(z,t) = - for (z,t) € K, x [0,00), let X} = (X;,T;) be

a solution to the Dg[0, oo)-martingale problem for the generator
Gly - fl(t, =) = 7(8) - Gf(2) + Ney'(t) - f (=) (4.33)

and define the time change 7(¢) by:

() = /0 B(X%)ds — Otj‘ivi (4.34)

5
Then Theorem 6.1.4 asserts that there is a version of the process X2 such that X? =
Xf(t). In particular, X, = X, and a second application of Theorem 4.7.1 shows that
X, is a solution to the Dp|0, oo)-martingale problem for the generator G, i.e., X; is a
pure-drift Fisher-Wright diffusion and X, is a time change of this process under 7(1).

We can apply this representation to the question of persistence of the process X,

in the interior of K, in the following manner. We know that the process X, is sure
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to absorb onto one of the vertices of the simplex K, in finite time and so the same
is true of the variable-size process X, if limy oo 7(t) = o0o. On the other hand, for
any finite ¢t > 0 and any z in the interior of K, the probability P.{X; € 0K,} < 1.
Thus, if

" ds
7(00) = i ]_\/Z < 00 (4.35)
then it also follows that
PA3t > 0: X, € 0K} = Po{ X~ € 0K, } < 1 (4.36)

In other words, if 7(0cc) < oo, then the probability that the variable-size process
persists in the interior of the simplex for all time is non-zero. This condition is not
satisfied with linear growth functions N; = Np + Ct, but it is satisfied for any super-
linear growth function N; = Ny + Ct'*7 and for any exponential growth function
N; = Nye* whenever v > 0. Although the value of the persistence probability for n
alleles does depend on n, the threshold condition for these probabilities to be positive
does not and so they are either all positive or all equal to 0. This is in contrast to
the threshold condition set out in Theorem 3 for structured populations modeled by

branching Fisher-Wright diffusions.

4.4. Extensions

In the branching FW diffusion studied above, we have assumed that the infrapop-
ulations all have the same effective population size and that this size is fixed for
the duration of the infection. We have also assumed that transmission leaves allele
frequencies unchanged and that the donor and the recipient are identical in state.
These latter two assumptions are manifested in the branching diffusion by the iden-
tical positions occupied by a branching particle and its offspring at the time of the
branching event. While it is plausible that transmission may cause only negligible

changes in the composition of donor infrapopulations that are large enough for the
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Fisher-Wright diffusion to be an appropriate model of genetic drift, it is likely that the
very conditions that make this statement at least approximately true invalidate the
last assumption. In general, new infections are founded following the transfer from
one host to another of only a small minority of the parasites belonging to the source
infrapopulation. We call these transmission-associated changes in population size
transmission bottlenecks. Although the expected values of the allele frequencies in a
newly founded infection will be equal to the allele frequencies in the source (at least if
transmission is unbiased), the actual allele frequencies will usually differ between the
source and the recipient because of random sampling. At one extreme, if every new
infection is founded by a single parasite, then transmission will immediately result in
fixation of a single allele in the new infection.

We can incorporate transmission bottlenecks into the branching Fisher-Wright
diffusion by allowing the positions of the offspring populations at birth to differ from
those of the parental population. To this end, let v(z, k; dy) be a family of stochastic
kernels on the simplex K, taking values in the space of probability measures on the
k-fold Cartesian product (K,)* where £ > 2. When a particle at position z € K,
branches, leaving k& — 1 offspring, we distribute the positions of the parent particle
and these offspring in the simplex according to the law specified by v(z, k; dy). If
transmission leaves the source infrapopulation unchanged, then we simply require
that all such kernels can be represented as product measures of 0,(dy) with a proba-
bility measure on the k — 1-fold Cartesian product of the state space. As above, the
absorption probability u(z) satisfies a renewal equation:

k

u(z) = h(z) + K(z,y) [po + Zpk /(K S v(y, k;dzy ... dz) Hu(zj) (4.37)

K3 k=2 j=1
If we suppose that for all k > 2, the positions of the & — 1 offspring and of the parent

particle are determined by independent draws from a common distribution v(z, dy)
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on K,, then the measures v(z, k; dy, ... dys) are product measures of the form:

v(z,dy) ... y(z, dyx) (4.38)

In this case, the renewal equation simplifies somewhat and u(z) now satisfies the

equation

u@) = @)+ [ K9l + ip ( / nv(y,dzm(z))kuy

Ko
= N(z) + 9y K(z,y)[o(1(y,u(2)))]ldy (4.39)
=1+ . K(z,y)[d(v(y,u(2)))) — ldy

where v(y, ) = |, k., 7y, dz) f(z) for any Borel measurable function f defined on K.
If we define v(z,dy) = 6, (y) for all 2 € K2, then the branching diffusion is precisely
that considered above in which all offspring are born at the position of their parent
and we recover the renewal equation (4.8). Theorems 1 and 2 are still true in this
generalized setting, so that persistence of the process in the interior of the simplex

depends upon the existence of a nontrivial positive solution to equation (4.28).



121

5. HOST STRUCTURE, RECOMBINATION, AND HIV-1 SUPERINFECTION

5.1. Background

Apart from a few anecdotal studies documenting superinfection in individual HIV-
infected patients (Altfeld et al. 2002; Jost et al. 2002; Koelsch et al. 2003) and one
longitudinal study that failed to find evidence of superinfection in patients taking
antiretroviral treatments (Gonzales et al. 2003), little is known about the incidence
of superinfection by HIV-1, especially in populations in which most infections are
caused by a single subtype. Although it is suspected that superinfection can ad-
versely impact treatment and disease progression (Altfeld et al. 2002; Blackard et al.
2002; Goulder and Walker 2002; Levy 2003), it is difficult to judge the urgency of
these concerns when we do not even know whether superinfection is rare or common.
For example, if subjects are frequently superinfected, then the resulting interactions
between superinfecting and resident viral populations could play an important role
in disease progression. On the one hand, competitive interactions between super-
infecting and resident viral populations could favor the emergence of increasingly
virulent or infectious viral phenotypes, while recombination between complementary
mutations imported by superinfection may acclerate adaptation of HIV-1 to hostile
environmental conditions. Were drug resistance mutations to participate in this latter
process, then the long-term control of HIV infections by multi-drug cocktails might
sometimes be imperiled by superinfection (Moutough et al. 1996).

To the extent that naturally occurring immune responses to HIV infections are
comparable to those that can be elicited by immunization, the incidence of superin-
fection may also give some insight into the effectiveness and breadth of protection
that can be achieved with HIV vaccines (Nathanson and Mathieson 2000). A high

incidence of superinfection in a population indicates that responses to existing infec-
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tions usually offer only limited protection against productive reinfection by viruses
transmitted from other members of the population. This could be interpreted to
mean that the prospects for a protective HIV vaccine are poor. However, the scope
of this interpretation will depend on the relatedness of the viruses in the population.
If, as expected, the cross-reactivity of an immune responseis restricted by viral diver-
gence (Moore et al. 1996), then superinfection should be more common in populations
transmitting viruses belonging to several distantly-related clades than in populations
transmitting only closely related viruses. Because subtypes provide a convenient clas-
sification of viral diversity within the HIV-1 M-group and because subtype-specific
vaccines have received recent attention (Gaschen et al. 2002; Novitsky et al. 2002),
an estimate of the incidence of intra-subtype superinfection would be of particular
interest in this regard.

In view of the very few intra-subtype superinfections that have been detected, it
has been suggested that pre-existing immune responses are usually effective against
superinfecting viruses belonging to the same subtype as the resident infection (Malim
and Emerman 2001; Goulder and Walker 2002). Acute HIV-1 infection is thought
to be mainly controlled by cytotoxic T-lymphocytes (CTL’s) (Borrow et al. 1994;
Koup et al. 1994). Although CTL-effected responses are only rarely, if ever, able to
clear HIV infections, the resulting interference with viral replication may bring about
a 100-fold reduction in viral burden below the levels reached during acute viremia.
That these responses have a substantial impact on viral fitness is supported by the
observation of elevated rates of non-synonymous substitution at dozens of sites located
throughout the HIV-1 genome (Yamaguchi-Kabata and Gojobori 2000; Yang et al.
2000). Because CTL responses lag behind the initial HIV-1 infection by a period of
weeks to months, an existing infection can offer no protection against superinfections
resulting from exposures that happen soon after the initial infection. However, if
exposure to HIV-1 occurs after the responses to an existing infection have matured,

then the superinfecting viruses may themselves be targeted by these responses and the
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likelihood of productive superinfection may be reduced. Experimental superinfections
of macaques with HIV-2 are consistent with this expectation. Macaques that were
infected with one strain of HIV-2 and then re-exposed to a second strain at a later
date were susceptible to superinfection if the second exposure occurred within 4 weeks
of the initial infection but not if the interim period lasted 8 weeks or longer (Otten
et al. 1999).

If viral populations are limited by target cell availability, then cellular interference
mechanisms may also cause superinfection to fail. For HIV-1, cellular interference is
mainly achieved through down-regulation of the membrane protein CD4 (Potash and
Volsky 1998). Because CD4 must be present for HIV to gain entry into intact cells,
depletion of this protein from the cell surface protects productively infected cells from
being reinfected. It is notable that at least three HIV-1 proteins, gpl60 (envelope),
Vpu, and Nef, facilitate down-regulation of CD4 molecules from the cell surface by
three independent mechanisms (Potash and Volksy 1998). Furthermore, because these
mechanisms act independently of the host immune responses, target cell limitation
may impede superinfection almost immediately after the initial infection. In fact,
competition for target cells is probably most severe and competitive blocking of su-
perinfection strongest in the period before the immune system controls the infection
because viral loads are greatest at this time. On the other hand, because the CD4
requirement is shared by all HIV-1 subtypes, any protection against superinfection
associated with cellular interference should be independent of the relatedness between
the superinfecting and resident viruses.

Several lines of evidence, both direct and indirect, suggest that HIV-1 interference
mechanisms may be less effective and superinfection by HIV-1 more common than
previously believed. Superinfection has been documented in a few recent case studies
in which subjects were monitored for periods of several years and viral populations
were molecularly characterized at multiple time points. Two of these studies show

that intra-subtype superinfection is not impossible, at least within subtype B (Alt-
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feld et al. 2002; Koelsch et al. 2003). Molecular surveys of HIV-positive individuals
living in areas supporting diverse viral populations have documented mixed infec-
tions involving multiple HIV-1 group M subtypes, group M and group O viruses, and
HIV-1 and HIV-2 (Grez et al. 1994; Artenstein et al. 1995; Takehisa et al. 1998). In
Cameroon, where HIV diversity is exceptionally high, one study of 43 HIV-positive
individuals found that 4 to 6 had mixed infections (Takehisa et al. 1998). Because
these surveys characterized individual infections at only one time point, it is possible
that some of the subjects with mixed infections were coinfected by another host with
that same mixed infection rather than superinfected by multiple hosts. In principle,
existing mixed infections could be propagated by coinfection. However, acute HIV in-
fections usually harbor little viral diversity, indicating that transmitted virus is often
forced through a population bottleneck (Delwart et al. 2002). Although transmis-
sion of mixed infections is possible, it is unlikely to occur repeatedly and so recent
superinfections will be responsible for most mixed infections.

Superinfection can also be inferred from the existence of certain recombinant viral
genomes. Because dual infection of a single cell is a prerequisite for recombination,
crosses between different HIV-1 subtypes can only occur in the context of mixed
infections and are therefore indicative of a recent superinfection. Furthermore, be-
cause the relationship between superinfection and recombination is not one-to-one,
i.e., inter-subtype recombination requires superinfection, but superinfection can oc-
cur without generating recombinant virus, estimates of the frequency of inter-subtype
recombination will only supply a lower bound for the superinfection rate. Despite this
ambiguity, the discovery of numerous inter-subtype recombinants suggests that su-
perinfection is a frequent occurrence in populations in which multiple subtypes are
circulating at high frequencies (Dowling et al. 2002; Harris et al. 2002; Najera et al.
2002). Circulating recombinant forms (CRFs) are intersubtype recombinants that
have been isolated from at least three epidemiologically unlinked subjects. At least

14 CRFs have been identified in Africa, Asia, Europe, and South America and 4 of
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thesé contain sequences derived from three or more different HIV-1 subtypes (Najera
et al. 2002).

It is possible that some circulating recombinant forms have become common be-
cause they are competitively superior to the parental and other co-circulating sub-
types. This has been suggested, for example, to be true of CRF 01_AE in Thailand in
relation to subtype B (Hudgens et al. 2002). Because recombinant viruses are more
likely to be detected if they are common, selective differences could make recombina-
tion appear to be more prevalent than it actually is and cause us to overestimate the
incidence of superinfection. However, the identification of numerous distinct Unique
Recombinant Forms (URFs) in the same regions supporting CRFs suggests that se-
lection is not an important source of bias in this regard (Najera et al. 2002). URFs
are inter-subtype recombinants that have been detected in only one individual or in
a cluster of epidemiclogically linked infections. Estimates of the frequency of URFs
in randomly sampled HIV-positive subjects range from 9% for B/F recombinants in
Brazil to 55% for A/C recombinants in Tanazania and 71% for B/C recombinants in
Yunnan, China (Najera et al. 2002). Because most genetic surveys of HIV-1 diversity
do not sequence the entire viral genome, it is likely that these studies actually under-
estimate the prevalence and diversity of URFs and that superinfection by a subtype
different from that responsible for the initial infection occurs even more frequently
than these studies suggest.

The preceding remarks apply mainly to inter-subtype recombinants. Using intra-
subtype recombination to infer intra-subtype superinfection is less straightforward.
One limitation is that recognition of intra-subtype recombination is made more diffi-
cult by the relatedness of the parental sequences. Whenever there are relatively few
differences between the available parental genomes, the probability that a putatively
hybrid genome could have been generated by recurrent mutation may be appreciable,
especially if there is pronounced rate heterogeneity between sites. Although intra-

subtype recombinants have been directly identified in a few dually-infected subjects
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(Diaz et al. 1995; Zhu et al. 1995), much of the evidence for intra-subtype recom-
bination is indirect. Analyses of HIV-1 sequences with the informative sites test
indicate that the numbers of phylogenetically informative sites in sets of sequences of
the same subtype are unlikely under a model of neutral, clonal evolution (Worobey
2001). Likewise, coalescent-based estimates of the population recombination rate,
p = 4N,r, exceeded 100 for a set of 36 subtype B envelope sequences collected from
around the world (McVean et al. 2002). Because these estimates were also much
greater than the population mutation rates estimated for this data, we can infer that
recombination has played no less important a role in the diversification of the HIV-1
B clade than mutation itself.

A second obstacle is that the relationship between intra-subtype recombination
and superinfection is more obscure than that claimed for recombination between dif-
ferent subtypes. Whereas inter-subtype recombination implies a recent superinfection,
several features of HIV-1 infections prevent us from applying this same logic to recom-
bination between more closely related genomes, especially when we only have indirect
evidence of recombination. Because the genealogical and population genetic conse-
quences of recombination are most pronounced when the genetic distance between the
parental genomes is large, recombinations between separately transmitted lineages
should be more evident than recombinations between lineages that were transmitted
together. However, unless superinfection is so extensive as to effectively erase the
host-based structuring of HIV-1 populations, most recombining viruses probably be-
long to lineages sharing an ancestor which infected that same host. With high levels
of recombination and sufficient diversification within infrapopulations, recombination
might be apparent to indirect tests even in the absence of superinfection. In view of
its rapid diversification and chronic infections, this prospect seems especially plausible
for HIV-1.

In this article we assess the incidence of superinfection within HIV-1 subtypes

using a pair of coalescent-based models. First, using the method implemented by



127

McVean and colleagues (2002), we estimated the population recombination rates for
sets of HIV-1 sequences sampled either from individual subjects ("patient data sets’)
or from multiple subjects all infected with the same viral subtype ('subtype data
sets’). This method calculates the likelihood of the data under a two locus coalescent
in a panmictic population subject to recombination between those loci. Because
the population lacks structure, all existing pairs of sequences can either coalesce or
recombine at any time. Second, we introduce a structured coalescent process in which
recombination and coalescence are only allowed to occur between pairs of sequences
occupying the same island. Parasite populations can be modeled using such a process
by identifying infected hosts with inhabited islands, new infections with colonization
of uninhabited islands, and superinfection with migration between inhabited islands.
Using the analyses of the patient and subtype data sets to select plausible values
for the parameters, we simulated sets of sequences under the structured coalescent
process subject to different levels of superinfection. For those parameters that were
only indirectly constrained, we simulated over a, range of values consistent with the
data. We then estimated population recombination rates for all of the simulated
data sets. By comparing these estimates with those obtained from the subtype data
sets, we can identify a range of superinfection rates that are consistent with the
real sequence data. These analyses indicate that the population recombination rate
estimated for all but one of the subtype sets are very unlikely under a structured
model with no superinfection and that the rate of superinfection within subtypes is

probably at least 15% of the infection rate in most of these populations.

5.2. Methods

Population recombination rate estimates: All estimates of the population recombina-
tion (p = 4N,r) and mutation (6 = 4N.u) rates were calculated using the program

LDhat (McVean et al. 2002). LDhat uses an importance sampling algorithm to es-
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timate the likelihood of the data at each pair of segregating sites under a two-locus
coalescent. process with recombination. These estimates are then used to construct a
quasi-likelihood curve for the recombination rate by taking the product of the two-
locus likelihoods over all pairs of segregating sites. After checking that these curves
were unimodal, we estimated the population recombination rate as the value of p
where the quasi-likelihood curve achieved its maximum. 8 was estimated using the

finite-sites version of Watterson’s estimator implemented in LDhat.

A structured coalescent process with recombination: We first describe the structured
coalescent process and then explain how we selected parameter values for the simula-
tions. Our model combines elements of the ancestral recombination graph (Griffiths
and Marjoram 1996) with models of genealogy in structured populations subject to
extinction and recolonization (Wakeley and Aliacar 2001). Coalescent time runs back-
wards, from the present to the past, and the process begins with N sampled sequences
and continues until there is only one ancestor for each site. Because of recombina-
tion, different sites may have different final ancestors. In general, a sequence v is said
to be ancestral at site [ if at least one of the N sequences belonging to the initial
sample is itself descended from v at [. Any sequence that is ancestral to the sample
at at least one site will be called an ancestral sequence. Structure is incorporated
into this process by distributing the existing sequences among H infected hosts, some
of which may be temporarily unoccupied by ancestral sequences. We will label the
hosts h = 1,--- , H and let n, = ny(¢) denote the number of ancestral sequences that
occupy host h at time . We assume that the number of infected hosts is constant.
We also assume that the effective population sizes of all of the infrapopulations
are identical (N.) and we measure time in units of 2V, generations. Thus the rate of
coalescence between a pair of sequences occupying the same host is equal to 1 and all
other rate parameters are scaled accordingly. The events that can occur during the

coalescent are of four kinds. First, pairs of ancestral sequences that occupy the same
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host can coalesce to a single ancestral sequence. If there are n;, ancestral sequences in
host 4, then the rate of coalescence within that host is n4,(ns — 1) and the number of
ancestral sequences occupying that host is reduced to ny — 1 following a coalescence.
If the site [ is ancestral in at least one member of a pair of coalescing sequences, then
it is also ancestral in the sequence generated by the coalescent. Otherwise, that site
remains non-ancestral in the coalesced sequence.

Alternatively, an ancestral sequence can be split into two sequences by recombi-
nation. We denote the per-ancestral sequence recombination rate r, so that the total
recombination rate for host h is just ny,-r. The change in ny, following a recombination
event depends on how many of the resulting sequences are ancestral and this depends
on how the breakpoints are distributed across the sequence. We allowed for exactly
one breakpoint per recombination event, which was distributed uniformly among the
I — 1 inter-site positions on a sequence L sites in length. Let the recombinant and
the two recombining sequences be denoted v, vy, and vy, respectively. Then a site [ is
ancestral in vy if it is to the left of the breakpoint and ancestral in v, while that site
is ancestral in vy if it is to the right of the breakpoint and ancestral in v. All other
sites in vy and 14 are non-ancestral. If v has no ancestral sites either to the left or to
the right of the breakpoint, then 14 or v, are entirely non-ancestral, respectively, and
the other sequence is equivalent to v. In this event, ny is unchanged and the recom-
bination has no effect. Otherwise, both 14 and 15 are ancestral and n; is increased
to ny -+ 1.

The two remaining events move sequences between hosts. During an infection of
host h, the n;, ancestral sequences (call these the existing sequences) coalesce to a set
of at most B sequences (call these the transmitted sequences) which are then moved
as a group to one of the other H —1 hosts. B is the transmission dose and was fixed for
each simulation. It is convenient to label the transmitted sequences with the integers
1,---,B. The existing sequences are then coalesced to the transmitted sequences

using a typical Fisher-Wright scheme: for each existing sequence, a number between
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1 and B is chosen at random, with equal probabilities for all of the possible outcomes,
which defines the label of the transmitted sequence from which that existing sequence
is descended. Choices for the nj existing sequence are made independently of one
another. A site [ in one of the transmitted sequences is ancestral if at least one of the
existing sequences assigned to it is ancestral at [. If no existing sequences are assigned
to a particular transmitted sequence, then all of its sites are non-ancestral and the
sequence plays no role in the coalescent process and can be disregarded. Thus, the
number of transmitted sequences which are also ancestral is a random variable taking
values between 1 and B. We denote the per-host infection rate m and need only
consider infections affecting hosts occupied by ancestral sequences. The transmitting
host is chosen uniformly from the other H — 1 hosts, but need not be occupied by
ancestral sequences at the time when host h is infected. However, the donor will be
occupied after receiving the transmitted sequences.

During a superinfection of host &, only one of the n;, sequences is chosen at random,
all being equally likely, and this sequence is moved to one of the other H — 1 hosts.
There are no changes in the ancestral status of sites in the superinfecting sequence, but
ny, is decreased to ny, — 1 and the number of ancestral sequences in the superinfecting
host is increased by 1. We denote the per-ancestral sequence superinfection rate s, so
that the rate of superinfection of host A is ny - s. As in infections, the superinfecting
host is chosen uniformly from the other H — 1 hosts and need not be occupied at the
time of the superinfection.

Given the vector (nq,--- ,ny) indicating the number of ancestral sequences per

host, the total rate for the coalescent process is given by the sum:

H
1
R= ; (§nh(nh — 1)+ (r+ s)n, + m1{nh>0}> (5.1)
=]

where 1,4 is the indicator function for the set A, set equal to 1 if the condition de-
scribed by the set A is satisfied and set equal to 0 otherwise. The time elapsed

between the most recent event and the next event is exponentially distributed with
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rate R calculated according to the conditions existing immediately after the most
recent event. Conditioned on an event occuring at time ¢, the probability that that
event belongs to a particular class is calculated as the ratio of the total rate for that
class divided by K. For example, the conditional probability that host h is superin-
fected is just s - ny/R.

Parameterization: The distribution of genealogies under the structured coalescent
process depends explicitly on five parameters - the rates of infection, superinfection,
and recombination, the number of infected hosts, and the transmission dose. This dis-
tribution also depends implicitly on a sixth parameter, the effective infrapopulation
size, that was hidden when we used it to scale the other rate parameters. Because we
will use the structured coalescent to characterize superinfection rates in real popula-
tions, we need to select values for the other model parameters so that the simulated
processes and the actual genealogical processes are comparable in all respects apart
from the superinfection rate. In particular, the rates of coalescence and recombination
should match between the two.

The analyses of the patient and subtype data sets provide us with three rate
estimates, including the per-site population mutation rates, ; and 6,, of the patient
and subtype data sets, respectively, and the infrapopulation recombination rate, p;,
that can be used to choose compatible parameter values for our simulations. (The
subtype population recombinatibn rate, p, will be used to estimate the superinfection
rate and thus cannot also be used to set the values of the other model parameters.)
Because there are six model parameters but only three rate estimates, the model
parameters are not uniquely determined by the data.

The mean time to coalescence for two sequences sampled from different infected
hosts, here denoted 7, depends on four of the model parameters: the number of
infected hosts, the infection and superinfection rates, and the transmission dose.

Noting that 8, can be expressed as the product 27u and that 6; = 4N.(u/2N,) if we



132

measure the mutation rate in units of mutations per site per 2N, viral generations,

then we can estimate T as the ratio of the two per-site population mutation rates:

b5
=4 (5.2)

el

We have assumed that the mutation rate, u, averaged over the third position sites, is
approximately the same for the patient and subtype data sets and therefore cancels in
the above ratio. This assumption is consistent with comparisons of substitution rates
estimated using either a set of sequences collected from a single patient or a set of
sequences collected from multiple patients with known epidemiological relationships
(Leitner and Albert 1999).

An estimate of the mean pairwise time 7 can be used to define a non-linear relation
between the parameters H, m, s, and B, but does not determine their actual values.
Because we have only limited additional information with which to constrain these
parameters, we simulated genealogies under different sets of values that are consistent
with the estimated value of 7. For these purposes, it is convenient to replace the
parameter s with its value relative to m, A = s/m. Thus, rather than trying to
estimate an absolute superinfection rate, which is likely to depend strongly on these
other poorly-resolved parameters, we instead estimated a relative superinfection rate.
Of course, m and A immediately determine the value of s. Under our structured
coalescent process, the mean time to coalescence for two sequences initially residing

in different hosts is given by the formula:

s (o) (Ravn) @

This expression can be derived by considering the possible states of the two sequences

- dispersed among two different hosts, present in the same host but uncoalesced, and
present in the same host and coalesced - as well as the rates at which transitions
between pairs of these states occur. Given values for three of the four parameters

as well as an estimate of 7, a value for the fourth parameter should be chosen so
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that equation 5.3 is satisfied. For this study, we allowed H to take on the values 5,
10, 50, 100, and 500 and we varied A between 0.0, 0.05, 0.1, 0.2, 0.5, and 1.0. For
most simulations, we also set the transmission dose B equal to 1. With these values
specified, the infection rate m is the unique positive root of a quadratic equation.
Because the lengths of the sequences belonging to the patient data sets were
all less than the lengths of the simulated sequences (1000 third position sites), it
was necessary to convert the population recombination rates estimated from these
data sets to the rates that would have been obtained had the sequences been of the
same length as the simulated sequences. Subject to the assumption that crossovers
(template jumps by the reverse transcriptase) are uniformly and independently dis-
tributed along the sequence, Haldane’s formula expresses the probability of recombi-
nation between a pair of markers as a saturating function of their genetic distance:
r(8) = (1 — exp(—2 - §)), where ¢ is the average number of crossovers, per replica-
tion, between the markers (Haldane 1919). In vitro studies of HIV-1 recombination
indicate that, in addition to the two obligatory strong stop DNA jumps, there are, on
average, two to three internal template jumps per replication cycle (Yu et al. 1998;
Jetzt et al. 2000). These considerations suggest that we can express the population

recombination rate between two markers separated by [ third position sites as:
1 — e—151/1000
pl0) = (1000 (1555 ) 6.4

where we have taken 0.75 = (2.5 x 3000/10000) to be the average number of tem-
plate jumps per replication cycle in a region of the viral genome containing 3000
sites. Given an estimate of p;(I) for a patient data set consisting of sequences { third
position sites in length, we used this equation to estimate the population recombina-
tion rate p;(1000) for a sequence of 1000 third position sites. We then estimated the
absolute recombination rate r;, scaled by twice the effective infrapopulation size, by
dividing the population recombination rate p;(1000) = 4N.(r;/2N,) by two. (While

some experimental studies of retroviral recombination have detected recombination
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hotspots and negative interference between adjacent crossovers (Anderson et al. 1998;
Zhuang et al. 2002), we have opted for the simpler model of recombination reflected
in equation 5.4 in lieu of a more complicated model (e.g., incorporating Kosambi’s
mapping function) that would have required additional quantitative data character-

izing HIV-1 recombination that is not currently available.)

Sequence evolution: A general reversible model of nucleotide mutation was used to
simulate sequence evolution along the genealogies generated by the structured coa-
lescent. This model was parameterized using the rates and nucleotide frequencies
estimated by PAML (Yang 1997) for the third position sites of a set of 22 com-
plete subtype C genomes collected in Botswana (Novitsky et al. 2002). The phyloge-
netic tree used for the PAML calculations was obtained using fastDNAml (Olsen et
al. 1994). The nucleotide frequencies obtained from these calculations were 0.2345,
0.1410, 0.4353, and 0.1892 for T, C, A, and G, respectively, while the estimated rate
parameters, scaled so that the mean number of mutations per site per unit interval
of time was one, were rpo = 4.6850, rpq = 0.2586, rrg = 0.6998, roa = 0.8058,
roe = 0.2075, and r4¢ = 2.8254. Under reversibility, ry1n2 = ryeni for any pair
of nucleotides N1 and N2, and the components of the rate matrix @ = (Gn1n2)
are obtained by setting Jn1 n2 = TN1,n2 - Tve. We estimated the average mutation
rate, measured in units of twice the effective infrapopulation size, by dividing the
infrapopulation estimates of 6; by two. Because the mutational model ifnplemented
in LDhat does not allow for rate heterogeneity among sites, rate heterogeneity was
neglected in the simulations as well. Conditioned on the genealogy, different sites

were evolved independently of each other.

Simulations: Simulations of the structured coalescent process were used to estimate
relative superinfection rates compatible with the subtype data sets and to explore the

effects of relaxed transmission bottlenecks on the population recombination rate in
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a structured population. In both cases, 100 data sets were simulated for each set of
the parameter values and LDhat was then used to estimate population recombination
rates for the simulated data sets. The resulting empirical distributions of p were char-
acterized by their medians and lower and upper 5% quantiles. Because the modes of
these distributions were unstable due to the limited number of samples, we instead
calculated the modes of smoothed versions of the empirical distributions that were
formed by replacing the density at any point by the total mass in a 2 unit window
centered at that point and normalized by its length. For values of p less than 1 or
greater than 99 (and therefore within 1 unit of the maximum estimate of p allowed by
LDhat), both the window and its length were truncated accordingly, e.g., the window
at 0 was the interval [0, 1] with length 1.

Relative superinfection rates were estimated for the subtype data sets by compar-
ing the population recombination rates estimated for these data with the distributions
of estimates obtained from groups of data sets that were simulated under different
values of X increasing from 0 to 1. The other parameter values were fixed for each
series of simulations and the transmission dose B was set equal to 1 in all of the simu-
lations used for estimation. Point estimates of A were obtained for each subtype data
set by matching the estimated value of p for that data set to a linear interpolation
of the modes of p computed for the simulated data sets. For example, if the mode at
A = 0 was 0 and the mode at A = 0.1 was 10 and the subtype estimate of p was 3,
then the point estimate of A for that data set was taken to be 0.3. These estimates
can be regarded as very crude maximum likelihood estimates. Additional information
about the likely values of A for each subtype data set can be gleaned from the other
summary statistics reported for the empirical distributions of p, e.g., the lower and
upper 5% quantiles can be used to infer lower and upper bounds on A such that the
one-sided p-values of the subtype estimate of p exceed 0.05.

We also conducted a second series of simulations that were used to ask whether

there were any conditions under which the subtype estimates of p would be likely with
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either no (A = 0.0) or very limited (A = 0.01) superinfection. The infrapopulation
recombination rates r; were allowed to vary over a wider range of values (0 — 50) than
used for estimation of A and we simulated data sets using both very severe (B = 1)
and very relaxed (B = 1000) transmission bottlenecks. All other parameter values
were fixed (7 = 10, r = 20, H = 100).

Lastly, the effects of transmission dose on the empirical distribution of p were
determined by simulating data sets with values of B that varied from 1 to 1000. The
relative superinfection rate was allowed to vary between 0.01 and 0.05 for these sim-
ulations, but all other parameter values were fixed (7 = 10, r = 20, H = 100). These
results cannot be used to give estimates of A for the subtype data sets, but they do

set lower bounds on A\ under scenarios with relaxed transmission bottlenecks.

Infrapopulation and subtype data sets: We analyzed nine patient data sets obtained
from seven subjects who were infected with HIV-1 subtype B. Sequences belonging
to the same data set were sampled contemporaneously. The data sets labeled moorel
and moore2 were collected from a single patient at two different times and contain
sequences spanning the entire envelope gene (Kuhmann et al. 2003). The data sets
labeled bori_env and bori_gag were collected simultaneously from a single patient and
span parts of gpl120 and gag (pl17-p24), respectively (Wei et al. 2003). The remaining
five data sets (ucla A-E) were collected from five different patients and span part of
the p17-p24 region of gag (Jamieson et al. 2003). Each patient data set was codon
aligned against the homologous region of a standard reference subtype B sequence
(HXB2R) and subsequent analyses were restricted to third position sites. Note that
we report sequence lengths in codons and use the lengths of the homologous regions
of HXB2R which may include some gaps. Additional information about the patient
data sets is recorded in Table 5.1.

We also analyzed eight subtype data sets. The set labeled E-TH contains a group
of CRF01_AE partial envelope sequences that were collected in Thailand by three dif-
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ferent groups between 1994 and 1996 (Yu et al. 1997; McCutchan et al. 2000; Auwanit
et al. 2001). Two sets contain subtype B envelope sequences that were collected either
from participants in the San Francisco Men’s Health Study between 1985 and 1987
(B-SFMH; McCutchan et al. 1998) or from recent seroconvertors sampled in Trinidad
and Tobago between 1994 and 1995 (B-TT; Cleghorn et al. 2000). We analyzed four
sets of subtype C sequences, two collected from a population in Botswana in 2000
and spanning either gag-pol or envelope (C-BWgag, C-BWenv; Novitsky et al. 2002)
and two more collected from a population in South Africa in 1998 and spanning ei-
ther part of gag or part of envelope (C-ZAgag, C-ZAenv; Treurnicht et al. 2002).
The remaining data set contains CRF08_BC partial gag-pol sequences collected in
the Yunnan Province of China between 2000 and 2001 (BC08-CH; Yang et al. 2002).
Each subtype data set was codon aligned to HXB2R and only third position sites
were retained for analysis. Table 5.2 provides additional information about the sub-
type data sets. In some cases we faced a tradeoff between maximizing the number
of sequences included in a data set and minimizing variation in the ages of these se-
quences. Because our analyses assume that the sequences at the top of the coalescent
were sampled contemporaneously, variation in the sampling times of these sequences
could bias parameter estimates. On the other hand, data sets containing too few
sequences will also contain insufficient information for reliable parameter estimation.
QOur admittedly arbitrary compromise was to require that each data set contain at
least 10 sequences and that all of the sequences included in any one data set were col-
lected on dates no more than three years apart. Because four of the subtype data sets
contain sequences that were sampled comtemporaneously, this complication impacts

only some of our results.
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5.3. Results

Population recombination rates of HIV-1 data: Table 5.1 shows the estimates of 8;
and p; that were obtained by analyzing the patient data sets with LDhat. The per-
site estimates of 6; are remarkably consistent between subjects: the maximum and
minimum values of 8; differ by less than a factor of two, with a mean of 0.0238 and
a standard deviation of 0.0040. Dividing the mean by two gives 0.012, which was the
value that we used for the mutation rate in all of the simulations. In contrast, the
estimates of the infrapopulation recombination rate exhibit much greater variation,
ranging from 0.00 to 40.92. In part, this spread reflects the six fold variation in the
lengths of the sequences belonging to the patient data sets and so Table 5.1 also
shows the length-standardized estimates of the population recombination rate for a
sequence of 3000 sites, obtained using equation 5.4.

Six of these estimates, corresponding to five different subjects, are in close agree-
ment, with values ranging from 23.60 to 30.02, a mean equal to 25.89 and a standard
deviation equal to 2.75. The other three estimates, even when adjusted for sequence
length, are either very much smaller (0.0 for bori_env) or very much larger (> 100.0
for ucla_C and ucla_D). While it possible that the residual variation in p reflects real
biological differences between the viral infrapopulations from which these data sets
were sampled, we suspect that much of this variation can instead be attributed to the
small numbers of segregating sites in these data sets. It is probably not coincidental
that the three most extreme estimates of p(1000) were obtained for data sets with
either the least or nearly the least number of segregating sites. These considerations
suggest that we exclude the three extreme data sets and fix a value for r that is com-
parable to the estimates of p(1000) obtained for the remaining six data sets, divided
by two. In view of the pronounced variation in the full set of estimates, we simulated
data sets under three values of r;: 5, 10, or 20.

In Table 5.2, we show the estimates of 8; and p, for the eight subtype data sets.
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The per-site estimates of 6, vary from 0.0468 for the CRF08_BC sequences from China
to 0.2326 for the subtype C gag-pol sequences collected in Botswana, with a mean of
0.1448. Dividing by the mean per-site value of 4, for the patient data sets gives 6.084
as an approximate value for 7, which we bracketed by taking ¥ = 5 and 7 = 10 in the
simulations. Although the subtype data sets contain many more segregating sites than
the patient data sets and therefore should be more informative with respect to the
recombination rate, the subtype estimates of p, are still quite variable and remain
so even after we use equation 5.4 to adjust for sequence length. The CRF08.BC
sequences again give the most deviant estimate, with p(1000) = 0.00, and the other
estimates still vary by a factor of four. Because the population recombination rate
depends both on the underlying recombination rate and on the effective population
size, differences between the subtype sets with respect to either or both of these
factors could explain the variation in the estimates of p.

Assuming that the mutation rate is invariant between the different subtype sets,
we can use the estimates of 65 as measures of the effective population sizes of the
corresponding populations. Linear regression of p,(1000) against the per-site esti-
mates of O reveals a significant positive relation between these two variables (slope
= 246.6, p = 0.0272, r? = 0.584). Significance is lost, however, if the CRF08.BC
estimates are excluded from the regression (slope = 159.2, p = 0.1915, r? = 0.313),
suggesting that some of the variation in the subtype population recombination rates
can be attributed to differences in the recombination rate or other factors, like super-
infection, that modify the genealogical consequences of recombination. A simple but
important observation is that the population recombination rates estimated from all
of the subtype data sets except BCO8-CH are large, meaning that recombination is

broadly evident even within subtypes.

Simulations and Superinfection Rate Fstimates: Summary statistics characterizing

the 136 empirical distributions of p used to quantify rates of intrasubtype superin-
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fection are shown in Tables 5.3 and 5.4. As expected, the modes and the medians
of these distributions, as well as their lower and upper 5% quantiles, are increasing
functions of the infrapopulation recombination rate, of the relative superinfection
rate, and of the mean pairwise coalescent time. However, changes in the number of
infected hosts and in the infection rate are accompanied by more complicated changes
in these summary statistics. When the superinfection rate is zero, the median and
the upper 5% quantile actually decrease for larger values of H if m is simultaneously
decreased so that 7 is held constant. No such trend is apparent for non-zero values
of A, although the randomness of our summary statistics could obscure a weak rela-
tionship. In contrast, both the modal and the median estimates of p increase more
steeply, at least for small values of A, when the number of infected hosts is large.

It also apparent from Tables 5.3 and 5.4 that the empirical distributions of p have
a strong positive skew, with modes much less than either the median or the mean (not
shown), whenever the relative superinfection rate is small. However, as A increases,
the distribution first becomes more symmetrical, as judged by the positions of the
lower and upper 5% quantiles relative to the median, before becoming increasingly
negatively skewed. Because LDhat does not allow the estimates of p to exceed 100, the
actual distributions of p may have an even stronger negative skew than the simulated
distributions suggest for large A.

Table 5.5 lists twelve estimates of the relative superinfection rate, obtained using
the data summarized in Tables 5.3 and 5.4, for each of the subtype data sets. Although
the other model parameters are only imprecisely constrained by the available data,
this shotgun approach at least indicates the range of estimates of A that are compatible
with the data modulo this uncertainty. We provide one estimate of A for each possible
combination of the following parameter values: 7 = 5,10, r; = 5,10,20, and A =
5,500. Estimates of A for the intermediate values of H included in Tables 5.3 and
5.4 are nested between the estimates obtained using H = 5 or 10 and therefore are

not listed in Table 5.5. We do, however, give an estimate of 7 for each subtype data
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set, obtained using equation 5.1. For some of the data sets, this estimate is much
closer to one of the two values used in the simulations and can be used to choose the
set of six estimates of A that are most appropriate for that data set. Unfortunately,
additional information that might be used to select the most relevant values of H and
r; for each data set is lacking.

Table 5.6 depicts the range of population recombination rate estimates that are
likely when superinfection is either lacking or very rare relative to infection. In gen-
eral, the summary statistics of the empirical distribution of p are increasing functions
of the infrapopulation recombination rate except when A = 0 and B = 1. In this
case, the mode, the median, and the lower 5% quantile are equal to 0 for all values
of 7; up to 50, while the upper 5% quantile is never larger than 2.2 and is not signifi-
cantly linearly correlated with r; (slope = —0.0042, p = 0.551). Even with essentially
unrestricted transmission (B = 1000), the upper 5% quantiles obtained for data sets
simulated with no superinfection are much smaller than the non-zero population re-
combination rates estimated for the subtype data sets. This is no longer true when
we allow for rare superinfection events, but large estimates of p are seen only with
unrestricted transmission and the modes and medians of these distributions are still
less than most of the subtype estimates of p.

The effect of relaxed transmission bottlenecks on the empirical distributions of p
are shown in Table 5.7. As expected, the summary statistics of these distributions are
increasing functions of the transmission dose B and the rate at which these estimates
increase with B is itself increasing in A. Thus, large estimates of A will be more
sensitive to assumptions about the transmission dose than small estimates. More
importantly, estimates of p as large as those obtained for most of the subtype data
sets will be likely when superinfection is rare (A < 0.05) only if transmission is
essentially unlimited. However, even with routine coinfection, we must still invoke

non-zero superinfection rates (A > 0.02) to account for the subtype data.
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5.4. Discussion

Our simulations of a structured coalescent process have shown that the population
recombination rates estimated for seven of eight of the HIV-1 subtype data sets are
too large to be consistent with scenarios in which HIV-infected hosts are only rarely
or never superinfected. Because each of these data sets contains sequences belonging
to just one subtype or circulating recombinant form, these results suggest that intra-
subtype superinfection may be no less common than inter-subtype superinfection.
An examination of Table 5.5 reveals that even the most conservative estimates of
the relative superinfection rate for these data sets are mostly greater than 0.05 (with
r = 20, 7 = 10, and H = 500). If we also take into account the set-specific estimates
of 7 (Table 5.5) and the fact that the infrapopulation recombination rate estimates
are mostly closer to 10 than to 20 (Table 5.1), then plausible estimates of A will
exceed 0.15 for most of the subtype data sets.

The relative superinfection rate can be interpreted in the following manner. If
we temporarily suppose that there is no viral recombination and we sample a viral
sequence from an infected host without regard to the age of their infection, then the
probability that that sequence is descended from a viral lineage which was transmitted
to the host by superinfection is equal to s/(s +m) = A/(1+ X). When A = 0.2, this
probability is approximately 0.17. However, this description is an understatement
of superinfection in two respects. First, viral sequences do recombine, so A\/(1 + A)
is better interpreted as the probability that a particular site along the sequence is
descended from a superinfecting lineage. Because different sites can have different
evolutionary histories, some of which might include a recent superinfection, the prob-
ability that a randomly sampled sequence will contain at least oune site descended
from a superinfecting lineage is actually greater than A/(1+ A). Secondly, even after
we take recombination into account, these statements refer to individual sequences

and their ancestors rather than to the hosts themselves. While we are unable to
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derive superinfection rates for hosts from the per-sequence superinfection rates used
in the model, it is clear that the likelihood that a randomly sampled host will have
been superinfected at least once between the time of sampling and the time when
they were initially infected is also greater than A/(1+ ).

The set of Chinese CFRO8_BC sequences is the only data set for which the esti-
mated value of the population recombination rate is equal to 0.0. While this result
could mean that superinfection or recombination is much rarer in this population
than in the others, it could also simply reflect the recent origin of these sequences.
Notably, both the density of segregating sites and the estimated value of the popu-
lation mutation rate are much smaller for this data set than for any of the others.
These differences could be significant for three reasons. First, all of the information
about recombination is contained in the segregating sites, so if there are few of these,
then the estimated value of p will have low precision. Secondly, p and § are both
increasing functions of the effective population size, so small values of 8 predict small
values of p even when the underlying recombination rate is constant. Last, because
the simulations summarized in Tables 5.3 and 5.4 were only performed for values of
# much larger than that estimated for BCO8-CH, this table probably underestimates
the size of the largest value of the relative superinfection rate for which a zero esti-
mate of p is not unlikely. Thus, it could be that superinfection is as prevalent in this
population as in any of the others, but the limited diversification of the sequences in

the data set make it undetectable using the genealogical methods applied in this study.

HIV-1 Transmission Bottlenecks: All of the results listed in Tables 5.3-5.5, including
our estimates of the relative superinfection rate, are subject to the assumption that
HIV-1 infections are never transmitted by more than one virus. If, instead, larger
transmission doses are allowed, then smaller estimates of A\ are consistent with the
population recombination rates estimated from the subtype data sets (Table 5.7).

These decreases are expected because as the transmission dose increases, so does the



144

likelihood that recombining sequences belong to distinct co-transmitted viral lineages
which share a most recent common ancestor predating the current infection. Con-
sequently, if HIV-1 infections are frequently transmitted by more than one virus,
then the incidence of intra-subtype superinfection is probably lower than we have
suggested. Nevertheless, our claim that intra-subtype superinfection must sometimes
occur in these populations, even if only rarely, appears to be robust to whatever
assumptions we make about B. Even with exceptionally high infrapopulation re-
combination rates (r; = 50.0) and essentially unlimited transmission (B = 1000),
estimates of the population recombination rate as large as those obtained from the
subtype data sets are very unlikely in the absence of superinfection: the median
estimate of p is only 2.2 and 95% of the estimates are less than 13.2 (Table 5.6).
Although relative superinfection rates less than 0.05 (but greater than zero) are
compatible with the subtype estimates of p when the transmission dose is much larger
than one, we suspect that typical transmission doses for HIV-1 are too small to sub-
stantially reduce the plausible values of A below those listed in Table 5.5. Direct
measurements of the transmission dose of HIV-1 have not been made, but the dy-
namics of viral diversity during infection suggest that transmitted HIV-1 populations
usually pass through a severe bottleneck. Several studies have shown that recently
infected subjects harbor viral populations that are much less diverse than those found
in chronically infected individuals (McNearney et al. 1992; Wolfs et al. 1992; Zhu et
al. 1993; Zhang et al. 1993; Zhu et al. 1996; Delwart et al. 2002). This comparison is
most informative in cases where the identity of the transmitting individual is known.
For example, measurements of mean intrahost diversity of partial gp120, gp4l, nef,
and pl7 sequences were all less than 0.5% in a group of five recent seroconvertors, but
were significantly larger (between 1.5% and 5%) in their partners (Zhu et al. 1993).
The majority of subjects sampled for studies of viral diversity during the early
stages of HIV-1 infection have been men infected by HIV-1 subtype B. However, sev-

eral recent studies have reported that heterogeneous primary infections are common
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in African women infected through heterosexual contact (Poss et al. 1995; Kampinga
et al. 1997; Long et al. 2000). Among 32 recently infected Kenyan women surveyed by
Long and colleagues, 20 harbored viral populations with heterogeneous envelope se-
quences, exhibiting mean pairwise differences greater than 5% in the V1, V2, and V3
loops of envelope. In contrast, pairwise differences in these same regions of the viral
genome were all less than 1% in each of 10 recently infected Kenyan men. However,
subsequent analyses of three of the Kenyan women infected with heterogeneous viral
populations showed that viral diversity in each population was partitioned among
three clones: while the average pairwise distances within clones were much less than
1%, pairwise distances between clones varied from 2% to over 5% (Long et al. 2002).
Notably, in one of these subjects, one clone appeared to have arisen following a single
recombination event involving viruses belonging to the other two clones. One inter-
pretation of these results is that the heterogeneous primary infections identified in
these women were descended from only two to three viruses successfully transmitted
from the same partner. Although the data are limited, these results do show that
diverse primary infections need not imply large transmission doses.

The preceding considerations aside, the alternation of heterosexually transmitted
viral lineages between male-to-female and female-to-male transmissions will restrict
the genealogical consequences of large male-to-female transmission doses. We can
obtain some insight into this possibility by considering how the mean pairwise coales-
cent time depends on random transmission doses. If we set pr, = P{B = k}, then it
is easy to show that the expression for 7 given by equation 5.3 is still valid provided
that we replace B by its harmonic mean:

7 Pk -

By = (Z_; - ) (5.5)
This is similar to the classical result that the effective population size of a popula-
tion with variable population size is approximately equal to the harmonic mean of

the population size (Ewens 1979). Significantly, small transmission doses contribute
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disporportionately to the harmonic mean of B, suggesting that regular severe trans-
mission bottlenecks will suppress the effects of large transmission doses. For example,
if the female-to-male transmission dose is always 1, then p; > 1/2, in which case the
harmonic mean of B will be less than 2 no matter how large the male-to-female trans-
mission dose may be. These considerations suggest that, even if women are regularly
coinfected, this will have only a weak impact on the relationship between the relative
superinfection rate and the population recombination rate and that our estimates of
X for the subtype data sets will be little changed.

The preceding arguments have relied on the assumption that severe transmission
bottlenecks alone are responsible for the genetic homogeneity of early HIV-1 infec-
tions. However, as several authors have pointed out, strong purifying selection on
viral populations in newly infected hosts could also explain these observations (Zhu
et al. 1993; Cornellisen et al. 1995; Learn et al. 2002). Because very few HIV-1 in-
fections are identified immediately after transmission, it is difficult to use existing
studies to discern the mechanism responsible for viral homogeneity. In one study of
homosexual men infected with HIV-1 subtype B, envelope diversity in 7 of 8 subjects
was actually smaller in samples collected 72 to 137 days after the onset of acute illness
than in samples collected only 26 to 63 days after illness (Learn et al. 2002). This
result suggests that most of these men had been infected by multiple viruses and
that viral diversity was subsequently reduced by selection. In contrast, a study of 17
frequently tested plasma donors who developed HIV-1 infections found that in 16 of
these subjects envelope sequence diversity was negligible within one to three weeks
of the subject’s most recent negative HIV test result (Delwart et al. 2002). Whether
these considerations will alter our conclusions about superinfection and recombina-
tion depends not so much on the mechanism responsible for changes in viral diversity
following transmission as it does on the timing of those changes. For our purposes,
large transmission doses accompanied by strong purifying selection can be considered

to be functionally equivalent to severe transmission bottlenecks so long as selection
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rapidly reduces viral diversity (e.g., before the new infection is itself transmitted)
and does so throughout the entire viral genome. Because existing studies of primary
HIV-1 infection are either contradictory or uninformative in this regard, additional

data are needed to resolve this issue.

Model Adequacy and Interpretation: The validity of our conclusions about intra-
subtype superinfection depends not only on the appropriateness of the parameter
values used in the simulations described in this study, but also on the adequacy of
the models themselves. Throughout our analysis we have assumed that processes
related to Kingman’s coalescent can be used to model the distribution of genealogies
in individual infections as well as the local epidemiology of sets of HIV-1 infections.
Both of these claims can be challenged and significant disparities between the models
and the biological processes that they are meant to represent could lead to biased esti-
mates of the superinfection rate or force us to attach different interpretations to these
estimates. To the extent that we can recognize the simplifications imposed by the
models, we may also be able to identify the resulting errors and use this information
to assess the robustness of our conclusions about superinfection.

The assumption that Kingman’s coalescent is an acceptable model of viral evolu-
tion within HIV-1 infrapopulations was used twice in this study, first when we used
LDhat to estimate the quantities ¢; and p; and again when we compared sets of se-
quences simulated according to the structured process with the subtype data sets.
In general, Kingman’s coalescent is considered to be a robust model of genealogical
relationships in large, neutrally evolving, panmictic populations of fixed size in the
sense that details related to reproduction and mortality can often simply be folded
into the effective population size (Mohle 2000). However, it is less safe to dispense
with the three assumptions concerning neutrality, population structure, and popula-
tion dynamics. The fact that all three are violated in HIV-1 infrapopulations invites

examination and could explain why estimates of the effective infrapopulation size,
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the key parameter in coalescent modeling, differ by up to three orders of magnitude.
Depending on the method used, published estimates of N, range in magnitude from
10% — 10% (Leigh Brown 1997; Nijhuis et al. 1998) to 10° (Rouzine and Coffin 1999).

Our own estimates of the effective infrapopulation size are even smaller. If we as-
sume that the average mutation rate at third position sites is 1 = 3.4 x 1075 mutations
per site per generation (Mansky and Temin 1995), then N, can be determined using
the values of 8 = 4N,y reported in Table 5.1; the resulting estimates are between 143
and 237. Although disruption of mutation-drift balance by the transmission bottle-
neck will lead to underestimates of N,, a comparison of the ages of the infections from
which the patient data sets were collected and the corresponding pairwise coalescent
times suggests that this reasoning does not account for our results. Assuming that
each viral generation lasts an average of two days (Ho et al. 1995; Wei et al. 1995),
the expected pairwise coalescent times for the patient data sets are between 286 and
474 days. Minimum ages of infection at the time of sampling are available for 6 of the
7 subjects represented by patient data sets and are recorded in Table 5.1. (Exact ages
are unavailable because the time of HIV-1 transmission is rarely known, but mini-
mum ages can be established by measuring time back to the first diagnosis.) These
vary from 4 to 12 years and the average of 9 years is more than six times greater
than the largest mean pairwise coalescent time indicated above. Because the rate of
coalescence between members of a group of k sequences increases quadratically with
k, the total coalescent time for even a large group of sequences is typically only a few
times greater than the pairwise coalescent time. Thus, it appears that sufficient time
between infection and sampling had elapsed for each of our patient data sets to have
coalesced well before the transmission bottleneck. This conclusion is reinforced by
observing that the estimated effective population sizes and the ages of infections are
not positively correlated. Indeed, the slope of a linear regression of # against the age
of infection is actually negative (m = —7 x 107°, p = 0.9171). Furthermore, given

the threefold variation in the ages of infection, the absence of a significant correlation
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cannot just be attributed to the imprecision of the age estimates.

There are several other explanations that could account for the disparity between
our estimates of the effective infrapopulation size and those reported by others. One
is that the estimator implemented in LDhat, a simple finite sites approximation to
Watterson’s estimator (McVean et al. 2002), could have a negative bias. Were this the
case then the effective population sizes of the subtype data sets should also have been
underestimated. However, apart from the exceptional data set labeled BC08-Ch, the
expected pairwise coalescent times calculated for these data sets are between 5 and 12
years and these do not seem unreasonably small in view of the recency of the spread of
HIV-1 in these regions at the times when the sequence data were collected. Differences
related to selection or spatial structure could also be reflected in our estimates. For
example, recent selective sweeps associated with anti-viral treatment or host immune
responses, or more restrictive sampling from the varied anatomical compartments
that support viral replication would lead to smaller estimates of N,. Although we
cannot exclude these explanations, we are also unaware of any information per;cinent
to the patient data sets that suggests that they are relevant.

If the effective infrapopulation sizes deduced from Table 5.1 are underestimates,
then genetic drift will have been exaggerated in our simulations relative to other
processes such as recombination and infection. This discrepancy would cause recom-
bining lineages that did not first participate in an infection or superinfection event to
coalesce too rapidly and therefore would reduce the apparent population recombina-
tion rates of the simulated data sets. Because the population recombination rate is
also an increasing function of the relative superinfection rate and our estimates of A
were obtained by matching the population recombination rate estimated for the sub-
type data set with those estimated for the simulated data sets, an underestimate of
the effective infrapopulation size will cause the relative superinfection rate to be over-
estimated. How badly these rates will be overestimated depends on the infection rate,

m. When m < 1, genetic drift is responsible for more coalescences than transmission






