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ABSTRACT 

Such large quantities of data and information are already being "trafficked" over 

networks, that the term information commerce has been coined. To facilitate 

information commerce, various infrastructures have been used, ranging from the 

Internet to local area networks. However, traditional information access strate

gies, termed pull-based strategies, tend to work poorly in most frameworks due 

to the notion of communication asymmetry [IVB97]. An alternative paradigm of 

disseminating information to a large number of clients is through the use of broad

casts. This dissertation addresses two major issues of interest in the broadcast 

scenario: (I) determining what to broadcast, and how the clients retrieve from 

the broadcasts, and, (2) how to provide secure access control to broadcast data. 

In this dissertation, we explore the general domain of data organization and ac

cess in broadcasts. Specifically, we design solutions that enable clients to retrieve 

their data of interest efficiently, as well as with a minimum of energy expenditure, 

particularly in a wireless context, and, we facilitate clients' subscription to the 

broadcast data by providing a secure access control layer. 
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Chapter 1 

INTRODUCTION 

The proliferation of personal computing and the World Wide Web over the last 

decade has had a fundamental impact on information systems. These two advances 

have dramatically changed many aspects of the business world by allowing more 

and more business transactions to be carried out over the Internet. For example, 

clients can customize their computers and place their orders at Dell's web site; 

GM and Ford are building electronic markets to connect to their suppliers and 

reduce procurement costs; customers can easily access their bank accounts, apply 

for a loan, buy funds and stock on Wells Fargo's web site. The terms "Electronic 

Commerce" and "Electronic Business" have been used to describe these changes. 

Market and industrial analysts have not been shy in declaring this new era as the 

"E-conomy" and predicting that e-commerce will reach $1.23 trillion of worth in 

the next few years to come in the U.S.A. alone [ACOO]. 

An important by-product of the WWW in general, and e-commerce in par

ticular, is the fast increase in the available information on the WWW. Analysts 

forecast that the number of Web pages, currently 2 billion, will reach 13 billion by 

2003 [CorOO]. In fact, such large quantities of data and information are already 

being sent over networks, that the term information commerce has been coined. 
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[BSW+95]. It is projected that the current market for Web content distribution 

and delivery, currently 374 million USD worldwide, will reach 6 billion USD by 

2004 [JCOO]. 

To get a feel for the information commerce environment, consider an individual 

who is interested in receiving, via the Internet, news and stock market data along 

with any traffic or weather updates in the area where she lives. Usually, she would 

have to either go to individual web sites that carry part of the information, or cus

tomize a portal site such as my.yahoo .com, to display all the pieces of information 

on a single web page. Other information commerce services may charge for the 

information delivered to the customer. For example, consumers can subscribe to 

data servers that sell real-time financial information [Com97], weather information 

[WeaOl], documents and reports (such as the META group [Gro97]) and a large 

variety of other information that buyers are interested in. 

To facilitate information commerce, various infrastructures have been used 

ranging from the World Wide Web to local area networks. 

A recent application for information commerce stems from the widespread use 

of wireless technologies. In fact, some studies predict portable information devices 

to be the top breakthrough technology for the next 10 years [UniOO]. Think tanks 

envision a post-PC world by 2003 in which 30 percent of the population of in

dustrialized nations will be using portable devices to make telephone calls, send 

email, watch videos, transmit documents and data for conferencing, computation, 



15 

and other forms of communication. 

It is predicted that the market for wireless e-commerce solutions in the United 

States will grow 1,000 percent to 1.2 billion USD [DatOO] by the year 2005. Wire

less e-commerce is expected to reach 23.9 million users by 2003, and generate a 

revenue of 11.3 billion USD [ISOO, LynOO]. Revenues are forecast to grow to 121.8 

billion USD in 2008. Analysts say it is likely that time-sensitive industries, includ

ing financial services and online auctions, will benefit enormously from wireless 

commerce. Charles Schwab, Ameritrade, Fidelity, DLJ Direct and other online 

brokers have already introduced wireless trading. Yahoo! offers wireless access in 

Europe, and eBay announced plans to follow suit earlier this year. 

Wireless clients are increasingly offered new services to access email and WWW. 

The challenges of designing and implementing wireless networks are important ones 

for the telecommunications research community. At the same time, data manage

ment issues related to organizing and retrieving information from wireless channels 

have posed challenges for the database community as well. Some of the software 

problems, such as data management, transaction management, database recovery, 

etc., have their origins in distributed database systems. In mobile computing, 

however, these problems become more diflScult to solve, mzdnly because of the nar

row bandwidth of the wireless conmiunication channels, the relatively short active 

life of the power supplies (battery) of mobile units, and the changing locations of 

required information due to client mobility. 
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Regardless of the application area, there is a strong sense in the information 

commerce community that consumers' appetite for information is virtually bound

less — what can be provided is only limited by available infrastructure [AAFZ95]. 

A major problem is that traditional information access strategies, termed pull-based 

strategies (where information is sent in response to a query), tend to work poorly 

due to the notion of communication asymmetry [IVB97] present in. most client-

server networks. Communication asymmetry refers to the fact that downstream 

bandwidth (i.e., server-client channels) is significantly larger than upstream (i.e., 

client-server channels) bandwidths. This makes information pulling comparatively 

very expensive. 

Consider our previous example of the individual who wanted to access a variety 

of information on the Web. In the traditional form of information access from the 

Web, she would have to "refresh", o: "reload" the web page to receive the latest 

values. This corresponds to pulling the information from the server. However, 

since she has no way of knowing when the data is updated, she needs to query 

the server continuously. Volatile data such as stock ticks potentially draw a large 

number of queries from clients. This affects the clients negatively in two ways: (1) 

due to lower bandwidth of the client to server channel, the client query takes some 

time to reach the server, (2) the server has to process the requests sequentieilly 

and send — potentially the same — reply to each client. This approach is clearly 

inefficient. 



A widely accepted paradigm of disseminating information to a large number of 

clients is through the use of broadcasts [VH96b, BI94, IVB94a, IVB94b]. In this 

model, a "server" broadcasts information and "clients" tune in to the broadcast to 

retrieve their data of interest. This eliminates the need to continuously query the 

server since the new value of the data will be broadcast to all the clients. This new 

paradigm is called the push-based strategy using broadcasts. Therefore, instead of 

the clients pulling the information, the server pushes it to a shared channel. In the 

WWW, IP Multicasting serves this purpose. The individual in our example could 

choose to receive multicast data by joining an appropriate multicast group. 

Looking closely, the two major issues of interest in the broadcast scenario are 

(a) how and what does the server broadcast, and (b) how does the client retrieve? 

Of particular interest are solutions that enable clients to retrieve their data of 

interest efficiently, as well as with a minimum of energy expenditure, in a wireless 

context. 

Another critical problem is providing secure access control in broadcast schemes. 

To get a feel for this problem, consider the classical broadcast environment, where 

jm information server broadcasts to a large number of clients using a shared chan

nel. Bach broadcast consists of a number of data objects that are of interest to 

clients. 

Each client is interested in a certain number of these objects and subscribes to 

them. Subscription refers to a contract that each client enters into with an agent. 



which entitles the client to access a data object for a specific period of time. Once 

the contracted period for a subscription is over, the subscription is considered to 

have expired and the client cannot access the data object any longer without resub-

scribing. Such a scenario is important in many applications. For example, financial 

data firms (e.g., Thomson Financial Services [Fin97]) compute measures of interest 

called analytics (e.g., volatility emd momentum). Such analjrtics reports are sold to 

a large number of consumers such as individual and institutional investors, finan

cial sections of newspapers, brokerage houses. The number of reports produced 

(50-100) are quite small in comparison to the number of clients (more than 10,000) 

and each client typically subscribes to several of these reports. Clearly, such report 

distribution could benefit immensely from secure broadcasting technology. 

Many such examples can be constructed for other applications, such as sports 

scores (people pay for those sports they are interested in), or news. The common 

feature of all these applications is that clients pay for, or subscribe to, certain 

items of interest from a broadcast of a large number of items. Broadcast protocols 

should provide adequate security and should scale well with the munber of clients 

using the system. As a result, subscription-based access to broadcasts necessitates 

the use of encryption techniques in order to let only the legitimate subscribers to 

access the broadcasts. Therefore, the broadcast protocols should have the ability 

to distribute encr3T)tion keys to clients in an efficient manner. 
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1.1 Problems Addressed 

In this dissertation, we deal with two problems: 

• Data Organization and Access in Mobile Networks 

• Subscription-based Data Access in Broadcasts 

We next describe these problems in more detail. 

1.1.1 Data Organization and Access in Mobile Networks 

In this part, we address the problem of data retrieval by mobile units from wireless 

broadcasts. Our goal is to design and evaluate adaptive broadcast protocols to 

support efficient information retrieval while simultaneously attempting to minimize 

energy consumption by the mobile units. 

We assume a general architecture of a wireless platform where a number of 

computers, fixed hosts and base stations, are interconnected through high speed 

vdred network. Mobile units are battery-powered portable computers, which move 

around freely in a restricted area, referred to here as a geographic mobility domain. 

Base stations are equipped with transmitters and receivers for communicating with 

mobile units that use a mobile database. 

We assiune the following for fiilly characterizing our mobile database. (1) The 

database is fully replicated among servers, (2) The data is characterized as rapidly 



changing [Dat94]; users often query servers to remain up-to-date. More specifically, 

they will often want to track every broadcast for their data item of interest. (3) 

The database is updated asynchronously, i.e., by an independent external process, 

which does not affect the protocols described in this paper. (4) Users are highly 

mobile and randomly enter and exit from the cells. (5) User reference behavior 

is localized; e.g., some data items are more popular than others. (6) Servers are 

stateless, i.e., they maintain neither client arrival and departure patterns, nor 

client-specific data request information [ZF''"94]. 

Database users over a wired network remain connected not only to the network, 

but also to a continuous power source. Thus, response time is the key performance 

metric. In a wireless network, however, both the response time and the active 

life of the user's power source (battery) are important. While a mobile unit is 

listening or transmitting on the line, it is considered to be in active mode. In order 

to conserve energy and extend battery life, clients slip into doze (stemd by) mode 

where they are not actively listening on the channel, expending significantly less 

energy than in active mode. Therefore, one of the major goals of our research is 

to minimize the amount of time a client must spend in active mode to retrieve the 

data items she requests. 
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1.1.2 Subscription-based Data Access in Broadcasts 

Next, we turn our attention to providing secure data access and delivery, partic

ularly in a system where users must subscribe for accessing the broadcasts. We 

develop protocols that add a security layer on top of the basic broadcasting model 

presented earlier. In this system, a server broadcasts data items over a shared 

communication channel, and clients tune in to the broadcasts to download their 

subscribed items. We add an access control layer to encrypt the data items. This 

layer also adds smart controls that help clients to conserve energy. 

To enable the deployment of such applications, the following functionalities are 

necessary. 

1. A client must be able to access only the data items that it is subscribed to. In 

other words, the access to all items that a client is not subscribed to must be 

blocked. An intuitively natural way to tackle this problem by encrypting the data 

items in some way. 

2. A client must only be able to access items as long as its subscription to that 

item, is active, i.e., not expired. This is a non-trivial problem - clearly, in order 

to be given access to an item, assuming items are encrypted, a client needs to be 

provided with some sort of decrypting mechanism to retrieve this item. When its 

subscription expires, however, the client is still left with the decrypting mechanism, 

which compromises security. One obvious way of course is to change the security 



mechanism of a data item every time a subscription expires to that item. This 

approach is, however, prohibitively expensive, given the large number of (client, 

snbscribedJtem) pairs present in a system of reasonable size. 

3. The protocol(s) must be scalable, i.e., the number of clients should not deterio

rate the quality of service. 

4. Finally, the protocol that implements the above two functionalities must provide 

an adequate level of security, i.e., it should not be easy to breach the security pro

vided by the access control mechanism. 

Essentially, the problem is one of secure data management in broadcasts. Given 

such an environment, in the rest of the dissertation, we stipulate distributed pro

tocols to help the simultaneous achievement of the goals outlined above. 

1.2 Organization of the Dissertation 

The remainder of this dissertation is organized as follows. We present an extensive 

literature review in Chapter 2, followed by a discussion of data management in 

wireless networks in Chapter 3. In Chapter 3, we first describe a mobile comput

ing environment and database architecture in Sections 3.1 and 3.2. We then go 

on to stipulate a concrete problem statement in Section 3.3, discuss preliminary 

information in Sections 3.4 and 3.5 and describe our protocols in Chapter 4. Sub

sequently, we evaluate the performance of our protocols analytically in Chapter 5 
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and analyze and discuss the performance of the protocols empirically in Chapter 6. 

We discuss our work on subscription-based data access in broadcasts in Chapter 7. 

We first present the problem in Section 7.1, and provide a description of existing 

approaches in Section 7.2. In Section 7.3 and 7.4, we detail the broadcast envi

ronment and possible broadcast organization for existing techniques. Chapter 8 

presents our broadcasting protocols, namely, the Single Encoding Multiple Decod

ing (SEMD), SubScribe , SubScribe^, and Drop Groups techniques. In Chapter 9, 

we present an empirical study to assess the performance of our protocols. We out

line the model used to simulate the system in Section 9.1, and discuss the results 

of the simulation that compares the proposed techniques in the following sections. 

The dissertation concludes in Chapter 10. 

1.3 Contributions 

In this dissertation, we explore the general domedn of data organization anJ access 

in broadcasts. Specifically, we look at two problems: 

• Data Organization and Access in Mobile Networks 

— Dynamic determination of broadcast content 

— EflScient and power conservant retrieval by clients 

• Subscription-based Data Access in Broadcasts 
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— Secure access to broadcast data 

— Efficient unsubscribing from broadcasts 

— Efficient key management 

In the following, we expand on our contributions. 

1.3.1 Data Organization and Access in Mobile Networks 

Recently, there has been some interesting work in investigating data issues in 

mobile environments (see Chapter 2 for an extended discussion). Most of that work 

is concerned with access methods, i.e., how to organize broadcast data. In other 

words, given the composition of a broadcast, there has been a lot of excellent work 

in organizing data and index on air, as well as scheduling broadcasts. Our concern 

is different. In [IVB97], while discussing relevant future work, the authors mention 

that the most likely mode of retrieval in mobile environments is going to be mixed, 

i.e., the most frequently accessed items are broadcast and other items are provided 

on demand. To support such a mixed technique, the authors remark, adaptive 

broadcast protocols need to be designed. Such protocols will dynamically alter the 

broadcast content depending upon client demand patterns. In this dissertation, we 

propose and evaluate, both analjrtically and empirically, the performance of two 

such protocols. To the best of our knowledge, there did not exist, in the published 

literature, other examinations of the same topic prior to our work. 



Aside from the dynamic determination of broadcast content, which is con

cerned with the server side, this dissertation also delves deeply into the client side. 

Specifically, we address the problem of efficient and power-conservajit retrieval by 

clients. To this end, this dissertation proposes a number of retrieval protocols that 

a client might use to download data from broadcasts. Thus, we offer an integrated 

treatment of broadcast content determination and retrieval. This is achieved by 

designing cooperative protocols between the server and client sides. This is also a 

novel aspect of this work. We would like to note however, that we draw heavily 

upon existing work. Actually, our approach in concert with work cited above forms 

a comprehensive theory of organizing, managing and retrieving from broadcasts in 

a wireless, mobile environment. 

1.3.2 Subscription-based Data Access in Broadcasts 

Subscription-based data access from a broadcast paradigm has been in use in 

meuiy network and the WWW applications as well as a few wireless applications. 

However, most applications are plagued by various infrastructural problems, such 

as low bandwidth of conununication channels. In particular, client subscription to 

the service poses major challenges. Most applications address this issue by adding 

a security layer, i.e., encrypting the broadcast and giving the decryption keys to 

the subscribers. However, when a client's subscription expires, the server must 

create and distribute a new key to the remaining subscribers. Depending on the 
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number of clients, a lot of bandwidth must be devoted to key distribution. 

In this work we argue that the underlying mechanisms that are currently used 

are far from optimal. We design new protocols for data delivery and access and 

demonstrate that our protocols outperform existing approaches. 

On the server side, our protocols add a security layer that guarantees that 

only legitimate subscribers access the broadcasts. Our methods employ widely 

used encryption techniques but propose innovative ways to deliver the decryption 

mechanisms to the clients. These new delivery mechjinisms reduce the size of the 

broadcast, thus making the process more efficient. 

On the client side, our protocols achieve an exceptional quality of service un

der a wide variety of operating conditions. Furthermore, we present an efficient 

solution to the key distribution problem. 
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Chapter 2 

RELATED WORK 

Our work is focused on disseminating data in computer networks and on accessing 

the data securely. We use data broadcasting as the means for data dissemination. 

Data dissemination with broadcasting is a much researched area [Che92, DGB85], 

particularly in Internet multicasting [MS93, Gla96, IDM91] as early as the 1980s. 

In some contexts, data broadcast is referred to as "push technology" meaning that 

the information is sent to the user without a query from the user [Lev97, AFZ97]. 

In this dissertation, we first consider the data dissemination issue with respect 

to a wireless network, and then present a more general secure data access solution. 

Therefore, for the sake of clarity we devote a separate section of literature review 

for each topic. 

2.1 Data Management in Wireless Networks 

The primary reference area of this work is mobile computing in general and data 

management in wireless networks in particular. There exists much work in the 

area of mobile computing, particularly &om a telecommimications perspective for 

the Personal Conomunication Systems (PCS) and the Internet Protocol (IP) frame

work [AC95, BB94, BB97, BSBP95, Day97, DP96, Gej94, Goo90, HDP+95, IM93, 



Joh93, JTK97, Sat94, Var97]. This work is somewhat orthogonal to our purposes. 

Therefore, we refer the reader to [LQ95] for comprehensive survey paper on mobile 

networks. More recent references on the state of the art in mobile communications 

are [SS98, RieOOj. 

Our primary interest is the area of data management in the context of mo

bile computing. This area has received considerable research attention recently. 

Good discussions of several data management issues in mobile computing scenar

ios may be found in [AK93, DH95, IB94, FZ94, Sat96]. In [AK93], the authors 

introduce database system issues in mobile computing. They axgue that, unlike 

earlier generations of laptop computers, the new generation of mobile computers 

can be an integral part of a distributed computing environment, one in which users 

change physical location frequently. They also challenge the assumption of unlim

ited battery power for database queries by pointing out short-lived batteries in 

these mobile units. Dunham and Helal [DH95] take one step further and identify 

new database problems introduced by the mobile computing environment. They 

argue that mobile computing poses new challenges with respect to each data man

agement issue, such as transactions, recovery and query processing. Imielinski and 

Badrinath were among the first to note that bandwidth limitations would make 

the data broadcasting a desirable alternative to interactive access [IB94] . While 

the aforementioned papers are somewhat high level, there are also papers that deal 

in detail with specific issues. 
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Architecture of database systems in mobile environments receives detailed treat

ment in [AHK92, VAW94, MNLD93, BR96]. In [VAW94], the authors propose a 

dynamic programming strategy to optimize the mapping of a database hierarchy 

to the network configuration. In [MNLD93], a complete architecture for wireless 

communication is proposed, which includes a hierarchical database structure to im

plement the HLR/VLR users location scheme. Others have researched distributed 

mobile systems [AV97]. 

Location Management is yet another important topic in this area. It is primarily 

concerned with designing strategies to keep track of mobile users [AH96, BBIM93, 

CKD97, JLS'*'97, RY97, WHOO]. In [PKP94] a number of search strategies are 

proposed to locate users. Another nice paper in location management proposes 

a firemiework for modeling and evaluating the performance of location manage

ment schemes for a Personal Communication Services (PCS) network [DLW95]. 

In [SW94], user profile replication is proposed as a mechanism for rapid location 

lookup. The paper [Sat96] considers the "span of access" under changing location 

conditions and offers a summary of research in this area. [LCCW97] proposes a 

new technique to support lifelong numbering in mobile networks. In [LKC99], the 

authors present heuristics to predict the location of a mobile user in a cellular 

wireless network. A recent paper discusses further mobility management issues 

faced by the next generation of wireless networks [AMH'''99]. 

Data Replication is considered in [BI92], which studies cache consistency for 



replicated data. In [WJ92], dynamic data replication algorithms are proposed 

for tree and star networks. Another interesting paper in this area is [HSW94], 

which considers the problem of data allocation in a large number of databases 

accessed through a wireless network, and proposes strategies to optimize com

munication costs. Similarly, [LL97] proposes mobility management via replicated 

databases. [PKP93] discusses the database recovery process in a distributed mobile 

environment. [KOS+99] describes an architecture and its data consistency model 

for nomadic data sharing systems, such as collaborative works using database 

smd messaging. [MakOO] presents a new approach for updating replicated mo

bile user databases. [BHT'''98] proposes two replica allocation strategies, called 

primary-copy tracking replica allocation (PTRA) and user majority replica alloca

tion (UMRA), which are better suited to the mobile computing environment. 

Data retrieval from broadcasts is the topic of this dissertation. A number of 

papers have appeared on this subject, including [BI94, IB92, IB93, TIV93, Imi97, 

IVB94a, IVB94b, IVB97, VH96b, VH96c, VH96a, NHVP94]. This set of papers 

forms the background of our work reported in this document. The papers from 

Rutgers [BI94, Imi97, IVB94a, IVB94b, IVB97] primarily deal with data organiza

tion in a broadcast, e.g., index organization and structure and cache invalidation 

strategies. We, on the other hand, are concerned with how to determine optimal 

broadcast content and design "good" retrieval strategies for users. Note that these 

two (i.e., their and our work) are complementary. Our strategies and their strate
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gies put together form a comprehensive broadcasting framework. The papers by 

Vaidya, et. al., deal with, among other issues, the notion of broadcast scheduling, 

i.e., when to broadcast particular items. The metric they aim to optimize is access 

time, i.e., the time to receive data from the broadcast. Aside from a basic difference 

in the broad objectives (we are concerned with broadcast content determination 

and client retrieval strategies), another point of departure of our work is that we 

are concerned not only with access time, but also with "tuning time" (the duration 

of time clients actively listen). We note the fact that the clients consume battery 

power when they are tuned in. Thus, both efficiency as well as power conservation 

are of interest to us. 

Finally, a very relevant work from our perspective is the work on Broadcast 

Disks (BD) performed by researchers at Brown, Maryland and Matsushita Labs. 

A BD involves the determination of a broadcast progreim containing all the data 

items to be disseminated and the subsequent transmission of this program in a 

periodic manner. The repetitive nature of the broadcast allows the mediima to be 

used as a type of storage device, hence the name "broadcast disk". The novelty of 

this work is that it proposes a "multi-level" structuring mechanism that allocates 

bandwidth to data items based on the access importance of these items. BDs eure 

motivated by the notion of communication asymmetry introduced in [ZF"'"94]. In 

[AAFZ95], the authors study cache management policies under the BD paradigm, 

and ectend this work to include prefetching in [AFZ96b, FZ96]. The impact of 
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updates on the base data is studied in [AFZ96a], and the impact of a backchannel 

by which clients can "pull" data items is studied in [AFZ97]. While BDs are re

lated to the work presented in this paper, there exist some fundamental differences 

between the two. First, BDs have been proposed for (primarily push based) "infor

mation dissemination" frameworks in general. While the mobile broadcast scenario 

considered here qualifies as an information dissemination framework, the issue of 

mobility introduces features that the BD framework does not address[Bad, Fra]. 

• Firstly, BDs are constructed based on known access probabilities - this is 

very hard, if not impossible, to know in a mobile framework where clients 

move in and out of cells at their own will. Our strategies consider stateless 

servers, i.e., servers have no a priori knowledge of client movement or access 

patterns. 

• Secondly, for the abovementioned reason (i.e, clients moving in and out of 

cells), the broadcast content needs to be djmamic - BDs provide a static 

broadcast content. Even in [AFZ97], where the backchannel is studied, the 

authors make it a point to say that the "broadcast is static" and djoiamically 

changing broadcast content is identified as an area of future study. We have 

created a framework where the broadcast adapts to changing client access 

patterns. 

• Thirdly, in the BD framework client demands are completely satisfied, i.e, 



all the demanded items are included in the broadcast. In a mobile scenario 

however, the broadcast period may be too small for the inclusion of all items 

(particularly if some items are broadcast more often that others as in the BD 

framework) - this means that some method would need to be constructed 

that includes certain items in the broadcast in preference to others. The 

BD framework is unable to handle this. We have created a sophisticated 

prioritization mechanism to heindle this issue. 

• Finally, the BD framework exclusively considers latency as the primary per

formance metric - no attention is paid to energy conservation by the clients. 

We, on the other hand, simultaneously pay attention to both. 

Motivated by the BD work, a number of papers on data organization and 

scheduling in broadcasts have been published, e.g., [Chi94], that address the schedul

ing issues in a broadcast-based file system. In [YY97], the authors incorporate two 

distinct networks to facilitate very high speed data distribution. Their solution is 

to employ a selective broadcast technique that chooses the data items to broad

cast and the data items to deliver directly to the user. The authors in [AF99] 

examine on-demand broadcasting where broadcast content is determined by user 

requests. They address the broadcast scheduling problem and propose a param

eterized scheduling algorithm. [HV97] tackles the broadcast scheduling problem. 

The authors observe that this problem is closely related to the problem of fair 
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queueing and propose a log-time algorithm that coordinates broadcasts over dif

ferent channels. In [JV99, VH99], the authors consider the fact that users may 

leave before their requests appear in the broadcast. They propose a new scheduling 

algorithm to increase the percentage of requests served. [KS99] proves that the 

broadcast scheduling problem that minimizes the average response time is NP-hard 

and [KSYOO] proposes a polynomial-time approximation scheme. In [STT99], the 

authors outline the properties of the optimal scheduling solution where the broad

cast schedule is computed based on access probabilities of the users. In [ST98], 

the authors demonstrate that the joint design of the broadcast schedule and the 

user's cache management policy increases the performance for data broadcasts. In 

[HLL99b], the authors propose a dynamic data delivery model for wireless commu

nication environments. They propose disseminating data through various storage 

mediums according to the dsmamically collected data access patterns. Authors 

in [KZ98] study the indexed data broadcast problem and propose a broadcast 

scheme using a new rounding technique and a new round-robin scheduling proce

dure. Hybrid indexing techniques that address different data needs are proposed 

in [HLL99a]. 

A recent paper argues that data dissemination by broadcast is more efficient 

for very popular data items and broadcasting unpopular data repeatedly would 

waste the bandwidth [OHPOO]. The authors propose a mixed approach, i.e., the 

popular data objects are broadcast and other (impopuleir) objects are provided on 



35 

demand. They propose an adaptive hybrid approach, in which the popularity of 

the data objects is determined interactively and dynamically. 

In summary, while the BD work is interesting and relevant, there are significant 

limitations of this framework in order to apply it to mobile computing frajneworks. 

However, a very interesting line of study would be to adapt the BD framework to 

make it suitable for use by mobile clients and servers, by addressing some of issues 

identified above. 

2.2 Subscription-based Data Access in Broadcasts 

The two main reference areas of the second portion of the dissertation are secure 

data management in a broadcast context and subscription based data access. 

Secure database systems and the management of data in such systems are an 

area of recent and significant interest. The primary goal of this research has been 

to enhance privacy in databases where, traditionally, simple security measures 

have been provided on a per-table basis [Jaj96]. Primarily three types of infor

mation security mechanisms have been proposed: (a) discretionary access control, 

(b) mandatory access controls, and (c) role based access control. Current day 

file systems and databases provide the discretionary access control mechanisms 

[WSQ94, Gla97]. In mandatory access controls, every data object is assigned a se

curity classification and every user is assigned a security clearance. Subsequently a 

user is granted or denied access based on the underlying authorization policy which 
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dictates which clearance levels are authorized for which security classification. Such 

kinds of controls are prevalent in military applications. A strict form of mandatory 

access control is the multi-level secure (MLS) relational model [JS91, DLS'*"87]. In 

role based access control, the answer provided by the database depends upon who 

queries the data (e.g., a reporter may be provided a different answer than a nurse 

in answer to the following query submitted to a hospital database; what is the 

diagnosis of person X, where X is a famous person). A nice discussion of this 

type of security is provided in [WSQ94]. Recently there has been work on enforcing 

multiple access control policies in the same system [JSSB97]. In summary, there 

has been interesting work on secure data management. However, none of the ex

isting work considers broadcasts, nor does it consider subscription-based services. 

Thus, our work is novel in those respects. 

The topic of this dissertation is related to some of the issues in information 

security, such as encryption and cryptography. TVaditionally, most of the pa

pers in this area have proposed cryptosystems for point-to-point communication 

[GJ84]. However, providing security for multipoint broadcasts is an issue of consid

erable current interest in the cryptology community. An important paper in this 

area is [FN94], which introduced new theoretical measures for assessing encryption 

schemes designed for broadcast transmissions. The authors also suggest schemes 

to broadcast a secret message to a privileged subset of any number of users out of 

a universe of n users such that no coalition of k users not in the privileged subset 
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can learn the secret. The goal is to minimize the number of keys each user has 

to manage. It is shown that the most powerful of their protocols requires every 

user to store 0{klogklogn) keys. Another interesting paper is [CC95], where the 

authors suggest a cryptosystem using embedded keys. Their proposed information 

broadcasting scheme is based on the public key approach. 

Our environment is considerably different. For instance, our user coalitions 

are mutually non-exclusive and dynamic, i.e., users may belong to more than one 

coalition and users join and leave coalitions arbitrarily (subscription). Moreover, 

the protocols that we designed require users to store no additional keys (other than 

their own deciphering key, assuming a public key security system), i.e., the number 

of keys stored is a constant 1. Following the publication of [FN94] there has been a 

number of other papers on broadcast security. Some of these papers (e.g., [Gon94]) 

deal with designing novel cryptosystems for broadcast communication, and are 

completely orthogonal to the topic of this paper. Yet others have attempted to 

come up with security schemes that EIUOW secret messages to be sent to a privileged 

set of users [YKK''"95, JMO''"94, BCD94, BPD'*"96, HH94]. These papers are more 

related to our work, but the solutions offered, namely group and session keys, do 

not work well in our case (as presented in the next section), primarily because there 

is an explosion of the nimiber of keys that have to be managed and distributed. 

Furthermore, none of this work considers the subscription problem, which is a key 

problem in information commerce. 
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The notion of managing transitory coalitions, or dynamic groups, considered 

in this work, also comes up in the context of multicasting and fault tolerance 

literature. 

The model of multicasting is the one of channeling: the server receives data 

from publishers and broadcasts it to clients who subscribe to appropriate channels. 

Encryption occurs between a publisher and the server and between the server and 

subscriber. This resembles the point-to-point encryption scheme described above. 

The emphasis of these systems is on transactional real-time messaging and mes

sage queueing for guaranteed delivery and support for sophisticated interactions 

between distributed applications. A secure reliable multicast protocol enables a 

process to send a message to a group of recipients such that all correct destinations 

receive the same message, despite the malicious efforts of fewer than a third of the 

total number of processes, including the sender. This has been shown to be a 

useful tool in building secure distributed services, albeit with a cost that typically 

grows linearly with the size of the system [MMR97]. For very large networks, for 

which this is prohibitive, [MMROO] presents approaches for reducing the cost by 

relaxing the consistency requirement to a probabilistic guarantee can reduce the 

associated cost, effectively to a constant. One of the earlier papers is on secure 

distributed computing [Rei94]. That paper presents a reliable and atomic group 

multicast protocols for asynduronous distributed systems where the goal is to avoid 

the corruption of a component server. [Mit97] employs group security agents to 



manage subgroups in the multicast. The protocol updates the group key when 

a new group member joins and multicasts the new key to the rest of the group. 

However, contrary to our scenario, this protocol gives access to the full multicast, 

and is not data item based. There is also interest in secure multicast research. 

[SGLA99] presents the KHIP, a secure multicast routing protocol that avoids the 

sensitivity issues of the shared-tree approach in multicast routing. 

The idea of quorums is pervasive in studying fault tolerance in distributed sys

tems [AW96]. [KMP99] employs quorum based strategies to update and query 

information in ad-hoc wireless networks with unpredictable mobility pattern. In 

[Low98] the author addresses quorumcasting, which is a generalization of multicas

ting. Quorumcasting is the sending of multicast data packets to only a subset of 

nodes in the multicast group, The quorumcast routing problem is that of finding 

the least cost tree which spans the source node and a quorum group. This problem 

is known to be NP-complete. A nice paper that combines ideas from multicasting 

and fault tolerant areas is [Wei97]. In particular, that paper considers the order

ing of multicast messages in a logical process ring network. However, the thrust of 

these papers is the issue of coordination—how to manage groups of users to ensure 

properties such as reliable message passing. Very little of this work, as far as we are 

aware, deals with secure data access. Moreover, the classical information pushing 

framework assumes a client-server architecture, where there is no communication 

among clients and very little communication from clients to the server. Most of 
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the papers in multicasting and fault tolerant systems require large scale commu

nication among the member set [BC96, MS93, Gla96, IDM91, YGM96, VSH99]. 

For an overview of security issues in multicasting see [MRR99]. 

As for the wireless system security, it has been pointed out that while various 

applications are becoming ubiquitous for the wireless networks, voice/data quality 

and privacy sire the major hurdles to overcome [Sto95]. While mechanisms have 

been suggested to improve the security of wireless communications [LC99], there 

is no widely adopted standard by the industry. 

The second reference area is publish/subscribe paradigm which is becoming 

an increasingly popular model for interconnecting applications in a distributed 

environment [BCM+gQ]. Publish/Subscribe is used by 300 of the world's largest 

financial institutions, deployed in 6 of the top 10 semiconductor manufacturers' 

factory floors, utilized in the implementation large-scale Internet services like Ya

hoo, Intuit, and E*'IVade, and chosen by many of the world's leading corporations 

as the enterprise infrastructure for integrating disparate applications [Cha98]. In 

[HMJ+96], the authors consider the problem of providing communication protocol 

support for large-scale group collaboration systems for use in environments, such as 

the Internet, which are subject to packet loss, wide variations in end-to-end delays, 

and transient partitions. They identify a set of requirements that are critical for 

the design of such group collaboration systems. These include dynamic awareness 

notifications, reliable data delivery, and scalability to large numbers of users. Their 
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solution attempts to meet these requirements by supporting two communication 

paradigms: the publish/subscribe paradigm and the peer group paradigm. 

Many existing publish/subscribe systems are based on pre-defined subjects, 

and hence are able to exploit multicast technologies to provide scalability and 

availability. An emerging alternative to subject-based systems, known as content-

based systems, allow information consumers to request events based on the content 

of published events [OAA+00]. This model is considerably more flexible than 

subject-based publish/subscribe. However, it was previously not known how to 

eflBciently multicast published events to interested content-based subscribers within 

a large and geographically distributed network of broker (or router) machines. In 

[BCM+99], the authors design a novel distributed algorithm, called 'link matching'. 

The algorithm performs just enough computation at each node to determine the 

subset of links to which an event should be forwarded. In [ASS'^QQ], the authors 

consider a content-based subscription system where each subscription is a predicate 

which may test arbitrary attributes within an event. They address the matching 

problem for content-based systems (i.e., determining for each event the subset of all 

subscriptions whose predicates match the event). Their solution to the matching 

problem has an expected time complexity that is sub-linear in the number of 

subscriptions, and it has a space complexity that is linear. [PFLSOOb, PFLSOOa] 

propose a data model and a prototjrpe Le Subscribe for content-based attribute 

matching. 
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[EGSOO, LCBBOO] describe object-oriented abstractions for publish/subscribe 

interaction in CORBA based systems. Yet others have researched publish/subscribe 

in electronic commerce settings [CLOO, Che99] 

In the industrial world, there has been a flurry of activity for products that pro

vide data broadcasting (push) technology in various forms. We note here products 

like TIB/ObjectBus from TIBCO [Incb], and SmartSockets from Talarian [Inca], 

all of which are publish-subscribe communication middleware. As far as we are 

aware, no existing products support the subscription based access control schemes 

studied in this work. 

Finally, we cite our own work that is included in this dissertation. In [DVCK99, 

DCK'*"97], we address data organization and access in mobile networks. In, [CDOO, 

CDNOO, DCWB98], we present our solutions to the subscription-based data access 

in broadcasts. The discussion in these papers is presented in the body of this 

dissertation in detail. 
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Chapter 3 

DATA ORGANIZATION AND ACCESS IN MOBILE 
NETWORKS 

In this chapter we give a brief overview of the architectural assumptions made in 

our work, both with regard to the underlying networked mobile environment as 

well as to the database. We address the specific data management needs of the 

mobile environment. We state the research problem and outline the approach that 

we used to solve it. 

3.1 Mobile Environment 

We have used a general architecture of a mobile platform, which is given in Figure 

3.1 [DH95]. It is a distributed architecture where a number of computers, fixed 

hosts and base stations, are interconnected through a high speed wired network. 

Fixed hosts are general purpose computers which are not equipped to manage 

mobile units, but can be configured to do so. Base stations are equipped with 

wireless interfaces and commimicate with mobile units to support data access. 

The mobile units are battery-powered portable computers, which move aroimd 

freely in a restricted area, referred to here as a geographic mobility domain. The size 

restriction on a unit's mobility is mainly due to the limited bandwidth of wireless 
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FIGURE 3.1. A General Architecture of a Mobile Platform 

communication channels. To manage the mobility of units, the entire geographic 

mobility domain is divided into smaller domains called cells. The mobile discipline 

requires that the movement of mobile units be unrestricted within the geographic 

mobility domain (inter-cell movement). 

The mobile computing platform can be effectively described under the client/server 

paradigm. Thus sometimes we refer to a mobile imit as a client and sometimes as 

a user. The base stations are identified as servers. Each cell is managed by a base 

station, which contains transmitters and receivers for responding to the informa

tion processing needs of clients located in the cell. We assiune that the size of a 

cell is such that the average query response time is much smaller than the time 

required by the client to traverse it. Therefore, it will seldom occur that a user 

submits a query and exits the cell before receiving the response. 
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Clients and servers communicate through wireless channels. The communica

tion link between a client and a server may be modeled as multiple data channels, 

or a single channel [rVB97]. We assume a single channel for reasons outlined in 

[IVB97|. We further assume that this channel consists of both an uplink for moving 

data from client to server and a downlink for moving data from server to client. 

3.2 Databsise Architecture and its Characteristics 

Data replication and partitioning are broad areas of research themselves; they are 

not the concern of this dissertation. Here, we have assumed full database repli

cation. The data is characterized as rapidly changing [Dat94]; users often query 

servers to remain up-to-date. More specifically, they will often want to track every 

broadcast for their data item of interest. Typical examples of this type of data are 

stock, weather, and airline information. We assume the following for fully charac

terizing our mobile database. 

1. The database is updated as3mchronously, i.e., by an independent external pro

cess, which does not affect the protocols designed in this dissertation. Also, such 

updates arrive with high frequency, signifying that the database is rapidly chang

ing. Examples of such information are stock, weather, etc. 

2. Users are highly mobile and randomly enter and exit from cells. There is a pa

rameter called Residence Latency (RL) which characterizes the average duration 



of a user's stay in the cell. We provide a full explanation of RL in section 3.4. 

3. User reference behavior is localized; e.g., some stocks are more popular than 

others. 

4. Servers are stateless, i.e., they maintain neither client arrival and departure pat

terns, nor client-specific data request information [IVB97]. We assimie a stateless 

server because we believe that the cost of maintaining a stateful server in a mobile 

environment would be prohibitively expensive. We want to emphasize, however, 

that our scheme will work with stateful servers as well. 

3.3 Problem Statement 

Wireless networks differ from wired networks in many ways. Database users over a 

wired network remain connected not only to the network, but also to a continuous 

power source. Thus, response time is the key performance metric. In a wireless 

network, however, both the response time and the active life of the user's power 

source (battery) are important. While a mobile unit is listening or transmitting 

on the line, it is considered to be in active mode. Assuming a power source of 10 

AA batteries and a laptop equipped with CD-ROM and display, estimated battery 

life in active mode is approximately 2.7 hours [IVB97]. 

In order to conserve energy and extend battery life, a clients slips into doze 

(stand by) mode, in which it is not actively listening on the channel. Clients 



expend significantly less energy in doze mode than in active mode. Therefore, one 

of the major goals of our scheme is to minimize the amount of time a client must 

spend in active mode to retrieve the data items it requests. 

The problem addressed in this dissertation may be captured by the following 

question: given that users are highly mobile in their mobility domain, what are good 

strategies that the server can use to decide on what to broadcast? The assumption 

is that such strategies need to adapt to user dememd patterns in the highly mobile 

environment. We are eilso interested in the question of retrieval strategies: given 

that good broadcast strategies are found, what are good retrieval algorithms by which 

users can retrieve/download data from broadcast, with a minimum of energy ex

penditure? The basic idea, inspired by suggestions in [IVB97], is one of "mixed 

broadcasting", i.e., automatic, as well as on-demand broadcasting. 

We follow a similar approach to that presented in [IVB97] for characterizing 

the performance of our algorithms. We define the following terms: 

Access Time (AT): Access time refers to the time elapsed between query sub

mission and receipt of the response. 

Tuning Time (TT): Tuning time is the duration of time that the client spends 

actively listening on the channel. 

The meaning of these terms is illustrated in Figure 3.2. Consider a client who 

submits a request at time TQ and receives the response at time TJ. 
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FIGURE 3.2. Access and Tuning Times 

In this scenario, if the client listens continuously from the time a query is 

submitted until the response is received, then AT = TT = (TV — To). On the 

other hand, if the client slips into doze mode intermittently, then TT is noticeably 

less than AT, significantly reducing battery usage. In this case, AT = (T? - To), 

and TT = (TV — Tg) + (Tg — T4) + (T3 — T2) + (T\ — To). This results in energy 

conservation, as the client is in active mode for only short periods of time. The 

question, of course, is how to determine the smallest possible tuning intervals. An 

ideal approach appears to be providing the client with precise knowledge of when 

its requested information will be broadcast. 

Our aim is to find optimal points in the two dimensional space ol AT and 

TT. This becomes difficult because there appears to be a trade-off between AT 

and TT*; attempts to reduce one tend to increase the other. For example, access 

time is directly related to the size of the broadcast, i.e., Ar is smaller for a smaller 

broadcast size. On the other hand, providing information for selective auto-tuning, 

i.e., informing the user precisely where its required data is located in the broadcast, 

reduces tuning time. However, inclusion of such timing information would increase 

the overall size of the broadcast by including overhead, which in turn could increase 



AT. Conversely, eliminating this overhead will reduce AT at the expense of an 

increased TT, because the user will not know precisely when to tune in. 

3.4 Preliminaries 

Before delving into details of our proposed strategies, we first describe certain no

tions that we will use in developing those strategies. 

Broadcast Set and Content: Broadcast set refers to the set of data items in

cluded in a broadcast. Broadcast content refers to the composition of a broadcast, 

i.e., the data tuples along with access and overhead information included in a 

broadcast. Note that while the broadcast set of two successive broadcasts may be 

identical, the content may change due to changes in the actual data values that 

may have occurred in the meantime. For example, while IBM stock prices at var

ious markets may be broadcast repeatedly, the actual data tuples corresponding 

to the IBM prices may change. A major goal of this dissertation is the devise 

strategies to determine what the broadcast set should be, given the high degree of 

mobility as well as particular demand patterns of clients. In particular the server 

must make two decisions: (a) identify items to include in broadcast, and (b) de

termine the temporal duration that a particular data item needs to be broadcast, 

once it is included. 

Broadcast Periodicity: The periodicity of broadcast is important as it affects 
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both the access and tuning times. We consider both periodic and aperiodic broad

casts in our strategies. 

Data Organization: Data organization refers to how the broadcast content is 

organized, e.g., how data and indices are interleaved. In [IVB97], data organiza

tion has been addressed very nicely and is not a research issue in our work. We 

make use of the results presented in [IVB97]. In particular, for our strategies, we 

assume a (l,m) indexing strategy as presented in [IVB97]. This strategy posits 

that a complete index for the broadcast is repeated every of the broadcast. 

In other words, the entire index occurs m times during a broadcast, where m is a 

parameter. 

Residence Latency (RL) and Estimated Departure Time (EDT): When 

the server decides to include an item in its broadcast, it also needs to decide the 

length of time this item will remain in its broadcast set. In order to identify the 

residency duration of a data item in a broadcast, we propose to associate a Resi

dence Latency (RL) value with each cell. RL identifies the duration an item would 

remain in a broadcast for that cell. The RL value for a specific cell is the average 

length of time a mobile user resides there. RL for a cell could be computed a 

priori based on the advance knowledge of user movement patterns and cell geog

raphy. We believe this is feasible based on information currently available. A data 

item's Expected Departure Time (EDT) from a broadcast is computed by adding 



the item's entry time into the broadcast and the cell's RL. 

Popularity Factor: The popularity factor of item X at time T,  denoted by PF^,  

identifies the number of clients in the cell at time T who are interested in X. Hence

forth we shall drop the use of the time superscript in the PF expression without 

any loss of generality. The PF of item X is maintained in the system as follows. 

When a client requests X, PFx is increased by 1. However, every time PFx is 

incremented, the system records the corresponding time. Let the timestamp of the 

increment to PFx be denoted by Then, a corresponding decrement of 1 is 

performed on the value of PFx at time (7^ + RL). This reflects the (anticipated) 

departure of the client whose request caused the increment. We now describe 

how PF for difierent data items can be computed efficiently. 

We begin by reminding the reader that a popularity factor (PF) is maintained 

for each data item. Let the notation PF^ denote the popularity factor of data item 

X. For each new request for a data item arriving at time t, its PF is incremented 

by 1 and subsequently decremented by 1 at time t + RL. Given that there may 

be a large number of data items in the database, and large client loads, it may 

appear that maintaining PF is an expensive task. Of particular concern is the 

scalability of the PF maintenance process with increases in database size. However, 

as we show below, PF can be maintained ractremely efficiently by the use of simple 

data structures. In particuleur, we show that the time efficiency of this process is 

independent of the database size. We assume the existence of a globsil clock, which 



is the basis of synchronization of all time dependent occurrences in the system. 

We maintain a queue, termed the PF Decrement Queue (PDQ) where the 

Decrement Instructions (DI) are enqueued. A DI is generated every time the PF 

of any item is increased and stores the time at which the popularity factor must be 

decremented. It may be thought of as a 2-tuple <dataJtem, timestamp>. Thus, a 

DI <X,ti > indicates, that at time ti, PFx should be decremented by 1. Upon the 

generation of a DI, it is immediately enqueued in the PDQ. The PF Maintenance 

Process (PFMP) monitors the head of this queue. At each time advancement epoch 

(granularity to be decided by the system designer), the PFMP examines the DI 

at the head of the PDQ and compares its timestamp to the current time. If the 

timestamp is greater than or equ£il to the current time, the DI is executed, i.e., the 

PF of the data item referenced by the DI is adjusted. Note that this adjustment 

is a basic arithmetic operation, and is thus extremely fast. Moreover, since there 

is only one PF value per data item these can be easily maintained in some sort 

of directly addressable data structure in memory. We do not anticipate the size 

of this data structure to be overly large, e.g., if a broadcast were to disseminate 

stock information of every publicly traded stock on earth, it would need to keep 

track of around 8000 data items (2900 for stocks traded on the NYSE [Inc97]). 

Therefore the complexity of the PFMP process is quite low - of the order of a few 

Instructions per unit time (one comparison and one (possible) addition and one 

dequeue). This is well within the capabilities of even current desktop machines, 
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let alone powerful server hardware that would very likely be used as cell servers. 

Note that the complexity of this process is independent of the size of the database. 

Also, the rapidity of the PFMP process does not allow the PDQ to grow too large, 

which is an added benefit. 

Dynamism of the Underlying Database: It has been widely suggested (e.g., 

see [IVB97]) that certain information that people are likely to access in a mo

bile fashion would be dynamic, e.g., stock information, weather and trcifSc. This 

rapidly changing nature makes these databases more difficult to manage. In this 

dissertation we are interested in these types of systems. 

The rapidly changing nature of the database has some effects on the broad

casting strategy. In particular, in this scenario, there is a reasonable likelihood 

that the database state will change from one broadcast to another. Such changes 

often occur in bursts, e.g., a large fraction of stock trades occur in the last hour 

of trading. At these times, clients are particularly interested in retrieving current 

values for their data items of interest. Moreover, at these times, clients would of

ten download data items from every broadcast to keep themselves apprised of the 

rapidly changing current state. It is easily seen that this can be quite expensive, 

as the client needs to tune into every broadcast. We are particidarly interested in 

minimizing a client's cost (i.e., energy expenditure) in such scenarios. Our basic 

strategy may be explained through the following example. Assiune that a client is 

interested in a particular data item, corresponding to which there exist B buckets 
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in a broadcast. Assume further that the client would like to download the same 

information in the following broadcast. Now, if only Bdirty buckets have changed, 

where Bdirty < 5, it is then advantageous for the client to simply download the 

dirty (i.e., modified since the previous broadcast) buckets from the subsequent 

broadcast, rather than the full set of B buckets. One can easily see that such 

savings quickly accumulate over a few successive broadcasts. In order to execute 

this strategy, we shall maintain certain special metadata in buckets which will al

low clients to selectively tune in to dirty buckets. That, and our entire broadcast 

structure, is explmned below. 

3.5 Broadcast Structure 

Broadcast structure refers to the specific broadcast organization that we assume in 

developing our strategies. It is important to understand this structure in order to 

properly appreciate our protocols. As mentioned before, we assume a (I,m) index

ing strategy outlined in [IVB97]. In this scheme, index information is provided at 

regular intervals in the broadcast. More specifically, a complete index is inserted 

m times in a broadcast at regular intervals. 

Figure 3.3 illustrates our broadcast structure. A broadcast is a sequence of 

data blocks (containing data) and index segments (containing access information) 

as shown in figure 3.3A. Using the (l,m) data organization methodology, an index 

segment appears every (^)'^ of the broadcast, i.e., there are m ind^ segments. 



Cleaxly, each of the m data blocks is also of equal size. Each data block is composed 

of one or more data clusters as shown in figure 3.3B, where each data cluster consists 

of a collection of tuples of a single data item of interest. For example, assume the 

broadcast consists of stock information, and each tuple is a triple <stockJd, price, 

market>. In such a scenario, the data items of interest would be represented 

by stock ids. Consider a particular stock id, e.g., IBM. All IBM records would 

comprise a data cluster. A data cluster may span more than one data block. 

Data clusters are composed of data buckets (figure 3.3C) which contain data 

records as well as some tuning information (denoted by the 5-tuple < X, Y, Z, N, 

EB > in the figure) explained below. We assume that each client has its own items 

of interest (e.g., clients are not interested in all stocks, but instead in specific ones). 

For the purposes of this study, we assume a client has a single data item of interest. 

As explained above, all records pertaining to this item appear in a specific data 

cluster which we refer to as the client's Data Cluster of Interest (DCI). Within 

the broadcast, the data clusters are organized in order of decreasing popularity 

based on PF, such that the most popular item will be broadcast first, and the 

least popular item will be broadcast last. This helps to reduce the access times for 

popular items. 

An index segment is a series of buckets containing index tuples and some other 

special timing information. We first describe the index tuples. Each index tuple 

consists of a 4-tuple, < K, B, C, Ec >, that not only informs the client precisely 



56 

Index 

XXXXXXXXXXXXXXXX 
$ Daca ^ Index 

\̂XXVVXXXWVWX\ 
i DaCa ^ Index 

^xvxxxvxxxvxxxv  ̂
5 Daca ^ 

Segmenc § Block ^ Segmenc § Block ^ Segmenc § Block ^ 

OvervievTllfoS^oadcasC SCrucCure 
Sequence of Index Segnesics and Daca Blocks 

lA] 

Daca Daca Daca 
ClusCer Cluscer ClusCer 

>XXXXVXVXNX\NXNXXXXX\'̂ \XXXXXXXXXXXXV\VSX\VVNVVVV\XVVV\NVV\VVVVNVVNXVVNNXVXXXVV< 
DacefBlQ^ 

Sequence o£ Data^ 
[B] 

Daca 
Buckec 

Daca 
Buckec 

Daca 
Buckec 

ZZA^ZZZZZZZZZZZ/ZZ  ̂^ IkM ^ 
Daca 

Buckec 

DaCa cluscer 
Sequence of BuckeCs concaining Daca 

Tuples wich Che Same Key Value 
[CI 

Index 
Buckec 

Index 
Buckec 

Index 
Buckec 

Index Segmenc 
Sequence of Buckecs ConCaining Index Daca 

[D] 

FIGURE 3.3. Broadcast Structure 

where the DCI appears in the broadcast, but also provides information about 

updates to the cluster since the previous broadcast. The structure of the index 

segnaent is shown in figure 3.3D. K, B, C and Ec are defined below. 

Ki the cluster's key value (e.g., for an IBM cluster, the key value is IBM). 



B'. the id of the first bucket of the data cluster. 

C: the offset from B to the first dirty bucket (bucket where changes have occurred 

since the last broadcast) of the data cluster. If all buckets in the data cluster are 

clean, C takes a default value of -1. 

Ec'' the EDT of the cluster key, i.e., when the cluster is scheduled to be dropped 

from the broadcast. 

The dirty/clean information (i.e., B and C) are included to handle the rapidly 

changing data scenario explained earlier in this section. We assume a B-tree struc

ture for the index. Thus, clients must begin reading the index at the root in order 

to find the pointers to their DCIs. 

As mentioned above and shown in figures 3.3C and D, all buckets, whether 

index or data, have a special tuple displayed as a 5-tuple < X, Y, Z, N, Eg >• This 

information is provided to orient clients as they initially tune in to a broadcast. 

The X, Y, Z, N and EB terms are defined as follows. 

X: An offset to the first bucket of the next nearest index segment. 

Y: An ofiset to the end of the broadcast, i.e., the start of the next broadcast. 

Zt Shows the bucket's type (data or index) and contains tuning information for 

items updated since the previous broadcast. It can hold one of foiu* possible values: 

Z — -2 indicates an index bucket. 

Z — 0 indicates a data bucket, and that the bucket is clean; i.e., unmodified 



since the previous broadcast. 

Z = i, where i is a positive integer, indicates a data bucket, and that the 

bucket is dirty, i.e., modified since the previous broadcast. Moreover, the actual 

i value, i.e., the positive integer, is an oSset to the the next dirty bucket in the 

same data cluster. 

Z = -1 indicates a data bucket, and that it is the last dirty bucket of the data 

cluster. 

N = 0 indicates a data bucket, and that is the last data bucket of the data cluster. 

iV = i indicates that this is not the last bucket of a DCI, and the offset to next 

data bucket of the same DCI is i. 

EB- The EDT of the data item in the bucket. Obviously, the EB value of every 

bucket in the same data cluster is going to be identical and equal to the EDT of 

the of the cluster key (e.g., in an IBM cluster, all EB values will be equal to the 

EDT of the IBM data item). 

While the reasons for including X, Y and EB are obvious, the utility of N 

and Z is not. The N values in each bucket are used as a means to identify the 

last bucket of a data cluster. In the indexing scheme used, there is a possibility 

that an index block is inserted within a set of data buckets of the same data item, 

i.e., the data cluster is firagmented across two or more data blocks. The N value 

gives the offset to the next data bucket of the same DCI, thus making it possible 

to listen to successive data buckets regardless of whether or not an index exists 



between them. The Z values are used to facilitate efficient retrieval in rapidly 

changing data scenarios explained earlier in this section. This will be illustrated 

in section 4.2. 

We fix the unit of retrieval as a bucket, following the lead of [IVB97], where a 

bucket is defined as the smallest logical unit of broadcast. All buckets (regardless 

of data or index) aie of equal size. This allows for a direct mapping between time 

and buckets. In fact, time is measured in terms of buckets in this dissertation. 

This means that all the offsets referred to in the preceding description are in terms 

of buckets. 

Finally we add a note regarding the notion of data clusters. A data cluster 

consists of a sequence of buckets containing data tuples pertaining to a specific 

key, such as a specific stock id. Moreover, we assume that selectivity, i.e., the 

number of buckets required to broadcast a specific data item, is fixed. This is a 

reasonable assumption. Consider, for example, stock information expressed as a 

3-tuple <stockJd, market, price>. Clearly for a particular key value (say IBM), 

the number of tuples is equal to the number of markets (e.g., New York Stock 

Exchange) where the stock is traded. This number is fairly constant, making 

the number of buckets for a particular cluster fairly stable. We also assume that 

specific buckets within a cluster have identical semantic content &om one broadcast 

to another. For instance, the first bucket within the IBM cluster will always contain 

the tuples related to the IBM prices in New York and Frankfiirt (assuming there are 
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2 tuples per bucket). Thus while the individual prices may change, the semantic 

content of each bucket within a cluster is invariant. 
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Chapter 4 

PROTOCOLS TO SUPPORT ADAPTIVE BROADCAST 
CONTENT AND EFFICIENT RETRIEVAL 

This chapter proposes adaptive broadcast protocols which seek an optimal balance 

of access time (quality of service or average query response time) and tuning time 

(energy consumption). We aim to develop cooperative strategies between clients 

and servers for achieving such a balance. 

As mentioned earlier, periodicity is an important parameter in designing broad

cast strategies. A periodic broadcast signifies that the broadcast "size" (i.e., num

ber of buckets) is fixed. One can ascribe both advantages (e.g., predictability) as 

well as disadvantages (e.g., loss of flexibility) to periodicity. To study such effects, 

we describe two sets of protocols below for the periodic and the aperiodic cases. 

We refer to the periodic protocol as the constant broadcast size (CBS) strategy, 

whereas the aperiodic broadcast protocol is termed a variable broadcast size (VBS) 

strategy. 

Finally, note that we support a mixed mode (this term is borrowed from [IVB97]) 

retrieval policy, i.e., when a client arrives in a cell, it first times in to the broadcast 

to see if its DCI is already there. If not, the client explicitly sends a request to the 

server through the uplink for that item. Thus items may be found readily in the 

broadcast, or may have to be placed "on demand". This policy has been deemed 
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the most "general" policy in the literature. 

4.1 Constant Broadcast Size Strategy 

We first present the server protocol, i.e., the strategy used by the server in deciding 

upon the broadcast content. We then present the client protocol, i.e., how the client 

retrieves data from the broadcast. 

4.1.1 CBS Server Protocol 

In this strategy, broadcast size is limited, and the broadcast is periodic. Periodicity 

mandates an equal size for every broadcast (recall that we consider both size and 

time in terms of buckets). If there are too few requested items to fill the broadcast 

period, the broadcast will contain dead air. On the other hand, if there are more 

requested items than space in the broadcast, the server must prioritize requested 

items to decide which to include in the broadcast set. We propose that this prioriti

zation mechanism simultaneously satisfy two properties: •popularity consciousness 

and avoidance of chronic starvation. Popularity consciousness means that items 

that are requested more often should have a greater chance of being included in the 

broadcast than less popular items. Avoidance of chronic starvation means that if a 

client requests a "less popular" item, it should not be chronically starved, i.e., the 

item should appear in the broadcast at some point during that client's residence in 



the cell. At a minimum, our protocol attempts (but does not guarantee) to provide 

access to a requested data item at least once during a client's probable stay in the 

cell; that is, within RL time of the request. 

We propose a system of priority ranking of items based on two factors: a 

Popularity Factor (PF) and an Ignore Factor (IF). PF is computed as described 

in section 3.4. We now describe the IF feature of our model. 

A Note on the Efficient Computation of Popularity Factor 

A popularity factor (PF) is maintained for each data item. Let the notation PF^ 

denote the popularity factor of data item X. For each new request for a data item 

arriving at time t, its PF is incremented by 1 and subsequently decremented by 

1 at time t + RL. Given that there may be a large number of data items in the 

database, and large client loads, it may appear that maintaining PF is an expensive 

task. Of particular concern is the scalability of the PF maintenance process with 

increases in database size. However, as we show below, PF can be maintained 

extremely efficiently by the use of simple data structures. In particular, we show 

that the time efficiency of this process is independent of the database size. We 

assume the existence of a global clock, which is the basis of sjmchronization of all 

time dependent occurrences in the system. 

We maintain a queue, termed the PF Decrement Queue (PDQ) where the 

Decrement Instructions (DI) are enqueued. A DI is generated every time the PF 



of any item is increased and stores the time at which the popularity factor must be 

decremented. It may be thought of as a 2-tuple <dataJtem, timestam'p>. Thus, a 

DI <X,tt > indicates, that at time U, PFx should be decremented by 1. Upon the 

generation of a DI, it is immediately enqueued in the PDQ. The PF Maintenance 

Process (PFMP) monitors the head of this queue. At each time advancement epoch 

(granularity to be decided by the system designer), the PFMP examines the DI 

at the head of the PDQ and compares its timestamp to the current time. If the 

timestamp is greater than or equal to the current time, the DI is executed, i.e., the 

PF of the data item referenced by the DI is adjusted. Note that this adjustment 

is a basic arithmetic operation, and is thus extremely fast. Moreover, since there 

is only one PF value per data item these can be easily maintained in some sort of 

directly addressable data structure in memory. We do not anticipate the size of 

this data structure to be overly large, e.g., if a broadcast were to disseminate stock 

information of every publicly traded stock on earth, it would need to keep track 

of aroimd 8000 data items (2900 for stocks traded on the NYSE [Inc97]). Clearly, 

therefore the complexity of the PFMP process is quite low - of the order of a few 

instructions per unit time (one comparison and one (possible) addition and one 

dequeue). This is well within the capabilities of even current desktop machines, 

let alone powerful server hardware that would very likely be used as cell servers. 

Note that the complexity of this process is independent of the size of the database. 

Also, the rapidity of the PFMP process does not allow the PDQ to grow too large, 
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which is an added benefit. 

Ignore Factor 

Consider a strategy where the inclusion priority of items is based purely on popu

larity, i.e., items are included in the broadcast based on a Highest-PF-First (HPF) 

strategy. Under such a strategy, assuming a large number of clients in a cell and 

a data set in which a small subset of items are very popular, clients requesting 

less popular items may be chronically starved. That is, items with a very low PF 

may be overwhelmed by the large number of requests for very popular items, and 

will not be broadcast while the requesting client is still in the cell. Recall that in 

our operating scenario, clients are highly mobile; thus, if a request is ignored for a 

long time, it is likely that the client will leave the cell without receiving service for 

that item throughout its entire residence in that cell. From a Quality Of Service 

standpoint, this is highly undesirable. At the very minimum, our goal is to attempt 

to service a client's request at least once during its stay in the cell in which the 

request was made. The purpose of Ignore Factor (IF) is to ensure that less-popular 

but long-neglected items get an opportunity to be included in the broadcast. 

We first explain the notion of IF.  Assume a data item, say X, was last reported 

in the broadcast ending at time To, after which it was dropped. At this point, 

the Ignore Factor of X, denoted by IFx, is defined to be 1, the base value for any 

item's Ignore Factor (the reason for choosing a minimum /Fof 1, and not 0, wiU be 



explained later). Further assume that the first request for X after time TQ arrived 

at time Tnq. Subsequent to this point, whenever X is not reported in a broadcast, 

we say that X has been ignored. More specifically, the ignore factor of X at any 

time Ti (assuming X has not been reported until TJ), Tj > Treq, denoted by /i^, 

is given by: /FJ* = NuTnBroadcast{Ti,Treq) + 1, where NumBroadcast{Ti,Treq) 

denotes the number of broadcasts between Treq and If. Since we are considering 

a periodic broadcast scenario, this number is easy to compute. In particular, 

assuming a broadcast period of PB, NumBroadcast{Ti,Treq) = other 

words, 

+1 (4.1) 
I j 

When talking about the IF of a particular data item from hereon, we will often 

drop the temporal superscript, i.e., Ti, unless the context warrants its explicit 

inclusion. 

Note that equation 4.1 is only valid under the constraint {Ti — Treq) < RI'- To 

see this, consider a client C, who requested data item X at time Treq. Assimie no 

other requests arrive for this data item. Then, at any time Tj following Treq, IFx 

is given by equation 4.1 above. However, following the definition of RL, client C 

would be ^ected to depsirt at T^ep = Treq + RL. Thus after T^ep, there is no point 

in reporting X any longer, as its requester may have left. Thus, zifter Tdep, unless 

other requests for X have arrived in the meantime, IFx should be reduced to 1 

(the base value for any item's IF is 1; this is explained below). A corollary of this 



is that the following inequality holds, for any data item Xi, 

RL 
1 < IFx, < + 1 

While the above discussion lays the foundation for the fundamental ideas be

hind the notion of ignore factor, we still have to describe a general procedure for 

computing ignore factor. To this end, let us consider a data item X, for which a 

stream of requests arrive. In this case, computation of IFx assumes greater com

plexity than discussed before. To see this, consider the case where two requests 

arrive for X, at times Treqi and Tnifi respectively, where Treq2 > Treqx- Assume X 

is not included in any broadcast until time T^epi = Treqi + RL. At according 

to the discussion in the two preceding paragraphs, IFx = + 1- However, 

as soon as the clock ticks past Tdepi, i-e., after the request that came in 

at Trtqi is considered void. Thus it should no longer determine IFx- Rather, af

ter T(fepi, IFx should be computed based on Treqa- More specifically, at all times 

during the interval [Trfepi, 2dep2] (excluding the initial temporal instant), where 

= T,^ + Rl, IFxis given by + i. 

From the simple two-request example above, one important fact emerges: in 

order to maintain an accurate record of em item's IF, one must track every re

quest that arrives for that item. With a large number of items and clients, such 

maintenance could be prohibitively expensive. In particular, the complexity of 

this process for a specific data item is of order 0(N), where N is the number of 
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requests for that item. However, we have devised a mechanism by which the IFs 

of items can be maintained accurately at minimal cost. In particular, as will be 

clear later, our strategy records IF for a data item in constant time. 

We first provide the intuition for this process and then describe it in detail. To 

see the basic idea behind our mechanism, consider figure 4.1, in which we show 

H I, ' I ' '.J ' 
\ V Time » / ' 
^ \ / I 
* \ / / V \ f I 

\ / 
\ / 

FIGURE 4.1. Computation of Ignore Factor 

a timeline with particular points of interest. The points marked with the darker 

lines, i.e., Bi, B2, B3, B4, denote broadcast initiation epochs, i.e., instants at 

which successive broadcasts start. The i"* request for data item X arrives at Treqi-

In figure 4.1, we show four requests. In this example, we assume RL = 2 x 

Corresponding to the request points, the departure points are shown as Tdepi-

According to the disciission above, we need to keep track of all four requests in 

order to accurately compute IFx at any point. However, note that IF values 

will only be used at the time the server decides on the next broadcast set, i.e., 

immediately preceding the broadcast epochs. Consider, as a specific example, the 

broadcast epoch B4. At B4, in figure 4.1, the request at Treqi has expired. Note 

that the request at Treqi has also expired. Moreover, we can safely say that at B4, 

all requests that arrived prior to B2 would have expired. In general, at all decision 



69 

points where the next broadcast set has to be decided, i.e., at successive broadcast 

epochs, all requests that arrived prior to the ([^J) broadcast preceding the 

next immediate broadcast are guaranteed to have expired. Thus, IFx needs to 

be computed based on the first request that arrived after the ^ j j broadcast 

preceding the next immediate broadcast This is the key intuition. For example, at 

B4, IFx needs to be computed based on TreqZ- The significance of this intuition 

is that the system need only keep track of the first request after broadcast epochs 

and can ignore all successive requests until the next broadcast epoch. Moreover, 

only the last epochs need to be considered. In other words, the system need 

only maintain a list of requests. 

This may be achieved by maintaining an ordered list in memory. Elements 

in this list will contain both the tid and timestamp of the request. The list has 

[^J elements, with tids 1 through +1, where the timestamp correspond

ing to the i"* element jdelds the timestamp of the first request for X after the 

previous broadcast epoch with respect to the next immediate broadcast. The list 

is updated upon the arrival of the first request for a data item after each broadcast 

epoch. Such a list can be implemented as a circular queue. Using such a structiure, 

an item can be accurately tracked in constant (« ) time. 

Priority computation using IF and PF: Having explained IF we now turn 

our attention to computing the inclusion priority for data items. We propose that 



an item's priority be computed based on the following expression 

Prionty = x PF (4.2) 

where ASF is an Adaptive Scaling Factor described below. Equation 4.2 also ex

plains why we set the base value of IF at 1 and not 0. It is easily seen that, at an 

IF ol 0, the priority value (i.e., for popular items) is reduced to 0, which guaxantees 

the item's exclusion from the broadcast. 

Equation 4.2 exploits the counteracting trend of IF and PF. Using the above 

expression, an item which has been requested by a large number of clients will 

have a large PF. It is thus likely to appear in many broadcasts, and will have a 

relatively low IF. On the other hand, an item with few requests will have a low 

PF. Based on its low PF, it is likely to be omitted from broadcasts, increasing its 

IF and therefore its chances of being included in a future broadcast set. 

ASF is an adaptive exponential weighting factor based on a nearest neighbor 

approach. Its purpose is to increase the likelihood that items which have been 

ignored for a long time will appear in the broadcast. PF and IF differ largely in 

scale; if ASF is relatively low, PF dominates the priority expression (limited by 

the number of clients in a cell). If, however, an item has been ignored for a long 

time, we would like IF to dominate. A larger ASF value will achieve this. 

In order to precisely define ASF, let Wij denote the number of broadcasts client 

i waited for item j after requesting item j. Let Cj denote the set of clients who are 
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waiting for j. Then, the average wait count (AWC) for j is given by, 

Let the Desired Wait Count (DWC) denote a quality of service measure defined 

for the system. DWC denotes, on an average, the maximum number of broadcasts 

a client can reasonably be expected to wait before receiving service for its desired 

item. When computing the priority of an item, we compare AWC and DWC. If 

AWC > DWC, ASF is incremented by unity. If AWC = DWC, ASF remains 

unchanged. ASF is initialized to a base value for 1 for all data items, and reset to 

this base value each time the item is included in the broadcast. 

Having explained the underlying concepts, we are now prepared to describe the 

server protocol for constructing a broadcast. Prior to a broadcast epoch (the time 

at which a new broadcast is scheduled to begin), i.e., in its broadcast preparation 

stage, the server prioritizes all items which have been requested, i.e., items with a 

PF > 0, and sorts the items in order of descending priority. It then adds items to 

the broadcast set until the broadcast is fiill. For all requested but excluded items, 

IF is adjusted. 

4.1.2 CBS Client Protocols 

We now describe client protocols designed to smartly retrieve data from the broad

cast in cooperation with the server protocol defined above. When a client senses 



the need for a particular data item, it begins the retrieval process by tuning in to 

the broadcast at an arbitrary time and reading a bucket. We remind the reader 

that the data cluster in the broadcast that holds the item of a client's interest is 

referred to as the Data Cluster of Interest (DCI). 

The random initial probe in a continuous flow of broadcasts creates a large 

number of tuning possibilities. We identify seven mutually exclusive initial tuning 

possibilities. Note that because we assume a B-tree index structure, the client 

must start reading from the top of the index segment (i.e., the root). If it does 

not find a pointer to its DCI (i.e., DCI is not in the current broadcast set), then 

it requests the item and tunes to the initial index of every succeeding broadcast 

until either the DCI is found in broadcast, or it departs from the cell. We discuss 

the cases below. We assume, for simplicity, that any probe into a broadcast always 

puts the client at the top of a bucket, i.e., we ignore the fact that the client may 

tune in at any point in a bucket. The error introduced by this, as easily seen, is 

very small (0.5 bucket on average). 

Case 1: Client initially tunes in to an index bucket, DCI exists in cur

rent broadcast, and the client has tuned in before DCI in the broadcast 

In this case the client tunes in to an index segment. If it has missed the root, it 

must tune out until the top of the next nearest index segment. This is eflSciently 

achieved by noting the X value (described in section 3.4) from the 3-tuple of tun
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ing information provided with every bucket. Upon reading the index, the client 

finds that its DCI has not yet been broadcast, and tunes out until the beginning 

of its data cluster of interest. At the beginning of its DCI, it tunes back in and 

downloads it. Thus the retrieval protocol in this case is given in Protocol 1. 

Algorithm 1 CASE 1 
access top of next nearest index segment 
read index; 
vait until beginning of DCI-, 
download DCI\ 

Case 2: Client initially tunes in to an index bucket, DCI exists in cur

rent broadcast, and the client has tuned in after DCI in the broadcast 

As in the previous case, the client tunes in to the top of the next nearest index 

segment, and becomes aware that its DCI has already passed by comparing the 

current bucket id with the B value (explained in section 3.4) in the index tuple 

corresponding to its data item of interest. It also reads the E value in that index 

tuple to determine if its DCI is scheduled for removal from the broadcast set fol

lowing the current broadcast. This is easily achieved by comparing the EDT (i.e., 

the E value) of the data item with the start time of the next broadcast, which is 

easily derivable from the Y value of any tuning tuple. If its DCI will appear in 

the next broadcast, it tunes out until the top of the next broadcast, reads ind^ 

information and downloads its DCI as outlined in the previous case. If its DCI is 

scheduled to be dropped, it submits a request for it, and keeps tuning in to the 

top of every subsequent broadcast until a pointer to it appears in the index, or it 
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leaves the cell. The pseudocode for Case 2, combined with that of Case 3, is shown 

below. 

Case 3: Client initially tunes in to an index bucket, DCI does not exist 

in current broadcast This case is very similar to the second subcase in case 

2. After becoming aware of the non-existence of its DCI in current broadcast, by 

appropriate access into an index segment, the client submits a request for the data 

item, and keeps tuning in to the top of every subsequent broadcast until its DCI 

appears, or it leaves the cell. The protocol is as given in Protocol 2. 

Algorithm 2 CASE 2 3 
access top of an index segment; 

read index; 

if DCI missed or excluded from current broadcast 

then wait until beginning of next broadcast; 

if DCI not in index then 

submit request for DCI\ 

while DCI not in index 

wait until beginning of next broadcast; 

read index; 

wait until begixming of DCI\ 

download DCI', 

Case 4: Client initially tunes in to a data bucket, DCI exists in current 

broadcast, and the client has tuned in before DCI in the broadcast 

The procedure is exactly the same as in case 1. 

Case 5: Client initially tunes in to a data bucket, DCI exists in current 



broadcast, and the client has tuned in after DCI in the broadcast 

Same as case 2. 

Case 6: Client initially tunes in to a data bucket, DCI does not exist in 

current broadcast 

Same as case 3. 

Case 7: Client tunes in to a data bucket in the middle of the DCI in 

the current broadcast 

This is the most complex of all cases, and also the most important, as the same 

protocol would be used by clients who are interested in downloading their DCIs 

continually from successive broadcasts. In this case the client tunes in and be

comes aware that its DCI is currently being broadcast. It immediately begins to 

download the data. Since it missed a portion of its DCI in the current broad

cast, the remainder must be obtained from the next broadcast. At the end of 

the data cluster, having already determined whether its DCI is scheduled to be 

dropped &om the next broadcast (through methods outlined earlier), it tunes out 

and waits for the beginning of the next broadcast. If its DCI is going to be dropped, 

it sends a request on the uplink and keeps tuning in to successive broadcasts until 

its DCI is found in the index. The more interesting case occurs when it determines 

that its DCI is not going to be dropped, i.e., it is going to appear in the next 

broadcast. In this case, as discussed in the "rapidly changing" data description in 
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section 3.4, it would like to download not only the portion of its DCI missed in 

the previous broadcast, but also the buckets that have been modified between the 

broadcast epochs. This is achieved as follows: The client downloads the portion of 

data missed in the earlier broadcast until the point at which it began downloading 

data in the previous broadcast. It then selectively tunes in and out to retrieve 

any updates (following the linked list of dirty buckets) to the data downloaded in 

the previous broadcast until the last dirty bucket in its data cluster of interest. 

Protocol 3 and Procedure 4 provide details regarding how the selective tuning is 

achieved. 

Algorithm 3 CASE 7 
access middle of DCI; 

download remaining buckets of DCI; 

wait until beginning of next broadcast; 

read index; 

if DCI in index; 

wait until beginning of DCI; 

execute procedure DYNAMIC.READ; 

else 
submit request for DCI; 

while DCI not in index 

wait until beginning of next broadcast; 

read index; 

wait until beginning of DCI; 

download DCI; 

Case 8: Client tunes in to an ind^ bucket in the middle of the DCI in 

the current broadcast 

Same as case 2. 
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Algorithm 4 DYNAMIC-READ 
if DCI.index.C >0 then /*index tuple C 7alue of the DCI*/ 

/* find 1st dirty bucket in cluster */ 

nest-dirty •<— current-bucket.id + DCI-index.C; 

else 
nest.dirty i 1; 

while not at point where began reading in previous broadcast 

download bucket; 

if current .bucket. Z = —1 then /^entire data cluster is clean*/ 

next.dirty < 1; 
else 

if current-bucket.Z >0 then 
next-dirty <- (next-dirty + current-bucket. Z) •, 

advance to next bucket; 

if next-dirty = — 1 then /*the rest of DCI is clean*/ 

exit; 

wait until next-dirty, 

while (true) /*read all remaining dirty buckets in DCI*/ 

if current-bucket.Z = —1 then 

{download bucket; 

exit;} 
else 
next-dirty <— (next-dirty + current-bucket .Z) 

download bucket; 

wait until next-dirty. 

4.2 Variable Broadcast Size Strategy 

Having discussed a periodic broadcasting strategy, we now turn our attention to 

an aperiodic broadcasting scenario. We call this strategy the variable broadcast 

size (VBS) strategy, for obvious reasons. Note that while the broadcast size varies 

across broadcasts, at the start of each individual broadcast the size is known; 

therefore, the start of the subsequent broadcast is known as well. However, the 
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server has no knowledge beyond that, as it does not know what requests may arrive 

during the current broadcast. 

4.2.1 VBS Server Protocol 

The server protocol for VBS is much simpler than that for the constant size strat

egy. All requested items are included, i.e., all items with a PF greater than 0 

are added to the broadcast set. The broadcast length changes as items are added 

and deleted. Items remain in the broadcast for RL units of time from their latest 

request, and are subsequently dropped from the broadcast set. Within the broad

cast, items (i.e., DCIs) are ordered based on descending popularity. Since no item 

is ignored, there is no notion of ignore factor in VBS. 

4.2.2 VBS Client Protocols 

The client protocols in this strategy are similar to those of the CBS strategy. The 

main difference between these strategies is in the client's response to finding that 

its DCI is not in the broadcast. Here, if its DCI is not in the broadcast, or if 

it has missed its DCI and the item will be dropped when the next broadcast is 

composed, the client requests the item and exits from the protocol. Since its DCI 

is guaranteed to be in the succeeding broadcast, it begins the retrieval process at 

the beginning of the next broadcast and finds its DCI in that broadcast. 
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Chapter 5 

ANALYTICAL PERFORMANCE EVALUATION OF CBS 
AND VBS 

In this section, we are primarily interested in obtaining expressions for the expected 

access time {AT) and tuning time (TT) for both the constant broadcast size {CBS) 

and the variable broadcast size ( VBS) strategies. 

Both strategies, as the reader may recall from section 4, are presented as a 

set of mutually exclusive tuning scenarios. For each scenario, we compute AT 

and TT. We also compute the probability of encountering each case. Then, using 

elementary probability theory, expected access time (£^[^T']) cmd expected tuning 

time {E[TT]) may be stated as: 

E[TT] = "^PiScenario i}TTi, (5.1) 
Vi 

E[AT] = P{Scenario i^ATi (5.2) 
Vi 

In order to achieve analjrtical tractability, we make several assumptions in per

forming our analysis. Thus our results are approximate. Our assiunptions are as 

follows; (a) clients read from the broadcast in units of buckets; (b) clients always 

tune in to the start (i.e. the top) of a bucket; (c) if the client tunes in to the 

middle of an index segment, it has missed the root of the B-tree, and must wait for 

the beginning of the next nearest ind^ segment; (d) a cell contains N clients, and 



80 

each client can request at most one DCI during a single broadcast period; and (e) 

there are two classes of data items. A hot item has a higher probability of being 

requested by the clients than a cold item, h percent of DCIs are hot and I — h 

percent are cold items. 

In addition, certain special assumptions are made for the CBS and VBS strate

gies. These assumptions are stated preceding each respective analysis section. 

The next two subsections list our results. Table 5.1 lists the notations used in our 

analysis. 

Notation Meaning 
d size of data to broadcast (in items) 
S selectivity of a data item (in buckets) 
n capacity of a bucket (tuples per bucket) 
m number of index segments or data blocks per broadcast 
B size of data block (buckets per block) = 
I size of index segment (in buckets) = ^ 
TB size of the broadcast in CBS = m(/ + B) 
b number of DCI = ^ 
CcBS capacity of broadcast in CBS (in DCI) 
I size of an ind^ segment (in buckets) = log„^x ^ 
Li expected distance to DCI from the end of index segment (buckets) 
L2 exp. distance to next broadcast firom end of index segment (buckets) 
Ph probability that a client requests a hot item 
Pc probability that a client requests a cold item 
Ph,in probability that a hot item is in broadcast 
Pc,in. probability that a cold item is in broadcast 
Pin probability that an item is in broadcast 
h fraction of hot items in the d 
c fraction of cold items in the d 
Po probability that a client does not request any DCI 
k total number of DCIs in the database 

TABLE 5.1. Notations used in the Analysis 

Our analysis is probabilistic, i.e., we compute the probabilities of certain events. 
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The events are summarized in Table 5.2. 

Event Meaning 
M DCI is missed completely 

M DCI is downloaded completely (i.e., not missed at ziU) 
PM DCI is missed partially 
Di DCI is in the i'" data block 
Tli tune in to index segment first 
TD tune in to a data block first 
TI time in to an index segment first 
PH client requests a hot item 
PC client requests a cold item 

TABLE 5.2. Probabilistic Events 

5.1 Derivation of Event Probabilities 

We start out by deriving probabilities for events that we consider in our analysis, 

outlined above in Table 5.2. Note that all of the aforementioned events are valid 

for both CBS as well as VBS strategies. 

Derivation of P{M, TI} Given that a client times in to an index segment, the 

probability that the client does not miss DCI at all is denoted by P{M |  TI}.  

P { M \ T I }  =  E f e i i ' { r / . - n { A > i U A + 2 - - U  
= E^T'^{r/i}P{A+iUA+2---uD„»} (5.3) 
_ ^m—1 1 m—i _ m—1 

rn m 2m 

The probability that the client times in to an index segment is denoted by 

P{TI} (the ratio of the total size of index segments over the total broadcast size). 

That is, 

_ . r r 2Data 
P{TI}  =  
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_ FN — 1 
P{M,T/} = P[M\TI}P{TI}=^^ (8.5) 

Derivation of P{A/, TD)  

P { M \ T D }  =  l - P { M \ T D } - P { P M \ T D }  
m — 1 B  —  S  S  

2 m  m B  m B  
_ m — 1 

2 m  

P{ii, TD) = P{J(/ I TD}P{TD} = (5-6) 

Derivation of P{M,  T I }  

^{M, T/} =  P { M  I T/}P{T/} = (5.7) 

Derivation of P{M,TD}  Given that a client tunes in to a data block, the 

p robab i l i t y  t ha t  t he  c l i en t  m i s se s  t he  DCI  comple t e ly  i s  deno t ed  by  P{M \  TD} .  

As in equation (5.3), 

m 

P{M\TD}  =  ^P{M\TD,Di}P{Di \TD}  
i=l 



P{M\TD,Di} = P{ M \ j > i ,TD,Di}P{3>i \TD,Di}^ 
P{M I j = i, TD, Di}P{j = i I TD, Di}+ 
P{M I  j  < i ,  TD, Di}P{j < i  I  TD, Di} 

where j is the index of the data block to which a client tunes in. Thus, 

P{j>i lTD ,Di} = 

P{3^ i \TD,Di} = -
TTi 

P{j<HTD,D>}  =  

Definitely, 

P{ M \ j > i ,TD,Di} = 1 

P{M \ j  = i ,TD,Di} = 

P{PM \ j=^ i ,TD,Di} = I  

P{M|TP,A} = 

P{M\TD} = '^P{M\TD,Di}P{Di} 
1=1 

m 

QTITL mm 2m B mm 

P{M,TD} = P{M I TD}P{TD} = 

m-1  B-S  
2m mB 

mB + B-2S S 
2mB 2m H- S 

Derivation of P{PM, TD} 

P{PM\TD,Di} = P{PM \j = i,TD,Di}P{j = i\ TD,Di} 
_ 5 _ _5_ 

B m mB 
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where j is the index of the data block to which a client tunes in. 

P{PM\TD}  =  = 
4-  ̂mB m mB t=i 

P{PM,TD}  = PIPMITD}P{TD}  =  ̂ ^ ^  (6.9) 

Table 5.3 summarizes the probabilities derived above. Note that in the subsequent 

proofs, we shall repeatedly use the probabilities from table 5.3. 

Events Probabilities 
P{M,TI}  m—l 

2m4-S 

P{M,TD}  m—l S 
2m 2m4-S 

P{M,TI}  m+l 
2m4.S 

P{M,TD}  fin—I 1 a—ii\ a 
V 2m •" mB / 2m+S 

P{PM} mB 2m+S 

TABLE 5.3. Probabilities of Events 

5.2 Analysis of Constant Broadcast Size Strategy 

We first present the results of our analysis of the CBS strategy. For each Scenario 

i, we present the probability of encountering it ( P{Scenario f}) and expressions 

for Timing Time and Access Time for that scenario, i.e., TTi and • Our results 

are presented as a series of lemmas. 

While there are seven cases presented in section 4, there exists a substantial 

amount of commonality between the cases £md they may be aggregated. In the 

ensuing analysis, we have treated the seven cases through six scenarios, termed 

Scenario 1, Scenario 2, ..., Scenario 6 respectively. Each of these scenarios map 
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to paxticulax cases described in section 4. Specifically, Scenario 1 (presented in 

Lemma 5.2.3) maps to Cases 1 and 4. Scenario 2 (presented in Lemma 5.2.4) and 

Scenario 3 (presented in Lemma 5.2.5) map to Cases 2 and 5 respectively, while 

Scenario 4 (presented in Lemma 5.2.6) and Scenario 5 (presented in Lemma 5.2.7) 

map to subcases of Case 7. Scenario 6 (presented in Lemma 5.2.8) maps to Cases 

3 and 6. 

We make two special assumptions in our analysis of the CBS strategy: (a) We 

assume that items are priority ranked based purely on popularity, i.e. the notion of 

Ignore Factor (IF) is not considered. This was done because it was very difficult to 

include IF in a mathematically meaningful way in a single aneilysis. We do include 

IF in our simulation experiments, (b) We assume that when a request is made, the 

requesting client will receive its DCI before exiting the cell. Further, for simplicity, 

we assume that P{DCI 6 BRi}, i.e., the probability of a requested DCI is in the 

broadcast, is independent from P{DCI 6 BiZj+i}, thus for a DCI, Pi„ remains 

the same throughout all broadcasts. 

Definition 5.2.1. Expected Waiting Time, denoted by E^^\, is the average amount 

of time (in number of buckets) that elapses between the submission of a request for 

a DCI by a client and the start of dovmloading of that DCI from a subsequent 

broadcast by the client 
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Lemma 5.2.1. Expected Waiting Time (E^J[) is expressed as, 

°° 1 
^[Tw]  =  + j )m{I  +  B)  ( j )h{ l  -  Ph, inyPh , in  + Pc(l - Pc.m)^Pc,in) (5.10) 

j=0 

Proof: Let TB = rn{I + B) be the size of the broadcast in the Constant Broadcast 

Size strategy. For an arbitrary j, 

P{TW = ̂ TB+JTB} = Ph{l - Ph,inyPh4n +Pc(l " Pc,m)^Pc,m 

Therefore, 

°° 1 
+ j )M{ I  +  B){ph{ l  -  Ph, inyPt i , in  + Pc(l - PCMYPCM) 

j=0 

Defixiition 5.2.2. Pos(iJ is a function that returns the ordinal position of an 

element i in an ordered list A, given that i is an element of A. 

Lemma 5.2.2. Under the Constant Broadcast Size strategy, the probability that a 

DCI exists in the broadcast that the client initially tunes in to, denoted by Pin, is, 

{B;^} i=l {Be} »=1 

where B^ = {(pi, P2, • • • , Pfc) 1 Pi € H, (Pos(pi)  6 [1, CCBS] ) } ,B C = {(pi, Pz, ,Pb)  

I pi 6 C, (Pos(pi) 6 [1, CcBsl)}» Pi is the number of requests to item i. H and C 

are hot and cold item sets, respectively. 

Proof: 

Pin ~ Ph,inPh "I" Pc,inPc 

= E nr nifpc.. ̂  E 
{Bfc} t=l {Be} «=1 
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Lemma 5.2.3. Let Scenario 1 denote the scenario where DCI is in the current 

broadcast and the client did not miss it. Under Scenario 1, the following expressions 

hold. 

P{Sc^ i )  = + 

TTi = 1 + 1 +S 

E[AT^\ScmaTiol] = +  B  + /  + i , + 5  +  ( |  +  /  +  i .  +  5 ) ^ )  

Proof: Lemma 3 is based on the scenario where the DCI is in the current broadcast 

and the client doesn't miss it at all. Scenario 1 is subdivided into sub-scenarios: 

Scenario la where client initially tunes in to an index segment (M,TI), and 

Scenario lb where the client initially tunes in to a data segment (M,TD). 

TfL — 1 
PiScenorio ia} = P»P{M,T/} = 5 

Im + o 

P{Scmanolb} = P{Si,TD) = pJ^^^ 

Since Scenario la and Scenario lb are mutually exclusive events, 

P{Scenario 1} = P{Scenario la} 4- P{Scenario lb} 

_ ^ m — 1 ^ ^ m — 1 S 
^2m + S ' ^^  2m 2m +  S  

=  p  . m - l  m - 1  S  
2m+ S 2m 2m+ 3 

TTi = 1 + l + S 



The TT and AT are derived as follows, 

TTi = (Client reads the current bucket, gets the address of the 

next nearest index segment, tunes out) + (Client reads 

the index tree, tuning in and out along 

the B-tree, tunes out) + (Client downloads the DCI) 

— Ti -{• I S 

Under Scenario la 

ATia = (Access time if a client tunes in to an index segment) 

= {Client tunes in to middle of index segment, waits until next index, 

reads index, waits until the DCI, dovmloads it) 

— —B I + L\ S 

Under Scenario lb 

ATib = {Access time if a client tunes in to a data block) 

{Client tunes in to a data block, waits until the next index, reads 

index, waits until the DCI, downloads it) 

= — + / + 
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Therefore, 

E[ATi\ScenaTioi\ = P{Scenario la}ATia + P{Scenario lb}ATii, 

All subsequent lemmas have a similar format to Lemma 3, i.e., they will be 

concerned with deriving expressions for probabilities of scenarios as well as AT and 

TT expressions for these scenarios. In the previous lemma we derived expressions 

for AT and TT. In the subsequent lemmas we omit these derivations. 

Lemma 5.2.4. Let Scenario 2 denote the scenario where the DCI is in the current 

broadcast but the client completely missed it. Farther, the DCI appears in the next 

broadcast. Under Scenario 2, the following expressions hold. 

m — 1 ,m — l B — S, S 
2m + i. 

TTz = 1 + 2/+ 5 

PiScenano2} = 

E\AT^[Scenc«-ia2] = -l)(^ + B + I^ + ^  + S) 

,m — l B — S.„.B _ - m(I + B) 

Proof: Scenario 2 is subdivided into two sub-scenarios: Scenario 2a where client 

initially tunes in to an index segment (M, TI),and Scenario 2b where client initially 
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tunes in to a data segment (M, TD). 

P{Scenario 2a} = PinP{M,TI}Pin = — 
2m + S 

P{Scenario Sb] = P^P{M,TD}P>„ ̂  + ̂ -J-h 
2m mB 2m + S 

Since Scenario 2a and Scenario 2b are mutually exclusive events, 

P{Scenario 2} = P{Scenario 2a} + P{Scenario 2b} 

2 m — 1 =  P'i —— 4 -  p ?  (_—1 . r—r.) 
'"2m+ 5 "* 2m mB 2m+ S 

= p2 / ^ ) 
2m + 5 2m mB 2m + 5 

Further, 

E[AT2\Scenario2\ = P{Scenario 2a}AT2a+P{Scenario 2b}AT2b 

_2 m —1 ,3/ „ _ m(I + B) 

2 jn- l  ^  
^ in\ n '  D  / I  2m mB 2m+ S 
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Lemma 5.2.5. Let Scenaxio 3 denote the scenario where the DCI is in the current 

broadcast but the client completely missed it. Furthermore, the DCI will not appear 

in the next broadcast, and thus the client must submit a request to the server. Under 

Scenario 3 the following expressions hold, assuming that the DCI will appear in a 

broadcast before the client exits the cell. 

PiScenanoS} = 

TT3 = 1+ 
m{I + B) 

Proof: 

P{Scenario 3} = Pin,P{M}{l — Pin) 
r .  / ,  n  ,m —1 B — S .  S .  

+ mB ^2m + S^ 

Lemma 5.2.6. Let Scenario 4 denote the scenario where the client partially missed 

the DCI in the current broadcast, and the DCI reappears in the next broadcast. 

Under Scenario 4, the following expressions hold. 

S S 
PiScemHoi} = 

TT. - f.,.| 

AT^ = m(/ + B) 

Proof: 

S S 
P{Scenario 4} = PinP{PM}Pin - Pfn 

mB 2m + S 
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Lemma 5.2.7. Let Scenario 5 denote the scenario where the client partially missed 

the DCI in the current broadcast, but the DCI does not appear in the next broad

cast (it appears before the client exits the cell). Under Scenario 5, the following 

expressions hold. 

PlScenarioS} = ^^(1 - PJ 

Proof: 

P{Scenario5} = J^„P{PM}(1 - P;„) = 

Lemma 5.2.8. Let Scenario 6 denote the scenario where the DCI is not in the 

current broadcast but appears before the client exits the cell. Under Scenario 6, the 

following expressions hold. 

P{Scenario 6} = (1 — P^) 

5.3 Analysis of Variable Broadcast Size Strategy 

In this section, we present our analysis of the variable broadcast size strategy in 

a series of scenarios. As in the CBS analysis presented in the previous section, 
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these scenarios, described through a series of lemmas, are aggregations of the cases 

presented in section 4. Specifically, Scenario 7 (Lemma 5.3.5) refers to Case 1, 

Scenario 8 (Lemma 5.3.6) to Case 4, Scenario 9 (Lemma 5.3.7) to Case 2, Scenario 

10 (Lemma 5.3.8) to Case 5, Scenario 11 (Lemma 5.3.9) to Case 7. Case 3 and 

Case 6 are aggregated in Scenario 12 (Lemma 5.3.10). Note that the E^T] and 

E[AT\ are calculated by multiplying the probability terms in Scenarios 7 through 

11 by P{DCI 6 BR}.  Further note that in the abovementioned lemmas we do not 

derive the AT and TT expressions, as in the CBS case. Recall that we provided a 

sample derivation ol AT and TT in Lemma 3. 

We remind the reader at this point that the VBS strategy server protocol will 

always place requested DCIs in the subsequent broadcast. Therefore, if a client's 

DCI is not in the current broadcast, it is guaranteed to find it in the next broadcast. 

Lemma 5.3.1. Let Li denote the expected distance from end of index to the DCI, 

given that the DCI is not missed. Li is expressed as, 

Li = E{Distance to DCI\M} = ~ ~ ~ (5.12) 
4m 6m 

Proof: Expected distance from end of index to the DCI, given that the DCI has 

not been missed is, 

Li = E{Distance to DCI\M} 
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L\ can be expressed as, 

Li = ^Y^E{Distanceto DCI\TIi,Dj}P{TIi}P{Dj} 
i=2 j=i 
m m „ . 

i=2 j=i 

_ 1 ^,(m —z + l)B (m — i  + l)(m — i)(/+ B)^ 
- 7^2^^ 0 9 ^ 2 t=2 

_ B{m — l )  ^ { I  + B){m -  l){m — 2) 
4m 6m 

Lemma 5.3.2. Zet £>2 denote the expected distance from end of index to the next 

broadcast, given that the DCI is missed. L2 is expressed as, 

1 Om^ f\irrt ^ ^ 
£2 = E{Distance to next broadcast\M} = -—((m — 1)B + (I+ B) ) 

2m 6 

(5.13) 

Proof: The expected distance from end of index to the next broadcast, given that 

the DCI has been missed is, 

L2 = E{Distance to next broadcast\M} 

m—1 m 
= ^2 ^ E{Distance to next broadcast\TIj, Di}P{TIj}P{Di} 

»=1 j=i+l 
m—1 m 1 (f* 

i=l i=i+l 
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Lemma 5.3.3. Let P{DCI 6 BR} denote the probabil i ty  that  the DCI is  in  the 

current  broadcast  under VBS.  P{DCI £ BR} is  given by,  

P{DCIeBR} = (1 - (1 - + (1 - (1 - (6.14) 

Proof: 

P{DC1I € 5i2} — PhfinPh "f" PcjinPc 

— (1 N ~ ,  / I  / I  (^ ~ Po)Pc'\iv\ 
-  bfT-^ K  +  ( i - ( i -  )  ) p c  

Lemma 5.3.4. Let BL denote the size of the broadcast under VBS. The expecta

tion of BL is defined as, 

d 
E{BL} =  ̂ jS  X P{BL = jS} (5.15) 

3=0 

where. 

Thus, 

P{BL = jS} = P{j  dif ferent  DCIs from N clients}  

and, 

(Pi>' ' '  > Pj) '  ̂ P<i — 9 ^ [ij.?]* 
i 

Pq=. N — j, Pi = number of requests to item i 
9=1 
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Lemma 5.3.5. Let Scenario 7 denote the scenario where the client tunes in to an 

index bucket but does not miss the DCI in the current broadcast. Under Scenario 

7, the following expressions hold. 

_ , _  .  m — 1  
P{Scen<.™7} = 

TTt = 1 + 1+ S, 

ATj = — + i5 + / + Li + S 

Proof: 
_  ̂ TTJ 1 

P{Scenario 7} = P{M,TI = P{M \ TI}P{TI} = 

Lemma 5.3.6. Let Scenario 8 denote the scenario where the client tunes in to 

a data bucket before the data block containing the DCI in the current broadcast. 

Under Scenario 8, the following expressions hold. 

n r o  .  m - 1  S  
nScenanoS] = 

TTG = 1 + 1 +S, 

ATi = j + I + Li+S 

Proof: 

P{Scenario8} = P{M,TD\ = P{M \TD) = ^ ^  
2m 2m + S 

Lemma 5.3.7. Let Scenario 9 denote the scenario where the client tunes in to an 

index bucket but missed the DCI in the current broadcast. Under Scenario 9 the 
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following expressions hold, 

m + 1  
P{Scenario 9} = 

2m+ S 

TTg = 1 + 2Z + 5 

AT^ = i+ B + / + + + 5 

Proof: 
m + 1 

P{Scenario 9} = P{M,TI} = P{M \ TI}P{TI} = 
2m + 5 

Lemma 5.3.8. Let Scenario 10 denote the scenario where the client tunes in to a 

data bucket, but missed the DCI in the current broadcast Under Scenario 10, the 

following expressions hold. 

P {Scenario 10) = ^ 
"• ^ 2mB 2m+ 5 

TTio = 1 + 2/+ 5 

AT,^ = | + / + L2 + IIil£^ + 5 

Proof; 
mB + 5 — 25 S 

P{Scenario 10} = P{M,TD} = P{M \ TD}P{TD} = 
2mB 2m + S 

Lemma 5.3.9. Let Scenario 11 denote the scenario where the client tunes in to a 

data bucket in the middle of the DCI in the current broadcast. Under Scenario 11, 

the following expressions hold. 

S 3 
P {Scenario 11} = 

mB 2m + 3 
S , 3 

TTn = 2+'+2 

ATii = m(/+B) + |  
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Proof: 

P{Scenano 11} = P{PM,TD} = P{PM | TD}P{TD} = ^^2m + S 

Lemma 5.3.10. Let Scenario 12 denote the scenario where the client tunes in to 

either a data bucket or an index bucket. Given that DCI does not exist in the 

current broadcast, under Scenario 12 the following expressions hold. 

P{Scenario 12} = 1 - ((1 - (1 -
bh 

I ft /1 ^ 
" 1(1^' 

TTi2 = 1 + 2/+ 5 

A!TI2 — 7N{I + B) + S 

Proof; 

P{Scenario 12} = 1 — P{DCI 6 BR} and substitute the result of Lemma 5.3.3 

5.4 Discussion 

Based on our analyses of both the constant broadcast size and the variable broadcast 

size strategies, we plotted the tuning time {TT) and access time {AT} curves 

for various parameters. In this section, we illustrate our strategies in a small 

scale example, primarily due to the computational costs involved. Although the 

database used in the examples consists of 200 buckets, we believe it is large enough 

to capture the essence of the strategies. Our parameters eure: & = 10, 5 = 20, ra = 1, 

PH = 0.8, h — 0.2, c = 0.8, m = 4 for VBS, and CCBS — 4 for CBS, initially. 
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5.4.1 Discussion on AT and TT curves 

Here, in figures 5.1 A and B, we illustrate the changes in the tuning and access 

times of the two strategies that we proposed. In both figures, we vary the number 

of clients in the cell, keeping other parameters constant. 

j 
... . .. 

i 

i 1 

i 
1 

i 

CBS 
VBS -i— 

t4 16 NumCMTotCiitntt 20 

FIGURE 5.1. Experimental Results: [A] TT for VBS and CBS; [B] AT for VBS 
and CBS 

Tuning Time (TT) curves: We first turn oiir attention to the variable broad

cast size (VBS) strategy. VBS strategy includes every requested item in the broad
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cast. As number of clients increases, the set of requested items grows as well. As 

a result, the size of the index segments in VBS increases. Clearly, TT is propor

tional to the size of the index. Thus in VBS, TT increases as the number of clients 

increases. This explains the upward trend of the TT curve for VBS in figure 5.1A. 

Another interesting feature of the TT curve for VBS is that the slope decreases 

along the curve. It is easily seen that the slope of this curve is proportional to the 

rate of growth of the requested item set, i.e., the faster the growth of the demand 

set, the faster the growth of the tuning time. When the cell is sparsely populated, 

each additional user has a high probability of asking for new items. However, under 

heavier population loads, new arrivals tend to ask for items already in the request 

set, which slows down the growth of this curve. We call such requests redundant 

requests. 

We now turn our attention to the second curve in figure 5.1A; the curve for the 

constant broadcast size strategy (CBS). In the CBS strategy, index size is limited 

because the broadcast size is limited. As the number of clients increases, the 

number of redundant requests, particularly for hot items, increases. Therefore, the 

probability that a requested item is in the broadcast (p^) increases, lowering TT 

for larger client sets. For example, for N = 10, pi is 0.830155 whereas for N — 12, 

it increases to 0.840821. Here, in the case where N = 12, clients have a higher 

probability of downloading the DCI in the current broadcast than in the case where 

N = 10. Clients who download the DCI in the current broadcast need not submit 
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a request and tune to the index of successive broadcasts, thus saving tuning time. 

As the number of clients increases, the number of non-redundant requests zilso 

increases, which slows the decrease in TT as illustrated in figure 5.1A. 

Having discussed the individual TT curves, we now focus on explaining the rel

ative performance of the two strategies. With the current set of parameters, VBS 

performs slightly better than CBS for low to moderate loads in the system. How

ever, as the load, i.e., the number of clients, increases, CBS performs better. Intu

itively, this makes sense. When the number of clients grows very large, VBS will 

include all their requests, which will include many cold items as well as hot items. 

This causes indices to grow to a point where TT becomes very large. By virtue of 

limiting the size of the index, CBS does not suffer from this problem. 

Access Time (AT) curves: In the variable broadcast size strategy, Arresponds 

to an increasing number of clients in the same way as TT. It increases as the 

number of clients increases, but the increase slows as redundancy in the request 

set increases. This can be seen readily in figure 5. IB. 

Initially in the constant broadcast size strategy, the server does not receive 

enough requests to fill the broadcast, causing dead air in the broadcast. Clients 

are forced to submit requests for their DCIs and wait for the next broadcast. This 

contributes to the relatively high initial AT. As the broadcast starts to fill up, the 

efiTect of the increasing number of clients on AT decreases. Hot items are likely to 
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be requested by many clients, and are therefore likely to be in the current broadcast 

when a client tunes in. Figure 5.IB shows the curve for the CBS. 

The two curves in figure 5.IB behave dififerently at diflFerent load levels. The 

VBS curve performs better than the VBS when the system load is low. For moder

ate to high loads in the system, VBS ^41" increases sharply while CBS ^47 remains 

fairly constant. In this scenario, CBS provides a lower access times for clients than 

VBS. 

Overall, it can be deduced that when the system load is low, VBS outperforms 

CBS for both TT and AT. For moderate loads, there is a trade-off between the 

two strategies: VBS performs better for TT eind CBS performs better in terms of 

AT. For high loads in the system, CBS dominates VBS, providing lower TT and 

AT. 

5.4.2 Changes in TT and AT for VBS as the number of indices in 

broadcast varies 

The number of ind^ segments in the broadcast (m) is the most important param

eter for the VBS because the broadcast size is not limited. Increasing m provides 

a larger number of opportunities for clients to read the index, which tends to lower 

tuning times, but increases the overall size of the broadcast, which increases access 

times. Therefore, we plotted the TT and AT curves for comparing the effect of 
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various m values. Figures 5.2A and B illustrate the changes in TTand XT'curves, 

respectively, as m changes. 
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FIGURE 5.2. Experimental Results: [A] TT for VBS with various m values; [B] 
AT for VBS with various m values 

TT curves: Figure 5.2A shows that the change m does not have a significant 

effect on the TT. Since the data in the broadcast remains constant at a given client 

size, the index size remains constant as well. Slight differences in the curves are 

mainly due to round-up errors, and TT curves converge to a single curve. 
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AT curves: At a given number of clients, even if the m value is different, the 

amount of data in the broadcast is the same. However, for different values of m, 

the broadcast overall size changes since we change the number of index segments. 

Therefore, if m is increased, the size of the broadcast grows, thus increasing the 

AT. 

5.4.3 Changes in TT and AT for CBS as broadcast capacity varies 

The crucial parameter in the Constant Broadcast Size strategy is the capacity 

of the broadcast denoted by CCBS- Limiting the capacity of the broadcast and 

favoring more popular items for inclusion reduces the access and tuning times for 

hot items, at the expense of colder items. The basic premise of the strategy is 

that with a "good" value of CCBSI both access and tuning times may be reduced. 

In figures 5.3A and B, we illustrate the effects of changing the broadcast capacity 

(CCBS) on TT and AT for the constant broadcast size strategy. Note that in the 

curves the parameter Capacity represents CCBS-

TT curves: Here, we turn our attention to figure 5.3A, and observe the effects 

of changing the broadcast capacity on TT. 

For CCBS = 2, PB increases as the number of clients in the cell increases. 

However, a broadcast capacity of 2 DCIs is extremely small. In this scenario, hot 

items are continually included in the broadcast, causing the exclusion of co/tf items. 
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FIGURE 5.3. Experimental Results: [A] TL' for CBS with various CCBS values; 
[B] AT for CBS with various CCBS values 

Clients requesting cold items are forced to tune in to each successive broadcast until 

they exit the cell or the request becomes invalid. This results in a considerable 

increase in TT, 

For CCBS = 4, PT is higher than in the case where CCBS = 2. Both hot smd 

cold items have a higher chance to be included in the broadcast as the capacity of 

the broadcast grows. Therefore, clients are less starved, and the Expected Waiting 

Time is lower than in the case where CCBS = 2. The number of redundant requests, 
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particularly for hot items, increases as the number of clients increases, causing a 

slight decrease in the TT curve. 

The curve for CCBS = 8 is similar to the curve for CCBS = 4. Its location above 

the Ccbs = 4 curve may seem counterintuitive at first; we would expect the tuning 

time to decrease even more by increasing the size of the broadcast. However, this 

is an excellent example of unnecessarily high broadcast size. The server does not 

receive enough requests to fill the broadcast capacity, and broadcasts dead air. 

AT curves: Expected Waiting Time is the most significant psurt of the AT be

cause clients who have missed their DCIs, or whose DCIs are not included in the 

current broadcast, must wait, at a minimum, until the next broadcast to retrieve 

their DCIs. This waiting time is not considered part of TT. The curves for AT'm 

figure 5.3B are similar to those shown for TT in figure 5.3A. 

It can be concluded that, in order for CBS to perform at its best, the broadcast 

size parameter should be adjusted to the load in the system. This result emphasizes 

the importance of adaptive capability of broadcasting strategies. 
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Chapter 6 

EMPIRICAL PERFORMANCE EVALUATION OF CBS 
AND VBS 

While the results of the previous section were informative, our analytical study is 

subject to certain limitations, e.g., we omitted consideration of Ignore Factor in 

order to make our analysis mathematically tractable. In order to overcome these 

limitations, we performed an empirical performance evaluation by means of an 

extensive simulation study. 

We note that this empirical study is initially reported in [DVCK99] and is 

collaborative work. 

6.1 Simulation Model 

Our simulation programs were written in SIMPACK [Fis95], a C/C++ based sim

ulation toolkit. 

Our simulation model contains three major components: 

1. A database component 

2. A client component 

3. A server component 
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6.1.1 Database and Broadcast Model 

Our database consists of DatabaseSize data objects (items). Information about 

each item is represented by a certain number of fixed size records. As explained 

earlier in the paper, the records corresponding to a given data item form a data 

cluster in the broadcast. This structure was motivated by real-life examples. For 

example, in the stock market domain, data items would correspond to particular 

ticker symbols while records would be the information (such as price, volume, 

closing price of previous day etc.) corresponding to these ticker symbols in various 

markets. Typically, stocks are traded in a fixed number of markets (e.g.. Company 

X would be traded in 50 markets around the world); thus, given a particular 

data item there would be a fixed number of records, and a specific record would 

always convey the same basic information (e.g., the third record in the IBM cluster 

corresponds to IBM stock information in the Frankfurt stock market). The number 

of records corresponding to data items are generated from a truncated normal 

distribution within the range [MinRecordsPerltem, MaxRecordsPerltemJ with a 

mean of MeanRecordsPerRem and standard deviation of StdRecordsPerltem. Note 

that this determination (i.e., number of records per item) is done only once in the 

simulation and remains fixed thereafter. The sizes of data and index records in 

bytes are denoted by DataRecordSize and IndexRecordSize respectively. 

Our database model assumes locality of reference. A fraction of items, defined 
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by the parameter PercentHot, are designated as hot items. These items will be 

more heavily requested by clients than cold items. In our model a client has a 

specific data item of interest. When a client arrives at the cell, it requests a 

hot item PercentChooseHot fraction of the time. Once it is decided whether a 

client requests a hot or a cold item, the specific item is picked randomly from the 

corresponding set. 

The broadcast is modeled as shown in figure 3.3 and is characterized as a num

ber of fixed size buckets, of capacity BucketSize bytes. Each bucket contains a 

header of tuning information. Each index bucket contains a header of IndexHead-

erSize, while data buckets contain headers of DataHeaderSize. Thus, a data cluster 

o(D records fits into [ 

For indexing the broadcast, we use a (l,m) indexing scheme as described in 

[IVB97], and organize the index tuples in a B-tree format. Clearly, each index 

bucket contains index records. 

In the case of the constant size strategy, the broadcast size is characterized 

as BroadcastSize seconds. In case of the variable size strategy, the size of the 

broadcast is determined by the number of data items requested. 

The database is updated asynchronously. We are only concerned with what 

fraction of buckets, per data cluster, have their contents changed (i.e., are dirtied) 

per unit time. In other words, we are concerned with associating with each data 

item Di a value Xi that models how the contents of A change. This is modeled 
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using a stochastic variable which is drawn from a truncated normal distribution 

in the range [MinChangePrac, MaxChangePracJ, with a mean of MeanChangeFrac 

and a standard deviation of StdChangeFrac. Note that if more than one broadcast 

passes between two successive inclusions of a data item, we are not concerned with 

modeling what fraction of the buckets has changed as our retrieval protocols will 

assume that all data has changed and will consequently download the entire data 

cluster. 

6.1.2 Client Model 

Clients arrive as a poisson process with rate ArrivRate. We vary ArrivRate to vary 

the load in the system. The length of time a client remains in the cell is normally 

distributed (left truncatedly), with a mean of MeanResidenceLatency, standard de

viation StdResidenceLatency and a minimum residence of MinResdidenceLatency. 

Note that during a client's stay, it is continually consuming valuable battery re

sources (at varying rates as pointed out later in this section). In order to show 

the energy-conserving effects of our algorithms, we track the energy consumed by 

clients in the course of their residence in the cell. 

To track the energy consimiption of clients we have constructed a detailed cost 

model. Each mobile client machine is equipped with various energy consuming 

components, some of which are more significant than others. Our client model 
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assumes four major components which consume energy at varying rates. These four 

components are: the disk drive, the CPU, the display unit, and the mobile 

data card (MDC). We make two simplifying assumptions: 

1. Clients remain powered up for their entire residence in the cell. Therefore, 

we do not consider the cost of powering up the mobile unit. 

2. Other components of the mobile unit, e.g., random access memory, consume 

power at a constant rate, and are therefore of little interest. 

First, we describe each of the four components of interest, their possible states, 

energy consumption in those states, and events that trigger state changes. We 

calculate energy consumption based on the equation ENERGY (Joules) = POWER 

(Watts) X TIME (seconds). Table 6.1 shows typical energy consumption rates 

for these components and states, based on existing product specifications and 

literature [Inc97, ST]: 

Component State Rate of Consumption 
CPU Active 0.25 Watts 
CPU Sleep 0.00005 Watts 
Disk Write 0.95 Watts 
Disk Idle 0.65 Watts 
Disk Sleep 0.015 Watts 
Display Active 2.5 Watts 
Display Off 0 Watts 
MDC Transmit 0.4 — 0.6 Watts 
MDC Receive 0.2 Watts 
MDC Sleep 0.1 Watts 

TABLE 6.1. Component States and Power Consumption 
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Disk Drive In this simulation we consider dishful clients. In the dishful state 

we assume data are cached on disk and we are interested in disk operations and 

corresponding energy usage. 

The disk drive of the mobile unit exists in one of three states: read/write (RW), 

idle (I), and sleep (S). In the RW mode, the head is actively reading or writing 

data on the disk. In the I mode, the disk is spinning, but the head is not actively 

reading or writing. In the S mode, the disk is not spinning and consumes energy 

at a very low rate. 

We assume that the disk drive is in the I state upon the client's arrival in the 

cell. It enters RW mode at the start of a data download from broadcast - while data 

is being downloaded from the broadcast, it is simultaneously being written to the 

disk resident cache. Once the data write is over, the disk does not enter the S state 

immediately (in keeping with existing disk models) [LKHA93|. Rather, it reverts 

to the I state for a short period (this is usually a tunable parameter in modem 

disk drives and varies between 30 seconds and 5 minutes). In our simulation, we 

model this phenomenon with the parameter IdlePeriod. At the end of IdlePeriod 

time, if no additional disk I/O has occurred, the disk stops spinning, and enters 

the S state. If the disk is in the S state as the time approaches for a broadcast 

download, the disk enters the I state in preparation for the broadcast download. 

Waking the disk from the S mode is expensive in that it requires a significant 

expenditure of time and energy. Spinning up the disk takes SpinUp seconds at a 
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rate of consumption of 3.0 Watts. 

We note here that disk I/O may occur at slower rate than the broadcast trans

mission rate. Therefore, writing to disk may end at a later time than the broadcast 

read ends, even though the broadcast read and the disk write may have commenced 

(approximately) simultaneously.^ 

CPU The mobile unit's CPU can exist in one of two states: active (A), and 

sleep (S). The CPU is in the A mode when any operation is taking place in the 

mobile unit, i.e., £iny other component is in the active state. Otherwise, the CPU 

slips into S mode. 

Display The display component can exist in one of two states: on (N), and 

In the N state, the display unit is actively displaying data on the screen. 

In F mode, the unit displays no data, and consimies no power. We assume that 

the display is in the F state upon the client's arrival in the cell. The display enters 

the N state while the mobile unit is downloading the DCI &om the broadcast, and 

returns to the F state at the completion of the data download. 

Mobile Data Card The mobile data card (MDC) has three possible states: 

transmit (T), receive (R), and sleep (S). In the T mode, the unit is transmitting a 

^There is a very small delay introduced in relaying the information read by the mobile interface 
unit to the disk writing miit. 
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message to the server. In the R mode, the unit is reading from the broadcast. In 

the S mode, the unit is neither transmitting nor receiving. 

We assume that the mobile data card is in the R state upon the client's arrival 

in the cell for the initial probe. The MDC enters the T state to send requests 

to the server, and returns immediately to the S state upon ending transmission. 

It enters the R state for index reads and data reads, and returns to the S state 

immediately upon completion of the read. 

We assume that each mobile unit is equipped with a wireless modem for ac

cessing bandwidth on air. We assume a data rate of 19.2 kbps, the rate at which 

clients both receive data from the broadcast and transmit requests to the server. 

We base our model of the MDC on Motorola's wireless PCMCIA modem [Inc97]. 

6.1.3 Server component 

To model the server, we simply implemented the broadcast generation algorithms 

(i.e., the server side protocols) described earlier. We are not interested in the server 

side cost model. 

6.2 Performance Analysis 

In this section, we present the results of the simulation study of our protocols de

scribed in section 4. To see how our results fare in relation to existing protocols. 



we have also compared our strategies against the (1 ,in) protocol [IVB97] proposed 

by Imielinski, Vishwanathan,and Badrinath. Recall that we borrowed the broad

cast organization structure from this strategy - it thus seemed appropriate that we 

compare our results against that of the (l,m) protocol (which we shall refer to as 

the IVB strategy from this point on). Note in this connection that this was not an 

easy task, as the IVB strategy neither decides broadcast content nor determines 

client retrieval policies. Consequently, we had to impart to the IVB strategies sim

ilar functionalities as our protocols. Specifically, we had to add both server-side 

as well as client side strategies to the IVB protocol. To make the comparison fair 

we use the same server side protocol in the IVB strategy as we use in our CBS 

strategy (recall that both are periodic strategies). In other words, both the CBS 

as well as the IVB protocols end up with a virtually identical broadcast content and 

organization. The only difference is that IVB index and data bucket headers differ 

&om the CBS bucket headers. In the IVB strategy the bucket headers include 

the tuning information outlined in [rVB97], whereas our protocol includes tuning 

information discussed in section 3.4. We also had to decide on what kind of client 

side strategies to use for IVB. Again, to make the comparison fair, we decided on 

using our client side strategies with one difference - in IVB in successive broad

casts entire data clusters are downloaded, whereas in our protocol, only the dirty 

buckets are downloaded (as outlined in section 4.1.2). In summary therefore, the 

differences in performance (if any) between IVB and CBS would arise as a result 
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of two factors: 

• The "smart" tuning information we use. 

• The selective downloading that we propose. 

Note that both the above characteristics let our protocols selectively tune in and 

out of the broadcast. Thus, by comparing the our CBS strategy with the IVB 

strategy, we will determine whether this selective probing of the broadcast results 

in any energy conservation efficiencies. We hasten to add that this comparison will 

not yield any insights into the efficiencies attained as a result of our server side 

broadcast generation algorithms - recall that both CBS and IVB strategies use the 

same algorithms to generate broadcast content. Due to the lack of other dynamic 

broadcast content generation mechanisms, we are unable to provide a comparative 

study of the benefits of our algorithms. However, we do compare VBS and CBS. 

Recall that VBS, unlike CBS, does not have an explicit content determination 

strategy - everything that is requested is included in the broadcast. Thus, this 

comparison does provide some insights into the pros emd cons of our server side 

algorithms. 

6.2.1 Performance Metrics 

Our primary goal in this performance study is to show the efficient and energy-

conserving properties of our protocols. We show these properties through two per
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formance metrics: Access Time (AT) and Normalized Energy Expenditure (NEE). 

Access Time (AT) AT measures the efficiency of our protocols. We define AT 

in the same way that latency is defined in [IVB97], i.e., it is the amount of time 

that elapses between the point at which the client begins to look for its DCI in the 

broadcast and the point at which the client finishes its next download of that DCI. 

For a client who has just arrived in the cell, and has not yet downloaded its DCI, 

AT refers to the time between its arrival and the end of its first DCI download. 

After the initial read, we assume that the client would like to retrieve its DCI 

from every succeeding broadcast, and therefore immediately begins the process of 

looking for his DCI in the next broadcast. Thus, for a client who has completed 

his initial read, AT refers to the period between the end of one DCI download and 

the end of its next DCI download. 

Normalized Energy Expenditure (NEE) The energy-conserving ability of 

our protocols is measured by NEE. The basic idea behind NEE is simple - it is 

simply the energy spent on average by a client to download a bucket of data. 

Consider a client i, who spent Wi Watt-sec of energy during its stay in the cell and 

accessed (downloaded) its data cluster d times. Further assume that this client's 

data cluster of interest (DCI) contained buckets. Then its normalized energy 

expenditure, NEE,-, would be given by We are resdly interested in the overall 
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NEE of the cell. Assume that during the course of the simulation we tracked a 

total of L clients. Then, to compute the overall NEE, we use the following formula: 

NEE = 

where Wi and Cj are the energy expenditure and number of downloads respectively 

of client i. 

Percentage of Clients Starved (PCS): PCS is a measure of the quality of 

service provided by our protocols. Recall that one of the main goals in designing 

our protocols was to optimize service provided to clients interested in hot items 

while ensuring that all clients, even those interested in cold items, receive their 

DCIs at least once during their stays in the cell. We define a starved client as one 

who departs from the cell before reading its DCI. PCS, then, can be defined as 

follows: 

p^g _ NumClientsStarved 
NumClients 

Now we report the results of our experiments. We first perform a baseline 

experiment with some "typical" parameter values. Subsequently we study the 

sensitivity of the results to the perturbation of certain "key" parameters. Finally, 

we consider the quality of service provided by our protocols. 

All the curves presented in this paper ediibit mean values that have relative 

half-widths about the mean of less than 10% at the 90% confidence level. Each 
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simulation experiment was run until at least 50000 clients departed the cell. We 

only discuss statistically significant differences in the ensuing performance report

ing section. 

6.3 Baseline Experiments 

As mentioned before, we investigate three protocols for client retrieval: the Con

stant Broadcast Size (CBS) strategy, the Variable Broadcast Size (VBS) strategy, 

and the Imielinski, Vishwanathan, and Badrinath (IVB) strategy. 

First, we present the baseline parameter values and some justification of some 

the values chosen. Table 6.2 shows the selected baseline parameter values. We 

note here that some parameters axe only valid for certain protocols. For example, 

the parameter BroadcastSize, which represents the length of the broadcast in the 

periodic protocols CBS and IVB, has no meaning in the VBS protocol, in which 

the broadcast size grows and shrinks with client demand. Other such examples 

should be obvious. 

We add a few notes to justify some of the values chosen for our parameters. 

• DatabaseSize: We chose 3000 items based on the number of companies listed 

on the NYSE exchange (currently 2,920 companies) [NYS97]. 

• TransmissionRate: According to Motorola product specifications, 19.2 kbps 

is the highest data rate available for wireless modems at the time of writing 
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Notation Baseline Value 
DatabaseSize 3000 items 
MeanRecordsPerltem 150 records 
StdRecordsPerltem 6 records 
MinRecordsPerltem 3 records 
MaxRecordsPerltem 300 records 
DesiredWaitCount 3 broadcasts 
PercentHot 20% 
PercentChooseHot 80% 
DataRecordSize 40 bytes 
IndexRecordSize 5 bsrtes 
DataHeaderSize 8 bytes 
IndexHeaderSize 8 bytes 
BucketSize 128 b)rtes 
IndexSegmentsPerBroadcast 4 
BroadcastSize 1600 seconds 
BucketsPerSecond 18.87 seconds 
MeeinChangeFVac 0.02 
StdChangeFrac 0.001 
MinChangeFrac 0 
MaxChangeFVac 1 
IVzinsmissionRate 19.2 kbps 
ArrivRate veiriable 
MeanResidenceLatency 8000 seconds 
StdResidenceLatency 26.67 seconds 
IdlePeriod 30 seconds 
SpinUp I 2 seconds 

TABLE 6.2. Broadcast and Cell Parameters used in the Simulation 

[Inc97]. 

• IdlePeriod, SpinUp: These disk parameters were chosen based on product 

specifications for Seagate disk drives for laptops [ST]. 

Before we present the baseline results we would like to acquednt the reader 

with the general outline of the ensuing discussion. We first discuss the normalized 

energy expenditure (NEE) metric and present the energy consumption character
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istics of the different protocols. In discussing the NEE metric, we first compare 

the CBS and IVB protocols and then compare the CBS and VBS protocols. As 

discussed before, the difference between CBS and IVB is the selective tuning on 

the part of the CBS clients. However, the server side protocols are the same. Con

versely the difference between the CBS and VBS protocols is in the server side 

strategies - the client side protocols are the same. In other words, the comparison 

between CBS and IVB highlights the efficiency of our client protocols, while the 

comparison between CBS and VBS illuminates the differences between our server 

end algorithms. In order to showcase this dichotomy, we have decided to separate 

the presentation of the results. 

Having discussed the NEE features, we turn our attention to the access time 

(AT) curves. In discussing the AT curves we follow a format of presentation similar 

to that of the NEE curves, i.e., we separate the presentation of the CBS vs. IVB 

protocol from the discussion of the CBS vs. VBS protocols. 

6.3.1 Comparing Normalized Energy Expenditure for CBS and IVB 

We first present how the CBS and IVB protocols fare with respect to energy 

consumption. Recall that in our model, a client has a specific data item that it 

is interested in, and that this data item may be a hot item or a cold item. Our 

intuition was that the tjrpe of data item that a client was interested in would 
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FIGURE 6.1. Experimental Results: [A] NEE curves for CBS and IVB hot clients; 
[B] NEE curves for CBS and IVB cold clients 

markedly impact the client's performance. This intuition was borne out by the 

experimental results. Accordingly, we present the NEE results of hot and cold 

clients in figures 6.1 A and B respectively. 

NEE hot curves for CBS and IVB We first discuss the hot NEE curves 

shown in figure 6.1A. Notice that both the CBS and IVB curves have the same 

basic shape - (a) a short period of constant NEE (below an arrival rate of .075 
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clients/second), followed by (b) a gently rising NEE curve (between arrival rates of 

.075 and 0.2) and, finally, (c) a sharply rising trend in NEE values (beyond arrival 

rates of 0.2 clients/sec). We now explain this shape. 

• At low arrival rates, the demand is not high enough to completely fill the 

broadcast, thus, every requested item can fit into the broadcast at these 

rates. Moreover, dead air is inserted into whatever unfilled broadcast period 

may remain after insertion of all requested data items. Thus at these rates, 

all clients have exactly similar access and wait patterns, explaining the fiat 

nature of the NEE curve at these loads. 

• At a certain load, the broadcast becomes full (this occurred at approximately 

the .075 clients/sec load in our experiments). After this point there is con

tention among the requested items for inclusion. Our broadcast period was 

chosen such that about 95% of the hot items in the database can fit into 

the broadcast simultaneously. Thus there is a very small "bumping" of hot 

items by other hot items at these rates. More importantly, at these loads, 

cold items get seriously bumped - thus Ignore Factor (IF) comes into play 

(Recall our priority computation scheme described in section 3.4). Because 

of this factor, occasionally hot items do get bumped by cold items, but this 

does not happen very often. The net effect is that at these loads, hot clients 

are likely, but no longer guaranteed, to find their items in every broadcast. 
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This has an effect of a mild increase in waiting times for items. Even while 

waiting however, a client spends energy (see the sleep mode power consump

tion rates in table 6.1). As load increases, potentially fewer and fewer buckets 

get downloaded as clients are increasingly likely to find their items dropped 

from broadcasts, for reasons outlined above. Thus, energy consumed per 

bucket increases, explaining the gently rising trend of NEE for these loads. 

• As mentioned in the previous items, with increasing load, more and more 

clients request cold (and hot) items. Hot items are included much more 

often in the broadcast than cold items (though some cold items occasionally 

make it into the broadcast). Thus, as load increases, requests for cold items 

are denied for longer and longer periods of times. Eventually, the load reaches 

a point where there are significant requests for cold items which are denied 

for periods greater than the Quality of Service measure of the system termed 

DesiredWaitCount (DWC) (explained previously in section 4). When this 

occurs, our priority computation procedure starts awarding high priorities 

to these cold items, as the Adaptive Scaling Factor values increase, which 

then start bumping a large nimiber of hot items from the broadcast. This 

causes hot clients to wait much longer to download their items, causing a 

large increase in NEE. Moreover, this phenomenon is ^acerbated as load 

levels increase even further, explaining the sharply rising trend of the NEE 
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curve. 

Having explained the overall shape of the NEE hot curves, we compare the CBS 

NEE hot curve to the IVB NEE hot curve. The CBS protocol outperforms the 

IVB protocol at all load levels. This represents the energy savings obtained from 

the use of the smart cooperative timing protocols of the client and the server. 

In other words, the selective tuning policies we advocate do make sense and the 

clients retrieving hot items from the database save approximately 1.6 Joules per 

bucket downloaded. This is non-trivial. For instance, consider that most high-end 

laptops are powered by Lithium Ion batteries. A Lithium Ion cell outputs 3.7 Volts 

for 1.250 Ampere-hours [Cor]. This translates to 16650 Joules of stored energy of 

one Lithium Ion cell. Now, let us make the conservative assumption that the 

four components included in our cost model account for 80% of the total energy 

consumption of a mobile unit, approximately 13320 Joules of stored energy. This 

translates to a savings of approximately 400 Joules (approximately 2.5% of the 

capacity of the Lithium Ion cell) over the course of a CBS client's residence in the 

cell. This savings allows CBS clients, on average, to monitor the broadcast, i.e., 

maintain power, through 2100 more buckets of broadcast than the average IVB 

client. This translates into 268800 additional bytes of data. 

NEE cold curves for CBS and IVB We move on to describe the CBS and 

rVB NEE cold ciurves, shown in figure 6.1B. As with the hot curves, we begin by 
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describing the general trend of the curves. At low loads, at which client demand 

does not fill the broadcast, NEE cold is exactly similar to NEE hot. This constant 

trend, in our experiments, is visible at loads less than 0.075 clients/sec. 

As load increases, the broadcast fills up, and hot items begin to bump cold 

items from the broadcast, causing an increase in the slope of NEE as some clients 

requesting cold items are forced to wait more then one broadcast period for their 

DCIs to (re)appear. This effect gets exacerbated with increasing load, explaining 

the rapidly increasing trend exhibited by the NEE curves between loads of .075 

and 0.2. 

As load increases further, clients who are interested in cold items wait for 

periods longer than the DWC designated by the system (this is explained in detail 

in the hot NEE discussion above), and cold items are awarded high priorities. This 

forces their inclusion into the broadcast at the expense of hot items. In the hot 

NEE curves, this caused a sharp increase in the NEE values. For exactly the same 

reason, this causes a decrease in the slope of the cold NEE curve as the availability 

of cold items increases. 

We now compare the CBS and IVB cold NEE curves to one another. At low 

loads, there is a small (barely perceptible) difference between CBS NEE cold and 

IVB NEE cold, where CBS outperforms IVB. At this level of client demand, the hot 

and cold items requested by clients fit into the fixed period of the broadcast. CBS 

cold clients are able to read from consecutive broadcasts, realizing some energy 
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savings from the smart tuning protocols. Once hot items begin to bump cold items 

from the broadcast, however, very few clients requesting cold items are able to read 

their DCIs from consecutive broadcasts. As remarked earlier, unless clients can 

retrieve from successive broadcasts, our method assumes that all data has changed 

and forces the download of the entire data cluster - which is exactly the same as 

what the IVB protocol does. Thus, for higher loads, NEE cold for CBS and IVB 

are equal. 

Summary To summarize, it may be said that the smart tuning aspects of 

our protocols make sense if there is some locality of data access patterns, i.e., 

a "hot"class of data items exists. If such access patterns do not exist, selective 

tuning does not have an appreciable impact. 

6.3.2 Comparing Normalized Energy Expenditure for CBS and VBS 

Having discussed the difference between the CBS and IVB protocols, we turn our 

attention to highlighting the difference between the CBS and VBS protocols. Again 

we separate the discussion of the hot and cold clients. Figures 6.2A and B present 

the NEE curves for hot and cold clients respectively. 

NEE hot curves for CBS and VBS Let us first consider the hot curves 

shown in figure 6.2A. The first item of interest is the fact that the CBS and VBS 
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FIGURE 6.2. Experimental Results: [A] NEE curves for CBS and VBS hot clients; 
[B] NEE curves for CBS and VBS cold clients 

curves have very diflFerent shapes. This leads us to believe that the server side 

protocols determine the shape of the curves (note that the CBS and IVB curves, 

with identical server side protocols, have the same shapes). Let us, therefore, 

attempt to explain the shapes of the CBS and VBS hot NEE curves. 

The shape of the CBS NEE hot curve has been described in the CBS vs. IVB 

section above (though it looks different because the figures 6.1A and 6.2A are 

scaled differently) and we concentrate on the VBS curve. The VBS NEE hot curve 
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is characterized by two features: (a) as load increases NEE increases, and (b) the 

increase is higher at lower loads, i.e., the slope of the NEE curve decreases with 

increasing load. Both of these features eire easily explained: 

• It is easily seen that NEE is closely related to broadcast size - as the broad

cast size increases, clients have to wait longer to download their items. How

ever, as mentioned before, even while in sleep mode, clients continue to ex

pend energy. As broadcast size increases, for the same amount of residence, 

fewer data clusters are downloaded (as waiting time increases). Thus, NEE 

continues to increase. 

• Now we explain the decreasing slope of the NEE curve. At low loads, any 

new request is likely to be a request for an item not already in the broad

cast. Recall that VBS will include every requested item in the broadcast. 

This signifies that at low loads, virtually every new request will result in an 

increase in broadcast size. This explains the (comparatively) higher slope at 

low loads. As load increases, it becomes more likely that clients will request 

items that are ahready in the broadcast. Thus, at these loads, not every re

quest results in an increase in broadcast size. This results in the decreasing 

slope of the NEE curve with increasing load. In fact, (though this is not 

shown in the figure) if the load is made high enough, the VBS NEE curve 

virtually flattens out. 
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Having explained the shape of the curves, we now compare the NEE hot curves for 

VBS and CBS. At low loads, VBS outperforms CBS, where client demand is not 

high enough to fill the CBS broadcast size. At these loads, the CBS broadcast fills 

the remainder of the broadcast with dead air, while the VBS broadcast adapts its 

size to the lower client demand. Thus, at low loads, VBS provides data to clients 

at lower energy expenditure per download than CBS. 

At the load at which clients request just enough items to fill the CBS broadcast, 

VBS and CBS perform identically. The VBS NEE hot curve crosses the CBS NEE 

hot curve at this load, since the size and content of the VBS broadcast is the same 

as that of the CBS broadcast. This occurred, in our experiments at approximately 

.075 clients/sec as shown in figure 6.2A. 

At higher loads, CBS NEE hot outperforms VBS NEE hot. Here, the CBS 

protocol responds to the larger number of client requests by prioritizing items for 

inclusion in the broadcast, and ignoring some items, causing relatively stable NEE 

hot values. The VBS protocol, however, expands to include all requested items, 

causing higher NEE values. 

NEE cold curves for CBS and VBS We now describe the NEE cold curves 

for CBS and VBS, shown in figiure 6.2B. As usual, we first consider the shapes. 

The CBS NEE cold curve is the same as that shown in figure 6.1B and described 

earlier. The VBS NEE cold curve is exactly the same as the VBS NEE hot curve, 
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as the VBS protocol does not distinguish between hot and cold items - everjrthing 

is included in the broadcast. 

We now compare the performance of VBS and CBS for energy consumption for 

clients requesting cold items. These curves, shown in figure 6.2B, are particularly 

interesting as VBS NEE cold outperforms CBS NEE cold at virtually all loads. 

At low loads, the VBS protocol adapts to low client demand, while the CBS pro

tocol transmits dead air if not enough requests are received to fill the broadcast. 

Eventually there comes the (by now well known) point where the broadcast sizes 

are identical. At this this point, the VBS and CBS curves meet. From this point 

to a load level of 0.04 clients/sec, CBS and VBS perform virtually identically, as 

the VBS broadcast size grows and the CBS broadcast begins bumping some items. 

This situation however, does not last. With increasing load, more and more cold 

items get bumped &om the CBS broadcast and client demands for cold items are 

increasingly left unsatisfied. In the VBS broadcast on the other hand, while the 

broadcast size increases, clients are guaranteed to find their items in every broad

cast. Eventuedly there comes a point where the cold clients are starved longer in 

the CBS protocol than they would have to wait through the longer broadcast in the 

VBS protocol. Beyond this load point, shown as .11 clients/sec in our experiments, 

VBS exhibited a lower NEE than CBS. 
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Summary In summary, for hot clients, CBS outperforms VBS at all but very 

low loads, i.e., where the CBS broadcast is not full. Here, the VBS dominates. For 

cold clients, for all load levels, the VBS protocol either outperforms or performs 

identically to the CBS protocol. This makes sense, since the CBS protocol is 

optimized to provide better service to clients interested in more popular items at 

the expense of service for cold items. 

6.3.3 Comparison of Access Times 

Having presented the NEE results for the baseline case, we now turn our attention 

to analyzing the other metric, namely Access Time (AT). In presenting AT results, 

we follow an identical organization to the one adopted to present the NEE results. 

But first we make an important observation that applies to all the AT results 

presented here. It turns out that the AT curves have a similar shape to the NEE 

curves and the relative positions of these curves in relation to each other is the 

same as those in the NEE case. In other words, the AT results exhibit trends very 

similar to the NEE results. In most of the AT results presented in the literature 

(e.g., [IVB97]), AT and tuning time (TT) show quite different forms, and TT has 

been the measure that has been traditionally iised to demonstrate energy efficiency. 

In this paper however, instead of using TT as a meeisure of energy efficiency, we 

have used actual energy consumption cost model, which, needless to say, adds 

significant accuracy to our model. Moreover, it goes to show that TT is not an 
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accurate predictor of energy consumption. We provide rationale for the above 

observations below. 

First of all, let us explore why the AT and NEE curves exhibit similar trends. 

Clearly, AT depends upon how long clients have to wait to access their data items -

since AT is in units of time, an additional unit of time added to the waiting period 

of a client adds an additional unit of time to its AT. The computation of NEE 

however, is not so simple. Simply put, clients spend energy in two ways: (a) they 

spend more energy in the active mode, and (b) they spend a constant etmount of low 

energy when in the wziit, or sleep mode (i.e., when all four components are asleep). 

It is easily seen then, that if a client were perpetually asleep (or waiting), its energy 

consumption would be directly proportional to time (i.e., of the form A:x At where k 

represents constant energy consumption per unit time in the sleep mode). In other 

words, during the time when a client is asleep its NEE curves will have exactly 

the same shape as AT curves (but scaled by the k factor, of course). The issue 

however, is that a client is not always asleep - rather, its wakes up occasionally to 

download data items. Moreover, different components wake up at different times, 

e.g., the MDC wakes up to transmit a request when a client arrives at a cell, or 

to download &om a broadcast; the disk wakes up to write data to the cache (the 

disk however may be asleep when the MDC is transmitting), and so on. In other 

words, while the system is awake (which occurs when any one or more of the four 

components are awake) there is variable power dissipature, i.e., non-uniform energy 
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consumption. Clearly, therefore, if the system were awake continuously, we would 

observe a NEE curve quite different from the AT curve. Why then do we see such 

a similarity between the AT and NEE curves? The reason is because the system 

is sleeping (i.e., all components are asleep) most of the time. In our experiments, 

based on the parameter values chosen, clients, on average were sleeping through 

90% of their residence in the cell (this of course ignores any internal computation 

that a client engages in - this has no bearing on our problem). This also makes 

perfect intuitive sense. After all, a typical client is often interested in a very small 

subset of all the information being broadcast. Therefore, if smart strategies were 

utilized (as we have demonstrated) the client could be kept in sleep mode most of 

the time. Thus, the sleep time power consumption dynamics greatly dominate the 

overall energy expenditure figures. As discussed above, when a client is sleeping 

its NEE curve is simply a scaled up version of the AT curve. This explains why 

we see such marked similarities of form between the two curves. 

This discussion also explains why tuning time (TT) is not an accurate mea

sure of energy expenditure. Clearly, since the "tuned-out" times greatly dominate 

"tuned-in" times, TT, used by itself, mis-characterizes the nature of power dissi-

pature in mobile clients. Next, we actually show the AT curves that we generated, 

using the same organization as the NEE graphs. 
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Important note: We would like to draw the reader's attention to the fact that 

the shape of the VBS curve is identical to the shape of the VBS AT curve in 

our analytical study, shown in figure 5.IB. We note that the shape of our CBS 

AT curve, however, does not match that of our einalytical study, also shown in 

figure 5.1B. Our analjrtical CBS curve is flat, but our empirical CBS curve has 

a rising slope. This is easily explained. In our analytical study, we disregarded 

the notion of Ignore Factor in order to make our study mathematically tractable, 

while our empirical study considers the effects of Ignore Factor. This accounts for 

the rising slope of the CBS curve produced in our simulation study. 

Access Times for CBS and IVB Protocols The access times for the CBS 

and IVB protocols corresponding to hot and cold clients are shown in figures 6.3A 

and B respectively. The shapes are the same as the corresponding NEE curves 

(figures 6.1 A and B) for reasons explained above. The noteworthy feature of these 

figures is that the CBS and IVB curves are identical. However, this is expected as 

the basic CBS and IVB server protocols are identical. The only difference is smart 

tuning, which has no effect on access times because it is part of the client-side 

protocol. 

Access Times for CBS and VBS Protocols The access times for the CBS 

and VBS protocols corresponding to hot and cold clients are shown in figures 6.4A 
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FIGURE 6.3. Experimental Results: [A] AT curves for CBS and IVB hot clients; 
[B] AT curves for CBS and IVB cold clients 

and B respectively. The shapes are the same as the corresponding NEE curves 

(figures 6.2A and B) for reasons explained above. For reasons of brevity we do not 

discuss these curves any further. 

6.4 Sensitivity Analysis 

Our simulation undertakes to explain a fairly complex environment. The baseline 

experiments are not siifficient to predict the behavior of our protocols under differ-
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FIGURE 6.4. Experimental Results: [A] AT curves for CBS and VBS hot clients; 
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ent system characteristics. Thus, a sensitivity einalysis is performed by changing 

various parameters such as the broadcast size, the database size, client mobility 

and the ignore factor construct. We have reported the results of a detailed sensi

tivity analysis in [DVCK99]. In this dissertation, we summarize the meiin points 

and findings of this analysis. 
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6.4.1 Effect of varying the size of the broadcast 

In order to see the effects of changing the number of items in the database, the 

DatabaseSize parameter in our model is varied. The experiments show that our 

protocols perform better for smaller database sizes than for larger databases. Intu

itively, this makes sense, since a larger list of items to be broadcast will either cause 

contention for broadcast space (in the CBS protocol) or a longer broadcast (in the 

VBS protocol). If access locality is present in the data set, VBS outperforms CBS 

at low loads on the system, while CBS outperforms VBS at higher loads. If no 

access locality is present, VBS outperforms CBS at all load levels. 

6.4.2 Effect of Varying Client Mobility 

Next, the effects of varying client mobility are studied. This is achieved by varying 

the Residence Latency (RL) characteristic of our model. The experiments with 

varying this parameter show that performance degrades as the average length of 

a client's residence, and therefore client density in the cell, increases. If access 

locality is present in the data set, VBS outperforms CBS at low loads, while CBS 

predominates at high loads. If there is no access locality, VBS outperforms CBS 

at all load levels. Finally, we add a note that RL is not a timable parameter, but 

is instead based on the geographic and demographic properties of the cell. 
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6.4.3 Effect of varying the update rate 

Varying the MeanChangePrac parameter in our model, we found that the update 

fraction affects NEE through the number of buckets a client must read, rather than 

the amount of time a client must wait for its DCI. Higher update fractions cause 

clients to read more buckets, leading to higher NEE values, while lower update 

fractions lead to lower NEE values. 

6.4.4 Effectiveness of The Ignore Factor Construct 

In order to examine the effectiveness of the IF feature, the percentage of clients 

starved throughout their entire length of stay in the cell is tracked. No significant 

starvation of clients interested in hot items is found. The results indicate that, 

there is only minor starvation of clients interested in cold items. For CBS clients 

interested in cold items, smaller broadcast sizes lead to increased contention for 

broadcast space, and therefore, to higher levels of client starvation. At the same 

time, larger broadcast sizes have a lower level of contention for broadcast and less 

client starvation. For VBS clients, high load levels lead to very large broadcast 

sizes, and some client starvation, due to the sheer length of the broadcast. 
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Chapter 7 

SUBSCRIPTION-BASED DATA ACCESS FROM 
BROADCASTS 

In the first part of this thesis, we investigated the two major issues of interest in 

the broadcast scenario; (a) how and what does the server broadcast, and (b) how 

does the client retrieve? We proposed solutions that enable clients to retrieve their 

data of interest efficiently, as well as with a minimum of energy expenditure in a 

wireless environment. 

In this part, we address another critical problem: providing secure access con

trol in broadcast schemes. 

7.1 Problem Statement 

To get a feel for this problem consider the classical broadcast environment, where 

an information server broadcasts to a large nimiber of clients using a shared chan

nel. Bach broadcast consists of a number of data objects that clients are interested 

in. Each client is interested in a certain number of these objects £ind subscribes to 

them. Subscription refers to a contract that each client enters into with an agent, 

which entitles the client to access a data object for a specific period of time. Once 

the contracted period for a subscription is over, the subscription is considered to 
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have expired and the client cannot access the data object any longer without re-

subscribing. Therefore, broadcast protocols should provide adequate security and 

should scale well with the number of clients using the system. 

Subscription-based access to broadcasts necessitates the use of encrj^tion tech

niques in order to let only the legitimate subscribers to access the broadcasts. 

Therefore, the broadcast protocols should have the ability to distribute encryption 

keys to clients in an eflBcient manner. We develop protocols that add a security 

layer on top of the basic broadcasting model presented earlier. In this system, 

a server broadcasts data items over a shared communication channel, and clients 

tune in to the broadcasts to download their subscribed items. We add an access 

control layer that involves encrypting the data items and then adds smart controls 

on top of the encryption logic. 

To enable the deployment of such applications, the following functionalities are 

necessary. 

1. A client must only be able to access the data items that it is subscribed to. In 

other words, the access to all items that a client is not subscribed to must be 

blocked. An intuitively natural way to tackle this problem is by encrypting the 

data items in some way. 

2. A client must only be able to access items as long as its subscription to that item 

is not expired. This is a non-trivial problem - clearly, in order to be given access 
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to an item, assuming items are encrypted, a client needs to be provided with some 

sort of decrypting mechanism to retrieve this item. When its subscription expires, 

however, the client is still left with the decrypting mechanism, which compromises 

security. One obvious way of course is to change the seciurity mechanism of a data 

item every time a subscription expires to that item. This is, however, prohibitively 

expensive, given the large number of (client, subscribedJtem) pairs present in a 

system of reasonable size. 

3. The protocol(s) must be scalable, i.e., the number of clients should not deterio

rate the quality of service. 

4. Finally, the protocol that implements the above two functionalities must provide 

an adequate level of security, i.e., it should not be easy to breach the security pro

vided by the access control mechanism. 

Essentially, the problem is one of secure data management in broadcasts. Given 

such an environment, in the rest of the dissertation, we stipulate distributed pro

tocols to help the simultaneous achievement of the goals outlined above. 

The rest of this part is organized as follows; first, we present existing techniques 

that can be applied to the secure broadcasting problem in Section 7.2. Next, we 

provide a description of the broadcast environment in Section 7.3. Then, we start 

discussing our protocols by introducing our protocols in detail in Chapter 8. In 

Section 8.1, we present the Single Encoding Multiple Decoding (SEMD) technique. 
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In Section 8.2, we propose the SubScribe family of protocols. Finally, we present 

the third protocol, the Drop Groups in Section 8.3. In Chapter 9, we outline the 

model used to simulate the system, and discuss the results of the simulation that 

compares the proposed techniques. 

In the following, we review existing techniques that can be adopted in address

ing the problems we identified. 

7.2 Existing Approaches 

Three approaches may be identified from existing work to solve the problem ad

dressed in this research: (a) point to point (PTP) communication, (b) using group 

keys (GK), and (c) using session keys (SK). We now discuss the limitations of 

these approaches in our scenario. 

Point to point. The point to point approach to broadcasting mandates that the 

server must perform encryption of each object that each user is subscribed to and 

send the ciphertext separately [GJ84]. For example, if data item Dj is subscribed 

to by c clients, then the server must include in the broadcast c encryptions of Dj, 

one meant for each of the c clients. Thus for a system with N users Ui,U2,..., Us, 

where user Ui is subscribed to rii data objects in the current broadcast period, the 

server must include ciphertexts in the broadcast. This is, clearly, very 

inefficient as multiple ciphertexts corresponding to the same data item must be 
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sent. 

Group Keys. Another approach to secure broadcasting is using group keys 

[ITW82], There exists, for each data item, a subscriber set (some of which may 

be empty). Now assign a group key to each subscriber set. In the public key 

cryptosystem, this would mean defining a pair of keys for each subscriber set -

a public group key and a private group key. The private group key for a group 

is made known to each member of the group. Under this model, the server can 

broadcast each item enciphered with its public group key, and each member of 

the group deciphers the item with the private group key. This method alleviates 

the multiple ciphertext problem of the point-to-point approach. However, it suffers 

from a major key management problem as the server will need to store a very large 

mmiber of keys - equal to the number of data items. The same problem exists 

from the client end - if a client is a member of several groups, it has to store the 

group keys of each group. Moreover, the group key approach is highly ineflBcient 

in handling subscription expirations - as soon as a client's subscription to a data 

item expires, the group key(s) corresponding to this item must be changed. 

Session Keys, A thiid approach is to use session keys [CC89]. In this scheme, 

each broadcast is considered a session and in each session, i.e., in every broadcast, 

a session key is assigned to each subscriber group. In other words, there is a session 



key corresponding to each data item. These keys are arbitrarily generated for a 

specific session, and then discarded. A new set of session keys SKj is generated 

for each item Dj in each broadcast. A common way of generating session keys is 

the DES approach. Under this scheme, the server enciphers each data item that 

must be broadcast, say Di,D2,... Dm, with their corresponding session keys, i.e., 

with SKi, SK2, ..., SKm respectively. However, now the server needs to send the 

session keys to the appropriate subscribers. Let SSDJ denote the subscribers of 

data item Dj, then the server needs to send SKj to each member of SSoy To do 

this, the server constructs the ciphertext of each session key with the public key 

of each individual client. In other words, if SSDJ consists of clients Ci, C2,..., Ck, 

and we denote the public key of Ci by PubClientKeyi, then the server computes 

ciphertexts Rij,R2j,...,Rkj where Rij = PubClientKeyi{SKj). This is done for 

every member of each subscriber set and the server concatenates these ciphertexts 

together. The advantage of this method is that the key management overload of 

the group key method described above is reduced as the server no longer has to 

manage any keys (other than the public keys of the clients of course) - since the 

session keys are thrown away and new keys are generated for the next broadcast. 

However, there are some major problems - first of all a client will have to first 

decrypt all the session keys it is interested in. This could possibly take, on an 

average 0.5 x ! decryption attempts (recall m is the number of data 

items in the broadcast). Obviously, using an indexing technique, the niunber of 
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decryption attempts can be limited to the proper encoding. Also, the size of 

the broadcast increases with respect to a broadcast using group keys as all the 

PubClientkeyi ciphertexts need to be included. However, this protocol naturally 

solves the subscription expiration problem as session keys are changed for each 

broadcast. 

In short, all three existing techniques suffer problems: the large size of PTP, 

the key management issue in GK, and key space overhead in SK. 

To alleviate some of the problems above, we have developed techniques that 

we will present in the following. 

7.3 Preliminaries 

Having seen the limitations of the existing techniques, we are now in a position to 

present our approach. 

In the following, we describe the basic context which is assumed by the ensuing 

discussion. 

7.3.1 Broadcast Structure 

In the problem context, a server broadcasts data items over a shared communica

tion channel. The channel is not restricted to a particular media or network type; 

for instance, it could be air, LAN, or the Internet. We assume that each data item 
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is an arbitrary stream of bits and is identifiable with an identifier. Therefore, the 

format of two data items could be different. 

/ 

Index DaCA OACft $ / OaCA 
Segment Block Block Block 

• • ^ 
Block 

> / 

FIGURE 7.1. Broadcast structure 

Figure 7.1 shows the broadcast structure we assume. A broadcast is composed 

of a number of indexed data blocks. In this scenario, we choose a simple indexing 

strategy—the index is broadcast upfront in the broadcast. Note that there have 

been several indexing strategies proposed for efficient access from broadcasts (see 

[IVB97])— the specifics of the indexing strategy has no impact on our security 

protocol. The data blocks correspond to specific data items. In secure broadcasting 

schemes, the data item will be enciphered in some way. Clients tune in to the top 

of each broadcast and get pointers to their subscribed items. Then they tune out 

and tune back in again to download. The protocols that we develop will add a 

security layer on top of the basic broadcasting model described above. This access 

control layer will involve encrypting the data items and then adding smart controls 

on top of the encryption logic to achieve the four goals enumerated previously. 

7.3.2 Client Subscription 

In order to receive the broadcast, clients subscribe to specific data items, i.e., they 

are only allowed to access data items they are subscribed to, for the duration of 
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the subscriptions. Note that a specific subscription is applicable to a ^Client, Data 

Item) pair. Therefore, a client must subscribe to each data item that it is interested 

in separately. 

Larger granularities for subscription are also possible, i.e., the protocols may 

be modified to accomodate subscriptions to a bundle of data items. However, for 

all practical purposes, we will limit our discussion to (Client, Data Item) pairs. 

The subscription process is not of concern in this work and is assumed to be 

carried out autonomously. Autonomous agents are a much investigated current 

research area [HS97]—these appear to be particularly suitable to execute the sub

scription mechanism. For our purposes, a new subscription causes the server to 

become aware of a client's right to access a particular data item for a specific pe

riod of time. Finally, we note that several classes of information that are likely 

candidates for broadcasting are dynamic, e.g., financial anal}rtics, weather, traffic. 

In such cases the client will usually wish to be appraised of the most recent value 

of its data items of interest. As a result, they will in many cases, want to download 

their data items firom every broadcast. 

Our goal is to design information delivery and access strategies in this envi

ronment. Our communication model implements public key and S3anmetric key 

encrjrption [Pfl89] as a means to enable secure commimication. 
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7.4 Broadcast Structure in PTP and SK 

In this section, we compare and contrast PTP and SK in terms of the broadcast 

structure in our environment. We will highlight where each protocol fails to per

form. Note that we have chosen not to include the GK protocol in the comparisons 

since it is highly inefficient in this broadcast scenario as noted in Section7.2. 

OH QienU<i> Itein_itl> Offset ... Gient_id, Item^id, Offset 

OH 

Details of Broadcast Index 

FIGURE 7.2. Detailed Broadcast Index Structure in PTP and SK 

OH T(Encrypied Data liem) T(Ehcryp(ed Daa Item) ... T(Enetypied Daia llem) 

OH cid.OKS dd.OICS ... dd.OKS R R 
- R T(Ehctypled Data Item) 

Data Block Index Encrypted Key Segment Data Segment 

DetaiU of Data Block 

FIGURE 7.3. Detailed Broadcast Data Block Structure in PTP and SK 

We compare the broadcast structures of the point to point (PTP) and the 

session key (SK) approaches. The basic broadcast structure is described earlier in 

Section 7.3 and shown in Figure 7.1. Figiures 7.2 and 7.3 show the breakdown 

of the index segment and a data block for each protocol, respectively. To ensure 
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readibility, the figures are not drawn to scale. The protocols differ in how the index 

segment and the data blocks are organized. 

Note that the orientation header (OH) at the top of the index segment and each 

data block is common to all protocols. The OH contains the tuning information 

that will enable the client to tune in to the top of the broadcast following the 

current one. Except for the OH, the three protocols have little in common. We 

now explain the broadcast structure under each protocol. Since OH is common in 

every data and index block, we will not describe it any further. In the following, 

we explain the broadcast structure in Figures 7.2 and 7.3 in detail. 

7.4.1 Point-to-Point 

Broadcast Index The structure of the broadcast index in PTP is depicted in 

Figure 7.2(1). The index segment contains tuples with tuning information. For 

PTP, since a data item is included for each client that requested it, the index tuple 

gives a pointer (which will usually be in the form of a temporal offset value) to the 

data item for each {client id, item id) pair. 

Data Block The structure of a data block in PTP is shown in Figure 7.3(1). 

Each data item Dj is encrypted with the requesting client's public key PKi to 

result in ciphertext Tij, and is added to the data block. 
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7.4.2 Session Key 

Broadcast Index The structure of the broadcast index in SK is depicted in 

Figure 7.2(2). In SK, since each item is broadcast only once, it suflBces to give the 

offset to the data block it is in. This information is given as {Item id, offset) pairs. 

Data Block The data block structure for SK is shown in Figure 7.3(2). In SK, 

a data block is reserved for each data item. The data item is encrypted with a key 

and added to the end of the data block. The encryption key, in turn, is encrypted 

once for each subscriber by its public key. These encrypted keys, concatenated 

together, form the Encrjrpted Key Segment of the data block. A subscriber must 

download the key segment, and must be able to locate the message intended for 

him in order to recover the data item key. If there are s subscribers for a data item, 

the subscriber has to make on the average s/2 decryption attempts which may be 

costly. To avoid this cost, the exact location of a client's message is given in the 

Data Block Index component of the data block. Basically, the data block index 

has 2-tuples of the form {client id, OKS), where OKS (Offset to Key Segment) is 

a pointer to the client's information in the encrjrpted key segment. 

Having described the basic structure of the broadcast, we now present our 

protocols. 
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Chapter 8 

PROTOCOLS TO SUPPORT SUBSCRIPTION-BASED 
DATA ACCESS FROM BROADCASTS 

In this chapter, we present our three protocols that facilitate subscription-based 

access from broadcasts. The protocols axe Single Encoding Multiple Decoding 

(SEMD), SubScribe , and Drop Groups. 

8.1 Protocol 1: Single Encoding Multiple Decoding 

Single encoding multiple decoding (SEMD) addresses the problem of managing the 

encryption of data items in such a way that multiple clients can decrypt the same 

ciphertexty without much key distribution overhead or much additional processing 

overhead at the client end. More specifically, SEMD will allow the server to encrypt 

data items only once (using their respective data keys), and enable clients to access 

these items without needing to store many keys or needing multiple decryption 

attempts. 

The purpose of the SEMD strategy is to enable the server to encrypt data items 

in such a way that clients can decrypt these items at low cost, while ensuring that 

undue space burdens are not placed on the broadcast. We achieve this by applying 

the results of the Chinese Remainder Theorem (CRT) [AHU74]. 
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Theorem 8.1.1. Chinese Remainder Theorem (CRT): Ifni,n2, ...,nk arepairwise 

relatively prime integers and n = ni x ng x • • • x n^, and 01,02,..., Ofc are positive 

integers, then the set of congruences X = ai (mod ni) for all i = 1,k have a 

common solution X such that 

where 1 = /i(^) (mod Ui). 

Proof; See [AHU74]. 

Our SEMD strategy exploits the results of Theorem 8.1.1. The strategy, is 

distributed, containing a server side component and a client side component. These 

are described below. 

Server Side SEMD Component The best way to see how the server encodes 

items using the SEMD strategy is to use an example. Consider an item Dj that 

needs to be included in the broadcast, and assume SSD^ = {CuC2,---tCk}' A 

imique integer Ni is assigned to each client Ci in the system such that these NiS are 

relatively prime. These assignments are known to the server and each client knows 

its own assigned mmiber. To include Dj in the broadcast, the server encrypts Dj 

with its data key, and computes the associated ciphertext TD^ =• DKj{Dj). 

Now the server needs to send DKj in such a way as to be only extractable by 

the members of SSoj- To do this the server uses the CRT and solves the following 

A; 

(8.1) 
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set of congruences, where congruence i corresponds to the member of SSDJ-

X = Rij (mod Ni) for all i = 1,..., A: 

where N = iVixiVjX- • -xiVfe, 1 = /»(^) (mod Ni), and, Rij = PubClientKeyi{DKj). 

In other words, Rij is the data key encrypted with a key known only to a client. 

This key could be the public key of the client depending on the protocol being 

used. In the ensuing discussion, we present the protocols using the public key, 

private key paradigm. The server solves this set of congruences for X using the 

Chinese remednder theorem. Now, X becomes the encoding of DKj. Then the 

server creates the data block corresponding to Dj by concatenating X and TD^ 

Client Side SEMD Component Consider a member of SSDJ , say Cj. C, tunes 

in to the broadcast and downloads the data block corresponding to Dj. It extracts 

X from this data block and solves the following for Riji 

Rij = X mod Ni, recall that Ci knows its own number, i.e., Ni (8.3) 

Rij is nothing but the ciphertext of data key DKj encrypted with CiS key (or 

public key). Thus, at this point Ci can apply its own key (private key), i.e., 

PrivClientKeyi, to decrypt Rij and obtain DKj, It can then use DKj to decrjrpt 

the ciphertext for the data item, i.e.. To, , to obtain Dj, 

(8.2) 
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8.1.1 The Single Encoding Multiple Decoding (SEMD) Data Access 

Protocol 

We are now in a position to state the SEMD protocol in procedural fashion. As 

before, we separate the protocol into two components: A server side or information 

delivery component and a client side or information access component. These are 

shown in algorithms 5 and 6, respectively. 

Algorithm 5 SEMD Information Delivery Protocol: This protocol is executed by 
the server prior to each broadcast 
Input: Given D: A set of data items for inclusion in the broadcast 

For each data item Dj G D, the set of clients that subscribe to it, i.e., SSoj 
For each client Ci in the system, a unique integer Ni that is assigned to the client 

Given that: NiS are mutually prime 
for all Dj € D do 

generate  the  c ipher text  of  Dj,  TDJ <- DKj{Dj)  
for all Ci 6 SSoj do 

Rtj = PubClientKeyi{DKj) 
end for 
Compute X using RijS and NiS by applying CRT result 
Create data block by concatenating X and 

end for 
create broadcast by concatenating index and data blocks 
Send out broadcast 

Algorithm 6 SEMD Information Access Protocol: This is executed by each client, 
Ci 
for all subscribed data item Dj do 
Download data block for Dj /* recadl that in this data block the client 

receives an X value and TD^ */ 
Rij <— X mod Ni /• Decode X */ 
DKj PrivClientKeyi(Rij) /* Decrypt Rij and extract data key »/ 
Dj <— DKj{DKj{TDj))  /*  Decrypt data item •/ 

end for 
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Note that this aJgorithm can be made more eflScient if the server included more 

information on the status of a data item. For example, if the set of subscribers for 

a data item has not changed from one broadcast to the next, then the data item 

key does not need to change, thus, a client who got the data item key does not 

have to download X from the broadcast. The server can include this information 

by setting a dirty bit in the index segment. 

OH Item_>d. Offset ... Itemjd, Offset 

[A] Details of Broadcast Index in SEMD 

OH X T(Encrypted Data Item) 

Encrypted Key Segment Data Segment 

[B] Details of Data Block in SEMD 

FIGURE 8.1. Detailed view of broadcast structure in SEMD 

Broadcast Index Figiire 8.1 shows the structure of the Broadcast Index for 

SEMD. In SMD, just as in SK, it suffices to give the offset to the data block 

since each item is broadcast only once. Furthermore, in SEMD, the index can be 

augmented by including a dirty bit to the (Item id, offset) pairs to let the clients 

know if the item key has changed since the last broadcast. If the item key has not 

changed, then the client can simply use the same key to decrypt the data item 

without going through the decryption process of the Key Segment. 
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Data Block Figure 8.1 also shows the structure of a data block for SEMD. 

SEMD does not have a data block index, instead, all the subscribers who do not 

have a key for the current broadcast must listen to the entire message X in the 

encrypted key segment, and then the encrypted data item in the Data Segment. 

Therefore, the tuning information given in the OH is nothing but the offset to the 

Data Segment. 

Both SK and SEMD carry overhead to help the clients tune in to information 

they requested. Obviously, PTP doesn't have this overhead, but it results in much 

longer broadcasts than SK and SEMD since each data item is included multiple 

times. In SK and SEMD, the length of the broadcast depends on the length of 

the data block segment and the key segments. In the following, we compare the 

length of the data block in each protocol. 

8.1.2 Size of the key segment in SK and SEMD 

As discussed in the previous section, the main difference between SEMD and SK 

data blocks is in the data block index and the key segments (recall that the data 

segments are of equal size since in both protocols, it includes a data item encrypted 

by a sjmimetric key). To claim superiority of SEMD, therefore, we must show that 

the size of the key segment in it is never greater than the data index and the 

key segments combined in SK. We first proceed to prove this theoretically, and 

then reinforce oiu: theoretical results with some empirical results. We will use the 
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notatioa sizeof(K) to denote the size of K in bits. 

Let us first consider the length of the data index and key segment in SK. If 

there axe k clients subscribed to a specific data item, then there are k tuples in the 

data block index and k encrypted keys in the encrypted key component. It follows 

that the size of the key segment will be A: x sizeof(cid,OKS) + k x E where E is 

the size of each encrypted key. Each encrypted key is nothing but the data key, 

DKj, encrypted with a clients public key, PubClientKeyi. Assuming, realistically, 

that a symmetric key system (e.g., DES) is used for data keys, and a public key 

cryptosystem (e.g., RSA) is used for client keys, the following relationship is true: 

sizeof(DKj) < sizeof(PubClientKeyi). For instance, the size of public and private 

keys in RSA is 1024 bits, whereas DES keys are almost never larger than 512 bits. 

Thus the size of each element in the encrypted key list, i.e., E, is given by the size 

of a symmetric key encrypted by a public key, which is equal to the size of the 

public key. Note that in RSA and DES, if a message of m bits is encrypted with a 

key of b bits, the resulting encoded message is fy] x 6 bits long [Sch96]. Denoting 

each public key as being B bits long, the encrypted key list is of size B x fc bits. 

Let the key segment in SEMD be denoted by X. Recall that this key seg

ment is an encoding of the data item key produced by the CRT. Now we pro

ceed to show that the size of the encoded key in SEMD can never be larger than 

sizeof(cid,OKS) x k + B x k. We will use the result of the following lemma in our 

discussion. 
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Lemma 8.1.1. Let B be the number of bits in the Public Key. As mentioned 

earlier each client in the system is awarded an integer token, Ni, where the NiS are 

mutually prime. Under these conditions, the following results hold: 

A. Any Ni must he at least B +1 hits in size, 

B. By using exactly B+1 hits in every Ni, a system can support up to 

clients. 

Proof: Part [A] is a direct result of Equation 8.1. Since each encoding of the 

data key is done using a client's public key, the length of the encoding Rij is equal 

to the length of the public key, and has B bits (since DES keys are smaller than 

RSA keys). Furthermore, this encoding must be equal to X mod Ni. Therefore, 

Ni must be larger than the encoding, implying that Ni must have at least B + 1 

bits. 

Now that we have bounded the size of Ni from below, part [B] claims that 

using B -¥1 bits for all iVjS is suflScient for most systems. Using B + 1 bits, the 

max number of clients that the system can support is equal to the number of 

unique iVjS given that all JVjS are B +1 bits long. Since it is required that NiS are 

mutually prime, we select ATjS from among prime numbers (this guarantees that 

all NiS are mutually prime). Note that this assumption actually limits the nimiber 

of NiS. Thus, the mmiber of tmique NiS that can be generated is the number of 

primes that can be generated between 2^+^ and 2®, maximum nimibers that can 



160 

be obtained using B + 1 and B bits, respectively. Using the results of the Prime 

Number Theorem [CLR97] that states that 7r(a;) w where 7r(x) is the number 

of primes that are less than x, we have, 

OB+I f)B oB+1 e)B 
Tr(OB+l\ _ Tr(0B\ ~ JL f = ^ = 

^ ^ ' In2®+1 ln2« (B + l)ln2 BIn2 
B/(g -H 1)2^+^ 2^ 

B In 2 B In 2 

^ B + 1 •'Bln2 

This proves the lemma. 

Some practical results of this theorem may be seen if we substitute values for 

B. For example, for B = 128 bits, the system can generate keys for approximately 

2^^® « 10''° clients. For B = 1024 bits (as in the RSA protocol), it can support 

21012 ^ jQ33r clients. Note that this number is well beyond the population of the 

Earth. Therefore, using B + 1 bits is adequate for most applications. Next, we use 

the result of this lemma to prove the following theorem. 

Theorem 8.1.2. The size of the data block in SEMD is less than the size of the 

data block in SK, given that the length of the Public Key is sufficient 

Proof: Let sizeof(a) denote the size of a message a in terms of number of 

bits. We want to show that sizeof(DataBlock[SEMD]) < sizeof(DataBlock[SKj). 

Substituting the components of data block in each protocol, we have; sizeof(0H)+ 

sizeof(X)-{-sizeof(T) < sizeof(OH)-\-sizeof(cid, OKS) x k+sizeof(R) x k+sizeof(T), 
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where R and T are the encrypted key and the encrypted message, respectively. 

After simplification, the resulting equation is 

sizeof(X) < sizeof(cid,OKS) x k + sizeof(R) x k (8.4) 

Essentidly, the key segment in SEMD is computed by applying the CRT. There

fore, X is simply the size of the result of this application. From Equation 8.1, it 

is clear that X is a veiriable between 0 and N. Therefore, X may not have more 

bits than N has. Furthermore, let Nmax be the largest Ni. Thus, 

sizeof(X) = sizeof(N) < sizeof(Nmax) x ^ (8.5) 

Using the result of Lemma 8.1.1, we substitute 

sizeof(Nmax) — sizeof(PubClientKey) + 1 

Therefore, substituting Equation 8.5 into Equation 8.4 results in 

{sizeof(PubClientKey) -f- l)x k< sizeof(cid,OKS) x fc + sizeof(PubClientKey) x k 

Therefore, 1 < sizeof(cid,OKS). Since the number of bits in (cid,OKS) is greater 

than one, this proves the theorem. 

In the previous discussion, we have bounded the size of X. 

The previous discussion imderlines the importance of the length of the client's 

key. For all practical purposes, using a smaller key in this case would reduce the 

broadcast size. A 128-bit key in a system of 100 clients produces a 128 x 100 = 
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12800 bits overhead per data item, whereas a 1024-bit key has 102,400 bits (100 

KBytes) of overhead. Obviously, for highly secure systems, a higher overhead 

is acceptable, but choice of the key should also depend on the communication 

infrastructure. Volatile data, such as traffic, weather, or stock market information 

may not need as high levels of security as some other applications would, and can 

use a shorter key for encoding. 

8.2 Protocol 2: SubScribe 

Our basic approach in designing SubScribe is to exploit the best features of the 

group key approach and the session key approach. A table of notation used in the 

description of SubScribe is listed in Table 8.1. SubScribe uses two types of keys: (a) 

client keys, and (b) data keys. For the client keys, we use a public key cryptosystem 

such as RSA [RSA78], since clients may already possess public/private key pairs 

for use in any secure application, and a public key certificate directory could be 

used to look up these keys. Of course, if such keys do not exist, they can be 

generated as part of an initial registration period with the subscription service. 

For data keys, we use a symmetric system such as DBS [She95], since this is more 

suitable for bulk data encryption. The public key of client C,, which is assumed to 

be known by the server, is denoted by P/T,-. Ci's corresponding private key, which 

is assumed to be secret to Q, is denoted by SKi. Messages encrypted with PKi 

can only be decrypted by C, using SKi. Each data item Di has a data key, denoted 
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by DKi, for use in the symmetric system. The data keys are initially known by the 

server only, but will also be securely transmitted to subscribers of Dj. New data 

keys will be chosen as needed to ensure that only current subscribers can read a 

particular broadcast. 

Notation Meaning 
Ci client i 
PKi public key of Ci 
SKi private ("secret") key of 0% 
Di data item i 
DKi data key of Di 
SSi subscriber set of Di 
DK^i DKi for broadcast period p 
Ti ciphertext of A encrypted with DKi, i-e., DKi{Di) 
RiJ a data key for Dj encrypted with Ci's public key, i.e.. 

PKiiDKi) 
55? SSi broadcast period p 
OH Orientation Header 
Bl Broadcast Index 
DBI Data Block Index 
OKS Offset to Key Segment 
OTI Ofiset to Item 
KDK Key Distribution Key 
cid Client id 

TABLE 8.1. Notations used in the description of SubScribe 

More specifically, when broadcasting Di, the server encrypts it with DKi, pro

ducing the cipherteict DKi{Di) of Di, denoted by 7i. Ti is included in the data 

component of the data block corresponding to Di. Subsequently, only clients know

ing DKi are able to access A". Thus, the data key DKi is included (in an encrjrpted 

fashion) in the key component of the data block corresponding to Di. In order to 

provide maximum efficiency, the data key is only changed when clients drop their 
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subscriptions—this will become clearer when we describe the details of SubScribe 

in the following section. 

The detailed broadcast structure that is required by SubScribe is shown in 

Figure 8.2. As discussed before, the broadcast starts off with a broadcast index, 

followed by a sequence of data blocks. The broadcast index segment and all the 

data blocks contain an orientation header (OH). The OH consists of a single ele

ment, namely £in offset to the start of the next broadcast. This pointer is intended 

as a "tuning-aid" for clients (recall our earlier comment about the dynamism of 

the underlying database—clients are typically interested in downloading from all 

broadcasts during the course of their subscriptions). Thus, when a client is finished 

downloading from the current broadcast, it can sleep until the next broadcast. The 

OH enables a client to know when the next broadcast is scheduled to commence. 

Moreover, this pointer also helps clients during their initial probe into the broad

cast (i.e., the first probe subsequent to registering with the SubScribe system). 

Essentially, if the client misses the initial index, it reads the next OH, and tunes 

out until the start of the next broadcast, when it can read the index. 

As mentioned before, the broadcast index (BI) precedes everything else in a 

broadcast. The BI consists of index records that hold pointers to each item's data 

block in the current broadcast. More specifically, an index record consists of a 

2-tuple {item id, offset to data block), A client obtains pointers to its desired data 

items fitom the BI, and then sleeps, only to wake up at the desired points in time. 
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We remark that one can easily come up with much more efficient schemes (e.g., 

repeating the index in a broadcast). However, our intent in this dissertation is not 

to examine ways of indexing broadcasts, so we adopt this scheme for simplicity. 

The BI is followed by a sequence of data blocks. Essentially, a data block 

contains all information required by a subscribed client to download a specific data 

item—it contains an encrypted data item, and related key information necessary 

to decrypt this item. More specifically, a data block consists of three parts. 

1. First, it has a data block index (DBI) that holds pointers to the key information 

and to the data item itself. Basically, a data block index record contains the 3-tuple 

{client id, offset to key segment (OKS), offset to item (OTI)). The OKS element 

associated with client id C, indicates where C,- can find the key information (i.e., 

the data key as described before) that will enable it to decrypt the data item ui this 

data block (this presupposes that Ci is subscribed to this item). As will be clear 

from the next section, a data block will contain key information for the various 

clients subscribed to this item. The OKS element will aid clients in efficiently 

getting the key information chunk specifically meant for them. The OTI element 

simply points the client to the top of the encrypted data item in the current data 

block. The idea is that a client, say Ci, will read the DBI tuple meant for itself, 

and will know where it needs to tune in to download the appropriate key and where 
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to tune in to download the encrypted data item. 

2. The second part in a data block is the key component. Essentially, the key 

component contains key chunks meant for the various clients subscribed to the 

data item in the current data block. In other words, if n clients are subscribed to 

this data item, the key component will consist of the concatenation of n key chunks. 

The OKS element described in the previous item points to these key chunks. The 

precise content of the key component will be made explicit in the next section. 

3. The last part of a data block is the data component This contains a data item 

encrypted with its data key. 

8.2.1 Details of SubScribe 

We are now in a position to describe SubScribe in procedural fashion. The full 

broadcast structure is as shown in Figure 8.2. Note that the figure is not drawn to 

scale and reflects the order of broadcast components rather then their sizes. The 

protocol has two components: a server side or information delivery component and 

a client side or information access component. These are shown in Algorithms 7 

and 8, respectively. 

The server side protocol is responsible for the delivery strategy for data items. 

It distinguishes between two types of data items: (a) data items whose subscriber 

set in the current broadcast includes every client who were subscribed to this item 
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FIGURE 8.2. Detailed view of broadcast structure in SubScribe 

in the previous broadcast as well—we will refer to these items as NODROP items, 

and (b) data items not satisfying the previous criterion, i.e., items which have lost 

some subscribers in the current broadcast. We will refer to these as DROP items. 

To include a DROP item, say A, in the broadcast, the server chooses a new data 

key, DKi, and creates a data block for this item as follows: 

• Data Component: The server encrjrpts A with DKi includes the 

ciphertext in the data component 

• Key Component: For each client in the subscriber set of A, the server 

encrypts DKi ^th the client's public key and includes the ciphertext in the 

key component. In other words the key component of DROP items essentially 

becomes a concatenation of ciphertext chimks, where each ciphertext chunk 

represents an encryption of DKi with a specific subscriber's public key. 

To include a NODROP item into the broadcast, the server uses the same data 

key that was used in the previous broadcast for this data item. This is possible due 
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to the fact that using this data key does not compromise security—ail prior sub

scribers are still subscribed to this item. Also, in this case (potentially) substantial 

savings are realized as the key need not be sent to all the prior subscribers. The 

server composes the key component by encrypting the data key only for the new 

subscribers. Existing clients are notified of the fact that the data key remained 

the same by inserting a special offset value of —1 in the data block index record for 

that client. In both the DROP and NODROP cases, index records are created by 

the server for constructing the two types of indexes described before. This creation 

process is shown in our algorithm. 

One clarification needs to be made regarding the way SubScribe treats NODROP 

items. According to the server side protocol just described, if no subscriber drops 

out, the key remains the same. In practice, data keys should always have a limited 

lifetime, and a new data key should be chosen for a particular data item if the 

key has been used for the full lifetime, even if no subscribers have dropped out. 

Actual key lifetimes should be chosen to depend on the perceived value of the data 

to would-be attackers. 

The client side extracts the relevant information from the broadcast as shown 

in Algorithm 8. 
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Algorithm 7 The SubScribe Information Delivery Protocol: current broadcast 
period is p. 
Input: D: a set of data items for inclusion in the broadcast 

D+-.  {Di^D :  SS?2SSr^}  
£>_: D\D+ 
For each client Ci in the system, the client's public key PKi 

Do: 
for all Dj 6 D- do 

choose random DK'j 
generate Tj ,  the ciphertext of Dj,  Tj  <-  DK^ADj)  
for aU Ci 6 do 

Ri <-  PKi{DKj)  
Add {i,Ri) to data block index. /* Offsets will be added later. */ 

end for 
Create data block header using special all sjnnbol. 
Add j and appropriate offset to broadcast index segment. 

end for 
for all Dj € D+ do 

DK^ <- DK^~^ I* reuse previous key »/ 
generate T,-, the ciphertext of Dj,  Tj  «- DK'{Dj)  
for allCieSS^X do 
Ri <- PKiiDKj) 
Add to data block index. /* Offsets will be added later. */ 
Create data block header with offset to data. 

end for 
Create data block with orientation header, data block index segment with appropriate offsets 
added, key segment, and encrypted data item Tj /* Set offset to key segment for 
previous clients to —1 «/ 
Add j and appropriate offset to broadcast index segment 

end for 
Create broadcast by concatenating orientation header and broadcast index segment with data 
blocks 

/* NODROP items */ 
/• DROP items »/ 

/* new key required */ 

Algorithm 8 Information Access Protocol: executed by each client, Cj. Current 
period is p. 
Do: 

for all subscribed data item Dj do 
Download data block for Dj 
if Ci was not subscribed to Dj in period p — 1 or data header contains all symbol then 
DKj <— SKi{Ri) /» Decrypt Ri to get data key •/ 

else 
DK^ DK^~^ /* Ci sQxeady knows data key */ 

end if 
Dj <- DKj{Tj) /» Decrypt data item »/ 

end for 



170 

8.2.2 A Symmetric Key Variant 

The SubScribe mechanism, as described in the previous section, encrypts data 

keys with client public keys. In a dynamic subscription environment, i.e., where 

subscriber sets change substantially from broadcast to broadcast, it is possible that 

the size of key components will turn out to be significant. This motivated us to 

look for ways to reduce this overhead. As a result, we developed of the symmetric 

key variant of the SubScribe protocol, that we will refer to as SubScribe'^. In 

SubScribe'^, the server gives each client a symmetric key (e.g. a DES key) to be 

used for communicating new keys. 

In this approach, clients would be given a key distribution key (KDK) by the 

server when they first join the service (e.g., in the header of their first received 

broadcast). Subsequently, this key distribution key would be used in place of the 

public and private key in the approach detailed in Section 8.2.1. In other words, 

unlike the SubScribe protocol, where data keys are encrypted with client public 

keys, in SubScribe-®, the data keys will be encrypted with client KDKs. There are 

two advantages to using such a symmetric key. First, the KDK is smaller than 

the keys in the public key cryptosystem. Second, the symmetric encryption and 

decryption operations are faster than the corresponding public key cryptography 

operations. In many public key cryptosystems 1024 bit keys are used. Encrypting 

data keys (which would typically be of the order of 64 bits) using these public keys 
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will result in 1024-bit ciphertexts. However, if we use the 64-bit KDKs to encrypt 

the data keys, then the encrypted 64-bit data keys will also 64 bits—almost an 

order of magnitude less than public key encryptions. Admittedly, such KDKs 

require an additional key exchange step. However, this step only needs to be done 

once for a new client and can be combined with a broadcast, as illustrated by the 

following example. 

Consider a new client C,- who is interested in items Dj and Dk, where Dj 

appears before Dk in the broadcast. Then the key component of the data block 

for Dj will include a ciphertext chunk meant for Cj. Usually, this ciphertext will 

be the data key of Dj enciphered with the KDK of C,-. In the first broadcast only, 

the ciphertext will be the encryption of both the KDK for Cj and DKj, enciphered 

with the public key of Cj. Note that since the symmetric KDK and data keys are 

much smaller than the public key, (e.g., size(KDK) -I- size(data key) < size(public 

key)), it is possible to concatenate the two keys and encrypt them as a single block. 

In other words, the KDK distribution, for all intents and purposes, comes for free. 

Thus, we can guarantee that given identical content, the size of the broadcast in 

the subscribe"^ protocol, will be always less than or equal to the size of a pure 

subscribe broadcast. 
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8.3 Protocol 3: Drop Groups (DG) 

In the Group and Session Key approaches, as well as the three protocols we pro

posed, SEMD, subscribe and SubScribe^, the broadcast is organized in such a 

way that each data item is encrypted with its own key and is broadcast together 

with the key information intended for each subscriber. This key information for 

each client is obtained by encoding the data item key using the public key of the 

recipient. 

In Session Key, SubScribe and SubScribe'^, the Key Segment consists of key 

information intended for each subscriber of a data item. That is, the broadcast 

server sends off as many encodings as there are clients. This effectively renders the 

size of the broadcast unpredictable. Particularly when the number of subscribers 

is high, the key segment may become very large and significantly increase the 

size of the broadcast. Obviously, a longer broadcast meems a reduced quality of 

service. Therefore, all these protocols suffer from scalability with respect to the 

client load in the system. In the following, we propose the Drop Groups protocol 

that addresses the scalability problem. 

The Drop Groups (DG) Protocol is designed to bound the size of the key 

component in a broadcast regardless of the number of clients in the system. 
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8.3.1 Grouping criterion in DG 

DG achieves scalability by using a novel grouping criterion. DG assigns each 

client to predetermined groups, and assigns each group a group key valid until the 

group changes. This is similar to the Group Key approach in that keys are assigned 

based on groupings of the clients. The difference, however, is in the way groups are 

formed. In the Group Key protocol, subscribers of an item usually form a group, 

and are given a group key valid until there are drops (i.e., subscription expiration) 

from the group. When a drop occurs, a new group key must be generated and 

distributed to remaining subscribers so that the dropped subscribers don't have 

access to new values of the data item. In DG, however, we propose to further 

divide the groups of a data item into sub-groups using an additional criterion. 

The new criterion we use is the time to drop, which is simply the amount of time 

until a client's subscription for a data item expires. Therefore, two subscribers, A 

and B of data item j are in the same group if and only if their subscription for 

j expires at the same time. Of course, in order to achieve this sort of grouping, 

we have to ensure that subscription expirations are bunched together at discrete 

epochs. This is done as explained later. 

The choice of the time to drop as the grouping criteria is crucial. This is de

signed to remedy a major problem associated with the group key approach, namely, 

the key expiration problem in a dynamic environment. In this environment, the 
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period of validity of a key is small, necessitating the generation of a new key fre

quently. Although key generation is rather fast and cheap, it is costly to distribute 

this new key to the clients. In DG, since all subscribers in the same group will be 

dropped at the same time, it will never be necessary to issue a new group key euid 

distribute it to the group. Furthermore, when a new client contacts the subscrip

tion server, the client is given a group key for each data item that it is interested 

in. The client then listens to the broadcast prepared by the subscription server 

and downloads the data items. 

We propose to divide the time continuum into subscription epochs such that 

subscription expirations eire only scheduled to happen at the end of an epoch. For 

example, if the epoch length is 1 hour, and client A wants to subscribe to a data 

item for 2.5 hours, it must choose to subscribe for either two or three hours. To 

limit the number of epochs, we propose to put a limit on the horizon of subscription. 

For example, if a subscription epoch is one hour long, and the horizon is 24 hours, 

then there are 24 possible subscription epochs that clients may choose from. Note 

that real world analogies exist for this scenario: readers may subscribe to journals 

between 1 and 24 months, and receive issues monthly. The server can adjust the 

duration of an epoch depending on the popularity or subscription patterns of the 

clients of an item. Given such a framework, given a subscription horizon of H 

epochs, in the key component, there can be at most H group keys preceding the 

data item regardless of the number of subscribers in each group. Therefore, if there 
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are d data items with H groups in each, then there will be dH group keys in the 

broadcast. At the end of each subscription epoch, d groups will be dropped, and 

d groups will be added, one group per each data item. Essentially, this bounds 

the number of groups. Clearly, this is a big step towards limiting the size of the 

broadcast, thus satisfying the scalability requirement. 

8.3.2 Broadcast Organization 

The Drop Groups Protocol uses the same broadcast architecture as shown in Fig

ure 7.1. In the following we explain the broadcast organization in detail. 

To ensure security, DG uses two tjrpes of keys: (a) client keys, and (b) data 

keys. For the client keys, a public key cryptosystem such as RSA [RSA78] is used. 

For data keys, a symmetric system such as DES [She95] is used. A table of notation 

used in the description of DG is listed in Table 8.2. 

Notation Meaning 

Ci client i 
Di data item j 
DKj data key of Dj 
Tj ciphertext of Dj encrjrpted with DKj, i.e.. 

DKjiDj) 
GK,, group key of Dj for epoch k 
Rkj a data key for Dj encrypted with GKkj i-e., 

GKkiiDKi) 
OH Orientation Header 
OKS Offset to Key Segment 
OTI Offset to Item 
H horizon 

TABLE 8.2. Notations used in the description of DG 
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In this environment, there axe two separate servers, the Subscription Server 

(SServ) and the Broadcast Server (BServ). When a client wishes to access the 

service, it first contacts the SServ that handles the subscription requests. After 

exchanging information with the SServ, the client listens to the broadcast prepared 

by the BServ until its subscription expires. Once the client contacts the SServ, 

it communicates the request to the BServ which incorporates the requested data 

item in the broadcast. 

The two servers need to maintain communication between each other mainly 

for exchanging information specific to data items. The client needs to contact the 

SServ, but has no interaction with the BServ except for listening to the broadcast. 

In DG, client keys ate used for communicating with the Subscription Server. 

Authentication, subscription and the initial key exchange are performed using 

public and private keys. Each data item Dj has a data key, denoted by DKj^ for 

use in the sjonmetric system. The data keys are initially known by the server only, 

but will also be securely transmitted to subscribers of Dj. When broadcasting Dj, 

the server encrypts it with DKj, producing the ciphertext DKj{Dj) of Dj, denoted 

by Tj. Tj is included in the data component of the data block corresponding to 

Dj. Subsequently, only clients knowing DKj are able to access Dj. The group key 

of Dj for epoch k is denoted by GKkj. Thus, Rkj, the data key for Dj encrypted 

with GKkj', i.e. GKkj{DKj) is included in the key component of the data block 

corresponding to Dj. 
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FIGURE 8.3. Detailed view of broadcast structure in DG 

The broadcast organization in DG is shown in Figure 8.3. A broadcast starts 

off with a broadcast index, followed by a sequence of data blocks. The broadcast 

index segment and all the data blocks contain an orientation header (OH). The 

OH consists of a single element, namely an offset to the start of the next broadcast. 

This pointer is intended as a "tuning-aid" for clients. 

The Broadcast Index (BI) precedes everything else in a broadcast. The BI 

consists of index records that hold pointers to each item's data block in the current 

broadcast. More specifically, an index record consists of a 2-tuple {item id, offset 

to data block). A client obtains pointers to its desired data items from the BI, and 

then sleeps, only to wake up at the desired points in time. 

The BI is followed by a sequence of data blocks. A data block consists of four 
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paxts. 

1. OH that contains the 2-tuple {offset to item (OTI), flag). The flag bit is set 

if the item key has changed since the previous broadcast. When clients download 

the OH, if the flag bit is not set, they don't need to download the Key Segment if 

they have the key to the data item from the previous broadcast. 

2. Data block index consists of the 2-tuple {group number, offset to key segment 

(OKS)). The OKS element associated with client id C7, indicates where Cj can find 

the key information for its group. 

3. The second part in a data block is the key component It contains key chunks 

for all the groups subscribed to Dj, i.e., it contains Rkj for edl groups k that have 

at least one subscriber. 

4. The last part of a data block is the data component This contains 7}, a data 

item Dj encrypted with data key DKj. Therefore, a client, upon successfully 

downloading the key chunk and 7}, can obtain Dj. 

8.3.3 Synchronization in DG 

An important issue that needs to be addressed is sjmchronization of the broadcast 

server and the clients. DG is designed to conserve power at the customer's machine. 

The index structure in particular serves this piupose. Upon downloading the 

ind^, a client knows where its item of interest is going to be in the broadcast. 
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and may tune out until it is time. This behavior is especially useful in battery 

operated hand-held (mobile) devices. However, with any unexpected latency that 

may occur during the multicast, the client has no way of knowing this exact time. 

This forces the client to stay connected at all times, or to tune in to the broadcast 

"conservatively". For example, if the client is expecting to download a data block, 

it should tune in at the time indicated in the index and wait until the correct data 

block appears. 

In DG, the client synchronizes with the broadcast at the beginning of each 

broadcast. Synchronization simply refers to adjusting the client's mechanism of 

measuring the amount of time elapsed. For example, if a broadcast starts at time 

to and the client receives the first bits of it at time ti = to + doi it adjusts the 

broadcast time to start at ti. If any new delays are introduced, say <Ji, the client 

resets the current broadcast time, inou,, such that tnow For this method 

to work, the downlink channels must guarantee that a data rate of Tmax is never 

exceeded. The routers buffer the broadcast data and send it to the client with 

a delay. Therefore, <5,- > 0. When the delay ^i) is large, a correction must 

be performed. We propose that the router closest to the client send a special 

"synchronize" message at the beginning of the broadcast to be effective just before 

the beginning of the following broadcast. The current broadcast is pnmed at 

the tail by S, and the following broadcast starts immediately. This effectively 

prunes off the last data block(s). However, recall that the data items are ordered 
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by popularity, and therefore, the last data blocks have the fewest subscribers. 

Consequently, few clients are disrupted. An easy remedy to this situation is to 

increase the priority of the pruned oflF data blocks in the following broadcast, and 

include them at the top of the broadcast. This will minimize the disruption for 

the clients whose data blocks are pruned. 

This approach works when the broadcast server is made aware of the cumulative 

delay in the system. If the multicast protocol being used allows the routers to 

send messages upstream, then the delay at a branch can be easily communicated 

to the broadcast server. However, if no such communication is allowed, then the 

broadcast server must estimate the delay in the system and assign the priorities 

for data items accordingly. If the estimate is too conservative, more data blocks 

will be assigned top priority and be placed up-front rather than at the back in the 

broadcast. This has no negative effect other than pushing data blocks that have 

the most subscribers down in the broadcast. If the estimate for the delay is less 

than the real delay, then some pruned blocks will not be assigned higher priority to 

be placed at the top of the broadcast. The subscribers for these data items where 

the network delay was high will miss out on these items and will have to wait until 

the next broadcast. 
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8.3.4 The look-up table in DG 

Along with the authentication and the subscription, the subscription service will 

supply the client with the group key. Only then the client will tune in to the broad

cast to get the data item key and download the data item. We must, therefore, 

design an efficient way for the Subscription Server to provide this information. We 

propose to do this through a look-up table. The subscription server, thus, will 

maintain a look-up table that holds (group number, group key) pairs, and this table 

is updated at the end of each epoch; dropped groups are deleted, and new groups 

are added. 

In this section, we will discuss the structure and maintenance of the look-up 

table in detail and show that maintaining this table can be done with low overhead. 

The look-up table should consist of 3-tuples (data item id, group id, group key). 

For each data item, there are H entries of group id and group key. To avoid that 

repetition, we can normalize this table into multiple tables of the form (group id, 

group key) for each data item, and with the data item id, we keep a pointer to the 

corresponding table. In the following, we state these tables along with (possible) 

storage requirements for each field. 

• Data Item table: (Item Id [4 bjrtes], Record Pointer [6 bytes]) = 48 bit tuples 

• Group Key table: (Group Id [2 bytes]. Group Key [128 bits]) = 144 bit tuples 

Given the table structure and the size of each field, we now determine the 
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total space required for storing the tables. Let S denote the space requirement for 

storing the tables, d denote the number of data items, and H denote the horizon 

(number of epochs). We have, 

5 = 48rf + rf(144ff) = d(48 + l U H )  (8.6) 

For example, if rf = 10000 and H = 10, then S is approximately 1.7 megabytes. 

For d = 50000, and H = 100, S « 86.11 Mb. 

Obviously, if the group key is longer than 128 bits, S will grow. 

Although it is preferable to keep the entire look-up table in memory to serve 

clients faster, this may not always be possible due to the size of the table. In 

Section 8.3.5, we will propose techniques to decide which parts of the look-up 

table to keep in memory to increase the performance of the server. 

The cooperation of the subscription server and the broadcast server is critical. 

The cooperation should occur in the following areas: 

Server Synchronization When a group is dropped (i.e., subscription of all the 

group members expires), that group should not be available at the subscription 

server, and no new client should be assigned to that group. Therefore, both servers 

should be synchronized. 

Real-time updates When a new group key is generated at the end of an epoch 

for the ff-f 1st epoch, this key must be made known to both servers. The generation 
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of a new key may be performed by either the subscription or the broadcast server. 

Without loss of generality, we may assume that the subscription server is in charge 

of generating the group keys and disseminating it to the broadcast server. Note 

that it is also possible that multiple copies of the look-up table are kept at different 

locations, therefore the changes must be propagated to these copies as well. 

Server synchronization and real-time updates properties require that the fre

quency of updates should be balanced with how soon the updates can commit. 

Ideally, at end of epoch t, there should be enough time to update the look-up table 

and fulfill the requests of any new subscribers of group i -F ff -t-1 before epoch 

f -1-1 starts. Particularly, a degenerate case is possible with H = 1, and rf = 1, 

and a client requesting to subscribe to the data item continuously. In this case, 

at the end of each epoch, the client must contact the subscription server to get 

the key for the next epoch. However, it is well possible that the client does not 

receive the key in time to listen to the first broadcast of the next epoch. To avoid 

such a scenario, the keys for the next epoch can be prepared before the end of an 

epoch, thus giving ample time for either server to propagate the updates. For this 

remedy to work, it is important to guarantee that the updates take place in less 

than the duration of an epoch. In this paper, we assume that the two servers are 

synchronized and the updates are performed in a real-time manner. Therefore, 

there is enough time to update both servers regardless of the update frequency. 
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8.3.5 Memory Management in DG 

We have seen that the look-up table may grow too large to fit in the memory of the 

server. Therefore, only part of the look-up table can be kept in memory, and when 

tuples not in the memory are requested, the server will have to read them from 

disk. Currently, disk read operation takes much longer than reading from memory. 

This may have important implications in terms of response time as the load in 

the system increases. Ideally, the server should be able to fulfill the requests at 

a faster rate than it receives them. We would like to see how our protocol scales 

with the number of clients, data items, and subscription epochs. In this section, 

our purpose is to determine which tuples from the look-up table to keep in the 

memory in such a way that the response time of the server is low. 

In memory, the server holds the Data Item table, and tuples for 6 epochs for 

each data item from each Group Key table. S is chosen such that 5 < H and 

6 € N, and the server stores the rest of the tuples on disk. Therefore, the server 

holds a total ofSxd tuples for all data items. Let M denote the size of the memory 

allocated for holding tuples of the Group Key table, then M > d x 5 x 20 since 

each tuple is 20 bytes,. 

Let clients subscribe for a duration distributed with a Normal distribution with 

parameters ft and a, N(/z, o^), where fi: mean number of epochs subscribed to, 

a: std dev of number of epochs subscribed to. Therefore, it is likely that clients' 
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requests will be centered around (j.. This is equivalent to saying that, at any given 

time, tuples periods away from that time will be most frequently requested. 

Thus, the server needs to hold these tuples in memory to avoid going to the disk. 

Let the initial period be TQ. For each data item, the Subscription Server chooses 

the 6 tuples to hold in memory from within the interval [To + /x — |,To + ̂  + |] 

of epochs. Since the look-up table information is time sensitive as tuples from 

expired periods are thrown away and the horizon is extended continuously, the 

tuples held in memory need also be updated. This update operation can be (1) 

done at each epoch (by deleting one tuple and adding a new one), or (2) grouped 

together. Updating at each epoch is costlier than grouping the updates together 

(avoid multiple context switches, etc), therefore, we choose method (2). To update 

the memory, the SS discards tuples from memory every a x d intervals (0 < a < 1), 

and reads new ones. Therefore, after updating the memory, the server ends up 

holding tuples within the interval [To + ̂  — (| — a x <J), To + ̂  + (| + a x d)]. This 

resembles a Sliding Window protocol. 

Now, consider how 5 scales with the parameters in the system. Each "new" 

client contacts the SS and requests the group key of one (or more) data item(s). 

If the requested data item is among the tuples held in memory of the SS, then 

the processing time is not significant. If the opposite is true, then, the server has 

to read the data item from disk inciurring disk seek and access times. We define 

probabilities as. 
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Definition 8.3.1. P(hit) ; probability that a requested tuple is found in memory 

(server doesn't need to read from disk). 

Definition 8.3.2. P(miss) = I—P(hit) : probability that a requested tuple is not 

in memory (thus requires reading from disk). 

P(hit) is calculated as follows: 

P{hit) = Pif£-6/2<X <fi + S/2) 

=  2 P { 0 < X  < f i  +  S / 2 ) = 2 P { 0 < Z  < 5 / { 2 a ) )  

If p = P(0 <  Z  <  5 f  { 2 a ) ) ,  (0 < p < 0.5) and / is the frequency of requests for 

a data item, then the frequency of misses, N =• (1 - 2p)/. 

Therefore, the time to service requests for misses is iV" x where t is the time 

to service requests for misses. 

Example 8.3.1. To illustrate the above derivations with an example, letp = 0.3, 

and f = 100 requests per minute, therefore, there will beN = 40 misses per minute 

per data item. If d= 1000, then there is a total of 40000 disk reads requested per 

minute. If a disk read takes 10ms, then it can only support 0.01 x 1000 x 60 = 600 

requests per minute, much less than the demand. 

Instead of keeping 5 tuples tor each data item, a more realistic case is to consider 

hot and cold items separately in the database. Obviously, hot items will receive 
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more requests than the cold items, therefore it makes more sense to keep more 

tuples for hot data items, and fewer tuples for cold data items. If the number of 

tuples can be reduced by e for each cold data item, then the available memory can 

be distributed to each hot data item evenly. Let Uff and nc denote the number of 

hot and cold items, respectively. (As a rule of thumb nff/nc = 0.25, i.e., 20% hot, 

80% cold.) Therefore, for a cold item, the server keeps 5 — e tuples, and for a hot 

item, it keeps 6 + e x nc/nn tuples. The value of e can be easily determined by 

considering the following maximization problem where the objective is to maximize 

the probability of a hit: 

max P{hit) = PiPh + PiPc (8.7) 
ieff i6C 

where H and C are sets of hot and cold items, respectively, and Pi = P{hit\i 6 H) 

if I € ff, and Pj = P{hit\i 6 C) if i € C. 

If the requests for data items are independently and identically distributed, 

then Pi for a hot data item is represented with Pff, and that for a cold data item 

is represented with Pc, thus we can rewrite the maximization problem as, 

max P{hit) = nuPHPh + ncPcPc (8.8) 

where, nn and nc denote the number of hot and cold items, respectively. 

Following the previous analysis, it is trivial to see that 

P f f  =  2 P ( Q < Z  
2<t 

P a  =  2 P ( 0 < 2 < i ^ )  
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The maximization problem in Equation 8.8 can be solved for e to find the 

optimum number of tuples of hot ajid cold items to hold in memory that maximizes 

the hits from the memory (or minimizes reading from disk). 
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Chapter 9 

EMPIRICAL EVALUATION OF SUBSCRIPTION-BASED 
ACCESS PROTOCOLS 

In this chapter, we use a simulation model to empirically verify the efficacy of our 

protocols. In the following, we describe the simulation model, its parameters, and 

present the results. 

9.1 Simulation Model 

To empirically verify the efficacy of our protocols and evaluate it under different 

conditions, we ran detailed simulations of SEMD, Session Key, Subscribe, Sub

scribes, Drop Groups and Point to Point approaches in a wireless broadcast en

vironment. Note that we could have assimied other networking infrastructures as 

well, such as a broadcast LAN. 

Our simulation programs were written in SIMPACK, a C/C*'^ based simulation 

toolkit [Fis95] and in Java for implementing the CRT. 

Our simulation model contains three major components: (a) a database com

ponent, (b) a client component, and (c) a server component. The notations for the 

simulation model is listed in Table 9.1. 
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9.1.1 Database and Broadcast Model 

The database in our simulations consists of d data items. Bach data item is of 

a specific size. The size of a data item is generated from a uniform distribu

tion within the range [MinBytesPerltem, MaxBytesPerltem], Based on the above 

model, it may be seen that our data items have very general semantics—they may 

be composed of records, or may be unstructured, such as a document. 

Bach broadcast is composed of all items that are currently subscribed to by 

clients. Inside a broadcast, items are ordered by popularity, i.e., the number of 

clients subscribed to a given item. Thus, before any given broadcast, the server 

knows exactly which items are to be included in this broadcast, and where each 

item is located in the broadcast. A corollary of this is that the server knows the 

broadcast size, which enables it to indicate the time of onset of the next broadcast 

in the current broadcast. If a client's subscription to a data item is scheduled to 

expire in the middle of a broadcast before downloading the data item, then the 

client will not be allowed to access this item. The broadcast structure we model 

in our experiments is exactly the structure shown earlier in Figure 7.1. The two 

primary components in this structure are index and data. Moreover there are two 

types of index as shown earlier: a broadcast index (that indexes data blocks in the 

broadcast) and a data block index, contained inside (and at the top of) each data 

block, which holds pointers to data item keys and data items as described earlier. 
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The only decision to be made in modehng these indices is to determine the sizes of 

index records. We model each broadcast index record to be BcastlndexBytes bytes 

and each block index record to be BlocklndexBytes bytes. Note that, for the Point 

to Point protocol, we only need a Broadcast Index. However, each index record 

must consist of a 3-tuple, {item id, client id, offset to item). The size of the Point 

to Point index record is denoted with PTP-IndexBytes. We model the index itself 

in linear record fashion—more sophisticated index structures such as B+ trees are 

possible but we do not consider them in this dissertation. 

In addition to the indices, we also need to model the size of encr3rpted data 

items and encrypted keys. In order to encrypt with either RSA and DES with a 

fc-byte key, a S-byte item must first be broken into blocks of size at most k. Since 

both RSA and DES are length-preserving, the resulting ciphertext is modeled as 

1"^] X A; B3RTES. 

Our database model assumes locality of reference. A fraction of items, defined 

by the parameter PercentHot, are designated as hot items. These items will be 

more heavily requested by clients than cold items. Clients will request a hot item 

with probability ProbHot. 

An important point to note is that in our model the broadcast size is variable 

(i.e., broadcasts are not periodic). This occurs due to two reasons (a) varying 

content in different broadcasts, and (b) different sizes for different items. Also 

note that given the same subscription profile, the different delivery mechanisms 
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will yield different broadcast sizes, as key management is handled differently in 

these mechanisms. In fact, it is precisely this difference that we wish to study in 

our experiments. 

The database is updated asynchronously, and clients are interested in down

loading the entire data item at each broadcast within its subscription period. A 

download is said to be complete when the data item is fully read by the client. 

9.1.2 Client Model 

In our model a client has a set of specific data items of interest. NumClients denotes 

the number of clients in the system. We set this variable to different values for 

different experiments to observe the system under different loads. We generate 

ail the clients at the start of each simulation run along with their subscription 

profiles. For each client, we first generate the number of data items the client 

is interested in. For each client this is generated firom a Uniform distribution 

with parameters [Minltems, Maxltems]. After this we generate the individual data 

item and its subscription information by generating a 2-tuple consisting of an id 

and an initial subscription period. The id is generated by drawing randomly, 

without replacement, firom the set of item ids available in the database. The 

initial subscription period is generated &om a truncated normal distribution with 

parameters [MinSubsPeriod, MeanSubsPeriod, MaxSubsPeriod, StdSubsPeriod]. 

The initial subscription starts after a random wait period at the beginning of 
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the simulation. The server constructs the initial broadcast according to the initial 

subscription profiles constructed as above. Subsequently, as soon as the subscrip

tion of a specific client to a specific data item expires, the client waits a random 

amount of time, and resubscribes to the object with a new subscription period 

generated as above. The random wait period is generated from an exponential 

distribution with the parameter MeanWaitPeriod. 

Further, each client owns a Public Key and Private Key pair. These keys axe 

of size PublicKeyBits. 

After downloading the encrypted data key and the encrypted data item, the 

client must perform decryption to recover the key and the data item, respectively. 

Decryption involves a cost incurred by the CPU of the user's computer. However, 

we do not model the cost of decryption for the following two reasons: a) The 

data item will have to be decrypted in all the protocols, thus the same cost will 

be incurred for each protocol, b) The time for decrypting a key chunk is in the 

order of milliseconds, thus negligible. In fact, with appropriate design, the decryp

tion process could occur simultaneously with the downloading process, essentially 

incurring no appreciable additional time cost at all. 

Data access by clients &om a broadcast is modeled according to the client side 

protocols described previously in the dissertation. 

We assume that each mobile unit is equipped with a wireless modem for ac

cessing bandwidth on air. We assume a data rate TransRate of 19.2 Kbps, the 
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rate at which clients can receive data from the broadcast. 

9.1.3 Performance Metrics 

The following are the performance metrics that we use to evaluate the protocols. 

Average Broadcast Length (ABL): A critical performance metric is access 

time, which measures how long clients have to wait to access their items of interest. 

A meaningful measurement of access time, however, is complicated in our case for 

two reasons: (a) clients access data repeatedly from successive broadcasts, (b) 

clients subscribe to different items. Therefore, we set out to design a metric that 

captures how rapidly clients can access data items. In our model, every subscribed 

item is included in the broadcast. Thus, if a client is subscribed to au item, it 

is guaranteed to find it in the current broadcast. Another way of saying this 

is to state that clients access data items once every broadcast during the time 

they are subscribed to these items. Thus, the longer the broadcast, the longer 

a client will have to wait before receiving its data item again. A natural metric 

thus, is the average broadcast length (ABL), which is nothing but the broadcast 

length averaged over the length of the simulation. Li other words, if there £u:e B 

broadcasts over the length of the simulation, with respective lengths Zi, /a, • • -, IB, 

then ABL = (ET.(^))-

Average Time To Serve (ATS): The quality of service in the system can 

be assessed by measuring how long a client waits from the time it submits its 
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request for subscription to the time it first downloads its item of interest from 

the broadcast. We call this metric the average time to serve (ATS). ATS is a 

function of not only the broadcast length (as measured with the ABL), but also 

any communication delays to and from the Subscription Server. A short ATS is 

desirable. 

Notation Meaning 
d Database Size 
PercentHot Percentage of Hot items 
ProbHot Probability of selecting a hot item 
NumClients Number of Clients 
Minltems Min number of items per client 
Maxltems Max number of items per client 
MinBytesPerltem Min size of item 
MaxBytesPerltem Max size of item 
MeanSubsPeriod Mean subscription period 
MinSubsPeriod Minimum subscription period 
StdSubsPeriod Std. dev of subscription period 
Mean WaitPeriod Mean time between successive subscriptions 
BcastlndexBytes Index Record size 
OrientationHeaderBytes Orientation Header size 
BlocklndexBytes Data block index record size 
PTP-IndexBytes Index Record size for Point to Point protocol 
PublicKeyBits Number of bits in a Public Key 
KeyDistributionKeyBits Key Distribution Key size 
ABL Average Broadcast Length 
NEE Normalized Energy Expenditure 
KMO Key Management Overhead 
TransRate Transmission Rate 

TABLE 9.1. Notations for the Simulation Model 
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9.2 Baseline Experiments 

We first report the results of baseline experiments and then study the sensitivity 

of these results to different parameters. 

Notation Base 
d 1000 
Minltems 3 
Maxltems 6 
H 84 
EpochLength 2hrs 
MinBytesPerltem 1Kb 
MaxBytesPerltem 5Kb 
MeanSubsPeriod 8hrs 
MinSubsPeriod 2hrs 
StdSubsPeriod 2hrs 

TABLE 9.2. Baseline values for the parameters used in the Simulation 

We simulate our model over a period of approximately 12 days with a horizon 

of 7 days and an epoch length of 2 hours. The database consists of 1000 items. 

Clients remain subscribed to their items for an average of 8 hours. The simulation 

is run for various loads in the system, ranging from 1000 to 10000 clients. The 

baseline values of the parameters are listed in Table 9.2. The transmission rate 

is 19.2 Kbps. For each set of parameters, we produce average broadcast length 

(ABL) and average time to serve (ATS) ciu:ves, and plot the performance of each 

protocol on the same figure. Figure 9.1 shows the results of our experiments. 

Discvsaion of the Average Broadcast Length Curves We first consider 

the Average Broadcast length (ABL) curves shown in Figure 9.1[A]. The point-to-
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point (PTP) protocol shows a fast increase in ABL with increasing client load. This 

is expected, as each new client results in the addition of as many data blocks to the 

broadcast as the number of items this client is subscribed to. Thiis, holding the 
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average aumber of subscription fairly constant, it is easily seen that the broadcast 

length is linearly proportional to the number of clients as shown in the figure. 

More interesting are the ABL curves for Session Key (SK), SEMD, SubScribe 

and Drop Groups (DG). We first discuss the general shape and then comment upon 

the relative positions of these curves. All four protocols yield increasing curves. 

In all protocols, the shape of the curve is concave downward. The reason for 

this shape lies in how the broadcast content changes at different loads. When the 

system has few clients, the broadcast typically contains a (relatively) small number 

of data blocks. At these low loads, the addition of new clients usually results in 

the addition of new data blocks to the broadcast, and new groups in the case of 

DG. This happens because at low loads, new clients ask for data items which are 

not in the broadcast. In other words, at low client loads, the introduction of new 

clients usually results in significant increases in broadcast size. This explains the 

relatively high slope of the ABL curves for all the protocols. As the load gets 

higher however, the broadcast gets bigger and bigger, signifying that new clients 

end up asking for items that have a good chance of already being in the broadcast 

Thus at higher loads, the introduction of new clients does not typically result in 

the addition of new data blocks in the broadcast; rather, a new client request in 

SK and SubScribe will usually result in the addition of an indrac record to the 

data block indexes of each of the items requested by this client. Whereas in the 

SEMD, a new client request will translate into a larger key component. In DG, 
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however, a new client request will not even aflFect the broadcast if the group is 

already included. In fact, as all the groups for a data item are formed, DG will 

show its real benefit by approaching a smaller upper bound than Subscribe faster. 

This explains the much slower increase in broadcast sizes at higher loads. 

Now, we turn our attention to explaining the diflference between the SK and the 

SEMD curves. SEMD produces a shorter broadcast thari SK. This is primarily due 

to the fact that in SK, a new key is generated for a data item for each broadcast 

regardless of whether the subscriber set for that data item has changed or not, and 

of course, this key information needs to be broadcast to clients. In SEMD, however, 

if the subscriber set has not changed since the previous broadcast, the data item key 

does not change either. Therefore, a key broadcast is not necessary. Furthermore, 

if there have been only additions to the subscriber set, but no drops from it, then 

the key information is prepared for the new subscribers only, thus reducing the 

size of the key component. The separation of the two curves is more pronounced 

as the load in the system increases. This is due to the fact that, as the number 

of subscribers per data item increases, the data block index information becomes 

larger in SK. However, this overhead does not exist in SEMD thus resulting in 

shorter broadcasts. 

DG vs. SubScribe : The most interesting aspect of the curves is that they 

cross each other meaning that there is a certain trade-off point beyond which one 

protocol performs better than the other. In the baseline case, at around 2500 
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clients, DG takes over and its ABL remains much less than that of Subscribe. At 

higher loads, DG performs significantly better than Subscribe. At low loads, there 

are practically only a few subscribers for each data item meaning that there are 

about as many groups as subscribers for an item and there are very few subscribers 

in each group. DG is at a disadvantage here since regardless of the number of 

subscribers to a data item, it repeats the data key in the broadcast. Effectively, 

at low loads DG behaves very similarly to the Group Key protocol. However, as 

the load on the system increases, groupings become more significant since there 

are more subscribers in each group. 

Discussion of the Average Time to Serve Curves The ATS curves are 

very similar to the ABL curves and most of the discussion in the previous para

graphs apply well to ATS results in Figure 9.1[B]. These results highlight the 

significance of the quality of service issues. From the point of view of a client, a 

wait of more than 30 minutes may be unacceptable to download the value of an 

item sifter the initial inquiry. Therefore, FTP is highly undesirable, and for the 

baseline values, DG outperforms SubScribe at all client loads. 

To get a feel for how all the protocols behave if the database size is much 

smaller and much larger, we plotted Figure 9.2[A] and [B] with 100 and 3000 

items, respectively. 

Figure 9.2 shows that the curves preserved their general shape and relative 
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position. However, for 3000 items, they have shifted up meaning that now the 

broadcasts are much longer. Similarly, for 100 items in the database, the curves 

indicate that the broadcasts are much shorter. This is an expected result since 
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smaller database size means fewer items in the broadcast. However, notice that 

the DG curve has become flatter much faster, indicating the true potential of this 

approach: with fewer data items in the database, the groups are more quickly 

filled and savings on the conomunication of the keys are more apparent. Therefore, 

from now on we concentrate on the DG approach and see its sensitivity to various 

system parameters. 

9.3 Effect of Varying Database Size 

Next, we turn our attention tO the DG protocol and run simulations to see its 

sensitivity to various system parameters. 

The database size, d, is varied between 1000 and 5000, and the resulting ABL 

values are plotted in Figure 9.3. Note that the curves have preserved their con

cave downward shape, but the average broadcast length increases with increasing 

database size. As the available pool of items is increased, more data items are 

requested by the clients, and thus included in the broadcast. An interesting aspect 

of the ATS results is the fact that the curves get closer as the database size is 

increased. 

Another interesting feature of Figure 9.3 can be observed in the relative position 

of the curves. Note that the curves are drawn at intervals of 2000 data items. It 

can be easily seen that as the number of data items increases, the curves become 

closer to each other. For example, at 10000 clients (where curves end), the ABL for 
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1000 data items is 23.63 minutes. For 3000 data items the ABL for the same point 

is 58.25 minutes, resulting in a difference of 34.62 minutes. The same point for the 

5000 curve is 80.27, thus increasing only 22.02 minutes above the 3000 curve. This 

difference is further down to 16.81 between the 5000 and the 7000 curves, and is 

even less between the 7000 and 9000 curves. 

The nonlinearity of the decrease in the difference of the curves can be explained 

with the following observation. Given the same number of clients in the system, 

as the size of the database increases, i.e., the number of items to choose from 

increases, there are fewer subscribers on average per data item. For example, with 

a database of size 1000, if there are 10000 subscribers, there are 10 clients per 

data item, however for a database of size 10000, there is 1 client per data item 
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on average. This decrease is inversely proportional to the ratio of the database 

sizes (3000/1000 > 5000/3000 > 7000/5000, etc, and converges to 1). Obviously, 

the number of subscribers of a data item determines the size of the encrypted 

component of the data item's data block; those with fewer subscribers have a 

smaller encrjqjted component. Therefore, although with a bigger database, there 

are more data items in the broadcast than a smaller database, the data blocks in 

the bigger database aren't as large, slowing the increase in the ABL. 

9.4 Effect of Varying Length of Subscription Period 

We test DG by changing the mean time a client remjiins subscribed to an item. 

The subscription period is assigned to be 4, 8, 12 and 16 hours, and the resulting 

ABL and ATS curves axe plotted in Figure 9.4[A] and [B], respectively. The curves 

suggest that the system is not very sensitive to that particular parameter; beyond 

8 hours of subscription length, the curves do not differ much from each other. 

That, in fact, shows the robustness of our protocol. DG can accommodate clients 

with different subscription patterns. 

9.5 Effect of Varying Composition of the Database 

We have also tested the effect of varying the locality of access to the database. 

The percentage of hot items, PercentHot has been reduced from 20 to 10 and the 

results are shown in Figure 9.5. This changes the composition of the broadcast. 
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making it more compact since most hits are for 10 percent of all items instead of 

20 percent in the baseline. Therefore, the ABL values are reduced for all three 
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protocols. 
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9.6 Effect of Varying the Horizon 

An important parameter in the design of the DG protocol is the number of epochs 

in the horizon. To test the sensitivity of the system, we run the simulation with a 

horizon of 18, 36, 84 and 144 epochs long. The ABL curves shown in Figure 9.6 

remain close to each other, meaning that the system performance is not much 

affected even if the horizon is doubled or tripled. The length of the broadcast is 

slightly increased with increasing horizon. That, again, is a nice result, showing 

the robustness of the protocol. Therefore, the length of the horizon is more of a 

database design issue than a broadcast issue. 

9.7 Effect of Varying the Epoch Length 

We simulated the DG protocol with epoch lengths of 1, 2 and 3 hours. The results 

are plotted in Figure 9.7[A] and [B]. No major effect is observed in either plot. 

9.8 Key Management Overhead 

Finally we comment upon the key management overhead incurred by the various 

protocols. Specifically, we are concerned with the overhead both at the client 

and at the server end. It is easily seen that the client side key management cost 

is similar for all protocols. In all cases, the clients need to know their private 

key—the minimum that would be incurred in any secure application. However, 
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the protocols differ in the additional data keys that must be remembered. In 

particular, in PTP, no additional keys are used. In SK and SEMD, a new key is 

used for each broadcast and must be decrypted by each client, but can be discarded 
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after the broadcast. 

It is also seen that there is not a lot of difference in the server side key manage



ment overhead, PTP has the lowest server side overhead, where the server simply 

needs to lookup a public key directory for client public keys. In SK and SEMD, 

the server also needs to manage the keys with which data items are encrypted 

(referred to as session keys in SK and data keys in SEMD). In SK, the server need 

not arrange for persistent storage of all of these keys as they are thrown away 

after each broadcast. In SEMD, those data keys are used to encrypt items if the 

subscriber set hasn't changed since the previous broadcast. In summary, PTP has 

the lowest overall key management overhead, followed by SK and SEMD. 
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Chapter 10 

DISCUSSION 

In this dissertation, we looked at (l)the problem of data organization and access 

in mobile networks, and (2) subscription-based data access from broadcasts. We 

now discuss the implications of our work in both areas. 

10.1 Data Organization and Access in Mobile Networks 

While the problem of data access in broadcasts has been investigated previously, 

deciding the specific content of the broadcast has been unexplored. Specifically, 

in the presence of mobile clients with differing demands, the determination of 

the broadcast content is an important problem. The problem addressed in this 

dissertation may be captured by the following two questions: 

• Given that users are highly mobile in their mobility domain, what are good 

strategies that the server can use to decide on what content to broadcast? 

• Given that good broadcast strategies are found, what are good retrieval algo

rithms by which users can retrieve/download data from a broadcast, with a 

minimum of energy expenditure? 

In this work, we presented adaptive protocols for broadcast content determination 

and information retrieval. Periodicity has been regarded as an important param
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eter in broadcast-and-retrieve environments. We thus considered both periodic 

{constant broadcast size (CBS) strategy) and aperiodic {variable broadcast (VBS) 

size) broadcast strategies. 

In the constant broadcast size strategy, we fixed the length of a broadcast and 

added or dropped items from the broadcast based on their popularity. We also 

introduced a metric called Ignore Factor to weigh items based on how long requests 

for them have been ignored so that even if they are not popular enough to be 

included in the broadcast, the clients requesting them are not starved. 

In the variable broadcast size strategy, the broadcast size changes according to 

the number of items requested during the previous broadcast period. Clients are 

guaranteed to receive items that they requested. Since this strategy can potentially 

include all the items in the database, we introduced the concept Residence Latency 

which will drop items from the broadcast based on the expected time that a client 

requesting an item will stay in the cell. 

We have performed an approximate yet thorough performance analysis by ana-

Ijrtical methods. Oiur analysis of these strategies suggests that the aperiodic (VBS) 

strategy outperforms the periodic (CBS) strategy at low system loads For mod

erate loads, VBS provides lower tuning times, while CBS provides lower access 

times. At high loads, CBS outperforms VBS overall, providing lower tuning and 

access times. 



213 

Also, our analytical study indicates that the number of index segments in the 

broadcast is the most important parameter for the VBS. This parameter has the 

greatest effect on the access time since broadcast size in this strategy is not limited. 

While informative, our analytical study is subject to certjiin limitations, e.g., 

we omitted consideration of Ignore Factor in order to make our analysis mathe

matically tractable. To overcome these limitations, we developed a detailed cost 

model for our protocols, and evaluated the performance of our protocols through 

simulation. In our baseline simulation experiments, we found that our CBS proto

cols produced significant energy savings over earlier protocols. We also found that, 

in general, the aperiodic VBS protocol outperformed the periodic CBS protocol 

at low loads. At higher loads, however, the CBS protocol predominated. These 

results confirm the basic results of our anal3rtical study. 

In terms of efficiency, we discovered that, for broadcasts in which clients are 

interested in only a small portion of the data, trends in Access Time are virtually 

the same as trends in energy consumption. We noted that the standard metric 

for energy efficiency, Tuning Time, misrepresents energy consumption by ignoring 

energy use in the sleep state. For this reason, we built a detailed cost model and 

measured the actual energy eq)enditure through our NEE {Normalized Energy 

Expenditure^ metric. 

In addition to our baseline experiments, we also performed experiments in 

which key parameters were varied. We noted that increasing MeanResidenceLa-
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tency or DatabaseSize caused increased contention for inclusion of items in the 

broadcast, and therefore, higher NEE vzdues. Decreasing these parameters pro

duced lower NEE values. Conversely, increasing the BroadcastSize decreased con

tention for space in the broadcast, which produced NEE values which grew very 

slowly in proportion to load on the system. A smaller BroadcastSize produced NEE 

values which grew much faster in proportion to load. Varying the MeanChange-

Prac par£uneter showed that, at low loads, a larger number of updates caused larger 

NEE values, while a smaller number of updates caused lower NEE values. This 

effect disappeared as load increased. 

Finally, we considered the percentage of clients starved across varying load 

levels in order to show the quality of service provided by our protocols. At normal 

loads, we found no significant client starvation. At much higher loads, we began to 

see minor starvation of clients interested in cold items, but no starvation of clients 

interested in hot items. 

10.2 Subscription-Based Data Access From Broadcasts 

In this dissertation we have proposed three protocols to enable secure data access in 

broadcast based information delivery enviroiunents. This research was motivated 

by the needs of information commerce, where clients pay for, i.e., subscribe, to 

data items. In such environments it is necessary to permit access exclusively to 

data items that clients have subscribed to. Typically, encryption based schemes 
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are used in the cryptographic community for this purpose. This problem has not 

been studied by the secure data management community thus far. 

We analyzed the existing solutions in the communication security area and 

demonstrated their inadequacy when applied to the problem at hand. This analy

sis also yielded a set of performance criteria on the basis of which the "goodness" 

of data access protocols may be judged. We then proceeded to propose our algo

rithms. 

The first algorithm is based on the single encoding multiple decoding (SEMD) 

technique. SEMD addresses the problem of managing the encryption of data items 

in such a way that multiple clients can decrypt the same ciphertext without much 

key distribution overhead or much additional processing overhead at the client end. 

SEMD allows the server to encrypt data items only once (using their respective 

data keys), and enables clients to access these items without needing to store many 

keys or needing multiple decryption attempts. 

The purpose of the SEMD strategy is to enable the server to encrypt data items 

in such a way that clients can decrypt these items at low cost, while ensuring that 

undue space burdens are not placed on the broadcast. We achieve this by applying 

the results of the Chinese Remainder Theorem. 

Our approach in designing the SubScribe protocol exploits the best features 

of the group key and the session key techniques. The SubScribe mechanism en

crypts data keys with client public keys and reduces the size of the broadcast by 
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not including extra overhead for items that the subscriber set has not changed. 

Therefore, the size of the key component is diminished. In a dynamic subscription 

environment, i.e., where subscriber sets change substantially from broadcast to 

broadcast, the size of key components will turn out to be significant. This moti

vated us to look for ways to reduce this overhead even further. This led us to the 

development of the symmetric key variant of the SubScribe protocol, SubScribe^. 

In SubScribe'^, the server gives each client a symmetric key (e.g. a DES key) 

to be used for communicating new keys. In this approach, clients would be given 

a key distribution key (KDK) by the server when they first join the service (e.g., 

in the header of their first received broadcast). Subsequently, this key distribution 

key would be used in place of the public and private key in the approach detailed 

in Section 8.2.1. 

Although both the SEMD and the SubScribe protocols perform better than 

existing methods, they still failed to scale well with increasing number of clients 

in the system. Therefore, with the Drop Groups (DG) protocol, we addressed the 

scalability issue for secure data access in broadcasts. DG is a variant of the Group 

Key approach. However, the grouping criterion in DG is different. DG forms 

groups per data item, similar to the Group Key approach. But by introducing a 

pre-set epoch length and by grouping together the subscription expirations, the 

DG approach bounds the size of a broadcast. 

Neict, using simulations, we have analyzed the performance of SEMD, Sub-
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Scribe and DG under various usage parameters. We compared this performance 

to the performance of the point to point approach (PTP) and the session key 

approach (SK). Our analysis showed that all our protocols perform substantially 

better than PTP. SEMD and SubScribe'^performed somewhat better than SK. 

SEMD was shown to have better performance than SK for situations where the 

clients to item ratio is high. The DG, however, surpassed all protocols due to its 

ability to limit the size of the broadcast. 

Our findings are especially important from the Quality of Service perspective: 

by knowing the theoretical upper bound on the broadcast size, the service provider 

can determine the number of data items to include at a particular frequency, or 

how to price the service. 

10.3 Final Remarks 

In the general framework of information dissemination, the two bodies of work pre

sented in this dissertation can be regarded as interrelated layers in a data broad

casting application. 

In a standard telecommunications paradigm such as the OSI (Open Systems 

Interconnection), both approaches fall in the application layer. Therefore, our 

protocols are not concerned with infrastructure issues such as establishing the 

connection or error checking. 
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Our protocols, however, are concerned with designing a broadcasting applica

tion to counter the effects of infrastructural inadequacies such as low bandwidth 

and limited battery power. The first part of the dissertation, namely data organi

zation and access in mobile networks, concentrates on deciding the broadcasting 

strategy (indexing, broadcast organization, and broadcast period). The second 

part of the dissertation, subscription-based data access from broadcasts, builds 

upon these results, and prescribes a security layer on top of the basic broadcast 

structure. Any subscription-based access protocol may be implemented with either 

the constant broadcast strategy (as in our performance study) or with the variable 

broadcast strategy. Based on the characteristics of the data, network capacity, and 

customer needs, the right combination of protocols should be determined. In fact, 

we would like to continue our research efforts in this direction. 

In summary, our protocols, if applied together, are geared to work hand-in-hand 

to facilitate a complete content distribution solution via broadcasts. 
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