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ABSTRACT 

DNA molecules are sequences of characters over a four letter alphabet. Deter

mining the text of the DNA sequence contained in human cells is the goal of the 

Human Genome Project. The structure of a DNA sequence is reconstructed from a 

set of shorter fragments sampled from it at unknown locations, as it is usually too 

long to be determined directly. We consider the problem when the the fragments 

are very long, and each fragment hcis a fingerprint consisting of the presence of two 

or three pre-selected, smaller sequences called probes within it. These probes have 

a unique location along the original DNA sequence. The fingerprints contain false 

negative and false positive errors, and the fragments may be chimeric. A physical 

map of a DNA sequence is a reconstruction of the order of the probes and frag

ments along it. In short, given a collection of fragments, with fingerprints for each 

fragment taken from a collection of probes, and parameters that bound the rates 

of false negatives, false positives, and chimeras in the input data, the problem is to 

find the most likely probe ordering. 

Physical mapping is NP-complete when the input data contains errors. To con

struct physical maps we first determine neighbourhoods of probes and clones that 

are highly likely to be adjacent on the original DNA sequence. We then use a 

new, versatile integer linear programming formulation of the problem, to derive 

heuristics for ordering probes within neighbourhoods. This formulation provides a 

single, uniform representation for diverse data such as end-clone probes and in-situ 

hybridization, and provides a natural medium for the integration of previously con

structed maps with newer data. We also present an ordering heuristic based upon 

end-clone data. Finally, we connect these local permutations into a larger, more 

global probe permutation. For this we use heuristics that have at their core pre

viously mapped data. .A.II heuristics are implemented and evaluated by comparing 

the computed probe orderings to the original probe orderings for simulated data. 
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CHAPTER 1 

INTRODUCTION 

The functioning of most living cells is governed by the instructions encoded 

in the DNA molecules contained in each cell. DN.^ molecules can be viewed as 

sequences of characters over a four letter alphabet. These sequences vary in length 

from a few thousand characters to a billion characters. Determining the text of 

the DNA sequence contained in human cells is a major goal of the Human Genome 

Project. However, current techniques do not allow for a direct determination of 

the contents of DNA sequences that are more than eight hundred characters long. 

Therefore biologists attempt to reconstruct the structure of the original, long DNA 

sequence from a set of shorter fragments sampled from it at unknown locations. 

Each fragment is characterized by a set of features of its underlying sequence, also 

known as its fingerprint. Both the fragments and the fingerprints contain errors, 

and the fragments may not cover the entire sequence. The length of the fragments 

involved, and the level of detail of their fingerprints defines a range of problems from 

fragment assembly to physical mapping. 

Fragment assembly results when the fingerprint of a fragment is its text, and a 

reconstruction of the structure of original DNA sequence is actually a reconstruction 

of the sequence itself. Physical mapping is obtained when the fragments are so long 

that their text can no longer be used eis a fingerprint. Hence fragment fingerprints 

are very coarse, often consisting of the presence of two or three pre-selected, smaller 

sequences called probes within the fragment. If the probes are known to be unique 

in location along the original DNA sequence, then the problem is known as physical 

mapping using unique probes. A physical map of the original DNA sequence is 

a reconstruction of the most likely order of the probes and fragments along it. 

Physical maps are a major stepping stone to determining the sequence of long DNA 
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molecules, as they are responsible for subdividing the task into a set of smaller 

tasks — determining the sequence of smaller DNA fragments that have already 

been ordered along the original, longer sequence. 

We consider the problem of physical mapping using unique probes. This problem 

is NP-complete as long as the input data contains errors. We consider the problem 

when fingerprints contain false negative and false positive errors and fragments may 

be chimeric. We also allow diverse data such as probes known to occur at the ends of 

clones and probes e.xtracted from previously mapped data, or from known markers. 

Contributions. We consider our main contribution to this area to be the recog

nition that biologists do not attempt to construct physical maps only with randomly 

selected probes. They also use non-random probes, for example those that have been 

extracted from genetically or physically mapped genes or markers, or have been ex

tracted from the ends of pre-mapped clones. This also fits in with the vein of thought 

that for attacking large scale physical mapping projects it is required not only to 

map the data being gathered currently, but to integrate this new information with 

previously known maps. Although this data does not help in making the problem 

tractable, it helps greatly in computing biologically accurate probe orderings. So we 

do not attempt to solve the problem with a minimal amount of data. We present a 

new, more general formulation of the physical mapping problem as an integer linear 

program in which all data is represented as constraints. This formulation provides 

a single, uniform representation for heterogeneous biological data such as hybridiza

tion information, end clone information, and genetic information, and provides a 

natural medium for the integration of previously mapped data with new data. This 

formulation reduces physical mapping with unique probes to a special case of the 

classical problem of linear ordering [ReiS5]. We also present several heuristics for 

phj'sical mapping that have at their core the non-random probes extracted from 

pre-mapped sites. We also present statistical rules that use pre-mapped probes to 

help decompose new data into smaller, relatively independet sets, each of which can 

be ordered separately. We present empirical evidence indicating that these heuris

tics obtain solutions that are cheaper and more biologically correct in comparison 
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to more general heuristics. 

Dissertation Outline. A brief outline of the thesis is as follows. In chapter 

two we describe the biology and motivation behind physical mapping. In chapter 

three we formally describe the problem, and describe the algorithmically retrievable 

information given the data. We follow it with a history of related work. Chapter 

four describes a stochastic model for the data, and uses it to derive a maximum 

likelihood function for computing the likelihood that a given probe ordering is in 

fact the true probe ordering. We describe an efficient algorithm for computing 

this likelihood function. Chapter five describes a new, integer linear programming 

formulation for the problem of physical mapping using unique probes, and shows 

how the formulation can be used to e.xpress diverse constraints on the data. We 

further relax the formulation, and prove that in the ceise of correct input data, 

the formulation yields correct probe orderings. In the case of erroneous data, we 

derive a heuristic that computes probe orderings of good quality with respect to 

the maximum likelihood function and the optimal probe orderings. Chapter six 

describes several simple rules for decomposing the data into smaller subsets, each of 

which are independent with high probability. It also presents experimental results 

for simulated data. 
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CHAPTER 2 

SOME BASIC BIOLOGY 

How living beings develop and function and what traits they inherit are governed 

by their genes. It is not surprising therefore, that biologists continue to spend vcist 

amounts of time and energy in understanding the structure and function of genes 

— studying genes helps advance basic biology and medicine. Genes are located 

on chromosomes, which are long strands of DNA contained in all living cells. The 

myriad chemical reactions that occur in a cell are governed by enzymes which are 

in turn produced by the information encoded in the cell DNA. In this chapter we 

describe what DNA is and the basic technology used to analyze it. The remainder 

of the section has been adapted from [Lew90, WHS9, CouSS, OHCB89]. 

DN.A. (short for deoxyribonucleic acid) consists of two antiparallel coaxially in

tertwined strands. Each strand is composed of a chain of subunits called nucleotides. 

Each nucleotide is composed of a sugar, a phosphate group, and a base. Different 

2.1 What is DNA? 

Hydrogen 

bond 

Sugar Phosphate 

backbone 

Figure 2.1: A DNA molecule. 
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nucleotides contain different bases. The nucleotides that make up DNA can have 

one of four different bases. These bases are adenine, guanine, cytosine, and thymine, 

represented by A, G, C, and T, respectively. Each strand of DNA is formed by link

ing the sugars through their phosphate group. The two strands are connected to 

each other ba^e by base, each base on one strand being linked to a corresponding 

bcise on the other strand. There is no restriction on the sequence of these bases 

along a strand. The sequence of baises that makes up a DNA molecule encodes in it 

the instructions for controlling the function of a cell. 

In computer science DNA is abstracted as the language {A\C\G\T)' over the four 

letter alphabet {.4, C, G, T}. Each DNA strand is a sequence of characters taken 

from the above alphabet. Sequencing a DNA strand is determining the order and 

type of its constituent bases. 

An interesting property of the bases A, C, G, and T is that they bind only to 

complementary bases. In DNA, A and T are complements of each other, and G and 

C are complements of each other. Thus an A binds only to a T while a G binds 

only to a C. Therefore fixing the bases on one strand of DN.A. fixes the ba^es on the 

other strand also. As an example, the strand ACCGTAGTTGAACTCCCG binds 

to the strand TGGCATCAACTTGAGGGC. This property of DNA is crucial in cell 

replication — the two strands of DNA of the parent cell separate, and each strand 

serves as the template for building a new, complementary partner. The result is 

two identical copies of DNA, one each for the two daughter cells produced when the 

parent cell divides. 

The ability of single stranded DNA to form bonds with another single strand 

of complementary base sequence is the basis of many experimental techniques in 

molecular genetics. In the laboratory the two strands of a DNA molecule can be 

separated by heating or exposure to high salt concentration in a process called 

denaturation. Two denatured complementary DNA strands bind to each other when 

they are combined in a solution, even when the two strands do not originate in the 

same molecule. This reaction is called hybridization. How well two denatured DN.'\ 

strands bind to each other can be taken as a measure of how similar they are in 
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content. 

2.2 Analyzing DNA 

Chromosomes are extremely long DNA molecules — of the order of 10® to 10® 

base pairs long for complex organisms such as mammals. There can be several 

chromosomes in each cell, and the collection of chromosomes in a cell is called the 

genome of the cell. 

Definition 2.1 A gene is a specific sequence of bases that occurs on a chromosome, 

and is the unit of heredity. It is the unit that encodes in it the instructions for the 

synthesis of proteins that control the functioning of the cell. 

Genes act in concert and not alone. As genes act together, studying genes not only 

includes determining the sequence of bases that constitute them, but also their lo

cations and relations on a chromosome. It would be simplest of course, to be able to 

sequence the entire chromosome in one shot. Unfortunately, current techniques only 

allow the sequencing of DN.A. strands at most SOO bcise pairs long. This gap between 

the length of the DNA strands that can be studied directly and the length of the 

DNA strands that constitute our chromosomes is the major hurdle to the study of 

genes. .A significant breakthrough in the analysis of DNA occurred with the discov

ery of "scissors" that can cut a DN.A molecule into small fragments. This discovery, 

along with the discovery of enzymes that can glue DNA fragments together, further 

led to the discovery of recombinant technology in molecular genetics. 

2.2.1 Fragmentation and Cloning 

The scissors that cut a DNA molecule are proteins called restriction enzymes. These 

enzymes recognize specific target sequences of bases, usually between 4 and S base 

pairs long. They then cut a DNA molecule at each site where this target sequence 

occurs. This process of cutting a DNA molecule via restriction enzymes is called 

digestion. Digestion can be complete or partial. That is, it is possible to control 
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the experiment so that either a DNA molecule is cut at each site recognized by the 

restriction enzyme or it is cut at only some of the sites recognized by the enzyme. 

Since the DNA sequences of most organisms axe unknown, the locations of the 

sites where a given restriction enzyme will cut a molecule are unknown. Hence 

the collection of DNA fragments that result from digesting a DNA molecule have 

unknown distribution and lengths. However, the laws of probability allow the lengths 

of fragments produced by digestion to be controlled to some degree. The probability 

that a particular S basepair long sequence will occur at random in a longer sequence 

is (0.25)®, or about 0.001%. On the other hand the probability that a particular 

4 basepair long sequence will occur at random is (0.25)'', which is a 0.4%. Hence 

the longer the target sequence that is recognized by a restriction enzyme, the fewer 

and longer are the DNA fragments that are produced by it. To further control the 

lengths and numbers of fragments produced, the experimenter can choose between 

partial and complete digestion of the molecule. More recent and preferred methods 

for fragmenting DNA include sonication and nebulation. These methods produce a 

random collection of clones. 

The fragments of DNA thus created are collected and studied — if the fragments 

are short enough, their sequence can be determined, otherwise other methods of 

analysis are used. A single copy of each fragment would make life impossible for 

the experimenter however. It is necessary to have several copies of each fragment 

of DNA so that a pure sample of DN.A can be collected and experimented upon. 

Recombinant technology allows a DN.A fragment to be copied dependably and in 

virtually unlimited quantities. 

Recombinant technology involves inserting a fragment of foreign DNA either into 

phages or into tiny extra rings of DNA called plasmids, that are carried by bacterial 

organsims. These organisms continue normal operation after the insertion of foreign 

DNA matter into their chromosome. A part of the normal operation of plasmids and 

phages is replication, i.e., the creation of numerous identical copies of themselves. 

Thus an entire colony of identical copies of the inserted foreign fragment are created. 

Copies of the fragment are called clones, and the DNA fragment is now said to be 
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cloned. Because the phage or pleismid is used to "carry" the foreign DNA as part 

of its DNA, it is called a cloning vector. 

Plasmids carry inserts of small lengths, and phages carry inserts of lengths be

tween 12 and 20 Kilobase pairs (Kb). Cosmids, a cross between plasmids and phages, 

carry inserts of lengths upto 50 Kb, and yeast artificial chromosome (YAC) vectors 

can be used to clone segments of several hundred Kilobcise pairs. Other vectors that 

carry inserts of large sizes but are more stable than Y.ACs, and therefore preferred, 

are bacterial artificial chromosomes (BACs). 

2.2.2 Fingerprinting Clones 

After a DNA fragment is cloned, it is fingerprinted. A clone fingerprint is a set of 

features of its bcise sequence that help identify the clone and eventually place it on 

the molecule of origin of the clone. In the Ccise that a clone is less than 800 base pairs 

long, it can be sequenced, and so its fingerprint is its base sequence. In the case of 

longer fragments, fingerprints other than the entire base sequence are required. 

The earliest and most common technique for fingerprinting clones is called re

striction enzyme fingerprinting. In this technique a clone is digested with a restric

tion enzyme. The clone fragments thus created are separated and their lengths are 

measured. These fragment lengths then constitute the clone fingerprint. 

Other fingerprinting methods utilize the hybridization property of DNA. That is, 

they use the fact that a single strand of DNA will bind with a complementary DNA 

strand under experimental conditions. So biologists generate a radioactively tagged 

set of random, short DNA sequences with lengths anywhere between 8 base pairs to 

500 base pairs. These tagged sequences are called probes. A single strand of DNA 

from a clone is then put into solution with each of these probes separately. The 

probes and the clone hybridize at the locations where their sequences are comple

ments of each other. This hybridization can be detected on a piece of film due to the 

radioactive nature of the probes. It follows that the fingerprint of a clone is the set 

of probes that hybridize to it. As an example, of the two probes TTGA and TGCA, 

only TTGA binds to the single stranded clone ACCGTAGTTGAACTCCCG, at 
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When the probes are S to 9 base pairs long, the sequences complementary to 

each probe can occur relatively frequently within each clone and within the original 

DNA molecule which was fragmented. Longer DNA sequences, anywhere between 

200 to 500 bases long are more distinctive and are called sequence tagged sites (STSs 

for short) [0HCBS9, Lit92]. Due to their length, STS sites are almost unique in 

the original molecule. That is, their base sequence is repeated very seldom in the 

original molecule. Hence the STS fingerprint of a clone is much more informative 

than the fingerprints obtained by other methods. 

The idea of fingerprinting clones using STS probes heis rapidly gained popularity 

amongst the community analyzing very long DNA sequences. STS probes help in 

project scalability by allowing the use of all previous data gathered using other 

fingerprinting methods. Previously analyzed data is converted into STS probes by 

sequencing a short tract of DNA from one of the clones in the data. .Also, the ease 

of construction of STS probes allows people all over the world to collaborate on 

the same project. To check a DNA sample for the presence of an STS a biologist 

synthesizes two short (about 18 base pairs long) DN.A strands called primers. One 

is complementary to one end of one strand of DNA from the STS, and the other is 

complementary to the opposite end of the other strand of DN.A from the STS. These 

primers are put into solution with the denatured version of the DNA sample that 

is being tested for the presence of the STS. If the STS is present in the sample, the 

two primers bind to the opposite strands of the sample at the location of the STS 

site, and new copies of the DNA sample get created. The sequences representing 

the primers can be stored electronically, and biologists needing to repeat an STS 

experiment do not need to have an entire colony of clones shipped to them. Thus 

constructing STS probes does not require access to the biological materials that led 

to their initial definition. 
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2.3 Mapping DNA 

Once the clones have been fingerprinted, they need to be placed along the original, 

unbroken chromosome so that the fingerprint of the original molecule can be inferred. 

The fingerprint of the chromosome is known as its map. Making a map of the 

chromosome is the precursor to sequencing it. The map of the chromosome acts 

as a bridge between its length and the length of the DNA fragments that can be 

sequenced. To understand the immensity of both creating a map and sequencing 

the genome of an organism as complex as a human being, consider the fact that the 

human genome consists of 3 billion bcise pairs, a map for which would require about 

a hundred thousand overlapping clones, each about 50 Kb in length. Once such a 

map has been created for a chromosome, each clone in the map can be broken up 

into fragments whose sequence can be determined. Unfortunately, creating maps 

from fingerprint data is itself a very hard problem. 

2.3.1 Physical Maps 

The fingerprint of a chromosome is called a physical map. It consists of a li

brary of bacterial organisms containing copies of fragments of the original molecule. 

These fragments have been placed along the molecule. Recall that in cutting the 

original molecule, the location or order o[ these clones along the molecule was lost. 

Constructing a physical map entails inferring the location of a set of clones along 

the molecule from which they were e.xtracted. 

The location of a set of clones relative to each other, and eventually relative 

to the molecule from which they were extracted, is inferred as follows. We start 

with several thousand copies of the chromosome being mapped. Each copy of the 

chromosome is fragmented by partial digestion with restriction enzymes, nebulation, 

or sonication. As partial digestion causes DNA to be broken up at only some of the 

target sites, and nebulation and sonication cause random fragmentation of a DNA 

molecule, each copy of the chromosome gets broken up at sites such that some of 

them are different from the sites at which another copy gets fragmented. Therefore, 
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Figure 2.2: The process of physical mapping. 

while the fragments of DN.A^ produced by cutting a single copy of the chromosome 

form a partition of the chromosome molecule, the fragments from different copies of 

the chromosome overlap. The fingerprints of fragments from different copies of the 

chromosome are compared. .\s fingerprints are distinctive features of the underlying 

base sequence, a partial match between the fingerprints of two fragments is taken to 

infer that the two fragments occupy overlapping sites on the chromosome. In this 

manner, the fragments can be assembled to obtain maps that cover large portions 

of the chromosome. Figure 2.2 illustrates the process of physical map construction 
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using STS probe fingerprints. 

Often, it is impossible to construct a complete map of the chromosome by this 

method. The reasons for this are threefold. One is that usually not all the fragments 

obtained by digesting a chromosome are recovered. The portion of the chromosome 

covered by the fragments that are lost cannot be represented in the map. Second, 

there are biases in the locations of sites recognized by restriction enzymes along the 

chromsome. Hence it is easier to clone some parts of the chromosome compared 

to the others. Last, the fingerprint information collected for clones is not detailed 

enough to distinguish between each pair of clones. Hence there may be portions 

of the chromosome that appear to be unrepresented on the map even though they 

actually are represented — the fingerprint information is not detailed enough for 

this fact to become evident. 

Complete physical maps of coarser resolution than described above are con

structed by observing the stained, unbroken {in situ) chromosome under the micro

scope. The chromosome appears as a series of light and dark cytogenetic bands. The 

banding pattern is believed to reflect a periodicity in the spacing of certain types of 

DN.A. sequences along the chromosomes. These maps permit genes to be assigned 

to a region of about 10 million base pairs. 

Besides their help in sequencing, physical maps constructed by overlapping clones 

help researchers isolating genes to go directly from flanking landmarks to clones, 

eliminating the need for more labour intensive techniques currently in use. 

2.3.2 Genetic Maps 

To relate a physical map of a set of fragments back to the chromosome, a genetic 

map of the chromosome is needed. A genetic map is the relative ordering and 

approximate distances of known genes along the chromosome. Genetic maps are 

constructed by linkage analysis — they are constructed by observing the patterns 

of inheritance of different traits from generation to generation. Genes that lie close 

to each other on the chromosome tend to be inherited together. Those genes that 

lie far apart on the chromosome are generally inherited independently of each other. 
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The distances between genes on a genetic map have no bearing to actual, physical 

distances between genes, as determined by physical maps. The reason genetic maps 

are crucial to constructing physical maps is that they provide partial ordering in

formation between known genes or other landmarks along the chromosome. So the 

location and orientation with respect to the chromosome of a physical map of a set 

of fragments is known as soon as the map is determined to contain two of the genes 

that have been ordered via the genetic map. Once two genes are identified on a 

physical map, the distance between them as mecisured in nucleotides is known. 

2.4 Summary 

To advance the state of the art in biology, evolution, and medicine, biologists want 

to analyze the DNA of different organisms. Ultimately, they would like to de

termine the sequence of the DNA that constitutes the genome of different living 

beings. Unfortunately, the chromosomes of most organisms are too long to be stud

ied directly by current technolog}^ So the biologists break up the chromosome into 

fragments and study the fragments. For each fragment a set of distinctive features 

of its underlying base sequence, also called a fingerprint, are determined. Given 

these fingerprints, a physical map of the chromosome can be constructed by infer

ring overlaps between fragments whose fingerprints match partially or wholly. The 

problem of determining the sequence of bases that constitute a chromosome then 

reduces to a set of smaller problems — of determining the sequences of the fragments 

in the physical map of the chromosome. Constructing physical maps for the genome 

of complex organsims is a massive task, and is further complicated by incomplete 

coverage of the chromosome as well as the presence of errors in the data, which is 

discussed in the following chapter. 
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CHAPTER 3 

PHYSICAL MAPPING USING STS PROBES 

In the last chapter we discussed the motivation behind the creation of physical 

maps for the genomes of various living beings. To recapitulate, a chromosome 

is a DNA strand which can be thought of as a long sequence of characters from 

the set (A, C, G, T"}. This sequence is usually too long to be studied directly by 

current techniques. So it is broken up into several fragments, and each fragment is 

studied individually. For each fragment a set of distinctive features of its underlying 

character sequence, also called a fingerprint, are determined. If different copies of the 

chromosome are each fragmented at different locations, then fragments originating 

in different copies may overlap. This overlap can be detected when the fingerprints 

of the two fragments match partially or wholly. By constructing an overlapping set 

of fragments, the fingerprint or physical map of the chromosome may be inferred. 

The ease of construction of physical maps depends greatly on the fingerprinting 

method used. A fingerprinting method that has gained a lot of popularity in recent 

years is hybridization by STS probes. .An STS probe is a long tract of DN.A sequence 

— up to 500 base pairs long — that has a low probability of being repeated along the 

chromosome. .A clone fingerprint indicates the presence or absence of STS sequences 

within the clone. Clone fingerprints gathered using STS probe hybridization data 

are signficantly more informative than fingerprints gathered using other techniques. 

Also, STS probes provide both a common language for the integration of mapping 

data from diverse sources, as well as the ability to test DNA samples for the presence 

of STSs without the shipping of the clone colonies used in the initial creation of the 

STS. 

For these reasons Olson et al. [OHCB89] advocated using STS probes to con

struct physical maps — the goal was to simplify physical map construction for the 
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human genome. We therefore concentrate on the construction of physical maps 

using STS probe hybridization data. In this chapter we formally define the prob

lem of constructing physical maps using STS hybridization information, the errors 

in the data that complicate the construction of maps, the algorithmically retriev

able information given both correct and noisy data, and the previous work on this 

problem. 

3.1 Inputs to Physical Mapping using STS Probes 

Let G  be the chromosome being mapped. G  is represented as an interval I { G )  on 

t h e  r e a l  l i n e .  T h e  s e t  o f  f r a g m e n t s  o f  G  a r e  r e p r e s e n t e d  a s  s u b i n t e r v a l s  o f  I { G ) .  

STS probes are considered to be points on l[G). Technically, the probes should 

be subintervals on /(G), but the disparity between the lengths of probes (between 

200 and 500 base pairs) and clones (greater than 10 Kilo base pairs) allows us to 

make the above simplification. Let C be the set of clones or equivalently, a set of 

subintervals of /(G), G = {ci, C2,..., c^^}. Let P be the set of probes or equivalently, 

a set of points P on /(G), P = {PI,P2? • • • ,Pm}-

Fingerprints. For each subinterval a € G, its fingerprint F(c,) is the set of 

points pj € P that are contained in c,-. The input to physical mapping is then an 

M X N hybridization matrix D{P,C) that contains the fingerprints for all clones. 

D(pj, Ci) equals 1 if probe pj is experimentally determined to be contained in subin

terval c,-, and 0 otherwise. Thus column D[ci) of matrix D{P,C) represents the 

fingerprint F{c{) of clone c,-. 

End Clone Probes. Some probes are extracted from the ends of clones. Hence 

for some clones c,, one or both of the points ei, 62 € P that are the two ends of the 

subinterval c,- are known. 

Anchors. There is also a partially ordered set of distinguished points called an

chors. These points are probes that were constructed from pre-mapped data. Hence 

the relative ordering of these points along /(G) is known. Anchors are represented 

as the set A, whose partial order is given by A = {ai < 02 < ... < flj} and AC P. 

It should be noted that in the input data each subinterval c, is described not 
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Figure 3.1: An example of an incidence matrix that is input to the physical mapping 
problem. 

in terms of its size and location along 1{G)  but in terms of its fingerprint. Also, 

a fingerprint describes only containment information, and not the placement of the 

points pj € P along a subinterval. Figure 3.1 illustrates an input hybridization 

matrix. 

3.2 Algorithmically Retrievable Information 

As there is no size or placement information known about the subintervals, there is 

no  d i rec t  way to  infer  the  re la t ive  order ing  and  d is tances  be tween the  poin ts  pj  € P.  

The question then arises: what is the closest approximation to a physical map that 

can be achieved given a hybridization matrix as input? 

The following examples illustrate the types of inferences that can be made from 

the input data. These inferences help us in understanding the nature of physical 

maps that can be constructed with the given data. 

Example 1: Let clones ci and C2 have the fingerprints {pa^Pb^Pc} and {pcPd} re

spectively. These fingerprints imply that clones Ci and C2 overlap at probe pe and 

probes pj and Pa,Pb he on the opposite sides of probe pc. 

Example 2: Let clones Ci and C2 have the fingerprints {pa,pb} and {p^pd} respec

tively. Then a possible inference is that clones Ci and C2 do not overlap. Notice that 

it is possible that the two clones overlap but there is no probe that is located on 

CA r.9 r:.'̂  CA R.R> nfi 

1 0 0 0 0 0 

1 0 0 0 0 0 

1 1 0 1 0 0 

0 1 1 1 0 0 

0 0 1 1 1 0 

n n 1 n 1 I 

Actual data 
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I { G )  in the interval in which they overlap. In such a case there is no way to infer 

that the two clones overlap. 

It should be clear that with error-free data the above inferences are correct 

upto the level of detail provided by the fingerprints. These examples also illustrate 

that probes act as witnesses to clone overlap. So given that we cannot know the 

beginning and endpoints of clones and probes along 1(G), the best we can do is 

infer a placement of probes and clones along I{G) relative to one another. It is not 

possible to determine the distances between probes, the exact amount of overlap 

between clones, or the exact positions of clones along /(G) given a hybridization 

matrix as input. 

Necessity of relative clone ordering. The question then arises: is deter

mining the order of clones relative to one another useful for the original problem, 

i.e., mapping a chromosome? For one, a set of relatively ordered clones is in fact 

very useful to the biologists, as the problem of analyzing the original sequence is 

already broken into smaller parts by this set of clones. Also, recall that besides the 

hybridization matrix, the input data may contain probes whose relative ordering 

and/or physical placement along the chromosome is already known. Note that if a 

set of ordered clones contains two or more anchors, then the position of these clones 

along the chromosome is known, and the portion of the chromosome containing the 

anchors may be considered mapped. 

Valid Probe Orderings. Hence we concentrate on determining relative order-

ings or permutations of probes that match the input data. An ordering of the clones 

can be inferred from the probe permutation. 

Definition 3.1/1 probe permutation tt is valid for the input data if the probes in 

the fingerprint of each clone c,- are consecutive in tt. 

To construct a physical map we then have to look for a permutation of the rows 

of D{P,C) such that the Is in each column occur as a consecutive block in the 

permutation. Figure 3.2 shows a valid probe ordering given an input hybridization 
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CA r.o r.:\ ca r s  r f i  A B C  D  E  F  

A 1 0 0 0 0 0 , , , 

B 1 0 0 0 0 0 Q2 

C 1 1 0  1 0  0  , , , (-.3 

D 0 1 1 1 0 0 . ^4 

E 0 0 1 1 1 0 C5 

FI n n ] n 1 LI . qq 

Actual data 

Figure 3.2: An example of a valid probe permutation and a clone layout correspond
ing to an input incidence matrix. 

matrix. Often there is more than one valid permutation. For example if probes p, 

and pj are incident to the same set of clones, then p,- and pj are indistinguishable 

and all permutations in which p,- precedes or succeeds pj are valid. In figure 3.2 the 

two probes .4, B are indistinguishable. Matrices for which valid permutations exist 

are well known in the literature as having the consecutive ones property [BL76]. 

Definition 3.2 A (0,1) matrix M has the consecutive ones property for columns 

if and only if its rows can be permuted so that in each column all of the ones are 

consecutive. 

The problem of constructing physical maps given a hybridization matrix as input 

can now be described formally as follows. 

Definition 3.3 The Physical Mapping Problem is given a collection C of N 

clones, with fingerprint F{ci) for each clone c,- 6 C taken from a collection P of M 

probes, and an ordered set of distinguished probes A C. P, find a probe permutation 

IT such that the input hybridization matrix has the consecutive ones property and 

ai < aj T(a,) < 7r(aj), 6 A. 

3.3 Physical Mapping with Correct Data 

An undirected graph is called an interval graph if its vertices can be put into one-to-

one correspondence with a set of intervals I of a linearly ordered set (as on a real line) 
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such that two vertices are connected by an edge if and only if their corresponding 

intervals have nonempty intersection [GolSO]. Consider the graph G = (KE) with 

K = C, and E = {(c,-,c_,) : F(c,) D F[cj) 0}. Given the definition of interval 

graphs above, it should be clear that in the case that the data contains no errors 

G is an interval graph. The vertex vs. dominant clique' matrix of interval graphs 

satifies the consecutive ones property. Interval graphs were first used in molecular 

biology by Benzer [Ben59] to study the linearity of genes. 

Booth and Leuker [BL76] designed the PQ-tree data structure to test in linear 

time whether a given graph is interval, and if it is, to compute all valid permutations. 

Therefore the physical mapping problem was solved by them in the ceise that the 

STS hybridization data contains no errors. 

3.4 Experimental Errors 

Constructing physical maps becomes hard due to the presence of many errors in 

the physical mapping data. These errors occur as a result of the cloning technology' 

itself, due to the failure of experiments, or due to random human error. .\s PQ-trees 

cannot be used to construct physical maps when the input data contains errors, we 

need new technology to solve the problem. Before describing formally the problem 

of constructing physical maps under these new conditions, we describe the most 

commonly encountered types of errors in the input data. 

Chimerism: Informally', a chimera is said to occur when two or more fragments 

of DNA not consecutive in the original DNA strand stick together and appear to 

be one fragment. The formation of chimeras is an artifact of the method used 

to clone fragments. Recall that a DNA fragment is inserted into the DNA of a 

bacterial organism, and several copies of the fragment are generated when the vector 

replicates. A chimera occurs during the insertion of the fragment into vector DNA or 

during replication of the vector. Chimeras occur with all types of vectors, although 

their frequency increases with the length of the DNA fragment. 

'A dominant clique is one that is not contained in any other clique. 
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Figure 3.3; An example of an input incidence matrix containing errors, and the true 
probe permutation and clone layout from which the matrix was derived. The errors 
in the data are in bold. 

Chimeras may be detected by the isolation of the ends of clones [GRD091] or 

by fluorescent in situ hybridization (FISH). Hence physical mapping data may often 

contain probes made from the ends of clones, or probes and clones that have been 

physically placed along the chromosome using FISH. There is a need therefore, for 

physical mapping formulations that take into account both these types of data. 

Chimerism occurs at rates varying from 10% for small inserts (up to cosmids) to 

40% for larger inserts (YACs and mega-YACs). 

False Positives: This is a hybridization error. A false positive is a recording that 

a probe hybridizes to a clone when actually it does not. False positives may occur 

because two sequences that are very similar in content can hybridize weakly. They 

also occur when the experimentalist makes an incorrect recording. False positives 

occur at rates of up to 10%. 

False Negatives: In hybridization, false negatives occur when a probe does not 

hybridize to a clone when actually it should. Essentially, false negatives are the 

results of a failed experiment. These occur at rates of up to 20%. 

Repeats: The probability of a repeated STS sequence along the original DNA strand 

is not zero. It is unclear as to what percentage of the apparent false positives are 

actually repeats. 
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The number of probe/clone pairs that are to be checked is so large that it is 

usual to pool clones and check for hybridization. Often, pooling techniques do not 

precisely determine which clone in a pool was the cause of hybridization. False 

negatives and false positives may arise in such situations. It may also be the case 

that when the data is gathered using pooling techniques, D{pi,Cj), the entry in 

the hybridization matri.x recording whether probe p,- is incident to clone cj is a 

probability, i.e., the entry is a fraction and not an integer. 

Lastly, the relative ordering of the anchors may be incorrect. This occurs be

cause pre-mapped data is converted into anchors that are then used in mapping. 

Sometimes the clone from which an anchor is extracted may be misidentified by 

the experimenter. This amounts to picking up the anchor from its original location 

along the chromosome and placing it at another location along the chromosome. 

This occurs with very low probabilities, at a rate of 1% or less. 

Biologists estimate the rates at which different errors occur by mixing pre-

mapped clones with the current set of clones being mapped, and conducting hy

bridization experiments on the resulting set of clones [MCZ''"87]. The rates of errors 

in the overall experiment are estimated according to the rates of errors in the control 

set of clones. Figure 3.3 shows an input hybridization matrix with different kinds of 

errors cis well as the true layout of the probes and clones from which the observed 

data was derived. 

3.5 Physical Mapping with Noisy Data 

In the case that the data contains errors the graph G may not be guaranteed to 

be an interval graph. Hence a valid permutation of probes cannot be found for the 

data. The most natural question that arises then is whether we can determine a 

minimum set of error corrections relative to some cost function such that making 

these corrections to the entries of the hybridization matrix results in a matrix T 

that has the consecutive ones property. T is the probe-clone matrix that contains 

the non-erroneous fingerprint data. The object of physical mapping is to find T. 

To formalize the problem of constructing physical maps when the input data is 
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noisy, we need a function that computes the cost of the changes that have to be 

made to the fingerprint of a clone c,- to explain it with respect to a permutation tt of 

P. Ideally, this function should depend upon the rates of the different kinds of errors 

that occur in the data. The parameters e, J, x 7, 0 < e, <J, X) 7 < denote the 

maximum rates of false negatives, false positives, chimeras, and misplaced anchors 

respectively in the data. The parameter w is the number of probes in the fingerprint. 

Hence a clone c,- is a chimera with probability x, and there are approximately ew 

false negatives and 8w false positives in its fingerprint. Also, if a particular probe is 

an anchor, then it is misplaced with probability 7. We denote such a cost function 

by 

«/(c,-,7r,e,5,x,7) (3.1) 

Finally, recall that in the Ccise that the hybridization experiments are done on 

pools of clones, D{pj,Ci) may be a probability, i.e., it may be a real number between 

0 and 1. Now the problem of constructing a physical map of minimum cost can be 

described as follows. 

Definition 3.4 The Parsimonious Physical Mapping Problem is given a col

lection C of N clones, with fingerprint F(c,) for each clone Ci € C taken from a 

collection P of M probes, an ordered set of distinguished probes A C P, parameters 

e, 5, x> 7 that bound the rates of false negatives, false positives, chimeras, and 

misplaced anchors in the input data, find a probe permutation TT such that 

i=N 
i/(ci,7r,e,J,x,7) (3.2) 

X=1 

is minimum. 

Unfortunately, determining this minimum set of error corrections is NP-hard 

[GJ78]. Assuming that all the errors in the data are false negatives, trying to 

minimize the number of zeroes that are changed to ones so that the resulting matrix 

has the consecutive ones property is called the interval graph completion problem 

[KF79]. If all errors in the data are false positives, trying to minimize the number 
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of ones that axe changed to zero so that the resulting matrix has the consecutive 

ones property is called the interval graph deletion problem [GGKS93]. If there are 

both kinds of errors we get the interval sandwich problem [GS93, GKS94]. All three 

problems are NP-hard. 

Kou [Kou77] showed that minimizing the number of consecutive blocks of ones 

appearing in the columns, and minimizing the number of times a row must be split 

into two pieces to obtain consecutive ones, are both NP-complete. Hence finding 

valid permutations for data containing chimeras only is NP-hard also. 

Given that the central computational problems in physical map construction 

are all NP-hard as long as experiments are not entirely accurate, the literature on 

constructing a physical map once the data has been gathered consists of combina

torial optimization approaches to approximating a solution to the problem. In the 

following we give a brief history of the development of physical mapping. 

3.6 History 

The first restriction map was constructed by Danna and Nathans in 1971 [DN71], 

soon after the discovery of restriction enzymes by Hamilton Smith in 1970. Since 

then small scale restriction maps that represent the fingerprint of a DN.A. strand by 

the relative ordering of the sites recognized by different restriction enzymes have 

become standard. One of the landmark achievements in constructing restriction 

maps is the physical map of the whole E. coli chromosome constructed by Kohara 

et al. [KAIS7] in 1987. 

To construct restriction maps for a DNA strand, each of several copies of the 

target strand is digested using a different restriction enzyme. The lengths of the 

resulting fragments are measured. Then a final copy of the DNA strand is digested 

using all the restriction enzymes at once. The problem then becomes one of deter

mining an ordering for the fragment lengths of the multiply digested copy of the 

DNA strand such that the ordering satisfies the length constraints imposed by the 

fragment lengths from the singly digested copies of the DNA strand. The restriction 

mapping problem is well known as the double digest problem in the case that the 
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DNA strand is digested using only two enzymes. Computationally, constructing re

striction maps is NP-hard [G\'VS7]. Restriction maps are of a very high resolution. 

However, such maps can only be constructed for short strands of DNA. 

3.6.1 Physical Maps using Restriction Fragment Length Fingerprints 

Cloning and fingerprinting methods are used to construct physical maps for larger 

segments of DNA. In restriction fragment length fingerprinting maps are constructed 

by pairwise comparisons between clone fingerprints. Recall that a clone fingerprint 

consists of the lengths of the fragments produced when it is digested by a set of 

restriction enzymes. The probability of overlap between two clones increases with 

the number of fragment lengths they share. Michiels et al. and Sulston et al. 

[MCZ''"S7, SMS''"SS] developed a method of maximum likelihood to determine the 

probability that two clones overlap versus the probability that they do not overlap. 

Michiels et al. also mentioned that the likelihood strategy can be extended to include 

errors in the data. Olson et al. [0DG"''S6] developed a strategy for constructing 

maps using pairwise comparison data whereby clones that have the longest overlap 

with an existing map are added into the map if this addition does not result in a 

conflict with the existing structure of the map. 

Constructing physical maps via restriction fragment length fingerprinting is ab

stracted as the shortest common matching string problem (SCMS). SCMS was shown 

to be NP-complete by Turner [TurS6]. The object of SCMS is to find a minimum 

length ordering of restriction fragments lengths such that the fragments in the fin

gerprint of each clone are consecutive. This formulation of physical mapping is 

different from the formulation using STS probe fingerprint data as restriction frag

ment lengths are not unique. The fact that the fingerprints of two different clones 

contain one restriction fragment length in common cannot be used to infer that the 

two clones occur at overlapping positions along the chromosome with high probabil

ity. Gwangsoo Rhee [RheSS] designed greedy algorithms for the task of constructing 

approximate solutions to SCMS. 

A statistical study of physical mapping with fingerprinting schemes based upon 
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restriction fragment lengths was done by Lander and Waterman [LW8S|. This study 

helps in making predictions regarding the expected progress of a physical mapping 

project — more specifically, the amount of data that will be needed to obtain full 

coverage of the genome, using a fingerprinting method of a given sensitivity. .Ac

cording to the analysis presented in this study, the progress of a physical mapping 

project is directly proportional to the sensitivity of the fingerprinting scheme used. 

.A. more sensitive fingerprinting scheme can detect overlaps between clones whose fin

gerprints share very little in common. In comparison, a less sensitive fingerprinting 

scheme requires that two clone fingerprints have a lot in common before it declares 

the clones as overlapping. As data collection is a very time-consuming and labori

ous task, it is important to use the most sensitive fingerprinting technique possible, 

and to use all possible techniques for reducing the amount of data required to be 

collected. This is also the reason why measuring the progress of a physical mapping 

project with respect to the type of data used is very important. 

3.6.2 Physical Mapping using STS Hybridization Fingerprints 

Theoretically, hybridization with STS probes is the most sensitive fingerprinting 

scheme possible. It detects clone overlap from a minimal amount of shared infor

mation, Two clones positive for the same STS can be declared overlapping. Unfor

tunately of course, errors in the input data make overlap inference less reliable. 

Regardless of this drawback, a lot of research has been devoted to the theoretical 

considerations behind planning large mapping projects that use STS fingerprint 

data. The research of Barillot et al., Arratia et al., Ewens et al., Torney et al.. 

Marr et al., and Zhang et al. [BDC91, ALTW9I, EBD'*"91, TorQI, MYY92, ZM93] 

focuses on using probabilistic models to predict the progress of mapping projects 

that utilize STS probes. To describe the criteria used for measuring progress, we 

need the following definition. 

Definition 3.5 A contig is an ordered set of clones that have been shown to overlap 

by any variety of experimental or computational techniques. 

The criteria used for measuring progress are: 
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1. The average size of the contigs that are formed using overlap inference. 

2. The fraction of the genome covered by contigs. 

Barillot, Arratia, Ewens, and Torney [BDC91, ALTW91, EBD'^91, TorQl] in

dependently present the distribution of the contigs cis a function of the number of 

STS probes and clones used when STS probes are selected randomly. Palazzolo et 

al. [PSMS91] introduce non-random strategies for selecting STS probes. In these 

strategies STS probes are selected from the ends of clones that are not as yet part 

of any contig. Zhang and Marr [ZM93] analyze this strategy and show that the 

percentage of the genome covered increases much faster in the projects that select 

STS probes non-randomly. 

Algorithms for constructing physical maps using STS fingerprint data also started 

appearing in the early nineties. As constructing a physical map is NP-complete when 

the input data contains errors, all strategies for constructing maps involve a com

bination of heuristics and combinatorial optimization strategies such as simulated 

annealing, 20FT, and branch and bound. 

One of the initial algorithms was designed by Cuticchia et al. [C.4T92] in 1992. 

They use Hamming distance to compare the fingerprints of two clones. The Ham

ming distance d{ci, Cj) between the clones C{, cj, given the input hybridization matrix 

Note that if the fingerprints of the two clones are very similar, i.e., the two clones 

have several of the same probes incident to them, then the distance between them 

will be very small according to the above described distance function. Similarly, 

if the fingerprints of the two clones have no probes in common, then the distance 

between them will be large. As clones with fingerprints that match partially or 

wholly can be inferred to be from overlapping regions of the chromosome, the clone 

permutations of interest are those for which the total distance between all pairs 

of clones is small. Cuticchia et al. therefore use simulated annealing to find a 

D ( P , C ) ,  is 

(3.3) 
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permutation of clones that minimizes the total distance 

D = f;<i(c„c,+,) (3.4) 
i=l 

across all clones. Alizadeh et al. [AKNW93] showed that in the case of noiseless 

data, if the number of probes is sufficiently large, clones are not contained in one 

another, and probes may be non-unique, a clone permutation that minimizes the 

total Hamming distance is the true ordering of the clones with high probability. 

A strategy used by Mott et al. [MGM'*"93] focuses on finding probe permutations 

instead of clone permutations. They also use a Hamming distance metric, but to 

define the distance between a pair of probes, not clones. The distance between 

two probes pi,pj is defined cis 

(3.5) 
"pi.pj 

Here is the number of clones which hybridize to both probes and rip^^p^ is the 

number of clones which hybridize to either probe. Again, simulated annealing is 

used to find a permutation tt of probes that minimizes the path length of the probe 

order. Here, the path length is 

P(T) = (3-6) 
t 

After finding an initial probe permutation using simulated annealing, Mott et al. 

break up the clones into contigs. They then check the order of these contigs for con

sistency with the order of probes that have already been mapped. Other approaches 

that they use involve filtering the data for possible inconsistencies using heuristics. 

For example, assuming that all clones are of the same length, clones with too many 

probes incident to them are filtered out as being chimeric. So in each phase of their 

ordering algorithm they use only those clones that have the same number of probes 

incident to them. They join probes into contigs using the rule that two probes are 

in a contig only if they share more than one clone. A new strategy by their group 

splits the chimeric clones instead of filtering them out [GML94]. 



41 

Mizukami et al. [MCG"^93] order the probes via a branch and bound strategy', 

scoring false negatives with a fixed weight. 

Alizadeh et. al [AKWZ95a] used the model proposed by Lander and Waterman 

[LW88] to develop a maocimum a posteriori probability approach for computing the 

likelihood of a given probe permutation tt as a function of the different error rates 

and the number of errors called to explain TT with respect to the original data. For 

the special case of STS fingerprints for equal length clones, they develop heuristics 

for finding appro.ximate initial probe permutations that are optimized using 2-0PT 

like random moves and simulated annealing. 

Greenberg and Istrail [GI95] focus on data that contains chimeras as the only 

type of error. They develop algorithms that minimize x? the maximum number 

of chimeric fragments imputed to a clones, and cr, the total number of chimeric 

fragments summed over all clones. 

3.7 Current Work 

Recognizing that constructing physical maps is intractable when the hybridization 

matri.x is the only input to the problem, computer scientists are focusing on the 

identification of experimental constraints on the data. The hope is that the incor

poration of more constraints into the problem might yield tractable formulations. .A.s 

an example of the type of constraints being looked at, we know that biologists try to 

clone fragments from the genome so that any location on the genome is covered by 

5 to 20 clones. .Assuming only false negatives and a coverage of some small number 

k <= 20, Kaplan et al. [KST94] formulate the problem of interval graph completion 

with bounded clique size. The problem can be stated as follows. Given a graph G 

and a constant k, does there exist a supergraph G' of G which is a proper interval 

graph and has a clique size at most k1 They show that although the problem has a 

polynomial time solution for fixed k, in general the problem is NP-complete. 
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CHAPTER 4 

NOISY DATA AND MAXIMUM LIKELIHOOD 

The problem of physical mapping in the presence of noisy data is NP-complete. 

Given that, it is usually infeasible to generate optimal physical maps for real life 

problem sizes. In such a situation it becomes necessary to design heuristics that pro

duce suboptimal, approximate physical maps. The performance of such algorithms 

in terms of the quality of the maps they produce can then be evaluated along two 

lines. One is by computing approximation bounds that prove that the cost of a 

physical map generated automatically is always within some ratio 5 of the cost of 

the optimal solution. The other is empirical — by comparing the automatically 

generated physical map against the known map of a control data set. Both types 

of performance evaluation are very important in their own right. In the ca^e of 

physical mapping however, there is little data for which the physical map is known. 

Therefore empirical evaluation of heuristics has to be done using simulated data. 

To ensure that statements about the quality of physical maps for simulated data 

have some bearing upon the quality of physical maps constructed over real data, the 

simulated data must needs be similar in characteristics to typical real data. This 

motivates the need for a model that describes the distributional properties of real 

data. Another reason for having a distribution model is its use in evaluating the 

likelihood that a particular physical map over real data is similar to the original, 

unknown physical map. Lander and Waterman [LWS8] propose a simple stochastic 

model for the process of clone occurrence along the chromosome being mapped. 

Arratia et al. [ALTW91] extend this model to the ccise where the mapping data 

consists of STS probes. The following sections describe the stochastic model, its 

implementation in a data simulator, and its use in determining a likelihood function 

for physical maps. In the final section an efficient algorithm for evaluating the 
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likelihood function is described. 

4.1 A Stochastic Model 

Model Assumptions The following are the assumptions used to characterize the 

data. 

1. There is a perfectly representative sample of clones. That is, the clones are 

distributed along the genome according to a homogeneous Poisson process. 

Biologists in fact design techniques for fragmenting and cloning DNA keeping 

this stochastic model in mind. Techniques such as sonication and nebulation 

in fact create a random sample of clones. The use of this model for clones is 

therefore justified. 

2. The collection of probes is random. Hence the probes are also distributed 

along the genome according to a homogeneous Poisson process. Depending 

upon the laboratory and the project, the collection of probes may not be 

entirely random. Some of the probes may be extracted from genes or other 

markers or from the ends of clones. Probes are also screened to avoid repeats. 

However, as not enough is known about the locations of genes and markers 

along the chromosome to model such biases, this assumption is used as it is 

simple, and captures the essential features of the problem [ALTW91]. 

3. The different types of noise in the data, i. e . ,  chimeras, false positives, and 

false negatives, are all mutually independent and uniformly distributed. False 

negatives occur when an experiment fails. False positives often occur due to 

random human error such as an incorrect recording, or due to a non-specific or 

weak hybridization reaction. Chimeras often occur as an experimental error, 

when two fragments are inserted into a vector instead of one, or when a vector 

replicates. Hence the independence and uniformity assumptions are justified. 

Essential Assumptions All the above assumptions are essential at different 

phases of a physical mapping project. The assumptions regarding the distribu
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tion of clones and probes are needed to make predictions regarding the fraction of 

the genome covered by a given set of clones. These distributions also help predict 

the average size of the contigs. The assumptions regarding the noise in the data and 

the probe distribution are necessary in deriving a likelihood function that computes 

the probability that a given probe permutation is actually the true permutation. 

Arratia et al. [ALTW91] use computer simulations to show that the clone and 

probe distributional assumptions can be used to make fairly accurate predictions 

regarding the progress of a mapping project. 

4.1.1 A Data Simulator 

The following terminology is used in describing the data simulator. 

G is the chromosome length in basepairs. 

L is the mean length of a clone in basepairs. 

N is the number of clones in a library. 

M is the number of probes used. 

C  =  L N / G  is the coverage or e.xpected number of clones covering any random point 

on the chromosome. 

W  =  L M f G  is the mean width of a clone or the expected number of probes contained 

in a random clone. 

For a medium resolution mapping project G might be approximately 100 Megabcises 

long, L approximately between SO Kilo bases and 100 Kilobeises, N is 5000 or more 

and M is anywhere between 1500 (at the start of the project) to 4000. The numbers 

are arranged so that the coverage C is between 3 and 5 and the mean clone width 

W is between 2 and 4. 

To generate a set of clones and probes along the genome we proceed as follows. 

Clone beginnings and probes are events that occur along the chromosome with an 

exponentially distributed arrival interval having mean Each event is regarded 

as the starting point of a clone with probability ^ probe with probability 
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A new event is generated (A'" + M) times. This algorithm is also described in 

[ALTW91]. 

With an input probability of 20% a probe is designated cis having been extracted 

from a pre-mapped location on the genome, i.e., it is designated an anchor. Anchors 

are uniformly distributed along the genome. There is also some probability that the 

anchor is misidentified, i.e., it is picked up from its original location and placed 

elsewhere on the chromosome. This situation occurs when the source of the pre-

mapped probe is misidentified by the experimenter. It is assumed to occur with a 

very low probability, around 1% of the time. 

Each clone is designated as being chimeric with probability x- For our problem 

sets we maintained x between 10% and 20%. If the clone is designated a chimera, 

two subintervals of random length between minlen/S and maxlen/2 are generated. 

One subinterval begins at the previously assigned starting location of the clone, and 

the other subinterval begins at a randomly generated point on the chromosome. 

The two intervals are combined to form the chimeric clone. A nonchimeric clone 

is assigned a random length between minlen and maxlen. The lengths of the two 

intervals that make up the chimera are half of the length assigned to a non-chimeric 

clone so that the resulting clone does not appear to be longer than a non-chimeric 

clone. Unfortunately, halving the two lengths often leads to a chimeric clone being 

indistinguishable from a non-chimeric clone with false positives. The probes that are 

contained in the clone's interval are the clone fingerprint. Once the clone fingerprint 

is determined, false negatives and false positives axe uniformly distributed along it 

with rates e and 5 respectively. For our problem sets we maintained e around 20% 

and S between 4% and 10%. We assume that all errors in the data are mutually 

independent. Finally, the two probes at either end of the clone are extracted accord

ing to an input probability which is usually maintained between 20% and 30%. The 

two end probes of a clone cannot be erroneous, i.e., it is known that both probes 

actually occur at the two ends of the clone. 
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4.2 A Maximum Likelihood Cost Function 

The stochastic model just described was used by Alizadeh et al. [AKWZ95a] to 

derive the likelihood of the data given that a permutation of probes is in fact the 

probe ordering in the true physical map. The following random variables are needed 

to derive this likelihood. 

• T, which ranges over all possible values T of the underlying correct fingerprint 

data. T is the probe-clone matrix that contains the non-erroneous fingerprint 

data. The object of physical mapping is to find a T of minimum cost. 

• I>, which ranges over all possible values D of the measured data, i.e., the 

data with errors. D is the input probe-clone incidence matrix containing the 

possibly erroneous clone fingerprints. 

• "P, which is the probe permutation of the correct map. 

Recall that we defined the parsimonious physical mapping problem as one of 

finding a probe permutation ~ and a set of error corrections to the measured data 

D that map D into T at minimum cost. In the maximum likelihood model a probe 

permutation of minimum cost translates into a permutation that maximizes the 

probability that T=T and V = IT given D. Hence we would like to find T, tt that 

maximize p(T', TTIZ)). By Bayes' theorem, 

Assuming that all permutations ~ are equally likely p(7r) is a constant and can 

be ignored in maximizing the left side of equation 4.1. p{D) is merely a normalizing 

constant that insures that the distribution p{T,7r\D) integrates or sums to one. In 

ma.ximizing p{T, TT\D), p{D) can therefore be ignored. If is the matrix obtained 

by permuting the rows of T according to tt, then for the probability p(T|ff), the dis

tribution of TV is computed assuming that TT is the correct probe ordering, according 

to the described stochastic model [AKWZ95b]. 

p { T M D )  
p i D \ T . - )  X  p i T , i T )  

p { D )  

P { D \ T , T T )  X p(R|7r) X p(7r) 

p { D )  

(4.1) 

(4.2) 
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We are now left with computing p(Z}|r, tt), the probability of the given data 

D assuming that tt is the true probe permutation and T is the incidence matrix 

containing correct fingerprints. For this let (h[T,~) be the number of clones that 

are designated chimeric, fp{T, ir) be the number of probe-clone incidences in D that 

are designated false positives in D, and fn{T, TT) be the number of cells in D that are 

designated false negatives, to transform D into T. Then the likelihood that a clone 

that is called chimeric is indeed a chimera is the ratio of the probability that the 

clone is chimeric, and 1 — X' the probability that the clone is not chimeric. As all 

e r r o r s  a r e  a s s u m e d  t o  b e  m u t u a l l y  i n d e p e n d e n t ,  t h e  l i k e l i h o o d  t h a t  a l l  t h e  c h { T , - )  

calls of chimera are correct is just The likelihood that we correctly call 

a false negative, i.e., turn a 0 into a 1 in D. is the ratio of e, the probability of 

a false negative, and 1 — the probability that we created a false positive from 

correct data. Thus the likelihood that all JH(T, TT) calls of false negatives in D are 

correct is The likelihood of correctly calling a false positive is similarly 

computed. Then the conditional probability of D given T, TT is proportional to the 

likelihood ratio 

^ X" ^ ^ jjp(T,ff) (4 3) 

Letting C = — In N  =  — \ n  yfj, and P = — In ^17, maximizing the likelihood 

ratio above can be restated as minimizing its logarithm 

O B J { D )  =  C c h { T , T r ) +  P f p { T , - ! r )  +  N f n { T , i T )  (4.4) 

To find probe permutation TT and underlying matrix T that maximize P(r, 7r|D), we 

therefore look for TT and T that minimize OBJ{D). In the case that there is a valid 

probe permutation, OBJ{D) is of cost zero. In the following section we describe an 

efficient algorithm for computing OBJ{D) for a given probe ordering TT. 

4.2.1 Efficient Eveduation of the Objective Function 

Given a probe permutation TT there may be several possible sets of error corrections 

that explain D with respect to TT, and that map D to different Ts. Since our overall 

objective is to find a probe permutation TT' that minimizes OBJ{D), the set of error 
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corrections we want for a given ordering TT is the one that minimizes the value of 

OBJ{D) for 

An algorithm that computes the minimum cost set of error corrections to D  for a 

given probe permutation TT is a central task in any physical mapping algorithm that 

uses the maximum likelihood scoring scheme just described. An efficient algorithm 

for computing OBJ[D) helps in a more efficient exploration of the space of probe 

permutations. This allows more of the permutation space to be explored within a 

fixed period of time. The efficiency of such an algorithm is therefore critical. Our 

algorithm runs in time linear in the number of blocks of ones in the incidence matrix 

D .  

To compute the optimal O B J [ D )  for a given probe permutation TT, D  has to 

be corrected to T, the matrix that is most hkely to reflect the actual, perfect data 

according to our stochastic model. Correcting a false positive is to turn a 1 into 

a 0, correcting a false negative is to turn a 0 into a 1, and correcting a chimera is 

to either split a column into two or more parts or to allow two or more blocks of 

consecutive I's in a column of T. Although the most likely type of chimera is one 

that is a union of two disjoint intervals, it is possible to have clones that are the 

union of /: > 2 disjoint intervals. We call such clones k-meras and generalize the 

objective function OBJ{D) to permit Ar-meras. No assumptions are made about the 

distribution of the ordinality of fc-meras. The generalized objective function for a 

probe permutation TT is 

k 
C(c) • di^T, i:) + P- fp{T. TT) + /V . YH(R, TT) (4.5) 

c=l 

C(c) is any input score for c-meras and didT, TT) is the number of corrected c-meras. 

4.2.2 The Basic Linear Algorithm 

We use the additive property of the objective function to optimally correct each 

clone according to permutation TT. 0BJ{D) is then obtained by totalling the cost 

of these individual corrections. Each clone is represented by a column V of D. The 

following algorithm is linear in the length M of V. The algorithm linear in the 
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number of blocks of ones of V is presented in section 4.2.3. The following notation 

is used for regular expressions: r|s denotes the union or disjunction of patterns r 

and s, rs denotes their concatenation, denotes the concatenation of k copies of r, 

and r' denotes the concatenation of zero-or-more copies. Also, Wi denotes the 

character of a string w. 

The column V = v\V2...vm can be viewed as a string of zeroes and ones. 

The correct representation of a A:-meric clone is as a column containing k blocks 

of ones. So V has to be matched to the pattern (0'1")*'0", 0 < A: < c, to be 

corrected. As the objective is to minimize OBJ{D), we find the minimal cost 

match for V. Without chimera costs, this problem is an instance of the approximate 

regular expression pattern matching problem which is solvable in 0{kM) time due 

to Myers and Miller [MMS9]. Moreover, the edit graph formalism developed by 

them can be modified to accommodate chimera costs. A development independent 

of these results is necessary, however, in order to derive the sparse algorithm. 

Let 5*^ be the pattern (O'l')'^O' for 0 < c < A:. Further let A{V,pat) be the 

minimum cost of making false positive and negative corrections to V in order that 

it match pattern pat precisely. Formally, 

AiV. pat) = min u;,)). (4.6) 
u;Spat,ltul=m 

f 

N if a = 0,6 = 1 (false negative) 

A(a,6) = < P ifa = l,6 = 0 (false positive) 

0 if a = 6 

Informally, A.{V\pat) is the minimum weighted Hamming distance between V 

and a word of length m in pat. By construction + C{c) is the cost of 

correcting V into a c-mera. Therefore, the minimal cost correction for column V is 

mincg[i,fc]( A( V, B'=) + C(c)). 

To compute A{V,B'^) we use mutual dynamic programming recurrences that 

compute the cost of correcting every prefix of V to B'^ and also to the pattern 

E'^ = (O'l')"^ for 1 < c < /:. Let V] represent the prefix V1V2 ... u,- of column V''. The 

following lemma provides the needed recurrences. 
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Lemma 4.1 

0 

A ( K - , B ^ ) = i  A i V i . i ,  B ' ^ )  +  A { v i . Q )  

if i = 0 

if i > 0 and k = 0 

min(A(K', £''•), A(Vi_i, 5^") + A(u,-, 0)) otherwise 

A{v;,E'--) = < 
0 if i = 0 

niin(A(K', '), A(V'i_i, + A(u,-, 1)) otherwise 

Proof: By induction on k and i. The recurrence for A(Vi-, 5^^) follows directly 

from the pattern identity B'' = E''\B''0, and that for A{Vi,E'') from the iden

tity E'' = B''~^\E''l. For example, if > 0 then A{Vi,B'') = A(K, 

= min(A(V;,E*--),A(V;-,fi'-'0)) and A(V;-,5'=0) = A(K-iUf, B'-'O) = A(V;_i, 5'--)+ 

A(y.-,0). I 

The recurrences permit each quantity to be computed in constant time from 

previously computed quantities. Since there are {2k -f- 1)(A/ + 1) quantities, this 

leads directly to an 0{kM) time, 0{k) working-space algorithm for evaluating the 

cost of column V. Note that if k is fi.xed at two this algorithm takes 0(M) time 

and constant working space. 

4.2.3 The Sparse, Block-Based Algorithm 

Typically the underlying incidence matrix D is sparse in that 10% or less of the 

entries in the matrix have value 1. To take advantage of this sparsity we make the 

following proposition. 

Proposition 4.1 It is never advantageous to begin or end a clone boundary in the 

middle of a "block" of consecutive zeroes or consecutive ones. 

In this section proposition 4.1 is used to extend the previously described basic al

gorithm in a simple way. The algorithm is sparse because given I ones in a column, 

the number of blocks of ones and zeroes in the column is not more than 2/ -|-1. 
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Let V '  = V \ V 2 - - - V \ F ,  be the homeomorphic image of V  obtained by replacing 

every block of ones with a single 1, and every block of zeroes with a single 0. Further 

let h be the length of the block. Now we can simply extend the recurrence of 

the previous section to compute A(V|', 5^') and A(Vj-', E'') save that every charac

ter replacement A{v[,b) is weighted by the length of the block. With this 

weighting it is clear that A(V-\X) = A(K,A') where s = Ylk=i^k- The corollary 

below summarizes the extension to the scoring recurrences. 

Corollary 4.1 

A(VV,5'--) = 

0 i f i  =  0  

B'') + A(i;,',0) * /{) ifi>Q and k = 0 

min(A(l'^', A(V^'_i, 5*^) + A(u,',0) */,)) otherwise 

0 if i = 0 

min(A(V-', A(V^'_p £'*•') + A(u,', 1) * /,)) otherwise 

It follows as in the previous section that the cost of the best correction to column 

V is mincg[i,fc](A(V', + C(c)). Thus given the B blocks of a matrix D, the 

recurrences above allow us to evaluate D's score/likelihood in 0{kB) time. 

The remaining difficulty is that in order to use the sparse algorithm to evaluate 

O B J { D )  t h e  b l o c k s  o f  D  h a v e  t o  b e  d e l i v e r e d .  N a i v e l y ,  t h i s  w o u l d  r e q u i r e  0 { M N )  

time. If an overall algorithm for physical mapping starts with a probe permutation 

7 r ,  a n d  c o n t i n u e s  s e q u e n t i a l l y  f r o m  o n e  p e r m u t a t i o n  t o  t h e  n e . x t ,  e v a l u a t i n g  O B J { D )  

for each permutation, the blocks can be deHvered within a smaller amount of time. 

B e f o r e  t h e  a l g o r i t h m  b e g i n s  e x p l o r i n g  d i f f e r e n t  p r o b e  p e r m u t a t i o n s ,  t a k e  0 { M N )  

time to determine lists Uv of the positions of the ones in each column V of D. When 

the evaluation of OBJ{D) is required for a specific permutation TT, use bucket sort 

to simultaneously sort n{Uv) for all V in 0{m + Sv/li/rl) time. Here Ev\Uv\ is the 

number of ones in D. Given the sorted ones lists Uv, the blocks of each column of 

D can be delivered in 0{E) additional time. Thus, with 0{MN) preprocessing, the 

score/likelihood of any D can be evaluated in 0{M + T>v\Uv\ + kB) time. Since 

B is OCEvlUvl) it would be desirable if only 0{M + kB) time were taken. This is 
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possible, but only in situations where the exploration of possible choices of TT allows 

the 0(1) updating of block boundaries as TT is being manipulated, for example. 

2-OPT or other swapping strategies. 

Note that because our algorithm is a specialization of an approximate regular 

expression pattern matching algorithm [MMS9], it follows that other sequence com

parison results apply. For example, the corrections achieving the best score can 

be obtained by the usual divide-and-conquer approach [MyeS6, MMSS]. It is also 

true that one can model any row property expressible as a regular expression over 

a finite scalar alphabet, and so, for example, caji accommodate the end-clone hy

bridizations described in [AKWZ95a]. Efficiency improvements might be possible 

using path compression ideas [HadSS, WMMM90] and/or shortest path approaches 

[Mye86, Fic84]. 

4.2.4 Extensions to End Clone Information 

Another extension to the scoring algorithm is required in the case that end clone 

information is available. For some clones the probes that occur at either end or 

both ends may be known. In the case that the clone is designated non-chimeric and 

the two probes that occur at its ends are known, evaluating OBJ[V) is simple — 

each one outside of the two end probes is considered a false positive and each zero 

within the boundaries of the end probes is a false negative. For the case that only 

one end probe is known it has to be determined whether the end probe is the left 

boundary or the right boundary of the clone. If it is the left boundary then all the 

ones that occur to its left are considered false positives. Similarly if it is the right 

boundary then all the ones that occur to its right are considered false positives. To 

compute OBJ{V) for a chimeric clone the Ccise where only one end probe is known 

is similar to the non-chimeric case. In the case that both end probes are known, 

both end probes have to belong to a different block of ones. Thus this ca^e is also 

similar to the case when only one end probe is known for the clone. In the following 

development we treat the case of a non-chimeric clone for which both end probes 

are known as a special case and the case of clones (chimeric or non) with a single 
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end probe known or no end probes known as the general case. 

As a single end probe can occur on either boundary of a clone, the pattern E*"" is 

broken into two possibilities and E''''. E''' represents the pattern where an end 

probe is the left boundary of a block of ones and represents the pattern where 

an end probe may be the right boundary of a block of ones. 

Eki = B''-^e\E'"l (4.7) 

^kr ^ (4.8) 

Here e represents an end probe. Informally, E*""' matches whatever matches, 

followed by an end probe e and then a string of ones, or just a string of ones. If 

there is an end probe known, then e is the left boundary of the string of ones that 

follow it. Ekr matches whatever matches, followed by a string of ones. 

The pattern B'' now has more possibilities. B'^ matches whatever E'^' or E''"' 

match, or what E'^'' matches followed by an end probe e, or whatever B'' matches 

followed by a zero. If an end probe follows E^'', then it is the right boundary of a 

string of ones. 

B^ = E^'\E''^\E'''e\B^Q (4.9) 

As an aside, for the special case of a non-chimeric clone with both end probes known, 

notice that can also be followed by an end probe. Thus we may compute a vector 
/ 

B^ that is not used in the computing of k-mera costs as follows. 

B^' = E^'e\B^'o (4.10) 

We also need to extend A(a, 6), the cost of matching two characters, to accomo

date e. 
N if a = 0,6 = 1 (false negative) 

P ifa = l,6 = 0 (false positive) 

A(a,6)=^ CO ifa = e, 6 = 0,1 

oo ifa = G, l,6 = e 

0 if a = 6 

The following corollary states the new recurrences. 
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Corollary 4.2 

^(V„B') = 

A(Vi, = 

0 i f i  =  Q  

A(Vi_i, B'') + A(u„0) if i > 0 and k = 0 

A(K_i j  + A(y,-, e), A(K_ i ,  5'"') + A(t;,-,0)) otherwise 

0 i f i  =  0  

min(A(\'^_i, + A(t;,-, e), A(K_i, E'') + A(u,-, 1)) otherwise 

A[Vi,E''^) = 
0 if i =.Q 

min(A(Vi-, 5^'"^), A(Vv_i. + A(uf, 1)) otherwise 

4.2.5 Scoring Pre-Mapped Data 

Pre-mapped probes (or anchors) are those for which the relative ordering along the 

genome is known. The relative ordering of the anchors in probe permutation ~ must 

be the same as their known relative ordering. Scoring a permutation TT when the 

data contains anchors includes adding in a cost for each anchor that does not follow 

its known position in the ordering of A. 

Let the anchors in A be in order ci < 02 < 03 < • • • < a^A\- Counting the 

minimum number of anchors that are misplaced with respect to the known ordering 

is e.xactly the longest increasing subsequence problem [ManS9] which can be stated 

as follows. 

Definition 4.1 The longest increasing subsequence problem is to find a longest 

increasing subsequence given a sequence of distinct integers. 

It can be shown that finding such a subsequence takes time 0[\A\Ig |A|) for a se

quence of size I A|. For the purposes of finding the minimum number of anchors that 

are misplaced with respect to the known ordering, we compute both the longest in

creasing and the longest decreasing subsequence of anchors in TT. The longer of the 

two subsequences is taken to be the best match to TT, and the number of misplaced 

anchors is the number of anchors less the length of the longest match. 
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Finally, the cost of a misplaced anchor is the log of the likelihood that the 

anchor is actually out of order when compared with the true probe order. Given 

input probability 7 that an anchor has been misplaced in A, the likelihood that a 

given anchor does not follow the known order is Taking logs, let G = — In 

Thus the cost of an anchor that does not follow the known order is G. 

Adaptations to Real Mapping Data. In real data there may be slight varia

tions to our described model of a total order on the pre-mapped probes. For example, 

in the czise of the Drosophila mapping project at Lawrence Berkeley Laboratories, 

probes are extracted both from genes and clones whose location along the previ

ously constructed physical maps is known. Recall that both genes and clones are 

subintervals of the chromosome. Hence for each probe extracted from a pre-mapped 

gene, marker, or clone, the anchor information is in the shape of a subinterval of the 

chromosome — the probe may occur at any point along this subinterval. For large 

subintervals such as genes, several probes may be extracted from the subinterval. 

For probes extracted from clones, the differences from total order occur when probes 

are extracted from overlapping subintervals. 

To translate subintervals back to our model of anchors, we order all subintervals 

according to their beginning locations along the chromosome. The probes are then 

assigned anchor locations according to the order of the subinterval in which they 

occur. Hence there may be several probes assigned to the same anchor location. In 

terms of scoring a permutation of such probes, the method for computing longest 

increasing subsequences is easily adapted to account for non-unique integers in the 

integer sequence. Unfortunately, our method of assigning anchor locations to probes 

may run into trouble with probes extracted from overlapping subintervals. .A-S an 

example, let probe .4 be extracted from interval [5,50], and probe B be extracted 

from interval [30, 70]. Then by our method probe A is assigned to be anchor I, and 

probe B is assigned to be anchor 2. It should be clear that this assigned order may be 

wrong. Probe A may have occurred at location 45, and probe B may have occurred 

at location 35. However, such irregularities in the assignment of an ordering to 

anchors are local, and limited to reversals in the ordering of adjacent anchors. 
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Handling Reversals of Adjacent Anchors. The above described mistake 

in anchor ordering may be handled in one of two ways. One way is to increase 

the probability of a misplaced anchor. The other is to make use of the fact that 

the mistakes in the ordering are limited to switches of adjacent anchors, and adapt 

the computation of the longest increasing subsequence accordingly. In effect, an 

incoming anchor a,- is taken to extend the longest increasing subsequences that end 

with flx, where is equal in value to a,_i, a,-, or a.+i. Our physical mapping 

software adopts the latter method for scoring anchors in a permutation of probes. 



•57 

CHAPTER 5 

AN INTEGER LINEAR PROGRAMMING MODEL 

As scientists undertake large physical mapping projects it is becoming clear that 

the scalability of these projects depends upon both the incorporation of heteroge

neous data and the integration of previously mapped data with data that is currently 

being mapped. Although incorporating previously mapped data into the problem 

formulation does not make the problem any more tractable in theory, in practical 

terms it helps greatly in the design of good heuristics for physical mapping and 

the ease of construction of physical maps. It provides the top-down information re

quired to anchor new maps to the target chromosome and helps provide long range 

continuity for maps. There has been no formulation of physical mapping thus far 

that uniformly integrates heterogeneous data into one representation. 

In this chapter we propose an integer linear programming formulation for the 

problem of parsimonious physical mapping. This formulation uses the log-likelihood 

function described in the previous chapter to compute the cost of probe permuta

tions. It is versatile and has the advantage that it gracefully incorporates diverse 

biological constraints such as end clone probes, genetic map information, and in situ 

hybridization information. Section one describes the integer formulation. As integer 

linear programming is NP-complete, section two describes a relaxation of the for

mulation to a linear program, and shows that in the case where valid permutations 

exist, a solution to the relaxed problem will find one such permutation. 

5.1 The Basic Formulation 

We first describe a formulation for parsimonious physical mapping given only the 

hybridization matrix D{P,C) and false positives and false negatives cis the only 

type of noise in the data. Recall that the crux of constructing a physical map is 
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determining the true fingerprint for each clone, i .e., determining the set of probes 

that actually are incident to each clone. We represent this true probe-clone incidence 

by the variables 

t p c  —  "  

1 if probe p actually is incident to clone c. 

0 otherwise. 

The observed hybridization matrix D is represented by constants 

dpc — < 
1 if probe p is incident to clone c. 

0 otherwise. 

^PlP2 ~ 

Notice that the occurrence of a false positive is indicated by (t/p,. = 1 A ipc = 0). 

.A.n indicator function for false positives is the linear equation c/pc(l — ^pc) = 1-

The occurrence of a false negative is similarly expressed by the linear equation 

fp,(l-dp,) = l. 

Given t/pc, and t-pc, the log likelihood objective function can be expressed as 

P • - ipc) -h JV • tpc • (I ~ dp^) (5.1) 
C P 

To express the constraint that a permutation of probes is required we need the 

variables 

1 if probe pi precedes probe p2-

0 otherwise. 

The constraints that are imposed on these variables are of two kinds. One set 

of constraints expresses the fact that we are looking for probe permutations, while 

the other set of constraints expresses the need for valid probe permutations. The 

following are the constraints on a solution to parsimonious physical mapping. These 

constraints hold for c = 1, • • •, pi, p2, P3 = 1, • • •, M, and pi ^ p2 7^ p3. 

Permutation Constraints: 

1. Xpyp2 € {0, 1}. 

2. ip,p, + Xp2p, = 1. This is the antisymmetry constraint. Informally, probe pi 

cannot simultaneously be to the left and to the right of probe p2. 
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3. ip,p2 + Xpjp, — Xp,p3 < 1. This is the transitivity constraint. Informally, if 

probe Pi is to the left of probe p2, which is in turn to the left of probe p3, then 

probe Pi has to be to the left of probe p^. 

Valid Permutation Constraints: 

1. tpc 6 {0,1}. 

2. (1 — ^pipi) + (1 ~ (1 ~ ̂ Pic) "t" (1 ~ ^P3c) ^ 1 

Informally, if probe p2 is between probes pi and p3, and probes pi and p3 are 

both incident to clone c, then probe p2 has to be incident to clone c also. This 

is the betweenness or interval graph constraint. 

It is interesting to note that if the objective function includes a cost function 

for the Xp^pj variables, and the above stated permutation constraints are the only 

constraints considered, then our integer linear program for physical mapping is very 

similar to the one for the classical linear ordering problem [Rei85]. The linear 

ordering problem is formulated as follows. 

Definition 5.1 The linear ordering problem is given a complete digraph D = 

E) on N nodes and edge weights Wij for each edge {i,j) 6 E, find a spanning 

acyclic tournament^ in D such that the sum of the weights of its edges is as large as 

possible. 

In effect, the linear ordering problem consists of maximizing the objective func

tion 

(5.2) 
(u,v)£E,u<v 

subject to the permutation constraints. 

The correspondence between physical mapping and linear ordering is as follows. 

The vertices of the directed graph are the probes. The variables Xp,pj represent 

the weights on the directed edges between each pair of probes pi,p2. The object is 

tournament T = [V,E) is a digraph containing for any two vertices u,v S V either edge 
(u, v) or edge {v, u) but not both. 
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to find a probe permutation of minimum score. This probe permutation defines a 

spanning acyclic tournament of the digraph. The main difference between the two 

problems is that in the linear ordering problem the weights on the edges between 

each pair of vertices are explicitly specified whereas in the physical mapping problem 

these weights are not necessarily given, and are implied by the valid permutation 

(input data) constraints. 

CompEirisons to Betweenness. As an aside, the constraints on parsimonious 

physical mapping can also be formulated in terms of the classical betweenness prob

lem [GJ7S]. Betweenness involves finding a total ordering of a finite set satisfying 

a given set of in-between constraints. More formally, given a set of three-tuples 

(a,6, c), such that b is between a and c, i.e., a < b < c or c < b < a), the be

tweenness problem is to find a total order on the elements of the three-tuples. This 

problem wais shown to be NP-hard by Opatrny [Opa79]. The correspondence of 

betweenness and physical mapping weis initially motivated by the presence of end-

clone data [Kec94]. The number of variables required by a betweenness formulation 

of physical mapping is cubic in the number of probes as opposed to the linear or

dering formulation, which requires variables quadratic in the number of probes. 

5.1.1 Anchor Constraints 

Incorporating constraints defined by anchors into the model just described is very 

simple. For each anchor a, 6 A there is a variable misa, that represents the condition 

that the location of anchor a,- along the chromosome is misidentified. 

TntSa. = 
1 if anchor a,- is mislocated. 

0 otherwise. 

Let oi < 02 < 03 < • • • < a|.4| be the known left to right ordering of the anchors 

along the chromosome. One way to completely specify this permutation is by stating 

for each anchor, the anchors that it is to the left of. So for example, anchor ai is to 

the left of all other anchors, anchor 02 is to the left of anchors 03,04, • • •, a|.4|, and 

anchor a,- is to the left of anchors a,+i, a,+27 • • •: Now if anchor a, were to be 
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placed at a location different from its current position in the anchor permutation, 

this can be detected in one of two ways. Either a,- will be to the right of at least one 

of the anchors a.+i through a|.4|, or it will be to the left of at least one of the anchors 

Gi through Ci-i. We can express the above two situations as linear constraints. For 

each Oj, j € [z + 1, |A|] we have the "to the left oP constraint 

•Ta.aj + miSa, + TUiSaj > 1. 

Informally, either anchor a, is to the left of anchor aj, or at least one of a,- or aj is 

misplaced. It should be clear that the second case, when a; is to the left of some 

anchor ajt in the set oi through a,_i, is detected by the set of to the left of constraints 

for anchor c^. 

Finally, mislocating an anchor carries with it a penalty G, where G = — Ig 

7 being the probability that the source of a given anchor was misidentified. So we 

add in the sum 
i=\A\ 

Gmisa, (5.3) 
1=1 

to the previously described objective function. 

Including anchors into the data adds |.4| variables and |A|*(|.4| —1)/2 constraints 

to our formulation. However, as [A] is not very large the formulation is dominated 

by the number of probes in the data set. 

Notice that any partial ordering information between pairs of probes is expressed 

very naturally by this formulation. If a probe p,- is known to be to the left of 

probe Pj, we can just set Xp,pj to one. If probe p,- is to the left of probe pj with 

some probability 7, this fact is easily incorporated into the objective function as 

— In * Xpjp,. The ability to express partial order information is particularly 

relevant in light of real data. Recall that probes extracted from pre-mapped genes, 

markers, or clones, are assigned a subinterval on the chromosome. The ordering 

between probes from non-overlapping intervals is clear, but the ordering between 

probes extracted from overlapping intervals is ambiguous. We can choose to express 

only the known ordering, omitting any constraints between pairs of probes extracted 

from overlapping intervals. 
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5.1.2 End Clone Constraints 

In order to intelligently extend a contig to cover a larger portion of the chromosome, 

biologists often sequence the ends of the clones that lie at the outer extremeties of 

the contig, and convert these sequences into STS probes. Thus for the clones whose 

ends were converted into STS probes, we know either one or both of the probes that 

occur at their ends. This end clone information is very constraining in terms of the 

possible feasible permutations. In our integer linear programming model, the end 

clone constraints can be expressed as follows. 

^peiP2 + ̂ pe2P2 "t" This coustraint is defined for each clone c with end 

probes and pez • .A.ccording to this constraint either probe p2 is between the 

two end probes pe,, pe^, or it is not incident to clone c. 

2. Xpipe + Xpep2 + ip2c + ^pic £ 3. This constraint is defined for each clone c with 

only one known end probe pe- According to this constraint if probes pi and 

P2 are incident to clone c then both are on the same side of pe-

5.1.3 Chimeras 

The condition that a given clone c is a chimera is represented by the variable X c -

I if clone c actually is chimeric. 
X c  =  

0 otherwise. 

Recall that a chimeric clone can contain two or more blocks of probes that are 

actually non-consecutive along the chromosome. Given this, if a clone is chimeric, 

the probes incident to it need no longer conform to the betweenness constraint. 

Hence the betweenness constraint changes to be as follows. 

(1 "I" — ^PlP2 ) "t" (1 ^P:c) "t" ip2C "i" (1 ^P3c) X c  ^ I 

C = l , - - - , i V  P 1 , P 2 , P 3  =  P 1 ^ P 2 ^ P 3  

Informally, if probe p2 is between probes pi ajid p3, and probes pi and ps are 

both incident to clone c. then either probe p2 is also incident to clone c, or clone c 
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is a chimera. Leistly, if C is the cost for designating a clone chimeric, the objective 

function contains the term 

C 

Incorporating chimeras adds N variables to the basic formulation. 

5.2 RelsLxing the Integer Constraint 

We have presented a versatile representation for the data in physical mapping. How

ever, integer linear programming is NP-complete. On the positive side, integer linear 

programming is a very well studied problem, and having transformed our problem 

into a more familiar one, we hope to take advantage of the vzist body of literature 

that already exists on the more familiar problem. 

One of the most standard methods for attacking integer linear programming 

problems is to relax the constraint that the variables involved take on integer values. 

Motivation behind the Relaxation. The reasons why we chose this relax

ation are as follows. 

• Linear Programming is polynomial time solvable. There exist both, practical 

algorithms for solving linear programs, and a wide variety of software. 

• There is the hypothesis that the linear programming relaxation retains enough 

of the structure of the original problem to be a useful weaic representation 

[CR96]. Therefore, we hope that the resulting fractional values for the vari

ables will provide some information about the structure of the optimal solution. 

• Several algorithms exist for rounding the resulting fractional values assigned 

to the variables, in a randomized or intelligent fashion, so that the resulting 

algorithm is provably good, i.e., it has an approximation bound on its perfor

mance. See Raghavan and Thompson [RT87] for randomized rounding, and 

Shmoys [Shm95] for a survey on approximation algorithms to combinatorial 

optimization problems. 
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We therefore relax the integer constraint on our formulation to arrive at a heuristic 

that empirically provides good initial probe permutations. We need some terminol

ogy before describing the relaxation. 

Definition 5.2 The neighbourhood N{pi) of a probe pi is defined as the set of clones 

to which Pi is incident. 

Definition 5.3 Given a pair of probes pj,pk, {N{pj) — N{pk)) U i N { p k )  — -^{Pj)) 

i s  t h e  s e t  o f  c l o n e s  t h a t  a r e  w i t n e s s  t o  t h e  d i f f e r e n c e  b e t w e e n  p j  a n d  p k -

5.2.1 Filtering the Data 

Instrumental to our relaxation is the filtering of input data to remove all noninfor-

mative clones and probes, k clone that has only one probe incident to it does not 

provide any help in inferring probe orderings. Also, a set of indistinguishable probes 

only helps increase the number of valid permutations without producing permuta

tions that are different from each other in any significant manner. The probes in a 

set are indistinguishable when they are all incident to exactly the same set of clones, 

or according to definition 5.3, {N{pj) — N{pk)) U {N{pk) — N[pj)) = 0. Hence any 

permutation of the probes in this set is valid for the data. If there are k such probes 

in a set, then the number of valid permutations increases by a multiplicative factor 

of k\. But these extra permutations are equivalent and only add to the algorithmic 

complexity. Therefore these probes should all be replaced by a single probe. Notice 

that this data should be filtered out regardless of whether the linear programming 

heuristic is used to construct maps or not. The procedure for filtering the data is 

as follows. 

repeat 

RemoveSingleIncidenceClones(); 

ReduceEquivalent Probes 0; 

until (no change); 

The order in which the two filtering procedures are executed is important. If the 

only clone that distinguishes between two probes is one that has exactly one probe 
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incident to it, then the two probes cannot really be distinguished. The clone may 

cover a very small region of the chromosome — the region containing only one of 

the probes in question. 

Proposition 5.1 After filtering, every pair of probes in the data is distinguishable. 

That is, for every pair of probes p, and pj , there is a clone c such that exactly one 

of Pi or Pj is incident to it. Clone c also has another probe pk, k ^ i.j incident to 

it. 

5.2.2 The Linear Program 

Once the data has been filtered, we can formulate the objective function and the 

constraints upon it. Then we allow the variables t^c, Xci niisa, to be any value 

in the interval [0,1]. This relaxation produces a degenerate solution with tpc = dpc 

and Xp^p^ = 0.5 for all c = 1,..., N, and p, pi, P2 = 1,.... M. The objective function 

value is zero for this solution. 

To avoid the degenerate solution we need to add one more constraint, Xp^p^ = 1, 

for any one pair of probes pj and pjt, to the previously described set of constraints. 

In the case that there are no anchors and probe py is indeed to the left of probe 

Pk, we will obtain a permutation close to the original, otherwise we will obtain a 

permutation that is close to the reverse of the original. In the case that the data 

contains anchors the linear program may have to be solved twice: once for Xp^p^ = 1 

and once for Xp^p^ = 0. 

Given this additional constraint, a solution to the above described relaxation of 

our integer linear programming formulation will yield a valid probe permutation if 

a unique valid permutation exists. 

Theorem 5.1 A zero cost solution to the linear program 

H  ̂  •  ( 1 -  i p c )  +  N  - t p c - i l -  d p ^ ) )  

c  p  

!• ^p.p, 1 ^ c p  € [0.1] 

2. Xpipj + Xpjpi = 1 
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A B C D E F G 

CI — — 

C2 — — 

C3 -• «-

C4 

C5 — 

Figure 5.1: An example layout of clones and probes. 

3 .  (1 ^ P x n )  "I" (1 ^ P 7 P z )  "f" (1 ^Pic) + ^P2C + (1 ^P3c) ^ 1 

C = 1 , - - - , A ^  P 1 , P 2 , P 3  =  P I ^ P 2 7 ^ P 3 .  

^ P j P k  ~  1-

corresponds to an integer solution in the case that the input data is consistent, i.e., 

it represents an interval graph, and there is a unique valid permutation. 

Proof: Let li,.. .Ji,pj,bi,... ,bm,Pk,ri,... ,rn be the ordering along the chromo

some of a set of connected probes. As is clear from the ordering, in this proof we 

will assume that pj is to the left of pk. In the case that pj is to the right of p^, our 

proof still goes through, except that the solution to the linear program produces the 

reverse ordering r„,..., rj.pjt, 6^, •••, 6i,pj,/i. In figure 5.1, let B = pj and 

E = Pk-

We will first show that having set = 1, the values = 1 are forced 

by our constraint system for all probes py that are to the left of probe pt- By 

proposition 5.1, there is a clone Ci such that it has exactly one of pj or pk incident 

to it — suppose that pj is incident to Cp By the same proposition, there is at least 

one more probe, say pu,, also incident to Ci. In figure 5.1 Ci = Cl, and A = p^,. Now 

consider the constraint 

^pjpk + ̂ PkPw + ̂ cipj + ^cipu, — ^cipfc ^ 3 (•5-4) 

It is evident that a solution of zero cost has t-p^ = dpc for all p,c. In the case of 

equation 5.4 tdpjJdp,^ = 1, and tc^p^ = 0. Also, we are given that Xp^p^, = 1. 
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A B C D E F G 

CI — — 

C2 — — 

C3 — 

C4 • • • 

C5 

C6 — 

Figure 5.2: A layout of probes and clones in which there are no probes py between 
Pj = B and pk = E that are both incident to a clone containing pk and a clone not 
containing pk. 

Given these constraints, equation 5.4 is satisfied only if x-p^p^ = 0, which means 

that = 1. By repeated application of this procedure, Xp^p^ = 1 is forced for all 

probes py that are to the left of pk and share a clone c,- with a probe p^ such that 

^pwpk — Vk is not incident to c,-. 

Now consider the case of all probes 6, to the left of pk such that 

= 1) =i> {dp^cj = 1) (5.5) 

That is, probe pk is incident to all clones that contain probes 6,-. In figure 5.1 

D = 6,-. We would like to show that xt^p^ = 1 is forced by the constraints. We first 

consider the Ccise of probe 6„,, the probe immediately to the left of pk in the probe 

permutation. 

Given probes bm and pk, we know that there is a clone cj such that both b-m and 

Pk are incident to it, and there is a probe I also incident to Cj for which x/p^. = 1 is 

known. That such an I exists is seen by noting that there is a set of clones connecting 

Pj to Pk- In the set of probes L to the left of pk and incident to this set of clones, 

there may be a rightmost probe that is both, incident to a clone with pk and is also 

incident to a clone not containing pk- We have already shown that if there is a clone 

containing pj and not pk, then for all such probes it can be inferred that they are 

to the left of pk- In figure 5.1, C = I. In the case that there is no such rightmost 
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probe, Pk is incident to all clones containing probes in L. But then we have a clone 

with both pj and pk incident to it, and I = pj. Figure 5.2 illustrates such a layout. 

As bjn and pk are distinguishable, there is a set of clones ci,..., c„ that contain 

Pk and not bm- In figure 5.1 clones C'4 is such a clone. Consider the longest such 

clone c . The following two cases may occur. 

1. F(c') ^ F { c j ) .  Informally, the set of probes incident to c  is not entirely 

contained in the set of probes incident to cj. This case holds in figure 5.1, as 

probe G incident to C4 is not incident to clone C3 = Cj. 

2. F(c') C F { c j ) .  That is, all probes incident to c  are also incident to C j .  

In case 1, there is a probe r, incident to c', and not incident to Cj. This leads to 

the following series of events. 

(1.1) Xr^l + Xlp^ + "I" ^c'pfc ~ ^c'l — ^ ^ ̂ r,/ = 0 

Therefore x/r, = 1-

(1.2) X/r, "I" ^r,pk ^Cjl "t" ^CjPk ^ 3 ^TtPk ~ 0 

Therefore Xp^r, = 1-

(1.3) Xp^.r, + ̂ r,bm "t" ^CjPk + ̂ Cjbm ~ ̂ Cjr, ^ 3 ^nbm ~ ^ 

Therefore X6^r, = 1-

(1.4) Xp^6„ + Xj^r, + < 3 ^Pkbm — 0 

So finally, Xb^p^ = 1. 

We now consider the case 2. As all probes r, 7^ pk incident to c are also incident 

to Cj, there is a clone c" that distinguishes between pk and r,. Note that any clone 

containing pk and some r,- has to contain r^. Therefore in the following, we consider 

r,- = Ti. To distinguish between pk and ri, c" may contain one of either ri or pk, 

but not both. 

(2.1) Ifc contains pfc and not ri, then it perforce contains 6,^1. In this situation 

there is no clone that distinguishes between the permutations bm,Pk,i~i': 



69 

and ri,pfc,6,n» and both permutations are valid. Figure 5.3 illustrates 

this situation when D = bm, E = pk, F = ri, C5 = c', and C4 = c". 

Therefore there is no unique valid permutation, a contradiction to our 

original cissumption. 

(2.2) If c "  contains ri and not p k ,  then it contains some other probe r j  to 

the right of pk- If rj is also incident to cj, there is a clone that has to 

distinguish between rj,ri. Continuing, as we have a finite number of 

clones, one of two cases will occur. We may eventually find a clone that 

contains some probe that is not incident to Cj. At this point we can 

repeatedly apply case I, to show Xb^p,^ = 1. If there is no such probe 

Ty, then we revert to case 2.1, and have no unique valid permutation. 

Figure 5.4 illustrates this case, with C5 = c", G = rj, and H = r^. 

The case for forcing = 1 follows similarly. Finally, if all clones that contain 

Pj a l s o  c o n t a i n  p k ,  i t  r e m a i n s  t o  b e  s h o w n  t h a t  f o r  a l l  p r o b e s  / , •  t o  t h e  l e f t  o f  p j ,  

xitPk = 1 is forced. Letting pj be immediately to the left of pt, and be immediately 

to the left of pj, an argument exactly the same as above can be made to show that 

x/,p^ = 1 is forced. Hence we have shown that for all probes py to the left of p;- the 

constraint system forces = 1. Using symmetry it can be shown that Xp^p^ = 1 

is forced for all probes p^ to the right of probe pj. For all probes r, to the right of 

Pfc, we can show in a manner similar to the above that Xp^r, = 1 is forced by the 

A B C D E F 

CI —• 

C2 — •— 

C3 — —— 

C4 — 

C5 • 

Figure 5.3: A layout of probes and clones that conforms to Ccise (2.1). Both probe 
permutations {D, E, F) and (F, E, D) are valid. 
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A  B  C D E F  G H  

CI — — 

C2 — — 

C3 — — 

C4 ' * 

C5 

C6 -• — 

Figure 5.4: A layout of probes and clones that conforms to case (2.2). Clone C6 
a n d  p r o b e  H  i s  u s e d  t o  i n f e r  b a c k w a r d s  t o  X Q E  =  

variables Xp^r, = 1- Also for all probes /,• to the left of pj, xi^p^ = 1 is forced by the 

variables xi^p^ = 1. 

All that remains to be shown now is that an integer value is be forced on every 

variable for arbitrary probes pa,pb- This is fairly easy now — we have shown 

that integer values have been forced upon all the variables ^p^pai ^papk'' ^PjPa-

Of these variables, we start with any one whose value is 1. Using that variable, 

in a manner exactly as above, an integer value is forced upon the variable Xp^p^. 

Theorem 5.1 | 

In the case that there are several valid permutations, the above theorem is still 

useful. It shows that integer values are forced upon all variables Xp^p^, Xp^p^ such 

that there is exactly one direction in which pa can be placed with respect to pj.ph 

in all valid permutations. The only variables that are assigned a fractional value 

are those for which there is more than one placement. We can therefore continue 

inferring a valid permutation by setting to 1 any of the remaining variables that 

currently are set to a real value, without affecting the correctness of the final probe 

permutation produced. 

Corollary 5.1 Given a solution to the linear program in theorem 5.1 for consistent 

i n p u t  d a t a  w i t h  m o r e  t h a n  o n e  v a l i d  p e r m u t a t i o n ,  a n y  o n e  o f  t h e  r e m a i n i n g  X p ^ p ^  

variables with fractional value can be set to one and the program re-solved to obtain 
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a solution of zero cost with fewer variables being set to a fractional value. 

5.2.3 Further Relaxations — Removing Constraints 

Our formulation requires 0 { M N  + variables and 0 { i V P N )  constraints. For a 

realistic project size M may be around four thousand and N may be five to si.x 

thousand. A linear programming formulation for such a data size would require of 

the order of thirty-six million variables and thirty two trillion constraints! 

Motivation behind Reducing Constraints. Faced with the problem of mak

ing our formulation practical, we were motivated by, and borrowed several ideas 

from, cutting plane and branch and cut algorithms for solving combinatorial opti

mization problems, as described in Jiinger et al. [JRT95], and Padberg and Grotschel 

[PG85]. 

One of the main thrusts of cutting plane methods is that the tightest inequalities 

(or cutting planes) are those that represent a facet of the integer polyhedron repre

senting the solution space. Also, for NP-complete problems, the traditional method 

of listing all constraints over which the objective function has to be optimized, 

breaks down. In practice, there is evidence that often a small, suitable subset of all 

facet inducing inequalities actually suffices in obtaining optimal solutions. Hence, 

starting with a linear programming relaxation, branch and cut methods add in facet 

inducing inequalities to the system of constraints on the fly. 

Motivated by these idezis, we decided to determine the set of inequalities that 

were the most constraining, and remove from our set all other inequalities. We did 

not in fact use branch and cut algorithms due to software limitations. However, we 

believe that these algorithms are a very general, and should be used when possible. 

Reducing Betweenness Constraints. We first reduce the number of be-

tweenness constraints as these are the biggest cause of blowup in our formulation. 

Note that the constraint 

^PlP2 ^P2P3 ^PlC "t" ^P3C ^P2C ^ 3 (S'S) 

is constraining only in the case that a^pjpj, a-pjpj, fp,c, ipjc all equal one and ip^c equals 
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zero. Informally, when probe p2 is determined to be between probes pi and p3, pi and 

P3 are determined to be incident to clone c, and p2 is determined to not be incident to 

c. Recall that as the objective function is heavily dependent upon the values of the 

variables tpc, a solution to the linear program sets these variables to be very similar 

to the input data values, i.e., tpc ~ dpc- Thus the only time the inequality 5.6 forces 

the setting of the Xp^p^ variables is when the probes pi and pz are incident to clone 

c and p2 is not incident to c in the input data, i.e., dp^^ = dp^c = 0 and dp^c = 1-

We remove all betweenness constraints that do not force the Xp,p2 variables. Recall 

that the width W of a clone is defined as the number of probes incident to it. The 

* M .  As W  number of betweenness constraints left in our formulation is 

V " / 
is usually between 2 and 4, we have a quadratic number of betweenness constraints 

left. Our intuition is that several of the remaining betweenness constraints are in 

fact facets of the integer polyhedron. 

Removing Transitivity Constraints. The formulation also contains tran

sitivity constraints cubic in the number of probes. For 1500 probes, this implies 

3.475 X 10® transitivity constraints. In the case of input data that contains no 

errors, we observe in theorem 5.1 that the anti-symmetry and the betweenness con

straints are the only ones necessary to obtain a valid permutation. The transitive 

constraints are implicit in the betweenness constraints in the case of noiseless data. 

We find the transitive constraints to be most necessary in the presence of false pos

itives. In chapter 6, section 6.1 we will show how to cope with false positives. As 

the resulting data contains a very low percentage of false positives and chimeras, we 

can afford to remove all transitive constraints from our formulation and still obtain 

good initial permutations. 

Relaxing Anchor Constraints. Next, recall that introducing anchors into 

the input data increased the number of variables and constraints in our formulation 

by |-4| and 0{\A^) respectively. Usually, the probability that an anchor has been 

incorrectly placed along the chromosome is very small. .Also the probability that two 

consecutive anchors are incorrectly placed is negligible. Therefore, given the anchor 
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ordering 01,02, - , a|>i|, we may compute the approximate number of anchors that 

are incorrectly placed in the map using the equation 

1) "t" "I" " * ' "f" ^0|^|_ia|^| ) 

We thus remove |/l| variables and constraints from our formulation, and 

instead include in the objective function the equation 

G (  ( | . 4 | - 1 ) E S ' , " " ' )  

All the reductions described above are not enough as there are still a quadratic 

number of variables and constraints left (of the order of twenty million constraints 

and variables). To be able to use our linear programming heuristic, we discuss in 

chapter 6, methods for decomposing the data set into smaller subsets, each of which 

may be ordered individually without significant loss of correctness. 

5.2,4 A Probe Ordering Heuristic 

In the case of noisy data, the values assigned to the variables by the linear program 

will be forced to be fractional to satisfy the betweenness constraints at least cost. 

Motivation behind the Heuristic. We note that in the case of noiseless data, 

the values of the Xp^p^ define a permutation of the probes. There are two simple ways 

of recovering this permutation from the variables. Both depend upon the creation 

of a complete digraph that contains the probes as vertices, and the weight upon a 

directed edge (pj,pk) is given by the value of the variable Xp^p^. Given this graph, 

we can proceed cis follows. 

1. If we interpret the edges of 0 weight as being non-existent, then a topological 

sort of the graph results in a probe ordering. 

2. We construct the permutation incrementally by picking a leftmost probe at 

each step. Let U be the set of probes that have not been assigned a position in 

the permutation yet. The probe p, picked to be leftmost is the one for which 

^ p p t  
P.€U 
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is maximum. 

Both methods lead to a correct probe ordering. We use the second method as the 

basis for our ordering heuristic in the case that the values of are fractional. 

Another motivation behind the particular heuristic we used was that it has been 

used in finding approximate solutions to the linear ordering problem [ReiS5]. Reinelt 

[ReiS5] describe empirical evidence that this heuristic, when combined with an op

timizing heuristic, performs very well for the linear ordering problem — solutions 

differing from the optimum by about 0.5% were calculated by it. 

The heuristic. Given the objective function in the current form, the cost of 

a probe ordering mostly depends upon the tpc variables. So to minimize the value 

of the objective function, the linear programming solution sets tpc approximately 

equal to dpc, and the results of forcing of fractional values to satisfy the constraints 

mostly appears in the Xpjp^ variables. 

We compute the solution to the linear program formulated as above. The values 

of the variables Xp^p^ are interpreted as the weight assigned by the constraint system 

to probe pj being to the left of probe pk- Then consider the complete digraph 

G = (F, E) such that the set of probes is its set of vertices. There are directed edges 

between each pair of probes, and the weight on each edge is the value of Xp,p^ as 

computed by the linear program. As mentioned earlier, in the case that all Xp.p^ 

have integer values, a topological sort of the vertices in G yields an optimal probe 

ordering. In the case that the values of Xp,pj are fractional, we would like to find a 

vertex ordering such that the sum of the weights of all the edges going from left to 

right is maximized. That is, 

ma.x[ ^'r(i),r(fc)] (S-T) 
K { j ) < v { k )  

Recall that this is the classical linear ordering problem, and therefore it would be 

very expensive to compute it exactly. 

To compute an approximate ordering, round the weights of the edges when pos

sible, i.e., when the weights are greater than 0.5 +e, or when they are less than 0.5 
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—e, e = 0.1 in our case. Let be the probe permutation computed thus far, and let 

U  be the set of vertices not yet placed in the permutation. For each vertex p,- € U, 

compute the sum 

^pipj (s-is) 
P,eu 

Informally, for each vertex that has not been placed, compute the sum of weights 

of all the outgoing edges from the vertex to all other vertices that have not been 

placed. If there is a vertex for which equation 5.8 is maximized, it is removed from 

U and placed at the right end of Tr^. If there is a tie, let T be the set of vertices 

tied for the k + position in ~fc. For each vertex pi G T, place it in Tr^, and 

generate a new linear program with all previously discussed constraints and the 

constraints imposed by having selected the probe p,- to be the leftmost probe with 

respect to all unplaced probes, minus the constraints that involve all other probes 

in TTfc. Compute the new value of the objective function. One of the vertices u € T 

for which the objective function is minimum is selected as being at position k + I 

in the permutation. Figure 5.5 gives the pseudocode for the heuristic. 

5.2,5 Improving Initial Permutations 

The performance of the heuristic for producing probe orderings presented in Figure 

5.5 depends heavily upon the points where there is more than once choice of probe 

for a given location in the permutation. In the case that an incorrect probe is 

selected at such a point, often a "break" occurs in the permutation. A break in the 

probe permutation TT is simply a point where the clone neighbourhoods of two probes 

adjacent in TT have very little or nothing in common. Hence the probe permutations 

produced by the linear programming heuristic are characterized by blocks of probes 

such that the permutation of probes within a block is close to being correct but 

the ordering of the blocks may be incorrect. This observation leads to the following 

strategy for improving the permutation of probes produced by a run of the linear 

programming heuristic. 

Let thresh be an integer that varies from 0 to 20. Iteratively identify a block 

of probes, say p,-,p,+i, • • •,PJT, within TT, such that \N{pi H ./V(p,_i)| < thresh and 
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U  <- {pi^ • • * ^ P M} 
;r <— 0 
while U 0 do 

maxout = 0 

for f <— 1 to M do 
if {pi 6 U) then 

outgoing[p,] f- Epjscrxp.pj 
if (outgoing[/j,] > maxout) then 

next-vertex <— {p,} 
maxout •«— outgoing[p,] 

else if (outgoing[p,] = maxout) then 
next-vertex <— next-vertex U{p,} 

if (I next-vertex I = I) 
TT,- f- next-vertex 

else 
new-objective-val <— oc 
for each p, 6 next-vertex 

objective f- solve-linear-program(7r U p, ) 
if (objective < new-objective-val) 

next-vertex <— p,-

TTi <— next-vertex 
U <r-U - -i 

Figure 5.5: The probe ordering heuristic derived from the integer linear program
ming formulation, solve-linear-program is a procedure that generates and solves the 
constraints described in the linear program formulation of physical mapping for the 
probes in U. 

\ N { p k  n N { p k + i ) \  <  t h r e s h .  Check whether moving the block to a break at location 

j when \N{pj) D iV(p,)| > thresh, and \N{pj+i) n N{pk)\ > thresh, or inverting the 

block when \N{pj) fl iV(pfc)| > thresh, and |iV(pj^.i) fl A'^(p,)| > thresh reduces the 

cost of the objective function. Repeat this process until no more improvement in 

score occurs for a fixed number of iterations. As the initial solution usually contains 

few blocks of probes, this algorithm leads to very fast convergence to a permutation 

of low score. This algorithm is essentially the 2-OPT local search algorithm used by 

.A.lizadeh et al. [AKVVZ95a], except that our moves are non-random. In all cases, 

our algorithm converged to a near-optimal solution after 5 to 10 moves. 
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5.2.6 Using Cutting Planes 

An option besides relaxing the integer constraint on the integer linear program 

to make the problem practical, is to use cutting plane techniques [JRT95, Rei94] 

to solve the problem optimally. In these algorithms, an integer solution is found 

for an unconstrained version of the problem. Then violated constraints that are 

facets of the solution space's integer polyhedron are added in successively until an 

optimal real or integer solution is found. If the optimal solution is real, branch and 

bound is performed to obtain an optimal integer solution from the real solution. 

Depending on the type of constraints being looked at, a large amount of time may 

be spent discovering those that are violated. For example, it takes O(M^) time to 

discover all the transitive constraints that are violated in our problem. -A.lso, for 

integer linear programming formulations of NP-complete problems, the polyhedron 

representing the solution space hcis a larger than polynomial number of facets. Hence 

often heuristics are resorted to for selectively discovering violated inequalities. The 

reason that cutting plane or branch and cut techniques are a desirable option for 

finding optimal solutions to integer linear programs is that in practice a program 

that may require several million constraints may be solved optimally with only a 

very small subset of the constraints being actually used. Grotschel et al. [GJRS4] 

and Mitchell et al. [MB95] have employed interior point cutting plane methods for 

solving linear ordering problems. Our relaxed linear program heuristic for generating 

probe orderings has borrowed some elements from the cutting plane approach. In 

particular, recall from section 5.2.3 that we solve the linear program with only a 

subset of the constraints in the original integer linear programming formulation. 

5.2.7 Results 

In this section we present example probe permutations produced by runs of the linear 

programming and optimizing heuristics. We present results for both real mapping 

data for drosophila, generated at Lawrence Berkeley Labs, and simulated data. 

Simulated Data Used. Recall from section 4.1 that the left end points of the 

clones form a Poisson process of rate C along the genome. C is the clone coverage, 
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and we varied it between 5 and 7. Clone lengths were chosen randomly and uniformly 

between a pre-specified interval [mm/en, maxlen]. Each clone wcis specified chimeric 

with probability x = 0.01. The probes form a Poisson process of rate W along 

the normalized clone length. W is the rate of probe incidences per clone. We used 

= 3,4 for our experiments. A probe is e.xtracted from the end-point of a clone 

with a .30% probability, and a probe is designated an anchor with a probability of 

20%. For clone fingerprints, we varied the false negatives between 10% and 20%, and 

false positives between 0.01% and 1%. Note that we use a low rate of false positives 

and chimeras as we use the linear programming heuristic only on sections of the 

data that have been cleaned up according to the algorithm presented in section 6.1. 

We do show the results of running the linear programming heuristic on one set of 

data with false positive and chimera rates of 10%. 

The data sets used typically had between -5000 and 8000 clones, and between 

3000 and 4000 probes. 

Characteristics of Real Data. The data from the drosophila mapping project 

has a clone coverage of 5, and a probe coverage of 2. The false negative rate is 

estimated at around 20%, the false positive rate as somewhere between 4% and 

10%, and the chimera rate is practically zero. A little more than 50% of the probes 

have been e.xtracted from the ends of clones, and 41% of the probes are anchors. 

The data consisted of 7446 clones and 3120 probes. 

Preprocessing the Data Sets. The above described data sets were first pre-

processed to isolate sets of probes and clones that were relatively free of false pos

itives and chimeras. This pre-processing is described in detail in chapter 6. section 

6.1. After this pre-processing, probe orderings were found using the linear program

ming and optimizing heuristics described in sections 5.2.4 and 5.2.5. The object of 

the graphs to be presented is to focus on the quality of the solutions produced by 

our heuristics, when it is run on sections of data largely free of chimeras and false 

positives. 

We do also present the results of running our algorithms on data that has not 

been pre-processed and hence contains high rates of chimeras and false positives. 
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Probe 
Set 

.Average Clone 
Set 

Average Constraint 
Set 

Original Constraint 
Set 

15 22.11 3090 78,225 
20 25 5778 208,400 
30 37.75 16,727 1,155,362 
57 75 56,791 14,077,917 

Table 5.1; Given data witii clone coverage 5, and probe rate 4, the average num
ber of clones associated with probe sets of particular sizes, as well as the number 
of constraints generated by our relaxation, and a lower bound on the number of 
constraints required without relaxations. 

These results are presented in figures 5.14, 5.15. Due to practical considerations 

such as the number of constraints generated, the data sets for which we ran our 

algorithms without pre-processing were small, typically containing between a 100 

and 150 clones and .30 to 70 probes. The error characteristics were the same as 

described previously. 

For different size probe sets, table 5.1 gives average numbers for the number of 

clones associated with the probe set, the average number of constraints generated 

after all relaocations are applied, and a lower bound on the number of constraints 

that would have been required without the described relaxations. 

Permutations of Sections of Real Data. The graphs in figures 5.6, 5.7, 

and 5.S, refer to random samples from the real mapping data from the drosophila 

mapping project at Lawrence Berkeley Labs. In the graphs in these figures the 

optimal probe ordering is along the x-axis. In the top graphs in these figures, the 

probe ordering computed by the linear programming (LP) heuristic is plotted along 

the y-axis. In the bottom graphs the probe ordering due to LP followed by swapping 

is plotted along the y-axis. 

Permutations of Sections of Simulated Data. The graphs in figures 5.9, 

5.10, 5.11, 5.12, 5.13, 5.15, and 5.14. refer to random samples from simulated data. 

The x-axis in the graphs in these figures represents the original permutation, which is 

known as the data is simulated. In the top graphs in these figures, the probe ordering 

computed by the linear programming (LP) heuristic and the optimal ordering are 
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both plotted against the y-axis. The bottom graphs plot the both the probe ordering 

computed by the linear programming (LP) heuristic followed by swapping, and the 

optimal ordering along the y-axis. Note that because of the pre-processing done 

to isolate sections of data that are mostly free of false positives and chimeras, the 

legends indicate a lower rate of false positives and chimercis than the one described 

above in the simulated data characteristics. 

Estimating the Quality of the Results. The quality of the computed per

mutations can be estimated by how closely the plot follows the diagonal or the 

anti-diagonal. We also estimate the number of adjacencies computed correctly for 

each probe, i.e., we compute the percentage of left and right neighbours computed 

correctly for all probes. The following observations hold for the computed permu

tations. 

• In all cases, neighbouring probes in the original or optimal permutations are 

usually neighbouring in the computed permutations. For the drosophila map

ping data, the average ratio of the adjacencies found in a computed permu

tation (after linear programming and optimizing) and the adjacencies in the 

optimal permutations was 0.895. For simulation data of varying characteris

tics, this average ratio was 0.934. 

• For both simulated and real data, the computed permutations are very close 

to the optimal permutations. For the drosophila mapping data, the average 

ratio of the score of the computed permutation due to linear programming and 

optimizing and the score of the optimal permutation was 1.47. For simulated 

data of various characteristics, this average ratio was 1.46. To give perspective 

on this ratio, the table 5.2 presents the probe set size, the absolute score 

of the heuristic permutation (after linear programming and optimizing), the 

absolute score of the optimal permutation, the ratio of the two absolute scores, 

the number of inversions (i) and translocations (t) required to edit the initial 

permutation into the optimal one, and the extra false negatives (fn), false 

positives (fp), and mislocated anchors (ma) along with their absolute weights 
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Figure Heuristic Optimal Ratio Inversions Errors Called 
Score Score Translocations 

Figure 5.6 20.43 12.82 1.59 1 (i) + 1 (t) 3 fn (1.6) + 1 ma (2.94) 
Figure 5.7 31.97 14.00 2.28 l ( i )  
Figure 5.8 17.21 12.82 1.34 l ( i )  1 fp (4..3S) 
Figure 5.9 11.20 9.60 1.16 1 0) 1 fn (1.599) 
Figure 5.10 38.76 25.17 1.54 1 CO 1 fp (4.38) + 1 ma (9.21) 
Figure 5.11 15.58 15.58 1 0 
Figure 5.12 9.18 4.8 1.9 1  ( t )  1 fp (4-38) 
Figure 5.1.3 11.19 9.6 1.16 1  ( i )  1 fn (1.599) 

Table 5.2: A perspective on tlie quality of the permutation as estimated by the 
ratio of the heuristic score to the optimal score, versus the number of inversions 
and translocations required to edit the heuristic permutation into the optimal one. 
The last column represents the extra false negatives (fn), false positives (fp), and 
mislocated anchors (ma), called for the heuristic permutation. 

in parentheses, called for the heuristic permutation, for each of the graphs 

displayed in the figures 5.6, 5.7, 5.S. 5.9, 5.10, 5.11, 5.12, and 5.13. 

• Most differences between the computed permutation and the original permu

tation involve swaps between probes or blocks of probes at adjacent positions. 

• It is also clear that for all data following the linear programming heuristic by 

swapping reliably results in very nearly optimal probe permutations. In fact, 

it is debatable that a procedure such as branch and bound, that finds optimal 

solutions, is even necessary, given the quality of the permutations that result. 

• Notice also that the percentage of adjacencies detected is a very stringent 

measure of the quality of the permutation produced, and is very pessimistic. 

The number of translocations and inversions required to obtain optimal probe 

orderings would be a better indicator of the quality of the permutations pro

duced. 
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Figure 5.6: Real data. Clone coverage 5, Probe coverage 2, false negative rate 0.20. 
false positive rate 0.01, and chimera rate 0. The top graph plots the results of the 
LP heuristic against the optimal probe permutation. The bottom graph plots the 
results of the LP/Optimizing against the optimal probe permutation. 
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Figure 5.7: Real data. Clone coverage 5, Probe coverage 2, false negative rate 0.20, 
false positive rate 0.01, and chimera rate 0. The top graph plots the results of the 
LP heuristic against the optimal probe permutation. The bottom graph plots the 
results of the LP/Optimizing against the optimal probe permutation. 
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Figure 5.8: Real data. Clone coverage 5, Probe coverage 2, false negative rate 0.20, 
false positive rate 0.01, and chimera rate 0. The top graph plots the results of the 
LP heuristic against the optimal probe permutation. The bottom graph plots the 
results of the LP/Optimizing against the optimal probe permutation. 
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Figure 5.9: Simulated data. Clone coverage 7.5, Probe coverage 4, false negative rate 
0.20, false positive rate 0.01, and chimera rate 0.01. The top graph is of the results 
of the LP heuristic and the optimal probe permutation plotted against the original 
probe permutation. The bottom graph is of the results of the LP/Optimizing and 
the optimal probe permutation plotted against the original probe permutation. 
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Figure 5.10: Simulated data. Clone coverage 7.5, Probe coverage 4, false negative 
rate 0.20, false positive rate 0.01, and chimera rate 0.01. The top graph is of the 
results of the LP heuristic and the optimal probe permutation plotted against the 
original probe permutation. The bottom graph is of the results of the LP/Optimizing 
and the optimal probe permutation plotted against the original probe permutation 
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Figure 5.11: Simulated data. Clone coverage 7.5, Probe coverage 4, false negative 
rate 0.20, false positive rate 0.01, and chimera rate 0.01. The top graph is of the 
results of the LP heuristic and the optimal probe permutation plotted against the 
original probe permutation. The bottom graph is of the results of the LP/Optimizing 
and the optimal probe permutation plotted against the original probe permutation. 
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Figure 5.12: Simulated data. Clone coverage 5, Probe coverage 4, false negative rate 
0.20, false positive rate 0.01, and chimera rate 0.01. The top graph is of the results of 
the LP heuristic and the optimal probe ordering plotted against the original probe 
permutation. The bottom graph is of the results of the LP/Optimizing and the 
optimal probe permutation plotted against the original probe permutation. 
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Figure 5.13: Simulated data. Clone coverage 5, Probe coverage 4, false negative 
rate 0.20, false positive rate 0.01, and chimera rate 0.01 The top graph presents the 
results of the LP heuristic and the optimal probe ordering plotted against the original 
probe permutation. The bottom graph is of the results of the LP/Optimizing and 
the optimal probe permutation plotted against the original probe permutation. 



90 

I 
•5 

40 
Ongtnol 

fit) 

3<) 4{) 
Ongiiul 

Figure 5.14: Simulated data. Clone coverage 5, Probe coverage 3, false negative 
rate 0.20, false positive rate 0.1, and chimera rate 0.1. The top graph presents the 
results of the LP heuristic against the original probe ordering, and the bottom graph 
presents the results of the LP/Optimizing against the original probe ordering. 
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Figure 5.15: Simulated data. Clone coverage 5, Probe coverage 3, false negative 
rate 0.20, false positive rate 0.1, and chimera rate 0.1. The top graph presents the 
results of the LP heuristic against the original probe ordering, and the bottom graph 
presents the results of the LP/Optimizing against the original probe ordering. 
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5.3 Summary 

In this chapter we described a new formulation for parsimonious physical mapping. 

This formulation is versatile and has the potential for representing uniformly the 

heterogeneous constraints imposed upon valid probe permutations by different types 

of data. We used this formulation to derive a heuristic for picking good initial probe 

orderings. It is important that heuristics provide good initial solutions as the better 

the initial solution, the faster the convergence to a good solution by a combinatorial 

optimization procedure. Figure 5.16 gives a roadmap of the entire algorithm we use 

to obtain probe permutations. 

Unfortunately, the formulation is impractical for realistic sized data sets due to 

the large number of variables and constraints required to represent the data. We 

therefore need techniques for decomposing the data into sets that can be ordered 

individually and then combined to get maps. 
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Figure 5.16: The steps used in obtaining our algorithm for obtaining good probe 
orderings. 



94 

CHAPTER 6 

DATA DECOMPOSITION AND PROBE ORDERING 

In the previous chapter we described a new, versatile formulation for parsimo

nious phj'sical mapping. The biggest hurdle to putting the formulation to practical 

use is the number of constraints required by it. A real-life medium scale mapping 

project may have anywhere between five thousand to eight thousand clones and 

twelve hundred to three thousand probes. Our formulation of physical mapping is 

very similar to the formulation for the classical linear ordering problem. The up

per limit on currently tractable sizes of the linear ordering problem using cutting 

plane methods is graphs with up to eighty vertices (vertices correspond to probes 

in our context) [MB95|. Even with the use of relaxations to reduce the number of 

constraints needed to solve the problem, the sizes of real world mapping problems 

are quite beyond the ken of current software for linear programming. Twelve hun

dred probes implies a lower bound of one million variables in a formulation of the 

problem! 

We therefore need not only the relaxations described in the previous chapter, but 

also methods of decomposing the data into smaller, relatively independent subsets. 

The hope is that each of the resulting subsets can be ordered separately without 

significant loss of accuracy. It seems intuitively clear that it should be possible 

to break up the data into smaller sets — after all, the probes and clones whose 

locations are very far apart on the chromosome cannot be very related. It is not 

clear whether global optimization methods such as 2-OPT and simulated annealing 

that explore probe permutations over the entire set of probes can be of great help. 

Unfortunately however, false positives and chimeras tend to relate parts of the data 

that actually are very far apart. 

In this chapter we describe some strategies that localize possible false positives 
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and chimeras and identify parts of the data that seem related but are highly unlikely 

to be so. These strategies help in the decomposition of data into smaller sets. 

Section 6.1 describes coping with false positives and chimeras. Section 6.2 describes 

computing local probe orderings. Section 6.3 describes further rules for detecting 

anomalies in the data. Finally, section 6.4 evaluates the final results. 

6.1 Coping with Chimeras and FsJse Positives 

Physical maps in which portions of the genome that are far apart are put together as 

being consecutive are a result of the presence of chimereis and false positives in the 

data. This is why false positives and chimeras are a much more troublesome type 

of error in comparison with false negatives, which at best lead to small inversions 

in the probe ordering and at worst make the map discontinuous. This is borne out 

by previously designed algorithms due to .A.lizadeh et al. [.A.KWZ95a] — according 

to them their sorting and splitting heuristics for producing initial probe orderings 

start running into trouble when the rate of false positives in the data is greater 

than 1%. It is therefore in our best interests to localize the sites in the data where 

these phenomena occur. Central to our observations in the following sections is 

the assumption that both chimeras and false positives are considered to be random 

occurrences. Recall that in section 3.6.2 we defined a contig to be an ordered set 

of clones. 

6.1.1 Clustering 

False positives and chimercis in the observed data lead to incorrectly inferred overlaps 

between clones. This leads to the formation of incorrect contigs. To build contigs 

correctly it is important to first cluster together probes and clones that are highly 

likely to occur in a contiguous section of the chromosome. Recall that N^{pj) is the 

set of clones incident to probe pj. Given a threshold w, we claim that the probes 

Pj and pk are in the same neighbourhood if |iV(pj) D N{pk)\ > w. Informally, two 

probes are highly likely to belong to the same region of the chromosome if they are 

both incident to at least w of the same clones. Thus clones are used as witnesses to 
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probe locality. 

Definition 6.1 Given two probes pi and pj, pi and pj are w-witnessed if |iV(pj) fl 

l^{pk)\ > w. 

As false positives and chimeras are assumed to be random events, it is highly im

probable that there would exist w independent clones that are chimeric with respect 

to the same two subintervals. or have probes from the same two regions as false pos

itives on w clones. 

lo-witnessing probes results in a partition, say P P ,  of the probes. Let PP, be a 

block of neighbouring probes in PP. If S is the rate of false positives in the data, 

the probability that a probe pj € PPi should not be in PP, is S"'. In practice, given 

(J < 0.1, ly set to two or three achieves an adequate level of accuracy. The cluster 

of clones C, defined by PP, is 

C , =  U  i V l p O n i V f e )  
Pi<Pi€PP, 

Informally, a clone belongs to a cluster if at least two probes in the same neighbour

hood are incident to it. 

Comparing Clustering and Clone Overlap Inference. It is important to 

note here that the just described technique for clustering clones leads to neighbouring 

clone sets different from those formed by using the more standard technique of fitting 

together every pair of clones that share two or more probes in common. The latter 

technique leads to incorrect joinings due to the presence of chimeras in the data. 

Because of chimeras, two clones may share a number of probes in common while 

not actually being from the same neighbourhood on the chromosome. Figure 6.1 is 

an example of the case where the two techniques result in the formation of different 

contigs. 

Drawbacks of Clustering. Although clustering certainly excludes most false 

positives from a probe neighbourhood, it has the drawback of excluding from the 

neighbourhood those probes whose presence in the area has fewer than w witnesses. 

These incorrectly excluded probes are often located at the two ends of the region 
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Figure 6.1: The two types of contig construction, (a) Contig construction by clone 
overlap inference — clones are considered overlapping if they have two probes in 
common, (b) Contig construction by probe clustering — a pair of probes are in the 
same cluster if they are both incident to at lezist two of the same clones, i.e., w = 2. 

of the genome covered by the clones in the cluster. Such probes are hard to dis

tinguish from the incorrect data. The probes wrongfully excluded from the probe 

neighbourhood play a small role in determining the permutation of the probes in 

the neighbourhood, but often play a central role in connecting the cluster to other 

clusters. So the probes at the outer extremeties of the cluster are important for the 

long range continuity of the map. 

A Previously Suggested Screening Technique. Some of the previously 

proposed methods to screen out false positives from the data include solving the 

Hamming distance travelling salesperson problem given the set of probes as the set 

of cities to be traversed [AKWZ95a]. .A.fter permuting the rows of the data matrix 

D{P,C) to reflect the probe permutation thus obtained, every isolated one that 
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occurs in a column (clone) containing a block of at least two ones is eliminated as 

being a false positive. Clustering achieves similar results with greater simplicity. 

Implications to Genome Coverage. Our clusters are the double-linked is

lands proposed by Arratia et al. [ALTW91]. According to Arratia, the portion of 

the chromosome covered by clusters is considerably less than that covered by contigs 

that are constructed using single probe/clone witnesses (in this case the contig is 

merely the set of connected clones). Recall from section 4.1 that C is the clone 

coverage or expected number of clones covering any random point on the chromo

some. W is the expected number of probes contained in a random clone. Arratia et 

al. [ALTVVQl] show that the proportion of the chromosome not covered by clusters 

tends to (1 + C)e~^ as W —> co. If W = 3, to cover about 95% of the chromosome 

C = 6 is required for clusters, as compared to C = 3.5 for singly connected contigs. 

To achieve 99% coverage of the chromosome by clusters C = 10 is required. As 

scientists aim for C = 5 in typical experiments, doubling the clone coverage makes 

an already labour intensive and large project even harder. It is therefore important 

to not simply discard the clones and probes that are not part of the clusters, and 

place as many of them as possible. If this leads to a reduction of coverage from 

six-fold to even five-fold, it will be a great savings in time and labour. 

6.2 Intracluster Probe Ordering 

After clustering, we use branch and bound to find all optimal permutations for the 

probes within a probe neighbourhood. For branch and bound to be feeisible on a 

large set of probes, heuristics that compute good initial permutations are required. 

Note that even if optimal solutions using methods such as branch and bound are 

not required, good initial solutions are important in the rapid convergence of opti

mization methods such as simulated annealing and 2-0PT. Good initial solutions 

permit large portions of the space of all permutations to be removed from consider

ation (pruned), and so make the search for optimal solutions more efficient. Besides 

the linear programming heuristic described in 5.2.4, we also use a heuristic bcised 

upon end clone information for computing good initial solutions. In the following 
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sections we describe the end clone heuristic and the branch and bound procedure 

for producing optimal probe orderings. 

6.2.1 Using End Clone Information in Intracluster Probe Ordering 

Recall that sometimes the ends of clones are sequenced and converted into probes. 

Thus for some clones, one or both of the probes incident to their two ends are known. 

To illustrate the "extra" ordering information obtained from this data, let clone c, 

be incident to probes ei, 62, Pa- Pbi and Pc, and let ei and Cj be the two probes 

that are extracted from the two ends of q. Then for px € {pa)Pb,Pc}, we know that 

Px lies between (61,62). Notice that in terms of an ordering along the map, this 

could mean that either Ci < Px < 62, or 62 < Px < ei- Given this information, we 

would like to construct a total order on the probes. This is exactly the betweenness 

problem mentioned in the previous chapter, and is known to be NP-complete. even 

in the case that the data contain no errors. 

Nevertheless, end-clone information is very useful in providing a simple and fast 

method for computing good initial probe orderings. Probes from the ends of clones 

are natural splitters of the probe neighbourhood into smaller sets. Consider the 

clone c,- described in the previous example. Its end clones may be used to partition 

the probes into three sets, Si = {cj}, S2 = {62}, and S3 = {pa,Pb,Pc}- The probes 

in each set can be ordered separately, and the resulting orders combined. 

A splitting heuristic. The above idea is extended to the following heuristic 

for obtaining good initial probe orderings. Given a clone cluster C,-, let Ce C Ci be 

the subset of clones for which end probes are known. Let the clones in Cg be in 

order of nonincreasing fingerprint sizes. Start by selecting the first element of Ce, 

say Cm- Insert each of the two end probes of Cm into two separate sets, say 5i,52, 

and the remaining probes in its fingerprint into a third set, say Sz- Now for each 

probe px in the probe neighbourhood of Ci, if Px ^ Si, S2, Sz, insert px into the set 

Sy that contains the probe which shares the most number of clones with px. More 
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formally, Px is placed in the set Sy such that 

= max(max lA'(pj) n A^(px)|). 
•->j P k ^ ^ j  

This process results in the formation of three ordered probe partitions — S3 is highly 

likely to be between Si and SV 

For each of the remaining clones in Ce, create three probe partitions using the 

above procedure. These new partitions can be correlated with, and thus used to 

refine the partitions produced by the first clone Cm- What this means is that the 

initial three sets of probes produced by using the end probes of Cm can further be 

broken into a larger number of smaller sets by forcing them to respect the probe 

partitions created by the end probes of clones c,- € Cg. The refinement of partitions 

may be done using the partitioning algorithm as described in Aho, Hopcroft. and 

Ullman [AHU74]. As the number of clones with end probes known increases, these 

partitions become smaller in size and larger in number, and head towards becoming 

a probe permutation. 

Once all the clones in Ce are e.xhausted, the resulting partitions may still not be 

a permutation. As the partitions are ordered, to produce a probe permutation all 

that remains is to order the probes within each partition. Starting with one end of 

the set of partitions, we order the probes in each partition in turn, thus building a 

probe permutation. At each turn the probe we select next is the probe that shares 

the most number of clones with the rightmost probe in the permutation built thus 

far, breaking ties by selecting the probe that shares the least number of clones with 

the probes in the following partition. 

As this heuristic is designed with intracluster probe orderings in mind, false 

positives do not pose a problem. If present, false positives lead to the presence of 

spurious probes in the middle partitions. False negatives are a bigger problem for 

this heuristic, as the middle partition may not contain all the probes that it should. 

But notice that as clone coverage increases, the probability that a probe that should 

be in a middle partition does not get placed in it becomes very small. 

Previously used splitters. Note that in [.AKWZ95a], .Alizadeh et al. look 
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for probes that split the set of probes into smaller sets. However, they do not use 

the end probe criterion to choose splitters, and they do not use betweenness to find 

probe permutations. Given a probe p, they remove all clones incident to it and all 

the clones entirely included in them along with those probes which are not on any 

clone as a result. If two connected components of probes and clones result, they 

deem p to be a splitter. As end-clone probes are very accurate data, we are ensured 

of biologically accurate partitions without removing clones and probes from already 

lossy data. 

6.2.2 Linear Programming Eind Large Clusters 

Although the end-clone heuristic described above provides good initial probe per

mutations very often, its performance is not as reliable as that of the linear pro

gramming heuristic. For larger clusters, with probe neighbourhoods of size twenty 

or more, the linear programming heuristic provides the best initial probe orderings 

very reliably. However, we have successfully run the heuristic only for probe sets 

of sizes upto si.xty. As probe sets get larger, getting good initial probe orderings 

becomes more critical in the case that we want to use branch and bound to obtain 

optimal probe orderings. We would therefore like to use linear programming on 

larger clusters too. 

Using End Probes. To use linear programming on large clusters, we decom

pose the large probe sets into smaller ones by using end-clone probes in the manner 

described in the previous section. The probe neighbourhood is decomposed into 

partitions that are smaller than sixty each, and the individual partitions are then 

ordered using linear programming. Figure 6.2 is the result of ordering a probe set of 

size 84. The ends from four clones were used to partition the set into smaller sets of 

size 1, 29, 4, 4, 4, 3, 28, 4, 11, and 1, each of which were individually ordered, and 

the results combined. The .x-axis represents the original probe permutation, and 

the y-axis represents the computed permutation. The quality of the permutation 

computed can be assessed by how closely it follows the diagonal. 
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Figure 6.2: Simulated data. Clone coverage S, probe coverage 4, false negative rate 
0.20, false positive rate 0.01, and chimera rate 0.01. 

Reclustering. If end-clone data has not been collected, the cluster could be 

decomposed by increasing the number of clone witnesses required to declare two 

probes to be neighbours, and reclustering. Each of the resulting smaller sets may 

be ordered separately, and the resulting permutations combined. We have not im

plemented this method of decomposition. 

6.2.3 Obtaining Optimsd Probe Orderings 

The initial probe permutation obtained by applications of the end-clone heuristic 

and the linear programming heuristic serves as input to a branch and bound pro

cedure that finds the set of all probe orderings of minimum score. Let be the 

initial probe ordering, and be the cost of the inital ordering. Let the 

score of the best (cheapest) permutation known thus far be 05J(7rjjgg|.). Initially, 

05J(7rjjggj) = Also let denote all permutations that begin 

with the permutation Pi,P2, • * • ,Pi and end with any permutation of the remaining 

probes. 

onciiul 
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Given a probe set to be ordered, we start the branch and bound algorithm by 

choosing one of the probes, say pjt to be at the first location in the ordering. We 

then compute a lower bound on the score of the objective function, OBJ{Trp^.), when 

the permutation starts with pk- If OBJ{np^.) > then all permutations 

that begin with pk have score greater than the score of the current best permutation, 

and are therefore non-optimal. Hence there is no point in exploring permutations 

that begin with pk, and we backtrack, selecting another probe for the first location 

in the ordering. If OBJ{iTp^.) <= 0BJ{7t^Q^^), then pk may be the beginning 

of an optimal probe ordering. So we can continue on by selecting a second probe 

to be assigned to the second location of the permutation. In general, at a given 

step in the algorithm, the first i probes of a permutation have been generated, and 

( 9 5 J ( ~ p ,  < =  0 S J ( 7 r | j g g { . ) .  N e x t ,  a  p r o b e  i s  s e l e c t e d  f o r  t h e  { i  - t - p o s i t i o n  

in the permutation, and a lower bound on the cost of all probe permutations that 

begin with the permutation pi,p2; • • • »Pi+i is computed. If at this point, the lower 

bound is greater than the score of the current best permutation, we backtrack, 

omitting the generation of any permutation that begins with pi,p2, • • • ,P:+i, and 

select another probe for position (j -I- 1) of the permutation. If at some stage, an 

entire permutation has been generated, the score of this permutation is less than or 

equal to 0 B J , and OBJ{~^^^^) may be updated if applicable. The algorithm 

then backtracks and continues searching for other permutations of equal or lower 

score. 

The two important steps in the algorithm are: 

• Selecting the (f + 1)®^ probe, given a permutation pi,p2, • • • ,p,-. 

• Computing a lower bound on the score of all permutations that begin with a 

given partial permutation. 

Generating a Probe. Given the partial permutation pi,p2, • • • ,PM we first 

select the (t + 1)®^ probe in the initial heuristic permutation to extend the partial 

permutation. The next set of choices for extending the permutation are the remain

ing probes in the probe set. in decreasing order of the number of clones they share 
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with Pi- More formally, the probes px for position (z + 1) of the permutation are 

chosen in decreasing order of |iV(p,) n A''(p;r)|- Ties are broken lexicographically. 

Computing a Lower Bound. There are two parts to computing a lower 

bound on the score of all permutations pi,p2. - • • .pi+i,*. The first is computing 

the score of the partial permutation piiP2, - • • ,Pi+i, and the second is computing a 

lower bound on the score of completing the permutation. Computing the score of 

P17P2, • • • ,Pi+i requires one application per clone of the recurrences A(K, B'') and 

A{Vi, E^) developed in lemma 4.1, if the score of pi,p2i'" iPi is stored. It also 

requires 0(lg|A|) time to update the longest increasing subsequence of anchors, if 

anchors are present in the data. 

To compute a lower bound on the score of completing the permutation, let crem 

be the number of probes in the clone that have not been assigned a position in the 

permutation yet. The probes in c^em can be interpreted in one of two ways. It is 

possible that they directly follow pi^i and are consecutive. In this case the column 

representing c matches the pattern E'^. It is also possible that all the probes in crem 

are false positives. In this case the column representing c matches the pattern . 

Hence the lower bound on the score of completing the permutation is: 

min(A(K>i,^'),A(V;+i,S'"-+M + crem*P). (6.1) 
c&Cj 

Recording Permutations Compactly. We record the set of optimal probe 

permutations in a compact manner by recording for each probe, the probes that 

occur to its immediate left in any optimal probe ordering. We also record the number 

of permutations in which probe p,- is to the immediate left of probe pj. We have 

observed that often there is more than one optimal probe ordering. However, any 

two optimal orderings are usually very similar, and differ only in locations of specific 

pairs of adjacent probes which may be swapped from one optimal permutation to 

the other. 

We have been able to find optimal orderings for probe sets of sizes upto 60 in a 

reasonable amount of time (upto one hour) by this method. For larger probe sets, 

branch and bound takes too much time even though the initial permutations are 
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very good. The lower bound function for the cost of completing permutations has to 

be more stringent for branch and bound to be feasible for larger probe sets. A more 

careful look at equation 6.1 will reveal that although the lower bound is reasonable 

for a single clone, it is too generous for a set of clones whose incident probes are 

related. 

6.3 Culling Edges in a Cluster Graph 

Once locally consistent regions of probes and clones have been identified via clus

tering and local physical maps computed, a more globally continuous physical map 

needs to be found. Long range continuity of the physical map can be achieved by 

determining the connections of highest likelihood between clone clusters. To find 

such  pa ths  be tween  c lone  c lus te r s  i t  i s  convenien t  to  look  a t  the  c lus te r  d ig raph  Gc 

of  the  inpu t  da ta .  To  descr ibe  Gc,  we need  the  fo l lowing  t e rminology .  Le t  CV : 

Ci —>• P be a mapping from a cluster of clones C. to the set of probes P. CV{Ci) is 

the set of probes incident to at least one clone in Ci- Then the set of clone clusters 

(including the singleton clones which belong to no cluster) corresponds to the set of 

vertices in Gc- The set of directed edges of Gc is 

E = {{CuCi)  :  CV{C))nCV{C\)  7^ 0}. (6.2) 

Initially, the edges in Gc are symmetric. Anchors are used to determine the correct 

orientation for some of these edges. Gc contains a large number of spurious edges 

due to the high rate of false positives and chimeras in the input data. In fact, cis 

the rates of false positives and chimeras increases, the number of spurious edges 

becomes so high that it is highly likely that a path exists between any given pair of 

clusters. The task of finding a global physical map is made easier by removing from 

Gc all edges that are identified by various means as highly likely to be spurious. 

Using Intra-CIuster Orderings. The first and most obvious method of iden

tifying spurious edges to and from a cluster is to use the set of "good" or optimal 

probe permutations as determined in section 6.2.3. Clearly, any edges due to probes 

in the "middle" of the permutations are highly likely to be spurious. Let a cluster 
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Ci contain probe p. Let the number of probes in the neighbourhood corresponding 

to Ci be k, and let x be the position of .r in an optimal probe permutation of PPi. 

Note that the probability that an edge in the cluster graph to or from C,-, due to 

is not spurious depends upon e, the rate of false negatives in the input data. Hence 

the probability of a true edge (Ci.Cj) due to px is 

We delete all edges to and from a cluster that are due to probes that never occur 

at, or are not adjacent to the first three locations or last three locations in the any 

optimal probe ordering, i.e., when < 0.01. For simulated data with probe 

coverage 3, clone coverages 5, 7. and 9. false negatives upto 20%, false positives upto 

10%, and chimeras upto 25%, at least 98% of the edges thus deleted were observed 

to be spurious. 

There are several spurious edges that remain after this, and central to identifying 

them are the probes extracted from pre-mapped data, i.e., the anchors. 

6.3.1 Paths Between Adjacent Anchors 

The cluster graph contains many spurious edges even after all the clusters have 

been ordered and edges between clusters deleted based upon optimal intra-cluster 

orderings. To further clean up the cluster graph it is now necessary to use the 

anchors contained within some clusters. Given two clusters C,- and Cj that contain 

anchors known to be adjacent, the probability that false positives or chimeras are 

responsible for a short path between C, and Cj is much smaller than the probability 

that a short path e.xists between an arbitrary pair of clusters. 

Empirical Evidence. We ran experiments on several simulated data sets with 

different noise characteristics to estimate the frequency with which these short paths 

are accurate. Table 6.1 summarizes the results. Each row in table 6.1 describes the 

number of accurate one edge and two edge paths between adjacent anchors, and the 

percentage of spurious edges deleted cis a result of freezing these paths, for a data 

set with the clone coverage, false negative, false positive, and chimera rates as de
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scribed in columns one, two, three, and four, respectively. Column five describes the 

percentage of correct one edge paths between clusters containing adjacent anchors. 

Column six describes the percentage of correct two edge paths between clusters con

taining adjacent anchors. Finally, column seven describes the percentage of spurious 

edges deleted as a result of locking in the one and two edge paths. 

For an anchor misidentification rate of 1%, and the noise characteristics described 

in table 6.1, we can summarize the results as follows. 

• The single edge paths are seen to be correct more than 90% of the time. 

• The two edge paths are correct with a lesser frequency and have a larger 

deviation. These paths are less correct for higher rates of chimerism. For 

chimerism rates of upto 10%, the two edge paths are also correct more than 

90% of the time. 

• At least 95% of the edges deleted as a result of locking in the paths are seen to 

be spurious. The percentage of spurious edges deleted when there are 0 false 

positives and 10% chimeras in the data are the best indication of the accurac}' 

of our method. As the amount of error in the data increeises, the number of 

spurious edges is so high that it is difficult to go wrong. As the amount of 

error decreases, there are a lot fewer edges in the data, and fewer edges that 

get deleted. 

Deleting an edge in G  is like localizing a false positive or chimera to one of the 

two clusters between which the edge had been. 

Keeping table 6.1 in mind, we "lock in" local paths of length one or two between 

clusters containing adjacent anchors. Let C, contain anchor oi and Cj contain 03, 

and let a\ and 02 be adjacent with oi < cj. Given the path Ci,Cr,Cj, consider 

the edge (C,, Cx). All outgoing edges from C, to clusters other than Cr have a 

high probability of being spurious and are therefore deleted. Similarly, all incoming 

edges to Cr from clusters other than Ci may be deleted. Also, the edge (Cr,C,) has 

incorrect orientation and is therefore deleted. Finally, if the edge between C, and 
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Data Characteristics Path Lengths 
Clone False False Chimeras One Two Total Deletions 

Coverage Negatives Positives Edge Edges 
10 20% 10% 25% 90.14% 60% 97.5% 
10 20% 10% 10% 94.1% 84% 97.5% 
10 20% 4% 10% 95.0% 88.4% 97.12% 
10 10% 4% 10% 95.0% 89.5% 97.5% 
10 10% 1% 10% 96.5% 90.4% 97.06% 

10 10% 0% 10% 95.8% 90.5% 97.5% 
7 20% 10% 25% 92% 75.1% 96.8% 
7 20% 10% 10% 97.4% 90.9% 97% 
7 20% 4% 10% 97.3% 92.6% 96.3% 
7 10% 4% 10% 97.85% 93% 97% 
7 10% 1% 10% 97.2% 93.4% 96.7% 
7 10% 0% 10% 96.4% 93% 97% 

5 20% 10% 25% 92.2% 75.2% 96% 
5 20% 10% 10% 97.5% 91.54% 96% 
5 20% 4% 10% 96.4% 91.4% 95.9% 
5 10% 4% 10% 96.7% 89.4% 96.34% 
5 10% 1% 10% 96.3% 90.4% 95.9% 
5 10% 0% 10% 95.4% 91.4% 95.3% 

Table 6.1: The frequency with which spurious edges are detected and deleted when 
short paths between adjacent anchors are locked in. The probe coverage is 3 for all 
the above data. The anchor misidentification rate is 1%. 

Cr exists because CV{Ci)  r \CV{Ci)  = p, then by locking in edge (C,-,Cr) vve have 

assigned probe p a place in the probe permutation. Therefore all other edges to C, 

and from Cr due to p may be deleted. 

6.3.2 Edges Between Non-Adjacent Anchors 

As a corollary to the above, edges between clusters containing anchors that are highly 

likely to be far apart are suspect. The probability that such an edge between clusters 

actually is correct is the probability that at least one of the two clusters contains an 

anchor that has been misidentified. Before deleting edges between anchors that are 

probably far apart, we pinpoint as many of the anchors that have a high probability 

of being misidentified as possible. 
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Data Characteristics Justified Edge Deletions 
Clone False False Chimeras 

Coverage Negatives Positives 
10 20% 10% 25% 99.5% 
10 20% 10% 10% 99.6% 
10 20% 4% 10% 99.6% 
10 10% 4% 10% 99.6% 
10 10% 1% 10% 99.6% 
10 10% 0% 10% 99.6% 
7 20% 10% 25% 98.9% 
7 20% 10% 10% 99.1% 
7 20% 4% 10% 98.9% 
7 10% 4% 10% 99% 
7 10% 1% 10% 98.9% 
7 10% 0% 10% 98.7% 
5 20% 10% 25% 96.5% 
5 20% 10% 10% 98% 
5 20% 4% 10% 97.14% 
5 10% 4% 10% 97.5% 
5 10% 1% 10% 97.4% 
5 10% 0% 10% 97.5% 

Table 6.2: The frequency with which spurious edges are detected and deleted when 
edges between non-adjacent anchors are deleted. The anchor misidentifaction rate 
is 1%, and the probe rate is 3 for all the above data. 

Let a neighbourhood of probes PP, contain an anchor Ofc. Let PP, also contain 

an anchor aj, such that aj is far from at, according to the given anchor ordering. 

Let n be the number of clones in the cluster C,- that contain aj. Recall that 7 is 

the probability that an anchor is misidentified, and S is the probability of a false 

positive. For synthetic data, we use 7 = 0.01, and 0.01 < ^ < 0.1. If 5" < 7, then it 

is more probable that one of aj or Ok is actually a misidentified anchor. If 5" > 7,  

increment the number of witnesses used to compute the probe neighbourhood. 

At this point we proceed to delete all edges between clusters that contain anchors 

highly likely to be far apart. .\s we assume that 7 is small, most of the edge deletions 

are justified. 

In a similar vein, all anchors in CV{Ci)  that are highly likely to be far apart from 
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the anchors in PPi are considered to be false positives, and all edges to or from C, 

due to such anchors are deleted. 

Results. Table 6.2 summarizes the frequency with which such edge deletions 

were found to be accurate on simulated data. Column one describes the clone 

coverage, and columns two, three, and four, describe the rates of false negatives, 

false positives, and chimeras, respectively. The probe rate was 3.0 for all the data, 

and the anchor misidentification rate was 1%. Column five of the table indicates 

the frequency with which the edges deleted due to anchors highly likely to be non-

adjacent were indeed spurious. Notice that in all cases, at least 96% of the edges 

thus deleted are indeed spurious. 

6.4 Paths Between Clusters and Global Permutations 

Recall that we have two goals in identifying cluster graph edges that are highly 

likely to be spurious. One goal is to draw the attention of the biologist to areas 

where she/he needs to gather more data or re-experiment for reliable inferences to 

be drawn. The other goal is to clean up the cluster graph so that the paths of high 

likelihood are more salient and can be followed to compute a global placement of 

probes. 

However, we find that for error rates of 10% false positives and 10% chimeras, 

the cluster graph still contains several spurious edges. Finding a global permutation 

is not feasible under these conditions. It is unclear whether global strategies such as 

2-OPT do anything more than make random placement decisions under conditions 

of such sparse and unreliable data. Forcing permutations under such conditions is 

of debatable use as the results are not reliable. Greedy strategies such as connecting 

clusters that have the highest average intersection [AKWZ9.5a] suffer due to the 

sparsity of the information available at this point. 

Hence we rely heavily on anchors, and perform a goal directed search that tries 

to find a path from the cluster containing the lowest known anchor to the cluster 

containing the highest known anchor, while respecting ordering constraints. Due to 

the culling of edges performed previously, the clusters are often disconnected, and 
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a single sucli path does not exist very often. We therefore output paths upto the 

point where a choice exists in the edges out of a cluster, and upto the point that 

the ordering constraints imposed by the anchors are respected. Our global probe 

permutation then consists of these anchored paths placed side by side according to 

the given anchor order. The paths consisting of clusters that do not contain any 

anchors cannot be placed in the global permutation. In the case of the data from 

the Drosophila mapping project, 99.9% of the clusters contained anchors, and hence 

could be placed. 

6.5 Algorithm Summary 

Finally, our overall algorithmic strategy may be summarized as follows. 

1. Clustering, Cluster together probes and clones that are highly likely to be 

in a contiguous region of the chromosome. A pair of probes are in the same 

neighbourhood if they are both incident to at least w of the same clones. We 

use w = 2. A clone is in a cluster corresponding to a probe neighbourhood if 

at least two probes in the neighbourhood are incident to the clone. 

2. Cluster Ordering. For each cluster, compute an initial probe permutation 

for the probes within it, using the linear programming heuristic followed by 

swapping. If the number of probes in the cluster is less than 60, use branch 

and bound to compute the set of optimal probe permutations for the cluster. 

3. Connections between Clusters. Identify the highly likely connections be

tween clusters. To do so, first delete the connections highly likely to be spu

rious as follows. 

• Delete connections between clusters containing anchors that are highly 

likely to be non-adjacent on the genome. 

• Lock in one and two edge paths between clusters containing anchors that 

are highly likely to be adjacent on the chromosome. Delete all other edges 

that interfere with the path, from the clusters being connected. 
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6.6 Computational Results 

For real data, we compare our results with those produced at Lawrence Berkeley 

Labs. We found a 99% correlation between our results and their current maps. 

Nearly all differences involved an inversion of adjacent probes. 

To evaluate the quality of the permutations produced on simulated data, we use 

the following criteria. 

• The fraction of the probes that were placed. 

• The percentage of pairs of probes detected as being adjacent, and are actually 

so in the original permutation. 

Tables 6.3, 6.4 summarize the results. 

• Table 6.3 indicates that there is a significant difference between the size of the 

average cluster and the size of the average path after links between clusters 

have been frozen. This indicates that joining clusters is very necessary and 

leads to larger sets of ordered clones on average. 

• Table 6.4 presents results that are more confusing. The percentage of adja

cencies discovered increases as the probe rate increeises from 2 to 3, and as the 

clone coverage increaises from 5 to 7. The maximum percentage of adjacencies 

are discovered for probe rate 3 and clone coverage 7. However, keeping clone 

coverage constant at 5, we discover that increasing the probe rate does not 

lead to an increase in the percentage of adjacencies discovered. 

We hypothesize that the reason for this is insufficient clone coverage of some 

regions of the chromosome. For the regions of the chromosome covered by only 

one clone, for example, it does not matter how much we increase the probe 

rate, as the unreliability of inferences in such regions causes the algorithms 

to not make decisions here, and thus miss the adjacencies in that region. In 

effect, the percent adjacencies found reflects the percentage of the chromosome 

with good clone coverage. This reasoning is borne out by the fact that the 
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percentage of adjacencies increases dramatically when the clone coverage is 

increased from 5 to 7, for probe rates 2 and 3. 

However, for probe rates 4 and 5, we discover that the percentage of adjacencies 

discovered goes down with an increase in clone coverage. The reasons for this 

are twofold we believe. 

1. One is that for small clusters we are comparing the locally optimal probe 

permutations against the original global permutation. The optimal per

mutation is often different from the original due to the presence of errors 

in the data. 

2. Due to time constraints, we did not perform branch and bound to com

pute the optimal probe permutations for probe clusters of size greater 

than 30. When the clone coverage increases, the average cluster size 

jumps to be greater than 15. In such cases we are comparing the results 

of the non-optimal solution against the original solution. This can be 

addressed by performing branch and bound on smaller sections of the 

probe clusters. 

We also believe that these figures indicate that the percentage of clones ordered 

correctly may be a better indicator of algorithm quality than the percentage 

of adjacencies computed. 

6.7 Conclusions 

In conclusion, we consider our main contribution to this area to be the recognition 

that biologists do not attempt to construct physical maps only with randomly se

lected probes. They also use non-random probes, for example those that have been 

extracted from genetically or physically mapped genes or markers, or have been 

extracted from the ends of pre-mapped clones. This also fits in with the vein of 

thought that for attacking large scale physical mapping projects it is required not 
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Probe Clone Av. Cluster Av. Path Fraction of Probes 
Coverage Coverage Size Size Placed 

2 5 4.35 4.91 0.85 
2 7 5.71 5.9 0.9 
3 5 5.66 7.89 0.88 
3 7 8.92 9.51 0.97 
4 5 9.26 12 0.9 
4 7 15.2 16.94 0.96 
5 5 13.02 20.63 0.93 
•5 7 17.65 30.16 0.96 

Table 6.3: The fraction of the genome covered for different probe rates, given clone 
coverage 5. .\lso, the average size of a clone cluster with w = 2, and the average 
size of a path after connections between clusters have been found. 

Probe Coverage Clone Coverage Percent .'Kdjacencies Found 
2 5 79.55 
2 7 87.53 
3 5 84.93 
3 7 90.66 
4 5 84.04 
4 7 71.9 
5 5 83.69 
5 7 72.97 

Table 6.4: The percent adjacencies found globally, for different probe, clone, and 
error rates. 

only to map the data being gathered currently, but to integrate this new informa

tion with previously known maps. Although this data does not help in making the 

problem any more tractable in theory, it helps greatly in computing biologically 

accurate, highly likely probe orderings. So we do not attempt to solve the problem 

with a minimal amount of data. 

We have presented a new, more general formulation of the physical mapping 

problem as an integer linear program in which all data is represented as constraints. 

This formulation provides a single, uniform representation for heterogeneous bio

logical data such as hybridization information, end clone information, and genetic 

information, and provides a natural medium for the integration of previously mapped 
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data with aew data. We have presented empirical evidence to support the fact that 

the heuristic derived from this formulation leads to very good approximate probe 

orderings. The evaluation of the quality of the probe orderings was done by com

puting the number of probe adjacencies computed correctly in comparison with the 

optimal probe orderings. and also computing the ratio of the score of the heuristic 

solution to the score of the optimal solution. We present the hypothesis that a 

more accurate representation of the quality of the results would be the number of 

inversions and translocations required to edit the heuristic probe ordering into an 

optimal ordering. 

We have also presented heuristics for physical mapping that have at their core 

the non-random probes extracted from pre-mapped sites, and statistical rules that 

help decompose new data into smaller, relatively independet sets, each of which can 

be ordered separately. We present empirical evidence indicating that these heuristics 

obtain solutions that are very cheap and biologically correct. 

Some of the future directions of work in this area include using the integer lin

ear programming formulation for parsimonious physical mapping to derive provably 

good algorithms for the problem. Exploring the performance of cutting plane al

gorithms on large data sets, and computing better lower bounds to help prune the 

search space in branch and bound algorithms are other directions that need further 

work. 
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