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ABSTRACT 

This thesis discusses an algorithm and two heuristics for solving a particular network 

optimization problem: The node-disjoint paths problem. The goal of this optimization 

problem is to find two node-disjoint paths between a given origin-destination pair whose 

total cost is minimum. This problem is shown to be NP-Hard. Two heuristics are 

investigated in this thesis. The sequential shortest paths heuristic, is the faster of the two 

methods, but the quality of the solution may be sacrificed. On the other hand, the 

simultaneous shortest paths heuristic, which yields very good solutions, has higher com

plexity. We also discuss an implicit enumeration algorithm that is used to verify the quality 

of the solution obtained from the heuristics. 
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CHAPTER 1: INTRODUCTION 

1.1 PROBLEM STATEMENT AND MOTIVATION 

A large number of systems, such as transportation and communication systems are 

designed and studied through network models. Telephone networks are good examples 

of such types of systems. However, in real-life problems we find that the graphs describing 

such networks are so large that their analysis, without the help of computer algorithms is 

practically impossible. Therefore, efficient algorithms for solving network problems are 

of great importance. This thesis discusses an algorithm and two heuristics for solving a 

particular network optimization problem. 

Advances in the telecommunications technology make it possible to design cost 

effective and reliable systems. However, such new systems can often be extremely vul

nerable. For example, the failure of an optical fiber cable in a given telecommunications 

network can result in the loss of millions of circuits. In this case, a system failure occurs 

when all the "redundancies" built into the system hardware have been exhausted. Causes 

for such failures can often be traced to geographically localized accidents such as, fires 

and construction related accidents. In the event of such accidents, one strategy typically 

involves the use of a geographically alternate route or path (the words route and path are 

used interchangeably in this work). 

Shortest-path problems are one of the most frequently encountered problems in the 

study of transportation and communication networks. One such problem, for example, 

involves finding a pair of shortest paths (i.e. the two most economical paths) between two 
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nodes (origination and destination nodes) in a given network. This thesis is devoted to 

methods to determine two geographically diverse routes between any origination-

destination pair. Two routes are said to be geographically diverse if the only nodes common 

to both are the origination and destination nodes. This problem is also called node-disjoint 

paths problem. 

In network planning, it is common to think of a route as a sequence of offices or 

nodes connected by some transmission equipment or facility. In this setting, one may 

consider at least two types of diversity: edge diversity and node diversity. This thesis 

considers the latter, in which case, pairs of routes must be geographically diverse. In the 

case of edge diversity, pairs of routes must not have common edges. One of the routes 

will be refered to as the primary route, which has sufficient capacity iu aeivc the entire 

point-to-point demand between an origination-destination pair. The protection route 

serves as a backup, which adds redundancy to the network, and is usually designed to 

accommodate far less demand than the primary route. The ratio between demands on the 

primary and protection routes is called the protection ratio. This ratio may vary with the 

end-points of the demand, and the technologies used. In order to protect optical fiber 

systems, typical protection ratios can range from 5:1 to as 'high' as 1:1. At any rate, the 

added reliability adds to the cost of the network. The cost of routing primary demand is 

different from the protection demand since the number of signals routed are different in 

each case. The goal then, is to choose a set of primary and protection routes for each 

point-to-point pair in such a way that the total present valued cost of the network is 

minimized while satisfying demand and the node disjointness contraints. 
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Let G=(V,E) be a graph containing n vertices v e V, with two distinguished 

vertices s and t and m edges (u,v) e E, each with two non-negative weights cx(u,v) and 

c2(u,v). Also let the cost qQ?,) of a path p, and the cost c2{p£ of a path p2 be the total 

weights of their edges. The problem is to find two node-disjoint (i.e. geographically diverse 

paths) Pi and p2, each from s to t such that c,(Pi) + c2(p2) is minimum. 

Ideally, both primary and protection routes should be chosen simultaneously. 

However, since this can become intractable, a common approach is to first obtain a primary 

route, and then a protection route. Such a strategy should be used with caution, since the 

choice of a primary route that is obtained without node-disjoint (diverses) routing con

siderations can often lead to situations in which no node-disjoint protection route is 

available. Thus, constraints imposed by the protection routing phase must be accounted 

for in the primary routing phase. 

1.2 LITERATURE REVIEW 

The optimization problem addressed in this thesis, the node-disjoint paths problem, 

is unique for two reasons. First, each route to be found in a given graph depends on possibly 

different edge costs and secondly because the sum of the primary and protection routes 

needs to be minimized. 

The following problems are related to the one posed in this thesis and provide insight 

into the development of the methods used to solve the problem. 
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1.2.1 Finding Shortest Pairs of Disjoint Paths 

Suurballe and Taijan [8] propose an efficient method for solving the shortest pairs 

problem which can be stated as follows: find a pair of edge-disjoint paths from a given 

source (origination) to each possible sink (destination), while minimizing the total edge 

cost. Similar algorithms have been studied by Viterbi [11]. This problem differs from 

ours in two ways; first, our problem seeks to find apair of node-disjoint paths, and secondly, 

this problem assumes that the edges in the graph have only one cost associated with them. 

However, as will be explained in the following chapter, with slight modifications to their 

algorithm , the node-disjoint paths problem can be solved using the Suurballe-Taijan 

algorithm [8]. 

The algorithm developed by Suurballe and Taijan [8] finds a pair of edge-disjoint 

paths by applying Dijkstra's shortestpath algorithm twice. The first application of Dijkstra 

finds a shortest path tree whose root is the source. To find a second path, the costs on 

every edge (v, w), c(v, w), are transformed such that c'(v,w) = c(v,w)—d(s,w)+d(s, v), 

where d(s,w) and d(s,v) are the shortest distances from source s to nodes w and v 

respectively. Suurballe and Taijan [8] prove that c'(v,w) > 0 for every edge (v,w) by 

using the duality principle of linear programming. With the transformed costs, a second 

shortest path is obtained. The two edge disjoint paths are then constructed by patching 

together the two paths. We shall describe this procedure in greater detail in Chapters 2 

and 3. 
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1.2.2 Designing Communications Networks with Survivability Constraints 

Another related topic to the problem under investigation is addressed by Monma 

and Shallcross [4]. They consider the problem of designing low cost communication 

networks subject to two-connected survivability constraints. They define survivability as 

the ability to restore network services in the event of a catastrophic failure (e.g. loss of a 

link or a facility switch). They describe heuristics for designing initial feasible networks 

and to reduce the cost of existing network designs. 

The construction heuristics they developed mostly depend on an ear composition 

procedure. "That is, first find a cycle on a subset of the nodes, to form a partial solution, 

and then repeatedly add a path, called an ear, to the solution." Monma and Shallcross [4] 

Ears are new cycles which contain some of the nodes on the current cycle plus new nodes 

not yet in the solution. They also present improvement heuristics. These apply trans

formations, based on strategies used to solve the traveling salesman problem, to a feasible 

network in order to reduce total network cost preserving feasibility. 

1.3 SUMMARY 

In Chapter 2, we begin with a discussion of the complexity of the node-disjoint 

paths problem. Following this, we introduce and explain in detail an implicit enumeration 

algorithmforfinding pairs of node-disjointpaths. Next the two heuristics will be described, 

one that finds two node-disjoint paths sequentially, and another which finds them simul

taneously. Computer implementations will be discussed in Chapter 3 along with com

putational results. 
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CHAPTER 2: SOLUTION STRATEGIES 

The goal of this chapter is to present an implicit enumeration algorithm, as well as, 

two approximate methods, or heuristics for the node-disjoint paths problem. We will refer 

to the node-disjoint paths problem as the NDP problem. We begin this chapter with an 

exposition of a construction that proves that this problem is NP-Hard and justifies the need 

for the development of heuristic solution strategies. 

2.1 COMPLEXITY OF THE NODE-DISJOINT PATHS PROBLEM 

The construction discussed below is motivated by private communication with 

Robert E. Taijan of Princeton University [10] and developed jointly with Jeffrey Goldberg 

of the University of Arizona. We will represent a 3-SAT formula as a problem of finding 

a node-disjoint pair of paths (NDP). A feasibility problem related to the node-disjoint 

paths problem can be stated as follows. 

The NDP feasibility problem: Given a real number C and a graph G = (V, E) with 

edges (u,v) e E, each with two non-negative weights cx(u,v) and c2(u,v), is there a 

node-disjoint pair of paths pl5 p2 such that cx(px) + c2(pj) < C? The following construction 

shows that verifying the truth of a 3-SAT formula can be converted to the above feasibility 

problem in polynomial time. 

An instance of a 3-SAT formula has n independent variables xux2,...,x„ and m 

clauses C,, C2,..., Cm each a 3-subset of literals. Clause Cj is satisfied under a given truth 

assignment if e Cj and x{ = TRUE or if x( e Cj andx{ = FALSE. The instance is true 

if and only if all Cj (j = 1, ...m) are satisfied. The 3-SAT problem is known to be NP-

Complete. 
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Theorem: The NDP feasibility problem is NP-Complete. 
^ n 

Proof: The NDP problem belongs to NP. The following construction shows that 

3-SAT is polynomially reducible to the NDP feasibility problem posed above. 

Given an instance of the 3-SAT problem and C = 0, we can construct a graph G as 

the union of two subgraphs G, and G2. The following pseudo-code describes the process 

for generating subgraph Gu where S is the set of clauses, n is the number of independent 

variables and m is the number of clauses. 

subgraph_Gl(S,n,m) { 
create node ux; 
p_node = p_node_bar = u,; 
for each variable = { 
for each clause Cy (j = 1 ) { 
if (xi e Cj or x t  e Cj) { 
create nodes x tj and x i t j; 
create edge (p_node^iiy); 
create edge (p_node_bar^ci y); 
CjCp.node,^,^) = c,(p_node_bar,Iliy) = 0; 
c2(p_node,*;j) = c2(p_node_bar,3ciiy) = 1; 
p_node = X; j; 
p node bar = x, y-; 
} 

} 
create node u1+1; 
create edges (p_node,ui+1) and (p_node_ .bar,Hi+i); 
CjCp.node, u,+1) = c1(p_node_bar, u i+ l) = 0; 
c2(p_node, u i+1) = c2(p_node_bar, «,•+1) = l; 
p node = p node bar = u i+ l; 
} 

s  =  " i ;  

p node = p node bar = u i+ l; 
} 

s  =  " i ;  
t = un+ 

} 



16 

Next we must generate subgraph G2> The following pseudo-code describes this step. 

subgraph_G2(S,n,m) { 
create edge (Dus); 
c l(Dus)=l\ 
C2(DuS) = 0; 
for ( j  =  l , . . . ,m +  l )  {  

crea te  node  Dj ;  
for ( i  =  )  {  

if (Xi e Cj) { 
create edge ; 

~ 1 > 
j,Xi j) — 0 , 

} 
else if (ijeCj)( 

createjidge (Dj,x i t ]); 

c2(Dj,x i J) = 0\ 
) 

i f ( ;* l )  
i f (* ;6  Cj . i )  {  
create edge {Dj,x i t j); 
(•l(Dj,Xjj-i) — 1, 
c2(Dj,Xij-,) = 0; 
} 

else if (X{ e Cj) { 
create edge i); 
Ci(D j,Xjj.1)=l; 
c2{Dj,x i J-1) = 0; 
) 

} 
create edge (DJ+ut); 
ci(Pj+i>t)= 15 
c2^Pj+ut) — 0; 
} 
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Finally let G = G,uG2- Note that G has been constructed in polynomial time. Therefore, 

all that is left to show is that there exists a truth assignment for the 3-SAT problem if and 

only if the NDP feasibility problem answers YES. 

To prove the above statement the following Lemma is needed. 

Lemma: Any two node-disjoint paths p, and p2 in graph G with total cost of zero 

must satisfy the following properties: 

(a)Pi e Gj andp2e G2; 

(b) If xu  e p2  for any i, then edge (£>,,*,„) e p2, and (x i J,D j+ l) e p2; 

(c) If Xu € p2  for any i, then edge (£>;,*,•,>) e p2  and (Xij,D j+ l) e p2; 

(d)Dj e p2Vj = 1 +1, where edges (s,Dj) e p2  and (Dm+Ut) e p2; 

(e) If x i t j  e p2, then x i>k  g p2  for any k ; and 

(f) If x i tj e p2, then x i>k  € p2  for any k. 

Proof (Lemma): (a) Suppose that there exists an edge of p l  that belongs to graph 

G2, then the cost of path p2  would be greater than zero, contradicting the hypothesis. By 

the same argument, p2  e Gz. 

(b) Observe that by the given construction of subgraph G2, if a path from s to t in 

G2 uses edge (Dj,Xij) then it must use edge iP j+ l,x, J). 

(c) This property is proved true using same arguments as those for property (b). 

(d) If there exists a j such that£>; g p2, then from (b) (x i t j ,D j_  j) does not belont to 

p 2  for any i .  Hence, D j _ p 2 .  Proceeding it follows that s «£ p2, which contradicts the 

hypothesis that p2 is a path. 
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(e) Now suppose property (e) is not satisfied, that is, x i t j  s p2  andxIit e p2  for some 

k, then the node disjointness hypothesis is contradicted. 

(f) This property is proved using same arguments as those for property (e).(proof 

lemma) 

Continuing with the proof of the theorem, suppose that there exists a truth assignment 

such that the 3-SAT formula is satisfied. This implies that each clause Cj is satisfied. 

Hence, there exists at least one x, e Cj or 3c; e Cj for all j with 

Xi = TRUE or xi = FALSE. Let xhj e p2 if x-t e Cj and X; = TRUE or equiv-

alently let xitj e p2 if 3c,- e Cj and X[ = FALSE. In addition let (s,D,)e p2 and 

(Dn+l, t) e p2. Note that p2 can be found by using properties (c) and (e) of the lemma and 

by properties (a) and (d) it is found in graph G2 with cost equal to 0. Next, by using 

conditions (a), (e), and (f) of the above lemma we may construct path px e Gx by using 

xitj e pi if xhj £ p2 or xitJ e pl if xitj «s p2. In this manner, the two paths are guaranteed 

to be node-disjoint with a total cost of 0. 

Finally, suppose the NDP feasibility problem answers YES. Therefore, using the 

conditions (d), (e), and (f) of the lemma we know that Dj e p2V/ = +1 and 

Xi j  ep 2 « X i j  &  p 2  or  xu  e  p2«jc; y g p2. Hence, a truth assignment for which each 

clause is satisfied exists by setting each x{ = TRUE if xii} e p2 for any j andxk = FALSE 

if*;,* e Pi for any k. Thus, the NDP feasibility problem is NP-Complete. (proof theorem) 

Let us illustrate the above construction by an example. Suppose that the following 

3-SAT formula (Robert Taijan [10]) is given: 

F = (*! v x2  v jc3) a (xj v x2 v 3c3) a (3c j v 3c2 v JC3) 

The steps to construct the corresponding graph would result in the following two 

subgraphs (Figure 1 and Figure 2): 



Figure 1: Subgraph Gt 
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X1,1 *1,2 x 13 *2,1 X 22 X 2,3 X 31 X32 X 33 

S 

x 1.3 *2.2 * 2.3 x i . i  x 3,3 x 3,1 

Figure 2: Subgraph G2 

1  \ °2  " / x \ 3  
s*»s / V 

In subgraph Gx the edges all have cx = 0 and c2= 1, and in subgraph G2 all edges 

have c, = 1 and c2 = 0. Finally, the union of the above two subgraphs yield the graph G 

(Figure 3). 
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Figure 3: Graph Representation of a 3-SAT Formula 

xi.1 *1.2 *1,3 *2,1 *2,2 * 2,3 xj) x32 *3,3 

s  

3.3 

Recall that the feasibility problem seeks two paths s — t  such that the sum of their 

cost is less than or equal to 0. We now illustrate that the verification of the truth of the 

above 3-SAT formula, for a given truth assignment, is equivalent to the verification of the 

node disjointness of paths in the above graph (Figure 3). Let xx =x2=x3 = 1. For this 

assignment F = 1. Two node-disjoint paths can be found in graph G such their total cost 

is equal to 0. Path p2 is s -D, -D2-x22-D3~x33-DA-t. Note that path p2 will 

only use edges in subgraph G2. Path p1 is 

s  -Xi,i-Xi l 2-x l t 3-u2-x2 1-x2 t 2-x2 t 3-u3-x3 i l-x3 i 2-x3 t 3-t with all edges in sub

graph Gj. Hence the total cost of both paths is equal to zero, answering YES to the NDP 

feasiblity problem. 

Now suppose that xi=x2=l and x3  = 0. Note that for this assignment F = 0. Note 

that for this assignment it is not possible to find a path pz whose cost is equal to zero. The 

smallest path p2 is equal to s -Dx -*u-D2-x22-D3-x32—xX3 -1 whose cost is equal 

to 2. Hence, the answer to the NDP feasibility problem is NO. 
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2 .2  an  impl ic i t  enumera t ion  a lgor i thm 

The algorithm to solve our node-disjoint paths problem is based on implicit enu

meration. This means that in the worst case, all possible pairs of paths between the source 

and the sink will be examined before the optimal solution is found. The implicit 

enumeration algorithm and the heuristics rely quite heavily on Dijkstra's algorithm. Hence, 

Dijkstra's algorithm is included in Appendix A. 

To begin a discussion of the implicit enumeration procedure let the root of the 

enumeration tree be the source s of the node-disjoint paths problem. Then for each suc

cessor of node s generate a new tree node. Assign to each node a label, which is calculated 

as the sum of primary and protection costs. The primary cost of course is given by the 

cost of routing primary demand from the source to the current node, whereas, the protection 

cost is computed using a shortest path algorithm over a network that does not include any 

of the nodes in the current partial primary path. Now, the node with the smallest label is 

chosen to be expanded. For this new node, the above process is repeated by generating 

new tree nodes from its successors. 

Fathom: A tree node is fathomed in one of three cases. 1) If it is not the sink and 

it does not have successors to branch on. 2) If there does not exist any protection path for 

the current partial primary path containing this node. The latter case assigns a label equal 

to 00 to the node. 3) If a smaller label is found using an alternative path to the same graph 

node. Case 3 is equivalent to fathoming by bound. The reader should note that fathoming 

by bound prevents the algorithm from cycling. 

The process of node expansion stops when a branching node has no more successors. 

The process for generating the enumeration tree stops when all nodes have been fathomed 

or when we have chosen to branch on a node representing the sink t. 
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Take for instance, the following graph (Steve Cosares [2]) with respective primary 

and protection costs on each edge. 

Figure 4: Example of a 6 Node Network 

(1.10) 

(3,10) 
(1.10) 

(10,1) 
(1.10) (1.1) s 

(10.1) 

(10,1) 

(10,6) 

In this graph, each edge has in parenthesis both the primary and protection demand 

costs respectively. For this graph, its complete enumeration tree is: 



23 

Figure 5: A Complete Enumeration Tree 

s 

(22) 

(11) 
(18) 

(32) 

(10) 
(19) 

We associate with each tree node a label representing the sum of the cost of routing 

the partial primary path to that node plus the cost of routing on a protection path. Note 

that the latter excludes the nodes in the current partial primary path. For the tree shown 

above, each tree node has the number of the corresponding graph node, and the label is 

shown in parenthesis. 

To better understand how the tree labels were generated, we will explain how the 

labels for the succesors of s (nodes 1,2, and 3 from the given graph) were obtained. The 

corresponding tree nodes are all in first level of the enumeration tree. If we were to go 

from the source s to node 1, at a primary cost equal to 3, the best protection path found, 

not including node 1 is^ — 3 — 2—4—f with a cost of 4. Therefore, the label for node 1 is 

7 (3 + 4). Similarly, from s to node 2 the corresponding tree node has a label equal to 8. 
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This is computed by adding the cost of routing from s to node 2 and the cost of the best 

protection path s-3 — t that does not include node 2. Hence, node 2 has a label equal to 

(1+7). Finally, node 3 has a label equal to 22, obtained from adding the cost of routing 

from s to node 3 and the best protection path s —2—4—r which excludes node 3. For the 

second tree level, if we were to go from s to node 1, since node 1 only has one successor, 

node 4, the corresponding tree node has a label equal to the sum of the cost of routing the 

primary demand equal to 4 (3 + 1) and the cost of the best protection path not including 

nodes 1 and 3, that is, s - 3 -1 at a cost equal to 7. Therefore, the label is equal to 7 + 4 

= 11. All the remaining tree labels are found in the same manner. The implicit enumeration 

algorithm attempts to curtail the expansion of the tree without sacrificing optimality. 

The algorithm is best described as follows. Let u = s and initialize the set of live 

nodes as successors of node s with each having a label equal to Now update each 

successor's label with the cost of routing from 5 plus the cost of routing on a feasible 

protection path if it is smaller than its current label. Choose that child with the smallest 

label, say node y and expand on this child. The above process is now repeated by making 

node y a parent, by letting u = y, and by generating its children from its successor nodes 

with temporary labels equal to the sum of the cost of routing from source s plus the cost 

of a feasible protection path. Once again the smallest label from all the set of all live tree 

nodes is chosen as a node that becomes a parent. The process stops in one of two ways: 

1) With an optimal solution found when the sink t is chosen as the node with the smallest 

label; or 2) With no feasible solution if a point is reached in the process in which all nodes 

have beem fathomed and none of them are the sink. 

The implicit enumeration algorithm can be summarized as follows (the text in italics 

represents important functions, which will be described in Chapter 3): 
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implicit_enumeration() { 
initializationf)', 
root node is equal to s; 
u  = s ;  
while( u # t )  {  
for each successor node v of u { 

prot_cost = cost of potential protection path; 
prim_cost = cost of current partial primary path', 
temp_label(v) = prot_cost + prim_cost; 
if (temp_label(v) < min_temp_label((u,v))) { 

updatejnin_temp_label((u, v)); 
update_prot_path(y)\ 
) 

else 
fathom(v) 

} 
y = minimum label', 
u = y ;  
j  

During the initialization process, each node generates a set of labels, one label for each 

successor node. We record a vector of successor node labels for each tree node and 

distinguish those nodes we have expanded (or branched on) from those nodes which are 

still alive. This strategy will allow the possibility of visiting a node more than once by 

examining the various path alternatives if necessary. 

To better understand how this algorithm works, consider the following example due 

to Steve Cosares [2]: 
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Figure 6: Example of a 6 Node Network 

1 (1.10) 4 

(1.1) 

(10,6) 

By using this algorithm, the following enumeration tree is generated: 
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Figure 7: Enumeration Tree for a 6 Node Network 

S 

(22) 

(11) 
(18) 

(12) 
(10) 

(11) 

The reader should note that there will be exactly six tree nodes chosen to branch on 

before an optimal solution is found. These tree nodes are chosen in the following order 

and with respective labels in parenthesis: 

5(0), 1(7), 2(8), 1(9), 4(10), 4(11), r(ll). Once any node t is chosen to branch 

on, the algorithm stops with an optimal solution given by highlighted primary path 

s-2-1-4—f whose total value is 4, and protection path s - 3 -1 of value equal to 7. 

Recall that the protection path is updated for each node during the process for finding 

the primary path. Take for instance the nodes in the partial path s -1 each have the same 

current protection path, which is.s-3-2-4-f with cost equal to 3. However, when we 

examine the partial path s -1 - 4, the current protection path associated with node 4 is 
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now s - 3 -1 with cost equal to 7, since the previous protection path contained node 4 and 

hence became infeasible. Similarly, as the primary path is found and nodes are chosen to 

expand on, a new protection path is found if the current one becomes infeasible. 

2.3 HEURISTIC METHODS 

This section outlines the two heurists which were developed. As with the exact 

algorithm, they also depend on Dijkstra's shortest-path algorithm, with the only difference 

that one heuristic applies Dijkstra's algorithm twice and determines the routes in a 

sequential manner. The other heuristic finds the two routes simultaneously by embedding 

the process of finding the protection route within the process of finding the primary route. 

This second strategy thus incorporates a "look ahead" feature. 

2.3.1 Sequential Shortest Paths 

The primary and protection routes are obtained in a sequential manner. As in 

Suurballe and Taijan's algorithm [8] (also included in Appendix B), finding a shortest pair 

of disjoint paths is done by using two iterations of Dijkstra's shortest-path algorithm. 

Our heuristic requires several steps. First, recall that the Suurballe-Taijan algorithm 

[8] is designed to determine a pair of edge-disjoint paths. In order to adapt this algorithm 

to the node-disjoint paths problem, the given network is enlarged to twice its size by 

splitting each node into two nodes with an edge of cost zero linking. The primary route 

is obtained by using Dijkstra's algorithm in the new network. Next, the edges along the 

primary route are reversed and given a cost of zero. Doing this, guarantees that while 

solving for the protection route, none of the edges used in the primary route are used again. 

However, "re-routing" is allowed since the reversed edges may be chosen (if necessary) 

at no incremental cost. Finally, a protection route is found in this new (partial) network. 
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This heuristic will produce node-disjoint routes by taking the union of all edges in 

both routes and discarding every common edge, then regrouping into two new paths. Note 

that although this heuristic is quite fast, sometimes the sum of the costs of the two routes 

might not be minimum. The heuristic is summarized below. 

sequentialjshortest_paths() { 
splitjiodes()\ 
px = shortest_parA(prim_costs); 
for each edge e e px { 

reverse_edge(e); 
prot_cost(e) = 0.0; 
} 

Pi - shortest_parfc(prot_costs); 
p=p iup 2 ;  
P=P\p1np2)\ 

regroup P into two new paths: and p2; 
} 

In the above procedure, the text in italics represents the important procedures that will 

be described in greater detail in Chapter 3. 

To better understand this heuristic let us apply it to the following network. 
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Figure 8: Example of a 6 Node Network 

1 (1.10) 

(3,10) 
(1,10) 

(10.1) 
(1.10) s 

(10.1) 

(10,1) 

(10,6) 

We first split each node as described above, and the resulting network is shown 

below. The first path p, is found in this network, and is shown by the darker edges in the 

following network. 
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Figure 9: Node Splitting and Path 1 

(1,10) (0.0) (0.0) 
(3,10) 

(1.10) 

(10.1) 

(1.1) 

(1,10) (0.0) 
(0.0) 

k(10,1) 
(10.1) 

(0.0) 

(0.0) 

Path 1: s - 2 - 2 -1 -1 -4-4-t 
2  1  2  12  12  1 

Cost: 4 

Next, we reverse the edges along path 1 and assign a protection cost equal to 0 to 

each reversed edge. Now, path 2 is found in the following network. 
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Figure 10: Node Splitting and Path 2 

1 ,  1 2  
4 i  4  2  

(1.0) (0.0) (0,0) 
(3.10) 

1.0) 

(10.1) 

(1.0) m> 
(0,0) (0.0) 

,(10.1) 
(10.1) 

(0,0) 

(10,6) 
(0.0) 

Path 2: s - 3 - 3 -1 
2  1 2  1  

Cost: 7 

The union of the two paths is taken, and duplicate edges are removed, that is, the 

intersection between the two paths is discarded. Note, that for this example, there are no 

common edges to both paths. Hence, no edges are discarded, and paths 1 and 2 become 

the primary and protection path respectively. To get the solution to the original problem, 

eliminate the added nodes and edges. Hence, for this example, the primary path becomes 

s -2-l-4-t and the protection cost becomes s - 3 -1 for a total cost equal to 11. 

2.3.2 Simultaneous Shortest Paths 

This heuristic incorporates a "look ahead" feature, so that it is possible to find a 

protection route and that the sum of both routes is minimum. As in the case of the implicit 

enumeration algorithm the process for obtaining the protection route is embedded within 

Dijkstra's algorithm to determine the primary route. By embedding the protection routing 
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phase within the primary routing process, we incorporate a "look ahead" feature. Note 

that if no protection path is found, then the partial primary path is penalized. On the other 

hand, if a protection path does exist for the current partial primary path, then the cost of 

this path is added to the current partial primary path. 

The embedding of the protection path is done in the following manner. First, 

consider one step of Dijkstra's algorithm for the primary route, and suppose that a particular 

node from which the labeling process begins is given. Denote this node by u. If this is 

the source node, then find an initial protection path from source to sink. Next for each 

successor node v of u compute the weight between nodes u and v. This weight is computed 

as the sum of the cost of routing on a potential protection route, and the cost of routing the 

demand between nodes u and v. If no protection path exits, then a high cost is assigned 

to the label for node v. Note that the protection path will only be recalculated if the current 

protection path associated with node u is no longer valid. Furthermore, note how the label 

for each node represents not only the cost of the partial primary path, but also how much 

would be paid for a protection path. Hence, since the goal is to minimize the sum of the 

two paths, the heuristic will attempt just that, and will penalize those partial paths whose 

potential protection path is not possible, or "expensive." 

The following is the description for this heuristic: 
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simultaneousjshortestjpathsf) { 
initialization^ 
u = s ;  
while (u * t) { 
for each succesor node v of u { 
prot_cost = cost of a potential protection path; 
prim_cost = cost of current partial primary path; 
newlabel(v) = prot_cost + prim_cost; 
if (newlabel(v) < temp_label(v)) { 

tempjabeliy) = newlabel(v); 
predecessor(v) = u ; 
update_prot_path(v); 
) 

} 

y = minimum label', 
permanently_label(y); 
u = y \  
} 

} 

Note that the main difference with the implicit enumeration algorithm is the procedure 

permanently_label(y). In this heuristic, as in a regular implementation of Dijkstra's 

shortest path algorithm, once a node is permanently labeled, then we never consider it 

again to be part of the current partial primary path. However, within the context of the 

implicit enumeration algorithm, a tree node can be considered "permanently labeled" only 

if all of its successor nodes have been expanded on. 

Note that the process of finding the protection path is being embedded in each step 

of the overall algorithm. It is this step that makes this heuristic differ from a regular 

implementation of Dijkstra's shortest-path algorithm. Also, a temporary protection path 

is stored for each successor node, but made permanent for those nodes which become 

permanently labeled. Again, the text in italics presents the important procedures in the 
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heuristic and will be described in Chapter 3. 

To better understand this heuristic lets apply it to the following network. 

Figure 11: Example of a 6 Node Network 

1 (1.10) 

(3,10) 
(1.10) 

(10.1) 
(1.1) (1.10) s 

(10,1) 

(10,1) 

(10,6) 

The following sequence of graphs depicts the steps undertaken by the heuristic. In 

each step of the heuristic, the set of permanently labeled nodes are shown by shaded squares. 

The label for each node is indicated next to it in parenthesis as the sum of the cost of the 

partial primaiy path plus the cost of routing on a protection path. Note that in each step 

the set of permanently labeled nodes increases by one. In addition, the protection path 

associated with the last permanently labeled node is indicated next to it. 



Figure 12: Application of the Simultaneous Shortest Paths Heuristic 

1 

Protection Path: s-3-2-4-t 

(3,10) 

s (1,10) 

(10,1) 

(22) 

Figure 12(a) 
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(1,10) 

(3,10) 

s 
XL101 Protection Path: s-3-t 

(10,1) 

(22) 

Figure 12(b) 

(1.10) 
*8888 (11) 

Protection Path: s-3-t 
(3,10) 

s (1,10) 

(10,1) 

(22) 

Figure 12(c) 
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(1,10) 
(11) 

(3,10) 

s (1,10) 
(1.1) 

(10,1) 

(22) 

Figure 12(d) 

(1,10) 
(11) 

(3,10) 

s (1,10) 
(1.1) 

(10,1) (12) 1 

Protection Path: s-3-t 

(22) 

Figure 12(e) 

Note that the heuristic yields a non-optimal solution. Recall that the sequential 

shortest paths solution to the same problem was: Primary path 5-2-1-4 -1\ Protection 
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path: s — 3 — t, with a total cost equal to 11. That solution was optimal. However, the 

simultaneous shortest paths heuristic, as given by the above process, gives the following 

non-optimal solution: Primary path: 5-1-4-r; Protection path: s - 3 -r, with a total 

cost equal to 12. 
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CHAPTER 3: COMPUTER IMPLEMENTATION AND RESULTS 

The inputs required to specify an instance of the problem consists of the network 

G and two weight matrices. A weight matrix of an n-node network is an nxn matrix 

W =[w^] in which the (i,j) th entry wi} will represent the weight of the edge from node i 

to node j in the network G. Since the network has two costs associated with each edge, 

it is required to create two weight matrices, one whose entries represent the cost of routing 

primary demand on each edge, and one whose entries represent the cost of routing pro

tection demand on each edge. 

In implementing the methods, an additional optional function was incorporated. All 

of the methods allow for the possibility of calculating this weight matrix during the search 

for the primary and protection paths. This special function would be used if for example, 

the weight of each network edge is the output of some complicated function, as in the case 

of Unified Facilities Optimizer, Sen [5]. 

To be able to calculate new protection paths when needed, an array denoted by J 

is used. J ( v )  = 1 if node v is in the current partial protection path, otherwise/(v) = 0. This 

array will be used to find feasible protection paths in both the implicit enumeration 

algorithm and in the simultaneous shortest-paths heuristic. 

The following sections, will describe the most important data structures and modules 

in each of the strategies used to solve the node-disjoint paths problem. In terms of 

implementation, the sequential shortest paths heuristic is the most straight forward. 

Furthermore, the simultaneous shortest path heuristic may be looked upon as a restricted 
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version of the implicit enumeration algorithm. Hence, we describe our computer imple

mentations in increasing order of complexity, with the heuristics being described first, and 

the algorithm last All of the computer programs were written in "C" language. 

3.1 SEQUENTIAL SHORTEST PATHS 

3.1.1 Data Structures and major procedures 

In addition to the two weight matrices that store the primary and protection costs, 

it is necessary to store the costs for the new network generated by the process of splitting 

the nodes in two. There are three important modules in this heuristic: node splitting, 

finding two paths, and modifying these two paths (if necessary) to form two shortest paths. 

These are described in detail below. 

3.1.2 Modifying the given network (splitting nodes) 

Each node is split into two nodes nn and ni2 and link them with an edge of 

zero cost. Each outgoing edge of node now has to be the outgoing edge of node ni2 and 

each incoming edge of node «, is now going to become and incoming edge of node niv 

The pseudo-code is as follows. 
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split_nodes() { 
for each node i = 0, l,...,n-l 

for each node / = 0,1,..., n -1 { 
i f ( i = y  )  {  

w« [/][/] = 0.0; 
wn[i][i + n] =0.0; 
wn[i + «][/ +/i] = 0.0; 
} 

else { 
wn[i + n]\J] = w[i]li]; 
wn\ j  + n][ i]  = w[j][ i] ;  
) 

In the above pseudo-code wn is the new weight matrix and w is the original weight matrix. 

Note that the new network will have twice as many nodes as the original network. 

3.1.3 Finding the first path and revising protection costs 

After the network has been modified by splitting the nodes in two, the primary path 

is found by using a regular implementation of Dijkstra's shortest path algorithm. In this 

way a shortest path is found using the primary edge costs. Now, in order to find a protection 

path, the protection edge costs are slightly revised. First, we reverse each edge that belongs 

to the primary path and change its protection cost to zero. Note that all edges along the 

path just found from source to sink will now have a protection cost equal to °°. In this 

way, as mentionedin aprevious section, re-routing is allowed, if necessary, but we maintain 

the feasibility of the solution. 
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revise_costs() { 
i = t ;  
while ( i * s )  {  

prot_costn [i ] [pred [/ ] ] = 0.0; 
prot_costn [pred [/]][/] = °°; 
i =pred[i]; 
} 

J I 

In the above module, t is the sink and s is the source. The new matrix of protection costs 

is denoted prot_costn and the array of predecessors returned by the first application of 

Dijkstra's algorithm to find an initial shortestpath using the primary costs is denoted pred. 

Now the second path using the protection costs is found, also using Dijkstra's algorithm. 

3.1.4 Getting two node-disjoint paths 

After two paths Pi and P2 have been found using both primary and revised protection 

costs, the process of obtaining the node-disjoint paths is as follows. 
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node_disjoint_paths(PvP2) { 
for each edge (vi.vj) e Px 

if fevj) e Pz { 
pi = pi-(vi,v2); 
^2=^2-(v2>v,); 
} 

P=P l vP 2 ;  
P,=0; 
P 2 =0i  
e  =(v , t )e  P l ;  

p^aucv,/); 
while(u*s ) { 
find(«,v)e P ; 
p1=f1u(m,v); 
m = v ; 
j' 

P2=PV>i", 

for each edge («,v)eF, 
c(u,v) = c,(m,v); 

for each edge (u,v) e P2 

c(u,v) = c2(m,v); 
} 

In the above pseudo-code c x (u ,v)  and c 2 (u ,v)  are the primary and protection costs 

of edge (u ,v)  repectively. Note that in the above pseudo-code we can alternatively choose 

e = (v,f) e P2tofindP2first. 

3.2 SIMULTANEOUS SHORTEST PATHS 

3.2.1 Data Structures 

There will be two arrays of structures called labels and pp with one entry for each 

node in the network. Each array element of labels is a structure whose entries store all 

the information relevant to that node: the node number, the cost of routing primary demand 
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and protection demand, as well as the cost of routing on the a temporary protection demand, 

the predecessor node, and whether the node has been permanently labeled. Similarly each 

array element of pp stores the information relevant to the temporary protection path 

associated for that node. Note that if a node has been permanentiy labeled, then the 

temporary protection path becomes permanent too. We will also use an array denoted J 

that will indicate which nodes are in a particular partial primary path. 

3.2.2 Computing and updating labels 

To compute the temporary labels for a successor of a node u, we require the sum 

of two costs. Recall that these two costs are the incremental cost of routing demand from 

u to a successor and the cost of routing demand on a potential protection route. The cost 

of a protection path only needs to be computed if the current protection path associated 

with node u becomes infeasible. A current protection path becomes infeasible when a 

successor node of u belongs to the current protection path associated with it. The following 

pseudo-code modules describe the computation and updating of labels. The successor 

node is denoted v, W[M][V] denotes the primary cost of edge (u, v), and as before,/ denotes 

a particular partial primary path. 

weight_computation(u,v,J) { 
if (v e current protection_path(J)) 

path = protection_path(J)\ 
if (path is infeasible) 

label[v].tempcost= °°; 
else { 

label[v].tempcost = cost of path; 
temp_protectjpathiy) = path; 
} 

else 
tempjprotectjpathiy) = current protection path; 

7(v) = 0; 
} 
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update_label(u, v) 
if (label[v].final 1) { 

newlabel = label[M].primcost + label[v].tempcost + 
w[u][v]; 

value = label[v].primcost + label[v].protcost; 
if ((newlabel < value) and (newlabel < °°)) { 
labels[v].primcost = newlabel - label[v].tempcost; 
labels[v].protcost = label[v].tempcost; 
labels[v].pred = u ; 
update protection path for v ; 
} 

} 

As in the regular version of Dijkstra's algorithm, a successor's label gets updated only 

when a "cheaper" path from the source to the current node is found by expanding the 

current path from node u to it. In other words, if the sum of the two previously defined 

costs is smaller than the current value of the node's temporary label, only then do we 

update the cost of that label. In this case, the value of the predecesor to this node is also 

updated to be node u. If a protection path is infeasible, then a high cost is assigned to the 

label of the current successor node. 

3.2.3 Finding and updating a protection path 

To define a protection route, certain edges of the network are deleted (or given a 

very high cost). To determine, which edges are to be deleted, first define a tentative primary 

route as the path from the source s to u and from u to v and include them in a set denoted 

J. With the exception of the origination node s and the destination node t, all the other 

nodes on the tentative primary route are included in the set/. Hence, to obtain a protection 

route, we define a network that excludes all that is required is to delete all edges that are 

incident on some node in J. The protection route will then be obtained in this partial 
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network, denoted GV- Note that the set J changes by only one element for each step of 

Dijkstra's algorithm and that the computation of a potential protection route is performed 

repeatedly for every potential successor v of u. This calls for an efficient implementation 

of the heuristic when proceeding from one successor to the next. 

Additional savings are possible storing the protection path corresponding to every per

manently labeled node. 

3.3 AN IMPLICIT ENUMERATION ALGORITHM 

3.3.1 Data Structures 

In case of the computer implementation of the algorithm, as in the simultaneous 

shortest paths heuristic, in addition to the two weight matrices, two more data structures 

are created. To represent the tree node labels, an array of structures named labels is created. 

Each array element is a structure whose entries store all the information relevant to that 

node: the node number, the cost of routing primary demand and protection demand, the 

predecessor node, and whether it has been branched on or not. Furthermore, each entry 

points to each of the structures storing the above information for each of the successors 

nodes of the current node. There is an array element for each node that is generated in the 

enumeration tree. Hence, as soon as a node is chosen to expand or branch, a new array 

element in labels is created including a pointer to each of its successors. 

Refering back to Figure 4, the root node s has three successor nodes, namely nodes 

1,2, and 3. Therefore, the array entry labels[0] must point to each of these. This is done 

by creating labels[0][1], labels[0][2\, and labels[0][3\ and storing the necessary infor

mation for each array element. The following figure illustrates the process of generating 

new array entry elements for labels. The label value of the of array elements forlabels[0], 
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labels[l], labels[2], labels[3], and labels[4] after the implicit enumeration algorithm has 

branched on nodes s and 1 is given in the first entry. The label value of each array element 

is equal to the sum of the cost of the partial primary path plus the cost of the protection 

path. Next to each array entry, the successor node is indicated. A in the entry corre

sponding to a successor node has not yet been evaluated. 

Figure 13: Graphical Representation of the Structure Labels 

labels[0] 
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labels[1] 
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1 7 ^ 4 . - . /1 - /2  -

2 8 / 4 / 1 
2 8 ** _ / 1 

„ ~ 

3 22 3 22 

In the above figure after branching on nodes s and 1, the next node to branch is 

node 2, since its label value equal to 8 is the smallest. Another important array of structures 

is called/?/) and it records the protection path associated with each tree node. Each structure 

in this array stores the cost of each link on both the current and the temporary protection 

path, and the list of predecessor nodes for both the current and temporary protection paths. 

Note that it is necessary to keep track of these two protection paths for updating the values 

of labels with the smallest costs during the updating step. Also, similarly to the labels 

array, a new entry for the pp array is created each time a tree node is permanently labeled. 
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3.3.2 Implementation of algorithm 

In this subsection several important subroutines will be described: the initialization, 

finding a protection path, updating the temporary labels and protection path, and finding 

the successor to permanently label next. Finding a protection path and calculating the cost 

of a primary path is done in the same fashion as in the case of the simultaneous shortest 

paths heuristic. 

During the initializationf) step, the arrays labels and pp are initialized and the root 

of the enumeration tree is set to represent the source s. Because the array labels stores the 

information on each tree node and the pointer to its successors, each array entry is a structure 

that can be created at the beginning of the program execution or by using dynamic allo

cation. Initially, all the entries are initialized with very high primary and protection routing 

costs. Then as the algorithm progresses from one node to its successors, the tree node 

structure and the costs are updated if necessary in the updating modules. 

After initialization, the algorithm begins and will stop with an optimal solution, as 

in Dijkstra's algorithm, when we choose to branch on a tree node that represents the sink 

t. 

The remaining modules, are all similar to the simulatenous shortest paths heuristic. 

The only significant difference between these modules is that in the implicit enumeration 

algorithm there is one label for each tree node created. Hence, the number of labels 

increases as the enumeration tree grows and each time a node is expanded on, a new parent 

node with its respective successors are generated. Therefore, for the weight computation 

and updating modules, it is necessary to specify the tree node, the node it represents, and 

then consider its successors. 
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3.4 COMPUTATIONAL RESULTS 

The heuristics studied in this thesis were compared in terms of solution quality and 

computational time. The implicit enumeration algorithm was used to obtain an exact 

solution, wheneverpossible. In this experiment, both the topology and costs were generated 

using a random problem generator described below. 

randomjnetwork(n,p,aubua?,bj { 
for each node i = 0,1,.. .,n -1 

f o r  e a c h  n o d e  y  =  0 , 1 , 1  
if(* = tf(0,l)>/>) { 

prim_cost[ i] \ j ]  = U(a u bi) ;  
prot_cost[i][j] = U(fl2,bd; 
} 

else { 
prim_cost[i][j] = °°; 
prot_cost[i][j] = CO * 

} 

In the above pseudo-code, p e (0,1) denotes the probability of a link existing between 

two nodes and U(a,b) denotes a uniform distribution in the interval [a,6]. The random 

networks generated were as large as 100 nodes, but no smaller than 10 nodes. Three cases 

of edge costs where examined: [a^fc,] much greater than [a2, b^, [aubi] greater than 

[aj.feJ, and [a^bt] same as [a2,6J- In addition, both sparse and dense networks were 

examined. If the probability p that an edge between a pair of nodes exists is equal to 

p = 0.25 then the network was considered to be sparse, else, if p = 0.80 then the network 

was considered to be dense. 
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Two types of random networks were generated. The first type were networks whose 

edge costs, both primary demand and protection demand costs, all were randomly gen

erated. The second type of networks were "semi-random" in the sense that an attempt was 

made to force each heuristic to choose a preset "long" path from source to sink as primary 

path. This second type of networks were generated to further test the performance of each 

heuristic. Note that in the case of randomly generated networks if there exists a direct link 

between source and sink whose primary edge cost is small, then the problem of finding 

an optimal solution to the node-disjoint paths problem is no longer challenging. Hence 

the motivation for generating "semi-random" networks. 

The experiments were all performed on a VAX 8650 computer and were solved to 

optimality using the implicit enumeration algorithm. For each experiment the following 

information for each heuristic was recorded: the number of nodes, the CPU time in seconds, 

and both the primary and protection costs. To indicate that both heuristics gave an optimal 

solution, only the optimal solution is recorded in the tables. However, when the solutions 

found by each heuristic were different, then both solutions were recorded. 

Tables 1 and 2 summarize the results when dense and sparse random networks were 

generated using link probabilities of p = 0.80 and p = 0.25 respectively. Note that both 

heuristics always found the optimal solution (if one existed). However, when using the 

simultaneous shortest paths heuristic, the computational time (which is a function of the 

size of the network) required to solve the node-disjoint paths problem increases at a faster 

rate than when using the sequential shortest paths heuristic. On the other hand, Tables 3 

and 4 record the results found when generating dense and sparse "semi-random" networks, 

again with link probabilities of p = 0.80 and p = 0.25 respectively. In this case, the 

heuristics performed differently. The pairs of paths found by using the sequential shortest 
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paths heuristic where not always optimal! Finally, Tables 5 and 6 illustrate the sensitivity 

to edge costs for random and "semi-random" networks with a link probability of p = 0.50. 

In the case of random networks, the sequential shortest paths heuristic failed only once 

out of the eight experiments. Whereas, when generating "semi-random" networks, the 

sequential shortest paths heuristic failed to find an optimal solution about 50% of the time. 
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Table 1: Random Networks 
(link probability p = 0.8) 

Heuristics 
number 
of nodes 

Sequential Shortest 
Paths 

CPU time (seconds) 

Prirpary and protec
tion path costs 

Simultaneous Short-
^ est Paths 
CPU time ("seconds) 

10 1.98 
3M 

1.91 

10 2.08 540.87 
38.70 

1.84 

10 1.82 461.31 
27.78 

2.04 

10 1.84 1.99 

30 2.03 27M 2.14 

30 2.31 4546$ 2.26 

30 2.09 
26m 

1.89 

30 2.04 
m 

1.97 

50 2.42 
3144'?52 

3.94 

50 2.13 152.81 
6.07 

2.49 

50 2.40 2<g$ 3.91 

50 2.46 294.78 
6.01 

3.54 

100 4.32 308.92 
1.52 

13.09 

100 4.20 
2&!2 

7.89 

100 4.66 3W 
10.47 

100 3.95 2W 
14.02 

primary demand costs e (100,550) 
protection demand costs e (0,50) 



Table 2: Random Networks 
(link probability p = 0.25) 

Heuristics 
number 
of nodes 

Sequential Shortest 
Paths 

CPU time ('seconds') 

Priipary and protec
tion path costs 

Simultaneous Short
est Paths 

CPU time (seconds') 
10 2.01 652.14 

81.07 
2.58 

10 2.23 No pair 2.65 
10 2.07 No pair 2.88 
10 2.15 No pair 2.81 
30 2.11 

SM 
2.90 

30 2.13 647.94 
30.05 

2.55 

30 2.50 424.85 
13.23 

2.81 

30 2.33 631.52 
32.21 

2.84 

30 2.42 
18$ 

2.80 

50 2.58 
m 

3.52 

50 2.83 
49B 

3.39 

50 2.48 252.51 
22.32 

3.24 

100 4.19 411.45 
13.07 

7.67 

100 3.44 262.72 
6.08 

5.05 

100 3.91 438.80 
13.08 

5.28 

100 4.46 480.54 
13.35 

6.77 

primary demand costs e (100,550) 
protection demand costs £ (0,50) 



Table 3: Random Networks With Fixed Long Primary Paths 
(link probability p = 0.8) 

Heuristics 
number 
ofnodes 

Sequential Shortest 
Paths 

CPU time ("seconds') 

Priipary and protec
tion path costs 

Simultaneous Short
est Paths 

CPU time ("seconds) 
10 2.16 336.01 

50.00 
2.99 

10 1.90 430.83 
50.00 w 

2.67 

10 2.04 255 
50. •a 

2.63 

10 2.07 
Wol> 

2.59 

30 2.03 
m 2W 

2.88 

30 2.05 
m 

3.46 

30 2.32 3W 
3.51 

30 2.17 2M 
3.65 

50 2.09 No pair 2.83 
50 2.94 

3? C
O

 CO 

7.95 

50 2.28 4.08 

50 2.31 
2M w 

6.69 

100 3.68 
33<2 

26.57 

100 3.60 265.11 
0.00 

17.28 

100 3.25 200.65 
50.00 

11.12 

100 3.81 233.41 
0.00 

23.64 

primary demand costs e (100,550) 
protection demand costs e (0,50) 



Table 4: Random Networks With Fixed Long Primary Paths 
(link probability p = 0.25) 

Heuristics 
number 
of nodes 

SequentiaJNShortest 

CPU time (seconds) 

Prirpary and protec
tion path costs 

Simultaneous Short
est Paths 

CPU time (seconds) 
10 1.85 No pair 2.76 
10 2.05 No pair 2.81 
30 2.20 725.70 1 513.14 

24.08 1 50.00 
2.89 

30 2.02 No pair 2.80 
30 2.34 502.61 

100.00 
3.01 

30 2.20 508.84 
100.00 

3.03 

30 2.20 506.89 
50.00 

2.79 

30 2.08 586.20 
100.00 

600.70 
0.00 

3.05 

50 2.40 
5i» 

538.75 
o.Oo 

3.14 

50 2.28 
m 

3.31 

50 2.39 
5M 

3.49 

50 2.43 3.38 

100 3.83 
m 

5.22 

100 3.50 414.20 
50.00 

451.00 
0.00 

11.76 

100 3.19 310.32 
0.00 

7.73 

100 3.58 415.44 
0.00 

7.32 

primary demand costs e (100,550) 
protection demand costs e (0,50) 



Table 5: Random Networks 
(link probability p = 0.5) 

Heuristics 
number 
of nodes 

Sequential Shortest 
Paths 

CPU time (seconds) 

Primary and protec
tion path costs 

Simultaneous Short-

CPU rimefseconds) 
10 1.96 

W 
2.81 

10 1.93 
HI sfi 

2.54 

30 2.19 2.75 

30 2.13 & 56 
17 

3.06 

50 2.51 5.07 
2.23 

3.17 

50 2.60 4.15 
3.47 

3.15 

100 3.89 4.42 
4.86 

7.80 

100 3.90 4.26 
2.83 

8.16 

primary demand costs e (1,10) 
protection demand costs e (1,10) 

Table 6: Random Networks Wifh Fixed Long Primary Paths 
(link probability P = 0.5) 

Heuristics 
number 
of nodes 

Sequential Shortest 
Paths 

CPU time (seconds) 

Primary and protec
tion path costs 

Simultaneous Short
est Paths 

CPU time (seconds) 
10 2.06 11.84 

19.25 
2.70 

10 1.91 10.44 
20.48 

12.37 
12.61 

2.37 

30 2.08 
19% 

7.12 
12.80 

3.08 

30 2.15 3.52 
11.89 

2.81 

50 2.48 9.79 
10.70 

5.07 
10.00 

4.22 

50 2.42 
10.91 

4.24 
10.00 

3.55 

100 3.72 
ia oi) 

22.82 

100 3.79 
lO'AI 

4.26 
10.00 

19.18 

primary demand costs e (1,10) 
protection demand costs E (1,10) 
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From the above results, it is clear that the computational time required to find a 

solution increases as the size of the network increases. However, time increases much 

faster when using the simulatenous shortest paths heuristic than when using the sequential 

shortest paths. This is due to the fact that the simulateneous shortest path heuristic has 

computational complexity of 0(n4), while the sequential shortest path's computational 

complexi ty  i s  only  0(n 2 ) .  

For the "semi-random" sparse and dense networks, the simultaneous shortest paths 

heuristic always gave the optimal solution, while the relative error from the optimal solution 

given by the sequential shortest paths heuristic sometimes was large. Note that the size 

of the network does not seem to affect the quality of the solution, but it significally affects 

the computational time given by both heuristics, especially the simultaneous shortest paths 

heuristic. 

One explanation for obtaining non-optimal solution using the sequential shortest 

paths heuristic is as follows. After the heuristic finds the first path, note that this is the 

smallest path from source to sink using primary demand costs. Now, by reversing the 

edges along this path and assigning a protection cost equal to zero to them re-routing is 

allowed on those edges as the second shortest path is found. If the heuristic finds that 

re-routing through some of the edges will give a shorter path from source to sink, then it 

will give a second path that will have these edges in it. Hence, when the union of both 

paths is taken, some edges will be deleted. As observed from experimenting with the two 

heuristics, when this occuiTed and the first path found was the same as the primary path 

found with the simultaneous shortest paths heuristic, then the sequential shortest paths 

heuristic did not give the optimal solution. This happens because when the duplicate edges 

are discarded and the new paths are formed, which no longer preserve optimality. 
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3.5 CONCLUSION 

The primary difference between the simultaneous shortest paths heuristic and the 

implicit enumeration algorithm is the fact that in the heuristic, if a node is permanently 

labeled, it can never be considered again. The possibility of erroneously temporarily 

labelling a node could lead to a non-optimal solution (as in the example solved in Section 

2.2.2). This follows since the node label is the sum of the partial primary path cost and a 

protection path cost, which is just a "potential cost" subject to change as the primary path 

is being found. 

Although the experiments performed did not generate random networks that would 

lead the simultaneous shortest paths heuristic to fail, it is evident from the example given 

in Section 2.2.2 that the possibility of non-optimal solutions exists when using this method. 

This suggests that more research is needed to further understand the performance of this 

heuristic and on the conditions that distinguish those cases of networks for which the 

simultaneous shortest paths fails to give an optimal solution. 

As for the sequential shortest paths heuristic, the reader should recognize that this 

method does not necessarily find an optimal solution to the node-disjoint shortest paths 

problem. Furthermore, the solution depends on the order in which the two paths found 

are re-ordered after discarding duplicate edges. 

In conclusion, from the computational experience, it is evident that the sequential 

shortest paths is very good in computational time, but the quality of the solution is sacrificed 

depending on the costs of the network, as seen on the "semi-random" networks generated. 

On the other hand, the quality of the solution given by the simultaneous shortest paths is 

very good. However, the computational time can be very large, depending on the size and 

density of the network. 
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APPENDICES 

APPENDIX A: DUKSTRA'S SHORTEST PATH ALGORITHM 

initializationQ; 
u =s ; 
while( u * t )  {  
for each succesor node v of u 
if (v is not permanently labeled) { 

newlabel(v) = dist[u] + w[m][v] ; 

i f  (newlabel(v)  <  dis t[v])  {  
dist[v] = newlabel(v); 
pred[v] = u ; 
} 

} 
y = minimumlabel, 
permanentlyJabeKy); 
u=y\  
} 

During the initialization process, each entry of the array pred gets initialized to -1. In 

addition, each entry of the array dist gets initialized to °o, with exception of di'sr[s] which 

is set to zero. w[i][/] represents the weight between nodes i and j. 



APPENDIX B: TARJAN-SUURBALLE ALGORITHM 

6i 

T = shortest_path_tree{on^ndl network); 
for each edge e = (v,w) e G 

c(v,w) = c(v ,w)-d(s ,w)+d(s ,v) ;  
Pr = path from source s to sink t; 
reverse edges along path Pi; 
P2 - shortest j7a^(revised network); 
P=P l uP 2 ;  
P =P\(P1n/>2); 
regroup P into two new paths: Px and P2 

In the above pseudo-code, c(v,w) is the cost of edge (v,w), d(s>v)> and d(s ,w)  are the 

smallest distance from source s to nodes v and w respectively. 
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