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Abstract
Redshift measurements are used in astrophysics to mea-

sure distances and to constrain fundamental cosmological
quantities. Although spectroscopic redshifts (spec-z) are
much more reliable than photometric redshifts (photo-z),
they are much more difficult or time-consuming to obtain.
We seek to optimize photo-z measurements, i.e. bring their
values closer to the “true” spec-z values, by using a tool
called BPZ. We investigate the changes in photo-z result-
ing from modified galaxy templates using the SDSS cata-
logue of galaxies. We also consider the effect of adding
artificial noise to galaxy spectra. The photo-z values were
most improved when the templates contained emission
lines, and noise of the same degree as in the catalogue.

INTRODUCTION
Redshifts are a measure of the recessional velocity due

to the cosmological expansion of the universe. Through
cosmological models, recessional velocities are directly re-
lated to the distance to the galaxy. There are two primary
ways to measure redshifts: photometrically and spectro-
scopically. In spectroscopy, optical fibers are used to obtain
entire spectra (flux per wavelength) of individual galaxies.
These give very accurate measurements of z, but since each
galaxy requires one dedicated optical fiber and each tele-
scope only has a few hundred fibers, they are very time con-
suming to obtain. Conversely, photometry is a relatively
easy method but returns much more inaccurate measure-
ments of z. In photometry, flux is measured in a few color
filters that span hundreds of Angstroms. Although this is
more inaccurate, one can obtain photo-z measurements for
as many galaxies that can be discerned in a CCD image. In
this study, the goal is to find a method to optimize photo-z.

There are a number of motivations for this study. Al-
gorithms such as BPZ, which estimate redshifts based
on galaxy photometry, often encounter “degeneracies”, or
multiple likely values of z for one galaxy. These multi-
ple values of z may be nearly identical, e.g. z = 0.15 or
z = 0.2, or they may be radically different, e.g. z = 0.1
or z = 0.6. Using only the template SEDs (spectral energy
distriubtions) and the prior, it still may be difficult for BPZ
to tell the difference between the photometry of a nearby
elliptical galaxy and that of a distant starburst galaxy (they
have nearly identical observed colors). One of our original
motivations was to find a way to lift this degeneracy using
supplemental information about the galaxies.

For example, if a spectrum was availabe as well as the

photometry, this spectrum could contain some information
that may help break the degeneracy given in photo-z. Of
course, this spectrum could itself be used to obtain the
spec-z, but if the spectrum is too noisy to give a reasonable
spec-z, we may be able to extract some other information
from it to break a photo-z degeneracy. If we find some limit
on how noisy a spectra can be and still be useful, we could
find a lower limit on how much observation time would be
needed to get a reliable photo-z (noise is inversely propor-
tional to observation time).

This thesis is an analysis of galaxies from the Sloan Dig-
ital Sky Survey (SDSS)[1] primarily using a code written
in PYTHON by Narciso Benitez and Dan Coe called BPZ
(Bayesian Photometric Redshifts)[2]. Specifically we look
to improve the photo-z output by BPZ in comparison to
the well-measured spec-z already listed in the SDSS cata-
log. There are two parts to our approach. First, we investi-
age the effect of adding artificial noise to galaxy spectra on
photo-z degeneracies. Second, we see how modifying the
BPZ galaxy templates changes the photo-z output.

INFORMATION CONTAINED IN LOW S/N
SPECTRA

In this section we introduce the process of adding arti-
ficial noise to galaxy spectra and discuss the implications.
The purpose of this part of the study has to do with com-
paring the spectra of elliptical galaxies, which have little
to no spectral lines, to the spectra of starburst galaxies,
which have many strong spectral lines. If we are given
some general, very noisy (low signal-to-noise ratio) galaxy
spectrum, would the spectral line content contain some in-
formation necessary to lift the degeneracies found in BPZ?
If we could find this information, we could modify the BPZ
algorithm to get rid of these degeneracies.

First, some general properties of galaxy spectra are ex-
amined, namely continuum absorption and line emission
processes. Then we discuss the code used to add artificial
noise, how it works, and what parameters are output. We
show the results of running this code on a spectrum that
has low noise and well-defined spectra lines as well as a
spectrum that is generally very noisy without many spec-
tral lines.

Galaxy Spectra
There are two primary components of a galaxy spec-

trum: the continuum emission/absorption and line emis-
sion/absorption. The underlying continuum is typically



close to that of a blackbody of some characteristic tem-
perature. For younger galaxies with many A-type and F-
type stars, there is continuum absorption due to the Balmer
break, where excited n = 2 H surrounding these stars ab-
sorb photons with wavelength shorter than 3646Å. There
also exists the 4000Å break, which appears to be a contin-
uum absorption, but is actually a consequence of absorp-
tion lines from CaII and many other metals. The 4000Å
break is common to many types of galaxies but are most
visible in early type galaxies, which have older stars to pro-
duce these metal absorption lines. Both the 4000Å break
and the Balmer break result in a drop in flux at wavelengths
shorter than 4000Å and 3646Å, respectively. Figure 6 later
in this paper contains a spectrum where the 4000Å break is
well-defined.

On top of the continuum emission and absorption, emis-
sion lines are a strong feature in galaxy spectra. Young
(late-type) galaxies, which have plentiful star formation
and hot stars tend to have more lines, since hot stars emit
photons energetic enough to ionize elements in the sur-
rounding gas clouds. The strongest lines are from the
Balmer series, Hα (6563Å), Hβ (4861Å), etc. Another
strong line is the O[III] doublet, at 5007Å and 4958Å also
dominates in late-type galaxy spectra. These lines can be
seen at the bottom of Figure 1.

CFH

The code used for this part of the project, written in
ROOT[3], is entitled CFH (create and fit histograms). It
performs three primary tasks to an input catalog of FITS
files: it reads in the flux spectrum and fits a continuum to
it, it adds noise to each point in the spectrum proportional
to the flux error, and it fits the continuum to the noisy spec-
trum using a least squares fit algorithm.

First, the code reads in the flux spectrum from the FITS
file associated with the galaxy and generates a continuum
from that spectrum. It then takes the true spectrum and
adds artificial noise. To simulate a noisy spectra, a random
number between −nσ and +nσ is added to each flux value,
where σ is the error associated with the flux at a particular
wavelength and n is some positive integer. Throughout this
process, points in the galaxy’s spectra which have either an
infinite error or a mask value that indicates a bad pixel are
ignored. The final step in the code is to take the continuum
and fit it on the noisy spectrum, returning a chi-squared
value associated with the goodness of fit. From the chi-
squared value, another parameter, ”probability” (denoted
P ), is defined. P takes on a range of values from 0 to 1,
where 0 represents a bad fit and 1 represents a perfect fit.

The goodness of fit should hypothetically be related to
the spectral line content of the spectrum. A galaxy with
many spectral lines would have many points in the spec-
trum that are very far from the continuum being fit to
it. Therefore, starburst galaxies should have higher chi-
squared values and lower values of P , compared to ellipti-
cal spectra which have low spectral line content.

Figure 1: Spectra of two typical SDSS galaxies with arti-
ficial noise added. Continuum flux is fitted to each plot.
From top to bottom: True spectrum for elliptical galaxy;
spectrum of elliptical galaxy with factor of 5σ noise added;
true spectrum of starburst galaxy; spectrum of starburst
galaxy with factor of 5σ noise added. Units of flux are
consistent, but arbitrary.



Figure 2: Scatterplot of dzSDSS vs spec-z using the photo-
z taken from the SDSS catalogue. The mean dzSDSS value
is 0.001 with a standard deviation of 0.026.

The goal of writing this code is to find some limit to the
amount of noise that could be tolerated in a spectrum before
the underlying continuum shape could no longer be recog-
nized. This is why the continuum of the original spectra is
fit to each of the nosiy specra. At some value of added noise
nσ, we expect the fit parameter P to go to zero. This tol-
erated noise could then, in theory, be converted to a lower
limit on the amount of time needed to take a noisy, but still
useful, galaxy spectrum. We hope to find that the point at
which P drops to zero is at a lower value for galaxies with
strong spectral lines as compared to galaxies without spec-
tral lines.

The results of running this program on two typical SDSS
galaxy spectra are shown in Figure 1. For each galaxy, the
original spectrum is plotted with the derived continuum on
top, and the noisy spectrum with the fitted continuum is
also plotted. We have included the probability parameter
P for each of the spectra, indicating goodness of fit. The
spectra are from an elliptical galaxy and a starburst galaxy,
the main difference between the two being prominent emis-
sion lines in the starburst. We see from these results that,
in both cases, we could add up to 5σ noise and not lose
too much information about the continuum process. Note
that even with this substantial increase in error, the spectral
lines are still dominant in the starburst spectrum.

Repeating this process for many galaxies showed that the
point where P drops to zero is somewhere between 10σ
and 20σ for most galaxies. Unfortunately, these parame-
ters do not correlate with any improvements in the redshfit
measured by BPZ (see next section). A galaxy with a large
redshift discrepancy (photo-z - spec-z) has this same evolu-
tion in P vs n as a galaxy with no redshift discrepancy. We
also saw very little correlation with the spectral line con-
tent of the galaxy spectra. This motivated our next part in
the project: an attempt to improve photo-z measurements
using BPZ.

Figure 3: Default elliptical galaxy template that comes with
BPZ. Although this ranges from 0 to 25000Å, all the galax-
ies in the SDSS catalogue have spectra that range only from
3800 to 9200Å. Also note that the default template spectra
do not contain spectral lines (with exception to the starburst
templates we added).

IMPROVING PHOTO-Z
MEASUREMENTS WITH BPZ

The goal of this project is to understand how BPZ ob-
tains its photo-z estimates, and find a way to improve these
estimates. The original goal was to lower the difference
photo-z - spec-z obtained by the SDSS team by improv-
ing the photo-z output from BPZ. In the end, this goal was
not accomplished, but many methods were shown to sig-
nificantly change photo-z; these methods may be applied
to future catalogues.

Figure 2 shows a scatterplot of dzSDSS vs spec-z for the
entire survey of galaxies, where dzSDSS is defined as

dzSDSS =
photoz − specz

1 + specz
(1)

The subscript “SDSS” denotes that the photo-z value was
estimated by the SDSS team. As expected, there is not a
perfect agreement between photo-z and spec-z. Through
the rest of this project, we use the SDSS photo-z values as
benchmarks to test for improvements using BPZ.

In this section we discuss in detail how BPZ works,
and what steps it takes to calculate photo-z for each input
galaxy. Then we introduce the changes made to the SED
templates in an attempt to minimize dz.

BPZ
In order to obtain a photo-z measurement for a given

galaxy, BPZ requires 1) a filter transmission spectrum, 2)
the spectral energy distribution (SED) of a galaxy of each
type, and 3) the observed apparent magnitudes (or fluxes)
of the input galaxy in each photometric band. BPZ comes
with default template SED for four galaxy types: ellipti-
cals, spiral Sbc galaxies, spiral Scd galaxies, and irregu-
lars. However, we know that the catalogue contains many



Figure 4: Bar plot of dzBPZ vs spec-z using the six default
templates, compared to dzSDSS value from SDSS cata-
logue. The values of dzBPZ were binned and averaged.
The mean value of dzBPZ is 0.02 with a standard devia-
tion of 0.14.

starburst galaxies, so we added two SED templates corre-
sponding to starburst types, bringing the total number of
default tempaltes to six. Throughout this project we used
the same filter transmission spectrum, the spectrum asso-
ciated with the five SDSS filters. An example of one of
the template SEDs is shown in Figure 3, corresponding to
ellipticals (which are the most common in the SDSS cata-
logue).

Our first step is to examine the results of running BPZ
on the SDSS catalogue using the default templates. The re-
sults are shown in Figure 4. Here we define dzBPZ , which
is defined similarly to dzSDSS except we use the photo-z
measured by BPZ instead of that from the catalogue.

dzBPZ =
bpzz − specz

1 + specz
(2)

Comparing the results shown in Figure 4, we see a larger
spread in dzBPZ compared to the spread in dzSDSS shown
in Figure 2. The mean of dzSDSS is essentially zero
(0.001) with a standard deviation of 0.026. By contrast,
the mean of dzBPZ is 0.02 with a standard deviation of
0.14. The standard deviation and mean have about an order
of magnitude difference.

Now we introduce the changes made to these templates
in an attempt to decrease this large discrepancy between
dzSDSS and dzBPZ .

Using spectra of low-dz galaxies
The primary problem with the default template spectra

is the lack of spectral emission and absorption lines; they
only contain the continuum spectra. Even though BPZ does
the fitting with the photometry and not the spectrography,
spectral lines can still contain enough flux to influence the
fit process and therefore change the photo-z value.

In order to include spectral lines in the fitting process,
we replaced each of the six default templates with a spec-
trum of a galaxy of that type. To decide which galaxy to

Figure 5: Top: Spectrum of a low-dz elliptical galaxy. We
use this and five other galaxies that represent the other five
types as the new templates. Bottom: Bar plot of dz vs
spec-z, comparing the results of using BPZ with the new
templates with the original plot using SDSS photo-z. For
the low-dz templates, the mean is 0.002 with a standard
deviation of 0.09.

represent a certain type, we had to be sure of its type and
its redshift. We examined the results of running BPZ (with
default templates) on the catalogue and found six galaxies
that had 1) an exact agreement between the catalog photo-z
and spec-z, 2) an exact agreement between the BPZ-output
photo-z and catalog spec-z, and 3) a smooth, single-peaked
distribution of P (z) vs z (meaning that there is no ”de-
generacy” in redshift). After choosing these galaxies, we
physically examined the spectra to make sure they looked
typical of that galaxy type. Of course, the spectrum was
adjusted back to the rest frame of the galaxy by shifting the
wavelength down by a factor of 1 + z.

Figure 5 shows the typical spectrum chosen for elliptical
galaxies, as well as the results of running BPZ with these
six new templates. Again, the spread of values is generally
larger in magnitude than desired. In this case, the mean of
dzBPZ is 0.002 and the standard deviation is 0.09. Com-
pared to the mean and standard deviation from using BPZ
with the default templates, this is an improvement. The
mean is very close to zero, which means there is no general
overestimation or underestimation done by BPZ, and more
importantly, the standard deviation is much lower, signify-
ing that more galaxies are measured to be closer in redshift



Figure 6: Top: Smoothed spectrum of the same elliptical
galaxy shown in Figure 5. These and five other smoothed
spectra were used as templates with BPZ. Bottom: Bar plot
of dz vs spec-z, comparing the results of using BPZ with
the smoothed templates with the original plot using SDSS
photo-z. The mean is 0.11 with a standard deviation of
0.14.

to the spec-z values. This tells us that keeping spectral lines
in the templates is critical to determining the redshift.

However, as can be seen in Figure 5, there is still a no-
ticeable discrepancy between dzBPZ and dzSDSS , espe-
cially at larger redshifts. This increasing discrepancy with
spec-z is curious, because the spec-z of the low-dz tem-
plates are near the middle of the range of possible values.
The spec-z values for the templates are: ellpitcal 0.21, spi-
ral Sbc 0.13, spiral Scd 0.07, irregular 0.04, starburst SB1
0.30, starburst SB2 0.04. Considering that a majority of
nonellipticals have no redshifts higher than 0.3 and ellipti-
cals go as high as 0.6, these template redshifts cover these
ranges fairly.

Smoothing spline on low-dz spectra
Our next step is to try the same templates without all the

noise. The spectrum in Figure 5 shows significant noise
around the continuum, and this was typical in all the tem-
plates we used. The key is to reduce this noise while keep-
ing the spectral emission lines, because, as we see from
comparing the results from Figure 4 and Figure 5, there was
a noticeable improvement when the templates contained

Figure 7: Bar plot of dz vs spec-z, comparing the results
of using BPZ with the average spectra templates with the
original plot using SDSS photo-z. The mean is 0.02 and
the standard deviation is 0.15.

spectral lines. We therefore decide to apply a smoothing
spline to the six templates we used in the previous subsec-
tion.

The smoothing spline is effective because it does not
change the two critical features of a spectrum: the con-
tinuum and the spectral lines. If applied correctly, it should
reduce the noise on top of the continuum while only min-
imally reducing the flux from the spectral lines. Figure 6
shows the smoothed template that corresponds to elliptical
type galaxies. It is on the same scale as the same elliptical
spectrum in Figure 5 for comparison. Figure 6 also shows
the results of running BPZ with these templates.

There are some interesting features shown in the result-
ing dzBPZ bar plot in Figure 6. Generally, it is much worse
than the default templates and the original, unsmoothed
spectra. The mean value of dzBPZ here is 0.11 with a
standard deviation of 0.14. The mean value is large and
positive, meaning BPZ generally overestimates the photo-
metric redshift. Curiously, the average dzBPZ values goes
to zero near a spectroscopic redshift of 0.2, before rising
back up to large values at higher redshifts. This kind of
odd structure also appears with the unsmoothed spectra as
well, in Figure 5, although not quite as drastic. This struc-
ture may just be a consequence of choice of bin size when
making the bar plots.

Using noiseless templates to fit noisy spectra did not im-
prove the results in any way. However, using one specific
galaxy per type as templates to fit over 8000 other galaxies
will probably not give photo-z values in perfect agreement
with the catalogue. This leads to the idea of creating spec-
tra that are averaged over each galaxy type.

Using average spectra
We want to find a way to create a template that well rep-

resents all galaxies of a certain type. To do this, we av-
erage the flux per wavelength at each wavelength over all
galaxies of a certain type. To determine the galaxy type,
we run BPZ in a mode where the true redshifts are given



Figure 8: Plot of P (z) vs z for the two galaxies described in this section. The black lines correspond to when BPZ was
used with the original templates, the red lines correspond to BPZ used with the typical spectra templates, and the vertical
red lines indicate the true redshift.

(the spec-z values) and BPZ only finds the matching type
to each galaxy. Then, for all galaxies of a certain type, the
flux is averaged (with the spectra corrected back to the rest
frame of the galaxy, by a factor of 1+spec-z). If any point
in a spectrum has a very large noise or a bad pixel indicated
by the masking values, the contribution from that galaxy at
that point is ignored.

Obviously, in practice, one does not have all the spec-
z values for the entire catalogue. However, this process
still has merit; one simply needs the spec-z values for a
small subset of galaxies from which the average spectra can
be formed. This allows for possibly more accurate photo-
z measurements without dedicating the observation time
needed to spectroscopy on an entire catalogue of galaxies.

Using BPZ with these average spectra gives a distribu-
tion in dzBPZ shown in Figure 7. In this case, the mean
is 0.02 with a standard deviation of 0.15. These are only
slight improvements to the original results from running
BPZ with the default templates. They are slightly similar
because the default templates were patched with the aver-
age templates at 3800Å and 9200Å. This way, we could
still use the average spectra but still cover the entire range
from 0 to 25000Å.

The plots shown in the past few sections show how the
overall distriubtion of dzBPZ over 8200 galaxies changed
with choice of template. We conclude that we did not
quite achieve the initial goal of reducing dzBPZ down to
the value of dzSDSS obtained from SDSS photo-z mea-
surements. However, so far we have only considered how
the entire distribution of dzBPZ changes; we have not yet
looked at individual galaxies and how their photo-z val-
ues change with template choice. In the next section we
consider a couple galaxies in particular, and see how their
photo-z values change with changing templates.

EXAMINING IMPROVEMENT IN
INDIVIDUAL GALAXIES

Here we choose two galaxies from the catalogue of 8200:
one that has a low value of dzBPZ (when running BPZ
with the original templates) and one with a high value of
dzBPZ . BPZ has a useful feature where it returns a proba-
bility distribution P (z) vs z for each galaxy, where P (z) is
a measure of how likely the galaxy is to have that redshift.
When BPZ decides on the final redshift of a galaxy, it ex-
amines the P (z) vs z plot and chooses the value of z that
corresponds to maximum P (z). It also returns an “Odds”
parameter, which is a measure of confidence in choice of
redshift. If the P (z) distribution has a single peak, then
BPZ will choose that value of z and return Odds = 1. How-
ever, if there are two or more relative maxima, BPZ will
choose the redshift corresponding to the highest peak, but
it will give an Odds value lower than one, indicating that
there is a nonzero probability that the galaxy is at another
redshift.

The goal of this section is to hopefully find improvement
in the P (z) plot of individual galaxies when we change the
templates. It would be an improvement if, for example,
a galaxy that had a bimodal distribution using the origi-
nal templates was changed to a single-peaked function us-
ing new templates. Obviously, this will not be the case
for every galaxy, since there was not an enormous overall
improvement in dzBPZ between Figures 4-7, but finding
improvement in at least a handful of galaxies will give this
method more validity.

Here we will consider the change in P (z) for two galax-
ies when the templates are changed from the default BPZ
templates to the “typical” galaxy spectra (see Figure 5). We
choose these as the new templates because they had the
smallest values of dzBPZ for most galaxies amongst our
template candidates. Figure 8 shows how P (z) changes for
the two galaxies. The red line indicates the spectroscopic
redshfit, which we take to be the “true” redshfit. The “out-
lier” galaxy refers to the galaxy that has a large dzBPZ



value (when ran with the default templates) and an Odds
parameter that is less than 1. The “Low-dz” galaxy con-
versely signifies the galaxy that has a dzBPZ value close
to zero when ran with the default templates and an Odds
parameter of 1.

In both cases, we see the desired improvement. In
the case of the outlier galaxy, there is a distribution of
two nearly even peaks when using BPZ with the default
templates, and one single peak when the templates are
changed. The single peak is also closer to the true redshift
value than either of the peaks in the deault template case.
In the case of the low-dz galaxy, the single peak shifts even
closer to the true redshift. Note that, however, a small sec-
ond peak forms when the low-dz galaxy is ran with the new
templates. Although this peak is negligible, it still has the
effect of lowering the Odds parameter in the output.

This sort of improvement was noticed in other galaxies
as well. In a random sample of ten outlier galaxies, seven
of them saw improvements while three did not. This is,
of course, a very small sample of the 8200 in the cata-
logue, but it gives this process some merit. BPZ is a reliable
source for obtaining photo-z measurements, but improve-
ments can be made by adapting the templates and other
parameters to better suit the specific catalogue of galaxies.

CONCLUSIONS
The goal of this project was to improve the photo-z mea-

surements from the original values in the SDSS catalogue.
In the end, this goal was not achieved, but we found valu-
able insight in optimizing the output from BPZ and analyz-
ing galaxy spectra in general.

First, we always noticed better results when the template
SEDs contained both the continuum and the spectral emis-
sion lines, not just the continuum. This shows that spec-
tral emission lines are crucial to photometric measurements
as well as spectroscopic measurements. We also noticed
improvement when the template spectra were either taken
straight from the galaxy sample being measured or derived
from the sample. Using specific galaxy spectra with well-
defined type and redshift as the templates gave the largest
improvements. However, this method requires that one can
obtain somewhat reliable measurements of z and type to
begin with. Even though we had a catalogue of spectro-
scopic measurements as a tool, this would not be the case
in practice. The method may still be helpful even without a
complete spec-z catalogue: one could do spectroscopy on
a small subcatalogue of galaxies to obtain spectra for a few
galaxies of each type, then average over all galaxies of each
type to create new template spectra to use with BPZ.

We also noticed that when we used spectra with reduced
noise as the templates, the results became worse. This was
true in the case of the smoothed templates and the averaged
templates (a significant amount of noise cancelled out in
the average over thousands of galaxies). This leads us to
believe that results may be better if the template spectra
contain random noise on the same level as the spectra being
analyzed.

Overall, this project shows that photometric redshfits are
generally very dificult to improve, but trial and error can
lead to significant results. The techniques described in this
report may be useful when applied to other catalogues as
well as the SDSS catalogue considered here. We can safely
say that parameters such as the templates and priors are
cetainly not universal, i.e. they should be modified to fit
the specific catalogue being examined. The key idea is to
use as much prior knowledge about the cataloge as possi-
ble (e.g. distribution of types, possible range of redshifts,
significant emission lines, etc) in order to narrow down the
possible end results when using a code like BPZ.

I would like to thank Dr. Elliott Cheu and Dr. Alexan-
dra Abate for their support and insight during this project.
Their knowledge and encouragement helped motivate the
completion of this project.
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