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ABSTRACT

A method for the transmission of human speech at
data rates near one thousand bits per second is given.
Linear Predictive Coding is the basis for the rate reduction
method.

In the application discussed, only a playback mode

is necessary.

One of the techniques used to arrive at a one

kilobit transmission rate precludes the use of the complete
system in real time, two way applications.

Further advances

may eventually remove this barrier.
A prototype system has been built at The University
of Arizona in Tucson, Arizona using the final transmission
system recommended here.

It can transmit speech information

from a central site, and reconstruct the speech waveform at
remote locations using less than one thousand bits per
second of transmission bandwidth.

The techniques which have

been used, as well as the details of the final transmission
system, are given in this dissertation.

xil

CHAPTER 1

INTRODUCTION

This chapter provides an introduction to the topic
considered in this report.

Motivation of the problem is

provided in the first section, while the actual problem
statement is given in the second section.

An overview of

the remainder of the report is contained in the last sec
tion.

Briefly, this report presents a number of techniques

which may be used to compress human speech information so
that a data rate on the order of one thousand bits per sec
ond can be attained.

1.1

Introduction of the Problem

The PLATO IV^ system is a computer-aided-education
system designed to provide instruction in a wide range of
topics.

The system, as it exists today,

literally spans

the United States of America from a central computer site at
the University of Illinois in Urbana-Champaign.

Since its

inception, various attempts to provide audio material, in
addition to the visual material displayed on the terminal
screen, have been tried with limited success.

The earlier

^PLATO is a registered trademark of Control Data
Corporation and the University of Illinois.
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audio approaches make use of materials which had to be phys
ically present at any remote site wishing to use the audio
capability.

This physical presence provides the first major

drawback to the use of existing systems.

The materials

include records and magnetic tape with their associated
electro-mechanical playback devices.

The frailty of the

electro-mechanical systems provides a second drawback to the
current approaches.

The ideal solution would be to transmit

the audio, primarily human speech, in conjunction with the
visual data from the central site to any remote terminal.
The playback system would be totally electronic, thus elim
inating the electro-mechanical failures.
The electronic playback is not difficult, as shown
in chapter two, but to do it in conjunction with the visual
data, and without changing any of the existing communication
facilities, is more difficult.

The existing PLATO IV com

munication network has less than one thousand bits per
second of available transmission bandwidth to external
devices attached to any terminal in the system.
directly to the problem statement given next.

This leads

3
1.2

Problem Statement

The problem addressed by this report is "the
determination of a method for the transmission of human
speech at a low data rate."

Specifically, it is desired to

devise a system which will allow speech information to be
transmitted from the PLATO IV central computer site to re
mote terminals in conjunction with visual data.

Thus a

method which allows human speech to be sent at a rate near
one thousand bits per second must be devised.

The next

section provides a synopsis of the six following chapters
which detail the solution to this problem.

1. 3

Synopsis

The details of each chapter of this report have been
compressed into one paragraph.
one paragraph condensations.

This section provides those

They are presented in numeri

cal order as they appear in the main body of the report.
Chapter two provides a survey of a number of tech
niques that have been used to convey speech information.
The motivation for selection of the linear predictive coding
(LPC) method of speech compression is also given.

The se

lection is due primarily to those requirements detailed in
section 1.1 and 1.2 of this chapter.
The third chapter outlines the derivation of the LPC
method.

The derivation is provided briefly with specific

il
references to the original papers from which material has
been drawn.

The information in this chapter is due to

others and contains no original work.
Chapter four presents the approaches that will be
used for compressing the data rate.

Two different types of

techniques are addressed, (1) those that do not degrade
speech quality and (2) those which involve approximations,
quantization, or constraints which degrade the reproduced
speech.

The first group of methods involve data coding

techniques.

A new transmission code for use in the speech

transmission process has been devised combining desirable
properties of several other transmission codes, while elim
inating the undesirable properties.

The second group of

techniques consist of redundancy removal and data compres
sion schemes which have been adapted principally from
telemetry applications.
Chapter five provides the specifics of the collec
tion and processing of the speech data used in the research
work.

A total of thirty speech segments have been recorded

and analyzed from each of four speakers.

Experimental

findings are based on recorded speech segments.

The hard

ware used to obtain the speech data, as well as a brief
description of the speech processing at various levels, is
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included.

An outline of a speech synthesizer for recon

struction of the speech is also given.
The sixth chapter contains the bulk of the new in
sight provided by this work.

The transmission rate reduc

tions and transmission codes for a number of the methods
given in chapter four are presented.

Many of the reduction

methods have projected transmission rates calculated for
their use.

The chapter begins with the simplest possible

reduction techniques and proceeds to some which are quite
complex.

The effects of the reduction methods on the trans

mission rate are new, and some of the methods have not been
used previously in the manner presented.
The final chapter provides a projected transmission
rate for the combined use of some data reduction methods.

A

discussion is given for an implementation of the proposed
transmission scheme which meets all of the goals of the
problem statement.

Although still in the development stage,

the implementation has transmitted and reconstructed under
standable human speech at a data rate near one thousand bits
per second.
The complete information on the development of the
transmission scheme is provided in the following pages.
presentation begins with a survey of previous speech
transmission systems.

The

CHAPTER 2

SURVEY OF PREVIOUS DIGITAL SPEECH METHODS
AND COMPUTER-AIDED-INSTRUCTION APPLICATIONS

This chapter provides background information.

The

first section of the chapter is a survey of speech transmis
sion techniques.

It includes a discussion of both speech

digitalization and vocoder approaches.

References are pro

vided, and, for many of the methods, representative data
rates are given.

The second section considers some previous

efforts to integrate audio data and computer-aidedinstruction systems.

The justification for the primary

approach used in the remainder of the work is provided by
these first two sections.

This justification motivates the

selection of linear predictive coding (LPC) for further
investigation.

The investigation of the LPC method begins

in the next chapter.

This presentation, however, begins

with the survey of speech transmission techniques.

2.1

Survey of Previous Digital Speech Approaches
The advances in digital circuit fabrication tech

niques in the last decade have given rise to the ability to

6
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replace analog voice transmission with any one of several
digital methods.

What at first seemed a barrier to digital

transmission, the need to encode speech into binary digits
and later to decode the bits as voice signals, may finally
prove the strongest argument in favor of digital systems.
From a transmission standpoint, digital techniques have much
to offer.

They are relatively insensitive to noise, cross

talk, and distortion.

In addition, faded signals can be

regenerated readily without introducing cumulative degrada
tion.
Broadly speaking, there are two approaches to the
conversion problem.

Voice-waveform digitization methods

take samples of the speech waveform and represent the
sampled waveform amplitudes by coded values.

Upon reception

the coded signals are converted back to analog form in an
attempt to reconstruct the original speech waveform.

By

contrast, Vocoder methods make.no attempt to preserve the
original

speech waveform.

Instead, the input speech is

analyzed in terms of unique features, each of which can be
transmitted in digital form.

At the receiving end, these

features are reassembled and an output signal is regenerated
which is perceived as speech.

8
2.1.1

Voice-Waveform Digitization^
Included among voice-waveform digitization schemes

are pulse code modulation (PCM), differential pulse code
modulation (DPCM), adaptive predictive coding, and delta
modulation.

In an historical context, it is well known that

pulse code modulation (PCM) was the first method used to
digitize human voice.
today,

It is still the most widely used

primarily by the telephone industry.

simplest form,

In its

PCM consists of a set of amplitude or quan

tization levels and a set of sampling times.

At each sam

pling time, a digital code is generated corresponding to the
quantization level of the voice waveform at that moment.
When the digital code is received, it is converted back into
a time waveform that approximates the original voice signal.
The received waveform contains only the limited
number of discrete quantum levels provided by the system.
The amplitude of the original speech signal changes contin
uously however, and not in discrete steps.

Thus the

detailed shape of the reconstructed waveform will be differ
ent from that of the original voice.

That difference, or

more precisely the statistical expectation of the square of
the difference, is called the quantization noise.

Excessive

noise is perceived as a raspy quality that can make the
speaker's voice sound hoarse.

Vor an introduction to this material, consult
standard text books on communications, for example, Taub and
Schilling (1971). A more advanced presentation is given by
Jayant (1974).
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To avoid these unpleasant effects, it is necessary
to use a sufficiently large number of quantization levels,
or in digital terms, a sufficient number of bits per sample.
Fewer bits used to transmit the same message with the same
distortion implies, of course, more efficient use of trans
mission facilities.

The aim of improved voice digitization

methods and current work in the speech compression field
involve efforts to decrease the number of bits needed to
represent satisfactorily an arbitrary human speech signal.
It is possible to decrease voice waveform distortion
without increasing the number of quantization levels used in
a PCM system.

This can be done by precisely quantizing the

amplitude values that occur most often, while coarsely quan
tizing those that occur infrequently.

This approach fits

nicely with the fact that small amplitude values of speech
occur more often than large amplitude values.

To quantize

these smaller amplitude values more precisely, a nonlinearity that compresses them before they are quantized is intro
duced.

This compression allows for finer quantizing of,the

frequently occuring smaller amplitudes and also increases
the useful dynamic range of the quantizer.
called companding.

This process is

The current telephone D2 channel bank

uses companded PCM and requires nearly 64 thousand bits per

second for speech transmission as reported by Henning and
Pan (1972).

For some earlier telephone system details see

Fultz and Penick (1965).
For most signals, the average amplitude change from
one sample to the next tends to be small, compared with the
overall limits of signal amplitude change.

When two adja

cent samples have nearly the same amplitude, it is clearly
wasteful to transmit both values.

One obvious step toward

the goal of redundancy reduction is to encode the difference
between samples rather than their actual amplitude.

A dif

ferential pulse code modulation (DPCM) system takes this
general approach.

The DPCM method actually encodes the

difference between a current amplitude sample and a pre
dicted amplitude value estimated from past samples, as il
lustrated in figure 2.1.

Voice
Waveform

Sampler

-e

Predictor

Figure 2.1

.Digitized
Output

Quantizer

',

/7
L,

Differential Pulse Code Modulation Encoder

In practice, the past samples are weighted so as to
minimize the average energy of the difference signal.

These

weights are calculated using long term statistics of a
i

representative sample of speech; and once selected, the
weights remain fixed for any given DPCM system.

Experiments

have verified that the amplitude variations of the differ
ence signal are actually less than those of the original
speech.

In fact, Jayant (1974) has found that a

differential PCM converter that uses one past sample re
quires one less bit to produce the same signal to quantizing
noise ratio as an equivalent PCM coder.

A DPCM system em

ploying three past samples can generally eliminate 1 1/2 to
2 bits per sample over PCM.

Little is gained by using more

than three past samples with fixed weighting, but variable
weighting is a viable alternative.

Lower data rates are

possible if the weights of the predictor are changed with
speech statistics.

Moreover, additional reductions result

if the form of the predictor is changed to reflect speech
characteristics.
One approach to include the changing speech statis
tics is called adaptive predictive coding and uses the same
basic scheme as the DPCM system.

In this adaptive scheme,

however, the prediction weights do not remain fixed.

In

stead, they are updated every 10 to 30 milliseconds to re
flect changing signal statistics.

As this adaptive system
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removes more redundancy in the error signal than does DPCM,
a lower data rate can be used to transmit human speech.
A second approach to adaptive predictive coding uses
a predictor whose form is based on speech characteristics.
Close observation of speech signals reveals that there are
two general causes of redundancy in the "voiced" speech
waveform.

During voiced speech, the vocal cords vibrate

between opened and closed positions, releasing quasiperiodic pulses of air.

The fundamental frequency of this

vibration is called the pitch of the voice signal.

The air

pulses, in turn, excite the vocal tract where the positions
of speech articulators, such as the palate and tongue, es
tablish resonance conditions.

These resonance conditions

concentrate the acoustic energy into specific areas of the
frequency spectrum, known as formants.

The effects of both

periodic excitation and oral cavity configuration are evi
dent in the waveform structure of voiced speech.

The wave

form repeats periodically at the pitch frequency interval;
whereas between each such interval, its structure represents
the dominant formants.

In terms of the short term power

spectrum of speech, periodic excitation creates a line spec
trum while the vocal tract determines the envelope of this
spectrum.

For more complete treatment of this subject, see

Flanagan (1972) and Flanagan and Rabiner (1973).

The two main sources of redundancy in the speech
waveform are the quasi-periodicity due to vocal cord vibra
tion, and the highly structured nature of the short term
spectral envelope.

Adaptive predictors capitalize on these

redundant speech characteristics in an attempt to obtain
more efficient representations of voice waveforms.

The

quasi-periodic speech component can be predicted by a delayand-gain circuit with delay generally corresponding to the
voice pitch period, while from a fourth to an eighth order
circuit can be used to remove redundancy due to short term
spectral envelope structure.

Bayless, Campanella and

Goldberg (1973) present the adaptive predictive scheme in
their survey paper.
in figure 2.2.

The overall adaptive predictor is shown

The encoder unit updates predictor values

every 5 to 25 milliseconds using parameters calculated from
the speech signal.

The error signals from the quantizer in

figure 2.2 have been found to be random, possessing little
apparent correlation, thus verifying the redundancy removal
capabilities of the system.

Computer simulation of this

predictive encoder, operating at transmission rate of 7200
bits per second, yields speech quality equivalent to that of
a PCM system operating at 35 to ^0 thousand bits per second
as noted by Bayless et al. (1973).
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A block diagram of a delta modulation encoder appears in
figure 2.3.

Schindler (1970) and Jayant (197^0 provide

details on the delta modulation system, as well as trans
mission rate comparisons for delta, PCM, and companded
PCM schemes.

Note that in comparison with the DPCM system

in figure 2.1, the sampler has been removed inside the loop
where the time continuous error is sampled and quantized
into one of two levels.

The predictor in the feedback path

consists of a gain circuit and an integrator, so the quan
tizer and predictor have been reduced to a very simple form.
Since this technique uses only a one bit quantizer, its
implementation can be straightforward and inexpensive.

This

simplicity, combined with good voice quality, has generated
considerable interest in delta modulation for commercial
telephone systems.
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Unfortunately, delta modulation suffers from slope
overload whenever the incoming signal slope exceeds the gain
A divided by the sampling time.

To improve the slope over

load performance, the gain value may be increased or the
sampling time can be decreased, thus increasing the trans
mission rate.
too large.

Slope overload occurs when signal levels are

When they are two small, delta modulation sys

tems exhibit a second problem known as idle noise.

As with

slope overload, the approach to solving idle noise problems
is through gain control techniques.
Various methods of gain control have given rise to
different forms of delta modulation.

For example, contin

uous variable slope delta (CVSD) modulation adapts to vary
the gain A over a continuous range.

Variable slope delta

(VSD) modulation adapts on the error signal, changing the
gain in steps of 2n.

Digitally controlled delta (DCD) modu

lation uses a digital comparator operating on the error

sequence to control the gain function.

Adaptive delta modu

lation techniques typically require 20 thousand bits per
second and above for satisfactory speech reproduction,
Goodman (1971).

2.1.2

See also Jayant (1970) or Abate (1967).

Voice Coder Methods^
Digital systems that attempt to preserve the short

term power spectrum of speech, while disregarding most of
the phase information in the voice waveform, are termed
vocoders (voice coders).

Unlike delta modulators, PCM,

DPCM, and adaptive predictive coding techniques, vocoders do
not try to preserve the original voice waveform.

Instead,

the goal is to preserve the perceptually significant proper
ties of the waveform with the intention of synthesizing a
signal at the receiver that sounds very much like the origi
nal.
By analyzing the input waveform, or its short term
spectra, most vocoders compute parameters that describe a
simplified model of the speech production mechanism.

The

details of the production mechanism have been provided by
Flanagan and Rabiner (1973).

Usually, vocoder models

assume that speech sounds fall into two distinct classes:
voiced and unvoiced.

As previously mentioned during the

2
For more information in this area, the reader is
Goldberg (1973K° eder ( 1 9 6 6 ) or Ba yless, Campanella and

discussions of adaptive predictors, voiced sounds occur when
the vocal cords vibrate.

The voiced sounds are character

ized by the pitch or rate of vocal cord vibration as well as
by the resonant structure of the vocal tract formed from the
throat, mouth, and nasal cavities.
vocal cords do not vibrate.

In unvoiced speech, the

Instead, air turbulence result

ing from either the passage of air through a narrow con
striction formed by the articulators or the sudden release
of air by the lips or tongue, creates acoustical noise that
excites the vocal tract.

As in voiced speech, the articula

tors create resonance conditions that concentrate the un
voiced acoustic energy into particular areas of the fre
quency power spectrum.

Unlike the voiced case, where energy

occurs as discrete frequency components, spectral energy
during unvoiced speech is continuous with frequency.
Usually, the analyzer section of a vocoder deter
mines the resonant structure of the vocal tract, estimates
the pitch, and decides whether the speech segment is voiced
or unvoiced.

The synthesizer section uses these speech

features to reconstruct a new time waveform that sounds much
like the input.

Various vocoders differ in their methods

for extracting speech features, as well as in their methods
for reconstructing speech using these features.

Vocoder

development in the early 1950's was devoted principally to
the evolution of a device called the channel vocoder, con
ceived originally by Dudley (1939).

Considerable emphasis

was placed on optimizing the design of the channel filters.
More recent efforts in vocoder development have been direc
ted to all-digital implementations.

One method of accom

plishing this has been by use of the fast Fourier transform
(FFT), while a second approach uses digital filter tech
niques.
A basic channel vocoder analyzer is shown in figure
2.4.

A sequence of bandpass filters is used to divide the

voice signal into frequency channels.

The signal components

in each of the frequency channels are first rectified,
usually by a square law circuit.

Then they are either inte

grated or low pass filtered, or both, to yield a continuous
estimate of the speech power spectrum amplitude in each
channel.

Independent of the spectral analysis, a pitch

extractor determines the vocal pitch, and a voicing detector
determines whether the input represents a voiced or unvoiced
sound.
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Channel Vocoder

The channel vocoder synthesizer reconstructs the
speech signal using estimates of the power spectrum together
with pitch and voicing information.

During voiced segments,

a pulse generator outputs short pulses at the pitch rate and
these pulses excite a bank of filters similar to those shown
in figure 2.4.

Each filter output is then adjusted in an

attempt to make its

energy equal to that measured for the

corresponding channel at the analyzer.

For unvoiced sounds,

a gaussian noise source excites the filter bank.

See Bell,

Fujisaki, Heinz, Stevens, and House (1961) and others.

Gold

and Rader (1967) have reported satisfactory operation of a
channel vocoder at 2400 to 1800 bits per second.

They note

that a 1200 bit per second rate provides unacceptable speech
degradation.
A variation of the FFT approach involves the use of
homomorphic filtering concepts.

Consider first a model that

separates vocal tract information from pitch excitation in
voiced speech.

The model of the speech waveform consists of

20
the convolution of three components representing pitch, the
shape of the glottal pulse, and the vocal tract impulse
response.

Homomorphic filtering involves first taking the

logarithm of the power spectrum so that the excitation and
envelope effects can be more easily separated.

The Fourier

transform of the power spectrum logarithm is then computed,
yielding the cepstrum (Noll 1964).

The cepstrum can usually

be used to separate the envelope or vocal tract configura
tion from the excitation or vocal cord functions.
Both channel and cepstrum vocoders operate between
2400 and 4800 bits per second and both can produce speech of
high intelligibility.

Unfortunately, the synthesized speech

is characterized by noticeably degraded voice naturalness
and speaker recognizability.
The formant vocoder is similar in concept to the
channel vocoder.

Theoretically, the formant vocoder can

operate at lower bit rates than the channel vocoder becaue
it uses fewer control signals.

Instead of sending samples

of the power spectrum envelope, the formant vocoder attempts
to transmit the positions of the peaks of the spectral enve
lope.

These peak positions are called formant frequencies

and correspond to the poles in the transmission response of
the vocal cavity.

Typically, a formant vocoder must
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identify at least three formants for representation of
speech sounds, and must also determine the intensities of
these formants.
Formant vocoders can generally reproduce speech at
data rates of at least 1200 bits per second as noted by
Bayless et al. (1973).
shortcoming.

These vocoders suffer from a major

They have difficulty in accurately computing

the locations of formants and formant transitions from
fluent human speech.

Formant vocoder synthesizers operating

under the control of computers, however, have exhibited
excellent vocal quality, when a considerable amount of
effort has been exerted to obtain the appropriate formant
traces.
Numerous investigators have sought to avoid speech
degradation in vocoders by eliminating the pitch extraction
and voicing detection operations.

One of the most success

ful of these innovations is the voice excited vocoder (VEV).
Schroeder, Logan and Prestigiacomo (1962) present the de
tails of this system.

It uses a hybrid combination of PCM

transmission for the low frequency portion of the speech,
combined with channel vocoding of higher frequency compo
nents.

The analyzer does not have to extract pitch or make

voicing decisions.

A pitch signal is generated at the

synthesizer by rectifying, bandpass filtering, and clipping
the baseband signal, thus creating a spectrally flat signal
with energy at the pitch harmonics.

Voice excited vocoders

have been designed for operation at 7200 to 9600 bits per
second, and their quality of reproduction is typically su
perior to that obtained by the traditional pitch excited
vocoders previously discussed.
A substantial portion of current research efforts in
the speech transmission area has been in methods to improve
the robustness of the pitch and voice-unvoiced decision
making process.

See for example, Miller (1975), Atal and

Rabiner (1976), and Rabiner, Cheng, Rosenberg, and McGonegal
(1976).

The success of this work has to some extent removed

the advantage of the voice excited vocoders, although most
new techniques are exceedingly complex.
One of the most ambitious vocoder techniques is simply
a very complex hypothesis test.

The sounds of groups of let

ters taken together form a set which convey in themselves
speech information.

This set, called phonemes, is derived

from the same basis as reading taught to young children
through "sounding out" words.

The phoneme set is well de

fined and encompasses all voice sounds.

Current efforts in

this area are centered in finding criteria that allow the

phonemes in fluent speech to be determined.

This determina

tion is a multi-dimensional hypothesis test over the com
plete phoneme set.

The particular phoneme whose features

match most closely those of the speech pattern is trans
mitted.

As with most languages in which some letters appea

more often, certain phonemes occur with greater frequency
than others.

Additional data rate savings result from the

consideration of frequency of occurance information.
Reconstruction of the speech waveform involves
recreating the phoneme sounds.

This system has an

advantage in that if a phoneme in speech is mistaken for
another whose sound is similar, the synthesized speech will
contain almost the correct sound.

The inherent redundancy

in the construction of languages allows the perceiver to
"filter out" the error or understand the speech in spite of
the error.

An implementation of a phoneme vocoder is theo

retically capable of being operated at data rates below
seventy five bits per second as noted by the International
Telephone and Telegraph Company (197*1, pp. 27-35).

Unfortu

nately, large quantities of high speed computer resources
are necessary for the analysis and phoneme identification.
Of the vocoders using digital filter techniques,
those using the linear predictive coding (LPC) approach are

receiving substantial attention and appear most promising.
The method has been derived by Saito and Itakura (1966) and
Atal and Schroeder (1968).

It attempts to extract the sig

nificant features of speech from the time waveform rather
than from the frequency spectrum with which the channel,
cepstrum, and formant vocoders operate.

The linear pre

dictive system uses a weighted sum of n past samples to
approximate the present sample.

The weights are calculated

to minimize the average energy in the error signal that
represents the difference between the predicted and actual
speech amplitude.

Unlike DPCM systems, where the weights

are calculated once over all speech and then remain fixed,
the weights in predictive coding are calculated over short
speech segments of 10 to 30 milliseconds, and thus change as
the speech statistics vary.
Linear predictive schemes also differ from the
adaptive predictive coding schemes discussed earlier.

In

the adaptive systems, it is the error signal, representing
the difference between predicted and actual voice waveform
samples, that is transmitted.

Linear predictive systems,

however, transmit only selected characteristics of the error
signal.

These parameters include a gain factor, pitch in

formation, and voice-unvoiced decision information.

They
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allow approximation of the correct error signal.

When the

filter formed from the predictor coefficients is excited by
the error signal, a synthetic voice signal is generated.
Although the analysis is performed in the time do
main, minimizing the error signal is equivalent to estima
ting the speech spectrum more accurately around its peaks
than around its spectral nulls.

This eliminates one of the

major deficiencies of the channel and cepstrum vocoders.
Pitch extraction and poor voicing decisions, however, can
still cause perceptible distortions.

Current experimental

LPC vocoders have operated at data rates below two thousand
bits per second with acceptable quality of synthesized
speech.

2.2

See, for example, Sutherland and Makhoul (197*0.

Survey of Computer-Aided-Instruction Applications
The electronic revolution has spawned many new ad

vances in the recent years.

One of the promising advances

is the use of computer technology for educational purposes,
called computer-aided-instruction (CAI).

Nearly from the

very beginning of CAI systems, the need has been recognized
for the use of audio data.

The earlier efforts consisted

primarily of electromechanical based devices, and they proved
somewhat unsatisfactory.

In the following section, a survey

of audio information and its connection with computer-aidedinstruction is considered.
Considerable efforts have been expended in an
attempt to provide voice features to CAI systems.

A cri

teria consisting of ten elements has been used at Stanford,
as noted by Sanders, Benbassat and Smith (1976) to aid in
the selection of voice methods.

The elements are given

below.
1.

Intelligibility

2.

Coverage of all speech sounds

3.

Quality

4.

Flexibility and utterance accessing

5.

Ability to compose sentences

6.

Ability to compose words

7.

Ability to manipulate intonation

8.

Vocabulary storage size

9.

Data transmission rate

10.

System complexity and hence cost

In the past, a number of varied approaches has been
used in conjunction with computer-aided-education systems to
reproduce or synthesize speech.

The order of citation of

the following techniques is based primarily on common opera
tional characteristics, and to some extent, chronological
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development.

See Flanagan (1972) or Flanagan and Rabiner

(1973) for the detailed descriptions of the various
techniques.
Perhaps the simplest and earliest device for CAI
speech reproduction has been the computer controlled analog
magnetic tape player.

It has excellent intelligibility,

quality, and coverage; but has only linear accessing, or at
best locally random accessing.

These devices have been used

frequently with some limited success.

See for example,

Suppes and Morningstar (1972) or Ishida and Fujimura (1971).
The computer controlled players have major common undesir
able factors.

One of these factors is the need for the

materials to be physically present at all remote locations.
For dispersed systems, this material presence is a major
problem.

A second common factor is the need for electro

mechanical playback devices.

As with most devices of this

type, they tend to be very unreliable.

For educational

applications the reliability issue is very important, espe
cially in terms of personnel necessary to keep the systems
in operating condition.

The advantage of these devices is

that only control signals are necessary, and the signals can
be transmitted at low data rates.
Analog recording on magnetic disks and drums has
also been used, perhaps less frequently than tapes.

They

would solve the tape accessing limitations; but due to the
cost of such systems, most have compromised quality,
coverage and intelligibility.

These approaches have been

used in the construction of some equipment used with the
PLATO IV system and one of the Institute for Mathematical
Studies in the Social Sciences at Stanford (IMSSS) projects
as described by Lorton (1973).

The use of the storage disks

and drives is advantageous for exactly the same reasons that
the computer controlled players are undesirable.

That is,

the equipment necessary at the remote terminals is simple
and reliable, consisting primarily of decoding circuits and
a speaker.

The major disadvantage is that great volumes of

data must be transmitted in order to convey the speech in
formation.

Later it will be shown that limited transmission

bandwidth is a serious constraint in this work, and thus
these devices are not satisfactory.
The last broad class involves digital recording on
disks and drums.

One of the digital schemes mentioned in

the first section of this chapter would be used.

The voice

waveform digitization techniques of section 2.1, used in
conjunction with magnetic drums and disks, are not function
ally different from an analog system, except perhaps in the
size of the storage medium and the relative cost.

Digital

PCM audio has been used in a system called Dial-a-Drill; a
product of the Computer Curriculum Corporation, as reported
by Jerman, Clinton and Sobers (1971).

A delta modulation

system has also been implemented and used at Stanford, see
Atkinson, Fletcher, Linsay, Campbell, and Barr (1973).

The

voice coder methods of section 2.1.2 are newer, and hence
fewer systems using these approaches have beeen built.

The

LPC method has been recently selected by IMSSS for use in
the microprogrammed intoned speech synthesizer as reported
by Sanders, Benbassat and Smith (1976).
The vocoder class of approaches seems to answer both
problems.

The speech can be digitized, stored in a central

location, and transmitted when necessary to remote sites.
The judicious selection and implementation of a speech digitalization technique should allow the transmission rate to
be set arbitrarily close to the technique's limit.

In the

next section, after considering the methods given in section
2.1.2, a single technique of this class is identified for
further investigation.

2.3 Voice Approach Selected
The reader is reminded that a very hard constraint
of one kilobit per second data rate, as well as a need for

reliable operation for all speech events, exists.

With the

previous background, and the details of the next chapters as
justification, it will be argued that the linear predictive
coding method is the most promising approach for meeting the
goal of providing a useful voice system to the PLATO IV
computer-aided-instruct ion system.
Before selecting one of the possible methods, it
seems important to briefly state some of the details of the
PLATO IV communication network.

For a general description

of the PLATO IV computer-aided-education system, see Bitzer,
Sherwood, and Tenczar (1972).

After the details have been

given it will become clear that a one thousand bits per
second transmission rate is a hard constraint.

The trans

mission rate consideration when taken in conjunction with
the first two sections of this chapter seems to mandate the
selection of the linear predictive coding approach to speech
transmission.

Before making the decision, however, the

communication network specifics are given.
In order to provide complete coverage to a large
portion of the United States of America, an early PLATO IV
development decision had to be made concerning a communica
tions network.

It was obviously too costly to establish a

dedicated transmission system.

The only solution was to

lease existing facilities, such as telephone circuits on an
as needed basis.

Existing multiplexer equipment was then

adapted for use with the leased lines, the terminals and the
central site equipment.

The specifics of the communication

network are maintained on the PLATO IV system itself, as
well as given in reports by Sherwood and Stifle (1975) and
Stifle, Bitzer, and Johnson (1972).
The report notes that forward traffic, or transmis
sion from the central site to remote terminals, is conducted
at 1200 bits per second.

A reverse channel from the termi

nal to the central site has a nominal capacity of 100 bits
per second.

The reverse channel is intended to carry stu

dent responses in the form of key presses on a terminal
keyboard.

Because of the speed at which key presses may be

initiated, the 100 bits per second is sufficient.

The for

ward channel conveys control information or display infor
mation or speech data.

After the required control and error

detection functions have been implemented, 91^ bits per
second are available to transmit the data to devices which
may be connected to a PLATO student terminal.

One of the

possible devices which may be connected to the terminal is
a speech synthesizer.
Prom section 2.1.2, there seem to be two methods
which may be able to meet this strict requirement.

These

techniques are the phoneme identification approach and the
linear predictive coding (LPC) method.

From the survey in

that section, as well as the information in section 2.2, it
seems that the phoneme method is not yet sufficiently devel
oped to be practical in this application.

The logical

choice thus appears to be the linear predictive coding tech
nique.

In the next chapter this method is further investi

gated.

The remainder of the report details the specifics of

a transmission scheme for human speech at nearly one thou
sand bits per second.

CHAPTER 3

LINEAR PREDICTIVE CODING

This chapter will highlight the linear Dredictive
coding (LPC) approach to voice transmission.

The techniques

are independently derived by Saito and Itakura (1966) using
maximum likelihood estimation theory and by Atal and
Schroeder (1968) using linear predictive theory.

As this

work is well documented, only a synopsis is presented.

The

interested reader is referred to the original papers and to
more recent review papers, for example Makhoul (1975).

3. 1 Foundation
Linear predictive coding is a subset of a more
general mathematical formulation called systems identifica
tion theory^.

In its various forms, the LPC approach has

also been called predictive coding (Pecock and Treitel,
1969), linear prediction, Prony's method (Prony, 1975),
inverse filter formulation (Levinson, 19^7), and others.
They all assume that at a particular instant in time, a
sample, s n , can be approximated by a weighted linear
1

An excellent survey article on identification
theory is provided by Astrom and Eykhoff (1971). See also
Gustavsson (1972) and Nieman, Fisher, and Seborg (1971). A
very enlightening paper has also been written by Dudley
(1978a).
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summation of the past p (p an integer) samples, some input
u n> and gain G, viz:

P
s = - E a . s . + G u
n
j=i j n-j
n

3. i

This is the usual assumption made for time series
analysis.

It works well for speech because the assumption

is based on a model of speech production which has been
shown by Fant (1960) to work quite effectively in analysissynthesis systems.

This model consists of the following

three underlying assumptions:
1. Within a short interval of time, usually ten to
twenty-five milliseconds, the human voice tract is
assumed to be fixed in shape. This interval is most
often called a frame.
2. Within any frame, it is assumed that the trans
fer function of the combined effects of the glottal
flow, the vocal tract including the oral and nasal
cavities, and the radiation characteristic can be
modeled by a linear time-invariant all-pole filter
with a sequence of impulses or white noise, or a
combination, as input.
3. The speech signal can be considered as the out
put of such an all-pole filter whose coefficients
change at discrete time intervals.
The model formulation is us.ually derived in a
discrete time space and employs z—transform notation.
complex variable z is defined by

The
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z = esT

where

s = a + jco

is the Laplace operator,

T = 1/f s is the sampling interval in seconds,

fs

is the sampling frequency in Hertz.

For a complete presentation of the z transform, consult
Derusso, Roy, and Close (1967), Gold and Rader (1969), or

ODDenheim and Schafer (1975).
Equation 3.1 can be restated in z transform notation
as
P

S(z) = -S(z) • E a.z~J + GU(z)
j=iJ

-s p
J

U(z) and S(z) are the z transformed input and output respec
tively, and G is the input gain.

Thus the filter transfer

function H(z) is given by

G
P

H(z) =
1 +

£ a.z-J
j= l J

3.3

A function of this kind is usually called an all pole trans
fer function.

The subject of transfer functions is con

sidered in a number of engineering areas, including control
theory (Melsa and Schultz, 1969).

Equation 3.3 is thus

sometimes referred to as the all pole model.

Figures 3-1

and 3.2 illustrate two interpretations of the equation.

U(z)

Figure 3.1

u„

H(z)

S(z)

Discrete All Pole Model in the Frequency
Domain

M

s

Linear Predictor
of order p

Figure 3.2

Discrete All Pole Model in the Time Domain

3.2 Least Squares Identification
For any particular signal, the problem is to
determine the predictor coefficients aj and the gain G.
Under the select conditions that exist for the speech formu
lation, this can be accomplished using a least sauares
approach, which produces results identical to a maximum
likelihood formulation surveyed by Norden (1972 and 1973).
The linear predictive coding method includes two similar
formulations called the covariance and the autocorrelation
approaches.

Both employ the least squares minimization

procedure.
As the input to the speech system is generally
unknown, the signal s n can be predicted only approximately.
^

A

With s n as the approximation to s n of equation 3-1, s n can
be constructed from a linear weighted summation of past
samples, viz:

3 = - £ a.s
n
j =1 J n-j

The error e n between the actual value s n and the predicted
A
value s n , also known as the residual, is given by
e = s - s
n
n
n
= s

+

P
I a.s

3.
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It is of interest to begin with a deterministic view
of the signal and proceed to a random process outlook.

In

this manner, a number of similarities between various
methods become clear.
deterministic.

e

=

w

N

Suppose then that the signal, s nf is

The total mean squared error, e, is given as

Le2

n

n

3.6

i
= i
N

I(s +
n n

P
E a.s
j=l

3

2
.)
3

The summation index, n, is left vague intentionally at this
time.

This index is discussed later when considering the

differences in the covariance and autocorrelation formula
tions.

In the usual manner, the mean squared error is mini

mized by setting

= 0
i

for 1 < i < p
" "

3.7

After interchanging the summation and differentiation opera
tors, the partial differentiation is performed which yields

3-8

P

^snsn-i

" *

^aJ

£Sn-jSn-i

1 < i < p

This set is usually called the normal equations.

The value of the summation index, n, will be con
sidered next.

The selection of n is the point where the

covariance and autocorrelation formulations diverge.

The

autocorrelation method is somewhat simpler in concept, and
will be presented first.
In the autocorrelation approach, the range of n is
-co < n < oo.

In the deterministic sense, the arguments of

the summations in equations 3.8 are autocorrelation coeffi
cients defined as

R(i-j) =

Es

n _j

3.9

s n-i

The simplified form of equation 3.8 follows immediately,

R(i) =

3.10

E a.R(i-j)
j= l J

Equation 3.10 can be expressed in matrix form as
r*0
ri

R„

Rx

R2

RQ

RX

R1

R0

..
• Vi~

ai

'

R P-2

a2

• •'

R p-3

a3

H
R2
=

R3

3.10a
l R p-2 R p-3

. RQ

a
P

R
P

Since R(i-j) is an even function, R(i-j) = R(j-i).
the elements along each diagonal are equal.

Thus all

A matrix of

this type is known as a symmetric Toeplitz matrix, and has
been studied by Grenander and Szego (1958).
Practical considerations require that the signal be
known over only a finite time interval.

For example, in the

model formulation, it is assumed that the physiology remains
unchanged for a ten to twenty millisecond period.

In an

attempt to limit the number of values in the summations, a
new signal
s w
n n

»n " *
is introduced.

0

0 < n < N-l
-

3. 1

otherwise

This new signal is found by applying a

weighting or window function, w, to the original signal.
The window width, N, is given in number of samples.

The

selection of the weighting function is important and nontrivial.

Markel (1971) illustrated, using a spectral

deviation argument, that a simple rectangular window^ or
weighting function will not suffice.

Blackman and Tukey

(1959) and Harris (1978) have discussed theoretical-

^Extraction of N samples is mathematically
equivalent to multiplying the sampled speech by a
rectangular window length N at the appropriate frame
location. This situation yields the covariance formulation,
and it is well known that the covariance method must, be
analyzed differently than the autocorrelation method.

*1
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windowing results in detail.
will be presented here.

Thus little additional comment

The selection of a window function

will be considered briefly in the next chapter when a hard
ware implementation of an LPC system is given.
The autocorrelation function of equation 3.9 can be
approximated and restated in terms of s"n as

R(i-j) =

N-l+j-i
I
s

.
n=j

_
.s

3 - 12

n-j n-i

The covariance method, 3 in contrast to the autocor
relation method, assumes from the beginning that the summa
tion index, n, of equation set 3.8 is finite; that is
0 —

n

— N-1.

The analog of equation 3.9 in the covariance

formulation is

,• . i
P(l-J)
'

•5

N-l+J-I
s
Z. sn-j
J n-i
n=j

3.12a

Prony's method, as discussed by Weiss and McDonough

(1963) and Dudley (1977) in which a signal is approximated

by the summation of a set of damped exponentials, is similar
to the covariance method.

Instead of equation 3.10, the covariance method yields

P
p(i) = - E a.p(i-j)
j= l J
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:

In this approach, the matrix form of 3.13 is still
symmetric since p(j-i) = p(i-j); but all the elements along
any diagonal are no longer equal.

A matrix of this form is

called a covariance matrix, and is the basis for the
method's name.

For reasons which will become clear shortly,

only the autocorrelation approach will be considered fur
ther.
In the two previous parts of this chapter, speech
waveforms have been assumed to be deterministic.

Unfortu

nately, for all but the most pathological cases, this
assumption is wrong, and a speech signal is more accurately
considered a random process.

The details of random process

theory can be found in texts such as Papoulis (1965).

A

random process is denoted with a tilde above the symbol to
differentiate between a random process and a deterministic
signal.

Thus, a speech signal, s n , is now assumed to be a

random process.

The error, e p of equation 3.4, as a
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function of a random process, is itself a random process,
viz:

e

=

n

Z a.s
j=l J n-J

n

3.14

In this case, the expected value of the square of the error
must be minimized.

That is

e = E{e^} •
3-15

p
=

E{(sn

• ^jVj)2}

To perform the minimization, the partial differentials
8e/3a^ for 1 < i _< p are set to zero.

The expectation and

partial differentiation operator can be interchanged and the
differentiation performed.

8e
~ E{s s .} +
aa ±
n n-i

These actions yield

Z a.E{§

j

.}
J
n-j.sn-i
3.16

for 1 _< i £ p and thus

E{s s

} = -

n n_1

P
z a.E{s

j_i J

.§

,}

n-j n-i

The evaluation of the expectation functions in equa
tion 3.16 depends upon whether the process, s n> is station
ary or nonstationary.

It should be made clear that the

stationarity of the running speech signal is not being dis
cussed, but rather the stationarity of a single frame.

Both

the covariance and autocorrelation random process formula
tions assume that the running speech signal is nonstation
ary. This is evident in that the predictor parameters change
from one frame to the next.
Should the process s n be stationary, then the
expected value functions of 3.16 are the autocorrelations of
the process and can be expressed as

E{§n-j§n-i}

= R(i-j)

3.17

Equation 3.16 will reduce to equation 3.10, and the matrix
equivalent is precisely equation 3.10a as before.

For a

stationary and ergodic process, the autocorrelation can be
computed as a time average.

The need for windowing the

sampled data is unchanged from the deterministic formula
tion.
Different approximations have been considered by
Jenkins and Watts (1968) for estimating R(i-j) from a known

signal.

One such approximation^ is given by equation 3.12.

Thus, the stationary random process case yields the same
estimate of the predictor coefficients aj as the determinis
tic case.
If the process s n is nonstationary, then the expec
tation functions in equation 3.16 are

E {s

n _j ® n -i)

=

3,18

Without loss of generality, the predictor estimates can be
assumed to be desired at time n=0.

Equation 3-16 then re

duces to

P
R(0,-i) = - Z a R(-j,-i)
j= l J

3.-I9

Note that nonstationary processes are not ergodic, and hence
the time average may not be substituted for the ensemble
average.

There exists, however, a small class of nonsta

tionary processes called "locally stationary processes"
which have been discussed by Silverman (1957).^

He suggests

that it is reasonable to estimate the autocorrelation

^The usual form of the estimate is divided by the
sample window width N. The lack of division by the window
width, however, does not affect the predictor coefficients
according to Makhoul (1975).
-'See also Papoulis (1965) and Pendat and Piersol
(1971).

function with respect to a point in time as a short time
average.

Speech signals have been considered to be at least

locally stationary previously, as reported by Makhoul (1975)
in his survey article.

R(-j,-i) can then be estimated by

p(j-i) of equation 3.12a.

This approximation leads to a for

mulation, and hence a solution, for the predictors, aj f in
equation 3.19 that is identical to that given by equation
3.13 using the covariance methods for the deterministic
case.
Chandra and Lin (1974) have shown for pitch asyn
chronous analysis and a large analysis frame size^ that the
performance of both the stationary and nonstationary formu
lations in representing speech is "more or less the same".
In addition, they note that for pitch synchronous analysis,
the covariance method appears to produce a somewhat more
accurate estimate of speech waveforms, formant frequencies,
their bandwidths, and impulse response than stationary for
mulations.

The nonstationary-covariance method is much more

difficult in terms of the mathematical complexity required
to extract the predictor coefficients than is the
stationary-autocorrelation method.

Further, a comparison of

the two methods of linear prediction indicates that the

^Two or three periods.

predictor coefficients obtained in the autocorrelation
method are guaranteed to produce a stable filter of the form
given in equation 3.2 (Markel and Gray, 1973; Grenander and
Szego, 1958), while stability cannot be guaranteed in the
covariance method as reported by Atal and Hanauer (1971).
The autocorrelation method also offers many useful spectral
interpretations as noted by Makhoul and Wolf (1972) and
Makhoul (1973).

The possible improvement of the covariance

approach has not been judged to be commensurate with its
extra computational cost and instability problems.

This

selection has been made by Markel (1971), Markel
and Gray ( 1973), Makhoul (1973)» Sutherland and Makhoul
(197*0, Sambur (197-5), Itakura and Saito (1972) and others.
The autocorrelation approach will also be pursued in the
subsequent development of this paper.
In a previous comment, note is taken of the fact
that the system input is unknown.

Consequently, there seems

little sense to determine a value for the gain G.

If it is

assumed that the energy in the output signal must equal that
of the original signal s n , then it is at least possible to
specify the total energy in the input signal.
rewrite equation 3-1^ as

To proceed,
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P
s = - Z a.s . + e
n
n
j= l J n-J

3.20

Compare the original formulation of equation 3*2 with that
of equation 3.20.

Thus, Gu n = e n .

Consider the two possi

ble input functions which are either an impulse train or
white noise.
For the first case, let the input to the all-pole
filter H(z) be an impulse at n=0.

u
n

=6

The filter response is

nO
3.21

P
h = - £ a.h . + G6
n
._i J n-j
no

where 6 nm is the Kronecker delta function.

Atal and Hanauer

(1971) and Makhoul (1973) have shown that multiplying equa
tion 3.21 by h n _^ and summing over all n produces

Pa
R(i) = -

R(0) = -

Z a.R(i-j) for 1 < |i| < °°
j= l J

p
p
E a.R(j) + G
j= l J

o

22

3.22a

A

where R (i) is the autocorrelation of the impulse response
hn.

The equality of total energy in the impulse response

and the signal requires that.

R(0) = R(0)

3.23

where R(i) is the value illustrated in equation 3.10, evalu
ated at i=0, and interpreted in the random process sense of
equation 3.17.

From similarity of form arguments, Makhoul

and Wolf (1972) and Makhoul (1973) conclude t.hat

R(i) = R(i)

3.2H

Thus

G2 = R(0) +

2 a R(J)
j=l J

3.25

The second input case is for a white noise source.
This input is assumed to be a sequence of uncorrelated
samples, or white noise, with zero mean and unit variance.
Consider equation 3.2 in the random process sense, multiply
by s n _^ and take expected values.

The result has been shown

to be identical to equations 3.22 and 3.22a by Box and
Jenkins (1970).
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3.3

Predictor Extraction From Matrix Equations

The solution to the predictor identification problem
collapses to the problem of solving the matrix equation
3.10a.

Many different approaches exist for the solution of

equations of this form.

The Gauss elimination method

(Ralston, 1965, and others) is the most general method but
it requires a large number of operations and the matrix
order squared storage locations.

Ralston (1965) also dis

cusses the Cholesky method which requires about half the
operations and half the storage of the Gauss elimination
technique.

There are two methods specific only to the auto

correlation matrix.

Levinson's method (Levinson, 19^7 and

1966; Robinson, 1967), was the first used of the two and
displays a further reduction in the number of required oper
ations and storage locations.

The most compact method in

terms of the operation and storage requirements is Durbin's
method, as described by Durbin (1960).

This technique has

also been called the fast autocorrelation method by Makhoul
and Wolf (1972).

In this section, the use of Durbin's

method in the extraction of the predictor values from the
matrix equation is explored briefly.
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In addition to the computational and storage savings
of Durbin's method, the procedure is easily implemented.

A

derivation of Durbin's method is provided by Makhoul and
Wolf (1972) under the fast autocorrelation name.

The recur

sive procedure's equations are

E q = R(0)

k, = -{R(i) +
1

3.26a

? a< i-;3) R(i-j)}/E
J=1 J

3.26b

a ± (l) =

a j (l) =

3.26c

a j 1 " 1) + k i a i-j 1)

1

-

j

-

1-1

3.?6d

E± = (l-k.) 2 E 1 _ 1

3.26e

They have been reprinted from Makhoul (1975).
If all the R(i)'s are normalized by dividing by
R(0), the normalized autocorrelation coefficients

r(1) =

are created.

#f§f-

3 - 27
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For fixed point solutions, as in most minicomputers,
the r(i)'s have the useful property that lr(i )l

< 1.

The

normalization transforms equations 3.26a and 3.26b into

E
0

1

3.28a

= -{r(i) +

P
/ • -| \
£ a.
^r(l-j)}/E 1 _ 1
j=l J

3.28b

The predictors, a^, of an order p system produced
using this method have an additional benefit in that all
predictors of order less than p are also produced.

It will

be seen in a later section that the appropriate filter order
is not restricted to a single value.

For speech with changing

characteristics, the appropriate order changes.

This property

of the predictor has been found useful in variable order LPC
systems and subsequent data rate reductions as reported by
Sutherland and Makhoul (1974).
^i»

^ — * — P»

are

known

as

The intermediate quantities,

reflection coefficients for

reasons which will be explained later.

In the statistical

literature (for example, Anderson, 1971; Box and Jenkins,
1970) they are known as partial correlation coefficients.
Some authors in speech literature (Itakura and Saito 1972;

and others) have shortened partial correlation to form
PARCOR.

The PARCOR system is functionally the same as the

autocorrelation method, although the result is arrived at
through different means.

3.^

Selection of Filter Parameters

Sutherland and Makhoul (197*0 and Viswanathan and
Makhoul (1975) have investigated a number of parameter sets
which uniquely characterize the linear prediction filter
H(z).

This list is also provided by Makhoul (1975), and is

reprinted below.
1.
aj, 1 < j < p , predictor coefficients or impulse
response oT the inverse filter A(z) = G/H(z)

2. b^ 0 < i < p, autocorrelation coefficients of
a j /G
b. =
i

P

I""! a + ,.|
n n+|i|

n^0

where a Q = 1

3-29

u

A
3. R(i), 0 < i £ p, autocorrelation coefficients of
h n as detailed previously in equation 3.22
4. h, 0 £ n £ p, impulse response coefficients of
the all pole model H(z). They are easily obtained
from 1 by long division.
5. Pj, 0 < j < p, spectral coefficients? of A(z)/G,
or eqtiivalently 1 /Pj, the spectral coefficients of H(z)

?The spectral coefficients lead to a linear
prediction channel vocoder. For this vocoder, a selected
set of p+1 points from the all pole spectrum constitute the
channel outputs. The main advantage of the linear
prediction channel vocoder is that the all pole spectrum can
be regenerated exactly from a knowledge of the p+1 spectral
coefficients; unlike the classical channel vocoder as
discussed in Chapter two.

Pj

"

bo

^

+ 2 f bncos
n 1

2rrin
2^+1

for 0 < j < p

3.30

where b n is defined by equation 3.29.
6. c n
1 < n.£ p, cepstral coefficients of A(z), or
equivalentTy, -c n? cepstral coefficients of H(z)

cn

= ^ fr ^log(Ge J " w )e J " w da)
2TT ,* —•TT
TT

3-31

C1 = al

n-1

c

7.

= a - 7 —c a
n
n
_-1 n m n-m
m=l

for 2 < n < p
—
—

3.32

Poles of H(z), or equivalently zeros of A(z).

8. k^, 1 < i < p, reflection coefficients; or
simple transforms thereof, for example,
the area
coefficients of Atal and Hanauer (1971) and Wakita
(1973a).
Certain aspects of the sets 1, 3, 7, and 8 have been
studied in the past by Atal and Hanauer (1971) and Itakura
and Saito (1972).

Sutherland and Makhoul (197*0 have inves

tigated the relative quantization properties of all of these
parameters with a particular emphasis on the reflection
coefficients.

It should be noted that the predictor coeffi

cients can be recovered from any of the various sets of
parameters previously listed.
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For the purpose of quantization, two desirable prop
erties for a parameter set as detailed by Sutherland and
Makhoul (197*0 are: (1) filter stability upon quantization
and (2) a natural ordering of the parameters.

Property (1)

means that the poles of H(z) continue to reside inside the
unit circle even after parameter quantization.

Property (2)

requires that the parameters exhibit an inherent ordering.
The predictor coefficients, for example, are ordered as a-|,
a2, ... a p .

If a-| and a2 are interchanged, then H(z) is no

longer the same in general.

The poles of H(z), on the other

hand, are not naturally ordered, as interchanging the order
of any two poles does not change the filter of the parameter
sets mentioned previously.

Only the poles and reflection

coefficients ensure stability upon quantization, while all
the sets of parameters except the poles possess a natural
ordering.

Thus, only the reflection coefficients possess

both of the desired properties.
Sutherland and Makhoul (1974) have investigated
experimentally the quantization properties of the parameter
sets, with and without preprocessing of the speech signal.
The following conclusions are excerpted from their work
(pp. 112-113).
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(1) The impulse responses aj and h n are likely to
cause instability of the filter upon quantization.
This is well known from discrete filter analysis.
(2) The positive definiteness of the autocorrela
tion coefficients b^ and R(i) is not ensured under
quantization, and tnis also leads to instabilities
in the linear prediction filter. Speech synthesized
from R(i)'s contained perceivable "clicks" in the
reconstructed speech. Sutherland and Makhoul have
concluded that the impulse responses and the auto
correlation coefficients can be used as transmission
parameters in speech synthesis systems only under
minimal quantization. This results in excessive
transmission rates, and obviously is not satisfac
tory for the present purposes.
(3) The quantization properties of spectral and
cepstral parameters are found to be generaly super
ior to those of the impulse responses and the auto
correlation coefficients. The spectral parameters
often yield results comparable to those obtained by
quantizing the reflection coefficients. In some
cases, however, the quantized spectral parameters
can cause the reconstructed spectrum to become nega
tive in certain regions.
(4) Preprocessing the speech waveform remedies this
situation, but the spectral deviation in these
regions can be relatively large.
(5) Cepstral parameter quantization can also lead
to instabilities. As before, with proper prepro
cessing, stability can be restored. Regretfully,
this is also at the expense of increased spectral
deviation.
As mentioned earlier, the stability of the filter
H(z) is guaranteed under quantization of the poles.

This

makes the poles potentially a good set of parameters for
transmission.

Unfortunately, the poles do not possess a

natural ordering, as discussed before.

Traditionally, the

poles have been considered ordered in terms of vocal tracts
resonances or formants.

As the ranges of the formant fre

quencies have been well established, their quantization can
be accomplished with improved accuracy.

In addition, the

formant bandwidths may be quantized less accurately than
formant frequencies, which leads to further savings in
transmission rates.

The experience of Sutherland and

Makhoul (1974) and others has shown, however, that the prob
lem of identifying the poles as ordered formants is computa
tionally complex and involves a considerable amount of deci
sion making which is not completely reliable.

In addition,

computing the poles requires finding the roots of a p^h
order polynomial, where p is on the order of 11.

This is

algorithmically difficult and in the presence of noise, is
in fact ill-posed (Dudley, 1978b).
Based on the results of their experimental study of
the spectral deviation due to quantization, on computational
considerations, and on stability and natural ordering prop
erties, Sutherland and Makhoul have concluded that the re
flection coefficients are the best set for use as transmis
sion parameters.

In addition to these advantages, the
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values of the reflection coefficients,

i < D, do not

change as p is varied, unlike any of the other parameter
sets.

It will be shown shortly that the reflection coeffi

cients are not the best parameter set, but that they lead
directly to a better set, which is optimal in one sense.

3.5

Acoustical Tube Representation

The analysis described in the previous chapters can
also be developed from a quite different point of view.

The

result obtained by a least mean square optimization in the
linear prediction model can also be derived in a straight
forward manner based on a non-uniform acoustical tube model.
The development given here is from that presented by Markel,
Gray, and Wakita (1973), Wakita (1972a, 1972b, 1973a, and
1973b), and Wakita and Gray (1973).

In these derivations of

the transfer function of the acoustic tube, a procedure
similar to that given by Atal and Hanauer (1971) is used,
although the formulation is much different.
In this analysis, the vocal tract is regarded as an
acoustic tube with varying cross sectional area.

The tube

is divided into an arbitrary number of sections p, with
equal length.
model:

The following assumptions are made for this
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(1) The transverse dimension of each section is
small enough compared with a wavelength so that the
wave propagating through one section can be treated
as a plane wave
(2) The tube is rigid, and the losses of the sound
wave due to viscosity and heat conduction are negli
gible.
Figure 3-3 illustrates the geometry of the problem.

The

subscript m is taken from the lips to the glottis in an
increasing order as shown in the figure.

The variable £m is

the reflection coefficient on the acoustical transmission
line at the interface between the mkh and (m+1) s ^ sections.

{section m
section 1

Back
(glottis)

d

Front

Clips)

Figure 3-3

A Nonuniform Acoustical Tube Model of the
Vocal Tract

Without providing any of the derivation, the impor
tant result shown by Wakita (1972a, 1972b, 1973a, 1973b) is
km
m

=

L
^m

3.33

where £m is the reflection coefficient between the m and
m + 1 sections of the acoustic tube as before.

Conse

quently, it is possible to extract the reflection coeffi
cients directly from the acoustic speech waveform.
It is perhaps appropriate at this time to mention
the small flaw in the acoustical tube approach, and by in
ference a flaw in the LPC method of speech analysis.

It is

well known that for a number of speech sounds, primarily
those of "m" and "n, the nasal cavity provides the primary
air passageway, with small amounts of air passing through
the lips.

In order to account for the nasal cavity air

flow, the acoustical tube model becomes more complex, and an
inverse filter model would also have to reflect this in
creased complexity.

The natural question to ask now is, how

good is the LPC speech model.

3.6

Adequacy of the LPC Model

For nonnasal sonorant sounds, the transfer function
of the vocal tract is generally known to have only poles or
resonances, and no zeros or antiresonances.

Thus, for these

sounds, an all pole model of the vocal tract is adequate
according to Makhoul and Wolf (1972).

On the other hand,

for nasal and fricative sounds, the transfer function of the
vocal tract is considered to have zeros as well as poles.
This means that the zeros are being approximated by poles in
the linear prediction model.

Atal and Hanauer (1971) have

shown that these zeros lie within the unit circle in the z
plane, and that each zero can be replaced theoretically by
an infinite number of poles.

It is not clear how the poles

that are approximating the zeros interact with the genuine
poles.

Makhoul and Wolf (1972) contend that in trying to

apply the all pole model to nasals and fricatives, the antiresonances in these sounds will shift the positions and
bandwidths of the formants as computed from the model.

In

other words, if the positions of the antiformants or antiresonances, as well as the positions of the formant or reso
nances are desired, then linear prediction may not be ade
quate.

According to Matsuda (1966) and Flanagan (1965), the

reason for this lies partly in the fact that the human per
ceptual system is much more sensitive to the location of a
pole than the location of a zero.

Another reason may be

that the human ear is sensitive to the general envelope of
the spectrum, and it does not matter in what manner that
spectrum is generated.

Makhoul and Wolf (1972) have

investigated this, and have shown that linear prediction
guarantees a good spectral envelope fit to a short time
spectrum.

In-addition, all pole speech synthesizers that

have been used to generate sounds that normally contain
zeros illustrate that an all pole model is quite adequate.
See for example, Schafer and Rabiner (1970), Atal and
Hanauer (1971), and Klatt (1972).

Mermelstein (1972), how

ever, reports that an all pole formulation introduces a
noticeable decrease in speech naturalness.
There remain the effects of radiation and glottal
pulse shape.

The effect of the radiation at the mouth and

nostrils can be approximated by a zero at d.c., as proposed
by Flanagan (1965).

Again, Flanagan (1965) or Mathews,

Miller, and David (1961) have shown that the spectrum of the
glottal volume velocity is characterized by a large number
of zeros, but the general shape of the spectrum can be ap
proximated by two or three poles.

Atal and Hanauer (1971)

combined the effect of the radiation zero and one of the
poles of the glottal source into a pole on the negative real
axis, inside the unit circle.

Hence, roughly speaking, the

combined effects of radiation and glottal source can be
approximated by two or three poles; and the linear

prediction model seems to be adequate.

Makhoul and Wolf

(1972) state that the perceptual effect due to the glottal
source is generally associated with the naturalness of
speech and the characteristics of the speaker.

Flanagan

(1965) contends that its effect on the identification of
speech sounds does not seem to be of major importance.

3.7

Filter Order

The previous section briefly mentions the number of
poles necessary for a portion of the model, but as yet, the
order of the LPC system has not been addressed.

Markel

(1971) has used one criteria, while Akaike (1972a, 1972b.,
and 197^) has proposed another.

As the result of Akaike

makes use of the formulation of Markel, Markel's approach
will be considered first.
A useful figure of merit for investigating the
effects of parameter variations in least squares problems is
the normalized error function as used by Markel and others.
In order to produce the normalized error function, return to
the beginning of the chapter, and reconsider equations 3.15
and 3.16.

Substitution of equation 3.16 into equation 3.15

produces a commonly used form of the minimum error function

3.34

The reader is reminded that the autocorrelation method is
being employed.

In that sense, s n refers to windowed

samples of the random process, while the predictor coeffi
cients are denoted by a^
J

as before.

The sums over n, in

9

equation 3.34 are the correlation coefficients of equation
3.17.

Thus, the minimum error function can be restated as

P

D = R(0) +

Z a. R( j)
j=l J

3.35

The normalized minimum error function, e, is of particular
interest.

It is the ratio of the minimum error to the

energy of the input speech signal, and is found by dividing
equation 3.35 by R(0).

That is:

e = n/R(0)
3.36

e = 1 +

P
E a.r.
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For the autocorrelation method,

£ can be expressed in terms

of the reflection coefficients as

3.37

e = n (1-kf)
.1=1

J

This form has been given by Makhoul and Wolf (1972), and
repeated by Sutherland and Makhoul (1974).

Markel (1971)

and Sutherland and Makhoul (1974) produce an illustration
similar to figure 3.4 in order to demonstrate the use of the
normalized error function.

Figure 3.4 is constructed for

speech without preprocessing.

In particular, it is for the

"ae" voiced sound in the word "Dotassium", and for the
unvoiced "s" sound in the word "list".
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The same two sounds, except that first order preemphasis is
added, comprise figure 3.5.

Note the reversal in the lowest

error sound.
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Normalized Error Curves for Preemphasized Sounds

Figure 3•4 suggests that a system order of twelve is ade
quate if both voiced and unvoiced speech sounds are. created
from the same model.

Figure 3.5 illustrates that a system

order of eleven is appropriate when preemphasis is used.
Eleven is selected because the last obvious change in the
normalised error for a ch?nge in the number of poles occurs
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for eleven poles.

This value dovetails with the usual view

that for a fixed order system, between ten and thirteen
poles are optimum for the filter model.®
A second approach used to determine the order of a
speech system is presented by Akaike (1972a, 1972b, and
197*0 and reprinted by Sutherland and Makhoul (197*0,
Makhoul (1975), and others.

Akaike (1972a) has stated the

modeling problem as an estimation problem with an associated
error measure.

For the maximum likelihood estimation

method, he has shown that an estimate of the mean loglikelihood error reduces to an information theoretic mea
sure.

When the estimates of model parameters are close to

their true values, this measure has been simplified by
Akaike (1974)9 as

I(p) = -2 In (maximum likelihood function) + 2p

3.38

The value of p for which I(p) is a minimum is taken to be
the optimal order.

The first term in equation 3.38 relates

O
°This determination is based upon a number of
factors, including the type of sound, the individual
speaker, and sampling frequency. Makhoul and Wolf (1972)
present an equation for finding acceptable values of the
system order, while Markel (1971), Sutherland and Makhoul
(197*1), and others resort to the plot of normalized error
functions, or an information criterion rule of Akaike
( 1972a, 1972b, and 197*0.
9 For

a rigorous mathematical treatment, See Box and
Jenkins (1970) and Anderson (1971).

to modeling or estimation error, while the second term
represents the model complexity.

Should the speech signal

have a Gaussian probability distribution, then by neglecting
additive constants and dividing by N e> equation 3.38 reduces
to
I(p) = In

+ 2p/N e

3.39

The normalized error, e, is as given previously by equations
3-36 and 3.37, while N e is the "effective" number of samples
in the analysis frame.

The effective width of a window can

be taken as the ratio of the area of the window to the area
of a rectangular window.

Figure 3.6 illustrates an example

of the application of Akaike's criterion to a voiced sound,
and is reprinted from Sutherland and Makhoul (1974).

1.00

u
H

Pi
o
3
w

I(p)

H
L0

0.10

a
N
H

l-t
16
18
20

NUMBER OF POLES

Figure 3.6

M

p

Information Criterion Applied to a
Voiced Sound

The dashed curve is a plot of the normalized error which
will always decrease monotonically with increasing p.

The

solid curve is a plot of 10{lop 10 e}I(p), where e=2.718 is
the natural base.

The curve is thus given in decibels.

the figure, the optimal value of p is ten.
p > 10, I(p) slopes gently upward.
to figure 3.7

In

Note that for

An illustration similar

has also been reproduced by Sutherland and

Makhoul (1974) for a fricative sound.
optimal value of p is three.

In that case, the

They note that the criteria

can be fine tuned by adjusting the value of N e , but that for
speech compression applications, the I(p) criterion of equa
tion 3-39 is adequate without modification.
Sutherland and Makhoul have used this approach to
analyze a variable order linear prediction system.

They

produce histograms for the frequency of occurrence of the
optimal number of poles for both voiced and unvoiced sounds.
From these histograms, they determine that the average value
of the optimal order is 9.6 for voiced sounds, and 5.2 for
unvoiced sounds.

In addition, they state that "an average

savings of 10 to 15 percent can be realized for a variable
order system with no pe'rceptible degradation in the synthe
sized speech".

3.8

Voiced-Unvoiced-Silence Determination and
Pitch Extraction

It has been well documented for many years that the
extraction of the pitch period or fundamental frequency
information, as well as the voiced-unvoiced-silence decision
is complex, computationally expensive, and important to
speech quality.

In this section, a list of methods and

references is provided.

Brief descriptions are given for

those techniques which will be applied later in this paper.
As pitch information is of value only for voiced
speech, it seems appropriate to begin the discussion with a
presentation of the voiced-unvoiced-silence (V-UV-S) deci
sion problem.

Although many of the V-UV-S methods work in

conjunction with pitch analysis, (Noll, 1967; Sondhi, 1968;
Markel, 1972; and Miller, 1975) the separation of pitch
detection from the V-UV-S decision can be beneficial, ac
cording to Atal and Rabiner (1976), Rabiner, Schmidt and
Atal (1977), and Rabiner and Sambur (1977).

Cheng (1975)

has made a comparative performance study of several pitch
detection algorithms.
For the purpose of making the voiced-unvoicedsilence selection, a number of parameters have been

71
suggested by Gold (1964) and those mentioned previously.
The parameter list includes:
(1)

Energy of the signal

(2)

Zero crossing rate of the signal

(3)

First autocorrelation coefficient

(4)

First predictor coefficient

(5) Normalized prediction error
3.36).

(see equation

A number of multi-variant hypothesis testing rou
tines have been invented.

See for example, Atal and Rabiner

(1976) and Rabiner and Sambur (1977).

These systems usually

involve a distance measure, and herein lies a problem.

The

distance measure must be trained as reported by Atal and
Rabiner (1976).

In addition, the calculations are complex,

as can be seen by reviewing any of the referenced papers.
Atal and Rabiner (1976) have provided probability
density functions for each of the five previous parameters.
The density functions are determined experimentally for
voiced and unvoiced speech, as well as silence.

No attempt

is made to reproduce those results here, and the reader is
referred to the paper for specific details.

Briefly, the

density functions show distinct shapes, average values and
variances for voiced speech, unvoiced speech or silence
within each parameter.

In particular, the zero crossing

rate, signal energy, and perhaps the first autocorrelation

coefficient appear to provide sufficient dissimilarity for
the V-UV-S selection.

A system based on such a selection of

parameters and implementing a logical decision rule has been
used by Gold (1964) and adapted by others.

See Ross,

Shaffer, Cohen, Freudberg, and Manley (1974), Schafer and
Rabiner (1970) and Miller (1975).
Systems using these parameters differentiate between
silence and voiced or unvoiced speech on the basis of signal
energy.

Silence has the lowest energy, especially if the

signal has been preemphasized (thus enhancing the sensi
tivity to low energy frictives).

Signals below a given

energy threshold are consequently classified as silence.
This procedure was used by Noll (1967), Sondhi (1968),
Markel (1972), and Gold and Rabiner (1969).

Voiced speech

has a higher energy level than unvoiced speech, although the
differences may not be large enough to use for classifica
tion purposes.

The zero crossing rate can be used, perhaps

in conjunction with the first autocorrelation coefficient,
to resolve the indecision concerning whether the speech is
voiced or unvoiced.

The zero crossing measurement is a

primary component of a number of current schemes, as origi
nally reported by Noll (1964 and 1967) and Ross et al.
(1974).
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Assuming that a voiced-unvoiced-silence determina
tion can be made with adequate reliability, it is appropri
ate to consider the final aspect of LPC analysis.

In those

cases where the input speech has been judged to be voiced,
the pitch period, or alternately, the fundamental frequency,
must be determined.

The pitch period, denoted T Q> is the

length of time between the glottal pulses.

Hence, it must

also be the spacing between the impulses forming the synthe
sizer input for voiced signals.

The fundamental frequency,

denoted by f Q , is the inversion of the pitch period.

As

previously mentioned, a number of pitch extraction routines
are wholely contained in schemes for the voiced-unvoicedsilence decision.

In order to understand the value to be

determined, figure 3-7 is included which illustrates a
segment of voiced speech.

The pitch period is indicated.

I*—T„—H

Figure 3.7
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Pitch Period of Voiced Speech
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Rabiner, Cheng, Rosenberg, and McGonegal (1976)
present a complete and comprehensive comparison of a number
of the more recent pitch detection algorithms.
Cheng (1975).

See also

The methods that are surveyed include most of

those referenced in the voiced-unvoiced-silence discussion
of the previous paragraphs.

These include:

1. Modified autocorrelation method using clipping
(AUTOC), see Dubnowski, Schafer, and Rabiner (1976)
2.

Cepstrum method (CEP), see Noll (1964 and 1967)

3. Simplified inverse filtering technique (SIFT),
see Markel (1972)
4.

Data reduction method (DARD), see Miller (1975)

5. Parallel processing method (PPROC), see Gold and
Rabiner (1969)
6. Spectral equalization LPC method, Atal unpub
lished and reported by Rabiner et al. (1976)
7. Average magnitude difference function (AMDP),
see Ross et al. (197*0
Frequency of occurance statistics for the pitch period are
provided for seven test speakers, including men, women, and
children.
All of the previously referenced pitch detection
algorithms are complex.

In addition, part of the motivation

for their use is to overcome distortion due to the existing

telephone voice system.

In the computer-aided-instruction

frame of reference, this complexity is not only extremely
undesirable but also largely unneeded.

As envisioned, the

pitch extraction and other processing will be accomplished
with equipment in close proximity to the speaker.

Hence,

for the purpose of this paper, simpler methods can be used.
Note, however, should the simpler approach prove unsatisfac
tory later, a different algorithm may be implemented, as the
desired result is a pitch period estimate, without regard to
the process used to produce that estimate.
One of the earliest methods for pitch period deter
mination is the "Autocorrelation Method", as discussed by
Sondhi (1968) and others.

This orocess involves calculating

the long term autocorrelation coefficients of the input
speech.

The distance between zero lag and the highest se

condary peak is taken as the pitch period.

See figure 3.8,

which illustrates this process.

> delay

Figure 3.8

Long Term Autocorrelation Coefficients
for a Voiced Sound

Unfortunately, due to its simplicity, the method has
some associated problems reported by a number of research
ers, including Schroeder (1970).

The most common error of

pitch detection by autocorrelation analysis is that it often
gives a value for the fundamental period of T Q + Tf rather
than T 0f where T 0 is the true fundamental or pitch period as
before, and Tf is the period of the major formant.

This

type of error is easily.traced to the fact that the position
of the major peak in the short time autocorrelation function
is often influenced by the formants, particularly during
rapid pitch variations.

The error may be significantly

reduced by allowing only a predetermined range of acceptable
values, for example, pitch periods between fifty and four
hundred hertz.

The range of acceptable values is arbitrary,

but should be based on the speaker specific distribution of
the pitch period values, as discussed by Rabiner et al.
(1976).
It is hard to draw a line between those areas that
are primarily associated with linear predictive coding and
those that are associated with real world considerations.
The question of finite processor word length and the associ
ated parameter changes are sometimes combined with the

development of the linear predictive coding model.

These

issues are divorced from the LPC development in this paper
however.

They are considered along with other practical

problems in the next chapter.

CHAPTER 4

FINITE WORD LENGTH AND REDUNDANCY REDUCTION

In the previous chapter, the theoretical foundations
of the linear predictive coding method are presented.

In

this chapter, the considerations are of a more practical
nature.

The material is divided into three major sections,

(1) finite word length considerations, (2) source coding
techniques, and (3) redundancy reduction methods.
The speech analysis hardware, as discussed in chap
ter five, has a sixteen bit minicomputer as its major compo
nent.

The theoretical derivations of the LPC method, how

ever, assume infinite calculation accuracy.

When this

assumption is not valid, some adjustments must be made in
the implementation of the analysis procedures, as is pre
sented in the first section.

The beginnings of the major

thrust of this work are presented in the second and third
sections of the chapter, and concern those methods which can
assist in reaching the transmission rate goals.

These sec

tions include topics in coding theory, as well as interpola
tion and parameter rotation methods.
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4.1

Finite Word Length and the Log Area Ratio

In a broad sense, the general problem of finite word
length in the performance of analysis computations must be
addressed.

The usual interpretations of the finite word

length problem have been considered by Markel et al. (1973)
and Markel and Gray (1976).

It is of little value to repro

duce their results here, but their conclusion is of impor
tance.

Briefly stated, the conclusion is that for the same

acceptable error level^ the calculations for the autocorre
lation formulation require fewer bits in a numeric represen
tation for preemphasized speech, than for speech without the
preemphasis.

In fact, they state that for a sampling fre

quency of 6700 hertz and preemphasis, fifteen bits result in
completely stable analysis, while for a sampling frequency
of 10,000 hertz and preemphasis, a nineteen bit word length
is necessary.

Preemphasis refers to signal filtering using

a filter which exhibits a rising response with increasing
frequency.

The use of a filter to reverse the preemphasis

effect is called deemphasis or post-emphasis.
details, see Taub and Schilling (1971).

For more

Should preemphasis

not be used, the necessary word lengths increase to nineteen
and twenty three bits respectively.

Markel et al. (1973)

further state that the minimum analysis word length is
(f s + 8) bits with preemphasis, and four bits greater

"'"either as the mean squared error, or as the
relative number of frames that contain an instability
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without it.

The value f s is the sampling frequency in thou

sands of samples per second.

As will be discussed in a

subsequent chapter, a sixteen bit minicomputer is to be
used, hence this finding is significant.
An allied shortcoming to the finite word length
problem is that the values of the reflection coefficients
are nonuniformly sensitive to quantization errors.

This

nonuniform sensitivity has been investigated by Sutherland
and Makhoul (1974) and Viswanathan and Makhoul (1975).
Using a derivation that parallels that of Viswanathan and
Makhoul, define the deviation in the all pole model spectrum
as AS, for a change Ak^ in reflection coefficient 1<^ and all
other kj's held constant at their calculated values.

The

spectral sensitivity for the i^h coefficient, 9S/3k^, is
given by

9S _ lim
3k^
Ak^->-0

AS
Ak.

4. 1

Since the definition of the spectral deviation AS must some
how relate to the perception of the synthesized speech, a
measure of spectral deviation that has been found

to be

previously useful in this regard is employed (Markel et al.,
1973).

This measure is the average of the absolute
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value of the difference between the two log spectra under
consideration, and is given by

lim
Ak.+O

dS

9k±

1

PCkj.jO))
Ak,
[ 2tt

In P(k^ + Ak^,to)

]

dio

4.2

where

P(-,u) =

H(eJa))

Experimentally, 9S/9k^ is computed by replacing the integral
by a summation, and by using a sufficiently small value for
Ak^.

Viswanathan and Makhoul have used this method to pro

duce the typical sensitivity curves shown in figure 4.1.

REFLECTION COEFFICIENT

Figure 4.1

k

Typical Spectral Sensitivity Curves for
the Reflection Coefficients

These curves are obtained from a twelve pole linear pre
dictive analysis of a twenty millisecond frame from a 10,000
hertz sampled speech signal, and use 10 log-jQ instead of the
natural logarithm of equation 4.2.

Each curve in figure 4.1

is a composite plot of the spectral sensitivity for one of
the twelve reflection coefficients.

One coefficient's value

is varied over the range (-1,1), while the other eleven
reflection coefficients remain constant at their respective
values obtained for that frame.

Viswanathan and Makhoul

(1975) have performed this analysis for a large number of
different sounds, both voiced and unvoiced, recorded from
different male and female speakers.

They claim that the

resulting sensitivity curves are all similar to those shown
in figure 4.1.
The sensitivity properties are derived experimental
ly by perturbing, one at a time, the magnitudes of the re
flection coefficients that correspond to different speech
sounds.

Viswanathan and Makhoul contend that these proper

ties should be viewed as inherent to the reflection coeffi
cients themselves, and not to the particular speech sounds.
That is, voiced sounds generally have a higher spectral
sensitivity than unvoiced sounds because some of the reflec
tion coefficients for voiced sounds have absolute magnitudes
close to one.

Also, in general, preemphasis reduces the

spectral sensitivity of voiced sounds by reducing the magni
tude of the first reflection coefficient which tends to be
close to negative one.
Sutherland and Makhoul (1974) and Viswanathan and
Makhoul (1975) have considered transformations of the re
flection coefficients which would not display the non
uniform quantization error.

They have concluded that "a

linear transformation is unsatisfactory".

Thus, the search

for the optimal reflection coefficient quantization scheme
reduces to a search for a nonlinear transformation that
results in a flat spectral sensitivity behavior for the
transformed parameters.
The desired relationship can be expresed as g =
f(k), where the transformed parameter is denoted as g and
f(*) is the underlying nonlinear mapping.

The optimal

mapping is one in which the transformed parameter has
constant spectral sensitivity.

9g

Such a form is given by

= C = a constant

where the sensitivity
equation 4.2.

defined in a manner analogous to

4.3

Viswanathan and Makhoul (1975) and others, have
shown that the approximately optimal transformation is given
by

W, \ _ 1

g - f(k)

2C

1

1 + k
1 - k

4.4

The phrase "approximately optimal" means that they used a
function which approximated -an experimentally determined
curve.

Note that the criteria used to create equation 4.3

is for the average sensitivity over all the reflection coef
ficients.

The constant, C, is arbitrary.

Viswanathan and

Makhoul, as well as others, using the value of one half for
C, have produced the interesting transformation

g± = 10 log

l
10 1 - k.
l

4.5

In addition, the natural logarithm has been replaced by the
base ten logarithm in order to facilitate the use of the
decibel scale, which is common practice.

The name given to

this transformation is derived from the area parameters of

Atal and Hariauer (1971)5 Wakita (1972a, 1972b, 1973a, and
1973b) and Markel et al. (1973).

These parameters were'

introduced in section 3.5 of this paper.
consecutive area parameters,

The ratio of two

and A^ + -| , is
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A±
1 + ki
T~
= -I _ kX
1
Ki
l+l
where

Hence, the

'

for 1 < i < p
~
~

4.6

A +^ = 1
p

of equation 4.5 is the logarithm of the area

ratios, and is usually simply called a "log area ratio"
parameter.

These parameters seem to have been first used by

Haskew, Kelly, and McKinney (1973), although it remained for
Sutherland and Makhoul (1974) and Viswanathan and Makhoul
(1975) to provide the theoretical background.
Figure 4.2 details the sensitivity curves for the
log area ratios.
/-s
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Spectral Sensitivity Curves for
the Log Area Ratios

The figure is reprinted from Viswanathan and Makhoul (1975).
It illustrates that the sensitivity curves are relatively
flat for the log area ratio parameters..
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In addition, Viswanathan and Makhoul have investi
gated the use of the spectral sensitivity measure for allo
cating a fixed number of bits among the various parameters.
Using an abbreviated version of their derivation, let q-j,
<?2» •••> Qp be the parameters chosen for quantization.
These may be reflection coefficients or the log area ratios,
or any other set of parameters.

Given the total number of

bits for quantization as M, the problem is to distribute
these among the p parameters in some optimal manner.

In

terms of quantization levels, the problem may be restated as
the allocation of N = 2^ levels among the p parameters in
some optimal manner.
The optimal bit allocation is formed by minimizing
the maximum spectral deviation due to quantization.

The

total spectral deviation AS due to changes Aq^ in parameter
^i »

£i- ven approximately by

^ — * £ P»

AS =

P

£
1=1

8 S

A

as reported by Viswanathan and Makhoul (1975).

4.7

Use of this

result to minimize the maximum spectral deviation produces
an allocation scheme given by Viswanathan and Makhoul.
bit allocation strategy is optimal in the minimax sense.

The

The purpose of the minimax criterion is to minimize the
maximum possible cost (Whalen, 1971).

The original deriva

tion is for round-off arithmetic, but if truncation arithme
tic is used, bit allocation is unaffected.
The scheme effectively requires that the contribu
tions of the different parameters to the spectral deviation
must be equal.

From before, it is known that for the log

area ratios, the spectral sensitivity (AS/Aq^) is approxi
mately constant and approximately the same for all coeffi
cients.

This implies that the quantization step size should

be uniform and the same for all the log area ratio parame
ters.

Sutherland and Makhoul (197*0 have also considered

this problem and have performed experimental investigations
to determine a useful quantization step size.

For a set of

twelve speech utterances that were sampled at 10,000 hertz
and preemphasized, range statistics for the log area ratios
were found.

Voiced and unvoiced sounds were treated

separately.

They concluded that a quantizing step size of

one decibel for the log area ratios provides a good compro
mise between speech quality and transmission rate.

In addi

tion, they gave bounds for the log area ratio parameters
along with their optimal number of quantization levels for a
step size of one decibel.
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Gray and Markel (1976b) have proposed a criterion
different from that of Sutherland and Makhoul (197*0 or
Viswanathan and Makhoul (1975).

Gray and Markel's criteria

leads to an inverse sine quantization.

They conclude that

either the log area ratio or the inverse sine coefficients
can each be viewed as optimal depending upon the criteria
chosen.

Gray, Gray and Markel (1977) have considered these

and other quantiation schemes for the reflection coeffi
cients.

They prove, using a rigorous mathematical formula

tion, that the log area ratios are optimal in two senses.
The first of these is the usual minimization of the maximum
spectral error.

The uniform sensitivity formulation of the

log area ratio parameters also minimizes the entropy for a
fixed expected spectral deviation bound.
Now that the desirable properties of the area ratio
parameters have been given, it seems reasonable to select
the parameters for further investigation.

Primarily, this

involves determination of methods for transmission of the
log area ratio parameters at the lowest possible transmis
sion rates.

The next section presents the first of several

techniques which will be used to produce the desired low
data rate.

H.2

Noiseless Source Coding

When an efficient code must be designed for a source
ensemble with element probabilities which are not known, the
standard procedure is to determine the relative occurrence
frequencies for the elements in a sample ensemble and use a
Huffman code .(Huffman, 1952) based on the frequency of oc
currence statistics.

If the sample ensemble is large, it

would be the expected that the element occurrence probabili
ties are approximated by the relative occurrence frequencies
and that the Huffman code would be an efficient code for the
source ensemble.
On the other hand, should statistical fluctuations
or a poorly chosen sample ensemble cause the probabilities
for one or more elements to be significantly underestimated,
then the Huffman code assigns long codewords for these ele
ments.

For this situation, the code may be fairly ineffi

cient for transmission of the source ensemble.

In this

section, the details of a code with a constrained maximum
codeword length and desirable decoding properties are pre
sented.
A few comments on the source ensemble entropy and
its relation to the ensemble transmission rate are given in
the first part of this section.

A brief introduction is

given in the second part to a codeword assignment procedure
which provides easy decoding of Huffman codes. In the third
part, the question of creation of a suboptimal code with a

constrained maximum codeword length is addressed.

The final

part provides the specifics of a new code which combines the
desirable decoding features of the modified Huffman code and
the constrained maximum codeword length of the suboptimal
code.

In particular, the new variable length code is easily

decodable with performance only marginally below that of the
Huffman code.

M.2.1

Source Ensemble Entropy
In this part, the source ensemble entropy and its

relationship to the ensemble's transmission rate is con
sidered.

The treatment begins with a discussion of the

nature of the reflection coefficient and log area ratio
parameter values.

Later the definition of the source entro

py is given, and it is noted that the source ensemble entro
py provides a lower bound for the lowest achievable trans
mission rate for the ensemble.
In order to discuss transmission rate reduction
methods, it is helpful to understand the nature of the
transmitted values.

The reflection coefficients are pro

duced by the analysis procedure, and are quantized to the
significance level permitted by the analysis hardware.

The

log area ratio parameters, produced from the reflection
coefficients, need only be quantized to a one decibel level,

as previously discussed.

In general, for any value or pa

rameter x, whose range is [a,b], the range can be divided
into N intervals, with interval boundaries n-|, np, ...,n m ,
(ng = a), and x is contained in some interval,
n^.

< x <

For the reflection coefficients, a = -1, and b = +1,

while for the log area ratio parameters, a = -» and b = oo.
For some value x in the interval n^_-| < x < n^, the source
quantizer output, due to such an x, is denoted as s^.

In

most cases, s^ is assigned the mean value of the interval
(n ^_1 ,n ^].
The probability of occurrence of the source words
must be known in order to apply the results of information
theory and create an optimum transmission code.

The proba

bility of occurrence of each s^ can be estimated by collect
ing frequency of occurrence statistics, f^, for the various
numeric values of s^, for a large number of cases.

The law

of large numbers suggests that a value so determined is
nearly the probability of occurrence of a source word, s^,
denoted as p(s^), or simply p^.

Below the more convenient

p^ form is used.
For single frame, fixed bit rate transmission, the
number of bits needed to specify a quantizer level is equal
to the smallest integer B which is greater than or equal to
log2N*

If noiseless source coding, such as Huffman coding,

is allowed, then the average transmission rate can be re
duced from log2N bits, to a value very close to the source
entropy with no loss of fidelity.

In this approach short

codes are associated with more frequent events and longer
codes with less frequent events.
ter 3).

See Gallager (1968, chap

The quantizer output, hereafter called the source

output, has its entropy in bits given by

H = -

N
Z p. logp p.
i=l
^ 1

2}.8

The entropy of equation 4.8 is bounded by

4.9

H <_ log^N

with the upper bound achieved if and only if the probabili
ties are all equal, that is, pj = 1/N.

For a fixed fidelity

criteria, minimizing entropy optimizes the transmission, in
the sense of minimizing the achievable transmission rate as
discussed by Gallager (1968, chapter 9).
Gray et al. (1977) have considered briefly the
question of source entropy and its relation to the possible
transmission rates of speech parameter sets.

They conclude

that the entropy measure is of "little theoretical

application", except in the study of achievable data rates
when noiseless source coding can be applied.

Armed with

this knowledge, attention is shifted from the general ques
tion of source entropy to the methods by which the entropy
transmission bound may be achieved.

4.2.2

The Huffman and Huffman-Shannon-Fano Codes
In this part, a brief introduction is given for the

Huffman code, as originally presented by Huffman (1952).

A

procedure for assigning codewords to the source elements
different than that of Huffman has been given by Connell
(1973).
tures.

This procedure has very desirable decoding fea
A brief introduction is also given to this modified

Huffman code.

Finally, a table is given comparing the code

word assignments for the two codes.
It is well known that the Huffman code is an optimal
transmission code for an ensemble of elements (Huffman,
1952).

The Huffman code is a variable length code with the

codeword assignments made on the basis of the element's
probability of occurrence.

In this scheme, the most likely

elements are assigned the shortest codeword lengths, while
the least likely elements are assigned the longest codeword
lengths.

In this manner, the average transmission rate over

the total ensemble of elements is minimized.
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In his paper, Huffman also states that for a source
ensemble with N elements, there are 2^ possible codeword
assignments.

The codeword assignment procedure originally

proposed by Huffman uses a simple rule, and yields no addi
tional useful properties.

A different code assignment has

been used by Connell (1973) which produces a HuffmanShannon-Fano or HSF code.

In this code, for any two source

elements, s^ and Sj, if p^ > pj, then the numeric value of
the binary code assigned to Sj^, denoted as w^), or the
value of any of its roots is less than or equal to the value
of the code assigned to Sj or any of its roots.

In this

context, a code root is a sequence of received digits for a
codeword which is not yet complete.

Note that the codeword

lengths, and hence the optimal properties, are not being
altered; only the source element codeword assignment is
being changed.

Consider the following example given in

table 4.1 which lists the original Huffman code and the
Huffman-Shannon-Fano code.

In the table, the terms "msb"

and "lsb" refer to the codeword's most significant bit and
least significant bit respectively.
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Table 4.1

Source
Element

Huffman and Huffman-Shannon-Pano
Code Example

Probability

A

msb

0.40

Huffman
lsb

1
0
1
4
6
7
10
22
23

1

B

0.20

000

C
D
E
F
G
11
1

0.15
0.07
0.06
0.05
0.0/1
0.02
0.01

001
0100
0110
0111
01010
010110
010111

Vn lue

msb

HSF
lsb

0
100
101
1100
1101
1110
11110
111110
111111

Value
0
A
5
12
13
14
30
62
03

After three bits have been received, the value of
the source element F codeword is 3 for the Huffman code
while for the same three received bits, the source element G
codeword has value 2.

The Huffman-Shannon-Fano code, on the

other hand, has the desirable property that at any level, if
Pj_ > pj, then the codeword received so far for s^ has a
value less than or equal to the value of the codeword that
would have been received so far for Sj.

This property can

be used to decode efficiently a received sequence as used by
Connell (1973).

An equivalent, but different, method has

been proposed by Parry ( 1977)•

The method involves two

multiplications, a small number of additions, and a compari
son, instead of the usual tree-search decoding, necessary for
an ordinary Huffman code.
The one remaining practical difficulty with the
Huffman coding technique is its propensity to create very
long codewords on rare occasions.

This problem can be

eliminated by setting a maximum codeword length, and then
slightly modifying a Huffman-Shannon-Fano code so that its
codewords do not exceed the selected length.

The desirable

decoding properties of the unrestricted HSF code are
retained by the length limited HSF code.

The constrained

length code obviously is no longer optimal.

It is at least

suboptimal, however, in that for a wide variety of source
element probability distributions, the average data rate
increases only slightly over the corresponding value for a
Huffman or HSF code.

Further, the code to be described has

an average transmission rate that is at least as small as
any other code with the same constraint on maximum codeword
length.

M.2.3

Constrained Maximum Length Code
In this section, a method developed by Van Voorhis

(1974 and 1975) is given which will produce a variable
length code with a constrained maximum codeword length.

The

heart of this method is described by two algorithms pre
sented in the first work.

An equivalent method has been

developed by Semelsberger (1977) using the Huffman-ShannonFano code as.a beginning.

The resulting codeword lengths

are identical to those produced using the procedure of Van
Voorhis and the codeword assignment system given in the

final part of this section.

The development of Van Voorhis

is conceptually easier to follow, and it will be Riven.
Remember that the occurrence probabilities p-j, P2,
..., p n of the N ensemble elements are unknown.

The proba

bilities are approximated by the relative frequencies of
occurrence f -j, f2, ... f jj for the ensemble elements.

The

calculation for the desired suboptimal code can be achieved
by the following three steps originally suggested by Gilbert
(1971).

1.
Relabel the ensemble elements if necessary so
that

2. Select a maximum codeword length b such that b
log2N and determine the codeword lengths
J£p>
that minimize the average codeword length L,
given by

L =

N
£ £.f.
i=l l l

11

This is of course subject to the constraint that
is contained in [a,b] for i in [1,N], and that the ,
constraint imposed on codeword lengths for any
uniquely decipherable code is satisfied. The deci
pherability constraint is given by McMillian (1956)
and later by Gallager (1968) as

N
Z

-I.
2

4.12
< 1

Van Voorhis (1974) notes that it is always possible
to satisfy

1

£

£1

£

£2

- •"

-

b
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as a consequence of equation *1.10.
3. Once optimum lengths satisfying equations 4.12
and 4.13 are known, the codewords may be assigned as
shown in the final portion of this section. Van
Voorhis (1974) suggests use of a binary fraction
code given by Gilbert and Moore (1959). The code
detailed in the final part of this section is super
ior however, in terms of implementing a decoding
algorithm.
Obviously the most difficult step in creating the
code is determination of codeword lengths that minimize L in
equation 4.1-1 subject to equations 4.12 and 4.13.

Karp

(1961) describes an integer programming solution to this
problem.

Gilbert (1971) suggests a method based on enumera

ting the codeword lengths for codes in the ensemble of all N
element codes with a maximum codeword length of b.

More

recently, Hu and Tan (1972) have considered the same minimi
zation problem in connection with binary search trees.
suggested an analytical approach.

They

The algorithm described

by Van Voorhis (1974) is similar to, but computationally
more efficient than, the method of Hu and Tan.
The two algorithms which determine the optimum code
word lengths are given in the next two tables without proof.
The proof is given by Van Voorhis (1974).

Table 4.2

reproduces Algorithm P as provided by Van Voorhis, while
Table 4.3 provides his Algorithm L.

Table 4.2

Algorithm P

PI: Initialize PSI(k,r,s) —
kf for k e [1,6], r e [1, min
1,2*}}, J£[W-r + 1, min {2(N - r),2k - r + 1}].
P2: Perform steps P3-P5 for k = b — 1,--,1.
P3: Perform steps P4, P5 for r = min {N — 1,2*},
P4: Perform step P5 for s = min {N — r,2" — r + 1},

{N -

• • -,f(yv - r + 1)2*-"].
P5: If s < \ + (N - r)2k~b, then set PSl(k,r,s)- PSI
(A + l,r,2j); otherwise, set PSI(k,r,s) — min {kfr + PSI
(k,r + l,.f - \),PSI(k + l,r,2s)}.

Table 4.3

Algorithm L

L l : I n i t i a l i z e k *- 1, r *- 1, and s «- 2.
L2: If k = b or A' — r + 1 < s, then go to step L6.
L3: If {N - r)2~b > (s - 1)2"*, then go to step L5.
L4: If k/r + PSI(k,r + 1,j - 1) < PSI(k + l,r,2i), then go
to step L6.
L5: Set k «- k + 1, s «- 2s, and go to step L2.
L6: Set lr «- k, r «- r + 1, and s
s — 1.
L7: If r < N, then go to. step L2; otherwise, terminate
algorithm.

Algorithm P is used to initial the cost matrix PSI (k,r,s),
where k, r, and s refer to the range of values considered in
the algorithm.

Algorithm L uses the cost matrix to deter

mine the optimal codeword lengths.

In the next part, the

assignment of codewords is considered.
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4.2.4

Constrained Length Codeword Assignment
In this part an algorithm is given which assigns the

codewords to the optimum lengths determined in part 4.2.3
such that the Huffman-Shannon-Fano code properties are sat
isfied.

In essence, a Huffman-Shannon-Fano code with a

constrained maximum codeword length is created.
The method for assigning the codewords to the ensem
ble elements after their length is known is relatively
simple.

The problem really reduces to knowing how many

codewords have a given length and to creating a sufficient
number of binary sequences for a one to one mapping of ele
ments onto sequences to be successful.

In table 4.4 an

algorithm is given for this process.

Table- 4.4

Code Assignment Algorithm

1.
Determine n , the number of elements whose
codeword lenpth Is equal to j bits, for 1 < J < b.
Thus
b

I », = K
j= l J
2. Find the lowest value of k such that n,>0
for k=j and "j-0 for all j<k.
J/

3.
Create the 2' possible binary sequences,
a n d o r d e r thcTi s o t h a t t h e l o w e s t v a l u e codeviords
appear first. That in, for k = 3, 000 is first and
111 is last.
4.
A s s i g n t.he »,. e l e m e n t s w i t h c o d e w o r d l e n e t h
k bits to the first
binary nequenceo.
5.
If k=b, there are no unassipned k bit lone
s e q u e n c e s and t h e a l g o r i t h m i s c o m p l e t e .
Other
w i s e ("o t o s t e p 6 .
6.
E x p a n d t h e r e m a i n ! rip b i n a r y s e q u e n c e r b y
o n e bit..
That is, create two new srquences of
length (k+1) from each of the unassJrued length
k s e q u e n c e s . Le t. k = k + l a n d £ o t o s t e p
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Briefly, the steps implement the following logic.
Step one determines the number of codewords for each of the
possible codeword lengths from one to b bits.

The length of

the shortest codewords is found from step two.

The shortest

length is denoted as k.
code sequences.

The third step creates the initial

Some of these are assigned as codewords to

the n^ ensemble elements whose codeword should have length
k.

The remainder, if any, are expanded one bit at a time to

create the longer codewords.

In order to satisfy the

Huffman-Shannon-Fano code property, the lowest value code
words are assigned first, with the most likely element
receiving the lowest value codeword.

The codeword value

refers to the numeric value the codeword would have if it
was intepreted as a binary number.

The actual assignment of

the codeword to the ensemble elements is addressed by step
four of the algorithm.

Step five compares the current

length k to the maximum length b, and stops the algorithm if
the two are the same.

If unequal, the value of k must be

incremented and one bit longer code sequences created.
After creating the extended sequences and incrementing the
value of k by one, codewords must be assigned for the larger
value of k.

This is equivalent to returning to step four in

the algorithm.

Should there be no remaining unused code

sequences at step six, then there are no remaining elements
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whose codeword length is greater than the current value of
k.

This can be verified by examining the values of

n k+2>

•••

n b*

,

This must be true because by construction,

each ensemble element has been assigned a decodable binary
codeword with a length of b or less bits.

By construction

the codeword assignment procedure just discussed has the
codeword ordering property of the Huffman-Shannon-Fano code
and is thus decodable by the method.

Further, the maximum

length of any codeword is constained to an integer value b
such that b

log 2 N, and the codeword lengths are optimal

subject to this constraint.
This section is concluded by an example of the as
signment algorithm.

Return to the example of table 4.1 and

reconsider the result should it be desired to limit the
maximum codeword length to five bits.

The elements and

their codeword lengths are given in the first two columns of
table 4.5.

The codeword sequences derived using the algori

thm of table 4.4 are given in the far left column of the
table.

The terms msb and lsb refer to the most significant

bit and least significant bit respectively.

They are used

in the same manner here as in the example of table 4.1.
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Table 4.5

Constrained Length Code Example

Source
Element

Length
(bits)

A
B
C
D
E
F
G
H
I

1
3
3
A
4
5
5
5
5

Sequence
msb
lsb
0
100
101
1100
1101
11100
11101
11110
11111

Note that the value of k in step two is 1.
values of n i are as follows:
n^=4.

In addition, the

n-, = 1, n 2 = 0,

r\^2, and

The average transmission rate of the table 4.1 exam

ple has been changed from 2.55 bits to 2.57 bits here.

In

general, the cost of constraining the maximum codeword
length is small, although not always this small.
A code of this type is to be used for parameter
transmission, with the maximum allowable codeword length set
at eight bits.

The value eight has been chosen because the

receiver front end is an eight bit microprocessor.

Hence,

each received parameter is constrained to occupy no more
than one word of storage.

ion
Now that a useful approach which lowers the trans
mission rate without a speech quality loss has been given,
the techniques which can further reduce the transmission
rate will be addressed.

Unfortunately, such methods degrade

the quality of the reconstructed speech.

In the next sec

tion, these data compression and redundancy reduction
methods are surveyed.

^.3

Data Compression and Redundancy Reduction

Data compression techniques have been used in many
areas of communications such as voice, video and telemetry
transmission for a number of years.

The methods discussed

in the subsequent section have evolved primarily from space
telemetry requirements, and the major references cited are
from this field.

In this section, a number of techniques

are presented which allow redundant data to be eliminated at
the cost of some degradation in the reconstructed signal.
The methods are surveyed first, and then the most promising
schemes are selected for further investigation.
In various contexts, terms such as entropy reducing,
information preserving, redundancy reduction, adaptive
sampling, signal reduction and others, have been used to
classify compression techniques.

The compression schemes

can be divided into four categories by describing the effect
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a compression method has on the form of the information or
signal being transmitted.

These categories are:

1.

Direct data compression

2.

Transformation compression

3.

Parameter extraction compression

4.

Selective monitoring compression

This four category approach was used by Andrews, Davis, and
Schwarz (1967).

A somewhat different breakdown was provided

by Kortman (1967a and 1967b), but the basics were the same
and only the names had been altered.

In terms of a general

reference, the paper by Andrews et al. (1967) is perhaps a
better treatment of the subject.

A recent book edited by

Davisson and Gray (1976) is also an excellent reference,
providing reprints of some of the important original works
in this area.

See also Davisson (1968).

A direct data compressor operates on the data in
such a way that the outputs of the data compressor are the
actual samples of the input waveform within a tolerance.
Transformation compression is defined as any compression
method which transforms either analog or digital data by a
linear or nonlinear transformation.

Parameter extraction

compressors, on the other hand, extract a particular charac
teristic or parameter or the signal.

Selective monitoring

techniques may be defined as processes which monitor either
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a sensor or a state of the system in order to select data
for transmission.

This group of techniques is used pri

marily for sensor outputs, and has little practical value in
speech context.

Likewise, a parameter extraction compressor

is not particularly useful in that it does not allow the
original signal to be reconstructed.

Only information about

the signal, such as its probability distribution or power
spectrum, is preserved.

This leaves the first two cate

gories, and they are to be investigated further.
Consider the direct compression methods.

This cate

gory can be broken down into two areas, (1) fixed rate and
(2) variable rate schemes.

The fixed rate compressors are

characterized by the fact that data samples are selected at
a fixed rate.

Included in this group are adaptive sampling

and reconstruction interpolation methods.

By contrast, the

variable rate systems have received the most attention in
the literature.

See for example, Gordenhire (1964), Weber

(1965), and Ehrman (1967).

Interpolators and polynomial

predictors are examples of variable rate compressors.

The

variable rate compressors appear to be the most promising
for use in the current problem.
is restricted to them.

Thus, further consideration
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4.3.1

Polynomial Predictors
Polynomial predictors are based on a finite differ

ence technique which permits an n^h order polynomial to be
passed through n+1 data points.

The polynomial is extrapo

lated one unit at a time, which produces a predicted data
point.

A polynomial of the type

q(t) = aQ + a-j^t + a2t + ... + antn

1.14

may be fitted to the data points by means of a difference
equation

q± = ^i-1

+

A( 1i-l +

A2q i-1 +

•••

+

^l-l

4.15

where
q^ is the predicted value at time i
q^_1 is the data sample value at one sample period
prior to i
An+1 a . _
A Qi

nn. _
Mi

nn. ,
^1-1

= Qi - Qi-1

The variable "q" represents any member of the set of possi
ble transmission parameters.

In practice for this report

"q" would actually be a log area ratio parameter denoted as
"g".

For the present however, the more general notation is

used, and the details illuminating the log area ratio
decision are deferred.

In equation 4.15, the n+1 previous
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values, Qi_i, qi_2» ••• Qi-(n+1)»
predicted.

are

known, and

is to be

The various implementations of this approach

will be discussed.
The simplest polynomial predictor is the zero order
predictor with n =0.

In this case,

and the predicted value is merely the previous data point.
A set of fixed tolerance bands is then specified, each with
a width T.

This is done by truncating the last few bits

from a binary data word.

If two data words have the same

truncated value, they belong to the same tolerance band.
prediction is made by equation M.16.

A

This prediction is

that the new data point falls in the same tolerance band as
the previous point.

If the new data point falls outside the

tolerance band of the previous point, then this new data
point is transmitted and the process is repeated.
In a floating aperture algorithm of the zero order
predictor, an aperture of 2T is placed about the last trans
mitted data point.

If each new data point lies within the

aperture about the last transmitted data point, then the new
data points are not transmitted.

If a new data point falls

outside the aperture placed about the last transmitted data
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point, then the present data point is transmitted and the
process is repeated.

The predicted point in this case is

the last transmitted data point with a tolerance of +T
placed about it.

The aperture, then, has the effect of

"floating" with the last transmitted value.

A method simi

lar to this has been used by Higgins, Viswanathan, and
Makhoul (1977) to implement a variable frame rate LPC vo
coder transmitting log area ratio parameters.
An allied form of the zero order predictor is gener
ated by considering the first order difference expression

qi

=

+ Aq ±

4.17

This equation is a restatement of one of the explanatory
relations given in conjunction with equation 4.15.

Since

q^_1 is known, transmitting the value of q^ is equivalent to
sending only Aq^.

This is exactly the same technique used

in differential PCM, as discussed in chapter two.

The use

of the differences is well known from the PCM example to
reduce redundancy, and it is to be used as part of the data
compression scheme in this project.

As shown by the discus

sion in chapter six, however, this method is not sufficient
by itself.

A collateral benefit of the use of the first

order difference can be seen by examining the frequency of
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occurrence histograms for the log area ratio parameter for
the first reflection coefficient.

The first log area ratio

parameter has a negatively skewed distribution, while the
first order difference of this variable has a bell shaped
curve that is symmetric about zero.

The distribution of the

difference has useful properties when constructing the
actual transmission code.
chapter six.
simplified.

This point is also considered in

The zero order predictor method can now be
The comparisons are the same as previously

presented, but instead of transmitting the value that is
outside the tolerance, transmit only the difference between
the old value and the out of tolerance value.
Returning to polynomial predictors, a first order
predictor utilizes a first order extrapolation polynomial of
the form given by

qi = qi-l + (qi-l _ Ql-2) =

2qi-l

" qi-2

t-18

The extrapolation equation is a straight line drawn through
the last two data points.
about the straight line.

An aperture width of 2T is placed
The predicted value of the new

data points is the point on the straight line.

If the new

data point is with +T of the predicted value, then that
point is not sent.

Should the new data point be outside the

Ill
aperature, that point is transmitted, and a new prediction
line is drawn through this point and the previous predicted
data point.
A linear predictor predicts the next sample point by
using a linear combination of past sample values as given by
M
= ,*
k=l

a k%-k

"• 19

This method is exactly the one used to produce the original
parameter set in the speech analysis-synthesis problem, as
discussed in chapter three.

There is consequently little

more to say here about this technique.
A predictor is a guess, and to be effective,
requires that the characteristics of the data remain rela
tively constant from one time interval to the next.

If the

signal is varying continuously in a random manner, or if it
is perturbed by noise high in frequency relative to the
signal, the redundancy reduction efficiency of a predictor
is generally low for reasonable system accuracy.

Examina

tion of the behavior of predictors by a number of research
ers, including those previously referenced, has shown that
for real data, a greater number of redundant samples can be
eliminated if both future and past data samples are used in
the reduction schemes.

If the decision concerning the
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redundancy of a data sample'can be deferred until subsequent
data values are known, then there is a much greater likeli
hood that the sample in question can be classified as redun
dant.

The process of "a posteriori" polynomial curve

fitting to eliminate redundant data samples is termed inter
polation.

4.3.2

Polynomial Interpolation
Like the predictor, the interpolation process can be

applied to sine waves and exponentials as well as polynomi
als.

Andrews et al. (1967), Weber (1965), and Kortman

(1967), among others, provide insight into various interpo
lation techniques.
The zero order interpolator is similar to the zero
order predictor, in the sense that a horizontal line is used
to represent the largest set of consecutive data samples
with a prescribed peak error tolerance.

The primary differ

ence pertains to the reference sample selected to represent
the redundant data set.

The reference sample for the inter

polator is determined at the end of the redundant data set,
as contrasted with a predictor, in which the first sample is
the reference.
Weber (1965) provides the following statements.
"The zero order interpolator is optimum in terms of

compression efficiency, assuming a zero order polynomial
approximation and a peak error guarantee.

The least squares

polynomial filter is, of course, the optimum redundancy
reduction algorithm for a guaranteed root mean squared error
criterion."

He also illustrates the improved compression

efficiency of the zero order interpolator over the zero
order predictor.
For contrast, two types of first order interpolators
will be discussed.

The first order interpolator with two

degrees of freedom draws a straight line between the present
sample and the last transmitted sample, so that all inter
mediate data points are within a tolerance T of the interpo
lated value on the straight line.
first point is transmitted.

In this algorithm, the

A line is drawn between the

transmitted point and the second sampled data value after
the transmitted point.

If the first point after the trans

mitted one is within the tolerance T of the interpolated
value, then a straight line is drawn between the transmitted
point and the third point after the transmitted value.

The

interpolated values of the first and second points are now
checked to see if they are within the allowable tolerance of
their actual value.

If at the k^h sample point after the

last transmitted sample point, a line is drawn, and the
actual value differs from the interpolated value by a
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quantity greater than the tolerance T, then the (k — 1)st
sample is transmitted, and the process is repeated.

As only

the freedom of the endpoint is required, this technique has
two degrees of freedom, as previously noted.

A method of

implementing the scheme that does not require the storage of
all the actual data points between the last transmitted
point and the present point has been described by Gordenhire
(1964).
The second variation is a first order interpolator
with four degrees of freedom.

This optimum first order

algorithm requires freedom of both the starting and ending
points of the straight line, resulting in four degrees of
freedom.

The method draws a line between the sample points

such that the most positive error and the most negative
error between the sample values and the interpolated values
are equal, and within the prescribed tolerance.

The com

puted value of both ends of the line is transmitted.

The

next straight line is started from the first sample value
after the last transmitted point.

4.3.3

Optimal Linear Interpolation
An additional technique in this general class is

called "Optimal Linear Interpolation" by Viswanathan as
reported by Parry (1977).

In its simplest form, a

coefficient is determined such that the error
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min

P

k " " [-1,1]

for

1f1

q i,it

j < k < m is minimized.

4.20

-t o ^i,r (1 - a)q i,J

Note that only a single inter

polator value, a, is used to characterize all p parameters
The value q i>k is the i th reflection coeffi

in a frame.

cient or some transformation of the i^h coefficient in the
k^h frame.

The jth frame is the last frame transmitted,

while the k^ and m^' 1 frames are in the future.

The problem

is to find the largest value of m such that E k is less than
some threshold T for all values of k strictly between j and
m.

In this sense, the method is recursive beginning with

m = (j+2) and k = (j+ 1).

Should Ej+ -| be less than or equal

to T, then m becomes (j+3), k assumes the values (j+1) and
(j+2), and the new values Ej + i and

Ej+2

are compared to T.

This process is continued until for some k = k*, and m = m*,
E^* > T.

The values then revert back to the last set of

data points in which all E k 's are less than or equal to T,
namely m = m

£

- 1.

The current parameter values are assumed

to be already known at the receiver, and only the parameter
values for the (m*-1) s ^ frame and the values for
•••

a m*-2

mus t

aj

+ i,

a j+ 2>

be transmitted.

Obviously, this method involves a delay between the
time the filter parameters are determined and the time the
transmission parameters are sent.

Neglecting the time

necessary to compute the filter parameters, this delay is
£
m Tf, where Tf is the time span encompassed by one speech
frame.

Hence, in real time systems, m* must be constrained

to an acceptable and unperceivable value.

In the context of

this paper, the real time constraint is not valid.

Experi

mental results discussed later show that the m* values have
all been found to be ten or less.

This is within the

acceptable range for real time systems.

For example, in a

real time system discussed by Sutherland and Makhoul (197*0,
they group eight or fewer 10 millisecond frames.
In order to determine reasonable values for the
tolerance T of equation 4.20, the nature of the error mea
sure E^ will be investigated.

Sutherland and Makhoul (1974)

have considered the problem of determining whether the
speech characteristics have changed sufficiently since the
last transmission.

They used a measure that is the loga

rithm of the ratio of the mean squared values of the recon
structed signal error obtained first when the correct LPC
parameters were used, and second when the last transmitted
parameters were used.

This distance measure is one method

of quantitatively characterizing the spectral deviation due
to the interpolator action.

The spectral deviation measure

is as previously discussed in equation 4.2.

If the pre

dictor parameters are assumed to have Gaussian probability
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distributions, then this measure has been shown by Itakura
(1975) to be the same as the log likelihood ratio.
Sutherland and Makhoul (1975) found experimentally that an
acceptable threshold for the log likelihood ratio measure
was 1.5 decibels.

In addition, using a scatter plot, they

claimed that there was a linear relationship, in the region
of interest, between the spectral error and a log area ratio •
error.

This log area ratio error was obtained as the

average of the absolute differences between the sets of log
area ratios from the reference and test data.

The relation

ship between the two was such that the log area ratio error
in decibels was about one third of the value of the spectral
error in decibels.

That is, for an average spectral error

of 1.5 decibels, the corresponding average log area ratio
error was about 0.5 decibels.

The correlation coefficient

for the least squares linear fit was given as 0.88.
when applied to log area ratio parameters,

Thus

of equation

4.20 is simply a variation of the log area ratio error and
consequently is a measure of the spectral error.

Hence, the

optimal linear interpolation scheme using the log ara ratio
parameters has interpolation advantages over the zero order
methods, as well as the spectral error interpretations.
It is now appropriate to return briefly to the ques
tion of which parameter set should be used in the
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interpolation predictor equations just presented.

The log

area ratio parameter, which has the same useful transmission
properties as the reflection coefficients, in addition to
its uniform parameter quantization sensitivity, is a naturalchoice for the interpolation parameter.

No quantitative

investigation into the question of interpolation parameter
selection has been conducted as a part of this research.
The relationship between the reconstructed speech spectral
deviation and the log area ratio error measure however,
seems to substantiate the choice of the log area ratio pa
rameters as the interpolation parameters.

Further, the

relationship can be used to an advantage by selecting the
"optimal linear interpolation" scheme to work in conjunction
with the log area ratio parameters.

This approach has been

used, and the benefits of this choice can be seen in the
results detailed in chapter six.
The use of a polynomial interpolator or predictor,
or the use of the optimal linear interpolation scheme, al
lows the redundant information from one frame to the next to
be omitted.

When these means are used, a variable frame

rate system results.

Various implementations of the

methods, with some slightly different approaches, have been
used by Sutherland and Makhoul (1974), Cole (1977), and
others.
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4.3.4

Karhunen-Loeve Transformation
Much of the remaining redundancy in the parameter

signals is due to the correlation of the reflection coeffi
cients, and hence, the log area ratio parameters within an
It would be desirable to eliminate this

analysis frame.

redundancy through the use of an additional transformation.
Of all the possible transforms, beginning with the usual
Fourier transform and progressing to the most complex, only
one seems appropriate.

This transform is referred to as the

Karhunen-Loeve transformation in the literature.

It has

been discussed by Andrews et al. (1967) and others, com
pared to other transforms for speech applications by
Campanella and Robinson (1971), and presented in detail by
Kramer and Mathews (1956) and later by Gallager (1968).
Included in the paper by Kramer and Mathews is a proof of
the optimal properties of the method and a derivation of the
associated error.

Sambur (1975) has apparently also used

this method, referring to it as eigenvector analysis.
Consider the context of the paper by Kramer and
Mathews (1956).

The coding scheme described in this paper

can be used' for the transmission of any set of correlated
signals.

As an example throughout the paper, the transmis

sion of the energy signals in the Channel Vocoder is given.
The method is in no way, however, limited to vocoders.

If
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the various filter parameters for any one speech frame are
considered to be equivalent to the channel signals in a
Channel Vocoder, then the example in the paper by Kramer and
Mathews is of interest.

This analogy between the LPC and

Channel Vocoder signals is perhaps a good one.

The reader

is referred to section 2.2.1 for the Channel Vocoder
details, and to chapter three, especially section 3.6, for
the LPC information.

Briefly, the important similarity is

the nature of the signals transmitted.

The Channel Vocoder

signals represent specific channels, or frequency ranges,
and provide the data for the speech reconstruction in those
ranges.

As the reflection coefficients characterize the

acoustical tube resonances, each of these also conveys
"channel" information.

It is well known that the Channel

Vocoder signals are correlated, as evidenced by the work of
Kramer and Mathews (1956) and others.

Likewise, it is well

known that the reflection coefficients, and hence their
corresponding log area ratio parameters, are correlated.
The Karhunen-Loeve transformation creates an optimum
set of orthonormal basis functions.

The orthonormal set is

optimum because the least number of orthonormal functions is
needed for a given root mean squared error.

The reader is

referred to a mathematics text, such as Friedman (1956), for
the details of an orthonormal basis and the associated
theory of linear vector spaces.
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A set of functions is sought such that

Xk,n

P
" 2 Sj.n *k,j
j=l

for k = 1, 2,

M

4.21

^ ^ •••» P

4.22

M
x j ,n

^i,n

^i,j

^ or ^

where Q^ >n is the i tl1 parameter of the n^h frame.

The

values Xj^ n are new parameters which convey the same infor
mation as the original parameter set, but in a more
efficient manner.
denoted as Qi >n .

The reconstructed value of q^

n

is

The error measure used here is the sum of

the mean squared error, viz:

E = i
n
P

S
1=1

(a
- a
)2
lq i,n
,n

*-23

Equation 4.23 is for a single frame only, while the real
value of interest is the error over a complete speech utter
ance, or some portion of that utterance.

Suppose that the

length of the speech utterance in question is N frames long,
then the error of interest is

E =

1
N

N

4.24
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After minimizing the average error, the result has been
shown to be an equation set given by

IR " Vl *1

4.25a

=

or

A1

4.25b

= R

The bars over the variables indicate a vector or rrfatrix
quantity, while the variables without the bars are scalar
quantities.

The value,

, is called an eigenvalue, and

is its corresponding eigenvector.

For this reason, the

method is sometimes called eigenvector analysis.
orthonormal.

That is

P

E
j=l

Each 3^ is

1,J

k,j

1

i=k

0

i^k

4.26

The value, $i f j, is the jth component in the it* 1 eigenvec
tor.

The matrix R in equation 4.25a is the correlation

matrix of the original parameters.

The element in the i^h

row and the k th column of R is denoted as Rj_ ^ and given by
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N
R

i,k

N-l j= l

(q, , " r].)(q^^ - n
k)
'k'
'ijJ

4.27

where qj_ j is the i^* 1 speech analysis parameter in the j^h
frame.
^i,k

=

Note that R is real and symmetric.
^k,i'

That is,

Since the mean value ri is removed from each

parameter, the matrix is, strictly speaking, a covariance
matrix.

This ploy has no effect on the method.

It does,

however, provide a benefit as will be discussed next.
At each instant in time, the values of the p speech
parameters can be considered as the coordinates of a point
in p dimensional space.
trace out a pattern.

As time progresses, the points

Since the signals are correlated, this

pattern tends to concentrate in some particular area.

The

linear transformation of equation 4.21 amounts to a rotation
of the coordinate axes.

If the rotation is chosen so that

the x 1 axis corresponds to the major dimension of the
pattern, then the x-j signal contains more of the information
about q-j, q2, ..., q p than any other xj for j > 1.

Removal

of the average value from Qi j effectively moves the origin
of the new coordinate system to the heart of the x-|, xp,
..., x M parameter space.

In the previous development, this

involves replacing q i>n by Cq ± ^ n - n ± ).

Since it is

expected that the average values of q.
and q.
are the
i jn
ifn
same, the error criterion is unaffected.
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Return now to equations 4.25a and 4.25b.

In order

to implement the property that parameter x-| corresponds to
the major dimension of the new coordinate system, the eigen
values must be arranged in order of decreasing magnitude.
That is,

1

x2

- '* * -

XP

4,28

Sambur (1975) notes that the eigenvalues are the variance of
the eigenvector parameters across the speech utterance.

The

ordering, then, has the effect of placing the eigenvector
parameters with the greatest variance, and hence the
greatest information, first.

With the eigenvalue ordering

as given in equation 4.28, Kramer and Mathews (1956) and
Andrews et al. (1967) note that the error associated with
transmitting only m of the p new parameters is given by

E =

P
I
X,
i=m+l

4.29

Hence, the error is the sum of the eigenvalues for the (p-m)
parameters which have been neglected.

This error can even

be reduced somewhat by sending the average value for these
forgotten parameters each time a new eigenvector analysis is
performed.

Sambur (1975) has used this system.

125
The decoding matrix 4* of equation 4.22 is easily
determined.

It is the inverse of the coding matrix $.

The

coding matrix is known to be orthonormal, and these proper
ties can be used to show that the inverse has a very simple
form.

In particular, ¥ is the transpose of

This result

also follows from the fact that the R matrix of equation
4.25a, is real and symmetric.

The real, symmetric nature of

R additionally guarantees•the existence of p real eigen
values and corresponding real eigenvectors.
important result.

This is an

See any text on matrix analysis, for

example, Bronson (1970).
In addition to the error minimization properties
previously described, the eigenvector transformation has
been shown by Kramer and Mathews (1956) to yield a savings
in channel capacity should the q i signals be Gaussian.

If a

mean squared fidelity criterion is applied to the total
transmission system, the minimum sum of the q^ source rates
which satisfies the criterion can be shown to be equal to or
greater than the minimum sum of the x^ source rates which
also satisfies the fidelity criterion.
omitted here.

The details are

The basic argument, however, is given by

Kramer and Mathews (1956), while Gallager (1968, chapter 8)
provides a rigorous treatment.
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4.4

Summary

This concludes the dicussion of the data compression
and redundancy reduction techniques.

A line may be drawn at

this point in the presentation, and the paper may be divided
into two parts.

The first half, of which this chapter is

the last installment, has presented the theoretical back
ground necessary to understand the extraction of the speech
parameters and the compression of their form.
It seems helpful at this point to present a summary
of those techniques which seem most promising.

In the later

chapters, these methods will be further investigated and
their contributions to the achievement of the data rate goal
will be analyzed.

The approach is as follows:

1. The speech utterance will be sampled, processed
and eleven log area ratio parameters created for
each 16.2 millisecond long speech data frame.
2. The use of the log area ratio parameters and
their first order differences will be investigated
in order to determine the appropriate parameter set
for transmission.
3. Should an interpolator/predictor be needed, the
optimal linear interpolator will be used.
4. If the parameters selected and the optimal
linear interpolator do not provide sufficient data
rate reduction, then the Karhunen-Loeve expansion
will be used.
5. When the data have been compacted to their final
form, a Huffman-Shannon-Fano code with the longest
codeword constrained to be eight bits or less will
be used to code the data for transmission.
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In the next chapters, the implementations of these
methods will be presented in order to demonstrate speech
transmission at a one kilobit data rate.

The application of

the techniques in this chapter will be delayed for a short
time, however, while the hardware developed to collect the
speech data is discussed.

CHAPTER 5

SPEECH DATA COLLECTION AND PROCESSING SYSTEM

The previous chapters have been concerned primarily
with the theoretical background of several redundancy reduc
tions techniques and a survey of previous work in the area
of linear predictive coding of speech.

This chapter

describes a speech data collection and processing system
constructed recently at The University of Arizona, Tucson
Arizona.

Figure 5.1 is a general block diagram view of the

data collection apparatus.

Each block in the figure is

considered in this chapter.

ivi i-nitT
t : c:
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Figure 5.1

Data Collection System
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Figure 5.1 can be divided into two sections.

The first of

these sections consists of the blocks enclosed by the dotted
line, and is called the data collection system (DCS).

The

DCS is physically one standard nineteen inch wide equipment
rack, containing all of the following components except for
the PLATO IV terminal, which is free standing.
1. Texas Instrument 980 B sixteen bit minicomputer
with sixteen thousand' words of memory, direct
memory access port and a number of special purpose
interface cards
2. Owens-Illinois Digivue Plasma Display Panel and
accompanying power supply
3. Custom input/output speech conditioning and
sampling circuits
4. PLATO IV student terminal and associated trans
mission lines to the central computer
The second section consists of everything else in figure
5.1, and except for the speech synthesizer, is composed
exclusively of large computer systems.

The use of these

system is considered later.

5.1

Signal Conditioning and Sample Processing

The equipment discussed in this section has been
designed and constructed by the author.

The diagram of

figure 5.2 subdivides the input signal conditioning block of
figure 5.1 into its component parts.
low impedance cardioid type.

The microphone is a

Input and output amplifiers

1
10
'It is common practice to refer to 2
= 1024 as
one thousand.
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use high quality operational amplifiers in order to limit
noise injection and signal distortion.

The preemphasis

stage is a standard six decibel per octave high pass filter
with a break frequency of 1250 hertz.

In order to reduce

the aliasing error associated with the discrete sampling of
an analog signal, a six pole active butterworth low pass
filter is included.^
set at 3500 hertz.

All poles have their break frequency
A signal level meter, isolated from the

direct signal path, is included to provide a reference
against which speakers may judge the volume of their utter
ances.
Microphone

AMPLIFIER 1

PREEMPHASIS

6 POLE LOW
PASS FILTER

AMPLIFIER 7

SIGNAL
LEVEL
METER

Figure 5.2

Analog Input Conditioning

The output of amplifier two is adjusted so that
normal conversational speech at the microphone produces
about a plus and minus ten volt peak signal at the sample
and hold circuit input, denoted as "A" in both figures 5.2

^Throughout the discussion of discrete versions of
analog signals, a familarity on the part of the reader is
assumed at the level provided by Rabiner and Gold (1975,
chapter two), Oppenheim and Schafer (1975, chapter one), or
Schwartz and Shaw (1975, chapter two).

and 5.3.

The analog speech waveform from this amplifier is

applied to the digital sampling circuits as shown in figure
5.3.
ANALOG
SPEECH

DIGITIZED SIGNAL TO TI-980
DIRECT MEMORY ACCESS PORT
SAMPLE AND
HOLD

Control

Figure 5.3

A/D
CONVERTER

VARIABLE
SAiIPLING RATE
CIRCUITS

FROM TI-980

Digital Sampling

Any reasonable sampling rate can be entered in the
variable sampling rate circuitry illustrated in figure 5.3
from the PLATO system through the TI-980 minicomputer.

The

rate circuitry then commands the sample and hold device and
the analog to digital (A/D) converter.

A twelve bit A/D

converter configured to operate in the range of plus ten
volts to negative ten volts, is used.
The variable sampling rate provides versatility in
the data collection system.

For the design tradeoff studies

required for a low data rate system however, the sampling
rate must be fixed.

A sampling period of 128 microseconds

was always selected for the data discussed here.
lection yields a nyquist frequency of 3906 hertz.

This se
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The frequency response for the input conditioning
circuits was determined experimentally.

The input signal

for the response test was a sinusoidal waveform whose ampli
tude was adjusted so that the output of the final amplifier
stage was ten volts peak at the zero attenuation frequency
of 3050 hertz.
oscillator.

The input waveform was provided by an audio

As the frequency of the input waveform was

varied, its amplitude was monitored and adjusted so that the
input amplitude was the same for all frequency values con
sidered.

The frequency response was determined at 200 hertz

intervals beginning at 100 hertz and proceeding through 2300
hertz.

The interval decreased to 100 hertz from 2400 hertz

to 4000 hertz.

The remaining points were determined at 500

hertz intervals through 7000 hertz.
curve is given in figure 5.4.

The normalized response

The preemphasis is easily

seen in the line sloping up from the left, while the effects
of the six pole low pass filter can be seen in the rapid
falloff of the response curve after 3500 hertz.
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Figure 5-^

Frequency Response of the Analog
Speech Input Circuitry

The output of the input processing and sampling
circuitry is discrete samples of the processed speech.
These sample values are input to the TI-980 B minicomputer
via a programmed input/output channel.

The minicomputer has

sixteen thousand words of memory, with twelve thousand words
dedicated to the storage of the speech samples.

The twelve

bit samples are sign extended and stored one sample to each
memory word.
The output conditioning circuitry consists of a
twelve bit digital to analog (D/A) converter.

A low pass

deemphasis filter to remove the effects of the preemphasis
would normally be included.

It was omitted for simplicity

and was not needed because the output conditioning circuitry

13^
was used only for review of test speech utterances.

The

speech data was then output one sample at a time from the
TI-980 B, under control of the PLATO IV student terminal, at
a selectable rate to a headphone set or a small speaker.
From the speech processing, the flow of information
proceeds to the analysis performed by the minicomputer.
This topic is considered next.

5.2

Speech Parameter Estimation

The heart of the analysis system is the equation set
previously described in chapter three as equations
3.26a-3.26g.

Before discussing the equation implementation

however, it is helpful to fill in some details which have
been left somewhat vague until this time.

Consider the

following specifics of a speech analysis frame.

5.2.1

Window Function
For ease of implementation, note that each of the

subsequent values are powers of two.

A speech analysis

frame is defined as a block of data 256 samples in length.
After each frame, the beginning sample reference for the
next frame is moved 128 data points later into the stored
sampled speech.
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The details of the particular window selected for
use in the collection system are presented next.

The window

width is 256 data points, as alluded to previously.

The

shape of the window is approximately as given in figure 5.5.
Frame 3
F rame 2
<••frame 1

Time

Figure 5.5

Analysis Frame Details

Note that the speech data frames overlap each other.
This was done because the speech signal at the ends of the
frame was greatly reduced in magnitude by the window func
tion over a similar signal in the middle of the frame.
Hence, the parameters for a frame conveyed mainly the speech
signal in the center of the data window.

In order to pre

vent the data at the intersection of two data windows from
being disregarded, the overlapping scheme was adopted.

The

curves in the figure represent the sampled speech data after
a window function has been applied.

In actuality, the

curves are the window functions themselves, the windowed
data being much more complex in nature.

The reasons for
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selection of a data window have been documented in section
3.2.

The specific mathematical expression for the window

function is given by

w. = 2 sin
l

(i+0.5) tt
256

for 0 < i < 255

5.1

where w^ is the value or weight of the iposition in the
window.

5.2.2

Correlation and Reflection Coefficients
For each frame, the following operations were per

formed by the minicomputer.

The process had to be completed

for each frame before any analysis could be performed on the
data in the next frame.

Before any action was taken in a

frame calculation, the samples in the data block were multi
plied by the values of the window function.
The values for the correlation coeffients of equa
tion 3.11 were determined in normalized form, as given by
equation 3.27.

The value for R(0) was found in double or

thirty-one bit precision.

The most significant fifteen bits

and a shift count or exponent were stored.

The other corre

lation coefficients were also determined in double precision
arithmetic, but they were normalized before being stored as
single precision, signed integer fractions.

The values for

the first sixteen normalized correlation coefficients, r-| i"lg, were calculated and stored for each frame in this man
ner.
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The reflection coefficients for a particular frame
were calculated from the stored correlation coefficients
using the recursive routine of equation set 3.26a - 3.26g as
modified by the normalization of equations 3-28a and 3.28b.
The first sixteen reflection coefficients, k-| - k5, were
determined and stored for each frame.

These values could

have been transmitted to either the DEC System 10 computer
or to the PLATO IV central computer, for storage on a disk
file.

In addition to the reflection coefficients, pitch and

power information were added for each frame.

The value

transmitted for the power factor was the three most signifi
cant bits of R(0) and its shift count.
The software in the TI-980 B was constructed so that
the sequence of calculating the correlation coefficients,
determining the reflection coefficients as well as the pitch
and power information, and transmitting the values to a
larger computer system was repeated once for each frame.
That is, the values for the current frame were stored in the
TI-980 B until they were transmitted.

At which time, the

information for the next frame over wrote the old values.
Ninety-five frames of data were transmitted for each
utterance.

This value corresponds to the largest number of

analysis frames which could have been constructed from the
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data stored in the twelve thousand words of TI-980 B memory
dedicated to speech storage.

For the purpose of data analy

sis, all information was transmitted to the DEC System 10
for storage.

On the other hand, when test transmissions

were to be made, the information was sent to the PLATO IV
central computer.

In the data collection mode, after all

frames had been transmitted to a DEC 10 file, a frame by
frame inspection was made of the windowed speech data.
The inspection involved entry into a special mode in
which the minicomputer was instructed to replay each win
dowed data frame one at a time on command, and to wait for a
response.

The response was one of four values representing

the operator's opinion as to whether the particular frame
was silence, unvoiced speech, voiced speech, or a transition
between voiced and unvoiced speech.

These numbers, here

after called V-UV parameters, were stored in a section of
the TI-980 B's memory until all ninety-five frames had been
catalogued to the operator's satisfaction.

These values

were transmitted to the DEC 10 and formed a file separate from
the one containing the reflection coefficient information.

5.2.3

Auxiliary Plasma Display Panel
The auxiliary display used during the classification

procedure was the Digivue Plasma Panel mentioned in the

introductory section of this chapter.

The panel interface

has been designed and constructed by the author and operates
at transfer rates of fifty thousand dots per second on a
square screen that is five hundred and twelve dots on a
side.

For specific details see the Owens-Illinois technical

manual.

A high speed line algorithm created by James Parry

allows the TI-980 B to drive the auxiliary display when
illustrating various pieces of data.

In addition to

detailing the windowed speech data frame by frame, the aux
iliary plasma panel could show the raw speech waveform as a
function of time, with a variable speed time axis available.
The loudness of the utterance could be plotted as a function
of time.

The long term correlation coefficients could be

displayed for a single frame or for all frames simultaneous
ly. If the long term correlation coefficients for all the
frames were displayed simultaneously, then a two dimensional
representation of the three dimensional long term correla
tion space was. created.
also be illustrated.

The window function in use could

The auxiliary plasma display panel

thus provided a great deal of versatility in viewing the
speech data in many of its forms.

The display panel incor

porated in the PLATO IV student terminal could, in addition,
display the seventeen correlation coefficients, or the
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sixteen reflection coefficients at one time for any frame in
a speech utterance.

5.3

TI-980 B, PLATO IV, and DEC System 10
Interconnections

The operator commanded the data collection process
from a PLATO IV student terminal connected to a special
input interface of the TI-980 B.

The commands sent opera

tional control to a subroutine in the TI-980 B which imple
mented the desired action and returned to a state in which
the minicomputer waited for another command.

The actions of

the TI-980 B could be controlled in this manner, as well as,
the recording and playing of speech utterances, the creation
of the illustrations shown on the auxiliary display panel,
or the transmission of data to either the DEC 10 or the
PLATO IV central computer.

In addition to these capabili

ties, the software for the Texas Instrument machine was
maintained, assembled and down loaded from PLATO IV.

In

this way, changes could be implemented easily without dedi
cating space in the TI-980 B for these functions.

Each time

the TI-980 was energized, the most current software was
transmitted from the PLATO IV central computer to the appro
priate locations in the minicomputer's memory.

Details of

these interconnections and sufficient information concerning
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their functions are available in unpublished technical notes
at The University of Arizona.

See Parry, Ebeling, and

Semelsberger (1976 and 1977) and Parry and Ebeling (1-976,
1977, and 1978).
For the purpose of data analysis, all values were
sent to the DEC System 10, and for a time, consideration is
restricted to the DEC10—TI-980 B interface.

This interface

has been designed and implemented by Mr. Warren Odom and the
author.

As before, the operator issued commands through the

PLATO IV system.

In essence, the PLATO IV student terminal

became a teletypewriter (TTY) terminal for the DEC 10, with
the TI-980 minicomputer providing intermediate connections.
Two character tables were provided in the PLATO IV software.
The first of these converted PLATO characters to the ASCII
code used by the DEC 10.

For the details, see the DEC

System 10 manuals by Digital Equipment Corporation.

The

second table provided the reverse translation in which ASCII
characters were converted into PLATO characters.

A buffer

space in the TI-980 B accepted a data sequence from the
PLATO IV student terminal auxiliary output port, and stored
the sequence until the DEC 10 could accept it.

As an

option, by enabling a sense switch on the minicomputer, the
Texas Instrument machine issued* an echo of the sequence sent
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to the DEC 10.

This feature was useful when the DEC 10 key

echo had been disabled for data transmission, as will be
considered later.
The heart of the DEC 10—TI-980 B link was a
standard Texas Instrument communications module for this
minicomputer.

The module used a universal asynchronous

receiver-transmitter (UART) for the actual data interchange.
Slide switches were provided to select the data format, as
well as the transmission speed.

For communications between

the PLATO IV terminal and the DEC 10, a maximum transmission
rate of 110 baud was allowed.

This was due primarily to

software time delays in the handling of the character
sequences by the TI-980 B.

Data transfers, or data dumps,

from the minicomputer to the DEC 10 could occur at rates of
1200 baud or greater, however, because there were no soft
ware delays in these transfer routines.
There were thus two modes in the TI-980—DEC 10
interconnection scheme.
previously discussed.

The PLATO IV TTY mode has been
For a moment, attention is shifted to

the second mode, which has been called the data transfer
mode.

In this scheme, sixteen bit words of the TI-980

memory were dumped to a DEC 10 file in two eight bit bytes.
The most significant or upper eight bits of a minicomputer
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word were transmitted first, and they occupied one DEC 10
word.

The least significant or lower eight bits were sent

next, and they occupied the next sequential word in the DEC
10 file.

This procedure resulted in a new DEC 10 file that

was exactly twice as large, in terms of the number of words
used, as the original TI-980 B file.

The reader is

cautioned that in the case of the minicomputer, files do not
exist per se, and the term is used to define a string of
related memory locations.
The eight bit bytes from the TI-980 were sent asyn
chronously over an EIA type interface.

In addition to the

eight data bits, the transmission packet included the appro
priate number of start and stop bits to be compatable with
the DEC 10 system.

5.4

DEC System 10 Processing

The DEC 10 served two purposes in the collection of
the speech data used in this paper.

The first of these

functions was to provide a place where the data could be
assembled and stored in an accessable form for future use.
The second purpose was to unpack and restore to a useable
form the two byte representation of each TI-980 B data word.
The processing described in this section has been designed
and implemented by the author.

The following discussion is necessarily brief, as
this subject alone in detail would require many pages of
text.

The specifics of this processing are contained in the

documentation of the particular computer programs.

This

information is in unpublished technical notes (Semelsberger,
1976 and 1977).
The data unpacking function was accomplished using
an assembly language subroutine that combined the high and
low data bytes in the correct order, extended the sign and
shifted the result so that the original sixteen bits filled
the least significant locations in a DEC 10 word.

In addi

tion, the image mode data, which was essentially a
fractional integer form, was converted into floating point
notation.

Except for this assembly language subroutine, all

DEC 10 computer programs were written in the FORTRAN
language.
The output file from the DEC 10 processing for each
utterance consisted of three parts.

In order to uniquely

identify a speech utterance at a later date, the speaker,
the utterance and the date of recording were placed in
alpha-numeric form as the first few words of the output
file..

The reflection coefficients and associated informa

tion were next placed on the file.

The final element
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consisted of the string of voiced-unvoiced (V-UV) parameters
for this utterance suitably unpacked.
The output file was the first occurrence in the data
collection process in which all information concerning a
speech utterance was together at one place in a conveneient
form.

A number of these output files were usually collected

and stored on the DEC 10 disks before proceeding to the next
step.

Further analysis was performed after transferring the

speech files to a Control Data CYBEf^ 175 computer system.

5.5

CDC CYBER 175 Processing

Once a group of data files had been collected and
stored on the DEC 10, the group was transmitted to the CDC
CYBEF^ 175 computer at The University of Arizona.

This

transmission was possible due to a hardware link constructed
between the two systems by the University Computer Center at
the University of Arizona.

The link allows data to be

passed between the two system in any format and corrects the
incompatability in terms of word length, structure, and
form.

Thus the data files containing alpha-numeric identi

fiers, floating point reflection coefficients and integer
voiced-unvoiced parameters were passed intact without loss
or corruption of the data.

The files were archived on mag

netic tape and stored until the vital elements of the data

146

could be extracted.

The processing presented in the remain

der of this section has been designed and implemented by the
author.

The software routines have been written in the

FORTRAN language.
As discussed in chapter four, certain phenomena
force attention to the log area ratio parameters rather than
the reflection coefficients.

In this light, the first

action taken, after the reflection coefficient data files
were archieved, was to create new archieved magnetic tapes
containing the same information as the earlier tapes, but
with all reflection coefficients replaced by their
respective log area ratio parameters.
In order to use Huffman coding, the probabilities of
occurrence of the source ensemble elements must be known.
Additional processing satisfied the need for this informa
tion.

Frequency of occurrence statistics were collected for

a large number of speech utterances for several speakers.
These occurrence statistics were processed for the log area
ratio parameters, the first differences of the log area
ratio parameters, a number of parameter transforms, and the
first differences of these transformed variables.

The

specific results of the analysis are considered in the next
chapter.
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In addition, computer programs were written to determihe the source entropy, length limited Huffman-ShannonFano (HSF) codes, and average transmission rates for the
various schemes.

The results from these methods are also

presented in the next chapter.

As a review of the previous

sections, a brief description of the complete procedure
followed in the collection of speech data is given.

5.6

Data Collection Sequence

The usual sequence of events in collecting speech
data used in this report was to first sign onto the PLATO
system.

The speech data collection system (DCS) was ener

gized, and the TI-980 B was initialized.

The minicomputer

operating routines were downloaded from the PLATO IV system.
A speech utterance was recorded and played until the
operator was satisfied with the sound of the utterance.

The

link between the DEC System 10 and the TI-980 B was connec
ted.

The operator, using the PLATO IV terminal in a DEC 10

TTY role, logged onto the DEC 10 after reducing the data
rate to 110 baud.

The DEC 10 key echo feature was disabled,

an image mode file was opened, and the transmission rate was
set to 1200 baud.

The operator exited the TTY mode, and

after performing an initialization, entered the analysis
mode.

The reflection coefficients were calculated for each

frame and dumped to a DEC 10 file.

The process was repeated

until all frames had been analyzed and transmitted.
10 file was closed and the image mode was exited.

The DEC
A file of

parameters was determined that characterized whether each
frame contained voiced or unvoiced speech.

The DEC 10 had a

new image mode file opened, and the V-UV parameter file from
the TI-980 B was transferred at 1200 baud.

After the com

pletion of the transmission, the DEC 10 file was closed and
the image mode was exited.

The process then repeated itself

again for the next speech utterance.

When ten sets of re

flection coefficient data were collected and stored on the
DEC 10, the sets were transferred to the CDC CYBEF® 175
computer for long term storage.

All other data processing

occured on the CDC CYBEF^® 175 and the results of these
actions are presented in the next chapter.

5.7

The Speech Synthesized

Before proceeding to the discussion of the speech
synthesizer details, a few words are devoted to its place in
the final'scheme.

As suggested by figure 5.1, the synthe

sizer was a necessary research tool, but it is also expected
to be one of three components of the end product.

In this

case, the product is to be a system for the analysis,
coding, storage, and reconstruction of human speech at low
^The speech synthesizer has been constructed by Dr.
James Parry and Mr. Fredrick Ebeling. Their cooperation in
the preparation of this section is gratefully acknowledged.
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data rates.

The other two elements of the desired system

will be (1) the PLATO IV system including a student
terminal, and (2) an analysis system which incorporates most
of the features of the data collection system (DCS) dis
cussed in sections 5.1 and 5.2.

The notable differences

between the DCS and the analysis system will be that only
those functions of the DCS directly associated with the
speech analysis process will be retained.

In addition, a

considerable size reduction is envisioned.

The details of

this process are not germain to this presentation, and the
brief discussion here was intended to illustrate future
directions only.
Figure 5.6 reveals the basic interconnection struc
ture of the three system components.

Since the PLATO IV

student terminals have only one output port, either the
synthesizer or the analysis system, but not both, can be
connected to the terminal at any given time.

In the figure,

this fact was illustrated by the discontinuity of the lines
between the student terminal, the speech synthesizer, and
the analysis system.
Analysis
System

PLATO IV
CENTRAL

Student
Terminal

COMPUTER

i/o '

Speech
Synthesizer

Port

Figure 5.6

Speech System Structure
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As currently implemented, the speech synthesizer
requires about sixty integrated circuit packages.

These are

commercially available low power, Schottky-clamped,
transistor-transistor logic (LS-TTL) and N channel metal
oxide semiconductor (N-MOS) large scale integration (LSI)
circuits.

These elements are contained on three custom

printed circuit boards with a total area of 150 square
inches.
The synthesizer can be functionally subdivided into
three component parts, as shown in figure 5.7.

The parts

are the data input/control section, a digital filter sec
tion, and an output conditioning section.

Each of these are

considered briefly in subsequent portions of this speech
synthesizer presentation.

control
serial
input
I/O
Port

INPUT/CONTROL
FUNCTION

DIGITAL
FILTER

OUTPUT
CONDITIONING

1000
bits/
second

Figure 5.7

16 bit
parallel
data

8 bit
parallel
data

Speech Synthesizer Block Diagram

Analog
data
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5.7.1

Input and Control Functions
The input and control functions of the speech syn

thesizer are varied and complex.

The control section of the

synthesizer is an eight bit microprocessor.

For the current

configuration, a MOS Technology 6502 microprocessor is
installed.

This machine has a one microsecond cycle time,

and complete interrupt processing capability.

The software

for the microprocessor is maintained in the PLATO IV system,
and downloaded for synthesizer operation.

Procedures and

variable data occupy distinct portions of the memory permit
ting future implementation with programmable read only
memory (PROM) storage.
A block diagram of the input and control portion of
the speech synthesizer is provided by figure 5.8.

RAM MEMORY
3 K BYTES

?A';E 1
MEMORY

MEMORY
- PAGE
SWITCH
I'LATO
I/O
PORT

PIA

ADDRESS/ DATA

MICROPROCESSOR
MDS TECHNOLOGY
6502

Figure 5.8

TO
DIGITAL
FILTER

BUS

ROM MEMORY

PAGE 2
MEMORY

Speech Synthesizer Input and Control Functions
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The figure illustrates the following scheme.

Input data are

received by the synthesizer through a peripheral interface
adapter or PIA.

As shown in the figure, the PIA receives

the serial data stream eminating from the PLATO IV student
terminal.

The parameter values for each frame are decoded,

unpacked, and restored as reflection coefficients to their
appropriate eight bit value by the microprocessor.

As dis

cussed in the previous chapters, the filter coefficients are
transmitted as log area ratio parameters, or some transfor
mation of the log area ratio parameters.

After converting

the received sequences into the proper log area ratio param
eter values, the reflection coefficients are found from the
log area ratio values using a table look-up procedure.

For

an interpolated frame, the received interpolation values and
the stored log area ratio parameters are used to construct
the interpolated log area ratio parameters for that frame.
The reflection coefficients can then be found from the
lookup table as before.
unpacked and decoded.

The excitation and gain are also

When combined with the reflection co

efficients in a storage memory, they constitute the complete
frame information necessary for the operation of the speech
synthesizer.

The storage memory contains three thousand words of
read/write random access memory (RAM), each eight bits long.
A portion of the memory is used as a 256 byte first in-first
out (FIFO) buffer memory.

The setting of upper and lower

bounds for which the memory is neither completely full, nor
completely empty, allows the'transmission rate to be
adjusted for a slow or fast rate.

The buffer memory is

merely a holding area, and the variable rate system is used
to prevent buffer either exhaustion or overflow.
The parameters including the gain for the current
synthesis frame and the next frame are held each in one page
of memory specifically dedicated for this purpose.

Each

memory page is composed of eight words of sixteen bits each
of bipolar random access memory.

While the digital filter

is processing the values stored in one memory page, the
second page is being loaded by the microprocessor program.
When the frame is completed, the filter switches to use the
values in the second memory page, while the first page is
reloaded with the next frame's data.
A timer is provided in order to determine the frame
duration and the appropriate excitation timing.

For voiced

speech, the timer determines the appropriate time for the
Issuance of each impulse in the impulse train excitation
function.

For unvoiced speech a small random number is used

for the spacing of each impulse.
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5.7.2

Digital Filter
The digital filter, using the values of the eleven

reflection coefficients, a gain and an excitation function,
produces a digital output sequence.

The digital sequence is

converted to an analog form by the output conditioning cir
cuits, and a synthesized speech waveform results.

The

digital filter implemented for the speech synthesizer is an
eleven pole, micro-programmed, medium scale integration, TTL
version of the two multiplier lattice configuration given by

Markel et al. (1973a chapters 3 and 6).

Figure 5.9 details

one of the cascaded section of the filter.

The multiplier

value k m is simply the m^1"1 reflection coefficient.

Section m

-1

Figure 5.9

One Section of a Two Multiplier Digital Filter

Physically, the digital filter fills one of the
three printed circuit cards mentioned previously.

The
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filter implementation is programmed using forty words of
control storage.

The words are composed of two eight bit

bytes, one byte from each of two 256 x 8 PROM's with an
access time of seventy nanoseconds.
The programming code consists of the following five
instructions.
1. 2 x 16 bit multiply and accumulate, with a 2 bit
shift of the partial sum
2.

1 bit shift

3.

Memory write (1 word of 16 bits each)

4.

Output strobe

5.

Conditional jump

The speech synthesizer's hardware requires 500 nanoseconds
to process each instruction.

In order to produce one filter

output value realization, about 230 operations are required.
This corresponds to about 115 microseconds.

Since the

speech samples from the data collection system are initially
produced at a rate of one sample every 128 microseconds, the
digital filter is fast enough to replicate this input speech
sampling rate.

The time increase necessary to add one pole

to the digital filter implementation is such however, that
some doubt exists as to whether a twelve pole digital filter
can operate fast enough.

The time constraint provides one

more justification for the use of an eleven pole speech
model in this work.

156
The digital filter output is provided in an eight
bit parallel form to the output conditioning circuits.

The

filter is implemented using 1's-complement arithmentic.
Each output sample is computed in the 1 's-complement form
and truncated to yield the most singificant eight bits of
the sample.

The most negative 1's-complement number is

added to the sample.

This operation transforms the output

sample from the 1's-complement form to the offset binary
code used by the digital to analog (D/A) converter.

5.7.3

Output Conditioning
The final section of the speech synthesizer consists

of the output conditioning circuitry.

The circuitry

includes an eight bit digital to analog converter (DAC), a
processor controlled multiplying DAC, a post emphasis analog
filter, and an output amplifier.

The post-emphasis filter

provides an inverse response to the preemphasis filter dis
cussed in section 5.2, as well as attenuates sampling noise.
The post emphasis function is currently provided by active
filter techniques.
This completes consideration of the speech data
collection and processing system.

In the next chapter, the

data collected using the system are presented.

In addition,

the effects on this data of the compression techniques
presented in chapter four are also considered.

CHAPTER 6

RESULTS

This chapter considers the data collected, and the
results produced from the use of the data collection system
described in the previous chapter.

Twenty-seven utterances

for each of four different persons are used to form a data
base.

The analysis of the parameters of these utterances is

used to produce frequency of occurrence histograms for the
various parameter values, as shown later in this chapter.
Consideration of the histograms for the different parameter
sets allows a comparison of the respective transmission
rates to be made.
It will be found that the first order differences of
the log area ratio parameters provide a significant trans
mission rate reduction over the rate associated with trans
mitting the log area ratio parameters themselves, as sugges
ted in chapter four.

The optimal linear interpolation

scheme of section 4.3 is also shown to provide reasonable
transmission rate savings.

Finally, orthogonal parameter

transformations are presented.

The setup transmission rate

costs for these parameters are contrasted to the possible
overall transmission rate reductions.
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The orthogonal
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parameter technique also seems to supply more in benefits
than its costs, at least in the playback application being
considered here.

Before proceeding to the study of the

speech parameter sets, some details of the data base are
presented.

6.1

Speech Data Base

The speech utterances used to form the speech data
base are English language sentences with a duration of 1.5
seconds.

Each of four different individuals have spoken a

list of twenty-seven utterances.

This group of speakers

includes two adult males, an adult female, and a female
adolescent.
The utterances for each speaker were processed in
three groups of nine sentences.

With each speech utterance

group, a silent period was processed.

The silence was

recorded and processed as a speech utterance with the
exception that nothing was spoken into the microphone.

The

parameter values, as well as, the signal power for the
"silent" utterances could be used to set the threshold
between silent analysis frame and a frame containing voiced
or unvoiced speech.

An investigation of the voiced-

unvoiced-silence threshold was not formally undertaken as
part of this research, however.

In the next part of this
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section, the details of the data base speech utterances are
given.

6.1.1

Data Base Speech Utterances
The following speech utterances were used in forming

the speech data base.

The numbering reflects only the order

spoken, and has no relation to any characteristic of the
utterances.
1.

"Silence . . . "

2.

The answer to the question is one.

3.

Good morning, today is Monday.

4.

She sells sea shells.

5.

The test today is cancelled.

6.

Would you like to have a cookie?

7.

Now is the time for all good men.

8.

Mr. Wiggle has a pet store.

9.

Who would like to make a monster?

10.

Kathy makes very good brownies.

11.

"Silence . . . "

12.

The system is working today.

13.

This PLATO terminal is bad.

14.

May we all hear a yellow lion.

15.

Many more men made money.

16.

How now brown cow?

17.

I want to be an engineer.

6.1.2

18.

All that just to blow the whistle?

19.

Lajoo chases women.

20.

They drink orange juice every day.

21.

"Silence ..."

22.

Nancy was here for Fred.

23.

Jim is at home now.

24.

You bumped me into the wall!

25.

Take six giant steps.

26.

No, you may not!

27.

Delicate, handle with care.

28.

Perform after every eight hours.

29.

We have rentals in all areas.

30.

They will be saluted by many.

Speech Utterance Particulars
The selection of the sentences given in the previous

part was an attempt to produce a reasonably representative
sample of the speech utterance ensemble which the final
system may be called upon to transmit.

Some of the senten

ces were drawn from the text of PLATO IV lesson material.
Many are simply everyday conversational phrases.

A very

small number of the utterances were specially constructed so
that they contained a particular feature.

In sentence five

for example, the letter "s" occurs a number of times.

When

spoken the "s" creates an unvoiced sound also known as a
fricative.
Most utterances contained within the same sentence
voiced, unvoiced, silent, and transition frames.

A transi

tion frame is one in which a portion of the speech in the
frame is voiced, and a portion is predominately unvoiced,
with some transition separating the two.

For the transmis

sion rate studies that follow, the transition frames are
treated as voiced frames.

The presence of some voiced

speech in these frames necessitates the entire frame being
treated as voiced.
When taken as a group, the utterances appear to
represent satisfactorily the ensemble of sentences that the
speech transmission system must convey.

From such a repre

sentative ensemble, it is possible to extract the informa
tion necessary to construct the noiseless source codes dis
cussed in section U.2.

Later in this chapter, the occur

rence statistics from all speakers are combined.

In the

next part, a brief justification for the combined grouping
of the individual speaker data is given.

6.1.3

Speaker Dependence
In order to preclude biasing of the results by a

single speaker, four persons were chosen to speak the
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sentences previousy given.

The number of subjects was de

termined primarily by the limits of the processing and anal
ysis resources of this project.

The selection of three

adults, two male and one female, and one female adolescent
provides the opportunity to compare transmission rates based
upon (1) individual speaker data, (2) data grouped by sex,
and (3) all data combined.
It has been noted that the individual speaker treat
ment provides the lowest transmission rates, but at an asso
ciated complexity cost.

A slightly greater transmission

rate is produced by grouping all the speakers together, but
this situation is more easily implemented.

Sex grouping

represent a possible middle ground in terms of both trans
mission rate savings and implementation complexity.
Throughout the course of this investigation, a num
ber of speaker dependent events seemed to repeat themselves.
Due to space considerations, it is not possible to provide
all the supporting data, and only the nature of the events
can be given.

These can be summarized as:

1. For voiced speech, the all speaker combined
codes seem to provide about 0.5 to 1.0 percent
higher transmission rates than the best individual
speaker codes. The transmission rates of the
speaker sex codes appear to be only 0.2 percent to
0.5 percent higher than the best individual speaker
codes, again for voiced speech.
2. For unvoiced speech, the combined codes seem to
be 1.5 to 3-5 percent less efficient than the best
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sion rates
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speaker codes. Similarily, the transmis
for the speaker sex codes appear to be
percent less efficient than the best
codes.

The average transmission rate for the female sex
on the order of one to three percent less than
rate for the male sex. A median value was about
percent less.

4. The comments of numbers 1, 2, and 3, are
generally independent of the parameter set con
sidered in this paper.
5. One male speaker consistently had a higher
transmission rate than the average, while one female
speaker consistently had a lower transmission rate
than the average. The two remaining speakers were
both near the average rate on most occassions, but
on the opposite side of the average from the other
speaker of the same sex. That is for the male
speakers, one rate was always significantly higher
than the average, and the other rate was just below
the average.
Armed with knowledge, it is possible to consider the
data collected.

In the next section, the presentation of

the speech data and the results derived from it are pre
sented.

6.2

Introduction of Results

The results to be discussed in the subsequent sec
tions concern primarily the speech parameters and transfor
mations thereof, which characterize the digital filter model
used to simulate the speech process.

Only a cursory treat

ment is given in the areas of signal power and pitch coding.
The transmission rates of the various parameter sets
are used as a vehicle for the presentation of the results.
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In this way, the parameter sets may be judged in terms of
their contributions to the reduction of the overall speech
transmission rate.

Among the parameter set considered are

the log area ratio parameters, the first order difference of
the log area ratio parameters, orthogonalized parameters and
the first order difference among the orthogonal parameters.
The effect of the "optimal linear interpolator" is also
considered.
All results discussed in this chapter are derived
from the utterances in the speech data base for the four
text subjects.

The reflection coefficients are found from

the solution of equation set 3.10a by the normalized recur
sive method of equations 3.28a, 3.28b, 3.26c and 3.26d.

The

log area ratio parameters are formed from the reflection
coefficients by application of equation 4.5.

Optimal linear

interpolation values are found from the log ratio parameters
according to equation 4.20.

The orthogonal parameters con

sidered in this report are constructed from the log area
ratio parameters remaining after values from frames de
scribed by an optimal linear interpolator have been removed.
The orthogonal parameters are then constructed from the
solution of equation 4.25, where the covariance matrix is
found from equation 4.27 and the variable "q" is replaced by
log area ratio parameter values.
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The reflection coefficients have been analyzed as
part of this research.

They are not included in this chap

ter however, because the reflection coefficients have been
considered by many others.

As a matter of fact, Gray and

Markel (1976a) have published frequency of occurrence histo
grams for the reflection coefficients.

These values are

similar to the results obtained from the speech data base,
and the interested reader is referred to the previous paper.

In addition, Gray and Markel (1976a) claim that the reflec
tion coefficients are less useful at low data rates than
other parameter sets.

Finally, the issue of non-uniform

quantization sensitivity must still be considered.
Before proceeding further, it is informative to
consider a representative data trnasmission scheme.

The

assignment given in table 6.1 was provided by Sambur (1975).

Table 6.1

Sample Bit Assignment

Variable

Bits used
per frame

pi tch
power
V-UV

3
3

S1
g 2

4
A
4
4

E 3
E 4
E 5

86
8^
88
E9
E 10
E 11

8 12

1

3
3
2

2
2

1
1
1
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The first order differences between the present and past log
area ratio parameters were transmitted, as discussed in
chapter four.

In this table, and throughout the remainder

of this chapter, the letter "g" is used to refer to the log
area ratio parameters.
parameter number.

The trailing numeral refers to the

For example, "g 1" is the log area ratio

parameter created from the first reflection coefficient.
For this scheme, the total number of bits dedicated to the
transmission of the set of LPC parameters including pitch
and power information was 38 bits per frame.
repetition rate was 50 frames per second.

The frame

Thus, the system

required 1900 bits per second for speech transmission.
Sambur stated that, "on the average, an additional 100 bits
per second were used to transmit the necessary initial dif
ference information, including the initial LPC parameter
values".

Hence, the total transmission requirement for this

bit assignment was 2000 bits per second.
Contrast the example values with the LPC system
under discussion.

An analysis frame was 256 samples wide,

which corresponds to 32.8 milliseconds.

A tapered window

function was used which reduced the "effective" frame width
to about 20 milliseconds.

The frame repetition rate was 61

frames per second and is the inverse of the frame advance
ment rate of 128 samples per frame.

The higher frame
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repetition rate used here when compared to the rate in the
previous example could provide reconstructed speech with
theoretically somewhat better quality and naturalness.

The

maximum available data rate of 1200*(16/21) bits per second
and the frame rate of 61 frames per second rate imply that
on the average no more than about 16 bits may be used to
convey the information including pitch and power contained
in one frame.

Slightly over sixteen bits is not a very

large number for this purpose.

Judicious use of the small

transmission resource however, enables the speech informa
tion to be conveyed at bandwidths compatable with the PLATO
IV system.

In the subsequent sections of this chapter, the

necessary details to justify the adequacy of such a data
rate are supplied.

6.3

Log Area Ratio Parameters and Simple Schemes
As an illustration, a presentation is made next for

a simple assignment using log area ratio parameters.

If it

is assumed that the pitch and power transmission costs are
similar to those used in the example by Sambur, then atten
tion can be concentrated on the costs associated with the
log area ratio parameters.

For these discussions, the data

for all four speakers are combined together to yield a data
base of 9975 speech analysis frames.

The data base excludes
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the totally silent utterances from consideration.

In this

section, it is shown that for reconstructed speech with
acceptable quality, simple log area parameter transmission
schemes do not provide a sufficiently low data rate.

6.3.1 Log Area Ratio Parameters Without Regard to
Frame Characteristics
Histograms were prepared for the first eleven log
area ratio parameters without regard to the voiced,
unvoiced, or silent nature of the speech.

This classifica

tion of the speech was performed as described in section
5.2.2, and the classification results are used throughout
the remainder of the report.

The discussion of section 5.7

and figures 3.5 and 3.6 seem to indicate that eleven is a
reasonable filter order, and that value is used.

Initially,

the parameters are divided into groups 0.25 decibels wide,
adjusted so that the center of the group containing zero
decibels is at zero decibels.

The parameter range has been

limited to values of plus and minus twenty-five decibels.
This corresponds to a reflection coefficient range of plus
and minus 0.9937.

In the analysis of the log area ratio

parameters, no instances have been noted in which a log area
ratio parameter value occurred outside this range.

Whenever

parameter ranges are referenced in this report, they refer
to the center value of the quantization bin.
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A lower bound on the transmission rate for each log
area ratio parameter is given by the entropy for that param
eter, as noted in section 1.2.1, and is found according to
equation 4.8.

Thus, the sum of the entropies in bits for

the eleven parameters and a particular bin size yields a
lower bound for the average transmission bandwidth necessary
to send one frame of these parameters at that quantization
level.

Figure 6.1 illustrates the relationship between the

bin size and the log area ratio parameter set entropy.

Undifferenced

Differenced.

Quantization Step Size
(Decibels)

Figure 6.1 Log Area Ratio Parameter Set Entropy as a
Function of Quantization Step Size

The solid line provides the relationship between the
quantization step size and the log area ratio parameters.
In a later section, it will be noted that this curve is
unchanged if the log area ratio values due to silent frames
are excluded.

The broken line details the same relationship
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between the first differences of non-silent log area ratio
parameters and the quantization step size.

The details of

the difference curve will also be presented later, but the
data is included as part of this figure for comparison.
As previously noted in section 4.1, Sutherland and
Makhoul (1974) state that a one decibel quantization step
size provides a good tradeoff between speech quality and
transmission rate.

The first two columns of table A-1 in

Appendix A^ detail the entropy in bits for each parameter
and a quantization step size of one decibel.

The total

entropy of the first eleven log area ratio parameters is
34.7 bits per frame as given in table A-1.

The values on

the far left side of table A-1 are for the non-silent log
area ratio parameters which will be discussed in the next
section.

From figure 6.1 and table A-1, it can be seen that

for a frame repetition rate of sixty-one frames per second,
the necessary information can not be transmitted near one
thousand bits per second for even a 2.25 decibel step size.
Frequency of occurrence histograms for the first eleven log
area ratio parameters are given in figure set A-1 of
Appendix A.

^Tables and Figures with a prefix of "A" are found
in Appendix A.
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6.3.2 Log Area Ratio Parameters with Silent Frame
Data Excluded
Unused information content of the log area ratio
parameters increases the transmission rate without any asso
ciated benefit.

For example, silent frames are included in

the previous analysis, and it is assumed that the same in
formation is transmitted for a silent frame as for any other
frame.

This approach is inefficient because the final out

put of the speech synthesizer for these frames should be a
zero level signal.

When a silent frame is detected, a short

special code can be sent commanding the synthesizer to set
the output gain to zero creating silence.

The special code

can be created by increasing the voiced-unvoiced parameter
assignment of the example by Sambur to two bits instead of
one.

The question of this frame header information is dis

cussed in great detail in section 6.9.

Consequently it is

necessary to transmit the log area ratio parameters, as well
as pitch and gain information, only when a frame is nonsilent.
For this report, a speech data frame was considered
as silent when it was imposible for the operator to distin
guish any features in a single frame which were dissimilar
from the background noise.
the signal power.

The primary indicator used was

The signal to noise ratio between voiced
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speech and background noise (silence) was found to be on the
order of 90 decibels.

The signal to noise ratio for

unvoiced speech was found to be at least 50 decibels.
these values are for strong signals.

Both

The signal to noise

ratio for weak signals was as low as 10 decibles, but then
the structure of the speech waveform was used to help decide
the voicing type.
Table A-2 details the average frequency of occur
rence of silent frames in the data set utterances as spoken

by each of the four test subjects.

The silence under consid

eration here is due primarily to the gaps or pauses between
the words of an utterance.

These inter-word periods seemed

to be the smallest duration silent periods which would span
a complete frame.

Only if a complete frame was totally

silent was the frame classified as silent.

Some additional

silence undoubtedly occurs between sentences, but this
effect is not included in the tabulated results.

Thus, for

applications in which more than one sentence may be spoken
at a time, table A-2 may be considered conservative in
nature.

The average occurrence rate for a silent frame over

all four speakers and all 9975 analysis frames was 8.6 per
cent.

The occurrence variances among the different speakers

in the table probably can be explained by the individual
speaking mannerisms of the subjects.
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The solid line of figure 6.1 details the total en
tropy for the non-silent log area ratio parameters as a
function of the quantization step size.

Note that this line

is the same as the one given for all log area ratio values
including those values due to silent frame.

The actual

differences between the two curves are on the order of 0.4
percent, but such a small deviation can not be illustrated
on the figure.

The left most portion of table A-1 provides

the individual log area ratio parameter entropy after values
from silent frames have been removed, for a step size of one
decibel.

Comparisons between the entropy values before and

after the removal of silent frame data indicate that a
transmission rate savings can occur by sending the parameter
values for only the non-silent frames.

The rate savings is

derived from a lower effective frame repetition rate.

The

effective frame rate is the original repetition rate reduced
by the occurrence frequency of silent frames.

The exclusion

allows the effective repetition rate to be reduced, on the
average, to about fifty-six frames per second.
time, the source entropy remains unchanged.

At the same

Consequently,

the only cost is that due to the inclusion of a silence
choice in the V-UV parameters.
The relative frequency of occurrence histograms for
the non-silent log area ratio parameters are provided by
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figure set A-2 in Appendix A.

Comparisons between figure

sets A-2 and A-1 illuminate the subtle differences between
the two parameter sets.

The most noticable differences

being the slight axis shifts among a number of the parame
ters.
Exploitation of these efforts does not lead to a
sufficient data rate reduction to approach the rate con
straint.

Further, in order to achieve an actual transmis

sion rate near the entropy's theoretical minimum, there must
be a separate transmission code constructed for each of the
eleven parameters.

This code consideration is complex and

costly in terms of synthesizer memory and execution time.
Thus, it appears that eliminating silent frames is insuffi
cient to meet the low data rate constraint without the use
of further data compression techniques.
In the next sections, the methods presented in chap
ter four are applied to further reduce redundancy.

The

first approach to be considered is the first order differ
ence technique discussed in section 4.3.1.

6.4

First Order Difference of the Non-Silent
Log Area Ratio Parameters

The introduction of difference parameters has some
colateral effects that are not present with the ordinary
parameters.

Not the least of these is the range doubling
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phenomenon.

That is, should a parameter set be defined on

[-b,b], then the difference parameter set must have a range
of [-2b,2b],

The whole range may not necessarily be used,

but in theory, values can be as large as 2b, or as small as
-2b.

Thus for the log area ratio parameters with a + 25

decibel range, the difference values of the log area ratio
parameters would lie with + 50 decibels.

In practice how

ever, a range of plus and minus fifteen decibels has been
found to be adequate for the purpose of collecting statis
tics.

Of the nearly ten thousand data frames, no first

differences exceeded an absolute value Of fifteen decibels
for any of the first sixteen log area ratio parameters.
In a manner similar to the discussion of section
6.2, an initial histogram bin width of 0.25 decibels was
used.

Likewise, the number of parameters per frame con

sidered for transmission, and by inference the order of the
synthesis digital filter, was restricted to eleven.

The

practice of excluding silent frame data from consideration
was also continued.
In an attempt to reduce the number of allowable
parameter values, and consequently the size of the ensemble,
the range of the difference parameters was further restric
ted to + 12 decibels.

Any difference value whose magnitude

was greater than twelve decibels was included in either the

176
positive twelve or negative twelve decibel bin as a appro
priate.

This range reduction has been investigated, and it

has no apparent adverse effect on the projected transmission
rates.

Examination of figure set A-3 displays how small the

probability of occurrence is for absolute values greater
than twelve decibels.

Unless otherwise noted, throughout he

remainder of this report, a + 12 decibel range is used for
all difference parameter studies.
The treatment of difference parameters begins by
considering differences among the non-silent log area ratio
parameters.

Other partitions of the log area ratio values

and their respective different parameters are addressed in
later sections.

For the moment then, the first order dif

ference of interest is the difference between the current
non-silent frame and the most recent non-silent frame.

A

number of non-silent frames may or may not lie between the
two non-silent frames considered in the difference calcula
tion.
As before, the parameter set source entropy, and
hence the lowest possible transmission rate, is presented as
a function of the quantization step size.

The broken line

of figure 6.1 describes this relationship between the quan
tization step size, in 0.25 decibel steps, and the source
entropy in bits.
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Because of its apparent usefulness as a compromise
between transmission rate and speech quality, a one decibel
step size was considered in greater detail.

Table A-3

details the individual log area ratio difference parameter
entropies for a one decibel quantization step size, as well
as the mean values for the first eleven parameters.

This

step selection in combination with the range limitation
yields twenty five distinct possible values for each parame
ter.

In

table A-3, Ag i refers to the i^h difference pa

rameter.
Note that the differenced parameters display a sig
nificant drop in entropy as compared to the ordinary log
area ratio parameters.

For example, consider the one deci

bel step size results.

The first eleven non-silent log area

ratio parameters have a total entropy of 3^.9 bits per
frame, while the differenced parameter entropy for the same
first eleven parameters is 27.5 bits per frame.
Figure set A-3 details the frequency of occurrence
histograms for the first eleven difference parameters.
These figures are analogous to the figure sets A-1 and A-2,
although they are not directly comparable due to the dis
similar parameters.

178
6.5

Voiced-Unvoiced Partitions of the Log Area
Area Ratio Parameters

Because the voiced and unvoiced sounds are produced
in entirely different manners, the validity of treating them
as members of the same ensemble is questionable.

For this

reason, the voiced and unvoiced frames are separated and
processed as individual ensembles.

It is necessary to

realize that the partitioning may add some complexity.
Although the difference values are of primary inter
est, new log area ratio ensembles must be created based upon
the voiced-unvoiced decision.

The V-UV parameter specified

at the time of data collection is used for this purpose in
the data analysis.

In an operational system, the decision

would be made automatically as part of the pitch extraction
process.

Of the 9975 analysis frames, 873 are silent, 1247

are unvoiced, and 7855 are voiced.

These values represent

8.8, 12.5, and 78.7 percent of the total number of frames
respectively.
Figure 6.2 provides the relationship between the
quantization step size and the combined entropy of the first
eleven parameters for both the voiced and unvoiced ensem
bles.
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Figure 6.2 Voiced and Unvoiced Log Area Ratio Parameter
Set Entropy as a Function of Quantization
Size
Notice that the unvoiced entropy values are much smaller
than the corresponding voiced values.

This implies that a

significant penalty is being paid for not separating voiced
and unvoiced log area ratio data.
The entropy values for the first eleven parameters,
both voiced and unvoiced, are given by table A-4 for a one
decibel quantization step size.

The mean values for these

eleven parameters are also shown for both speech types.
Note that the mean values for the voiced and unvoiced data
are entirely different.
Comparisons of table A-1 with table A-4 and figure
6.1 with figure 6.2 produce a number of interesting points.
Not the least of these is the magnitude by which the voiced
data dominates the statistics for the non-silent log area
ratio parameters. The test sentences contain nearly seven
times as many voiced frames as unvoiced frames.

The over

powering nature of the voiced data may also be seen by
examining the frequency of occurrence histograms for the
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voiced, unvoiced, and non-silent data groupings.

The

unvoiced histograms are detailed by figure set A-4, while
the voiced occurrence frequencies are given by figure set
A-5.

For the corresponding non-silent histograms, refer to

figure A-2.

6.6

Voiced and Unvoiced First Order Differences
of the Log Area Ratio Parameters

Attention may now be focused on the difference pa
rameters for the log area ratio values from either voiced or
unvoiced speech.

It is important to define precisely the

difference value used.

First, it is assumed that all silent

frame data is removed as before.

The differences are taken

from the current frame to the previous one only if they are
both of the same type, that is both voiced or both unvoiced.
If the two are of different types, then an average value
based upon the current frame type is subtracted from the
current values to produce difference parameters.

The

average value used is specific to both the speaker and the
speech type.

In particular, the average is found by summing

all of the same type log area ratio parameters for each of
the speakers, and dividing the sum by the number of frames
in each group.

The question of average value selection will

be considered in much greater detail in a later section.
The important point is that difference parameters do not

l8l
cross voiced-unvoiced frame boundaries.

In addition, the

difference parameter range is again restricted to plus or
minus twelve decibels.
Table 6.2 provides the relationship between the
quantization bin width in steps of 0.25 decibels and the
total entropy of the first eleven difference parameters.
Data for both the voiced and unvoiced speech types are in
cluded, as well as, a break down by cases.

Case I is for

two adjacent frames of different types,

Adjacent frames of

the same type are considered by case II.

Case III combines

the first two cases weighted according to the relative num
ber of frames falling into the two cases.

Notice that for case I, the unvoiced total entropies
for any bin size are on the order of ten percent smaller

Table 6.2 Voiced and Unvoiced Log Area Ratio Parameter
Entropy as a Function of Quantization Step Size

Size
(db)

Total Entropy Voiced
Parameters (bits)
Case III
Case 11
Case I

Total Entropy Unvoiced
Parameters (bits)
Case III
Case II
Case 1

0.25
0.50
0.75
1.00
1.25
1.50
1.75
2.00
2.25

54.7
43.2
37.0
32.6
29.2
26.5
24.2
22.3
20.6

48.3
35.8
29.7
25.3
22.1
19.5
17.4
15.5
14.0

49.6
37.1
31.0
26.7
23.5
20.8
18.7
16.8
15.3

51.0
39.3
33.4
29.2
25.8
23.2
21.1
19.2
17.6

50.2
38.2
32.0
27.6
24.4
21.8
19.7
17.8
16.2

50.8
38.8
32.6
28.2
25.0
22.3
20.2
18.3
16.7

Number of
Frames

1071

6784

7855

399

908

1247

than the corresponding value for voiced speech.
II and III, just the opposite is true.

For cases

The total voiced

entropy is about five percent smaller than the total
unvoiced entropy.
The first eleven parameter entropies for a one deci
bel bin size are given in table A-5 for the three unvoiced
log area ratio difference parameter cases, together with the
respective mean values.

The same information for the voiced

difference parameters is detailed by table A-6.
The case II entropies are calculated for frames that
are adjacent, and hence relatively alike.

The case I

results are for the dissimilar first frames less an average
value, and slightly more data spread than that displayed by
case II might be expected.

This extra variance would

probably increase the ensemble entropy slightly.

The com

posite case is obviously a cross between the first two
cases, and should exhibit characteristics of both.

It is

comforting to see these traits confirmed by tables 6.2, A-5,
and A-6.

The more random nature of the unvoiced speech

seems to account for the muting of these traits vis-a-vis
the voiced speech.
The most important message of this section is found
by comparing the broken line curve of figure 6.1 and the
values of table A-3 with those given in tables 6.2, A-5, and
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A-6.

The comparisons show immediately that in terms of

difference parameters, the voiced-unvoiced partitioning of
the data frames provides very little additional transmission
rate reduction over the non-silent log area ratio difference
parameters.

This means that the transmission rate for the

partitioned difference parameters is nearly the same as it
was for the non-silent log area ratio difference .parameters
of section 6.4.

Since the non-silent log area ratio differ

ence parameters could not meet the desired transmission
bandwidth goal, the partitioned difference parameters
obviously can not meet the goal either.
Figure set A-6 provides the composite case III fre
quency of occurrence histograms for unvoiced log area ratio
first difference data.

The corresponding case III voiced

first difference histograms are given by figure set A-7.
In the next sections, other approaches to the data
rate reduction problem are considered.

These methods ad

dress both inter-frame and intra-frame redundancy.

The

presentation begins first with the inter-frame technique.

6.7

Optimal Linear Interpolation

Discussed first in section 4.3.3, optimal linear
interpolation is a method by which inter-frame redundancy
may be reduced.

In this technique, a single interpolation
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value is found over all eleven log area ratio parameters
such that the average log area ratio error, and by implica
tion the spectral deviation of the reconstrucrted speech, is
constrained below some selectable bound.

In this section,

the effect of various error bound selections on the method's
usefulness is examined.

In addition, relative frequency of

occurrence statistics are found for the interpolation param
eter for each of the error bounds.

The technique was

applied to the log area ratio parameters after the voicedunvoiced partitioning discussed in the previous section was
completed.

6.7.1

Undifferenced Interpolator Statistics
The question of the optimal linear interpolator

statistics is discussed in this part.

First order differen

ces of the interpolator are discussed in the next part.

For

the voiced speech, three different error bounds are investi
gated.

These three, as well as one additional bound, are

considered for unvoiced speech.
Table 6.3 represents the relative percentage of
frames which can be characterized by optimal linear interpo
lation parameters as a function of the error bound.
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Table 6.3 Voiced and Unvoiced Frame Interpolation
as a Function of Error Criterion
Type

Average l.og
Area Ratio Error
(db)

V
V
V

0.25
0.50
0.75

(0.75 db)
(1.50 db)
(2.25 db)

UV
UV
UV
UV

0.25
0.50
0.75
1.00

(0.75
(1.50
(2.25
(3.00

db)
db)
db)
db)

Total Frames
This type

Total Frames
Using Interpolator

6784
6784
6784

499 ( 7.4%)
2261 (33.3%)
3670 (54.12)

908
908
908
908

1 ( 0.1X)
78 ( e.i.Z)
293 (32.jZ)
468 (51.5%)

As mentioned in section 4.3.3, the average log area ratio
error in decibels due to a given error constraint is about
one third of the spectral error in decibels due to the same
constraint. The average log area ratio error is shown in the
second column of the table.

Next to this value, in paren

theses, the corresponding spectral error value is given.
Both numbers are in decibels.

In the "type" column, V

refers to.voiced data, while UV refers to unvoiced data.
The total number of frames given in column three combines
the speakers totals together, but it includes only those
frames which follow a frame of the same type.

That is,

frames for which complete data must be sent are not in
cluded.

The percentage of frames interpolated is given in

parentheses following the "total number of interpolated
frames" given in column four.

The information in table 6.3

can be broken down for the various speakers, but at this
point it provides little extra insight.
Because of the volume of data involved, all of the
error criteria cannot be completely investigated.

For this
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reason, only the 0.75 average log area ratio error criterion
for voiced speech, and the 1.00 log error criterion for
unvoiced speech are to be further explored.

These values

are not unreasonable in the light of the previous one deci
bel quantization step size for the log area ratio parame
ters.

This choice provides an average log area ratio error

of about the same value.

Since the transmitted values are

perturbed somewhat by the truncation operation, the 0.75
decibel ratio error is selected for voiced speech.

The

unvoiced level is set higher at 1.00 decibels due to the
less structured form of this speech type.

The greater error

in the unvoiced speech is probably not perceivable.
For each of the speakers, the relative frequency of
interpolation is given in table A-7 in Appendix A for both
voiced and unvoiced speech with the previously mentioned
error criterion.

This information is also given for the

data grouped according to the speaker's sex.

It is inter

esting to note that for both voiced and unvoiced speech, the
female group has a higher incidence of interpolated frames
than does the male group.

Unfortunately, the small number

of speakers makes it impossible to say whether the differen
ces noted in the table are significant.

As with the fre

quency of silent frame occurrence, much of the variance may
be due to individual speaker traits.

187
The optimal linear interpolation values are restric
ted to the range of zero to one in steps of one eighth.
Further, the values in tables 6.3 and A-7 seem to indicate
that it may be appropriate to combine all of the individual
speaker results together.

This action requires only one

transmission code for each of the voiced and unvoiced inter
polators.

Grouping by sex requires twice as many codes,

while individual speaker treatment necessitates two codes
per speaker.

Additionally, speaker codes could not be con

structed until all the utterances for that person have been
processed.

Table A-8 details the frequency of occurrence

probabilities for each of the nine possible interpolator
values for both voiced and unvoiced speech.

A combination

of the two weighted according to the number of frames of
each type is also included.

The values shown in the table

are a weighted average over the whole group of speakers,
rather than grouped by sex or individually.
Based on the occurrence probabilities given in table
A-8, the entropies and average transmission rates for the
optimal linear interpolation parameters may be determined.
Use of a variable length coding scheme allows all but the
two least likely elements of any column in table A-8 to be
assigned codewords that are three bits long.

The least

likely two elements are given codewords with a length of
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four bits.

Table A-9 conveys this information.

The row

labeled "best" in the table details the smallest achievable
average transmission rate for each of the voiced, unvoiced,
and combination groups originally used in table A-8.

The

"combined" row shows what the average trnasmission rate
would be if the combination group code is applied to the
voiced or unvoiced data.
The somewhat amazing result of table A-9 is that
there is essentially no transmission rate cost associated
with combining the voiced and unvoiced interpolator ensem
bles into one new ensemble.

In addition, use of one code

would allow the complexity of the synthesizer decoding al
gorithms to be simplified.

For these reasons, the voiced-

unvoiced combination seems to make good sense.
A question of somewhat peripheral interest concerns
the number of interpolated frames between full data frames.
In terms of real time systems, this would be a much more
important issue than it is here.

Intuitively, it would be

expected the smaller values of this run length would be more
likely, and the longer runs least likely.
have shown this to be so.

Investigations

Table A-10 provides the probabil

ities of occurrence for the run length of interpolated
frames for voiced speech with the 0.75 decibel error cri
teria and unvoiced speech with the 1.00 decibel error
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criteria.

Note that for unvoiced speech, the longest run

was eight frames.

For voiced speech, the longest run was

ten frames.
Because certain log area ratio values have been
removed from further consideration by the interpolator
action, it is impossible to say what the transmission rate
would be without also considering the altered log area ratio
ensemble.

In a later section, the new ensemble is presented

and transmission rates determined.

Before proceeding how

ever, and for the sake of completeness, the first order
differences of the optimal linear interpolation values
should be considered.

In the next section, these interpola

tor difference values are compared and contrasted to the
undifferenced interpolator values.

6.8

First Order Differences of the Optimal
Linear Interpolator

The usefulness of the optimal linear interpolator
first order difference parameter is apparently very subjec
tive.

There appears to be some transmission rate savings

through their incorporation, but the incremental savings may
not be worth the expense and complexity associated with the
difference formulation.

In addition, some of the rate

savings may be offset by other rate increases necessary in
order to convey difference information that was unnecessary
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when using the interpolator values themselves.

This refers

primarily to the voiced-unvoiced-silence interpolator header
code that must be transmitted for each frame.

The header

code subject is treated in detail in the next section, how
ever, some of the results are used here.
The information necessary to decide the usefulness
of the interpolator differences is provided later in this
section.

Briefly, the smallest transmission rate for all

the speakers combined together is produced by separating the
differences according to speech type, either voiced or
unvoiced, and according to whether the interpolator is a
first or second frame interpolator.

A first or second frame

interpolator is defined in a manner analogous to the first
and second frame log area ratio differences.

Thus, a first

frame interpolator is an optimal linear interpolation value
for a speech frame immediately preceeded by a speech frame
for which all log area ratio parameter information was sent.
A frame for which all the information is transmitted is
called a full data frame.

A second frame interpolator is an

interpolation value for a speech frame which follows imme
diately after a speech frame which was also characterized by
an optimal linear interpolation value.

Separate considera

tion of the two voicing types produces four distinct ensem
bles.

Individual treatment of each ensemble provides an
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actual average transmission rate of 2.93 bits per frame.
Combination of the four ensembles into one, increases the
actual average transmission rate to 3.01 bits per frame.
The four ensemble treatment requires four different codes,
while the single combined ensemble require only on-e trans
mission code.

Unless the difference of 0.008 bits per frame

is critical for some reason, the combined ensemble seems to
be more practical.

Interpolator Difference Parameter
Transmission Rate
6.8.1

As first noted with the log area ratio difference
parameters, a range doubling phenomenon occurs with the use
of difference parameters.

Thus, the nine element optimal

linear interpolator ensemble with a range of zero to one in
steps of one eighth, produces a seventeen element difference
ensemble with a range of negative one to positive one in the
same one eighth steps.

Further the three case treatment

introduced previously is applicable.
Case I again refers to the first frame interpola
tors, while case II considers the second frame interpola
tors.

The use of the terms first and second frame interpo

lators is as defined in the introduction to this section.
Case III is a composite of case I and case II, weighted
according to the relative number of frames in each of the
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first two cases.

The case definitions are identical to

those used first in section 6.6.
The differences of interest here are those occuring
within the voiced optimal linear interpolation ensemble
produced with a 0.75 decibel average log area ratio error
and the unvoiced optimal linear interpolation ensemble pro
duced with a 1.00 decibel average log area ratio error.

As

before, the difference parameters do not cross voicedunvoiced frame boundaries.
Since case I results are actually for interpolator
parameter values less a constant, there are really only nine
elements in the ensemble and its entropy is unchanged from
the value due to the parameter values alone.

The expression

used to reproduce the first frame interpolators from the
case I difference values is given by

(7

=

First Frame

ACT

Transmitted

+ 0 2^

^

In the equation, sigma refers to the interpolator parameter
as originally used in equation 4.20.

Thus, the actual first

frame interpolator value is the received interpolator dif
ference value plus 0.25 decibels.

This expression is used

because when the subsequent case I difference parameters are
combined with case II data, the resulting transission rate
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is smaller than any of the possible other combinations.

If

the combined ensemble approach is not used, then the actual
interpolator values would be sent in the most economical
way.

For the unvoiced first frame interpolators, the best

code is a variale length scheme with all but the two least
likely elements assigned three bit long codewords.
least likely elements have four bit long codewords.

The two
The

voiced first frame interpolator values have as their best
code, a variable length scheme in which the most likely
element is assigned a two bit long codeword.

The four least

likely voiced elements are assigned four bit long codewords.
The remaining three elements have three bit long codewords.
These two code assignments are used for the "best" average
transmission rate calculation, the result of which is shown
in table A—11 in Appendix A.
Table A-1 1 also details the occurrence probabilities
for the various interpolator difference values for cases I,
II, and III of both voiced and unvoiced speech.

Various

actual average transmission rates are also given for codes
derived from a number of different data groupings.

The row

labeled "entropy" provides the ensemble entropy for each of
the cases.

The lowest achievable transmission rate is given

in the row marked "best".

The "V Comb" row provides the

actual transmission rates for case I and case II voiced data
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set using a code constructed for the two voiced cases com
bined.

The same information for the two unvoiced cases is

given by the "UV Comb" row.

The actual transmission rate

for data sent with the code constructed for the totally
combined ensemble is detailed by the "all" row.

Addition

ally, the total number of frames in each group is given by
the last row in the table.
The occurrence probabilities for the combinational
cases, as well as their associated codeword lengths, are
given in table A-12.

The possible values of the interpola

tor differences are given in the first column of the table.
The next two columns provide the occurrence probabilities
and codeword lengths respectively for the ensemble composed
of all the cases and both speech types combined.

The last

six columns detail the codeword lengths for the best vari
able length transmission code for each of the three voiced
and unvoiced interpolator cases.
When the results in tables A-11 and A-12 are con
sidered for the various cases weighted according to the
relative number of frames encompassed by each case, the
following average transmission rates are produced.

The

lowest rate arises for individual treatment of case I and II
for both voiced and unvoiced speech, and is 2.93 bits per
frame.

This is however, the most complex to implement,
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requiring four codes and relatively complex decision algor
ithms in order to determine the case of a current frame.
Combining both cases for any one speech type reduces by half
the number of transmission codes to be implemented.

The

average transmission rate for this approach is 3.00 bits per
frame, an average increase of 0.070 bits per frame or 2.3*1
percent.

The next step, which combines the voiced and

unvoiced speech ensembles into one, adds almost no addition
al transmisison rate costs while reducing the number of
transmission codes required to only one.

The average trans

mission rate for the totally combined ensemble is 3.01 bits
per frame.

This is an average increase of 0.008 bits per

frame or 0.028 percent.

This difference parameter average

rate contrasts with the ordinary interpolator average rate
of 3.11 bits per frame.

The only decision left to make is

whether or not the extra 0.10 bits per frame reduction due
to difference parameters is worth the complexity cost.

That

decision is delayed while the subject of frame characteriza
tion is considered.
The frame characterization costs are those associa
ted with identifying each frame as voiced, or unvoiced, or
silent, or interpolated, or first case interpolated, or any
one of the other possible conditions.

The next section

discusses some ways in which this subject may be treated.
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Briefly, the difference information may be extracted from
the frame identification information already transmitted, or
it may be sent explicitly.

The explicit transmission is

easiest, but the data rate is increased slightly, while the
extraction process adds no new transmission rate costs.

6.9

Frame Identification at the Synthesizer

In section 6.2, the concept of a voiced-unvoiced
identifier was introduced by the example.

The concepts

under consideration in this section are the same, only a
finer subdivision is used.

Some of the various methods and

groupings which allow the frame identification information
to be conveyed are considered.
logical in nature.

The presentation is chrono

It begins with the earliest and simplest

log area ratio transmission schemes and progresses to the
latest technique involving the optimal linear interpolators.

6.9.1 Frame Identification for Interpolatorless
Transmission Systems
The frame identification treatment really began back
in section 6.4.

At this point, the data frames had been

divided into three groups, voiced, unvoiced, and silent.

As

previously noted in section 6.4, of the 9975 data frames,
7855 were voiced, 1247 were unvoiced, and 873 were silent in
nature.

The occurrence probabilities are 0.787, 0.125, and
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0.088 respectively.

In addition, each utterance has a last

frame which must be identified.

The following approach is

used.
There are 108 utterances in the 9975 data frames.
The ending frame elements may be included by increasing the
total ensemble size to 10083.

The probabiltiies of occur

rence are 0.779 for a voiced frame, 0.124 for an unvoiced
frame, 0.087 for a silent frame, and 0.011 for an utterance
termination.

The ensemble entropy is 1.03 bits per frame

while the smallest achievable average transmission rate is
1.32 bits per frame.

This is the minimum rate for which the

frame header identification information may be sent for any
log area ratio parameter transmission scheme, without regard
to whether the parameters or their differences are sent.
For the difference parameters, the synthesizer must
know whether the value received is a first or second frame
difference value, because the decoding and unpacking are not
the same for both.

This information may be extracted from

the other header information at no additional transmission
cost through the use of memory flags in the speech synthe
sizer.

In this method, the voiced-unvoiced-silent frame

type of the previous frame is stored.

When the current

frame is received, its voicing type information is compared
to the stored value.

Should the two agree, then the current
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frame data are case II difference values.

If the frame type

identifiers disagree, then the current frame contains case I
difference values as long as the frame is non-silent.
Silent frames contain no data at all other than the frame
identification header.

This method obviously has no addi

tional transmission costs, but should a transmission bit
error occur, it could cause decoding errors in the differ
ence parameters.
The decoding errors may be reduced by sending new
information headers for just the case I-case II data, and by
allowing the voiced-unvoiced decision to be made according
to the flag scheme just discussed.

The resulting ensemble

entropy is 1.18 bits per frame, while the lowest achievable
average transmission rate is 1.41 bits per frame.

Going one

step further, both the case decision, as well as the voicedunvoiced type decision may be transmitted explicitly.

For

this system, the entropy is 1.58 bits per frame, and the
lowest achievable average rate is 1.70 bits per frame.
It thus costs an extra 0.12 bits per frame, on the
average, to transmit just the case information explicitly.
In order to send both the voicing and case information ex
plicitly, an average of 0.38 bits per frame is required
above the minimum rate.

None of the schemes requiring only

the voiced-unvoiced-silent-termination header have the
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capability to meet the required transmission rate.
Obviously, the header requirements due to the use of the
optimal linear interpolator must be investigated as that
scheme shows currently the most promise of allowing the
transmission constraint to be met.

6.9.2 Frame Identification for Transmission Systems
with Interpolators
As before, there are two ways to convey the case
information, as well as the voiced-unvoiced frame type, to
the synthesizer when optimal linear interpolation parameters
or their difference values are used.

The first of these two

methods involves the use of a number of flags and decision
making algorithms in the synthesizer.

The second method

involves increasing the allowable number of frame headers to
include the case I-case II and voiced-unvoiced possibili
ties.

This treatment of the problem requires additional

bandwidth.
The flag method requires that the nature of the last
frame be remembered.

That is, it must be known whether the

previous frame was voiced, unvoiced, or silent, and if it
was interpolated or not.

If the present and previous frames

differ in the voiced-unvoiced-silent type, and if the cur
rent frame is non-silent, then by previous convention it
must be a full data frame.

The term "full data frame" is
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used to describe a frame that contains all eleven log area
ratio parameters of their differences.

Incidentally, such a

full data frame would be a log area ratio difference value
first frame, if the difference parameters are used.

The

type flag should be set to the new value and the interpola
tor flag cleared.

If the voiced-unvoiced parameters are the

same and indicate non-silent, then the data frame is still a
full data frame.

If log area ratio difference parameters

are used, this frame would be a case II or second log area
ratio difference frame.
Should an interpolator header be sent, then the
interpolator flag must be interrogated.

If the flag indi

cates no previous interpolators, then the current frame is a
first frame interpolator of the type specified by the
voiced-unvoiced flag.

Should the interpolator flag indicate

that the previous frame was interpolated, then the current
frame is a second frame interpolator, either voiced or
unvoiced as set by the voicing type flag.

Thus the only

additional header necessary for use with the optimal linear
interpolation scheme is one which specifies "interpolated",
without regard to whether the interpolator values or their
differences are transmitted.

The occurrence probabilities

for the elements are 0.415 for voiced, 0.077 for unvoiced,
0.087 for silent, 0.011 for utterance termination, and 0.410
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for interpolated.

The entropy for the enlarged ensemble is

1.71 bits per frame, and the lowest achievable average
transmission rate is 1.85 bits per frame.
For a system which uses inherent header information
for voicing type decisions and explicit header information
for the interpolator case values, the ensemble entropy is
2.12 bits per frame.

The lowest achievable average trans

mission rate is 2.20 bits per frame.

The explicit transmis

sion of both interpolator case and voicing information
results in an entropy value of 2.33 bits per frame.

The

lowest achievable average transmission rate is also in
creased to 2.39 bits per frame.

Note that in the computa

tions for these values, it is assumed that full data frames
contain log area ratio parameters, or if difference parame
ters are used, that the case and voicing decisions for the
full frames are made from implicit information.
Suppose that the log area ratio difference parame
ters with the differenced interpolators both have case in
formation transmitted explicitly, while voicing decisions
for both are from implicit data.

This enlarged ensemble

then has an entropy of 2.35 bits per frame and a lowest
achievable average transmission rate of 2.41 bits per frame.
Finally, consider the results for the situation in which
both the voicing and case data for both the interpolator
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differences and the log area ratio differences are trans
mitted explicitly.

This ten element ensemble has an entropy

of 2.75 bits per frame.

The corresponding minimum achiev

able average transmission rate is 2.79 bits per frame.
When the optimal linear interpolators are used, the
average transmission rates for the frame header data can
vary between 1.85 bits per frame and 2.79 bits per frame.
This average difference of 0.95 bits per frame means that as
many as 58.0 extra bits per second must be sent for the most
costly header transmission system over the least costly
system.

To put this in perspective, 58.0 bits per frame is

more than the number of bits used to send two full frames of
log area ratio difference parameters.

Since the overall

problem is to devise data rate reduction methods, the most
judicious choice seems to be to select the lowest transmis
sion rate scheme, and perhaps accept an occasional decoding
error due to transmission bit errors.

6.9.3 Frame Header Information and Interpolator
Values Combined
This section is concluded by considering the effect
of including the interpolator values per se in the frame
header ensemble in lieu of simply identifying the frames as
interpolated and sending the values by another code.

Table

A-13 provides the occurrence proabiltities and codeword
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lengths for two such combined ensembles.

The first ensemble

consists of interpolator values and header data, and these
results are in the left portion of the table.

The right

portion displays the results for interpolator difference
values.

For the difference values, two codes are given.

One code provides the lowest achievable transmission rate
and is labeled as "best".

The other code has the property

that no codeword lengths are greater than eight bits and is
labeled as "8 bit".
The interpolater value-frame header ensemble has one
advantage over the interpolator difference value-frame
header ensemble in that the longest codeword for the former
is less than eight bits long.

The latter has a marginally

smaller transmission rate, but with a much longer maximum
codeword length.

When an eight bit length limited code is

constructed for the differenced interpolator-frame header
ensemble, the average transmission rate exceeds that of the
simple interpolator-frame header ensemble.

In addition, as

previously discussed in part 6.9.2, a more complicated frame
identification scheme is necessary at the speech synthesizer
when interpolator difference values are used.
It seems practical to select the interpolator-frame
header ensemble for transmission.

For the sixty-one frames

per second system in use here, this means that on the
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average, 185.7 bits per second can convey both the voicing
type information for all data frames, and the interpolator
values which will characterize about forty one percent of
all frames.

Should separate codes specify the frame header

information and the interpolator values, 190.2 bits per
second would be needed.

This completes consideration of the

optimal linear interpolator values.

The effects of the

interpolator use have yet to be addressed.

In the next

section, the question of the remaining data frames not char
acterized by an interpolator value is considered.

6.10

Frame Data Remaining After Interpolator Use

Before the current transmission rate may be deter
mined, some information must be obtained about those frames
which have not been characterized by an optimal linear in
terpolator value.

This section considers that issue.

The

log area ratio parameter values are presented first, in
cluding frequency of occurrence histograms for the first
eleven parameters.

The second part of the section addresses

the first order differences of the log area" ratio parame
ters.

Frequency of occurrence histograms are also provided

for the difference values.

The third part discusses the

practical transmission costs of the difference parameters.
The effects on the transmission rate of various mean value
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choices used in the case I difference calculations are also
considered.

These tradeoffs involve use of actual variable

length transmission codes in order to achieve the lowest
possible transmission rate.

6.10". 1

Log Area Ratio Parameter Values
In keeping with the previous presentation approach,

the total entropy values for the remaining log area ratio
parameters are given as a function of the quantization step
size.

The remaining voiced frame total entropy for the

first eleven parameters and the corresponding remaining
unvoiced frame entropy values are presented as a function of
the quantization step size in table A-14.
The individual entropies of the remaining first
eleven parameters for both voiced and unvoiced are given in
table A-15 for a one decibel quantization step size.

The

"first" notation refers to the values due to the first frame
log area ratio parameters.

The "all" notation refers to the

values due to all the remaining area ratio parameters.
Table A-16 provides the mean values for the same data group
ings used in table A-15.

The "first" and "all" breakdown is

used again.
The values shown in tables A—13, A-14, and A-15 are
nearly identical to the corresponding values shown in tables
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A-4 and figure 6.1.

Tables A — 13, A-14, and A-15 are con

structed for only those log area ratio parameters left after
frames characterized by an interpolator have been removed,
while the earlier table and figure are for all log area
ratio parameters.

The very similar values in the tables are

comforting because they imply that the remaining values can
be sent for about the same average transmission cost per
frame as the complete log area ratio parameter ensemble.

In

addition, the effective frame rate after use of the optimal
linear interpolation scheme is almost exactly half the orig
inal sixty-one frames per second.
savings has occurred.

Thus a significant rate

The frequency of occurrence histo

grams for the first eleven log area ratio parameters remain
ing after interpolator action are given by figure set A-8
for unvoiced speech, and by figure set A-9 for voiced
speech.
Even with an effective frame rate of thirty frames
per second, an average entropy for both speech types of over
thirty bits per frame means that the transmission rate goal
can not be achieved because several hundred additional bits
per second are necessary to send other required frame infor
mation.

In the next section, the question of log area ratio

difference parameters is again considered.

Only this time,

the differences are between the remaining log area ratio
parameters of the same voicing type.
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6.11

Remaining Log Area Ratio Difference Parameters
In previous sections, the entropy of the various

parameter ensembles has been given as a function of the
quantization step size.

The first eleven parameter entro

pies have been also detailed for a one decibel quantization
step size.

In this section, attention is focused entirely

on the one decibel step size.

Additionally, the investiga

tion is conducted for actual transmission codes, as well as
ensemble entropy, rather than the entropy alone.

The ques

tion of the appropriate average value to use in the first
frame difference calculation is also considered.

6.11.1

Second Frame Remaining Difference Values
In this first part, the discussion concerns the

second frame difference values for the remaining log area
ratio parameters.

As before, the analysis is performed on

the parameters separated according to the voicing type.

The

results presented here are only for the second frame differ
ence values.
In particular, the values given are for two differ
ent data groups.

The least costly of these creates a dif

ferent code for each of the different parameters for each of
the four test subjects.

The subjects are also grouped

208
according to sex and finally combined together.

Each of

these groupings have a code created for each of the eleven
parameters.

Both voicing types are treated in this manner.

The separate parameter code grouping is called "group one"
in table A-17.
The "group two" results also given in the table are
for a simple code constructed for a composite ensemble con
sisting of the values for all of the first eleven parame
This composite grouping is constructed for each test

ters.

subject, for each sex, and for all speakers combined.

The

group two transmission rates are somewhat higher than the
corresponding group one rates, but the group two code imple
mentation is much simpler than the group one code implemen
tation.
In order to compare the length limited coding pro
cess, the transmission rates are given for the HuffmanShannon-Fano (HSF) code, as well as an HSF code adjusted so
that the maximum length codeword length is eight bits or
less.

In the table, the Huffman-Shannon-Fano code and the

length limited code are denoted "HSF" and "eight bit" re
spectively.

The HSF code provides the lowest achievable

transmission rate.
comparison.

The ensemble entropy is also given for

In table A-17 the results are for one data

frame and are given in bits per frame.

The voicing type is

indicated as "V" for voiced and "UV" for unvoiced speech.
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From the table, it can be seen that for group one,
or the individual parameter treatment, the HSF code rate
requires between one half and one bit per frame less, on the
average, than the eight bit length limited code.

For the

group two situation in which all the parameters are com
bined, the HSF code rate is still smaller than the length
limited code, but not by such a great factor.

For both

group one and group two results, the speaker sex combination
and the total speaker combination show the effects of the
averaging.

That is, some individual speaker transmission

rates are greater than the combination rate, but some indi
vidual rates are also smaller.
It is somewhat interesting to compare the values of
table A-17 with the case II voiced and unvoiced results for
a one decibel step size as given previously in table 6.2.
The values in table 6.2 are for the differenced log area
ratio parameters without the use of the optimal linear in
terpolation scheme.

The comparison shows that the entropy,

and hence the transmission rate, for the set of remaining
log area ratio difference parameters is significantly higher
than the values for the original difference ensemble.

As

the interpolation process removes similar values from the
log area ratio ensemble, it should not be surprising that
extra transmission assets must be assigned in order to send
the less similar remaining difference parameters.
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6.11.2

Remaining First Frame Difference Values
When considering difference parameters, the most

difficult situation to handle seems to be the selection of
the appropriate value to send for first frame parameters.
This question has been investigated in detail, and the
results are presented in this part.

Three different possi

ble first frame parameter value calculation methods are
considered, and the resulting actual transmission rates
compared.

As shown in this part, there seems to be some

benefit in making the correct choice for first frame differ
ence value treatment.

In a later part however, it will be

seen that when first and second case difference values are
combined into one ensemble, the choice of the treatment
method for the first frame difference values is less criti
cal.
The three treatment methods discussed here Involve
the question of which average value should be used in the
difference calculation.

Each of these averages is computed

for individual speakers, for each sex and for all speakers
combined.

The three mean values are:

1. the first frame average of the remaining parame
ter values with the same voicing type, denoted as
"first frame"
2. the average of all remaining parameter values
with the same voicing type, denoted as "frame type"
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3. the average of all original non-silent log area
ratio parameters without regard to the voicing type.
Other selections are possible, but these seem to provide a
reasonable group for investigation.
Actual transmission codes are generated for both
voiced and unvoiced speech using the three average values
and the seven speaker groupings.

As would be expected, the

individual speaker averages for the remaining first frame
parameter values yield the lowest transmission rate.

Unfor

tunately, this requires two passes through the data, and
means that all utterances for any one speaker must be stored
before any processing can begin.
ceptable.

This is most likely unac

It does, however, provide a benchmark against

which the results for other average values and speaker
groupings may be compared.
The two groupings of parameters introduced in the
previous part are again used.

As before, "group one" refers

to the situation in which individual codes have been created
for each parameter.

A composite group consisting of the

first eleven parameter values combined is denoted by "group
two".

The transmission rates for both an HSF code and an

eight bit length limited code are presented in the
referenced tables.
before.

The ensemble entropy is also given as

The quantization step size is again one decibel.
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The values in all the tables are for the average number of
bits per frame.
Table A-18 details the entropy and transmission
rates for the first frame difference parameters using the
first frame averages computed for each speaker, for each sex
and all speakers combined.

In the type column, the letters

following the dash indicate speaker grouping:

"spk" for

individual speakers, "sex" for speaker grouping by sex, and
"all" for all speakers combined.

The proceeding "V" or "UV"

refers to the voicing type, indicating either voiced or
unvoiced respectively.

Thus, "V-spk" indicates voiced

speech and individual speaker averages used in the differ
ence calculation, while "V-sex" also indicates voiced
speech, but that the average used in the difference calcula
tion was based upon the speaker's sex.

The first and type

"all" mean values used are given in table A-16.

The non-

silent "all" log area ratio mean values are provided in
table A-1.
The same entropy and transmission rates for the
frame "type" averages is provided in table A-19.
silent average results are given in table A-20.

The nonBoth of

these tables use notation that is identical to that used in
table A-18.

The values given in the tables are again in

terms of bits per frame.

Note that in table A-20, the

speaker and sex average values have not been given.
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When taken as a group, the three tables provide some
interesting findings.

First it can be seen that the group

one data structure provides a lower transmission rate, on
the average, by about one and one half to two bits per frame
without regard to the voicing type or the average value
used, than does the group two data structure.

For some

situations the difference even may be as much as three bits
per frame.

As previously stated, the use of the individual

speaker average seems to provide the lowest transmission
rate regardless of which log area ratio parameter ensemble
is used in the average value calculation.

Of the three

possible ensemble selections, the first frame log area ratio
parameter ensemble seems to be the best choice.

Note that

when the first frame average is used, there is little dif
ference between the resulting transmission rate when the
mean value is calculated for each speaker, and when the mean
value is calculated according to the speakers's sex.

This

may allow a first frame mean value based on the speaker's
sex to be used in the case I difference calculation.

This

would negate the need for the first pass through the data
merely for the determination of an average value.

It would

be useful to combine the case I and case II data and deter
mine a single code for both cases.
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The analogous results to tables A-18, A-19 s and A-20
are provided by tables A-21, A-22, and A-23 respectively for
the combined case I and case II data.

Of the remaining 4185

voiced frames, 1071 are case I or first frames, and 3114 are
second frames or case II.

For the 779 remaining unvoiced

frames, 339 are case I frames, while 440 are second frame or
case II.

The same general conclusions noted for tables

A-18, A—19, and A-20 are also true for tables A-21, A-22,
and A-23.

The transmission rates are slightly lower for the

voiced speech frames in the most recent tables, while the
unvoiced transmission rates are lower in tables A-18, A-19,
and A-20.

Note also that the magnitude of the rate differ

ences between the group one and group two results has been
somewhat reduced in tables A-21, A-22, and A-23 over the
corresponding rate differences shown in tables A-18, A-19,
and A-20.
Finally, the two voicing types have been combined.
Table A-24 provides the entropy and transmission rates for
the combined voicing ensemble.

In the type column, the

leading parameter indicates the log area ratio ensemble used
in the first frame difference calculation; "1-" refers to
the remaining first frame data in the average value deter
mination, while "T-" means that all remaining parameter
values of the same voicing type have been used.

Upon com

paring the voiced group two values in tables A-21 and A-22

215
with the values of table A-24, a slight improvement is noted
in the table A-24 values over those in the other two tables.
For unvoiced speech, just the opposite is true, the group
two unvoiced values in table A-24 are not as small as the
corresponding values in tables A-22 and A-23.

Remember that

the group two transmission rates assume that a single trans
mission code is used for all eleven parameters.

The group

two results of table A-24 are for a single transmission code
for both case I and case II log area ratio difference param
eters and both speech voicing types.

In all the tables, the

eight bit code column is of interest due to the expected use
of this code.

From the values in table A-24, it appears.

that for the case I difference calculation, the mean value
of the remaining first frame log area ratio parameters sub
divided according to speaker sex and voicing type is a good
selection.

The fact that only one pass through the data is

necessary for this choice was a factor in its selection.
The frequency of occurrence histograms for the combined case
I and case II, unvoiced log area ratio difference parameters
are given in figure set A-10.

The corresponding voiced

frequency of occurrence histograms are provided in figure
A—11.

Figure set A-12 details the frequency of occurrence

histogram information for the combined voicing ensemble.
All three figure sets use first frame speaker averages.
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Even with the use of difference parameters and an
effective frame repetition rate of thirty frames per second,
the desired transmission constraint can not be met.

If a

single code was used for both voiced and unvoiced differen
ces, it would require 1050 bits per second, on the average,
to send just the full data frame information.

Nearly 530

bits per second would be required in addition for the trans
mission of frame header information, as well as pitch and
gain data.

The final technique to be considered is a method

for removal of intra-frame redundancy.

6.12

Karhunen-Loeve Transformation Implementation

As noted in section 4.3.4, much of the remaining
redundancy in the log area ratio parameters at this point is
due to parameter correlation within each frame.

The method

proposed for the reduction of this redundany is the
Karhunen-Loeve transformation, otherwise known as eigenvec
tor analysis.

The remaining log area ratio parameters of

both speech types for each of the four speakers have been
processed in this manner, and a substantial data rate
savings has been produced.

In this section, a number of

questions concerning the implementation of the method are
addressed.

In the last section, the transmission rates

necessary to send the remaining log area ratio parameter
information using this method are considered.
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The implementation of the Karhunen-Loeve transforma
tion requires that the number of data frames to be included
must be known.

This can be seen by examining equation 4.27.

As the number of frames to be included increases, the new
data space may become less compact.

Because the transforma

tion is essentially a redefinition of the coordinate system,
as the space becomes less compact it may become less useful.
On the other hand, the values of the eigenvectors must be
transmitted for each different set of orthogonalized data.
This setup cost, when averaged over the number of frames may
appreciably increase the average transmission rate per
frame.

These two opposing factors must be considered and an

appropriate tradeoff produced, or the method will have no
practical application in this speech system.

Further, the

question of how many new orthogonal parameters should be
used to represent the log area ratio parameter space also
impacts upon the tradeoff.

6.12.1

Number of Frames in a Transformation Calculation
In order to consider the tradeoff just mentioned,

some hard data is needed on how the number of frames in the
orthogonal calculation affects the parameter variance con
tained in the first k eigenvalues.

It should be remembered

that the total variance in the first k eigenvalues is a
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measure of how well the original parameter values are char
acterized by the first k orthogonal parameters.
The answer to
lowing manner.

z h e question was derived in the fol

The twc speech voicing types for each of the

four speakers were processed separately.
different analyses were performed.

That is, eight

The number of frames in

an eigenvector analysis was varied from 30 to 900 for each
of the four speakers' remaining voiced log area ratio param
eter ensembles, and frcr: 30 to 180 for each of the four
speakers' remaining unvoiced parameter ensembles.

In the

covariance calculation used to set up the original parameter
covariance matrix, a cean value, n, is needed as shown in
equation 4.27.

Three different average values have been

used for each speaker and each voicing type.

The first

average considered is the value due to the parameters
actually used in the orthogonal calculation.

The second

value is the average by speakers's sex of all the remaining
data of the same voicing type.

The third speaker average

used is the mean value of all the original parameter values
(before interpolator action) of the same voicing type com
bined.
From the investigations, the original parameter
variance accounted for by the first k orthogonal parameters
is apparently relatively unaffected by the average value
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used.

When the included variance is compared for the vari

ous average values, the figures are all within one percent
of each other.

The results presented in the next two

figures and the tables use the average value due to the data
actually in the transformation calculation for exactness.
The use of one of the other average values in an actual
system would not require an intial pass through the parame
ter data merely to obtain the average.
A graph of the variance included as a function of
the number of frames per analysis is given by figure A — 13
for voiced speech, and by figure A-14 for unvoiced speech.
The numbers plotted are the average of all the included
variance values for any single number of frames.

The value

of k next to each curve indicates the number of orthogonal
parameters used.

The vertical axis is the fraction of the

total variance included by the k orthogonal parameters,
while the number of frames per analysis is given along the
horizontal axis.

The results for each of the four speakers

are about the same as those given in the figure, with
agreement increasing as the number of frames increases.
This is probably due to the results characterizing more of
the speech and less of the individual speaker's traits as
more frames are added to the analysis.

Figure A-14 provides the same information for the
remaining unvoiced speech frames as that conveyed by figure
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A—13 for the voiced speech data.

The scale is expanded

slightly in figure A-14 over that used in figure A-13
because there are not as many unvoiced frames for any one
speaker as there are voiced frames.

In particular, the

maximum number of frames used in both the voiced -and
unvoiced figures were selected simply because all speakers
had at least that much data.
The high, low, and average variance values as a
function of the number of orthogonal parameters are given by
table A-25a for the voiced speech data.

The first three

rows provide the values for the 30 data frames per orthogon
al analysis situation.

The second three rows detail the

same results for the 900 frames per analysis case.

The

values in the table are for the fraction of the total vari
ance included by the k orthogonal parameters.

Note that

there is an overlap between the high and low values for some
k values.
Table A-25b provides the same information for the
unvoiced speech data as has been supplied by table A-25a for
the voiced speech frames.

In table A-25b, the first three

rows still detail the 30 frames per analysis results.

The

last three rows of this table however, detail the values for
180 frames per analysis, which unfortunately is the greatest
number of frames of this type available.
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Comparisons of the variance values in the table for
the different number of orthogonal parameters reinforce the
results of figures A-13 and A-14.

In particular, in order

to represent between eighty and ninety percent of the total
variance for voiced speech, five, six, or seven orthogonal
parameters appear to be adequate.

For unvoiced speech,

because of its unstructured nature, three or four orthogonal
parameters may be sufficient.

In particular, in recent

papers by Markel (1976) and Wong and Markel (1977), it is
claimed that "no perceptible degredation occurs when
unvoiced sounds produced by the human vocal tract are
modeled by a fourth order LPC system rather than a tenth
order system".

Since three or four orthogonal parameters

convey about eighty percent of the information in an
eleventh order system for unvoiced speech, the three or four
parameter choice seems very adequate.
As for the number of frames to be included in an
orthogonal analysis, it appears that the greater number of
frames has only a very small effect on the parameter vari
ance included for any particular number of orthogonal param
eters.

Unfortunately, the transmission rate costs associa

ted with the reconstruction of the original parameters must
also be addressed before any final decision can be reached.

222
6.12.2

Transmission Setup Costs
Now that the number of orthogonal parameters has

been narrowed, it is possible to consider the transmission
rate costs of the setup information necessary for the recon
struction of the original parameters.

The setup data con

sists primarily of the eigenvector values which compose the
reconstruction matrix.

There must be one eigenvector with k

elements transmitted for each of the n original parameters.
Thus, there are nk eigenvector elements to be initially
sent.

The number of bits assigned to each of these elements

also has an effect on the overall transmission setup costs.
Figure A — 15 illustrates the setup costs for three, four,
six, or seven orthogonal parameters with three, four, and
five bits assigned to each element in the setup ensemble as
a function of the number of frames in the orthogonalization
analysis.
The figure also provides motivation for the selec
tion of a large number of data frames per orthogonal analy
sis.

The curves illustrate that the greatest differential

reduction in terms of bits per frame occurs for the smaller
number of frames, however, the overall curves are monotonically decreasing.

This guarantees that as the number of

frames per analysis increases, the average number of bits
per frame necessary to convey the speech transmission setup
information decreases.

In particular, for 900 frames in an
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orthogonal analysis and three bits per parameter, three
parameters require 0.110 bits per frame, four parameters
require 0.147 bits per frame, six parameters require 0.220
bits per frame, and seven parameters require 0.257 bits per
fr ame.
Before the total transmission rate for the orthogonalized variables may be determined, the usual frequency of
occurrence distributions must be made for the parameter
values.

The occurrence frequencies are also found for the

first order differences of the orthogonal parameters.

In

the next section, these topics are presented.

6.13

Transmission Rates for Orthogonalized
Parameter Sets

An approach similar to that used for the log area
ratio parameters has been adopted for consideration of the
transmission rates for the orthogonal parameter sets.

That

is, the orthogonal parameters are considered in the first
part of this section, while the first order differences of
the orthogonal parameters are dicussed in the second part.
As with the log area ratio parameters, the undifferenced
orthogonal parameters have little similarity among them
selves, and would require individual transmission codes for
each parameter.

The difference parameters display enough

similarity in terms of value occurrence probabilities, that
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a single transmission code may be constructed for all
orthogonal difference parameters of one voicing type.
6.13.1

Undifferenced Orthogonal Parameters
For each of the speakers, one file of orthogonal

parameters was created for the remaining voiced log area
ratio data, and one file was created for the remaining
unvoiced log area ratio data.

The average value used in

these calculations was the log area ratio parameter average
for all speakers of the same voicing type.

This value was

used for convenience, and as noted before, the average value
apparently has little effect on the orthogonal analysis.
Since the eigenvectors are unique to within a sign change,
before computing the orthogonal parameters, the eigenvectors
produced are adjusted so that the first element of the most
signficant eigenvector has a positive sign.

This sign con

vention was selected so that the sign of the first orthog
onal parameter average value for voiced and unvoiced speech
was the same as the corresponding log area ratio parameter
average values as given in table A-U.

Should this action

not be taken, the orthogonal parameter values for some
speakers may be reflected about the zero decibel axis.

Thus

when a combination is made according to speaker sex or all
data is combined, one speaker's frequency of occurrence
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numbers may be added to the numbers of the mirror image of
another speaker's data.

The true state of nature would then

be hopelessly disguised.
It is appropriate now to discuss the entropy, and
hence the ideal transmission rate, for the orthogonal param
eters.

The occurrence statistics have been collected for a

bin size of 0.125 decibels, and the bins are combined in
order to produce the following results.

T^e total orthog

onal parameter entropies for the first six and seven voiced
parameters, and the first three and four unvoiced parame
ters, are given in figure 6.3 as a function of the quantiza
tion step size.
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Figure 6.3 Total Entropy for Voiced and Unvoiced
Orthogonal Parameters as a Function of Quantization
Step Size.
The values in the table are in bits per frame, and are a
combination of all the individual speaker data.

A total

parameter range of plus and minus twenty-five decibels was
used.
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In the usual manner, the entropy detailed by parame
ter is provided for the voiced and unvoiced speech for a one
decibel quantization step size by table A-26.

The entropy

values in'the table are in bits per frame, while the average
values are given.in decibels.

In the parameter column,

"e 1" refers to the first orthogonal parameter.

By con

struction, the first orthogonal parameter is the most
significant parameter.
For the unvoiced orthogonal parameters, the fre
quency of occurrence histograms are given for the first
seven parameters by figure set A—16.

The frequency of oc

currence histograms for the first seven voiced orthogonal
parameters are detailed by figure set A-17.
It can be readily seen from the two figure sets that
the parameter range of twenty-five decibels is more than
adequate.

The occurrence plots given here are strikingly

similar to those given by figure sets A-10 and A—11 for the
remaining unvoiced' and the remaining voiced log area ratio
parameters respectively.

It is also apparent that the

values vary widely from one parameter to another, as previ
ously mentioned.

This non-uniformity makes it very diffi

cult to produce a transmission code for the undifferenced
orthogonal parameters unless a single code is devised for
each parameter.

Although the single code per parameter
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requirement is in itself not a reason to reject the nondifferenced orthogonal parameters, the first order differen
ces of the orthogonal parameters seem to h.old a promise of
some additional rate reductions.

For this reason, the

results chapter is concluded with a discussion of the dif
ferenced orthogonal parameters.

6.13.2

Differenced Orthogonal Parameters
As with the other difference parameters, there are

first frame or case I difference parameters, as well as case
II or second frame difference parameters.

In this part, the

question of an average value selection is not considered per
se.

The average used in the first frame difference calcula

tion is due to the individual speakers first frame parameter
values.

The second frame differences have been calculated

in the usual manner.

Frequency of occurrence statistics

have been collected for an ensemble consisting of the com
bined speakers voiced orthogonal data with both case I and
case II difference parameters combined.

A similar ensemble

has been created for the combined unvoiced orthogonal data.
The range of interest for the orthogonal difference
parameters is restricted to plus and minus twelve decibels.
The frequency of occurrence histograms provided in Appendix
A illustrate that this choice is reasonable.

In particular,
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the difference parameter values display occurrence fre
quencies very similar to the differenced log area ratio
parameters.

The entropies of the voiced and unvoiced dif

ferenced orthogonal parameters are given as a function of
the quantization step size by figure 6.4.
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0.5

1.0

1.5

2.0
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Figure 6.4 Total Entropy for Voiced and Unvoiced
Combined Case I and Case II First Differences of
the Orthogonal Parameters as a Function of
Quantization Step Size
For voiced speech, six and seven orthogonal parameters are
used per frame as indicated in the figure.

For unvoiced

speech, three and four orthogonal parameters are used.

The

figure is constructed for individual treatment of each pa
rameter, and hence the values shown are smaller than corre
sponding figures for a combined ensemble of all parameters.
When contrasted with the combined speaker ensemble results
shown in figure 6.4, individual grouping by speaker can
yield nearly a one bit per frame rate reduction for some
speakers, while a slight increase over the rates shown are
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produced for some other speakers.

In general, the individ

ual speaker treatment seems to provide slightly better
results than those shown in the figure for all the speakers
combined.
The one decibel step size has aeain been chosen for
further investigation.

Table A-27 provides additional in

formation on the one decibel quantization step size.

In

particular, the individual parameter entropies and mean
values are given.

In the parameter column, "Ae 1" denotes

the difference of the first orthogonal parameter.
Although the entropy values in figure 6.4 and table
A-27 provide an indication of the transmission rate neces
sary to send the differenced orthogonal parameter informa
tion, the actual rates must be found from actual transmis
sion codes.

Consequently, variable length codes with a

maximum codeword length of eight bits were produced for
k=6 and k=7 voiced speech cases, and for the k=3 and k=4
unvoiced speech cases.

As with the remaining differenced

log area ratio parameters, the transmission rates are given
for individual treatment of each parameter and for a combi
nation of all parameters.

These two situations are again

called "group one" and "group two" respectively.
Only the transmission rates based upon the speaker
sex combinations and the total combination are given in the
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referenced tables.

As before, some individual speakers may

have transmission rates less than those given for the com
posite ensembles.

When the average transmission rate is

determined for all four speakers using the code due to the
total composite ensemble, its value is less than 0.01 bits
per frame greater than the averaged individual transmission
rates.

This comparison is for the use of six voiced orthog

onal parameters and an eight bit length limited transmis
sion code.

The results for the other voiced and unvoiced

situations are similar.

Table A-28 provides the transmis

sion rates for the voiced six and seven orthogonal parameter
representations.

The six parameter figures are given in the

first three rows of the table, while the seven parameter
results are given in the last three rows.

Table A-29 pro

vides the corresponding information for the three and four
unvoiced orthogonal parameter representations.

The three

parameter figures are given in the first three rows of the
table, while the four parameter results are given in the
last three rows.

The number of parameters is shown in the

"k" column of the table.

All the values shown are in terms

of bits per frame.
The frequency of occurrence histograms for the first
seven unvoiced, differenced orthogonal parameters are pro
vided by figure set A-18, while figure A—19 provides the
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corresponding information for the first seven voiced, dif
ferenced orthogonal parameters.
The question of a soft transmission decision has also
been investigated.

In this scheme, the number of orthogonal

parameters could be varied, but only one transmission code
would be used.

For example, seven voiced orthogonal parame

ters would normally be sent.

If the transmission rate

constraint became critical, then only six parameters could
be sent, but still using the code for the combination of
the first seven parameters.

Similarly, normally six.

parameters could be sent, and a reduction to five parameters
would then occur for critical rate situations.

From the

investigations, the cost for sending one less parameter
on the code for the greater number of Darameters is about
0.05 bits per frame above the rate produced when the one
less parameter ensemble is transmitted using its own code.
In addition, the transmission rate savings are about fifteen
percent for each voiced parameter not sent.

For the

unvoiced speech, each omitted parameter produces about a
twenty percent savings in transmission rate for the number
of parameters previously considered for unvoiced speech.
There is of course some speech degradation due to trans
mitting fewer of the orthogonal parameters.
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Significant rate savings have been produced by the
use of the Karhunen-Loeve transformation, in addition to the
savings produced by the differenced parameters and the opti
mal linear interpolation scheme.

The price paid for the

extra transmission rate reduction is simple, yet signifi
cant.

As currently presented, the use of the orthogonalized

parameters from the Karhunen-Loeve transformation precludes
the speech transmission system from running in real time.
In other words, the transformation processing must wait
until all the speech utterances for any speaking session
have been completed.

In the context of computer-aided-

education, this is not a serious drawback.

For some other

applications, this constraint is fatal.
In the next chapter, a final transmission system is
proposed using the results detailed in this chapter.

Some

suggestions for futher investigation are also included.

CHAPTER 7

CONCLUSIONS

As the final chapter of this report, the conclusion
and recommendations based upon the work in the first six
chapters are presented here.

In particular, a transmission

scheme is given for the transmission of human speech at low
data rates.

The method involves the use of (1) speech en

sembles separated according to voicing type, (2) the optimal
linear interpolation scheme, and (3) differenced orthogonal
parameters for full data frames.

A speech transmission-

reconstruction system has been built and implemented in
conjunction with the PLATO IV system using these methods.
The data rate required by the speech system is within the
constraints imposed by the existing PLATO IV communication
network.

The reconstructed speech is of reasonable quality

so that it does not seem to interfere with the education
process.
In the next few sections, the transmission method is
given in somewhat greater detail.
further work are outlined.

Some suggestions for

One suggestion may eventually

remove the real time constraint from the use of the
orthogonal parameters.
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Before presenting the suggestions however, the details of
the proposed transmission scheme are given.

7.1

Specifics of the Low Transmission Rate System
As mentioned in the introduction to this chapter,

there are a number of elements in the final transmission
method.

Specifically, the major components include speech

ensemble separation by voicing type, use of the optimal
linear interpolation scheme and differenced orthogonal pa
rameters produced by the Karhunen-Loeve transformation.

One

paragraph is used to briefly describe the final implementa
tion of each of these elements.
The speech ensemble separation is self explanatory.
The silent frames are handled by simply zeroing the synthe
sizer output gain for the duration of the frame.

No data,

other than the frame header, is sent for a silent frame.
The voiced and unvoiced data frames are treated separately,
and the voicing header data are combined with the optimal
linear interpolation values, as discussed in section 6.9.3.
The optimal linear interpolation method, as de
scribed in section 6.7, is applied to the two voicing type
ensembles.

If the error thresholds are chosen as 0.75 deci

bels for voiced speech and 1.00 decibels for unvoiced
speech, then the previous results apply.

In particular, the
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interpolator values may be sent according to the code with
codeword lengths given by table A — 13-

For the average

transmission rate of 3.04 bits per frame, a sixty-one frame
per second frame repetition rate requires 185.2 bits per
second, on the average, to convey the frame header informa
tion and the frame voicing type.

After the use of the in

terpolation scheme, an average of nearly 30 frames per
second remain, of which 25.0 frames are voiced and 4.7
frames are unvoiced.
If an average of three bits per frame is assigned to
convey the signal power for the 55.6 non-silent frames, then
on the average, 166.8 bits per second are needed.

For the

pitch information, should an average of three bits per frame
be used, then for the 48.0 voiced frames, an average of
144.0 bits per second is required.

Note that no signal

power parameter is sent for silent frames, and that the
pitch information is transmitted only for voiced frames.

If

a variable length encoding scheme is used, and the differ
ence values of pitch and signal power are transmitted, then
the average of three bits per parameter should be adequate.
This subject has not been treated in this report, and the
values are given for completeness.

Remember that the three

bit values have been used by Sambur in the example repro
duced in section 6.2.

Thus for these discussions, it seems

reasonable that the pitch and power information may be
conveyed by 310.8 bits per second, on the average.
The Karhunen-Loeve transformation is used to create
an orthogonal parameter set from the remaining log area
ratio parameters.

One transformation is performed for each

of the voiced and unvoiced speech types for each speaker.
Difference parameters are to be used, and the first and
second frame values are combined into one ensemble.

First

frame values can be calculated from the first frame speaker
average.

Because the orthogonalization process is performed

off-line, the time required for a second pass through the
data to calculate the average value is thus of little conse
quence.

Six orthogonal parameters are suggested for voiced

speech, while three orthogonal parameters are recommended
for unvoiced speech.

A one decibel quantization step size,

over a range from negative twelve decibels to positive
twelve decibels, is also suggested.

Such a step size and

range selection yields a twenty-five element value ensemble
for each speech type.
The codeword lengths for the voiced and unvoiced
speech types are given in table A-30 for a variable length
code with the maximum codeword length constrained to be
eight bits long or less.

The codes have been constructed

from data for all the speakers combined, for the six voiced
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orthogonal parameters and the three unvoiced orthogonal
parameters.

The average transmission rates for these codes

are given in tables A-28 and A-29.

For the transmission

rates given in tables A-28 and A-29, it is seen that 536.5
bits per second are used to send the 25.0 voiced frames,
while 57.7 bits per second are used to send the 4.7 unvoiced
frames.

For the moment, the question of the orthogonal

parameter transmission setup costs is neglected.

The final

projected transmission rate, again neglecting the setup
costs, is found by adding the individual components
together.

The projected rate is 1090.2 bits per second, on

the average.

This value is slightly higher than desired,

but there are some offsetting circumstances.
The most important of these circumstances has to do
with the speech data used in preparation of the transmission
rate calculation.

The speech utterances given in section

6.1.1 generally contain five to seven words.
is spoken in less than 1.56 seconds.

Each utterance

For many of the utter

ances, in order to squeeze all of the words in, they had to
be spoken very quickly.

In fact, if the speed of normal

conversational speech had been used, some of the sentences
would have required nearly twice as much time to say.

Thus,

the information content per second of the speech data base
may very well be higher than the information content per
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second of conversational speech.

The idea of information

content per second is a concept used to measure the amount
of speech information contained in a one second time inter
val.

Thus if a higher than normal informational content is

present in the speech data, then a somewhat higher transmis
sion rate may be expected.
James Parry (1978) has noted a general increase in
the speech rate when any recording process is occuring.

He

noted that by stretching a frame time period by 12.5 per
cent, no noticeable speech degradation occurs for a system
similar to the one presented here.

For the speech data base

used in this paper, a value of 25.0 percent may be more
accurate due to the very rapid speech rate during the re
cording process.

For either figure, the transmission rate

adjusted for this factor becomes an acceptable value.

The

question of an actual transmisson rate for a real system
using the reduction techniques is briefly considered in a
later section.
Returning for a moment to the discussion of the
transmission setup costs for the orthogonal parameter
scheme, the following information may be presented.

Figure

7.1 provides the average transmission rate per frame as a
function of the number of frames in an orthogonal analysis.
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Figure 7.1 Overall transmission Rate for Differenced
Orthogonal . Parameters as a Function of the Number
of Frames in an Orthogonal Analysis

Six orthogonal parameters are used to represent the original
eleven log area ratio parameters for voiced speech.

Three

orthogonal parameters are used for unvoiced speech.

Three,

four, and five bits per setup parameter are shown, while the
speech data is assumed to be transmitted using the code
given in table A-30.

The transmission rates are not

adjusted for the speech rate of the speaker.

The average

number of bits per frame necessary for transmission is given
along the vertical axis in the figure.

The horizontal axis

is the number of frames included in an orthogonal analysis.
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The final projected transmission rate is given with
out these setup costs.

The costs can be neglected because

in the PLATO IV application, most lesson material requires a
one to five second setup time.

Should the three unvoiced

and six voiced orthogonal parameters be implemented with a
five bit per setup parameter accuracy, only one half a
second is added to the original lesson setup time.

Real

time applications must obviously consider the setup costs,
however.

In addition, it may be possible to construct a

parameter rotation matrix which allows data from any speaker
to be compressed using only one set of rotation eigenvec
tors.

Such a rotation could be retained in a speech synthe

sizer, and would require no additional transmission setup
costs.

This idea is included among the suggestions for

further work given later in this chapter.

7.2

Speech Quality

No report of this type would be complete without the
quality of the reproduced speech being addressed.

Unfortu

nately, it is very difficult, if not impossible, to qualita
tively assess the quality of reconstructed speech.

One

common method used to grade reproduced speech is subjective
listening tests, while spectrograms have also been used.
Among those using listening tests have been Sutherland and
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Makhoul (1974), Fussell, Abzug, Boudra, and Cowing (1978),
and others.

Markel et al. (1973), Sambur (1975), and

others have used the spectrograph approach.
The spectrograph technique requires specific equip
ment in order to produce spectral plots for the original and
reconstructed speech.

This equipment is not readily access-

able at the University of Arizona, and hence the spectro
graph method can not be used.

The subjective listening test

approach requires that a number of independent and untrained
persons listen to recorded speech utterances.

They must

then express their opinion as to which ones are most under
standable.

Opinion trends based on majority rule can be

gleaned from the participant responses.

This technique

requires several individuals and a significant amount of
time in order to produce useful conclusions.
The speech transmission project described in this
report has only very limited resources at its disposal.
Truly independent subje.ctive listening tests are beyond
those resources.

The investigators associated with the

project have individually considered the quality of the
reproduced speech in very informal listening tests.

The

system described in the next section has been used and the
feeling is that the speech quality is nearly the same as
that provided by the telephone system.

That is, the speech

2H2

is understandable and sufficiently clear that one may con
centrate on something other than making out the spoken
words.

7.3

Implementation of the Transmission System

In order to verify the usefulness of the methods
contained in this report, an actual transmission system has
been built at the University of Arizona PLATO IV project by
James Parry and Fredrick Ebeling.

The speech utterances are

recorded using a modified version of the speech data collec
tion system discussed in sections 5.1 and 5.2.

The speech

synthesizer is the same as the one presented in section 5.7.
The data processing and storage in the PLATO IV
system has been implemented by James Parry and Richard
Blomme.

The implementation has allowed a test lesson to be

created in the PLATO system which demonstrates the use of
this speech system in conjunction with other visual lesson
material.

Although still in the development stage, it is

possible to transmit the human speech used in conjunction
with the test le.sson at data rates slightly below one
kilobit per second.
The test transmission system uses the three basic
parts of the suggested transmission scheme.

This includes

the use of (1) ensembles separated according to voicing
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type, (2) the optimal linear interpolation method, and (3)
differenced orthogonal parameters.
slightly different however.

The specifics are

There are six voiced orthogonal

difference parameters, while four orthogonal difference
parameters are used for unvoiced speech.

Only one transmis

sion code is used for all voiced parameters.

Similarly,

only one code is used for all unvoiced parameters.

Thus

both first and second frame cases for all parameters of the
same voicing type have been combined into one ensemble.

The

average log area ratio error threshold in the optimal linear
interpolation scheme is set at 0.66 decibels for both voiced
and unvoiced speech.

Differenced optimal linear interpola

tion values are used and combined with the frame header data
to form one transmission ensemble.

The first or second

frame difference decisions for both the full data frames and
the interpolated frames is made from the implicit memoryflag system.
From these specifics, it is obvious that the test
system uses the techniques presented in this paper.

Since

the test system has been operated in conjunction with the
PLATO IV system, and hence at transmission rates near one
thousand bits per second, it seems that this work has come
to a succesful conclusion.

Before ending this report how

ever, some suggestions for further research are given.

7.4

Suggestions for Further Research

It is not uncommon for a research work to raise new
questions in the process of demonstrating answers to older
ones.

A number of newer questions have come to mind in the

process of completing this work, and they are presented in
the following list.

The list is by no means totally inclu

sive, and others may well find topics and questions not
mentioned by the author.
1. Conduct listening test for a number of subjects
in order to assess the effects of each of the rate
reduction techniques, both individually and collec
tively on the quality of the reproduced speech.
2. Determine the effects of the various data rate
reduction methods on the error propagation through
the speech compression system. Finite word length
arithmetic considerations, sampling and round off
errors, as well as induced noise error should be
addressed.
3. Investigate to determine whether a single param
eter rotation may be devised for each voicing type,
independent of the speaker; and at what price in
terms of speech reconstruction.
4. Investigate the ramifications of orthogonalizing
the differenced log area ratio parameters, instead
of differencing the orthogonalized parameters, as
was discussed in this paper.
Good luck to those who consider these and other
questions.

APPENDIX A
SUPPORTING DATA
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Table A-1
Entropy and Mean Values for the Lop, Area
Ratios with a One Decibel Quantization Step Size

Parameter

g
E
E
E
g
E
S
E
E
E
E

All Frames
Average Value
Entropy
(bits)
(decibels)

1
2
3
4
5
&
7
8
9
10
11

4.43
3.85
3.51
3.38
3.01
3.35
3.01
3.03
2.63
2.31
2.15

Total

34.66

Table A-2

All Frames except Si]once
Entropy
Average Value
(bits)
(decibcO s)
4.48
3.84
3.56
3.30
3.06
3.32
3.05
3.09
2.68
2.36
2.19

-6.99
3.52
-2.48
1.52
-0.33
2.43
1.11
1.17
-0.33
0.09
-0.14

-7.01
3.87
-2.48
1.83
-0.28
2.71
1.20
1.27
-0.37
0.10
-0.14

34.93

Frequency of Silent Frame Occurrence

Speaker

Adult Male 1

Silent Frames
(percent)
7.4 .

Adult Male 2

11.3

Adult Feraale

9.7

Child Female

6.5

2^7

Table A-3 Entropy and Mean Values for the Log Area
Ratio First Differences with a One Decibel
Quantization Step Size

Parameter

Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag

1
2
3
4
5
6
7
8
9
10
11

Total

Difference Parameters
Entropy
Avernpe
(bits)
(Decibels)
3.27
2.89
2.67
2.71
2.45
2.54
2.43
2.35
2.21
2.05
1.93

-0.00
-0.02
-0.0J
-0.01
0.00
-0.00
-0.01
0.01
-0.00
0.00
0.00

27.51

Table A-1! Entropy and Mean Values for the Voiced
and Unvoiced Log Area Ratios with a One Decibel
Quantization Step Size

Parameter

ei

Voiced Frames
Entropy
Average
(bits)
(decibels)

8
9
10
11

4.22
3.85
3.58
3.24
3.04
3.17
3.01
3.15
2.74
2.41
2.24

Total

34.64

E 2
S 3
E 4

E5
H 6
87
g
g
g
g

•

-8.25
4.08
-2.62
2.21

-0.04
3.21
1.48
1.41
-0.44
0.09
-0.14

Unvoiced Frames
Entropy
Average
(bits)
(decibels)
4.05
3.68
3.31
2.74
2.58
2.66
2.63
2.35
2.08
1.97
1.81
29.88

1.05
2.59
-1.61
-0.55
-1.77
-0.44
-0,50
0.36
0.07
0.16
-0.11
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Table A-5 Entropy and Mean Values of the Unvoiced
Log Area Ratio First Differences with a One
Decibel Quantization Step Size

Parameter
Case I
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag

Entropy (bits)
Case II
Case 111

1
2
3
4
5
6
7
8
9
10
11

3.96
3.52
3.17
2. 70
2.60
2.50
2.55
2.28
2.08
1.97
1.85

3.19
3.14
2.93
2.68
2.49
2.40
2.37
2.30
2.18
2.04
1.90

Total

29.18

27.62

3.48
3.28
3.02
2.70
2.53
2.44
2.43
2.30
2.15
2.02
1.89

Average (decibels)
Case I
0.00
-0.00
0.00
-0.00
-0.00
-0.00
0.00
-0.00
-0.00
-0.00
-0.00

Case II
0.33
0.19
0.21
-0.02
0.02
0.02
0.02
0.08
0.00
0.02
-0.02

Case III
0.24
0.14
0.15
-0.01
0.02
0.02
0.01
0.06
0.00
0.01
-0.01

28.23

Table A-6 Entropy and Mean Values of the Voiced
Log Area Ratio First Differences with a One
Decibel Quantization Step Size

Parameter
Case I

Entropy (bits)
Case II
Case III

1
2
3
4
5
6
7
8
9
10
11

4.16
3.69
3.29
3.10
2.86
3.05
2.92
2.83
2.47
2.15
2.03

2.85
2.57
2.42
2.52
2.24
2.30
2.23
2.22
2.13
1.97
1.87

3.12
2.79
2.59
2.63
2.35
2.44
2.36
2.33
2.19
2.00
1.89

Total

32.56

25.32

26.68

AG
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag
Ag

Case I
0.00
0.00
0.00
-0.00
0.00
-0.00
0.00
0.00
0.00
0.00
0.00

Average (decibels)
Case II Case I
-0.07
-0.02
-0.01
0.01
0.03
-0.03
0.00
-0.00
0.02
0.01
0.16

-0.06
-0.02
-0.01
0.01
0.02
-0.03
0.00
-0.00
0.02
0.01
0.01
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Table A-7

Frequency of Voiced and Unvoiced
Interpolation by Speaker

Percent Interpolated Frames
Combined Voicing
Unvoiced

Speaker

Voiced

Adult Mile 1
Adult Male 2

49.7
56.A

47.6
48.8

49.5
55.4

Adult Female
Child Female

50.4
60.0

50.5
58.4

50.4
59.8

Male
Female

53.0
55.3

48.4
54.9

52.4
55.2

Total

54.1

51.5

53.8

Table A-8

Probability of Occurrence for Optimal
Linear Interpolation Values

Value

0.000
0.125
0.250
0.375
0.500
0.625
0.750
0.875

1.000

Probability of Occurrence in
Voiced Speech
Unvoiccd Speech
Combined Voicing
0.041
0.063
0.096
0.138
0.142
0.149
0.143
0.113
0.116

0.085
0.075
0.068
0.115
0.165
0.139
0.115

0.111
0.126

0.046
0.065
0.093
0.135
0.145
0.148
0.139
0.113
0.117

Table A-9 Entropy and Average Transmission Rates
for the Optimal Linear Interpolation Values

Voic .! Speech
(bits)
Entropy
Best
Combined

3.08
3.10
3.10

Unvoiced Speech
(bits)
3.12
3.14
3.16

Combine.1 Voicing
(bits)
3.09
3.11
3.11

Table A-10 Optimal Linear Interpolator Run Lengths
for Voiced and Unvoiced Speech Types
Probability of an Interpolator Run :
Unvoiced Speech
Voiced Spcech

Run
Length
1
2
3
4
5

0.450
0.291
0.144
0.067
0.029

0.410
0.346
0.137
0.073
0.013

6
7
8
9
10

0.011
0.004
0.001
0.001
0.001

0.009
0.002
0.004

0.000
0.000

>10

0.000

0.000

Number of
Frames

468

3670

Table A — 11 Probability of Occurrence and Transmission
Rates for Case I, II, and III Voiced and Unvoiced
Optimal Linear Interpolator Difference Parameters

Value

-1.000
-0.875
-0.750
-0.625
-0.500
-0.375
-0.250
-0.125

0.000
0.125
0.250
0.375
0.500
0.625
0.750
0.875

Probability of Occurrence for the Value in
Voiced Speech
Voiced Speech
Case I
Case 11
Case III
Case I
Case 11
Case 111
-

0.055
0.090
0.139
0.189
-0.172
0.151
0.104
0.057
0.044
-

1.000
Entropy
best
V Comb
UV Comb
All
Number

3.10
3.06
3.13
-

3.13
2017

0.000
0.000
0.000
0.000

0.000
0.000
0.000
0.000

0.001
0.002
0.007
0.027
0.150
0.223
0.247
0.188
0.103
0.036
0.015
0.001
0.001

0.001
0.001
0.034
0.061
0.141
0.204
0.205
0.168
0.103
0.048
0.031
0.001
0.001

0.109
0.105
0.058
0.152
0.188
0.116
0.105
0.083
0.083

2.69
2.73
2.78

2.91
2.97
2.97

3.09
3.14

-

2.78
1653

-

2.97
3670

-

-

_

3.28
3.42
276

0.000
0.000
0.000
0.000

0.000
0.000
0.000
0.000

0.002
0.011
0.079
0.096

0.000

0.001
0.002
0.039
0.065
0.140
0.201
0.204
0.161
0.103
0.050
0.033
0.001
0.001

2.99
3.06

3.14
3.21

0.111
0.177
0.194
0.107
0.100
0.064
0.056
0.002

_

3.11
3.08
192

3.21
3.28
468
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Table A-12 Codeword Lengths for All Voiced or Unvoiced
Cases and the Combined Speaker Ensembles
Value

-1.000
-0.875
-0.750
-0.625
-0.500
-0.375
-0.250
-0.125

0.000
0.125
0.250
0.375
0.500
0.625
0.750
0.875

1.000

Assigned Codeword Length for
Voiced Case
Unvoiced Case .
II III
I
II
111
I

Combined Ensemble
Code
Probability

0.000
0.000
0.000
0.000
0.001
0.002
0.039
0.065
0.140
0.201
0.204
0.161
0.103
0.050
0.033
0.001
0.001

_

12
12
12
12
9
7
5
4
3
2
2
3
4
4
6
8
10

-

4
4
3
2
3
3
3
4
4

-

12
12
12
12
9
9
7
5
3
2
2
3
3
4
6
9
10

10
10
10
10
8
8
5
4
3
2
2
3
4
4
6
8
9

_
-

10
9
9
9
8
5
5
4
3
2 •
2
3
4
5
6
8
10

-

3
3
4
3
3
3
3
3
4

-

11
11
10
10
8
6
4
4
3
3
2
3
3
4
5
7
10

Table A—13 Probability of Occurrence and Codeword
Lengths for the Combined Frame Header-Frame
Interpolator Ensemble
Value

Voiced
Unvoiced
Silent
End

-1.000
-0.875
-0.750
-0.625
-0.500
-0.375
-0.250
-0.125

0.000
0.125
0.250
0.375
0.500
0.625
0.750
0.875

1.000
Entropy
Best
8 Bit

Interpolators
Probability
Code Length

0.415
0.077
0.087
0.011

1
4
4
7

0.415
0.077
0.087
0.011

1
4
3
8

1
4
3
8

_

0.000
0.000
0.000
0.000
0.000

14
14
14
14
11
9
6
6
5
4
4
4
5
6
7
10
12

8
8
8
8
8
8
7
7
6
4
4
5
6
7
8
8
8

_

_
_
_
_
_
_

_

_
__

7
6
5
4
4
4
4
5
5

0.019
0.027
0.039
0.056
0.059
0.061
0.058
0.047
0.049
2.99 bits
3.04 bits
3.04 bits

Differenced Interpolators
Probability Code Length
Best 8 bit

0.001
0.016
0.027
0.058
0.083
0.084
0.066
0.042
0.020
0.037

0.000
0.000

2.92 bits
2.99 bits
3.12 bits
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Table A—14 Entropy of the Remaining Voiced and Unvoiced Log
Area Ratios as a Function of the Quantization Step Size
Bin Size
(decibels)

0.25
0.50
0.75
1.00
1.25
1.50
1.75
2.00
2.25

Total Entropy (bits per frame)
Unvoiced Frames
Voiced Frames
All
First
All
First
51.4
39.9
33.9
29.6
26.4
23.7
21.6
19.7
17.9

57.0
45.3
39.0
34.6
31.2
28.4
26.1
24.2
22.5

55.5
43.9
37.6
33.2
29.9
27.1
21.9
23.1
21.3

52.7
40.9
34.8
30.4
27.1
24.4
22.3
20.4
18.8

Table A-15 Entropy of the Remaining Voiced and Unvoiced Log
Area Ratios with a One Decibel Quantization Step Size
Parameter

Entropy (bits)
Unvoi ced Spccch
Voiced Spccch
All
First
First
All

1
2
3
4
5
6
7
8
9
10
11

4.22
3.69
3.34
3.16
2.88
3.16
2.94
3.05
2.53
2.21
2.05

4.25
3.86
3.54
3.30
3.02
3.17
3.00
3.14
2.70
2.38
2.23

3.98
3.58
3.25
2.76
2.66
2.57
2.58
2.37
2.11
1.94
1.86

4.07
3.73
3.35
2.81
2.65
2.69
2.70
2.41
2.13
2.03
1.86

Total

33.24

34.59

29.65

30.43

g
g
e
g
g
8
S
g
g
g
g

Table A-16 Mean Velues of the Remaining Voiced and Unvoiced
Log Area Ratios with a One Decibel Quantization Step Size
Parameter

g
g
g
g
g
g
g
g
g
g
g

1
2
3
4
5
6

?
8
9
10
11

Average (decibels)
Unvoiced Speech
Voiced Speech
All
All
First
First
-7.51
1.73
-3.18
1.48
0.03
2.84
1.61
1.22
-0.04
0.07
-0.09

-8.68
3.53
-2.69
2.15
0.01
3.01
1.47
1.35
-0.27
0.08
-0.10

-0.92
1.96
-2.69
-0.39
-1.61
-0.01
-0.09
0.51
0.28
0.20
0.06

-0.62
2.42
-1.94
-0.50
-1.71
-0.26
-0.27
0.50
0.19
0.20
-0.04
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Table A-17 Transmission Rates for Voiced and Unvoiced
Case II Log Area Ratio Difference Parameters with a
One Decibel Quantization Step Size

Speaker

Entropy

Group One
11SF

8 bit

Entropy

Type

Croup Two
HSF

8 bit

Male X
Male 2
Female 1
Female 2

V
V
V
V

33.9
33.1
33.3
32.9

34.3
33.6
33.7 '
33.4

34.9
34.6
34.4
34.2

34.7
34.2
34.2
34.2

35.0
34.6
34.6
34.6

35.4
34.9
34.9
34.9

Male
Female
All

V
V
V

33.6
33.2
33.5

34.1
33.7
33.9

34.7
34.5
34.7

34.5
34.2
34.4

34.8
34.6
34.7

35.2
34.9
35.1

Male 1
Male 2
Female 1
Female 2

UV
UV
uv
UV

32.1
32.2
31.9
30.9

32.7
32.7
32.6
31.7

33.6
33.7
33.5
32.4

34.1
34.8
34.4
33.3

34.5
35.2
34.9
33.8

35.0
35.5
35.5
34.3

Male
Female
All

UV
UV
UV

32.5
31.9
32.6

33.0
32.4
33.1

33.9
33.4
34.1

34.5
33.9
34.3

34.9
34.4
34.7

35.3
34.9
35.1

Table A-18 Transmission Rates for Voiced and Unvoiced
First Frame Averages, Case I Log Area Ratio Difference
Parameters with a One Decibel Quantization Step Size
Speaker

Type
Entropy

Group One
HSF

8 bit

Entropy

Croup Two
HSF

8 bit

Male
Female
All
Male
Female
All

V-spk
V-spk
V-spk
UV-spk
UV-spk
UV-Sjik

32.9
31.9
32.5
29.3
28.2
29.1

33.4
32.5
33.0
30.0
28.8
29.6

34.3
33.4
33.9
31.0
29.6
30.7

35.1
33.9
34.5
32.3
30.2
31.3

35.5
34.5
34.9
32.8
30.9
31.9

35.8
34.7
35.2
33.5
31.5
32.5

Male
Female
All
Male
Female
All

V-sex
V-sex
V-sex
UV-sex "
UV-sex
UV-se>:

32.8
32.3
32.7
29.1
28.6
29.3

33.4
32.6
33.2
29.6
29.2
29.9

34.2
33.6
34.0
30.7
30.3
31.0

35.2
34.1
34.7
31.8
31.4
31.7

35.5
34.7
35.1
32.4
31.9
32.3

35.8
35.0
35.4
33.1
32.3
32.9

Male
Female
All
Male
Fe;nale
All

V-all
V-all
V-all
UV-all
UV-all
UV-all

33.1
32.7
33.2
28.8
28.8
29.4

33.9
33.2
33.7
29.5
29.5
30.0

34.4
34.2
34.7
30.5
30.5
31.0

36.1
35.3
35.7
33.2
32.2
32.8

36.4
35.6
36.0
33.8
32.8
33.5

36.7
36.0
36.3
34.3
33.5
34.0
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Table A-19 Transmission Rates for Voiced and Unvoiced
frame Type Average, Case I Log Area Ratio Difference
Parameters with a One Decibel Quantization Step Size

Speaker

Type
Entropy

Group One
1ISF

8 bit

Entropy

Croup Two
HSF

8 bit

Male
Female
All
Male
Female
All

V-spk
V-spk
V-spk
UV-spk
UV-spk
UV-spk

33.1
32.0
32.7
29.2
27.9
28.9

33.6
32.6
33.,2
29.,8
28.,4
29.,5

34.5
33.5
34.2
30.8
29.5
30.4

36.2
34.6
35.4
32.4
30.5
31.5

36.5
35.0
35.8
33.0
31.2
32.1

36.6
35.3
36.0
33.7
31.9
32.7

Male
Female
All
Male
Female
All

V-sex
V-sex
V-sex
UV-sex
UV-sex
UV-sex

33.0
32.3
32.8
29.2
28.7
29.4

33.,7
32.,8
33.,3
29.,7
29.,2
29..9

34.3
33.8
34.3
30.7
30.3
30.9

36.0
35.0
35.5
31.7
32.0
32.0

36.4
35.4
35.9
32.5
32.7
32.7

36.6
35.7
36.1
33.1
32.9
33.3

Male
Fem.ile
All
Male
Female
All

V-all
V-all
V-all
UV-all
UV-all
UV-all

33.1
32.7
33.2
28.6
28.9
29.4

33.8
33..2
33,.7
29,.4
29.6
30,,0

34.4
34.1
34.6
30.4
30.5
30.9

36.9
36.0
36.4
32.5
32.5
33.4

37.2
36.3
36.8
33.1
33.1
33.8

37.4
36.6
37.1
33.5
34.0
32.7

Table A-20 Transmission Rates for Voiced and Unvoiced,
Non-Silent Average, Case I Log Area Ratio Difference
Parameters with a One Decibel Quantization Step Size

Speaker

Type
Entropy

Hale
Female
All
Hale
Female
AH

V-all
V-all
V-all
UV-all
UV-all
UV-all

33.2
32.7
33.2
29.1
29.2
29.7

Group One
HSF
33.9
33.2
33.9
30.0
30.0
30.4

8 bit

Entrop

34.4
34.1
34.5
31.3
31.0
31.6

36.8
35.9
30.4
38.9
33.0
38.6

Group Two
HSF
37.2
36.2
36.7
39.3
38.4
38.9

8 bit
37.5
36.5
37.0
39.5
38.4
39.0
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Table A -21 Transmission Rates for Voiced and Unvoiced
Combination of Case II, and First Frame Average, Case I
Log Area Ratio Difference Parameters with a One
Decibel Quantization Step Size
Speaker

Type
Entropy

Group One
HSF

8 bit

F.ntropy

Croup Two
11.SI-'

8 bi.l

Male
Female
All .
Ma]e
Female
All

V-cpk
V-apk
V-spk
UV-spk
UV-spk
UV-spk

33. C
33.0
33.3
31.7
30.6
31.4

34.1
33.5
33.8
32.2
31.2
31.9

34.9
34.2
34.5
33.0
32.2
32.9

34.7
34.1
34.4
33,.7
32,.4
33.,2

35.0
34.6
34.8
34.1
33.1
33.8

35.3
34.9
35.1
34.7
33.5
34.3

Male
Female
All
Male
Female
All

V-se>:
V-scx
V-scx
UV-sex
UV-sex
UV-sex

33.6
33.1
33.4
31.7
30.8
31.5

34.1
33.6
33.9
32.2
31.A
32.0

34.8
34.3
34.5
32.9
32.4
33.0

34,.7
34..2
34.,5
33.,6
32.9
33.,3

35.0
34.6
34.8
34.1
33.5
34.0

35.3
35.0
35.1
34.6
33.9
34.4

Male
Female
All
Male
Female
All

V-all
V-all
V-all
UV-all
UV-nll
UV-all

33.8
33.3
33.6
31.9
31.0
31.7

34.3
33.8
34.1
32".4
31.6
32.2

35.1
34.6
34.8
33.4
32.6
33.1

34.,9
34. 5
34. 7
34.2
33.3
36.8

35.2
34.9
35.1
34.7
33.9
34.4

35.6
35.2
35.4
35.0
34.5
34.8

Table A-22 Transmission Rates for Voiced and Unvoiced
Combination of Case II, and Frame Type Average,
Case I Log Area Ratio Difference Parameters with
a One Decibel Quantization Step Size

Speaker

Entropy

Group One
HSF

8 bit

Entropy

Type;

Group Two
HSF

8 bit

Hale
Female
All
Male
Female
All

V-spk
V-spk
V-spk
UV-spk
UV-spk
UV-spk

33.8
33.1
33.5
31.6
30.5
31.3

34.3
33.6.
34.0
32.1
31.1
31.9

35.0
34.,3
34.,6
32.,9
32.,1
32. 8

35.0
34.4
34.7
33.8
32.5
33.2

35.,3
34.,7
35.,0
34.,3
33.2
33.,9

35.6
35.1
35.3
34.7
33.7
34.3

Male
Female
All
Male
Female
All

V-sex
V-sex
V-sex
UV-sex
UV-sex
UV-sex

33.7
33.2
33.5
31.6
30.9
31.5

34.2
33.7
34.0
32.1
31.5
32.0

35,,0
34.,4
34..7
33..0
32.4
33..0

34.9
34.5
34.7
33.5
33.2
33.4

35..2
34..8
35.,0
34.,1
33..8
34.,1

35.5
35.2
35.4
34.5
34.3
34.4

Male
Female
All
Male
Fcmale
All

V-all
V-all
V-all
UV-all
UV-all
UV-all

33.9
33.4
33.7
31.7
31.1
31.6

34.5
33.9
34.2
32.1
31.6
32.1

35,.3
34,.6
34,.9
33,.1
32.5
33.1

35.2
34.8
35.0
33.8
33.5
33.7

35..5
35..1
35,.3
34,.3
34..1
34..3

35.8
35.4
35.6
34.7
34.7
34.8
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Table A-23 Transmission Rates for Voiced and Unvoiced
Combination of Case II and Non-Silent Average, Case I
Log Area Ratio Difference Parameters for a One
Decibel Quantization Step Size

Speaker

Type
Entropy

Hale
Female
All
Male
Female
All

V-all
V-all
V-all
UV-all
UV-all
UV-all

33.9
33. A
33.7
33.3
32.5
33.2

Group One
I1SF

8 bit

Entropy

34.4
33.9
34.2
33.9
33.2
33.7

35.3
34.6
34.9
34.8
33.9
34.7

35.2
34.7
35.0
37.0
36.4
36.7

Croup Two
1ISF
35.4
35.1
34.8
37.4
36.8
37.2

8 bit
35.8
35.4
35.3
37.4
37.0
37.2

Table A-24 Transmission Rates for Combined Voicing
Type and Combined Case I and Case II Log Area Ratio
Difference Parameters with a One Decibel
Quantization Step Size

Speaker

Type
Entropy

Group One
HSF

Group Two
HSF

8 bit

8 bit

Entropy

33.9
33.2
33.6

34.8
34.0
34.3

34.6
33.9
34.2

34.9
34.4
34.7

35.2
34.7
35.0

33.9
33.3
33.7

34.7
34.1
34.3

34.5
34.0
34.3

34.9
34.5
34.7

35.2
34.8
35.0

Male
Female
All

l-spk
1-spk
l-spk

33.4
32.7
33.1

Male
Female
All

1-sex
1-sex
1-sex

33.A
32.8
33.2

Male
Female
All

1-all
1-all
1-all

33.6
33.]
33.4

34.1
33.6
33.9

34.9
34.3
34.7

34.8
34.4
34.6

35.2
34.8
35.0

35.5
35.1
35.3

Male
Female
All

T-spk
T-spk
T-spk

33.6
32.8
33.2

34.0
33.3
33.8

34.9
34.?.
34.6

34.8
34.1
34.5

35.2
34.5
34.9

35.4
34.9
35.2

Male
Female
All

T-sex
T-sex
T-sex

33.5
33.0
33.3

34.0
33.5
33.8

34.9
34.2
34.6

34.7
34.3
34.5

35.1
34.7
34.9

35.4
35.0
35.2

Male
Female
All

T-all
T-all
T-all

33.7
33.2
33.5

34.2
33.7
34.0

35.0
34.4
34.8

35.0
34.6
34.8

35.3
35.0
35.1

35.6
35.3
35.5

.
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Table A-25a Fraction of the Total Variance Included for
One to Eight Orthogonal Parameters for Voiced Speech
with 30 or 900 Data Frames per Orthogonal Analysis

Value

Fraction of Total Variance Included for k rariinctiTS
k-1

2

3

4

5

6

7

8

Average
lliph °
Lot

0.43
0.58
0.28

0.63
0.66
0.50

0.77
0.86
0.66

0.84
0.90
0.76

0.89
0.93
0.82

0.93
0.96
0.88

0.96
0.97
0.93

0.97
0.98
0.95

Average
lUeh
Lo.:

0.38
0.40
o.36

0.56
0.62
0.59

0.69
0.70
0.68

0.77
0.77
0.76

0.82
0.83
0.82

0.87
0.88
0.87

0.91
0.91
0.91

0.94
0.94
0.94

Table A-25b Fraction of the Total Variance Included for
One to Eight Orthogonal Parameters for Unvoiced Speech
with 30 or 180 Data Frames per Orthogonal Analysis

Fraction of lotal Variance Included for k Parameters
k--l
2
3
4
5
6
8
7
Average
Hifih
Low

0.46
0.62
0.32

0.66
0.77
0.58

0.76
0.86
0.68

0.86
0.92
0.80

0.90
0.95
0.85

0.93
0.96
0.90

0.95
0.98
0.93

0.97
0.99
0.96

Average
High
Low

0.40
0.42
0.39

0.63
0.66
0.59

0.74
0.83
0.77
0.84
0.69 . 0.79

0.88
0.85
0.83

0.91
0.90
0.86

0.93
0.92
0.90

0.95
0.95
0.93

Table A-26 Entropy and Mean Values for Individual
Voiced and Unvoiced Orthogonal Parameters with
a One Decibel Quantization Step Size
Parameter

e
e
e
e
e
e
e

1
2
3
4
5
6
7

Voiccd Francs
Entropy
Average
(bits)
(dccibuls)
4.87
4.38
4.12
3.83
3.73
.3.77
4.10

-7.31
-2.04
3.80
1.99
-3.43
0.90
-0.26

Unvoiced Frames
Kntropy
Average
(bits)
(decibe]s)
4.14
3.89
3.59
2.89
3.01
2.45
2.34

1.17
0.04
-0.83
1.83
0.63
0.58
-0.37
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Table A-27 Entropy and Mean Values for Individual
Voiced and Unvoiced Differenced Orthogonal Parameters
with a One Decibel Quantization Step Size

Parameter

Ae
Ac
Ae
Ae
Ae
Ae
Ae

1
2
3
4
5
6
7

Voiced Frames
Average
Entropy
(dccibels)
(bitr.)
4.14
3.72
3.43
3.15
3.16
3.02
2.93

Unvoiccd Frames
Average
Entropy
(decibcls)
(bits)
4.33
3.98
3.50
3.33
3.10
2.89
2.75

-0.00
0.00
-0.00
-0.00
-0.00
0.00
0.00

0.00
0.00
-0.01
-0.00
0.00
0.01
-0.00

Table A-28 Transmission Rate for Six and Seven Voiced
Differenced Orthogonal Parameters with a One
Decibel Quantization Step Size

Speaker

k
Entropy

Croup One
HSF

8 bit

Entropy

Group Two
HSF

8 bit

Male
Female
All

6
6
6

20.8
20.4
20.7

21.1
20.7
20.9

21.3
20.9
21.1

21.3
20.9
21.2

21.6
21.3
21.4

21.7
21.4
21.5

Hale
Female
All

7
7
7

23.9
23.2
23.6

24.1
23.5
23.9

24.4
23.9
24.2

24.5
23.9
24.2

24.9
24.2
24.6

25.0
24.3
24.7
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Table A-29 Transmission Rates for Three and Four
Unvoiced Differenced Orthogonal Parameters with
a One Decibel Quantization Step Size

Speaker

k
Entropy

Group
HSF

8 bit

Entropy

Group Two
11SF

8 bit

Ha]e
Female
All

3
3
3

12.1
11.6
11.9

12.2
11.7
12.0

12.3
11.8
12.1

12.A
11.9
12.2

12.5
12.0
12.3

12.5
12.0
12.3

Male
Female
All

A
A
A

15.5
1A.8
15.2

15.9
15.0
15.A

15.6
15.2
15.5

15.9
15.3
15.5

16.1
15.5
15.7

16.1
15.5
15.7

Table A-30 Codeword Lengths for Voiced and Unvoiced
Differenced Orthogonal Parameter Transmission Codes

Difference Value

(Bin Center Value
in decibels)

Codeword Lengths for the Diffciencc Value

Voiccd Speech
(k=6)

Unvoiced Speech
(k=3)

-12.0

8

7

-11.0
-10.0

8
8

8

-

9.0
8.0
7.0
6.0
5.0
4.0
3.0
2.0
1.0
0.0
1.0
2.0
3.0
A.O
5.0
6.0
7.0
8.0
9.0

8
8
7
6
5
5
4
3
3
2
3
A
A
5
6
7
7
8
8

8

10.0
11.0

8
8

8

12.0

8

7

7

7
6
5
5
5
4

3
3
3
A
3
A
A
5
5
6
7
7
8
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