
Modeling inhibition-mediated neural dynamics
in the rodent spatial navigation system

Item Type text; Electronic Dissertation

Authors Lyttle, David Nolan

Publisher The University of Arizona.

Rights Copyright © is held by the author. Digital access to this material
is made possible by the University Libraries, University of Arizona.
Further transmission, reproduction or presentation (such as
public display or performance) of protected items is prohibited
except with permission of the author.

Download date 24/05/2023 20:53:11

Link to Item http://hdl.handle.net/10150/311105

http://hdl.handle.net/10150/311105


Modeling inhibition-mediated neural dynamics in

the rodent spatial navigation system

by

David Lyttle

A Dissertation Submitted to the Faculty of the

Graduate Interdisciplinary Program in Applied
Mathematics

In Partial Fulfillment of the Requirements
For the Degree of

Doctor of Philosophy

In the Graduate College

The University of Arizona

2 0 1 3



2

THE UNIVERSITY OF ARIZONA

GRADUATE COLLEGE

As members of the Dissertation Committee, we certify that we have read the disser-
tation prepared by David Lyttle entitled
Neural dynamics in the rodent spatial navigation system
and recommend that it be accepted as fulfilling the dissertation requirement for the
Degree of Doctor of Philosophy.

Date: October 24, 2013
Jean-Marc Fellous

Date: October 24, 2013
Kevin Lin

Date: October 24, 2013
Joanna Masel

Final approval and acceptance of this dissertation is contingent
upon the candidate’s submission of the final copies of the dissertation
to the Graduate College.

I hereby certify that I have read this dissertation prepared under
my direction and recommend that it be accepted as fulfilling the
dissertation requirement.

Date: October 24, 2013
Jean-Marc Fellous

Date: October 24, 2013
Kevin Lin



3

Statement by Author

This dissertation has been submitted in partial fulfillment of re-
quirements for an advanced degree at The University of Arizona and
is deposited in the University Library to be made available to bor-
rowers under rules of the Library.

Brief quotations from this dissertation are allowable without spe-
cial permission, provided that accurate acknowledgment of source is
made. Requests for permission for extended quotation from or repro-
duction of this manuscript in whole or in part may be granted by the
head of the major department or the Dean of the Graduate College
when in his or her judgment the proposed use of the material is in the
interests of scholarship. In all other instances, however, permission
must be obtained from the author.

Signed: David Lyttle



4

Acknowledgments

This dissertation was only possible due to a tremendous amount of support from
others, both professionally and my personal life. On the academic side, I would
first and foremost like to thank my advisors, Jean-Marc Fellous and Kevin Lin, for
their scientific and career guidance, financial support, and willingness to take on an
interdisciplinary oddball such as myself as a student. I would also like to thank
Joanna Masel, my third committee member, for serving on my committee and for her
guidance both during and after my time as a rotation student in her lab. I am grateful
to a number of people affiliated with the applied math program. I would like to
specifically thank Tim Secomb and Joe Watkins, both for organizing the quantitative
biology colloquium (a formative component of my graduate career), and for their
personal instruction and advice. In addition I’d like to thank Dr. Tabor for admitting
me into the program, providing support (both financial and otherwise), and allowing
me a considerable amount of freedom to pursue my scientific interests, even when
they differed somewhat from more traditional applied math topics. Stacey LaBorde
and Anne Keyl were also tremendously helpful throughout my time here, and I am
grateful for their help and patience in navigating various bureaucratic complexities
over the years. I would also like to thank the Math department for providing several
semesters worth of teaching opportunities, as well as my various teaching supervisors.

In my personal life, I’d of course like to thank my family for their support, love,
frequent visits, and innumerable plane tickets back to Louisville. I have also been
fortunate to have made a number of very good friends during my time in Tucson. I
feel lucky to have met so many interesting and fun people, who collectively served
as an invaluable support system and source of relief from the inevitable stresses of
graduate study. Without such friends my time in Tucson would have been very
different, and much less enjoyable, and I hope to maintain these friendships long
after I have left.

Finally, and perhaps most importantly, I’d like to thank my girlfriend Lauren, who
moved here from Louisville with me and has been incredibly supportive and loving
throughout my time in graduate school. Her presence has kept me grounded and
(mostly) sane throughout the duration of my academic career, and for that, among
many other things, I am incredibly grateful.



5

Table of Contents

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

Chapter 1. Introduction and Background . . . . . . . . . . . . . . . 10
1.1. Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.2. Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

1.2.1. Basic neuroscience review . . . . . . . . . . . . . . . . . . . . 12
1.2.2. The rat spatial navigation systems . . . . . . . . . . . . . . . 17
1.2.3. Models of the hippocampus and entorhinal cortex . . . . . . . 23

1.3. Specific questions addressed by this dissertation . . . . . . . . . . . . 29
1.3.1. What determines the size of place fields formed by winner-take-

all inhibition? . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
1.3.2. What factors influence the stability of inhibition-mediated spik-

ing continuous attractor networks? . . . . . . . . . . . . . . . 31
1.3.3. How to detect important features (bursts, inhibition) in neural

spike data? . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

Chapter 2. Place field scale and stability along the dorsoven-
tral axis of the hippocampus . . . . . . . . . . . . . . . . . . . . . . 35
2.1. Introduction and Motivation . . . . . . . . . . . . . . . . . . . . . . . 35
2.2. Description of the model used in Lyttle et al 2013 . . . . . . . . . . . 37

2.2.1. Inputs into place cells . . . . . . . . . . . . . . . . . . . . . . 38
2.2.2. Network architecture . . . . . . . . . . . . . . . . . . . . . . . 39
2.2.3. The winner-take-all mechanism underlying place field formation 43

2.3. Summary of key results . . . . . . . . . . . . . . . . . . . . . . . . . . 44
2.3.1. Factors influencing the scale of spatial representations . . . . . 44
2.3.2. Implications of the winner-take-all inhibition model . . . . . . 52
2.3.3. The effect of grid geometry and other hippocampal inputs . . 58
2.3.4. The importance of stable grid inputs . . . . . . . . . . . . . . 59

2.4. Future work - implementing the model using spiking neurons . . . . . 62

Chapter 3. The stability and dynamics of spiking continuous at-
tractor networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
3.1. Introduction and motivation . . . . . . . . . . . . . . . . . . . . . . . 63
3.2. One-dimensional attractor networks . . . . . . . . . . . . . . . . . . . 65

3.2.1. Single neurons and synapses . . . . . . . . . . . . . . . . . . . 65
3.2.2. Network architectures . . . . . . . . . . . . . . . . . . . . . . 68



Table of Contents—Continued

6

3.3. Numerical results for one-dimensional networks . . . . . . . . . . . . 72
3.3.1. Center-surround vs. inhibition-mediated networks . . . . . . . 72
3.3.2. The effect of synaptic timescales and input rates on the stability

of inhibition-mediated networks . . . . . . . . . . . . . . . . . 77
3.3.3. A proposed mechanism underlying pattern instability . . . . . 79

3.4. Two-dimensional attractor networks . . . . . . . . . . . . . . . . . . . 89
3.4.1. Two-dimensional network architectures . . . . . . . . . . . . . 90
3.4.2. The effect of synaptic timescales on the 2D center-surround

networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
3.4.3. The effect of time scales and firing rates on pattern stability in

2D inhibition-mediated networks . . . . . . . . . . . . . . . . 93
3.5. Discussion and future work . . . . . . . . . . . . . . . . . . . . . . . . 97

3.5.1. Open questions and future work . . . . . . . . . . . . . . . . . 100

Chapter 4. A new spike train similarity measure designed to de-
tect shared inhibition . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
4.1. Introduction and background . . . . . . . . . . . . . . . . . . . . . . 103
4.2. A new similarity measure . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.2.1. Inhibition sensitive measure . . . . . . . . . . . . . . . . . . . 108
4.2.2. Burst sensitive measure . . . . . . . . . . . . . . . . . . . . . . 109
4.2.3. Combined, weighted measure . . . . . . . . . . . . . . . . . . 110

4.3. Benchmarking the combined measure . . . . . . . . . . . . . . . . . . 111
4.3.1. Test description . . . . . . . . . . . . . . . . . . . . . . . . . . 112
4.3.2. Test results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

4.4. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

Chapter 5. Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
5.1. The scale and stability of spatial representations . . . . . . . . . . . . 123

5.1.1. Inhibition-mediated dynamics in spatial navigation . . . . . . 124
5.2. Spiking dynamics can affect global network behavior . . . . . . . . . 125

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126



7

List of Figures

Figure 1.1. The hippocampus and entorhinal cortex . . . . . . . . . . . . . 17
Figure 1.2. Place cells and grid cells . . . . . . . . . . . . . . . . . . . . . . 20
Figure 1.3. Simple summation models of place cells . . . . . . . . . . . . . 25
Figure 1.4. Schematic of a simple 1D continuous attractor network . . . . . 28

Figure 2.1. Diagram of the dorsoventral hippocampus model . . . . . . . . 40
Figure 2.2. Parameters governing network architecture . . . . . . . . . . . . 42
Figure 2.3. Effect of network parameters on ventral place field size . . . . . 45
Figure 2.4. Experimental and simulated cumulative distribution functions of

place field sizes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
Figure 2.5. Effect of overlap between place cell modules in the winnertake-

all interactions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
Figure 2.6. A variant on the model with non-continuous, step-like changes

in the amount of non-spatial input along the dorsoventral axis . . . . . . 56
Figure 2.7. Response of place cell representation to changes in grid node

firing rate variability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

Figure 3.1. One-dimensional network architectures . . . . . . . . . . . . . . 68
Figure 3.2. Connectivity patterns in the one-dimensional networks . . . . . 70
Figure 3.3. Response of center-surround network to changing synaptic timescales 73
Figure 3.4. Effect of synaptic timescales on pattern stability in the inhibition-

mediated network . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
Figure 3.5. Firing rate responses of the two network architectures . . . . . 77
Figure 3.6. Effect of synaptic timescales and background input rates on pat-

tern drift in the inhibition-mediated networks . . . . . . . . . . . . . . . 78
Figure 3.7. Centering and flipping the bump, and event size distributions on

the leading edge vs. the trailing edge . . . . . . . . . . . . . . . . . . . . 81
Figure 3.8. Fluctuations on the periphery of the bump induce movement . 83
Figure 3.9. Cartoon illustration of proposed mechanism for bump drift . . . 86
Figure 3.10. Fast excitatory synapses and low input rates produce large, syn-

chronous fluctuations in the inhibitory population . . . . . . . . . . . . . 88
Figure 3.11. Example connectivity patterns for the 2D networks . . . . . . . 91
Figure 3.12. Response of the 2D center-surround networks to synaptic timescales 92
Figure 3.13. Effect of synaptic timescales and background rates on pattern

stability in the 2D inhibition-mediated network . . . . . . . . . . . . . . 94
Figure 3.14. Effect of synaptic timescales and input rates on the synchronous

firing events in the 2D inhibitory mediated network . . . . . . . . . . . . 96

Figure 4.1. Example spike trains . . . . . . . . . . . . . . . . . . . . . . . . 107
Figure 4.2. Illustration of the silence sensitive component of the LF measure 109



List of Figures—Continued

8

Figure 4.3. Example spike trains from test dataset . . . . . . . . . . . . . . 113
Figure 4.4. Silence sensitivity of existing measures . . . . . . . . . . . . . . 116
Figure 4.5. Silence sensitivity of new measure . . . . . . . . . . . . . . . . . 117
Figure 4.6. Burst sensitivity of existing measures . . . . . . . . . . . . . . . 119
Figure 4.7. Burst sensitivity of new measure . . . . . . . . . . . . . . . . . 120



9

Abstract

The work presented in this dissertation focuses on the use of computational and math-

ematical models to investigate how mammalian brains construct and maintain stable

representations of space and location. Recordings of the activities of cells in the hip-

pocampus and entorhinal cortex have provided strong, direct evidence that these cells

and brain areas are involved in generating internal representations of the location of

an animal in space. The emphasis of the first two portions of the dissertation are

on understanding the factors that influence the scale and stability of these represen-

tations, both of which are important for accurate spatial navigation. In addition,

it is argued in both cases that many of the computations observed in these systems

emerge at least in part as a consequence of a particular type of network structure,

where excitatory neurons are driven by external sources, and then mutually inhibit

each other via interactions mediated by inhibitory cells.

The first contribution of this thesis, which is described in chapter 2, is an investi-

gation into the origin of the change in the scale of spatial representations across the

dorsoventral axis of the hippocampus. Here it will be argued that this change in scale

is due to increased processing of nonspatial information, rather than a dorsoventral

change in the scale of the spatially-modulated inputs to this structure.

Chapter 3 explores the factors influencing the dynamical stability of class of

pattern-forming networks known as continuous attractor networks, which have been

used to model various components of the spatial navigation systems, including head

direction cells, place cells, and grid cells. Here it will be shown that network architec-

ture, the amount of input drive, and the timescales at which cells interact all influence

the stability of the patterns formed by these networks.
Finally, in chapter 4, a new technique for analyzing neural data is introduced.

This technique is a spike train similarity measure designed to compare spike trains
on the basis of shared inhibition and bursts.
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Chapter 1

Introduction and Background

1.1 Overview

This dissertation presents an interrelated set of projects in computational neuro-

science, an interdisciplinary field which uses the construction, simulation and analysis

of theoretical models to better understand how nervous systems function. Fundamen-

tal questions regarding how nervous systems work are often difficult if not impossible

to address through experimental means alone, given that data collected in the ab-

sence of an underlying theoretical framework or set of organizing principles yields, at

best, a partial collection of insights into specific phenomena. Part of the usefulness

of computational models in neuroscience is that they 1.) provide specific, formal

descriptions of neural phenomena that allow one to organize existing data into co-

herent theoretical frameworks, and 2.) can be used to extrapolate into situations

beyond those that they were initially constructed to describe, thereby generating new

hypotheses and testable predictions that can motivate further experimental work.

More fundamentally, they allow one to develop a high-level understanding of how

neural systems perform computations, in addition to a providing descriptions of the

underlying physical processes at the level of cells and tissues.

A perennial question in neuroscience is the relationship between the structure of

a neural network and dynamical behaviors that it displays. Determining the precise

structure of a given brain network can be experimentally difficult, simply due to the

complexity of the structures involved and technical limitations. Furthermore, most

of the experimental techniques that do exist for uncovering network structure are

typically done in vitro, e.g., in slices of brain tissue that have been removed from

a sacrificed animal. In contrast, experimentally observing the dynamics of neural
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networks typically involves recording or otherwise measuring the activity of one or

more isolated neurons, in response to some stimulus or behavioral task. Consequently,

experimental data regarding network structure is often either incomplete or gathered

in such a way as to make the connection between structure and function difficult to

resolve through purely experimental means.

This difficulty illustrates a specific way in which that computational and math-

ematical models of neural systems can be of value. By simulating different possible

network architectures (constrained by experimental data whenever possible), one can

make predictions about the consequences of different architectures with respect to the

observable behaviors and functionality of the real biological system. These predic-

tions can be either compared to experimental data or used to design new experiments.

Then, by comparing the different predicted outcomes to the experimental data one

can make inferences and gain insights into the structure of the real biological network.

Furthermore, models can sometimes be used to deduce general principles about the

structure/function relationships of different classes of networks, which can be gener-

alized to a range of other contexts.

The focus of this dissertation is on the dynamical and functional consequences of

a particular type of network structure, in which the interactions between excitatory

cells are indirect and mediated through inhibitory neurons. In particular, it will be

argued that several properties of the rat spatial navigation system emerge as a con-

sequence of this type of architecture. The ability of an animal to navigate through

space is a fundamental cognitive task, and a prerequisite for a host of other behaviors

(migration, locating food, avoiding predators, etc.) that are critical for survival and

reproduction. As such, understanding the neural basis of spatial cognition in various

species has been (and continues to be) a topic of intense and active research, involving

both experimental and computational approaches. Intriguingly, the same brain areas

involved in spatial navigation (the hippocampus and entorhinal cortex) have also been

shown to be critical for episodic memory formation, which has provided even greater
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motivation to understand the structure and function of these areas. Consequently, the

abundance of experimental data that has been generated makes the rat spatial navi-

gation system an excellent context in which to explore broad, theoretically-motivated

questions such as the relationship between network structure and dynamics, while

also providing insights into specific, experimentally-observed phenomena such as the

scale or stability of spatial representations in the brain.

The specific contributions of this dissertation are threefold. The first is a com-

putational model of the hippocampal-entorhinal network aimed at providing insight

into the scale of spatial representations observed in different hippocampal regions,

which will be discussed in chapter 2. Work described in chapter 3, focuses on ques-

tions of stability and dynamics of spiking “continuous attractor networks,” with an

emphasis on networks in which the interactions between excitatory cells are medi-

ated through inhibitory neurons. In the third and final portion of the dissertation,

discussed in chapter 4, a new method for neural data analysis is presented, which

focuses on detecting periods of shared inhibition in neural spike data.

1.2 Background

1.2.1 Basic neuroscience review

Throughout this dissertation there will be references to a number of fundamental

neuroscience concepts and terms. A basic familiarity with these concepts is crucial

for understanding the work presented in subsequent chapters. What follows is a brief

and simplified review of some key terms and ideas, beginning with the definition of

a neuron. Neurons are electrically active cells, which communicate with one another

via electrical and chemical signals, and serve as fundamental components of nervous

systems. Structurally, neurons typically have a central cell body (the soma), a col-

lection of branches which receive inputs (dendrites), and a structure which transmits

information to other cells (the axon or axonal tree) [Kandel et al., 2000]. Informa-
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tion is transmitted between neurons through connections called synapses, with the

cell sending input referred to as the “pre-synaptic” cell, and the cell receiving input

referred to as the “post-synaptic” cell. The strength of the interaction between two

cells at a particular synapses is often referred to as that synaptic weight, and the

length of time that a given synaptic input affects the post-synaptic cell is called the

“synaptic timescale” (synaptic timescales are a key concept for the work described in

chapter 3).

In the absence of stimulation or input from other cells, neurons will maintain a

more or less constant (and by convention, negative) electrical potential across their cell

membranes known as the resting potential. Neurons are excitable systems, meaning

that if a neuron receives a sufficient amount of excitatory input to cross its threshold,

a rapid, all-or-nothing wave of electrical activity called an “action potential” or spike

can be generated and propagated down the axon to its post-synaptic targets. The

temporal sequence of spikes emitted by a neuron is called a spike train. Broadly

speaking, input from other cells can be either excitatory (pushing the membrane

voltage toward threshold and making it more likely to spike), or inhibitory (pushing

the voltage away from threshold and making it less likely to spike). Individual neurons

can generally be classified as either excitatory or inhibitory, depending on the effects

they exert on their post-synaptic targets [Kandel et al., 2000].

Many mathematical models incorporating varying degrees of complexity and bi-

ological detail have been proposed to capture the spiking dynamics of neurons, in-

cluding the famous Hodgkin-Huxley model [Hodgkin and Huxley, 1952] and a host

of simpler models [Gerstner and Kistler, 2002, Izhikevich, 2004] . One example of a

simple model of a spiking neuron that captures these dynamics is the so-called Leaky

Integrate and Fire (LIF) model [Gerstner and Kistler, 2002]. In its most basic and

simplified form, the LIF model describes the voltage dynamics of a neuron using the

equation
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τ
dV

dt
= −V + I + r (1.1)

with the additional constraint that when V ≥ Vthresh, the neuron fires a spike and

the voltage is reset to a lower value: V → Vreset. Here V is a variable describing the

neuron’s voltage, I is the sum of all synaptic input currents, r is the resting potential

of the neuron, τ is the time constant of the voltage dynamics (which is determined

by biophysical properties of the neuron such as the leak conductance and membrane

capacitance), and Vthresh and Vreset are the threshold and reset voltages, respectively.

The effect of an incoming spike on a neuron depends on how the synapses are mod-

eled. Two main classes of synapse models are used, “current-based” and “conductance-

based.” Current-based models are simpler, and assume that the effect of an incoming

spike results in a brief current injection, usually in the form of an instantaneous jump

followed by an exponential decay at some timescale τsyn, or as an “alpha function,”

which is similarly shaped but has a finite rise time, and also decays with some char-

acteristic timescale. Conductance-based synapses are somewhat more realistic and

model the effect of an incoming spike as a jump in the conductance of the cell mem-

brane, given by the variable gsyn. At the time of an input spike the conductance

jumps by some amount W , where W describes the strength of the synapse:

gsyn(tspike)→ gsyn(tspike) +W (1.2)

In the absence of inputs, the conductance will decay exponentially toward zero

with some time constant τsyn according to the equation:

gsyn(t) = Θ(t− tspike)gsyn(tsyn)e
−(t−tspike)

τsyn (1.3)

The effect of the change in conductance is to introduce a current into the cell

and pull the membrane voltage V toward either the excitatory or inhibitory “reversal

potential” Erev:
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Isyn(t) = gsyn(t)(Erev − V (t)) (1.4)

A wide variety of synapse and neurotransmitter types exist in the brain, but for

the purposes of the work, the important ones to be aware of are:

1. AMPA synapses, which are excitatory (pushing the cell toward threshold), re-

spond to the neurotransmitter glutamate, and have a fast time constant of 1-3

ms.

2. GABA synapses, which are inhibitory (pulling the cell away from threshold),

respond to the neurotransmitter GABA, and have a slightly slower time constant

of 5-10 ms

3. NMDA synapses, which like AMPA synapses, are excitatory, but have a much

slower time constant of around 100 ms, and exhibit more complicated dynamics

not described above, such as voltage gating and saturation at high spike rates.

These properties will be discussed in more detail in chapter 3.

A slightly more elaborate and detailed version of the integrate and fire model is

presented and used in the work described in Chapter 3, where additional equations

are used to describe the AMPA, GABA, and NMDA synaptic conductances in the

network.

Often, both for the purposes of building models or analyzing experimental data,

the activity of a neuron can be summarized in terms of its firing rate, which is defined

as the number of spikes it emits per unit time. Firing rate models are typically of the

form:

R = f(E − I) (1.5)

for static rate models, where the dynamics are assumed to be at equilibrium, or
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τ
dR

dt
= f(E − I) (1.6)

when the evolution of the firing rate dynamics is tracked over time. Here R is the

“firing rate” (or sometimes more generally, the “activity level”) of a neuron, E is

the summed excitatory input, I is the summed inhibitory input, τ is used to set the

timescale of the firing rate dynamics, and f is a (typically nonlinear and nondecreas-

ing) function describing the input-output behavior of the neuron [Dayan et al., 2001].

This characterization assumes that the relevant information conveyed by a neuron

is contained in its firing rate (rather than in the timing of individual spikes), which

is a form of neural coding known as rate coding. An alternative form of coding in

which the temporal sequence of spikes carries information is known as temporal cod-

ing. Both rate coding and temporal coding have been shown to exist in real neural

systems [Van Rullen and Thorpe, 2001, Kandel et al., 2000, Rieke, 1999], sometimes

simultaneously [O’Keefe and Burgess, 2005, Huxter et al., 2003].

In the work described in this dissertation, both firing rate models (Chapter 2) and

spiking models (Chapter 3) of individual neurons are used. The relative merits and

drawbacks of each approach will be a recurring theme throughout this work, and will

be discussed thoroughly in chapter 5.
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1.2.2 The rat spatial navigation systems

Figure 1.1. The hippocampus and entorhinal cortex

Figure 1.1 - The hippocampus and entorhinal cortex
Illustrations of the hippocampus, comparing the morphology and location of the structure in 
humans and rats,  adapted from (Buzsaki 2011). Note the location  dorsal and ventral 
subdivisions of the rat hippocampus. B Illustration of the entorhinal cortex in a rat brain, 
which is adjacent to, and the primary input/output structure of the hippocampus. The pink 
portion is the dorsal entrorhinal cortex, while the ventral region in shaded blue. Adapted from 
(Witter 2011).

(Buszaki, 2011)

A B

(Witter, 2011)

Hippocampus Entorhinal cortex

Two specific brain areas have been shown to be crucial for spatial navigation: the hip-

pocampus, and an associated cortical region which provides input to the hippocampus

called the medial entorhinal cortex. Figure 1.1A adapted from [Buzsaki, 2011], shows

diagrams of the hippocampus in human and rat brain, while figure 1.1B (adapted from

[Witter, 2011]) shows a cutaway revealing the closely-connected entorhinal cortex.

Most of the work responsible for demonstrating the importance of these structures

for spatial navigation has been done using rats and mice due to practical considera-

tions, an important one being that the hippocampus occupies a substantial portion

of the total brain volume in these species [Paxinos and Watson, 2006]. However,

it is thought that these or related structures play similar roles in a range of mam-

malian species, including bats, monkeys and humans [Ulanovsky and Moss, 2007,

Rolls et al., 1997, West, 1990, O’Keefe et al., 1998]. Furthermore, the presence of a
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hippocampus-like structure has been observed in animal brains across a variety of tax-

onomic groups, including birds and fish [West, 1990, Colombo and Broadbent, 2000,

Vargas et al., 2006]. The most straightforward evidence implicating these structures

as being involved in spatial navigation is the observation that animals with targeted

hippocampal or entorhinal lesions1 showed impaired performance on spatial naviga-

tion tasks relative to controls [Morris et al., 1982, Steffenach et al., 2005]. More

direct evidence demonstrating the role these areas in spatial cognition came with the

discovery of so-called “place cells” in the hippocampus [O’Keefe, 1976], and much

more recently, “grid cells” in the medial entorhinal cortex [Hafting et al., 2005] via

direct electro-physiological recordings. Although initially discovered in rats, spatially

modulated cells resembling place cells and grid cells have been recorded in a number

of species in cluding bat, monkeys [Yartsev et al., 2011, Ulanovsky and Moss, 2007,

Rolls et al., 1997] and humans [Ekstrom et al., 2003, Doeller et al., 2010, Jacobs et al.,

2013]. The experimental and theoretical literature pertaining to place cells and grid

cells is vast, and stretches back through several decades of research. The following

sections summarize some basic properties of place cells, grid cells and various compu-

tational models that describe them, with a special emphasis placed on the properties

most relevant to the work described in later chapters.

Place cells and grid cells

Place cells are excitatory cells found throughout the hippocampus (but predom-

inantly within substructures of the hippocampus known as CA1 and CA3) that fire

preferentially when an animal traverses a specific region of space. The firing patterns

of these cells can be observed by extracellularly recording their spiking activity in

vivo when an animal moves through an environment. When the number of spikes per

spatial location is divided by the proportion of time that the animal spent in each

location, the resulting time-averaged firing rate map shows a specific patch of space

1the word “lesion” here refers to the damage or inactivation of the structure via chemical or
surgical means
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where the cell is more likely to fire [O’Keefe, 1976]. This region is referred to as that

cell’s “place field.” Figure 1.2A, top (adapted from [Moser et al., 2008]), shows an

example of a single cell’s place field recorded while a rat performed a random foraging

task in a 1 m2 environment. Different place cells have distinct place fields, and it is

thought that collectively, place cells encode a spatial “map” of the external environ-

ment [Leutgeb et al., 2005, O’Keefe and Dostrovsky, 1971, O’keefe and Nadel, 1978,

McNaughton et al., 2006]. One piece of evidence for this spatial map hypothesis is

the phenomenon of global remapping, a process in which the spatial map is observed

to change dramatically when an animal is placed into a different environment or if

the environment is sufficiently altered [Wills et al., 2005]. When global remapping

occurs, the locations of the place fields will change in a seemingly random fashion,

with some previously silent cells displaying place fields, and some previously active

cells becoming silent [Wills et al., 2005]. Importantly, when the animal is restored

to its original environment, the original “map” (i.e. the original set of place field

locations) will be restored [Lever et al., 2002].
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Figure 1.2. Place cells and grid cells

Figure 1.2 - Place cells and grid cells
A Example recordings of a hippocampal place cell (top) and an entorhinal grid cell (bottom). 
The black traces show the path of a rat through an environment, and the red dots show the 
locations where the cell spiked. Place cells are active in a single patch of physical space, 
while grid cells fire in a triangular grid pattern that extends through space (adapted from 
Moser et al 2008). B Example time-averaged firing rate maps of cells recorded in the dorsal 
(left) and ventral (right) portions of the hippocampus, showing the change in the spatial 
scale and regularity of the place fields recorded in these two regions (adapted from Royer et 
al 2010). C Example recordings of grid cells at different dorsovental locations, showing an 
increase in grid scale from dorsal to ventral cells (adapted fom Stensola et al 2012).

(Royer et al 2010)

(Moser et al 2008))

A B

(Moser et al 2008)

(Stensola et al 2008)

Grid cell:

Place cell:

C

A particularly important property of place cells, for the purpose of this disserta-

tion, is the observed difference in place field sizes between cells recorded dorsally (the

portion of the hippocampus near the top of the rat brain) vs. ventrally (the portion
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of the hippocampus near the bottom of the brain). Dorsal cells have small, com-

pact and stable place fields, rat while cells recorded ventrally display much larger,

irregularly-shaped and less stable place fields [Royer et al., 2010, Kjelstrup et al.,

2008, Jung et al., 1994]. Examples are shown in figure 1.2B, adapted from [Royer

et al., 2010], where the fields of dorsal cells can be observed on the left and the fields

of ventral cells on the right. For technical reasons, dorsal cells are much easier to

record, and therefore the bulk of place cell recordings are from the dorsal-most por-

tion of the hippocampus, with recordings from the intermediate and ventral regions

being comparatively rare [Kjelstrup et al., 2008, Royer et al., 2010, Jung et al., 1994].

Consequently, it is not known whether the increase in field size happens continuously

or discretely along the dorsoventral axis of the hippocampus [Yartsev, 2010]. The

factors responsible for this change in spatial scale is the subject of chapter 2, which

summarizes the results of a recent publication [Lyttle et al., 2013]. It is important

to note, for the purposes of the work described in chapter 2, that these dorsoven-

tral changes in place field scale occur in tandem with dorsoventral differences in the

amount of nonspatial and contextual input to the hippocampus [Amaral and Wit-

ter, 1989, Petrovich et al., 2001, Witter et al., 1989, Risold and Swanson, 1996], and

that it has been suggested that these two hippocampal subregions have functionally

distinct roles [Moser and Moser, 1998, Kjelstrup et al., 2002, Steffenach et al., 2005,

Czerniawski et al., 2009].

Grid cells, discovered in 2005, are excitatory cells found mostly in layers II and

III of the medial entorhinal cortex, which, like place cells, also exhibit spatially-

modulated firing patterns [Hafting et al., 2005]. These patterns are recorded and

observed in the same manner as place cells. Quite remarkably however, and unlike

place cells, the spatial firing fields of grid cells are periodic, and organized into a

triangular lattice which extends through space [Hafting et al., 2005]. Figure 1.2A

(bottom panel), adapted from [Moser et al., 2008], shows an example. These firing

fields can be characterized by three parameters: their scale (the distance between
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grid points, which also scales with size of the individual firing fields), the orienta-

tion, and the spatial phase. The regularity and metric-like nature of the firing fields

of these cells, coupled with the fact that they provide inputs to place cells, led to

the suggestion that these cells form the basis of the rat’s “path integration” system

[Jeffery and Burgess, 2006]. Here “path integration” refers to the ability of a rat to

maintain a representation of its current position using self-motion signals about its

prior trajectory, independently of environmental cues or landmarks [Samsonovich and

McNaughton, 1997, McNaughton et al., 1996].

Recent evidence has indicated that grid cells are organized into discrete modules,

such that the cells within a given module share the same orientation and spacing but

have random spatial phases [Stensola et al., 2012]. The spatial scale of these modules

increases from the dorsal to the ventral portions of the medial entorhinal cortex, much

like place cells [Brun et al., 2008, Stensola et al., 2012]. This can be seen in figure

1.2C, adapted from [Stensola et al., 2012], which shows dorsal grid cell recordings on

the left and ventral recordings on the right.

Like place cells, grid cells have also been shown to remap when an animal is

placed into a different spatial context, but they do so in a more coordinated fashion

[Fyhn et al., 2007]. Specifically, the grid fields of nearby grid cells will all undergo

a rotation and translation by some amount when the animal is moved into a new

context [Fyhn et al., 2007]. It is not entirely clear whether these grid modules at

different dorsoventral levels remap coherently or independently, although a computa-

tional model has suggested that independent remapping of grid cells would produce

a more “complete” remapping of place cell populations [Monaco and Abbott, 2011],

and there is some evidence that grid cells at different dorsoventral locations respond

in different ways when the environment is made smaller [Stensola et al., 2012]. It is

also not clear whether place cells or grid cells remap first, or which system provides

the initial signal to remap, although it was noted that grid cells expand their firing

fields in a novel environment, which occurs simultaneously with place cell remapping
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[Barry et al., 2012]. Changes in environmental boundaries tend to reliably induce

remapping, so “boundary cells,” which fire in a way that depends on distance to

environmental borders [Lever et al., 2009], may play an important role.

It should be noted that while grid cells provide direct input to the main hippocam-

pal subfields (CA1, CA3, and the dentate gyrus), and theoretical models of place

field formation typically emphasize the feed-forward mEC → hippocampus pathway,

the hippocampal-entorhinal network is more accurately described as a loop. The hip-

pocampus, particularly the region CA1 (and CA2, as it was very recently discovered),

sends projections back to the deeper layers of the entorhinal cortex [Rowland et al.,

2013]. Furthermore, recent hippocampal inactivation studies have shown that hip-

pocampal input to the entorhinal cortex is critical for normal grid cell functioning.

It was found that removing this input by temporarily inactivating the hippocampus

reversibly destabilized the grid-like firing patterns in virtually all of the grid cells

recorded [Bonnevie et al., 2013].

While place cells and grid cells are the most well-studied components of the ro-

dent spatial navigation system (and the focus of this dissertation), other spatially

modulated cells have been discovered and are thought to play important functional

roles. These include the so-called “head direction cells” (which show elevated firing

when a rat’s head is pointed in a specific preferred orientation) [Taube, 2007, Taube

and Muller, 1998], “boundary cells” (which encode the distance to an environmental

boundary) [Lever et al., 2009], and conjunctive position-direction-velocity cells (which

have periodic firing fields similar to grid cells, but are modulated both by head direc-

tion and the running speed of the animal) [Sargolini et al., 2006]. While these various

facets of the rodent spatial navigation system are no doubt important, they will not

be emphasized in the work described here.
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1.2.3 Models of the hippocampus and entorhinal cortex

Hippocampal and place cell models

Because the hippocampus serves the dual purpose of encoding space and form-

ing memories, different classes of models are typically used to model each function.

Models of memory encoding tend to be more abstract, “connectionist” models that fo-

cus on how networks of simplified representations of neurons can store memory items

through modifications in their connection weights [Hopfield, 1982, Greene et al., 2013].

These models are used to explore how memory items can be accurately recalled upon

presentation of an incomplete representation of the stored pattern, or how interfer-

ence develops between stored memories. In contrast, models focusing on the spatial

aspects of hippocampal function instead typically focus on more biologically realistic

models of the cells and neural networks responsible for the location-specific firing

patterns observed in place cells and grid cells.

This dissertation will focus on biologically-motivated models of spatial representa-

tion, rather than connectionist models of learning and memory. A number of models

of place cells have been proposed to explain their location specific firing patterns.

Some early models incorporated the notion of a “continuous attractor network” (de-

scribed in a later section) to explain place field firing [Samsonovich and McNaughton,

1997], and ideas from these models formed the seed from which several subsequent

grid cell models were developed [Navratilova et al., 2012]. The discovery of grid cells

in the medial entorhinal cortex [Hafting et al., 2005], coupled with the observation

that grid cells are a primary source of input to place cells in the dorsal hippocampus,

prompted the construction of models in which the spatial specificity of place cell firing

is inherited from the spatial specificity of their grid inputs [Fuhs and Touretzky, 2006,

M Hayman and Jeffery, 2008, Si and Treves, 2009, Solstad et al., 2006, McNaughton

et al., 2006]. All such models were based upon the intuitive idea of constructing a

spatially localized pattern by summing up a number of spatially periodic patterns
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(conceptually analogous to a Fourier series), and then applying spatially uniform in-

hibition to produce a single, dominant peak of activity (see figure 1.3, adapted from

[Moser and Moser, 2007]).

Figure 1.3. Simple summation models of place cells

Figure 1.3 - Simple summation models of place cells 
Schematic of a simple summation model of grid cells, adapted from (Moser 2007).Grid cells 
with overlapping phase are summed, and then a spatially uniform inhibition is applied (red 
cell) to produce single place fields. Note the implicit assumption of this model that the sizes 
of the place fields are derived from their corresponding grid inputs, which is challenged in 
chapter 2. 

(Moser et al 2007)

Grid cells
dorsal MEC

Place cells
dorsal HPC

ventral MEC ventral HPC

These early models required the spatial phases of the grid cell inputs to be aligned

in order to produce coherent place fields, which in turn requires that the connectiv-

ity between grid cells and place cells be specifically tuned [M Hayman and Jeffery,

2008, Si and Treves, 2009, Solstad et al., 2006]. Various proposals were made, involv-
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ing either synaptic plasticity or selective, context-dependent inhibition at place field

dendrites to account for how this precise tuning could come about [M Hayman and

Jeffery, 2008, Si and Treves, 2009, Solstad et al., 2006]. In contrast, a more recent

set of models has incorporated different forms of dynamic, nonlinear winner-take-all

inhibition to explain place field formation [de Almeida et al., 2009a, Monaco and

Abbott, 2011]. In models such as these, the inhibition is not spatially uniform, but

varies in space as a function of either the mean [Monaco and Abbott, 2011] or the

maximum [de Almeida et al., 2009a] activity of the population of excitatory cells at

every point. Such models do not require that the grid cell input overlap in phase,

and have the advantage of explaining why only some fraction of place cells are active

in any given environment [de Almeida et al., 2009a, Monaco and Abbott, 2011]. A

model of this type, specifically a model adapted from [de Almeida et al., 2009a], is

used in the work described in chapter 2 and in [Lyttle et al., 2013].

Oscillatory interference models of grid cells

Models of grid cells typically take one of two forms. One is the so-called “oscil-

latory interference” model, in which the grid-like firing patterns of grid cells emerges

at the single cell level as interference patterns between an ongoing, theta-frequency

(7-14 Hz) oscillation at the cell body and directionally-tuned, velocity-dependent os-

cillations at the dendrites in three specific orientations [Burgess et al., 2007, Hasselmo

et al., 2007, Giocomo and Hasselmo, 2008]. Intuitively, these are based on the idea

that one can sum up planar sinusoids with three specific orientations and create an

interference pattern with the peaks arranged in a triangular lattice. These models

have been successful at explaining some features of grid cells, such as theta phase

precession [Burgess, 2008, Hasselmo et al., 2007, Giocomo and Hasselmo, 2008], but

conflict with a number of recent experimental and theoretical observations. First,

it was observed in a compartmental, biophysical model of a neuron that oscillations

at the soma and the dendrites would tend to synchronize, rather than produce an

interference pattern [Fiete, 2010]. Secondly, grid cells were observed in crawling bats,
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which do not exhibit strong theta oscillations in their entorhinal cortex, supporting

the idea that such oscillations are not necessary to produce grid fields [Yartsev et al.,

2011]. Finally, intracellular recordings of grid cells in mice found intracellular voltage

dynamics that were in conflict with the predictions of oscillatory interference mod-

els, but agreed with those of a second class of models [Domnisoru et al., 2013], the

“Continuous attractor models” of grid cell formation, which are described below.

Attractor models

An important and useful conceptual tool used throughout the field of computa-

tional neuroscience is the notion of an attractor. There is a long history of describing

neural networks in terms as dynamical systems that evolve toward point attractors, in

the case of Hopfield networks and related models [Hopfield, 1982], or attracting limit

cycles, which are often used to describe the dynamics of central pattern generators in

motor control systems [Ijspeert, 2008]. A specific type of attractor has been invoked

to explain various elements of the rat spatial navigation system, particularly head

direction cells and grid cells, called a continuous attractor.

In general terms, a continuous attractor in some state space is a collection of

stable points arranged in a continuum, such as a line, ring, plane, or torus. The

term “Continuous attractor network” in theoretical neuroscience refers to a type of

spatially structured network with the connectivity of the network organized in a way

that promotes the self-organization of network activity into a spatial pattern such as

a “bump” or “grid”, which can exist anywhere along a (low-dimensional) continuum

or quasi-continuum of stable states. Usually the connectivity required involves local

excitation paired with longer-range inhibition. A cartoon of a simple continuous

attractor network is shown in in figure 1.4. Because the global state of a continuous

attractor network can can be effectively summarized in terms of the location of the

center of the activity bump, or the spatial phase of the grid, such networks have been

used to model systems that encode a continuous variable, such as position in a 2D

environment [Fuhs and Touretzky, 2006, M Hayman and Jeffery, 2008, Si and Treves,
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2009, Solstad et al., 2006, McNaughton et al., 2006], or head direction [Song and

Wang, 2005, Boucheny et al., 2005]. Models involving continuous attractor networks

have been used in other contexts as well, particularly in studies of working memory

in the prefrontal cortex [Compte et al., 2000].

Figure 1.4. Schematic of a simple 1D continuous attractor network

Excitation
Inhibition

Firing
rate

Figure 1.4 - Schematic of a simple 1D continuous attractor network
Schematic of a simple 1D attractor network. Left -  neurons are assigned coordinates on a 
1d circular lattice, with local excitation and longer range inhibition. Right - when stimulated, 
the activity of the network organizes into a “bump” or hill of activity, with neurons in the 
center of the bump firing more rapidly than cells in th rest of the network. The bump can 
exist and remain stable at any point location around the lattice, meaning that the different 
positions of the lattice form a one dimensional continuum of stable states, i.e. a “continuous 
attractor.”

Continuous attractor-based models of head direction cells and grid cells typically

involve two ingredients: 1.) a network that forms spatial patterns (bumps or grids),

and 2.) a layer of “conjuctive cells” that are used to translate the bump or grid pattern

around in response to self-motion inputs, thereby updating the internal representation

of location or head direction of the animal [Fuhs and Touretzky, 2006, Sargolini et al.,

2006, Burak and Fiete, 2009, Zilli, 2012, Song and Wang, 2005, Navratilova et al.,

2012].

In the past several years experimental observations in grid cells have been made

that are consistent with the predictions of continuous attractor models. One is the

modular organization of grid cells [Stensola et al., 2012], which is consistent with the
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idea of grid cell activity emerging as a network phenomenon, with all cells in the

network sharing an orientation and spatial scale. Another piece of evidence comes

from intracellular recordings of the grid cells of mice navigating a virtual reality

environment, where slow ramp-like increases in voltage were observed as the mouse

passed through a grid field [Domnisoru et al., 2013]. Perhaps even more convincingly,

a careful analysis or the pairwise spatial phase relationships between different pairs

of grid cells found that their relative spatial phases were preserved over time and in

multiple environments, providing strong evidence that a low-dimensional attractor

underlies grid cell activity [Yoon et al., 2013].

Interestingly, it has also been observed that the networks in which grid cells are

embedded do not appear to possess recurrent excitatory connections [Couey et al.,

2013]. This has been observed at the level of anatomy, and electrophysiologically,

when simultaneously stimulating and recording from a number of pairs of grid cells

failed to reveal any direct interactions between them [Couey et al., 2013]. Recurrent

excitatory connections are required by some [Fuhs and Touretzky, 2006, Navratilova

et al., 2012, McNaughton et al., 2006], but not all [Pastoll et al., 2013, Burak and

Fiete, 2009] attractor models of grid cells, and this observation has prompted an

interest in the study of the dynamics of continuous attractor networks that lack

recurrent excitation [Song and Wang, 2005, Rubin et al., 2001, Couey et al., 2013,

Pastoll et al., 2013, Burak and Fiete, 2009], which is the primary focus of the work

presented in chapter 3.

1.3 Specific questions addressed by this dissertation

1.3.1 What determines the size of place fields formed by winner-take-all

inhibition?

Chapter 2 of this thesis focuses on the question of spatial scale in grid cell and place

cell representations. As discussed in a previous section, both grid cells and place cells
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have been shown to represent spatial information across a range of spatial scales,

organized systematically along the dorsoventral axis of the entorhinal cortex and

hippocampus, respectively [Kjelstrup et al., 2008, Brun et al., 2008]. Place cells near

the dorsal end of the hippocampus exhibit small, stable, and highly spatially selective

firing fields, while in contrast, cells in the ventral-most part of the hippocampus have

much larger and less stable place fields [Kjelstrup et al., 2008, Royer et al., 2010, Jung

et al., 1994]. The grid fields of entorhinal grid cells show a similar increase in field

size and grid scale in the more ventral portions of the entorhinal cortex. Because grid

cells provide direct input to place cells, one possible hypothesis that could explain

the dorsoventral change in place cell spatial selectivity is that it arises as a result of

similar dorsoventral changes in the spatial selectivity of their grid cell inputs.

The work summarized in chapter 2 uses a computational model to investigate an

alternative explanation, motivated by observations of striking anatomical differences

in the projections to the dorsal and ventral regions of the hippocampus [Lyttle et al.,

2013]. This alternative hypothesis suggests that dorsoventral place field differences

are due to the observed higher amounts of contextual inputs (which are not spatially

selective) to ventral hippocampal cells. Understanding the origin of differential spa-

tial scaling is important, because doing so allows for insights into potential functional

distinctions between the dorsal and ventral hippocampal regions. Even more funda-

mentally, because of the critical role that the hippocampus plays in forming memories,

a deeper understanding of how spatial representations are formed at different scales

can provide clues as to the role of that spatial context in memory formation, and

more specifically, how different types of memories (e.g. emotional vs. episodic) might

depend upon spatial context at different scales.

The model of the entorhinal-hippocampal network described in this chapter is

used to assess the relative contributions of grid scale and contextual inputs in de-

termining place field size. A key feature of this model is that the place cells do not

interact directly (reflecting the lack of recurrent excitatory connectivity observed the
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hippocampal region CA1), but instead engage in a specific type of winner-take-all

competition mediated by inhibitory cells [de Almeida et al., 2009b,a, Lyttle et al.,

2013]. This winner-take-all mechanism selects which cells fire in a given spatial loca-

tion on the basis of their total excitatory input, and is the key mechanism responsible

for sculpting place fields [Lyttle et al., 2013].

Interestingly, as a direct result of both the network architecture and the inhibition-

mediated interactions between place cells, the model makes the novel prediction that

dorsoventral differences in place cell properties are more readily explained by changes

in the magnitude of contextual inputs, rather than by changes in the scale of grid cell

inputs. Since these non-spatial inputs are largely due to structures such as the amyg-

dala [Amaral and Witter, 1989, Petrovich et al., 2001, Witter et al., 1989, Risold and

Swanson, 1996], this result suggests that the large place fields observed in the ventral

hippocampus may reflect a shift in the processing of primarily spatial information

to the processing of more contextual or emotional information [Nadel et al., 2013,

Poppenk et al., 2013]. The work described in this chapter draws upon a previously

published study [Lyttle et al., 2013]

1.3.2 What factors influence the stability of inhibition-mediated spiking

continuous attractor networks?

One of the primary classes of networks used to model grid cells [Fuhs and Touretzky,

2006, Sargolini et al., 2006, Burak and Fiete, 2009, Zilli, 2012, Song and Wang, 2005,

Navratilova et al., 2012], head direction cells [Song and Wang, 2005], place cells

in CA3 [Samsonovich and McNaughton, 1997], as well as working memory [Compte

et al., 2000] are known as “continuous attractor networks.” Typically, networks of this

type consist of a spatially-structured population of neurons in one or two dimensions,

with the connectivity between cells organized such that excitation operates at a short

spatial scale and inhibition operates at a longer spatial scale. When driven by a
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spatially uniform background input, the network activity spontaneously self-organizes

into one or more “bumps” of persistent activity. In two-dimensions, the activity

patterns often take the form of triangular lattices that resemble the spatial patterns

observed in grid cell recordings [Fuhs and Touretzky, 2006, Burak and Fiete, 2009].

Because the spatial activity patterns can remain stable across a continuum of spatial

locations, the state space of the network possesses a continuum of attracting states,

giving rise to the term “continuous attractor network.”

Much of the theoretical and modeling work on continuous attractor networks and

formation of patterns in spatially-structured neural networks focuses on firing-rate

based neural field models, and predicts that the patterns formed by the system will

be stable and stationary [Coombes, 2005, ama]. In contrast, simulations involving

integrate and fire neurons suggest a more complicated picture in which the synaptic

timescales of the individual neural interactions can dramatically affect the stability

of the patch [Compte et al., 2000, Laing and Chow, 2001]. In these simulations,

fast synapses tend to lead to transient, local synchronous activity which destabilizes

activity patterns [Compte et al., 2000, Laing and Chow, 2001].

Due to recent experimental evidence indicating a lack of recurrent connections

between excitatory cells in grid cell networks [Couey et al., 2013], there has been a

growing interest in understanding the dynamical properties of continuous attractor

networks lacking recurrent excitation [Couey et al., 2013, Burak and Fiete, 2009, Pas-

toll et al., 2013]. In this architecture, cells in the excitatory population do not interact

directly, but have indirect interactions mediated by inhibitory cells. While attractor

networks of this form have been constructed and used to model grid cells (typically

using single-population firing rate models) [Pastoll et al., 2013, Couey et al., 2013,

Burak and Fiete, 2009], important dynamical considerations such as the effects of

synaptic timescales and background input rates on pattern stability have largely not

been explored. The stability of network activity is an extremely important considera-

tion with respect to the structures involved in spatial navigation, since the build-up of
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errors in stored representations of spatial location would have disastrous consequences

for the ability of an animal to navigate through space.

Chapter 3 discusses a computational study aimed at better understanding these

questions. In this study, a set of continuous attractor networks in both one and

two dimensions are implemented using spiking, leaky integrate-and-fire neurons with

conductance-based synapses and separate excitatory and inhibitory populations. By

simulating these networks, it is possible to systematically assess the effects of network

architecture, synaptic timescales and background input rates on the formation and

stability of spatiotemporal activity patterns (“bumps” and “grids”) in networks both

with and without recurrent excitatory connections. This work proposes a dynamical

mechanism to explain how transient synchronous events (sometimes called multiple

firing events) can emerge and lead to increased pattern drift in the inhibition-mediated

networks at fast timescales. The goal of this study is to obtain insights into the basic

principles of how realistic spiking networks of neurons can maintain persistent activ-

ity states that integrate sensorimotor information during behavior. Determining the

factors that influence the stability of persistent neural activity is important problem

across a wide variety of contexts, including (but not limited to) grid cells and spatial

navigation. In particular, by comparing the stability of inhibition-mediated continu-

ous attractor networks with those containing recurrent excitation, work may provide

some insight into why real grid cell networks appear to lack recurrent connectivity

between excitatory cells [Couey et al., 2013].

1.3.3 How to detect important features (bursts, inhibition) in neural

spike data?

Given that the work presented in chapters 2 and 3 suggests an important role for

inhibition mediated dynamics in shaping the computations involved in spatial navi-

gation, the question remains as to how to detect the presence of shared inhibition in
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neural data. Thus the work described in chapter 4, unlike chapters 2 and 3, focuses

on techniques for the analysis of neural spike data, rather than on modeling a specific

neural system. However the emphasis of the techniques described in this chapter

continues to be on the importance of inhibition in shaping neural dynamics.

One important problem in neural data analysis is that of quantifying the similar-

ity or dissimilarity between two temporal patterns of neural spikes known as “spike

trains.” A number of spike train similarity measures have been proposed to address

this problem [van Rossum, 2001, Kreuz et al., 2007, Schreiber et al., 2003, Houghton

and Sen, 2008, Victor and Purpura, 1997, Quiroga et al., 2002, Kreuz et al., 2013].

These measures act as functions that take two spike trains as inputs (where a “spike

train” here is simply an ordered list of the times when a cell has spiked), and produces

a single number as an output. If the spike trains are “similar” (according to some

criteria built into the measure), then this number should be small, and should grow

larger for increasingly dissimilar spike trains. Intuitively, the measures behave as a

sort of distance on a space of spike trains, although only a subset of existing measure

are actual formal metrics (several fail to satisfy the triangle inequality).

These similarity measures can be useful in a variety of contexts. For example,

they can be used to assess the reliability of single neurons in response to repeated

presentations of the same stimulus, to compare the output of a neuron model to a bi-

ological neuron, or to detect functional assemblies of neurons through commonalities

in their firing patterns. However, the various measures involve different implicit as-

sumptions about neural coding and the features of spike trains that are most relevant

for understanding the dynamics of the system being studied. In particular, existing

measures typically ignore the importance of inhibition in shaping neural dynamics

and lack the ability to compare spike trains on the basis of common periods of inhibi-

tion. Furthermore, many current measures do not take into account the importance

of “bursts” of spikes, which are important spike train features that may serve as a

means of overcoming synaptic unreliability [Lisman, 1997].
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Chapter 4 introduces a novel measure of spike train similarity that is specifically

designed to emphasize the signatures of shared periods of inhibition in neuronal spike

trains. The measure is then benchmarked against a number of existing measures using

surrogate data, and shown to detect specific spike train features better than existing

measures. The specific spike train features in question are shared inhibition and

“bursts” of spikes, which often occur as a rebound effect when a cell is released from

inhibition. The work described in this chapter draws upon a previously published

study [Lyttle and Fellous, 2011].
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Chapter 2

Place field scale and stability along the

dorsoventral axis of the hippocampus

2.1 Introduction and Motivation

One of the most striking features of the spatial representations observed in the hip-

pocampus and entorhinal cortex is their systematic increase in spatial scale along

their dorsoventral axes [Kjelstrup et al., 2008, Brun et al., 2008, Jung et al., 1994].

Because these changes in spatial scale occur in parallel, and because grid cells project

to place cells, one hypothesis is that the spatial scale of place fields is inherited from

that of the grid fields of the grid cells at the same dorsoventral level. This hypothesis

has been stated explicitly in a number of theoretical models of place field formation

[Solstad et al., 2006, Moser et al., 2008, McNaughton et al., 2006]

There are two potentially problematic issues with this hypothesis, however. One

is the observation that the scale of the largest place fields observed in the ventral

hippocampus exceeds that of the largest grid fields observed in the ventral entorhinal

cortex [Kjelstrup et al., 2008, Brun et al., 2008]. Kjelstrup et al (2008) reported

recordings from animals running on an 18 meter linear track, and found that dorsal

cells had an average place field length of approximately 1m, while ventral cells had

a mean field length of approximately 5 meters, with the largest fields reaching up to

10 meters in length [Kjelstrup et al., 2008]. This exceeds the average grid field size

recorded on a linear track [Brun et al., 2008], which was approximately 3 meters.

A second issue is that this hypothesis ignores the striking anatomical differences

in the sources of input to the different dorsoventral portions of the hippocampus.

Dorsal place cells primarily receive input from spatially-modulated cells in the medial

and lateral entorhinal cortex [Witter et al., 1989], whereas ventral place cells receive
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a substantial amount of input from non-spatial sources such as the amygdala and

the hypothalamus [Amaral and Witter, 1989, Petrovich et al., 2001, Witter et al.,

1989, Risold and Swanson, 1996] or from neuromodulatory centers such as the ventral

tegmental area [Gasbarri et al., 1997]. The potential importance of these sources of

input with respect to the spatial scale and stability of ventral place fields has typically

been overlooked in models of place field formation, despite the fact that the abundance

of these connections implies that they could play a significant role in role in producing

dorsoventral place field differences.

An alternative hypothesis that could account for the increased size of ventral

fields is that ventral cells primarily process other, non-spatial types of information,

and that this functional distinction is reflected in the size of the place fields recorded in

this portion of the hippocampus. In other words, the dorsoventral gradient in place

field size may reflect a gradient in the nature and source of the information being

processed, rather than simply being a consequence of the corresponding gradient of

grid scales in the mEC. This view is in line with a number of previous anatomical,

behavioral, and single cell studies which collectively suggest a fundamental functional

distinction between the dorsal and ventral hippocampal regions [Moser and Moser,

1998, Kjelstrup et al., 2002, Steffenach et al., 2005, Czerniawski et al., 2009].

This chapter summarizes a previously published study of a large-scale network

model of the dorsoventral axis of the hippocampus and entorhinal cortex [Lyttle

et al., 2013] . In this model, grid cell inputs are arranged in order of increasing

spatial scale which mimics the organization observed in the mEC , and there is a

dorsoventral gradient of non-spatial inputs to place cells, as motivated by anatomical

observations [Amaral and Witter, 1989, Petrovich et al., 2001, Witter et al., 1989,

Risold and Swanson, 1996]. The goal of this modeling study is to compare the respec-

tive influences of grid scale and nonspatial inputs in determining place field size. The

following sections describe the structure of the model, the main findings of the study,

and the implications that these findings have for hippocampal function. In addition,
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a number of suggestions are made for experimental tests that could support or falsify

the predictions of the model.

2.2 Description of the model used in Lyttle et al 2013

The model of place field formation underlying the larger network model is inspired by

that of de Almeida et al. [de Almeida et al., 2009a, 2012, 2009b]. In this model, place

fields are constructed by first summing excitatory input from a random selection of

grid cells, and then introducing a type of competitive interaction between place cells

referred to as the “E%-max winner-take-all” rule [de Almeida et al., 2009a,b]. This

mechanism is a simplified, phenomenological description of the dynamics observed in

a more detailed spiking network model, in which multiple, uncoupled excitatory cells

interact indirectly through feedback inhibition. This proposal is conceptually similar

to that of Monaco et al, which also relies on a spatially-varying form of winner-take-

all inhibition to form place fields, although there are certain specific differences in

implementation [Monaco and Abbott, 2011]. Models of place field formation relying

upon dynamic, non-linear winner-take-all inhibition are fundamentally different from

earlier models that involve a linear summation of grid fields followed by imposition

of spatially-uniform inhibition onto all cells [Fuhs and Touretzky, 2006, M Hayman

and Jeffery, 2008, Si and Treves, 2009, Solstad et al., 2006, McNaughton et al., 2006].

One of the disadvantages of these simpler linear summation models is that they

require that place cells receive inputs only from grid cells with tightly overlapping

spatial phase [Solstad et al., 2006]. This constraint requires that the connections

between grid cells and place cells be very precisely tuned via some form of synaptic

plasticity [M Hayman and Jeffery, 2008], which is unrealistic given that place cells

rapidly “remap” when an animal is placed into a different environment. Furthermore,

these models do not explain why, in a given environment, some cells have place fields

and others do not, and thus cannot make predictions with respect to the sparsity
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of activity a place cell population. In contrast, winner-take-all models of place field

formation do not depend upon the assumption that place cells receive inputs from

grid cells with a common spatial phase in order to produce well-defined place fields,

and thus do not necessitate any type of learning mechanism.

2.2.1 Inputs into place cells

Grid cells

Because the emphasis of this work was on the factors influencing spatial scale

of place fields rather than grid cells, the results did not depend upon a specific

assumption of how the spatially periodic firing fields of grid cells were generated.

Consequently, the periodic firing patterns of the grid cells were taken as a given, and

modeled phenomenologically using the function G(r, , , c) which defines the activity

level of a grid cell at a point r in space given parameters λ, θ, and c:

G(r, λ, θ, c) = g(
3∑

k=1

cos(
4π√
3λ
u(θk + θ)(̇r − c))) (2.1)

Here r = (x, y) is the location of the animal in space, λ is the scale of the grid (i.e.,

the space between vertices in cm), c = (x0, y0) is the spatial phase (in cm distance

from the origin), θ is the grid orientation, and u(k) = (cos(θk), sin(θk)) is the unit

vector in the direction θk. Here θ1 = −π
6
, θ2 = π

6
, and θ3 = π

3
. The additional

parameters a = 0.3 and b = −3/2 and function g(x) = exp[a(x − b)] − 1 are fixed

so that the fields generated match the properties of experimental data [de Almeida

et al., 2009b].

Since the maximum grid scale in a 2-D environment is unknown, the simulations

were ran for maximum grid scales of both 1m2 and 3.5 m2, corresponding to the aver-

age scales of ventral fields recorded in two dimensions and one dimension, respectively

[Royer et al., 2010, Brun et al., 2008]. Grid node firing rate heterogeneity similar to

what is observed in experimental data was introduced by fixing the locations of the
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individual grid nodes and scaling the amplitude of each grid node independently by

a random amount, sampled from a truncated Gaussian distribution with mean 1 and

standard deviation given by a parameter ξ.

Non-Spatial inputs

In addition to receiving inputs from grid cells, place cells receive excitatory inputs

from a pool of “non-spatial,” cells. Relatively little is assumed about these non-spatial

inputs, so they are modeled simply as tonically-firing cells with fixed firing rates that

do not depend upon spatial location (i.e., their firing patterns are spatially uniform).

The firing rates of these cells are drawn randomly from a uniform distribution ranging

from 0 to a maximum value NSmax. Note that adjusting NSmax controls the variance

of this distribution.

2.2.2 Network architecture

Figure 2.1 (from [Lyttle et al., 2013]) illustrates the basic structure of the model. Grid

cells are organized into discrete modules (as is observed experimentally), arranged in

order of increasing scale [Brun et al., 2008, Stensola et al., 2012]. There are ten grid

modules in total, and within each module (each of which contains 3000 grid cells) the

grid spacings and orientations are identical or nearly identical (some random jitter

is introduced into the orientations), while the spatial phases are randomly and uni-

formly sampled. The place cells are similarly discretized along the dorsoventral axis

of the hippocampus into 50 sub-populations of 2000 cells, each located at a different

dorsoventral location. Each such group is assumed to have the same input statistics,

and cells within a group interact to form their individual place fields via the E%-max

winner-take-all mechanism described in section 2.2.3. This organization makes the

implicit assumption that the inhibition mediated interactions occur primarily within

local, largely non-overlapping portion of the dorsoventral axis of the hippocampus.

The consequences of relaxing this assumption and allowing for overlap in the winner-



41

take-all interactions are interesting and important however, and are discussed in more

detail in section 2.3.2.

Figure 2.1. Diagram of the dorsoventral hippocampus model

Figure 2.1 - Diagram of the dorsoventral hippocampus  model   
 In the model, grid cells are organized into 10 discrete modules, and the place 
cell population is discretized into 50 sub-populations. Grid cells within a 
particular module have a common spatial frequency and similar orientation 
(within 10 degrees) but random phase. The scale of the grids increases 
systematically from the first (Dorsal) module to the last (Ventral) module. Place 
cells in a given dorsoventral level receive the bulk of their inputs from the grid 
module at the same dorsoventral level, however some fraction of their inputs 
can also come from nearby grid modules. Place cells also receive some 
fraction of their total excitatory input from a pool of non-spatial cells. 
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The projections from grid cells to place cells are organized topographically so

that place cells at a particular dorsoventral location receive the bulk of their grid cell

inputs from grid cell modules at the same dorsoventral level. A parameter, called α,

determines the degree of topography in the grid to-place cell projections. The value

of this parameter ranges from 0 to 1 and controls the fraction of the inputs to a place

cell sub-population at a given dorsoventral level that come from each grid cell module.

When α = 0, place cells at a given dorsoventral level only receive inputs from grid

cell modules at approximately the same dorsoventral level. As α increases, the place

cell inputs begin to be spread more evenly across nearby grid cell modules, reaching

the limit of α = 1, where the inputs to place cells are distributed uniformly across all

the grid cell modules (Figure 2.2, adapted from [Lyttle and Fellous, 2011]).

Another parameter, β, is used to tune the strength of the dorsoventral gradient

in the non-spatial inputs to place cells. β is defined as the mean fraction of the total

excitatory input to ventral place cells due to non-spatial inputs. For example, when

β = 0.5, an average of 50% of the excitatory input to ventral place cells is from non-

spatial sources. For dorsal place cells, it is assumed that the bulk (80%) of the inputs

are from grid cells, and that the average fraction of total input that comes from non-

spatial sources increases linearly along the dorsoventral axis, reaching a maximum of

β at the most ventral pole.
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Figure 2.2. Parameters governing network architecture
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Figure 2.2 - Parameters governing network architecture
A  Effect of the parameter α on the connectivity pattern between grid and place 
modules. For α = 0, place cells predominantly receive input from grid modules at 
the corresponding dorsoventral level. For nonzero α, the proportion of input from 
neighboring modules is increased, and for α = 1, place cells across the entire 
dorsoventral axis receive an equal amount of input from every grid module. B 
The parameter β controls the strength of the gradient in non-spatial inputs. For 
low β values, dorsal and ventral place cells receive roughly the same amount of 
contextual inputs. For high values of β, ventral place cells receive much more 
contextual input than dorsal place cells.
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Other network parameters include the number of grid cells per module, the num-

ber of place cells per sub-population, the number of grid cell inputs per place cell.

These were explored (see [Lyttle et al., 2013], supplemental data) and found to have

predictable effects, so they were fixed to specific values in all other simulations.
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2.2.3 The winner-take-all mechanism underlying place field formation

The first step in computing the place fields of a cell is to sum the excitatory input to

that cell at every point in space. For a given location r, the total input is the sum of

all the grid cell and non-spatial inputs given by:

Ii,m =

Ngrid∑
j=1

WijGj(r) +

Nnonspat,m∑
k=1

WikBk (2.2)

Here Ii,m(r) is the total excitatory input to the ith place cell in the mth module,

at the spatial location r. Gj(r) is the excitatory input from the jth grid cell input at

location r, (with weight Wij), while Bk is the kth non-spatial input (with weight Wik).

Sums are taken over Ngrid grid cell inputs and Nnonspat,m non-spatial inputs, while

all connection weights are sampled from a uniform distribution on [0,1]. Nnonspat,m

depends upon the network parameter β, and is assumed to increases linearly along

the dorsoventral axis, forming a dorsoventral gradient in the proportion of nonspatial

input. The main qualitative results do not change if a different form of increase is

used, provided that ventral cells receive more non-spatial input than dorsal cells. This

is discussed in section 2.3.2.

The place cells within each group then compete to fire via the E%-max winner-

take-all model described previously [de Almeida et al., 2009a,b]. In this model, the

activity level of the ith place cell at a spatial location r can be described via the

function:

Fi(r) = [Ii(r)− (1− E)Imax(r)]+ (2.3)

Here Imax(r) is the maximum level of excitation across all the place cells at location

r, while E is a parameter (set to 0.1 in all simulations unless otherwise noted) that

sets the threshold for whether or not cells will fire. The inhibitory input to all cells at

a point r is modeled as (1−E)Imax(r), which is a phenomenological abstraction of the
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behavior observed in simulations of spiking networks in which a number of excitatory

cells are coupled to an inhibitory cell, which in turn suppresses the activity of its inputs

via feedback inhibition [de Almeida et al., 2009b]. A cell will fire at a location r if and

only if the amount of excitatory input is greater than the amount of inhibitory input,

with the input-output relationship f(x) given simply by f(x) = [x]+ = max(0, x).

All the results described here relating to spatial scale would remain the same if a

different form of f(x) were to be used, with the only requirements being that f(x) = 0

when x ≤ 0 and that f(x) be strictly non-decreasing with x.

2.3 Summary of key results

What follows is a summary and discussion of the key results of a study published in

[Lyttle et al., 2013] . Unless otherwise noted, Any results show in figures or described

in the text refer to pooled data from 20 independent network realizations.

2.3.1 Factors influencing the scale of spatial representations

Nonspatial inputs strongly influence place field size

The primary question addressed by this model concerns the relative contributions

of grid cells and nonspatial inputs in determining place field size. By systematically

varying the network parameters α (which controls the specificity if the grid cell to

place cell connections) and β (which controls the gradient in nonspatial input), it is

possible to quantify the importance of these factors in setting place field size.

Figure 2.3 (adapted from [Lyttle et al., 2013]) shows a contour plot of the average

place field size of cells in the most ventral 1/5th of the hippocampus model, with

respect to α (vertical axis) and β (horizontal axis). This was computed both when the

maximum grid scale was set to 1m (figure 2.3A) and 3.5m (figure 2.3B). It was found

that in both cases, but especially in the 1m maximum grid case, the primary factor

influencing place field size it the value of β, implying that non-spatial inputs play a
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significant role in setting place size. In contrast, the degree of network topography,

as governed by α, exerts only a weak effect on place field size in the case of 1m

maximum grid scales, and only a moderate effect when the maximum grid scale is

3.5 m. An experimental plausible range of place field sizes, estimated from studies

on ventral place field expression, is plotted using dashed white lines. Note that in

both cases, a non-negligible amount of nonspatial input is required to produce field

sizes that fall within experimentally plausible ranges (derived from [Royer et al., 2010,

Kjelstrup et al., 2008]), implying that non-spatial input to the ventral hippocampus

may be necessary to produce the experimentally observed gradient in place field sizes,

and that a gradient in the spatial scale of grid inputs alone may not be a sufficient

explanation. In subsequent simulations, unless otherwise indicated, typical parameter

values of α = 0.5 and β = 0.85 were used, since these parameters yield ventral fields

with sizes falling in the middle of the experimentally observed range.
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Figure 2.3. Effect of network parameters on ventral place field size
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Figure 2.3 - Effect of network parameters on ventral place field size
A Contour plot of the mean place field coverage areas in ventral cells 
(averaged across the most ventral 1/5th of the DV axis) as a function of the 
network connectivity parameters α and β, for a network with a maximum grid 
scale of 1m. Area enclosed by dotted line indicates the 25-50% coverage 
region. B Contour plot of mean place field coverage areas in ventral cells 
(averaged across the most ventral 1/10th of the DV axis) as a function of the 
network connectivity parameters α and β, for a network with a maximum grid 
scale of 3.5m. 
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Royer et al compared the distributions of field sizes for dorsal and ventral cells

and observed not only an increase in mean size, but also a high degree of variance in

the distribution of ventral place field sizes [Royer et al., 2010]. The distribution also

had a long tail, with a significant fraction of cells exhibiting large (greater than 75%

of the environment) place fields [Royer et al., 2010]. This motivated a comparison be-

tween the size distributions produced by the model and the experimentally observed

distributions. Fig 2.4 adapted from [Lyttle et al., 2013] shows the cumulative distri-

bution functions (CDFs) for ventral place field sizes both for experimental data and

simulated data for three representative parameter choices. In all cases, place field size

was expressed as a percentage of the environment covered. The solid black line shows

experimental data adapted from [Royer et al., 2010]. The green, dash-dot line shows

simulated field sizes when α = 0.5, β = 0.2, and the maximum grid scale is 1m. The
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red, dashed line shows the simulated CDF for the same values of α and β, but with

a maximum grid scale of 3.5m. Finally, the blue, dotted line shows the simulated

CDF for α = 0.5, β = 0.85, and a maximum grid scale of 1m. In this last case, when

a high proportion of non-spatial inputs are introduced to the ventral hippocampus,

the simulated cumulative distribution function is a closer fit to the corresponding ex-

perimentally observed CDF. This implies that the addition of non-spatial inputs not

only increases the mean ventral place field size, but also allows the model to capture

qualitative features of the experimental data, such as the long-tailed shape of the

distribution of ventral field sizes.

Figure 2.4. Experimental and simulated cumulative distribution functions of place
field sizes

Figure 2.4 - Experimental and simulated cumulative distribution functions of 
place field sizes. 
A Comparison of experimental and simulated cumulative distribution functions 
(CDFs) for dorsal place field sizes for 3 parameter sets.  Experimental data (black 
lines, square markers) is adapted from Royer 2010, figure 2b. Green and red 
dashed lines show CDF plots with no non-spatial inputs and 2 different maximum 
grid scales (1m and 3.5m, respectively), while the blue dotted lines are CDF plots in 
the case where β = 0.85 and the maximum grid scale is 1m. B Comparison of 
experimental and simulated cumulative distribution functions for ventral place field 
sizes for 3 parameter sets. Line types are the same as in part A.

Dorsal Ventral

% environment covered % environment covered

p
ro

b
a
b
ili

ty
 

p
ro

b
a
b
ili

ty
 

A B

0 20 40 60 80 100
0

0.2

0.4

0.6

0.8

1

0 20 40 60 80 100
0

0.2

0.4

0.6

0.8

1

Experimental data,
Royer, 2010

α = 0.5, no non-spat
 input gradient,
max grid = 3.5m

α = 0.5, β = 0.85
max grid = 1m

α = 0.5, no non-spat
 input gradient,
max grid = 1m

Implications



49

The central suggestion of this work is that the scale of spatial representations

in place fields may be primarily due to factors other than the spatial scale of grid

inputs. Due to anatomical considerations, the model assumes that these other factors

are non-spatial inputs to the ventral hippocampus from brain areas other that the

entorhinal cortex. Note however, that the net effect of these non-spatial inputs in

the model is the production of a dorsoventral gradient in the excitability of cells

independent of spatial location. This change in excitability could also be the result of

a dorsoventral gradient in excitability due to intracellular properties (which has been

observed [Dougherty et al., 2012]), and would yield similar if not identical distribution

of place field sizes to those observed in the model.

Experiments using HCN1 knockout mice have shown that the presence or absence

of this channel can affect the spatial scale of both grid cells [Giocomo et al., 2011]

and place cells [Hussaini et al., 2011]. However, while it was observed that the HCN1

knockouts had larger grid fields, the dorsoventral gradient in grid scale remained

[Giocomo et al., 2011]. A similar study focusing on place cells only used recordings

from a single dorsoventral location [Hussaini et al., 2011], and thus it is not currently

known whether a dorsoventral gradient in place field size is present in HCN1 knockout

mice.

Another important consideration concerns the potential role of theta oscillations

in determining ventral place field properties. It has been observed previously that

the dorsoventral change in scale is accompanied by a decrease in the frequency and

coherence of hippocampal theta oscillations [Royer et al., 2010], indicating that the

properties of these oscillations may play a role in determining place field size. This

could be tested by recording from the ventral hippocampus of crawling bats, which

lack theta oscillations [Ulanovsky and Moss, 2007].

An important, very recent observation is the presence of grid modules with small

spatial scales in the ventral entorhinal cortex [Rowland and Moser, 2014]. While it is

true that large grid fields are observed only in the more ventral portions of the MEC,
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modules with smaller grid spacings have also been observed at the same dorsoventral

depth. This was not accounted for in the model presented here, but has the important

implication that our conception of α as controlling the topography of the grid-to-place

projection may be an oversimplification. Including grid modules with small spatial

scales would likely produce behavior similar to what is seen for high values of α, where

ventral place cells integrate inputs from grid cells at a variety of spatial scales. This

would then imply an even stronger role for non-spatial inputs in setting the sizes of

place fields, since the regions of the graphs presented in figure 2.3 when α was high.

The ventral hippocampus as a functionally distinct structure

If place field size is primarily determined by the proportion of non-spatial inputs,

then the dorsoventral differences in place field size may indicate differences in the

type of information being processed by the hippocampus, implying that dorsal and

ventral portions of the hippocampus play functionally distinct roles rather than simply

processing the same type of information at different scales. It may be that the dorsal

hippocampus processes primarily spatial information critical for navigation, while the

ventral hippocampus processes other sorts of contextual and emotional information

unrelated to spatial navigation.

This hypothesis agrees with a variety experimental findings implying that the

dorsal and ventral hippocampal regions may be anatomically and functionally dis-

tinct structures which play different roles in guiding behavior. Some early behavioral

studies in support of this view demonstrated that selectively lesioning the dorsal

hippocampus of rats impaired their performance on spatial memory and navigation

tasks, while selectively lesioning the ventral hippocampus had no effect spatial nav-

igation, but did impair performance in fear conditioning tasks [Moser and Moser,

1998, Kjelstrup et al., 2002, Steffenach et al., 2005, Czerniawski et al., 2009]. More

recently, an electro-physiology study found fundamental differences in spatial rep-

resentation between dorsal and ventral CA3 cells [Royer et al., 2010]. Specifically,

relative to dorsal cells, ventral cells were more sensitive to rewards, and could more
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readily distinguish contextual changes such as the difference between the inbound

and outbound directions of travel and the open and closed maze arms during a radial

maze task [Royer et al., 2010]. Other studies have also found dorsoventral differences

in intrinsic membrane properties [Dougherty et al., 2012]. The idea of the dorsal

and ventral hippocampus playing different functional roles may generalize to other

species, including humans, with recent fMRI studies in humans showing differences

in function between the anterior and posterior portions of the hippocampus [Poppenk

et al., 2013].

Why have multiple grid scales?

If the spatial scale of grid cell inputs does not determine the scale of place field

representations, then what (if any) advantages might arise from storing a multi-scale

representation of space using grid cells? Put another way, why should the striking

and systematic increase in the spatial scale of grid fields be present at all, if it does

not determine place field size? Some theoretical work has suggested that the exis-

tence of multiple grid scales would increase the accuracy and efficiency of a position

code, assuming the existence of an optimal decoder [Sreenivasan and Fiete, 2011],

however the neural basis of how such a decoder would work is not clear. Intriguingly,

recent evidence has indicated that grid cells at different dorsoventral levels respond in

distinct ways to certain environmental manipulations [Stensola et al., 2012]. Specif-

ically, when one of the walls of an experimental enclosure was moved in, dorsal grid

fields behaved as if that portion of the environment had simply been cut off, while

ventral grid fields were compressed in a way that reflected the compression of the

environment [Stensola et al., 2012]. Consequently, it is possible that the different

grid scales might provide a way to convey information about changes to aspects of

the external environment at different spatial scales. Another possibility is that the

presence of spatial information at multiple spatial scales may make spatial navigation

more robust in some way, possibly through some mechanism involving interactions

between grid modules.
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Possible experimental tests

With careful experimental work it may be possible to determine more precisely

the respective contributions of grid cells, non-spatial input sources, and intrinsic

excitability in producing the dorsoventral gradient in place field size. The results

discussed here suggest several possible experiments:

1. Selective MEC Lesions

For example, the model predicts that selectively lesioning the dorsal entorhinal

cortex should result in an increase in dorsal place field size, but that selectively

lesioning the ventral entorhinal cortex will have very little effect on dorsal place field

size (see Supplemental Figure S2 in [Lyttle et al., 2013]).

2. Lesioning non-spatial input sources

Also, while the model does not specify the precise sources of non-spatial input

to the ventral hippocampus, candidate sources (based on the anatomy) include the

VTA, the amygdala, the hypothalamus, and certain portions of the olfactory cortex

[Petrovich et al., 2001, Witter et al., 1989, Risold and Swanson, 1996]. Selectively

inactivating these areas either separately or together should reduce the size of ventral

fields, if their increased size is due to non-spatial input from these sources (although

if the differences are due to intrinsic excitability or some other factor, inactivating

these sources of input should have little to no effect).

3. Introducing artificial non-spatial inputs

Conversely, artificially inducing spatially uniform changes in intrinsic excitability

in dorsal place cells by selectively increasing their excitability could potentially be

used to mimic the effects of ventral non-spatial inputs. The model would predict an

increase in place field size for the stimulated cells, or the appearance of a place field

in an otherwise silent cell. A variant of this experiment has recently been done, and

it was found that selectively increasing the excitability of previously silent cells did

in fact cause the cell to express place fields, in accordance with our predictions [Lee

et al., 2012].
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4. Recording animals in large environments

Another potentially useful set of experiments would involve recording from the

deep ventral MEC as well as the ventral hippocampus during the exploration of a

very large two-dimensional environment could both determine the maximum grid

scale possible (a key parameter of the model), as well as the largest place field size.

If the large place fields of the ventral hippocampus are a result of tonic drive from

sources other than grid cells, then the largest place field should be much larger than

the largest single grid field. Furthermore, the geometry of ventral place fields should

continue to be irregular and diffuse, and cover large portions of the environment.

5. Recording from the ventral hippocampus of bats

As stated previously, the role of theta oscillations in producing dorsoventral differ-

ences in place field properties is not clear. One possibile experiment which could yield

insight into this issue would be to record from the ventral hippocampus of crawling

bats, which lack theta oscillations [Ulanovsky and Moss, 2007]. By comparing the

properties of the ventral place fields of rats to those of bats, it may be possible to

better understand the role that theta oscillations play in determining place field scale.

2.3.2 Implications of the winner-take-all inhibition model

The extent WTA overlap

The discretization of the dorsoventral axis of the hippocampus in the model as-

sumes that the winner-take-all inhibitory interactions responsible for place field for-

mation occur predominately locally, within sub-populations that receive similar levels

of non-spatial inputs. Figure 2.5 explores the impact of allowing overlap in the winner-

take-all interactions between place cell groups receiving different levels of non-spatial

inputs [Lyttle et al., 2013] . Here α = 0.5 and β = 0.85 for all conditions.
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Figure 2.5. Effect of overlap between place cell modules in the winnertake- all
interactions
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Figure 2.5 - Effect of overlap between place cell modules in the winner-
take-all interactions
Plots of the proportion of active cells at different dorsoventral locations, for four 
different amounts of overlap in the winner-take-all interactions between 
neighboring groups of place cells, with a gradient in non-spatial inputs 
corresponding to β=0.85. As the amount of overlap in the winner-take-all 
interactions increases, there is an increasing tendency for more ventral cells 
(which receive more excitation in the form of non-spatial inputs) to suppress the 
activity of dorsal cells. Therefore, in order to produce realistic numbers of active 
dorsal cells, the amount of overlap must be low, implying that the winner-take-all 
inhibition governing place field formation should be confined to local regions of 
the dorsoventral axis.

Observe that even for moderate amounts of overlap (20%), there is a tendency

ventral cells, which receive more excitation due to the higher amounts of non-spatial

input, to suppress the firing of dorsal cells. This suppression of dorsal firing is a direct

consequence of the winner-take-all interactions governing place field formation, since
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the ventral cells, by virtue of receiving higher excitatory inputs, consistently win out

over dorsal cells. Consequently, the output of the model when overlap is allowed to

occur is in direct conflict with some experimental observations suggesting that in a

given environment, more dorsal cells than ventral cells will have place fields [Jung

et al., 1994].

This conflict predicts one of two scenarios regarding the organization of non-

spatial inputs and inhibitory interactions along the dorsoventral axis. First, if the

dorsoventral gradient in non-spatial input occurs smoothly and gradually, winner-

take-all activity should occur only in local portions of the dorsoventral axis, where

all the excitatory cells receive comparable levels of non-spatial input. This is quite

reasonable given the known hippocampal anatomy. In particular, inhibitory basket

cells are one of the more common cell types in the hippocampus that could serve

to mediate winner-take-all interactions, and their spatial extent is limited to a small

fraction of the dorsoventral axis of the hippocampus [Freund and Buzsáki, 1996]. It

is also possible that complexes of these cells, linked by gap junctions, could syn-

chronize their activity, effectively acting as a singe cell in mediating the interactions

between place cells, which may explain why disrupting the gap junction connections

between inhibitory cells in the hippocampus disrupts normal place field expression

[Allen et al., 2011]. A careful analysis of the strength and functional role of long-range

inhibitory connections between cells at different dorsoventral levels could further aid

in supporting or falsifying this prediction.

A second possibility is that the dorsoventral gradient in non-spatial inputs occurs

in the form of large, discrete changes, rather than as a gradual, continuous increase.

This would still yield qualitative results similar to those presented here, but would

produce discrete jumps in place field size, rather than a gradually changing increase,

as is illustrated in figure 2.6 [Lyttle et al., 2013] . In this scenario, since neighboring

place cell groups would receive the same amount of nonspatial input, suppressed firing

would only occur in a small region at the transition points between different input
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levels. At present, it is not known whether the dorsoventral gradient in nonspatial

inputs is discrete or continuous, or whether the gradient in place field size occurs

gradually or in discrete jumps [Yartsev, 2010]. A systematic study of place field

size along the entire length of the hippocampus would be a good first step toward

resolving this question, along with a careful anatomical study of the sources of non-

spatial input the hippocampus, along the lines of recent work detailing the various

entorhinal inputs to the hippocampus.
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Figure 2.6. A variant on the model with non-continuous, step-like changes in the
amount of non-spatial input along the dorsoventral axis

Figure 2.6 - A variant on the model with non-continuous, step-like 
changes in the amount of non-spatial input along the dorsoventral axis
A Place field size distributions along the dorsoventral axis of the hippocampus, 
in the case where there is a stepwise change in the amount of non-spatial 
input between the dorsal, intermediate, and ventral thirds of the 
hippocampus.The place field size distibutions also change in a discrete, 
stepwise fashion, however the qualitative results remain the same: ventral 
place fields are larger due to an increase in non-spatial input. B Percentage of 
active cells across the dorsal ventral axis, in the case of a stepwise increase in 
non-spatial input. Note that place cell groups at the transitions between 
different levels are virtually inactive. These groups are suppressed due to 
winner-take-all competition with place cells receiving significantly more 
excitatory input
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Another result of this work concerns the effect of variance in the firing rates of the
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population of nonspatial cells. It was found changing the parameters which controlled

the firing rate variance in the pool of non-spatial cells had a dramatic effect on the

number of active ventral cells. Low variance resulted in a high proportion of active

ventral cells, while higher variance led to fewer active ventral cells. This result is

a direct consequence of the specific form of the inhibition-mediated winner-take-all

competition between cells. Intuitively speaking, in the low variance case, the effect of

the nonspatial input is to increase the excitability of all the ventral cells by the same

amount, resulting in more overall activity and larger fields. When the non-spatial

inputs are a high proportion of the total, there is very little difference in the overall

excitation between cell, resulting in a high proportion of cells being sufficiently close

to the “winner” that they are able to fire. On the other hand, the high variance case

leads to bigger differences in total excitatory input across cells, thereby producing

more cells that fail to “win” the winner take all competition and are thus rendered

silent. Additionally, the cells that do fire in this case tend to do so over a larger region

of space, because of the spatially-uniform nature of the inputs that cause them to

win out over other cells.

Thus, an important consequence of the winner-take-all mechanism for place cell

formation is the prediction that a richer and more diverse set of non-spatial inputs

is associated with sparser activity in the ventral hippocampus. This implies that

a higher amount of contextual or emotional complexity in an environment may be

associated with sparser ventral coding. Current data suggests that there are slightly

fewer ventral place cells than dorsal place cells active in a given environment [Jung

et al., 1994, Royer et al., 2010], but at present, detailed measurements of the pro-

portion of cells with place fields in the ventral hippocampus are not available. The

amount of variance in the inputs to ventral cells is also experimentally unknown, but

relates to the activity of areas such as the amygdala and VTA and thus may change

significantly in response to environmental manipulations.
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2.3.3 The effect of grid geometry and other hippocampal inputs

When the grid geometry was disrupted by randomly translating the individual nodes

(while preserving overall spatial modulation) normal place fields were produced (see

[Lyttle et al., 2013] , Supplemental Figure S5B). This indicates that the WTA model of

place field formation only requires spatial modulation in the inputs as a prerequisite

for forming place fields. This in turn raises the question of whether the specific,

hexagonal geometry of the grid fields provides any advantages with respect to spatial

navigation. Theoretical work has suggested that the hexagonal arrangement may

be advantageous for encoding position, independently of place cells [Sreenivasan and

Fiete, 2011]. However, simulations of attractor network models of grid cells indicate

that the hexagonal structure emerges naturally [Fuhs and Touretzky, 2006, M Hayman

and Jeffery, 2008, Si and Treves, 2009, Solstad et al., 2006, McNaughton et al., 2006].

It may be the case that periodic spatial coding is needed for an accurate representation

of space, but that the formation of accurate representations does not depend explicitly

upon the specific hexagonal geometry of the grid fields.

The hippocampus is a high-level structure, receiving inputs from a wide range of

cortical and subcortical areas. In addition to grid cell inputs from the medial entorhi-

nal cortex and nonspatial inputs from sources such as the amygdala, olfactory cortex,

and hypothalamus, visuospatial information is conveyed to the hippocampus via the

lateral entorhinal cortex (LEC) [Hargreaves et al., 2005]. LEC neurons are spatially

modulated but only weakly so [Deshmukh and Knierim, 2011]. At present, the ex-

perimental data regarding the role of LEC inputs in shaping place field properties

paints a somewhat confusing and at times contradictory picture, and further exper-

imental work will be required to pin down the way in which these inputs modulate

place cells activity. One computational modeling study has investigated the poten-

tial role of LEC inputs as a way of explaining the phenomenon of rate remapping

in hippocampal place cells [Rennó-Costa et al., 2010]. This idea was supported by a
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recent study in which LEC lesions were observed to impair normal rate remapping

[Lu et al., 2013]. Furthermore, place fields have been observed in the distal hip-

pocampus, which receives input primarily from the lateral entorhinal cortex rather

than the medial entorhinal cortex [Henriksen et al., 2010]. These recent studies have

provided some useful insights into LEC function, however additional theoretical and

experimental work will be required to fully characterize the functional role of LEC

input in shaping spatial representations [Greene et al., 2013].

In addition to LEC inputs, there are other sources of spatially modulated or

weakly spatially modulated inputs from outside of the hippocampus, such as bound-

ary cells or conjunctive position-velocity cells [Lever et al., 2009, Sargolini et al.,

2006]. Furthermore, since this work is primarily focused on the CA1 subfield of the

hippocampus, it is possible that place cell inputs from the CA3 region may play a

role. Since it was shown that the model described here will produce place fields given

sufficiently spatially modulated input, and the specific geometry of grid cell firing

fields is not crucial for normal place field expression [Lyttle et al., 2013], these al-

ternate sources of spatially modulated inputs may explain why hippocampal place

cell activity persists in the face of the disruption of normal grid cell activity [Koenig

et al., 2011], and why hippocampal place fields are first observed at a earlier period

of development than entorhinal grid fields [Wills et al., 2010].

2.3.4 The importance of stable grid inputs

It has been experimentally observed that there is considerable variance in the firing

rates of individual grid vertices or “nodes” within a single grid field [Hafting et al.,

2005], and the potential impact of instabilities and heterogeneity in grid cell firing

rates remains unclear. The model described here was used to investigate these ques-

tions, by testing whether perturbing the patterns of grid node firing rates while fixing

the geometric properties of the grid cells (scale, orientation and phase) could induce
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remapping in the downstream place cell populations. In this test, two populations of

grid cells with identical geometric properties, but independently chosen patterns of

grid node firing rates were generated and used to construct place fields. Then, the

degree of similarity between the resulting place cell activity patterns was assessed, to

determine whether the cell populations could be induced to “remap” as a result of

grid cell firing rate fluctuations.

Remapping was quantified via two measures. The first was a correlation-based

measure used to determine the extent to which a cell’s place field remains the same

across different input conditions or different environments. The firing rate map of a

place cell is a 100 x 100 matrix of values, which can be transformed into 10,000 x

1-dimensional vector. This vector is then converted into a binary on/off vector by

setting all nonzero entries to 1. Doing this for two input conditions yields the binary

vectors v1 and v2, which are then can be used to compute the correlation coefficient:

R =
< v1, v2 >

||v1|| × ||v2||
(2.4)

If the place field as the same in the two environments, then R = 1, while if the

fields are completely non-overlapping then R = 0. This measure is only applicable

when cells have nonzero activity in both conditions. Another phenomenon observed

in global remapping is the disappearance of place fields and the appearance of place

fields in previously inactive cells. Thus a second, population-level measure is used

to determine the stability of the population activity. This is defined as the number

of cells active in both sets of input conditions, normalized by the average number of

cells active in one condition (multiplied by 100 to yield a percentage). This number

will be low when there is a high degree of cell turnover (i.e. more remapping).

Figure 2.7 [Lyttle et al., 2013] shows the change in the place fields as a result of

randomly perturbing the firing rates of the all the individual grid nodes, for the same

example parameter set used in the other simulations. Figures 2.7A and 2.7B show
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the average values of cell turnover and spatial correlation, respectively, for place fields

across the entire dorsoventral axis [Lyttle et al., 2013].

Figure 2.7. Response of place cell representation to changes in grid node firing rate
variability
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Figure 2.7 - Response of place cell representation to changes in grid node 
firing rate variability 
A  Proportion of shared active cells for two independently generated sets of grid 
node firing rate patterns at different dorsoventral locations, showing significant 
cell turnover in the dorsal hippocampus as a result of changes in just the firing 
rates of individual grid nodes. The phases, orientations and spatial scales of all 
grid cells are identical in both conditions.  B Spatial decorrelation of place field 
maps between the two conditions.  
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These results indicate that the dorsal place cells can be induced to globally remap

simply as a result of fluctuations in the grid node firing rates, even when the geometric

properties such as phase and orientation of all of the grid fields are fixed. Therefore an

important question is whether these heterogeneous firing rate patterns remain stable

over behaviorally relevant timescales, and if so, whether they carry some coding

significance, as has been suggested elsewhere [Reifenstein et al., 2012]. Alternatively,

if the firing rates of individual grid nodes are not stable over time, then the apparent

temporal stability of place fields suggests that some external mechanism or intrinsic

dynamics would be responsible for keeping dorsal place fields stable despite input
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fluctuations. Careful experimental work with the goal of precisely quantifying the

temporal stability of grid field firing rates would be useful in helping resolve these

questions.

2.4 Future work - implementing the model using spiking neu-
rons

The phenomenological model of place field formation used here was abstracted from

a spiking model [de Almeida et al., 2009b,a], but leads to specific predictions that

were not explored in the original model, and would be informative to test in the

context of a spiking implementation. It is not obvious whether firing rate models are

able to capture all the relevant dynamical behaviors that could influence place field

formation, scale, and stability. As will be observed in chapter 4, in some cases the

macroscopic behavior of a network can be affected by dynamical phenomena such as

synchrony or multiple firing events, which are only observed in spiking networks.

Consequently, it would be interesting to re-implement aspects of this model using

spiking neurons with separate excitatory an inhibitory populations, and compare the

output with that of the rate model. One of the key questions would be to determine

how the spiking models respond to changes in network size (i.e., the number of E

neurons per I cell). Furthermore, the present rate based model makes a number of

predictions regarding the effects of allowing for overlap between place cell modules.

It is not clear whether the same phenomena would be observed in a spiking imple-

mentation. It may be possible to test this in a simplified setting consisting of two

inhibitory cells coupled to two populations of excitatory cells, such that one popula-

tion receives a higher level of excitatory drive, and some fraction of excitatory cells

connect to both interneurons.
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Chapter 3

The stability and dynamics of spiking

continuous attractor networks

3.1 Introduction and motivation

This chapter focuses on the stability and properties of continuous attractor networks,

which were described previously in Chapter 1. Recall that continuous attractor net-

works are spatially-structured lattices of neurons in one or more dimensions. The con-

nectivity is organized such that the activity of the system will form spatial patterns

(“bumps” and “grids”) that remain stable along a continuum or quasi-continuum of

states, corresponding to the location of a bump on a one-dimensional circular lattice,

or the spatial phase of a grid pattern in two dimensions. These networks are often

used to model neural systems that encode a continuous variable in one or two di-

mensions, such as the head direction system [Boucheny et al., 2005, Song and Wang,

2005], grid cells in the entorhinal cortex [Fuhs and Touretzky, 2006, Sargolini et al.,

2006, Burak and Fiete, 2009, Zilli, 2012, Song and Wang, 2005, Navratilova et al.,

2012], or the storage of information in the prefrontal cortex during a spatial working

memory task [Compte et al., 2000]. Networks with similar spatial structures have

also been used to study more general pattern formation mechanisms in neural tissue,

such as the formation of visual patterns in drug-induced hallucinations [Coombes,

2005, Ermentrout and Cowan, 1979].

Much of the work involving continuous attractor networks has used continuous fir-

ing rate models, which are much more analytically tractable [Coombes, 2005]. How-

ever, a number of studies have investigated the properties of continuous attractor

networks implemented as networks of spiking neurons. These studies have shown

that, in attractor networks with recurrent excitation, certain parameter regimes (in
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particular, regimes with fast excitatory timescales), lead to network-wide synchrony

that rapidly destabilizes and destroys spatial patterns [Compte et al., 2000, Laing

and Chow, 2001]. In these networks, the activity must remain asynchronous for the

activity to remain stable, and in this state, the behavior of the spiking system tends

to match that of simplified rate models [Compte et al., 2000, Laing and Chow, 2001].

One of the primary goals of this work is to compare the properties of more tra-

ditional continuous attractor networks that do contain recurrent excitatory connec-

tions with the less well-understood case of networks that lack these connections. This

emphasis on inhibition-mediated networks is largely motivated by a set of recent dis-

coveries showing that 1.) networks of grid cells in the entorhinal cortex behave in a

way that is consistent with attractor models [Stensola et al., 2012, Domnisoru et al.,

2013, Yoon et al., 2013], and 2.) these networks fail to show any evidence of recurrent

excitatory connectivity [Couey et al., 2013], indicating that the traditional attrac-

tor network models may yield an incomplete description of the true dynamics. The

stability properties of continuous attractor networks that do not contain recurrent

excitation are less well studied, although there is evidence that synaptic timescales

also play a role [Song and Wang, 2005]. Networks with this architecture have been

constructed, typically in the context of modeling head direction cells [Song and Wang,

2005, Rubin et al., 2001, Boucheny et al., 2005], but the mechanisms by which they

lose stability have not been systematically investigated.

Another goal of this work is to understand on a mechanistic level the various

factors that influence the stability of networks lacking recurrent inhibition. Since

synchrony has been shown to play an important role in destabilizing spatial patterns

of networks with recurrent excitation [Compte et al., 2000], this work will focus on

exploring how synchrony or partial synchrony can emerge in inhibition mediated net-

works, and the effect of this on pattern stability. Recent studies have highlighted the

existence and importance of an intermediate regime for dynamics of spiking networks,

which falls between the totally asynchronous state that can be well-described by rate
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models and the totally synchronous state [Rangan and Young, 2013a]. In this regime,

the dynamics tend to be dominated by so-called “multiple firing events,” which are

rapid firing cascades of varying duration and amplitude [Rangan and Young, 2013a].

This type of dynamics, which tends to occur generically in spiking networks across a

range parameters, may affect the stability of patterns formed by attractor networks.

Therefore another objective will be to understand the parameter regimes that pro-

mote the emergence of multiple firing events, and the effects they have on pattern

stability. In particular, the effects of synaptic timescales and background input rates

will be investigated.

While the primary emphasis of this work is on the dynamics of one-dimensional

continuous attractor networks, at the end of this chapter, some numerical results

are presented which indicate that many of the same general principles apply to two

dimensional attractor networks as well.

3.2 One-dimensional attractor networks

The primary focus of this chapter is on the dynamics of spiking, 1D attractor networks.

These networks take the form of one dimensional spatial lattices of neurons, with

spatially structured connectivity patterns. When driven by outside inputs, the spiking

activity of the population will organize itself into a single “bump” of elevated firing

rates centered at a particular spatial location.

3.2.1 Single neurons and synapses

Single neurons are modeled using the Leaky integrate and fire (LIF) model with

conductance-based synapses, where the voltage dynamics are described using the

equation:

Cm
dV

dt
= gleak(EL − V ) + Isyn (3.1)
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Here Cm = 0.5 nF is the membrane capacitance, gleak = 0.025 nS is the leak

conductance, EL = −70 mV is the leak reversal potential, and Isyn is the total

synaptic input current. When the membrane potential V reaches the threshold value

Vth = −50 mV, a spike is triggered, and the voltage is reset to the value Vreset =

−60 mV, and held there for an absolute refractory period of 2 ms. In this model,

heterogeneity is incorporated into the single cell properties by introducing a small

amount (5% of the value) of random variability into the membrane capacitance values,

which has the net effect of introducing a small amount of variability int the effective

membrane time constants of the neurons (given by τmem = Cm/gleak).

The synaptic input current Isyn is the sum of excitatory (NMDA and AMPA) and

inhibitory (GABA) currents, given by:

Isyn = gAMPA(Eex − V ) + f(V )gNMDA(Eex − V ) + gGABA(Einh − V ) (3.2)

Here Eex = 0 mV and Einh = −70 mV are the excitatory and inhibitory reversal

potentials, respectively. Note that the membrane voltage V always falls between the

excitatory and inhibitory reversal potentials. Specifically, when the excitatory con-

ductances gampa and/or gNMDA are high, the membrane voltage is pushed up towards

threshold, whereas when the inhibitory conductance gGABA is high the membrane

voltage is pushed down away from threshold.

Inputs from excitatory cells evoke a response in both the fast (AMPA) and slow

(NMDA) conductances. When an excitatory spike arrives at a post-synaptic cell i

from some pre-synaptic cell j at time tspike, the AMPA conductances jump instanta-

neously by an amount determined by the connection strength Wij:

gAMPA(tspike)→ gAMPA(tspike) +Wij (3.3)

In the absence of inputs, the AMPA conductance will decay to zero according to

the equation:
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gAMPA(t) = Θ(t− tspike)gAMPA(tspike)e
−(t−tspike)
τAMPA (3.4)

where tspike is the time of the last excitatory input spike, Θ denotes the Heaviside

function, and τAMPA is the time constant of the AMPA synapse, which is set here to

2 ms.

In contrast, NMDA synapses have more complicated dynamics and operate at

slower timescales. The conductance s is governed by the equation

ds

dt
= − 1

τs
s+ αsx(1− s) (3.5)

This depends on the gating variable x, which obeys the equation

dx

dt
= − 1

τx
x+

∑
i

δ(t− ti) (3.6)

Here τs = 100ms controls the decay time of the NMDA synapse, τx = 2ms controls

the rise time, αs = 0.5 kHz controls the extent to which the NMDA synapse saturates

at high firing rates, and ti are the presynaptic spike times. These equations and the

parameter values controlling the NMDA dynamics are chosen following values used

in [Compte et al., 2000].

A second attribute of NMDA synapses is that they are voltage gated, as indicated

by the multiplicative factor f(V ) in the NMDA term of equation 3.2. Biophysically,

this voltage gating depends on the extracellular magnesium concentration [Jahr and

Stevens, 1990]. Here this voltage dependency is modeled phenomenologically accord-

ing to the equation

f(v) =
1

1 + [Mg2+]exp(−0.062V )/3.57
(3.7)

where [Mg2+] = 0.001. This functional form is follows [Jahr and Stevens, 1990].

The inhibitory conductance ggaba obeys the same dynamics as the AMPA current,

but with a different, slightly slower time constant of 5 ms.
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Unless otherwise noted, in all simulations, AMPA and GABA currents are solved

exactly, while the voltage and NMDA conductance values are integrated using a

forward Euler scheme with a time step of 0.02 ms. All simulations were implemented

using custom python code and the Numpy 1.6.1 and Scipy 0.9.0 libraries, and all

figures were generated in python using the Matplotlib 1.1.1rc library.

3.2.2 Network architectures

In the one dimensional networks discussed here, neurons are organized into a spatial

lattice with periodic boundary conditions, as depicted in figure 3.1. There are sep-

arate excitatory and inhibitory populations, each consisting of 2000 neurons. Two

basic classes of network architectures are studied. The first is a version of the stan-

dard “center-surround” (sometimes referred to as a “Mexican hat”) network, and the

second is a network in which recurrent excitatory connections are absent, which will

be referred to throughout this chapter as an “inhibition-mediated” (see figure 3.1).

In both cases, the connectivity is sparse, with a fixed number nc of input connections

to each cell from each population. Here nc = 200 is chosen so as to be 10% of the

population size.
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Figure 3.1. One-dimensional network architectures

Figure 3.1 - One-dimensional Network architectures  
A The one dimensional networks consist of separate excitatory and inhibitory 
populations each containing 2000 neurons. B Two distinct network 
architectures are investigated. The traditional, center-surround attractor 
networks contain recurrent connections within the excitatory population, while 
the inhibition mediated networks do not.  
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For a given cell, the input connections are sampled with a probability that depends

on distance, in lattice units, between the presynaptic cell and the target cell. These

distributions, and examples of sparse connection patterns sampled from them, are

shown in figure 3.2. In the center-surround networks, the E → E, E → I, and I → E

distributions take the form of truncated and scaled Gaussian-like distributions , while

the I → I distribution is uniform.

Specifically, for these distributions, the probability that there will be a synapse

onto a cell at a spatial location xi from a cell at a spatial location xj is given by

the function W (xi − xj) = J− + (J+ − J−)exp(−(xi − xj)2/2σ2) together with the

normalization constraint that the
∑
j

W (xi − xj) = 1. Note that the normalization

constraint means that the shape of the distribution can be specified using only the

parameters J+ and σ. This function is identical to that used in [Compte et al., 2000],

but here it is used to describe the probability of a connection rather than the actual

connection weights, as is done in the all-to-all coupled networks described in [Compte
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et al., 2000].

Figure 3.2. Connectivity patterns in the one-dimensional networks

Figure 3.2 - Connectivity patterns in the one-dimensional networks  
A Connectivity of the inhibition-mediated network. Sparse connections are 
formed randomly (right panel) with a distance-dependent probability (left panel).
B Connectivity of center-surround network. Note the presence of E-E 
connections, and the different shapes of the probability distributions. 
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For the inhibition mediated networks, the E → E connections are absent, the
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E → I connections are sampled from a distribution of the above-mentioned trun-

cated Gaussian form, the I → E connections are sampled from a distribution ob-

tained by subtracting a truncated Gaussian from its maximum values, and the I → I

connections are uniform. For the center surround network, the shape parameters

are J+
EE = J+

EI = 2.0, J+
IE = 1.2, σEE = σEI = 0.30, and σIE = 0.60. For the

inhibition-mediated networks, the values are J+
EI = 1.62, J+

IE = 1.62, σEI = 0.28, and

σIE = 0.22.

The individual connection weights (maximum conductances) also vary depending

on the version of the network and the connection type. In all simulations of the center

surround network, the base values are WEE
base = 0.63, WEI

base = 0.6, W IE
GABA = 0.55, and

WEE
GABA = 0.33, while in simulations of the inhibition-mediated networks the base

values are WEI
base = 0.3, W IE

GABA = 0.5, and WEE
GABA = 0.4. Several of the simulations

involve varying the respective contributions of slow NMDA and fast AMPA synapses

to the total excitatory current at a given excitatory synapse. This is done by first

calculating the value r such that the total input current from a single input spike at

a given excitatory synapse is the same when WAMPA = rWEI
base. Then the respective

contributions of the fast and slow synapses to the total excitatory current at a given

synapse can be adjusted by varying the parameter β such that WNMDA = (1−β)Wbase,

and WAMPA = (β)rWbase. All connection weights are normalized by dividing by the

total number of inputs nc.

Inputs

All cells in the network receive input spikes in the form of independent, identically

distributed Poisson processes. The input rates typically take values on the order of a

kHz, and are meant to represent the summation of thousands of independent neurons

firing at low rates. Each background input spike to an excitatory cell triggers an

instantaneous excitatory conductance jump of 0.005 nS, while each input spike to

an inhibitory cell triggers a conductance jump of 0.002 nS. All external inputs are

assumed to involve fast AMPA synapses. In addition to the ongoing background
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stimulation, at the beginning of each simulation, a group of 100 excitatory cells in

the center of the network are stimulated with a current pulse lasting 200 ms. This is

done to ensure that the starting position of the bump will be the same in all trials.

3.3 Numerical results for one-dimensional networks

Unless otherwise noted, the averaged results shown in subsequent plots are averaged

over 20 independent network realizations, where in each realization, the network

connectivity is re-sampled, and the random number generator used to produce the

Poisson input trains is reset with a new random seed.

3.3.1 Center-surround vs. inhibition-mediated networks

First, we compare the dynamical properties of inhibition-mediated continuous attrac-

tor networks to the more well-studied case in which recurrent excitation is present.

One important question is the stability of the bump patterns formed within the two

network with respect to synaptic timescales. Prior studies of spiking one dimensional

attractor networks incorporating recurrent excitation have shown that fast synaptic

timescales tend to destabilize or destroy spatially patterned activity [Compte et al.,

2000, Laing and Chow, 2001]. In a model incorporating multiple excitatory timescales

and separate excitatory and inhibitory populations, it has been shown that the synap-

tic interactions between excitatory cells must be dominated by slow NMDA currents

[Compte et al., 2000]. The simulations of the center-surround networks here agree

with those qualitative results, as can be seen in figure 3.3.



74

Figure 3.3. Response of center-surround network to changing synaptic timescales

Figure 3.3 - Response of center-surround network to changing synaptic 
timescales
A Raster plots of the network activity for different proportions of AMPA synapses 
in the E-E connections. Red dashed lines in all raster plots show the end of the 
200 ms stimulation period. Top panel - with 100% NMDA synapses, the center-
surround network produces bumps that remain stable over long timescales. The 
time-averaged firing rate profile if plotted on the right. Bottom panel - Increasing 
the AMPA/NMDA ratio in the E-E synapses alone by only 10% rapidly destabilizes 
the network, and periodic, network-wide synchronous oscillations are induced. B 
Raster plots of the network activity for different proportions of AMPA synapses in 
the E-I connections. Top panel - Increasing the AMPA/NMDA ratio in the E-I 
synapses alone by 40% reduces the firing rate (right panel), and causes the bump 
to drift slightly.  Bottom panel - Increasing the AMPA/NMDA ratio in the E-I 
synapses alone by 40% extinguishes the bump competely.
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Figure 3.3 shows example raster plots demonstrating the behavior of the center-

surround network for different AMPA/NMDA ratios. Biologically, changes to the

AMPA/NMDA ratio could occur naturally as a result of learning (long term poten-

tiation and/or depression), or artificially via pharmacological treatment. Here the

horizontal axis is time and the vertical axis is the spatial coordinate of the neuron.

Each dot represents the spike time of the corresponding neuron on the vertical axis.

When the E → E synapses are entirely governed by NMDA channels, the center sur-

round network produces a hill-like bump of activity which remains stable over time.

However, when as little as 10% of the total E → E current comes from fast AMPA

synapses, the center surround network very rapidly loses stability and produces large,

synchronous events that completely disrupt the bump pattern. Here the background

input rate to both populations was 0.3 kHz, and the E → I connections were all slow

NMDA synapses. Varying the AMPA/NMDA ratio in the E-I connections also had

a destabilizing effect on the pattern, as seen in figure 3.3B. With 40% of the E → I

current is the result of fast AMPA synapses, the bump remains relatively stable, al-

though the firing rates of all cells in the network are lower. However at 60% AMPA,

the activity is very rapidly extinguished following the initial current pulse.

In contrast, the bumps formed by the inhibition-mediated networks persist and

remain stable for much higher proportions of AMPA. Figure 3.4 shows example

raster plots generated by an inhibition-mediated network for 0, 50 and 100% AMPA

synapses. The bump in this case remains relatively stable even with 50% AMPA

synapses, but does eventually lose stability at 100% AMPA. Note however that the

result of this instability is that the bump begins to drift randomly, but persists, in

contrast to the center-surround networks, where the activity is destroyed by network-

wide synchronous firing events. Here the background input rate to all cells is fixed at

1 kHz.
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Figure 3.4. Effect of synaptic timescales on pattern stability in the inhibition-
mediated network

Figure 3.4 - Effect of synaptic timescales on pattern stability in the 
inhibition-mediated network
A Raster plot of the network activity for a 0% AMPA/NMDA ratio in the 
synapses in the E-I connections. 

The network produces a stable bump of 
activity which remains stationary at long timescales. Right panel - the time 
averaged spatial firing rate profile of the network. B Raster plot of the network 
activity for a 50% AMPA/NMDA ratio in the synapses in the E-I connections. 
The network still produces a stable, stationary bump of activity even with a 
significantly faster timescales. B Raster plot of the network activity for a 1000% 
AMPA/NMDA ratio in the synapses in the E-I connections. When the excitatory 
synapses are dominated by fast excitation, the bump becomes unstable and  
begins to drift randomly through the network.

Red dashed lines in all raster plots show the 
end of the 200 ms stimulation period. 
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As other authors have demonstrated, networks with recurrent excitation require

very strong feedback inhibition in order to remain stable [Compte et al., 2000]. This
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requirement has a number of effects with respect to how such networks respond to

variations in the other parameters, such as the background input rates or maximal

synaptic weights. Figure 3.5 shows the mean firing rate of the excitatory and in-

hibitory populations as a function of different background input rates. Observe that

increasing the overall background input rate to the entire network produced an “in-

verted U” shaped response curve in the center-surround networks, and that the peak

firing rate at the center of the bump becomes very close to the mean firing rate for

high inputs, making it difficult to distinguish the bump from the background firing of

all the cells in the network. This occurs as a result of the strong feedback inhibition

in the network suppressing activity at high rates, which was also observed in prior

models with similar connectivity patterns [Compte, 2006]. Note that the width and

location of the peak of this response can change as a result of the synaptic strength of

the individual external inputs, as well as the connection weights between cells within

the network, in agreement with observations presented in [Compte, 2006]. In contrast,

the inhibition-mediated networks increased their firing rates smoothly as a function

of background input.
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Figure 3.5. Firing rate responses of the two network architectures

Figure 3.5 - Firing rate responses of the two network architectures
A In the center-surround networks, increasing the input firing rate to the 
network first increases and then sharply decreases the peak firing rate of the 
bump in the excitatory population. For high input rates, the peak activity 
becomes barely distinguishable from the mean activity, effectively destroying 
the peak activity. Here all the excitatory synapses are 100% NMDA. B In 
contrast, increasing the input rate to the inhibition-mediated networks 
increases both the mean and peak firing rates, and causes the peak rates to 
become increasingly distinct from the mean rates, making the bump more 
prominent. Again, all the excitatory synapses are 100% NMDA.
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3.3.2 The effect of synaptic timescales and input rates on the stability of

inhibition-mediated networks

As seen in the preceding section, a high proportion of fast excitatory synapses in

inhibition-mediated networks results in a randomly drifting bump pattern, rather

than the erasure of the bump due to large synchronous events, as was also noted in

[Song and Wang, 2005]. Here we systematically explore the effects on stability of two

parameters: 1.) the background input rates, and 2.) The ratio of AMPA to NMDA

channels at each excitatory synapse, which determines the timescale at which the

postsynaptic neurons respond to excitatory inputs.

Bump drift was quantified by computing the variance in the position of the bump

over time. Treating the change in position of the bump over time as a random walk, a
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quantity proportional to the diffusion coefficient is computed for each parameter set.

The position of the bump is estimated by computing the time averaged firing rate

over a 50ms window for all neurons, smoothing the resulting averages in space using a

Gaussian smoothing kernel with a width of 50 lattice units, and then locating the peak

of the smoothed bump in space. The position of the bump is tracked over the course of

the simulation by sliding this 50ms window over the entire run in increments of 5 ms.

Finally, dividing the spatial variance in the position of the bump by the simulation

time yields a quantity similar to a diffusion coefficient for a particle undergoing a

random walk, which is used to quantify the degree of bump drift.

Figure 3.6. Effect of synaptic timescales and background input rates on pattern
drift in the inhibition-mediated networks

Figure 3.6 - Effect of synaptic timescales and background input rates on 
pattern drift in the inhibition-mediated networks 
A Faster excitatory timescales lead to a more raplidly drifting bump. Drift was 
measure by dividing the variance of the spatial location of the bump center ( in lattice 
units) by the simulation time. Here the background input rate to the network are fixed 
at 1.0 kHz. B The bump is less stable at lower input rates, and exhibit more drift 
when all the E-I synapses are fast (100% AMPA). 
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Figure 3.6A shows the effects of the AMPA/NMDA ratio on rates on pattern drift,

averaged over 20 different network realizations. Here it is apparent that the rate of

drift increases with faster synaptic timescales, which is in agreement with prior work

on a model of the head direction system which lacked recurrent excitation [Song and
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Wang, 2005]. Here the background input rate was set to 1 kHz. Figure 3.6B shows

the effect of background input rates, in the case where all excitatory synapses are

fast. This figure demonstrates that for low rates, the bump patterns lose stability

and drift more rapidly.

3.3.3 A proposed mechanism underlying pattern instability

Having made the observation that the stability of bumps depends upon synaptic

timescales and background input rates, the next question is: why do bumps drift?

Furthermore, why do the bumps drift more when synapses are fast, and background

input rates are low? The answer presented here depends on two observations, which

are discussed below. The first observation is that spiking events on the periphery of

a bump act to “kick” the bump in the direction of the side on which they occur. A

second observation is that faster synaptic timescales and low input rates both lead

to the generation of large, multiple firing events (MFEs), which act as larger, more

powerful “kicks” that lead to more dramatic bump movements.

Fluctuations at the periphery cause the bump to move

Because the network is driven by noisy inputs, and exhibits complicated spiking

dynamics, it is difficult to evaluate the effects of a fluctuation on the bump periphery

in a single instance. Consequently, the effects of fluctuations must be assessed in

a statistical sense, over timescales much longer than that of any given fluctuation.

This is made complicated by the fact that the bump is moving in different directions,

sometimes very rapidly. Therefore to better see the effects of perturbations at the

bump periphery, the output of the network is analyzed using a moving, “bump-

centric” coordinate system, as described below.

To transform the network output into a bump-centric coordinate system, the

rasters, conductances, and voltages were first centered and then flipped in the di-

rection that the bump was moving, so that the leading edge of the bump could be
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aligned in time. This centering and flipping procedure was done by first locating the

center of the moving bump in a series of 2ms intervals. For each interval, the variables

describing the activity of all neurons were shifted so that the centers of highest ac-

tivity were lined up in the same spatial location. Next, the direction of motion of the

bump in each 2ms interval was identified by computing the difference in the location

of the center of mass of the bump. For intervals in which the bump was moving in

the “negative” direction, the spikes, voltages and firing rates were flipped about the

center, so that the “leading edge” of the bump was always on one side. An example

of a raster plot showing a moving bump that was centered and flipped in this manner

can be seen in figure 3.7A. The top panel shows the original raster plot displaying a

moving bump, while the bottom panel shows the raster plot resulting from changing

to bump-centric coordinates.
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Figure 3.7. Centering and flipping the bump, and event size distributions on the
leading edge vs. the trailing edge

Figure 3.7 - Centering and flipping the bump, and event size distributions on the 
leading edge vs. the trailing edge
A Example of a drifting  bump before and after the centering and flipping procedure. The red 
dashed lines show the end of the initial 200ms stimulation period. B Distribution of event 
sizes on the leading edge of the bump of the inhibitory population 
the direction of movement), vs the trailing edge. Note the longer tail of the distribution of 
event sizes on the leading edge, indicating that larger events are more common on side 
corresponding ot the direction of movement.
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Figure 3.7 B shows the distributions of event sizes both the leading and the trailing

side of the bump. Here an “event” is the simultaneous firing of several neurons within

a 2ms time bin, and the event size is the number of neurons that fire within that bin.
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Note that the distribution for the leading edge is skewed toward larger event sizes

relative to the trailing edge, implying that movement in a given direction is correlated

with larger event sizes on that side of the bump.

The effect that spikes occurring on the periphery of the drifting bump have on

the rest of the population can be seen in more detail in the space-time covariance

plots presented in figure 3.8. Because the firing rates are low, it is difficult to detect

the effect that fluctuations on the edge of a bump have on the rest of the population

using spike data alone. Therefore the excitatory and inhibitory synaptic conductances

generated by the outgoing spikes of each neuron, which vary more smoothly in time,

were used as a stand-in for the firing rates, and also subjected to centering and flipping

procedure described above.

The resulting centered and flipped conductance plots were then averaged in the

spatial dimension in increments of 10 lattice units. The covariances between the con-

ductances at a location on the leading edge of the bump (indicated by the horizontal

black lines) and the rest of the population at different spatial locations were then

computed using a sliding window over the entire length of the simulation. The result-

ing space-time covariance plots allow one to see the relationships between the activity

of either excitatory or inhibitory cells at the edge of the bump and the activity of the

rest of the network, as a function of both time (temporal lag) and space.
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Figure 3.8. Fluctuations on the periphery of the bump induce movement

Figure 3.8 - Fluctuations on the periphery of the bump induce movement 
Space-time covariance plots illustrating the relationships between excitatory and inhibitory 
conductances located on the leading edge of the bump (illustrated by the black horizontal lines) 
with the rest of the E or I  population, as a function of the time lag. The zero lag point in all plots is 
shown by the thin black vertical line. A Comparing the activity of excitatory cells on the leading 
edge of the bump with the activity of the rest of the excitatory population. Note that activity in this 
location is associated with increased activity in the direction of movement at positive time lags, and 
decreased activity on the trailing edge, indicating that firing on the bump edge pushes the bump in 
that direction.  B Comparing the activity of excitatory cells on the leading edge of the bump with 
the activity of the inhibitory population. Note that activity in this location is preceded by increased 
inhibitory firing in the center/leading edge.  C Comparing the activity of inhibitory cells on the 
leading edge of the bump with the activity of the excitatory population. Note that activity in this 
location is produces increased excitatory firing on the leading edge and center of the bump at 
positive time lag values. D Comparing the activity inhibitory cells on the leading edge of the bump 
with the activity of the rest of the inhibitory population. Activity in this location is associated with 
increased inhibitory firing in the direction of movement at both positive and negative time lags, and 
that the covariance values are higher than in any other case. 
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In all plots, the zero lag point in all plots is shown by the thin black vertical line.

Here the plots are showing covariances as a function of time for centered/flipped and



85

spatially averaged data (as described above) averaged across 10 independent network

simulations of length 8 seconds.

Figure 3.8A shows covariance between the activity of excitatory cells on the leading

edge of the bump and the activity of the remaining cells in the excitatory population.

Note that activity at this point on the bump edge is associated with increased activity

in the direction of movement at positive time lags, as well as a decrease in activity on

the trailing edge. This indicates that firing on the bump edge is associated with bump

movement in that direction, on the scale of 2-3 ms. Figure 3.8B shows the covariance

between the activity of a small group of excitatory cells on the leading edge of the

bump with the activity of the inhibitory population as a function of distance and

time. Notice here that activity in this location is preceded by increased inhibitory

firing in the center/leading edge. This implies that the firing of excitatory cells is

largely a result of being released from inhibition, since the structure of the network is

organized so that inhibitory cells firing at given location inhibit distant, rather than

nearby excitatory cells. This allows the excitatory cells in that region to effectively

inhibit distant cells, via an inhibitory intermediary.

Figure 3.8C compares the activity of a small group of inhibitory cells on the

leading edge of the bump with the activity of the entires excitatory population over

time, using the bump-centric coordinates. Here it can be seen that activity in this

location results in increased excitatory firing on the leading edge and center of the

bump, again demonstrating that excitatory firing tends to be the result of release from

inhibition. Figure 3.8D compares the activity of inhibitory cells on the leading edge of

the bump remainder of the inhibitory population. Interestingly the covariance values

here are much higher than in any other case. Activity in this location is associated

with increased inhibitory firing in the direction of movement at both positive and

negative time lags, and with decreased inhibitory activity on the trailing edge.

The strong correlations here suggest that fluctuations in the inhibitory population

are the primary cause of bump movement. Given the network architecture, the firing
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of inhibitory cells on one side can lead to the following sequence of events, as illus-

trated in the cartoon in figure 3.9: first, inhibitory cells on the leading side indirectly

suppress the inhibitory cells on the opposite side, by inhibiting their inputs from the

excitatory population. This results in an increase in the firing of excitatory cells on

the leading edge, which in turn cause more inhibitory cells on that edge to fire. In

this manner, the firing of inhibitory cells on a given side tends to promote even more

inhibitory firing on that side. Since all of the interactions in this sequence of events

are mediated through excitatory cells, this process can only produce rapid firing cas-

cades in the inhibitory population if the excitatory timescales involved in this process

are sufficiently fast. Note also that any inhibitory firing cascades generated in this

way can only grow so large before they are terminated as a result of the recurrent I-I

connectivity.

This would imply that fast excitatory timescales should produce larger firing cas-

cades or “multiple firing events” in the inhibitory population. Furthermore, this effect

should be more pronounced at low input rates, since at high firing rates more cells will

be firing randomly due to external inputs, which will have a desynchronizing effect

on the network. The effect of input rates and synaptic timescales is discussed in the

next section.
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Figure 3.9. Cartoon illustration of proposed mechanism for bump drift
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Figure 3.9 - Cartoon illustration of proposed mechanism for bump drift
Schematic illustrating the sequence of events that result in firing cascades and bump drift 
when synapses are fast. 1. One or more inhibitory cells spike on the edge of the bump. 2. 
This results in a suppression of activity in the excitatory population on the opposite edge 
(due to the structured I-E connectivity), and the spatially uniform suppression of activity in 
the inhibitory population (due to the unstructured I-I connectivity). The net effect is the 
selective dis-inhibition of excitatory cells on the same side of the bump as the original 
fluctuation, making them more likely to fire. 3. If excitatory cells on that side fire, they make it 
likely that inhibitory cells on that same side will spike, due to the structure of the E-I 
connections. If all the synaptic interactions are fast, inhibitory spikes on that same side can 
result in steps 1-3 repeating themselves several times, resulting in a brief firing cascade that 
pulls the bump in the direction of the original fluctuation.     

1.1.

2.

3.

Fast synaptic timescales and low input rates yield large synchronous fluc-

tuations
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A second critical observation is that fast excitation and low input rates are both

associated with large, synchronous fluctuations in the activity of the inhibitory pop-

ulation, as predicted by the mechanism outlined in the preceding section. Multiple

firing events were quantified by first dividing the simulation time into 1ms bins, and

then counting the number of cells that spiked within each bin. In order to compare

the amplitude of these events fairly across conditions where the underlying mean fir-

ing rates are different, the spike counts within each bin are normalized by dividing

by the expected number of spike that would occur across the network in that time

bin if all the cells were acting as independent Poisson processes spiking at the mean

rate of the network.
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Figure 3.10. Fast excitatory synapses and low input rates produce large, syn-
chronous fluctuations in the inhibitory population

Figure 3.10 - Fast excitatory synapses and low input rates produce large, 
synchronous fluctuations in the inhibitory population
A Variance of the normalized distribution of synchronous event sizes, as a function of 
the AMPA/NMDA ratio, with the background rate fixed at 1.0 kHz. Here the normalized 
event size distribution is defined as the number of spikes in that occur in a 1 ms time 
bin, divided by the expected number of spikes, assuming that all cells are firing 
independently at the population mean firing rate. Note that the excitatory population is 
largely unaffected. B Variance of the normalized distribution of synchronous event 
sizes, as a function of the input rates, where the proportion of ampa synapses is 100%.  
C Example normalized distributions of event sizes, where the proportion of ampa 
synapses is either 0% (top) or 100% (bottom). Note the increase in the prevalence of 
large events when the synapses are fast. D Example normalized distributions of event 
sizes, where the input rate is either 1.6 kHz (top) or 0.8 kHz (bottom). Note the increase 
in the prevalence of large events when background rates are low.
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The strength of the network fluctuations was quantified by computing the variance

in the (normalized) amplitude of the multiple firing event distribution. Figures 3.10 A
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and B show this quantity plotted as a function of the AMPA ratio and the background

input rates, respectively. Here it is clear that both faster timescales and lower input

rates lead to more variance in the event sizes, implying larger, more rare kicks to the

system.

Figures 3.10 C and D show the actual distributions of normalized event sizes

for two different values of the AMPA ratio (Figure C) and two different values of

the background input rate (Figure D). Observe that with either slower excitatory

timescales, or stronger background input, the distribution is tightly centered around

1, implying that the typical event size is close to what would be expected assuming

independent Poisson firing.

Summary of one-dimensional results

One of the primary observations resulting from the study of one-dimensional at-

tractor networks is that inhibition-mediated networks are more stable with respect

to fast synaptic timescales than networks with the more traditional “mexican hat”

architecture in which the excitatory cells are coupled. However, inhibition-mediated

networks do lose stability with a sufficiently high proportion of fast synapses, in the

form of bump drift. We propose a mechanism for bump drift, in which the bump is

“kicked” in different directions by fluctuations at the periphery, and show that fast

synapses and low input rates result in larger kicks and greater amounts of drift.

3.4 Two-dimensional attractor networks

The results of the previous section illustrate fundamental differences in the stability

of one-dimensional attractor networks with and without recurrent excitation, and

provide a mechanistic explanation as to why the one-dimensional spatial patterns drift

more when excitatory timescales are faster and input rates are lower. This section

focuses on determining the extent to which these findings generalize to attractor

networks in two dimensions, given the relevance of 2D attractor networks to models
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of grid cell formation.

3.4.1 Two-dimensional network architectures

The single cell and synapse models, and the maximal conductances due to individual

input spikes from the background Poisson input are identical to the one dimensional

case, with the only differences being the population size and the connectivity between

neurons. Rather than being organized into a 1D lattice with periodic boundary con-

ditions, neurons in both the excitatory and inhibitory populations are assigned two

dimensional coordinates on a 60 by 60 neuron sheet, with periodic boundary condi-

tions. Because the system is larger, the network connectivity here is sparser that in

the 1D case, with the number of input connections set to 2% of the total number of

neurons, rather than 10%. The connection probability depends on distance, as in the

1D case. For the center surround networks the connections were sampled from a 2D

Gaussian distribution, with width σ = 0.23 for both the E → E and E → I connec-

tions. The I → E connections were also sampled from a 2D Gaussian distribution,

but with a slightly larger width of σ = 0.35. In the case of the 2D inhibition-mediated

networks, the E → I connections were sampled from a Gaussian distribution of width

σ = 0.1, and the I → E connections were sampled from an annulus-shaped distri-

bution constructed by subtracting a non-normalized, 2D Gaussian-shaped function

of width 0.22 from a second, similarly shaped function of width 0.25, and then nor-

malizing by dividing by the total mass. In both the center surround and inhibition

mediated architectures, the I → I connections were sampled uniformly.

Figure 3.11 shows examples of the sparse connectivity patterns generated by this

process.
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Figure 3.11. Example connectivity patterns for the 2D networks

Figure 3.11 - Example connectivity patterns for the 2D networks
A Example sparse connectivity patterns for the 2D center-surround networks. E-E and E-I 
connections are sampled from 2D Gaussian distributions of the same width, while I-E 
connections are sampled from a slightly wider distribution. I-I connections are uniformly 
sampled (not shown). 
B Example sparse connectivity patterns for the 2D inhibition-mediated networks. E-E 
connections are absent. E-I connections are sampled from 2D Gaussian distribution, while I-
E connections are sampled from a ring-like distribution constructed by subtracting a 
narrower Gaussian from a larger one. I-I connections in this network are also uniformly 
sampled (not shown).
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3.4.2 The effect of synaptic timescales on the 2D center-surround net-

works

The results presented in the above sections suggest that one dimensional inhibition-

mediated networks are intrinsically more stable with respect to the timescales of

excitation. This was also found to be the case in two-dimensional versions of these

attractor networks. Figure 3.12 shows an example of the effect of introducing a small
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amount of fast excitation into the recurrent excitatory connections in a 2D center-

surround network.

Figure 3.12. Response of the 2D center-surround networks to synaptic timescales

Figure 3.12 - Response of the 2D  center-surround networks to 
synaptic timescales
A Example time averaged spatial firing patterns (over 8 seconds) of the 2D 
center surround network when the excitatory synapses are all slow (0% 
AMPA). B Example time averaged spatial firing patterns of the 2D center 
surround network with a small proportion of fast synapses (10% AMPA). 
Even a small amount of fast excitation in the recurrent excitatory 
connections destabilizes the grid-like spatial pattern.
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Just as in was seen in the 1D networks, stable spatial patterns were generated by

the center-surround networks when all of the recurrent excitatory connections were

slow. However, the activity in the center-surround networks quickly became unstable

with the introduction of only a small amount (10%) of fast excitation (figure 3.12B).

Note also that the the spatial autocorrelograms of the stable grid patterns in both

network architectures typically exhibited a sixfold symmetry similar to what is seen

in grid cells, although this was more clear in some network realizations than others

(data not shown).
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3.4.3 The effect of time scales and firing rates on pattern stability in 2D

inhibition-mediated networks

The next question was whether synaptic timescales and firing rates played a similar

role in the 2D networks as the 1D networks, with respect to the stability of the spatial

patterns formed, and the distribution of synchronous event sizes.
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Figure 3.13. Effect of synaptic timescales and background rates on pattern stability
in the 2D inhibition-mediated network

Figure 3.13 - Effect of synaptic timescales and background rates on pattern 
stability in the 2D inhibition-mediated network.
A Example time-averaged firing rate pattern in an inhibition-mediated network with all 
slow synapses (0% AMPA, left panel) and all fast synapse (100% AMPA, right panel). 
Note the reduction in firing rate and the loss of spatial patterning in the latter case. B 
Example time-averaged firing rate pattern in an inhibition-mediated network with a low 
input rate (0.9 kHz, left panel) vs a high input rate (1.9 kHz, right panel). Here all the 
synapses are fast (100% AMPA). C Effect of synaptic timescales on the average firing 
rate correlation between successive rate maps averaged over 50ms intervals. The 
small increase between 0% and 25% AMPA is due to the longer period of transient 
activity before the network settles into a stable pattern observed in the 0% case. D 
Effect of input rates on the average firing rate correlation between successive rate 
maps averaged over 50ms intervals.  
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Figure 3.13 demonstrates the effects of synaptic timescales and firing rates on

the stability of spatial patterns in the two-dimensional inhibition-mediated networks.

Because the dynamic behavior of the patterns over time was observed to be much more

complicated than the drift observed in the one-dimensional case, different techniques

for measuring stability were needed. One simple way to observe the stability over

time is by looking at the spatial coherence of the firing rate map averaged over the

length of the entire simulation. The presence of clear spatial patterns in this map is

indicative of stability in the network activity. Figures 3.13A and B show examples

of the firing rate maps averaged over the entire simulation for different values of the

AMPA ratio (Figure 3.13A), as well as the background input (figure 3.13B). These

suggest that the pattern stability does indeed depend on the amount of fast excitation,

as well as input rates, in a similar fashion as was observed in the 1D networks. To

more precisely quantify stability in two dimensional networks, the firing rates of all

neurons in the network were averaged in a sequence of 50ms intervals, producing

an order set of firing rate vectors. Then, the correlation coefficient was computed

between each vector and the subsequent one in the series, which produced a series of

correlation values that captured the fluctuations in the pattern of short (50-100ms)

timescales. These values were then averaged to produce a single number representing

the rate of change in the spatial pattern over time for a given network realization.

Higher values of this quantity imply greater pattern stability over time.

Figures 3.13C and 3.13D show the change in this quantity (averaged over 20

network realizations) as a function of the AMPA ratio and the background drive,

respectively. Here, as in the one dimensional case, one can see that lower firing rates

and faster excitatory timescales are associated with instability in spatial patterns. The

small peak in the graph shown in 3.13C is due to the fact that in the 100% NMDA

case, the network activity goes through a longer transient period before settling into

a stable pattern.

Note that these changes coincided with changes in the variance of the distributions
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of normalized multiple firing event amplitudes, which were calculated in exactly the

same manner as in the 1D case. Figure 3.14 shows how this quantity changes as a

result of manipulating the synaptic timescales and input rates. Just as was observed

in the 1D case, there is greater variance in the distribution of events sizes when

excitatory timescales were fast, and when firing rates were low.

Figure 3.14. Effect of synaptic timescales and input rates on the synchronous firing
events in the 2D inhibitory mediated network

Figure 3.14 - Effect of synaptic timescales and input rates on the 
synchronous firing events in the 2D inhibitory mediated network
A Variance of the normalized distribution of synchronous event sizes in the 
inhibitory population, as a function of the AMPA/NMDA ratio, with the background 
rate fixed at 1.1 kHz. B Variance of the normalized distribution of synchronous 
event sizes in the inhibitory poplation, as a function of the input rates, where the 
proportion of ampa synapses is 100%.  
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Collectively these results indicate that the basic mechanisms and phenomena ob-

served in one-dimensional attractor networks also apply to the two dimensional ana-

logues of these networks, even though the instabilities observed as a result of fast

excitation and low input rates manifest themselves more complicated ways. The fact

that the same basic principles are at work in both one and two dimensions suggests the

insights developed here may apply to grid cell networks that encode two dimensional
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positional information.

3.5 Discussion and future work

Implications for the rat spatial navigation system

One of the primary results of this work is that spatial patterns formed by inhibition-

mediated networks are intrinsically more stable and robust than those formed in

attractor networks where recurrent excitatory connections are present. This may

partially explain why certain brain structures critical for spatial navigation and path

integration, namely, the grid cell and head direction networks, appear to lack signif-

icant recurrent connectivity [Couey et al., 2013]. Anatomical studies of the regions

thought to be responsible for head direction signal generation have not found evidence

for recurrent excitatory connectivity [Allen and Hopkins, 1988], and more recently, a

detailed anatomical and electrophysiological study of layers 2 and 3 of the entorhinal

cortex (where grid cells are found) have also suggested that that the excitatory cells

in that region do not interact directly through recurrent excitation [Couey et al.,

2013]. This lack of recurrent excitatory connectivity is not typical of cortical tissue

in general [Kandel et al., 2000], which raises the question of what the functional or

computational advantages of this type of architecture might be with respect to spatial

navigation. The present study suggests a partial explanation, namely, that attractor

networks in which the excitatory cells are uncoupled are intrinsically more stable, and

that maintaining stable patterns in such networks does not depend upon the strong

constraint that the excitatory synapses be overwhelmingly dominated by slow NMDA

currents.

Previous attractor models of grid cells have been constructed using networks com-

posed entirely of inhibitory cells [Couey et al., 2013, Burak and Fiete, 2009], so the

observation presented here that inhibition-mediated networks are capable of gen-

erating spatial patterns is not unique. However, these models do not incorporate
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excitatory cells, and typically rely on a firing-rate based description of neural activ-

ity, rendering them unsuitable for studying the impact of varying synaptic timescales

and synchronous firing events on the stability of spatial patterns [Couey et al., 2013,

Burak and Fiete, 2009]. One recent study did use an inhibition-mediated spiking

attractor network to model grid formation and the production of gamma-frequency

oscillations, however the synaptic timescales are not systematically varied, and the

stability of the spatial patterns under different parameter regimes was not explored

[Pastoll et al., 2013]. Consequently, these studies, unlike the work presented here, do

not make predictions regarding the functional role of inhibition-mediated attractor

networks in maintaining pattern stability.

The observation made here that the inhibition-mediated networks lose stability

at low input rates also agrees with several recent experimental studies of grid cells in

which sources of excitatory input from either the medial septum or the hippocampus

are removed by selectively inactivating these structures [Bonnevie et al., 2013, Koenig

et al., 2011]. In these studies, the removal of strong sources of excitatory input resulted

in a drop in firing rates and a dissolution of the grid pattern in grid cells [Koenig et al.,

2011, Bonnevie et al., 2013]. This is consistent with the inhibition-mediated networks

studied here, but this phenomenon is not observed in the networks containing recur-

rent excitation, which display a more complicated firing-rate response function, as

seen in figure 3.5. This implies that an inhibition-mediated architecture may play a

critical role in producing this experimentally-observed phenomenon. Note also that

the behavior of the center-surround networks studied here is different from what was

observed in a prior theoretical study of a sparse, two dimensional spiking network

containing recurrent excitation, in which higher input rates produced more stable

patterns [Usher et al., 1994]. This may be due to the fact that the center-surround

networks discussed here utilize stronger inhibition than in the aforementioned study,

which dampens network activity at higher input rates.

One prediction of the model is that the complete absence of slow NMDA currents
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in the connections between excitatory and inhibitory cells tends to destabilize patterns

in both one and two dimensional networks. This could be tested directly by observing

changes in the spatial patterns of grid cells and head directions cells after selectively

blocking NMDA channels, or comparing the grid fields of normal mice to those of

genetically-engineered knockout mice lacking functional NMDA receptors. In the

model, the time-averaged firing patterns of the networks lacking NMDA synapses are

larger and less spatially precise due to drift and fluctuations at short time scales.

Consequently, the model would predict that the fields of of grid cells in rats and mice

lacking functioning NMDA receptors should be larger, less spatially selective, and

have less temporal stability than fields recorded in normal mice. Furthermore, the

model predicts that this destabilization of the pattern should coincide with increased

variance in the magnitude of synchronous firing events in the population, which could

be observed in multi-unit recordings, or potentially in the short timescale statistics

of the local field potential.

Another prediction of the model is the existence of inhibitory interneurons with

grid-like firing fields, which has also been predicted by other models of inhibition-

dominated grid cell networks [Burak and Fiete, 2009, Pastoll et al., 2013]. It is

possible that such cells may have been recorded and mistaken for excitatory cells,

since one of the main methods for separating interneurons from excitatory cells is to

compare their firing rates. In a large portion of the parameter regimes explored in the

model, the firing rates of cells in the inhibitory population are only slightly elevated

relative to those of the excitatory population, which would make them difficult to

identify them in electrophysiological recordings on the basis of firing rates alone. A

more careful analysis of the available data, possibly focusing on differences in the

action potential waveforms, might provide evidence for inhibitory grid cells.

General insights into the dynamics and stability of attractor networks

Here, a mechanism is presented in which increased bump drift results from large,

rare, synchronous firing events occurring at the edge of a bump, which serve as pow-
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erful kicks that propel the bump in the direction of the side where the fluctuation

occurred. The dynamical and functional consequences of “multiple firing events” are

of fundamental theoretical interest [Rangan and Young, 2013a], and have been studied

in other contexts, most notably vision [Rangan and Young, 2013b]. The mechanism

presented here illustrates a unique role for these events in destabilizing spatial pat-

terns, and demonstrates that multiple firing events can be produced even when the

excitatory cells are uncoupled, provided that the synaptic interactions between ex-

citatory and inhibitory cells are sufficiently fast. This work extends prior efforts to

understand the role of synchronous activity and fluctuations in spiking continuous at-

tractor networks [Compte et al., 2000, Laing and Chow, 2001, Song and Wang, 2005].

Previous theoretical studies of attractor networks have overwhelmingly focused on

networks in which excitatory connections are present [Compte et al., 2000, Laing and

Chow, 2001], making this work unique in its emphasis on inhibition-mediated net-

works. One prior modeling study of a spiking, inhibition-mediated one-dimensional

attractor network has noted that faster synaptic timescales lead to more bump drift

[Song and Wang, 2005], but did not provide a mechanistic explanation as to why this

was the case.

3.5.1 Open questions and future work

Multiple, interacting bumps

One promising avenue for extending this work would be to better understand the

dynamics of two dimensional, inhibition-mediated attractor networks. In comparison

to the one-dimensional networks, the impact of the multiple firing events observed

at fast timescales and low input rates is much more complicated. The net effect is

still a destabilization of the spatial pattern, but the way in which this destabilization

manifests itself is fundamentally more complex, and more difficult to analyze in depth

compared to the simpler one-dimensional case of a single, wandering bump. One of
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the primary confounding factors is presence of multiple bumps within the grid, and

the fact that these bumps can interact in complicated ways. One possible first step to-

ward understanding the interactions between grid nodes in two dimensional networks

may be to construct one-dimensional networks which can support the existence of

multiple bumps, and to analyze the interactions between bumps in this reduced sys-

tem. Interactions between multiple bumps have been studied in the context of one-

dimensional attractor networks containing recurrent excitation [Laing et al., 2002],

but to date this has not been explored in inhibition-mediated architectures.

The spatial scale of grids and bumps

Another open question concerns the factors that determine the spatial scale of the

patterns, which would connect the work in this chapter directly to that which was de-

scribed in chapter 2. In model presented here, the spatial scale of the patterns formed

is determined by the intrinsic network connectivity, in particular, the spatial spread

of the excitatory and inhibitory projections. Experimental and theoretical work sug-

gests that a more complicated set of factors may be involved in setting the spatial

scale of grid patterns in the entorhinal cortex. Attractor models of grid cells typically

include a conjunctive layer that translates the pattern through space in response to

direction-specific velocity inputs [Fuhs and Touretzky, 2006, Sargolini et al., 2006,

Burak and Fiete, 2009, Zilli, 2012, Song and Wang, 2005]. Therefore, it is important

to note that the spatial scale of the single cell responses may not directly reflect the

scale of the patterns formed by the underlying network. A network that moves more

slowly in response to velocity inputs will result in larger grids being observed in single

cell recordings. Consequently, differences in the scale of grids observed in single unit

recordings may be due to differences in how rapidly the patterns move in response to

velocity inputs, as has been proposed elsewhere [Burak and Fiete, 2009].

Prior theoretical work has attempted to link differences in the intrinsic biophysical

properties of grid cells to differences in how rapidly velocity signals are integrated, and

therefore to the scale of grid patterns observed in single cell recordings [Navratilova
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et al., 2012]. Experimental evidence had linked the presence of specific ion channels

(the HCN1 channel), as well as the frequency of theta oscillations in the entorhinal

cortex to the spatial scale of grids [Giocomo et al., 2011]. Intriguingly, a very recent

experimental study has found a dorsoventral gradient in the density and strength of

inhibitory connections onto excitatory entorhinal stellate cells (the cell type most com-

monly observed to be grid cells), as well a dorsoventral gradient in gamma frequency

power in the local field potential, with dorsal cells receiving stronger inhibition and

increased gamma power [Beed et al., 2013]. Since spatial scale also changes system-

atically along the dorsoventral axis [Brun et al., 2008], this change in the strength of

inhibitory input may play an important role. An interesting extension of the present

work would be to modify the 2D inhibition-mediated network presented here to in-

clude direction sensitive velocity inputs, and then systematically study how changes

in the density or strength of the I-E connections affects how fast the pattern moves

in response to velocity inputs. This would allow one to directly test the hypothesis

that the dorsoventral differences in grid scales can arise as a result of dorsoventral

differences in network connectivity (i.e. the strength of inhibition), independently of

single cell biophysics or theta oscillations.

Statistical signatures of pattern stability

Finally, it would be interesting to investigate whether the spiking statistics of

multiple neurons in the network correlated in any way with the macroscopic stability

of the system, in different network architectures. One previous study of pattern

formation in a sparse, two-dimensional network of spiking neurons illustrated how

the pattern-forming activity of the network contributed to variability in the spiking

statistics of single neurons in the network, and that the statistical properties of the

spike trains of single neurons correlated with the macroscopic stability of the pattern

in different input regimes [Usher et al., 1994]. Specifically, the authors observed

that increased variability in single spikes was associated with a “critical” parameter

regime in which the networks generated patterns that exhibited drift and firing rate
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fluctuations. The present work noted a similar type of correlation between variability

in firing statistics and pattern stability, but at the level of firing events involving

multiple neurons, rather than in the spike train statistics of single neurons. It would

be particularly interesting if a similar statistical phenomenon was observable at the

single-cell level, as was seen in [Usher et al., 1994], and depended on the network

architecture, since that could potentially provide a way to connect the statistics of

single-unit recordings to large-scale network behavior.
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Chapter 4

A new spike train similarity measure designed

to detect shared inhibition

4.1 Introduction and background

In analyzing experimental data, or the output of a computational model, it is often

useful to be able to quantify the degree of similarity between the outputs of two

neurons, or between the outputs of a single neuron in different conditions. Often,

statistical measures such as the cross correlogram or smoothed versions of the binned

firing rates across multiple trials are used. Such measures involve averaging across

multiple trials or neurons, and consequently are not well suited for detecting poten-

tially important spike train features, such as the timing of single spikes, bursts or

periods of shared inhibition. An alternative approach is the use of “spike train sim-

ilarity measures.” Spike train similarity measures are a way of quantifying whether

two similarity measures are “close” or “far apart,” in some intuitive sense.

Formally, a spike train similarity measure is a function of two spike trains (de-

fined here as ordered sequences of spike times) that satisfy certain minimal criteria.

Specifically, if x and y are two spike trains defined in the time interval from 0 to L,

for some time L, then a function d(x, y) is a similarity measure if the following hold:

1. d(x, y) ≥ 0 for all x and y.

2. d(x, y) = 0 only when x = y or x and y are “nearly identical.”

3. d(x, y) > d(x, z) if x and y are “more dissimilar” than x and z.

Note that these criteria are considerably weaker than those required for a function

of two inputs to be a metric. However, some similarity measures are in fact metrics
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in the strict mathematical sense, and all of them can be thought of as attempts to

formalize the intuitive idea of a “distance” between two spike trains [Victor, 2005].

A wide variety of similarity measures have been proposed and used to analyze data

in recent years [van Rossum, 2001, Kreuz et al., 2007, Schreiber et al., 2003, Houghton

and Sen, 2008, Victor and Purpura, 1997, Quiroga et al., 2002, Kreuz et al., 2013].

Typically, analyzing spike train data with one of these measures involves making

one or more implicit assumptions about what features are important for encoding

information or shaping the dynamics of the system. For example, one simple measure

is to simply compare the total spike counts in a given time window, which makes the

implicit assumption that the relevant information is contained in the firing rate of a

cell, and that spike timing is irrelevant. This is often not the case as evidenced by

work on hippocampal theta phase precession, spike-timing dependent plasticity, and

the extremely rapid response to stimuli observed in a number of animals [Maurer and

McNaughton, 2007, Bi and Poo, 2001, Skaggs et al., 1996, Uzzell and Chichilnisky,

2004, Reinagel and Reid, 2002].

The wide range of possible mechanisms through which spike trains can convey

information makes it doubtful that a single similarity measure is appropriate for

all circumstances. The best choice of similarity measure depends intimately on the

specific features of the spike data under consideration. While the majority of existing

measures focus on the timing of individual spikes, as well as overall firing rates when

comparing trains, there are circumstances in which less obvious features of spike trains

are become important, and need to be taken into account.

For example, one of the principal uses of spike train similarity measures is to

detect functional relationships and infer the effective connectivity between neurons

using multi-unit spike data. Detecting cell assemblies using traditional similarity

measures can become difficult when dealing with the types of network architectures

described in this dissertation, where interactions between excitatory cells are me-

diated through recurrent inhibitory connectivity. The vast majority of spike train
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similarity measures focus of detecting correlations between individual spikes, making

them unsuitable for detecting shared inhibitory influences. Consequently, one spike

train feature of interest is the presence of shared periods of inactivity or silence. In

addition the hippocampal and entorhinal networks described in previous chapters,

there are other circumstances where comparing spike trains on the basis of mutual

inactivity may be useful. For example, there is evidence that cerebellar Purkinje cells

convey information using the timing and duration of their silent periods [De Schutter

and Steuber, 2009]. The work summarized in this chapter proposes a new, unique

similarity measure designed specifically to detect shared silent periods of inactivity

between spike trains [Lyttle and Fellous, 2011].

Another measure, designed to emphasize tightly grouped “bursts” of spikes is also

proposed. One of the mechanisms responsible for burst generation is post-inhibitory

rebound, a phenomenon observed in a variety of cell types in which a rapid sequence

of spikes occurs immediately when a neuron is released from inhibition [Enderle and

Engelken, 1995, Ramat et al., 2005, Steriade et al., 2003]. Bursts are interesting

spike train features in and of themselves, in that they can overcome intrinsic synaptic

unreliability and allow information to propagate more effectively across synapses [Lis-

man, 1997, Zeldenrust et al., 2013]. In the context of this dissertation, the emphasis

on burst detection is secondary to that of silence detection, although there is some

potential for bursts to act as a signature of inhibitory control as well [Enderle and

Engelken, 1995, Ramat et al., 2005, Steriade et al., 2003]. Nonetheless, results re-

lated to the burst-sensitive measure will be included here, to provide a more complete

summary of the work published in [Lyttle and Fellous, 2011].

In addition to proposing the new measures, the work here uses a set of simple

empirical tests to demonstrate the effectiveness of these new measures in detecting

shared inhibition as well as bursts, and to compare their performance in this respect to

that of a number of previously proposed similarity measures [van Rossum, 2001, Kreuz

et al., 2007, Schreiber et al., 2003, Houghton and Sen, 2008, Victor and Purpura, 1997,
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Quiroga et al., 2002, Kreuz et al., 2013].

4.2 A new similarity measure

To see the motivation underlying the construction of the two new measures, consider

the pair of scenarios illustrated in figure 4.1 (adapted from [Lyttle and Fellous, 2011]).

In figure 4.1A, there are two spike trains, A1 and A2, which have the mean firing rate

but little to no correlations in the spike times. Trains such as these could result from

simultaneously recordings two spontaneously active and uncoupled neurons. The

trains B1 and B2 also have mostly uncorrelated spikes, however they share a common

silent period. A shared period of inactivity such as this may be the result of common

inhibitory input to both neurons, and thus is a feature of interest, particularly when

considering networks where the interactions between cells are mediated by inhibition.

As will be illustrated in a subsequent section, the majority of existing spike train

similarity measures are unable to distinguish between these two cases, and will assign

the two pairs equivalent dissimilarity values. This motivated the construction of a

measure which will recognize that trains B1 and B2 are “closer” that trains A1 and

A2.
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Figure 4.1. Example spike trains

Figure  4.1.  Trains A - D  all  have the same firing rate.  Trains A  and A  are uncorrelated, 1 2

whereas trains B  and B  are uncorrelated but share a common period of silence. 1 2

 We propose that shared periods of silence 
and common bursts are meaningful features. A similarity measure should recognize trains B  1

and B  as being “closer” to one another than A  and A ,  and should identify  D  and D  as 2 1 2 1 2

being “closer” to one another than C  and C . 1 2

Trains C  1

and C  have 3 instances of single spike near-synchrony (gray boxes). Trains D  and D  2 1 2

share 3 common bursting times (gray boxes).

A1

B1

A2

B2

D1

D2

C1

C2

A second scenario illustrates the issue of burst detection. Here, trains C1 and

C2 are random Poisson trains in which the spikes are mostly uncorrelated, except at

3 times (gray boxes). In contrast, trains D1 and D2 contain 3 shared bursts (gray

boxes). In circumstances where bursts are known to be important, an appropriate

“burst sensitive” similarity measure should determine that the second pair of trains

are more similar to each other than the first. As will be shown below, some measures,

such as the van Rossum and spike correlation measures [Houghton, 2009, van Rossum,

2001], are intrinsically sensitive to bursting, but they they do not provide a means for
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selectively modulating the degree of this sensitivity. The second measure proposed

here can be tuned to varying degrees of burst sensitivity, to accommodate different

datasets.

4.2.1 Inhibition sensitive measure

The first step in computing the silence-sensitive measure is to construct a mapping

from each spike train to a function in the following manner:

For a given spike train x = [x1, x2, ..., xk] such that for every spike time xi, 0 <

xi < L, where L is the length of the recording time, first amend the train to include

artificial “spikes” corresponding to the beginning and end of the recording time.

That is, let x = [x0 = 0, x1, x2, ..., xk, xk+1 = L]. Another possibility for handling the

boundaries is to begin the mapping at the first spike in each train, and end it at the

last spike. The train then gets mapped to a function, f(t) as follows:

For every time t in every interspike interval [ xi, xi+1 ], let f(t) = 0 for t ∈ [xi, xi+τ ]

and f(t) = t− (xi + τ)

Here τ is a parameter which sets the maximum time interval such that common

silences are not considered significant. This value is set by the experimenter and

depends on the specifics of the experiments, very much like the time scale parameters

of the convolution and Victor-Purpura metrics [van Rossum, 2001, Schreiber et al.,

2003, Victor and Purpura, 1997]. A method for setting this parameter is described

in [Lyttle and Fellous, 2011]. For times greater than τ , the function grows linearly

until the next spike event, at which point it is reset to 0 (see Figure 2). The process

then repeats until the end of the train. Once both trains have been mapped to

functions, the two resulting functions are then compared by computing a correlation

based measure, similar to what has been used elsewhere:

Specifically, given the functions f(t) and g(t) resulting from the mapping, we

compute:
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ds(x, y) = 1− < f(t), g)(t) >

||f(t)||2||g(t)||2
(4.1)

Note that the mapping used in this measure is not symmetric in time, meaning that

if the two trains being compared were both reversed in time, a different dissimilarity

value would be obtained. The result of this is that the timing of the spikes that

occurring at the end of long intervals will have a larger impact on the value of the

measure than timing of spikes at the beginning of these intervals. However, if this

time asymmetry is not desired, it can be easily remedied by simply applying the

mapping both forwards and backwards in time, and then averaging the values. This

modification does not affect the basic functionality of the measure with respect to

detecting shared inhibition.

Figure 4.2. Illustration of the silence sensitive component of the LF measure

Figure 4.2 - Illustration of the “silence sensitive” component of the LF measure. Trains are 
mapped to functions that grow linearly in the time between spikes, but are reset to zero at 

each spike, and remain at zero for a time t. The resulting functions are then compared using 
the standard normalized correlation measure.  

t
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4.2.2 Burst sensitive measure

The burst sensitive measure presented here is a modified version of the spike corre-

lation measure proposed in [Schreiber et al., 2003]. In this modification, each spike

train is first convolved with a Gaussian kernel to produce a continuous function f(t)

in exactly the same manner as is done in computing the standard spike correlation

measure. The emphasis on bursts is introduced by applying a piecewise linear trans-

formation N(x) to each of the resulting convolved spike trains, where N(x) is defined

as:

N(f(t)) = H(f(t)− ηT )(f(t)− ηT ) (4.2)

Here H is the Heaviside theta function, T is a function of parameters that deter-

mine whether a sequence of spike is considered a burst, and η ∈ [0, 1] is a scaling

factor that determines the extent to which single spike information is discounted in

favor of bursts. Setting this parameter equal to 1 is equivalent to completely ignoring

all spikes that are not part of a bursts, whereas setting it to 0 recovers the original,

unmodified spike correlation measure. A formula for choosing the value of T on the

basis of physiologically relevant quantities such as the minimum number of spikes

and the maximum interspike interval between consecutive spikes in a burst is given

in [Lyttle and Fellous, 2011]

The value of the measure is computed by applying the same correlation measure

as before to the non-linearly transformed, convolved spike trains.

4.2.3 Combined, weighted measure

Focusing exclusively on the shared silences may result in missing important spike-

based features, and the extent to which a silence-centric measure is appropriate de-

pends on the experimental context. Since both the silence-sensitive measure and the

burst-sensitive measure take on values between 0 and 1, they can be combined by
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taking the weighted average of the two. This results in a new measure which can be

computed as:

dLF (x, y) = Wsds(x, y) +Wbdb(x, y) (4.3)

Here ds and db are, the silence and burst sensitive measures, and WS and Ws are

weights chosen such that WS + WB = 1. Thus, by using a weighted measure, there

is considerable flexibility in with respect to which feature of the data one wishes to

emphasize.

4.3 Benchmarking the combined measure

To assess the effectiveness of the newly-constructed measures, a series of empirical

tests were designed, involving artificial data, with the specific goals of determining

whether the new measures were sensitive to shared silent periods and shared bursts.

To provide a point of comparison, and to demonstrate the unique properties of the

newly-proposed measures, a set of previously published measures were also subjected

to the same tests. Specifically, the Victor-Purpura metric [Victor and Purpura, 1997],

the Van Rossum metric [van Rossum, 2001], a variant of the Van Rossum metric

designed to mimic synaptic transmission [Houghton, 2009], the “correlation-based”

similarity measure of Schreiber et.al [Schreiber et al., 2003], the “Event synchroniza-

tion” measure [Quiroga et al., 2002], and the “ISI-distance” [Kreuz et al., 2007] were

all used as points of comparison. Descriptions of all these measures and their precise

formulations are provided in the publication summarized by this chapter [Lyttle and

Fellous, 2011].

Several of these published measures used in the comparison contain one or more

free parameters, which typically are used to set the time scale for considering spikes to

be synchronous. Since there is no single, ideal time scale parameter for each measure,

all measures containing a free parameter were evaluated using a “small” parameter
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value (typically 2-5ms as a lower bound) and a large parameter (typically 20-25ms

as an upper bound). The qualitative results of all the tests were not affected by the

choice of parameters in the different measures, assuming that the parameter values

used fell within a physiologically reasonable range. Consequently the results reported

here were for runs that used the “small” parameter value. For the silence-sensitive

component of the new measure proposed here, the time scale parameter τ was set

to match the average interspike interval of the trains in the artificial datasets, which

was 25ms. For the burst sensitive component, the parameters corresponding to the

minimal definition of a burst were chosen to correspond to the pre-chosen values used

in the artificial data set. The measure also involves a parameter that controls the

extent to which bursts are emphasized over single spikes, which was was set to 0.5.

4.3.1 Test description

Testing for sensitivity to shared silent periods

The construction of the silence-sensitive measure was based on the assumption

that the extent to which trains are close should depend upon the length of their

shared silent periods. In other words, trains with long shared silent periods should be

considered closer than trains with shorter or less numerous shared silent periods. As

the silent period grows longer, the value of the similarity measure should approach

zero. More generally, similarity measures should be able to distinguish between cases

in which a shared inactive period existed and those in which it did not. The test used

here was based on this intuitive premise.

The dataset consisted 50 pairs of 5 second long spike trains with uncorrelated

Poisson statistics, all with firing rates set to approximately 40Hz. Examples can be

seen in figure 4.3B [Lyttle and Fellous, 2011]. We then inserted a silent period of

some length L at the same point (2.5s) into every train by simply shifting all spikes

occurring after 2.5 second forward in time by L ms. An illustration of pairs of trains
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both with and without a shared silent period can be seen in Figure 4B. We computed

the mean distance for each pair of trains using the similarity measures discussed

above. This was repeated 10 times for each value of L ranging from L = 0 ms to L =

500 ms in increments of 25 ms. As in the test for burst sensitivity, for each measure,

all values were normalized by dividing by the maximum distance obtainable by any

two trains in the artificial dataset. The objective was to assess the manner in which

the mean distance between random, uncorrelated Poisson trains would decrease as a

function of the shared silent period.
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Figure 4.3. Example spike trains from test dataset

Original train

Bursts removed

Single spikes
removed

0 0.2 0.4 0.6 0.8 1 1.2 1.4 1.6 1.8 2

sec

A

Figure 4.3 - Example spike trains used in the burst and silence sensitivity tests.  A. Spike 
trains used for testing burst sensitivity. The top spike train is the original, and contains both 
bursts and isolated spikes. The middle train has had 12 isolated spikes removed, while in the 
bottom train 4 bursts (3 spikes each) have been deleted, while isolated spikes are preserved.  
The burst sensitivity test involved subtracting the distance between the original train and the 
train with the single spike removals from the distance between the original train and the train 
with the burst deletions.  B. Illustration of trains used in the silence sensitivity test. The first 
pair consists of uncorrelated Poisson spike trains. The second pair also contains 
independently generated Poisson spike trains, but a silent period of length L has been 
inserted into both. For display purposes the trains here are shorter and have a lower firing 
rate, the trains used in the actual test were 5 seconds long and 40HZ The silence sensitivity 
test involves measuring how the pair-wise distance between trains changes as a function of 
the length of their shared silent period. 

0 0.5 1 1.5 2 2.5
sec

Length of 
shared silence

L = 0.2 sec

Length of 
shared silence

L = 0 sec

B

Testing for sensitivity to bursts

The intuition underlying the test for burst sensitivity is that a “burst-sensitive”
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measure should treat the removal of a burst of spikes from a spike train as a more

serious perturbation to the original train, compared to the removal of an equal number

of single spikes. In other words, the distance between an arbitrary (burst-containing)

train and a modified version of itself with one or more bursts deleted should be greater

than the distance between that same train and a version of itself in which an equal

number of isolated spikes have been deleted.

First, an artificial data set consisting of a mixture of bursts and single spikes

was generated. This was then used to construct two new sets of spike trains: one

in which a specified number of bursts had been randomly removed from every spike

train, and a second dataset where the same set of spike trains had been modified by

randomly deleting a corresponding number of isolated spikes. For example, if a spike

train in the original set (train A) was modified in the second dataset to create a new

train (spike train B), via the deletion of 5 bursts (each containing 4 spikes), then the

corresponding train in the third data set (train C) would be the result of deleting

20 randomly selected spikes from the original train A. These modified data sets were

created independently with different numbers of bursts removed (2, 5, 10, 15, and

20). This is illustrated in Figure 4A.

Using these artificial datasets, both the new and the existing measures were tested

for burst sensitivity as follows: For a given measure d(x, y), the value of d(A,B) was

computed, where A is the original, unmodified spike train, and B is the result of

deleting some number of bursts from A. Next, d(A,C) was computed, where A is the

original train and B is the result of deleting the equivalent number of isolated spikes.

Burst sensitivity was quantified by assessing whether, d(A,B) was greater than the

quantity d(A,C), implying that measure treated burst removal as a more significant

alteration of the original train. If this is the case, then the quantity:

ddiff = d(A,B)− d(A,C) (4.4)
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should be positive. Since the various measures can take on different ranges of values,

the values of this quantity cannot be compared directly. Therefore, for each measure,

the values of d(A,B) and d(A,C) were computed for for every spike train in the

data set, and the array of dDiff values was normalized by dividing each entry by the

maximum distance over the entire dataset. This normalized difference in distances

was referred to as the Burst Sensitivity Index (BSI).

4.3.2 Test results

Silence sensitivity

The results of the silence sensitivity test can be seen in figures 4.4 and 4.5, adapted

from [Lyttle and Fellous, 2011]. As discussed in a previous section, for a measure to

be “silence-sensitive” the dissimilarity values should decrease as the length of the

shared silent period L increases. All of the previously-published measures that were

tested here failed to respond in any significant way to the length of the shared silent

period (although the ISI-distance seemed to display a slight downward trend as a

function of distance, as seen in figure 4.4) [Lyttle and Fellous, 2011]. Also, observe

that all the measures displayed a small dynamic range of values (between 0.8 and 1).

In contrast, the new measure responds to the length of the shared silent period,

even when the silence-sensitive component is weighted less heavily than the burst-

sensitive component (Figure 4.5, A-D) [Lyttle and Fellous, 2011]. Some amount of

sensitivity is seen in all cases except when the weight of the silence sensitive compo-

nent is set to zero. This implies that the new measure is unique among all the studied

spike train similarity measures in its ability to detect shared periods of inactivity as

a significant spike train feature.
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Figure 4.4. Silence sensitivity of existing measures
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Figure 4.4 - Results of the silence sensitivity test for previously published measures. For all 
graphs, the horizontal axis is the length of the silent period ( ms). Plotted on the vertical axis is 
the mean value of the similarity measure for 10 randomly generated pairs of trains sharing a 
common silent period of length L.  A. ISI - Distance B. Victor-Purpura metric C. Convolution 
(van Rossum) metric. D. Synapse-Like convolution metric. E. Spike Correlation measure. F. 
Event Synchronization.
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Figure 4.5. Silence sensitivity of new measure
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Figure 4.5 -  Results of the silence sensitivity test for the new LF measure.  Here W  is the B

weight of the burst sensitive component, and W  is the weight of the silence-sensitive S

component. Note that W  + W  = 1. B S A. W  = 0, W  = 1. B.  W  = 0.25, W  = 0.75. C.  W  =0.5, W  = 0.5. B S B S B S

D.  W  = 0.75, W  = 0.25. E.  W  = 1, W  = 0.B S B S
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Burst sensitivity

Figures 4.6 and 4.7 (adapted from [Lyttle and Fellous, 2011]), show the results

of the burst sensitivity test for a variety of previously published measures, as well

as the newly-proposed measure for various weightings of the two components. Each
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plot shows the average burst sensitivity index (BSI) as a function of the number

of bursts removed from each train. It was discovered that the previously-published

measures fall into three categories: burst-sensitive (positive BSI values that increase

with the number of bursts removed, as seen with the Van Rossum and spike correlation

measures), burst-insensitive (BSI values identically or on average equal to zero, as

seen in the Victor Purpura and event synchronization measures), or spike-sensitive

(negative BSI values that decrease with the number of bursts removed, as seen ISI-

distance and the synapse-like variant of the Van Rossum measure). Consequently,

this test was able to able to distinguish between previously published measures on

the basis of whether more, less, or equal emphasis on bursts vs. singe spikes, which

could be an important practical consideration in choosing which measure to use for a

specific data analysis task, and is not obvious from the construction of the measures

alone.
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Figure 4.6. Burst sensitivity of existing measures
A

Figure 4.6: Burst sensitivity test for previously-published measures. Burst sensitivity is defined in 
terms of the Burst Sensitivity Index (BSI, see methods). A positive BSI implies that a measure 
emphasizes bursts, a negative BSI implies that a measure emphasizes single spikes.  A. For the 
van Rossum and Spike Correlation measures, the BSI is always positive and increases as more 
bursts are removed. B. The BSI is always zero for both the Victor-Purpura and Event 
Synchronization measures. C. The ISI-distance and “Synapse-like” variant on van Rossum metric 
show negative BSI values that decrease when more bursts are removed.
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For the combined measure proposed here, the burst sensitivity depended on the

choice of weights (WS, WB) that set the relative contributions of the silence and

burst-sensitive components. When the burst-sensitive component is taken alone, or is

given a higher (or equal) weight than the silence-sensitive component, the combined

measure exhibits burst-sensitive behavior. This sensitivity disappears however, when
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the silence-sensitive component is weighted more heavily (see figure 4.7) [Lyttle and

Fellous, 2011].

Figure 4.7. Burst sensitivity of new measure

Figure 4.7 - Burst sensitivity test for the new LF measure (Combined burst and silence sensitive 
components).  Here W  is the weight of the burst sensitive component, and W  is the weight of B S

the silence-sensitive component. Note that W  + W  = 1. B S A.  W  = 1, W  = 0 B.  W  = 0.75, W  = 0.25 B S B S

C.  W  = 0.5, W  = 0.5 D.  W  = 0.25, W  = 0.75 E.  W  = 0, W  = 1.B S B S B S
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4.4 Discussion

The work described here proposes a new spike train measure that is unique in its

ability to group together spike trains on the basis of shared silences. Since it has

been argued in the previous chapters that inhibition is crucial for organizing network

dynamics in a number of contexts, and in particular the hippocampus and entorhinal

cortex, it is possible that this measure could be used to detect functional assemblies

of cells on the basis of correlated inhibition. An interesting avenue for future re-

search would be to apply the measure to the output of a computational model where

the connectivity is known, to test whether measuring correlated inhibition could be

used to discern relationships between excitatory cells that are not directly coupled.

Another possibility for further work is would be to evaluate the new measure with

respect to other criteria, such as its ability to discriminate between trains on the basis

of firing rate and single spike synchrony, or its performance on clustering tasks, as

has been done for other measures [Paiva et al., 2010, Kreuz et al., 2007, Chicharro

et al., 2011]. Furthermore, since the measure contains several tunable parameters,

it may be possible to use the measure to uncover unique, previously-hidden coding

mechanisms in neural data, or determine the specific timescales at which information

is conveyed, by systematically varying the parameters and observing how the simi-

larity values between spike trains change as a result. This has been done using other

measures in order to distinguish between rate and temporal coding [Chicharro et al.,

2011, Victor, 2005]

In addition to proposing a pair of new measures, the work summarized here re-

vealed previously-unknown properties of existing measures, namely, their responses

to bursts and sensitivity to silences. Since the publication of this research, other

measures have been proposed [Kreuz et al., 2013], and it would interesting to subject

them to the same scrutiny. The analysis of burst and silence sensitivity provides an

additional set of criteria for guiding the choice of similarity measures to use for a
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given data analysis task.

Finally, an interesting recent development has been the use of spike train metrics

(recall than not all similarity measures are metrics) to compute summary statistics

such as the mean of a collection of spike trains [Wu and Srivastava, 2013]. Since the

measure presented here is not a true metric (see the appendix in [Lyttle and Fellous,

2011]), it would not be suitable for use in this techniques. Developing a different

silence-sensitive measure which did satisfy all the conditions required to be a metric

would an interesting project, and could potentially allow for the “mean” of a set

of spike trains to be computed on the basis of shared inhibition. True metrics are

also required for various techniques used in estimating entropy and information in

neural spike data [Victor, 2002], which would provide additional motivation for the

construction of a silence-sensitive metric.
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Chapter 5

Conclusions

5.1 The scale and stability of spatial representations

Spatial scale

One of the primary findings of this dissertation, presented in chapter 2, is that the

change in spatial scale of place fields may reflect a functional distinction in the nature

of the information being processed in these regions. The fact that the hippocampus

both encodes space and is critical for episodic memory formation raises an interesting

questions as to the role of spatial scale in episodic memory formation. For example,

if, as is argued here, nonspatial inputs from sources such as the amygdala play a role

in generating large place fields in the ventral hippocampus, then there may be some

advantage to encoding emotional or fear-based memories at larger spatial scales. It

may be advantageous to associate fearful stimuli with large spatial contexts, as a

means of facilitating avoidance behaviors, whereas tasks requiring precise navigation

are likely to involve learning at the level of more fine-grained spatial representations.

Stability

A second set of results presented in this dissertation concern the stability of spatial

representations. In chapter 2 it was found that the stability of dorsal place represen-

tations was dependent on both the geometric stability of their grid cell inputs but also

upon the stability of the firing rates of individual grid nodes and non-spatial inputs

[Lyttle et al., 2013] The entire focus of chapter 3 was on the factors influencing that

stability of continuous attractor networks with different architectures, demonstrated

that inhibition-mediated architectures are more stable, this chapter also described

a specific mechanism regarding how and why such networks lose stability in certain

parameter regimes.
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As with spatial scale, one would predict that the stability of activity in the entorhi-

nal cortex and hippocampus would play a role in the accurate storage and retrieval

of episodic memories. It may be interesting to test experimentally how manipula-

tions that reduce the stability of these representations, as described in chapters 2

and 3, affect memory performance in addition to disrupting spatial representation.

In general, connecting the electrophysiologically observable dynamics of the cells in-

volved in spatial navigation to memory performance should be a very promising area

of investigation .

5.1.1 Inhibition-mediated dynamics in spatial navigation

Chapters 2 and 3 make predictions based on models in which the dynamics and spa-

tial firing patterns of the cells in the network emerge through inhibition-mediated

interactions between excitatory cells, rather than direct excitatory connectivity. As

a consequence of such an architecture, we see in both models that the inhibitory in-

terneurons in the network are largely responsibly for organizing network activity both

in time (via the generation of temporal rhythms and firing cascades) and space (by

mediating the interactions that lead to spatially-selective firing). Under these assump-

tions, feedback inhibition does more than simply provide a homeostatic mechanism

for preventing runaway excitation, but rather serves as a fundamental dynamical

mechanism responsible for the functionality of the systems in question.

Since inhibition-mediated architectures appear to play a critical role in the struc-

tures that serve the dual purpose of encoding space and forming memory, under-

standing the dynamics that emerge from these structures at a basic theoretical level

is likely to be useful in providing a better understanding about how these important

mental processes occur
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5.2 Spiking dynamics can affect global network behavior

In the different chapters of this dissertation both simplified firing rate models, and

models that capture the spiking dynamics and synaptic interactions of neurons are

used. A subtle and challenging question is whether the properties of neurons that can

generally only be described at the level of spiking models (such as synaptic timescales,

spike frequency adaptation, or different types of intracellular ion currents), can have

a fundamental impact on the large-scale macroscopic behaviors of systems that are

typically described using firing rates.

In some cases it can be observed that dynamical behaviors that occur at short

timescales, such as synchrony, correlations or multiple firing events, can influence the

global behavior or stability of the system on long timescales. This was seen in the

work described in chapter 3, where synaptic timescales and synchrony had a strong

effect on global stability of the spatial patterns formed by the entire network, and

has been noted in other contexts as well [Usher et al., 1994, Bressloff and Coombes,

1998, Rangan and Young, 2013b, Laing and Chow, 2001]. Collectively, these results

suggest that simplified firing rate models, in neglecting the global impacts of small-

scale spatial and temporal dynamics, may lead to incorrect or incomplete predictions

regarding the neural systems they describe. Attempting to bridge the gap between the

dynamics and structural features of neural networks at small spatial and temporal

scales with those at larger spatial and temporal scales remains an ongoing [Zhang

et al., 2013] and interesting (albeit challenging) line of inquiry, and one that should

yield a number of useful and important insights in years to come.
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