ABSTRACT:
Derk Pereboom has offered a manipulation argument about free will involving four cases; each
intended to preempt compatibilist replies. Michael McKenna has offered a hardline compatibilist
response, one that rejects that our intuitions about manipulation give us good reason to doubt that we
ought to hold determined agents morally responsible. McKenna does this, in part, by pointing out the
bizarreness of Pereboom’s cases, opening himself, I argue, to the sort of responses incompatibilists levy
toward softline responses to manipulations arguments. To make up for this, I argue the compatibilist
can make a case for intuitions about determinism and moral responsibility that does not depend on the
bizarreness of manipulation cases, but instead the plausibility of the theories and worldviews that lead
to those intuitions.
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Introduction
Derk Pereboom’s FourCase manipulation (2001) argument presents a serious challenge to
compatibilists, and Michael McKenna has offered a hardline compatibilist response (2008).
McKenna’s argument shows, I think effectively, that incompatibilist intuitions are not the only intuitions it
is reasonable to have concerning cases of manipulation, and that the moral responsibility of manipulated
and determined agents is an open question. While effective, McKenna’s response to Pereboom, I will
argue, opens him to a possible incompatibilist reply; one that is quite similar to the sorts of replies that
softlie replies to the manipulation argument seem to invite. In an attempt to defend the hardline
compatibilist response, and avoid this potential pitfall, I will attempt to make the case that the most
defensible intuitions concerning manipulation come out in favor of the compatibilist, rather than the
incompatibilist. To make this case I will present the debate between Pereboom and McKenna as its
stands, and point out where I think McKenna opens himself to an incompatibilist reply. Then I will,
following McKenna’s hardline template, argue that plausible theories from the hard sciences, as well as
widely held assumptions about our moral responsibility, lead to a compatibilist friendly set of intuitions
that are more defensible than any other set of intuitions it is reasonable to have concerning Pereboom’s
cases of manipulation. I will conclude by considering some objections to my view, namely that I have
made a mistake concerning the role of intuition in the manipulation argument, and that I have made a
mistake concerning the nature of our intuitions generally.
Pereboom’s FourCase Manipulation Argument
A manipulation argument is a type of incompatibilist argument which has a certain format.
Arguments of this format involve positing a case of an agent being manipulated to perform some act in
such a way that intuitively the agent does not seem to be morally responsible for what she does as a
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direct upshot of her being so manipulated. The next step of the argument is to point out that the
manipulation of the agent is not different from determinism in a way that would cause the latter to allow
for moral responsibility while the former did not. Therefore, so the argument goes, if the manipulated
agent had been determined rather than manipulated to perform some act she would not be morally
responsible and so determined agents generally are not morally responsible. Note that the manipulated
agent must meet some compatibilist criteria for moral responsibility in order for the argument to get
going. If, for example, the agent was manipulated in a way that she was not able to form a higherorder
volition on which to act from, then a compatibilist who defended such a theory of moral responsibility
would be unmoved by the argument, assuming of course that such a compatibilist featured these
volitions in her account of freedom and responsibility. Another way to put this is that the manipulated
agent must possess a CompatibilistFriendly Agential Structure (McKenna 2008, p. 141). This is an
important point, but not a particularly troubling one for the incompatibilist. Coming up with cases of
manipulation that meet compatibilist criteria of moral responsibility is not challenging. Different versions
of the manipulation argument involve different specific cases of manipulation. Similarly, different
compatibilist responses have different details as well; each tailored to the specific instance of the
manipulation argument under discussion.
Michael McKenna offers two categories that these otherwise variable compatibilist responses fit
into. The first category is that of “softline replies” (2008, p.143). These are compatibilist arguments that
challenge the relevant similarities between manipulation and determinism. The second category is that of
“hardline” replies (2008, p.143). Replies of this type challenge the claim that manipulated agents are
not morally responsible. McKenna himself argues that compatibilists should take a hardline approach
when responding to manipulation arguments, and I join him in questioning the efficacy of softline replies.
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Derk Pereboom’s Four Case manipulation argument is particularly effective at preempting softline
replies, as it uses multiple cases of manipulation to show the similarities between manipulation and
determinism. As such it is a good argument for a compatibilist who wants to take a hardline reply to
engage with. An effective hardline response to Pereboom should show the problematic elements of the
softline response while demonstrating the efficacy of the hardline response, as I shall explain in what
follows.
Derk Pereboom’s Four Case manipulation argument follows the same basic structure of all
manipulation arguments (2001, p.111). One element of it that is distinct is its use of four cases to
demonstrate clearly the similarities between the manipulated agent and the determined agent. In this way
Pereboom preempts many softline replies, taking care to show exactly how manipulation and
determinism are similar. The first case involves an agent, Plum, who was created by neuroscientists and
is controlled by them from moment to moment. These neuroscientists do not control Plum to the point
that he does not have a CAS. Plum is, for example, acting on his higherorder volition when he acts, and
he is not acting as if pulled by some uncontrollable desire. The manipulations the neuroscientists perform
do not force him about like a puppet; they make him want to do the things the neuroscientists want him
to do. Under these conditions, Plum commits the act of killing someone named White. Given the level of
manipulation occurring, Pereboom claims that we would intuitively not think that Plum was free and
morally responsible (2001, pp.112113).
The second case is identical to the first, with one notable exception. Instead of being
manipulated moment to moment by neuroscientists, Plum was instead created by them to have certain
attitudes, attitudes that when faced with the decision to kill or not kill White, he would kill her. Again, in
this case, Pereboom claims our judgments would suggest that Plum is not responsible. After all, the only
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difference between Case Two and Case One is that Plum is not being manipulated moment by moment.
Pereboom’s purpose for presenting Case Two is to resist the objection that Case One is unlike
determinism because it involves moment to moment manipulation. Pereboom preempts the compatibilist
response that Plum’s apparent lack of freedom and responsibility is not a result of his being manipulated
per se; it is a result of his being manipulated moment to moment. But if Plum is not manipulated moment
to moment and our intuition is that Plum is not free and responsible, there must be some other aspect of
the case causing him not to be free (2001, pp.113114).
Pereboom’s Case Three is brought up as a response to another possible compatibilist response:
that these neuroscientist examples are too unlike reality. While they may illicit certain intuitive reactions,
these reactions would not be the same if the cases were not so outlandish. To preempt this response,
Pereboom’s Case Three is exactly the same as Case Two, except that instead of a team of
neuroscientists, Plum’s character was shaped by the community he was raised in. He underwent
rigorous training and conditioning that gave him the sort of character that would eventually lead him to
decide, when given the choice, to kill White. This case is primarily intended to move the cases away
from bizarre hypotheticals and into a more realistic world. Just as in the others, Pereboom challenges the
compatibilist to find a reason why, given the dismissal of moral responsibility in the Case Two, that Case
Three should be treated any differently. If the only difference between the two is that his community was
the source of manipulation as opposed to a team of neuroscientists, it does not seem justifiable that the
two cases be treated differently (2001, pp.114115).
Case Four is simply the case of determinism. Everything about it is identical to the previous
cases, with the exception that it was not a team of neuroscientists or a manipulative community that
caused Plum to have the character that would result in him killing White. Instead, it was physical
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determinism that did. As in the previous cases, Plum has a CAS. But, as Pereboom claims, there is
nothing relevantly different about the determinism case and Case Three (or Case One for that matter) to
justify having different judgments about the free will and moral responsibility of Plum. If it is accepted
that Plum is not morally responsible in Case One then, since there is no relevant difference between it
and case four, Plum is not morally responsible in case four. A case of manipulation shows that
determinisms being true rules out free will and moral responsibility (2001, pp.115).
The Sorites Response
Before moving on to more general criticism’s of softline replies, there is one particular version
of a softline reply I would like to consider in detail. This sort of reply can be referred to as the sorites
reply, as it involves objecting to (an ultimately incorrect) characterization of Pereboom’s argument as a
sorites argument. Sorites refers to the types of paradoxes and arguments that involve incremental
changes, and is commonly associated with problems of the usage of vague concepts or predicates.
Take, for example, the word ‘pile’. If I have a pile of sand, and I remove a single grain, it seems it
would still be reasonable to call the pile minus the single grain of sand, a pile. However, if I continue to
remove grains of sand, it will never be clear when it is correct to no longer call the remaining sand a pile,
since removing one grain of sand from a pile should not cause it to cease to be a pile. This can
conceivably continue until I have a single grain of sand that makes up my pile. Presumably this paradox
does not capture any truth about the nature of single grains of sand. In participating in this thought
experiment we have not discovered that all grains of sand are actually piles of sand. Rather the thought
experiment reveals problems with ambiguities in our language. Something about the nature of the word
pile creates a bizarre(and I would argue incorrect) result.
The sorites objection to Pereboom then is to claim that Pereboom’s Four Case manipulation
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argument has done the same thing to judgments about free will and moral responsibility that removing
grains of sand has done to our concept of piles. We have not learned that determinism actually rules out
free will, instead we have merely learned about problems and indeterminacies with the usage of words
like free will and moral responsibility and our judgments about them. To better understand the objection,
notice the similarities between Pereboom’s cases and the removing of sand from the pile. We start with
a clear example of the relevant concept, either a clear example of a pile or a clear example of an agent
who lacks moral responsibility. We then remove a single grain of sand, or in Pereboom’s case, a single
detail. The neuroscientists are no longer manipulating Plum from moment to moment, instead they set
Plum up in a way to guarantee his behavior. Single grains/details are then continuously removed until, so
the objection goes, we are left with a bizarre outcome: A single grain of sand is a pile and determinism
rules out free will and moral responsibility (of course, Pereboom would not consider this a bizarre
outcome, but that is how the objection might go). The gradual changes of the cases create the judgment
that determinism and free will are inconsistent. This does not show us that our new judgment is correct;
it merely shows us that there is a problem with the looseness of the definitions of our terms.
This objection can be put in simpler terms. Why should we think that our intuitions after
considering the four cases are better than our intuitions about two cases? When I look at Case Four and
Case One on their own, I have the intuition that they are different, that there is free will in one and not
the other. When I look at the Four Cases Pereboom presents, my judgments change, and it seems that
manipulation and determinism are the same. Knowing what I do about the results of sorites styles
examples though, it seems reasonable to err on the side of caution, and favor my initial intuitions; the
intuition not yet manipulated by the manipulation argument.
The problem with the objection thus formulated is that Pereboom does not run a sorites style
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argument; he runs an argument that looks a lot like a sorites style argument. In fact Pereboom addresses
this concern (Pereboom 2001, p.116). The crucial distinction between Pereboom’s argument and a
sorites argument is that Pereboom’s cases are not meant to proceed from obvious manipulation to
determinism in some sort of gradient fashion. The judgments about the case of manipulation are not
meant to be maintained across some sort of gradient of cases ultimately resulting in the case of
determinism. Rather, each case is to be considered separately, and paired individually with the case of
determinism. If an objection to a case is imagined, a new case is proposed that accommodates for that
objection. The purpose of these cases is to address objections that might arise in the comparison of a
case of manipulation to a case of determinism, not to slowly alter an original case while preserving
judgments across a gradient.
The Challenge from the Hardliners’
So much for the sorites response. I turn now to softline replies more generally. Replies of this
type involve accepting that the manipulated agent is not morally responsible, but rejecting that the
manipulated agent is similar enough to the determined agent to support incompatibilism. For example, if
Pereboom’s argument had only included the first and fourth cases, then a reasonable softline reply
would be to claim that the moment to moment manipulation of the first case is too unlike determinism to
give us a reason to find Plum responsible in the fourth case. But Pereboom does not have two cases, he
has four cases, and the work that those four cases do is suggestive of the problems that softline replies
can face. Pereboom’s four cases are meant to preempt many possible softline replies by showing that
whatever difference the compatibilist claims exists between manipulation and determinism is ultimately
incorrect. It could be claimed here, in favor of softline replies, that all the compatibilist needs to do is
keep looking, and that if compatibilism is correct, a relevant difference can be found between
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manipulation and determinism in all versions of the manipulation argument.
One problem for softline replies is that at some point is seems that the compatibilist needs to
show that moral responsibility is compatible with manipulation in the same way that it is compatible with
determinism. What seems more likely than compatibilists finding relevant differences between
determinism and manipulation is that incompatibilists will instead be able to find relevant similarities. This
does not bring into question compatibilism generally, but it does bring into question the efficacy of the
softline reply. As McKenna (2008) points out, the fact that CAS must, for the compatibilist, be able to
“arise from a determined world” suggests that we cannot rule out that the deterministic causes of the
existence of a morally responsible agent could not be artificially reproducible (p. 144). To put it another
way, we cannot rule out the possibility that cases of manipulation could exists that are in no relevant way
different from determinism. A compatibilist who accepts this is, I think, a compatibilist who should take
a hardline approach to manipulation arugments.
McKenna’s Hardline Approach
McKenna offers a template for a hardline of this sort. This template includes four steps, each of
which will be slightly different depending on which version of the manipulation argument the compatibilist
is responding to (2008, p.144). The first step is to reject any manipulation argument which posits agents
who do not approach CAS. If the manipulation completely undermines some compatibilist criteria of
moral responsibility, the argument cannot get going. The compatibilist can simply deny that the
manipulated agent is morally responsible while maintaining that a determined agent who meets CAS
would be. The second step of the template is to fix up cases of manipulation that are close to meeting
CAS so that they do in fact meet it. If the incompatibilist has the right idea but there is some detail
missing or an ambiguity in the description of the manipulation, the compatibilist should offer revisions to
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the case that would address these issues. This step is important for a few reasons. First, it ensures that
the compatibilist is replying to the best version of the manipulation argument. Doing this means that the
hardline compatibilists response, if it is successful, will be the strongest response it can be. Second, it
ensures that the hardline response is appropriately hardline. By helping the incompatibilist to draw out
the similarities between determinism and manipulation, the compatibilist can more clearly make the case
that the neither undermines moral responsibility (2008, p.144).
The third step in McKenna’s hardline template it to make the case that it is an open question
whether or not a manipulated agent is morally responsible. This step involves drawing out the “salient
agential and moral properties” that make it the case that the manipulated agent, contrary to our everyday
intuitions, is a morally responsible agent (2008, p.144). While this step, like the others, must be tailored
to the particular manipulation argument in question, the basic flavor of it will be to suggest that a CAS
gives us good reason to deny that manipulation is responsibility undermining. My own hardline
response to Pereboom’s manipulation argument diverges from McKenna’s at this point. McKenna
argues that by running Pereboom’s argument backwards the compatibilist can show that our intuitions
about Case Four can be generalized to Case One (2008, p.153). In this way the importance of the
structure of the agent is brought to fruition, with the conclusion that it is an open question whether Plum
is morally responsible.
The final step in McKenna’s template is to offer situations of manipulation that are more familiar
to us (2008, p.145). This step is intended to soften the blow of the compatibilists hardline reply,
showing that manipulation is a very real aspect of our moral lives. More importantly, it is an aspect of
our moral lives that we do not always consider to be responsibility undermining. While we rarely find
ourselves making moral judgments about rational egoistic neuroscientist created killers, we may find
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ourselves far more commonly making moral judgments about people raised in communities with
dogmatic values or narrowminded views of the world. If moral judgments in these situations are
complex and varied, if it is an open question whether or not we would hold agents raised in such
communities responsible, then the idea of manipulation not undermining moral responsibility is not quite
as bitter a pill to swallow.
I turn now to the specifics of McKenna’s own hardline response. The first two steps of
McKenna’s argument are fairly brief, as Pereboom has taken care to include CAS in each of his four
cases. My discussion of them will be similarly brief, as I do not part ways with McKenna’s hardline
response in the first two steps. Recall that step one was to reject nonstarters. Of the four cases, only
Pereboom’s Case One seems problematic at this stage (McKenna 2008, p.149). Under one
interpretation of Case One, Plum’s moment to moment manipulation amounts to him being controlled
like a puppet, he is not responsive to reasons or his physical environment in an appropriate way. On this
interpretation if there was some factor that Plum, in his deliberation about whether or not to kill White,
had overlooked, a factor that may change his decision to kill or not kill her, the neuroscientists would
intervene on Plum’s response to this factor to ensure that he did kill White. An intervention of this type
would seem to exclude Plum from having a CAS. As McKenna points out though, this is not the only
way to interpret the case (2008, p.149). On an alternative interpretation, the neuroscientists take great
care not to intervene in Plum’s reasoning in a way that would not satisfy CAS; they have a series of
restrictions on the sorts of manipulations they may perform. So while they may not exclude the
overlooked factor from Plum’s reasoning, they may nevertheless ensure that Plum has the sort of
agential structure so that when he did consider the new factor, he still decided to kill White.
Step two of McKenna’s template is to improve the manipulation cases which, as McKenna
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notes, will largely depend on the particular CAS the compatibilist argues for. Rather than focus on some
particular CAS, McKenna offers a few broad conditions that many compatibilists take to be important.
The first of these is a historical requirement (2008, p.151). To be morally responsible an agent must
have the correct sort of history. This history should include things like individual reflection and moral
growth and development. It cannot be the case that a fully developed moral view was in some way
inserted into the agent. Including this condition requires some slight changes to the cases. In Cases One
and Two the neuroscientists must manipulate Plum in such a way that he goes through this moral
development (2008, p.151). In Case Three Plum’s upbringing cannot have been so strict that Plum
became incapable of questioning the values implanted in him by his community (2008, p.151).
McKenna also adds that we should stipulate in all cases that Plum recognizes himself as a member of a
moral community and is capable of moral address, so that he might also satisfy broadly construed
Strawsonian compatibilist conditions (2008, p.151). Plum cannot be so morally ignorant as to not even
comprehend the reactions he will illicit from his moral community. It is important to point out here why
McKenna can add these elements to Pereboom’s cases without constructing a straw man. The changes
made here are changes meant to make Pereboom’s cases more like the real world. They are all factors
that can be true of an actual determined agent; an agent which an incompatibilist would say is not
morally responsible. This being the case, Pereboom cannot bar these factors from entry into his cases
while maintaining the claim that manipulation and determinism are responsibility undermining in the same
way. If we think certain qualities are true of determined agents, qualities which a compatibilist may claim
are requisite for moral responsibility, then for artificially manipulated agents to have the same moral
status as determined agents they too must possess those qualities.
I turn now to step three of the hardline template: fixing attention on salient agential and moral
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properties. At this point Pereboom’s argument has been set up to make it fairly resilient to softline
replies, and so perfect for a hardline reply. McKenna’s strategy at this step is to run Pereboom’s
argument backwards, starting with the case of determinism and comparing our intuitions in the
subsequent cases to our intuitions in that case. Rather than starting with Case One, start with Case Four
(2008, p.153). Plum exists in a determined universe, kills White, and satisfies CAS. McKenna argues
that the initial epistemically rational attitude to have towards this case is that Plum’s responsibility is an
open question(McKenna 2013, p. 5) But if it is an open question in Case Four what difference is there
between Case Four and Case Three that would close the question? Starting from an attitude of
neutrality concerning Case Four, we can generate an attitude of neutrality towards Case One. A neutral
position, McKenna argues, favors the compatibilist, as the dialectical burden is on the incompatibilist to
prove their thesis, rather than on the compatibilist to offer a positive account for theirs.
In response, Pereboom argues that if a truly neutral, rather than agnostic, initial attitude is
rational in Case Four, then Cases One and two may still serve as clarifying considerations for
incompatibilism (Pereboom 2008, p.164). Determinism is, after all, not a concept we typically engage
with, and Cases One and Two merely demonstrate what engaging with that concept might look like.
Even if we start with Case Four, and allow that Plum’s responsibility is an open question, if we had the
proper attitude towards the cases we would be moved by the Case One to realize the error in judgment
we have made concerning Case Four, and close the open question of Plum’s responsibility in favor of
the incompatibilist. McKenna resists this claim, arguing that while neutrality is indeed the most rational
initial attitude to adopt, the intuitions generated by Cases Three and Four ought to be given a greater
degree of clout. Cases One and Two are, after all, unfamiliar, and in light of this we should give our
intuitions concerning Cases Three and Four a “greater degree of clout” (McKenna 2013, p.13). Cases
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one and two are so bizarre that we should be hesitant to, even given our neutrality, consider Cases One
and Two as sources of clarification.
Too Soft for the Hardline?
I think McKenna comes out on top of this exchange, but as he notes it has been ‘a bumpy ride’
(2013, p.16). Furthermore I think that in appealing to the bizarre nature of Cases One and Two in
support of granting intuition about Cases Three and Four greater clout, McKenna has distanced himself
slightly from the hardline position. Recall that the hardline response involves denying that there is a
relevant difference between manipulation and determinism and that its strength lies in its being largely
‘newcase proof.’ While it may not succeed, its success is not contingent on the incompatibilist failing to
come up with more persuasive versions of manipulation. Whatever cases of manipulation are thought up,
the hardline strategy is to show how the agents in these cases are free and responsible in exactly the
same way as a determined agent. Here McKenna has conceded, to some extent, that some cases of
manipulation are different from determinism, even if this difference is a superficial one; it is merely that
some cases of manipulation elicit an intuitive response that is different than others because the first cases
are so bizarre. But just as a clever incompatibilist can come up with different cases of manipulation to
counter softline replies, it seems that a clever incompatibilist can come up with different cases of
manipulation that, while they would do the work of Cases One and Two, would not be so strange. I
myself am not a clever incompatibilist and cannot come up with such a case, but this does not mean I do
not think it can be done. As such my own strategy at this point will be to map out a different course for
the compatibilist, one that puts them on firmer ground. In it I depart from McKenna in that while I agree
compatibilist friendly intuitions should be favored, it is not in light of the fact that incompatibilist intuitions
are generated by bizarre cases. Rather it is in light of the fact that compatibilist friendly intuitions can be
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generated by pretheoretical commitments that themselves are not compatibilist.
Defensible Intuitions
To begin, I turn my attention to Pereboom’s discussion of a possible compatibilist response to
Case Four. Pereboom claims that a compatibilist may want to resist the dismissal of our intuitions
concerning Case Four and claim that they have not been given enough concern. Specifically, a
compatibilist may want to claim that our everyday intuition is that Plum is responsible and that this is an
intuition that should be taken seriously (Pereboom 2001, pp.116117). Pereboom’s reply is that our
ordinary intuitions, while they would indeed be to hold Plum responsible, do not take the truth of
determinism into account and that if we were to take determinism more seriously when making our
moral judgments about Plum our intuitions concerning Case Four might be closer to an incompatibilists
(2001, p.117). Note that Pereboom is not claiming that if we were to educate ourselves on
incompatibilism we might have incompatibilist intuitions about Plum’s moral responsibility. This would be
a dialectical mistake. Rather he is claiming that if we took determinism into account in a way we
normally do not, our everyday intuition might not be to hold Plum responsible. Internalizing a descriptive
thesis (determinism) concerning the nature of reality could potentially change our normative intuitions
about moral responsibility (incompatibilism). I agree, but would point out that if it is possible for
determinism to change our intuitions, then it is possible for other theories to as well; theories that may be
friendlier to the compatibilist rather than the incompatibilist position. In fact, I think it is not even clear
that getting clear on determinism will elicit incompatibilist intuitions. Indeed, this prospect will form the
heart of my own reply to Pereboom. I now turn to that task.
Similarly to McKenna and Pereboom, I will discuss what is rational for a neutral inquirer to
think, and what may count as a clarifying condition. I do not wish to challenge that cases of manipulation

15

can elicit incompatibilist intuitions. Rather I would like to challenge that the compatibilist need treat those
intuitions as threats to their view(which is just to say clarifying conditions for the neutral inquirer).
Pereboom claims that taking the nature of determinism seriously, whether this come about from
internalizing the thesis of determinism or contemplating our intuitions concerning manipulation, would
give the inquirer reason to favor incompatibilist intuitions. McKenna claims that at best the manipulation
argument leaves responsibility an open question, and that the bizarreness of the manipulation cases gives
the inquirer reason to favor compatibilist intuitions after all. Given this disagreement, it seems that a
reasonable standard would be to favor those intuitions which are also the conclusion of a more formal
argument (Dennett 2013, pp. 510). This is out of our reach, as the inclusion of incompatibilist or
compatibilist positive arguments is dialectically inappropriate. The compatibilist cannot resist intuition by
reminding their opponent that they are a compatibilist. Instead I propose the compatibilist looks to what
other views they may hold that makes compatibilism seem the more intuitive plausible thesis. Someone
committed to naturalism, for instance may find that their naturalism makes compatibilism seem intuitively
plausible. Whatever it means exactly to believe naturalism to be true, I take it that being a naturalist does
not commit one to one side or another in the free will debate. That being said, naturalist views cannot be
barred from argument; neutral inquirers could be naturalists, and their naturalism may make one view or
another seem more intuitively plausible. If that naturalism lead to compatibilist intuitions, then since
incompatibilist intuitions about manipulation have not given the naturalist reason to abandon their
naturalism, I do not think they have given the naturalist reason to abandon their compatibilism
This claim needs unpacking, and I will attempt to unpack the tightest bits in turn. The first bit of
clarification is that I do not mean to suggest that the pretheoretic views(here meaning,
precompatibilism or preincompatibilism) need be naturalist. This was simply an example. Rather I take
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it to be that any plausible views one might have that do not entail a view on the free will debate, but do
give one intuitions favoring compatibilism, can be used to resist that status of incompatibilist intuitions as
clarifying. So long as those intuitions do not give the inquirer reason to doubt their pretheoretic view,
they do not give the inquirer reason to be an incompatibilist. I stipulate that the pretheoretic views
should be plausible in an attempt to come close to the gold standard of the reasonableness of an
intuition, namely that that intuition is also the conclusion of a formal argument. Of course I am far from
that standard, but I think I am at least closer than I would be if I was merely making claims about what
seemed to me to be correct.
To come closer to earth and further from the abstract, I would like to discuss some specifics of
the sort of commitment to a view that I have in mind. Daniel Dennett’s arguments for compatibilism
provide a nonhypothetical example of this sort of internalization (2003). Dennett’s own compatibilst
theory cites, among other things, cognitive science and evolutionary biology as part of an argument that
we have evolved a capacity for reasonresponsiveness over time, and that our freedom consists in being
responsive in this way (Dennett 2003, p.259). Though interesting, the details of his particular version of
compatibilism are not applicable to the present discussion. Rather I would like to draw attention to two
aspects of his arguments that reflect important features of the sort of internalization I have in mind.
The first I mention briefly and it is only that, contrary to what Pereboom claims, taking
determinism seriously may not have the effect of eliciting incompatibilist intuitions concerning moral
responsibility. In fact, Dennett’s claim is that once we are clear on what the thesis of determinism is, we
will see that it does not at all give rise to incompatibilist intuitions, and that these are merely “illusions”
(2003, p.102). Note that these intuitions are precisely those that Pereboom thinks we would have if we
internalized determinism. Dennett, albeit not directly in response to Pereboom or a manipulation
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argument, rejects that determinism commits one to intuitions of this sort. His explanation of determinism
is intended not only to address the arguments of his opponents but to show why some intuitions, once
the mistakes in them have been explained, need not be taken seriously. His commitment to naturalism is
of the sort that the incompatibilist intuitions surrounding determinism are treated as no more than an
error in judgment. Once we understand the nature of determinism, those intuitions will no longer hold;
they will have been explained away. I do not mean to suggest that Dennett’s argument is
unobjectionable. Rather I point out that, given the existence of arguments of this type,it is at least an
open question whether or not getting square on determinism counts as a clarifying condition for
compatibilism or incompatibilism. Given this, I do not think that internalizing determinism could be
properly considered a clarifying condition in favor of the compatibilists or incompatibilists position.
The second important aspect of Dennett’s argument is that his attack on incompatibilist intuitions
concerning determinism comes prior to any positive compatibilist thesis (Dennett 2003, pp.1819). In
resisting incompatibilist intuitions about determinism Dennett does not appeal to his, or any other
compatibilists, positive account of freedom and responsibility. Rather he claims that a certain set of
background assumptions(in the form of scientific theories) which are separate from any compatibilist or
incompatibilist thesis will give all the evidence the compatibilist needs. With these theories in mind, a
compatibilist committed to naturalism in the way that Dennett is could simply resist the incompatibilist on
the claim that manipulation elicits the sorts of intuitive responses the incompatibilists seek. This bold
denial of the intuitive response to manipulation cases is, while not inconceivable, perhaps too strong.
Fortunately for the compatibilist it is also unnecessary. Even if a compatibilist committed to naturalism
accepted that the intuition favored the incompatibilist in manipulation cases, they may still deny that this
is a clarifying condition for the incompatibilist as those intuitions have given them no reason to doubt
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their naturalism. If their intuitions arise from a commitment to naturalism, intuitions about manipulation
cases do not give them reason to doubt the naturalism which has lead to their compatibilist intuitions.
A final consideration of Dennett’s view comes from his own discussion of neuroscientists. In a
thought experiment, Dennett describes a neuroscientist who plays a joke on a patient by telling them that
the chip recently implanted in their brain not only controls their Obsessive compulsive disorder, it also
controls every decision they make. Not in on the joke, the patient begins to behave recklessly and finds
himself in court. He defends himself by claiming that he was not in control of his actions, and to his
dismay the neuroscientists reveals the cruel joke that has been played. Contrary to my interpretation of
Dennett, the intuitive response elicited in this case seems to be an incompatibilist one, especially in light
of Dennett’s admission that the neuroscientists actions have in effect “disabled” the patient (Dennett
2013, p. 358). I resists this interpretation for two reasons. The first is that this thought experiment is
intended specifically to elicit a certain intuition about the dangers of incompatibilism, other intuitive
conclusions may be an unexpected consequence. The second is that the neuroscientist’s claim is that the
chip in the patient’s brain controls their every decision, which is not the sort of CAS that Dennett or any
of the aforementioned compatibilists has in mind. Dennett’s concern in this thought experiment is
precisely the incompatibilist intuitions that I have described him as attacking. While this is only a
tangential response to manipulation arguments, I think that it shows how a compatibilist might resist not
only the intuitions concerning determinism but also those concerning manipulation in a manipulation
argument. What caused the patient not be free in this thought experiment was that his CAS had been
undermined, not simply that he had been manipulated.
None of the previous discussion presumes that the sorts of theoretical commitments I have
discussed could not elicit incompatibilist rather than compatibilist intuitions. In fact I think it is not
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uncommon for a rigorous commitment to naturalism to lead to intuitions that favor incompatibilism. But
note that this is consistent with my claim. All the compatibilist needs, I argue, is a reason to reject that
the neutral inquirers incompatibilist intuitions about manipulation cases counts as a clarifying condition.
Citing their theoretical commitments to naturalism serves the compatibilist that purpose. Nothing about
those commitments also potentially giving rise to incompatibilist intuitions is inconsistent with them being
a reason for the compatibilist to be unconvinced of the clarifying condition status of incompatibilist
intuitions concerning manipulation cases.
Two Potential Objections
One objection that these point raise is that I have misunderstood the role that intuitions are
meant to play in the manipulation argument. By talking about incompatibilist or compatibilist leaning
intuitions, it may seem that I am suggesting compatibilists ought to appeal to their positive compatibilist
theories to resist the results of Pereboom’s generalization. Rather than allowing Pereboom to claim that
Plum is intuitively not responsible in Case One, the compatibilist should simply deny this is the case
since, after all, they are compatibilists. This is not my claim. My claim is that we can conceive of theories
and background assumptions that, independent of any compatibilist thesis, would lead us to have the
intuition that Plum in Cases One through Four is morally responsible. Since these theories are not
straightforwardly compatibilist or incompatibilist, there is no reason to exclude them from our judgments
about Plum’s responsibility. Dennett’s formulation of determinism, for example, does not settle the free
will debate on its own; it is not a normative claim about who we ought to hold morally responsible. It is
merely a descriptive claim about the nature of our physical universe which may influence our intuitions
concerning freedom and moral responsibility.
Another objection that might be made is that our everyday intuitions are simply not the sort of
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thing that change in the way I have described. To answer this I can only offer a few details and
examples that suggest that changes in intuition do in fact happen. As an initial point our intuitions have to
come from somewhere and they seem to be influenced by, in part, a complex web of background
assumptions, everyday experience, instincts, and emotions. Note that this list in not meant to be
complete, nor is it an attempt at a conceptual analysis of intuition. It is only meant as a filling in of the
gaps; our intuitions come from somewhere, and things like experience and background assumptions
seem to play a role in shaping them.These background assumptions need not be made up of anything
we would call intuitive. In fact part of the set of background assumptions that cause our everyday
intuitions about Case One are complex theories of psychology and neuroscience; theories which, while
we may accept them, are hardly intuitive. To have the intuitive reaction to Case One that Plum is not
responsible requires an, albeit simplified, understanding of our most modern models of the brain. This is
not to say that having the appropriate intuitive reaction to the case requires an advanced degree in
neuroscience. It is to say, however, that having the appropriate reaction to the case requires knowledge
of what a neuroscientist is, what sorts of claims they might make about the workings of our brain, and
why we can atleast make sense of the idea that they could manipulate Plum. If evidence came to light
that neuroscience and the theories associated with it were deeply problematic I doubt that, given an
appropriate amount of time, our everyday intuitions about Case One would be the same; if for no other
reason then we could not make sense of a neuroscientist manipulating someone. Note that I am not
claiming it would be impossible to make sense of neuroscientific manipulation if neuroscience was
discredited. Unpopular theories and ideas can have an influence on our intuition despite the fact that we
do not believe these theories to be true. These theories can still be a part of our background
assumptions in such a way that they affect our intuitions. Zeus is no longer believed to be real, but if
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Pereboom had said Zeus was manipulating Plum rather than a team of neuroscientists it does not seem
to me that our intuitions about Case One would be any different. My only claim here is that it is certainly
possible for a change in our background assumptions to change our intuitions, and that the debunking or
adoption of a theory or idea could cause this change.
Conclusion
I have argued for a hardline response to Derk Pereboom’s manipulation argument for
incompatibilism. In doing so I distanced myself from Michael McKenna’s hard line response to the
same argument. I sought this distance because I thought that McKenna’s argument, while effective, puts
him in a dialectically risky position; it rests on the bizarreness of some cases about manipulation giving us
reason to doubt our intuition. That these cases are bizarre and do give us doubt I agree, but that the
incompatibilist might conjure a less bizarre and equally effective case gives me concern. Instead I rest
my hardline position on a question about when incompatibilist intuitions about manipulation would give
the compatibilist reason to doubt their position. Allowing that incompatibilist intuitions are elicited by
some manipulations cases, I argued that before admitting defeat the compatibilist should examine what
pretheoretical(that is to say, precompatibilist or preincompatibilist) commitments may support their
compatibilism. If these commitments are plausible, and incompatibilist intuitions concerning manipulation
gives them no reason to doubt their commitments, then I argued that they have been given no reason to
doubt their compatibilism.
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