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ABSTRACT 

Cloud Computing is emerging as a new paradigm that aims at delivering computing 

as a utility. For the cloud computing paradigm to be fully adopted and effectively used it 

is critical that the security mechanisms are robust and resilient to malicious faults and 

attacks. Securing cloud applications and services is a challenging research problem 

because it suffers from current cybersecurity problems in computer networks and data 

centers and add to it the complexity introduced by virtualizations, multi-tenant 

occupancy, and the remote storage and management of cloud data and applications. It is 

widely accepted that we cannot build software and computing systems that are free from 

vulnerabilities and that cannot be penetrated or attacked. Furthermore, it is widely 

accepted that cyber resilient techniques are the most promising solutions to mitigate 

cyberattacks and change the game to advantage the defender over the attacker. Moving 

Target Defense (MTD) has been proposed as a mechanism to make it extremely 

challenging for an attacker to exploit existing vulnerabilities by varying different aspects 

of the execution environment. By continuously changing the environment (e.g. 

Programming language, Operating System, etc.) we can reduce the attack surface and 

consequently, the attackers will have very limited time to figure out the current execution 

environment and what vulnerabilities can be exploited.  

In this dissertation, we present a methodology to develop an Autonomic Resilient 

Cloud Management (ARCM) based on Moving Target Defense (MTD) and autonomic 

computing. The proposed research will utilize the following capabilities: Software 

Behavior Obfuscation (SBO), replication, diversity, and Autonomic Management (AM). 

SBO employs spatiotemporal behavior hiding or encryption and a moving target defense 
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to make active software components change their implementation versions and resources 

randomly so they can avoid exploitations and penetrations. Diversity and random 

execution is achieved by using autonomic management services that will randomly ―hot‖ 

shuffling multiple functionally-equivalent, behaviorally-different software versions at 

runtime (e.g., the software task can have multiple versions, where each version is 

implemented in a different programming language and/or run on a different computing 

system). The encryption of the execution environment will make it extremely difficult for 

an attack to disrupt the normal operations of cloud applications or services. In this work, 

we evaluated the performance overhead and effectiveness of the proposed ARCM 

approach to secure and protect a wide range of cloud applications such as MapReduce 

and scientific and engineering applications. 

 

 

 

 

 

 

 

 

 



13 
 

CHAPTER 1: INTRODUCTION  

1.1. Motivation 

The cloud is essentially a large resource pool comprising various services such as 

computing, storage, software services among many others that are offered as a utility 

service. It is therefore a promising new paradigm to offer many solutions to businesses 

which are willing to adopt it, at a very low cost. The main advantage of cloud computing 

is that it enhances collaboration, scaling, performance, and availability, it reduces 

operational cost, improves performance, and provides on-demand computing, storage and 

network resources that can be accessed using heterogeneous thin or thick client 

platforms. 

 One of the definitions of cloud computing as given by NIST [2] is that ―cloud is a 

model for enabling ubiquitous, convenient, on-demand network access to a shared pool of 

configurable computing resources that can be rapidly provisioned and released with 

minimal management effort or service provider interaction‖. Based on how the cloud 

infrastructure has been setup, cloud can be classified based on its deployment models:  

 Private cloud: The cloud service is deployed for one particular 

organization such that the cloud is not shared by other organizations (non multi-

tenant) and hence the security risks are lower. 

 Community Cloud: The cloud service is offered to a group of 

organizations sharing some common requirements such as legal compliance 

policies, security, etc.  

 Public Cloud: The cloud service is offered for any public users, and it is 

consequently vulnerable to a wide range of attacks.  
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In addition to the deployment models, cloud can also be classified based on the types 

of services it provides such as: 

 Software as a Service (SaaS): As the name suggests, it offers various 

software applications for users. Examples of these are google docs, webmail etc. 

In this type of service model, the user has no control over the underlying 

hardware resources or in the development of the software being offered.  

 Platform as a Service (PaaS): In this service model, the cloud provider 

gives the users a complete platform with its software environment that can be 

used to develop user applications by using an Application Programming Interface 

(API) and other software packages offered as part of the PaaS. The most common 

example is Amazon Web Services (AWS). 

 Infrastructure as a Service (IaaS): In this service model, the user can 

deploy custom applications, make changes to and control the operation systems, 

storage and networking aspects. Amazon’s EC2 is an example of an IaaS cloud. 

While these services are the most common service types, the cloud vendors can 

provide Anything as a Service (represented as XaaS) such as storage, security, etc. based 

on the customers’ demands. As an example of XaaS, Dropbox is one of the most 

commonly used Storage as a Service with more than 10 million users with the features of 

supporting online backups, sharing, and synchronization of the client/server 

automatically, etc. [1]. Moreover, a recent report released by IHS says that an 

uninterrupted double-digit growth in cloud subscription anticipated following until at 

least 2017 [117]. The average annual run rate of IP traffic by the end of 2015 is estimated 
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as 966 Exabyte worldwide [3]. And, it is estimated that 30% of vendors use cloud 

services for storage [4].  

1.2. Problem Statement  

As the cloud computing and the shared usage of resources have become widely used, 

the attacks and exploitations against these services have become a major challenge to 

detect because it suffers from current cybersecurity problems in computer networks and 

data centers and add to it the complexity introduced by virtualizations, multi-tenant 

occupancy, and the remote storage and management of cloud data and applications. 

Consequently, security becomes the biggest concern by the cloud users with 74.6%, 

compared to other attributes such as performance and availability according to IDC report 

as shown in Figure 1 [7]. Examples of cloud attacks are reported almost on a daily basis. 

Amazon had failures when data corruption in Amazon S3 caused data loss and Google 

had a privacy breach in Google Docs [5]. In addition, Magnolia suffered major data loss 

and availability issues [6]. 
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Figure 1. The IDC survey on cloud computing system concerns [7] 

On the other hand the attackers are equipped with more sophisticated tools which 

make them capable of doing more dangerous attacks with less prerequisite technical 

knowledge. 

 

Figure 2. Attack sophistication versus intruder technical knowledge 
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Figure 2 indicates how the attack sophistication has increased while the intruder’s 

technical knowledge has decreased. This means more amateur attackers can apply 

sophisticated attacking tools to conduct dangerous attacks against the network. 

Nowadays, the attackers can not only do successful attacks in shorter time, but also 

impact the broader scope of resources. Figure 3 indicates that the attackers can currently 

impact regional networks in term of minutes, and it has been predicted that they will be 

able to impact the global infrastructure in the matter of seconds in near future. Recently, 

attacks were launched against Sony’s PlayStation network and brought it down for 

roughly 24 days. The damage from this attack was about 171 million USD. Other 

organizations like Google, Yahoo, Adobe Systems, Morgan Stanley, Dow Chemical 

Company, Citibank, Bank of America, are continuously experiencing one type or another 

of cyber-attacks. 

 

Figure 3. The timeline of cyber-threads scope of damage and impact time 



18 
 

It is widely known that the most costly cybercrimes are those caused by malicious 

code, denial of service, stolen devices, and Web-based attacks. Furthermore, another 

major threat for large cloud providers is insider attacks. Among these attacks, commonly 

applied attacks are DDOS attack where the attacker uses the resources of the victims 

completely and leaving the victim systems unusable, and hence, resulting revenue and 

prestige loss for the companies. Examples such as DDoS attacks putting the Sony 

PlayStation network and services down on August 2014 [8] and users’ having access 

issues to the Xbox Live network [8] show how serious the attacks can be. These concerns 

are getting more serious since the attacks are getting smarter and the cost of attacks is 

increasing rapidly.  Hence, the security of the cloud systems is still the biggest challenge 

to fully deploy cloud services. Therefore, we need more sophisticated security tools to 

protect our computing systems and networks against the ever-growing cyber threats in 

today’s environment. Our research approach to address the security challenges in cloud 

environments is based on developing an novel architecture to make cloud services 

resilient against any types of malicious and even sophisticated insider attacks . 

1.3. Research Objective 

In this dissertation, the research focuses on the following objectives:  

 Develop an Autonomic Resilient Cloud Architecture (ARCM) based on 

Moving Target Defense (MTD) and software Behavior Obfuscation (SBO) to 

reduce significantly the ability of attackers to succeed in launching attacks 

through software diversity, redundancy and autonomic computing. 
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 Develop an autonomic management system to proactively and randomly 

change the execution environment of cloud applications to make it extremely 

difficult for attackers to figure out the current execution environment and the 

existing vulnerabilities and thus evade attacks.  

 Experiment with different SBO algorithms to determine the best SBO 

algorithm for each class of applications 

 Develop a testbed to experiment with and evaluate different resilient 

algorithms and their effectiveness and the overhead against a wide range of 

attacks. 

 Threat modeling assessment and validation for the proposed architecture. 

In our approach that is based on MTD, Software Behavior Obfuscation (SBO) and 

autonomic computing, it will make it extremely difficult for an attacker to exploit 

existing vulnerabilities because of continuous and random changes in the cloud 

execution environment. By continuously changing the environment (e.g. 

Programming language, Operating System, etc.) we can significantly reduce the 

attack surface and consequently, the attackers will have very limited time to figure 

out the current execution environment and what vulnerabilities are to be exploited. In 

addition, we apply redundancy in order to enable cloud services to operate normally 

even though when some cloud resources experience natural or malicious failures. 

1.4. Dissertation Organization 

The rest of the dissertation is organized as follows. In Chapter 2, an overview of 

autonomic computing and cloud security mechanisms are introduced. We show that 

current reactive cybersecurity techniques that are based on signature and anomaly 
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behavior analysis methods are not sufficient to secure and protect cloud resources and 

their services..  

Chapter 3 explains resiliency and Moving Target Defense (MTD). We explain how 

Moving Target Defense techniques can be deployed in order to create resilient system 

architecture and review other MTD related works.  

Chapter 4 explains our resiliency management architecture for cloud services and 

gives detailed about our approach to implement the architecture modules including cloud 

resiliency middleware, behavior obfuscation, redundancy, and voting mechanisms.  

Chapter 5 presents our experimental results and evaluation of the proposed ARCM 

architecture using MapReduce application.  Chapter 6 summarizes the research 

contributions of the thesis and highlights our future research activities. 
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CHAPTER 2. BACKGROUND AND RELATED WORK 

2.1. Autonomic Computing Systems 

Autonomic Computing is an initiative started by IBM [13] in 2001. Its ultimate aim is 

to create self-managing computer systems to overcome their rapidly growing complexity 

and to enable their further growth. The term autonomic is derived from human biology. 

The autonomic nervous system monitors your heartbeat, checks your blood sugar level 

and keeps your body temperature close to 98.6°F without any conscious effort on your 

part. In much the same way, self-managing autonomic capabilities anticipate IT system 

requirements and resolve problems with minimal human intervention. As a result, IT 

professionals can focus on tasks with higher value to the business. 

 However, there is an important distinction between autonomic activity in the 

human body and autonomic activities in IT systems. Many of the decisions made by 

autonomic capabilities in the body are involuntary. In contrast, self-managing autonomic 

capabilities in computer systems perform tasks that IT professionals choose to delegate to 

the technology according to policies. Adaptable policy - rather than hard-coded procedure 

- determines the types of decisions and actions that autonomic capabilities perform. 

 Self-managing capabilities in a system accomplish their functions by taking an 

appropriate action based on one or more situations that they sense in the environment. 

The function of any autonomic capability is a control loop that collects details from the 

system and acts accordingly.  
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2.2. Autonomic Computing Attributes 

Based on [12], in a self-managing autonomic environment, system components - from 

hardware (such as storage units, desktop computers and servers) to software (such as 

operating systems, middleware and business applications) - can include embedded 

control loop functionality. Although these control loops consist of the same fundamental 

parts, their functions can be divided into four broad embedded control loop categories. 

These categories are considered to be attributes [9, 10, 11] of the system components and 

are defined as:  

 Self-configuring – Can dynamically adapt to changing environments 

Self-configuring components adapt dynamically to changes in the environment, 

using policies provided by the IT professional. Such changes could include the 

deployment of new components or the removal of existing ones, or dramatic changes 

in the system characteristics. 

 Self-healing – Can discover, diagnose and react to disruptions  

Self-healing components can detect system malfunctions and initiate policy-based 

corrective action without disrupting the IT environment. Corrective action could 

involve a product altering its own state or effecting changes in other components in 

the environment. The IT system as a whole becomes more resilient because day-to-

day operations are less likely to fail. 

 Self-optimizing – Can monitor and tune resources automatically  

Self-optimizing components can tune themselves to meet end-user or business 

needs. The tuning actions could mean reallocating resources—such as in response to 
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dynamically changing workloads—to improve overall utilization, or ensuring that 

particular business transactions can be completed in a timely fashion. Self-

optimization helps provide a high standard of service for both the system’s end users 

and a business’s customers. 

 Self-protecting – Can anticipate, detect, identify and protect against 

threats from anywhere  

Self-protecting components can detect hostile behaviors as they occur and take 

corrective actions to make themselves less vulnerable. The hostile behaviors can 

include unauthorized access and use, virus infection and proliferation, and denial-of-

service attacks. Self-protecting capabilities allow businesses to consistently enforce 

security and privacy policies. 

It is an important to note that an autonomic computing system addresses these issues 

in an integrated manner rather than being treated in isolation as is currently done. 

Consequently, in autonomic computing, the system design paradigm takes a holistic 

approach that can integrate all these attributes seamlessly and efficiently.  

2.3. Security Issues of Cloud Computing  

In this section, we first review common security techniques for the intrusion detection 

and then we discuss the security challenges in cloud computing. 

2.3.1. Intrusion Detection Techniques 

Intrusion detection can be broadly classified as signature based and anomaly based 

systems. The overall concept of signature based and anomaly based approaches are 

shown in the Figure 4. While signature based techniques try to secure the systems based 
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on the library created by the attacks, anomaly based security techniques secure the system 

based on its normal behavior.  

 

 

Figure 4. Anomaly based vs. Signature based security mechanisms 

 

2.3.1 Signature based Intrusion detection systems 

A signature based Intrusion Detection System (IDS) uses pattern-matching algorithms 

to compare network traffic with an extensive library of attack signatures created by 

human experts [14]. A match indicates a probable attack. These techniques are extremely 

proficient in detecting known attacks because they can identify an attack as soon as it 

occurs. However, their foremost limitation is that it cannot detect new attacks. When a 

new attack is discovered, it takes time to develop signatures for the attack and deploy it 

into the existing IDSs. During that period, the attackers exploit the fact that many 

computers are not protected to launch their attacks that will continue even after a 
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signature has been found; due to the manual patching of signature, it takes a long period 

before all computers are patched against the newly discovered attack. Some of the most 

commonly used signature-based intrusion detection techniques are introduced by SNORT 

[15], BRO [16], and others [17]. 

2.3.2 Anomaly-based Intrusion detection 

Anomaly-based detection techniques build a model of normal behavior and 

automatically classify statistically significant deviations from the normal profile as being 

abnormal [18], [19], [20], [21]. The advantage of this approach is that it is possible to 

detect unknown attacks. However, there is a potential for having a high rate of false 

positive alarms generated when the knowledge collected about normal behaviors is 

inaccurate. Supervised learning approaches to anomaly detection involve training a 

system on a known set of normal data and testing with a different data set to determine 

whether the new data is normal. Examples of such techniques are the Anomaly Behavior 

Analysis (ABA) methodology developed by the UA Autonomic Computing Laboratory 

(ACL) researchers that has been successfully applied to a wider range of protocols 

(TCP/IP, DNS, WiFi, HTTP, etc.) [18], [22], [23], [24]. Other anomaly techniques 

include IDES [25], NIDES [26], EMERALD [27], and SPADE [28]. Other approaches 

estimate parameters of a probabilistic model over the normal data and compute how well 

new data fits into the model [29] and [30]. Unsupervised techniques include those based 

on statistical approaches [32], [31], clustering [33], outlier detection schemes [34], [35], 

[36], [37] and state machines [38] that can detect anomalous behavior without training 

data. In [39], Shon, et al. use a hybrid approach that combines supervised and 

unsupervised learning mechanisms to perform anomaly detection.  
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2.4. Cloud Computing Security Challenges 

While the intrusion detection techniques have mainly focused on network attacks, 

cloud computing security suffers from a wide range of attacks such as those that target 

physical machines as well as the cloud virtualized environment [40]. The dependency of 

cloud computing on the virtualized environment raises more security concerns, like 

hypervisor exploitations [41], [42]. In addition, one of the main security issues in cloud 

computing is the insider attacks 

As discussed in Chapter 1, cloud computing delivers computing services to the end 

users through three different delivery models: IaaS (Infrastructure as a Service), PaaS 

(Platform as a Service) and SaaS (Software as a Service). Depending on the type of 

deployment (Public Cloud, Private Cloud, and Hybrid Cloud) IaaS suffers from varying 

degrees of security issues. Public Clouds pose major risks compared to Private Clouds. 

Since Clouds have a multi-tenant architecture, several resources are shared among users. 

IaaS services may not be designed to provide strong isolation among tenants, enabling 

malicious insiders to gain access of legitimate user's data [45]. In PaaS, the service 

provider offers customers productive platforms that they can use to develop and deploy 

their own applications on the cloud. Abusive use of API's could provide a threat to all 

three service-models [45]. In SaaS, the customers can remotely connect to the cloud to 

use the provided software applications. Cross-site scripting [46], Access control 

weaknesses, OS and SQL injection flaws, cross-site request forgery [47], cookie 

manipulation, hidden field manipulation, insecure storage and insecure configuration are 

the threats to data stored in a SaaS cloud [48]. Network security issues in SaaS involve 

network penetration and packet analysis, session management weaknesses and insecure 
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SSL trust configuration. Consequently, all security issues pertaining to data locality, data 

integrity, data segregation, data access, data confidentiality, data breaches, virtualization 

vulnerabilities and web application security are applicable to SaaS. Also, threats such as 

Denial of Service attacks can be a threat to the availability of SaaS clouds. Authentication 

weaknesses and insecure configuration can be a security threat to the identity 

management and sign-on process in SaaS. 

Since, in the cloud model, the customers’ data reside on third-parties’ data-centers, 

data security is a major concern for cloud consumers [49], [50], [51].  Data locality in 

cloud means that the cloud providers should have the ability to control the data location 

in order to satisfy the location boundaries of the data according to customer’s preference. 

The data locality in cloud is important, different organizations or countries have different 

regulations and limitations about privacy and data locality. Data integrity is another 

important cloud security challenge which means that the data is trustworthy during its life 

cycle. Also, since the data may be replicated in multiple places across cloud’s 

datacenters, any change in the data has to be propagated throughout all replications. Data 

segregation is another security requirement for cloud since the data from different 

customers reside at the same location (multi-tenancy). Therefore, the intrusion into a 

user’s data by adjacent users is possible. This kind of intrusions can be performed either 

by hacking the application or through client code injection (e.g. SQL code injection).  

Data access is an important cloud security metric. Each customer has his/her own 

access policy which has to be applied on his/her own data. The cloud access control 

model should be able to manage access to the data from inside and outside of the 

customers’ organizational boundary. Proper access control mechanism is needed to 
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protect the customers’ data from the unauthorized users. It also should be able to define 

accessible part of data for each user. Data confidentiality and privacy are among the 

major concerns of cloud customers. In fact, by adopting cloud computing, the customers 

are disclosing their data to the cloud providers. The main concern here is how the cloud 

providers treat customer’s confidential data. Data breaches can also threaten the cloud 

consumers. Since the customers’ data are uploaded to the cloud, any breach in the cloud 

environment potentially threatens all the customers. This makes the cloud a high value 

target for outsider attackers. In addition the insider attacks still remain a high risk threat 

from employees inside the cloud provider company which potentially have access to a 

huge source of customers’ information. 

In cloud, the customer’s data are stored on the vendor’s datacenters and are accessible 

through the network. Thus, an appropriate network security should be provided to prevent 

leakage of sensitive information. The data should be properly encrypted to prevent the 

network sniffers from eavesdropping over the communication links. In addition, the 

DDoS (Distributed Denial of Service) attacks can threaten the availability of cloud 

services. In general, any network attack can threaten cloud security. 

Virtualization is one of the fundamental concepts of cloud computing. In a cloud 

system, multiple virtual guest machines share the same resources of a physical host 

machine. The Virtual Machine Monitor (VMM) is responsible for isolating the virtual 

machines from each other while multiplexing the physical resources. There are some 

known security issues with common VMMs (e.g. Xen, Microsoft HyperV) which can be 

exploited to threaten cloud services [52]. 
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Since the cloud services are accessible using Web applications and Web services, the 

web protocols security is a major issue in cloud computing. Security holes in the web 

applications and services create vulnerability to the cloud services [43]. The Open Web 

Application Security Project has identified Top 10 security risks faced by web 

applications [53] that can be used to threaten the cloud services (e.g. SQL injection, 

Cross site scripting, etc.) 

While various solutions have been proposed to solve cloud security issues [49], [50], 

[54], [55], there is no comprehensive solution which covers all aspects of cloud security.  

Most of the offered solutions are partial and apply the detect-response model that fails 

with time. Some cloud security systems have implemented a recovery-based intrusion 

tolerant algorithm that enhances the availability and resilience of the cloud services 

whereas other security systems focused on hiding the data as a method to increase 

services’ resilience to attacks [54]. Other security solutions focused on efficiently 

protecting the cloud storage against diverse range of attacks including roll-back attacks 

[51]. Some of the proposed security solutions use risk-based analysis for testing the 

security of the cloud environment. This risk-based analysis reduces the number of 

possible misuse cases of the cloud [54]. 

2.5. Discussion 

A reactive solution for the cloud computing includes the detection of the intrusion 

and preventing the attack. However cloud computing has multiple layers and interactions, 

and as a result, many vulnerabilities by nature. Therefore, a secure cloud computing that 

is immune to all type of attacks requires extremely heavy, highly complex, and almost 
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impossible to build a 100% security mechanism. Hence, instead of reactively securing the 

cloud computing services, a resilient architecture is needed where the cloud system can 

continue its normal operations even when the cloud system is under attacks, 

misconfigured, or experiencing hardware/software failures. Our approach is a departure 

from current security mechanisms that focus on detecting the attacks and then try to 

recover from these attacks. Instead, we adopt the resilience approach that aims at using 

MTD, software behavior obfuscation and autonomic computing techniques to 

continuously and randomly change the cloud execution environment such that attackers 

will not be able to identify the type of execution environment being used at any given 

time and thus tolerate malicious attacks, accidents and/or malicious or natural component 

failures. 
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CHAPTER 3: REVIEW OF RESILIENCY AND MOVING TARGET DEFENSE 

RESEARCH 

3.1. Resilient and Fault Tolerant Methods  

Resilient security techniques require the system to tolerate successful attacks, 

misconfiguration problems, failures (malicious or natural) by continuing to operate 

normally in spite of these anomalous events. In order to provide resiliency to cloud 

computing systems several methods have been applied such as N-version programming, 

duplication, and fault tolerance. Several software fault tolerance techniques are presented 

in [57]. The fault tolerance techniques that are based on diversity include dual-node 

redundant operating stations with hardware or software result comparison, Recovery 

Block Station [58], Distributed Recovery Block with acceptance Test [59], Voting Triple 

Modular Redundant Computing Stations [60] and N version programming [61]. Several 

diversity defense techniques in popular operating systems were discussed in [62] which 

includes Address Space Randomization [63] Instruction Set Randomization [64], and 

Data Randomization [65]. 

3.2. Moving Target Defense (MTD) Techniques 

Moving Target Defense (MTD) has been defined as ―Create, evaluate, and deploy 

mechanisms and strategies that are diverse, continually shift, and change over time to 

increase complexity and costs for attackers, limit the exposure of vulnerabilities and 

opportunities for attack, and increase system resiliency‖ [66]. MTD has been identified as 

a game changer approach to build self-defending systems [70].  
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Moving Target Defense (MTD) techniques have been focusing on changing few 

system or network attributes such as changing network configurations or parameters, 

firewall settings, operating systems, memory addresses, instruction sets, or application 

execution environments [67], [68]. For instance, in [67], the authors presented a 

technique for changing the IP addresses dynamically while maintaining existing 

connections. In [71] authors presented an approach to randomize the configuration space 

where the configuration variables of a system are randomized, while ensuring the 

availability of end to end services.  

Some previous works have adopted diversity as a defense technique in a cloud 

environment. In [72] the authors envision a Cloud of Clouds Architecture, which 

provides incrementally high levels of security and dependability to cloud infrastructures, 

in an open, modular and versatile way. Their architecture employs diversity in 

deployment of cloud alternatives. However, they do not employ shuffling on these 

alternatives. In [73], a framework for proactive fault tolerance is discussed that predicts 

failures in nodes and migrates their processes away from the nodes that are about to fail. 

In [74], the authors envision a cloud environment with continuous change in system 

configuration in order to create an unpredictable target for an adversary. To create a 

moving target defense, they propose to create and operate a large number of replicas, 

some of which are provided fake inputs, thus deceiving an adversary. They also use 

diversified replicas for task execution. However, they do not employ shuffling of task 

versions on each replica. In [75], the authors presented an intrusion tolerant cloud 

architecture that adopts the method of hybrid fault model, active and passive replicas, 

state update and transfer, proactive recovery and diversity. This method allows the 
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system to tolerate F faulty replicas in         replicas and ensure that only     

active replicas execute during the intrusion-free stage. The remaining replicas are all put 

into passive mode, which significantly reduces the resource consumption. However, they 

do not mention how the state is transferred among the diverse replicas.  
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CHAPTER 4: RESILIENT CLOUD SERVICES METHODOLOGY 

4.1. Introduction 

In this dissertation we apply spatiotemporal diversity to cloud applications and their 

execution environments. Redundancy in resources is used to run the cloud services and 

randomly introduce the spatiotemporal diversities in order to make it extremely difficult 

for attackers to figure out the vulnerabilities of the running applications or their 

environments. Our approach is not depending on a single programming language; instead 

we use multiple variants that are functionally equivalent replicas with diverse 

implementations. This will make it even harder for attackers to achieve their goals by 

exploiting design errors or vulnerabilities since each replica is implemented differently 

and the design error can apply only to one variant or replica. Our experimental results 

show that our approach can be easily deployed to the cloud and it increases its resilience 

dramatically. Our initial experiments were performed using an application that is based 

on Map/Reduce programming paradigms. 

Our resilience approach focused on changing the execution environment of the cloud 

using the following capabilities  

A. Replication/Redundancy:  

Redundancy is an approach that applies duplicated versions of the original 

system to increase reliability and can be used to tolerate hardware/software 

failures in one of the replicated components or systems. Redundancy, can be 

implemented by following one or more of the following techniques: 
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 Hardware Redundancy: This type of redundancy is typically used 

for the critical components of a system to allow the whole system to be 

able to operate even though one or more replicas have failed. Typical 

methods are Triple Modular Redundancy (TMR) which is built using three 

duplicates of a system. TMR can tolerate one failure and the majority 

results are used to mask out the failed replica.  

 Informative Redundancy: This technique is used to detect errors in 

data and/or correcting them depending on the coding technique. Common 

examples of this type of redundancy include parity checks, checksums, 

Cyclic Redundancy Checks (CRCs), Error Correction Codes (ECC) [76].  

 Time Redundancy: This technique aims at running the same code 

or different codes multiple times and then compare the results to mask out 

any erroneous results, especially those triggered by transient faults. An 

example study of this type of redundancy can be found at [77].  

 Software Redundancy: Redundancy is achieved in software used to 

implement each replica, such as N-version of programing. This approach 

is commonly used in critical applications such as flight controls, train 

switching software, etc. [78]. 

In our research, we focused on using two types of redundancy: Software Redundancy 

(by having multiple version of the software) and Hardware Redundancy.  

 

B. Diversity and Automatic Checkpointing: This capability enables us to 

generate multiple functionally-equivalent, behaviorally-different software 
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versions; e.g., each software task can have multiple versions, where each version 

can be a different algorithm implemented in different programming language 

(e.g., C, Java, C++, etc.) that can run on different computing systems. We use the 

Compiler for Portable Checkpointing [79] to capture the current state of the cloud 

application such that it can be resumed on different cloud environments. 

C. Behavior Obfuscation (BO): The BO method uses spatiotemporal 

behavior obfuscation to make active software components change their 

implementation versions and resources continuously and consequently evade 

attackers. This approach will reduce significantly the ability of an attacker to 

disrupt the normal operations of a cloud application.  Also, it allows for adjusting 

the resilience level by dynamically increasing or decreasing the shuffling rate and 

scope of executing tasks’ versions and their execution environments.  A major 

advantage of this approach is that the dynamic change in the execution 

environment will hide the software flaws that would otherwise be exploited by a 

cyberattacker. 

D. Autonomic Management (AM):  The primary task of the AM is to 

support dynamic decision making among the various components such that the 

cloud resources and services are dynamically configured to effectively exploit the 

current state of the cloud system and meet the application security requirements 

that might change at runtime. 

In this thesis research, we have developed efficient algorithms to implement Behavior 

Obfuscation (BO), autonomic management, and analytical techniques to evaluate the 

resiliency for a BO algorithm. 
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4.2. Autonomic Resilient Cloud Management (ARCM) Architecture  

The ARCM approach makes it extremely difficult for attackers to exploit existing 

vulnerabilities in a cloud execution environment by continuously changing the 

environment based on MTD strategy. Thus, by the time an attacker analyzes the 

vulnerabilities in the current cloud execution environment to construct and launch an 

attack that exploits the existing vulnerabilities; the execution environment of the cloud 

system is already changed to a new environment, thereby rendering the attack ineffective. 

Figure 5 illustrates the ARCM architecture, which includes the following main modules: 

Application Resilient Editor (ARE), Cloud Resilient Middleware (CRM), Supervisor 

VMs (SVMs), and Master VMs (MVMs). In what follows, we briefly highlight the main 

functions to be provided by each module. 
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Figure 5. ARCM architecture. 

4.2.1 Application Resilient Editor 

The ARCM editor allows users and/or cloud application developers to specify the 

resilient requirements of the cloud applications. The resiliency requirements can be 

characterized by: 1) Defining the required diversity level (how many different versions of 

an application and/or how many different platforms (e.g., operating system types) that are 

required to run the application; 2) Defining the redundancy level (how many redundant 

physical machines are required); and 3) Defining how often the execution environment 

needs to be changed and the number of application execution phases.   
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4.2.2 Cloud Resiliency Middleware (CRM) 

The Cloud Resiliency Middleware (CRM) provides the control and management 

services to deploy and configure the software and hardware resources that are required to 

achieve the application resiliency requirements as specified by the ARCM editor. The 

resilient operation for any cloud application is achieved using the Behavior Obfuscation 

(BO) algorithm that hides (analogous to data encryption) the execution environment by 

dynamically changing the number of versions used to run the application at each phase. 

The dynamic change in the application behavior makes it extremely difficult for an 

attacker to generate a profile with the possible flaws in the current implementation of the 

application. The decisions regarding when to shuffle the current variant, the shuffling 

frequency, and the variant selection for the next shuffle are guided by a continuous 

monitoring and analysis of current execution state of cloud applications and the desired 

resilience requirements.  

As shown in Figure 6, any attack will go through at least three phases: Probing, 

Construction of attacks, and Launching attacks phases. If the environment stays static as 

it is typically in current environments, the attacker has plenty of time to identify existing 

vulnerabilities that can be exploited. However, if the life cycle for any application version 

is much shorter than the time it takes for the attacker to launch the attack as it will be the 

case in the BO algorithm, the attacker will not be able to succeed in exploiting any 

existing vulnerabilities in the cloud application. Hence, the application will be resilient to 

cyberattacks and will be able to continue to operate normally or with an acceptable 

degraded performance.  
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In addition to shuffling of the execution of different application versions, we also 

apply hardware redundancy in order to tolerate the case when an insider discovers one of 

the physical machines used to run the application at one phase. The redundancy level 

determines how many of such scenarios can be tolerated. 

 

Figure 6. Diversity and timing impact on attacks. 

To accelerate the process of selecting the appropriate resilient algorithms and 

execution environments, the CRM repository contains a set of BO algorithms and images 

of VMs that run on different operating systems (e.g., Windows, Linux, etc.) to implement 

the supported cloud applications, and services such as Map/Reduce, Web services, 

Request and Tracker (RT) applications, just to name a few. 

4.2.3 Configuration Engine 

The Configuration Engine (CE) takes the resilient requirements specified by the users 

using the CRM editor and uses the CRM repository to build the execution environment 
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that achieves the required resilient cloud operations or services. The selected BO 

algorithm runs each Cloud Application (CA) as a sequence of execution phases, where 

each phase is administered by one Supervisor Virtual Machine (SVM). The SVM 

manages several Master Virtual Machine (MVMs) each of which run on different 

physical machines in order to tolerate attacks that might discover the physical machine 

running the CA during one phase. Furthermore, each MVM manages the voting 

algorithm on the results produced by several Worker Virtual Machines (WVMs) where 

each WVM runs different version of the cloud application.  

The CE algorithm is shown in Figure 7. To explain the CE algorithm, we use the 

example shown in Figure 8 as a running example. The number of phases in this CA 

example is two (step 2), and the supervisor VM for Phase 1 is S M  and S M  for 

Phase 2 (step 4). In step 6, we select the masters for each phase (MVM1, MVM2, MVM3). 

Similarly, we create three Worker VMs (WVMs) to run each version of the CA 

application during each phase (Step 7). In this example, during phase 1, master VM 

MVM1 will be managing the parallel execution of three versions (V1, V4, and V3) on 

three worker virtual machines, while MVM2 manages the parallel execution of  V8, V2, 

and V5,  and MVM3 manages another set of three versions of the CA application (V9, 

V2, and V3). The supervisor virtual machine (SVM1) of Phase I will collect the results 

from the three masters and pass the output produced by the voting algorithm as will be 

explained later. Similar steps are followed during the second phase as shown in Figure 8.  
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Figure 7. Configuration engine algorithm. 

 

 

Figure 8. An example of a two-phase application. 
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Similarly, in Figure 9, we show how to apply the BO algorithm to a cloud service 

(application) that is implemented in three phases where for each service, 12 functionally 

equivalent versions are created. For example, version 1 of the service is implemented in 

Java and run in Linux environment, where Version 4 is implemented in C++ and run in 

Windows environment. The acceptance test will be performed by the Master VM on each 

node to select the error free results produced by three versions running each application 

task and superviser VM will select the first error/attack free results that will be passed to 

the next phase. For example, during phase 1, if version V3 and V7 experience denial of 

service and insider attacks, respectively, the acceptance test will determine V2 is the 

attack-free version and its result is passed to phase 2, where new set of versions (V1, V4 

and V6) will run the application task during phase 2 as shown in Figure 9, and so on. 
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Figure 9. BO algorithm for three phases. 

 

To support the capability to resume the functionally equivalent variants on different 

platforms, we use Compiler Portable Check-Pointing (CPPC) [79] technique in the BO 

algorithm. Check-pointing is widely used to recover from fault once it is detected as in 

fault-tolerance computing [60], [61]. It periodically saves the computation state to a 

stable storage, so that the application execution can be resumed by restoring such state. 

The distinguishing characteristic of CPPC is that it allows for execution to restart on 

different architectures and/or operating systems. It also attempts to optimize the amount 

of data saved to disk in order to improve efficiency and data transfers over the network. 

CPPC is an open-source tool, available at http://cppc.des.udc.es under GPL license. 

CPPC provides portable restart of applications in heterogeneous environments. Generated 

state files can be used to restart the computation on an architecture (or OS) different from 



45 
 

the one that generated the file. The CPPC framework consists of a runtime library 

containing checkpoint-support routines, together with a compiler that automates the use 

of the library. 

4.2.3. Behavior Obfuscation (BO) Algorithm 

Typical encryption (we also refer to as obfuscation) entails transforming the plain text 

into an unrecognizable message to the interceptor. Strong encryption schemes have two 

major properties namely confusion and diffusion. The confusion property virtually 

prohibits interceptors from predicting the cyphertext resulting from changing one 

character in the plaintext. An effective confusion is enforced via a complex functional 

relationship between the plaintext, key pair and the ciphertext. Confusion aims at 

maximizing the time that the attacker consumes to determine the relationship between the 

plaintext and the key pair.  Diffusion is the other property of strong encryption schemes. 

Diffusion enables the cipher to spread the plaintext information over the entire ciphertext 

so that the changes in the plaintext affect many parts of the ciphertext [82].  
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Figure 10. A BO example of a task with three phases. 

The Behavior Obfuscation (BO) algorithm is analogous to typical encryption in the 

way it exhibits the confusion and diffusion properties. BO induces confusion by 

dynamically changing the sequence of execution of task variants by shuffling the task 

variant running after each execution phase. The dynamic software behavior change 

makes it more difficult for an attacker to generate a profile with the possible flaws of the 

executing variant (task versions).  BO induces diffusion by running the task variants on 

different physical and logical resources (Linux, Windows, different libraries and file 

systems, etc.).  The decisions regarding when to shuffle the current variant, the shuffling 

frequency, and the variant selection for the next shuffle guided by a continuous feedback 

from the autonomic application manager (SVM).  

Figure 10 shows an example on how BO algorithm can be implemented to obfuscate 

the execution of one task (Task A) with three subtasks TA1, TA2 and TA3 that are 

implemented into three consecutive phases, respectively. During phase 1, we execute 
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version 3 of  subtask TA1  , version 1 of subtask TA2 during Phase 2, and version 1 subtask 

TA3  during Phase 3.   

In addition to the shuffling of the execution of the task variants, we also apply 

hardware redundancy and software diversity to the implementation of the application 

tasks. The concept of design diversity is commonly used in software fault tolerance 

techniques [83] in order to continue to operate successfully in spite of software design 

faults. In our BO implementation approach, we combine the N-version programming and 

online anomaly behavior analysis techniques.   The multi-version implementation will 

prevent adversarial attacks from exploiting the monoculture problem.  The anomaly 

behavior analysis approach as well as the acceptance test will enable us to ensure that the 

operations of each task have completed correctly at the end of each execution phase;  by 

using normal runtime models of the execution environment we can detect any malicious 

changes in the execution environment, task variables, memory access range etc.   
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Figure 11. An example of an application with four functions and their replicas. 

 

Based on the resilience requirement, we can use multiple spatiotemporal diversity 

techniques (e.g., at application/ level, task level, operating system level, and resource 

level). In Figure 11, we show how to apply the BO algorithm to an application with four 

dependent tasks.  Each application task is implemented with different versions (one 

written in C and another in Java and each run on different execution environments such 

Windows and Linux) that are functionally equivalent but behave differently. One version 

will be designated as the primary version for a given application (e.g., A) and the second 

version is designated as the replica application (Arep) that receives the same input as the 

primary module and acts on it in parallel so that it can be used in case the primary module 
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is determined to behaving abnormally or being attacked as it is done in forward recovery 

techniques [83], [84].  

 

Figure 12. Acceptance test on a task with two replicas. 

 

Figure 12, shows how an acceptance test that will be performed by the master module 

is applied to task A with two replicas Arep1 and Arep2 between the output of phase i and the 

input of phase i+1. The acceptance test will determine which output of the three replicas 

will be used as the input of the next phase for all the replicas. The runtime monitoring 

module (Observer) continuously collects information about the behavior of these two or 

more modules (primary and replicas) so the SVM module can analyze their behaviors to 

determine whether or not they are behaving normally. A weighted voting algorithm will 

be used to determine whether or not the task variant is running normally and which 

variant to be used in the next phase.   
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To reduce the recovery time to tolerate software attacks or compromised tasks, a 

switching element data structure (see Figure 11) is used to connect the output of the task 

operating normally (this could be taken from either the prime task variant or its replica) 

to the next stage, and so on. If no attack is detected, the switching elements will be setup 

to select the first results that are determined to be operating normally as shown in Figure 

12. However, if after the acceptance test is determined that the prime task, say Task A, is 

determined to be compromised, the switching module will be setup by the controller of 

the SVM, which described in the next section, to the case ―replica is chosen‖ and 

consequently forward the output from the replica module for Task A to the next two tasks 

B and C.  It is clear from this example that the design diversity will enable cyber 

resources and services to continue to operate normally in spite of attacks on the service 

tasks and their execution environments.  

4.2.3.1. Supervisor Virtual Machine (SVM) Module 

The researchers at the NSF Center for Autonomic Computing at the University of 

Arizona  have developed and successfully implemented a general autonomic computing 

environment (Autonomia) that will be leveraged to implement the SVM module [85, 

D86, D87]. By adopting the autonomic architecture shown in Figure 13 we implement 

the SVM services using two software modules: Observer and Controller modules. The 

Observer module monitors and analyzes the current state of the managed cyber resources 

or services. 

The Controller module is delegated to manage the VM operations and enforce the 

resilient operational policies. In fact, the Observer and Controller pair provides a unified 
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management interface to support the SVM’s autonomic management services by 

continuously monitoring and analyzing current state of the VM operations in order to 

dynamically select the appropriate resilient plan to tolerate any attack against the 

operations of the managed application. 

 

Figure 14. SVM Architecture. 

Figure 13.  SVM management algorithm 
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The Observer monitors and gathers data about the cyber resources and analyzes them 

to form the knowledge required by the Controller to enforce the ideal security/resilient 

management policies. Figure 14 illustrates the SVM management algorithm. The 

Controller continuously checks if there are no changes to its current traffic policies and if 

there are changes, it will automatically read and update the new Controller Policies (Steps 

2-4). The Observer module monitors the current state of the cyber resources and services 

as well as other alerts using the indicators/monitors that are defined in the Observer 

sensor section (Step 5). The Observer module can also receive events from other element 

observers that might require immediate attention (Step 6). Then the analyzer analyzes the 

monitored information as defined in the Observer analyzers section (Step 7). If the 

analyzer routine determines that the current state represents an abnormal condition, it will 

be used its knowledge base and anomaly behavior analysis to identify the best recovery 

plan. Once that is done, the Controller is then invoked to carry out the appropriate actions 

(Step 9) to bring the cyber system to normal operations (Step 10). If the Observer needs 

to send information to other modules, it will then send their observers the appropriate 

type of events using a pre-defined communication protocol (Step 14). 

Once the CE setups the environment for the resiliency, the selected supervisor VM 

(SVM) for each phase will administer the BO algorithm as shown in Figure 15. 

The Supervisor module is designed to manage the resilient behavior obfuscation of 

the selected algorithm by the configuration engine as discussed before. The supervisor 

virtual machine (S M ) for Phase I manage the operations of all the virtual machines 

involved in computing the CA during its assigned phase as shown in Figure 15.  The 

designated supervisor virtual machine will run the designated master virtual machine at 
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each physical machine used in a given phase (Step 4), and then collects the results from 

all the masters to choose the one to be passed to the next phase. The voting procedure 

(Step 13 through 23), which is based on an integration voting algorithm [88], first check 

results to see if majority vote can be achieved (Steps 12 to 17) when the difference 

between results is less than an acceptable threshold ε. If the difference in the results is 

larger than the acceptable threshold, a weighted voting procedure is used to determine the 

result to be passed to the next phase (Steps 19 through 22). The second SBO algorithm 

example (Figure 16) will have a much lower overhead with a trade off on the level of 

resilience.  

 

Figure 15. BO Algorithm for one phase (CA, Phase I) 
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Figure 16. Example of an SBO algorithm with simple select of primary WVM result 

We have applied our BO algorithms to several applications such as Map/Reduce, 

scientific and engineering applications, and benchmark applications [89]. In what follow, 

we show how to use the BO algorithm to implement resilient Map/Reduce application. 

The Map/Reduce application is  the Hadoop environment [90], which is a software 

framework for easily writing cloud applications which process vast amounts of data 

(multi-terabyte data-sets) in-parallel on large clusters (thousands of nodes) of commodity 

hardware in a reliable, fault-tolerant manner. The Hadoop MapReduce framework 

consists of a single master JobTracker and one slave TaskTracker per cluster-node. The 

master is responsible for scheduling the jobs' component tasks on the slaves, monitoring 

them and re-executing the failed tasks. The slaves execute the tasks as directed by the 

master. Minimally, applications specify the input/output locations and supply map and 

reduce functions via implementations of appropriate interfaces and/or abstract-classes. 

These, and other job parameters, comprise the job configuration. The Hadoop job client 

then submits the job (jar/executable etc.) and configuration to the JobTracker which then 

assumes the responsibility of distributing the software/configuration to the slaves, 
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scheduling tasks and monitoring them, providing status and diagnostic information to the 

job-client. 

The pseudo code shown in Figure 17 shows the BO algorithm to implement the 

Map/Reduce application. In the algorithm, we assume that the main procedure is running 

on a master machine running the SVM module and the Map/Reduce functions will be 

running on slave machines that run the MVMs and WVMs. The application starts by 

having a list of documents and distributing those documents among an available list of 

worker virtual machines running on two physical machines. Then the Map function is 

invoked remotely to get the frequencies of distinct words in the documents (steps 1 to 6). 

While the machines are busy with processing the documents with the Map function (steps 

16 to 20), the main procedure turn into a listener to receive the frequency of distinct 

words in the documents (step 7). Once all the documents are processed, the main 

procedure invokes remotely the Reduce functions (steps 8 to 12). Each Reduce function 

will be associated with a single word from the received word list, and will be passed the 

word and its frequency list (step 10). Each Reduce function will compute the final 

frequency of the assigned word from all the intermediate results (steps 22 to 26). While 

the Reduce functions are doing the computation, the main procedure switch into a listener 

to receive the final results (step 13) that the Reduce function will send back using the 

emitFinalResultPerWord function (step 27). 
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Figure 17. Map and Reduce Algorithms 
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Figure 18.Map and Reduce sequence diagram 

 

Figure 18 shows the interactions between the master (SVM) and two slaves machines 

(WVMs) using the Map/Reduce algorithm.  

4.2.3.2. Acceptance  Test Techniques  

In order to apply an acceptable test such as a voting mechanism, a successful 

comparison mechanism is required. Possible approaches include comparing multiple 

files based on their contents such as comparing their bit-by-bit values, their sizes, 

their hash functions, etc.. In our research, we apply hash function on the output files 

and then use a weighted voting algorithm to select the error free output that will be 

passed to the next phase of computations.  .  
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 We have chosen SHA256 cryptographic hashing function in order to map 

the output data of the workers to a fixed size of digital data to be used for 

comparison. The reasons why we have chosen SHA256 are as follows:  

 SHA-2 set (including SHA256) has been designed by NSA (USA National 

Security Agency) to achieve a Secure Hash Algorithm (SHA).  

 SHA-2 series is commonly used in security applications and protocols, 

including TLS and SSL, PGP, SSH, S/MIME, and IPsec. 

 SHA256 series is especially used with Linux standard packages in order to 

fulfill the authentications. 

 The implementation of hash coding is easily available for programming 

languages (e.g. Digest::SHA256 package for Perl) [91]. 

 There are currently no known methods that can exploit SHA-2 series 

hashing algorithms [92].  

4.2.3.3. Weighted Voting Mechanism  

The voting mechanism is used to detect possible compromised VMs that might 

produce erroneous results. In our resilience cloud services methodology, after the 

computations of a worker task is completed, the master VMs collect the results from 

the worker VMs and apply a weighted voting algorithm by comparing the results 

produced by each worker VMs with those produced by the worker VMs running on  

the same physical machine. If the results by the worker VMs are the same, then the 

voting mechanism will indicate 100 percent matching results and any one of the 

produced results will be used in the second phase. However, if the results from the 

worker VM are different then we will compare the difference in results with a given 
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threshold €. If the difference is less than the threshold €.  then it will be accepted, and 

any one of the results can be passed to the next phase.  If the difference is greater than 

the threshold €.  then weighted voting is applied. We do that by calculating the weight 

of each output value, and sum the weighted values as shown below: 
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After that the weighted voting algorithm is applied as shown below: 
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CHAPTER 5: DEVELOPMENT OF RESILIENT APPLICATIONS 

In this chapter, we show how to use the ARCM architecture and BO algorithms to 

develop resilient applications such as MapReduce and Request/Track applications.  

5.1. Resilient MapReduce Applications 

MapReduce [93] is widely used as a parallel data processing model to solve a wide 

range of large-scale computing problems. With the MapReduce programming model, 

programmers need to specify two functions: Map and Reduce using key-value pairs. 

The Map function of the MapReduce model receives a key/value pair as input and 

generates intermediate key/value pairs to be further processed. The Reduce function 

merges all the intermediate key/value pairs associated with the same (intermediate) key 

and then generates the final output. There are three main roles: the master, mappers, and 

reducers. The single master acts as the coordinator responsible for task scheduling, job 

management, etc.  

MapReduce is built upon a distributed file system (DFS) to provide distributed 

storage. The input data is split into a set of map (M) blocks, which will be read by M 

mappers through the DFS I/O and will apply the Map function that stores the results in 

the local directory. The intermediate results from the Map nodes will be sorted by the 

keys so that all pairs with the same key will be grouped together. The locations of the 

intermediate results will be sent to the master who notifies the Reducers to prepare to 

receive the intermediate results as their input. Next, the Reducers use Remote Procedure 

Call (RPC) to read data from the mappers. The user defined Reduce function is then 
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applied to the sorted data such that the key pairs with the same key will be reduced by 

applying the user defined reduce function. Finally the output will be written to the DFS.  

Therefore, it is possible to describe the MapReduce function using the following 

equations:  

                (       ) 

                              

The MapReduce framework manages the operations automatically and handles the 

partitioning and applies scheduling across multiple machines to use large amount of 

resources of a large distributed system by itself without detailed user interaction so that 

MapReduce can run on large scale systems and MapReduce programs can be 

implemented easily by users. 

One of the sailent features of the MapReduce framework is that it keeps track of the 

map and reduce tasks and the state of the worker machine (idle or not) by defining the 

task states to be as idle or non-idle, in progress or completed. The master pings every 

workers and checks if there is no response from the worker for a certain period of time. If 

the worker does not provide any response, the master considers that specific worker as a 

failed node and another worker is used to run the tasks assigned to the failed node [93]. 

In Figure 19, two possible cases are shown for task dependencies. The figure on the 

left (Figure 19.a) shows the case where the Map function takes one single input and the 

Map operations are independent from each other, i.e. they are running in parallel during 

the execution. In this scenario, the Reduce operation depends completely on the Map 
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outputs and, therefore, the Reduce function cannot run until all the Map operations are 

done.  On the other hand, Figure 19.b shows another scenario where the Map and Reduce 

functions are distributed and MapReduce operates in a distributed iterative fashion [94]. 

 

Figure 19. (Left) Task dependencies of MapReduce operation in a MapReduce program. 

(Right) Task dependencies of MapReduce operations in an iterative MapReduce program [94]. 

 

Since MapReduce is a framework proposed by Google, multiple implementations are 

available for different operations such as Hadoop (as the most commonly used 

implementation developed by Apache) [90], Mrs-MapReduce (another commonly used 

implementation for computation purposes) [94], Disco (developed by Nokia) [95], 

MapReduce-MPI (the project combining both MPI and MapReduce) [96], Phoenix 

(MapReduce at the thread level developed by Stanford) [97]. We mainly target two 

commonly used MapReduce implementations as Mrs-MapReduce and Hadoop in our 

experiments. 
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5.1.1. Hadoop 

Hadoop is a popular open source implementation for MapReduce framework, 

developed by Apache [98], hence it has been deployed by many high tech companies 

such as Yahoo, Google, NASA, Twitter, eBay, Samsung, and Rackspace [99]. The main 

features of the Hadoop project is that it provides scalability to thousands of machines, 

ease-of-use, and failover properties.  Hadoop is written in Java to provide a platform that 

is easy to develop and learn; yet it is not limited by Java since it allows using other 

programming languages to be integrated such as C/C++, Python, etc.   

Hadoop’s MapReduce framework targets using the input o as a set of (key, value) 

[100] by using (distributed) master-slave architecture as shown in Figure 20. In Hadoop 

architecture, the master is responsible for scheduling the computational tasks to the 

slaves, keeping track of the role of each node and where the data is located, and also 

managing the Hadoop Distributed File System (HDFS).  HDFS is a distributed file 

storage system that supports scalability, availability, and fault tolerance by replicating the 

files over the designated storage nodes.   
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Figure 20. Hadoop Architecture [100]. 

 

As an example, when a job is submitted by the client to the master, the job will be 

defined as Map and Reduce functions. The MapReduce will deal with the job as Map and 

Reduce tasks and schedule the tasks to the slaves. After the Map task is finished, it will 

be in the output file as key/ pairs. Then the Reduce task will combine all the Map results 

to produce the final output result.  

5.1.2. Mrs-MapReduce 

Mrs-MapReduce is an open-source implementation for MapReduce written in Python 

to provide the features of being lightweight, fast, and easy to use. Mrs-MapReduce runs 

as a standard library and works with any job scheduler and file system. The main 

motivation of using this implementation is due to being simple for the programmer and 

users as it does not require a lot of configuration [94].   
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Usually MapReduce frameworks require scheduler to schedule the work among the 

masters and slaves. Using a redundant scheduler will lead into unnecessary complexity to 

the system such as configuration, maintenance or running the task. Similarly for the 

Distributed file system, when there is a redundant file in the system that will lead to the 

complexity in maintenance and make it vulnerable in context compared to the existing 

storage system. Also, The distributed file system requires the nodes to be up, although the 

scheduler kills the process once the job is completed and that will make the file system 

lose all the data. Therefore, using an additional or a specialized distributed file system or 

scheduler is not preferable for Map Reduce system on a high performance distributed 

system. 

When the user submits the job, one copy of the submitted job will be needed only to 

run in the master and the other copy will be running in the slave. Once the master starts 

the job, the port number will be written in the file and the master will provide the slave 

with its address.  In order for the slave to be connected, it needs the port number and the 

master address. The startup jobs and the connection all that will be done through a script 

that will be adapted for any scheduler. The script starts the master and the slave using a 

parallel SSH with a given list of hosts.  

Mrs-MapReduce also supports master and slave workers that communicate with each 

other through HTTP protocol while the slave nodes communicate with each other through 

direct communication methods such as using internal switch or storage. In addition, Mrs-

MapReduce allows  using any file system supported by the kernel such as NFS, Lustre, 

and HDFS instead of a one type of file system in order to provide flexibility and usability 

to the users. 
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5.1.3. Resilient MapReduce Application 

In early version of our work, we have used Hadoop environment to evaluate the 

performance and overhead of our approach for the MapReduce application. Oracle 

Virtualbox [101] has been used as the virtualization software. To maintain consistency 

with the MapReduce application we defined each physical host machine as a Master and 

each guest machine as a Slave. To prevent any single point of failure, each guest machine 

is configured to run in a single node cluster [90]. The MapReduce Wordcount program 

[93] is available on each slave in two variants: one version is implemented in C++ and 

the second version is implemented in Java. Thus, the combination of <physical machine, 

operating system and programming language> represents a single version. Table 1 shows 

how 12 different versions of the application were created.  

 

Table 1. The 12 versions  used in the MapReduce Application 

 

 

The Map/Reduce application in our experiment is divided into three phases as 

follows. Phase 1: First Map function; Phase 2: Second Map function; and Phase 3: Final 

Map/Reduce function. 
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The outputs of Phase 1 and 2 are used as inputs to Phase 3. During runtime, the 

application execution is performed in parallel on each of the three machines. Also, at the 

beginning of each phase, each master runs a local shuffler program to determine the 

version to run at the current phase. For this experiment, we have used a random number 

generator to determine the version that will run on each machine. At the end of each 

phase, the three masters run local acceptance tests. If the acceptance test fails, the output 

is taken from one of the other masters. 

Figure 21 shows an example of the Behavior Obfuscation algorithm used in our 

experiments. At the beginning of Phase 1, Masters 1, 2 and 3 run a random number 

generator and select versions V1, V8 and V10, respectively. After completion of the first 

Map on each physical machine, the output is checked for correctness by the acceptance 

test criteria. If this test fails, the Master selects the output of phase 1 from other Masters 

and the first result that passes the acceptance test will be selected for the next phase of the 

application execution. Similar actions are performed by each Master in phases 2 and 3. 

We have evaluated our approach for two attack scenarios: Denial of Service Attack 

and Insider Attack. 
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Figure 21. Example of SBO used in the MapReduce experiment 

  

Case 1: Resiliency against Denial of Service (DoS) Attacks  

In this scenario, we launched a DoS attack on one of the machines used to run the 

Map/Reduce application. The BO algorithm was successfully able to detect and tolerate 

the DOS attack. Although the DoS attack affected the attacked physical machine and 

increased its response time by 23%, since we took the output from the other physical 

machine the response time of the application with and without attack remained the same. 

An overhead time of 14% of response time was added by our approach. 

Case 2: Resiliency against Insider Attacks  
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In this scenario, one of the machines (the fastest physical machine) is compromised 

by an insider attack and the computations running on that machine were changed by a 

malicious insider. Similarly to the previous case, the application continued to operate 

normally in spite of the insider attack because the results from the compromised machine 

were ignored and the results from other versions (versions 4 and 12) were used instead. 

The performance impacts and overhead on the application performance are shown in 

Table 2. 

Table 2. Resiliency against insider attack scenario 

 

Response 

Time 

CPU Utilization 

per Physical 

Machine 

Memory 

Utilization per 

Physical Machine 

Network 

utilization 

Application 

without BO 

algorithm 

A B C 0% 

With BO 

algorithm, no 

attack 

1.14 * A 1.08 * B 1.02* C 1% 

With BO & Attack 1.24 * A 1.12 * B 1.04 * C 2% 
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 As shown in Table 2, the average response time using our resilient approach 

increases by 14% (without attack) and 24% (with attack). 

5.2. Application 2: Resilient Request/Response Messaging Application 

In this application, we demonstrate the generality of our approach and apply it to 

develop resilient request and response (rReq/rRsp) messages. 

To demonstrate the rReq/rRsp framework case, we include Storm, Zookeeper, 

Accumulo. Storm is realtime distributed computation system similar to Hadoop, for 

streaming data [102]. Zookeeper is the distributed configuration service, synchronization 

service, and naming registry for large distributed systems as a Apache project [103]. 

Accumulo is a sorted and distributed key/value database based on the BigTable 

technology proposed by Google and works on Apache Hadoop [104].  

In this framework, each rReq or rRsp and its associated components will be 

implemented in Storm as a unique transaction. Although Storm is designed for a 

streaming data environment, it can be used to handle request/response messages. The 

overall execution and configuration state is managed by the Zookeeper component of the 

Storm environment. The database state coherency is managed by the Accumulo 

component. Each DCRA instance may have multiple supervisors (Spout), Bolt, and 

database nodes.  

To implement resilient rReq/rRsp messages, we will use one supervisor VM, two bolt 

VMs, and two database VMs as shown in Figure 22. These VMs will be randomly 

selected and will run in different execution environments with respect to operating 

system and programming language. When a transaction is submitted, such as a request 
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for data as described in the scenario presented earlier, the Spout component in the 

supervisor VM will distribute the query to each Bolt component in accordance with the 

Storm topology defined for implementing the appropriate resilient SBO algorithm for that 

transaction. This constitutes the start of a transaction.  

The data flow is shown in Figure 22. Once the requested data has been retrieved and 

processed as defined in the rReq, it is returned to an instance of Bolt running in the 

supervisor VM. The component evaluates the responses using a voting scheme, thus 

rejecting any response that is not in agreement with the rest of the response data set. 

 

Figure 22. Resilient rReq/rRsp message architecture 
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At the conclusion of a transaction the VMs are shuffled using the same mechanism 

shown for the Hadoop example (Case 1).  
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CHAPTER 6: EXPERIMENTAL STUDY 

In this Chapter we describe our testbed environments, and experimental results. After 

introducing the testbeds, we describe the applications used to evaluate the performance 

and effectiveness of our approach to deliver resilient cloud applications. 

6.1. Experimental Cloud Testbeds 

We have developed two cloud testbeds: one based on OpenStack and second one is 

based on VMware.  

The OpenStack testbed is a cloud environment to build public/private clouds using 

multiple homogenous and heterogeneous systems. OpenStack is a free and open-source 

cloud management software used "to produce the ubiquitous Open Source Cloud 

Computing platform that will meet the needs of public and private clouds regardless of 

size, by being simple to implement and massively scalable." [64]. For a cloud 

environment, OpenStack mainly consists of a controller node, one or multiple compute 

nodes, a possible separate or integrated network node, identity manager, and image 

service. The operations of each node is explained below:  

 Controller Node: The node which has the full control and management 

over the cloud environment. It supports the main part of IaaS, designed to manage 

and automate the process of other services and physical systems in the cloud. It 

mainly includes the API services that are needed to provide the cloud 

infrastructure such as scheduler (nova-scheduler which decides on how to 
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dispatch the requests to the physical machines, i.e. where each VM needs to be 

instantiated), etc.    

 Compute node: It enables the VMs running on a physical machine using 

a hypervisor such as Xen, KVM, VMware vSphere, etc. to support high 

availability, fault tolerance, horizontal and vertical scalability, high performance 

computing, etc. [106]. In our implementation, we have chosen KVM among 

possible hypervisors since it is one of the native hypervisors that is supported by 

OpenStack and also by Linux.    

 Network node: Network node manages the network for the VMs running 

on multiple physical machines, assigns internal dynamic IPs, creates the switches, 

etc.    

 Keystone (identity manager): Keystone is an OpenStack project 

providing features such as identity management, token services, etc. These 

features are used for authentication and authorization [107]. Different types of 

authentication and authorization can be achieved using Keystone service such as 

role based access controls, group permissions, multi-factor authentication, etc.  

 Glance (image service): Glance image services manage the images 

registered in the OpenStack environment and allow them to be instantiated on the 

compute nodes.  

The OpenStack services can run individually in a distributed fashion where all the 

services are deployed on separate machines or they can be deployed on the same 

machine. We deployed OpenStack Havana in order to create a private cloud computing 

environment.  In our implementation, we have used one physical machine (PM) as a 
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controller with the compute capabilities (i.e. it can control all the VMs in the cloud 

environment and can also spawn VMs) as well as with nova-network (to manage the 

networking), Glance, and Keystone services deployed on it. And, the remaining physical 

machines are allocated as the compute nodes as shown in Figure 23. Our experimental 

results were generated using three Dell XPS 8700 towers with i7 4770 processors and 

12GB memory, with Ubuntu 12.04 Server as a host operating system.  

6.2. Experimental Results and Evaluation 

Figure 23 shows the topology of the testbed to experiment with and evaluate the 

ARCM architecture. An internal network switch is used to enable the service operations 

to communicate with each other and an external router has been used with special Access 

Control List (ACL). The ACL has been updated in a way that no access from outside to 

the system or no access from the VMs to the outside is possible; but only to the Web 

Interface is allowed. This step has been implemented to introduce additional security by 

blocking the intrusions and by preventing the data leakage to the outside world. On the 

controller node we allocate a Web interface VM (Web interface) that can be used only to 

submit jobs and/or to use application resilient editor as explained. In addition, various 

types of VM images (with the required programs installed on them) are stored in Glance 

service so they can be spawned as required by the configuration engine. 
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Figure 23. OpenStack testbed topology. 

 

In order to experiment and evaluate the ARCM services and their effectiveness to 

tolerate any type of malicious attacks against MapReduce applications, we used 

WordCount which is a typical MapReduce application that counts the occurrences of 

each word in large input text data. We have created two versions of this application by 

using two different MapReduce platforms such as Hadoop and MapReduce. We have 

also used different programming languages (Java and Python) for Hadoop environment in 

order to generate different versions (diversified execution environments) of this 

application as shown in Figure 23.  

Table 3 shows the execution time of all the environments for a single file (with 

different sizes) along with the overhead of the ARCM approach. During the experiments, 

the files with the specified sizes are created by merging the largest novels in English 
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literature (such as Romeo and Juliet from William Shakespeare). In our experiments, the 

MapReduce implementations first apply Map and then apply Map and Reduce for all the 

Map outputs. The reason behind this technique is that when multiple files are used for 

MapReduce, there is a need to a Map operation for the combined Map outputs since the 

Reduce function requires inputs to be sorted.  

Table 3. Execution time overhead of ARCM compared to other environments 

 

Execution Time (sec) 

File Size (MB) Without  ARCM With ARCM Overhead 

5 19 27 44% 

10 23 36 58% 

15 28 43 54% 

20 32 49 53% 

25 36 54 51% 

30 43 60 39% 
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During the experiments, we compared the execution time overhad of the ARCM 

approach with other MapReduce implementations without resiliency (i.e. when ARCM is 

not applied). We have used WordCount in Hadoop with Java and with Python as well as 

MRS-MapReduce implementation. When the input test file size is small (5MB), we have 

observed that MRS-MapReduce outperform all other implementations. When compared 

ARCM starts with a high overhead with respect to MRS-MapReduce, however this 

overhead reduces when the file size increases and finally the execution time of the 

ARCM gets close to other implementations. It should be noted that ARCM uses the 

outputs of the other environments and apply the voting algorithm as described in Figure 

5.  

In addition to a single file, we have experimented with multiple files that were run for 

multiple phases (each file is applied a map phase and then all the map outputs are 

concatenated for a final MapReduce operation). Table 2 shows the execution time and 

overhead for three cases. In this experiment, we have chosen 30MB file and we have 

applied 1, 2, 3, and 6 phases.  
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Table 4. The execution time comparison when multi-phase is applied 

 

Execution Time (sec) 

Files Without ARCM With ARCM Overhead  

2x15MB 50 70 39% 

3x10MB 52 74 42% 

6x5MB 70 122 75% 

 

The execution time shows an increase in overhead when the number of phases 

increases. This is due to the additional operations occurring according to the Behavior 

Obfuscation algorithm shown in Figure 21 . When the number of phases is increased, the 

system will be less vulnerable to the attacks since the system behavior will change more 

frequently.  

In what follows, we improve the performance of our approach, especially BO 

algorithm by removing one layer – instead of having worker, master, and supervisor, we 

merge the master functions with the supervisor functions in order to eliminate one layer 

in the hierarchy as shown in Figure 24. Table 4 shows a significant reduction in the 

overhead of the BO algorithm when it is implemented into two layer hierarchy as shown 

in Figure 24. 
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Figure 24. Improved implementation of the BO algorithm. 

 

In this improved version our architecture, The SVM collects outputs data from the 

VM workers once their jobs are done and apply the voting algorithm to compare their 

results.. Our experiment result shows that we were able to reduce the time overhead 

significantly to be close to 16%. 

 

 

 

 

 



81 
 

Table 4. Time overhead for 2 Layers architecture 

 

Execution Time (sec) 

File Size (MB) NO_BO With BO Overhead (%) 

5 108 100 7 

10 118 107 10 

15 130 114 13 

20 135 122 9 

25 152 130 14 

30 164 138 16 

    60 235 182 23 

138 314 247 21 

     

In addition to evaluate the overhead of our resilient approach, we also evaluated the 

the effectiveness of the ARCM approach against attacks and its ability to continue to 
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operate normally in spite of these attacks. We apply Hdra and HPing3 in order to attack 

the systems while they are operating. We have applied the attacks when the systems start 

operating and evaluated their operations under attacks.  

Hydra: Hydra is a brute force password cracking software used to guess the 

password by using a database or by trying all the combinations. An example of an attack 

using Hydra would be as follows:  

hydra 192.168.1.22 ssh2 -s 22 -P pass.txt -L users.txt -e ns -t 10 

In this example, hdyra is used to apply the attack on the 192.168.1.26 remote 

computer over the SSH2 on port 22 using the pass.txt password database file and users.txt 

users file. It creates 10 threads to check all the possibilities to have a faster result since it 

takes a while to check all the usernames and passwords combinations. In our 

experiments, we use hydra to try to find the password of the victim VM. Since it checks 

all the combinations using SSH protocol, the victim VM needs to reply and hence, a high 

amount of resource utilization is observed. Therefore, hydra also create a DoS attack 

behavior.  

Hping3: Hping3 is a networking tool used to create and send custom TCP/IP packets 

used for security auditing and network/firewall testing purposes. By sending large 

amount of synchronization packets with large sizes to a specific port, it is possible to 

apply DoS/DDoS attacks. It also allows using random IP source by spoofing IP addresses 

which helps the attacker to hide his IP address. Using this approach, we have executed a 

DoS attack from an attacker VM to the target VM and made it unable to respond to any 

SSH connections. Since it also creates high resource utilization on the victim VM, the 
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operations required to run MapReduce either took longer time or could not complete the 

execution.  

In Figure 25 we show how much the execution time would change when there is an 

attack for both systems and in Figure 26 we show how much additional overhead is 

observed during the attacks. In these experiments, we applied Hydra and HPing3 to the 

execution environment as DDoS attack by deploying the tools on multiple attack VMs. 

The results demonstrate that only a small increase in the overhead is seen for the resilient 

architecture (ARCM) and for the non resilient case (NO ARCM), the executions have 

crashed due to DDoS. In these exerpiments, we have used a large file of which size is 

138MB which was created by merging the largest novels multiple sizes. 

 

Figure 25. Execution time of the resilient and no resilient architectures with Hydra and 

Hping3 
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Figure 26. Hping3 with compared to the no attack scenarios 

 

In what follows, we describe how the BO algorithm and how it can tolerate a wide 

range of cyberattacks that were launched against the MapReduce application. 

6.3. Attack Analysis and Evaluation  

In our evaluation, we considered two types of malicious attacks against the 

MapReduce application: Denial of Service (DOS) and insider attacks. Below is the list of 

the attacks used in our evaluation. 

Denial of Service (DoS) Attack: Both CPU and memory of the infected system are 

consumed by the DoS attack. The MapReduce implementations cannot operate under 

such condition due to the lack of available resources. The ARCM method uses the 

redundant worker virtual machines (three WVMs on each physical machine) and because 
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of that the results will be obtained from the other WVMs that have not been hit by this 

attack.   It is also important to note that these WVMs and MVMs are randomly selected 

during each phase of the computations, so it will be extremely difficult for the DoS attack 

to even attack the active MVMs and WVMS during a given phase. But, as discussed 

before, if the DoS succeeds, the redundant WVMs on other physical machines will be 

able to provide the correct results to the next phase according to the BO algorithm. 

Fork Bombing Attack: In this scenario, the attacker applies techniques like fork 

bombing to stop the usability of the VMs. When a WVM is infected, the redundant 

WVMs will be able to provide the correct output. The infected WVM, on the other hand, 

will be restarted and a new SSH keypair set will be assigned and consequently, the 

attacker will lose its connection to the system.  

Change of Authorized Keys: In such a scenario, the attacker changes the authorized 

keys; however, this will be overcome by injecting new keys at every phase. So the 

infected VM is only inaccessible by the users for one phase. Also, the other redundant 

WVMs that are not affected by this compromise will be able to deliver the error free 

output the MVM and later to the SVM. 

Insider Threat Attack: The insider attacker in this case can force the system to 

change the output results so the user ends up receiving incorrect results. However using 

the voting algorithm on multiple WVMs on each physical machine will allow us to detect 

and mask the injected error. Furthermore, the infected WVM will be rebooted and the 

key-pairs will be changed to make the attacker lose the connection.  
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Insider Attack that Arbitrary Shut-Down Services: The MapReduce services are 

initialized in the beginning of the system and an attacker can try to cause a physical 

machine not to operate by shutting down the services. In such a case, the infected 

machine will have a new keypair set and will be re-initialized in the beginning of the next 

phase. However, the other redundant physical machines will be able to tolerate such an 

attack. Furthermore, the compromised physical machine will be cleared so it can continue 

its normal operation in the second phase.  

User to Root (U2R): This type of attacks uses login access mechanisms to bypass 

normal authentication and thus gain the privileges of another user (e.g., root privileges). 

Since the execution of the VMs are limited and also voting mechanism is used to detect 

abnormal behavior in the workers, such an attack will not be affecting the final output of 

the system.  

Remote to Local (R2L):  An unauthorized remote user tries to bypass normal 

authentication and execute commands and programs on the target machine as any 

authorized local user. Similar to the U2R attacks, this attacks will not be affecting the 

system behavior and final result.  

Probe: Potential target resources are tested to gather information. These are usually 

harmless (and common) unless vulnerability is discovered and later exploited. With the 

dynamic behavior of the systems using diversity and MTD, the potential vulnerabilities 

will not be probed and exploited successfully. 

Worm/virus: Malicious program/code that can propagate either by itself or by user 

activities and result in widespread impact on large network (e.g., Internet). By having 
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diversity in the platforms, the successful worms/viruses will not be able to affect the 

whole execution environment.  

It is also important to note that the experiment is carried out on a smaller testbed, but 

the same BO algorithm can be applied to a larger testbed with hundreds or thousands of 

physical machines.  

6.4. Multitier Resiliency using Request Tracker  

In the previous section, we have described how we implemented one case of resilient 

cloud architecture, MapReduce, using OpenStack cloud platform. In addition to the 

MapReduce architecture, in this section we demonstrate how a multi-tier architecture can 

be deployed using the ARCM approach. As a case study, we use Request Tracker (RT) 

[56] which runs on both webserver and database server using VMware vSphere 5.5 

virtualization [69].  

In this implementation, we have chosen VMware Vsphere 5.5 for its following 

features: VMware vSphere 5.5 comes with VMware ESXI hypervisor which is type-1 

hypervisor that supports various hardware without any operating system dependency. 

vSphere 5.5 also supports snapshotting, cloning, controlling other VMs, etc. For our 

testbed we have used 2 Dell XPS 8700 towers with quad-core i7-4770 (3.4GHz processor 

speed) processor, 12GB memory, and 1TB hard-drive. Even though 2 physical machines 

are used in the current testbed, it can be scaled to any number of physical machines.  

RT is a web application tracking system which works with any modern browser, 

including many popular mobile devices, and the email interface works with any mail 

client [56]. It is used for many services such as help desk ticketing, customer service, 
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workflow process, change management, and network operations. RT can run on many 

Unix-like operating systems such as Linux, Solaris, FreeBSD, etc. RT can operate on a 

web server such as Apache or Lighttpd as a front-end and a database server such as 

MySQL, Postgres, Oracle, etc. as a back-end. Figure 27 shows the multi-tier RT 

architecture where the clients connect to RT running on Apache webserver which 

connects to MySQL server.  

 

 

Figure 27. RT Architecture 

 

Figure 28 shows a screenshot of the RT that highlights the possible operations such as 

creating a ticket, checking them, etc.: 



89 
 

 

Figure 28. Screenshots of RT application. 

 

In our framework, shown in Figure 29, we have separated the front-end and the back-

end to different VMs as a database pool (each VM has a MySQL database installed on). 

To be able to select among different backend servers, we have used MySQL-Proxy. The 

MySQL Proxy is an application using MySQL protocol to provide communication 

between MySQL clients servers [80].  
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Our MTD approach focuses on changing the database servers at runtime while 

keeping the consistency between them. Initially we select one of the DBs as a master DB 

and the remaining DBs as slaves where load balancing is applied using MySQL-Proxy 

where the writings, updates, and deletes  are forwarded to the master DB VM and 

readings are forwarded to the slave DB VMs.  

At each phase, we create a new VM from the template VMs (with an empty MySQL 

DB) and add it to the DB pool as a slave to be synchronized with the current master VM. 

Next, a random DB VM in the system is selected as the new master and the master DB of 

the previous phase is removed from the DB VM pool. By introducing dynamic behavior 

to the DB VM pool, we created the required DB Behavior Obfuscation algorithm.  
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Figure 29. RT Testbed Architecture 

 

Any intrusion affecting one of the systems in the pool can be voided since there are 

multiple copies of the same system and multiple outputs can be received from all the 

databases from the pool and compared. Therefore, if there is an intrusion affected one of 

the databases, it can be detected and that DB can be removed from the pool/system. In 

addition, while the system behavior for the DB is changing on runtime, it will be harder 

to detect the DBs operating by the attackers. 
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Figure 30 shows the testbed of the system used in this architecture. On one of the 

physical machines, we have created one VM for the resilient control management 

framework. In the framework controller, the VMware VIX API [81] is installed which 

provides the access and management of all the VMs in the testbed. The main features of 

the controller VM is creating, deleting, modifying the VMs, assigning them IP addresses 

and getting their system information, etc. In the same physical machine, another VM is 

deployed for the RT web application using Apache web server and MySQL-Proxy 

installed on it to control multiple DBs deployed on other physical systems. On the other 

physical machine, we have deployed multiple VMs with MySQL databases as a DB pool 

and create the dynamic behavior as explained.  

 

Figure 30. Experimental Architecture 
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6.5. Resiliency Modeling and Analysis  

The process of quantifying the resilience that can be achieved by any BO algorithm is 

a difficult process due to the heterogeneity of the environment, so a general and 

quantitative set of metrics for the resilience of cyber systems is impractical. In this 

section, we described an analytical approach to quantify the resilience that can be 

achieved using one configuration of the BO algorithm.  The method to quantify the 

resilience of a cloud application uses four important metrics:  confidentiality, integrity, 

availability, and exposure.  

The attack surface of a software system is an indicator of the system’s vulnerability. 

So the higher the attack surface for a system, the lower the security is for that system 

[109]. The attack surface represents the area in which adversaries can exploit or attack 

the system through attack vectors. In our BO-based resilient environment, the attack 

surface measurement can be used to quantify the resilience of the BO algorithm with a 

given redundancy and redundancy level and number of phases. The goal of our analytical 

quantification approach is to show how the BO algorithm can decrease the attack surface, 

and therefore, increase the resilience compared to a static execution environment. The 

first step in quantifying the attack surface is identifying the software modules and 

libraries that can be exploited by attacks; this includes the operating systems, 

programming languages, and the network. There are many tools that can be used to 

identify attack vectors that exploit vulnerabilities in these software modules, such as 

Microsoft Attack Surface Analyzer [110], Flawfinder [111], Nessus [112], Retina [113], 

and CVEChecker [114]. In addition to these software systems and modules, the cloud 

application will also have an attack surface less than or equal to the system attack surface 
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because the application while it is running will utilize a subset of the system attack 

surface; not all of the system attack vectors will be utilized by the application execution 

environment.  

 CVE (Common Vulnerabilities and Exposures) [115], which is a public reference for 

information security, vulnerability and exposures, is used to determine the 

confidentiality, integrity, and availability of the software system. CVSS (Common 

Vulnerability Scoring System) [116] is used as a standard measurement system for 

industries, organizations, and governments that need accurate and consistent vulnerability 

impact scores. Cyber resilience depends on maintainability, dependability, safety, 

reliability, performability, and survivability which are all functions of Confidentiality, 

Integrity, and Availability [108].  

In our approach to determine the attack surface, the following steps are used: 

1. Scanning the cloud system using multiple attack vectors which are built based on 

known attack scenarios.  

2. The Common Vulnerability Scoring System (CVSS) is used for identifying the 

characteristics and impacts of the system vulnerabilities using 3 groups: Base, Temporal, 

and Environmental scores. The Base group represents the intrinsic qualities of 

vulnerability. The Temporal group reflects the characteristics of a vulnerability that 

changes over time. The Environmental group represents the characteristics of a 

vulnerability that are unique to any user's environment [116]. Each group produces a 

numeric score (showing a range between 0 to 10) and a vector (compressed 
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representation of the attack values used to derive the score). Using the CVSS database, it 

is possible to obtain the corresponding score by comparing the attack vectors.  

3. Determine the attack vector impact and its probability.  

4. Finally, determine the probability of an attacker to successfully exploit the 

identified vulnerabilities in the cloud system as well as in the cloud application. 

In what follow, we describe in further detail our approach to evaluate analytically the 

probability of successful attacks against existing vulnerabilities when the ARCM 

methodology is used. 

In this thesis, we define the resilience as follows: 

Definition: The system resilience   is defined as the ability of the system to continue 

providing its Quality of Service (QoS) as long as the impact of the attacks is below a 

minimum threshold  . 

The impact       of a vulnerability   at an instant t is: 

      {
      
       

 

Where    is the time required for discovering the vulnerability and exploiting it, and 

   is the impact of exploiting the vulnerability.  

The expected value of the impact of a vulnerability   is given by: 

 [  ]             
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Where    is the random variable that represents the occurrence of an attack 

exploiting vulnerability  . We can evaluate the probability of     as: 

                    

  denotes the existence of an attacker who is trying to exploit the system, and    

denotes the time needed to successfully exploit the vulnerability  . To simplify the 

problem, we will assume that any attacker that spends more than    time in exploiting 

vulnerability   is successful, i.e., assume that all attackers are expert attackers and can 

successfully launch the attack in a minimum time   . By using the application life cycle 

time    and assuming that    is a uniform random variable, the pdf (probability density 

function) for    is given by: 

       {

                  or     
 

     
                         

 

We define the impact of a system with N vulnerabilities to be: 

         [   
    

      
] 

Using the linearity property of the expected value, the previous equation can be re-

written as: 

         [   ]   [   ]     [   ] 

                   
         (   

)     
         (   

)       
         (   

) 
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Since, we don’t have a direct control over the       or the impact value     of the  -

th vulnerability   , in our BO technique, we continuously shuffling the application 

execution into multiple phases, we are basically reducing the execution time for each 

phase to be less than    for all or most vulnerabilities, which in turn forces         for 

those vulnerabilities to be zero. We are currently using the CVEChecker tool to get the 

impact score    
.  

Using the multiple functionally equivalent variants to run a cloud application will 

significantly improve its resiliency to attacks because that will reduce the probability of a 

successful attack on the application execution environment. For example, by using   

functionally equivalent versions of the application, the probability of successfully 

exploiting an existing vulnerability    is given by: 

  (   
)                           

Since these versions are independent from one another: 

  (   
)    (     )    (     )      (     ) 

Assuming that all versions are equally likely to be attacked: 

  (   
)  

 

 
  (   

)  
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Figure 31 shows the decrease in the probability of a successful attack as a function of 

the number of versions to be used in the BO algorithm. For example, if we assume that 

the probability of an attacker to exploit a vulnerability equal to 0.5, by using two 

versions, this probability is reduced to 0.05 and by using three versions, this probability is 

reduced to almost zero. Please note that the assumption if an attacker can exceed in 

exploiting existing vulnerability is very low using our BO resilience approach, and 

consequently, a more a reasonable assumption is 0.1, and with that, we can see the 

probability of a successful attack against our approach drops to zero when we use only 

two versions. 

 

Figure 31. Probability of Successful Attack with respect to the number of versions 

 

   𝑈𝑣𝑘  
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From the previous discussion, it is clear that our BO technique will significantly 

reduce the ability of attackers to exploit existing vulnerabilities in cloud applications. 
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CHAPTER 7: CONCLUSIONS AND FUTURE RESEARCH DIRECTION 

Security is the main concern that must be overcome before the cloud computing 

paradigm can be widely accepted and deployed. One promising approach is to make 

cloud systems and services resilient to any type of attacks by exploiting virtualization 

technology, software behavior obfuscation and autonomic computing.  

In this dissertation, we presented a novel approach to develop resilient applications. 

We have developed a resilient environment, Autonomic Resilient Cloud Management 

(ARCM), that is based on Moving Target Defense (MTD), Cloud Service Behavior 

Obfuscation (BO), and Autonomic Computing (AC). By continuously and randomly 

changing the cloud execution environments and the types of platforms used to run them, 

it is extremely difficult for attackers to figure out the current execution environment and 

their existing vulnerabilities, thus allowing the system to evade attacks.  

We showed how to apply the ARCM approach to two classes of applications, 

MapReduce and Request/Track, and evaluated its performance and overhead using a 

private cloud architecture built based on OpenStack and VMware. We have shown that 

by applying MTD and redundancy, it is possible to build system with higher security and 

resiliency with an acceptable execution overhead. Furthermore, we have developed an 

analytical approach to model and quantify resilience of the BO algorithm as a function of 

the number of versions used and the probability of a successful attack against the existing 

vulnerabilities in cloud system as well as in the application. 

7.1. Contribution of the Dissertation 

The main contributions of this thesis are as follows: 
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1) Developed resilient cloud environment based on moving target defense and 

software behavior obfuscation (that can be viewed as an encryption) which reduces the 

ability of successful attacks through software diversity, redundancy and autonomic 

computing. 

 2) Developed an autonomic management system to proactively and randomly change 

the execution environment of cloud applications to make it extremely difficult for the 

attackers to figure out the current execution environment and the existing vulnerabilities 

and thus evade attacks 

 3) Developed a theoretical framework to quantify vulnerabilities and resilience in 

order to allow the autonomic management system to choose the appropriate level of 

redundancy, diversity and rate of changes in the execution environment that will meet the 

resilient requirements of cloud applications. 

4) Developed two cloud experimental testbeds: one is based on OpenStack and 

another one is based on VMware to allow us to experiment with and evaluate different 

resilient algorithms and techniques. We have also, developed an attack library to launch a 

wide range of cloud attacks against the cloud system and the developed resilient 

applications. 

7.2. Future Research Activities 

Our future research activities include the followings: 

1) Quantifying resilience for all vulnerabilities: Identifying the security status 

of a system helps the system administrators proactively enhances the security of 
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the cloud systems. To quantify the attack surface, vulnerable points of the system 

should be identified by using attack vectors. Resiliency quantification 

methodology to better define the security needs the following steps: 

 Scanning the systems using multiple attack vectors which are built 

based on known attack scnerios. Many tools exist providing this information 

such as Microsoft Attack Surface Analyzer [110], Flawfinder [111], Nessus 

[112], Retina [113], and CVEChecker [114]. 

 The Common Vulnerability Scoring System (CVSS), which is an 

open framework for identifying system characteristics and vulnerabilities, can 

be used to evaluate the system security by producing a numeric score 

(showing a range between 0 to 10) and a vector (compressed representation of 

the attack values used to derive the score). Using the CVSS database, it is 

possible to obtain the corresponding score by comparing the attack vectors.  

 The probability and the system knowledge can be used to calculate 

the system resiliency index for vulnerability analysis. 

2)  Improve performance: We have improved the performance of the initially 

proposed BO architecture based on 3 layers by combining supervisor and master 

layers (SVM and MVM) as supervisor layer. This helps improving the 

performance by reducing the additional file transfers to the master layer and by 

reducing the waiting overhead. We additionally applied parallel transfer of the 

files to reduce the time it takes. Currently, we are checking possible solutions to 

further reduce the overhead of the BO algorithm to make it more suitable for more 

applications. We have mainly verified the effectiveness of our approach using 
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MapReduce environment and presented the effectiveness. We are currently 

considering to show its effectiveness using other applications that can contribute 

to scientific computations, data analytics, etc.  

3) Generate versions automatically by using automated tools: Creating 

software diversity in applications that are built using different programming 

languages, platforms, algorithms, etc. is not a trivial operation and initially costly. 

In addition, the time it requires to create multiple versions may be unacceptable 

for some cases. Therefore, to solve these issues, we plan to use the automation 

tools that convert the applications from one language to another, such as PerlCC 

[117]. These automated tools reduce the time it requires to create the diversity. 

However, their performance may need some additional attention. Hence, we are 

also planning to compare the possible automation translator tools and create the 

different versions of an application based on the requirements in terms of 

execution time overhead, memory requirements, etc.  

4) Use Big Data Tools and environments: With the large increase in the data 

size of today’s IT world, use of big data analytics is mandatory for companies that 

are using large scale computing systems. MapReduce implementations such as 

Hadoop are one of the most common applications. In addition to Hadoop, tools 

such as Hive, Accumulo, Pentaho, etc. have been commonly deployed and used 

for big data analytics. Therefore, as a future work, we are planning to integrate 

our approach with big data analytics tools and show its effectiveness in the 

development of resilient mission critical applications.  
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