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Abstract

This dissertation examines models, methods, and applications of electric field pulse propa-

gation in nonlinear optics. Standard nonlinear optical propagation models such as the NLS

equation are derived using a procedure invoking a slowly-varying wave approximation which

amounts to discarding second order derivatives in the propagation direction. This work fol-

lows a more intuitive procedure emphasizing unidirectionality, the core trait of laser light

propagation, by projecting a nonlinear wave system onto a unidirectional subspace. The

projection method is discussed as a general theory and then applied to a series of different

electric field configurations.

Two important full-field propagation models are examined. The unidirectional pulse

propagation equations (UPPEs) are generated from Maxwells equations with the sole ap-

proximation being that of unidirectionality. The second model studied is the MKP equation

which is a canonical full-field propagation equation particularly amenable to mathematical

analysis due to its status as a conserved system.

Applications unique to full-field propagation including electric field shock and harmonic

walk-off induced collapse arrest are studied through numerical simulations. An emphasis is

placed on the mid-infrared to long-infrared wavelength regime where significant differences

between envelope models and electric field models manifest as a result of extremely weak

dispersion.

Presented are the first embedded Runge-Kutta exponential time-differencing (RKETD)

methods of fourth order with third order embedding and fifth order with third order em-

bedding for non-Rosenbrock type nonlinear systems. A procedure for constructing RKETD

methods that accounts for both order conditions and stability is outlined. In the stability

analysis, the fast time scale is represented by a full linear operator in contrast to partic-

ular scalar cases considered before. An effective time-stepping strategy based on reducing

both ETD function evaluations and rejected steps is described. Comparisons of performance

with adaptive-stepping integrating factor (IF) are carried out on a set of canonical partial

differential equations including the standard z-propagated UPPE.



13

Chapter 1

Introduction: Full field propagation models and

methods for extreme nonlinear optics

The aim of this work is to provide an extensive, though by no means complete, study

of full-field carrier-wave resolved optical propagation theory, applications, and numerics.

Laser light propagates as a wave just like any electromagnetic field and hence Maxwell’s

equations capture most of the physics. On the other hand, often Maxwell’s equations are

not suitable for pulse propagation since they compute too much of the physics. That is,

lasers fire electromagnetic pulses in one direction and the important physics are localized

to near the center of this traveling wavepacket. Unidirectional pulse propagation equations

(UPPE’s) are generated from making use of a unidirectional projection to Maxwell’s system

(and nothing additional!) [1, 2]. Therefore, UPPE theory is the most general theory for

modeling unidirectional laser light propagation. Several other important carrier-resolved

models include the modified Kadomtsev-Petviashvili equation (MKP) which has desirable

analytic properties as a conserved system [3, 4], and the forward Maxwell equation (FME)

which is somewhere between the UPPE and MKP in terms of accuracy but is difficult to

analyze mathematically [5].

Figure 1.1: Example propagation of an electric field versus propagation of the magnitude of
its envelope. The wavepacket is a function of time and propagates into the page from the
left to the right.
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This work is primarily concerned with models and methods that propagate a carrier-

resolved electric field but envelope models will also be examined and so a brief discussion

is in order. A simple example showing both field propagation and envelope propagation of

a few-cycle pulse is shown in Figure 1.1. In this very basic illustration, a few-cycle field

and its corresponding wavepacket propagate chiefly under the influence of dispersion. Of

course, much more interesting and complicated behavior can occur and many examples of

this are demonstrated later on. In many cases the primary physical mechanisms impact-

ing the propagation of an ultra-short pulse are captured by envelope models [6]. Given

that an envelope model does not require a numerical discretization that resolves all of the

carrier-field oscillations, one might believe (mistakenly) that it necessarily propagates pulses

faster computationally. In particular, it should be noted that field propagators inherently

propagate real-valued fields while envelope propagators inherently propagate complex-valued

envelopes; when efficiently implemented numerically, this is an advantage for field propaga-

tors in terms of speed over envelope propagators. Secondly, many interesting propagation

problems generate significant broadening of the spectrum of the pulse which will require a

fine discretization of the temporal grids even in the case of an envelope. Therefore, unless

there are hundreds of carrier-wave cycles in the pulse, field propagation models often run

faster than their corresponding envelope models.

While the term ultrashort can refer to pulses with more than hundreds of cycles, for our

purposes its meaning should be interpreted loosely as pulses with roughly a hundred carrier

wave cycles in the wavepacket or less, or even more crudely as when resolving carrier-wave

oscillations can be done in a computationally reasonable manner. That is, we associate

ultrashort pulses with pulses that can be propagated using full-field propagators. In this

sense we distinguish ultrashort pulses from few-cycle pulses when describing the types of

beams that can be propagated by full-field equations.

In the next subsection, major contributions to the subject of full-field ultrashort pulse

propagation are discussed as motivation and inspiration for this work. After that an outline

of the body of this text is given while highlighting this author’s contributions to the science.
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1.0.1 History of full-field ultrashort pulse propagation models

Early theory on self-focusing and self-trapping of optical beams made extensive use of the

nonlinear Schrödinger equation (NLSE) [7–10], with many results either motivated or con-

firmed by experimental observations [11]. However, the advent of ultra-short femtosecond

lasers created a new range of phenomena that could not be explained by the NLSE: super-

continuum generation (SCG) [12], self-steepening shock [13], harmonics [14], etc. Newer

technology, such as carrier-envelope offset (CEO) phase-locked lasers [15], can produce pulse

durations on the order of an optical cycle and current research efforts have centered on even

shorter attosecond pulses [16]. The introduction of ultra-short propagation models [2, 3, 17]

has led to a significantly better understanding of the propagation physics of these extreme

laser sources.

Many of the first attempts to simulate full-field ultrashort nonlinear pulse propagation

utilized Maxwell’s equations discretized using finite difference time domain (FDTD) algo-

rithms [18–22]. While successful in modeling dispersion and nonlinearity [18], soliton prop-

agation [20, 23], self-focusing [21], and carrier-wave shock [24, 25], the propagation distance

and range of problems that can be simulated using a full Maxwell solver is severely limited.

Despite the limitations of these FDTD Maxwell solvers they also have certain advantages,

especially when it comes to handling boundary conditions [26, 27] and electromagnetic scat-

tering [28, 29].

The modified Kadomtsev-Petviashvili equation (MKP) was the first unidirectional full

field propagation model derived for ultrashort nonlinear pulse propagation [3, 30]. This

equation is as fundamental to optics in the ultrashort pulse regime as the NLSE is to optics

in the longer pulse regime. Interestingly, much of the theory developed for critical power and

self-similar collapse using the NLSE model [31, 32] can be extended to the blow-up theory

of ultrashort pulses using the MKP model [4, 33]; specifically, singularities in both models

can be analyzed either by utilizing their Hamiltonian structure or by performing self-similar

transformations. Recent mathematical and numerical studies on the MKP equation have

focused on solitons [34], carrier-shock [35], self-focusing [36, 37], and singularity formation

and regularization [38, 39].
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Several models have been introduced which attempt to utilize the unidirectionality of

light while making minimal additional approximations to Maxwell’s equations. The forward

Maxwell equation (FME) was derived without approximating dispersion in order to study

supercontinuum in photonic crystal fibers [5]. The unidirectional pulse propagation equation

(UPPE) was the first to describe unidirectional propagation in the context of a projection of

Maxwell’s system onto a unidirectional subspace [1, 2]. The theory of unidirectional pulse

propagation has since been extended from homogeneous media to those with spatially de-

pendent index of refractions [40], and has been used to investigate the effects of harmonic

generation [14], higher order Kerr terms [41], and backscattering [42] among other applica-

tions. In reference [43] Kinsler produced a set of equations similar to those established in

the UPPE publication [2] but a more detailed study of the role of the backward propagating

mode was offered. A follow up of this work emphasized unidirectional travel as a minimal

approximation to a bidirectional mode system [44].

1.0.2 Statement of dissertation results

The contents of this dissertation are based on research conducted over the last several years

including contributions to the following papers:

• P. Whalen, P. Panagiotopoulos, M. Kolesik, and J. V. Moloney, “Extreme carrier

shocking of intense long-wavelength pulses,” Physical Review A, vol. 89(2), 2014.

• P. Whalen, M. Brio, and J. V. Moloney, “Exponential time-differencing with embedded

Runge-Kutta adaptive step control,” Journal of Computational Physics, vol. 280, pp.

579-601, 2015.

• P. Whalen, J. V. Moloney, A. C. Newell, K. Glasner, and M. Kolesik, “Optical shock

and blow-up of ultrashort pulses in transparent media,” Physical Review A, vol. 86(3),

2012.

• M. Kolesik, P. Whalen, and J. V. Moloney, “Theory and simulation of ultrafast intense

pulse propagation in extended media,” IEEE Journal of Selected Topics in Quantum

Electronics, vol. 18(1), 2012.
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• P. Panagiotopoulos, P. Whalen, M. Kolesik, J. V. Moloney, “Super High Power mid-

infrared Femtosecond Light Bullet,” Submitted, 2014.

• P. Panagiotopoulos, P. Whalen, M. Kolesik, J. V. Moloney, “Carrier field shock for-

mation of long wavelength femtosecond pulses in dispersive media,” Preprint, 2014.

The body of this work is broken down into three chapters: Chapter 2 is a treatment of the

theory of carrier-resolved electromagnetic field propagation, Chapter 3 is a series of numerical

studies on electric field shocks and critical collapse, and Chapter 4 is the numerical devel-

opment of an adaptive step exponential time-differencing scheme employed in propagating

unidirectional electric fields. Theory, simulation, and numerical implementation represent

three of four fundamental areas of research in extreme nonlinear optics with experimentation

being the only topic not addressed in this dissertation. The remainder of this introductory

chapter will provide a synopsis of these results and their impact to the scientific community.

Chapter 2 on the theory of full-field ultrashort nonlinear pulse propagation begins with

a section on z-directed propagation (section 2.1) which borrows heavily from the established

z-UPPE theory [2]. The start of this section lays out some basic results relating to Maxwell’s

equations, the wave equation, linear and nonlinear polarization, ionization, spectral trans-

forms, and the structure of z-directed nonlinear propagation equations. A general theory for

z-propagated nonlinear wave systems is provided in subsection 2.1.1 and the remainder of

section 2.1 is dedicated to various applications of this theory. This author’s primary contri-

bution to the literature has been an alternative derivation of the standard z-UPPE from the

nonlinear wave equation [45] (see section 2.1.2) as opposed to the derivation from Maxwell’s

equations [2]. Not published, but new in the dissertation, is a systematic way of constructing

unidirectional projection operators from a linearized wave system with various applications

included.

Section 2.2 focuses on time-propagated ultrashort nonlinear pulse propagation and the

projection of bidirectional pulse propagation equations (t-BPPE) onto a unidirectional sub-

space [1]. Several basic field configurations corresponding to those used in a typical FDTD

Maxwell solver are studied. For instance, the TEM field configuration was analyzed in sub-

section 2.2.2 and the TMz and TEz modes were projected onto a unidirectional subspace in



18

subsection 2.2.3. One major goal was to connect these unidirectional projections with the

corresponding Maxwell system and develop a “smart Maxwell solver” which could switch

between unidirectional and bidirectional settings when needed. Though this goal was never

realized, many of the results from section 2.2 lay the groundwork for the construction of such

solvers.

The final section of Chapter 2 is dedicated to the MKP equation. To begin section

2.3 is a derivation of MKP from UPPE which was first published by this author in [39].

An analysis of the MKP is performed using the Lagrangian of the equation; in particular

several conservation laws are generated and a virial result is derived and discussed. While

these results were initially published by Litvak and Balakin [4, 33], the alternative analysis

presented in section 2.3 makes use of Noether invariance laws [46] and well established NLS

virial theory [31].

Ultrashort pulses can exhibit two distinctive types of singularity: self-focusing collapse

and self-steepening shock. Chapter 3 examines these singularities through several numer-

ical studies. Various ultra-short pulse propagation models are utilized and their relative

effectiveness judged. In particular, the modified Kadomtsev-Petviashvili equation (MKP) is

examined in some detail. It is shown that MKP is not simply a few-cycle pulse model but is

valid in a more general broad spectrum setting (ultrashort following the convention in this

text). Furthermore, it is emphasized that the dispersion of the MKP model can result in

poor estimation of frequency dependent phenomenon such as harmonic generation. Some of

this loss of accuracy can be removed by using a more general MKP dispersion relation. The

observation that the MKP is valid for pulses with more than a few-cycles and that disper-

sion can be poorly estimated were key findings in this author’s paper on shock and critical

collapse [39]; these results are repeated in sections 3.1 and 3.2 on near-infrared wavelength

critical collapse and shock, respectively.

Section 3.3 shows that the modified Kadomtsev-Petviashvili equation (MKP) predicts

extreme carrier-wave field shocks at mid infrared wavelengths in realistic gaseous media.

It is found that in the limit of weakly dispersive — strong nonlinear media, the classical

blowup scenario is outpaced by propagation related effects which result in the steepening of

the electric field itself, giving new insight into the physics governing the pulse propagation at
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longer wavelengths. For this regime, the MKP is identified as the canonical model for pulse

propagation, that stands as a counterpart of the nonlinear Schrödinger equation (NLSE)

which only applies to dispersive — weakly nonlinear media. These results were published in

[35] and section 3.4 is largely a more detailed follow up focusing instead on long wavelength

carrier shock in air and diamond [47]. Section 3.5 shows the first evidence of collapse reg-

ularization by carrier-wave shock and harmonic walk-off at infrared wavelengths [48]. This

effect and other aspects of mid-infrared filamentation and critical collapse were studied in

more detail in a recently submitted manuscript [47].

Chapter 4 discusses several adaptive step numerical algorithms that are among the best

available for propagating carrier-resolved ultrashort optical pulses undergoing collapse (see

section 4.5). Presented are the first embedded Runge-Kutta exponential time-differencing

(RKETD) methods of fourth order with third order embedding and fifth order with third

order embedding for non-Rosenbrock type nonlinear systems. A procedure for constructing

RKETD methods that accounts for both order conditions and stability is outlined. In this

stability analysis, the fast time scale is represented by a full linear operator in contrast to par-

ticular scalar cases considered before. An effective time-stepping strategy based on reducing

both ETD function evaluations and rejected steps is described. Comparisons of performance

with adaptive-stepping integrating factor (IF) are carried out on a set of canonical partial

differential equations: the shock-fronts of Burgers equation, interacting KdV solitons, KS

controlled chaos, and critical collapse of two-dimensional NLS. The results for adaptive step

ETD were recently published in [49] with the exception of section 4.5 which extends the

results to the carrier-resolved z-UPPE.
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Chapter 2

Bidirectional pulse propagation and unidirectional

projections

In this chapter the theory of full-field ultrashort nonlinear optical pulse propagation is dis-

cussed and analyzed. There are many different models that can be used to study these

types of problems but they all fall into roughly four classes: (1) z-directed bidirectional,

(2) z-directed unidirectional, (3) t-directed bidirectional, and (4) t-directed unidirectional.

Probably the most well known of these is the t-directed bidirectional system, which can be

written as Maxwell’s equations [50, 51]. For the type of physics examined in this work, that

is for ultrashort nonlinear electric field propagation, the most commonly utilized system is

represented in z-propagated unidirectional form [2].

Standard pulse propagation assumes a preferred direction of travel and hence it is of-

ten appropriate to re-write Maxwell’s equations in terms of forward, backward, and non-

propagating modes. The mode form of Maxwell’s equations for directed wavepacket propa-

gation is represented by the bidirectional pulse propagation equations (BPPE’s) [1, 52, 53]

and the BPPE’s projected onto a unidirectional subspace are referred to as unidirectional

pulse propagation equations (UPPE’s) [1, 2, 40]. These BPPE’s and UPPE’s can further be

classified as longitudinally propagated or time propagated, each of which forms the basis of

a section in this chapter.

The first section is on z-directed pulse propagation systems which are often used in

models employing a unidirectional projection. A general theory is first discussed followed by

several explicit field configurations including the most common case of a linearly polarized

beam propagating in an isotropic homogeneous media. Several relatively unconventional

field configurations in nonlinear pulse propagation are also discussed including the TMϕ

and TEϕ modes and modes for an anisotropic media. Lastly, the full (3+1)D z-UPPE is

examined with Ez and Hz included in the linear response matrix. This allows for a direct

computation of Ez and Hz in terms of the forward modes.

In the second section, time marched pulse propagation systems are studied. In the interest
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of keeping the structure of the t-directed unidirectional system as close as possible to the

t-directed bidirectional system (i.e. Maxwell’s system) the starting point for obtaining a

unidirectional projection will be Maxwell’s equations instead of the nonlinear wave equation.

Maxwell’s equations are put into BPPE form and then projected onto the unidirectional

subspace to generate the t-unidirectional propagation equations (t-UPPE’s) [1]. The z-

UPPE is typically favored over the t-UPPE because dispersion is easier and more natural to

handle in that framework. Other reasons to favor the z-UPPE include the fact that t-UPPE

equations propagate an electric displacement field rather than the actual electric field. On

the other hand, due to extensive work on Maxwell’s theory and the ubiquity of Maxwell

numerical codes [54], it would be more desirable to connect a t-UPPE system to a Maxwell

solver than a z-UPPE to a z-BPPE system.

Although BPPE and UPPE theory has been well established in the literature with de-

tailed discussions in the following review articles [55, 56], the procedure for obtaining these

equations outlined in sections 2.1 and 2.2 is qualitatively different from those currently pub-

lished. The standard derivation in [1],[2],[53], and other works, is to start with Maxwell’s

equations and then manipulate the equations to a form involving bidirectional modes through

a series of mathematical substitutions and simplifications. In this work, Maxwell’s equations

(or the nonlinear wave equation) are put into system form and the matrix corresponding to

the linear response is diagonalized. The diagonalization procedure is really just the analysis

that is performed in the standard BPPE derivation and so one can argue that there is no

free lunch here. However, for smaller systems with fewer modes, the diagonalization pro-

cedure can be done with a symbolic software tool such as Mathematica (see Appendix B).

Furthermore, for larger systems there may be no analytic mode representation and hence

the BPPE and UPPE systems can only be obtained numerically (e.g. t-BPPE modes with

Lorentz poles, see section 2.2). Therefore, there are merits to performing the analysis as

done in this section as opposed to the standard published methods. On the other hand,

writing a symbolic software script takes some effort, not to mention that a certain amount

of insight is lost by having a computer do the work, and hence the standard approach [2, 53]

certainly has advantages of its own that should not be overlooked.

The final section of this chapter is dedicated to the derivation and analysis of the gener-
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alized modified Kadomtsev-Petviashvili (GMKP) equation for nonlinear optical propagation

and the canonical modified Kadomtsev-Petviashvili (MKP) equation [3, 4]. The GMKP

equation is simply a z-UPPE with several additional approximations beyond the unidirec-

tional one and the MKP equation is essentially the GMKP after ignoring ionization and

anomalous dispersion. A special emphasis is placed on the MKP equation because it is more

suitable for analysis than the standard z-UPPE. In particular, several conserved quantities

are found and a virial theory for collapse is derived and discussed.

2.1 z-BPPE and z-UPPE projections

Maxwell’s equations in a non-magnetic nonlinear media can be written in the form

∇× E = −µ0∂tH,

∇×H = ∂tD̃,

∇ · D̃ = 0,

∇ ·H = 0, (2.1.1)

where the current density J has been incorporated into the D̃ term in the curl relationship

for the magnetic field. In particular, we have

∂tD̃ = ∂tD+ J

= ∂t (ϵ0ϵ(t) ∗ E+PNL) + σ(t) ∗ E+ JNL,

where ∗ denotes a convolution, ϵ0 is the free space permittivity, ϵ is the relative permittivity,

σ is the conductivity, PNL is the nonlinear polarization, and JNL is the nonlinear current

density. In spectral space we combine the current density terms with the nonlinear terms

before transforming back to real space to obtain the effective displacement field

D̃(t) =

∫ ∞

−∞
dωe−iωt

[
(ϵ0ϵ(ω)E+PNL) +

i

ω
(σ(ω) + JNL(ω))

]
=

∫ ∞

−∞
dωe−iωt

[(
ϵ0ϵ(ω) +

iσ(ω)

ω

)
E(ω) +PNL(ω) +

i

ω
JNL(ω)

]
=

∫ ∞

−∞
dωe−iωt

[
ϵ0ϵ̃(ω)E(ω) + P̃NL(ω)

]
= ϵ0ϵ̃(t) ∗ E(t) + P̃NL(t). (2.1.2)



23

Following this convention, conduction losses are absorbed in the ϵ̃ term and ionization effects

are absorbed in the P̃NL term. Throughout the text, the presence or absence of the tilde (∼)

symbol on nonlinear polarization denotes whether or not current density terms are included

or have been separated out. For convenience, the tilde on the relative permittivity ϵ will be

dropped as linear conduction currents are usually negligible.

More generally, the relative permittivity is taken to be a tensor ¯̄ϵ which can be expressed

in matrix form as

¯̄ϵ =

ϵxx ϵxy ϵxz
ϵyx ϵyy ϵyz
ϵzx ϵzy ϵzz

 .

In optical filamentation modeling it is commonly assumed that pulse propagation occurs in

an isotropic media, ϵij = ϵδij and hence ¯̄ϵ · E = ϵE. Another frequent assumption is that

the medium is homogeneous with ϵ(x, ω) = ϵ(ω). For the inhomogeneous case, BPPE and

UPPE equations have been derived for structured media in [40]. The dispersive nature of

a propagation medium tends to be relevant for ultrashort pulses and hence the frequency

dependence in ϵ(ω) often cannot be removed.

Maxwell’s equations imply that the electric field satisfies the wave equation

∇2E−∇(∇ · E)− 1

c2
∂2t

∫ t

−∞
¯̄ϵ(x, t− τ) · E(x, τ)dτ =

1

ϵ0c2
∂2t P̃NL. (2.1.3)

The divergence of the effective displacement field satisfies

∇ · D̃ = ∇ · (ϵ0¯̄ϵ · E+ P̃NL) = 0,

which yields ∇ · (¯̄ϵ · E) ≈ 0 for a weakly nonlinear system in a homogenous media. For the

isotropic case, the divergence condition simplifies further to ∇ · E ≈ 0.

The nonlinear polarization is typically taken to be an isotropic Kerr effect with some

fraction of stimulated Raman included [2],

PNL = 2n0n2ϵ0

[
(1− α)I + α

∫ ∞

0

R(t− τ)I(τ)dτ

]
E. (2.1.4)

The n2 parameter quantifies nonlinearity, n0 is a background index of refraction, α is the

fraction of delayed Raman response contributing to the nonlinear polarization, I is the in-

tensity of the electric field, and R is a memory function describing the stimulated Raman
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response. This form of the nonlinear polarization is an approximation that assumes weak

harmonic generation. In certain cases, such as for long-wavelength laser propagation, har-

monic generation is strong and should be included [35]. Therefore, field propagation models

may also use the more accurate isotropic nonlinear response of

PNL = ϵ0χ
(3)

[
(1− α)|E|2 + α

∫ ∞

0

R(t− τ)|E(τ)|2dτ
]
E, (2.1.5)

where |E|2 = E2
x +E2

y +E2
z is the square of the magnitude of the electric field [57], and χ(3)

is the third order susceptibility. Each version of the nonlinear polarization response assumes

that the vibrational and electronic nonlinear responses are separable. That is,

PNL = ϵ0

∫ ∞

−∞
¯̄χ(3)(t− t1, t− t2, t− t3) · E(x, t1)E(x, t2)E(x, t3)dt1dt2dt3

= ϵ0χ
(3)

[ ∫ ∞

−∞
g(t− t′)E2(t′)dt′

]
E(x, t),

where the third order susceptibility tensor ¯̄χ(3) [58] has been replaced with a scalar (isotropic)

value and the response function g satisfies

g(t) = (1− α)δ(t) + αR(t),

where δ is a Dirac delta function. More accurate models for the nonlinear polarization

response have been reported by Palastro [59, 60]. For the most part, the exact nature of the

nonlinear polarization response is not something that will be considered in this text other

than the fact that it is always assumed weak compared to the linear polarization.

Ionization effects are included in JNL which regularizes pulse collapse. This term has two

main contributions, one for plasma defocusing which counters the nonlinear “Kerr lens”, and

one for losses due to nonlinear absorption. A commonly utilized plasma model for linearly

polarized beams is given by [61]

JNL = Jplas + Jabs

∂tJplas =
e2

me

ρE− 1

τc
Jplas

Jabs

ϵ0n0c
=
W (I)Ui

I
(ρnt − ρ)E

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2, (2.1.6)
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where e is an electrons charge, me is an electrons mass, ρ is the free electron density gen-

erated from ionization, τc is the collision time, W is the photoionization rate describing the

probability of ionization of an atom with potential Ui, ρ is the electron density, ρnt is the

density of neutral atoms, σ is the cross section for inverse Bremsstrahlung, and a is an elec-

tron recombination rate. Several variations of the photoionization rate are used in practice.

The most general versions are based on Keldysh [62, 63] and PPT theory [64, 65], though

most filamentation studies and experiments have been performed in the multiphoton limit

where a simple power-law model W (I) = σKI
K is sufficient [56]. Equations for single-atom

Keldysh ionization rates are given in Appendix A.

A standard procedure for putting either Maxwell’s equations 2.1.1 or the nonlinear wave

equation 2.1.3 into z-BPPE form is to first transform into spectral space in terms of both

time and position. A good introduction to spectral methods is given by Trefethen in [66]

while Dudley [67] provides more connections with electromagnetic theory. Here we simply

review the basic results used throughout the chapter. The Fourier transform convention of

f(t) =

∫ ∞

−∞
f(ω)e−iωtdω

2π
,

f(ω) =

∫ ∞

−∞
f(t)eiωtdt, (2.1.7)

transforms temporal derivatives to multiplications in frequency space with ∂t ⇔ −iω. In

Cartesian coordinates, the spatial coordinates (x, y) are transformed to (kx, ky) with the

Fourier transform pair

f(x, y) =

∫ ∞

−∞

∫ ∞

−∞
f(kx, ky)e

i(kxx+kyy)
dkx
2π

dky
2π

,

f(kx, ky) =

∫ ∞

−∞

∫ ∞

−∞
f(x, y)e−i(kxx+kyy)dxdy. (2.1.8)

Therefore, spatial derivatives are converted to multiplications by the correspondences ∂x ⇔ ikx

and ∂y ⇔ iky. With radial symmetry, Hankel transforms (of zeroth order) are typically used

with

f(r) =

∫ ∞

0

f(kr)J0(krr)krdkr

f(kr) =

∫ ∞

0

f(r)J0(krr)rdkr, (2.1.9)
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where J0 is a Bessel function (of zeroth order). The Hankel transform pair yields the following

correspondence between real space derivatives and spectral space multiplications:

1

r
∂r (r∂r) ⇔ −k2r .

Less commonly used is the Hankel transform pair of first order given by

f(r) =

∫ ∞

0

f(kr)J1(krr)krdkr

f(kr) =

∫ ∞

0

f(r)J1(krr)rdkr, (2.1.10)

which produces the derivative-to-multiplication result[
1

r
∂r (r∂r)−

1

r2

]
⇔ −k2r .

Since the electric field is a real quantity, we often exploit the Fourier transform relationship

f(t) =

∫ ∞

−∞
f(ω)e−iωtdω

2π
=

∫ ∞

0

f(ω)e−iωtdω

2π
+ c.c.

where c.c. denotes a complex conjugate. Furthermore, the electric field is very small for both

frequencies much smaller than the optical (carrier) frequency ω0 and frequencies much larger

than the optical frequency. In practice, this means that we choose a low cutoff frequency

ωlc < ω0 and a high cutoff frequency ωhc > ω0 and numerically implement f(t) as

f(t) =

∫ ωhc

ωlc

f(ω)e−iωtdω

2π
+ c.c.

After the nonlinear Maxwell system (or wave equation) has been brought into spectral space

and all derivatives except for those involving z have been converted into multiplications, the

system is ready to be converted into z-BPPE form.

The linear and nonlinear components of the spectral system can be separated such that

for each spectral coordinate we have

∂zV = AV +N (V), (2.1.11)

where V ∈ Cn contains field components and A ∈ Cn×n is a diagonalizable matrix. The

matrix A encodes all linear effects including dispersion, diffraction, dissipation, and advec-

tion. The nonlinear response N contains nonlinear polarization PNL and ionization JNL
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effects. Equation (2.1.11) has been written with V tacitly assumed to be in spectral space

but we note that N is generally a function of the real space field. Therefore, propagation of

the spectral equations will require constantly transforming the spectral field to real space,

evaluating the nonlinear response, and then transforming the result back into spectral space.

Let S be the operator that brings the real space V into spectral space and S−1 be the op-

erator that brings the spectral space V into physical space. Then a more detailed way of

representing system (2.1.11) would be to write it as

∂zV = AV + S{N (S−{V})}. (2.1.12)

However, for brevity and consistency the convention given in 2.1.11 will be adopted through-

out the text.

Since A is diagonalizable, there exists an eigenvector matrix S ∈ Cn×n and an eigenvalue

matrix Λ ∈ Cn×n such that AS = SΛ. If an eigenvalue λj satisfies Im{λj} > 0, then

λj ∈ Q+ and we associate it with a forward propagating wave. Likewise, when Im{λj} ≤ 0,

the wave is is either backward propagating or non-propagating with λj ∈ Q−. The set

of all eigenvalues is given by Q = Q+ ∪ Q−, which are distributed along the diagonal of

the eigenvector matrix Λ. Let E+ and E− be the eigenspaces spanned by the eigenvectors

corresponding to the eigenvalues in Q+ and Q−, respectively. We note that E+ + E− is the

vector space spanned by S and hence A.

Let W = S−1V, then the system in equation (2.1.11) is transformed into the character-

istic form

∂zW = ΛW + S−1N (SW), (2.1.13)

with W ∈ Cn. We call this the z-BPPE representation of the nonlinear wave system. The

next section is devoted to analyzing projections onto unidirectional eigenspaces and the

resulting z-UPPE systems that are generated.

2.1.1 General z-propagated unidirectional projection theory

In this section we consider projections onto the forward propagating modes of a BPPE

system. This generates equations that propagate an electric field forward in space while
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neglecting backscattered light. After linearizing the system in equation (2.1.13), we simply

have ∂zW = ΛW and hence

Wj(z, t) =
1

2π

∫ ∞

−∞
eλj(ω)z−iωtWj(z0 = 0, ω)dω,

where z0 = 0 is the initial z-coordinate location and Wj is the jth mode. Transforming from

the mode representation of the field back into the native form, we have V = SW and find

the mth component of the linearized system to be

Vm(z, t) =
n∑

j=1

Smj

∫ ∞

0

eλj(ω)z−iωtWj(z0 = 0, ω)
dω

2π
+ c.c. (2.1.14)

Having a real valuedV enables us to write Vm as a superposition of plane wave (or evanescent)

modes integrated over positive frequencies plus the complex conjugate (c.c.) of the result.

From equation (2.1.14) it is easy to see that the sign of Im{λj} determines the direction of

motion of the eigenmode corresponding to λj. Note that if Smj = 0 for all j with λj ∈ Q−,

then V(z, t) is a superposition of waves propagating in the same direction and hence is a

unidirectional wave.

To remove the backward and non-traveling modes from our system, we simply construct

a diagonal projection matrix PM with zeros and ones along the diagonal that will operate

on Λ. Without a loss of generality, assume that the eigenvalues in Q+ are distributed along

the upper left diagonal of Λ and that the eigenvalues in Q− fill out the remaining diagonal

entries of Λ. Define Ip as the p × p identity matrix, Op as the p × p zero matrix, and let

m+ = dim(E+) be the dimension of the forward propagating eigenspace. Then the projection

and eigenvalue matrices are written as

PM =

(
Im+

O(n−m+)

)
, Λ =

(
Λ+

Λ−

)
,

where Λ+ is an m+ × m+ diagonal matrix containing the eigenvalues of Q+ and Λ− is an

(n−m+)× (n−m+) matrix containing the eigenvalues of Q−. When PM operates on Λ the

modes corresponding to backward-wave travel are annihilated.

We take the projection matrix that was just constructed and apply it to the characteristic

system in (2.1.13)

∂zPMW = PMΛW + PMS
−1N (SW),
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such that the new mode system has zeroed out all of the backward wave components in W.

Since PM projects out any modes corresponding to backward propagating waves, several

components of W will always be equal to zero and hence should not be part of the projected

propagation equation. Therefore, W is partitioned into W = (W+,W−) and we write the

forward mode system as

∂zW+ = Λ+W+ + S−1
+ N (SW), (2.1.15)

where S−1
+ is the submatrix of S−1 containing its first m+ rows. It remains to close the

system in equation (2.1.15) where the nonlinear response is a function of W while the left

hand side and linear response are dependent on W+. If the system is mostly unidirectional,

then the mode projection matrix PM should not significantly alter W and hence we make

the unidirectional approximation of PMW ≈ W. Let S+ be the n × m+ matrix whose

columns consist of the eigenvectors corresponding to the eigenvalues in Λ+. It follows from

the unidirectional approximation that V = SW ≈ SPMW = S+W+. This additional result

yields the z-UPPE mode system

∂zW+ = Λ+W+ + S−1
+ N (S+W+). (2.1.16)

Initial conditions for the unidirectional mode system are found using the fact that S−1
+ is

a left-inverse of S+. In particular, the initial conditions are W+(z0 = 0) = S−1
+ V(z0 = 0).

Unidirectionally traveling fields are recovered from the forward modes with V = S+W+.

While the matrix PM projects a mode system onto the unidirectional subspace spanned

by E+, their exists a corresponding matrix P that projects the field system onto the same

subspace. The unidirectional approximation implies V ≈ SPMS
−1V which simplifies to

V ≈ S+S
−1
+ V. We claim that the matrix P = S+S

−1
+ projects V onto the forward mov-

ing eigenspace spanned by E+. By construction, the left-inverse satisfies S−1
+ S+ = Im+ .

Therefore, we have

P 2 = S+S
−1
+ S+S

−1
+ = S+Im+S

−1
+ = S+S

−1
+ = P,

and hence P is certainly a projection matrix. Furthermore, let S−1
+ x = y, then

Px = S+S
−1
+ x = S+y = y1v1 + · · ·+ ym+vm+ ,
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where v1, . . . ,vm+ are the columns of S+. Since the columns of S+ are the eigenvectors

spanning the forward propagating subspace E+, it is clear that Px ∈ E+.

We claim that the matrix PAP can also be written as S+Λ+S
−1
+ . To show this, note

that PAP = (S+S
−1
+ )(SΛS−1)(S+S

−1
+ ) and hence S−1

+ S and S−1S+ need to be determined.

First, we have

S−1
+ S = (S−1

+ S+ S−1
+ S−)

=
(
Im+ R

)
, (2.1.17)

where the columns of S− are the eigenvectors spanning E− and R = S−1
+ S− is some “re-

mainder” matrix of dimension m+ × (n−m+). Shortly it will be made clear that the exact

composition of the matrix R is not important, this matrix corresponds to the part of the

PDE system that is projected out. Next, we have

S−1S = (S−1S+ S−1S−)

=

(
Im+

In−m+

)
= In, (2.1.18)

and in particular

S−1S+ =

(
Im+

O(n−m+)×m+

)
, (2.1.19)

where Op×q is a matrix of dimension p× q filled with zeros. Putting everything together

PAP = S+S
−1
+ SΛS−1S+S

−1
+

= S+

(
Im+ R

)(Λ+

Λ−

)(
Im+

O(n−m+)×m+

)
S−1
+

=
(
S+ S+R

)(Λ+

Λ−

)(
S−1
+

O(n−m+)×n

)
=
(
S+ S+R

)( Λ+S
−1
+

O(n−m+)×n

)
= S+Λ+S

−1
+ , (2.1.20)

which establishes the desired result.

Multiplying both sides of the mode equation (2.1.16) by S+ produces the unidirectional

field equation

∂zS+W+ = S+Λ+S
−1
+ V + S+S

−1
+ N (S+W+). (2.1.21)
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Using the relationships PAP = S+Λ+S
−1
+ , P = S+S

−1
+ , and PV = S+W+, the projected

system can be represented by

∂zPV = PAPV + PN (PV). (2.1.22)

Therefore the linear operator L = A in the z-BPPE system from equation (2.1.11) is con-

verted into the unidirectional operator L = PAP in the projected system. That is, we

first project onto the unidirectional eigenspace, apply the full linear response, then once

again project onto the unidirectional eigenspace. Under the unidirectional approximation

PV = V, the field representation of the z-UPPE system is simply

∂zV = PAV + PN (V). (2.1.23)

which is a system of n equations with m+ of them being independent. Because the projected

field system has redundant PDE’s, it is preferable to propagate the forward mode equations.

Furthermore, the linear operator PA is in general non-diagonal which makes the field system

(2.1.23) more challenging to solve numerically than the mode system (2.1.16) as is discussed

in chapter 4.

The forward projected mode system (2.1.15) can be paired with a backward projected

mode system to form a set of equations equivalent to (2.1.13). This is done by utilizing the

mode projection matrix P⊥
M = I −PM . Applying P⊥

M to the characteristic system in (2.1.13)

yields the backward mode equations

∂zW− = Λ−W− + S−1
− N (SW), (2.1.24)

where S−1
− is the submatrix of S−1 containing the last n−m+ rows. Clearly I = PM + P⊥

M

by construction and hence the equation set

∂zW+ = Λ+W+ + S−1
+ N (SW),

∂zW− = Λ−W− + S−1
− N (SW), (2.1.25)

is another representation for the z-BPPE system.

Several important statements can be made about the unidirectional approximation. First,

the modes are partitioned such that V = SW = S+W++S−W− and hence unidirectionality
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requires ∥S−W−∥ ≪ ∥S+W+∥. In general this requirement is stronger than saying ∥W−∥ ≪

∥W+∥ but there are cases in which the two approximations can be closely connected (see

section 2.1.2). A second observation is that the unidirectional approximation of ∥S−W−∥ ≪

∥S+W+∥ can be written in terms of the fields as ∥(I − P )V∥ ≪ ∥PV∥. That is, the

projection of the fields into the backward/non-propagating eigenspace should much smaller

than the projection of the fields into the foward propagating eigenspace.

While not getting into too much detail on which specific norm ∥ · ∥ to use, one suitable

choice is the Hilbert space norm applied to the space of square integrable vector-valued

functions. That is, let L2(Cn,Ω) consist of all vector valued functions V = (V1, V2, · · · , Vn)

defined on some open set Ω (spectral coordinates) such that

n∑
i=1

∫
Ω

|Vi|2dΩ <∞.

The Hilbert space inner product then generates the following norm

∥V∥L2 =

[
n∑

i=1

∫
Ω

|Vi|2dΩ

]1/2
. (2.1.26)

Conversion to the field representation from the mode representation V = SW might

be sensitive to small perturbations. To see this, let δW be a small perturbation to the

mode W satisfying ∥δW∥ ≪ ∥W∥ and consider how this mode perturbation translates

into a field perturbation. That is, define the field perturbation as δV = Vδ − V with

Vδ = S (W + δW), then it follows that

∥δV∥ = ∥SδW∥ ≤ ∥S∥∥δW∥ ≪ ∥S∥∥W∥ ≤ ∥S∥∥S−1∥∥V∥

We would like to say

∥δV∥ ≪ ∥V∥

such that small perturbations to the modes result in small perturbations to the fields but

this is not assured unless the condition number κ(S) = ∥S∥∥S−1∥ is sufficiently small. In

general, the matrix S is not unitary (orthogonal) and hence one cannot say that κ(S) is

equal to one. Furthermore, the condition number κ(S) can be relatively large and this

should be taken into account when considering both numerical implementation and the
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appropriateness of the forward and backward mode basis in general. It should also be noted

that a small perturbation in the fields can result in a large perturbation in the modes. That

is, consider δV with ∥δV∥ ≪ ∥V∥, then the corresponding mode perturbation satisfies

∥δW∥ ≪ κ(S)∥W∥. Once again a small condition number is desired.

One should also consider how small perturbations in the bidirectional fields effect the

projected fields. We would like to say that if ∥δV∥ ≪ ∥V∥ then ∥PδV∥ ≪ ∥PV∥. This can

be shown to be true provided that the unidirectional approximation is true. First, consider

the norm of the projection matrix

∥P∥ = {∥Px∥ : x ∈ Rn with ∥x∥ = 1}

= {∥xf∥ : x ∈ Rn with x = xf + xb,xf ∈ E+,xb ∈ E−, and ∥x∥ = 1} , (2.1.27)

and note that if we restrict the induced norm of P to vectors x that are almost unidirectional,

we have ∥xb∥ ≪ ∥xf∥. In particular, the unidirectional approximation implies that ∥xf∥ ≈

∥x∥, and hence ∥P∥ ≈ 1. From

∥P (V + δV)− PV∥ = ∥PδV∥ ≤ ∥P∥∥δV∥ ≪ ∥P∥∥V∥ ≤ ∥P∥(∥PV∥+ ∥(I − P )V∥),

the unidirectional approximation yields ∥PδV∥ ≪ ∥PV∥. On the other hand, if we consider

bidirectional fields that have a sufficiently large backward moving component such that the

unidirectional approximation is no longer valid, then the unrestricted magnitude of ∥P∥

needs to be taken into account.

It should be emphasized that P is not an orthogonal projection and hence ∥P∥ is poten-

tially large. If the eigenvectors are nearly parallel then its possible to have a field x = xf+xb,

decomposed into a forward component xf and a backward component xb, with ∥x∥ ≪ ∥xf∥

and ∥x∥ ≪ ∥xb∥. This can happen because the forward and backward components might

nearly cancel each other out if their eigenspaces are almost parallel. Since P = S+S
−1
+ , the

size of ∥P∥ largely depends on how close the eigenvectors in S are to being orthogonal. In

particular, if κ(S) is sufficiently close to unity then ∥P∥ and ∥(I − P )∥ should also be close

to unity and hence ∥PδV∥ ≪ ∥PV∥ as desired.

Consider the case of a linearly polarized field propagating in an isotropic and homoge-

neous media. There is one forward moving eigenvector v+ = (1 ikz) and one backward
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moving eigenvector v− = (1 − ikz). In physical units, the wavenumber

kz =
√
k2 − k2⊥,

can be on the order of 108 which produces an angle

θ = cos−1

(
< v+,v− >

∥v+∥∥v−∥

)
of nearly 0◦. It should also be noted that the condition number of the eigenvector matrix S

satisfies

κ(S) = Max

{
kz,

1

kz

}
,

where it has been assumed that kz is real and positive. In physical units the condition number

is almost always approximately equal to kz which tends to be relatively large. It should be

emphasized that non-dimensionalization can reduce the condition number of S significantly.

In particular, one should non-dimensionalize the z coordinate of the wave equation (2.1.3)

with z̃ = k0z where k0 = n0ω0/c is the wavenumber of the pulse at the carrier frequency ω0.

An example of the non-dimensionalization procedure for improving κ(S) is demonstrated

in section 2.1.1. While non-dimensionalization typically doesn’t make the eigenvectors in S

orthogonal, it can produce much larger angles between them.

We conclude this theoretical section on z-UPPE mode and field systems with a note

of caution on numerical implementation. If the eigenvectors in S need to be computed

numerically, then one should be mindful of κ(S) as they may be computed inaccurately if

the eigenvectors are nearly parallel. Furthermore, if repeated mode to field and field to mode

conversions are necessary, then a large κ(S) could amplify small numerical errors into large

ones during propagation. Sometimes the eigenvectors can be found analytically and there

is no need to transform back and forth between mode and field representations due to the

structure of the UPPE. For these cases, propagation can occur with a sizable κ(S) without

issue. On the other hand, this is not true for all field configurations as is discussed in section

2.2 for the t-UPPE with multiple Lorentz oscillators characterizing linear dispersion.
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2.1.2 Propagation of a linearly polarized electric field in an isotropic homoge-

neous media

While free space propagation in an isotropic homogeneous media is a relatively simple case,

it is also the most common in optical filamentation experiments and simulations. Propa-

gation of high-power lasers in air, noble gases, and water all fit into this class of problem.

Even propagation in certain glass fibers fall into this category when the laser beam waist is

sufficiently small relative the the fiber diameter.

A homogeneous media implies

∇ · D̃(x, y, z, ω) = ϵ0ϵ(ω)∇ · E(x, y, z, ω) +∇ · P̃NL = 0,

and therefore we can use the weak nonlinearity assumption, ∇ · P̃NL ≪ ϵ0ϵ(ω)∇ · E, to

approximate a divergence free electric field. Taking a linear polarization in the x-direction,

E = x̂E(x, y, z, t), we simplify the wave equation (2.1.3) to

∇2E − 1

c2
∂2t

∫ ∞

−∞
n2(t− τ)E(τ)dτ =

1

ϵ0c2
∂2t P̃NL, (2.1.28)

and then Fourier transform to spectral space(
∂2z +

n2(ω)ω2

c2
− k2⊥

)
E(k⊥, z, ω) = − ω2

ϵ0c2
P̃NL. (2.1.29)

Substituting k2z = n2(ω)ω2

c2
− k2⊥ into equation 2.1.29 and putting the result into a system of

ODE’s yields

∂z

(
E
∂zE

)
=

(
0 1

−k2z 0

)(
E
∂zE

)
+

(
0

− ω2

ϵ0c2
P̃NL

)
. (2.1.30)

This system takes the form of

∂zV = AV +N (V), (2.1.31)

with

A =

(
0 1

−k2z 0

)
, V =

(
E
∂zE

)
, and N (V) =

(
0

− ω2

ϵ0c2
P̃NL(V1)

)
. (2.1.32)
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Rather than solving equation 2.1.31 directly, we find the eigenvalue and eigenvector matrices

of the matrix A and convert the ODE system into characteristic form. That is, Λ = S−1AS

with

S =

(
1 1
ikz −ikz

)
, Λ =

(
ikz 0
0 −ikz

)
, S−1 =

i

2kz

(
−ikz −1
−ikz 1

)
. (2.1.33)

Multiplying both sides of equation 2.1.31 by S−1, we obtain the linearly diagonalized system

of

∂z

(
W1

W2

)
=

(
ikz 0
0 −ikz

)(
W1

W2

)
+

i

2kz

(
ω2

ϵ0c2
P̃NL(W1 +W2)

− ω2

ϵ0c2
P̃NL(W1 +W2)

)
, (2.1.34)

where W = S−1V and

W1 =
1

2
E − i

2kz
∂zE,

W2 =
1

2
E +

i

2kz
∂zE. (2.1.35)

The spectral equations in (2.1.34) are the bidirectional pulse propagation equations (BPPE’s)

for this field configuration. The corresponding unidirectional pulse propagation equation

(UPPE) is found by projecting onto the forward traveling mode and assuming weak backscat-

tering of light [1, 2]. In this specific case, we remove the −ikz mode which corresponds to

backward traveling waves and propagate the equation

∂zW1 = ikzW1 +
iω2

2ϵ0c2kz
P̃NL(W1 +W2). (2.1.36)

In order to close the UPPE system, we require W2 to be relatively weak compared to W1.

With the approximation of W2 = 0, it follows that W1 = E and the resulting z-UPPE

equation is

∂zE = ikzE +
iω2

2ϵ0c2kz
PNL(E)−

ω

2ϵ0c2kz
JNL(E), (2.1.37)

where we have separated the nonlinear polarization and current density contributions from

P̃NL. Note that the unidirectional projection of the electric field is simply the diagonal-

ized forward mode and hence there is no need to convert back and forth between the two

representations of V and W. If the two representations were not the same, then repeated
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applications of S and S−1 would be needed to propagate the forward mode system since PNL

is a function of the electric field.

The unidirectional approximation ∥S−W−∥ ≪ ∥S+W+∥ can be written in a more com-

pact form when utilizing L2 and other related norms. There is one forward moving mode

and one backward moving mode with

S+ =

(
1
ikz

)
= v1, S− =

(
1

−ikz

)
= v2, (2.1.38)

such that the unidirectional approximation reduces to ∥W2v2∥ ≪ ∥W1v1∥. In particular, con-

sider radially symmetric fields over the domain Ω = {(k⊥, ω) : 0 ≤ k⊥ <∞,−∞ < ω <∞}

such that the L2(C2,Ω) Hilbert space generates the norm

∥W1v1∥2L2 = ∥(W1, ikzW1)∥2L2 =

∫
Ω

|W1|2dΩ +

∫
Ω

|ikzW1|2dΩ

=

∫
Ω

(1 + |kz|2)|W1|2dΩ = ∥W1∥2L2 + ∥kzW1∥2L2 . (2.1.39)

The (1 + |kz|2) factor in ∥W1v1∥2L2 can be interpreted as a weighting factor in the Hilbert

space

H1(Ω) =
{
u(k⊥, ω) ∈ L2(Ω) :

(
1 + |k2z |

)1/2
u ∈ L2(Ω)

}
, (2.1.40)

where H1 is similar to a Sobolov space in that the kz term can be associated with the ∂z

derivative operation. However, the only claim made here is that H1 is a weighted L2 Hilbert

space with the following norm for a complex valued function f ,

∥f∥H1 =

[∫
Ω

(1 + |kz|2)|f |2dΩ
]1/2

. (2.1.41)

With the preceding definitions, it can be seen that ∥W1∥H1 = ∥W1v1∥L2 , ∥W2∥H1 = ∥W2v2∥L2 ,

and hence ∥W2∥H1 ≪ ∥W1∥H1 . If both of the conditions ∥W2∥L2 ≪ ∥W1∥L2 and ∥kzW2∥L2 ≪

∥kzW1∥L2 are satisfied, then unidirectionality follows. However, it’s important to note that

the reverse is not true. That is, unidirectionality alone does not imply ∥W2∥L2 ≪ ∥W1∥L2

and ∥kzW2∥L2 ≪ ∥kzW1∥L2 .

As a consequence of unidirectionality, certain restrictions are placed on the envelope

quantity A in the expression E = Aeikzz. Transforming to the field representation from the
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mode representation with V = SW yields

E =W1 +W2, (2.1.42)

∂zE = ikz (W1 −W2) , (2.1.43)

from which one can obtain ∂zE = ikz(E − 2W2). An electric field envelope A satisfies

E = Aeikzz such that

∂zA = −2ikzW2e
−ikzz. (2.1.44)

Several applications of the triangle inequality yields

∥W1∥ − ∥W2∥ ≤ ∥E∥ ≤ ∥W1∥+ ∥W2∥,

and therefore unidirectionality implies ∥E∥H1 ≈ ∥W1∥H1 . It is also clear that ∥E∥H1 =

∥A∥H1 and hence ∥W1∥H1 ≈ ∥A∥H1 . These observations yield

∥∂zA∥L2 + ∥k−1
z A∥L2 = 2∥kzW2∥L2 + 2∥W2∥L2

= 2∥W2∥H1 ≪ ∥W1∥H1 ≈ ∥A∥H1

= ∥kzA∥L2 + ∥A∥L2 ,

and the resulting unidirectional restriction is

∥∂zA∥L2 + ∥k−1
z A∥L2 ≪ ∥kzA∥L2 + ∥A∥L2 . (2.1.45)

The slowly-varying envelope and slowly evolving wave approximations [6] are somewhat

stronger than the unidirectional envelope restriction (since they assume more than unidirec-

tionality).

Assume that the approximations ∥W2∥L2 ≪ ∥W1∥L2 and ∥kzW2∥L2 ≪ ∥kzW1∥L2 are both

true, then we obtain an envelope inequality more akin to the slowly-varying approximation

(SVA). As noted earlier, unidirectionality does not require both of the above conditions to be

true, but if both conditions are true then unidirectionality follows. From equation (2.1.42)

it can be seen that ∥kzE∥ = ∥kzW1 + kzW2∥ and hence the triangle inequality yields

∥kzW1∥ − ∥kzW2∥ ≤ ∥kzE∥ ≤ ∥kzW1∥+ ∥kzW2∥.
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From ∥kzW2∥L2 ≪ ∥kzW1∥L2 it is deduced that ∥kzE∥L2 ≈ ∥kzW1∥L2 and hence equation

(2.1.44) produces the following

∥∂zA∥L2 = 2∥kzW2∥L2 ≪ ∥kzW1∥L2 ≈ ∥kzE∥L2 .

From this one obtains an envelope inequality of ∥∂zA∥L2 ≪ ∥kzA∥L2 which resembles the

SVA but is valid for fields with broader spectral bands.

Nondimensionalizing the z-coordinate can improve the conditioning of the z-BPPE sys-

tem. In physical units the longitudinal wavenumber satisfies kz ≫ 1 such that the forward

and backward moving eigenvectors in the matrix S are nearly parallel to each other. In order

to increase the angles between the forward and backward eigenspaces a change of variable

z̃ = k0z is applied to equation (2.1.29) such that one has

(
∂2z̃ + k2z̃

)
E(k⊥, z̃, ω) = − ω̃2

ϵ0n2
0

P̃NL, (2.1.46)

where kz̃ = kz/k0 and ω̃ = ω/ω0. Note that this generates the same system as in (2.1.49)

except with kz, ω, and c replaced with kz̃, ω̃ and n0, respectively. In physical units E and ∂zE

are on much different scales which means that any numerical noise in one can be amplified

when it couples to the other. This leads to a large condition number κ(S). On the other

hand, the non-dimensionalized system produces

κ(S) = Max

{
kz̃,

1

kz̃

}
,

where kz̃ should be on the order of one and hence the z̃ system is better suited for numerical

computations involving the eigenvector matrix S.

It should be emphasized that the non-dimensionalization procedure for reducing κ(S)

was illustrated for this z-BPPE field configuration primarily because of the small mode

system involved. Since the forward mode W1 is in fact equal to the field E in the z-UPPE

system, matrix multiplications involving conversions of the modes to the fields (V = SW)

are not needed. Furthermore, S can be found analytically and hence numerical computations

of nearly parallel eigenvectors are avoided altogether. Therefore, whether to propagate in

the dimensional or non-dimensional coordinate system is not particularly important for this

specific UPPE system. On the other hand, for larger BPPE/UPPE systems the eigenvector
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modes may need to be computed numerically and hence the conditioning of the matrix S

needs to be considered carefully (e.g. t-BPPE modes with Lorentz poles, see section 2.2).

Several final comments to this section on the scalar z-UPPE are in order. First, the

z-UPPE could have been found using the projection procedure in 2.1.1. That is,

S+ =

(
1
ikz

)
, S−1

+ = − i

2kz

(
ikz 1

)
, P =

i

2kz

(
−ikz −1
k2z −ikz

)
, (2.1.47)

can be used to construct the z-UPPE equation. In general, if the z-BPPE is found then the

UPPE can be read off without much difficulty. On the other hand, if the full z-BPPE is

not wanted or if there is no analytic z-UPPE formula, then the projection procedure should

be followed. Secondly, we considered the electric field to be a function of x and y with

E = x̂E(x, y, z, t) but radial symmetry is often used such that E = x̂E(r, z, t). The scalar

z-UPPE is the same for the radially symmetric geometry with the two transverse Fourier

transforms over the xy-plane replaced with a Hankel transform over the radial coordinate.

2.1.3 Propagation of an elliptically polarized electric field in an isotropic ho-

mogeneous media

Again we assume an isotropic and homogeneous media such that the electric field for the

wave equation reduces to

∇2E− 1

c2
∂2t

∫ t

−∞
ϵ(t− τ)E(x, τ)dτ =

1

ϵ0c2
∂2t P̃NL. (2.1.48)

An elliptically polarized field will propagate with its field components coupled together

through the nonlinear response. Considering the longitudinal field to be much weaker than

the transverse field, we have the following system for Ex and Ey

∂z


Ex

∂zEx

Ey

∂zEy

 =


0 1 0 0

−k2z 0 0 0
0 0 0 1
0 0 −k2z 0




Ex

∂zEx

Ey

∂zEy

+


0

− ω2

ϵ0c2
P̃NL,x

0

− ω2

ϵ0c2
P̃NL,y

 . (2.1.49)

Diagonalizing the linear response matrix A and changing variable produces the characteristic

system

∂z


W1

W2

W3

W4

 =


ikz 0 0 0
0 ikz 0 0
0 0 −ikz 0
0 0 0 −ikz



W1

W2

W3

W4

+
iω2

2c2ϵ0kz


P̃NL,x

P̃NL,y

P̃NL,x

P̃NL,y

 , (2.1.50)
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where the eigenvector matrix and its inverse are given by

S =


1 0 −1 0
ikz 0 ikz 0
0 1 0 −1
0 ikz 0 ikz

 , S−1 =


1
2

− i
2kz

0 0

0 0 1
2

− i
2kz

−1
2

− i
2kz

0 0

0 0 −1
2

− i
2kz

 .

The forward projected elliptically polarized z-UPPE system is

∂zEx = ikzEx +
iω2

2ϵ0c2kz
PNL,x(Ex, Ey)−

ω

2ϵ0c2kz
JNL,x(Ex, Ey),

∂zEy = ikzEy +
iω2

2ϵ0c2kz
PNL,y(Ex, Ey)−

ω

2ϵ0c2kz
JNL,y(Ex, Ey), (2.1.51)

where an isotropic medium generates the instantaneous nonlinear Kerr responses [58]

PNL,x(Ex, Ey) = ϵ0χ
(3)(E2

x + E2
y)Ex,

PNL,y(Ex, Ey) = ϵ0χ
(3)(E2

x + E2
y)Ey. (2.1.52)

Despite evidence that the ionization response is vectorial in nature [68], numerical studies

on filamentation with vectorial coupling of the fields [69, 70] typically model the nonlinear

current density term with equations based on linearly polarized fields. We note that the

electric fields Ex and Ey are decoupled linearly while being coupled through the nonlinear

P̃NL,x, and P̃NL,y terms. In nonlinear fiber optics the nonlinear vectorial coupling of the

Ex and Ey fields is called nonlinear birefringence and can play an important role in pulse

propagation and fiber design [71].

2.1.4 TMϕ and TEϕ modes

Assume an isotropic and homogeneous media with sourced electromagnetic fields dependent

on radius r and propagation distance z but not on the angle. That is, let E = r̂Er(r, z) +

ϕ̂Eϕ(r, z)+ ẑEz(r, z) such that ∂ϕ → 0. Then Maxwell’s equations in cylindrical coordinates

can be separated into TEϕ and TMϕ sets. The TEϕ set is given by

∂zEr − ∂rEz = iωµ0Hϕ, (2.1.53)

∂zHϕ = iωϵ0ϵEr + iωP̃NL,r, (2.1.54)

1

r
∂r(rHϕ) = −iωϵ0ϵEz − iωP̃NL,z, (2.1.55)
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and the TMϕ set is given by

∂zHr − ∂rHz = −iωϵ0ϵEϕ − iωP̃NL,ϕ, (2.1.56)

∂zEϕ = −iωµ0Hr, (2.1.57)

1

r
∂r(rEϕ) = iωµ0Hz. (2.1.58)

The TEϕ equations are linearly dependent on the fields Er, Ez, and Hϕ with nonlinear

coupling to Eϕ, Hr, and Hz due to the P̃NL,r and P̃NL,z terms. The TMϕ equations linearly

depend on Eϕ, Hr, and Hz with coupling to Er, Ez, and Hϕ through the nonlinear P̃NL,ϕ

term.

For the TEϕ set of equations, assume P̃NL,z is sufficiently weak such that it can be

neglected. Then we find the second order equation for Eϕ

(∂2z + k2)Er +

[
1

r
∂r (r∂r)−

1

r2

]
Er = − ω2

ϵ0c2
P̃NL,r −

1

ϵ0ϵ

[
1

r
∂r (r∂r)−

1

r2

]
P̃NL,r.

A Hankel transform of first order yields the spectral system

(∂2z + k2 − k2r)Er = − 1

ϵ0ϵ

(
k2 − k2r

)
P̃NL,r. (2.1.59)

Let k2z = k2 − k2r , then the resulting system is

∂z

(
Er

∂zEr

)
=

(
0 1

−k2z 0

)(
Er

∂zEr

)
− k2z
ϵ0ϵ

(
0

P̃NL,r

)
. (2.1.60)

We note that the linear matrix A is the same as the case in section 2.1.2. Therefore, the

unidirectional equation for Er is

∂zEr = ikzEr +
ikz
2ϵ0ϵ

P̃NL,r(Er). (2.1.61)

The same procedure applied to Eϕ on the TMϕ set of equations yields the spectral equation

(∂2z + k2z)Eϕ = − ω2

ϵ0c2
P̃NL,ϕ, (2.1.62)

which has the unidirectional projection of

∂zEϕ = ikzEϕ +
iω2

2ϵ0c2kz
P̃NL,ϕ(Eϕ). (2.1.63)
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Figure 2.1: Comparison of Bessel functions of order zero and order one.

If both the TEϕ and TMϕ modes are sourced by an elliptically polarized laser pulse, then

the unidirectional equations are coupled through the nonlinearity and we have

∂zEr = ikzEr +
ikz
2ϵ0ϵ

P̃NL(Er, Eϕ),

∂zEϕ = ikzEϕ +
iω2

2ϵ0c2kz
P̃NL(Er, Eϕ). (2.1.64)

One consequence of unidirectional TEϕ and TMϕ modes, as opposed to the linearly polarized

mode from section 2.1.2, is that critical collapse is regularized near r = 0. This can be

attributed to the fact that the radial modes utilize Hankel transforms of order one rather

than order zero. In real space, the electric field component Eϕ is

Eϕ(r, t, z) =

∫ ∞

0

∫ ∞

0

Eϕ(kr, ω, z)e
−iωtJ1(krr)krdkr

dω

2π
+ c.c. (2.1.65)

which is a superposition of Bessel functions of the first order. On the other hand the real

space Ex mode is a superposition over Bessel functions of order zero

Ex(r, t, z) =

∫ ∞

0

∫ ∞

0

Ex(kr, ω, z)e
−iωtJ0(krr)krdkr

dω

2π
+ c.c. (2.1.66)

Even though Ex has a spectral mode equation that looks identical to the one for Eϕ, the

spectral coordinate kr corresponds to a different Hankel transform. The differences in the

Bessel functions of order zero and order one are shown in figure 2.1. It should be noted

that J1(0) = 0 whereas J0(0) = 1. Physically, the linearly polarized Ex mode assumes a

divergence free electric field but the TEϕ and TMϕ modes do not. In the absence of other

regularization mechanisms such as ionization, a critically collapsing laser pulse will generate

a large divergence in the electric field which in turn will arrest the collapse.
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2.1.5 Propagation of an elliptically polarized electric field in an anisotropic

homogeneous media

In this section we consider the full vector wave equation (2.1.3) for a pulse propagating in

an anisotropic media. While gases and liquids are isotropic, crystals generally can exhibit

anisotropic behavior. To convert the nonlinear wave equation into z-BPPE form, we first

transform the wave equation to spectral space using Fourier transforms

(∂2z − k2x − k2y)E− (ik⊥ + ẑ∂z)(ik⊥ · E+ ∂zEz) +
ω2

c2
¯̄ϵ · E = − ω2

ϵ0c2
P̃NL, (2.1.67)

with k⊥ = x̂kx + ŷky. Let V1 = Ex, V2 = ∂zEx, V3 = Ey, and V4 = ∂zEy, then the field

equation in the x̂ direction yields

∂zV2 =

(
k2y −

ω2

c2
ϵxx

)
V1 −

(
kxky +

ω2

c2
ϵxy

)
V3

− ω2

c2
ϵxzEz + ikx∂zEz −

ω2

ϵ0c2
P̃NL,x, (2.1.68)

and the field equation in the ŷ direction produces

∂zV4 = −
(
kykx +

ω2

c2
ϵyx

)
V1 +

(
k2x −

ω2

c2
ϵyy

)
V3

− ω2

c2
ϵyzEz + iky∂zEz −

ω2

ϵ0c2
P̃NL,y. (2.1.69)

The ẑ component of equation (2.1.3) gives an expression for Ez in terms of V1, V2, V3, V4,

and P̃NL,z

Ez =
1

k2zz

[
ikxV2 + ikyV4 −

ω2

c2
(ϵzxV1 + ϵzyV3)

]
− ω2

ϵ0c2k2zz
P̃NL,z, (2.1.70)

where

kzz =

√
ω2

c2
ϵzz − k2x − k2y.

Since P̃NL,z depends on Ez, the equality (2.1.70) is really an implicit expression for Ez. We

can also find an expression for ∂zEz either by taking the derivative of (2.1.70) or by using

the divergence condition ∇ · (ϵ0¯̄ϵ · E+ P̃NL) = 0. With the divergence condition, we have

∂zEz = − 1

ϵzz

[(
ikxϵxx + ikyϵyx −

ω2γzϵzx
c2kzz

)
V1 +

(
ikxϵxy + ikyϵyy −

ω2γzϵzy
c2kzz

)
V3

+

(
ϵzx +

ikxγz
kzz

)
V2 +

(
ϵzy +

ikyγz
kzz

)
V4

]
− 1

ϵ0ϵzz

[
ikxP̃NL,x + ikyP̃NL,y −

ω2γz
c2kzz

P̃NL,z + ∂zP̃NL,z

]
, (2.1.71)
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where

γz =
ikxϵxz + ikyϵyz

kzz
.

After substituting the expressions for Ez and ∂zEz into (2.1.68) and (2.1.69), we obtain the

following system for the fields V1, V2, V3, and V4

∂z


V1
V2
V3
V4

 =


0 1 0 0
α21 α22 α23 α24

0 0 0 1
α41 α42 α43 α44



V1
V2
V3
V4

+


0
β2
0
β4

 , (2.1.72)

with linear matrix coefficients α2j equal to

α21 = −
(
ω2

c2
ϵxx −

ϵxx
ϵzz

k2x − k2y

)
+
ω4ϵxzϵzx
c4k2zz

+
ϵyx
ϵzz

kxky +
ikxω

2γzϵzx
c2kzzϵzz

,

α22 = −ikx
(
ω2ϵxz
c2k2zz

+
ϵzx
ϵzz

)
+

k2xγz
ϵzzkzz

,

α23 =
ϵxy
ϵzz

(
k2x −

ω2

c2
ϵzz

)
+ kxky

(
ϵyy
ϵzz

− 1

)
+
ω4ϵxzϵzy
c4k2zz

+
ikxω

2γzϵzy
c2kzzϵzz

,

α24 = −ikx
ϵzy
ϵzz

− iky
ω2ϵxz
c2k2zz

+
kxkyγz
ϵzzkzz

,

linear matrix coefficients α4j equal to

α41 =
ϵyx
ϵzz

(
k2y −

ω2

c2
ϵzz

)
+ kxky

(
ϵxx
ϵzz

− 1

)
+
ω4ϵyzϵzx
c4k2zz

+
ikyω

2γzϵzx
c2kzzϵzz

,

α42 = −iky
ϵzx
ϵzz

− ikx
ω2ϵyz
c2k2zz

+
kxkyγz
ϵzzkzz

,

α43 = −
(
ω2

c2
ϵyy −

ϵyy
ϵzz
k2y − k2x

)
+
ω4ϵyzϵzy
c4k2zz

+
ϵxy
ϵzz

kxky +
ikyω

2γzϵzy
c2kzzϵzz

,

α44 = −iky
(
ω2ϵyz
c2k2zz

+
ϵzy
ϵzz

)
+

k2yγz

ϵzzkzz
,

and nonlinear coefficients

β2 = −
(
ω2

ϵ0c2
− k2x
ϵ0ϵzz

)
P̃NL,x +

kxky
ϵ0ϵzz

P̃NL,y

+
ω2

ϵ0ϵzzc2kzz

(
ikxγz +

ω2ϵxzϵzz
c2kzz

)
P̃NL,z +

ikx
ϵ0ϵzz

∂zP̃NL,z,

β4 = −
(
ω2

ϵ0c2
−

k2y
ϵ0ϵzz

)
P̃NL,y +

kxky
ϵ0ϵzz

P̃NL,x

+
ω2

ϵ0ϵzzc2kzz

(
ikyγz +

ω2ϵyzϵzz
c2kzz

)
P̃NL,z +

iky
ϵ0ϵzz

∂zP̃NL,z.
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The anisotropic nonlinear response is not considered here. The reader is referred to [59, 60]

for a discussion of nonlinear polarization models that take into account the polarization

impact of the Raman effect. For the anisotropic Kerr response we refer the reader to [58].

Anisotropic ionization is discussed in [72] and anisotropic plasma is modeled in [73].

For a biaxial crystal the relative permittivity tensor is given by

¯̄ϵ =

ϵxx 0 0
0 ϵyy 0
0 0 ϵzz

 ,

which simplifies the anisotropic z-BPPE equations to

∂z


V1
V2
V3
V4

 =


0 1 0 0
α21 0 α23 0
0 0 0 1
α41 0 α43 0



V1
V2
V3
V4

+


0
β2
0
β4

 , (2.1.73)

with linear matrix coefficients

α21 = −
(
ω2

c2
ϵxx −

ϵxx
ϵzz

k2x − k2y

)
,

α23 = kxky

(
ϵyy
ϵzz

− 1

)
,

α41 = kxky

(
ϵxx
ϵzz

− 1

)
,

α43 = −
(
ω2

c2
ϵyy −

ϵyy
ϵzz
k2y − k2x

)
,

and nonlinear coefficients

β2 = −
(
ω2

ϵ0c2
− k2x
ϵ0ϵzz

)
P̃NL,x +

kxky
ϵ0ϵzz

P̃NL,y +
ikx
ϵ0ϵzz

∂zP̃NL,z,

β4 = −
(
ω2

ϵ0c2
−

k2y
ϵ0ϵzz

)
P̃NL,y +

kxky
ϵ0ϵzz

P̃NL,x +
iky
ϵ0ϵzz

∂zP̃NL,z.

Another common anisotropic crystal configuration is the uniaxial arrangement. A uniaxial

crystal has a relative permittivity tensor given by

¯̄ϵ =

ϵo 0 0
0 ϵo 0
0 0 ϵe

 ,

where ϵo and ϵe correspond to the ordinary and extraordinary axes of the crystal, respectively.

We won’t write out the equations for this system since they are relatively similar to the biaxial

case.



47

For the case of an isotropic media, note that the linear matrix response reduces to the

same linear matrix derived in section 2.1.3 for elliptically polarized fields in an isotropic

homogeneous media. There are some differences in the nonlinear response that are attributed

to the fact that ∇·E was not assumed to be zero in the anisotropic derivation. Furthermore,

the longitudinal field is approximated by

Ez =
1

k2z
(ikxV2 + ikyV4)

which contributes to the nonlinear polarization response. For Ez to be comparable to the

transverse fields in magnitude we require that kx and/or ky be on the order of kz. We note

that V2 ≈ ikzV1 and V4 ≈ ikzV3 due to the weak nonlinearity requirement of unidirectional

travel. In particular let V2 = ikzV1 + δ1 and V4 = ikzV3 + δ2 where δ1 and δ2 are small

perturbation functions, then

∥Ez∥ ≤ ∥kxEx∥+ ∥kyEy∥
∥kz∥

+
∥kxδ1∥+ ∥kyδ2∥

∥k2z∥
.

In the paraxial limit, ∥kx∥ ≪ ∥kz∥ and ∥ky∥ ≪ ∥kz∥ imply

∥Ez∥ ≪ ∥Ex∥+ ∥Ey∥+
∥δ1∥+ ∥δ2∥

∥kz∥
,

such that the weak nonlinearity assumption of ∥δ1∥ ≪ ∥kzV1∥ and ∥δ2∥ ≪ ∥kzV3∥ yields

∥Ez∥ ≪ 2∥Ex∥+ 2∥Ey∥.

Therefore paraxiality implies a weak longitudinal field. On the other hand, in the non-

paraxial limit, kx and/or ky will become close to kz and the longitudinal field should be

accounted for [21, 52]. One should also question whether a unidirectional model should be

employed in this limit. In particular, the size of Ez relative to the transverse fields could be

used as an indicator of whether to employ a unidirectional or a bidirectional system. The

next section discusses how how a z-UPPE system could be coupled with a Maxwell solver.

2.1.6 Full (3+1)D z-UPPE and coupling to a time-propagated Maxwell system

One strength of full Maxwell solvers is that they can handle light scattering boundary con-

ditions whereas a unidirectional propagator cannot. On the other hand, a primary strength
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of unidirectional systems is that they can be propagated for long distances whereas Maxwell

solvers are severely limited by the wavelength of the laser source. In certain scenarios we

wish to model both long distance pulse travel and light scattering off an interface. For in-

stance, suppose we want to model the firing of a high-power laser at a target some tens of

meters away. In this subsection we discuss a dual z-UPPE/Maxwell solver that can be used

for these types of problems.

After transforming Maxwell’s equations (2.1.1) into frequency and transverse wavenumber

space

∂zH⊥ = ik⊥Hz + iϵ0ωϵ(ω)(ẑ× E⊥) + iω(ẑ× P̃NL),

∂zE⊥ = ik⊥Ez − iµ0ω(ẑ×H⊥),

Ez =
1

ϵ0ϵ(ω)ω
k⊥ · (ẑ×H⊥)−

i

ϵ0ϵ(ω)
ẑ · P̃NL,

Hz = − 1

µ0ω
k⊥ · (ẑ× E⊥) . (2.1.74)

The following relationships for the derivatives of the longitudinal fields are obtained from

the divergence condition ∇ · D̃ = 0,

∂zEz = −ik⊥ · E⊥ − 1

ϵ0ϵ(ω)

(
k⊥ · P̃NL + ∂zP̃NL,z

)
,

∂zHz = −ik⊥ ·H⊥.

This generates the Maxwell system

∂z


Ex

Ey

Ez

Hx

Hy

Hz

 =


0 0 ikx 0 iωµ0 0
0 0 iky −iωµ0 0 0

−ikx −iky 0 0 0 0
0 −iϵωϵ0 0 0 0 ikx

iϵωϵ0 0 0 0 0 iky
0 0 0 −ikx −iky 0




Ex

Ey

Ez

Hx

Hy

Hz

+



0
0
β3

−iωP̃NL,y

iωP̃NL,x

0

 , (2.1.75)

where

β3 = − 1

ϵϵ0

(
ikxP̃NL,x + ikyP̃NL,y + ∂zP̃NL,z

)
.

Diagonalizing the linear matrix A from equation (2.1.75) yields the eigenvalues

λi = {ikz, ikz,−ikz,−ikz, 0, 0} with

kz =

√
ω2ϵ(ω)

c2
− k2x − k2y.
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Setting k⊥ =
√
k2x + k2y and k(ω) = ω

c

√
ϵ(ω), the eigenvector matrix corresponding to the

forward propagating modes is given by

S+ =



1 −k⊥ky
k2

ky
kx

k⊥(k2−k2y)
k2kx

− k2⊥
kxkz

−k⊥kykz
k2kx

−ϵωkyϵ0
kxkz

−ϵωk⊥kzϵ0
k2kx

ϵωϵ0
kz

0

0 ϵωk⊥ϵ0
k2


,

with a corresponding pseudoinverse matrix of

S−1
+ =

 1
2 0 kx

2kz
− kxky

2ϵωkzϵ0

k2kz−k2ykz
2ϵωk2zϵ0

ky
2ϵωϵ0

− k2ky
2k⊥k2z

k2kx
2k⊥k2z

0 − k2kx
2ϵωk⊥kzϵ0

− k2ky
2ϵωk⊥kzϵ0

− k2k⊥
2ϵωk2zϵ0

.


The electric field components can be expressed in terms of the forward going modes as

Ex = W1 −
k⊥ky
k2

W2, (2.1.76)

Ey =
1

kx

(
kyW1 +

k2 − k2y
k2

k⊥W2

)
, (2.1.77)

Ez = −k⊥
kx

(
k⊥
kz
W1 +

kykz
k2

W2

)
. (2.1.78)

Expressions for the magnetic field in terms of the two forward propagating modes are given

by

Hx = −ϵ0ϵω
kzkx

(
kyW1 +

k2z
k2
k⊥W2

)
, (2.1.79)

Hy =
ϵ0ϵω

kz
W1, (2.1.80)

Hz =
ϵ0ϵωk⊥
k2

W2. (2.1.81)

Switching from the z-UPPE system to a Maxwell solver can be done by sourcing the time-

propagated Maxwell system with these electric and magnetic fields (Fourier transformed into

physical space). When to switch from the z-UPPE system to Maxwell is either predetermined

by a target distance or dynamically enforced by the relative strength of non-paraxial light.
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The mode equations for the t-UPPE system are

∂zW1 = ikzW1 +
ikz
2ϵ0ϵ

P̃NL,x −
kx

2ϵ0ϵkz
∂zP̃NL,z,

∂zW2 = ikzW2 +
iω2

2ϵ0c2kz

1

k⊥

(
kxP̃NL,x − kyP̃NL,y

)
, (2.1.82)

where an isotropic instantaneous nonlinear response has a nonlinear polarization evaluated

in physical space as

PNL,x = ϵ0χ
(3)(E2

x + E2
y + E2

z )Ex,

PNL,y = ϵ0χ
(3)(E2

x + E2
y + E2

z )Ey,

PNL,z = ϵ0χ
(3)(E2

x + E2
y + E2

z )Ez.

The expressions for PNL,x, PNL,y, and PNL,z, require that Ex, Ey, and Ez be calculated from

W1 andW2 in spectral space, transformed to physical space, then used in the above nonlinear

polarization formulas. The ∂zP̃NL,z term satisfies

∂zPNL,z = ϵ0χ
(3)

[
2(Ex∂zEx + Ey∂zEy + Ez∂zEz)Ez + (E2

x + E2
y + E2

z )∂zEz)

]
,

where we do not have explicit formulas for ∂zEx, ∂zEy, and ∂zEz. One approximation would

be to let ∂zEx = ikzEx, ∂zEy = ikzEy, and ∂zEz = ikzEz. Each of these would need to

be evaluated separately in spectral space then transformed into physical space. Noting that

P̃NL = PNL + (i/ω)JNL, expressions for JNL,x, JNL,y, and JNL,z are readily found from

the equations in (2.1.6). As for the ∂zJNL,z term, the ionization equations (2.1.6) are not

simply modified to account for the ∂z derivative. One option would be to assume that the

longitudinal field is sufficiently weak compared to the transverse fields and neglect ∂zJNL,z.

However, under this assumption the JNL,z term would also be be weak and should be dropped

for consistency. Furthermore, a weak longitudinal field means that PNL,z and ∂zPNL,z are

also weak and one should consider removing those terms as well.

Another way of handling the ∂zP̃NL,z term is to replace it with ikzP̃NL,z and then evaluate

the standard P̃NL,z response in physical space. This is a good approximation if the physical

space nonlinear polarization PNL,z and current density JNL,z can be written in the envelope

forms of

PNL,z = PNL,ze
(ikzz−iωt) + c.c. and JNL,z = JNL,ze

(ikzz−iωt) + c.c.
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with PNL,z and JNL,z slowly varying in the propagation direction z. If the electric field

is slowly evolving, then it is a reasonable assumption that the nonlinear polarization and

current density fields are also slowly evolving. The approximation ∂zP̃NL,z = ikzP̃NL,z yields

∂zW1 = ikzW1 +
i

2ϵ0ϵ

(
kzP̃NL,x − kxP̃NL,z

)
,

where ∥kzP̃NL,x∥ ≫ ∥kxP̃NL,z∥ implies that the ∂zP̃NL,z term can be dropped altogether.

With this approximation, the mode system reduces to

∂zW1 = ikzW1 +
ikz
2ϵ0ϵ

PNL,x −
kz

2ϵ0ϵω
JNL,x,

∂zW2 = ikzW2 +
iω2

2ϵ0c2kz

1

k⊥
(kxPNL,x − kyPNL,y)

− ω

2ϵ0c2kz

1

k⊥
(kxJNL,x − kyJNL,y) , (2.1.83)

which we designate as the full (3+1)D z-UPPE.

The unidirectional approximation PV = S+W+ = V gives equations (2.1.76) and

(2.1.77) for Ex and Ey in terms of the forward propagating modes W1 and W2. We can

also use these equations to solve for the modes in terms of the fields

W1 =

(
1−

k2y
k2

)
Ex +

kxky
k2

Ey, (2.1.84)

W2 =
1

k⊥
(kxEy − kyEx) . (2.1.85)

Note that Ex ̸= W1 and Ey ̸= W2, and so the forward propagating modes do not align with

the forward propagating fields as in previously discussed cases (see sections 2.1.2 and 2.1.3).

Also note that

k⊥ = x̂kx + ŷky = k⊥ (x̂ cos θ⊥ + ŷ cos θ⊥) ,

where θ⊥ is the angle between the transverse wavenumbers kx and ky. Using this result, W2

can be represented as

W2 = Ey cos θ⊥ − Ex sin θ⊥. (2.1.86)

In particular, if all of the fields are assumed to be radially symmetric then Ex = Ex(r, z, t)

and Ey = Ey(r, z, t) in physical space and Ex = Ex(k⊥, z, ω) and Ey = Ey(k⊥, z, ω) in
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spectral space. Averaging the two modes over the transverse wave angle θ⊥ yields

Wavg,1(k⊥, z, ω) =
1

2π

∫ 2π

0

[(
1− k2⊥

k2
cos2 θ⊥

)
Ex(k⊥, z, ω) +

k2⊥
k2

cos θ⊥ sin θ⊥Ey(k⊥, z, ω)

]
dθ⊥,

Wavg,2(k⊥, z, ω) =
1

2π

∫ 2π

0

[
− sin θ⊥Ex(k⊥, z, ω) + cos θ⊥Ey(k⊥, z, ω)

]
dθ⊥.

After integrations, Wavg,1 ∼ Ex and Wavg,2 = 0. Hence radial symmetry corresponds to

linearly polarized fields. Furthermore, the relative sizes of W1 and W2 can to some extent

be associated with how much radial symmetry the pulse waist exhibits.

There is one important issue which has yet to be addressed. Our eigenmodes are not

defined with kx = 0 and hence special equations are required in this case. That is, with

kx = 0 we have field equations

Ex =W2, Hx = −ωϵϵ0
kz

W1,

Ey =W1, Hy =
ωϵϵ0kz
k2

W2,

Ez = −ky
kz
W1, Hz = −ωϵϵ0ky

k2
W2,

where clearly W1 = Ey and W2 = Ex. The mode propagation equations for kx = 0 are given

by

∂zW1 = ikzW1 +
ikz
2ϵ0ϵ

P̃NL,y −
kxky
2ϵ0ϵkz

P̃NL,x,

∂zW2 = ikzW2 +
iω2

2ϵ0c2kz
P̃NL,x,

where we have dropped the ∂zP̃NL,z term. Because of the degeneracy of the eigenmodes

for kx = 0, one should take some care when applying a numerical scheme. In particular,

if coupling a z-UPPE equation to a z-BPPE solver is not the goal, then one should prefer

the z-UPPE methods discussed in sections 2.1.2, 2.1.3, and 2.1.4. For the unidirectionally

projected system, the numerical methods discussed in Chapter 4 are appropriate. The z-

BPPE system can be propagated using a shooting method [53]. Another possibility is to use

the z-UPPE propagated fields to source a time propagated Maxwell system.
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Figure 2.2: Idealized propagation of a pulse reflecting perfectly off of a boundary located at
z = zbc. (a) The t-BPPE correctly reflects the pulse back into MEDIUM A, whereas (b) the
z-BPPE reflects the pulse in time into MEDIUM B. The z-BPPE is treated (improperly) as
an initial value problem.

2.2 t-BPPE and t-UPPE projections

Time propagated bidirectional pulse propagation equations (BPPE’s) are preferable to z-

BPPE’s for a number of reasons. First, the t-BPPE system is equivalent to Maxwell’s

equations and hence the bidirectional system can be numerically propagated using existing

Maxwell time propagated algorithms which have been extensively developed and imple-

mented [54]. Second, a bidirectional system propagates waves in all directions and imple-

menting a numerical boundary condition to absorb outgoing waves will often be necessary;

these absorbing boundary condition algorithms have been well developed in physical-space

for Maxwell’s equations but are relatively unused in spectral space for BPPE systems. Third,

there are no “time boundaries”; that is, a pulse cannot hit a “time object” positioned at

a specific instant in time. On the other hand, one can certainly have an object positioned

somewhere along the spatial z-axis that can act as an obstacle for pulse propagation.

The importance of having a t-BPPE system propagate a pulse instead of a z-BPPE

system is that the t-BPPE is inherently an initial value problem (IVP) in the propagation

variable t while the z-BPPE is inherently a boundary value problem (BVP) in the propagation

variable z. Figure 2.2 treats both the t-BPPE and z-BPPE as IVP’s for the case of a pulse

which is perfectly reflected off of some surface. While a perfectly reflected pulse is an

idealized scenario, it nicely shows that the z-BPPE is invalid as an IVP. In both the t-
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BPPE and z-BPPE systems, forward propagating fields are sums of forward traveling plane

wave modes eikzz−iωt and backward moving fields are sums of backward traveling plane wave

modes eikzz+iωt. In particular, if a forward wave is perfectly reflected off of a boundary,

then all of the energy must switch to the backward wave modes. For the t-BPPE case this

occurs without issue but in the z-BPPE case the new wave is propagating backward in time

while moving forward in space. The diagram in Figure 2.2 shows this and the unphysical

propagation into medium B which is on the opposite side of the boundary from medium A.

Although perfect reflection is an idealized example, the same issues arise if any part of the

z-BPPE wave is reflected.

The correct way to propagate the z-BPPE is to know “apriori” the complete time history

of the pulse at an initial z = 0 and at the final distance z = zbc. Then a BVP method is used

to fill in the time history for the rest of the longitudinal z positions. The main issue with this

is that the complete time history at z = 0 is not known, only the initial pulse profile. The

initial pulse travels to z = zbc and reflects back to z = 0 and hence this reflected wave also

contributes to the time history at z = 0. One way to solve the BVP is to guess the initial

time history and apply a shooting method [53, 74]. The initial guess for the time history at

z = 0 is the starting condition for an IVP algorithm to propagate the fields to z = zbc which

then yields enough information to estimate a new initial time history. One hopes that the

new initial time history is better than the initial guess. The sequence of running an IVP and

then updating the initial time history is continued until the correct boundary conditions at

z = zbc are obtained.

The t-BPPE IVP should be able to solve the same nonlinear pulse propagation problem

as a z-BPPE BVP with significantly less computational resources. Each round of guess and

check in the BVP shooting method requires running an IVP whereas the t-BPPE only re-

quires running an IVP once. Also, there is no guarantee that the z-BPPE shooting iterations

will converge given the complicated nonlinear interactions of filaments and other extreme

nonlinear propagation phenomena. Furthermore, their needs to be a distinct boundary con-

dition at some final z = zbc to use in the BVP scheme. If this final time history is not known,

in addition to the initial time history not being known, then the shooting technique won’t

work. Despite the major disadvantages of z-BPPE’s as compared to t-BPPE’s, there is a
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serious dearth of information on both models, particularly on the numerical front, and hence

future research is warranted.

In this section, t-UPPE projections are examined in detail for various field configurations.

The t-UPPE was first derived by Kolesik in 2002 [1], but is utilized less frequently than z-

UPPE [2] equations. There are several reasons for this but one major advantage of the

z-UPPE is that it can model dispersive media in a much simpler way than the t-UPPE.

The frequency dependence of optical propagation media is often described with the index of

refraction as a function of frequency rather than wavenumber. That is, Sellmeier formulae

and other index of refraction models are written as n(ω) and not n(k). However, the t-

UPPE does have one advantage over the z-UPPE that was just discussed; the corresponding

bidirectional time-propagated system is preferable to a bidirectional z-propagated method.

In particular, t-UPPE’s can potentially be paired with their corresponding t-BPPE systems

or Maxwell’s equations to create long-range pulse propagation numerical codes capable of

switching between unidirectional and bidirectional propagation when necessary.

One important consideration to make is whether to couple a t-UPPE to its corresponding

t-BPPE system or directly to a Maxwell solver. Practically there is a big difference in that

the t-BPPE is often computed in the spectral domain where periodic boundary conditions

are assumed. For a standard unidirectionally traveling wavepacket this is not an issue but if a

boundary is reached then the spectral t-BPPE may no longer be valid. A Maxwell solver such

as the finite-difference time-domain (FDTD) method is better equipped to handle boundary

conditions than a spectral t-BPPE but has its own challenges. Coupling a t-UPPE to a

FDTD solver requires interpolation since the two methods exist on different numerical grids.

Furthermore, the FDTD requires a fine grid resolution to satisfy the CFL condition. These

issues are briefly discussed in section 2.2.3.

In the t-propagated case we start from Maxwell’s equations and then convert to the
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t-BPPE form. Maxwell’s equations in a non-magnetic medium are

∇× E = −µ0∂tH,

∇×H = ∂tD+ J,

∇ ·D = ρ,

∇ ·H = 0, (2.2.1)

where E andH are the electric and magnetic fields respectively,D and J are the displacement

and current density fields respectively, µ0 is the free space permeability, and ρ is the free

electron density. The electric displacement field can be written as

D = ϵ0ϵ∞E+P, (2.2.2)

with a free space permittivity ϵ0, a relative permittivity at infinite frequency of ϵ∞, and a

polarization field P. At the most general and accurate level P should be evaluated using

quantum mechanical models. However, under conditions far from medium resonances it is

often acceptable to write

P = PL +PNL, (2.2.3)

where P is expressed as the sum of a linear polarization PL and nonlinear polarization PNL

field. A similar assumption is made with the current density term

J = JL + JNL, (2.2.4)

where JL is the linear current density and JNL is the nonlinear current density. The linear

polarization contains linear Debye and linear Lorentz poles with

PL =

NDebye∑
i=1

P
(i)
Debye +

NLorentz∑
i=1

P
(i)
Lorentz, (2.2.5)

∂tP
(i)
Debye +

1

τi
P

(i)
Debye = ϵ0∆ϵiE, (2.2.6)

∂2tP
(i)
Lorentz + 2δi∂tP

(i)
Lorentz + ω2

iP
(i)
Lorentz = ϵ0∆ϵiω

2
iE. (2.2.7)

The change in relative permittivity due to the i’th Debye or Lorentz pole is given by ∆ϵi =

ϵs,i − ϵ∞ where ϵs,i is the static relative permittivity of the pole. The i’th Debye pole has a
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relaxation time of τi, while the i’th Lorentz pole has resonant frequency of ωi and a damping

coefficient of δi.

The nonlinear polarization term can be written as

PNL = ϵ0

∫ ∞

−∞
¯̄χ(3)(t− t1, t− t2, t− t3) · E(x, t1)E(x, t2)E(x, t3)dt1dt2dt3,

where ¯̄χ(3) is a susceptibility tensor describing the nonlinear response of the medium. Often

this response is separated further into an instantaneous Kerr component PKerr and a non-

instantaneous vibrational Raman component PRaman with

PNL = PKerr +PRaman. (2.2.8)

Further, assume that the nonlinear response is isotropic and that the nonlinear polarization

takes the form [19, 75, 76]

PNL = ϵ0χ
(3)

[
(1− α)|E|2 + α

∫ ∞

0

R(t− τ)|E(τ)|2dτ
]
E, (2.2.9)

where |E| is the magnitude of the electric field corresponding to the full vector Maxwell

system [22, 57], the Raman response function is given by R(t), α is the fraction of the

nonlinear response attributed to vibrational Raman, and χ(3) is the scalar (isotropic) third

order nonlinear susceptibility. To implement the Raman response, we define an auxiliary

variable S that satisfies

PRaman = αϵ0χ
(3)SE, (2.2.10)

∂2t S + 2δRaman∂tS + ω2
RamanS = ω2

RamanE
2. (2.2.11)

The Raman parameters are defined in terms of an optical phonon frequency 1/τ1 of band-

width 1/τ2 such that

ωRaman =

√
τ 21 + τ 22
τ 21 τ

2
2

, δRaman =
1

τ2
.

The linear current density is typically taken to be zero in optical filamentation settings.

However, if a conduction current is present, then we have JL = σcE. More often, we have a

nonlinear current density generated from ionization of the media. In particular, ionization
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generates a nonlinear plasma current density Jplas and an effective absorption current density

Jabs which are modeled in equations (2.1.6).

Re-arranging Maxwell’s system with time derivatives on the left-hand side, we obtain

∂tD = ∇×H− JL − JNL (2.2.12)

∂tH = − c2

ϵ∞
[∇×D−∇×PL −∇×PNL] . (2.2.13)

In order to obtain a system of first order equations we need to substitute in for JL, JNL, PL,

and PNL. The JL and JNL substitutions are straightforward but the PL and PNL equations

require several additional auxiliary variables because of second order differential equations

[22]. In particular, we define J
(i)
Lorentz = ∂tP

(i)
Lorentz such that the linear variable equations are

∂tD = ∇×H− σcE− Jplas − Jabs,

∂tH = − c2

ϵ∞

[
∇×D−∇×

NDebye∑
i=1

P
(i)
Debye +

NLorentz∑
i=1

P
(i)
Lorentz

)

−∇×PKerr −∇×PRaman

]
,

∂tP
(i)
Debye = − 1

τi
P

(i)
Debye + ϵ0∆ϵiE,

∂tP
(i)
Lorentz = J

(i)
Lorentz,

∂tJ
(i)
Lorentz = −2δiJ

(i)
Lorentz − ω2

iP
(i)
Lorentz + ϵ0∆ϵiω

2
iE, (2.2.14)

and we define K = ∂tS such that the nonlinear variables and fields satisfy

∂tJplas =
e2

me

ρE− 1

τc
Jplas,

∂tρ =W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS + ω2

RamanE
2. (2.2.15)

There are several places where the electric field E shows itself after substitutions. The

obvious solution is to replace E with

E =
1

ϵ0ϵ∞
[D−PL −PNL] , (2.2.16)
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but this is complicated by the fact that PL and PNL depend on the electric field itself. In

finite-difference time-domain (FDTD) codes this problem is addressed by using an approx-

imate Newton iteration method [19]. We could try using a similar root-finding algorithm

here but a fixed point iteration scheme may be simpler. That is, define the function f(E) by

f(E) =
1

ϵ0ϵ∞
[D−PL(E)−PNL(E)] , (2.2.17)

then if the iterations Em+1 = f(Em) for m = 0, 1, 2, . . . converge to a vector E, we have

E = f(E). This procedure is problematic since there is no explicit expression for PL but

rather it is defined in terms of differential equations. By definition PNL is weak compared

to D − PL and so a good first approximation to E is obtained by setting PNL = 0. After

substituting

E0 =
1

ϵ0ϵ∞
[D−PL]

into the fixed point scheme, we have

E1 =
1

ϵ0ϵ∞
[D−PL(E0)−PNL(E0)] . (2.2.18)

Further iterations can yield better estimates for E but evidence suggests that the extra

iterations may not be necessary [77]. After substitutions, the linear part of the system is

given by

∂tD = ∇×H− σc
ϵ0ϵ∞

[D−PL −PNL(E0)]− Jplas − Jabs(E1),

∂tH = − c2

ϵ∞

[
∇×D−∇×PL −∇×PNL(E0)

]
,

∂tP
(i)
Debye = − 1

τi
P

(i)
Debye +

∆ϵi
ϵ∞

(D−PL) ,

∂tP
(i)
Lorentz = J

(i)
Lorentz,

∂tJ
(i)
Lorentz = −2δiJ

(i)
Lorentz − ω2

iP
(i)
Lorentz +

∆ϵiω
2
i

ϵ∞
(D−PL) , (2.2.19)

while the nonlinear ODE’s are

∂tJplas =
e2ρ

ϵ0ϵ∞me

[D−PL −PNL(E0)]−
1

τc
Jplas,

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
|D−PL|2. (2.2.20)
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The intensity is computed as the time-average of |E|2. That is, let < · > be the time average

operation, then we have

I =
ϵ0n0c

2
< |E|2 >,

where n0 is the background index of refraction, c is the speed of light, and the electric field

can be approximated by the first fixed-point estimate E1.

As was the case for the z-BPPE system, we first transform equations (2.2.19) into spectral

space such that derivatives turn into multiplications. For Cartesian coordinates let x =

(x, y, z) and k = (kx, ky, kz), then Fourier transforming ∇ ×V from the spatial domain to

the spectral domain yields the derivative-multiplication correspondence ∇× (·) ⇔ ik× (·).

Once in spectral space, we have a system of the form

∂tVL = AVL +N (V),

∂tVNL = R(V). (2.2.21)

where VL contains the linear field variables, VNL contains the nonlinear response variables,

and V contains all propagated quantities. In particular, the linear field variables include D,

H, P
(i)
Debye, P

(i)
Lorentz, and J

(i)
Lorentz while the nonlinear fields and variables include Jplas, ρ, S,

and K. We also require the nonlinear response to be much weaker than the linear response

such that ||N (V)|| ≪ ||AVL||. Following the procedure in 2.1.1, unidirectional projections

of the t-BPPE system are obtained by diagonalizing A and partitioning the eigenmodes into

forward propagating and backward-propagating/non-propagating sets. A projection matrix

P is then constructed to project onto the subspace spanned by the forward propagating

modes.

Propagation of an electric field in free space generates field components Ex, Ey, and Ez

which are dependent on the spatial coordinate (x, y, z) and time. However, if propagation

occurs in a confined media such as a waveguide then the field configurations (modes) will be

limited by the geometry [40, 78–80]. The laser source itself can excite certain modes by de-

sign, for say a linearly polarized or circularly polarized beam [70, 81, 82]. Furthermore, even

the unidirectionality of pulse propagation favors certain modes, say forward or backward [2].

The simplest field configuration would be a transverse electromagnetic (TEM) mode. For

instance, a z-directed, x-polarized TEM wave satisfies D = x̂D(z), H = ŷH(z), P = x̂P (z),



61

and J = x̂J(z). Another useful geometry would be the infinite slab waveguide which gener-

ates transverse electric (TE) and transverse magnetic (TM) modes. A complete treatment

of special geometries and field configurations can be found in the following electromagnetic

texts [51, 54, 67].

2.2.1 General t-propagated unidirectional projection theory

The t-propagated BPPE and UPPE theory is similar to the z-propagated theory from section

2.1.1 and hence this will be a brief section talking about some of the differences rather than

repeating the analysis. The first thing to note is that the t-propagated nonlinear ODE

equations are explicitly separated from the linear part of the PDE system. This is due to

the fact that the nonlinearity is assumed to be weak compared to the linear response and

hence the eigenvalues in A largely determine the characteristics of the entire system.

Another observation of the t-propagated system is that eigenvalues of A with negative

imaginary parts are associated with forward propagation whereas in the z-propagated case

the opposite was true. That is, suppose that A is diagonalized with an eigenvector matrix

S ∈ Cn×n and an eigenvalue matrix Λ ∈ Cn×n. If an eigenvalue λj satisfies Im{λj} < 0, then

λj ∈ Q+ and we associate it with a forward propagating wave. Likewise, when Im{λj} ≥ 0,

the wave is either backward propagating or non-propagating with λj ∈ Q−. The set of all

eigenvalues, given by Q = Q+ ∪ Q−, are distributed along the diagonal of the eigenvector

matrix Λ.

The t-BPPE form is reached by transforming to the characteristic variable W = S−1VL.

With this change of variable, the system in (2.2.21) is given by

∂tW = ΛW + S−1N (SW,VNL),

∂tVNL = R(SW,VNL) (2.2.22)

with W ∈ Cn. We will call this the t-BPPE representation of Maxwell’s equations. After

linearizing the system in equation (2.2.22), we simply have ∂tW = ΛW and hence

Wj(z, t) =
1

2π

∫ ∞

−∞
eikzz+λ(kz)tWj(kz, t0 = 0)dkz,
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where t0 = 0 is the initial time and Wj is the jth mode. Transforming from the mode

representation of the field back into native form, we have V = SW and find the mth

component of the linearized system

Vm(z, t) =
n∑

j=1

Smj

∫ ∞

0

eikzz+λ(kz)tWj(kz, t0 = 0)
dkz
2π

+ c.c. (2.2.23)

Having a real valued V enables us to write Vm as a superposition of plane wave modes

integrated over positive frequencies plus the complex conjugate (c.c.) of the result. From

equation (2.2.23), it is easy to see that the eigenvalue sets Q+ and Q− correspond to waves

propagating in opposite directions. We also note that if Smj = 0 for all λj ∈ Q−, then V(z, t)

is a superposition of waves propagating in the same direction and hence is a unidirectional

wave.

2.2.2 TEM system

Here we consider a z-directed, x-polarized transverse electromagnetic BPPE system. For

this field configuration D = x̂D(z), Dy = 0, Dz = 0, and we can neglect field derivatives in

the x̂ and ŷ directions. The other fields can be written as E = x̂E(z), H = ŷH, P = x̂P ,

and J = x̂J . For this configuration we require the electric field to satisfy E = x̂E(z). The

linear variable PDE’s of the system are

∂tD = −ikzH − σc
ϵ0ϵ∞

[D − PL − PNL(E0)]− Jplas − Jabs(E1),

∂tH = −ikzc
2

ϵ∞
(D − PL − PNL(E0)) ,

∂tP
(i)
Debye = − 1

τi
P

(i)
Debye +

∆ϵi
ϵ∞

(D − PL) ,

∂tP
(i)
Lorentz = J

(i)
Lorentz,

∂tJ
(i)
Lorentz = −2δiJ

(i)
Lorentz − ω2

i P
(i)
Lorentz +

∆ϵiω
2
i

ϵ∞
(D − PL) , (2.2.24)
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with nonlinear ODE’s satisfying

∂tJplas =
e2ρ

ϵ0ϵ∞me

[D − PL − PNL(E0)]−
1

τc
Jplas,

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
(D − PL)

2 . (2.2.25)

The media response conditions are

PL =

NDebye∑
i=1

P
(i)
Debye +

NLorentz∑
i=1

P
(i)
Lorentz,

PNL = (1− α)ϵ0χ
(3)E3 + αϵ0χ

(3)ES. (2.2.26)

To properly account for dispersion, most optical media would require at least three Lorentz

poles to model a Sellmeier formula. Under these circumstances, the linear system is too large

to project onto analytically and we would need to revert to a numerical procedure which is

outlined in section 2.1.1. On the other hand, we can perform some analysis for dispersionless

media and media with one Lorentz pole. Therefore, each of these cases will be examined

separately.

For a dispersionless system with no conduction losses, the standard form of

∂tVL = AVL +N (V),

satisfies

A =

(
0 −ikz

− ikzc2

ϵ∞
0

)
, VL =

(
D
H

)
, N (V) =

(
−Jplas − Jabs

ikzc2

ϵ∞
PNL

)
. (2.2.27)

Diagonalizing the linear system yields A = SΛS−1 with an eigenvector matrix S and eigen-

value matrix Λ given by

S =

(
1 1
c
nb

− c
nb

)
, Λ =

(
−iω 0
0 iω

)
. (2.2.28)

The index of refraction satisfies nb =
√
ϵ∞ and the frequency satisfies ω = ckz/nb. Only the

−iω eigenvalue corresponds to forward going wave travel and hence the following matrices

are used in propagating the unidirectional system

S+ =

(
1
c
nb

)
, S−1

+ =
1

2c

(
c nb

)
, P =

1

2nbc

(
nbc n2

b

c2 nbc

)
, (2.2.29)
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where P projects onto the forward propagating eigenspace. The forward going mode equation

satisfies

∂tW+ = −iωW+ + iωPNL − 1

2
JNL, (2.2.30)

with both JNL and PNL as functions of E and hence D. The unidirectional approximation

PV = V yields

PV = S+W+ =

( cD+nbH
2c

nbH+cD
2nb

)
=

(
D
H

)
, (2.2.31)

and hence H = (c/nb)D and W+ = D. Therefore, a scalar t-UPPE equation for a TEM field

configuration in a dispersionless media is simply

∂tD = −iωD + iωPNL − 1

2
JNL, (2.2.32)

where the electric field used in the nonlinear response is estimated by

E =
1

ϵ0ϵ∞
D.

In terms of the linearized system, the field D satisfies

∂tD = −iω(kz)D,

which is equivalent to (
∂t +

c

nb

∂z

)
D = 0

in physical space. Any function of the form f(t − z/vg) satisfies the linear equation for D

with a group velocity of vg = c/nb. In particular, if E takes on some optical pulse form at

t = 0, then D has that same form. The linear system will simply advect this pulse shape to

the right as time passes. When nonlinearity comes into play the pulse shape will be modified

but this effect is weak compared to the advection.

For the case of negligible conductive currents and one Lorentz pole, we put the TEM
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system into the form

∂t


D
H
PL

JL

 =


0 −ikz 0 0

− ikzc2

ϵ∞
0 ikzc2

ϵ∞
0

0 0 0 1
∆ϵLω

2
L

ϵ∞
0 −ω2

L

(
1 + ∆ϵL

ϵ∞

)
−2δL



D
H
PL

JL

+


−Jplas − Jabs
ikzc2

ϵ∞
PNL(E0)

0
0

 ,

∂tJplas =
e2ρ

ϵ0ϵ∞me

[D − PL − PNL(E0)]−
1

τc
Jplas,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
(D − PL)

2 ,

E0 =
1

ϵ0ϵ∞
(D − PL) . (2.2.33)

Projecting onto the forward propagating linear modes can be handled analytically due to the

single Lorentz pole. The primary issue is that the resulting eigenvalues and unidirectional

equations are relatively complicated and hence it is advisable to handle this case numerically

even if it is not necessary to do so. The characteristic polynomial for the matrix A is given

by

p(λ) =
n2
b (ω

2
b + λ2) (λ2 + 2λδL + ω2

L) + λ2ω2
L∆ϵL

n2
b

(2.2.34)

where nb and ωb = ck/nb correspond to the dispersionless index of refraction and character-

istic frequency, respectively. With a lossless Lorentz pole δL = 0, eigenvalues of λ = ±iω1,

and λ = ±iω2 are generated. The two characteristic frequencies are

ω1 =

√√√√√ω2
b + ω2

L

2
+

∆ϵLω2
L

2n2
b

+

√(
ω2
b + ω2

L +
∆ϵLω

2
L

n2
b

)2
− 4ω2

bω
2
L

2
,

ω2 =

√√√√√ω2
b + ω2

L

2
+

∆ϵLω2
L

2n2
b

−

√(
ω2
b + ω2

L +
∆ϵLω

2
L

n2
b

)2
− 4ω2

bω
2
L

2
.

Goorjian et al. [20] have done a numerical study on the TEM mode where they have analyzed

a femtosecond optical soliton using one Lorentz pole. The parameters used in the study were

given by ϵ∞ = 2.25, ∆ϵL = 3.0, ωL = 4.0 × 1014 rad/s, with a carrier wavelength of 2.19

µm. The wavenumber corresponding to the carrier frequency of ω0 = 8.61 × 1014 rad/s

is k0 = 4.31 × 106. In t-UPPE simulations, the numerical grid for kz should consist of
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wavenumbers on and around k0 with a bandwidth determined by the specific problem. With

these parameters, the characteristic frequencies for k0 are computed as ω1(k0) = 9.98× 1014

rad/s and ω2(k0) = 3.45 × 1014 rad/s. Its important to note that ωb is a function of k and

hence so are ω1 and ω2. Therefore, different spectral components of an electromagnetic field

will feel different characteristic frequencies.

2.2.3 TMz and TEz modes

Consider a slab waveguide, infinite in the ŷ and ẑ directions. Assuming a field is generated

propagating in the direction of z, then ∂y → 0 and TM z and TEz modes can be excited

independent of each other. The TEz mode system has D = ŷDy, H = x̂Hx + ẑHz, and

P = ŷPy. For a dispersionless media, Py = 0 and explicit equations for the unidirectionally

projected system are obtained. The linear variable vector takes the form of

VL = (Dy, Hx, Hz),

with a corresponding linear response matrix

A =

 0 ikz −ikx
ikzc2

ϵ∞
0 0

− ikxc2

ϵ∞
0 0

 ,

and nonlinear response

N (V) = (−Jplas,y − Jabs,y,−
ikzc

2

ϵ∞
PNL,y,

ikxc
2

ϵ∞
PNL,y).

Diagonalizing into BPPE form yields the eigenvalues λi = {−iω, iω, 0} with ω = (ck)/nb,

k =
√
k2x + k2z , and nb =

√
ϵ∞. The forward wave eigenvector matrix and pseudoinverse are

S+ =
1

k2

 k2

−ωkz
ωkx

 , S−1
+ =

1

2ω

(
ω −kz kx

)
,

with the projection matrix

P =
1

2k2

 k2 −kzk2/ω kxk
2/ω

−ωkz k2z −kxkz
ωkx −kxkz k2x

 .
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Utilizing the projection method, we obtain the unidirectional TEz mode equation

∂tW = −iωW +
iω

2
PNL,y −

1

2
JNL,y, (2.2.35)

where

Dy = W, Hx = −(ωkz/k
2)W, and Hz = (ωkx/k

2)W.

This mode equation is propagated with the nonlinear ODE’s

∂tJplas,y =
e2ρ

ϵ0ϵ∞me

Dy −
1

τc
Jplas,y,

∂tρ =W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
D2

y.

It should be emphasized that the fields in the nonlinear ODE’s are expressed in physical

space, whereas the fields in the mode equation are expressed in spectral space. Also in

physical space, the nonlinear polarization response is given by

PNL,y = ϵ0χ
(3)
[
(1− α)E3

y + αSEy

]
,

with the electric field approximated by

Ey =
1

ϵ0ϵ∞
(Dy − PL,y).

The nonlinear current density is simply JNL,y = Jplas,y + Jabs,y. To include dispersion effects

we need to modify the linear matrix A to incorporate Lorentz linear polarization poles. In

particular, with one pole PL = ŷPL,y, JL = ŷJL,y and ∂tPL,y = JL,y. The modified linear

variable vector is

VL = (Dy, Hx, Hz, PL,y, JL,y),

with the corresponding linear matrix

A =


0 ikz −ikx 0 0

ikzc2

ϵ∞
0 0 − ikzc2

ϵ∞
0

− ikxc2

ϵ∞
0 0 ikxc2

ϵ∞
0

0 0 0 0 1
∆ϵLω

2
L

ϵ∞
0 0 −ω2

L

(
1 + ∆ϵL

ϵ∞

)
−2δL

 ,
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and a nonlinear response satisfying

N (V) = (−Jplas,y − Jabs,y,−
ikzc

2

ϵ∞
PNL,y,

ikxc
2

ϵ∞
PNL,y, 0, 0).

The nonlinear ODE system is also adjusted to include the linear polarization field. That is,

PL,y shows up in the Jplas,y and K equations with

∂tJplas,y =
e2ρ

ϵ0ϵ∞me

[Dy − PL,y − PNL,y]−
1

τc
Jplas,y,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
(Dy − PL,y)

2 .

The characteristic polynomial for the matrix A is given by

p(λ) = −λ (n
2
b (ω

2
b + λ2) (λ2 + 2λδL + ω2

L) + λ2ω2
L∆ϵL)

n2
b

(2.2.36)

where nb =
√
ϵ∞ and ωb = ck/nb correspond to the dispersionless index of refraction and

characteristic frequency, respectively. With a lossless Lorentz pole δL = 0, eigenvalues of

λ = ±iω1, λ = ±iω2, and λ = 0 are generated. The two non-zero characteristic frequencies

are

ω1 =

√√√√
ω2
b + ω2

L +
ϵLω2

L +
√

(n2
b (ω

2
b + ω2

L) + ϵLω2
L)

2 − 4n4
bω

2
bω

2
L

2n2
b

, (2.2.37)

ω2 =

√√√√
ω2
b + ω2

L +
ϵLω2

L −
√
(n2

b (ω
2
b + ω2

L) + ϵLω2
L)

2 − 4n4
bω

2
bω

2
L

2n2
b

, (2.2.38)

and hence the forward going eigenspace can be projected onto analytically. However, it

should be emphasized that the analytic unidirectional formulas are such a mess that we

do not record them here and recommend the use of a numerical procedure to handle the

diagonalization and unidirectional projection.

The TM z mode system has D = x̂Dx+ ẑDz, H = ŷHy, and P = x̂Px+ ẑPz. For the case

of a dispersionless media we can find an analytic solution to the unidirectionally projected

system. The linear variable vector takes the form of

VL = (Dx, Dz, Hy),
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with a corresponding linear response matrix

A =

 0 0 −ikz
0 0 ikx

− ikzc2

ϵ∞
ikxc2

ϵ∞
0

 .

This generates the eigenvalues λi = {−iω, iω, 0} with ω = (ck)/nb, k =
√
k2x + k2z , and

nb =
√
ϵ∞. A forward eigenvector matrix and pseudoinverse are given by

S+ =
1

kz

 kz
−kx
ω

 , S−1
+ =

kz
2k2

(
kz −kx k2/ω

)
,

which generate the projection matrix

P =
1

2k2

 k2z −kxkz kzk
2/ω

−kxkz k2x −kxk2/ω
ωkz −ωkx k2

 .

The forward going mode equation satisfies

∂tW = −iωW +
ikzω

2k2
(kzPNL,x − kxPNL,z)

− kz
2k2

(kzJNL,x − kxJNL,z) , (2.2.39)

with

Dx = W, Dz = −(kx/kz)W, and Hy = (ω/kz)W.

This mode equation is propagated with the nonlinear ODE system

∂tJplas,x =
e2ρ

ϵ0ϵ∞me

[Dx − PNL,x]−
1

τc
Jplas,x,

∂tJplas,z =
e2ρ

ϵ0ϵ∞me

[Dz − PNL,z]−
1

τc
Jplas,z,

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞
(D2

x +D2
z),

The nonlinear polarization terms are

PNL,x = ϵ0χ
(3)
[
(1− α)(E2

x + E2
z )Ex + αSEx

]
,

PNL,z = ϵ0χ
(3)
[
(1− α)(E2

x + E2
z )Ez + αSEz

]
,
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with the electric fields approximated by

Ex =
1

ϵ0ϵ∞
Dx, and Ez =

1

ϵ0ϵ∞
Dz.

With a negligible conductive current and one Lorentz pole, the generated t-BPPE system

is

∂tVL = AVL +N (V),

∂tVNL = R(V),

VL = (Dx, Dz, Hy, PL,x, JL,x, PL,z, JL,z),

VNL = (Jplas,x, Jplas,z, S,K, ρ),

with a linear matrix

A =



0 0 −ikz 0 0 0 0
0 0 ikx 0 0 0 0

− ikzc2

ϵ∞
ikxc2

ϵ∞
0 ikzc2

ϵ∞
0 − ikxc2

ϵ∞
0

0 0 0 0 1 0 0
∆ϵLω

2
L

ϵ∞
0 0 −ω2

L

(
1 + ∆ϵL

ϵ∞

)
−2δL 0 0

0 0 0 0 0 0 1

0
∆ϵLω

2
L

ϵ∞
0 0 0 −ω2

L

(
1 + ∆ϵL

ϵ∞

)
−2δL


,

nonlinear response

N (V) = (−Jplas,x − Jabs,x,−Jplas,z − Jabs,z,
ikzc

2

ϵ∞
PNL,x −

ikxc
2

ϵ∞
PNL,z, 0, 0, 0, 0),

and nonlinear ODE equations

∂tρ =W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,

∂tJplas,x =
e2ρ

ϵ0ϵ∞me

[Dx − PL,x − PNL,x]−
1

τc
Jplas,x,

∂tJplas,z =
e2ρ

ϵ0ϵ∞me

[Dz − PL,z − PNL,z]−
1

τc
Jplas,z,

∂tS = K,

∂tK = −2δRamanK − ω2
RamanS +

ω2
Raman

ϵ0ϵ∞

[
(Dx − PL,x)

2 + (Dz − PL,z)
2] .

The nonlinear polarization terms are

PNL,x = ϵ0χ
(3)
[
(1− α)(E2

x + E2
z )Ex + αSEx

]
,

PNL,z = ϵ0χ
(3)
[
(1− α)(E2

x + E2
z )Ex + αSEz

]
,
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with the electric fields approximated by

Ex =
1

ϵ0ϵ∞
(Dx − PL,x),

Ez =
1

ϵ0ϵ∞
(Dz − PL,z).

The TM z mode has been utilized by Ziolkowski to show the impact of longitudinal fields

on self-focusing [21]. In this study, plasma and dispersion were neglected and a full FDTD

solver implemented the system numerically. It was demonstrated that a large amount of

power transferred to the longitudinal field direction at the focus before collapse was arrested.

Due to limitations on FDTD numerical solvers collapse was only considered a few microns

downstream whereas a typical laser beam can propagate for meters in air. Projecting onto

the unidirectional subspace would significantly reduce the band of wavenumbers that must

be resolved and enable long range propagation.

One major obstacle to unifying a bidirectional FDTD numerical implementation with a

spectral UPPE solver is determining how to interface numerical grids. The spectral grids

utilized in the UPPE propagator need to be converted to a staggered Yee scheme grid for the

FDTD (and vice versa). The TM z and TEz modes have field components that are dependent

on the spatial coordinates x and z which are discretized on uniform grids for both the spectral

ETD and staggered Yee FDTD scheme. However, the electric and magnetic fields generated

by the unidirectional ETD propagator are defined on the same spatial stencil, whereas the

electric and magnetic fields utilized in a Maxwell FDTD integrator are defined on different

spatial stencils. A diagram of this discrepancy is illustrated in Figure 2.3 and potential ways

to handle the interfacing are discussed in the remainder of the section.

One possible way to transfer fields from a UPPE grid to a staggered FDTD grid would

be to simply use every other grid point. That is, if there are Nx x-coordinate points

x1, · · · , xNx with a uniform interval size of ∆x, then one could take the electric field values

at x1, x3, · · · , xNx and the magnetic field values at x2, x4, · · · , xNx−1. However, the FDTD

numerical implementation requires more points than a spectral UPPE implementation and

therefore reducing the resolution is probably not feasible. One way to accurately interpolate,

utilizing the Fourier grids, would be to take the spectrum of the UPPE fields, increase the

number of spectral points by some factor of two by padding the spectrum with zeros, then
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Figure 2.3: Illustration of the differences in grid positions and spacings for the FDTD Maxwell numerical
discretization versus the UPPE spectral discretization. (a) Staggered spatial grid stencils for the FDTD TEz

and TMz modes. (b) Uniformly spaced spectral grids for the corresponding UPPE numerical implementation.
Note that the µ component of the electric field represents y for the TEz mode and either x or z for the TMz

mode. The magnetic H fields can be computed from the E fields generated from the UPPE numerical
implementation and hence should be considered on the same stencil.

taking the inverse Fourier transform. Other interpolation methods could also be attempted

but the accuracy of the interpolation should be considered carefully for stability reasons.

The resolution needed by the FDTD grids is at least 30 points per wavelength in the

longitudinal spatial dimension, z, but also in the transverse spatial dimension, x. Due to

the spectral nature of the UPPE only a few points per wavelength are necessary in z for

unidirectional grids. Furthermore, unidirectionality means that light scattering into the

transverse domain is weak and hence the grids can generally be considered much coarser

than in the longitudinal direction. On the other hand, a large amount of light scattering

into the transverse direction might determine the switch from a unidirectional solver to a

FDTD solver and hence the FDTD grids need to be resolved well enough to handle this.

In all, the FDTD needs more longitudinal points and significantly more transverse points

than the corresponding UPPE algorithm. Because of this, a good deal of thought and effort

should be put into designing an effective interpolation algorithm.

The TM z and TEz t-propagated UPPE’s generate fields defined over the entire (x, z)

plane. These fields should be put into the FDTD solver as if the FDTD had propagated

them all along rather than treating them as sources to Maxwell’s equations at the boundary
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of the grid.

2.2.4 Isotropic, homogeneous, non-dispersive, free space propagation

In this section the full (3+1)D maxwell system will be considered in Cartesian coordinates.

To simplify things, assume propagation in a non-dispersive, isotropic, and homogeneous

media. The field representation of the t-BPPE has a linear matrix

A =



0 0 0 0 −ikz iky
0 0 0 ikz 0 −ikx
0 0 0 −iky ikx 0

0 ic2kz
ϵ∞

− ic2ky
ϵ∞

0 0 0

− ic2kz
ϵ∞

0 ic2kx
ϵ∞

0 0 0
ic2ky
ϵ∞

− ic2kx
ϵ∞

0 0 0 0


, (2.2.40)

where the field vector is V = (Dx, Dy, Dz, Hx, Hy, Hz). The nonlinear response is given by

N (V) =



−JNL,x

−JNL,y

−JNL,z
ic2ky
ϵ∞

PNL,z − ic2kz
ϵ∞

PNL,y

ic2kz
ϵ∞

PNL,x − ic2kx
ϵ∞

PNL,z

ic2kx
ϵ∞

PNL,y − ic2ky
ϵ∞

PNL,x


. (2.2.41)

Diagonalization gives the eigenvalues λi = {−iω,−iω, iω, iω, 0, 0} and a dispersion relation-

ship

ω(k) =
ck

nb

, (2.2.42)

with wavenumbers

k =
√
k2⊥ + k2z , and k⊥ =

√
k2x + k2y,

respectively. This diagonalization procedure is implemented symbolically using Mathematica

as illustrated in Appendix B. The forward propagating eigenmode matrix corresponding to
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the −iω eigenvalues is

S+ =



k2z
k2

k⊥ky
k2

kyk
2
z

k2kx
−k⊥(k2x+k2z)

k2kx

−k2⊥kz
k2kx

k⊥kykz
k2kx

−ωkykz
k2kx

ωk⊥kz
k2kx

ωkz
k2 0

0 −ωk⊥
k2


,

which has the pseudoinverse

S−1
+ =

 1
2 0 − kx

2kz
− kxky

2ωkz

k2x+k2z
2ωkz

− ky
2ω

ky
2k⊥

− kx
2k⊥

0 kxkz
2ωk⊥

kykz
2ωk⊥

−k⊥
2ω

 .

This generates the the forward propagating t-UPPE mode system of

∂tW1 = −iωW1 +
iω

2
PNL,x −

1

2
JNL,x −

kx
2kz

(iωPNL,z − JNL,z) , (2.2.43)

∂tW2 = −iωW2 +
iω

2k⊥
(kyPNL,x − kxPNL,y)−

1

2k⊥
(kyJNL,x − kxJNL,y) . (2.2.44)

The electric displacement and magnetic fields can be written in terms of the forward going

modes as

Dx =
1

k2
(
k2zW1 + k⊥kyW2

)
, Hx = − ωkz

kxk2
,

Dy =
1

kxk2
(
kyk

2
zW1 − k⊥(k

2
x + k2z)W2

)
, Hy =

ωkz
k2

W1,

Dz = −k⊥kz
kxk2

(k⊥W1 − kyW2) , Hz = −ωk⊥
k2

W2.

We can also express W1 and W2 in terms of the fields Dx and Dy with

W1 =

(
1 +

k2x
k2z

)
Dx +

kxky
k2z

Dy, W2 =
1

k⊥
(kyDx − kxDy) .

Note that the mode equations become degenerate as kx → 0. For kx = 0 we need to use the

special equations

∂tW1 = −iωW1 +
iω

2
PNL,x −

1

2
JNL,x, (2.2.45)

∂tW2 = −iωW2 +
iωk2z
2k2

PNL,y −
k2z
2k2

JNL,y −
kykz
2k2

(iωPNL,z − JNL,z) , (2.2.46)
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with the field conversions

Dx = W1, Dy =W2, Dz = −ky
kz
W2,

Hx = − ω

kz
W2, Hy =

ωkz
k2

W1, Hz = −ωky
k2

W1.

Because the two forward propagating modes are degenerate at kx = 0, the t-UPPE corre-

sponding to this Maxwell system may be challenging to implement numerically.

2.3 GMKP and MKP equations

While the canonical z-UPPE predicts carrier field shock for long-wavelength high power

lasers, the physical effect and associated scales are hidden in the general form of the model

itself. Therefore, we make several approximations to equation (2.1.37) that are valid for a

large class of filamentation problems yet reduce the model to a simpler and easier to analyze

form. To this end, we put the scalar z-UPPE in the form

∂zE = iK(kx, ky, ω)E + iQ(kx, ky, ω)P̃NL (2.3.1)

with the exact linear propagator

K(kx, ky, ω) =
√
ω2ϵ(ω)/c2 − k2x − k2y (2.3.2)

and the nonlinear response coupling

Q(kx, ky, ω) ≡
ω2

2ϵ0c2
√
ω2ϵ(ω)/c2 − k2x − k2y

. (2.3.3)

Many important nonlinear pulse propagation equations have been derived from the scalar z-

UPPE by making different approximations to K and Q [2]. The nonlinear envelope equation

(NEE), nonlinear Shrodinger equation (NLS), forward Maxwell equation (FME), and mod-

ified Kadomtsev-Petviashvili (MKP) equation are examples of the different models which

can be derived from the z-UPPE. We repeat the derivation of the MKP equation reported

in [48]. First, apply the following Taylor expansions to K(kx, ky, ω) and Q(kx, ky, ω)

kz(ω, kx, ky) = k(ω)

(
1− k2⊥

2k2(ω)
− k4⊥

8k4(ω)
− · · ·

)
,

1

kz(ω, kx, ky)
=

1

k(ω)

(
1 +

k2⊥
2k2(ω)

+ · · ·
)
,
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with k2⊥ = k2x + k2y. Then our expanded UPPE is

∂zE = ik(ω)E − ick2⊥
2n(ω)ω

E +
iω

2ϵ0cn(ω)
P̃NL

− ick2⊥
8n(ω)ω

k2⊥
k2(ω)

E +
iω

4ϵ0cn(ω)

k2⊥
k2(ω)

P̃NL + h.o.t. (2.3.4)

where h.o.t. denotes the higher order terms in the respective expansions of kz and k−1
z .

Restricting ourselves to paraxial beam propagation implies that only the first three right-

hand-side terms must be retained. Furthermore, n−1(ω) in the remaining terms can be

Taylor expanded around a reference frequency ωR such that

∂zE = ik(ω)E − ick2⊥
2n(ωR)ω

[
1− n′(ωR)(ω − ωR)

n(ωR)
+ · · ·

]
E

+
iω

2ϵ0cn(ωR)

[
1− n′(ωR)(ω − ωR)

n(ωR)
+ · · ·

]
P̃NL. (2.3.5)

Now we enforce a restriction on the medium and spectral bandwidth of pulses admitted to

our model

|n′(ωR)(ω − ωR)| ≪ n(ωR).

This is akin to the slowly-evolving-wave approximation (SEWA)

|n′(ωR)ωR| ≪ n(ωR),

which is used in envelope models to accurately describe light propagation down to the single-

cycle regime [6]. Our approximation is somewhat more demanding as it puts additional

restrictions on the medium when propagating high harmonic generating pulses; as the har-

monic order increases, ω will deviate more from ωR and hence n′(ωR) will need to be small

enough to account for this. After approximations, the resulting propagation equation is

∂zE = ik(ω)E − ick2⊥
2n(ωR)ω

E +
iω

2ϵ0cn(ωR)
P̃NL. (2.3.6)

The following dispersion relation approximation is utilized

kGMKP (ω) =
∞∑

m=0

a2m+1ω
2m+1 −

∞∑
n=0

b2n+1ω
−2n−1. (2.3.7)

While no explicit ωR is present in the dispersion relation, it is a local approximation as the

parameters a2m+1 and b2n+1 are chosen to accurately reflect the full dispersion profile (e.g.
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Sellmeier, etc.) near a specific frequency. To simplify matters, we assume that only single

frequency lasers are utilized with a carrier frequency ω0 corresponding to a wavelength λ0.

Then, we take the reference frequency as ωR = ω0 and let n0 = n(ωR). Upon substitution

into equation (2.3.6) and transforming to time-domain real-space, the propagation model

simplifies to

∂t

(
∂zE +

∞∑
m=0

(−1)ma2m+1∂
2m+1
t E +

1

2ϵ0cn0

∂τ P̃NL

)

+
∞∑
n=0

(−1)nb2n+1

(∫ t

dt

)2n

E =
c

2n0

∆⊥E, (2.3.8)

where the fields are functions of (x⊥, t, z). Often the MKP dispersion relation of

kMKP (ω) = aω3 − b

ω
+ qω (2.3.9)

is sufficient and the GMKP model reduces to

∂τ

(
∂zE − a∂3τE +

1

2ϵ0cn0

∂τ P̃NL

)
+ bE =

c

2n0

∆⊥E, (2.3.10)

with τ = t− qz. At this point it is easy to separate the nonlinear current density from the

nonlinear polarization by replacing ∂τ P̃NL with ∂τPNL + JNL. Furthermore, we split JNL

into a lossless plasma defocusing term and a nonlinear absorption term

JNL = Jplas + Jabs, (2.3.11)

∂τJplas =
e2

me

ρE, (2.3.12)

Jabs
ϵ0cn0

=
W (I)Ui

I
(ρnt − ρ)E, (2.3.13)

∂τρ = W (I)(ρnt − ρ), (2.3.14)

where I = ϵ0cn0 < E2 > is the intensity of electric field, Ui is the potential, ρnt is the neutral

plasma density, and W is the ionization rate of free charge ρ. We also use an instantaneous

Kerr nonlinear response such that

PNL = ϵ0χ
(3)E3 =

4

3
ϵ0(ϵ0cn

2
0n2)E

3.

This produces a propagation model with the electric field in units of V/m,

∂τ

(
∂zE − a∂3τE +

χ(3)

2cn0

∂τE
3 +

1

2ϵ0cn0

Jabs

)
+

(
b+

e2

2ϵ0n0cme

ρ

)
E =

c

2n0

∆⊥E. (2.3.15)
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Rescaling E by

Ẽ =
(ϵ0cn0

2

)1/2
E,

and removing tilde’s after substitution, we obtain the generalized modified Kadomtsev-

Petviashvili (GMKP) optical filamentation equation

∂τ

(
∂zE − a∂3τE +

4n2

3c
∂τE

3 +Nabs(ρ, I)E

)
+ (b+ bplas(ρ))E =

c

2n0

∆⊥E, (2.3.16)

with

bplas(ρ) =
e2

2ϵ0n0cme

ρ, Nabs(ρ, I) =
W (I)Ui(ρnt − ρ)

2I
.

The ionization response W (I) is often represented as a multiphoton process but it can take

also on a more general Keldysh form (see Appendix A). The intensity is I = 2 < E2 >= |Ea|2

where Ea is the analytic signal of the rescaled field E. To compute Ea(x⊥, t, z), the negative

frequency components of E(x⊥, ω, z) are zeroed out, the result is multiplied by two, and a

complex inverse Fourier transform brings the field to the temporal domain.

Several variations of the GMKP equation are useful. If harmonic generation due to the

E3 term has a negligible impact on the field propagation, then it can be effectively removed

from the GMKP equation by replacing the PNL term with

PNL = ϵ0χ
(3)E3 = 2ϵ0n0n2IE.

That is, we can propagate the carrier-wave non-resolved GMKP equation

∂τ

(
∂zE − a∂3τE +

n2

c
∂τ (IE) +Nabs(ρ, I)E

)
+ (b+ bplas(ρ))E =

c

2n0

∆⊥E, (2.3.17)

where the electric field can either be in physical units or scaled such that I = 2 < E2 >.

For a better dispersion approximation we can use the generalized dispersion relation shown

in equation 2.3.7. The GMKP model with improved dispersion is discussed in references

[39, 83].

The modified Kadomtsev-Petviashvili (MKP) equation is generated by dropping the non-

linear current density terms and ignoring anomalous dispersion (b = 0). With these simpli-

fications, we have

∂τ

(
∂zE − a∂3τE +

4n2

3c
∂τE

3

)
=

c

2n0

∆⊥E. (2.3.18)
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Its instructive to normalize and non-dimensionalize this equation with

U =
E√
I0
, τ̃ = ω0τ, r̃ =

r

w0

, z̃ =
z

L
,

where I0 is the initial intensity, w0 is the beam diameter, and L is an arbitrary length scale.

After substitutions we obtain

∂τ̃

(
∂z̃U − L

12LCSD

∂3τ̃U +
4L

3LNL

∂τ̃U
3

)
=

L

4LDF

∆⊥̃U, (2.3.19)

with length scales

LDF =
k(ω0)w

2
0

2
, LNL =

c

ω0n2I0
, LCSD =

1

12aω3
0

. (2.3.20)

The diffractive length scale LDF and nonlinear length scale LNL are standard length scales

in nonlinear optics that describe the propagation of an electric field envelope. On the other

hand, the carrier shock dispersion length scale LCSD describes the propagation of the electric

field, not the envelope; in particular, LCSD measures the distance over which carrier wave

steepening disperses. With the MKP dispersion relation (2.3.9), LCSD can alternatively be

written as

LCSD =
2

k(3ω0)− 3k(ω0)
,

which clearly relates the carrier shock dispersion to the coherence between the fundamental

and the third harmonic. This important observation connects carrier wave shock to harmonic

generation and harmonic walk-off.

The canonical form of the MKP equation corresponds to setting L = 4LDF and using an

unnormalized scaling of the field. In particular, the canonical MKP equation is

∂τ̃

(
∂z̃Ẽ + 3E2∂τ̃ Ẽ − A∂3τ̃ Ẽ

)
= ∆⊥̃Ẽ, (2.3.21)

with A defined by

A =
LDF

3LCSD

.

Retaining the anomalous dispersion term bE from the GMKP equation 2.3.16 yields the

non-dimensionalized equation

∂τ
(
∂zE + 3E2∂τE − A∂3τE

)
+BE = ∆⊥E, (2.3.22)
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where the low frequency dispersion length scale Lds,L and low frequency coefficient B are

given by

Lds,L =
ω0

4b
, B =

LDF

Lds,L

,

and the tilde’s have been dropped. It’s emphasized that the dispersive length scales LCSD

and Lds,L correspond to the dispersive effects of the electric field and not the envelope.

Envelope dispersion length scales are given by

LDS =
t2p

2k′′(ω0)
, L′

DS =
t3p

k′′′(ω0)
, (2.3.23)

which correspond to second and third order dispersion in the NLSE and NEE envelope

models.

The MKP equation with low-frequency dispersion is an example of a Lagrangian system.

Therefore, several important conservation laws can be established and wave collapse can

be analyzed with virial theory [4]. For perspective, the interested reader should compare

MKP theory to the more established NLS theory as illustrated in [31, 84]. Here we examine

conservation laws in the context of Noether currents Ij [46]. First, define the domain over

which E(x, y, τ, z) exists as

Ω ⊂
{
(x, y, τ) ∈ R3; z ∈ [0, z∗)

}
,

where z∗ → ∞ in the absence of singularities. In the case of blow-up collapse ∥E(x, y, τ, z)∥ →

∞ as z → z∗. A carrier-wave shock singularity has ∥∂τE(x, y, τ, z)∥ → ∞ as z → z∗. In

either singular case, E exists over the propagation-axis interval (0, z∗) but not for z > z∗.

Now we consider the action integral S defined by

S{Φ} =

∫
Ω

L(Φ,Φx,Φy,Φτ ,Φz,Φττ )dxdydτdz,

with a Lagrangian density

L =
1

2
ΦτΦz +

Φ4
τ

4
− 1

2
|∇⊥Φ|2 +

A

2
Φ2

ττ −
B

2
Φ2. (2.3.24)

The corresponding Euler-Lagrange equation

∂L
∂Φ

− ∂

∂x

∂L
∂Φx

− ∂

∂y

∂L
∂Φy

− ∂

∂τ

∂L
∂Φτ

− ∂

∂z

∂L
∂Φz

+
∂2

∂τ 2
∂L
∂Φττ

= 0 (2.3.25)
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generates the MKP system in (2.3.22) with E = Φτ such that Φ is a potential of the electric

field. According to Noether’s theorem [46, 85], if the functional S{Φ} is invariant under an

infinitesimal transformation of the form

x′ = x+ ϵξx(x, y, τ, z,Φ), y′ = y + ϵξy(x, y, τ, z,Φ),

τ ′ = τ + ϵξτ (x, y, τ, z,Φ), z′ = z + ϵξz(x, y, τ, z,Φ),

Φ′ = Φ+ ϵϕ(x, y, τ, z,Φ),

then the Lagrangian and its derivatives satisfy the Noether continuity equation

dIz

dz
+
dIx

dx
+
dIy

dy
+
dIτ

dτ
= 0, (2.3.26)

where

Ix = Lξx − ΦxC, Iy = Lξy − ΦyC,

Iτ = Lξτ +
(
1

2
Φz + Φ3

τ − AΦτττ

)
C + AΦττ

dC

dτ
,

Iz = Lξz + 1

2
ΦτC,

C = ϕ− (Φxξ
x + Φyξ

y + Φτξ
τ + Φzξ

z) .

Assuming that Ix, Iy, and Iτ vanish as x, y, and τ tend to±∞, then we have the conservation

laws

d

dz

∫
R3

Izdxdydτ = 0, (2.3.27)

and hence the integration of the current Iz over the 3D-dimensional xyτ -space is conserved

as the electric field propagates in the ẑ-direction.

An equation for the conservation of mass is generated by considering an infinitesimal

translation in time with ξτ = −2 and ξx = ξy = ξz = ϕ = 0. That is, we have the continuity

equation

∂zN +∇⊥,τ ·J = 0, (2.3.28)

N = Φ2
τ , (2.3.29)

Jx = −2ΦτΦx, Jy = −2ΦτΦy, (2.3.30)

Jτ = (∇⊥Φ)
2 +

3

2
Φ4

τ − 2AΦτττΦτ + AΦ2
ττ +BΦ2, (2.3.31)
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J = x̂Jx + ŷJy + τ̂Jτ is the mass current density and ∇⊥,τ = x̂∂x + ŷ∂y + τ̂∂τ is the

transverse-spatial-temporal gradient operator. The mass density N is simply the square of

the electric field E and the law of conservation of mass is given by dN
dz

= 0 where N =∫
R3 Ndxdydτ .

A conservation law for the energy of the MKP system is obtained by considering an

infinitesimal translation in longitudinal space with ξz = −2 and ξx = ξy = ξτ = ϕ = 0. The

Noether continuity equation then reads as

∂zH +∇⊥,τ ·Q = 0, (2.3.32)

H = (∇⊥Φ)
2 − Φ4

τ

2
− AΦ2

ττ +BΦ2, (2.3.33)

Qx = −2ΦzΦx, Qy = −2ΦzΦy, (2.3.34)

Qτ = Φ2
z + 2Φ3

τΦz − AΦτττΦz + 2AΦττΦzz, (2.3.35)

where H is the Hamiltonian density and Q is the energy flux density. The Hamiltonian

H =
∫
R3 Hdxdydτ is conserved.

Conservation of momentum is associated with infinitesimal transformations in the trans-

verse spatial domain with either ξx = −2 or ξy = −2 and the remaining Noether transfor-

mation parameters set to zero. The momentum law can be put into vector form with

∂zP +∇⊥,τ ·W = 0, (2.3.36)

P = Φτ∇⊥Φ, (2.3.37)

W = −2∇⊥Φ∇⊥Φ− 2LI⊥

+ τ̂
{(

Φz + 2Φ3
τ − 2AΦτττ

)
∇⊥Φ + 2AΦττ∇⊥Φτ

}
, (2.3.38)

where P is the momentum density, W is the momentum stress tensor, and I⊥ is the trans-

verse identity tensor. The momentum P =
∫
R3 Pdxdydτ is conserved.

The previously derived continuity equations and corresponding conservation laws can

also be used to analyze the action of localized electric field wavepackets. First, define the

mean value of any function h(r) by the integral

< h(r) >= N−1

∫
R3

h(r)Φ2
τdr,
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where our position vector r = x̂x+ ŷy+ τ̂ τ is somewhat odd looking in that has a local time

component. Then we can derive an equation of motion for the centroid of the wavepacket,

∂z < r >= N−1J, using the conservation of mass equation and an integration by parts. This

expression can be split into two terms: one corresponding to the “inverse” velocity of the

wavepacket, and a second describing the motion of the transverse waist of the beam. That

is, we have

∂z < r⊥ > =
J⊥

N
, (2.3.39)

∂z < τ > =
Jτ
N
, (2.3.40)

where r⊥ = x̂x+ ŷy and

J⊥ =

∫
R3

J⊥dxdydτ = −2P, (2.3.41)

Jτ =

∫
R3

Jτdxdydτ =

∫
R3

[
(∇⊥Φ)

2 +
3

2
Φ4

τ + 3AΦ2
ττ +BΦ2

]
dxdydτ (2.3.42)

Several key observations, attributed to Balakin [4], were established from these results: (1)

If the transverse center of mass of the beam remains stationary during propagation, then

P = 0. (2) Diffraction, nonlinearity, and dispersion all contribute to reducing the speed of

the longitudinal centroid.

The virial theory for predicting wave collapse uses the J⊥ = −2P relationship between

mass current and momentum. In particular, the conservation of mass and conservation of

momentum equations can be written as

∂z

∫ ∞

−∞
Ndτ +∇⊥ ·

∫ ∞

−∞
J⊥dτ = 0, (2.3.43)

∂z

∫ ∞

−∞
J⊥dτ +∇⊥ ·

∫ ∞

−∞
(−2W)dτ = 0, (2.3.44)

where we have explicitly replaced the momentum density with mass current density and

integrated over τ . An equation for the beam width of a pulse as a function of propagation

distance is found by taking the second derivative with respect to z of the second-order

transverse momentum

< r2⊥ >= N−1

∫
R3

|r⊥− < r⊥ > |2Φ2
τdxdydτ.
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This task is greatly aided using a result from [86] which yields

∂2z < r2⊥ >=
2

N

∫
R3

(−2Wxx − 2Wyy)dxdydτ − 2

(
J⊥
N

)2

. (2.3.45)

After substitutions we obtain

∂2z < r2⊥ >=
8

N

∫
R3

(
(∇⊥Φ)

2 + 2L
)
dxdydτ − 2

(
J⊥
N

)2

. (2.3.46)

The Φz term in the Lagrangian can be substituted using an expression generated by the

MKP equation, and hence

L = −1

4
Φ4

τ −
1

2
|∇⊥Φ|2 +

A

4
∂2τ
(
Φ2

τ

)
− B

2
Φ2 +

1

2
Φτ

∫ τ

(∆⊥Φ−BΦ) dτ ′, (2.3.47)

which then yields the collapse equations

∂2z < r2⊥ > =
8

N

∫
R3

(
(∇⊥Φ)

2 − 1

2
Φ4

τ

)
dxdydτ − 2

(
J⊥
N

)2

, (2.3.48)

=
8

N

{
H +

∫
R3

(
AΦ2

ττ −BΦ2
)
dxdydτ − J2

⊥
4N

}
(2.3.49)

=
8

N
{H0 + d(z)} (2.3.50)

after several integrations. The quantity H0 is the energy relative to the center of mass and

d(z) is the dispersion energy where

H0 = H − J2
⊥

4N
, (2.3.51)

d(z) =

∫
R3

(
AΦ2

ττ −BΦ2
)
dxdydτ. (2.3.52)

Integrating equation (2.3.50) gives the following expression for the transverse waist of a beam

as a function of propagation distance

< r2⊥ >=
4

N

{
H0z

2 + 2

∫ z

0

dz′
∫ z′

0

d(z′′)dz′′

}
+ αz + β, (2.3.53)

with

α =
2

N

{∫
R3

(r⊥− < r⊥ >z=0) ·
[
J⊥ +

J⊥

N
Φ2

τ (z = 0)

]
dxdydτ

}
, (2.3.54)

β =
1

N

∫
R3

|r⊥− < r⊥ >z=0|2 Φ2
τ (z = 0)dxdydτ, (2.3.55)

< r⊥ >z=0=
1

N

∫
R3

r⊥Φ
2
τ (z = 0)dxdydτ. (2.3.56)
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Collapse can be inferred when d ≤ 0 and H0 < 0. The dispersion term d is negative when

B > 0 and A = 0 which is associated with the anomalous dispersion regime. In a real

dispersive media it should be emphasized that A and B are completely determined by the

media itself and the approximation of taking A = 0 is only valid in a very specific frequency

range if at all [39]. Even when dispersion is neglected with d = 0, simulations have shown

that a beam’s input power is a far more accurate predictor of collapse than whether or not

H0 < 0; if the input beam’s power exceeds that of the power in a Townes profile [87], then

collapse is usually observed in simulations [88]. Therefore, MKP virial theory is much more

useful as an analytic tool than in practice. For completeness, we note that d ≤ 0 along with

H0 = 0 and α < 0 also assure collapse; as does d ≤ 0 with H0 > 0 and α < 4
√
H0β/N .

2.4 Conclusion

An outline for generating coupled bidirectional wave modes from a second order wave sys-

tem with weak nonlinearity was outlined. A unidirectional system is then obtained by only

retaining modes traveling in the same direction. The entire process of converting a bidirec-

tional wave system to unidirectional travel can be expressed mathematically as a series of

projection operations applied to the full nonlinear wave system; this is illustrated in equation

(2.1.22) in subsection 2.1.1 and emphasized throughout the chapter.

The projection of Maxwell’s equations (or the nonlinear wave equation) onto a unidirec-

tional subspace was done for a variety of field configurations and for both z-directed light

travel (section 2.1) and t-directed light travel (section 2.2). Although the goal of combin-

ing t-UPPE and t-BPPE equations into a “smart Maxwell solver” was never realized, the

groundwork for constructing such solvers has been laid out and could be useful to researchers

tackling this problem in the future.

One particular z-directed unidirectional model was examined in detail, namely the modi-

fied Kadomtsev-Petviashvili (MKP) equation. Several conserved quantities were derived for

the MKP with the aid of Noether’s currents. These conserved quantities and the Lagrangian

were then used to construct an equation for the beam waist of a propagating pulse and hence

establish a virial result for predicting wave collapse.
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Chapter 3

Numerical studies: Optical shock and critical

collapse

While in the previous chapter the emphasis was on theoretical issues, this chapter focusses

on applications of the models derived and discussed in Chapter 2. Specifically, we will

focus on two interesting phenomenon of nonlinear optical propagation: optical shock and

critical collapse. In the absence of regularization mechanisms, optical shock corresponds

to the magnitude of gradients of an electric field approaching infinity and critical collapse

corresponds to when the magnitude of an electric field approaches infinity. Both shock

singularity and collapse singularity are primarily of mathematical interest since physically

there are always regularization terms missing from the model that prevent these singularities

from forming in nature. That is, generally models with dispersion and/or ionization are

employed which prevent a mathematical singularity from being reached. To distinguish

between a strong steepening of the electric field, which is perhaps regularized by dispersion

or other effects, from a singularity in the gradient of the electric field, we will refer to the

former as a shock and the later as a shock singularity. A similar statement can be made of

the collapse phenomenon. Much of this chapter relates to simulations of shock and collapse

as predicted in nature (not the singularity type).

The mechanisms of optical shock and critical collapse are dependent on the wavelength

of the laser source. This chapter considers both the near-infrared laser wavelength regime

(∼ 800 nm) and infrared (IR) regime of short-IR (∼ 2µm), mid-IR (∼ 4µm), and long-IR

(∼ 8µm). In the near-IR regime it will be demonstrated in section 3.1 that the dispersive

mechanism for arresting collapse is pulse splitting, while in the infrared regime it is shown

in section 3.5 that the dominant dispersive mechanism is harmonic walk-off. Section 3.2

demonstrates that shock in the visible wavelength regime is largely the result of steepening

in the overlaying electric field wavepacket, whereas sections 3.3 and 3.4 illustrate that shock

at mid-IR wavelengths and higher is largely due to a steepening in the underlying carrier

wave.
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Most of the results in this Chapter are contained in the journal publications [35, 39].

The visible wavelength results from sections 3.1 and 3.2 were published in [39]. The infrared

wavelength work on noble gases in section 3.3 was published in [35]. Results from simulations

of long-wavelength shock and collapse in air and diamond (see sections 3.4 and 3.5) have not

been published as of this moment but may be in the foreseeable future [48].

3.1 Near-infrared wavelength critical collapse

In this section we examine critical collapse of Gaussian beams in Silica at 800 nm using the

MKP equation (2.3.22). The MKP results are compared to results using the UPPE equation

(2.1.37) without ionization (JNL = 0), and the nonlinear envelope equation (NEE) without

ionization. The dispersion relations for the MKP and NEE models are given by

kMKP (ω) = aω3 − b

ω
+ qω,

kNEE(ω) =
∞∑

m=0

k(m)(ωR)

m!
(ω − ωR)

m .

For a better MKP dispersion approximation we can use the generalized dispersion relation

kGMKP (ω) =
∞∑

m=0

a2m+1ω
2m+1 −

∞∑
n=0

b2n+1ω
−2n−1. (3.1.1)

More details on the generalized MKP model are available in reference [83]. Even with the

additional terms, the MKP dispersion and the NEE dispersion are the weakest links in the

approximations to the general UPPE equation. This is particularly true for few-cycle and

broad spectrum pulses [89].

For fused silica, the UPPE dispersion consists of a Sellmeier formula. An 800 nm pulse

generates MKP and NEE dispersion parameters of a = 3.1 · 10−42s3/m, b = 4.0 · 1019 s−1/m ,

k2 = 3.6 ·10−26s2/m, and k3 = 2.8 ·10−41s3/m respectively. It can be seen that the dispersion

approximations are nearly identical around the carrier frequency ω0 (Figure 3.1). Close to

the third harmonic, the index of refraction of the UPPE and MKP models are similar but the

GVD is nearly twice as large in the UPPE model as it is in the MKP model. Adding an a5

term to the MKP dispersion does a good job of removing this discrepancy in the GVD. For

the GMKP model we compute a3 = 2.77 ·10−42s3/m, a5 = 1.1 ·10−74s5/m, and b1 = 3.9 ·1019
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Figure 3.1: (a) Fused silica index of refraction (b) and group velocity dispersion. GVD
corresponds to the second derivative d2k/dω2 of the respective dispersion models.

s−1/m. As we show in section 3.2, accurate resolution of the third harmonic will require the

better fit of the GMKP dispersion relation.

Critical power is an important concept when analyzing the blow-up singularity. When a

beam input power becomes greater than a certain threshold (Pin > Pth), then nonlinear fo-

cusing overcomes diffraction, dispersion, and other defocusing forces and the beam diameter

begins to shrink. This process feeds on itself by creating an ever more intense beam core,

hence stronger nonlinear focusing. Often diffraction is the largest defocusing effect, so the

power needed to overcome it has special significance and is referred to as critical power.

Critical power can be associated with the Hamiltonian of the NLSE system [88] and there

is a similar connection to the MKP model [4]. As outlined in section 2.3, the wave mass,
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Lagrangian, and Hamiltonian of equation (2.3.22) are given by

N =

∫
Φ2

τdτdx⊥, (3.1.2)

L =
1

2
ΦzΦτ +

Φ4
τ

4
+
A

2
Φ2

ττ −
1

2
(∇⊥Φ)

2 − B

2
Φ2, (3.1.3)

H =

∫ [
(∇⊥Φ)

2 − Φ4
τ

2
− AΦ2

ττ +BΦ2

]
dτdx⊥. (3.1.4)

Using virial theory, a relationship for the transverse waist of the beam can be expressed as

d2w2
eff

dz2
=

8H + 8
∫
[AΦ2

ττ −BΦ2] dτdx⊥
N

, (3.1.5)

where

w2
eff =

∫
x2⊥Φ

2
τdτdx⊥
N

.

When the right side of (3.1.5) is negative, the transverse beam diameter shrinks and the

beam is in a collapsing state. Since the quantity

AΦ2
ττ −BΦ2

is non-conserved, there are no guarantees that a beam in a collapsing state will stay in a

collapsing state unless the conditions H < 0 and A = 0 are satisfied. Noting that

k′′MKP (ω) =
1

2LDFω2
R

(
ω

ωR

)[
3A−B

(
ω

ωR

)2
]

we see that the condition A = 0 corresponds to the anomalous dispersion regime. However,

it should be noted that anomalous dispersion does not imply that A = 0 and setting A =

0 will typically result in an unrealizable dispersive medium. Furthermore, the dispersion

approximation will become particularly bad over a large spectral range and collapsing pulses

generate broad spectrums. That is, we need A = 0 to guarantee a mathematical blow-up

singularity, yet by setting A = 0 the model is no longer accurate for pulses collapsing in a

dispersive media. In terms of guaranteed collapse behavior, equation (3.1.5) does not tell us

much. We can make some important qualitative observations though. Regardless of whether

the dispersion is anomalous or normal, having a negative Hamiltonian will make the system

more susceptible to collapse. If we consider a normally dispersive medium with H < 0 and

|H| ≫
∫ [

Aϕ2
ττ −Bϕ2

]
dτdx⊥,
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then conceivably the field amplitude can grow significantly before the Aϕ2
ττ term begins to

dominate and collapse is arrested. Another observation comes from the fact that

ϕ4
τ ∼

(
LDF

LNL

)2

.

Consequently, increasing the beam intensity of the initial pulse will reduce the Hamiltonian

and enhance the likelihood of blow-up.

Suppose the medium is nondispersive and the electric field takes a scalar monochromatic

form

E(x⊥, z, t) =
E(x⊥, z)eik(ωR)z−iωRt + c.c.

2
.

Then, in our transformed variables

Ẽ(x̃⊥, z̃, t̃) =
Ẽ(x̃⊥, z̃)e−it̃ + c.c.

2
, (3.1.6)

∂τ̃ Ẽ =
−iẼe−it̃ + c.c.

2
, (3.1.7)

ϕ =
iẼe−it̃ + c.c.

2
. (3.1.8)

The MKP model reduces to the time independent NLSE when the dispersion terms are

dropped, and the nonlinear polarization is altered to be proportional to |E|2 rather than

E3. Scalings in the non-dimensional NLSE model are generally chosen different than in the

non-dimensional MKP. By rescaling Ẽ such that

Ẽ =

√
2LDF

LNL

E√
I0
.

and dropping dispersive terms, the MKP model becomes

∂τ̃

(
∂z̃Ẽ +

4

3
∂τ̃ Ẽ

3

)
= ∆̃⊥Ẽ. (3.1.9)

Substituting (3.1.6) into the previous equation and ignoring third harmonic terms yields the

non-dimensional NLSE

i∂zE + |E|2E +∆⊥E = 0, (3.1.10)
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Figure 3.2: Self-focusing collapse in fused silica with initial field E0 =
√
I0 exp (−t2/t2p

−r2/w2
0 − iω0t) + c.c. and parameters tp = 50 fs, w0 = 30 µm, and I0 = 2.7 · 1015 W/m2.

On-axis field and envelope at (a) z = 0 mm and (b) z = 4.93 mm. (c) On-axis intensity at
z = 4.93 mm. (d) On-axis spectrum at z = 4.93 mm.

where tilde’s have been removed after substitution. Under these conditions the corresponding

NLSE mass integral, Lagrangian, and Hamiltonian are

N =
1

2

∫
|E|2dx⊥, (3.1.11)

L =
1

8
[iEzE∗ − iE∗

zE ] +
|E|4

8
− 1

4
|∇⊥E|2 (3.1.12)

H =
1

2

∫ [
|∇⊥E|2 −

|E|4

2

]
dx⊥, (3.1.13)

where again tilde’s are removed after substitutions. For the NLSE case, an initial Hamilto-

nian being negative assures us the solution blows up. However, the minimum power required

for blow-up has more to do with the Townes beam than the sign of the Hamiltonian [87].

Different beam geometries have different critical powers. In particular, a Gaussian beam has

the critical power

Pcr =
3.77λ20
8πn0n2

.

Threshold power for collapse can be noticeably larger than critical power due to dispersion.

For a Gaussian beam of pulse width tp = 50 fs, diameter w0 = 30µm, and intensity

I0 = 2.7 · 1015 W/m2, blow-up is simulated in silica glass (Figure 3.2). The laser is run
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at λ0 = 800 nm with an input power modestly above critical power, Pin = 1.74Pcr. The

nonlinear index of refraction is set to n2 = 3.0 · 10−20m2/W and the reference frequency is

selected equal to the carrier frequency ωR = ω0. All three models are propagated using an

ODE45 solver and assume radial symmetry in the transverse dimension. For the blow-up

simulations, harmonic generation is effectively ignored by setting the maximum frequency

propagated to ωmax = 2.55ω0.

Shown in Figure 3.2(a) is the initial field profile. Once propagation is initiated, self-

focusing causes the beam diameter and pulse width to shrink. Figure 3.2(b) illustrates the

temporal compression of the beam which coincides with a steepening of the pulse towards the

tail [13]. Collapse is arrested shortly afterward by pulse splitting [90, 91]. The narrowing

pulse width is also associated with spectral broadening. Most of the broadening occurs

for frequencies above the carrier, an effect observed experimentally during super-continuum

generation [92].

A comparison is made between the MKP, UPPE, and NEE models in Figs. 3.2(c) and

3.2(d). Clearly, differences in the simulation results are insignificant. To some extent, which

model to pick becomes a matter of preference. We do point out a few important details

though. First, the UPPE model is not well suited for analysis compared with the NEE and

MKP models. Second, if during propagation the spectrum must be resolved over a frequency

range ∼ ωR, then there is little to no computational advantage of using an envelope model

such as NEE as compared with a field model such as MKP or UPPE.

We want to emphasis that while a 50 fs pulse is considered ultra-short, there are more than

a few carrier oscillations under the envelope. We also note that for these pulse parameters,

the beam self-focuses until the pulse intensity is about 100 times the initial intensity. Self-

focusing of a pulse with only a couple cycles under the envelope induces relatively little

blow-up. Much of the literature on the MKP model highlights its use in the few-cycle pulse

regime. A more encapsulating description of when the MKP is useful is in the extremely

broad spectral regime. This regime can include pulses that initially have a narrow spectrum

but broaden significantly during propagation, as is true in our self-focusing blow-up case.
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3.2 Near-infrared wavelength shock

The theory of shocks in physical settings has been well established [93, 94]. Here, we give an

explanation of what causes a shock in ultra-short optical pulses using MKP as an analytic

tool. First take a constant index of refraction n0 and assume diffraction is negligible. Then,

in the stationary reference frame, the MKP model will take the form

∂zE +
2n2

c
E2∂tE +

n0

c
∂tE = 0

Considering characteristic curves in the (t, z) plane

dE

dz
= ∂zE +

dt

dz
∂tE = 0,

we find
dt

dz
=
n0 + 2n2E

2

c
.

Normalizing the electric field to intensity and time averaging yields

dz

dt
=

c

n0 + n2I
. (3.2.1)

Along any given characteristic line in the (t, z) plane, the field E and hence intensity

I and speed dz
dt

are constants. For a Gaussian or hyperbolic secant initial pulse there is a

central peak with a decaying intensity as a function of distance from the temporal center.

Equation (3.2.1) shows that the center of the pulse will follow a characteristic line traveling

slower than the front or tail of the pulse. As a consequence, energy from the temporal center

moves towards the tail, causing a steep edge and optical shock. Energy in the front has a

lower intensity and travels faster than the peak of the wavefront.

Consider a pulse propagated in fused silica at an optical wavelength of 800 nm. For

an initial field E0 =
√
I0sech(t/tp) exp (−r2/w2

0 − iω0t) + c.c. , with I0 = 5.0 · 1017W/m2,

w0 = 10.0µm, and tp = 1.8 fs, nonlinear effects are relatively strong while diffraction is

almost negligible. To illustrate shock, harmonic generation is ignored and simulations are

run with a constant index of refraction. The amount of steepening that can be obtained

is increased by using an NEE nonlinear polarization response (∼ |E|2E) in the field MKP

and UPPE models. This enables us to propagate frequencies larger than 3ω0 without having
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Figure 3.3: Self-steepening shock in fused silica with initial field E0 =
√
I0 sech(t/tp)

exp (−r2/w2
0 −iω0t) + c.c. and parameters I0 = 5.0 ·1017 W/m2, tp = 1.8 fs, and w0 = 10µm

. In each figure the pulse propagated 14.9 µm. Constant index of refraction n0 = 1.45 and
no harmonic generation: field (a) and spectrum (b). Index of refraction n(ω) as shown in
Figure 3.1 and third harmonic generation: field (c), spectrum (d), third harmonic temporal
profile (e), and frequency content of third harmonic (f).
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harmonic effects enter the simulation. After propagating 14.9µm, a large temporal gradient

emerges at the tail of the pulse as shown in Figure 3.3(a).

It should be noted that we have illustrated an “envelope shock”. Both the UPPE and

MKP can also undergo a “field shock” which corresponds to a steepening of the carrier wave

and a field profile that resembles a trapezoidal shape [24, 33, 95]. A field shock is caused by

a cascading of odd harmonics due to a full field nonlinear response (∼ E3) and is strongest

in a non-dispersive media. Similar to an envelope shock, dispersion tends to regularize the

amount of steepening that occurs in a field shock.

When dispersion and a full field nonlinear response are taken into account, self-steepening

occurs but to a much lesser extent (Figure 3.3(c)). Dispersion is relatively weak compared

to nonlinearity LNL/LDS = 0.19 but clearly prevents an optical shock from forming. A

self-steepening length scale is given by Lss = LNLωRtp [58]. Generally LNL ≪ Lss but in our

case the pulse is extremely short such that Lss = 4.2LNL. On the other hand, Lss = 0.80LDS

and a decent amount of dispersion will happen before the pulse travels a shock distance of

Lss.

Third harmonic (TH) effects are small compared to the main pulse which makes them

hard to distinguish in the temporal domain. However, they make the envelope slightly

oscillatory and if we look at the spectrum in Figure 3.3(d), TH generation becomes easy to

observe. Figure 3.3(f) zooms in on what we will consider the TH spectral content of the

MKP, UPPE, and GMKP field models. Taking the inverse Fourier transform of the TH

spectral content with the remaining spectrum set to zero produces the TH temporal profile

shown in Figure 3.3(f). The multiple peaks can be attributed to TH pulse splitting. Farthest

on the left is a temporal peak that travels along with the fundamental field. The other peaks

correspond to parts of the TH pulse that split off and lag behind the main pulse.

From Figs. 3.3(e) and 3.3(f), we notice that the UPPE and GMKP models produce

nearly identical TH effects while the MKP model predicts noticeably different TH effects.

This can be attributed to the differences in the dispersion approximations of the MKP and

GMKP models. MKP cannot approximate the Sellmeier formula for fused silica accurately

enough at the third harmonic but by adding additional terms as is done in the GMKP model

we get a better fit farther away from the carrier frequency and much more accurate at the
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third harmonic.

3.3 Long-wavelength shock in noble gases

The interaction of atoms and molecules with an intense ultrashort laser pulse plays a de-

cisive role in a wide range of modern physics including high-harmonic generation, pulse

propagation, and filamentation in gases. While much of the theory and experimental focus

has been on near infrared pulse propagation [56, 61], new exciting phenomena have recently

been identified at longer mid-infrared wavelengths. In high pressure capillaries, the long

interaction length in concert with filamentation of mid-IR pulses at 4µm has been shown

to generate bright coherent keV X-rays [96]. As the bandwidth of high harmonic X-ray

emission driven by mid-IR is enormous, spanning keV bandwidths, this should be sufficient

to support few-cycle attosecond pulses. Very recently, the possibility of zeptosecond pulse

generation at even longer wavelength pulses has been highlighted [97]. Access to these ex-

treme bandwidths and very high harmonics will ultimately rely on propagation effects and

precise control of longer-wavelength pulses. To date, much of the nonlinear evolution of

near-IR pulses can be qualitatively modeled with envelope models, which are generalizations

of the Nonlinear Schrödinger Equation (NLSE), the best known being the Nonlinear Enve-

lope equation (NEE) [61]. These mathematical models belong to a universal class of weakly

nonlinear dispersive systems. While most past and recent experiments have been limited

to the visible and short-IR wavelengths, these models provided an appropriate framework

for intense pulse propagation. However, at longer mid-IR wavelengths the physics of the

situation changes and the relative strength of nonlinearity and dispersion are interchanged.

Moreover, the threshold for ionization rapidly increases, making it more difficult to gener-

ate free electrons. We shall see that these features profoundly change the nature of pulse

propagation over extended path lengths. Rather than the blow-up self-focusing singular-

ity dominating, we predict that the underlying optical carrier wave exhibits extreme shock

formation, as in the case of an ideal nondispersive medium [24, 98].

In this section, we show that the canonical description of long wavelength pulse propa-

gation is the modified Kadomtsev-Petviashvili equation (MKP). It is closely related to the

equation derived in the early eighties by Kuznetsov for acoustic waves [99], for which equa-
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tion with cubic nonlinearity various “blow up” results were found by Turitsyn and Fal’kovich

[30], and more recently numerically studied in [100]. This model was first introduced in an

optics setting by Kozlov et al. [3] who limited the discussion to 1D solitary waves associated

with few cycle pulses and, subsequently, by Balakin [4] who investigated its mathematical

properties relating to blow-up and shock singularity formation. In contrast to the NLSE

and its many variants, this model is a full electromagnetic field resolved propagator. It can

be systematically derived as an asymptotic expansion of the full vector Maxwell equations

[4] or the Unidirectional Pulse Propagation equation (UPPE) [2], in the limit of strong non-

linearity and weak dispersion. This stands in contrast to the NLSE which is the canonical

description of weakly nonlinear, strongly dispersive behavior. Physically speaking, at long

wavelengths, the material dispersion landscape becomes flat and featureless for most gases

and many condensed materials and, consequently, we expect MKP to apply.

For illustrative purposes, we will present results for mid-IR nonlinear pulse propagation

in Xenon gas, and demonstrate with other medium models that the scenario we put forward

is indeed universal. We show that optical carrier shocks dominate over the more traditional

blow-up scenario typically associated with NLSE, and that rather exotic waveforms can be

generated. The mechanism is akin to optical waveform synthesis [101], with the crucial

difference being that the process here is spontaneous. Importantly, shock formation occurs

for both ultra-short and longer pulses although the latter case may lead to optical damage.

If E(x, y, z, τ = t − z/vg) represents the dominant component of the electric field, then

the MKP equation in non-dimensional form is

∂

∂τ

(
∂E

∂z
+

8L0

LNL

E2∂E

∂τ
− L0

LDS

∂3E

∂τ 3

)
=

L0

LDF

∇2E (3.3.1)

Eq. 3.3.1 shows how the right going Riemann invariant E of the underlying wave equation

is deformed over long distances by a combination of nonlinear, diffraction, and dispersion

influences.

In Eq. 3.3.1, LNL, LDS and LDF correspond to the characteristic lengths for the nonlinear

Kerr effect, dispersion, and diffraction, which are defined by

LNL =
c

n2I0ωR

, LDS =
1

4aω3
R

, LDF =
kRw

2
0

2
, (3.3.2)
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where n2 is the nonlinear refractive index of the material, I0 is the initial pulse peak intensity,

ωR is a central frequency, and w0 is the initial beam width at 1/e2 radius. We define L0

to be the shortest distance (usually LNL or LDF) over which E changes. The coefficient a

describes how the real part of the linear susceptibility deviates from a constant value. The

canonical form of the MKP equation is generated from Eq. 3.3.1 by choosing L0 = LDF and

rescaling E.

Unless stated otherwise, the numerical experiments were conducted in Xenon gas at 1

atm pressure. The nonlinear refractive index due to the instantaneous Kerr response is

n2 = 5.8×10−19 cm2/W [102], and the dispersive relation is taken from [103]. Ionization can

safely be ignored in the mid-IR regime (for instance λ0 = 8µm) since the combination of low

energy photons (0.155 eV) and the relative high ionization potential of Xenon (Ui = 12.03

eV) would require extremely high light intensities to produce a significant plasma density.

In addition, simulations performed with artificially increased ionization coefficients showed

that a carrier wave shock will still manifest regardless of plasma generation and nonlinear

losses (data not shown).

The input laser beam has a Gaussian spatio-temporal profile and is launched in Xenon

with an initial beam waist of 2 mm without any initial curvature. The central wavelength is

λ0 = 8µm and the pulse duration is 40 fs. The initial peak intensity is I0 = 1× 1013 W/cm2,

which corresponds to approximately 3.79Pcr in Xenon, where Pcr = 3.77λ20/(8πn0n2) is the

critical power for self-focusing calculated for Gaussian beams. In order to explore a wide

range of parameters, two additional wavelengths where used: λ0 = 4µm, and 2µm. The

pulse duration and starting peak intensity are adjusted appropriately in order to keep the

nonlinear length scale LNL constant for all three cases. All simulations are done in radial

geometry, time and propagation distance, being essentially three dimensional.

Figure 3.4 shows the electric field of the 8µm pulse before and after the propagation

of 5.63 cm inside Xenon. We can clearly see that the electric field of the carrier wave is

undergoing self-steepening, reforming into a smooth “shark-fin” like shape. It is evident

that the steepening of the electric field is proportional to its amplitude, since the center

cycle is affected the most. This impressive field shock formation is the first to our knowledge

predicted for a realistic dispersive medium.
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Figure 3.4: (Color Online) Electric field of a 8 µm 40 fs laser pulse (black dashed line)
undergoing self-steepening after 5.63 cm propagation in Xenon gas (red continuous line).

In Figure 3.5(a) we can see the dependence of the carrier shock on the initial wavelength.

The temporal axis is scaled by the respective pulse durations (τp) so that the electric fields

can be compared directly. As the wavelength is increased from 2µm, to 4µm, and finally

8µm, we can see that the optical shock is becoming significantly more pronounced.

This behavior is reflected in the spectral domain, which is shown in Figure 3.5(b). As

before, the horizontal axis, here frequency, is scaled by the fundamental frequency ω0 for

each pulse respectively. We can see that as the wavelength increases the number of generated

harmonics and their amplitudes increase dramatically. In the case of the 8µm beam, up to

20 harmonics are generated.

We identify this higher harmonic generation process as the driving force for carrier wave

shock formation. The interaction of the generated higher harmonics with the fundamental

carrier wave has the potential to generate a field shock. However, in order for the field

shock to manifest itself and be observable, the different harmonics must co-propagate with

the fundamental over a minimum distance, which can only be possible in weakly dispersive

materials. The increase in field shock at longer wavelengths is therefore expected, since

more harmonics reside in the flat dispersion regime and are able to co-propagate with the

fundamental over a longer distance.

Note, that although the electric field profiles for the 4µm and 8µm beams are almost

identical, their respective spectral intensities differ significantly in amplitude after the 3rd

harmonic. From this observation we can infer that most of the steepening originates from
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Figure 3.5: (a) Electric fields (at optimal distance), and (b) corresponding spectral intensities
of three laser pulses after propagation in Xenon gas. Black dotted line: λ0 = 2µm, blue
dashed line: λ0 = 4µm, red continues line: λ0 = 8µm. Horizontal axes are normalized to
pulse duration τp and fundamental frequency ω0 respectively.

the interaction between the third harmonic and fundamental, since the additional higher

harmonics have only a small impact on the field shape. Additional simulations showed that

when the spectrum is artificially truncated after the third harmonic, most of the steepening

seen in the full spectral box case is preserved (data not shown).

Motivated by this observation, we introduce a new characteristic length, describing the

carrier wave shock dispersion defined as:

LCSD =
1

ω2
0|k

′′(3ω0)− k′′(ω0)|
(3.3.3)

LCSD is effectively a way to measure how fast the fundamental and the third harmonic

will walk off, dispersing the effect of self-steepening on the carrier wave. Note the shock

dispersion does in fact not depend on the pulse duration of the wavepacket, which means

that carrier shock formation is expected for a wide range of pulse durations given sufficiently

high peak intensity.

We can now compare the importance of the relevant physical effects with respect to their

characteristic lengths, namely the carrier shock dispersion LCSD, the nonlinear length LNL

and the collapse distance defined in [10]. In Figure 3.6 we can see the characteristic lengths

plotted as a function of wavelength for an input peak intensity of I0 = 1×1013 W/cm2. Note

that at a given wavelength the effect with the shortest length scale is the one defining the

propagation. As we can clearly see, at near-IR up to 4µm, dispersion is dominant, which

means that a carrier shock is unlikely to occur. Since power is above the critical value,

beam collapse will occur at the distance estimated by the red dashed line. This prediction is

in agreement with the extensive literature found for the classical femtosecond filamentation
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Figure 3.6: Characteristic lengths of various physical effects for Xenon as a function of
wavelength for an input intensity of I0 = 1× 1013 W/cm2. Black dotted line: carrier shock
dispersion length LCSD, blue continues line: nonlinear length scale LNL, red dashed line:
collapse distance LC .

regime for near-IR pulses [56, 61].

However, at 4µm the blue and black lines cross, which means that a transition from the

blowup to the carrier wave shock scenario is taking place. After 4µm the nonlinear length

scale is the shortest of the three, and the field shock is predicted to appear first since the

walk off between the harmonics is not fast enough to suppress it. In this regime power is

still above critical, however the collapse distance is much longer than the nonlinear length

scale and therefore a carrier wave shock should always be observed.

In the discussion so far, the shock development has been quasi-1D due to the much longer

characteristic blow-up length scale Lc. Consequently radial points across the transverse beam

remain essentially uncoupled as the shock develops. An interesting point to address is to see

how these two classic singularities can conspire to accelerate or mediate shock formation in

some manner. Referring to Figure 3.6, we expect that if we are below the 4µm intersection

point of nonlinear length and shock dispersion scale, it may be possible that increasing peak

intensity associated with the development of the collapse singularity will cause the effective

nonlinear length to move below the shock dispersion length. If so, we would expect the blow-

up to nucleate a carrier shock singularity as it develops. Figure 3.7 illustrates this strong

spatio-temporal coupling at a point well along the classical collapse singularity curve where

the intensity has increased tenfold. While the shock structure is evident in the 1D field slice

(inset), it is somewhat smoothed by the walk-off of the third harmonic arising during the
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Figure 3.7: Electric field of a λ0 = 2µm laser pulse undergoing critical collapse in Xenon
gas. The input power is P = 3Pcr with a beam waist w0 = 2 mm and pulse duration τp = 40
fs. The spatio-temporal profile of the square of the electric field is shown at a propagation
distance of z = 66 cm. The inset shows the on-axis field at the same propagation distance.

adiabatic intensity growth associated with self-focusing.

Of course an obvious way of accelerating carrier shock development in the absence of

blow-up is to simply strongly focus the beam. The significantly increased intensity in the

focal region forces the carrier shock to appear earlier. Figure 3.8 shows the effect the ini-

tial phase-front curvature of f = 10 cm has on the electric field shape after 7.33 cm of

propagation in Xenon. Focusing the beam clearly accelerates shock development leading

to extreme waveforms that exhibit a radical departure from a sinusoidal shape. Now the

electric field signal polarity switches extremely quickly within a fraction of the fundamental

optical cycle. Similar field shapes were obtained recently in [101, 104] through synthesis

of appropriately modulated higher harmonics, for 3.5 ns pulses at low power. In our case

however, the wavepackets are spontaneously generated in the medium, and carry over 3Pcr

at 40 fs duration. This observation suggests a means of controlling optical carrier waveforms

for future studies in extreme nonlinear optics.

We performed additional simulations for other noble gases with roughly the same input

parameters, in order to verify that this propagation regime is indeed quite generic. The

results can be seen in Figure 3.9, where the maximum of the derivative of the field is plotted
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Figure 3.8: Effect of initial curvature of f = 10 cm on the carrier shock formation after
propagation of 7.33 cm in Xenon.

as a function of propagation distance, normalized in terms of LCSD so that the curves for

the different gases can be directly compared. As we can see Xenon is clearly the optimal

medium of the five to observe carrier field shock. However, almost all other noble gases

exhibit this behavior to some extent, with the exception of Neon. The difference in carrier

shock strength can be explained with the analysis used in Figure 3.6, since different materials

have different dispersion curves [103] and nonlinearity. Thus even though the mechanisms

leading to carrier shock formation are very generic, input beam characteristics have to be

chosen properly and according to the medium.

Finally, we verified our findings using the UPPE, which is the model of choice for inves-

tigating field resolved propagation in optics. We found that in most cases, results from both

models were identical except when shorter wavelengths were used, i.e. 2µm results could

differ quantitatively but not qualitatively (results not shown). Despite its limitations, espe-

cially in treating linear dispersion over broad frequency ranges, the MKP model proves to

be very robust as the canonical description of singularity development associated with long

wavelength intense pulse propagation in transparent materials.

To summarize, we have shown through numerical experiments that the MKP model can

accurately predict carrier wave shock formation for mid-IR and far-IR wavelengths in Xenon

gas, exhibiting a “shark-fin” like electric field shape. The carrier wave self-steepening is

explained as the interaction between the co-propagating higher harmonics with the funda-

mental. We found that this phenomenon is not restricted to ultra-short pulses, making it
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Figure 3.9: Carrier shock strength as a function of propagation distance normalized in shock
dispersion lengths, for all five noble gases. In all cases the input pulse is 20 fs long, has a
wavelength of λ0 = 4µm and an initial peak intensity of I0 = 5× 1012 W/cm2.

relevant to a large number of optical applications. A comparison between the characteristic

lengths for shock dispersion, nonlinearity and beam collapse reveals the transition from the

classical blowup scenario to carrier wave shock formation as we move from near-IR to mid-IR

and far-IR wavelengths. Consequently, envelope type models are unable to properly describe

the propagation in this regime, and carrier resolved models, such as MKP and UPPE be-

come the relevant propagation models. This finding suggests MKP as a generic model for

strongly nonlinear dispersive systems that is the complement to the NLSE describing weakly

nonlinear dispersive behavior. In addition, controlling the carrier wave shock profile through

focusing of the beam, can result in the generation of novel almost “top-hat” field profiles.

3.4 Long-wavelength shock in air and diamond

In this section we perform a numerical study of field shocks in air and diamond using the

unidirectional pulse propagation equation 2.1.37 and the generalized modified Kadomtsev-

Petviashvili equation 2.3.16. As was the case for most of the noble gases (see section 3.3),

carrier-wave steepening and field shaping are prominent features of long-wave propagation in

air and diamond. Several effects not considered in the long-wavelength noble-gas study are

examined here, including ionization and Raman vibrational effects. A complete description

of the linear and nonlinear properties of diamond is provided and utilized in simulations.

In our numerical experiments we use a variety of input pulses and materials, while we also
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isolate various physical effects in order to study their impact on carrier wave shock formation

and sustenance. Finally, a comparison of the two theoretical models is used to verify our

results

The essential difference between the UPPE and GMKP models is in the way dispersion is

modeled; the UPPE accurately represents dispersion over a global frequency range whereas

the MKP dispersion, as shown in Eq. (2.3.9), is a local approximation whose accuracy

depends on the the carrier frequency. In addition, the UPPE model takes into account

vibrational Raman, the full complex χ relation including transmittance, and plasma losses

due to a finite electron collision time. As will be shown later on, even though UPPE is a

more complex and complete model for nonlinear wave propagation, the physics that govern

carrier shock formation can be adequately described by the simpler GMKP model.

Unless stated otherwise, results presented in this section are obtained using the GMKP

model. However, the UPPE is used to compare GMKP results with the complete model

(Figure 3.24) and to investigate effects either not accounted for in the GMKP model, or

those that would push the GMKP beyond its validity limits. In particular, the UPPE is

used to study the impact on carrier field shock due to Raman (Figure 3.22), high numerical

aperture focusing (Figure 3.14), and artificially high plasma generation (Figure 3.23).

3.4.1 Media and pulse description

The numerical experiments are conducted in a variety of modeled materials ranging from

atomic gases to solid crystal diamond. The common denominator in all cases is the flat

dispersion curve at mid and long IR wavelengths (from ∼ 4-µm up to 8-µm) that is essential

for the formation of a carrier field shock.

Section 3.3 predicts carrier shock formation in noble gases. In this section, we expand

the study of field shock formation to other materials such as air and single-crystal diamond.

However, since noble gases are a very attractive option for field shock formation, a comple-

mentary study was performed in order to accurately predict the regime in which field shocks

are likely to occur (section V). The dispersive and nonlinear properties of the noble gases

were taken from [102, 103].

Air is a more complex gas since it consists of oxygen and nitrogen, and exhibits vibrational
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Figure 3.10: Keldysh photoionization rates for air (approximated by that of oxygen), dia-
mond, and xenon at a carrier wavelength of 8µm.

and rotational nonlinear responses. Nevertheless, it is another good candidate for carrier

shock formation due to the flat dispersive curve at longer wavelengths [105]. The nonlinear

refractive index is n2 = 3.2 × 10−19 cm2/W [106], and the ionization potential is taken

to be that of oxygen Ui = 9.0eV [61], which is very close to Xenon. Although air has a

Raman response that is well known [107, 108], it will not be taken into account in this work.

The effect of Raman will be investigated for the case of single-crystal diamond, as will be

discussed bellow.

At long-wavelengths, a full Keldysh ionization response W (I) is preferable to the mul-

tiphoton approximation [109]. In Figure 3.10, we show Keldysh photoionization rates for

air (approximated by oxygen), diamond, and xenon at a carrier wavelength of 8µm. These

ionization rates are computed from formulas derived in [63].

In addition to gaseous media, solids can potentially be suitable for producing carrier

shocks due to their higher nonlinear responses. Concerning nonlinear field reshaping, di-

amond is in fact a close crystalline analogy to an atomic gas like Xenon. Single crystal

diamond is a material not often used in the field of nonlinear optics, however it is ideal for

the purpose of studying carrier field shocks. The main reasons for this are: First, diamond

has a relatively high nonlinear refractive index of n2 = 1.3 × 10−15 cm2/W [58] (about one

order of magnitude higher than fused silica glass), which is important since field shock forma-

tion is essentially a nonlinear phenomenon. Second, diamond has an almost flat dispersion

curve at longer wavelengths [110, 111] as can be seen in Figure 3.11(a). In addition, the
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Figure 3.11: (a) Refractive index of single-crystal diamond as a function of wavelength.
(b) Imaginary value of χ of single-crystal diamond as a function of wavelength. Note the
two-phonon absorption peaks between 4 µm and 6 µm.

imaginary part of the susceptibility χ is almost flat if not for the weak two phonon absorp-

tion lines around 5-µm [112], shown on Figure 3.11(b). Third, diamond has a relatively high

ionization potential for a solid crystalline material of Ui = 5.5eV , which makes the ioniza-

tion relatively weak at longer wavelengths. Diamond will also be used to asses the effect of

vibrational Raman on field shock formation. The Raman frequency ω = 2.5099 × 1014 s−1

and time scale τ = 4.2 ps are taken from [113, 114]. Our simulations have included most

of the relevant effects needed to model nonlinear propagation of femtosecond pulses in dia-

mond. These simulations support our argument that diamond is an attractive material for

electric field steepening (see Figure 3.25, for example). Furthermore, we expect that results

presented here will motivate future experiments utilizing diamond as a material in the study

of nonlinear phenomena including but not limited to field shocks.

Other, less exotic solids, like fused silica or BK7 glass, have proven to be unsuitable to

produce a field shock. The reason for this is the high and even anomalous dispersion they

exhibit in the IR, which will be highlighted later in section V.

Throughout this work, a Gaussian spatio-temporal laser pulse is used, with a wavelength

of λ0 = 8 µm and a pulse duration of τp = 40 fs at 1/e2 radius. Unless stated otherwise, the

starting peak intensity was set to be I0 = 4×1012 W/cm2, while the beam is collimated with

a waist of w0 = 2 mm at 1/e2 radius for air, and w0 = 50 µm for diamond. All simulations,

with the exception of those corresponding to Figure 3.20, are done in three dimensions (3D):

with assumption of cylindrically symmetric solution in r, time t, and propagation distance
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Figure 3.12: Electric field of an 8-µm pulse propagating in air (a and b), and diamond (c
and d). Black dashed line: initial field shape, red lines: field shape at (a) z = 26.3 cm and
(b) z = 61.5 cm, for air, and (c) z = 60 µm and (d) z = 170 µm, for diamond.

z.

3.4.2 Field shock formation and evolution

In Figure 3.12 we can see the generated carrier wave shock in air (a, b) and diamond (c,

d). The input power (beam waist) and propagation distances are different in each case to

compensate for the material properties but the end results are very similar. In both cases (a,

c) the electric field of the laser pulse is undergoing extreme steepening and is reshaped into

a “shark-fin” like temporal structure. After additional propagation, both fields continue to

evolve and are transformed into almost top-hats (b, d). These extreme nonlinear dynamics

acting on the carrier wave in two totally different materials indicate that the mechanisms

leading to carrier wave shock formation are universal in the strongly nonlinear - weakly

dispersive long wavelength regime.

It is important to stress that in this long wavelength - highly nonlinear - low dispersive

regime, propagation effects must be accounted for. As we can see in Figure 3.13, where

the evolution of the electric field of our wavepacket in air and diamond is shown, the field

shape is in fact constantly evolving as the pulse is propagating in z. In both cases, after

the initial steepening which can be seen in (a) at z = 30 cm and (b) at z = 80 µm, the

field is constantly reshaping before finally taking on a top-hat shape at (a) z = 72 cm, and
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Figure 3.13: On-axis electric field evolution in (a) air, and (b) single-crystal diamond at
λ0 = 8 µm. In both cases, I0 = 4.0 × 1012 W/cm2 and tp = 40 fs, with w0 = 2mm for air
and w0 = 50 µm for diamond. The electric fields initially evolves into a shark-fin shock with
harmonic walk-off further reshaping the fields over longer distances.

(b) z = 200 µm. Obviously the rate at which the field evolves is directly proportional to

the characteristic lengths LCSD and LNL. The continuous broadening of the spectrum and

walk-off of the numerous harmonics results in a dynamically evolving wave-form, which can

change drastically over just a few microns of propagation. Therefore, any experiments and

numerical models related to nonlinear field shaping [96, 97, 101, 115] should be reassessed

given the results presented here.

As shown in [35], focusing conditions can play an important role in the carrier wave

shock formation and evolution. In Figure 3.14 we can see the effect of an initial wavefront

curvature on shock formation of our wavepacket propagating in single-crystal diamond, both

in the temporal domain (a, c) and the spatial domain (b, d). Focusing the beam with a

curvature of f = 50 µm (c, d) will lead to earlier carrier shock formation and a top-hat field

at z = 71 µm. In contrast, the collimated beam is still evolving at z = 200 µm, and has not

reshaped into a top-hat yet. The obvious explanation of this behavior is the faster intensity

increase due to strong linear focusing, which accelerates the harmonic generation and field

steepening. Similar control over the field shape was predicted for Xenon in [35], and is also

observed in air and the rest of the noble gases (data not shown). Note that Figure 3.14 was

generated using the UPPE model with ionization switched off. This was done to eliminate

changes in the beam profile due to nonlinear losses and plasma defocusing.

The transition from a collimated beam to a focused one has further implications in the
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Figure 3.14: Electric field (first column) and beam waist (second column) for collimated (first
line) and focused (second line) beam in single-crystal diamond. Black line: initial condition,
red line: after propagation.

spatial domain as well. As we can see in Figure 3.14 (d), the initial curvature leads to strong

spatio-temporal coupling. The formation of a ring around the on-axis peak, a feature not

observed in the collimated case, is shown in Figure 3.14 (b) and indicates steepening and

breakup of the electric field.

Note that up to now, all temporal field profiles are plotted on-axis, however at different

positions in the radial dimension we expect to have more or less shock formation in the tem-

poral electric field profile. Figure 3.15 shows the electric field of a wavepacket, propagated

170 µm in diamond without any initial curvature, as a function of the radial coordinate. As

we can clearly see, the amount of field steepening is directly proportional to the field ampli-

tude, and therefore varies in the radial dimension. The center part of the beam is showing

the “top-hat” field shape, while as we move outwards the field steepening progressively weak-

ens. At the outer part of the beam, the field retains it sinusoidal shape almost unaltered.

This trend should be taken into account for cases where the beam profile undergoes spatial

reshaping, as in the case shown in Figure 3.14 (b, d).
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Figure 3.15: Electric field at several radial positions after propagating a λ0 = 8 µm collimated
Gaussian beam for 170 µm in single-crystal diamond.

Figure 3.16: (a) Broadened spectrum of the 8-µm wavepacket after propagation in single-
crystal diamond (cyan continuous line). Dashed lines: artificially truncated spectra, and (b)
corresponding electric fields.

3.4.3 Field shock characterization

In this section a detailed study and characterization of the carrier wave shock will be con-

ducted. As was stressed earlier, the main contributor to the formation of a carrier shock is

the generation and co-propagation of the third harmonic wave. Here we will analyze and

justify this claim in more detail. The carrier shock dispersion length scale LCSD was intro-

duced in 2.3 as a natural length scale of the MKP equation. We also demonstrated that

LCSD is directly related to the third harmonic coherence length. In Figure 3.16 (a) we can

see the generated higher harmonics of the 8-µm beam in diamond, which is represented by

the cyan continuous line. The corresponding field shape is shown in Figure 3.16 (b) again

with the cyan continuous line. To isolate the effect each of the harmonics has on field shape,

we artificially truncated the spectrum up to the 3rd harmonic, shown in Figure 3.16 (a) with

the red squares. The corresponding field shape, shown in Figure 3.16 (b) (red continuous
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line), is much more jagged when compared to the case where all the harmonics are taken

into account. However, the electric field is still steepening, and the shock is still observ-

able. In addition, the field shape is only slightly changing as the number of generated higher

harmonics is varied from 1 to the full spectrum. On the other hand, if we keep only the

fundamental by truncating all higher harmonics (including the 3rd), the field shape remains

virtually unmodified as shown in Figure 3.16 (b) (black dashed line). This clearly demon-

strates that the actual steepening of the field is mainly coming from the third harmonic,

while the rest of the harmonics smooth out the jagged oscillations observed when only the

3rd harmonic is taken into account. The oscillations on the field profile are interpreted as

temporal interference fringes between multiple harmonics. In the case of the full spectrum,

the large number of harmonics decrease the period of the fringes, effectively smoothing out

the field profile.

The above observation validates our claim that the carrier shock dispersion length LCSD,

as it was introduced first in [35] and derived in detail in 2.3, is in fact a very robust way

to predict shock formation by taking into account the material dispersion and laser pulse

parameters. LCSD is a way to measure the length over which the carrier field shock dissipates

due to dispersive effects of the medium. The main characteristic lengths, besides LCSD, that

are of interest here are the nonlinear length scale LNL and collapse distance LC as defined

in Ref. [10],

LC =
0.367LDF√

((Pin/Pcr)1/2 − 0.852)2 − 0.0291
, (3.4.1)

where Pin is the total input power and Pcr is the critical power for self-focusing depending on

the shape of the wave packet. For Gaussian spatio-temporal wave packets it is approximately

given by Pcr = 3.77λ20/(8πn0n2). For all materials in this study, both LNL and LC are related

to the instantaneous optical Kerr effect.

It is now possible to directly compare the significance of each physical effect for a given

intensity value by their characteristic lengths. In Figure 3.17 we can see all three charac-

teristic lengths plotted for a peak intensity of I0 = 1 × 1013 W/cm2 (a typical value in the

filamentation regime) as a function of wavelength λ in single-crystal diamond. The propa-

gation of the wave packet is governed by the physical effect with the shortest characteristic

length. The general trend is that at shorter wavelengths carrier shock dispersion is strong
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Figure 3.17: Characteristic lengths scales for the nonlinear Kerr effect (blue dotted line),
carrier shock dispersion (black dashed line), and collapse distance (red continuous line) in
single-crystal diamond as a function of wavelength. Input intensity is 1× 1013 W/cm2.

and the generated harmonics walk-off before field steepening can occur. At longer wave-

lengths, where dispersion is much weaker, the walk-off of the higher harmonics is slow, and

a carrier wave shock is expected to occur.

Note that the carrier shock dispersion length scale is independent of the intensity. On the

other hand, LNL depends on intensity, which for practical reasons makes a direct comparison

between the two difficult due to the ever shifting peak intensity found in the filamentation

regime. For this reason it is helpful to scan over a range of intensity values and produce

a surface for each LNL, and LCSD, the latter being invariant along the intensity-axis. Fig-

ure 3.18(a) shows the overlapping surfaces for LNL (color coded surface) and LCSD (black

grid) for single-crystal diamond. Since the shortest length scale dominates, carrier shock

is expected to manifest itself in areas where the surface corresponding to LNL is under the

surface corresponding to LCSD. To simplify the 3D surfaces shown in Figure 3.18(a) we

project them onto the I − λ plane. In Figure 3.18(b) we can see that the I − λ plane is

now separated in two regions, a region where carrier shock is expected to occur (blue) and

a region where it is not (black), depending on which of the relevant length scales is shorter.

The boundary between the two regions is given by the relation

I(ω) =
cω|k′′

(3ω)− 3k
′′
(ω)|

n2

(3.4.2)

when LCSD = LNL. Figure 3.18 (b) provides a practical estimate for whether or not carrier
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Figure 3.18: (Color online) (a) Characteristic length surfaces of single-crystal diamond plot-
ted in 3D. Black grid: LCSD, color-coded surface: LNL. (b) Minimum length scale over the
I − λ plane. Black region: LCSD < LNL and blue region: LNL < LCSD indicative of shock
formation.

Figure 3.19: Minimum length scale over the I − λ plane for air, xenon, argon, krypton,
helium, neon and fused silica. Black regions: LCSD < LNL and blue regions: LNL < LCSD

indicative of shock formation.
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Figure 3.20: Maximum of derivatives of the electric field for air (top) and single-crystal
diamond (bottom). Propagation is simulated independent of a radial coordinate such that
self-focusing and diffraction do not impact the results.

shock formation is expected to happen in diamond.

The comparison between LCSD and LNL shown in Figure 3.18 (b) can be done for any

material with known dispersive and nonlinear coefficients. Figure 3.19 shows the I − λ

planes, separated into the “shock region” (LNL < LCSD) in blue and the “collapse region”

(LCSD < LNL) in black, for all noble gases, air, and fused silica glass. As we can see,

each material has a distinct region where carrier wave shock is expected to be observed.

Furthermore, we emphasize that these regions of carrier wave shock are entirely determined

by the dispersive and nonlinear properties of the medium. Note that not all materials are

suited for field shock generation, both neon and fused silica have LCSD < LNL in the I − λ

region of interest here. Since carrier wave shock formation is mainly driven by competition

between nonlinearity and dispersion, the latter being a fixed material property, it is expected

that the amount of steepening in the electric field will vary along the propagation length,

following the peak intensity to some extent. In Figure 3.20 we can see the maximum of the

temporal derivatives of the electric field as a function of propagation distance for air and

single-crystal diamond.

The slight field steepness saturation after propagating 50 cm in air, and 120 µm in

diamond, occurs because the harmonics constantly walk-off. The field undergoes self-steeping

a multitude of times as is indicated by the numerous oscillations for both materials. This

happens because of the dynamic interaction between harmonic generation and walk-off.

The oscillation period varies with intensity and material dispersion but is always observed.

Similar results have been seen in all materials studied here (data not shown) as well an in
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Figure 3.21: (Color online) Electric field of a τp = 200 fs, λ0 = 8 µm pulse, propagated in
single-crystal diamond for 170 µm.

the preceding section 3.3, indicating that the phenomenon quite robust.

3.4.4 Robustness and universality

A very important observation is that the carrier shock formation is unaffected by the pulse

duration since neither LCSD nor LNL depend on it. In Figure 3.21 we can see the electric

field of a 200 fs pulse undergoing self-steepening in diamond after 170 µm of propagation.

The carrier wave shock forms over multiple oscillations of the electric field. Interestingly, the

reshaping of the electric field is not constant over the whole pulse, but rather the steepening

follows the field amplitude. Oscillations at the front and back of the pulse show very little

steepening, while as one moves closer to the central time slice, “shark-fin” like features

become evident. At the center of the pulse the electric field is strongly reshaped into a

“top-hat”, effectively having gone through all stages of the carrier shock formation. As

stated before, the carrier shock formation is intensity (or else field amplitude) related and

is acting on each point of the field separately through the co-propagation of the generated

harmonics. Therefore, the overall pulse duration is of little importance concerning carrier

shock formation. However, the use of longer duration high power pulses will be limited by

optical damage in solid state media like single-crystal diamond.

As mentioned earlier, we will investigate the role of vibrational Raman in the case of
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single-crystal diamond using the model described in subsection 3.4.1. In order to isolate the

effect of vibrational Raman optical field ionization, plasma is switched off. Simulations were

conducted using the UPPE model. Conclusions drawn here should apply to all materials with

a clearly defined Raman response. In Figure 3.21 we can see the effect of vibrational Raman

on the carrier shock formation of an 8 µm - 40 fs pulse in single-crystal diamond. Although

the frequency and time scale are known [113], the actual relative strength (in comparison to

the instantaneous Kerr effect) at the given wavelength is not. Therefore the relative strength

is varied within a reasonable range from 0% (Figure 3.22(a)), to 25% (Figure3.22(b)), up

to 50% (Figure 3.22(c)). In Figures 3.22(a)-(c) we observe that as the Raman strength is

increased the amount of carrier shock is decreasing. However, the effect of Raman on the field

shock formation is mostly neutral rather than destructive. This becomes evident when we

increase the intensity by a factor of two in the case of 50% Raman strength, which effectively

reverses the loss of field shock due to the inclusion of Raman; while vibrational Raman does

not contribute to field shock, it also does not destroy it. Therefore, simply increasing the

intensity of the pulse should in principle still lead to significant shock formation, given that

intensity is kept under the damage threshold of the medium. This would mean that given

precise knowledge of the Raman relative strength, a correction has to be applied to the

shock formation region in the I-λ plane in Figure 3.18 and Figure 3.19. This would result

in a shift of the collapse region (black) upwards, effectively shrinking the shock-formation

region (blue) by an amount depending on the strength of the Raman response.

Concerning carrier wave shock formation, Figure 3.22 makes it clear that vibrational

Raman can in principle be overcome by a simple increase in intensity. This makes the

phenomenon very robust since field shocks are expected to be observable regardless of the

existence of vibrational Raman in the material. The drawback to this is that higher intensities

are required, which could lead to optical damage and the generation of dense plasmas.

Lastly, we will study the effect of high nonlinear losses and plasma, including plasma

defocusing and absorption, on carrier shock formation. Even though ionization is properly

modeled as shown in section 2.3 and Figure 3.10, an accurate and well established ionization

model for single-crystal diamond at mid-IR wavelengths is not available in the literature.

Therefore, we investigated and compared carrier wave shock formation for two extreme cases:
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Figure 3.22: Electric field profiles for various Raman strengths after propagation of z = 80
µm in single-crystal diamond. Raman contribution of (a) 0% , (b) 25%, (c) 50%, and (d)
50% with double the intensity value used in (a)-(c).

Figure 3.23: Electric field profiles of an 8 µm - 40 fs pulse in single-crystal diamond, without
(first row) and with ionization (second row). Black line: initial field shape, red lines: re-
shaped electric field after z = 80 µm (first column) and z = 200 µm of propagation (second
column).
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using artificially high ionization coefficients and switching ionization off altogether.

In Figure 3.23 we observe the effect of artificially increasing ionization on the carrier

shock formation of our 8µm - 40 fs wavepacket in single-crystal diamond. As we can see,

the “shark-fin” and “top-hat” shaped electric fields are significantly reduced in amplitude

(Figure 3.23 (c), (d)) when compared to the case without ionization shown in Figure 3.23

(a), (b). However, even with artificially high ionization coefficients, field steepening is still

observed. Ionization losses tend to reduce field amplitudes, and consequently they reduce

the amount of field steepening. On the other hand, plasma generation has been associated

with a strong blue-shift in the spectrum and supercontinuum generation [61], which could in

principle contribute to field shock formation in a similar way as higher harmonic generation

does. The effect of plasma on field shock formation is proving to be a complex process,

depending on setup parameters and propagation dynamics. We have to stress again that the

use of shorter wavelengths will lead to an increase of ionization, which along with stronger

dispersion makes carrier shock formation extremely difficult to observe. On the opposite side,

moving towards longer wavelengths favors field shock formation, since ionization is weaker

and LCSD becomes longer.

3.4.5 Comparison between GMKP and UPPE

To validate our result we compared the results of the GMKP model with the full UPPE field

propagator throughout this work. In Figure 3.24 we can see minor discrepancies between the

two models in the case of our 8 µm - 40 fs wavepacket propagating in single-crystal diamond.

For simplicity, no vibrational Raman or optical field ionization were taken into account. In

Figure 3.24 (a) we can see the predicted carrier wave shock using both the GMKP (blue

lines) and UPPE (black dashed lines) models. The corresponding spectral intensities are

shown in Figure 3.24 (b). The field profiles are essentially indistinguishable, showing that

at long wavelengths the use of the GMKP model is fully justified. In Figures 3.24 (c) and

(d), the dispersion relation of diamond is shown for both models, visualized in wavelength

and normalized frequency respectively. As we can see there is a slight discrepancy between

the GMKP dispersion and the actual Sellmeier dispersion relation used in the UPPE model,

especially at high frequencies. This should be taken into account when conducting numerical
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Figure 3.24: Comparison of carrier shock formation between GMKP (black dashed lines)
and UPPE (red continuous lines), for an 8 µm - 40 fs wavepacket in single-crystal diamond.
(a) Generated ”shark-fin” electric field for UPPE and GMKP. (b) Corresponding spectral
intensities. (c) Group velocity dispersion as modeled by GMKP and UPPE for single-crystal
diamond vs wavelength λ, and (d) vs normalized frequency.
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experiments at shorter wavelengths. For shorter wavelengths, the GMKP model can poorly

approximate material dispersion and hence significant differences between the UPPE and

GMKP models may result. This means that the pulse’s wavelength can determine the

numerical model of choice, UPPE for shorter wavelengths where dispersion is accurately

modeled and GMKP at longer wavelengths since it is the canonical equation describing

pulse propagation in that regime [35].

3.5 Long-wavelength critical collapse

An interesting observation in the mid-IR to long-IR regime is that critical collapse can

be arrested by walk-off of the self-generated higher harmonics. This is clearly observed

in Figure 3.25(a) where the peak intensity along propagation in single-crystal diamond is

shown (red continuous line). The extremely sharp field gradients which evolve due to the

low dispersion - high nonlinearity lead to even more spectral broadening. This eventually

results in the spreading of a significant portion of the total energy over a large spectral

region, effectively dispersing the wavepacket and arresting collapse. Note that the role of

dispersion is key; on the one hand, very weak dispersion allows for a carrier wave shock to

manifest itself, on the other hand, non-zero dispersion is arresting the collapse and eventually

breaking up the field profile itself. The role of plasma in this collapse arrest is actually very

small. As observed in Figure 3.25(b) (red continuous line), the generated plasma density is

essentially kept under ∼ 1016 cm−3, which is rather weak in the filamentation regime. To

further test this, we switched plasma generation off entirely (JNL = 0) and observed that the

peak intensity of the wavepacket was essentially unaffected (Figure 3.25(a)). That is, carrier

shock dispersion is the primary mechanism by which critical collapse is arrested, in contrast

to a shorter wavelength regime in which the main arrest mechanism is due to plasma.

The role of field dispersion and envelope dispersion are significantly different here. When

wavepacket propagation is simulated using an envelope type nonlinear Kerr response (PNL ∼

IE), instead of a carrier-resolving Kerr response (PNL ∼ E3), the collapse arrest is caused

by optical field ionization and plasma defocusing. This can be seen in Figure 3.25 where

the peak intensity (a) and peak electron density (b) are plotted in the blue dash-dotted

lines. The results shown in Figure 3.25 showcase again the importance of the use of field
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Figure 3.25: Critical collapse of a λ0 = 8 µm Gaussian wavepacket propagating in single-
crystal diamond with an input power of Pin = 1.46Pcr. Collapse arrest due to plasma
(PNL ∼ IE) and carrier shock dispersion (PNL ∼ E3) are illustrated in plots of (a) peak
intensity vs. propagation distance, and (b) peak plasma vs. propagation distance.

propagators for mid-IR wavelengths; envelope type models are unable to properly describe

the evolution of the wavepacket, predicting collapse arrest due optical field ionization rather

than carrier shock dispersion, and overestimating plasma generation and nonlinear losses in

the process.

3.6 Conclusion

In this chapter we have simulated optical shock and collapse in a variety of media, at different

wavelengths, and with several propagation models. We have illustrated that the mechanisms

of shock and collapse can be significantly different at mid-IR wavelengths versus the near-IR

wavelength. Most simulations were run with the MKP model because of its simple structure

and usefulness as an analytic tool but it should be emphasized that there are only small

differences in computational speed between the UPPE and MKP models.

We have shown that the restriction of MKP to few-cycle pulses is unnecessary. Even when

a few dozen cycles are under the envelope, MKP can be as effective as NEE and UPPE in

simulating self-focusing ultra-short femtosecond pulses. In general, MKP can be an effective

model for any system in which a large spectral range must be propagated.

Commonly, MKP and other field models include effects such as third harmonic generation.

Accurately resolving a third harmonic field requires propagating with a dispersion model that

is accurate at the third harmonic frequency. MKP dispersion can fail in this context and it

may be necessary to use a more general dispersion expansion. Furthermore, if no analysis of
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the model is needed, it may be best to simply stay in the spectral domain and simulate using

a model with an exact dispersion relation such as UPPE. This is much more of a factor in

the near-IR wavelength regime due to stronger dispersion.

A broad and detailed numerical study of carrier wave shock formation in the weakly

dispersive - highly nonlinear regime in air, noble gases and single-crystal diamond is provided.

“Shark-fin” and “top-hat” electric fields are predicted to form spontaneously in the mid-

and far-IR for a variety of input powers and pulse durations. In addition, the field shock

formation is proven to be very robust since it is occurring despite ionization losses, plasma

generation, vibrational Raman and two-phonon absorption. Carrier shock is predicted to

be unavoidable in most high intensity, long wavelength pulse propagation settings. Results

presented here are expected to have significant impact on multiple disciplines in the field of

nonlinear optics, especially attosecond pulse generation [115], waveform synthesis [101], and

pulse compression [109].
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Chapter 4

Numerical methods: Adaptive step algorithms for

stiff nonlinear systems

The primary objective of this section is to introduce, compare, and analyze several embedded

Runge-Kutta (RK) adaptive step methods for the solution of partial differential equations

(PDEs) of the form

ut = Lu+N (u, t), (4.0.1)

where L and N are linear and nonlinear operators, respectively. Often the linear operator

L is either stiff or highly oscillatory and hence standard explicit RK solvers are unfit for

numerical simulation. Appropriate computing techniques for solving equations of the type

described include exponential time-differencing (ETD) [116], implicit-explicit [117], split-

step, integrating factor (IF) [118], and slider algorithms [119]. In the case of fourth order

time-stepping, Kassam and Trefethen [120] make a convincing case that ETD is the fastest

and most generally applicable method among the ones we listed.

Fourth order Runge-Kutta exponential time differencing (RKETD) was originally devel-

oped by Cox and Matthews [116] who needed an improved method for solving stiff PDEs with

six spatial derivatives, the general rule being the more derivatives, the stiffer the equation.

Krogstad [121] is credited with improving Cox and Matthews’ method with another fourth

order ETD having slightly better convergence and stability. A major theoretical contribu-

tion came from Hochbruck and Ostermann [122] who derived stiff order conditions which are

stronger than classical order conditions and arguably more important. We have singled out

the papers we found the most useful in our study but the field of exponential integrators is

broad and we refer those interested to several thorough reviews [123, 124].

One drawback of currently available RKETD methods is the lack of embedded error con-

trol. Having adaptive capability is crucial in fields such as optical filamentation where laser

pulses undergo critical collapse focusing followed by ionization defocusing [61]. The under-

lying length scales in such problems can vary significantly as the pulse propagates. Certain
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PDE models such as Burgers equation can exhibit steepening as a shock front develops [125].

Relatively small steps are needed near the shock but not far away from it. Obviously there

are plenty of other examples in which adaptive time-stepping is desirable.

Kassam and Trefethen [120] concluded that ETD would be costly to extend to variable

time-stepping while Minchev and Wright [123] suggested that variable time-stepping could

be cheap for periodic systems where L is a diagonal operator. More recently, Hochbruck,

et. al. constructed several embedded RK exponential Rosenbrock integrators which were

shown to be efficient even for non-diagonal problems [126]. In this paper we introduce two

embedded RKETD methods and illustrate their efficiency and stability. The adaptive step

methods we discuss in this paper are effective in relatively extreme test cases but generally

not as effective as one might think. We also show examples where our embedded RKETD

methods are slower than their respective constant step embeddings.

For small scale non-diagonal problems, ETD functions are calculated using contour in-

tegrations [120] or scaling and squaring algorithms [127, 128]. We demonstrate in section

4.4.4 that embedded RKETD methods are not well-suited for non-diagonal systems due to

how expensive these ETD evaluation costs are relative to RK stage updates. For large scale

non-diagonal systems, several efficient exponential integration methods [129, 130] have been

designed using Krylov subspace methods [131, 132]. These types of integrators can be used

effectively with an adaptive step for certain non-diagonal problems [126].

4.1 Constant step Runge-Kutta methods for stiff systems

Before introducing the embedded RK methods we summarize some constant step algorithms

for solving systems in the form of equation (4.0.1). If we group the right-hand side linear

and nonlinear responses together

F (u, t) = Lu+N (u, t),
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then an s-stage explicit RK scheme for solving this system is given by

un+1 = un + h

s∑
i=1

biF (ki, tn + cih),

ki = un + h
i−1∑
j=1

aijF (kj, tn + cih), i = 1, 2, ..., s,

where an RK Butcher tableau [133] contains the method coefficients

0
c2 a21
c3 a31 a32
...

...
. . .

cs as1 as2 . . . as,s−1

b1 b2 . . . bs−1 bs

Integrating factor [118] separates out the fast linear operator L through a change of variable

to v = e−tLu such that

vt = e−tLN (etLv). (4.1.1)

Substitution of the right-hand side e−tLN (etLv) into the RK formulation yields

un+1 = ehLun + h
s∑

i=1

bie
hβiLN (ki),

ki = ehciLun + h

i−1∑
j=1

aije
hαijLN (kj), i = 1, 2, ..., s. (4.1.2)

where βi = 1− ci, αij = ci − cj, and N (ki) is short-hand for N (ki, tn + cih).

It would seem that any constant step RK can be converted into a Runge-Kutta integrating

factor (RKIF) method but we do mention one caveat. If L has an eigenmode with a negative

real component and any one of the αij is negative, then the numerical method will have an

exponential growth term not present in the non-IF form. For instance, the embedded method

of Fehlberg’s RK45 [134] has α64 = −11/26 and α65 = −1/2, and hence the method should

be avoided when simulating PDE’s such as Kuramoto-Sivashinsky (KS), Fisher-KPP, and

Swift-Hohenberg, and others with negative components in their respective linear eigenmodes.

Many popular RK methods have αij ≥ 0 for all (i, j) pairs and their corresponding IF schemes

do not have growth terms present.
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In several numerical tests of the Felberg RK45 integrating factor scheme applied to the

KS equation and Burger’s equation, unstable growth was not detected and hence the a64 and

a65 terms with negative αij might not imply that the overall method is unstable. However,

we do not claim that the method has been proved stable either, only that it can be used

successfully on certain PDE problems. On the other hand, when the a64 and a65 terms were

both set to zero the speed of the Felberg IF45 method improved on both test equations. The

improved performance occurred despite the higher order embedded method no longer being

fifth order. Therefore the exponential growth terms in the k6 substage might be negatively

impacting the truncation error and step adapting more than the stability. In any case, the

b6e
hL/2N (k6) term in the un+1 step update of the Felberg RK45 IF method is not ideal since

the magnitude of the k6 stage could be large due to growth terms and this potentially large

term is used as an input to the nonlinear response. Given the large number of alternative

IF methods, we would argue that it is best to avoid the Felberg IF45 altogether.

By replacing bie
hβiL and aije

hαij in equation (4.1.2) with the more general functions

bi(hL) and aij(hL), we have the form of an RKETD method

un+1 = ehLun + h
s∑

i=1

bi(hL)N (ki),

ki = ehciLun + h

i−1∑
j=1

aij(hL)N (kj), i = 1, 2, ..., s. (4.1.3)

The difference between ETD and IF lies in how the bi(hL) and aij(hL) functions are selected.

Formally, we may integrate equation (4.0.1) from any time tn to tn+1 = tn + h such that

u(tn+1) = ehLu(tn) +

∫ h

0

e(h−τ)LN (u(tn + τ), tn + τ)dτ. (4.1.4)

Integrating factor amounts to applying quadrature rules to the full integral in equation

(4.1.4) whereas the main idea behind ETD methods is to approximate N in the integrand

with a collocation method and then integrate exactly. When the N function is expanded in

a Taylor series polynomial we have

u(tn+1) = ehLu(tn) +
∞∑
r=1

hr

r!
ψr(hL)D(r−1)N , (4.1.5)
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where the ψ functions are defined as

ψr(z) = r

∫ 1

0

e(1−θ)zθr−1dθ, r = 1, 2, 3, ... (4.1.6)

Local truncation errors of the RKETD method and its substages are given by

ln+1(hL) = h

[
s∑

i=1

bi(hL)N (ki)−
∞∑
r=1

hr−1

r!
ψr(hL)D(r−1)N

]
, (4.1.7)

ln+1,i(hL) = h

[
i−1∑
j=1

aij(hL)N (ki)− ci

∞∑
r=1

(cih)
r−1

r!
ψr(cihL)D(r−1)N

]
. (4.1.8)

When hL → 0, the local truncation error reduces to ln+1(0) which is commonly used in stan-

dard Runge-Kutta order theory [133]. We also note that as hL → 0, the RKETD method

reduces to an underlying Runge-Kutta with coefficients aij(0) and bi(0). Order conditions

for RKETD, which are somewhat more complicated than for standard Runge-Kutta, have

been derived using B-series and rooted tree analysis [135]. When used alone, these order

conditions can produce unsatisfactory methods with poor convergence and stability. Stiff

order conditions [122] are stronger and typically give better results, therefore one should

favor these conditions or some combination of stiff order and non-stiff order. Exponential

integrators can experience order reduction from non-stiff order down to stiff order and there-

fore the robustness of the integrator also depends on stiff order. Whether order reduction

occurs, how much occurs, and for which step sizes it occurs are largely problem dependent

questions.

Our procedure for constructing RKETD methods takes into account stiff order, non-stiff

order, and stability. We illustrate our procedure through an example of how to build a six

stage, fifth order, stiff order three scheme using Mathematica. First, we used the following

stiff order conditions in the substages

i−1∑
j=1

aij(cihL) = ciψ1(cihL),
i−1∑
j=2

aij(cihL)cj = c2i
ψ2(cihL)

2
, (4.1.9)

where a21 satisfies the first condition, and the aij in substages k3, k4, k5, and k6 are chosen

to satisfy both conditions. Stiff order conditions are then applied to the final stage

6∑
i=1

bi(hL) = ψ1(hL),
6∑

i=2

bi(hL)ci =
ψ2(hL)

2
,

6∑
i=2

bi(hL)c2i =
ψ3(hL)

3
. (4.1.10)
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This yields a family of stiff order three methods. There are quite a few degrees of freedom

available when fulfilling the stiff order requirements, in particular we decided to express a21,

a31, a32, a41, a43, a51, a54, a61, a65, b1, b2, and b6 in terms of the unknown functions a42, a52,

a53, a62, a63, a64, b3, b4, and b5. The remaining unspecified ci values and aij functions are

then chosen to satisfy fifth order conditions of the underlying Runge-Kutta method. To this

end we expand the aij in a superposition of ψ functions: a42 = a421ψ1(c4hL)+ a422ψ2(c4hL),

a5j = a5j1ψ1(c5hL) + a5j2ψ2(c5hL) for j = 2, 3, a6j = a6j1ψ1(c6hL) + a6j2ψ2(c6hL) for

j = 2, 3, 4, and bj = bj1ψ1(hL) + bj2ψ2(hL) + bj3ψ3(hL) for j = 3, 4, 5, and choose c2 = 1/4,

c3 = 1/4, c4 = 1/2, c5 = 3/4 and c6 = 1. The underlying Runge-Kutta order conditions are

met with

a521 =
1

8
(−3− 6a421 − 6a422 − 8a522) , a531 =

1

8
(3 + 6a421 + 6a422 − 8a532) ,

a621 =
1

7
(8 + 12a421 + 12a422 − 7a622) , a631 =

1

7
(6− 12a421 − 12a422 − 7a632) ,

a641 =
1

7
(−12− 7a642) , b31 =

1

45
(16− 45b32 − 45b33) ,

b41 =
1

15
(2− 15b42 − 15b43) , b51 =

1

45
(16− 45b52 − 45b53) .

The remaining non-stiff fifth order conditions are satisfied using Mathematica [136],

a642 = f1(a421, a422, a522, a532, a622, a632) b32 =
1

30
(−32− 45b33 + 30b52 + 45b53) ,

b42 =
1

20
(16− 30b43 − 30b52 − 45b53) , b52 = f2(a421, a422, a522, a532, a622, a632, b33, b43),

b53 =
1

9
(−16− 9b33 − 12b43) ,

where f1 and f2 are functions of a421, a422, a522, a532, a622, a632, b33, and b43. Free parameters

are then used to maximize convergence rates and tune the stability region. We note that

this last procedure is a multi-objective optimization problem since increasing the speed

of the method typically comes at the cost of a smaller or less desirable stability region;

similarly, obtaining the stability region desired will likely result in a slower than optimal

method. It’s worth mentioning here that RKETD stability regions are not the same as in

standard RK theory and can only provide an indication of stability [116, 121]. However,

practical experience suggests this indication of stability is often reflective of actual stability

and therefore we utilize it in the design process.
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From the family of methods we have just described, we choose the remaining free param-

eters based on stability. Part of our selection of the free variables ensured that the integrator

was stable for PDE’s such as KdV which have purely imaginary linear and nonlinear modes;

the corresponding stability region was optimized. We also used the degrees of freedom to

make large regions of stability appropriate for a variety of PDE’s with both real and imagi-

nary linear modes as well as real and complex nonlinear modes. One set of free parameters

that met our requirements was a421 = a422 = a522 = a532 = a622 = 0, a632 = −87
28
, b33 = −1

9
,

and b43 = −6
5
. This fifth order integrator is discussed in more detail, with a third order

embedding, in section 4.2.2.

We conclude this section with a few comments on the procedure we outlined. First, the

procedure is not unique and other procedures could be used to build stiff order three, non-

stiff order five, stable RKETD integrators. In particular, we could have simply used non-stiff

order conditions for orders four and five or we could have skipped the underlying RK step

and used Mathematica for all non-stiff order conditions. We preferred to avoid power series

expansions of the aij and bi functions as occurs in non-stiff order theory. Partly this was

for convenience and partly because it is more natural for the aij and bi to be expressed in

superpositions of ψ functions. Mathematica can be used to meet all non-stiff order require-

ments but the computation time increases with the number of free parameters. By solving

the underlying RK order conditions first, we eliminate some of these free parameters and

the remaining non-stiff conditions can be handled quicker. We also note that while tables of

order conditions up to non-stiff order four are readily available [122, 135], higher orders are

not. Tables for order conditions of underlying RK methods are available for orders six and

higher [133, 137]. Further discussion of how the fifth order ETD scheme is designed along

with a corresponding Mathematica script is included in Appendix E.

4.2 Embedded Runge-Kutta methods for stiff systems

In this section we introduce several embedded Runge-Kutta integrating factor and expo-

nential time-differencing schemes. First, we discuss embedded error control and adaptive

time-stepping strategies with a particular emphasis on costs associated with ETD function

evaluations. This is followed by the introduction of two adaptive RKETD methods: a fourth
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order scheme with third order embedding based on Krogstad’s method, and a fifth order

method with third order embedding that has slightly better speed and stability. We follow

up with a subsection on RKIF schemes we use for comparison to RKETD. Lastly, adaptive

stepping is illustrated in four PDE examples.

4.2.1 Error control and adaptive stepping strategies for embedded Runge-Kutta

Our embedded error control is largely based on existing continuous Runge-Kutta theory.

In particular, we modified a standard local-error-per-step with local extrapolation strategy

used in continuous RK [138] such that it would apply for our purposes. For IF and ETD

methods, a Runge-Kutta s-stage order (q-1,p) formula pair is

ūn+1 = ehLun + h
s∑

i=1

b̄i(hL)N (ki), un+1 = ehLun + h
s∑

i=1

bi(hL)N (ki),

where ki = ehciLun + h
∑i−1

j=1 aij(hL)N (kj), i = 1, 2, ..., s, and q ≤ p. Consider uex to be

the exact solution to equation (4.0.1) at tn+1, then it follows that ūn+1 = uex + ēn+1h
q and

un+1 = uex +O(hp+1). Therefore the embedding estimate En+1 = ūn+1 − un+1 satisfies

En+1 = h
s∑

i=1

[
b̄i(hL)− bi(hL)

]
= ēn+1h

q +O(hq+1).

For a given local truncation error tolerance (TOL), we find conditions relating the ”optimal”

step-size hopt to the error term ēn+1

∥ēn+1∥hq ≈ ∥En+1(hL)∥, ∥ēn+1∥hqopt ≤ TOL.

Solving for hopt, we have

hopt ≤ h

[
TOL

∥En+1(hL)∥

] 1
q

= νh

[
TOL

∥En+1(hL)∥

] 1
q

, (4.2.1)

where 0 < ν < 1 is a safety factor. All tested methods use the Euclidean ∥ · ∥2 norm with

an error tolerance TOL = ϵrel∥un+1∥2. We propagate PDE’s and evaluate error in spectral

space and hence Parseval’s theorem on preservation of L2 norms suggests the Euclidean norm

would be appropriate; we also tested other norms including the sup norm ∥ · ∥∞ and speeds

tended to be marginally faster using ∥ · ∥2.
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In constructing adaptive ETD it is important to consider the cost of evaluating the

coefficient functions aij(hL) and bi(hL) which must be updated whenever h is increased or

decreased. We will use a contour integral to evaluate the functions as proposed in [120]

and outlined in Appendix C. Even for diagonal (periodic) problems we find that this can

be an expensive proposition unless done efficiently. The case when L is non-diagonal is not

considered until section 4.4.4. For diagonal L we use two observations to improve speed: (1)

For each scalar mode c of the linear operator L, it is only necessary to contour integrate

the ETD functions when hc is sufficiently small, and (2) hopt can be far from optimal when

step size adjustments are costly. Based on observation (1), we select hc = 0.01 as our

cutoff for computing ETD functions using a contour integral. For constant step solvers

this consideration is not essential since the contour integrals are evaluated only once. From

observation (2), we first let

s = ν

[
TOL

∥En+1(hL)∥

] 1
q

,

such that hopt = s ∗ h. Then we define a “restrained” step size hr = µ ∗ h where

µ =



µmin s ≤ µmin

s µmin ≤ s < µc

µc µc ≤ s < 1

1 1 ≤ s < µe

s µe ≤ µmax

µmax s > µmax

.

The parameters µmin, and µmax are standard embedded RK parameters that contribute to

stability. The parameters µc and µe are selected to keep µ = 1 for a large percentage of the

propagation length while still maintaining adaptive capabilities for when they are needed.

We found that µc = 0.85 and µe = 1.25 work well for a broad range of ϵrel tolerance levels

and a variety of nonlinear PDE models and hence use these as default values. However, the

µc and µe that yield the best results depend on both ϵrel and the specific PDE problem at

hand.

If µ < 1, the current step failed and un+1 is recomputed with step size hr. If µ = 1, un+1

is accepted with the same step size as in the current step and it is unnecessary to update

the RK functions. We also accept un+1 when µ > 1 but with a new step size hr. Local
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extrapolation is used such that u is updated with the higher order embedded method un+1.

While restrained adapting was originally created to ensure a low number of ETD function

evaluations, we have found that it also keeps the number of rejected steps to a minimum.

Since the N (ki) stage evaluations can be expensive, adaptive stepping with hopt is often

inefficient even for embedded RKIF, hence we use the restrained adapting strategy on all

tested methods.

4.2.2 Embedded RKETD methods

Arguably the best explicit fourth order Runge-Kutta exponential time differencing scheme is

from Krogstad (ETDRK4-B) [121]. With this in mind our first goal was to extend Krogstad’s

method to adaptive stepping. To do this we used the first-same-as-last (FSAL) principle [137]

and let a5i = bi for i = 1, 2, 3, 4 while keeping Krogstad’s substages k1, k2, k3, and k4. Next,

we construct an embedded third order method. The embedded method can be made stiff

order three by solving for b̄1, b̄2, b̄3, and b̄5 as functions of the free parameter b̄4. Enforcing

b̄4 ̸= b4 guarantees the embedded formulae are not equivalent. The simplest choice for b̄4

is zero and when tested on several numerical initial value problems, the error control was

acceptable. The resulting ETD34 scheme is shown in table 4.1.

0
1
2

1
2
ψ1

1
2

1
2
ψ1 − 1

2
ψ2

1
2
ψ2

1 ψ1 − ψ2 0 ψ2

1 ψ1 − 3
2
ψ2 +

2
3
ψ3 ψ2 − 2

3
ψ3 ψ2 − 2

3
ψ3 −1

2
ψ2 +

2
3
ψ3

ψ1 − 3
2
ψ2 +

2
3
ψ3 ψ2 − 2

3
ψ3 ψ2 − 2

3
ψ3 −1

2
ψ2 +

2
3
ψ3

ψ1 − 3
2
ψ2 +

2
3
ψ3 ψ2 − 2

3
ψ3 ψ2 − 2

3
ψ3 0 −1

2
ψ2 +

2
3
ψ3

Table 4.1: ETD34 embedded Runge-Kutta ETD. Both the fourth order and third order
methods are stiff order three. The ψ functions for stage i are evaluated as ψj = ψj(cihL).

While constructing an embedded method from an existing constant step RKETD was

convenient, better embedded methods can be made from scratch using stiff order conditions.

In section 4.1 we outlined a procedure for building a fifth order, stiff order three RKETD

which has slightly better speed and stability than Krogstad’s ETDRK4-B. Initially we tried
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0
1
4

1
4
ψ1

1
4

1
4
ψ1 − 1

8
ψ2

1
8
ψ2

1
2

1
2
ψ1 − 1

2
ψ2 0 1

2
ψ2

3
4

3
4
ψ1 − 9

16
ψ2 −3

8
ψ1

3
8
ψ1

9
16
ψ2

1 −77
42
ψ1 +

59
42
ψ2

8
7
ψ1
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1 b1 0 b3 b4 b5 b6

b1 0 b3 b4 b5 b6 0

b̄1 0 b̄3 b̄4 0 b̄6 0

b1 =
7

2700
(257ψ1 − 497ψ2 + 270ψ3) b̄1 =

1
120

(73ψ1 − 135ψ2 + 82ψ3)

b3 =
1

1350
(1097ψ1 − 497ψ2 − 150ψ3) b̄3 =

1
45
(47ψ1 − 45ψ2 − 2ψ3)

b4 = − 2
225

(49ψ1 − 199ψ2 + 135ψ3) b̄4 =
1
60
(−47ψ1 + 165ψ2 − 78ψ3)

b5 =
1

1350
(−313ψ1 + 883ψ2 − 90ψ3) b̄6 =

1
360

(47ψ1 − 225ψ2 + 238ψ3)

b6 =
1

2700
(509ψ1 − 2129ψ2 + 1830ψ3)

Table 4.2: ETD35 embedded Runge-Kutta ETD. Both the fifth order and third order meth-
ods are stiff order three. The ψ functions for stage i are evaluated as ψj = ψj(cihL).

coupling this method with a fourth order embedding but every variation we tested yielded

poor error control. We believe the problem is due to stiff order [122] since the constant step

version of the fifth order embedding commonly experiences order reduction. This problem

with error control was handled, with mild success, by using a third order embedding. The

resulting ETD35 scheme is shown in table 4.2. We note that the b̄i are selected such that

b̄i − bi is proportional to b5. This is done primarily to reduce the number of ETD function

evaluations.

4.2.3 Embedded RKIF methods

One major concern for embedded RKETD is the cost of evaluating the ψ functions each time

the step size is adapted. For diagonal problems, integrating factor functions aij(hL) and

bi(hL) are often significantly cheaper to evaluate than their ETD counterparts. Therefore, it

is reasonable to consider that embedded RKIF may run faster than embedded RKETD. For

comparison we take the underlying Runge-Kutta of the ETD34 from the previous section
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and convert it to an integrating factor method (IF34),

0

1
2

1
2
ez/2

1
2

0 1
2

1 0 0 ez/2

1 1
6
ez 1

3
ez/2 1

3
ez/2 1

6

1
6
ez 1

3
ez/2 1

3
ez/2 1

6

1
6
ez 1

3
ez/2 1

3
ez/2 0 1

6

Table 4.3: IF34 embedded Runge-Kutta IF. Based on the underlying Runge-Kutta of ETD34.
In the exponential functions we have z = hL.

One concern with the IF34 algorithm is that it is built on an underlying Runge-Kutta

for ETD34 which was designed to satisfy stiff order conditions and not to have the most

efficient error control. Therefore, we also consider an integrating factor algorithm based

on Dormand-Prince’s [137] fifth order method with embedded fourth order error control

(IFDP45). In section 4.4.1, figure 4.4, we show that IF34 actually outperforms IFDP45

in some test cases. This is not a complete surprise as the most computationally efficient

integrating factor methods have uniformly spaced ci with repetitions [123].

4.2.4 Illustration of adaptive stepping RKETD

We consider four PDE’s, all with periodic boundary conditions. The first three PDE’s

are KdV, KS, and Burgers, which are canonical equations selected for testing purposes. The

fourth PDE is an optical filamentation equation based on NLS. It is propagated longitudinally

in z rather than in time which is discretized using a periodic Fourier grid. This equation is a

simplified version of what is used in modern optical filamentation codes but it does capture

most of the important physics which include self-focusing collapse followed by ionization

defocusing [61]. All four PDE’s are propagated spectrally with both physical and spectral

space field components u and û treated as complex quantities. Some computational efficiency

is lost when u is a real periodic function (KdV, KS, and Burgers’) but treating u as complex

allows us to use more general algorithms. The test examples are listed as follows,
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1. KdV equation (see [139])

ut = −uxxx − 6uux, x ∈ [−150, 150],

u(x, t = 0) =
5∑

j=1

3A2
jsech

(
Aj(x− xj)

2

)2

,

with amplitudes corresponding to A1 = 0.6, A2 = 0.5, A3 = 0.4, A4 = 0.3, and

A5 = 0.2, and x-axis translations x1 = −120, x2 = −90, x3 = −60, x4 = −30, and

x5 = 0. The propagation time runs for t = 600. We use a 512-point Fourier spectral

discretization for this and the next PDE example.

2. KS equation (see [120]),

ut = −uxx − uxxxx − uux, x ∈ [0, 32π],

u(x, t = 0) = cos
( x
16

)(
1 + sin

( x
16

))
,

with a propagation time of t = 50.

3. Burgers’ equation (see [120]),

ut = νuxx − uux, x ∈ [−π, π],

u(x, t = 0) = exp
(
−10 sin2 (x/2)

)
,

where ν = 0.0005, the simulation runs to t = 1, and a 8192-point Fourier discretization

is utilized.

4. Optical filamentation NLS (see [140])

∂E
∂z

=
i

2k0
∇2

⊥E − ik′′

2

∂2E
∂t2

+
in2ω0

c
|E|2E +

iω0

2n0cρc
ρE − βK

2
|E|2K−2E ,

∂ρ

∂t
= σK |E|2K(ρnt − ρ),

E(r, t, z = 0) =
√
I0 exp

(
− r2

w2
0

− t2

t2p

)
,

where we propagate from z = 0 to z = 10.34 cm. Many of our parameters are taken

directly from [140], in particular we use λ0 = 800 nm, n0 = 1.334, n2 = 4.1 × 10−16

cm2/W, k′′ = 248 fs2/cm, K = 5, βK = 1× 10−47 cm7 W−4, σK = 1.2× 10−52 s−1 cm10
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W−5, and ρnt = 6.68× 1022 cm−3. However, we did modify our initial pulse profile to

increase both the collapse distance and growth in the magnitude of the optical field.

This was done by selecting tp = 160 fs, w0 = 250 µm, and I0 = 8.0 × 109 W/cm2.

Radially we use a 600-point Hankel spectral discretization [141] with r ∈ [0, 4w0], and

temporally we use a 1024-point Fourier spectral discretization with t ∈ [−6tp, 6tp]. The

remaining unspecified parameters can be computed from the ones provided [61, 140].

Figure 4.1: Illustration of adaptive stepping ETD35 with ϵrel = 1.0 × 10−6 on (a) KdV
solitons, (b) KS chaos, (c) Burgers’ shock fronts, and (d) NLS critical collapse with plasma
defocusing and nonlinear absorption regularization mechanisms.

Adaptive stepping ETD35 for the four PDE’s is demonstrated in Figure 4.1. We used

ϵrel = 1.0 × 10−6 for our error tolerance level, with µc = 0.95 and µe = 1.05 selected to

allow frequent adapting (not efficient adapting). For the KdV, KS, and Burgers’ equations

we plot un at evenly spaced n. Since an adaptive step is utilized, the profiles in the field
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evolution will be more closely bunched together in regions of the propagation using a small

step and more spread out in regions of the propagation where large steps are used. We also

note that the final field profile is shown for each PDE model and so if a small step is taken at

the end, this is an indication of the simulation terminating not of the error control reducing

the step size. For the optics NLS equation we plot |E(r = 0, t, zn)|2 at evenly spaced n.

This corresponds to the on-axis intensity which is more useful in optical filamentation than

E(r = 0, t, zn).

Adaptive stepping has about the same efficiency as constant stepping for interacting KdV

solitons. Initially, a relatively constant step size is taken until the solitons start colliding into

each other, at which point the step size increases. After the solitons interact and return back

to their initial states the step size decreases and becomes relatively constant again. Since

the soliton interaction region is limited and does not generate significant step size changes

there is not much available to gain in terms of speed.

The KS example in figure 4.1(b) seems to benefit more from an error controlled step size

than KdV. However, figure 4.1 does not tell the whole story since rejected steps tend to be

costly. For ETD35, the KS may be the least efficient of the four examples when compared

to the constant step embedded fifth order method. In terms of speed, the best µc and µe

parameters tend to favor very little adapting and hence we end up with an optimally quasi

constant step solver. Improved error control strategies, or embedded methods which limit

rejected N function evaluations could potentially make embedded RKETD efficient for a

broader range of problems, including this one.

We chose a relatively small dissipation value ν = 0.0005 such that strong shock formation

occurs in Burgers’ test case. Since many more steps are taken near the shock front than far

away from it, adaptive stepping is often more efficient than constant stepping. We do note

that for certain error tolerances, ETD function costs may negate any gains from reduced

nonlinear function evaluations. In section 4.4.1 we discuss this in more detail.

The optical filamentation NLS problem benefits the most from embedded error control.

The step size is constantly being reduced as the pulse undergoes critical self-focusing collapse

[10]. At some stage the magnitude of E becomes large enough to ionize the medium (water)

and during this process energy is lost through nonlinear absorption. After enough energy



139

is removed from the system, dispersion and plasma are strong enough to defocus the beam

and the step size gradually increases. We also note that because the PDE is discretized

over both a radial and a temporal dimension, each step can be rather costly. This makes

minimizing the number of steps taken in a simulation important as the computation time is

not insignificant.

4.3 Stability

The stability analysis of exponential integrators [116, 142] begins with linearizing equation

4.0.1 about a fixed point u0. This yields the test equation

v̇ = Lv + λv,

where v = u − u0 and λ = N ′(u0). In the linearization, Lv and λv have two different time

scales with Lv being stiff or fast and λv being slow. Next, we apply ETD34 and ETD35

to the test equation with L considered the linear term and λu taken as the nonlinear term.

This generates expressions of the form

un+1 = G(hλ;hL)un,

where h is a step size and G is an amplification factor. Following Krogstad [121], we use

MATLAB’s contour function to plot hλ ∈ C where |G| = 1 for several modes c of L and

then examine the intersecting region.

Ideally one would consider values of c encompassing the entire spectrum of L, but this is

problem specific and so two general cases are examined instead. The first case is for hc ∈ R−

which corresponds to the top rows of the stability plots in Figures 4.2(a) and 4.2(b). The

second case is for hc ∈ [−2πi, 2πi] which corresponds to the bottom rows of the stability plots

in Figures 4.2(a) and 4.2(b). Included in the appendix is a MATLAB code for computing

stability regions of ETD34 for problem specific L including both diagonal and non-diagonal

operators. The script evaluates the spectral radius ρ(G)(hλ) for each hλ in a subset of the

complex plane and plots the contour |ρ(G)(hλ)| = 1. For diagonal L, the spectral radius

procedure is equivalent to looking at intersecting contours as in the rightmost subplots of

figure 4.2.
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Figure 4.2: Stability regions for embedded RKETD methods. The top rows corresponds to
hc ∈ R−, the bottom rows corresponds to hc ∈ [−2πi, 2πi]
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Local extrapolation is used such that the higher order embedded RKETD is taken for

the update un+1, therefore the stability region of the higher order method is the one that

dictates the stability of the entire method. In standard embedded RK theory it has been

argued that the stability region of the lower order method can be important for step size

control [137], however its not clear whether this translates to embedded RKETD. In testing

ETD35, which has rather different third order and fifth order stability regions, we have not

observed problems in step size control generated from instabilities in the lower order method.

For a given step size, if the higher order RK is stable while the lower order RK is unstable

and the step size is large enough for the instability to grow significantly, then we could run

into problems. We believe this is more likely to happen in linear RK than in nonlinear

RKETD as the nonlinearity naturally restricts step sizes, however we stop short of claiming

that it cannot happen.

In ETD34, the fourth order stability region corresponds to Krogstad’s ETDRK4-B which

is known to have excellent stability for nonlinear PDE’s with both real and imaginary linear

modes. Figure 4.2 shows that the fifth order method in ETD35 has slightly larger regions

of stability than than Krogstad’s fourth order method. As we mentioned in section 4.1,

the large stability regions of the fifth order method in ETD35 are part of the design of the

method.

While we have not plotted stability regions for the IF method, we do mention that

generally IF schemes are less stable than their ETD counterparts. The KdV soliton test case

from section 4.2.4 is an example of a problem which is unstable for IF but stable for ETD.

This is demonstrated in figure 4.3 which shows the evolution of spectral power. As a result

of instability, the IF34 has an artificial growth of power in the higher order modes of the

system.

4.4 Numerical Experiments

In this section we present results from several tests on the performance of IF34, ETD34,

IFDP45, and ETD35. Each test is run on the problems in section 4.2.4. Our procedure

for computing errors in test simulations is similar to the one found in [120]; we estimate

the “true” solution of each test problem using a numerical solution with high accuracy and
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Figure 4.3: Evolution of the normalized power spectrum |û|2 for interacting KdV solitons
in two numerical cases. The larger modes of the system are stable for exponential time
differencing (ETD34) but not for integrating factor (IF34).

then compute error as the ∥ · ∥∞ norm of the difference between the test solution and “true”

solution divided by the maximum value of the “true” solution. In particular, we found the

IFDP45 to give some of the best high-accuracy results for extremely small ϵrel tolerances and

hence utilized these in computing relative errors. We note that the relative errors generated

by using a high-accuracy constant step ETD method as the “true” solution were nearly

identical to those generated by using the high-accuracy IFDP45 as the “true” solution and

so the choice of using the IFDP45 is somewhat arbitrary.

For the NLS test case we found the error of the on-axis intensity |E(r = 0, t, zn)|2 rather

than the error in E(r, t, zn). This corresponds to the NLS evolution shown in figure 4.1(d).

Similar results are obtained when using the intensity over the entire radial grid. All sim-

ulations use the adapting parameters µc = 0.85 and µe = 1.25 which yielded acceptable

results for all four PDE’s tested over a broad range of error tolerances. We use the same

µc and µe for consistency but do emphasize that performance is dependent on these values

and therefore results should not be interpreted as optimal. Our maximum step size increase

factor and minimum step size decrease factor were selected to be µmax = 2.5 and µmin = 0.4,

respectively. Simulations are based on C++ code compiled and run on a Mac Pro (Early

2009) with two 2.66 GHz Quad-Core Intel Xeon processors. Different implementations, run

on different machines, will give different results, though we believe the general trends and
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conclusions about speed and accuracy of the various methods will be the same.

4.4.1 Efficiency

The first test we performed compares speed to relative error. Each data point in figure 4.4

corresponds to a different ϵrel tolerance with an initial step size chosen such that the first

step is accepted. None of the methods clearly distinguishes itself as faster than the rest

for all test cases but there are certain situations where particular methods work best. The

embedded RKETD methods outperformed the RKIF methods for KdV, KS, and NLS test

cases with ETD35 being slightly faster than ETD34 for NLS. In the Burgers shock test, IF34

performed the best for weak error tolerances and IFDP45 performed the best for strong error

tolerances. There are also situations in which one should clearly avoid certain methods. For

instance, both of the IF schemes are unstable in KdV, and hence larger tolerance levels yield

poor results.

Practically, speed is more important in the optics NLS equation than in the other exam-

ples because the simulations take much longer. In fact, speed is a significant factor in the field

of filamentation optics where it is not uncommon for simulations to take days rather than

minutes or seconds. Both ETD34 and ETD35 performed favorably vs. IF34 and IFDP45

with simulations typically running 50-100% faster. We note that simulations with relative

errors between 10−2 and 10−4 are arguably the most important since time considerations and

limited computer resources make it more efficient to run lots of simulations at low accuracies

before settling on a “best result” which can be re-run at higher accuracies. In this important

error range, ETD35 performs the best and IFDP45 should be avoided.

For all the tested cases we see the IFDP45 method catching up in speed to the ETD meth-

ods as the relative error is reduced. Part of this is due to a saturation of the ETD methods

for small ϵrel tolerances, however we also mention that IFDP45 has the best underlying

Runge-Kutta algorithm. As ϵrel → 0, the step sizes become smaller and the performance

of the methods should approach the performance of the underlying Runge-Kutta method.

Therefore, it should be expected that IFDP45 will perform the best for extremely strong

tolerance levels. Of course the reason for using a stiff solver is to avoid very small steps and

so the value of this is unclear.
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Figure 4.4: Efficiency of several embedded RK methods for stiff systems on (a) KdV solitons,
(b) KS chaos, (c) Burgers’ shock fronts, and (d) NLS critical collapse with plasma defocusing
and nonlinear absorption regularization mechanisms
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Table 4.4: ETD35 step update and ETD function evaluation costs

Burgers NLS

ϵrel Step (s) ETD (s) Relative error ϵrel Step (s) ETD (s) Relative error

1.0× 10−2 2.31 3.58 3.7× 10−2 7.0× 10−4 394.5 51.3 2.5× 10−2

1.0× 10−4 3.58 3.81 1.3× 10−4 1.0× 10−4 580.9 59.4 1.7× 10−3

1.0× 10−6 6.56 4.96 5.0× 10−7 1.0× 10−5 860.8 61.2 3.0× 10−4

1.0× 10−8 15.80 4.68 1.4× 10−9 1.0× 10−6 1334.4 59.8 2.4× 10−5

1.0× 10−10 47.02 2.59 6.4× 10−11 1.0× 10−7 2251.3 61.7 1.6× 10−6

One interesting effect is the interplay between ETD function costs and RK step costs.

The RK step costs are primarily due to the nonlinear function evaluations which in some

cases dominant the total overall computation time, e.g. the NLS tests. On the other hand,

the Burgers and KS tests have a significant percentage of their costs associated with ETD

function evaluations; if the parameters µc and µe are chosen too close to one, more time

can be spent evaluating ETD functions than updating the RK stages. This means that

adaptive stepping RKETD is limited by ETD function costs in some cases but not all. For

comparison, adapting costs for ETD35 on Burger’s and NLS are shown in table 4.4. In each

test simulation, a 32-point contour of radius one was used to evaluate ETD functions for

modes with hc < 0.01.

Parallelization can significantly reduce ETD function evaluation costs. This is demon-

strated in table 4.5 where we have run ETD35 simulations on the Burgers test case with 1,

2, and 4 threads. It is seen in the table that simulations with bigger relative error tolerance

levels benefited the most since a large percentage of their computation time is attributed to

ETD evaluations. While the speed of ETD35 seen in figure 4.4(c) can be improved using

parallelization, IF34 and IFDP remain better overall performers for the Burgers test case.

We also note that the percentage of total time evaluating ETD functions shown in table 4.5 is

computed using serial code in the RK stages and inside the nonlinear response. Parallelizing

the entire code could impact the relative distribution of costs but we leave that for future

investigation.
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Table 4.5: Parallelization of ETD35 function evaluations

ϵrel 1 thread (s) % of n.t. 2 threads (s) % of n.t. 4 threads (s) % of n.t.

1.0× 10−2 3.51 61 1.87 45 1.01 30
1.0× 10−4 3.81 52 2.01 36 1.07 23
1.0× 10−6 4.96 43 2.60 28 1.37 17
1.0× 10−8 4.68 23 2.45 13 1.29 7.5
1.0× 10−10 2.59 5.2 1.33 2.8 0.96 1.4

*Results are for ETD35 applied to the Burgers test case. The thread times correspond to the costs
associated with evaluating ETD functions using the specified number of threads. The quantity n.t.
is the net time and includes nonlinear response, RK stage update, and ETD function costs.

4.4.2 Error control

There are some flaws with embedded error control for RKIF and RKETD. Ideally, the relative

error computed will always be less than the specified error tolerance ϵrel. We rarely found

this to be true as can be seen in figure 4.5. Often the relative error was significantly larger

than ϵrel, particularly for the IF34 and ETD34 methods. The ETD35 and IFDP45 were

somewhat better at satisfying the specified error tolerances but neither could be relied on

with any confidence. Normally this would not be a major issue since we could simply adjust

the safety factor ν lower. However, the effectiveness of tolerance levels depended to a large

extent on what PDE was tested; error controls for the KS and Burgers models tended to be

closer to target levels than the KdV and NLS models. The parameter ν is inherently part

of the method, and hence it should not depend on what model is propagated.

A second important feature we look for is a linear relationship between tolerance levels

and the resulting relative error; if we decrease the tolerance level by an order of magnitude,

we hope the error will decrease by an order of magnitude. While the IF34 and ETD34 exhibit

this desirable behavior for Burgers’ model in figure 4.5(c) and the NLS model in in figure

4.5(d), we do not see it as frequently or consistently as one would hope. In many cases, we

simply see a general trend of relative error decreasing as ϵrel decreases. There are several

plausible causes for a break down in error control. Local extrapolation can inherently cause

suboptimal step adapting since the error control is based on the lower order embedded RK

rather than the one being propagated. Furthermore, even among adaptive step strategies
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Figure 4.5: Error control of several embedded RK methods for stiff systems on (a) KdV
solitons, (b) KS chaos, (c) Burgers’ shock fronts, and (d) NLS critical collapse with plasma
defocusing and nonlinear absorption regularization mechanisms.
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with local extrapolation, we choose simplicity over performance and it is probable that better

error control is achievable [138]. Another issue for error control of ETD and IF methods is

order reduction. For certain ranges of step sizes, the two embedded RK methods may exhibit

the same order and the error estimate used in step adapting will be corrupted. While we

have not seen any catastrophic loss of error control due to order reduction, we do believe

it is negatively impacting efficiency. It should also be pointed out that order enhancement

can occur such that convergence occurs at a rate faster than expected. If this occurs in the

lower order embedded RK formula, then step size control will be negatively impacted.

One error control issue which was only experienced by ETD methods was a saturation

in the effectiveness of ϵrel. There is a point at which further reductions of ϵrel have little

or no impact in reducing the relative error. This is observed in figure 4.5 for both ETD34

and ETD35 in the KdV case and for ETD35 in Burgers’ example. The saturation can be

reduced or eliminated by increasing the linear mode cutoff point hc < 0.01 for which a

contour integral is used to evaluate the ETD functions. While increasing the cutoff helps

with saturation it also adds to the time spent evaluating ETD functions and hence the

tradeoff needs to be considered carefully.

4.4.3 Adaptive step vs. constant step

One remaining question we have yet to answer is how the RKETD algorithms compare to

their constant step higher order RK embeddings. In figure 4.6, we compare the computational

efficiency of ETD34 to Krogstad’s fourth order constant step method and ETD35 to its fifth

order embedding (ETD5) for each of the test PDE’s. In both the constant step and adaptive

step cases, the ETD functions are computed using a 32-point contour integral for small linear

modes hc < 0.01 and exactly otherwise. The constant step ETD functions are evaluated

only once before propagation starts whereas the adaptive step ETD functions are evaluated

whenever the step size adjusts.

For the NLS example, adaptive stepping was about 10 times faster than the equivalent

constant step ETD. The gains in speed for the Burgers test case were not as dramatic and

depended to a large extent on the specified tolerance level. For example, ETD35 was actually

slower than ETD5 for mild ϵrel but 3-4 times faster for very stringent tolerances. This effect is
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Figure 4.6: Computational efficiency of adaptive stepping vs. constant stepping for (a) KdV
solitons, (b) KS chaos, (c) Burgers’ shock fronts, and (d) NLS critical collapse with plasma
defocusing and nonlinear absorption regularization mechanisms.
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due to ETD function costs which can be significantly reduced by parallelization as was shown

in table 4.5. Alternatively, one could adjust µc and µe such that the step size changes less

frequently. This will typically result in smaller step sizes and more RK stage and nonlinear

function evaluations, therefore the better approach is parallelization when feasible.

The KdV example had about the same efficiency for both the adaptive stepping ETD

and constant stepping ETD. After looking at the evolution of solitons in figure 4.1(a), which

had minimal step adapting, this result is to be expected. The KS example came off the

worst of all, with the constant step ETD typically running faster. We believe this has to do

with the chaotic behavior of the PDE which makes it hard for the numerical propagation to

settle into a predictable pattern of step increases and decreases. Instead, the step increases

and decreases tend to oscillate, each time adding to the ETD function costs, and averaging

out to relatively small changes in the step size.

There is also an advantage to using embedded RKETD over constant stepping that has

nothing to do with speed. When simulating a PDE, we are generally interested in the ac-

curacy of the numerical solution which can be judged by relative error. The connection

between relative error and relative error tolerance is more straightforward than the connec-

tion between relative error and step size. Even though error control is not great for ETD34

and ETD35, as was shown in section 4.4.2, tolerance levels still give rough estimates for the

amount of error generated during numerical simulations. To know what kind of relative error

a constant step method produces requires a convergence study which may not be desirable

or feasible.

4.4.4 A non-diagonal test case

To show that our embedded methods are not likely to extend well to non-diagonal systems,

we tested the Allen-Cahn PDE problem

ut = ϵuxx + u− u3, x ∈ [−1, 1],

u(x, t = 0) = 0.53x+ 0.47 sin (−1.5πx),

with boundary conditions u(−1, t) = −1, and u(1, t) = 1 (see [120]). The spatial variable

is discretized on a Chebyshev grid and a change of variable to w = u − x is performed
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such that w(−1, t) = w(1, t) = 0. For the test case, we took ϵ = 0.001 and propagated

to t = 3. The operator L = ϵ∂2x is discretized to L = ϵD2 where D2 is a full non-diagonal

second order differentiation matrix. The first and last rows of L are set to zero to enforce the

boundary conditions. Matrix exponential functions exp(hciL) for the RK stages i = 1, ..., s,

are computed using a Padé scaling and squaring algorithm [143, 144]. The (q, j) Padé

functions are chosen such that q = 6 and j is determined by the norm of the argument

of the matrix exponential. For the ETD functions aij(hL) and bi(hL), we use the contour

evaluation technique [120]

f(hL) =
1

2πi

∫
Γ

f(t)(tI − hL)−1dt,

where we select our contour Γ to be a circle of radius r = 20. Since L is real, we integrate

over the upper-half of the complex plane and take the real part of the result. The contour

path is discretized with the points tk = r exp (i(k − 0.5)π/M) for k = 1, 2, ...,M , such that

the contour integral is approximated by

f(hL) =
1

M
Re

{
M∑
k=1

tkf(tk)(tkI − hL)−1

}
. (4.4.1)

With N = 80 spatial points and M = 36 contour points, the Allen-Cahn test problem is

propagated for various step sizes using Krogstad’s fourth order constant step method [121].

Our results are shown in table 4.6 where the CPU times are based on a C++ implementation

of Krogstad’s method using the Eigen software package [145]. The ETD contour inverses

are computed using the Eigen LU algorithm with full pivoting, and the scaling and squaring

algorithm employs a Householder QR algorithm with full pivoting. The constant step case is

examined since it requires the minimal amount of ETD function computations. The results,

shown in Table 4.6, indicate that the cost of evaluating the ETD functions is larger than the

cost of updating the RK stages for each of the step sizes tested. This is despite the fact that

the RK stages are updated after each step while the ETD coefficients are only evaluated at

the startup of the propagation.

We have also shown two major sources of the ETD function CPU time, namely the

time spent evaluating exp (hL), and the time spent evaluating matrix inversions (tkI −

hL)−1 for k = 1, 2, ...,M . As was true for diagonal operators, the contour approach to
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Table 4.6: Krogstad step update and ETD function evaluation costs for a non-diagonal
Allen-Cahn test PDE

h Step (s) ETD (s) (tI − hL)−1 (s) exp (hL) (s) Relative error

0.75 1.88 ×10−4 1.43 ×10−1 6.90 ×10−2 4.51 ×10−3 3.33 ×10−3

0.5 2.55 ×10−4 1.41 ×10−1 6.82 ×10−2 4.07 ×10−3 4.70 ×10−4

0.2 6.45 ×10−4 1.41 ×10−1 6.82 ×10−2 4.03 ×10−3 8.75 ×10−6

0.1 1.26 ×10−3 1.41 ×10−1 6.86 ×10−2 3.74 ×10−3 4.94 ×10−7

0.01 1.23 ×10−2 1.39 ×10−1 6.83 ×10−2 3.25 ×10−3 2.57 ×10−10

*The (tI − hL)−1 CPU time includes the time associated with inverting each (tkI − hL)−1 for
k = 1, ...,M in the evaluation of the ETD contours (see equation (4.4.1)). For this particular case
we use M = 36 and note that fewer points will start to impact the accuracy of the solution.

evaluating ETD functions can be parallelized with relative efficiency. Other gains in CPU

speed may be achievable, for instance by using alternative algorithms for computing the

matrix exponentials exp (cihL) [146] and ETD functions ψj(cihL) [128, 147]. However, each

algorithm for computing ETD functions will require O(N3) flops for a dense matrix which

compares to the O(N2) cost of updating the RK stages.

We have not tested a finite difference approximation to the operator L = ϵ∂2x but expect

embedded RKETD methods will still be inefficient in this circumstance. Because the finite

difference scheme produces a banded matrix L, the aij and bi computations can be reduced

to O(N2) flops. However, the factor in front of the O(N2) may be large since the inverses

in equation (4.4.1) are dense even if L is banded. The scaling and squaring algorithm used

for computing the exp (cihL) functions benefits even less from the bandedness of L than

the contour algorithm; the squaring part of the algorithm multiplies dense matrices together

and hence still costs O(N3) flops. In general, alternative algorithms should be considered

for adaptive stepping of non-diagonal systems.

The best way to handle adaptive stepping for non-diagonal operators appears to be with

exponential integrators that use Krylov subspace methods [129, 130]. These methods are

similar to ETD in nature though there are several important distinctions. The Krylov ex-

ponential integrators compute approximations to the matrix vector products exp (cihL)un,

aij(cihL)kj, and bi(hL)ki, in a Krylov subspace rather than directly computing ETD func-

tions. The advantage of this, especially in the case of large non-diagonal systems, is that the
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Krylov subspace dimension can be significantly smaller than the dimension of L and hence

the matrix vector ETD approximations can be computed relatively quickly. A discussion

of the design of efficient Krylov exponential integrators is presented in [148]. However, for

small non-diagonal systems we expect that adaptive stepping using Krylov methods is in-

efficient for many of the same reasons we expect it to be inefficient for embedded RKETD

methods. In particular, when the dimension of the Krylov subspace is not much smaller

than the dimension of L, then the costs associated with evaluating the ETD matrix vector

products at each time step will make the algorithm inefficient.

In certain cases, one might consider propagating the diagonalized embedded RKETD

system

vn = S−1un

vn+1 = ehΛvn + h
s∑

i=1

bi(hΛ)S
−1N (Smi),

mi = ehciΛvn + h

i−1∑
j=1

aij(hΛ)S
−1N (Smj), i = 1, 2, ..., s

un+1 = Svn+1, (4.4.2)

where L = SΛS−1. This will shift the burden of costs away from the ETD functions to

the RK stages which could make adaptive stepping feasible. However, this approach will

not work in general and should be avoided when the eigenvector matrix S is ill-conditioned

[144]. For the Allen-Cahn test problem, cond(S) = 15.0 and stability was not an issue.

Finite difference approximations to L = ϵ∂2x would generally be ideal since a symmetric

L produces an orthogonal eigenvector matrix. However, when boundary conditions are

enforced through L, this can corrupt the symmetry; for example, a second order finite

difference approximation to L = ϵ∂2x with the first and last rows of L zeroed out to enforce

Dirichlet boundary conditions, yields cond(S) = 197.9. Therefore, it is advisable to handle

the boundary conditions separately when using a diagonalized RKETD method; that is, it

would be better to remove the first and last rows and columns in L in order to solve for just

the interior spatial points with the boundary conditions explicitly enforced.

The diagonalized version of Krogstad’s fourth order ETD method is applied to the Allen-

Cahn test problem with computational results shown in table 4.7. The eigenvalues and
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Table 4.7: Diagonalized Krogstad step update and ETD function evaluation costs for an
Allen-Cahn test PDE

h Step (s) ETD (s) SΛS−1 (s) Relative error

0.75 3.60 ×10−4 3.72 ×10−4 7.33 ×10−3 3.33 ×10−3

0.5 5.37 ×10−4 3.51 ×10−4 7.34 ×10−3 4.70 ×10−4

0.2 1.32 ×10−3 4.63 ×10−4 7.19 ×10−3 8.75 ×10−6

0.1 2.62 ×10−3 5.75 ×10−4 7.23 ×10−3 4.94 ×10−7

0.01 2.59 ×10−2 1.39 ×10−3 7.05 ×10−3 4.91 ×10−11

*The SΛS−1 CPU time includes the time associated with finding the eigenvalues and eigenvectors
of L and inverting S, the resulting eigenvector matrix. For the ETD functions, an M = 36 point
contour integration was performed for eigenvalues with λh < 0.01.

eigenvectors of L are determined using a general purpose decomposition algorithm from the

Eigen software package [145]. It should be emphasized that the diagonalization procedure

occurs only once, at the start of propagation, and changing the step size does not require

eigenvalues and eigenvectors to be recomputed. Therefore, updates to the ETD functions

can be done in O(N) flops rather than the O(N3) flops needed in the standard RKETD

formulation. For non-diagonal L, its clear that the cheaper ETD updates are needed for the

embedded RKETD algorithms to efficiently employ an adaptive step.

A major advantage for Krylov exponential integrators over diagonalized ETD is that

they will work for general L. Therefore, they should be the preferred method for adaptive

stepping of a non-diagonal system. However, for small systems and specialized L, there may

be efficiency gains available by using a diagonalized adaptive step RKETD and hence a more

complete study of these methods is warranted.

4.5 Critical collapse in air with the UPPE model

In this section we demonstrate that adaptive step ETD methods perform well when applied

to full field pulse propagation equations. Various numerical tests are performed on optical

beams collapsing in air using the unidirectional pulse propagation equation (UPPE) with

standard nonlinear response models. In particular, three test problems are examined: a

typical filamentation case at 775 nm, a linearly focused case at 775 nm, and a long-wavelength
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8µm example with negligible plasma generation. Each test problem is implemented using

the cylindrical coordinate system under the assumption of radially symmetric fields.

The UPPE model from subsection 2.1.2 is repeated here for convenience

∂zE = ikzE +
iω2

2ϵ0c2kz
PNL(E)−

ω

2ϵ0c2kz
JNL(E). (4.5.1)

The nonlinear parameters of air are taken from the dynamic spatial replenishment [149]

paper by Mlejnek et. al. Dispersion of air is modeled with a Sellmeier fit for n(ω) measured

in [105]. Both dispersion and diffraction are encoded in the linear kz term where

k2z =
n2(ω)ω2

c2
− k2r ,

and kr is the transverse wavenumber. For the two 775-nm wavelength examples, the following

nonlinear polarization model is utilized

PNL(r, z, t) = 2n0n2ϵ0

[
(1− α)I + α

∫ ∞

0

R(t− τ)I(τ)dτ

]
E, (4.5.2)

where intensity is computed as I(r, t, z) = |Ea(r, t, z)|2 and Ea is the analytic signal of E.

To compute Ea(r, t, z), the negative frequency components of E(r, ω, z) are zeroed out, the

result is multiplied by two, and a complex inverse Fourier transform brings the field to the

temporal domain. For the long-wavelength example we use the field modified response of

PNL(r, z, t) = 2n0n2ϵ0

[
4

3
(1− α)E3 + 2α

∫ ∞

0

R(t− τ)E2dτE

]
, (4.5.3)

which accounts for harmonic generation. The parameters for both cases will be the same

with n0 ≈ 1.0, n2 = 5.57 × 10−19cm2/W, and α = 0.5. The Raman response is R(t) =

R0 exp(−Γt) sin (ωRamt) with values for air given by Γ = 13 THz, ωRam = 16 THz, and

R0 = (Γ2 + ω2
Ram)/ωRam.

The nonlinear current density is modeled by

JNL = Jplas + Jabs,

∂tJplas =
e2

me

ρE − 1

τc
Jplas,

Jabs
ϵ0cn0

=
W (I)Ui

I
(ρnt − ρ)E,

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2,
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with a multiphoton ionization rate of W (I) = σKI
K . The cross section for multiphoton

ionization is σK = 1.81× 10−111 m14/W8/s in a K = 7 photon absorption mechanism. The

ionization potential in air is taken to be Ui = 11 eV. An electron collision time of τc = 350 fs

is applied to the Drude model for the plasma current density. The inverse Bremsstrahlung

coefficient is computed to be σ = 5.1× 10−24 m2, a value which characterizes the avalanche

ionization mechanism. The recombination rate of electrons is assumed to be a = 5.0× 10−13

m3/s. Lastly, the density of neutral atoms is taken as ρnt = 2.0× 10−19 cm−3.

In each test case a radially symmetric Gaussian input pulse is launched. Furthermore,

this pulse is assumed to maintain its radial symmetry throughout propagation. The electric

field is scaled by intensity such the input pulse is

E(r, t, z = 0) =

√
I0
2

exp

(
− r2

w2
0

− i
k0r

2

2f
− t2

t2p
− iω0t

)
+ c.c, (4.5.4)

where I0 is the initial intensity, w0 is the beam diameter, tp is the pulse width, ω0 is the

carrier frequency, k0 is the wavenumber at the carrier frequency, f is the curvature radius,

and c.c. denotes a complex conjugate. The input power of a Gaussian beam is Pin = πw2
0I0/2,

with a critical power Pcr = 3.72λ20/(8πn0n2) [10]. The carrier wavelength λ0 is related to

the carrier frequency by λ0 = 2πc/ω0 in which c = 3.0× 108 m/s is the speed of light. The

beam width R(z) is defined to be the half-width at half maximum of the fluence distribution

F (r, z) =
∫∞
−∞ I(r, z, t)dt.

Several comments on the nonlinear response and implementation are needed. First, there

are more accurate measurements for the nonlinear response parameters available but since

we are primarily interested in convergence rates, the parameters from [149] are sufficient for

our purposes. Second, the Raman and plasma models are solved using a Huen’s second order

ordinary differential equation method [150]. Therefore, errors of O(∆t2) are introduced to

the system where ∆t is the temporal grid spacing. Potentially this could impact convergence

rates but it in practice it rarely seems to be in issue. Alternative numerical implementations

of Raman and plasma models are detailed in [56], though these are also O(∆t2) methods.

While convergence tests presented in this section follow the same procedure as in section

4.4, there are several important changes that need to be discussed. First, a different computer

was used for the simulations; computations were performed on a 12-Core Intel Xeon E5 2.7
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GHz Mac Pro (Late 2013) machine. Second, in our convergence studies we have swapped out

the integrating factor Dormand-Prince (IFDP) scheme with an integrating factor based on

the underlying Runge-Kutta of the ETD35 method. This change was primarily motivated by

the poor performance of the IFDP when applied to the NLS test case. Third, parallelization is

usually employed in practice when running nonlinear pulse propagation equations in multiple

dimensions and hence we have turned parallelization on in the convergence studies. In

particular, five threads are used in each simulation with parallelization employed in the

spectral transforms and in the ETD function evaluations but nowhere else.

Case 1: Dynamic spatial replenishment The mechanism of filamentation is described in cy-

cles by which an optical pulse focuses from the nonlinear Kerr effect until ionization begins

to dominate, then collapse is arrested and defocusing occurs, and finally the nonlinear Kerr

effect starts to dominate again and a new focusing cycle begins. Dynamic spatial replen-

ishment [149] is an interpretation of the process whereby each refocusing cycle generates a

new pulse structure fueled by power from the trailing edge of the previously ionized pulse.

Therefore, a filament is not one long continuous entity as it may appear physically but is

actually the result of a dynamically changing structure. A more comprehensive treatment

of the filamentation process is covered in several review articles [55, 56, 61].

In this section we compare convergence rates of adaptive step ETD vs. adaptive step

IF for a filament simulation largely mirroring one from Mlejnek’s [149] work. For the same

filament example we also compare adaptive step ETD speeds to constant step ETD speeds.

The simulated input pulse has a power of Pin = 6.5Pcr with Pcr = 1.62 GW at λ0 = 775

nm. The pulse width is tp = 85 fs, the beam diameter is w0 = 0.7 mm, and f → ∞ for a

collimated beam. An input intensity of I0 = 1.37 × 1012 W/cm2 corresponds to the given

input power for a Gaussian beam. The total propagation distance is z = 2.25 m with one

refocusing cycle observed in this span. We note that the beam can be propagated further

with more refocusing cycles but this requires bigger grids, more grid points, and a longer

propagation time and hence we stop the simulations just past the first refocusing cycle. For

the grids, we took Nt = 4096 temporal points and Nr = 500 radial points. The length of

the temporal grid in terms of pulse widths is Lt = 12.0 tp. The length of the radial grid in
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Figure 4.7: (a) On-axis intensity evolution of a 775 nm collimated laser pulse propagating in
air. (b) Peak intensity as a function of propagation distance. (c) Beam radius as a function
of the propagation distance.

terms of the beam diameter is Lr = 4.0 w0.

Propagation of the specified laser beam generates the dynamic spatial replenishment

effect, as observed in Figure 4.7(a). The onset of the second focusing cycle occurs at the

trailing edge of the pulse and proceeds to produce a new filament cycle with a pulse structure

clearly distinguishable from the structure in the first focusing cycle. Some key descriptive

features of the filament are intensity clamping due to plasma and the formation of a long

and narrow beam width channel. These features are observed in Figures 4.7(b) and 4.7(c),

respectively. In particular, plasma clamping saturates the peak intensity of the laser pulse

at approximately I = 3.0 × 1013 W/cm2 and the beam width shrinks to around R(z) =

50µm at its narrowest, maintaining this channel over several meters. It should be noted

that the UPPE model accounts for self-steepening, the full dispersive profile of air, various

spatio-temporal coupling effects, and other physical mechanisms which were neglected by the

propagation model presented in [149]. Therefore, we can qualitatively reproduce Mlejnek’s

dynamic spatial replenishment results but cannot compare to them on a one-to-one basis.

In computing errors for the convergence study, the “true” solution is taken to be the

on-axis temporal intensity profile at z = 2.25 m for the best numerical solution. For this

case, we used an ETD5 result with a step size ∆z = 1.125 mm. We note that the target

solution corresponds to the last line in the waterfall plot shown in Figure 4.7(a). Results
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Figure 4.8: (a) Efficiency of several embedded RK methods for stiff systems applied to
a collimated laser beam undergoing filamentation in air. (b) Computational efficiency of
adaptive stepping vs. constant stepping.

of the convergence study are illustrated in Figure 4.8. Adaptive stepping ETD methods are

faster than adaptive stepping IF methods as expected but the margin of improvement is not

overwhelming with ETD35 roughly twice as fast as IF35 and ETD34 less than 50% faster

than IF34. In comparing the adaptive step ETD to the underlying constant step higher order

embeddings, we see that marginal gains in speed are achievable by employing an adaptive

step. In cases of more severe critical collapse, with larger intensity increases, the adaptive

step can become more important. An example of where adaptive stepping is significantly

faster than constant stepping is given in section 4.4.3.

We emphasize that constant step methods should be avoided in most cases of critical

collapse because the chances of underestimating or overestimating an appropriate step size

are high. The underlying constant step algorithms are of orders four and five, and therefore

small changes in the step size produce relatively large changes in the error. If the step size

is underestimated, then the simulation can fail altogether. If the step size is overestimated

then the simulation can take significantly longer to run than needed. To some extent the

adaptive step methods have similar issues of under/over estimating the relative error tol-

erance. However, it is significantly easier to choose a proper relative error tolerance than

it is to choose a proper step size. Furthermore, even if the error tolerance is selected too

high, adaptive stepping forces the step size into the stability region of the method such that
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Figure 4.9: (a) On-axis intensity evolution of a 775 nm laser pulse focused in air. (b)
Peak intensity as a function of propagation distance. (c) Beam radius as a function of the
propagation distance.

simulations are much more resistant to failure than when picking a step size too small.

Case 2: Focused Gaussian beam Here we examine convergence rates for a laser pulse with

an applied radius of curvature. This contrasts to the previous case where a collimated beam

was studied. As in Case 1, propagation is simulated in air with a 775 nm laser pulse. The

other parameters are adjusted to allow for a larger intensity increase from pulse launch

to the collapse region. In particular, the input beam is selected with an initial intensity

I0 = 3.0 × 1011 W/cm2 and a beam diameter w0 = 1.0 mm which corresponds to an input

power of Pin = 2.91Pcr. The radius of curvature is selected as f = 10 cm which is significantly

shorter than the critical collapse distance corresponding to the collimated beam. The pulse

width is reduced to tp = 35 fs such that the number of temporal grid points can be reduced

to Nt = 2048 with a temporal grid size of Lt = 12.0 tp. A radial grid size of Lr = 2.5 w0 is

selected with Nr = 600 grid points. The laser pulse is allowed to propagate for z = 14.5 cm

which is a few centimeters past the linear focus. It will be shown shortly that this nonlinear

pulse propagation example is distinct from the previous filamentation example.

Important results for the propagation of the pulse are shown in Fig. 4.9. The evolution

of the on-axis intensity seen in Fig. 4.9(a) shows that there are no refocusing cycles that are

characteristic of a filament. Furthermore, once the beam radius reaches its narrowest point
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Figure 4.10: (a) Efficiency of several embedded RK methods for stiff systems applied to
a focused laser beam undergoing collapse in air. (b) Computational efficiency of adaptive
stepping vs. constant stepping.

it almost immediately starts expanding, behavior which is significantly different than that

of a filament. However, we note that the intensity clamps at nearly the same peak intensity

as in the dynamic spatial replenishment case and hence ionization is arresting the collapse

for both beams. Propagation beyond 14.5 cm only diffracts the beam more and hence this

is a good place to terminate the simulations.

The “exact” solution is taken to be the on-axis temporal intensity profile at z = 14.5 cm

for the ETD5 method with a step size of ∆z = 36.5 µm. Convergence rates displayed in

Figure 4.10 (a) show a solid performance by both integrating factor methods and ETD35.

The ETD34 method did not adapt efficiently as can be seen in Figure 4.10 (b) where it

barely outperformed its constant step higher order embedding, the Krogstad fourth order

scheme. It is interesting to note that IF34 did not have a similar problem adapting given that

it has the same underlying Runge-Kutta method as ETD34. Furthermore, the IF methods

were prone to much more sporadic step size increases and decreases than either of the ETD

methods which is puzzling given their strong performance. The randomness of the IF step

adapting is observed to some extent in Figure 4.10 (a) through the jaggedness of the IF34

and IF35 convergence curves.
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Figure 4.11: (a) On-axis intensity evolution of an 8-µm collimated laser pulse focused in air.
(b) Peak intensity as a function of propagation distance. (c) Beam radius as a function of
the propagation distance.

Case 3: Long-wavelength self-focusing The last test case concerns propagation at long wave-

lengths where dispersion is weak and harmonic generation is significant [35]. In particular,

the test problem concerns a tp = 40 fs, w0 = 1.0 cm, λ0 = 8 µm collimated Gaussian laser

pulse propagating in air. The initial intensity is selected to be I0 = 4.5× 1011 W/cm2 which

corresponds to an input power of Pin = 4.1Pcr. Due to the nature of long-wavelength pulse

propagation we use the carrier resolved PNL response given by equation 4.5.3. Despite the

input power being significantly above the critical threshold, collapse is arrested by temporal

walk-off and self-steepening effects before the medium ionizes. Therefore the nonlinear cur-

rent density term is neglected with JNL = 0. Key propagation diagnostics are displayed in

Figure 4.11. The ripples seen in the evolution of the on-axis intensity profile from Figure 4.11

(a) are due to strong harmonic generation. We also note the spreading of the wavepacket

(and steepening) towards the trailing edge of the pulse. Eventually pieces of the wavepacket

break away and are left in the wake of the pulse, thereby at least partly explaining the col-

lapse arrest. It should be emphasized that this mechanism of pulse splitting [47] is distinct

from GVD induced pulse splitting [90] which is typically encountered at optical wavelengths,

e.g. 775 nm.

For the convergence study we use a radial grid of length Lr = 3.0 w0 with Nr = 500
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Figure 4.12: (a) Efficiency of several embedded RK methods for stiff systems applied to
a collimated long-wavelength laser beam collapsing in air. (b) Computational efficiency of
adaptive stepping vs. constant stepping.

points. The temporal grid has a length of Lt = 16.0 tp with Nt = 2048 points. As an

exact solution, we again use the constant step ETD5 method with a very small step size

of ∆z = 0.01 m. The simulations are terminated at a propagation distance of z = 50.0 m.

A comparison of the computational efficiency of ETD vs. IF methods is shown in Figure

4.12 (a). In particular, we note that the ETD methods performed significantly better. This

contrasts to the two test cases at 775 nm in which the computational speeds of the ETD

and IF methods were relatively on par with each other. Shortly it will be shown that poor

stability is the primary culprit of the disappointing IF performance. As for the constant

step comparison, Figure 4.12 (b) shows that modest gains in speed were achievable using

an adaptive step instead of a constant step. Again, we emphasis that the speed-up is not

as large as might be expected and that the error control needs to be improved for better

performance.

The discrepancy in the performance of the ETD and IF methods can be attributed to

the superior stability of the ETD as outlined in section 4.3. This is illustrated in Figure

4.13 which compares the on-axis intensity and spectrum of the IF35 method to the ETD35

method with ϵrel = 1.0 × 10−3. The larger frequency modes become unstable for the IF35

method and begin to grow as seen in Figure 4.13 (d). The spurious higher frequency modes

clearly manifest themselves in the corresponding physical space on-axis intensity plot shown
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Figure 4.13: On-axis intensity at z = 50.0 m for (a) ETD35 and (b) IF35 with ϵrel =
1.0×10−3. On-axis spectrum at z = 50.0 m for (c) ETD35 and (d) IF35 with ϵrel = 1.0×10−3.

in Figure 4.13 (b). We note that this particular ϵrel corresponds to the data points of IF35

and ETD35 in Figure 4.12 (a) with the largest error. However, reducing the relative error

tolerance does not fix the stability issue of the IF methods which is why the ETD speeds in

Figure 4.12 (a) are consistently faster than the IF speeds.

There are some major differences between this long-wavelength test case and the two

previous examples that may explain why stability is more of an issue here. The two 775 nm

tests had collapse regularized by plasma defocusing and nonlinear absorption whereas here

the collapse is regularized by self-steepening and temporal walk-off. As a result, the on-axis

spectrums observed in Figures 4.13 (c)-(d) consist of an extremely large band of frequencies

that play an important role in the pulse propagation. In particular, the range of frequencies

with intensities within four decades of the peak intensity is about 5ω0 wide, a range that is

significantly larger than anything produced at 775 nm in air. The large spectral bands at

λ0 = 8 µm require large computational boxes with frequencies that are often ten times as

large as the carrier frequency or more. These larger computational boxes are a challenge to

the stability since for a given step size the method may be stable for modes near the carrier

frequency but unstable for modes corresponding to frequencies much larger than the carrier
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frequency.

While stability is problematic for the IF methods, applying a filter can improve the

situation to some extent. That is, there is a certain band of frequencies that dominate the

propagation of the electric field and removing frequencies outside of this range should not

impact the results in a meaningful way. Apply a linear filter function G directly to the UPPE

system 4.5.1, then

∂zGE = ikzGE +
iω2

2ϵ0c2kz
GPNL(GE)−

ω

2ϵ0c2kz
GJNL(GE),

where we have assumed that E ≈ GE in order to put G into the argument of the nonlinear

response functions. After defining the filtered field as E ′ = GE, the filtered UPPE model is

∂zE
′ = ikzE

′ +
iω2

2ϵ0c2kz
GPNL(E

′)− ω

2ϵ0c2kz
GJNL(E

′).

In terms of filter functions that can be used, there are quite a few possibilities. We want a

low-pass filter (LPF) which removes higher frequency modes without significantly altering

spectral components near the carrier frequency. In signal processing terms, we want a filter

with a nearly flat passband of magnitude one, a relatively short transition to the stopband,

and a stopband with magnitude much less than one. Chebyshev type II filters satisfy these

conditions better than most [151] and hence we utilize the following transfer function

H(s) = 0.0901441
(s− sn1)(s− s∗n1)(s− sn2)(s− s∗n2)

(s− sd1)(s− sd2)(s− s∗d2)(s− sd3)(s− s∗d3)
,

sn1 = 1.895567019i,

sn2 = 3.067091865i,

sd1 = −1.420185435,

sd2 = −0.2810832889 + 1.1012717341i,

sd3 = −0.9461039687 + 0.8750551185i,

which is generated and plotted by Mathematica with the commands

tf = Chebyshev2FilterModel[{”Lowpass”,{1.,2.},{1.,40.}},s];
BodePlot[tf, GridLines → Automatic]
SetPrecision[tf, 40]

The filter function used in the UPPE will be the magnitude of the transfer function G(ω) =

|H(iω)| which is plotted in Figure 4.14. The important filter function parameters are the
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Figure 4.14: Chebyshev type II filter amplitude response with ωs = 2ωp, δp = 1 dB, and
δs = 40 dB.

passband frequency ωp, the stopband frequency ωs, the passband attenuation δp, and the

stopband attenuation δs. For our purposes, we select ωs = 2.0ωp, δp = 1.0 dB, and δs = 40.0

dB. These parameters can and should be adjusted based on the specific problem at hand

but this will not be discussed in detail here. Many other filters could have been employed

including a Butterworth filter, an ideal low-pass filter, or even a custom designed filter. The

ideal low-pass filter is essentially a Heaviside function which performs poorly for this test

case due to spectral blocking [152].

To evaluate the performance of the LPF in improving stability, we first examine pulse

propagation using the IF35 method with a relative error tolerance of ϵ = 1.0× 10−3 applied

to the filtered UPPE with ωp = 12.0ω0. The on-axis intensity and on-axis spectrum are

plotted in Figure 4.15 which should be compared to the corresponding filterless IF results in

Figure 4.14. Clearly most of the spurious high-frequency modes are damped to the extent

that they are difficult to observe in the on-axis intensity graph. Even better results are likely

obtainable by varying ωp, ωs, and δs. Since our goal is not to find an optimal filter but rather

to show that filters can be effectively used with the IF method we continue to a convergence

study.

To quantify the performance of the IF methods with a Chebyshev LPF applied to the

UPPE system, we run a convergence study and compare results to the IF methods applied

to the unfiltered UPPE. We still base the accuracy of the filtered system results on how

well they replicate an unfiltered “exact” solution. As in the previous examples, we use
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Figure 4.15: IF35 with ϵrel = 1.0× 10−3 applied to the filtered UPPE. The on-axis intensity
(a) and on-axis spectrum (b) at z = 50.0 m.

a high-accuracy ETD5 result as the “exact” solution in computing errors of the filtered

and unfiltered test runs. Figure 4.16 (a) shows that the LPF significantly improves the

performance of weaker relative error tolerance simulations. For stronger tolerance levels, the

LPF approximation fails and this is indicated by the saturation of the convergence curves.

However, we note that the on-axis intensity graphs corresponding to the IF LPF methods look

nearly identical to the high-accuracy ETD5 graphs in the saturation regime. Furthermore,

the filter parameters can be adjusted to improve performance which is not considered in

this work. One last observation is that while the LPF improved the performance of the

IF methods, the ETD methods remain faster and require no artificial truncation of higher

frequency modes. Therefore, ETD methods should be preferred in the long-wavelength

weak-dispersion regime.

4.6 Conclusion

We have investigated explicit embedded Runge-Kutta adaptive stepping for stiff or highly

oscillatory nonlinear systems. Several well known stiff constant step RK algorithms, includ-

ing Krogstad’s ETDRK4-B and integrating factor based on standard fourth order RK, were

modified to include an embedded error estimate. Using stiff order conditions and a symbolic

math package (Mathematica), we constructed a completely new embedded Runge-Kutta

exponential time-differencing method we call ETD35. Lastly, we converted a common em-

bedded explicit RK algorithm into an integrating factor method, namely Dormand Prince’s

RK45.
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Figure 4.16: (a) Efficiency of integrating factor methods applied to a UPPE system with and
without a low-pass filter (LPF) applied. (b) Efficiency of IF methods applied to a UPPE
system with a LPF applied vs. ETD methods applied to the unfiltered system.

An adaptive step strategy, differing only slightly from continuous RK theory, was pre-

sented. Error control based on this adaptive step algorithm provided efficiency gains over

constant step methods in certain cases but also had flaws. Improved embedded error control

for RKETD is necessary for the methods to become broadly applicable.

In tests on several diagonalizable nonlinear PDE’s, the best method tended to depend

on how costly ETD function updates were verses the cost of nonlinear function evaluations.

When ETD function costs were relatively cheap, the ETD methods were typically faster

but in situations where ETD function updates were costly, the IF methods were faster. For

non-diagonal systems, we showed that ETD function evaluation costs can make adaptive

stepping inefficient for embedded RKETD and discussed alternative algorithms employing

Krylov subspace projections. We also suggested further study of diagonalized embedded

RKETD algorithms but cautioned that they are not as robust as Krylov methods.

A new way of computing stability regions for ETDmethods was proposed. This procedure

applies easily to both diagonal and non-diagonal linear operators and is demonstrated for

Krogstad’s ETDRK4-B in a short MATLAB script included in the appendix.

Implementation of embedded RKETD takes about as much effort as for non-stiff embed-

ded RK. Modest additional effort is needed in coding algorithms related to ETD function
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computations. For this, the contour integral approach is particularly easy to understand

and implement while the scaling and squaring approach is more complicated but also more

generally applicable. Once an embedded RKETD solver has been coded, it should accept

generic operators L and N which are supplied by the user of the algorithm in much the same

way as a typical RK adaptive step solver takes in a right-hand-side function. Therefore, al-

most all of the work is done upfront in constructing the solver and relatively little has to be

done by the user.



170

Appendix A

Keldysh Photoionization Rates

Mid-infrared (IR) wavelength lasers propagate in a regime where a full Keldysh photoioniza-

tion rate [62] is more appropriate than the standard multi-photon response [109]. Because

of this, and other instances where a Keldysh response is desired, a brief description of the

relevant formulas and discussion of how to implement the ionization model with a Keldysh

response is given. For a detailed derivation and discussion of the Keldysh model the reader is

referred to the aforementioned Keldysh papers and the more recent Mishima [63] work which

is the primary source of equations for this appendix. In particular, we note that Mishima

provides Keldysh equations in the international system of units (SI) rather than atomic units

which are prevalent in the original Keldysh papers.

The general form of an ionization model for a linearly polarized beam is given below

JNL = Jplas + Jabs

∂tJplas =
e2

me

ρE− 1

τc
Jplas

Jabs

ϵ0n0c
=
W (I)Ui

I
(ρnt − ρ)E

∂tρ = W (I)(ρnt − ρ) +
σ

Ui

ρI − aρ2, (A.0.1)

where e is an electrons charge, me is an electrons mass, ρ is the free electron density gen-

erated from ionization, τc is the collision time, W is the photoionization rate describing

the probability of ionization of an atom with potential Ui, ρ is the electron density, ρnt is

the density of neutral atoms, σ is the cross section for inverse Bremsstrahlung, and a is

an electron recombination rate. This appendix will consider the Keldysh photoionization

response W (I) for single-electron atoms, the rates for diatomic molecules are considered in

[63], among other sources.

Before listing the Keldysh equations several comments about writing the photoionization

W (I) as a function of intensity as opposed to the electric field W (E) are in order. First, the

Keldsyh formulas are derived assuming the electric field can be written as E(t) = E0 cos (ω0t)
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where the photoionization rate is then found as a function of E0 [62]. Therefore, the Keldysh

response should not depend on what value the electric field E takes on at any particular

instant of time but rather on the time-averaged peak field. That is, the value used in a

Keldysh derived photoionization is E0 where E2
0 = 2 < E2(t) > and < · > denotes an

average over an optical carrier cycle. Also note that the intensity satisfies I = ϵ0cn0 < E2 >

and hence E0 =
√

2I/(ϵ0cn0).

There is no simple way to write a formula for the Keldysh model and therefore numerous

auxiliary parameters and equations are typically specified with the expression for W (I).

Equations for W (I) and an exponential pre-factor N(γ, ω0, Ui, Ũi) are written as

W (I) = 4

√
2Uiω0

ℏ

(
γ√

1 + γ2

)3/2

N(γ, ω0, Ui, Ũi)

× exp

[
− 2Ũi

ℏω0

(
sinh−1(γ)−

γ
√
1 + γ2

1 + 2γ2

)]
, (A.0.2)

N(γ, ω0, Ui, Ũi) =
∞∑
0

exp

[
−2

(⌊
Ũi

ℏω0

+ 1

⌋
− Ũi

ℏω0

+ n

){
sinh−1(γ)− γ√

1 + γ2

}]

+Θ

{ 2γ√
1 + γ2

(⌊
Ũi

ℏω0

+ 1

⌋
− Ũi

ℏω0

+ n

)}1/2
 , (A.0.3)

where the Keldysh parameter γ, effective ionization Ũi, and electric field strength E0 are

γ =
ω0

eE0

√
2meUi, (A.0.4)

Ũi = Ui +
e2E2

0

4meω2
, (A.0.5)

E0 =

√
2I

ϵ0cn0

. (A.0.6)

The symbol ⌊x⌋ denotes the floor of the number x, and Θ(x) is Dawson’s integral with

Θ(x) = exp (−x2)
∫ x

0

exp(y2)dy. (A.0.7)

Numerically implementing the Keldysh equations is not difficult. The only step which

isn’t completely straightforward is the evaluation of Dawson’s integral which can be handled

with a trapezoidal quadrature or some other numerical integration routine. However, its

important to consider that the intensity I is constantly changing during propagation and
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henceW (I) needs to be updated frequently. A direct evaluation ofW (I) can take a relatively

long time due to the summation in N(γ, ω0, Ui, Ũi) and quadrature of the Dawson’s integral

Θ for each term in the sum. A much cheaper way to handle the repeated evaluation of W (I)

is to compute it directly, accurately, and for an extensive range of I, just once before the

start of propagation and use an interpolation table for the remaining evaluations.



173

Appendix B

Mathematica BPPE and UPPE computation

A Mathematica script is given in this appendix which illustrates how to symbolically diago-

nalize Maxwell’s equations to obtain the corresponding t-BPPE and t-UPPE mode systems.

The specific example case here is for free space propagation in an isotropic, homogeneous,

and non-dispersive media. A discussion of this field configuration is given in section 2.2.4

where the relevant equations follow directly from the output of the Mathematica script given

in this appendix. Note that most of the BPPE and UPPE equations from chapter 2 were

obtained in the same manner.

There are limitations to the symbolic approach to obtaining BPPE and UPPE systems.

The eigenvalues of the linear matrix are roots of a characteristic polynomial and these roots

might not have an analytic solution. The case shown here has analytic eigenvalues, namely

λi = {−iω,−iω, iω, iω, 0, 0}, and hence the symbolic procedure works. On the other hand,

if one tries to compute a t-BPPE system with multiple Lorentz poles included in the linear

response matrix, then the characteristic polynomial needs to be solved for numerically and

the symbolic procedure fails.
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Appendix C

ETD contour function evaluation

Evaluation of the ETD functions

ψr(z) = r

∫ 1

0

e(1−θ)zθr−1dθ, r = 1, 2, 3, ... (C.0.1)

is complicated by numerical cancellation errors near z = 0. Therefore direct evaluations

of the ψ functions should be avoided for small z and alternative algorithms need to be

considered. One simple way to accurately compute the ψ functions for small z is to use

a contour integral approach first proposed by Kassam and Trefethen [120]. This appendix

addresses the derivation and implementation of this type of “averaging” technique.

First, an example of the numerical cancellation problem is discussed. Explicitly evaluat-

ing the integral in C.0.1 yields

ψr(z) = r!
exp (z)−

∑r−1
k=0

ki

k!

zr
, r = 1, 2, 3, ... (C.0.2)

where the most basic ETD function is ψ1(z) = (exp (z) − 1)/z. In particular, the Taylor

expansion near z = 0 yields ψ1(z) = 1 + z/2 + O(z2) and hence the function is perfectly

well behaved in the limiting sense as z → 0. The problem is that a small z can generate a

numerator and denominator both nearly equal to zero such that dividing these two numbers

by each other can amplify numerical errors. Furthermore, the cancellation errors are even

more significant for ψr with r larger than one as is demonstrated in [120].

The Cauchy integral formula from complex analysis [153] states that if a function f is

analytic everywhere inside and on a simple closed contour Γ, then

f(z) =
1

2πi

∫
Γ

f(t)dt

t− z
. (C.0.3)

Each ψ function is analytic in the entire complex plane and hence any sum of the ψ functions

is also analytic on the entire complex plane. Therefore the Cauchy integral can be applied

to any f(z) that needs to be computed in an ETD method as long as the contour, whatever

it may be, encloses the point z.
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For simplicity, the only contour that will be considered here is a circle of some radius

R centered at the point z from the Cauchy integral for f(z). This basic contour can be

parameterized using t = z +Reiθ with 0 ≤ θ ≤ 2π such that the Cauchy integral reduces to

f(z) =
1

2π

∫ 2π

0

f
(
z +Reiθ

)
dθ. (C.0.4)

The integral on the right-hand side can be approximated with a composite mid-point rule

discretization such that

1

2π

∫ 2π

0

f
(
z +Reiθ

)
dθ ≈ 1

M

M∑
k=1

f
(
z +Reiθk

)
, (C.0.5)

where M is number of points in the discretization of the circle contour, and the points are

located along the circle at angles of θk = 2π(k − 1/2)/M . Other discretizations could be

utilized but they are not investigated or considered in this appendix.

The contour method also works with matrices. Suppose an ETD function f(A) needs to

be evaluated with a matrix A instead of a scalar z. Then Cauchy’s integral becomes

f(A) =
1

2πi

∫
Γ

f(t) (tI − A)−1 dt, (C.0.6)

where I is the identity matrix and (tI − A)−1 is the resolvent matrix of A. The contour Γ

should be selected to enclose all of the eigenvalues of A. This time the circle is parameterized

around the origin with t = Reiθ and 0 ≤ θ ≤ 2π such that the Cauchy integral becomes

f(A) =
1

2π

∫
Γ

f(Reiθ)
(
ReiθI − A

)−1
Reiθdθ (C.0.7)

≈ 1

M

M∑
k=1

Reiθkf(Reiθk)
(
ReiθkI − A

)−1
. (C.0.8)

The approximation to the integral is made using the same mid-point discretization used in

the scalar case from the previous paragraph.

For a periodic spectrally diagonal system all of the modes are independent and hence

scalar ETD functions can be utilized. In particular, listed below is a snippet of C++ code

for computing the ETD35 coefficients discussed in chapter 4:

std::vector<dcmplx> r(M,0.0);

for(int j = 0; j < M; j++){

double expv = 2.0*PI*(j+0.5)/M;
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r[j] = R*exp(ii*expv);

}

for(int i = tid; i < sz; i+=nThreads)

{

EL[i] = exp(L[i]);

EL2[i] = exp(c2*L[i]);

EL4[i] = exp(c4*L[i]);

EL5[i] = exp(c5*L[i]);

if(abs(L[i]) < ModeCutoff){

for(int j = 0; j < M; j++){

dcmplx z(L[i] + r[j]);

a21val+= (-1.0 + exp((z)/4.0))/(z);

a31val+= (4.0 + exp((z)/4.0)*(-4.0 + z))/(pow(z,2));

a32val+= -((4.0 - 4.0*exp((z)/4.0) + z)/(pow(z,2)));

a41val+= (4.0 + z + exp((z)/2.0)*(-4.0 + z))/(pow(z,2));

a43val+= (-2.0*(2.0 - 2.0*exp((z)/2.0) + z))/(pow(z,2));

a51val+= (4.0 + z + 2.0*exp((3.0*z)/4.0)*(-2.0 + z))/(2.0*pow(z,2));

a52val+= -(-1.0 + exp((3.0*z)/4.0))/(2.0*z);

a54val+= -(4.0 - 4.0*exp((3.0*z)/4.0) + 3.0*z)/(2.0*pow(z,2));

a61val+= (-118.0 - 41.0*z + exp(z)*(118.0 - 77.0*z))/(42.0*pow(z,2));

a62val+= (8.0*(-1.0 + exp(z)))/(7.0*z);

a63val+= (3.0*(58.0 + 21.0*z + exp(z)*(-58.0 + 37.0*z)))/(28.0*pow(z,2));

a65val+= (-286.0 - 239.0*z + exp(z)*(286.0 - 47.0*z))/(84.0*pow(z,2));

b1val+= (7.0*(-1620.0 - 626.0*z - 73.0*pow(z,2) \

+ exp(z)*(1620.0 - 994.0*z + 257.0*pow(z,2))))/(2700.0*pow(z,3));

b3val+= (900.0 + 1834.0*z + 287.0*pow(z,2) \

+ exp(z)*(-900.0 - 934.0*z + 1097.0*pow(z,2)))/(1350.0*pow(z,3));

b4val+= (2.0*(810.0 + 412.0*z + 56.0*pow(z,2) \

+ exp(z)*(-810.0 + 398.0*z - 49.0*pow(z,2))))/(225.0*pow(z,3));

b5val+= (540.0 - 1226.0*z - 1183.0*pow(z,2) \

+ exp(z)*(-540.0 + 1766.0*z - 313.0*pow(z,2)))/(1350.0*pow(z,3));

b6val+= (-10980.0 - 6722.0*z - 1741.0*pow(z,2) \

+ exp(z)*(10980.0 - 4258.0*z + 509.0*pow(z,2)))/(2700.0*pow(z,3));

}

double mult = ds/M;

a21[i] = mult*a21val; a31[i] = mult*a31val; a32[i] = mult*a32val;

a41[i] = mult*a41val; a43[i] = mult*a43val;

a51[i] = mult*a51val; a52[i] = mult*a52val; a54[i] = mult*a54val;

a61[i] = mult*a61val; a62[i] = mult*a62val;

a63[i] = mult*a63val; a65[i] = mult*a65val;

b1[i] = mult*b1val; b3[i] = mult*b3val; b4[i] = mult*b4val;

b5[i] = mult*b5val; b6[i] = mult*b6val;

}

else{

a21[i] = ds*(-1.0 + exp((L[i])/4.0))/(L[i]);

a31[i] = ds*(4.0 + exp((L[i])/4.0)*(-4.0 + L[i]))/(pow(L[i],2));

a32[i] = ds*-((4.0 - 4.0*exp((L[i])/4.0) + L[i])/(pow(L[i],2)));

a41[i] = ds*(4.0 + L[i] + exp((L[i])/2.0)*(-4.0 + L[i]))/(pow(L[i],2));

a43[i] = ds*(-2.0*(2.0 - 2.0*exp((L[i])/2.0) + L[i]))/(pow(L[i],2));

a51[i] = ds*(4.0 + L[i] + 2.0*exp((3.0*L[i])/4.0)*(-2.0 + L[i]))/(2.0*pow(L[i],2));

a52[i] = ds*-(-1.0 + exp((3.0*L[i])/4.0))/(2.0*L[i]);

a54[i] = ds*-(4.0 - 4.0*exp((3.0*L[i])/4.0) + 3.0*L[i])/(2.0*pow(L[i],2));

a61[i] = ds*(-118.0 - 41.0*L[i] \
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+ exp(L[i])*(118.0 - 77.0*L[i]))/(42.0*pow(L[i],2));

a62[i] = ds*(8.0*(-1.0 + exp(L[i])))/(7.0*L[i]);

a63[i] = ds*(3.0*(58.0 + 21.0*L[i] \

+ exp(L[i])*(-58.0 + 37.0*L[i])))/(28.0*pow(L[i],2));

a65[i] = ds*(-286.0 - 239.0*L[i] + exp(L[i])*(286.0 - 47.0*L[i]))\

/(84.0*pow(L[i],2));

b1[i] = ds*(7.0*(-1620.0 - 626.0*L[i] - 73.0*pow(L[i],2) + exp(L[i])\

*(1620.0 - 994.0*L[i] + 257.0*pow(L[i],2))))/(2700.0*pow(L[i],3));

b3[i] = ds*(900.0 + 1834.0*L[i] + 287.0*pow(L[i],2) \

+ exp(L[i])*(-900.0 - 934.0*L[i] + 1097.0*pow(L[i],2)))/(1350.0*pow(L[i],3));

b4[i] = ds*(2.0*(810.0 + 412.0*L[i] + 56.0*pow(L[i],2) \

+ exp(L[i])*(-810.0 + 398.0*L[i] - 49.0*pow(L[i],2))))/(225.0*pow(L[i],3));

b5[i] = ds*(540.0 - 1226.0*L[i] - 1183.0*pow(L[i],2) \

+ exp(L[i])*(-540.0 + 1766.0*L[i] - 313.0*pow(L[i],2)))/(1350.0*pow(L[i],3));

b6[i] = ds*(-10980.0 - 6722.0*L[i] - 1741.0*pow(L[i],2) \

+ exp(L[i])*(10980.0 - 4258.0*L[i] + 509.0*pow(L[i],2)))/(2700.0*pow(L[i],3));

}

}

These coefficients are then used in the following update of the propagated variable and
error term.

for(int i = 0; i < sz; i++) {

ynew[i] = dcmplx(EL[i]*dcmplx(in[2*i],in[2*i+1]) + b1[i]*dcmplx(N1[2*i],N1[2*i+1]) \

+ b3[i]*dcmplx(N3[2*i],N3[2*i+1]) + b4[i]*dcmplx(N4[2*i],N4[2*i+1]) \

+ b5[i]*dcmplx(N5[2*i],N5[2*i+1])+ b6[i]*dcmplx(N6[2*i],N6[2*i+1]));

errVec[i] = b5[i]*(-dcmplx(N1[2*i],N1[2*i+1]) + 4.0*dcmplx(N3[2*i],N3[2*i+1]) \

-6.0*dcmplx(N4[2*i],N4[2*i+1]) + 4.0*dcmplx(N5[2*i],N5[2*i+1]) \

- dcmplx(N6[2*i],N6[2*i+1]))/4.0;

}

Other than stating that L[i] corresponds to the ith linear spectral mode and that Nj

corresponds to the spectral nonlinear response at stage j of the Runge-Kutta algorithm, the

reader can infer the rest of the quantities from the variable names. More details on ETD35

are discussed in chapter 4.
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Appendix D

MATLAB ETD stability script

% StableETD34.m - stability regions for ETD34

% Stability regions depend on the linear operator L (hL)

% L is specified as a matrix and can be diagonal or non-diagonal

% Contour integration added for small hL eigenvalues,

% See Kassam and Trefethen, Siam J. Sci. Comput. Vol. 26, 2005

% Specify linear operator

N = 20;

%L = cheb(N+1); L = L^2; L = 0.0025*L(2:N+1,2:N+1);

L = diag(linspace(-2i*pi,2i*pi,N));

%L = diag(linspace(-8,-0.01,N));

% Nonlinear grid specifications (linearized nonlinear term)

M = 100;

x = linspace(-5,5,M);

y = linspace(-5,5,M);

[X,Y] = meshgrid(x,y);

W = X+1i*Y;

% Evaluate ETD functions

R = 64;

r = 15*exp(2i*pi*((1:R)-0.5)/R);

I = eye(N); Z = zeros(N);

a21 = Z; a31 = Z; a32 = Z; a41 = Z; a43 = Z; a51 = Z; a52 = Z; a53 = Z;

a54 = Z; a61 = Z; a62 = Z; a63 = Z; a65 = Z;
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R = 64;

r = 15*exp(2i*pi*((1:R)-0.5)/R);

I = eye(N); Z = zeros(N);

a21 = Z; a31 = Z; a32 = Z; a41 = Z; a43 = Z; a51 = Z; a52 = Z; a53 = Z;

a54 = Z; a61 = Z; a62 = Z; a63 = Z; a65 = Z;

for j = 1:R

z = r(j);

zIA = inv(z*I - L);

a21 = a21 + zIA*(exp(z/2)-1);

a31 = a31 + zIA*(4+exp(z/2)*(-4+z)+z)/z;

a32 = a32 - 2*zIA*(2-2*exp(z/2)+z)/z;

a41 = a41 + zIA*(2+exp(z)*(-2+z)+z)/z;

a43 = a43 - 2*zIA*(1-exp(z)+z)/z;

a51 = a51 + zIA*(-4-z+exp(z)*(4-3*z+z^2))/z^2;

a52 = a52 + 2*zIA*(2+exp(z)*(-2+z)+z)/z^2;

a53 = a53 + 2*zIA*(2+exp(z)*(-2+z)+z)/z^2;

a54 = a54 - zIA*(4+exp(z)*(-4+z)+3*z+z^2)/z^2;

a61 = a61 + zIA*(-4-z+exp(z)*(4-3*z+z^2))/z^2;

a62 = a62 + 2*zIA*(2+exp(z)*(-2+z)+z)/z^2;

a63 = a63 + 2*zIA*(2+exp(z)*(-2+z)+z)/z^2;

a65 = a65 - zIA*(4+exp(z)*(-4+z)+3*z+z^2)/z^2;

end

a21 = a21/R; a31 = a31/R; a32 = a32/R; a41 = a41/R; a43 = a43/R;

a51 = a51/R; a52 = a52/R; a53 = a53/R; a54 = a54/R;

a61 = a61/R; a62 = a62/R; a63 = a63/R; a65 = a65/R;

% Compute stability regions

E2 = expm(L/2); E = expm(L);
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G = zeros(M); H = G;

k2 = zeros(N); k3 = k2; k4 = k2; k5 = k2; k6 = k2;

for m = 1:M

for n = 1:M

k2 = E2+W(m,n)*a21;

k3 = E2+W(m,n)*(a31 + a32*k2);

k4 = E + W(m,n)*(a41 + a43*k3);

k5 = E + W(m,n)*(a51 + a52*k2 + a53*k3 + a54*k4);

k6 = E + W(m,n)*(a61 + a62*k2 + a63*k3 + a65*k5);

% Compute spectral radius

G(m,n) = norm(k5);

H(m,n) = norm(k6);

end

end

figure(1), contour(X,Y,G,[1 1],’k’); title(’Krogstad ETDRK4-B’);

figure(2), contour(X,Y,H,[1 1],’k’); title(’Embedded 3rd Order’);
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Appendix E

Mathematica ETD5 order conditions

The Mathematica script used for satisfying our fifth order ETD method’s order conditions

is provided in this appendix section. With some modifications it can be extended to in-

clude embedded methods, other fifth order methods with different stability regions, or ETD

methods of lower or higher order. The particular script included solves for a family of fifth

order, stiff order three, ETD methods with the free parameters a421, a422, a522, a532, a622,

a632, b33, and b43. These free parameters must be selected with some care, otherwise the

resulting stability regions may be undesirable or the method may have poor convergence

rates. We opted to focus on the stability region of our fifth order method when selecting the

free parameters since our primary concern was achieving stability for as large a class of PDE

problems as possible. Alternatively, one may wish to optimize an ETD method for speed on

a specific PDE problem; we have not attempted this type of optimization.

With respect to optimizing stability, we share our process. The MATLAB code in Ap-

pendix D can be modified to plot the stability contours of the family of fifth order methods

generated by the Mathematica script from this section. Furthermore, we can write the

modified stability code as a function, with the free parameters as the input and an output

corresponding to the area of a contour region. The specific contour region of interest is

dependent on the linear operator L, which for our purposes we took to be L ∈ [−2πi, 2πi].

We also wanted to maximize the stability area near the imaginary axis and hence only ac-

counted for this area in the function output. This is done such that PDE problems like

KdV will be stable with our resulting fifth order ETD method. The function we create is

then fed into the MATLAB genetic algorithm (G.A.) optimization toolbox. We found that

this yielded a large number of fifth order ETD methods with acceptable stability regions.

Since the optimization was overdetermined, we were able to choose some free parameters

based on other criteria such as convergence rates, stability regions for say L ∈ [−8,−0.01],

and reducing the number of ETD function evaluations in our method. Setting these extra

free parameters to zero tended to yield methods with relatively good convergence rates and
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hence thats how we selected a421 = a422 = a522 = a532 = a622 = 0. The G.A. was then

reapplied with just the free parameters a632, b33, and b43. Even with the reduced number

of free parameters, the system is still overdetermined and hence several sets of a632,b33,

and b43 yield stability regions with about the same area. With these final parameter sets,

we checked the corresponding convergence rates and stability regions before settling on the

ones used in this paper and seen in the Mathematica script.
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[65] R. Nuter and L. Bergé, “Pulse chirping and ionization of o¡ sub¿ 2¡/sub¿ molecules for
the filamentation of femtosecond laser pulses in air,” JOSA B, vol. 23, no. 5, pp. 874–
884, 2006.

[66] L. N. Trefethen, Spectral methods in MATLAB, vol. 10. Siam, 2000.

[67] D. G. Dudley, Mathematical foundations for electromagnetic theory. IEEE press New
York, 1994.

[68] S. Petit, A. Talebpour, A. Proulx, and S. Chin, “Polarization dependence of the propa-
gation of intense laser pulses in air,” Optics Communications, vol. 175, no. 46, pp. 323
– 327, 2000.
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[97] C. Hernández-Garćıa, J. Pérez-Hernández, T. Popmintchev, M. Murnane, H. Kapteyn,
A. Jaron-Becker, A. Becker, and L. Plaja, “Zeptosecond high harmonic kev x-ray
waveforms driven by midinfrared laser pulses,” Physical review letters, vol. 111, no. 3,
p. 033002, 2013.

[98] G. Rosen, “Electromagnetic shocks and the self-annihilation of intense linearly polar-
ized radiation in an ideal dielectric material,” Phys. Rev., vol. 139, pp. A539–A543,
Jul 1965.



198

[99] E. Kuznetsov, S. Muske, and A. Shafarenko, “Collapse of acoustic waves in media with
positive dispersion,” JETP Letters, vol. 37, no. 5, pp. 241–247, 1983.

[100] C. Klein and J.-C. Saut, “Numerical study of blow up and stability of solutions of
generalized kadomtsev–petviashvili equations,” Journal of nonlinear science, vol. 22,
no. 5, pp. 763–811, 2012.

[101] H.-S. Chan, Z.-M. Hsieh, W.-H. Liang, A. Kung, C.-K. Lee, C.-J. Lai, R.-P. Pan,
and L.-H. Peng, “Synthesis and measurement of ultrafast waveforms from five discrete
optical harmonics,” Science, vol. 331, no. 6021, pp. 1165–1168, 2011.

[102] J. Wahlstrand, Y.-H. Cheng, and H. Milchberg, “High field optical nonlinearity and
the kramers-kronig relations,” Physical review letters, vol. 109, no. 11, p. 113904, 2012.

[103] A. Bideau-Mehu, Y. Guern, R. Abjean, and A. Johannin-Gilles, “Measurement of
refractive indices of neon, argon, krypton and xenon in the 253.7–140.4 nm wavelength
range. dispersion relations and estimated oscillator strengths of the resonance lines,”
Journal of Quantitative Spectroscopy and Radiative Transfer, vol. 25, no. 5, pp. 395–
402, 1981.

[104] S. Goda, M. Shverdin, D. Walker, and S. Harris, “Measurement of fourier-synthesized
optical waveforms,” Optics letters, vol. 30, no. 10, pp. 1222–1224, 2005.

[105] E. R. Peck and K. Reeder, “Dispersion of air,” JOSA, vol. 62, no. 8, pp. 958–962, 1972.

[106] J. Wahlstrand, Y.-H. Cheng, and H. Milchberg, “Absolute measurement of the tran-
sient optical nonlinearity in n 2, o 2, n 2 o, and ar,” Physical Review A, vol. 85, no. 4,
p. 043820, 2012.

[107] J. Wu, H. Cai, P. Lu, X. Bai, H. Zeng, et al., “Intense ultrafast light kick by rotational
raman wake in atmosphere,” Applied Physics Letters, vol. 95, no. 22, p. 221502, 2009.

[108] A. M. Zheltikov, “Raman response function of atmospheric air,” Optics letters, vol. 32,
no. 14, pp. 2052–2054, 2007.
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carathéodory-fejér approximation and contour integrals,” Electronic Transactions on
Numerical Analysis, vol. 29, pp. 1–18, 2007.

[148] M. Tokman and J. Loffeld, “Efficient design of exponential-krylov integrators for large
scale computing,” Procedia Computer Science, vol. 1, no. 1, pp. 229–237, 2010.

[149] M. Mlejnek, E. Wright, and J. Moloney, “Dynamic spatial replenishment of femtosec-
ond pulses propagating in air,” Optics letters, vol. 23, no. 5, pp. 382–384, 1998.

[150] J. H. Mathews and K. D. Fink, Numerical methods using MATLAB, vol. 3. Prentice
hall Upper Saddle River, NJ, 1999.

[151] A. V. Oppenheim, R. W. Schafer, J. R. Buck, et al., Discrete-time signal processing,
vol. 2. Prentice-hall Englewood Cliffs.

[152] J. P. Boyd, Chebyshev and Fourier spectral methods. Courier Dover Publications, 2013.

[153] J. W. Brown, R. V. Churchill, and M. Lapidus, Complex variables and applications,
vol. 7. McGraw-Hill New York, 1996.


