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ABSTRACT

This dissertation presents three studies consisting of seven experiments that
investigate the relationship between human-computer interaction (HCI) behavior
and changes in cognitive states by using keystroke dynamics (KD) and mouse
dynamics (MD) as physiological indicators of cognitive change. The first two
chapters discuss the importance of being able to detect changes in affect, cognitive
load, and deception and provide a theoretical base for this research, pulling heavily
from cognitive science, psychology and communication literature. We also discuss
the current state of the art in keystroke and mouse dynamics and what makes the
techniques presented here different.
Chapters three and four present five experiments that explore the influence
of affect and cognitive load on KD and MD. The results of these experiments
suggest that many features of typing and mouse movement behavior including
transition time, rollovers, duration, number of direction changes, and distance
traveled are influenced by changes in affect and cognitive load. In chapter five
we operationalize these findings in a credibility assessment context and describe
two experiments in which participants behave deceptively in computer mediated
interactions. In both experiments, we find significant differences in typing behavior,
in line with the findings of the first two studies. Chapter six summarizes the
results and provides a way forward for future research in human computer interaction.
The work presented in this dissertation describes a novel approach to inferring cognitive changes using low cost, non-invasive, and transparent monitoring of
HCI behavior with important implications for both research and practice.
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CHAPTER 1
Introduction

The movement of the fingers over the keyboard reminded us of sea grass
weaving in the waves, gracefully bending this way and that, all in motion
at the same time. If we ever believed that skilled typing was a serial
process, performed one letter at a time, one viewing of the movie dispelled
that belief. - Norman and Rumelhart (1982), describing a high-speed
video of transcription typing

Human communication is a complex interaction in which a wide range of signals
influence the message that is communicated. One might describe, in a quite simplified
manner, messages as having two primary components – the content of the message
and the context of the message. Content is the part of a message that is explicitly
stated and is primarily transmitted through linguistic means – that is, the what of
the message. The meaning of a message, however, may vary dramatically depending
on the context of the message – that is, how a message is communicated (Furnas
et al. 1987; Pantic et al. 2006). This may include elements such as behaviors, goals,
motivations, rules of behavior, roles, physical setting, and cognitive and social aspects
(Furnham and Argyle 1981). While linguistics are a primary method of sharing
information, research has shown non-linguistic behaviors to also be very valuable for
understanding the meaning of a message. These types of behaviors communicate the
meaning of a message by signaling to those present what the context of a particular
situation is (Burgoon, Guerrero, and Floyd 2010).
Unfortunately, context can be very difficult to discern when humans communicate
using computers. In face-to-face (FTF) communication, a great deal of information
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regarding the context of a message may be derived through behavioral signals temporal changes in neuromuscular and physiological activity that last anywhere
from a few milliseconds to several minutes (Ekman, Sorenson, and Friesen 1969;
Pantic et al. 2006). For example individuals may exhibit changes in the speed or pitch
of their voice (Banse and Scherer 1996; Elkins and Derrick 2013; Pittam and Scherer
1993; Wurm et al. 2001), eye behavior (Fukuda 2001; Lang et al. 1998; Pashler,
Carrier, and Hoffman 1993), facial expressions (Silva and Tenenbau 2003; Partala,
Surakka, and Vanhala 2006), or kinesic and proxemic characteristics (Burgoon et al.
2002; Mullin et al. 2014) as their affective state changes. These cues give insight
into basic emotions such as happiness, anger, sadness, disgust, surprise and fear
(Ekman, Friesen, and Ellsworth 1972), and even help us infer higher order concepts
such as guilt, frustration, jealousy, credibility, and expertise. It has been suggested
that over 60% of the information contained in a message is transmitted non-verbally
(Birdwhistell 1955; Burgoon, Guerrero, and Floyd 2010).
To illustrate, consider a statement such as “I didn’t steal your wallet”. If one
reads this statement aloud five times, each time placing emphasis on a different word
(i.e., “I didn’t steal your wallet”, “I didn’t steal your wallet”, etc...), the meaning of
the statement changes despite the content of the message remaining static (Cerri
2006). In this example, changing the non-linguistic characteristics of the message
– i.e., modifying the context – changes the meaning of the statement. This is a
common phenomenon in human communication that may lead to messages being
misinterpreted if behavioral cues and contextual details are not taken in to account.
Understanding context is critical for understanding human behavior (Pantic et al.
2006; Zimmermann et al. 2003).
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While human assessment of these cues is not perfect, the ability for humans to
infer states such as affect and cognitive load is currently unmatched by machines.
Although techniques such as voice recognition and natural language processing (NLP)
give computers adequate ability to receive and respond to the content of a message,
the ability of computers to infer and respond to the context of a message – an area of
study known as affective computing (Picard 1997) – has lagged woefully behind. The
goal of this research is to provide a method for increasing the ability for computers
to assess human cognitive states in an inexpensive, non-invasive, and ubiquitously
available manner.

1.1 The Importance of Understanding Affect and Cognitive Load
Advances in technology since the mid-1990’s have ushered in a new age of communication where many FTF interactions have been replaced by interactions between
humans and computers. These communications may be in the form of computer
mediated communication (CMC) between humans, or the computer may act as one of
the participants in the communication, a condition often referred to as computers as
social actors (CASA; Nass, Steuer, and Tauber 1994). As the technologies facilitating
interactions such as these have advanced, so have expectations of the quality of
these interactions. While users once interacted with computers in a very structured
computer-centered way, precisely issuing commands and interpreting results that
were often more suited to computers than humans, many modern and emerging
systems strive for a more human-centered experience. In human-centered interactions,
systems are able to understand input in a form natural to humans and provide output
in ways that are more easily comprehended by humans (Pantic et al. 2006). As
the ubiquity of information technology continues to grow, increasing the affective
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capabilities of systems is important for facilitating their integration into modern life.

1.1.1 Computer Mediated Communication
The use of electronic devices to communicate may take on a number of different
forms of varying levels of richness including video conferencing, telephone, or text
based communication such as email or chat. While text-based modalities of CMC
provide the least richness, they are of increasing importance for conducting personal
or business communication in the digital age (Adkins and Brashers 1995; Carlson
et al. 2004; Daft, Lengel, and Trevino 1987). For example, in recent years, email has
displaced the telephone as the primary mode of business communication, with over
61% of communication conducted via email and 31% of communication via telephone
(Rusche and Elofson 2007). Among the general public, it is estimated that over 85%
of Internet users communicate via email, and 62% communicate using social media
sites (Reaney 2012). While CMC provides many benefits such as increased speed of
communication, more effective asynchronous communication, and reduction in costs,
it also brings challenges as the understanding of messages may be diminished.
As intermediaries are introduced between sender and receiver, as is the case in
CMC, the richness of the communication may be reduced as there may be fewer cues
available to aide in the understanding of the message. This is described by media
richness theory (MRT; Daft et al. 1986), which suggests that different modalities of
communication have different capacities for carrying information about the message.
As illustrated in Figure 1.1, FTF communication is the most rich channel, providing
access to cues such as facial expressions, voice, and touch. Video conferencing is
slightly less rich, maintaining access to facial expressions and voice but losing touch,
followed by telephone, which gives access to voice cues only. Text-based CMC such
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as email and IM are among the least rich media, carrying little information beyond
the words themselves (Carlson et al. 2004). As such, text-based CMC does not have
the ability to carry as many cues as richer media such as FTF or video conferencing
(Daft et al. 1986; Zhou et al. 2003).

Figure 1.1: Contextual Richness of Communication Modalities
While lean media such as email have been shown to be effective for tasks with
low ambiguity (Valacich et al. 1993), routine messages, or messages with unequivocal
content, richer media are preferred for ambiguous messages (Daft, Lengel, and Trevino
1987). However, email and other low-richness mediums of CMC are increasingly
being used for tasks with high ambiguity. This may lead to defects being introduced
into communication due to misreading the tone or context of an email, making it
difficult to accurately gauge the true meaning of the communication (Tjan 2011) and
potentially causing frustration in the interaction, ultimately diminishing the efficacy
of the interaction. For example, even a simple exclamation mark – “I didn’t know
that!” – might convey that a user is excited, surprised or angry (Ferrazzi 2013), but
without additional contextual cues the exact emotion is difficult to identify. One
might argue that the rapid adoption of CMC has outpaced our ability to effectively
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understand messages communicated via computer based modalities. The question,
then, becomes how can contextual cues be added back to text-based communication?
Users of technology have adapted in many ways including using formatting to
add emphasis (i.e., “I didn’t steal your wallet.”) or using “emoticons” to express
feelings such as :-) for lightheartedness, :-( for displeasure, or :-? for confusion (Derks,
Bos, and Grumbkow 2007; Walther and D’Addario 2001). Users might also simply
be asked about their disposition either directly (i.e., are you happy?) or indirectly
via survey instruments. Unfortunately, methods such as this may fail because users
do not reliably send these signals or they may misrepresent their true feelings either
unintentionally or strategically in order to hide their intentions.
One reason users might attempt to mask their true feelings is if they are engaging
in malicious behavior. In recent years, online fraud in consumer-to-consumer (C2C)
e-commerce sites such as Craigslist and eBay has become a significant problem, with
online deception leading to offline crime (Garg and Niliadeh 2013; Moore, Clayton,
and Anderson 2009). A 2006 study found that 11.2% of the U.S. population has
experienced online fraud, resulting in an estimated annual financial impact of over
$680 million (Anderson 2004; FTC 2006; Pratt, Holtfreter, and Reisig 2010).
Similar maleficence is also found in the corporate arena, where initial job screenings and applications now often take place online rather than in person. Some studies
suggest that up to 35% of job applicants provide untrue information about their
qualifications or job history (Lucas and Paller 2013). Job applications that are online
rather than FTF may increase the temptation to be deceptive, as the immediate risk
of being caught is lower (D’Arcy and Devaraj 2012). Existing employees may also
exhibit behavior that is harmful to the company. A survey conducted by the U.S.
Secret Service suggests that 46% of all information systems security breaches are
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caused by malicious insider threats (Baker et al. 2011).

1.1.2 Computers Are Social Actors
As computer systems have become more ubiquitous over the last few decades, the
way in which we interact with them has changed dramatically. This change has
been a necessary shift not just from desire to communicate with computers more
effectively, but also because interacting with this large number of systems in a
computer-centered way would be highly ineffective. Therefore, system designers have
started to give more human like traits to computers, allowing users to communicate
with them more naturally and facilitating their integration into our lives as “social
actors” (Nass, Steuer, and Tauber 1994) in roles such as customer service, health care,
entertainment, and education (Bickmore and Picard 2005; Gong 2007). Technologies
such as Apple’s “Siri” and Google’s “Google Now” service enable people to talk to
their mobile devices and get user friendly responses, more similar to what a human
personal assistant might give, rather than a traditional computer application.
For companies, there may be significant cost savings as computer agents may
be able to replace or supplement human workers. Implemented well, CASA is
also beneficial to the user experience, allowing users to interact with systems more
naturally and with less distraction from their primary task. Recent research suggests
that the interactivity of a conversational agent with regard to user behaviors affects
perception of social presence (Schuetzler et al. 2014), which is one component of
creating systems with affective intelligence. Like CMC, CASA provides a great
deal of benefit to both business and personal communication, but also suffers from
shortcomings.
Without the ability to understand and respond to human emotions, computers are
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not very intelligent social actors. A quick Internet search will reveal a multitude of
occurrences where the aforementioned services have provided humorously erroneous
feedback, and in some cases feedback that was detrimental to the user. Insufficient
ability for computer systems to appropriately respond to users may also result
in frustration, service abandonment, and other negative outcomes. For example,
customers may report dissatisfaction when they are forced to navigate complex phone
trees rather than interacting with a customer service agent directly. For systems
such as these to be effective, it is important that they be able to understand context
and emulate human behaviors such as affect (Pantic et al. 2006).

1.2 Research Agenda
Despite the proliferation of computers into so many aspects of society, the ability for
computers to detect and respond to affect - a fundamental component of natural
human interactions - is still in its infancy (Picard 1997; Zimmermann et al. 2003).
We suggest that the current state of computing - one in which computers are capable
of understanding the content of a message but not the context of a message - is
problematic. The lack of rich cues can lead to many problems in business and
personal communications, e-commerce, information security, and beyond. Despite
these shortcomings, text based CMC provides a great deal of value to each of these
areas, therefore, improving this modality of communication would be beneficial to
society at large.
While CMC may indeed reduce access to traditional cues, other features not
readily available in FTF communication may be gained. For example, technology
assisted systems may be able to detect changes in galvanic skin response (GSR), cardiovascular activity, respiration, brain activity, pupil dilation, or body temperature
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(Cacioppo et al. 2000; Derrick et al. 2010). While many studies have investigated
technology assisted assessment of affect and cognitive load using tools such as
functional magnetic resonance imaging (fMRI) (Phan et al. 2002; Van Dillen, Heslenfeld, and Koole 2009), pupillometry (Karatekin, Marcus, and Couperus 2007),
electroencephalography (EEG) (Bos 2007), and the like, these systems have limited
applicability for real-world scenarios as they a) require specialized hardware that is
not widely deployed and may be prohibitively expensive, b) require cooperation from
the user, and c) interfere with natural use cases (Scheirer et al. 2002; Zimmermann
et al. 2003). As suggested by the Hawthorne effect, when people know they are being
monitored, their behavior changes (Olson et al. 2004), thus changing the way people
interact with the systems we are interested in. For example, individuals will likely
interact with a web page differently while being scanned by a FMRI machine than
they would while sitting in their office.
The goal of the research presented in this dissertation is to explore a novel, low
cost, and minimally invasive method for detecting changes in affect and cognitive load
in order to increase the contextual richness of text-based communication. We propose
that changes in human computer interaction (HCI) behavior – i.e., typing and mouse
movement – may be used as a physiological measure that provide clues to infer a
user’s affective state and level of cognitive load. Further, as prior research suggests
that deception commonly leads to changes in affect and cognitive load (Zuckerman,
Koestner, and Alton 1984), we apply this technique to detecting deception. In this
work, we are driven by the overarching research question:
Can changes in affect, cognitive load and credibility be identified by
analyzing changes in HCI behavior?
To address this question, we present three studies, each consisting of two or
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more experiments, that address each of the topics of interest (i.e., affect, cognitive
load, and deception). In each experiment, outcomes of HCI behavior are captured
and analyzed using techniques known respectively as keystroke dynamics (KD) and
mouse dynamics (MD). We address the shortcomings of other technology assisted
methods of assessing cognitive states by leveraging hardware that is inexpensive,
widely deployed, and can be covertly monitored in real-time using simple software
embedded into the system in a manner that is completely transparent to the user.
Figure 1.2 provides an overview of the research.

Figure 1.2: Overview of the Research
The balance of this dissertation will discuss relevant prior work and describe experiments designed to investigate each of the areas illustrated in Figure 1.2. Chapter two
will review prior research in cognitive and neurological science, psychology, and HCI
that informs the current research as well as describing our new approach for analysis
of HCI behavior. Chapters three, four, and five discuss seven experiments designed
to investigate the influence of affect, cognitive load, and deception, respectively, on
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mouse and keyboard behavior. Finally, in chapter six we discuss the implications
of the findings and a way forward for academic and industry applications of these
findings.
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CHAPTER 2

The Science of Keystroke and Mouse Dynamics

Movements of the hand...offer continuous streams of output that can
reveal ongoing dynamics of processing, potentially capturing the mind
in motion with fine-grained temporal sensitivity. - Freeman, Dale, and
Farmer (2011)

For the value of the research presented in this dissertation to be fully appreciated,
one must first be attuned to the substantial literature that supports the notion
that, as Freeman, Dale, and Farmer suggest in the quote above, hand movements
– and other fine motor control – are intrinsically tied to cognitive changes. In this
chapter, we begin with an overview of the history and features of KD and MD. We
then review the relevant literature in cognitive science, which has used a variety of
technical means such as fMRI and EEG to explore the link between cognitions and
motor control, and psychology, which has explored behavioral interactions of arousal,
cognitive load and motor control. We conclude with an overview of the techniques
we have developed for KD and MD collection and analysis.
It should be noted that some previous research has explored the use of keyboards
and mice specially modified to sense pressure, galvanic skin response (GSR), and
other features not available in standard keyboards and mice (Hernandez et al. 2014;
Kaklauskas et al. 2011; Lv and Wang 2006; Loy, Lai, and Lim 2007; Qi, Reynolds,
and Picard 2001). While these efforts are interesting in their own right and provide
useful insight about how individuals interact with computers, we consciously and
specifically avoid using these features, as one goal of this research is to develop
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techniques that can be widely deployed using commonly available and inexpensive
hardware. Additionally, a great deal of research in KD makes use of techniques such
as NLP and linguistic analysis (Ma, Prendinger, and Ishizuka 2005; Vizer, Zhou,
and Sears 2009). While features derived from NLP and linguistic analysis have been
shown to be beneficial, and a fully operationalized version of a system based on
the work presented in this manuscript would likely include such features, linguistic
analysis is outside the scope of the current work.

2.1 Overview
Typing at a computer terminal is such a common behavior in the modern world that
it is easy to overlook the complexity inherent in making the fine motor controls that
are necessary for skilled typing. When considering the execution of a single keystroke
– for example, typing the letter “r” – the movement is indeed not very complex. The
only necessary movement is to move the left index finger from its home position on
the F key up approximately three quarters of an inch to the R key. Now consider
typing the digraph “er”. When the user moves their left middle finger from the D to
the E, the position of the left index finger is perturbed slightly, thereby changing the
precise motor control that is needed to press the R key. Similarly, the simultaneous
depression of the shift key in order to produce “R” rather than “r” – assuming the
typists uses the left shift key, which may only be the case for a subset of executions –
changes the motion needed to generate the character. The execution of a keystroke is
not a static movement, but rather a set of movements that are calculated in real time
with minor adjustments being made along the way until the key press is executed
(Cooper 1983).
Further adding to the complexity, there is a great deal of evidence that skilled
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typing is a parallel process rather than serial execution of individual keystrokes
(Cooper 1983; Crump and Logan 2010; Salthouse 1984; Shaffer 1976). If we consider
typing to be a serial task in which each keystroke is executed individually, in order
to maintain accuracy it would be necessary to receive feedback on the successful
completion of a prior keystroke before executing subsequent keystrokes. For skilled
typists, the time from the depression of one key to the next key is often in the 25-50
millisecond (ms) range. This short time approaches the limit for signals from the
hand to make the round trip to the brain and back in order to signal completion
of one task and receive the message of what keystrokes to execute next (Cooper
1983). If this feedback was required, as it would be if typing were a serial process,
we would likely observe either slower typing speeds, or many more errors in skilled
typing, particularly in instances where neuromotor noise is present. Therefore, a
model in which typing is a parallel process where groups of characters are processed
together and motor movements are executed in concert with one another better fits
our current understanding of skilled typing than does a model of typing as a serial
process.
It should now be becoming apparent that skilled typing is a complex array of
interdependent actions. The actual words to be typed must be processed, the words
must be converted into a series of keystrokes, the keystrokes must be executed
by the fingers, the finger movements must be adjusted in real time as prior finger
movements disrupt subsequent movements, and the output must be monitored for
errors and corrections made as necessary (Cooper 1983). Considering all this, it
seems reasonable to suggest that if outside “noise”, such as changes in cognitive
state, is introduced into this precise system, the disruption will be evident in typing
performance.
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Keystroke and mouse dynamics, like handwriting, voice and gait, are considered
behavioral or “soft” biometrics (Teh et al. 2010). Unlike physical or “hard” biometrics
(e.g., fingerprints, hand geometry and retina patterns), which are highly consistent,
soft biometrics may vary when “noise” is introduced into the system – for example,
when individuals are under physical or cognitive stress (Vizer 2009) or are experiencing
emotional discourse (Bergadano, Gunetti, and Picardi 2003; Epp 2010; Maehr 2008;
Vizer, Zhou, and Sears 2009). While this presents a challenge for identification and
authentication (I&A), a primary use of biometrics, this is precisely the element of
KD and MD that can be used to detect changes in affective state. Whereas I&A has
been a primary focus of KD and MD research to date, there has been only a small
amount of rigorous research that has attempted to assess emotional states using KD
and MD1 , therefore this is the “blue water” this dissertation will be addressing.

2.1.1 Keystroke Dynamics (KD)
While typing behavior has been studied in some depth since the early 1900’s (i.e.,
Coover 1923; Dvorak et al. 1936), it is only in recent decades that researchers
have had the means to capture features of typing behavior with a level of precision
sufficient for meaningful analysis of keystroke timing. Interest in the science of data
entry began in the 1970’s with preliminary studies capturing basic analysis and
investigation into keying patterns for data entry (Neal et al. 1978). It was not until
the early 1980’s, however, that methods for capturing typing behavior with sufficient
granularity for meaning analysis were devised. The research by Gaines, Lisowski,
Press and Shapiro (GLPS, 1980) is widely considered to be the seminal work in KD.
In this paper, two primary attributes of typing behavior - dwell time and transition
1

for a review of current literature, see Kolakowska (2013)
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time (collectively referred to as digraph time) are defined. Dwell time is the duration
for which a key is held down and is calculated by subtracting the time a key was
depressed from the time it was released. Transition time is the time between the
end of one key press and the start of a second and is calculated by subtracting the
time a prior key is released and a subsequent key is pressed.
Dwell and transition times are typically measured in milliseconds and usually
range from about 50 ms to 150 ms and -50 ms to 150 ms respectively. GLPS reported
typical digraph time (the time period between when the first key is pressed until the
second key is pressed) to be around 125 ms. Similarly, we have observed digraph
times of approximately 150 ms across our corpus of over two million keystrokes
that have been gathered over the course of this research. This level of precision
means that it would be difficult for an individual to intentionally control their typing
behavior to mask cognitive changes as making millisecond-level adjustments to fine
motor control movements is beyond the limits of human precision.
While dwell times are exclusively positive, transition times may be negative.
Negative transition times occur when the subsequent key is pressed before the prior
key is fully released - a feature commonly referred to as a rollover. Rollovers are
not necessarily mistakes – a modern computer registers keystrokes in the order
in which they are pressed, regardless of when they are released – but are a rather
common occurrence among skilled typists. While little published work has specifically
addressed the occurrence of rollovers, we observed this feature in approximately
20-25% of the keystroke pairs captured in this research, with the average rollover
being about 40 ms.
Individual keystrokes provide some insight into the behavioral aspects of typing,
however, there is much greater information to be gained by looking at combinations
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N-graph
size
2
3
4
5

Alpha
combinations
676
17,576
456,976
11,881,376

Table 2.1: N-graph Sizes
of keystrokes. Thus, KD is typically analyzed in groupings of multiple keystrokes
known as n-graphs, most often two key combinations referred to as digraphs and
occasionally three key combinations known as trigraphs. Increasing the size of the
n-graph has two consequences. First, as the size of the n-graph increases, the number
of n-graphs present in a sample decreases. For example, the word “system” has five
digraphs: “sy”, “ys”, “st”, “te”, and “em”, four trigraphs: “sys”, “yst”, “ste” and
“tem” and three tetragraphs: “syst”, “yste”, and “stem”. Also, while longer n-graphs
do provide more data per observation (i.e., additional dwell and transition times for
each element in the n-graph), as illustrated in Table 2.1, the number of n-graphs
increases exponentially as the size of the n-graph is increased. This diminishes utility
of these n-graphs as there will necessarily be fewer observations of each n-graph
for analysis as the search space increases (Bergadano, Gunetti, and Picardi 2003)2 .
Therefore, as with the bulk of recent literature, the current research focuses primarily
on analysis of digraphs. As we will discuss in Chapter 6, however, future work will
investigate these larger n-graph sizes as well as dynamically sized n-graphs.
One challenge facing the KD research community is that throughout the literature
there exists a multitude of names for intrinsically related features. For example, in
the seminal work on the matter, GLPS (1980) group together dwell and transition,
2

For a look at research that has explored the use of trigraphs, tetragraphs, and beyond see
Ahmed and Traore (2008), Epp, Lippold, and Mandryk (2011), Gunetti and Picardi (2005), and
Hamdy and Traoré (2011)
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referring to the combination as a single feature referred to as digraph time. Other
work has referred to the time between key presses (occasionally combined with one
or both dwell times) as flight time, latency, or transition time and the time a key
is held down as dwell, duration, or hold time. In keeping with the most popular
nomenclature found in the current literature, we refer to the time a key is held down
as dwell time, calculated as the duration between the time at which a key is depress
and the time at which it is released, and the time between keystrokes as transition
time, calculated as the duration between the time at which a key is released and a
subsequent key is depressed. For clarity, a graphical representation of the features as
defined and used in this work is provided in Figure 2.1.

Figure 2.1: Illustration of Dwell, Transition, Rollovers and Digraphs
There are two primary ways in which text may be elicited for KD analysis fixed (static) text samples or free (dynamic) text samples. Fixed text refers to
scenarios in which a user types an enrollment text ranging from a single word to
several paragraphs, then at some point in the future the user types the exact same
text again. This gives the investigator significant benefit in that it is possible to
precisely control the content being typed, allowing for 1:1 comparison of digraphs
between samples (Crawford 2010). Fixed text analysis can be effectively performed
using simple statistical comparisons of digraphs (Teh et al. 2007; Teh et al. 2010).
However, fixed text analysis is of limited usefulness in real world applications as
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users typically do not repeatedly type known passages of text that are of sufficient
length for meaningful keystroke analysis. Free text analysis, on the other hand,
allows the user to type whatever they normally would and is conducted on text
that is generated by the user during a normal computer session (Crawford 2010).
Free text analysis is generally applicable to a wider range of computer use scenarios
than fixed text analysis, including normal computer use. While free text analysis
has more real world applications, analysis is considerably more complex. Since 1:1
comparisons of digraphs are not possible as the enrollment text and sample are not
the same, more sophisticated analysis techniques must be used.
The simplicity of the capture and analysis led to much of the early research
in KD using fixed text (see GLPS (1980), Joyce and Gupta (1990), Monrose and
Rubin (2000), and Obaidat and Sadoun (1997)). Research that focuses on I&A also
frequently uses fixed text analysis (Giot, El-Abed, and Rosenberger 2009; Roy, Roy,
and Sinha 2015; Teh et al. 2010). The intriguing complexity and utility of free text
analysis, however, has led to a great deal of recent research focusing on analysis
of free text (see Ahmed and Traore (2008), Curtin, Tappert, and Villani (2006),
Gunetti and Picardi (2005), Monrose and Rubin (1997), and Sim and Janakiraman
(2007)) as I&A is one domain in which it is reasonable to ask users to type static
text.
There have been many proposed methods for conducting KD analysis which
the current work builds upon, while proposing still more features and approaches
for analysis. Extant work has used a wide variety of analysis techniques generally
falling into two categories: statistical analysis and machine learning (ML). Statistical
methods typically compare samples by generating features based on dwell and
transition time and plotting them in an n-dimensional vector space, then calculating
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the distance (Euclidean, Manhattan or Mahalanobis) between points to generate a
similarity score (Bergadano, Gunetti, and Picardi 2003).
Statistical analysis techniques have been the focus of a great deal of KD research
due to the relative simplicity and understandability of the techniques. This analysis
typically consists of creating a set of features – for example, average dwell time,
average transition time, number of corrections, etc. – to create a baseline signature for
a user. Features used in these calculations may be raw, standardized, or normalized
for analysis. From there, researchers have used a number of techniques and statistical
classifiers including Bayes, Naive Bayes, Mahalanobis distance, Hamming distance,
Euclidean distance, etc. (Crawford 2010; Joyce and Gupta 1990; Monrose and Rubin
2000) in order to differentiate individuals. While most statistical analysis has focused
on some derivative of these features, other interesting features such as “degree of
disorder” have been proposed (Gunetti and Picardi 2005). To calculate degree of
disorder, an ordered vector of digraphs is created using a reference signature derived
from typing that is known to have originated from the user. A similar ordered
vector is created using the challenge signature from the user to be identified and
the distance of the actual position to the predicted position is calculated to give
a disorder score ranging from 0 to 1.0. One shortcoming of this method is that it
does not take into consideration the raw speed of the typing, but it does provide
novel insight into the similarity of two samples. Such analysis has recently been
extended to mobile devices such as tablet computers and telephones, with analysis
of both hardware and software keyboards (Campisi et al. 2009; Clarke, Furnell, and
Reynolds 2002; Clarke and Furnell 2007; Karatzouni and Clarke 2007; Saevanee and
Bhattarakosol 2009; Zahid et al. 2009).
Much like the evolution from fixed to free text analysis, while a great deal of
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early research in KD focused on statistical features, in recent years ML techniques
such as Multi-Layer Perceptron (MLP) and Support Vector Machines (SVM) have
seen an increase in popularity. MLP is a feedforward artificial neural network (ANN)
that maps inputs to appropriate outputs through one or more hidden layers of nodes
using supervised backpropagation for learning (Gardner and Dorling 1998; Pal and
Mitra 1992). SVM is another supervised learning technique that works by using a
linear model to construct a non-linear set of boundaries (hyperplanes) within a high
dimensional feature space. These hyperplanes give the maximal separation between
classes (Tong and Koller 2001). Both of these approaches create a “black box” of
sorts in which multiple variables are taken into account and a learning algorithm
assigns weights to each path between the input variables and the output. While
using ML is generally less easily understood by humans, prior work has used it with
good success for I&A. For example, in an experiment by Ahmed and Traore (2008),
MLP was used to create signatures for users based on their dwell and transition
times. Twenty-two participants engaged with the I&A system multiple times over
the following nine weeks, with an overall false acceptance rate (FAR) of 0.015% and
a false reject rate (FRR) of 4.82%. While the work by Ahmed and Traore used long
text samples, ANN have been shown to be effective for identification using very short
text samples such as names (Brown and Rogers 1993).
In order to determine if users are who they say they are, or if they are experiencing
an elevated emotional state, we must first build a model of what the user’s normal
behavior looks like (Pusara and Brodley 2004). To do this, we collect keystroke
and mouse movement behavior while the user is in a baseline (i.e., non-elevated)
state. Using the previously described features, it is possible to create a semi-unique
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“signature” for a user. This signature is similar to those found in graphology3 or
the distinct and recognizable “fist” of a telegraph operator (Bergadano, Gunetti,
and Picardi 2003; R. Stockton Gaines, William Lisowski, S. James Press 1980;
Gladwell 2007). Just as precise applications of pressure, direction and acceleration
are required to form letters when writing or keying a telegraph machine, the similar
fine motor control movements found in typing can be used to generate signatures
for users. As with other physiological measures, we refer to this as their baseline
behavior, or KD and MD signatures. For subsequent analysis, we compare samples
of their typing to the baseline to determine if users who are they claim to be, and if
they are experiencing non-baseline cognitive states such as arousal, negative arousal,
or high cognitive load.

2.1.2 Mouse Dynamics (MD)
While KD has been investigated for several decades, MD is a relatively new area
of research, receiving most of its attention since the early 2000’s (Jorgensen and
Yu 2011). Like KD, the primary use case to date for MD is I&A. Specifically,
much research has investigated the use of MD for continuous authentication or
re-authentication systems. The purpose of such a system is to continually monitor
a user’s behavior in order to guarantee the current user is the authorized user thereby mitigating insider attacks in which a password is stolen or a workstation is
left unlocked (Pusara and Brodley 2004). Prior work also suggests MD analysis may
be useful for determining what items a user finds interesting as they may hover the
mouse cursor to match where their gaze is focused (Mueller and Lockerd 2001).
3

Graphology is the study of the fine movements of the hand and fingers that are necessary to
write with a pen or pencil, which have been described as “...an expressive movement on par with
gesture and emotional attitude” (Downey 1919, p. 6).

35
MD is similar to KD in that there are a few basic attributes – x/y coordinates,
button states, and timestamp – that are captured either every few milliseconds, or
every time there is a state change. These attributes may be used to derive MD
features which fall into five broad categories: speed, direction, action, distance and
time (Ahmed and Traore 2007). From these basic features, higher level features
such as acceleration, angular velocity (Ahmed and Traore 2007; Gamboa and Fred
2004; Hocquet, Ramel, and Cardot 2004), scroll wheel activity, clicks/double clicks
(Pusara and Brodley 2004), drag-and-drop operations, point-and-click operations,
and silence (Ahmed and Traore 2007; Jorgensen and Yu 2011) can be generated.
These features are often aggregated into distinct time periods for analysis. Once
features are generated either statistical or based on machine learning techniques are
used to classify users based on deviations in their MD signatures. Analysis of mouse
movements may be complicated by a number of computer configuration settings such
as screen resolution, pointer speed, pointer acceleration, and type of pointing device
(i.e., switching between a standard mouse and a touchpad) (Ahmed and Traore 2007),
thus it is important that researchers carefully control for such variables.
Just as typing may be made up of fixed or free text, mouse movements may be
static or continuous. Static movements are generated by having users repeatedly
engage in the same scenario - for example, clicking on specific areas of a “picture
password” during log in. Continuous movement analysis, on the other hand, uses
movement that is captured throughout a user’s normal computer use (Jorgensen and
Yu 2011). One challenge of continuous mouse analysis is that movement behavior
may change significantly depending on the application the user is working with.
For example a user will exhibit very different mouse behavior when using a word
processor than when working with a spreadsheet, and both will be different than a
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first-person shooter game. Thus, it has been suggested that MD signatures must be
created on a per user, per application basis (Pusara and Brodley 2004).
Emerging work in MD has moved beyond I&A applications and has begun
investigating topics such as credibility in interactions with online forms and surveys
(Hibbeln et al. 2014; Jenkins 2013; Valacich et al. 2013) and creating an objective
measure of ease of use based on mouse behavior (Jenkins and Valacich 2015). This
exciting work significantly informs the current research and is discussed in greater
detail later in this chapter.

2.1.3 KD and MD for Identification and Authentication
The most common use of KD and MD today is by far identification and authentication
(I&A). Authentication may be conducted using one or more of the following factors:
something you know, such as a password; something you have, such as a key or
security token; and something you are, such as a fingerprint or retina pattern (Liu
and Silverman 2001). Passwords (i.e., something you know) are a widely used method
of authentication, however, they have many weaknesses including potential for being
guessed (Cho et al. 2000), shared (Singh and Cabraal 2007), used across multiple
systems (Notoatmodjo and Thomborson 2009), or otherwise compromised. Therefore
a secondary method something you have or something you are is often added
to increase security. This is known as multi-factor authentication. Unfortunately,
many multi-factor authentication systems fall short because they 1) may require
specialized hardware such as a fingerprint reader and 2) are available only at the
time of authentication (i.e. an impostor could commandeer the system after the
legitimate user completed the authentication phase) (Bours and Barghouthi 2009;
Flior and Kowalski 2010; Shepherd 1995).
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In the world of biometric research, KD and MD are considered behavioral or
“soft” biometrics similar to handwriting, vocalics, or gait (Teh et al. 2010). Like
most other biometrics, KD and MD may be used for authentication as KD and
MD analysis are ultimately forms of pattern recognition (Bergadano, Gunetti, and
Picardi 2003). Using KD and MD as soft biometrics for I&A is attractive because
they do not require any special hardware and the features are available continuously
after authentication has been completed and the user proceeds to interact with the
computer. Many companies, governments and other funding agencies have a great
deal of interest in increasing information systems security, thus this has been a major
driver for both commercial entities and researchers (Pantic et al. 2006).
Biometric systems are often rated on three metrics: False Acceptance Rate (FAR),
False Rejection Rate (FRR), and Equal Error Rate (EER). FAR is the percentage of
time an impostor is erroneously identified as an authorized individual and FRR is
the percentage of time an authorized individual is denied access. These two metrics
typically exhibit an inverse relationship with one another - when the threshold is
moved to reduce the FAR, the level of FRR will increase (i.e., in order to ensure no
false positives, false negatives will increase), and when the threshold is moved to
reduce the FRR, FAR will increase (i.e., in order to ensure no false negatives, false
positives will increase) (Clarke, Furnell, and Reynolds 2002; Byrd et al. 2015). In
order to describe the usefulness of a system, both FAR and FRR must be taken in
to account - for example, a system with 0% FAR but a 100% FRR is useless as no
authorized users will be permitted. A useful metric for describing the efficacy of a
system, therefore, is the EER - the point at which FRR is equal to FAR. While the
EER is useful for comparing systems, it is typically not used as the true threshold
as in most cases it is desirable to have a very low FAR (< 0.001% as suggested by
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the European Standard for Access Control), as false acceptances are detrimental to
the security of a system, while slightly higher FRR is acceptable (< 1%), as this is
merely an inconvenience to the user (Polemi 1997).
Several studies have shown KD to have a high level of efficacy for authentication
(Figure 2.2), including work conducted here at the University of Arizona, which
resulted in a FRR of 1.92%, FAR of 0.48% and EER of 1.71% (Burgoon et al. 2013).
Due to the inherent variability in typing and mouse movement behaviors, however,
it is unlikely they will ever be useful as an identifier (i.e., positively identifying an
individual from the set of all people in the world), however, these features are unique
enough to be used as effective authenticators - that is, given a proposed identity,
verifying the individual is the person they say they are (Crawford 2010). While the
use of KD for I&A is interesting and useful in its own right, this application has
been researched in depth over the last thirty-plus years. The goal of this stream of
research is to advance work in KD analysis to infer cognitive states.

Figure 2.2: Authentication Error Rates Using KD
Like KD, MD has also been shown to have some usefulness in I&A (Figure 2.3).
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As previously mentioned, analysis of MD behavior may be static or continuous.
Static authentication may include schemes such as moving one’s cursor over a series
of dots (Hashia et al. 2005), picture passwords (Syukri, Okamoto, and Mambo 1998;
Revett et al. 2008), or by using the mouse to navigate maze-like patterns (Bours and
Fullu 2009). Alternatively, MD may be added to more traditional password input
mechanisms such as clicking numbers to enter a PIN code (Gamboa and Fred 2004).

Figure 2.3: Authentication Error Rates Using MD
KD and MD authentication systems typically consist of two phases - the enrollment
phase and the authentication (or verification) phase. During the enrollment phase,
users provide some type of baseline behavior, whether fixed (i.e., typing a password
or making a coordinated set of mouse movements) or dynamic (i.e., a fixed time
period during which the system is “learning” the signature of the user without any
authentication taking place). A feature extraction process is then used to create the
user’s KD and/or MD signatures. During the authentication phase a similarity score
is created by comparing the current sample to the reference signature (Teh et al.
2010) using the aforementioned statistical or ML techniques.
The use of KD and MD for I&A is not without critics, though. Some have
suggested that the use of KD for authentication may be compromised by training
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users to match the typing patterns of others (Rundhaug 2007; Tey, Gupta, and
Gao 2013). By providing users with interfaces that let them know how close their
dwell and inter-key (transition) times were, they were able to raise equal error rates
from approximately 20% to 70%. The ability to mimic KD behavior was found to
be more prevalent in simple passwords that are easier to type and thus easier to
emulate than complex passwords. They also found that more users found dwell time
easier to replicate than transition time (Tey, Gupta, and Gao 2013). Critics have
also suggested that MD in its current state is not practical for authentication as
it requires too much data, and current studies may not be properly controlling for
environmental variables (Jorgensen and Yu 2011). Despite these shortcomings, there
is growing support that continuous authentication schemes, such as that described
by Pusara and Brodley (2004) are useful for situations in which one’s computer may
have been compromised by an intruder after being logged in.

2.1.4 KD and MD for Assessment of Cognitive States
To date few studies have looked at assessing emotional states based on HCI behavior
- thus we see this as the “blue waters” of this research area. Since this is the main
driver of this research, here we specifically review a few of the papers that have
looked at affect in more depth. While many of these studies do not specify the
directionality of the effect of the feature as this information is not readily available in
machine learning analysis, they do provide insight into different analysis techniques
and what features are most useful to examine.
In one of the first studies to examine the effect of emotions on HCI behavior,
Zimmermann et al. (2006) used video clips to elicit five emotion states – high
arousal/negative valence, high arousal/positive valence, low arousal/positive valence,
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low arousal/negative valence, and neutral arousal/neutral valence. After watching
the videos, participants engaged in a series of online shopping tasks.
The researchers identified sixty four MD and KD features including number
of clicks (single and double), distance of cursor movement, speed, median click
time, number of pauses, median distance of individual movements, acceleration,
angle and direction of movements, number of keystrokes, and length of keystrokes.
Features were standardized into z-scores, factorized, and analyzed using MANOVA,
however, few details beyond this are provided about the analysis. The authors report
preliminary findings that suggest it is possible to detect which groups have seen the
affectively charged videos (as opposed to the neutral videos), but have had limited
success in classifying the precise affective state.
Researchers have also attempted to classify emotional states at a much more
granular level. In a 2011 study, Epp, Lippold, and Mandryk used into 15 predefined categories: anger, boredom, confidence, distraction, excitement, focused
(sic.), frustration, happiness, hesitance, nervousness, overwhelmed (sic.), relaxation,
sadness, stress, and tired (sic.). A field study was conducted over the course of four
weeks, during which the typing behavior of twelve subjects was captured throughout
their normal work day.
Keystroke data was captured by installing custom written software that utilized
a low-level Windows hook to intercept key presses on the subjects’ computer. The
program captured keystrokes regardless of what program the subject was currently
using, thus providing researchers with free-text data. Every ten minutes throughout
the day, subjects were prompted to report on their emotional state by reporting
on the 15 previously described “emotions” using a five-point Likert scale. At this
time, subjects also provided fixed text data by typing a short passage from Alice in
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Wonderland.
Fifteen dwell and transition based features and twenty-two content based features
(i.e., number of characters, number of corrections, special characters, etc.) were
generated for analysis. The C4.5 supervised machine learning algorithm in Weka
was used to classify the data, with results suggesting an ability to assess high and
low levels of six states (confidence, hesitance, nervousness, relaxation, sadness and
tiredness) with accuracy ranging from 77-88%. The authors also report suggestive
results for detecting anger and excitement.
In additional to keyboard behavior, a small amount of work has attempted to
assess emotional states my analyzing mouse movement behavior. Lali et al. (2014)
describe a method of analyzing mouse movements to assess an individual’s pleasure
when reading text and answering questions in the context of improving educational
systems, or “intelligent tutoring systems”. In such a system, an assessment of the
user’s emotional state is fed into the system and the content is modified as needed
to match the pupil’s needs.
In this study, participants read and answered questions about three English
reading comprehension passages. After answering the questions, participants were
asked how much they liked the questions, how difficult they found the reading, and
how confident they were in their answers. Mouse data were collected every 100 ms
during interactions with the system.
The researchers created 104 mouse movement features – 26 related to position,
speed and acceleration and 78 related to pauses and other movement characteristics.
Using ML techniques such as KNN, MLP and SVM, they created a four level
classification model based on difficulty and confidence. Although their findings
were mixed, with the two higher desirability (low difficulty/high confidence) and
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lower desirability (high difficulty/low confidence) levels often being confused, the
underlying work is promising. Although few specifics about the feature generation
and analysis are shared, one takeaway is that about a 50% decay time for emotional
carryover between questions is necessary.
Cognitive and physical stress have also been studied by a few researchers. Vizer,
Zhou, and Sears (2009) present an exploratory study of using typing and linguistic
features to detect cognitive and physical stress. They propose that such a system
would provide value in being able to continually and unobtrusively monitor the
cognitive and physical health of users and give early detection of stress, cognitive
decline, or physical decline, facilitating early intervention. In this exploratory study,
they propose a wide range of research questions including:
• Can ML be used to classify free text as being produced under no stress, cognitive
stress, or physical stress?
• What features can be used to differentiate between stress and no stress conditions? For example: pauses while typing, length of pauses, time per keystroke,
use of error correction keys, use of navigation keys, use of punctuation keys,
use of other keys, change in linguistic diversity, change in linguistic complexity,
change in cognitive operations, change in language expressivity, change in
affect, change in perceptual information, change in non-immediacy, etc.
• Do cognitive stress and physical stress lead to changes in the same features or
different features?
To address these questions, they conducted an experiment in which 24 participants
provided baseline samples of free-text, followed by typing while under cognitive stress
(mental multiplication or three-back number recall) or directly after physical stress
(bicep curls to the point of fatigue) over the next two to three days. Linguistic
features, keystroke timing, and frequency of certain keystrokes (i.e., caps lock, end
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key, etc.) were derived from the typing samples. Data analysis was conducted on
both raw and normalized features using several machine learning techniques including
decision trees, SVM, K-nearest neighbor, AdaBoost, and ANN. Analysis of KD and
linguistic features resulted in physical stress being accurately identified 62.5% of
the time, while cognitive stress was identified 75% of the time. While many of the
findings were related to non-KD features, the results suggested that cognitive stress
resulted in shorter normalized pause length, longer normalized time per keystroke,
and a lower rate of usage of the backspace key.
One key takeaway from this work is that normalizing the data generally improved
stress detection. Therefore, individual differences should be taken into account when
performing this type of analysis. The authors also call for future research to explore
additional features of KD, additional ML approaches, and applications of these
techniques to new contexts beyond security.
In a working paper from the University of Arizona, Jenkins and Valacich (2015)
extend the idea of heightened cognitive load to create an objective measure of ease
of use (OEOU), by examining mouse movements. OEOU uses four features of mouse
movement: area under the curve (AUC) - a measure of how different the observed
movement is from the IRT, maximum deviation (MD) - a measure of the largest
deviation from the IRT, additional distance (AD) - a measure of how far beyond
the IRT the mouse was moved, and flips - a measure of how many direction changes
were observed along the x or y axis. The authors use OEOU to extend TAM (Davis
1989) and UTAUT (Venkatesh et al. 2003) and found it to explain a large portion of
variance in intentions to use.
The paper describes two experiments that were used to validate the measures.
In the first, a visual discrimination task of increasing difficulty was used to elicit
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mouse movements. In the second experiment, a more realistic e-commerce scenario
was used, in which participants completed an online purchasing task using a website
that was either easy or difficult to use. In both experiments all four measures were
found to be significantly different between the two groups.
Setting the stage for forthcoming work in using mouse movements to detect
deception, Valacich et al. (2013), provides direction for identifying insider threats
using mouse-based concealed information tests (CIT). The traditional CIT works on
the premise that individuals with knowledge of the details of a crime will exhibit a
physiological response when a stimuli relevant to the crime is presented, whereas
for individuals with no knowledge of the crime, all items, relevant or not, should
elicit similar levels of arousal. This involuntary response is often referred to as an
“orienting reflex” and may occur when changes to an individual’s environment require
a calibration of the sensing organs to fully understand the novel stimuli (Sokolov
1963).
While the CIT typically uses measures that traditional polygraphs use (electrodermal, respiration, heart rate, etc.), the authors suggest that changes in mouse
movement behavior when answering CIT style questions on a computer may be
similarly diagnostic. The authors suggest such a system would be of great value as
it can be widely deployed across an organization in a cost effective manner as a web
based survey, where a traditional polygraph interview must be conducted with each
individual and is an expensive and time consuming process.
While the paper does not specifically test any hypotheses, five propositions are
presented:
• Presentation of the key-item will trigger an orienting response for guilty insiders
• Prior to the presentation of the key-item, guilty insiders will engage in a search
process
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• Deceiving on the key-item will cause increased cognitive effort
• Guilty insiders will exhibit greater caution when responding to the key-item
than when responding to non-key items
• Guilty insiders will experience greater emotional arousal than innocent people
Two deception experiment protocols are described, one sanctioned and the other
unsanctioned. In the sanctioned experiment, participants are instructed to use an
ostensibly stolen credit card number to purchase items from an online store and
are subsequently asked a series of questions about the crime which they answer by
moving the mouse from an anchored location to “yes” or “no” buttons located in
the corners of the screen. In the unsanctioned deception experiment, participants
complete an online “intelligence test” with a number of made up facts that could
only be answered by consulting a web site constructed by the experiment team – if
participants were able to answer these questions correctly (at a rate greater than
chance) they were deemed to be deceptive. While no specific results are shared, five
pilot studies using Amazon Mechanical Turk and student populations are described,
with a total of 984 participants across all studies.
In Hibbeln et al. (2014), similar techniques are applied to detecting deception.
In this paper, analysis of mouse movements is applied to a scenario that is plagued
with fraud - the filing of insurance claims. In this study, participants were endowed
with 2,000 “coins” and were given a scenario in which 400 - 2,000 “coins” worth of
damage had been done to their car. In the scenario, participants had a deductible
of 600 “coins”, but by overstating the extent of the damage they would be able to
claim more money for themselves (i.e., offsetting the cost of the deductible).
The authors suggest that fraud is a subset of deception and therefore build on two
commonly agreed upon components of deception: that deception leads to cognitive
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or moral conflict, i.e., individuals may double check, hesitate, reconsider, or question
their actions when behaving deceptively, and that deception requires more cognitive
effort than truth telling, as individuals must engage in strategic behaviors to mask
their deception, keep their story straight, etc.
They build on the response activation model (Welsh and Elliott 2004), which
explains that motor movements are an aggregation of all potential movements.
These potential movements are made up of all cognitions in the mind that are
potentially actionable by motor movements. Therefore, as new cognitions enter
the mind – for example, considering answering “yes” to a question instead of “no”
– the potential motor movement to make the alternative choice will influence the
movements necessary to make the primary choice. Under normal circumstances, fine
motor skills of adults are very consistent, however, when competing cognitions are
introduced, for example, due to fraudulent behavior, motor movements will deviate
from the norm, and response times will slow as the necessary cognitive resources are
being otherwise consumed (i.e., by strategic behaviors).
Mouse movements were elicited on two screens - one in which participants clicked
on a series of menus to indicate the cost to repair their car, and another in which
participants clicked on an image of the car to indicate the areas that were damaged.
Mouse movements were divided into “segments” with distinct start and end points.
Segments were determined by identifying points at which mouse movement paused
for over 200 ms or where the trajectory of the mouse changed by over 45 degrees. The
authors found that fraudulent reporting resulted in increased normalized distance,
decrease of speed, increase in response time, and a greater number of left clicks.
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2.2 Theoretical Basis
There are a number of theories that inform this research on typing and mouse
movement behavior - some that are generically focused on motor control and some
that have been crafted specifically for HCI behavior. Fitts’s Law (Fitts 1992) is
one of the most fundamental theoretical bases for this work. In his work, Fitts
describes the limited bandwidth that is available in the communication channel
between the brain and the extremities, which requires a trade-off between speed and
accuracy. Theories such as the Accot-Zhai Steering Law (Accot and Zhai 2003) and
the Stochastic Optimized Submovement (SOS) model (Meyer et al. 1988; Meyer et al.
1990) have extended the findings of Fitts. While each of these theories applies to
fine motor control generally, we also build on two theories that have been developed
specifically to describe HCI behavior: the Keystroke-Level Model (KLM), which
applies to any activity that is a similar “level” of difficulty to typing, such as mouse
or touchscreen behavior (Card, Moran, and Newell 1980), and the inner-outer Loop
of Typing Theory (Crump and Logan 2010). Here we review each of these theories
which informs the current research.

2.2.1 Information Theory
At the root of understanding how individuals interact with computer systems is
information theory. Information theory describes how signals are transmitted between
entities and how the capacity of an information channel may be diminished by noise
from external sources. In his Theorem 17, Shannon (1948) describes communication
systems as having bandwidth (W), signal (S) and noise (N), and that channel capacity
)
(C) can be defined as C = W Log2 (S+N
. The noise introduced into the system creates
N

what Shannon refers to as “the fundamental problem of communication [which is]
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reproducing either exactly or approximately a message selected at another point”
(Shannon 1948, p. 379).
One may consider communication systems as consisting of five elements: information source, transmitter, channel, receiver, and destination (Figure 2.4). As
information is transferred between the transmitter and receiver, there is some probability of the information being disrupted from a source of noise. As noise is introduced
into the channel, it consumes some of the available bandwidth for the message, thus
reducing the overall information capacity of the channel to below the theoretical
maximum.

Figure 2.4: A General Communication System
While Shannon’s work was originally designed to explain physical communication
systems, information theory has been used to successfully describe many human
perceptual, cognitive and motor processes. One might consider the human body a
communication network in which the brain is the sender and the hands or fingers
are the receivers. For example, the Hick-Hyman law (also known as Hick’s Law,
Hick 1952) describes the effect on motor response time of having to choose from
multiple options. As more choices are present in a scenario there is more information
to process, and some amount of the available bandwidth for the channel will be
consumed, thus leading to slower response times. This may be the result of a search
process to find the correct option or it may be the result of uncertainty in selecting
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an appropriate response. As the number or difficulty of choices increases, the time
to extract and process the information will increase, thus increasing the response
time. This logarithmic relationship between number of choices and response time is
known as the rate of information gain, defined as T = b ∗ Log2 (n + 1).
2.2.2 Fitts’s Law
Fitts’s law builds on the work of Shannon (1948), by developing a formula to describe
the performance (or difficulty) of executing rapid and aimed motor movements. Fitts
suggests that motor movements consist of three continuous variables: force, direction
and amplitude, each of which consume some bandwidth in the communication
channel. The information capacity of the channel is limited by the amount of
statistical variability (i.e., noise) that is present in the communication. Over the
course of many experiments, Fitts et al. found that the average maximum rate of
information transmission for movements of the hands and fingers is 10-12 bits per
second (Fitts 1992; Fitts and Peterson 1964). Due to this finite capacity, there is an
inherent trade-off between the distance of movement (amplitude), the speed of the
movement (duration), and the accuracy of the movement (variability of fine motor
control).
For tasks of similar difficulty, information capacity and variability of fine motor
control have been found to be similar across repeated trials. The index of difficulty
(ID) of a motor movement task can be quantified with the following equation:
ID = Log2 2A
, where A is the amplitude of the movement and W is the size of
W
the target – or more generally speaking, the error tolerance. Using this definition
of ID, we can then estimate the time the task should take to complete as M T =
a + b(ID) = a + b ∗ Log2 2A
, where MT is the movement time taken to complete the
W
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task and a and b are model parameters. Since it is possible to calculate the idealized
values of MT (or, given MT, calculate A or W), it is trivial to determine the amount
of bandwidth consumed by “noise” (neuromotor or other) in the system. Noise in
the system will add to the variability of fine motor control, which will be reflected in
the amplitude and duration of the movement.
Fitts’s law has been tested in the context of several fine motor control skills
that are relevant to keyboard and mouse behavior such as wrist rotation, finger
movements, pinching and other physical actions (Fitts 1992; Fitts and Peterson 1964;
Meyer et al. 1988; Meyer et al. 1990). In these studies, subjects executed rapid
and uniform responses at a fast but accurate pace. With all outside factors held
steady, it is reasonable to suggest that the limiting factor of their performance was
the information capacity of the motor control system.
One shortcoming of Fitts’s law is that the original formulation was concerned
with only one dimension of movement. Subjects performed tasks with explicit goals
of horizontal movements, but the targets were effectively infinite in the vertical
dimension (Revett et al. 2008). The application of Fitts’s law, which by definition
is constrained to a one dimensional space, in a two dimensional space is generally
faulty. While some research has been able to accommodate for its shortcomings,
inappropriate applications for Fitts’s law have also led to unreasonable results such
as index of difficulty (ID) values of below zero (Card, English, and Burr 1978; Gillan
et al. 1990; MacKenzie and Buxton 1992). Recent work has extended Fitts’s law
for applications in a two dimensional space (Accot and Zhai 2003; MacKenzie and
Buxton 1992), however, this work is primarily focused on user interface design rather
than the influence of extraneous factors such as fine motor control variability, and
thus will not be discussed in depth in this manuscript. For the purpose of the studies
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described in the current work, we are concerned with comparing the variability due
to noise in the interactions while holding the difficulty of the interactions constant,
rather than measuring an unknown level of difficulty. Therefore the limitations
described here do not prove problematic for the current work.

2.2.3 Stochastic Optimized Submovement Model
Mouse movement may be described as having two parts - an initial high-velocity
phase in which fast, but generally imprecise, movements are made toward a target,
and a deceleration phase in which speed decreases and accuracy increases (Graham
and MacKenzie 1996) - an action that might be described as “corrective” in nature.
This decrease in speed is necessary to increase precision as the target is approached
since, as Fitts (1954) and Shannon (1948) suggest, there is a limited information
capacity for motor control, thus requiring a trade off in speed and precision.
It is suggested that the duration of such corrective movements is a monotonically increasing function of amplitude – i.e., movement toward a precise target is
characterized by a large movement toward the target, followed by an assessment
of what to do next, then zero (if the primary movement was on target) or more
secondary movements toward the target until it is reached. Initially the application
of force is directed at the center of the intended target and is referred to as the
primary submovement. The primary submovement is followed by zero or more
corrective submovements (Figure 2.5). This is described as the Stochastic Optimized
Submovement (SOS) model (Meyer et al. 1988; Meyer et al. 1990). The SOS model
explains that fine motor skill movements are composed of multiple applications of
force and direction.
The secondary submovements described by the SOS model are automatic and
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Figure 2.5: Mouse Movements as Described by the SOS Model
subconscious movements that provide adjustments to force and direction designed
to help reach the target. While the SOS model suggests the mind automatically
tries to minimize average total movement time by optimizing both the number of
submovements and velocity, as neuromotor noise is introduced there is less available
capacity for the intended corrective movements, thus leading to slower and/or less
precise movement (Van Beers, Haggard, and Wolpert 2004) and a greater number
of secondary submovements (Meyer et al. 1988; Meyer et al. 1990). Ultimately
the resulting path is likely to be slower, longer, and consist of a greater number of
direction changes, but the hand will eventually reach the target as more frequent
and extensive corrections to the trajectory are made based on continuous perceptual
and visual input (Crossman and Goodeve 1983).
Stated more formally, variations in submovements increase proportionally with
velocity, such that the standard deviation of submovement endpoints S can be
described as S = V K, where V represents the velocity, and K a positive constant.
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Thus, when velocity decreases, the endpoint will be closer to the target, and less
extensive corrective submovements are needed. In the second process, the mind may
compensate for increased neuromotor noise by increasing the number and magnitude
of corrective submovements (Meyer et al. 1988; Meyer et al. 1990).

2.2.4 Keystroke-Level Model
The Keystroke-Level Model (KLM) is a method for predicting the amount of time
it will take to complete a computer task that is approximately the same “level” of
difficulty as executing keystrokes. This includes mouse movement, mouse button
presses, touchscreen interaction, and non-typing button presses (Card, Moran, and
Newell 1980). The KLM suggests that, given the task, command language, motor
skills of the user, response time of the system and method for completing the task,
the total time to complete a task may be predicted by adding the time to acquire
the task (i.e., figuring out what is required) and the time to execute the needed steps
to complete the task: Ttask = Tacquire + Texecute . Acquisition time may vary greatly
depending on the complexity of the task. For example, recognizing and responding to
simple on screen stimuli may take a fraction of a second, whereas solving a problem
and formulating a response may take several seconds.
Once the task has been acquired, a method for executing the task is constructed.
A method is a sequence of system commands for completing the task execution.
Method selection is one way in which experts and novices differ, as expert users
typically have access to more methods for executing a task and can more quickly
choose an appropriate method, thereby making expert behaviors routine, as opposed
to novices who have fewer available methods and may take longer to choose an
appropriate method for completing a task (Card, Moran, and Newell 1980). The
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execution of a method is made up of five physical-motor components: K (keystrokes),
B (button pressing of the mouse), P (pointing with the mouse), H (homing - finding
the appropriate keyboard/mouse position) and D (drawing), plus a mental operator
from the user (M) and system response time (R). Altogether, this creates a model of
execution time as: Texecute = TK + TB + TP + TH + TD + TM + TR (Card, Moran,
and Newell 1980; Maehr 2008; Umphress and Williams 1985)
The KLM provides a framework for task decomposition into units that may be
analyzed according to Fitt’s Law, the Stochastic Optimized Submovement model, and
the inner-outer loop of typing model. When looking at HCI tasks in this framework,
it seems apparent that disruptions to the mental model of the task or to any factors
that change keystroke or mouse task executions will result in a longer task execution
time.

2.2.5 Inner-Outer Loop of Typing
Research suggests that routine tasks are hierarchically structured such that higherlevel goals initiate automatic lower-level tasks to coordinate behavior (Miller,
Galanter, and Pribram 1986; Shaffer 1976). In line with this proposition, research on
typing behavior suggests that two separate hierarchical cognitive processes control
different typing mechanics. This is described as an “inner-outer” loop of typing
behavior (Crump and Logan 2010). The inner-outer loop theory posits that skilled
typing is governed by two processes – a conscious outer loop that determines what
words should be typed by transforming text or thoughts into a series of words and a
subconscious inner loop that constructs the motor movements needed to type the
individual letters. The inner loop triggers parallel activation of the keystrokes for
each letter in the word (John 1996; Wu and Liu 2008), without any interaction
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from the outer loop. Because of this disconnect between the inner and outer loops,
individuals typically have to think only of the word or sentence rather than thinking
of the individual characters or the layout of the keyboard and have little explicit
knowledge of what their fingers are doing (Logan and Crump 2009).
When this process is interrupted by cognitively taxing or emotionally charged
events, the inner-outer loop is disrupted, thus causing disfluencies in typing. Rather
than relying on the outer-inner loop process to translate words into fluent and efficient
keystrokes, the noise introduced into the channel makes it necessary for the typists
to become conscious of their actions at the character level. Such behavior has been
shown to significantly alter typing patterns, typically by making them more sporadic
and deliberate in nature.
Other factors may also lead to differences in typing patterns, such as the type of
task (i.e., copy-typing vs. composition) or the structure of the text elements. For
example, words are generally typed much faster than random strings of characters
(Crump and Logan 2010; Larochelle 1983; Shaffer and Hardwick 1968). The typing of
words may also be influenced by structures such as syllable boundaries, suggesting that
the words themselves play an important roles in the cognitive processes used during
typing (Weingarten, Nottbusch, and Will 2002; Will, Nottbusch, and Weingarten
2006). This is further supported by findings that when typists are asked to recall
the structure of a keyboard, type the letters for the left or right hand only (even if
the word consisted only of letters normally typed by the requested hand), or to pay
attention to the keys that are being typed, typing performance decreased drastically
(Crump and Logan 2010).
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2.2.6 Cognitive Aspects of Fine Motor Control
While the previous section described interactions of the many physical aspects
of typing and mouse movement behavior, in this section we explore some of the
underlying neurological and psychological aspects that influence HCI behavior under
various states of cognitive load and affect. This work is strongly suggestive that
changes in cognitive state are tied to changes in fine motor control, and thereby
changes in HCI behavior, due to inherent linkages in the brain and psychological
mechanisms.
Prior work suggests that all motor movements contain some element of neuromotor
noise, and that regardless of the context of the activity, motor control is influenced by
neuromotor noise (Meyer et al. 1988; Meyer et al. 1990). As suggested in the previous
section, more noise means there will be more variability in the movement, and if we
know the value of task attributes such as difficulty, amplitude, and duration, along
with the information channel capacity, we can deduce the amount of information
capacity (i.e., bandwidth) consumed by the noise introduced into the system using
simple algebra (Card, Moran, and Newell 1980).
A great deal of literature in cognitive and neurological science has investigated
the relationship between changes in cognitive states and motor movements. Although
some research has suggested that positive and negative valence create similar outcomes
in terms of motor track excitability (Hajcak et al. 2007) or force production (Coombes
et al. 2008), other research suggests that experiences with negative valence cause
greater neuromotor effects and noise than experiences with positive valence (Van Loon
et al. 2010). These changes manifest as a number of physiological effects including
motor evoked potentials (MEP) (Coombes et al. 2008), corticomotor excitability
(Coelho et al. 2010; Oathes, Bruce, and Nitschke 2008), neuromotor noise (Van Beers,
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Haggard, and Wolpert 2004), ventral spinal cord activity (Smith and Kornelsen
2011; Van Loon et al. 2010), force production (Coombes et al. 2008; Coombes et al.
2011), and an overall decrease in fine motor control (Sharma 2011; Tanaka et al.
2012; Yoshie et al. 2009). These findings have been examined in the context of
musicians (Yoshie et al. 2009), athletes (Sharma 2011) and other disciplines with
results suggesting that increases in stress and/or anxiety lead to increased autonomic
arousal and decreased fine motor control. Negative valence has also been shown to
influence reaction times and inhibit the ability to make corrective actions, resulting
in greater deviations in trajectory when moving toward a target (Sagaspe, Schwartz,
and Vuilleumier 2011).
Just as neurological interactions in the brain have the potential to interfere with
the motor cortex, research also suggests that psychological processes and motor
activation are intrinsically tied together. For example, in the phenomenon colloquially
referred to as the “fight or flight” response, when one is faced with danger, the
mind enters states of action readiness to prepare the body to either defend itself
or escape from the situation. Similarly, we can describe psychological process as
being made up of two motivational systems - the appetitive system, which drives
individuals to pursue survival by seeking sustenance, procreation, and nurturance,
and the defensive system which drives individuals to avoid threats (Konorski 1967;
Lang, Bradley, and Cuthbert 1997).
While early work suggested that such changes in motor control were the end
result of neurological changes, recent literature suggests that physiological changes
happen simultaneously to the neurological changes (Freeman, Dale, and Farmer
2011). In other words, measuring physiological changes has the potential to reveal
changes in cognitive state in near real time.
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2.3 New Approaches to Analysis
In this work, we not only leverage existing methods for capturing and analyzing
data from the keyboard and mouse, but also devise our own. The general approach
for capturing both KD and MD is discussed here, with in depth discussion of the
features extracted in the following subsections.
For both KD and MD capture, JavaScript code leveraging the open source jQuery
library (http://www.jquery.com) was embedded into web pages specifically built for
the experiments. Using this technique rather than writing client software to capture
mouse and keyboard data has the benefit of being easily deployed to a wide range of
users without being required to install any new software or using specially modified
hardware. The drawback to this approach, however, is that it is only available for
web applications, and the precision of the timer in the web browser is slightly less
than the timer in client based software would be. Despite these limitations, we
believe the current configuration gives the best mix of flexibility and functionality.
In the case of KD capture, HTML text boxes and text areas were monitored
for keydown() and keyup() events. When these events were detected, a JavaScript
function was called that recorded the ASCII value and precise time of the event
using the 13 digit POSIX (or Epoch) time. The POSIX time is a method of time
keeping commonly used in computer systems in which the number of ms that have
elapsed since midnight on January 1, 1970 is reported. For example, the POSIX
time at 8:46:10.243 (243 ms into the 10th second) on Wednesday, February 18, 2015
is 1424249170243. These data were stored in a Microsoft SQL (MSSQL) database
server. The raw keystrokes were then transformed into digraphs using a purpose built
C# application which calculated the dwell and transition times for each digraph
(Figure 2.6).
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Figure 2.6: Raw Keystroke Data and KD Transformation
For mouse movements, JavaScript code was used to monitor the entire area of
a web page for mousemove(), mousedown(), and mouseup() events. When these
events were detected, a JavaScript function was called that recorded the x and y
coordinates of the mouse cursor, and if the mouse button was depressed or not along
with the POSIX time stamp previously described. The raw movement data were
stored in a MSSQL database and were subsequently transformed into MD features
(start and stop coordinates, total distance moved, Euclidean distance, Manhattan
distance, speed, number of direction changes, and number of clicks) for a variety of
time periods ranging from 100 to 2,000 ms using a purpose built C# application
(Figure 2.7).

Figure 2.7: Raw Mouse Data and MD Transformation
Data analysis was then conducted using R (R Core Development Team 2008)
and WEKA (Hall et al. 2009) as the remainder of this manuscript will describe.
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2.3.1 KD Analysis
One might wonder what value this type of analysis provides beyond what might
be inferred by a simple analysis of typing speed. Indeed, some previous work has
specifically analyzed typing speed (Nahin et al. 2014); however, we suggest this is a
suboptimal approach for a number of reasons. First we must recognize that different
key combinations will necessarily take more or less time to type (Card, Moran, and
Newell 1980). Therefore, direct comparison of dwell or transition times does not
accurately reflect differences in typing behavior. For example, consider the two seven
character words “TESTING” and “PRETZEL”. If only considering the length of
the word, one would expect these two words to take the same amount of time to
type, however, as we will see, this is not the case.
When considering the motor movements of typing, we must understand that the
exact movements needed to produce certain keystrokes are changed by the keystrokes
that proceed them. Typing is a complex set of interactions that the motor system
must adapt to in real time, making adjustments along the way to ensure the fingers
reach the intended keys in the intended order (Norman and Rumelhart 1982). Add to
this that some keystroke combinations are incompatible – for instance, in typing the
digraph RT, the left index finger, which is responsible for typing both keys, cannot
move toward the T key before the R is typed. This is known as response-response
incompatibility. By contrast, when typing the digraph ER, two different fingers are
used, so it is physically possible for the index finger to move toward the r key while
the middle finger is still reaching for the E key (Larochelle 1983).
Starting from the home row position, one can see that typing the word “TESTING”
uses only the three strongest fingers (index, middle, and ring) and has a “rolling”
flow that is relatively easy to produce. The word “PRETZEL”, however, utilizes the
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weaker pinky finger on the left hand and contains transitions that are less fluid, such
as the “R-E-T-Z-E” sequence, which requires the left index finger to depress both
the “R” and “T” keys, and requires multiple transitions between the top and bottom
row of the keyboard. In addition to finger dexterity, the total distance each finger
must move to complete the word, assuming the typical distance of .75 inches from
the center of each key to its neighbor, is 3.75 inches for “TESTING” and 4.5 inches
for “PRETZEL” (Figure 2.8). There is simply more distance that must be traversed
by the fingers. In short, the specific digraphs required to type certain words may
influence dwell and transition time regardless of other factors such as arousal or
valence.

Figure 2.8: Finger Movements Required for “Testing” and “Pretzel”
We must also take into account that the two fundamental features of KD - dwell
and transition time - are independent. For example, examine the two graphical
representations of KD signatures in Figure 2.9. Despite both typists being very
similar in typing speed (70-80 WPM in this sample), there is a distinct difference
in how they obtain this speed. Subject 1 (blue) exhibits longer dwell times, but
has faster transition times, whereas subject 2 (yellow) has faster dwell times but
transitions between keys more slowly. Taking typing speed along, these two subjects
would be almost identical, however, this is clearly not the case. Therefore, using
typing speed as a gross measure is inappropriate. In general, and as will be explored
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in subsequent chapters, we found dwell time to be more consistent (and thus better
for I&A applications) and transition time to be much more variable due to changes
in cognitive states. As will be demonstrated in subsequent chapters, studies that
examine only digraph time (a combined measure of dwell and transition), introduce
additional noise into the data.

Figure 2.9: Dwell and Transition for Two People with Similar Typing Speed
To address these issues, we present two solutions. The first is a standardized
calculation of dwell and transition time (henceforth referred to as DZ and TZ
respectively) based on prior observations of the current digraph. The second is a
corpus of keystrokes that may be used to represent “normal” typing behavior in
the absence of being able to obtain a baseline observation of the individual(s) being
examined. In the following paragraphs, we discuss the use and implications of each.
Calculation of average dwell and transition times allowed for the Euclidean
distance between signature and sample vectors to be compared in a n-dimensional
space. While previous research has found Euclidean distance to be useful for
identification (Ahmed and Traore 2008; Bergadano, Gunetti, and Picardi 2003;
Kekre et al. 2011), we suggest it is important to consider both the directionality of
the change (i.e. faster or slower typing) as well as the distance from the baseline,
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controlling for the normally observed variation features not available in standard
calculations of Euclidean distance. As such, standardized z-scores using digraphs
that have previously been recorded are used in our analysis. Additionally, while both
influence overall typing speed, we have observed that dwell and transition time vary
independently from one another. Therefore, for a meaningful assessment we must
consider the dwell and transition times individually, rather than the commonly used
combined “digraph” time, for each digraph.
Given multiple observations of each digraph, we can calculate the upper and
lower boundaries we expect for the digraph based on the standard deviation for the
dwell and transition time. For each digraph that is found in both the sample and
the baseline, a standardized z-score is calculated to determine how far the sample
observation is from the baseline considering how tight the deviations in the baseline
observations are (Figure 2.10), then the total z-scores are averaged to create a score
for the sample. As illustrated in Figure 11, despite having a longer sum of transition
times (i.e., “PRETZEL” took longer to type at 288 ms vs. 149 ms), the standardized
distance from the baseline for the two words is comparable (0.602 vs. 0.654), thus
suggesting neither word is significantly different than we would expect.
Over the course of this research, over a dozen experiments have been conducted
with over 1,500 participants and over 2,500,000 keystrokes have been collected. This
has facilitated the creation of a keystroke database from a diverse set of subject
pools including students, Amazon Mechanical Turk workers, and IT professionals.
To the knowledge of the author, such a dataset has not been replicated by other
researchers in the field. While in some cases it is desirable to compare a user to
their own baseline in order to calculate standardized scores, in many cases this is not
feasible due to a) insufficient number of samples and/or b) unknown cognitive state
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Figure 2.10: Transition Time Signatures (ms) for “Testing” and “Pretzel”
at the time generation of the baseline is desired. To address these issues, we have
developed a “global baseline” using this large corpus of keystroke data. This dataset
provides a stable baseline for comparison, as many of the digraphs have hundreds
(or thousands) of observations.
One side effect of creating this corpus of keystrokes is that it has helped us to
develop a better understanding of what typing looks like for the average person.
Overall we found average transition times of 88.3 ms (SD=97.7 ms) and dwell times
of 92.8 ms (SD=33.2 ms). Beyond this, we observed a number of interesting features.
For example, double letters (‘LL’, ‘CC’, ‘OO’, ‘TT’, ‘BB’, etc.) have very consistent
dwell and transition times (i.e., standard deviations for dwell in the 19 to 22 ms
range, and transition in the 34 to 48 ms range). These same digraphs, however, have
longer (and necessarily positive) transition times as the same finger must be used to
sequentially press the key twice, as opposed to the aforementioned parallel execution
of digraphs such as ‘ER’. Another interesting phenomenon observed in this dataset
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is that keys that are vertically aligned - i.e., ‘KI’, ‘OL’, ‘ED’, ‘JU’, etc. have smaller
standard deviations than non-aligned keys. While outside the scope of the current
work, in depth analysis of this corpus is planned for the future and is discussed in
more detail in Chapter 6.
In experiment 1 of Chapter 3 (Manipulation of Affect Using Images), analysis is
provided with and without the global baseline to illustrate the difference in the two
approaches.

2.3.2 MD Analysis
While movements of the mouse may, at first blush, seem less complex than typing,
there is considerable complexity involved in the capture and generation of MD
features. As previously described, in the current work we capture X coordinates,
Y coordinates, button states, and the POSIX timestamps for each mousemove(),
buttondown() and buttonup() event. Using these data, we calculate features including
speed, distance (raw, Euclidean and Manhattan), number of direction changes, and
number of clicks.
In addition to the features of the mouse movement itself, there are a number of
environmental features that must be controlled for, such as the size of the screen,
the position of the targets on the screen, and the minimum distance required to
make the intended movements. Depending on the task, it may be sufficient to look
at raw distance, or it may be necessary to take in to account only the distance
above and beyond the minimum distance required to complete the action. In the
presently described experiments, this is controlled for by controlling the experimental
environment (i.e., all computers were in a laboratory environment with the same
screen resolution, mouse speed settings, etc.).
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A second consideration is how to divide up the mouse movements. Much like how
keystrokes are more meaningful when examined in pairs, individual data points from
a mouse are virtually meaningless. In order to calculate features such as speed and
direction changes it is necessary to look at multiple data points grouped together.
However, this begs the question of how to generate the groups. If the groups are too
large, subtle changes in behavior will be missed. If too small, the data may become
overly noisy. Exploratory analysis conducted during this stream of research used
chunks of data ranging from 100 to 2,000 ms, ultimately findings 500 ms to provide
granularity of details similar to shorter time periods, while maintaining a reasonable
number of samples to deal with.

2.4 Summary
Prior research suggests that changes in cognitive state will be reflected in a wide
variety of neurological and physiological changes. Some of these changes are readily
apparent to those we are communicating with, such as rate of speaking, volume,
or pitch of the voice, while other features such as pupil dilation or heart rate are
only meaningfully assessed by technology assisted means. Just as analyzing these
features gives context to communication, by applying MD and KD analysis to HCI
interactions, we give context to text based computer mediated communication.

KD and MD provide a voice for text based communication.
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CHAPTER 3

Affect and HCI Behavior

Your emotions are the slaves to your thoughts, and you are the slave to
your emotions. - Gilbert (2009)

Understanding feeling states is important for information systems as negative
or positive emotions have been shown to affect behaviors such as IT adoption
(Beaudry and Pinsonneault 2010; Zhang, Li, and Sun 2006), purchasing (Bai, Law,
and Wen 2008), information disclosure (Anderson 2011) and other IS outcomes.
Additionally, changes in affect are suggested to be present when individuals are
behaving deceptively (Buller and Burgoon 1996; Zuckerman, DePaulo, and Rosenthal
1981), thus making pursuit of this understanding important for detecting malfeasance
in online behavior. In this chapter, we present an overview of affect, describe two
experiments used to assess the impact of changes in affect on HCI behavior, and
discuss the results and implications of these experiments.

3.1 Understanding Feeling States
One challenge of social science research is that it is sometimes necessary to use terms
that are ill-defined in both popular culture and research (Scherer 2005). For example,
laymen and scientists alike frequently use terms such as emotions, feelings, mood,
disposition, attitude and affect interchangeably, and with various, and sometimes
conflicting, definitions. Debates about the exact definitions of these terms have gone
on for decades, with still little resolution (Niedenthal et al. 2005; Scherer 2005).
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Therefore, to begin this chapter we attempt to clearly define the exact phenomenon
we are examining.
While there are many “fuzzy” definitions of emotions, for the purpose of this work,
we adopt a somewhat clinical “component process” definition in which emotions are
viewed as “...an episode of interrelated, synchronized changes in the status of all
or most of the five organismic systems in response to the evaluation of an external
or internal stimulus as relevant to major concerns of the organism” (697 Scherer
2005). The five systems mentioned by Scherer – information processing, support,
executive, action, and monitoring – are intertwined with the central nervous system,
neuro-endocrine system, autonomic nervous system, and somatic nervous system
and influence outcomes such as bodily symptoms, arousal, and action tendencies.
Depending on the stimulus that is present, and with what intensity, different reactions
may be observed in one or more of these systems, leading to outcomes such as cold
shivers, weak limbs, changes in heart rate, muscles relaxing or stiffening, respiration
changes, various facial expressions, increase or decrease in speaking volume, approach
or avoidance tendencies, and many more (Scherer 2005).
There have been many efforts to classify emotions and link them to responses
such as those described by Scherer. These efforts suggest that there are anywhere
from six to fourteen basic emotional states (Scherer 2005). For example, Ekman
suggests there are six basic emotions - happiness, sadness, surprise, fear, disgust
and anger (Ekman 1992). Scherer refers to a similar set of seven emotions (anger,
fear, joy, disgust, sadness, shame and guilt) as “utility emotions” because of their
fundamental importance for well-being and survival. (Plutchik 2001) suggested there
are eight primary emotions that can be thought of as bipolar pairs – joy/sadness,
anger/fear, trust/disgust, and surprise/anticipation – each of which may be felt with
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different levels of intensity (Figure 3.11 ).

Figure 3.1: Plutchik’s Wheel of Emotions
While some prior work in KD has attempted to assess emotional states using
these terms – in one case with up to 15 emotions (Epp 2010; Epp, Lippold, and
Mandryk 2011) – we believe such precision is impractical at this relatively early
stage of research. Further, this unnecessarily complicates the analysis by classifying
users into a half dozen or more states when it is, in many cases, sufficient to classify
at three levels: high negative arousal, high positive arousal, and low arousal (which
is neither positive nor negative in valence). Granularity beyond this level provides
little incremental value as the practical response to many of the states would be the
same in an applied setting - if a customer, employee, or friend is exhibiting high
1

Public domain image courtesy of user:Machine Elf 1735, Wikimedia Commons
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negative arousal, whether it be from anger, disgust, or frustration, the answer is the
same - some type of intervention. If a more precise estimate of the emotion being
experienced is required, it may be possible to infer the emotion that corresponds
to their current level of arousal and valence by observing the context in which the
interaction is taking place (i.e., online shopping vs. a job application). As with other
physiological measures, we do not suggest that HCI behavior is a definitive measure,
but rather a cue that can be used alongside other cues.
Thus, to alleviate some level of complexity regarding the precise classification
of emotions we instead focus on a more precisely defined construct: affect. Affect
is simply defined as the interaction of arousal and valence. Arousal is defined as
the level of activation an individual feels along a continuum ranging from calm to
excited. Valence is defined as a hedonic state ranging from pleasant to unpleasant
(Bradley and Lang 2007; Konorski 1967; Lang 1995; Osgood 1957). Just as with
emotions, as individuals experience changes in affect they will experience changes
in sates such as action readiness driven by one of two motivational systems - the
appetitive system, which drives individuals to pursue survival by seeking sustenance,
procreation, and nurturance, and the defensive system which drives individuals to
avoid threats (Konorski 1967; Lang, Bradley, and Cuthbert 1997).
It is commonly found that items with high positive or negative valence also
have high arousal and vice versa. Similarly, items with low arousal typically have
neutral valence. Said simply, most things that excite us do so because they either
make us happy or upset, and items that neither make us happy nor upset do not
make us very excited. This interaction of arousal and valence results in a V-shaped
relationship with appetitive motivations at the top right and defensive motivations
at the bottom right (Figure 3.2). While some objects with low arousal and positive
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or negative valence do exist for example, a graveyard might have low arousal and
negative valence, or a calm sunny day might have low arousal and positive valence
the majority of common stimuli fall along this continuum.

Figure 3.2: Relationship of Arousal and Valence
We must also consider how scientists can assess these emotional states. There are
a number of ways in which these states can be measured including nominal reporting
of emotional states, an ordinal scale of a list of emotions, or surveys that map emotion
factors to some number of items - for example, the Positive and Negative Affect
Schedule (PANAS), the State-Trait Emotion Measure (STEM), or the State-Trait
Anger Expression Inventory (STAXI) to name a few. Dimensional approaches to
measuring affect have also been proposed, where participants rate their emotional
state along two or more dimensions, most often arousal and valence (Russell 1983).
In this work, we use the dimensional approach due to its simplicity for subjects
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to understand and quickly complete. Additionally, the format lends itself to being
able to elicit large and clearly defined mouse movements, as will be discussed in the
following sections.
One popular tool for assessing affect using the dimensional model is the Self
Assessment Mannequin (SAM; Lang, Bradley, and Cuthbert 1999). SAM is a
graphical scale for measuring the three dimensions of emotion proposed by Osgood
(1957): valence, arousal, and dominance (Figure 3.3). While other tools for measuring
emotion may require the use of words that have imprecise meaning and may be
confusing for participants, especially those whose native tongue is not English, the
SAM tool provides an easy to understand, language agnostic way for describing
emotional state (Lang, Bradley, and Cuthbert 1999). Despite being a simple tool,
SAM has demonstrated results and reliability very similar to longer and more complex
instruments (Bradley and Lang 1994).

Figure 3.3: The SAM Measurement Scale
As described in Chapter 2, changes in affect result in a number of cognitive and
physiological changes. Specifically, high negative affect (that is, high arousal with
negative valence) has been shown to lead to greater neuromotor noise (Van Loon
et al. 2010) and increased response time (Sagaspe, Schwartz, and Vuilleumier 2011).
Therefore, we suggest that arousal and valence levels elicited by the images will affect
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typing and mouse movement behavior in the following ways:
Hypothesis 3.1: Exposure to stimuli that elicit high arousal will result in
a) slower digraph time, b) fewer rollovers, and c) a greater number of
corrections than stimuli with low arousal.
Hypothesis 3.2: Exposure to stimuli that elicit negative valence
will result in a) slower digraph time, b) fewer rollovers, and c) a greater
number of corrections than stimuli with positive valence.
Hypothesis 3.3: Exposure to stimuli that elicit high arousal will
result in a) more direction changes, b) greater distance traveled, c)
slower speed, d) more clicks and e) longer duration than stimuli with low
arousal.
Hypothesis 3.4: Exposure to stimuli that elicit negative valence
will result in a) more direction changes, b) greater distance traveled, c)
slower speed, d) more clicks and e) longer duration than stimuli with
positive valence.
In the following sections, we describe two experiments that will empirically test
the hypotheses, analyze the resulting data, and discuss the results and implications
of the findings.

3.2 Experiment One: Manipulation of Affect Using Images
To begin our exploration into affect and HCI, we endeavor to manipulate affect
using emotionally charged images. It is widely accepted that images can be used to
evoke emotions. People surround themselves with images designed to make them feel
certain states such as calmness, excitement, motivation, etc. (Lang, Bradley, and
Cuthbert 1997). To this end, images from the International Affective Picture System
(IAPS) were used to elicit specific states of arousal and valence in a controlled
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environment. IAPS is a collection of over 1,000 images that are “emotionallyevocative, internationally-accessible, color photographs that include content across a
wide range of semantic categories” (Lang, Bradley, and Cuthbert 1999, p. 2). Each
image has been rated by one hundred or more male and female subjects and provides
a reliable and standard tool for eliciting and measuring emotional states.
In this experiment, participants viewed sixteen images that were either high
arousal/positive valence (HA/PV), high arousal/negative valence (HA/NV), or low
arousal/neutral valence (LA/LV). After viewing each image, participants typed a
description of the image, then used the mouse to provide a rating of how the image
made them feel using the SAM measurement tool. In this way, we were able to elicit
both typing and mouse movement behavior.

3.2.1 Method
Ninety four students (sixty male) from a junior level MIS class at the University of
Arizona participated in the study in exchange for class credit. The subject pool was
ethnically diverse with 65% Caucasian, 15% Chinese, 11% Hispanic, and 9% other.
The average age was 21 years (SD: 1.79, min: 19, max: 32), and 81% spoke English
as their first language. The experiment was conducted in a university computer lab
equipped with privacy screens and noise isolating headphones to minimize distractions
and prevent participants from seeing images being presented on other computer
screens. Images were presented in a full screen Internet Explorer web browser on 22”
LCD monitors with a screen resolution of 1920x1080.
After arriving at the computer lab, participants were briefed on the experiment,
signed an informed consent form, and were assigned an ID number to sign in to the
system. Participants completed a brief survey containing demographics, personality
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(John and Srivastava 1999) and computer self-efficacy measures (Barbeite and Weiss
2004; Compeau and Higgins 1995). Participants were asked to provide three baseline
typing samples by answering the following questions with 3-4 lines of text:
• Describe the room you are currently in.
• Describe what you have done so far today.
• What do you plan to do once you finish this experiment?
Participants then watched a three minute instructional video outlining the process
to be used for describing and rating the images, as specified in the IAPS technical
manual (Lang, Bradley, and Cuthbert 1999). Immediately following the video the
main part of the experiment began.
Each participant viewed, described, and rated sixteen images. Of the sixteen
images, eight were LA/LV images of common items (IAPS image reference number
noted in parentheses): rolling pin (7000), towel (7002), spoon (7004), mug (7009),
basket (7010), rubber bands (7012), stool (7025), and baskets (7041). Four of the
images were HA/PV images of skydivers (5621), skier (8030), white water rafting
(8370), and bungee jumping (8179) and four of the images were HA/NV images of
attack (6350), attack (6563), hurt dog (9183), and vomit (9325). These images were
chosen because they had previously been found to elicit similar levels of valence
and arousal for both men and women and because they were clear, easy to describe
scenarios. It is expected that any images with similar level of valence and arousal
would elicit similar responses (Lang, Bradley, and Cuthbert 1999). To reduce order
effects, images were presented in four different arrangements of negative, positive,
and neutral affect. For each image, participants completed the following process:
• Blank screen (10 seconds)
• View image (10 seconds)
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• Type description of image (60 seconds)
• Rate the image (20 seconds)
The blank screen prior to viewing the image was intended to act as a buffer
between images to reduce the influence of one image on another, and the 10 second
view only period was intended to allow the participants to compose their thoughts
prior to typing their description, thereby reducing response latency due to cognitive
load.
After the view-only period expired, a text box appeared under the image and
participants were asked to type 3-4 sentences describing the image (Figure 3.42 ). As
the participants typed, a small JavaScript application embedded in the web page
(described in Chapter 2) recorded the precise timing of when each key was pressed
and released. The raw keystroke data was stored in a MSSQL database for later
analysis.
When the 60 second time limit on typing a description expired, the text and
keystroke data were automatically submitted and the image and text box disappeared.
Participants were prompted to proceed to the image rating page by clicking on a
“continue” link at the top center of the screen, thereby anchoring each participants’
mouse at the same location on the screen to facilitate mouse movement analysis (i.e.
the distance from the starting point to each rating was the same for each user). In
keeping with the methodology typically used in studies using IAPS, the SAM system
was used to rate the images on three dimensions: Valence (happy-unhappy), arousal
(excited-calm) and dominance (controlled-in control) (Figure 3.5). After clicking
on the “continue” link, participants used the mouse to move the cursor from the
2

Terms of use for IAPS prohibit publishing images.
This similar image is “Skiercarving-a-turn” by Me-Meribel, France. Licensed under CC BY 2.5 via Wikimedia Commons, http://commons.wikimedia.org/wiki/File:Skier-carving-a-turn.jpg/mediaviewer/File:Skiercarving-a-turn.jpg
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Figure 3.4: Eliciting Text About Images
anchored location to the radio buttons corresponding to their desired ratings. Once
the participant began moving the mouse, the POSIX timestamp and x/y coordinates
of the cursor were collected using a small JavaScript application embedded in the
web page (described in Chapter 2). After the image was rated, the ratings and the
raw mouse movement data were stored in a MSSQL database for processing and
analysis.
It should be noted that some rating combinations require a greater amount of
mouse movement – for example, rating an image as “happy” and “calm” (elements at
opposite ends of the scale) would require more mouse movement that “happy” and
“excited” (elements at the same end of the scale). To control for this, the idealized
response trajectory (IRT) – a straight line representing the shortest path between
two points (Freeman and Ambady 2010) – to provide the rating was calculated and
stored as a baseline. Using this baseline, it can then be determined how different the
actual trajectory is from the minimum trajectory.
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Figure 3.5: Rating Images Using the SAM Scale
After describing and rating all sixteen images, participants were debriefed and
were free to leave the lab. The entire study took approximately forty minutes to
complete.

3.2.2 Analysis
Initially KD and MD features were analyzed separately. Findings from the MD
analysis were published in the proceedings of the 2013 International Conference
on Information Systems (Grimes, Jenkins, and Valacich 2013b), and KD findings
were presented internally at the University of Arizona. Since this initial round of
analysis, the techniques for KD analysis have been improved such that the creation
of individual baselines in order to create standardized scores is no longer necessary.
To demonstrate the evolution of the techniques, here we present both the initial
analysis as well as the updated analysis that leverage the new techniques.
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Manipulation Check
To determine whether the images elicited the intended affective state, participants
rated each image using the SAM instrument described earlier. To facilitate spacing
and layout requirements of the web interface, a five point scale was used rather than
the nine point scale typically used by IAPS. In order to match the IAPS ratings,
responses from the five point scale were subsequently transformed to match the nine
point scale (i.e. 1=1, 2=3, 3=5, 4=7, 5=9). The ratings and standard deviations
provided by the current participants and the ratings provided by the IAPS technical
manual (Bradley and Lang 2007) are presented in Table 3.1. While overall the
ratings were in line with the previously validated measure and overall match the
expected V-shaped relationship (Figure 3.2), there were a few instances in which the
reported levels of arousal and valence were significantly different than the anticipated
levels. Specifically, the images a ski jump (8030) and bungee jumping (8179), which
presumably were scary to some of the participants, elicited lower levels of positive
valence than expected, and the image of a hurt dog (9183) did not elicit a level of
negative valence as extreme as suggested by IAPS. Also, for all high arousal images
except white water rafting (8370), the level of arousal was slightly below what is
suggested by IAPS. Despite these slight variations from the expected values, overall
the ratings matched the expected ratings (Figure 3.6), thus we proceed with the
analysis.

Keystroke Dynamics (initial)
Each of the ninety-four participants provided answers to three baseline questions
and described sixteen images. One subject was removed from the KD analysis for
providing an insufficient number of keystrokes, leaving ninety-three subjects for
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Figure 3.6: Plot of Average Arousal and Valence Ratings

Valence

5621
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8030
8370
Positive
Positive
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7.57 (1.42) 6.48 (2.18) 7.33 (1.76) 7.77 (1.29)

6350
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1.90(1.29)
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4.98 (1.05)
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4.65 (1.92)
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2.39 (2.31) 2.22 (1.84) 2.04 (1.55) 2.04 (1.65)

1.78 (1.41)

2.13 (1.65)

2.04 (1.65)

2.22 (2.19)

Current

IAPS

Image #

Current
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Table 3.1: Ratings of Valence and Arousal
the analysis and a total of 1,767 typing samples. On average, each sample was
approximately 274 characters, resulting in a total of 484,158 recorded keystrokes.
Based on an average of six characters per word (five letters plus a space), this works
out to approximately 46 words per response - in line with the request to provide “3-4
sentences” for each description. Of these keystrokes, 25,174 (5.2%) of the digraphs
were excluded from the analysis as they were outliers with dwell or transition times
in excess of 500ms, a method of data cleaning that is typical in KD research (R.
Stockton Gaines, William Lisowski, S. James Press 1980). Individual keystrokes
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were transformed into digraphs using the previously described method and were
stored in a MSSQL database. Each digraph record included the participant ID,
stimulus ID, digraph, dwell time for each character, and transition time. Digraphs
were further processed to create “signatures” containing an aggregate calculation
of each of these features for each sample of text and each class of solicitation (i.e.
high/low arousal and positive/negative valence).
The baseline questions were intended to elicit a LA/LV response that would be
compared against each of the three groups (HA/PV, HA/NV, LA/LV), with the
expectation that the LA/LV samples would not be significantly different than the
baseline, while the HA/PV and HA/NV samples would be significantly different.
Unexpectedly, we found that all of the baseline samples were significantly different
than the samples describing the images. Subsequent analysis and literature review
suggests that this is likely because the types of questions asked required a different
type of cognitive process than did describing the images (i.e., recall of a past event
vs. describing something in the present). While this presents a problem for the
current research, it does help inform the work and is an area for future research as
described in Chapter 6.
To work around the baseline issue, four of the images from the LA/LV condition
were randomly selected to be used as the baseline against which the other samples
were compared. As described in the second analysis section, new analysis methods
make the use of this baseline sample unnecessary.
To test H3.1a and H3.2a, typing speed was operationalized as digraph time (i.e.,
combination of dwell and transition times). Keystrokes from each participant were
grouped into conditions of HA or LA (H3.1a) and PV or NV (H3.2a). Standardized
z-scores of digraph time (DiZ) were calculated by subtracting the digraph time as
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observed in the baseline from the digraph time in the sample and dividing by the
standard deviation ( X−µ
). The average of the DiZ scores were then calculated for
σ
each participant for each condition, resulting in a standardized measure of how closely
the samples from each condition match the baseline signatures. Larger positive scores
indicate typing speeds slower than the baseline (i.e. longer time per keystroke), while
larger negative scores represent speeds faster than the baseline.
H3.1a proposes that exposure to stimuli with high arousal will result in slower
DiZ when compared to stimuli with low arousal. Contrary to this hypothesis, we
find no statistically significant difference in DiZ across arousal conditions. In the HA
condition, the average DiZ score was 0.139, (SD = 0.011), and 0.144 (SD = 0.013)
in the LA condition, t(92) = 0.2993, p > .05. Thus, H3.1a was not supported. When
exposed to stimuli with positive or negative valence (H3.2a), participants exhibited
a higher DiZ score in the NV condition (M = 0.140, SD = 0.011), than in the PV
condition (M = 0.071, SD = 0.012), t(92) = 4.744, p < .001, r = .443. Thus, we find
support for H3.2a. Figure 3.7 provides a graphical comparison of the conditions
examined in H3.1a and H3.2a.

Figure 3.7: Standardized Digraph Time for Arousal and Valence
Hypotheses 3.1b and 3.2b are concerned with Rollovers (ROs). ROs occur when
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a subsequent key is pressed prior to the previous key being fully released. Due to the
mechanics of a RO, they are most commonly observed in fast and fluid typing. We
propose that when this fluid typing pattern is interrupted by high arousal or negative
valence, which interrupts the “inner-outer” loop of typing, typing will become slower
and more deliberate, thus decreasing the number of ROs.
To test H3.1b and H3.2b, the ratio of ROs observed in each condition was
calculated for each participant. This provides a standardized measure of ROs,
regardless of sample length. In the HA condition a total of 167,634 digraphs were
observed, 35,073 of which were ROs. In the LA condition, 160,292 digraphs were
observed, 32,903 of which were ROs. Since H3.1b is directional, a one-tailed paired
sample t-test was used to compare the means of the two conditions. The test revealed
no statistically significant difference in the HA condition (M = 0.195, SD = 0.013),
and the LA condition (M = 0.192, SD = 0.013), t(92) = 1.8222, p > .05. Thus
H3.1b was not supported.
When examining valence, 82,803 digraphs were observed, 16,867 of which were
ROs for NV and 84,831 digraphs were observed, 18,206 of which were ROs for PV.
The average RO rate for the NV condition was 0.190(SD = 0.013) and for the
positive valence condition was 0.200(SD = 0.013). Since H3.2b is directional, a
one-tailed paired sample t-test was conducted to compare the means of the two
conditions. The results showed there was a significant difference in number of ROs
between the conditions, t(92) = 3.9937, p < .001, r = .384, thus providing support
for H3.2b.
H3.1c and H3.2c hypothesize that a higher number of corrections will be observed
under states of HA and NV, respectively. To test this, the percentage of keystrokes
that were the backspace key (i.e., ASCII keycode 8) was calculated. This provides
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Figure 3.8: Ratio of Rollovers for Arousal and Valence
a standardized measure of corrections regardless of the sample length. Due to the
nature of the data collection, it is not possible to determine how many characters
were deleted by holding down the backspace key or by selecting text and deleting
it, however, inspecting the data suggests that holding down the backspace key for
extended periods of time (i.e., over 500ms - the threshold for repeating a character
in Windows), was not a common occurrence.
For the arousal conditions, no significant difference in number of corrections
was found between HA (M = 0.0806, SD = 0.0044) and LA (M = 0.0802, SD =
0.0038), t(92) = 0.1556, p > .05. Similarly, in the valence conditions, no significant
difference in number of corrections was found between NV (M = 0.0820, SD = 0.0046)
and PV (M = 0.0793, SD = 0.0045), t(92) = 1.013, p > .05. Thus, we find support
for neither H3.1c nor H3.2c – neither arousal nor valence were found to have a
significant impact on number of corrections.

Keystroke Dynamics (revised)
This study was one of the first of its kind to explore changes in cognitive states
using KD. Since this initial experiment, many studies have been conducted which
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have informed and improved the analysis processes used. As such, here we present a
revised analysis that leverages some of the things we have learned since conducting
this experiment.
Specifically, we have found that there are substantial differences in how dwell and
transition times vary. We have found dwell time to be remarkably consistent over
time, making it good for I&A, while transition time is highly variable, making it better
for assessing cognitive state (Burgoon et al. 2013; Jenkins et al. 2013). Therefore, we
suggest the commonly used feature digraph time (which is a combination of dwell
and transition), is a poor feature for both I&A and assessment of cognitive states,
as the two features both add “noise” that masks the object of interest. Rather,
we suggest it is more appropriate to rely more heavily on dwell time for I&A and
transition time for assessment of cognitive states.
For example, while H3.1b was supported using the DiZ feature, when we separate
dwell and transition time, we find no significant difference in standardized dwell time,
t(92) = 1.2982, p > .05, however, we do find a significant difference for standardized
transition time, t(92) = 4.0547, p < .001. To illustrate, see Figure 3.9.

Figure 3.9: Contribution of Dwell vs. Transition Times
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Additionally, in this revised analysis we use a few additional features. First, we
will be using a global baseline, the development of which has been facilitated by the
corpus of experiments that have been conducted as part of this research program
and was thus unavailable at the time of this experiment. This provides a distinct
advantage in analysis, as all typing elicited from a subject can be used for analysis,
rather than a subset having to be held out to create a baseline. We also suggest that
individuals experiencing heightened arousal or negative valence will exhibit greater
latency between words (Inter-word latency; IWT) as they spend more time thinking
about the next word they need to type. Finally, we go back and analyze a feature
that was found to be significant in subsequent studies – response length. Thus, we
propose additions to H3.1 and H3.2:
Hypothesis 3.1: Exposure to stimuli that elicit high arousal will result in
d) slower standardized transition time, e) longer inter-word latency, and
f ) longer responses than stimuli with low arousal.
Hypothesis 3.2: Exposure to stimuli that elicit negative valence
will result in d) slower standardized transition time, e) longer inter-word
latency, and f ) shorter responses than stimuli with positive valence.
To test H3.1d, we compare the HA samples to the LA samples using the global
baseline to generate the standardized transition (TZ) scores. We find that the
average TZ for the LA condition is 0.135 (SD = 0.424) and the average TZ for HA is
0.117 (SD = 0.428). A paired sample t-test shows that these values are significantly
different, t(92) = 2.3724, p < .05, r = 0.240, however, this difference is opposite the
hypothesized direction. Despite this misalignment of the findings with the hypothesis,
this result is interesting for two reasons. First, it demonstrates that the new analysis
method had the additional power necessary to root out the difference between the
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two conditions. Second, despite not being what was hypothesized, the finding that
high arousal leads to faster TZ times is useful to inform future research.
To test H3.2d, we compare the NV samples to the PV samples using the global
baseline to generate the TZ scores. We find that the average TZ for the NV condition
is 0.062 (SD = 0.420) and for the PV condition is 0.085 (SD = 0.424). A one-tailed
paired sample t-test shows this is a significant difference, t(92) = 2.6382, p < .01, r =
0.265, thus providing support for H3.2d. While the effect size is smaller than in
the previous analysis, the reader should recall that this is without the benefit of
using individual baselines, thus making this type of analysis useful in scenarios
where collecting such a baseline is not feasible. Depending on the situation, creating
individual baselines may be beneficial, however, this development makes the analysis
overall more robust.
For the new hypotheses H3.1e and H3.2e, we simply filter the previous transition
analysis to only include digraphs that include a space. In this, we find that for
arousal there is no statistically significant difference in IWT, with a mean of 75.3
ms (SD=33.6) in the high arousal condition and 74.9 in the low arousal condition,
t(92) = 0.4548, p > .05, thus H3.1e was not supported. We do, however, find a
significant difference in IWT in the valence analysis, with samples from the negative
valence condition exhibiting an average IWT of 77.0 ms (SD=33.3) and samples
from the positive valence condition exhibiting an average IWT of 73.6 ms (SD=34.6),
t(92) = 3.8181, p < .001, r = 0.37 (Figure 3.10).
Finally, to test hypotheses H3.1f and H3.2f, we simply observe the average number
of characters typed for images with high/low arousal and positive/negative valence.
We found that participants typed 223.3 characters (SD=56.7) for high arousal images
and 213.4 (SD=53.8) for low arousal images. A one-tailed paired sample t-test
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Figure 3.10: Inter-word Transition Time for Valence
revealed this was a significant difference, t(92) = 4.6576, p < .001, r = 0.44 (Figure
3.11), thus giving support to H3.1f. For valence, we found that participants typed on
average 220.2 characters (SD=58.3) for negative valence images and 226.4 (SD=58.1)
for positive valence images. A one-tailed paired sample t-test revealed this was a
significant difference, t(92) = 2.203, p < .05, r = 0.22 (Figure 3.12), thus giving
support to H3.2f.

Mouse Dynamics
Note: This analysis was previously published in Grimes, Jenkins, and Valacich
(2013b). Special thanks to Joe Valacich and Jeff Jenkins for their contributions.
Like the KD data, mouse movement data from each participant were grouped by
arousal level and aggregated to determine number of direction changes, distance traveled, and average speed for high (quadrants I/III) and low (quadrants II/IV) arousal
images, and for positive (quadrant II) or negative (quadrant IV) valence images
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Figure 3.11: Response Length (Arousal) Figure 3.12: Response Length (Valence)
(see Figure 3.6). Paired-samples t-tests were then conducted for each hypothesis to
identify differences in the HA/LA conditions and PV/NC conditions.
We first examine number of direction changes (DC) as hypothesized in H3.3a
and H3.4a. In line with the SOS model, which would predict a higher number of
correcting adjustments in cases of HA or NV, we found a significant difference with a
large effect size in the number of direction changes, t(93) = 6.039, p < .001, r = 0.531,
with an average of 30.4 direction changes in the high arousal condition and 26.3
direction changes in the low arousal condition, thus giving support to H3.3a. However,
we found no significant difference in DC between the PV (M = 31.4, SD = 10.88)
and NV (M = 30.00, SD = 11.30) conditions, t(93) = 1.5734, p > .05, thus H3.4a
was not supported (Figure 3.13).
In H3.3b and H3.4b, we examine the effect of arousal and valence on the distance
the mouse is moved beyond the IRT during the operation. We found distance
to be significantly greater with a medium effect size in the HA condition (M =
2, 856.72, SD = 1, 174.83) than in the LA condition (M = 2, 432.42, SD = 1, 098.53),
t(93) = 4.317, p < .001, r = 0.409, thus H3.3b was supported. Distance was
also found to be significantly greater with a small effect size in the NV condition

91

Figure 3.13: Number of Direction Changes for Arousal and Valence
(M = 3, 006.60, SD = 1, 225.19) than in the PV condition (M = 2, 711.03, SD =
1, 4827.80), t(93) = 2.1061, p < .05, r = 0.213, thus H3.4b was supported. (Figure
3.14).

Figure 3.14: Distance above IRT for Arousal and Valence
To test H3.3c and H3.4c, we compare speed of movement between the HA/LA
condition and PV/NV conditions. In this analysis, we find no statistically significant
difference in speed for affect with LA having an average speed of 386.05 px/sec
(SD=99.34) and HA having an average speed of 400.91 px/sec (SD=120.19), t(93) =
1.3272, p > .05. We also find no statistically significant difference in speed for valence,
with PV having an average speed of 397.60 px/sec (SD=129.11) and NV having an
average speed of 399.9 px/sec (SD=131.30), t(93) = 0.2052, p > .05. Thus, neither
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Figure 3.15: Response Duration (Arousal)Figure 3.16: Response Duration (Valence)
H3.3c nor H3.4c were supported.
To test H3.3e and H3.4e, we observe how much time elapsed between when the
participant began moving the mouse and when they stopped moving the mouse.
Note that the page automatically submitted after twenty seconds, therefore there
is an upper limit to how long this could take. When comparing duration for high
and low arousal, we find that in the HA condition participants took on average 9.2
seconds (SD=2.4) to make their ratings, while in the LA condition they took on
average 8.0 seconds (SD=1.9). This difference was found to be statistically significant,
t(93) = 5.8131, p < .001, r = 0.516, thus giving support to H3.3e (Figure 3.15). In
the valence conditions, we found the average duration for NV ratings was 9.5 seconds
(SD=2.6) and for PV ratings was 8.8 seconds (SD=2.6). This difference was also
found to be statistically significant, t(93) = 3.3099, p < .01, r = 0.325, thus giving
support to H3.4e (Figure 3.16).
Hypotheses 3.3d and H3.4d were not tested in this experiment as the number of
clicks was not recorded in this first experiment.
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3.2.3 Results
While many of the hypotheses in experiment 1 were not supported, the lack of support
provides significant insight into the mechanics of KD analysis. Hypothesis 3.2a found
that individuals do exhibit slower typing speed under states of negative valence,
however, typing speed was unaffected by non-specific high arousal (H3.1a). Further
exploration into this difference found that this decrease in speed was due almost
entirely to longer transition times, while dwell times remained relatively constant.
This was supported by the subsequent analysis described in H3.2d. Interestingly,
transition time was affected in the opposite direction as to what was hypothesized in
H3.1d, such that heightened arousal led to significantly shorter TZ scores. While
this result was unexpected, there is a certain level of face validity in that when
people are excited they might type faster, rather than the noise introduced into the
system causing them to type slower, as hypothesized. This result should be further
investigated in future work.
Hypotheses 3.1b and 3.2b took an exploratory look at rollovers, suggesting that
individuals under high arousal or negative valence would commit fewer rollovers due
to slower and more deliberate typing. While there was no statistically significant
difference in RO rate for high arousal vs. low arousal, negative valence was found to
result in a significantly less frequent rate of rollovers.
Hypotheses 3.1c and 3.2c proposed that individuals under high arousal or negative
valence would have a high number of corrections as measured by frequency of the
backspace key. Contrary to the results found in previous research that used a
deception scenario to elicit typing (Derrick et al. 2013), neither H3.1c nor H3.2c were
supported. This suggests that if deception does indeed lead to changes in typing
behavior, it may be due to a mechanism different than what was elicited in this
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study.
Overall, the results showed a higher efficacy for KD in the detection of negative
valence as opposed to non-specific arousal. The MD analysis, on the other hand,
suggests that mouse movement may be more diagnostic of changes in arousal. We
found that in cases of high arousal, individuals exhibited a greater number of direction
changes (H3.3a) and traversed a greater distance with the mouse (H3.3b). In the
case of negative valence, we found no difference in direction changes (H3.4a), but did
find that participants moved the mouse a greater distance when exposed to stimuli
with a negative valence (H3.4b). Neither heightened arousal nor negative valence
influenced number of clicks (H3.4c and H4.4c). An overview of the findings is in
Table 3.2.
As for the practical implications of this work, this experiment was largely exploratory in nature and provides a great deal of groundwork for future research.
One key finding is the different behavior of dwell and transition times. This finding
has been replicated in several subsequent studies, and thus we feel this is an important revelation, and one that has not been reported in previous KD research. A
second meaningful finding was how important it is that the questions that are being
compared are of similar temporal nature (i.e., both describing the present, past, or
future).
Finally, the reanalysis of the keystroke analysis shows that it is possible to use a
global baseline to conduct more generalized analysis rather than having to create
individual baselines in order to calculate standardized scores, which often may not be
feasible. While this did not yield the same level of power in this particular experiment
it was sufficient for the analysis. Additionally, we have found that in general this
technique works more consistently than creating individual baselines.
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Hypothesis
3.1: Exposure to stimuli that elicit high arousal will result in:
a) slower digraph time
b) fewer rollovers
c) a greater number of corrections
d) slower standardized transition time
e) longer inter-word transition time
f) longer responses
3.2: Exposure to stimuli that elicit negative valence will result in:
a) slower digraph time
b) fewer rollovers
c) a greater number of corrections
d) slower standardized transition time
e) longer inter-word transition time
f) shorter responses
3.3: Exposure to stimuli that elicit high arousal will result in:
a) more direction changes
b) greater distance
c) slower speed
d) more clicks
e) longer duration
3.4: Exposure to stimuli that elicit negative valence will result in:
a) more direction changes
b) greater distance
c) slower speed
d) more clicks
e) longer duration
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001
Table 3.2: Overview of Results for Experiment 1

Supported?
No
No
No
No
No
Yes∗∗∗
Yes∗∗∗
Yes∗∗∗
No
Yes∗∗∗
Yes∗∗∗
Yes∗
Yes∗∗∗
Yes∗∗∗
No
Not Tested
Yes∗∗∗
No
Yes∗
No
Not Tested
Yes∗∗
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3.2.4 Limitations
There are number of limitations in this study. First, we failed to get a pre-measure
of affect, so it is possible that individuals came in to the study predisposed to high
positive or negative responses. Since the comparisons are all within subject, it is
possible that an individual was in a particularly good or bad mood at the start of
the experiment, thus weakening the impact of the manipulation. Future work might
address this by taking pre-measures of affect, or by using some task to level-set
affective state (for example, watching a video designed to elicit a specific emotional
state). Additionally, we found that a few of the images did not elicit the intended
affective state for a subset of participants (i.e., those that are presumably afraid of
heights), and that across the board, the images did not elicit as high of a level of
arousal as expected. Future work might address this by doing more pre-testing of
images, asking participants about their likes/dislikes beforehand and custom selecting
images, or using a manipulation other than images to elicit states of arousal and
valence, such as an application that is designed to be intentionally frustrating.
One problem we encountered that was initially quite significant, but was overcome
and provides excellent guidance for future research, was that the questions that were
intended to elicit baseline typing behavior were different than the sample text of
interest. The failure to obtain separate baseline data potentially reduce the statistical
power of the arousal analysis as the low arousal condition was cut in half to generate
a new baseline condition. As mentioned in the discussion section, future research
must be extremely careful about the methods used to solicit typing.
As for the features that were analyzed, only a small subset of the potential
features were used. Future work should strive to generate and incorporate a wider
range of KD and MD features, as well as incorporate other data such as linguistic
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features. Machine learning and other data mining techniques might also be useful in
this endeavor.
Finally, all participants were university students completing the study in exchange
for class credit. This subject pool is likely skewed toward individuals who have
a strong history of computer use and above-average typing skills. While students
provide a nice representative sample of technologically savvy users, future work
should strive to generalize these findings to populations with lower computer literacy.

3.3 Experiment Two: Morally Ambiguous Scenarios
While experiment one provides encouraging results, as we identify in the previous limitation section, the scenario is somewhat contrived and other methods for
elicited negative affect should be explored. To that end, in experiment two, we
attempt to replicate the results using what we believe is a somewhat more common
and generalizable scenario that will generate negative affect - a contentious online
conversation.
To shape these contentious conversations, we build on the work of Haidt, Koller,
and Dias (1993), who have conducted a number of sociological studies about morality
and culture. Haidt et al. have constructed a number of vignettes that are either
benign – i.e., clearly have no perpetration of harm – or that are morally ambiguous
– i.e., there is no clear perpetration of harm, however the action is disrespectful or
disgusting and “feels” wrong. In their work, participants are presented with the
vignettes, then asked the following probing questions that we reproduce in this study:
• Evaluation: What do you think about this? Is it very wrong, a little wrong, or
is it perfectly OK for [act specified]?
• Justification: Can you tell me why?
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• Harm: Is anyone hurt by what [the actor] did? Who? How?
• Bother: Imagine that you actually saw someone [performing the act]. Would it
bother you, or would you not care?
• Interference: Should [the actor] be stopped or punished in any way?
The following vignettes are used as stimuli for the contentious chat conversations.
The vignettes titled dress, dog, kissing, and chicken are slight variations on those
found in Haidt (1993). The lunch and park vignettes were crafted specifically for
this experiment as additional neutral valence vignettes were needed.

The following are the benign vignettes:
Dress: Jane goes out to the store wearing entirely blue clothing. While at
the store she sees her friend Sally and stops to chat for a few minutes.
After chatting Jane and Sally say goodbye and go their separate ways.
Lunch: Two friends, Josh and Tim, have a tradition of going to
lunch once a week at an Italian restaurant. Normally both Josh and
Tim order spaghetti. This week Josh decides he is not very hungry and
decides to get a salad instead of spaghetti. After eating they each pay
their own check and go back to work.
Park: Three friends are watching television together one Saturday afternoon. All three agree that there is nothing good on TV and
decide to go to the park. The three friends go to the park and play Frisbee
for an hour, then go out to dinner.
These vignettes were used as stimuli to elicit negative valence:
Dog: A family’s dog was killed by a car in front of their house. They had
heard that dog meat was delicious, so they cut up the dog’s body, cooked
it and ate it for dinner.
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Kissing: A brother and sister like to kiss each other on the mouth. When
nobody is around, they find a secret hiding place and kiss each other on
the mouth, passionately.
Chicken: A man goes to the supermarket once a week and buys
a dead chicken. But before cooking the chicken, he has sexual intercourse
with it. Then he cooks it and eats it.
We suggest discussing these topics, particularly with someone who takes a contrary
position on them, should lead to high negative affect. Therefore we proceed in this
study to test hypotheses H3.2 and H3.4 in this experiment.

3.3.1 Method
Eighty-six participants from a junior level MIS class at the University of Arizona
were recruited to participate in the experiment in exchange for class credit. Due to
the structure of the task, half of the subjects were trained to act as confederates in
the experiment, thus we discuss here only the data from the forty-three participants
(18 male) in the naive condition. The participants were reasonably ethnically diverse
with approximately 63% Caucasian, 19% Asian, 14% Hispanic, and 4% other. The
average age was 21.6 (SD: 3.1, min: 19, max: 35), and 84% spoke English as their
first language. The experiment was conducted in a university computer lab using
the Internet Explorer web browser in full screen mode on 22” LCD monitors with a
screen resolution of 1920x1080.
Upon arriving at the experiment site, participants were randomly divided into
two groups (naive and confederate) and seated in separate computer labs about 100
feet from one another. The two labs were completely segregated with regard to
audio and visual contact – the only contact between participants in the two labs was
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through the chat interface. After being seated, both groups were given the following
instructions by facilitators running the respective labs:
We are studying how people interact in online debates. You are going to
be in a chat room talking to people in the other room about a series of
topics. For each topic, a moderator (a green bubble in the chat room) will
ask a series of questions just answer the questions with however you feel.
The confederate group was given the following additional information that they
would be helping with the experiment by giving specially crafted messages during
the debate. They were read the following script:
You guys have a special role in today’s experiment – we’re letting you in
on the secret. You are going to be in a chat room discussing six topics
with the people that were sent to the other room. Three of the topics are
about very normal things like going to lunch with a friend. Three of the
topics, though, are kind of weird. This is important: Your job is to really
be in support of the weird stuff, and try to convince the person you are
talking to that it’s OK.
The group one participants were then given a brief overview of the morally
ambiguous questions and provided some “talking points” to help them defend
their assigned stance (Appendix A), however, they were allowed to use whatever
justification they deemed appropriate.
After the instructions had been given to each group, the experiment began. The
vignettes and probing questions were provided to all participants simultaneously via
a timing mechanism built in to the software that controlled the experiment. Every
sixty seconds one of the probing questions (evaluation, justification, harm, bother,
and interference) was presented to the participants. After each vignette, participants
rated their level of arousal, valence, and dominance using the SAM tool in the same
method as described in experiment one.
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To facilitate the data capture, a custom chat interface was constructed for the
experiment (Figure 3.17). This interface provides a number of useful features,
including:
• Allows for anonymous groups of any size
• Captures KD and MD characteristics
• Allows stimuli to be sent to all users simultaneously
• Allows moderator messages to be sent to all users simultaneously

Figure 3.17: Chat Interface for Experiment 2

3.3.2 Analysis
In this section we describe the analysis. We start with a manipulation check to ensure
the vignettes elicited the expected states of affect. We then proceed to discuss the
KD and MD analysis. The focus of this experiment is on negative valence, therefore
we will be testing Hypotheses 3.2a-c and 3.4a-c
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Manipulation Check
Valence and arousal scores for each vignette were captured using the SAM instrument
and are displayed in Table 3.3 and illustrated in Figure 3.18. An ANOVA of the
valence scores revealed there was a significant difference between the vignettes,
F (5, 248) = 31.42, p < .001 and planned contrasts revealed a difference between
the neutral and negative vignettes, t(248) = 9.467, p < .001, but no statistically
significant difference between the three neutral vignettes and the three negative
vignettes. An ANOVA of the arousal scores revealed there was a difference in the
vignettes at the .10 level, F (5, 248) = 2.247, p = 0.0504. Planned contrasts revealed
a statistically significant difference between the neutral and negative vignettes,
t(248) = 3.037, p < .01, but no statistically significant difference between the three
neutral vignettes and the three negative vignettes.
Dress

Lunch

Park

6.62
(1.72)

6.52
(1.86)

4.19
Arousal (2.46)

3.76
(2.46)

Valence

Dog

Kissing

Chicken

6.81
3.28
(1.70) (1.93)

3.70
(2.30)

3.67
(2.28)

4.24
4.72
(2.54) (2.12)

4.91
(2.27)

3.24
(2.22)

Table 3.3: Valence and Arousal Ratings (9 pt. scale)
While the differences between the vignettes were significant and in the expected
direction, the arousal manipulation was weaker than expected, suggesting that while
the participants found the experience to be negative, they were not particularly
excited during the conversation, potentially weakening the results.
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Figure 3.18: Valence and Arousal Levels
Keystroke Dynamics
Each of the 43 participants engaged in a chat conversation about the six vignettes in
which they were asked the five aforementioned probing questions. A total of 146,002
keystrokes were captured. 8,678 keystrokes (5.9%) were excluded from the analysis
for having dwell or transition times in excess of 500ms, leaving a total of 137,324
keystrokes for analysis. Using the heuristic previously described, this works out
to approximately 566 words per participants or 94 words per vignette. Individual
keystrokes were transformed into digraphs using the previously described method
and were stored in a MSSQL database. Each digraph record included the participant
ID, vignette ID, digraph, dwell time for each character, and transition time.
Digraphs were grouped into neutral or negative categories based on the vignette
they were in response to. As each hypothesis is directional, one-tailed paired sample
t-tests were used for the analysis.
Hypothesis 3.2a suggests that individuals will exhibit slower digraph time when
experiencing negative valence. The analysis showed that in the negative valence
condition, the average digraph time was 252.6 ms (SD=58.2) and 258.2 (SD=57.8)
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in the neutral valence condition. This difference was not found to be significant,
t(42) = 4.4349, p > .05. Therefore, H3.2a was not supported in this experiment.
The ratio of rollovers (H3.2b) and corrections (H3.2c) were calculated in a
manner similar to that described in experiment 1. In the negative valence condition,
participants exhibited rollovers at a rate of 21.1% (SD=13.0) and corrections at a
rate of 10.9% (SD=5.1), while in the neutral valence condition participants exhibited
rollovers at a rate of 21.5% (SD=13.1) and corrections at a rate of 10.1% (SD=4.9).
Neither of these differences were significant, thus giving no support to H3.2b or c.
For the additional hypotheses suggested in the supplemental analysis of Experiment 1, we examine the measure of standardized transition time (TZ) using the
previously described global baseline and calculate the inter-word transition time.
In the negative valence condition, we find a TZ of 0.089 (SD=0.547) and a TZ of
0.096 (SD=0.538) in the neutral condition. This difference was not found to be
significant, t(42) = 0.5252, p > .05, thus giving no support to H3.2d. Similarly, the
difference in inter-word transition time was not significant, t(42) = 1.0797, p > .05,
with an average time of 70.5 ms (SD=40.18) in the negative condition and 71.84 ms
(SD=39.06) in the neutral valence condition.
Ultimately we found no support for any of the KD hypotheses in this study. Some
possible reasons for this as discussed in the results section.

Mouse Dynamics
For the MD analysis, raw mouse movement data from the SAM ratings was transformed into MD features in time segments of 500 ms. For each time segment the
distance, average speed, number of direction changes, number of clicks and total
time taken to make the ratings were calculated. Participants had a maximum of 15
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seconds to make their ratings, and the ratings were automatically submitted once
they clicked all three buttons. As with the KD analysis, since the hypotheses are
directional one-tailed paired sample t-tests are used in the analysis.
To test H3.4a, that individuals will exhibit a greater number of direction changes
when experiencing negative valence, we calculate the average number of direction
changes for the ratings of each of the negative and neutral vignettes. The analysis
revealed that, on average, participants had 28.4 (SD=11.0) direction changes in the
negative condition and 26.3 (SD=7.9) in the neutral condition (Figure 3.19). This
difference was found to be marginally significant at the .1 level with a small effect
size, t(42) = 1.4233, p = .081, d = 0.31, thus lending limited support to H3.4a.

Figure 3.19: Number of Direction Changes
In examining H3.4b, that individuals will exhibit more mouse movement when
experiencing negative arousal, we find that on average participants moved the mouse
1,452.9 pixels (SD=908.9) beyond the IRT in the negative valence condition and
1,312.4 pixels (SD=782.9) in the neutral valence condition. In order to precisely
control for the distance moved beyond the IRT, we calculate not only the raw distance
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that was traveled, but the percentage of the IRT (for example, if the mouse is moved
a greater distance, there is more opportunity for more movement). In this, we find
that in the negative valence condition, participants moved the mouse 173.8% more
pixels (SD=111.5) than required, while in the neutral valence condition they moved
the mouse 153.1% more pixels (SD=87.1) than required (Figure 3.20). This difference
was marginally significant at the .1 level, t(42) = 1.4112, p = .083. This result gives
limited support for H3.4b.

Figure 3.20: Distance Above IRT
The examination of speed between the two conditions revealed no significant
difference, t(42) = 0.8871, p > .05, with observations in the negative condition
averaging 330.9 px/sec (SD=132.9) while observations in the neutral condition
averaged 349.0 px/sec (SD=137.0). Similarly, there was no difference in number of
clicks, t(42) = 1.1663, p > .05, with an average of 4.1 clicks (SD=1.1) per response in
the negative condition and 4.4 clicks (SD=1.9) in the neutral condition. Therefore
H3.4c and d were not supported.
We did find a significant difference in average response time with participants
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taking almost a second longer to make ratings in the negative condition (M=10.2,
SD=3.0) than in the neutral condition (M=9.3, SD=2.4), t(42) = 2.4335, p < .01, d =
0.52 (Figure 3.21), thus giving support to H3.4e.

Figure 3.21: Total Duration

3.3.3 Results
Overall we found mixed results from these two studies. For the keystroke analysis,
we find no support for any of the hypotheses. We believe there may be a number
of reasons for this. First, due to the nature of the chat task it is quite possible
that as the participants chatted with one another, they attempted to lighten the
mood by making jokes or other casual conversation, thus adding noise in the form
of non-aroused/non-negative valence typing into the data. Another explanation
might be that the stimuli did not elicit a state of arousal3 that was high enough
to be detected in the KD analysis. While the valence manipulation is in line with
3

While the hypotheses being tested here are specifically investigating valence, it is possible that
if the arousal component is too low it would temper the cognitive changes due to valence.
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expectations, the level of arousal elicited is somewhat below what was expected.
Prior literature suggests that for truly heightened emotional arousal, the event must
be relevant to the major concerns of the organism (Scherer 2005). It is possible that
in this case, the chat conversations were not directly relevant to the participants, and
therefore elicited some arousal, but not a level of arousal sufficient to be reflected in
their fine motor control.
For the mouse analysis, we find moderate support for two of the hypotheses –
that negative valence leads to increased distance and more direction changes – and
full support for the hypothesis that negative valence leads to longer response time.
It should be noted that the magnitude of this difference is very similar to that found
in experiment one, suggesting that this may be one of the more robust indicators of
changes in affect.
Similarly, the support for the distance and direction change hypotheses match
what was found in experiment one. With a larger sample size, we believe it is likely
these hypotheses would have been fully supported. The speed hypothesis was not
supported in either study, however, by controlling for other measures as described in
(Grimes, Jenkins, and Valacich 2013b), there is some indication this feature may be
of value. Future work should more closely investigate this feature.

3.3.4 Limitations
There are a number of limitation in this study that resulted in the outcomes being
below expectations.
Observation of the chat conversations revealed that in many cases there was brief
discussion that was directly relevant to the vignette, followed by some additional
conversation that was perhaps used as a coping mechanism. Unfortunately, the
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Hypothesis
3.2: Exposure to stimuli that elicit negative valence will result in:
a) slower digraph time
b) fewer rollovers
c) a greater number of corrections
d) slower standardized transition time
e) slower inter-word transition time
3.4: Exposure to stimuli that elicit negative valence will result in:
a) more direction changes
b) greater distance
c) slower speed
d) more clicks
e) longer duration
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001

Supported?
No
No
No
No
No
Yes†
Yes†
No
No
Yes∗∗

Table 3.4: Overview of Results for Experiment 2
technical process by which the keystrokes were captured make it very difficult to
partition out the relevant vs. irrelevant text. Future changes to the system will
resolve this issue.
While using half of the participants as confederates in the experiment made the
chat interactions more real (although one participant in the naive condition reported
thinking he was talking to a computer the entire time), it also introduced a great deal
of variability into the conversations. Some confederates were much more convincing
in their arguments than others.

3.4 Discussion
The research described in this chapter makes a number of valuable contributions to
KD and MD research. First, this chapter describes a novel application of KD and MD.
While most previous research has been limited to identification and authentication, we
apply KD to identify states of affective arousal. This has significant implications for
using KD and MD to improve CMC, affective computing, and credibility assessment.
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The findings presented in this chapter also give new insight into the intricacies of
KD analysis. For example, we found that different types of elicitation (i.e. recall vs.
description) bring about different types of KD responses – in the baseline task of
experiment one (a recall task), the typing was different enough from the samples of
interest (a description task) as to not be useful. We also found very different types
of responses for dwell and transition times. Specifically, we found dwell times to be
very consistent while transition times varied considerably – a finding that has been
replicated in several subsequent studies.
We also found that negative valence resulted in slower typing, but that high
arousal (a superset of negative valence in this study) did not. Additional studies
should corroborate this result. Of significant interest with relation to speed is that
the majority of the effect is accounted for by longer transition times. This is a very
important finding for the KD community because one shortcoming of KD in an I&A
context is the instability of keystroke signatures. This finding suggests that for I&A
scenarios it may be useful to place more weight on the dwell time, and in scenarios of
detecting cognitive changes, it may be useful to place more weight on transition time.
Rollovers were found to be slightly less common under conditions of negative valence.
This lends support to the connection of KD analysis to the “inner-outer” loop of
typing theory as negative valence is introduced, typing was observed to become less
fluid and more deliberate, thus leading to a decrease in the number of rollovers.
Our analysis is conducted on free-text responses, which provides considerably
more flexibility and value to the KD community than fixed text analysis would. We
use a novel approach to free text analysis by moving beyond traditional measures
such as Euclidean distance to leveraging z-scores to account for previously observed
deviations in the typing signature. We additionally extend the current approaches to
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KD analysis by leveraging a “global baseline” we have created, and plan to continue
research using this tool.
Along with the contributions to research, this study has many practical applications. While finding a pure relationship between arousal and KD would have been
beneficial, identification of negative valence is arguably the most valuable practical
outcome of this study. Negative valence may be the result of any number of emotions
including anger, guilt, jealousy, and so on. In most cases, scenarios in which users
are experiencing negative emotions are when an intervention is most appropriate
whether that means stopping a malicious threat or providing a service intervention
to a frustrated customer. Along the same lines, this technology could be very useful
in the assessment of credibility in all types of online communication including online
exams, job applications, identifying insider threats and beyond.
Finally, detecting affect based on KD is also of value to those interested in
affective computing. By identifying affective states, computing systems could adapt
to your mood for example, playing upbeat music if the user is happy or excited,
and mellow tunes when the user is in a calm state of mind. This may also enable
more natural interactions for ECAs as the system would be able to assess the user’s
affective state and respond accordingly.
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CHAPTER 4

Cognitive Load and HCI Behavior

As a rule, people don’t like to puzzle over how to do things. The fact that
the people who built the site didn’t care enough to make things obvious and easy - can erode out confidence in the site and its publishers.
- Krug (2000)

4.1 The Importance of Understanding Cognitive Load
One basic tenant of web design that Steve Krug points out in his book “Don’t Make
me Think” is that users should find it easy to use your web site – that is, the level
of cognitive load required to use an information system should not be burdensome.
Aside from issues of usability, being able to recognize when users are experiencing
heightened cognitive load has a number of other useful applications. Cognitive load
is defined as the total amount of mental effort being used in the working memory.
Cognitive load can be broadly categorized into three types: intrinsic (related to a
specific topic), extraneous (the way tasks are presented), and germane (the work
needed to create a permanent store of knowledge) (Paas et al. 2003).
Being able to detect extraneous and intrinsic cognitive load both have interesting
applications. For example, assessing levels of intrinsic cognitive load might help
and instructor understand how difficult students are finding material (Sweller 1994)
– information that could be particularly valuable in online learning, where many
FTF cues teachers typically use to assess understanding are unavailable. Similarly,
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companies may be interested to detect when customers are experiencing heightened
levels of intrinsic cognitive load when interacting with their web site or application
– an indication that something is amiss with the product and should be resolved
before customers move to a competing product.
Another application of measuring intrinsic load is assessing an individual’s familiarity with an item. In some cases familiarity might be desirable - for example, being
able to identify in a job interview that the candidate has low intrinsic cognitive load
when discussing topics they should be familiar with to be successful at the job. In
other cases, familiarity might be undesirable, such as when the user is entering a
password into a secure system (i.e., it is desirable that it would be a unique password,
rather than a password that has been used on many systems previously), or when
investigating a crime using a concealed information test.
Assessing extraneous load also has interesting applications - for example, being
able to detect when someone is multi-tasking or has otherwise diverted their attention.
This would be useful in scenarios where it is desirable to ensure task vigilance. It
might also be useful for helping to identify different use cases – for example, detecting
when individuals are using their computer casually while watching television vs. when
they are concentrating at the task at hand and adapting the interface appropriately.
There are many reasons a task may have high or low cognitive load. A task may
have low cognitive load because it is simple to perform and required few cognitive
resources, or because it has been performed many times in the past, and thus the
execution is routine and requires few cognitive resources to reproduce. On the other
hand, a task may have high cognitive load because it is difficult, or there is some
external stimuli complicating the task.
In this chapter we present a field study and two experiments that attempt to
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address the challenge of identifying when users are experiencing increased cognitive
load during computer use. In this chapter, we will be testing the following hypotheses:
Hypothesis 4.1: When experiencing high cognitive load, individuals
will exhibit changes in KD including a) longer standardized transition times, b) longer transitions between words, c) fewer rollovers
and d) a greater number of corrections than when under low cognitive load.
Hypothesis 4.2: When experiencing high cognitive load, individuals will exhibit changes in MD including a) longer total response time
b) longer Euclidean distance, c) slower movements, d) more direction
changes and e) more clicks then when under low cognitive load.
In the following sections, we describe three experiments used to empirically test
the hypotheses, analyze the resulting data, and discuss the results and implications
of the findings.

4.2 Experiment Three: Concept Familiarity in Online Quizzes
Experiment three uses data collected during an online multiple choice computer
skills quiz that was used as a qualifying test for a national competition at an annual
collegiate conference. While this exam was not academic in nature, therefore avoiding
privacy concerns often associated with research concerning classroom performance,
for the privacy of the individuals involved, the quiz data was captured separately
from any potentially identifiable information, thus making it impossible to link results
back to individuals. Additionally, only statistical characteristics of the typing were
captured, thus making it impossible to reconstruct the text that was entered into the
system. The downside of this approach is that we cannot use the global baseline as
it requires comparing specific digraphs, however, this approach is useful in situations
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where privacy and/or security are primary concerns (i.e., dealing with confidential
data or passwords).
The activity completed by participants consisted of two parts. In the first part,
participants were required to log in to the online testing system using three pieces of
information: their name, the name of their school, and a password that was provided
to them by conference organizers (i.e., it was unfamiliar to them). Participants also
indicated at this time what type of pointing device they would be using to complete
the quiz (mouse, trackpad, or other). After logging in, participants began the second
part of the process, which involved answering one hundred multiple choice questions
of varying difficulty about a variety of computer topics, similar to an A+ or Security+
exam. Participants answered the questions on their own laptop computer using
either a computer mouse or trackpad on their laptop.

4.2.1 Methodology
One hundred and fifty two students from 50 colleges from around the United States
completed an online qualification quiz in order to be considered for an elite “final
round” in an IT competition at a national collegiate information systems conference.
While specific demographic information was not captured, the composition of the
sample was roughly 70% male, with an average age of approximately 19-22 years
old (i.e., college sophomores, juniors, and seniors). Most participants were majoring
in MIS or a similar field. The majority of the participants in this sample took
part in multiple competitions with a similar format over the course of the three-day
conference, thus we feel this data collection closely mimics natural computer use
behavior for the population. As this was a natural data collection, participants were
not subjected to any manipulations or other influence from the research team. While
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the text elicited from participants included their name, in the interest of keeping the
data anonymous, the names were not recorded, only statistical characteristics of the
typing (i.e., dwell and transition time of keystrokes).
Upon arriving at the contest location, participants were provided with a username
and password to log in to the contest system. Using their own laptop computers,
participants provided their first and last name, name of their college or university, and
the username and password they had been provided. The username did not resemble
an English word (i.e. PCT 145) and was therefore removed from all analysis1 . For
consistency, all passwords started with the same eight letters – Bimarian – followed
by a random four digit number. The word “bimarian” was chosen because it is an
uncommon English word which is unlikely to have been extensively practiced by the
participants, is reasonably easy to type based on the position and ordering of the
keys on the keyboard, and does not have a confusing or difficult spelling.
After receiving their username and password, participants proceeded to log in to
the system. Participants were required to provide three pieces of information: their
name, the name of their college or university, and the password they had just been
provided. Two of these pieces of information should be familiar and well-practiced
for the participants – their name and the name of their school – while the password
should be unfamiliar. After logging in, participants proceeded to complete the
multiple choice quiz. After completing the quiz, they were informed of their score
and were free to leave the testing center.
A variant of the JavaScript code described in Chapter 2 was embedded in the
web page to capture mouse movements, clicks, and the precise timing of when each
1

Prior work has justified the exclusion of non-alpha keys (numbers, punctuation, return and
shift keys) since locations are not standardized and typists may have a lower level of expertise
accessing them (Cooper 1983).
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key was pressed and released. As before, this raw data was transformed into KD
and MD features using the previously described analysis software. Data from eleven
participants contained an inordinate amount of pause time (i.e., several seconds
between keystrokes) on one or more items and were removed from the KD analysis,
leaving usable data from 141 participants. For the mouse analysis, data were analyzed
separately for the mouse (n=89) and trackpad (n=61) users. Participants indicating
“other” for their pointing device (n=1) were removed from the analysis.
While not a perfect measure, we suggest that participants overall experienced less
cognitive load on questions they got correct (i.e., they knew the answer) and higher
cognitive load on questions they did not get correct (i.e., they did not know the
answer). While there are likely cases in which participants struggled and eventually
got the right answer or selected an incorrect answer without much thought, we
propose that this measure is a reasonable representation of cognitive load.

4.2.2 Analysis
There are two caveats to this analysis that inhibit the testing of H4.1b and H4.1d.
First, due to the nature of the typing elicited, we must remove the space bar from
the analysis. While we believe that under normal circumstances people will exhibit
greater inter-word latency when under high cognitive load, in this case the words
themselves (first and last name, and multiple words in the name of a school) may be
cognitively processed as a single item. Additionally, we have no way of controlling the
number of words elicited, therefore some participants might have only one inter-word
transition (i.e., “Ohio State”) while others might have many (i.e., “The University of
North Carolina at Chapel Hill”). Therefore, we will not test H4.1b in this experiment.
Also, due to the small amount of text being elicited, participants were observed to
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either have no corrections, or make one big correction (i.e. holding the backspace key
to clear the entire field). This type of correction behavior does not mimic normal
typing behavior, therefore we will not be testing H4.1d in this experiment.

Keystroke Dynamics
For each hypothesis, ANOVA with planned contrasts was conducted to compare
transition times and rollover rates for each of the three items. Here we discuss the
analysis of each hypothesis.
Hypothesis 4.1a builds on prior work that has investigated the influence of
familiarity on KD characteristics of passwords (Jenkins et al. 2013). We suggest that
participants should exhibit changes in their KD behavior when typing the familiar
items (name and school) compared to the unfamiliar item (assigned password). The
analysis shows that the mean transition times for name, school, and password were
55.58 ms (SD=55.87), 68.50 ms (SD=52.39), and 127.91 ms (SD=79.94), respectively.
The ANOVA revealed there was a difference in transition time between the three
items, F (2, 420) = 48.86, p < .001. Planned contrasts were used to compare the two
familiar items (name and school) to the unfamiliar item (password). This revealed a
significant difference with a medium effect size, t(420) = 9.502, p < .001, r = 0.42,
thus giving support to H4.1a. Planned contrasts were then used to compare the
two familiar items (name and school). This revealed a significant difference with a
very small effect size, t(420) = 2.388, p < .05, r = 0.12. It is reasonable to suggest
participants were more familiar with typing their name than the name of their school,
but as illustrated in Figure 4.1, the magnitude of the difference is much larger for
the unfamiliar password.
While not directly hypothesized due to our previous findings about the stability
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Figure 4.1: Transition Times

Figure 4.2: Dwell Times (n.s.)

of dwell time, it is worth pointing out that, as expected, we found no statistically
significant difference in dwell time between the groups. The average dwell times
for name, school and password were respectively 110.01 ms (SD=24.36), 101.95 ms
(SD=22.31), and 110.84 ms (SD=26.03), F (2, 420) = 1.335, p > .05 (Figure 4.2).
To test H4.1c, that there will be fewer rollovers (ROs) when individuals are
under heightened cognitive load, we calculate the percentage of observed keystrokes
that were rollovers (i.e., have a transition time less than zero). This provides a
standardized measure of ROs, regardless of sample length. We find that participants,
on average, exhibited a RO rate of 29.6% (SD=21.5) for name, 21.0% (SD=17.5) for
school, and 9.8% (SD=17.5) for password (Figure 4.3). Analysis of variance revealed
a significant difference between the items, F (2, 420) = 39.15, p < .001. Planned
contrasts revealed a significant difference with a medium effect size between the
familiar items (name and school) and the unfamiliar item (password), t(420) =
7.971, p < .001, r = 0.36 and a significant difference with a small effect size between
name and school, t(420) = 3.842, p < .001, r = 0.18. Again, it is reasonable to
suggest participants were more familiar with typing their name than the name of
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their school and thus would exhibit more RO when typing their name, however, like
before, the magnitude of the difference is larger for the unfamiliar password. These
results support H4.1c.

Figure 4.3: Rollover Rate for Name, School, and Password

Mouse Dynamics
Fifteen thousand responses were recorded from the 150 participants using either a
mouse or trackpad to complete the quiz. Of these, 623 responses that had inordinately
high values for response time (over 10 minutes), number of clicks (over 20), number
of direction changes (over 100), or distance (over 10,000 pixels) were removed from
the analysis as they were outliers. This leaves 14,377 responses for analysis – 8,377
made using a mouse and 6,000 made using a trackpad.
It has been suggested that mousing behavior will vary significantly depending on
the device being used (Ahmed and Traore 2007; Gamboa and Fred 2004; Jorgensen
and Yu 2011). To demonstrate the necessity for analyzing the mouse and trackpad
data separately, we will first look at the difference in mouse and trackpad behavior
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independent of cognitive load. First, we find no statistically significant difference
in the number of seconds spend answering each question between participants
using a mouse (M = 15.66, SD = 13.13) vs trackpad (M = 15.84, SD = 14.35),
t(12, 206.8) = 0.7964, p > .05, which is reasonable as there is no reason to expect that
the type of device being used would affect how long it takes to answer a question.
For the other features, however, there was a significant difference overall in mouse
and trackpad (Table 4.1). Therefore, it is reasonable to separate these groups.

Duration
Distance
Speed
DC
Clicks

Mouse
Trackpad
Average
SD
Average
SD
t-value Cohen’s d
15.66 13.13
15.84 14.35
0.08
0.00
1,236.82 859.76 1,045.70 729.22 14.37∗∗∗
0.24
∗∗∗
129.74 95.41
110.50 85.40 12.68
0.21
∗∗∗
22.71 19.68
13.15 11.35 36.76
0.62
5.25
1.93
5.32
2.03 2.16∗
0.04
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001

Table 4.1: Difference in Mouse and Trackpad Behavior
When comparing the features of the mouse and trackpad, we find that individuals
tend to move the cursor less when using the trackpad, at a slower speed, and with
fewer direction changes. A reasonable explanation for this is that, unlike the mouse,
which a user typically has their hand on continually, the user engages with the
trackpad only when they are preparing to take some action. Therefore there is less
ancillary movement. While the difference in the number of clicks was also statistically
significant, the extremely small effect size suggests this is not practically significant.
For both the mouse and the trackpad, we find support for all five hypotheses, as
described in Tables 4.2 and 4.3.
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Duration
Distance
Speed
DC
Clicks

Correct
Incorrect
Average
SD
Average
SD
t-value Cohen’s d
14.24
12.59
18.19
13.68 12.85∗∗∗
0.29
∗∗∗
1,199.16 844.79 1,302.27 881.49
5.23
0.12
∗∗∗
138.22 101.30
115.00
92.91 11.42
0.26
∗∗∗
22.03
19.50
23.89
19.93
4.13
0.09
5.12
1.73
5.48
2.22
7.65∗
0.17
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 4.2: Mouse Results

Correct
Incorrect
Average
SD
Average
SD
t-value Cohen’s d
Duration
14.88
13.55
17.20
15.31 6.06∗∗∗
0.16
∗
Distance 1,030.56 733.18 1,076.23 723.23 1.92
0.05
Speed
113.65
80.90
106.07
91.2 3.32∗∗∗
0.09
∗∗∗
DC
12.56
11.02
13.97
11.76 4.68
0.12
∗
Clicks
5.28
1.93
5.38
2.16 1.86
0.05
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001
Table 4.3: Trackpad Results
4.2.3 Results
From a practical standpoint there are a few interesting outcomes of this study. First,
we show that there is a difference when people type terms they are very familiar
with, such as their name or the school they attend, and a term they are not familiar
with, such as an assigned password. It is expected that this same pattern would hold
for familiarity with other terms as well.
All hypotheses were supported by the mouse movement analysis. We found that
participants took longer to respond, clicked more, and moved the mouse further,
more slowly, and with more direction changes when they got an answer incorrect
(i.e., were unsure of the answer) as opposed to when they got the answer correct.
This could have important implications for assessing students in online environments.
One potential application of this technique would be to determine when students
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Hypothesis
Supported?
4.1: When experiencing increased cognitive load,
individuals will exhibit:
a) longer standardized transition times
Yes∗∗∗
b) longer transitions between words
Not Tested
c) fewer rollovers
Yes∗∗∗
d) a greater number of corrections
Not Tested
4.2: When experiencing increased cognitive load,
individuals will exhibit:
a) longer total response time
Yes∗∗∗
b) longer Euclidean distance
Yes∗∗∗
c) slower movements
Yes∗∗∗
d) more direction changes
Yes∗∗∗
e) more clicks
Yes∗
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001
Table 4.4: Overview of Results for Experiment 3
are exerting some level of cognitive load as opposed to simply guessing at answers.
Finally, we find that all of the measures except direction changes have a strong
effect for the mouse than the trackpad. While the underlying theory that drives
mouse and trackpad behavior is the same, the operationalization of the device likely
changes the precise measurement methods that must be used. For example, it is
likely that touch screen results would be very similar to the trackpad, while other
devices such as the Microsoft Kinect or LeapMotion might be more mouse-like.
Future research should investigate the similarities and differences in these devices
more fully.

4.2.4 Limitations
As with all studies, and particularly naturalistic data collections such as this, there
are a number of limitations, and many things that were outside of our control. For
example, while we believe the correctness of the responses is a reasonable measure of
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how difficult participants found the stimuli, we have no way of directly measuring
the actual cognitive load they experienced during the quiz. Also, while we have a
general idea of the demographic makeup of the sample, we do not have the level of
detailed information we normally expect.
With regard to the device they used during the quiz, we cannot be certain that
participants were truthful when they responded to this question. It is also entirely
possible that participants alternated between the devices. Additionally, we have no
way of controlling for device settings such as speed and acceleration. Along the same
lines, we had limited control of the environment. For example, in most studies of
mouse analysis, the mouse is anchored in a specific location and the targets are at
known locations. In this case, variables such as the version of web browser being
used might have caused the targets to be in slightly different locations.
Finally, the sample is limited to exceptionally computer savvy college students –
i.e., students that would be inclined to attend a national conference on information
systems. It is entirely possible that the relatively high level of computer skills would
influence their interaction behavior. A study such as this should be replicated with
lower CSE individuals. Despite these shortcomings, we feel this collection gives good
insight to computer use “in the wild”.

4.3 Experiment Four: Identifying Experts
Subject compensation for this experiment was supported by a grant from Tech Launch
Arizona, courtesy of Intent Detect, Inc.
In Experiment four, we extend the concept of familiar vs. unfamiliar terms from
passwords to domain specific terms. Many jobs have specific language that someone
who has domain expertise should be familiar with, but a layman would not. For
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example, an individual with expertise in the law is likely to be familiar with terms
such as “adjudicatory hearing”, “affidavit” and “magistrate”, while non-experts
are infrequently exposed to these terms. Since experts are familiar with domain
specific terms, typing them should be less cognitively demanding than it would be
for someone who is not familiar with the terms.
In this experiment, we apply this concept to expertise in Windows system
administration. Participants were presented with a web based training tool ostensibly
designed to evaluate computer based training techniques for information systems
troubleshooting (Figure 4.4). As part of the training, participants were required
to type three terms that are common for Windows system administrators, but
uncommon for laymen: ipconfig, netstat and tracert. Participants also had to type
one term, netldcnfg2 , that was made-up by the research team and thus should be no
more familiar to system administrators than laymen. After completing the training,
each participant completed a survey containing items designed to measure computer
self-efficacy, self-reported level of expertise, and familiarity with the target items.
As with experiment three, due to the nature of the text being elicited, the testing
of hypothesis H4.1b (inter-word latency) in not feasible for this dataset. Thus we
proceed with testing H4.1a, c, and d. This study also elicited no mouse movement,
therefore H4.2 will not be tested.

4.3.1 Methodology
One hundred and twenty four participants with widely varying levels of computer
expertise completed the experiment in exchange for monetary compensation. In order
to take advantage of naturally occurring groups, participants were recruited from two
2
This made up term was designed to have traits similar to real windows administration commands,
such as using the abbreviation “ld” for “load” and “cnfg” for “config”.
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Figure 4.4: Training Interface
subject pools, one expected to have a high base rate of IT professionals (sysadmin
group) and one expected to have a low base rate of IT professionals (non-sysadmin
group).
Snowball sampling was used to recruit participants for the sysadmin group.
Members of the research team reached out to working IT system administrators
in their professional network via email. The message sent to these individuals
requested they complete the study if they considered one of their primary job
responsibilities to be administering Windows computers. It was further requested that
they forward the email to others they felt met the qualifications. The experimental
task took approximately ten minutes to complete and participants in this group
were compensated with a $10 Amazon gift card. Forty-three individuals from the
snowball sample completed the experiment.
The non-sysadmin group was recruited from Amazon Mechanical Turk (mTurk).
A human intelligence task (HIT) was advertised to the mTurk community to complete
a short online training scenario. In the HIT description, it was clearly stated that
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no prior IT experience was necessary to complete the task. Participants recruited
through mTurk were compensated $1 for approximately ten minutes of their time
- a wage in line with that typically found on the platform. Eighty-one individuals
from mTurk completed the experiment.
In total, one hundred and twenty four participants completed the study. Upon
accessing the experiment web site, participants were presented with an overview of
their participant rights and clicked a link to indicate they wished to continue. All
participants completed the same experimental task which included reading a short
overview of the study, followed by twelve training screens (three variations on each of
the four different commands). On each training screen, participants typed a variation
on the term of interest - for example, “ipconfig” followed by “ipconfig /release” and
“ipconfig /renew”. Only the base of each command (i.e., ipconfig, netstat, tracert,
or netldcnfg) was used for the analysis, giving three observations totaling 21-24
characters for each stimuli. The keystroke monitoring software described in Chapter
two captured precise timing of keydown() and keyup() events and stored them in a
MSSQL database.

4.3.2 Analysis
Despite the high and low base rates of IT professionals in the respective groups,
it is possible that non-IT professionals were in the snowball sample and that IT
professionals were in the mTurk sample. Therefore we used three techniques for
adjusting the group composition: analysis of CSE survey responses, self-reported
years of IT experience, and a set of questions about familiarity with five real IT
terms and two made up “red herring” terms.
Survey items adapted from (Marakas, Johnson, and Clay 2007) and (Compeau
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and Higgins 1995) were used to evaluate CSE. Since the extant CSE measures
focused primarily on general computer use, while the focus of this study is on system
administration, fourteen additional survey items were constructed specifically for
this study to measure computer administration self efficacy (CASE). Participants in
the sysadmin group scored significantly higher on the CASE measures, t(83.835) =
14.451, p < .001, and the CSE measures, t(104.757) = 3.926, p < .001. Self-reported
of years of IT work experience was also significantly different between the two groups,
with 14.34 years (SD=6.18, min=3, max=30) in the sysadmin group and 0.7 years
(SD=1.74, min=0, max=10) in the non-sysadmin group. The average age in the
sysadmin group was 37.32 (SD=7.56, min=25, max=55) and the average age in the
non-sysadmin group was 34.53 (SD=10.94, min=19, max=61).
For the familiarity questionnaire, participants were asked to report how familiar
they were with seven commands (five real and two made up) prior to the training.
Ratings were provided on a five point scale ranging from 1 (Very unfamiliar, never
heard of it) to 5 (Very familiar, use almost daily). For each of the real commands,
participants in the sysadmin group score significantly higher than the non-sysadmin
group. For the made up commands, there was no statistically significant difference
between the two groups (Figure 4.5). Further, if participants in the sysadmin group
reported high familiarity (i.e. above 3 on the five point scale) they were removed
from the analysis.
Based on the outcomes of these tests, the groups were adjusted slightly to account
for individuals claiming to be IT professionals that did not meet our criteria, and
participants in the low base rate group that did meet our criteria to be considered IT
professionals. Twelve participants were removed from the mTurk sample for providing
invalid data (did not successfully complete the task, exhibited an inordinate number
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Sysadmin

4.73
(0.45)

4.20
(0.63)

1.55
(0.76)

4.36
(0.57)

1.27
(0.62)

4.55
(0.70)

4.48
(0.59)

Non-SA

2.98
(0.22)

1.83
(0.94)

1.55
(0.79)

1.74
(1.01)

1.30
(0.78)

2.11
(1.25)

1.53
(0.83)

p<.001

p<.001

p=.953

p<.001

p=.657

p<.001

p<.001

*Made up “Red Herring” commands
Table 4.5: Self-reported Familiarity with Commands (5 pt. scale)
of errant keystrokes, etc.). Two participants from the snowball sample indicated
they were suffering an injury that interfered with their normal typing and were thus
removed from the analysis, and three others were removed because they provided
answers to the CSE survey items that were incongruent with their self-reported
work experience. Finally, three participants from the mTurk pool were moved to the
sysadmin group because they reported over five years of IT experience and obtained
high scores on the CSE measures. The final sample consisted of 106 participants, 40
in the sysadmin group and 66 in the non-sysadmin group.
In the following section, we test H4.1a, c, and d. Since the responses were all
single words we cannot examine inter-word latency, therefore H4.1b is not tested.

Keystroke Dynamics
To begin our analysis, we look at a within subjects comparison of the three commands.
Analysis of variance and multilevel linear models with planned contrasts were used
to evaluate the differences between the real and fake commands for the sysadmin
and non-sysadmin groups. For the sysadmin group, a repeated measures ANOVA
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revealed there was a statistically significant difference in the TZ values for the four
commands, F (3, 117) = 21.54, p < .001. Orthogonal planned contrasts were used
in a multilevel model and revealed that the TZ value for the fake command was
significantly higher than that of the real commands, t(117) = 7.63, p < .001 (Figure
4.5). A pairwise t-test with Bonferroni adjustment revealed no statistically significant
differences in the three real commands for the sysadmin group. For those in the nonsysadmin group, Mauchly’s test for spherisity was significant, thus we move directly
to a multilevel linear model with orthogonal contrasts, which revealed no difference
between the fake command and the real commands, b = 0.03, t(195) = 1.61, p > .05
(4.6). Interestingly, a pairwise t-test revealed significant differences in the TZ scores
of ipconfig-netstat and ipconfig-tracert. In other words, beyond having no difference
in the real and fake terms, within the real terms, participants in the non-sysadmin
group were found to give responses that were inconsistent, whereas participants in
the sysadmin group exhibited consistent TZ scores.

Figure 4.5: Sysadmin TZ Scores for Each Command
Another approach for identifying difference between the two groups is to do
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Figure 4.6: Non-sysadmin TZ Scores for Each Command (n.s.)
between groups comparisons of the scores by comparing the real and fake commands
across the groups. We find that for the real commands, the sysadmins had an average
TZ score of -0.17 (SD=0.52), while non-sysadmins had an average TZ score of 0.51
(SD=0.96). This was a significant difference with a large effect size, t(312.569) =
8.2666, p < .001, d = 0.96. When comparing the TZ scores on the fake command for
sysadmins (M=0.37, SD=0.60) and non-sysadmins (M=0.63, SD=0.68), the difference
is still significant, but with a smaller effect size, t(90.2) = 2.1259, p = 0.036, d = 0.43.
We suggest that even though the participants in the sysadmin group were no more
familiar with this item, it is reasonable that they would type the fake command faster
than those in the non-sysadmin group since they presumably have a higher typing
ability - however the magnitude of the difference is interesting and important. When
considered altogether (figure 4.5), we see that commands familiar to IT professionals
were typed with a standardized transition time below the baseline (where TZ=0),
while the unfamiliar command was typed with a standardized transition time above
the baseline. For individuals who are not IT professionals, none of the commands
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were any more familiar than the others (i.e., all were unfamiliar), thereby leading to
all of the commands being typed with a standardized transition time that is above
the baseline. Altogether, these results give support to H4.1a.

Figure 4.7: TZ Scores for Sysadmin and Non-sysadmin
When examining the data to test hypothesis 4.1c, we noticed an issue with the
word structure that complicates the rollover analysis. As mentioned in chapter 2,
certain digraphs contain incompatible finger movements – that is, the same finger
is used to press both keys, as is the case with digraphs such as “rt” and “fg”. In
cases such as these, it is impossible to have a rollover while maintaining normal
touch typing behavior. While this is likely less of an issue in long text comparison,
in short samples the problem is exasperated since the percentage of incompatible
digraphs per sample may be very different. For example, in the current study we
find that ipconfig and netstat have zero incompatible digraphs, while tracert has two
(“tr” and “rt”) and netldcnfg has one (“fg”). We attempted to correct for this by
excluding the incompatible digraphs from the analysis, however, it is very possible
that this reduced the size of the keystroke observations to the point that the analysis
is substantially less powerful. This is discussed in further details in the limitations
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section.
Using orthogonal planned contrasts in a multilevel linear model, we find there is
a statistically significant difference in the percentage of rollovers between the three
real commands and the fake command, b = 3.91, t(117) = 6.77, p < .001, however, a
pairwise t-test also revealed significant differences between the percentage of rollovers
for tracert-ipconfig and tracert-netstat, but not for ipconfig-netstat3 , suggesting
that rollovers as calculate are not a very consistent measure. One might note that
in the word tracert (which was different than all other commands), two out of six
of the digraphs that make up the word contain incompatible keystrokes. For the
non-sysadmin group, we also find a significant difference between the real and fake
commands, b = 2.64, t(195) = 6.91, p < .001.
When considering between subjects differences in the rollover rate, an ANOVA
with planned orthogonal contrasts revealed there was a significant difference between
the percentage of rollovers for the sysadmin group and the non-sysadmin group for the
real commands, t(416) = 5.121, p < .001, while there was no statistically significant
difference in the rate of rollovers between the two groups for the made up command,
t(416) = 1.589, p > .05. Said simply, despite there being a bit of inconsistency in
the rollover analysis, overall individuals in the sysadmin group exhibited a higher
percentage of rollovers on the familiar terms than did the non-sysadmin group,
while there was no difference in the rate of rollovers between the two groups for the
unfamiliar term (Figure 4.8). Taken altogether, while these findings do not perfectly
match H4.1c, they do give partial support for the hypothesis.
To test hypothesis 4.1d, the ratio of backspace to non-backspace key presses was
calculated to give a measure of corrections controlling for word length. ANOVA
One might notice that 23 of the digraphs in the command tracert are incompatible digraphs.
Future work would be well served to investigate this more fully.
3

134

Figure 4.8: Rollover Rates for Sysadmins vs. Non-sysadmins
with planned contrasts and pairwise t-tests were used to compare the four terms for
each group as well as the four terms between the groups. The analysis revealed no
statistically significant differences in any comparisons (Figure 4.9). Therefore H4.1d
is not supported.
Finally, while not directly hypothesized, as before we explore the influence of
expertise on dwell time. A multilevel linear model with planned orthogonal contrasts
was used to evaluate the difference in dwell time for the real commands and the
fake command and revealed no difference in the sysadmin group, b = 0.21, t(117) =
0.36, p > .05, nor in the non-sysadmin group, b = 0.37, t(195) = 0.84, p > .05.
Further, a pairwise t-test was conducted in an attempt to root out any difference in
dwell time and all comparisons were non-significant. As expected, dwell time was
unaffected by the manipulation.
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Figure 4.9: Backspace Rates for Sysadmins vs. Non-sysadmins (n.s.)
4.3.3 Results
These results give fascinating insight into both the typing behavior of experts and
novices, as well as some guidance for ways to improve KD analysis. First, as expected,
we find a significant difference in standardized transition time for familiar (i.e., real)
commands and unfamiliar (i.e., fake) commands, while there was no such difference
for non-experts. When comparing the real and fake commands between the two
groups, we find experts had significantly faster standardized transitions times than
non-experts, while there was no difference between the two groups for the fake
command. Based on these results, it seems highly likely that it would be possible to
classify expertise based on this metric. Additionally, giving support to our proposition
that while transition time is highly variable, dwell time is very consistent, we find
no significant difference in dwell time between the groups, or between any of the
commands within the groups.
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Figure 4.10: Dwell Times for Sysadmins vs. Non-sysadmins (n.s.)
While the results of the rollover analysis were not particularly useful for the current
analysis, it is highly interesting in the broader context of KD analysis. Specially,
we observed that the word structure seems to be very influential, particularly in
short text as we were using here. If the text being compared has a large difference
in the number of digraphs that have incompatible movements, the raw comparison
of rollover rate is, at best, weak and perhaps even meaningless. This observation
will drive future research to establish new techniques for more robust analysis of
rollovers.
Finally, like dwell time, we find no difference in the rate of corrections, leading
us to believe this metric may be of very limited usefulness in KD analysis.
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Hypothesis
Supported?
4.1: When experiencing increased cognitive load,
individuals will exhibit:
a) longer standardized transition times
Yes∗∗∗
b) longer transitions between words
Not Tested
c) fewer rollovers
Partial
d) a greater number of corrections
No
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 4.6: Overview of Results for Experiment 4
4.3.4 Limitations
While we are very optimistic about the results of this work, there are several limitation
that future work should address. First, although this study had the advantage of
being more “real world” as it involved a non-student population and let people work
in the natural environment, we sacrificed a great deal of control and have no way of
knowing if people were using laptops or desktops, specific computer settings such as
key-repeat rate, etc.
Also, it should be pointed out that familiarity with a term does not necessarily
mean someone is an expert in the domain. There are a number of reasons someone
might be an expert at typing a specific term but not be a domain expert - for
example, being a secretary, working in sales, or having an interest in an area, if
not the actual skills. It is also possible that some people are exceptionally good
at typing, even if they are unfamiliar with the terms. It is also worth mentioning
that this technique is only useful for jobs in which the workers frequently interact
with computers. It is unlikely it would be possible to assess the expertise of a chef,
mechanic, or gardener using these techniques.
While a raw calculation of rollovers was only partially supported, we believe
it may be possible to significantly enhance the effectiveness of this measure by
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normalizing the data by determining the likely of rollovers for each digraph based
on our global baseline. For example, incompatible digraphs will have a near zero
percent likelihood of rollovers and thus should be excluded from this type of analysis
altogether. Some other digraphs have a relatively low likelihood of rollover and thus
should be weighted less, while other digraphs, such as “er” have a very high rate
of rollover and should be weighted more heavily in the analysis. This is an area for
future investigation.

4.4 Experiment Five: Task Concurrency
While the previous experiments evaluated elements of intrinsic cognitive load – that
is, the load associated with the processes required to execute the task at hand. In
experiment five, we use both extraneous and intrinsic cognitive load by a) asking
participants to engage in ancillary activities while completing a series of typing tasks
and b) complete a series of mousing tasks of increasing difficulty.

4.4.1 Methodology
A laboratory experiment was conducted to test the hypotheses. Sixty-eight students
(32 male) from a junior level MIS class at the University of Arizona participated
in exchange for course credit. The average age of participants was 20.7 years
(min=20, max=25, SD=1.12) and the ethnic makeup was reasonably diverse, with
60% White/Caucasian, 4% Black/African American, 13% Hispanic, 18% Asian, and
4% Other. System malfunctions invalidated the typing data from 12 participants,
leaving a sample size of 56 for KD analysis. System malfunctions invalidated the
mousing data from 15 participants, leaving a sample size of 52 for MD analysis.
Upon arriving at the laboratory, the participants were seated at computer ter-
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minals and informed of their participant rights. The computers were running a full
screen Chrome web browser at 1920x1080 resolution and were equipped with privacy
screens and headphones. Participants were instructed to enter their email address,
an experiment ID, and a passcode that was given to them via audio instructions.
This ensured the audio was working and gave the participants a chance to ask for
the volume to be adjusted before starting the experiment.
The experiment consisted of two parts designed to elicit typing and mouse
movement. In the first part, participants completed four typing tasks with increasing
levels of extraneous cognitive load. In the second part, participants completed three
mousing tasks of increasing intrinsic cognitive load. After each task, participants
completed the NASA Task Load Index (NASA-TLX) (Hart & Staveland, L. 1988).
The NASA-TLX is a multidimensional scale of perceived workload consisting of six
self-rated items: mental demand, physical demand, temporal demand, performance,
effort, and frustration. Participants self-reported on each of these items on a seven
point scale after each task. It should be noted that while the full NASA-TLX
instrument requires participants to provide a weighting of how relevant they feel
each of the six dimensions are to their personal workload, many studies use a “Raw”
TLX (RTLX) score which either simply averages or sums the six scores, or uses each
of the six scores individually. These approaches are faster to administer, easier for
participants to complete, and have demonstrated levels of sensitivity similar to the
complete instrument (Hart 2006). Thus, we opt to use the RTLX with averaged
scores in this study.
For the typing portion of the experiment, participants were shown four passages
of text from elementary school reading comprehension tests. Each passage was
150-160 words in length. Participants were asked to copy the passage of text into
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a HTML text box directly beneath the passage and were told they would have to
answer a few questions about the text after copying it. The primary reason for
asking the questions was to give a plausible reason to pay attention to the typing
task. The questions, however, were quite simple and there were few incorrect answers
given, thus they are not interesting to discuss here. Three methods were used to
ensure compliance with the copy task: 1) the source text was presented as an image
to prevent participants from copying and pasting the text, 2) text box validation
was used to ensure an appropriate number of characters had been typed and 3) the
submitted data was checked against the source text. Ultimately all participants did
copy the text as instructed.
The first two typing tasks were low cognitive load (LCL) tasks used to establish a
baseline, and there was no attempt to elicit additional cognitive load. The third and
fourth typing tasks where high cognitive load (HCL) as they introduced extrinsic
load by requiring participants to monitor a spoken list of items for specific terms. In
the third typing task, participants heard a list of colors being read by a computer
synthesized voice. They were instructed to count the number of times they heard
the word “blue” while they were typing the text. This task required monitoring the
audio channel and keeping a running tally of the number of times they heard the
key word. In the fourth typing task, participants were told they would hear a list of
items, some of which would be animals, and they should count the number of animals
they hear. This required not only monitoring the audio channel, but also making an
assessment of whether the item was an animal or not and keeping a running tally
of the number of animals. In both HCL tasks, the stimuli were presented pseudo
randomly at intervals between one and three seconds.
The four typing tasks took on average 26.3 minutes (SD=5.5), with a minimum
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time of 15.8 minutes and a maximum of 43.0 minutes. In an effort to reduce
fatigue and the possibility of carrying over cognitive load from the previous tasks,
participants watched a 90 second video clip from the movie “Cloudy with a Chance
of Meatballs” after completing the typing tasks
After the video, participants proceeded to the mouse portion of the experiment,
where they completed three tasks of increasing difficulty. The interface for the task
is based on prior research in MD (Freeman, Dale, and Farmer 2011), with an anchor
button in the bottom center of the screen and response buttons located at opposite
corners of the screen (Figure 4.11) each button was 50px2 , or about one half square
inch on the screen. For each iteration, participants were required to click the anchor
button to advance the stimuli, then click one of the response buttons. Each time the
anchor button was clicked, a new number (approximately 3” tall) would appear in
the middle of the screen for approximately one second, then disappear. Participants
completed 80 iterations of each task.

Figure 4.11: Interface for Answering Mouse Based Cognitive Load Questions
The first task was designed to require very little cognitive effort. Participants
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were instructed to monitor the stream of numbers for the number 5. When they
saw the number 5, they were to click the green button in the top right corner of the
screen. When they saw any number other than 5, they were to click the red button
in the top left of the screen. As expected, participants were very successful in this
task, scoring on average 99.6% (SD=0.9, min=95, max=100).
The second task was designed to elicit slightly higher cognitive load by requiring
lag-1 number recall, as well as simple comparison of two numbers. Participants saw
a stream of 80 numbers similar to those in the first mousing task. This time they
were instructed to click the green button in the top right corner of the screen if the
current number is larger than the previous number, or the red button in the top
left corner of the screen if the current number is smaller than the previous number.
Overall participants were slightly less successful in this task, scoring on average
95.6% (SD=5.5, min=74.4, max=100).
The third and final mouse task was much more cognitively demanding, requiring
lag-2 recall, addition of two numbers, and comparison. Like before, participants were
presented with a stream of 80 numbers. They were instructed to add the previous
two numbers together in their head and if the current number was larger than the
sum of the previous two numbers click the green button in the top right corner of
the screen, or the red button in the top left corner of the screen if the number was
smaller than the sum of the two previous numbers. Participants were appreciably less
successful at this task, scoring on average 81.3% (SD=13.2, min=46.2, max=98.7).
The entire experiment took on average 41.1 minutes (SD=6.5, min=28.1,
max=58.8). At the end of the experiment, participants read a debriefing screen and
were allowed to leave.

143
4.4.2 Analysis
To ensure the tasks elicited the expected cognitive load, we conduct a manipulation
check using the self-reported task-load measures from the NASA-TLX. We then
separately analyze the keyboard and mouse tasks using ANOVA and multilevel linear
models.

Manipulation Check
For each typing and mousing task, participants reported their level of effort using
the NASA-TLX scale. The reported scores for mental load, physical load, temporal
load, success, effort, and frustration were combined into a “Raw” TLX (RTLX) score
(Hart 2006). To ensure the tasks elicited the expected level of cognitive load, a
repeated measures ANOVA was conducted on the RTLX measures reported for each
typing and mousing task, and planned contrasts were used to evaluate the differences
between each task.
Subjects reported RTLX scores for the typing tasks that were in line with
expectations – T1: 2.94 (SD=0.96), T2: 3.00 (SD=1.18), T3: 5.03 (SD=1.07), T4:
5.49 (SD=1.19) (Figure 4.12). A repeated measures ANOVA was conducted for the
typing tasks, revealing that there was a significant difference between the four tasks,
F (3, 156) = 117.2513, p < .001. Orthogonal planned contrasts were used to compare
the four tasks and show that the HCL tasks (3 and 4) elicited a significantly higher
RTLX score than the LCL tasks (1 and 2), t(156) = 18.56, p < .001. As expected, the
planned contrasts revealed no difference in tasks 1 and 2, t(156) = 0.3447, p > .05,
but did show that task 4 resulted in a significantly higher RTLX score than task 3,
t(156) = 2.6508, p < .01.
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Figure 4.12: RTLX Scores for Each Typing Task
Similarly, participants reported RTLX scores for the mousing tasks that were
in line with expectations – M1: 3.03 (SD=1.26), M2: 3.70 (SD=1.25), M3: 5.03
(SD=1.17) (Figure 4.13). A repeated measures ANOVA for the mousing tasks revealed
there was a significant difference between the three tasks, F (2, 104) = 83.2, p < .001.
Orthogonal planned contrasts showed that tasks 2 and 3 were significantly higher on
the self-reported RTLX score, t(104) = 9.738, p < .001, and that task 3 was reported
to elicit significantly higher load than task 2, t(104) = 8.4600, p < .001.
These results suggest the manipulations did have the intended effect, and we can
move forward with analysis as planned.
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Figure 4.13: RTLX Scores for Each Mousing Task
KD Under Cognitive Load
Due to the similarity between the two LCL tasks (1 and 2) and the medium and high
load tasks (3 and 4), the observations have been combined into two groups of low
cognitive load (LCL) and high cognitive load (HCL). Raw and standardized transition
scores (TZ) were calculated at intra- and inter-word levels, and the percentage of
backspace presses and rollovers were calculated.
To test H4.1a, TZ was analyzed. For the LCL condition, the average TZ was
0.293 (SD=0.589, min=-0.757, max=2.011) and for the HCL condition the average
TZ was 0.330 (SD=0.951, min=-0.555, max=2.101) (Figure 4.14). A one-tailed
paired sample t-test revealed a significant difference with a medium effect size,
t(55) = 2.798, p < .01, r = 0.353. These results give support for H4.1a.
To test H4.1b, we calculate the average latency between words. For the LCL
condition, the average inter-word latency was 81.75 ms (SD=47.09, min=6.89,
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Figure 4.14: Standardized Transition Time per Condition
max=199.71). For the HCL condition, the average inter-word latency was 91.11 ms
(SD=46.80, min=21.97, max=204.737) (Figure 4.15). A one-tailed paired sample
t-test revealed a significant difference with a large effect size, t(55) = 4.911, p <
.001, r = 0.552. These results give support for H4.1b4 .
To test H4.1c, we observe the number of rollovers (RO), which is operationalized
as the percentage of digraphs that have a negative transition time. We hypothesize
that participants will exhibit a lower percentage of RO in the HCL condition. The
average percentage of RO in the LCL condition was 18.64% (SD=12.79, min=1.35,
max=52.44) and in the HCL condition 17.57% (SD=12.34, min=1.31, max=46.31)
(Figure 4.16). A one-tailed paired sample t-test revealed a significant difference with
a medium effect size, t(55) = 3.4979, p < .001, r = 0.427, thus lending support to
4

Note that these results also hold for the TZ measure (and in fact produce a larger effect size),
however, when examining intra-word latencies, it is likely that there is less variability due to the
construction of the digraph (since one of the keystrokes is the space bar, which always rests beneath
the thumb), and more of the variability is due to thinking time - thus the raw measure of transition
time is more appropriate here.
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Figure 4.15: Inter-word Transition Times per Condition
H4.1c.
To test H4.1d, we observe the number of times the backspace key was pressed.
We hypothesize that participants will exhibit more corrections in the HCL condition.
We found that the average percentage of backspace keystrokes was 9.70% (SD=5.05,
min=3.19, max=24.3) in the LCL condition and 8.69% (SD=4.87, min=1.84,
max=22.39) in the HCL condition. A one-tailed paired sample t-test revealed
there was not a significant difference in the hypothesized direction, but there was a
significant difference in the opposite direction, t(55) = 2.6954, p < .01. Thus, H4.1d
was not supported.
While no hypotheses were posed about dwell time since previous experiments
have shown transition time to be considerably more valuable in the assessment of
cognitive state, it is worth noting that no significant difference was found between
the conditions for our measure of standardized dwell time, t(55) = −1.2927, p > .05,
thus giving additional support to the methods being leveraged in this research.
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Figure 4.16: Rollover Rate per Condition
MD Under Cognitive Load
To test H4.2a, the total time to complete each mousing task was calculated. M1 took,
on average 190.3 seconds (SD=22.49, min=155, max=251), M2 took 208.9 seconds
(SD=35.4, min=155, max=344) and M3 took 276.7 seconds (SD=89.3, min=168,
max=621) (Figure 4.18). Mauchly’s test for sphericity was significant, thus the
assumption of non-sphericity for repeated measures ANOVA was violated, therefore,
a multilevel linear model was used to evaluate the difference between the groups.
Planned contrasts were used to compare the LCL task (1) to the HCL tasks (2 and
3). The model revealed a significant difference between the LCL task and the HCL
tasks, b = 17.49, t(104) = 6.02, p < .001 and a significant difference between the two
HCL tasks, b = 33.93, t(104) = 6.74, p < .001. These results give support to H4.2a.
To test H4.2b, the average distance per task iteration was calculated. Since all
possible responses were evenly spaced on the screen, there is no need to calculate the
IRT as was necessary in experiments one and two. We find that, on average, for each
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Figure 4.17: Correction Rate per Condition (n.s.)
iteration participants traversed 1,683.8 px (SD=1,120.0, min=1,533.8, max=1,969.0)
on M1, 1,749.6 px (SD=1,214.4, min=1,523.9, max=2029.6) for M2, and 1,839.8
px (SD=1,645.5, min=1,566.4, max=2,296.0) for M3 (Figure 4.19). Mauchly’s test
for sphericity was significant, thus the assumption of non-sphericity for repeated
measures ANOVA was violated, therefore, a multilevel linear model was used to
evaluate the difference between the groups. Planned contrasts were used to compare
the no load condition (task 1) to the increased load conditions (tasks 2 and 3). The
model revealed a significant difference between the LCL task and the HCL tasks,
b = 36.97, t(104) = 5.82, p < .001 and a significant difference between the two HCL
tasks, b = 45.12, t(104) = 4.10, p < .001. These results give support to H4.2b.
To test H4.2c, the average speed of mouse movement during each task was
calculated. We hypothesize that for the HCL tasks, speed should decrease. We find
that in M1, the average speed of movement was 844.6 px/sec (SD=101.6, min=632.9,
max=1052.2), for M2 it was 793.8 px/sec (SD=129.6, min=458.1, max=1026.3)
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Figure 4.18: Time to Complete Each Task
and for M3 it was 650.4 px/sec (SD=158.3, min=301.0, max=909.2) (Figure 4.20).
Mauchly’s test for sphericity was not significant, indicating the assumption of nonsphericity for repeated measures ANOVA was not violated, however, in keeping
with the reporting of the other measures here that do violate the assumption, we
proceed with a multilevel linear model to evaluate the difference between the groups.
Planned contrasts were used to compare the LCL task to the HCL tasks. The
model revealed a significant difference between the LCL task and the HCL tasks,
b = 40.85, t(104) = 7.92, p < .001 and a significant difference between the two HCL
tasks, b = 71.75, t(104) = 8.04, p < .001. These results give support to H4.2c.
To test H4.2d, the average number of direction changes (DC) for each task was
calculated. We hypothesize that the HCL tasks will result in more direction changes.
We find that in M1, the average number of DC per task iteration was 7.0 (SD=1.2,
min=4.7, max=10.1), for M2 it was 7.4 (SD=1.5, min=5.2, max=11.7) and for M3 it
was 8.3 (SD=2.1, min=4.7, max=14.0) (Figure 4.22). Mauchly’s test for sphericity
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Figure 4.19: Average Distance Required to Complete Each Task Iteration
was not significant, indicating the assumption of non-sphericity for repeated measures
ANOVA was not violated, however, in keeping with the reporting of the other
measures here that do violate the assumption, we proceed with a multilevel linear
model to evaluate the difference between the groups. Planned contrasts were used to
compare the LCL task to the HCL tasks. The model revealed a significant difference
between the LCL task and the HCL tasks, b = 0.28, t(104) = 4.41, p < .001 and a
significant difference between the two HCL tasks, b = 0.47, t(104) = 4.29, p < .001.
These results give support to H4.2d.
To test H4.2e, the average number of clicks for each task was calculated. We
hypothesize that the HCL tasks will result in more clicks. It should be noted that
a minimum of two clicks were required for each iterations (one click on the anchor
button, and one click on the response). We find that in M1, the average number of
clicks per task iteration was 2.18 (SD=0.11, min=2.03, max=2.52), for M2 it was
2.19 (SD=0.12, min=2.03, max=2.49) and for M3 it was 2.23 (SD=0.12, min=2.05,
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Figure 4.20: Average Speed for Each Task
max=2.59) (Figure 4.22). Mauchly’s test for sphericity was significant, thus the
assumption of non-sphericity for repeated measures ANOVA was violated, therefore,
a multilevel linear model was used to evaluate the difference between the groups.
Planned contrasts were used to compare the LCL task to the HCL tasks. The
model revealed no significant difference between the LCL task and the HCL tasks,
b = 0.01, t(104) = 1.55, p > .05 and no significant difference between the two HCL
tasks, b = 0.01, t(104) = 1.98, p > .05. These results do not support H4.2e.

4.4.3 Results
The results of this experiment five are highly encouraging for the ability to detect
changes in cognitive load via keyboard and mouse interactions. All hypotheses except
number of corrections (KD) and number of clicks (MD) were supported, suggesting
that there are several features in KD and MD that may be useful for identifying
changes in cognitive load.
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Figure 4.21: Average Number of Direction Changes for Each Task Iteration
We find that participants exhibit slightly higher standardized transition time
both within words and between words when under cognitive load. We would suggest
this is an outcome of the noise being introduced into the system by the extraneous
cognitive load (monitoring the stream of words for specific items) disrupting the
inner-outer loop of typing. As an additional side effect of this disruption, we find
that participants exhibit fewer rollovers, presumably because they are typing more
slowly and deliberately.
Users were not found to exhibit a greater number of corrections when under
high cognitive load, was not supported. In fact, we observed that users made
more significantly more corrections in the LCL condition. There are a few possible
explanations for this. First, it is possible that number of corrections is not as
effective of a measure as number of errors. Participants may have made more errors
in the HCL condition, but did not go back to correct them, either because they
did not notice them or did not want to correct them (perhaps because doing so
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Figure 4.22: Average Number of Clicks for Each Task Iteration (n.s.)
would take cognitive resources away from the extraneous task). It is also possible
that fewer errors were observed because the slower transition time resulted in fewer
typos. Finally, it is possible that participants made fewer mistakes because they
were exerting more effort and attention to typing the passage correctly because of
the extraneous load. This area should be explored in more detail in future work.
In the mouse analysis, we have similarly encouraging results. We found that
participants spent more time on the tasks, moved the mouse further, moved the
mouse more slowly, and exhibited more direction changes when under increased
cognitive load, thus supporting hypotheses 4.2a-d. Users did not, however, exhibit
more clicking when under high cognitive load. There are a few possible reasons for
this. The targets may have been large enough (50 px2 ) that missed clicks were less
prevalent. Fewer click may also be the results of participants having only two choices
and not being able to change their answer. Prior work suggests the increase in clicks
is not due to missing the target, but rather due to the changing of one’s answer
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Hypothesis
Supported?
4.1: When experiencing increased cognitive load,
individuals will exhibit:
a) longer standardized transition times
Yes∗∗
b) longer transitions between words
Yes∗∗∗
c) fewer rollovers
Yes∗∗∗
d) a greater number of corrections
No
4.2: When experiencing increased cognitive load,
individuals will exhibit:
a) longer total response time
Yes∗∗∗
b) longer Euclidean distance
Yes∗∗∗
c) slower movements
Yes∗∗∗
d) more direction changes
Yes∗∗∗
e) more clicks
No
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 4.7: Overview of Results for Experiment 5
(Hibbeln et al. 2014). If additional clicks are the results of participants being unsure
about which answer to select, the reason for the non-significance in this study could
be because there was a definite answer to the questions in this study and participants
felt confident about their answer when they submitted their response. Future work
should explore this in more depth.

4.4.4 Limitations
There are a number of limitations to this study. First, the elicitation of cognitive
load was very specific and deliberate. Participants were engaging in an artificial task
designed to subject them to cognitive load. Subsequent work might consider being
more general, having users engage in normal computer use behavior while being
subjected to extraneous cognitive load.
Second, there were several technical malfunctions during the experiment, which
invalidated data from approximately 22% of the participants. This is an unfortunate
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circumstance, however ongoing enhancements to the experimental system should be
able to resolve this issue.
Finally, the scope of the MD findings are limited to the mouse. As suggested
in experiment three, there are inherent differences in devices such as the mouse
and trackpad, thus future work should attempt to replicate these findings using
alternative pointing devices.

4.5 Discussion
In this chapter we have discussed many interesting techniques and applications of
KD and MD for assessing cognitive load.
In experiment three, we find that when participants type terms that are unfamiliar
vs. familiar, they exhibit slower transition times. We find these results to be similar
to those reported in (Jenkins et al. 2013), who reported transition times for name
was 65 ms, while transition time on unfamiliar passwords was 111 ms. In the current
study the change is of similar magnitude, with transition time for name being 56 ms
on average and 128 ms for unfamiliar passwords. This has interesting applications
in the field of information security, where one common recommendation is that
passwords should not be used across multiple systems. Failure to adhere to this
suggestion can lead to a “domino effect” (Ives, Walsh, and Schneider 2004) in which
multiple systems are compromised because of the compromise of one weak system.
The KD findings from experiment three were extended to experiment four,
showing that these findings hold not only for passwords, but also for other terms that
individuals have varying levels of familiarity with, specifically job specific terms. We
showed that individuals that have a high level of experience with a domain will type
terms related to that domain more quickly that similar words that are not related to
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the domain. Individuals with no domain experience, however, showed no difference
between the domain-specific and domain-irrelevant terms. One interesting application
of this finding would be in job interviews or performance reviews. Assessments such
as writing compute code are already commonplace for programming jobs, however, by
using the techniques described here, it might be possible to assess a job candidate’s
familiarity with a wide range of fields by observing how they type domain-relevant
terms. This technique might also valuable for increasing the quality of crowdsourced
information. One problem with “the wisdom of crowds” is that not all users in the
crowd have the same level of expertise. By being able to identify individuals that
have more valuable contributions, the quality of crowdsourced data may be able to
be improved (Lukyanenko, Parsons, and Wiersma 2014).
The MD findings from experiment three have interesting implications for online
learning. By observing when students exhibit changes in this mouse behavior (i.e.,
longer, slower movements with a high number of direction changes), it may be
possible to identify when they are having trouble understanding a concept - similar
to seeing a confused look on a student’s face in a FTF class. This could also be
useful in assessments, where it might be possible to determine if a student was sure
of the answer they provided, of if they were just guessing. This technique could be
used to create adaptive tests that are able to more accurately represent a student’s
mastery of the material.
The MD analysis in experiment five largely replicated the findings from experiment
three – as the cognitive load required to answer questions with the mouse increased,
response time, distance, and number of direction changes all increased while speed
decreased. Experiment five also introduced load that is extraneous to the primary
task. Being able to detect extrinsic load has a number of applications. First, it might
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be useful to be able to determine if someone is multitasking and potentially not
devoting proper attention to the task at hand. This could be useful for increasing
task vigilance. This might also be useful for creating separate profiles of individuals
to facilitate more accurate modeling of KD and MD signatures. For example, creating
different signatures for the same user for when they are sitting at their desk and
are focused on the task and hand, vs. when they are at home watching TV while
working on their laptop.
Ultimately, we found a great deal of success in being able to assess cognitive load
using KD and MD.
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CHAPTER 5

Deception and HCI Behavior

He that has eyes to see and ears to hear may convince himself that no
mortal can keep a secret. If his lips are silent, he chatters with his
fingertips; betrayal oozes out of him at every pore. - Freud (1905)

In this chapter, we examine a common antecedent to negative affect and cognitive
load – deception. While there are many definitions of deception, an overarching
definition on which most researchers can agree is that deception is “...an intentional
act in which senders knowingly transmit messages (verbally or nonverbally) to
mislead another by fostering false impressions, beliefs, or understandings by actively
concealing the truth” (Burgoon, Guerrero, and Floyd 2010, p. 406). Deception
may take a number of forms including outright lies, white lies, lies of omission,
fabrication, concealment, impostorship and so on. Deception is an unfortunately
common phenomenon in modern life, with wide support for the proposition that
individuals engage in some type of deception, and are victims of some deception,
multiple times per day. On top of this, research shows that people are, on average,
only about 54% accurate at detecting deception (Bond and DePaulo 2006). This
problem is exasperated in CMC as there are typically fewer cues available to the
receiver to aid in the detection of deception, and deceivers may be more at ease as
they are further removed from the individual they are deceiving.
This is an unfortunate state of affairs since, as previously mentioned, personal and
business communications are increasingly computer mediated. Being able to detect
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deception in these scenarios is important because these types of communication
may be of very high stakes - for example, companies would benefit from being
able to assess the veracity of a candidate’s application in an online job posting as
recent research suggests that a third of job applicants provide untrue information
about their qualifications or job history (Lucas and Paller 2013). Even after being
hired, employees may cause harm to a company as “insider threats”. A 2011 survey
conducted by the U.S. Secret Service suggests that 46% of all information systems
security breaches are caused by malicious insider threats (Baker et al. 2011). Being
able to detect deception in online communication would also be useful for individuals,
as online fraud in C2C e-commerce is a growing problem (Garg and Niliadeh 2013;
Moore, Clayton, and Anderson 2009). A 2006 study found that 11.2% of the U.S.
population has experienced online fraud, resulting in an estimated annual financial
impact of over $680 million (Anderson 2004; FTC 2006; Pratt, Holtfreter, and Reisig
2010). Further, it would be beneficial in many cases for individuals to be able to
detect deception in interpersonal communication (such as email or chat), or gauge
the veracity of information posted to web sites.
In this chapter, we will review some of the common theories of deception and
techniques that are commonly used to detect deception. We will then apply what
we have learned in the prior studies in an effort to detect deception by analyzing
KD and MD behavior.

5.1 Detecting Deception
Deception is a topic that has garnered a tremendous amount of attention from the
research community, leading to many studies that have explored the physiological
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responses to deception1 . A common component of many theories is that physiological,
cognitive, and behavioral cues “leak” out unintentionally during deception (Ekman
and Friesen 1969), and being able to detect and analyze this “leakage” may help to
assess credibility. These cues may be behavioral, for example, changes in movement
or linguistic patterns, or physiological, such as changes in heart rate or respiration. It
may be possible to detect these changes by human observation, or, as a considerable
amount of research conducted here at the University of Arizona has explored, using
computer assisted techniques.
One theory that helps explain these interactions is Interpersonal Deception Theory
(IDT; Buller and Burgoon (1996)). ITD focuses primarily on the interaction between
participants in communication, rather than individual features, and provides eighteen
propositions that help guide an understanding of deception. A few of the propositions
are particularly relevant to the current research. For example, in propositions three
and four, IDT suggests that deceivers will display more non-strategic cues to their
heightened arousal and negative affect, and that this will be amplified in more
interactive contexts – that is to say, we might expect different types of behaviors in a
non-interactive online scenario such as posting false information to a message board,
vs. interactive scenarios such as chatting with a friend in real time. The context of
the communication, for example, FTF vs. telephone vs. online deception, will lead
to unique attributes in the interaction that must be taken into account.
The responses to deception have also been described by grouping responses into
categories such as those described in the four factor model of deception (Zuckerman,
DePaulo, and Rosenthal 1981). The four factor model suggests that cues of deception
manifest because of arousal, negative valence, cognitive effort, and attempted control.
1

see DePaulo et al. (2003) for a review of 120 studies that have examined 158 cues to deception
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Figure 5.1: The KD3 Model
Prior research suggests that deception is psychologically and physiologically arousing,
and made lead to responses such as increased heart rate, dilated pupils, increased
respiration, etc. Deception may also be associated with negative emotions such as
guilt, nervousness, or anxiety. Deception is also more cognitively challenging, and
deceivers must work to fabricate a story, keep their story straight, avoid disclosing
certain details, etc. This has been shown to manifest as response latency, speech
disfluencies, and more pauses. Finally, they suggest that deceivers will try to control
the cues they think they may be displaying, frequently to their own demise as they
overcompensate.
Prior research has explored a wide range of techniques for detecting these cues.
Emerging research has begun investigating the possibility of using human input
devices (HIDs) such as the computer keyboard and mouse as indicators of deception.
Recent research suggests that analysis of mouse movement is useful for identification
of fraud (Hibbeln et al. 2014), theft, and cheating (Jenkins 2013; Valacich et al. 2013).
Building on the four factor model, the Keystroke Dynamics Deception Detection
(KD3) model (Grimes, Jenkins, and Valacich 2013a) suggests that deception will
lead to increases in negative arousal and cognitive load, which will, as described in
the previous chapters of this dissertation, ultimately result in diminished fine motor
control and greater variability in typing behavior.
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Based on this prior work in deception detection and our understanding of HCI
behavior, we propose the following hypotheses:
Hypothesis 5.1: When engaging in deception, individuals will exhibit
changes in KD including a) longer standardized transition times, b)
longer transitions between words, c) fewer rollovers and d) a greater
number of corrections than when behaving truthfully.
Hypothesis 5.2: When engaging in deception, individuals will give
shorter responses than truth tellers.
The balance of this chapter describes two experiments in which these hypotheses
are tested and the subsequent analysis.

5.2 Experiment Six: Impostorship and Mock Data Theft Part 1
This study was supported by the Center for Identification Technology Research
(CITeR) and the National Science Foundation under Grant No. 1068026. Note
that additional research questions and sensors were involved in this research, which
are beyond the scope of the HCI analysis discussed here. The author gratefully
recognizes the contributions of Drs. Judee Burgoon, Joe Valacich, Nathan Twyman,
Jeff Jenkins, Jeff Proudfoot and Aaron Elkins in the design and execution of this
experiment. Results of this experiment were presented in part at the Fall 2013 CITeR
meeting in Burgoon et al. (2013).
Experiment six builds on our prior research in assessing affect and cognitive load.
This study is designed to address a problem that has been identified by the US
government in GAO report GAO-12-888 – identifying individuals who are engaging in
unscrupulous behavior using an assumed identity. A common challenge in deception
research is that experiments often require putting individuals into situations that
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may be far from their normal reality. In this experiment, we attempt to put our
student participants into a situation that is unfortunately rather common in college
environments - cheating on an exam (Eret and Ok 2014). In this study, participants
were to assume a false identity in order to gain access to restricted IT resources and
steal an exam key. Typing was elicited before and after committing the mock-data
theft and subsequently analyzed to a) reveal the individual’s true identity and b)
identify individuals that were involved in the crime based on their typing behavior.

5.2.1 Methodology
One hundred and seven students (54 male) from the University of Arizona participated
in exchange for $20 compensation, with a $20 bonus if they completed the experiment
without confessing to the crime. The makeup of the subject pool was ethnically
diverse, with 57% Caucasian, 18% Asian, 13% Hispanic and 12% reporting another
ethnicity. Upon arriving at our laboratory on the first floor of McClelland hall,
participants were informed of their participant rights and signed an informed consent
form. After completing a short task unrelated to the current analysis, participants
were led into a separate room (the “Pre-task” room, Figure 5.2) where they completed
a pre-survey and provided a typing sample.
In the initial typing task, participants answered eight short questions about
themselves (name, home state, school they attend, etc.) and described what they
had done for the two hours prior to coming in for the experiment. Participants also
completed a transcription task in which they typed a variation of the University of
Arizona honor code. During all typing tasks, KD characteristics were captured and
stored in a MSSQL database for subsequent analysis.
After completing this initial task, participants returned to the “check-in” room
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Figure 5.2: Laboratory Configuration
and were randomly assigned into “theft” or “no-theft” conditions. Participants in
the theft condition were shown a binder with 100 ID cards for Eller Information
Technology Services (ITS) – a fictional but real sounding organization (Figure 5.3) –
and were asked to select an ID card they believed they could pass for. After selecting
an ID, participants were given a sealed envelope containing instructions and a USB
thumb drive. They were instructed to go out to the elevator (located just outside
the door to the lab, as illustrated in Figure 5.2) and go to the fourth floor. Only
once they were in the elevator were they to open the envelope2 . Participants in the
no-theft condition were not shown the binder of false ID cards, but were given a
similar sealed envelope containing instructions for a benign task.
Participants in both conditions completed a similar task which involved retrieving
2

Pilot tests revealed that if participants read the instructions prior to getting on the elevator,
they would often immediately return to the lab for confirmation that they were supposed to steal a
file, thus increasing the sanctioning of the task. When participants waited until they were in the
elevator, however, the length of the ride seemed to dissuade participants from returning immediately.
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Figure 5.3: Counterfeit ID Card Binder
information from the MIS department. Participants in the no-theft condition were
to go to the MIS office on the 4th floor and log in to a computer using “guest”
credentials provided in the instructions. From there they were to look up and record
the time and date of a lecture series – publicly available information. Participants
in the theft condition were similarly instructed to go to the MIS office, however, in
the instructions they were given, they were told to use the name on the fake ID and
an associated password (taped to the back of the ID card) to access a computer
ostensibly reserved for TAs to print exams and “steal” an exam key by copying it to a
USB flash drive. If challenged, participants in the theft condition were to show their
fake ID and say they were from Eller Information Technology Services and had been
sent up to update the antivirus on the computer. Participants in both conditions
were instructed to return to the lab on the 1st floor to deliver the information.
Upon arriving back at the lab on the first floor, participants were confronted by a
member of the research team and were informed there had been a theft in the building
and they would have to be questioned as part of the investigation. Participants
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were subjected to a number of screening interviews including a computer-based
questionnaire similar to the form they completed at the beginning of the experiment.
A key difference in the two questionnaires is that instead of being asked what they
had done prior to the experiment, participants were asked to describe “...what [they]
did after leaving room 109 and while in the MIS office”.
After completing the interviews, participants were debriefed and compensated.
The entire procedure took about 45-60 minutes to complete.

5.2.2 Analysis
Of the 107 participants in the experiment, five were disqualified from the typing
analysis for technical or procedural issues leaving 102 participants (61 in the theft
condition) for analysis. Nineteen of the participants in the theft condition confessed
to the crime, resulting in three groups for analysis: theft (n=42), no-theft (n=41),
and confessed (n=19). For each hypothesis, measurements of the DVs were compared
between the three groups using ANOVA and linear models with planned orthogonal
contrasts.
Hypothesis H5.1a posits that individuals engaging in deception will exhibit longer
standardized transition times. To test this, we calculate the standardized transition
times for the key question in the post-interview (“Please describe what you did
after leaving room 109 and while in the MIS office”) using the responses from
the questions in the pre-interview as a baseline. An ANOVA was conducted to
determine if there was any difference between the three groups. The analysis revealed
there was a difference between at least two of the groups, F (2, 99) = 5.577, p <
.01. The linear model revealed there was a significant difference between the theft
condition (M=0.5169, SD=0.8825) and the no-theft/confessed conditions (M=0.0613,
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Figure 5.4: Standardized Transition Time
SD=0.5230 and M=0.0497, SD=0.4336, respectively), t(99) = 3.2522, p < .01. There
was no statistically significant difference in the no-theft and confessed conditions
(Figure 5.4). This finding gives support to H5.1a.
To test H5.1b, that deceivers would exhibit long inter-word transition (IWT)
than truth tellers, the raw transition time of digraphs including the space bar
were compared between each condition. Participants in the no-theft condition
averaged 52.9 ms (SD=30.9) for IWT, while participants in the confessed condition
averaged 57.2 ms (SD=19.8) and participants in the theft condition averaged 60.6 ms
(SD=29.4). While the trend of these data are in the expected direction, the ANOVA
revealed no significant difference between the three groups. A supplemental pairwise
t-test with Bonferroni adjustment also revealed no difference between the groups,
thus we find no support for H5.1b.
Hypotheses 5.1c and 5.1d suggest that deceivers will exhibit fewer rollovers
and more corrections than truth tellers. For the analysis, the ratio of rollovers
compared to total digraphs and backspaces compared to non-backspace keystrokes
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was calculated. The analysis revealed a rollover rate of 21.60% (SD=12.97) in
the no-theft condition, 18.91% (SD=10.16) in the confessed condition, and 20.11%
(SD=12.33) in the theft condition. When examining the rate at which corrections
occur, we find a backspace rate of 9.85% (SD=11.46) in the no-theft condition, 6.75%
(SD=3.53) in the confessed condition, and 12.22% (SD=8.67) in the theft condition.
The ANOVA and subsequent pairwise t-tests revealed no differences between the
conditions for rollovers or corrections, thus H5.1c and H5.1d are not supported.
In H5.2, we suggest that deceivers will give shorter responses than truth tellers.
In the analysis, we found that participants in the theft condition typed, on average,
71.5 characters (SD=41.3), while participants in the no-theft condition typed 108.2
(SD=55.8) and participants who confessed typed 127.1 (SD=58.2). An ANOVA
revealed a significant difference between the three groups, F (2, 99) = 9.614, p <
.001. Orthogonal planned contrasts found a significant difference between the theft
condition and the no-theft/confessed conditions, t(99) = 4.376, p < .001, and no
significant difference between the no-theft and confessed condition - however, as
illustrated in Figure 5.5, there was a suggestive trend of confessors typing more,
which has some face validity as they likely had more to say that those in the no-theft
condition.

5.2.3 Results
The results of this experiment align with previous findings that suggest standardized
transition time is a good measure of elevated cognitive state. The findings also
corroborate previous research in general deception detection that suggests deceivers
tend to give fewer details than truth tellers. Along these same lines, we find that,
while not a statistically significant difference, there was a trend that confessors
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Figure 5.5: Response Length
tended to give longer responses, presumably because they had more details to share.
There was no support for rollovers, inter-word transition time, or corrections.
While rollovers and IWT have received mixed support in the prior experiments,
corrections seem to be of low value for detecting changes in cognitive state. An
overview of the results is presented in Table 5.1.
Hypothesis
Supported?
5.1:When engaging in deception, individuals will exhibit
changes in KD including:
a) longer standardized transition times
Yes∗∗
b) longer transitions between words
No
c) fewer rollovers
No
d) a greater number of corrections
No
5.2: When engaging in deception, individuals will give
shorter responses than truth tellers.
Yes∗∗∗
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 5.1: Overview of Results for Experiment 6
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5.2.4 Limitations
There were a number of limitations in this study, many of which we attempt to
address in experiment seven. First, there were many parts of the experiment that
were awkward and/or contrived feeling - specifically giving the ID card to the
participant. This potentially led to participants feeling the act was sanctioned and
thus potentially lowering their arousal. Additionally, after committing the theft,
participants returned to the “check-in” room of the lab where they initially started.
Many participants believed the experiment was over at this point and failed to
maintain their deception, thus leading to a high number of confessions.
Due to our limited experience eliciting keystroke data when the experiment
was conducted, there were some shortcomings in this aspect of the experiment.
Specifically, capturing more long-text (rather than the short question such as name
and home state) would have been beneficial. Also, as suggested by IDT, the lack of
interactivity of the system which elicited the typing could have reduced the level of
arousal. This limitation is addressed in experiment seven by using a NLP enabled
online chat agent.

5.3 Experiment Seven: Impostorship and Mock Data Theft Part 2
This study was supported by the United States Department of Homeland Security
through the National Center for Border Security and Immigration (BORDERS) under
grant number 2008-ST-061-BS0002. Note that additional research questions and
sensors which are beyond the scope of the HCI analysis discussed here were involved
in this research. The author gratefully acknowledges the contribution of the entire
BORDERS center at the University of Arizona for the combined effort of designing
and executing this experiment.
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Experiment seven was modeled after experiment six with a few key differences in
the experimental protocol. While a full description of the differences in the protocols
is beyond the scope of this work, the interested reader is encouraged to review Grimes
et al. (2015). As with experiment six, there are many aspects to this study that are
beyond the scope of this chapter, including the collection and analysis of vocalic,
linguistic, oculometric, and tablet-based kinesic data. The analysis and discussion of
such features remains with the co-investigators on this project.
A notable difference between the experiments is the way in which typing was
elicited. Whereas in experiment six text was elicited via a simple form on a web
page, in this experiment a conversational agent, or “chatbot”3 was used to give
the participants instructions and to conduct an investigatory interview (Figure
5.6). The use of chatbots provided several benefits to the experiment, including a
more consistent experience across participants and a more realistic, if not somewhat
disconcerting, scenario for giving the participants instructions and distributing the
false ID cards. Scenarios in which people receive instructions from mysterious
computer hackers are common in popular movies and television shows such as the
“follow the white rabbit” scene in The Matrix (Wachowski and Larry 1999). Along
these lines, one participant reported in the post survey that he felt like he was in
the movie “Eagle Eye” when receiving the instructions from the chat bot.

5.3.1 Methodology
A laboratory experiment was conducted with 191 students, randomly assigned into
theft (n=104) or no-theft (n=87) conditions. During the course of the experiment, a
number of participants either refused to participate after reading the instructions
3
Special thanks to Ryan Schuetzler and Justin Giboney for their part in the development of the
chatbot, which is described in greater detail in Schuetzler et al. (2014).
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Figure 5.6: Instruction Giving Chatbot “Rob” (left) and Investigatory Chatbot “Ben”
(right)
(n=8), were disqualified for technical reasons (n=5) or confessed during the chat
(n=8) leaving a usable sample of one hundred and seventy – 85 in the theft condition
and 85 in the no-theft condition. Since there were a relatively small number of
confessions in the chat interaction, we do not discuss these participants in further
detail.
After arriving at the laboratory, located on the first floor of McClelland hall,
participant signed an informed consent form and were told they would be eligible to
receive a performance bonus if, after our analysis, they were deemed to be among the
best at appearing honest throughout the entire experiment. Participants were then
led into a private room (“Pre-task” in Figure 5.2) where they engaged in an online
chat conversation with a chatbot named “Rob”. Rob was configure to act as if he
were another participant in the experiment, carrying out a conversation with each
participant using natural language processing (NLP) techniques to infer meaning
from the text entered by participants and give appropriate responses based on their
input. For example, if the participant mentioned they had just eaten lunch, Rob
might respond by saying he was hungry and asking what they had for lunch. This
series of questions was meant to build rapport and elicit baseline typing behavior.
As part of the rapport building, Rob asked one key question that would be used for
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later comparisons: “Please described to me what you have done for the two hours
before coming here.” After approximately seven rapport building messages had been
exchanged, the conversation changed based on condition.
Participants in the theft condition were instructed to look for a box underneath
the desk. In this box was a collection of identification cards for the Eller Information
Technology Services (ITS) department – a fabricated, but legitimate sounding,
department – on lanyards similar to those often worn by IT staff (Figure 5.7). The
box also contained a sealed brown envelope with instructions for their task and a
USB thumb drive. Participants were instructed to choose the ID card that looked the
most like them, leave the laboratory without talking to anyone, and take the elevator
to the fourth floor. Once they were in the elevator, they were to open the envelope
and read the instructions. Similar to experiment six, the instructions told them to
use the ID card and an associated username and password to access a restricted
computer in the MIS department office ostensibly used by teaching assistants to
print exams. Participants were to copy an exam key file found on the computer to a
USB drive and deliver the file to a third party. In this version of the experiment,
however, participants were not to return to their original location but rather the “ITS
Annex” (see Figure 5.2), which is connected to the lab in such a way that it is not
readily apparent to those unfamiliar with the layout. If challenged during their task,
participants were instructed to say they worked for Eller Information Technology
Services and had been sent to update the antivirus software on the computer.
Similar to experiment six, participants in the no-theft condition completed a
similar task but were not exposed to the false identification cards, but simply access
public information on the computer in the MIS department using generic “guest”
credentials. With the exception of the nefarious action (using the false ID and
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Figure 5.7: Box of Counterfeit ID Cards
stealing the exam key), the task was very similar for both conditions. Upon arrival
at the “ITS annex” room, participants were confronted by a member of the research
team and interviewed about the theft by a series of computer-based interview systems,
including an investigatory interview with the “Ben” chatbot. The chat with Ben with
less conversational in nature than the conversation with “Rob”, this time focusing on
investigating the participant’s involvement in the crime rather than building rapport
(Table 5.2).
At the conclusion of the interview, participants filled out an exit survey and were
debriefed. After the data were analyzed, the twenty participants from each condition
who exhibited the smallest changes from their baseline typing and mouse movement
behavior were contacted and awarded a $40 performance bonus.

5.3.2 Analysis
Initial analysis showed that three questions in the post interview were of particular
diagnostic value: numbers 3, 4, and 5 (Table 5.2). These three questions were
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1. Please state your name
2. As you may be aware, there was a theft in the building earlier today.
We are conducting an investigation, please let me know when you are
ready to begin.
3. You were seen leaving room 109 earlier today. What did you do
between leaving 109 and arriving in this room?
4. You were seen entering the MIS office. Please describe what you did
while in that room.
5. An exam key was stolen from the MIS office today. What should happen
to someone who steals an exam key?
6. Please describe the chat conversation you had at the beginning of this
experiment.
7. Please tell me more about what this person told you to do.∗
8. The UA Honor Code states that anyone involved in cheating should be
expelled from the university. How does that make you feel?
9. It seems like you are nervous. Can you explain why that is?
10. What was your involvement in the theft of the exam key?
11. I am detecting deception in your response. Please explain why that is.
∗
Only those who gave a short answer to Q6 were presented with this question
Table 5.2: Chatbot Conversation with “Ben”
directly relevant to the theft, and elicited a sufficient amount of text from almost all
participants while many of the other questions elicited very short answers. Therefore,
our analysis focuses on these three questions, however, a full chart of the means and
significance tests can be found in Appendix B.
To investigate H5.1a, that standardized transition time would be longer for those
in the theft condition than the no-theft condition, the global baseline was used to
calculate standardized transition (TZ) times for each participant for each of the
questions. The TZ score for each of the questions of interest (3, 4 and 5) were
compared to the TZ score for the baseline question, thus giving a measure that
controlled for individual differences in typing speed. One-tailed between subjects
t-tests were then conducted for each of the questions. The results of the analysis
are presented in Table 5.3. Overall, we find a significant difference in TZ between
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Figure 5.8: Standardized Transition Times Figure 5.9: Inter-word Transition Times
the groups with small to medium effect sizes for each of the questions, thus giving
support to H5.1a (Figure 5.8).
No-Theft
Theft
Average
SD
Average
SD
t-value
Question 3
0.0138 0.2059
0.0778 0.2512 1.8159∗
Question 4 -0.0180 0.2333
0.0764 0.3047 2.2680∗
Question 5 -0.0311 0.2809
0.1174 0.2829 3.4340∗∗∗
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001

Cohen’s d
0.28
0.35
0.53

Table 5.3: Standardized Transition Times and Significance
To test H5.1b, the raw transition time for digraphs containing a space (representing
it was between words) was compared between groups for each of the questions of
interest. On questions three and five there was no significant difference, however,
IWT was significantly slower for participants in the theft condition for question four,
thus giving partial support for H5.1b (Figure 5.9).
As described in previous experiments, rollover rate was calculated by dividing the
number of digraphs with a negative transition time by the total number of digraphs,
thus giving a measure of the percentage of digraphs there were rollovers. Again, we
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No-Theft
Theft
Average SD
Average SD
t-value Cohen’s d
Question 3
77.50 45.17
77.33 51.08 0.0231
∗
Question 4
69.94 44.43
82.06 43.26 1.7979
0.28
Question 5
70.74 46.45
81.48 64.42 1.2244
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 5.4: Inter-word Transition Times and Significance
find mixed results in this analysis with question four having a statistically significant
difference, but no difference for questions three or five (Figure 5.10). We similarly
calculate a rate of corrections by dividing the number of times the backspace key
was pressed by the total number of keystrokes, but find no difference in any of the
questions (Figure 5.11).
No-Theft
Theft
Average SD
Average SD
t-value Cohen’s d
Question 3
18.61 14.10
18.57 12.87 0.0211
Question 4
20.84 15.00
17.74 11.78 1.4981†
0.23
Question 5
20.25 16.07
17.88 12.61 1.0667
†
∗
∗∗
∗∗∗
p < .1,
p < .05,
p < .01,
p < .001
Table 5.5: Rollover Rates and Significance
No-Theft
Theft
Average SD Average SD
Question 3
5.45 5.95
5.52 5.62
Question 4
6.89 5.12
7.10 7.42
Question 5
6.71 8.23
5.81 7.47
†
∗
∗∗
p < .1,
p < .05,
p < .01,

t-value Cohen’s
0.0817
0.2162
0.7475
∗∗∗
p < .001

d
-

Table 5.6: Correction Rates and Significance
Finally to test H5.2, that deceivers would exhibit shorter responses than truth
tellers, a one-tailed t-test was used to compare the average number of keystrokes
from each group on each of the three questions. The results presented in Table 5.12
show that participants in the theft condition had significantly shorter responses on
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Figure 5.10: Rollover Rates (n.s.)

Figure 5.11: Correction Rates (n.s.)

all three questions, with large effect sizes on questions three and four and a small
effect size on question five (Figure 5.12).
No-Theft
Theft
Average SD
Average SD
Question 3
157.3 145.0
68.9 90.4
Question 4
186.7 166.0
77.2 67.2
Question 5
66.5
60.3
53.2 45.7
†
∗
∗∗
p < .1,
p < .05,
p < .01,

t-value Cohen’s d
5.1196∗∗∗
0.79
∗∗∗
5.7830
0.89
1.6174†
0.25
∗∗∗
p < .001

Table 5.7: Response Length and Significance

5.3.3 Results
As with experiment six, here we find strong support for the hypothesis that standardized transition time increases when individuals are responding deceptively. We
also find support for the hypothesis that individuals will give shorter responses when
behaving deceptively.
We find partial support for IWT and rollovers. These features appear to trend in
the correct direction, they overall perform less consistently than TZ and response
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Figure 5.12: Response Length
Hypothesis
5.1:When engaging in deception, individuals will exhibit
changes in KD including:
a) longer standardized transition times
b) longer transitions between words
c) fewer rollovers
d) a greater number of corrections
5.2: When engaging in deception, individuals will give shorter
responses than truth tellers.
†
p < .1, ∗ p < .05, ∗∗ p < .01, ∗∗∗ p < .001

Supported?

Yes∗∗∗
Partial
Partial
No
Yes∗∗∗

Table 5.8: Overview of Results for Experiment 7
length. Future research should investigate these features more carefully, perhaps with
additional techniques to reduce the noise inherent in these measures – for example,
by controlling for digraphs that are easy to generate a rollover for (such as “er”) and
digraph that are impossible to have a rollover (i.e., “tt”).
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5.3.4 Limitations
As with all experiments, this study is subject to a number of limitations. First, despite
our best efforts in making the distribution of the instructions and false credentials
seem unsanctioned, participants from a student population were participating in a
study they knew was sanctioned by the university. At the same time, we did have
several participants that either refused to participate after reading the instructions
or refused to steal the file after going up the elevator, thus suggesting the scenario
did elicit a heightened state of arousal. Future work should attempt to replicate
these findings using different scenarios that might have different levels of believability
for the participants.
A second limitation is that the chat based post-interview was the last task that
was performed, thus it is very possible that participants had already become “numb”
to the interrogation after being subjected to three other computer based interviews
prior. Future work should consider replicating these results with KD analysis being
the primary focus, which might increase the efficacy of the analysis.

5.4 Discussion
In this chapter, we have demonstrated the efficacy of keystroke dynamics for credibility
assessment. Specifically, two features appear to be highly influenced by deception standardized transition time and response length. Additionally, other features such
as inter-word transition and rollovers had limited success and should be investigated
further.
These findings have several implications for practice. For example, companies
might use techniques such as these to identify employees that pose a threat to the
security of the organization. Companies might also integrate a system using these
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techniques into online chat systems used to interact with customers in order to
identify when individuals are attempting to defraud the company – for example, but
making untrue warranty claims, or untrue accusations toward the company.
While a system such as this is certainly not infallible – it is entirely possible that
individuals might exhibit cues such as these outside of behaving deceptively – it does
provide additional information with which decisions can be made. Ultimately the
research presented in this chapter helps to inform future work in the area and sets
the stage for novel business applications of keystroke dynamics.
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CHAPTER 6

A Way Forward

In this dissertation, we have explored the influence of affect, cognitive load, and
deception on HCI behavior. A full overview of the findings is presented in Appendix
C. We build on prior literature in cognitive science and psychology to provide a
solid theoretical framework for linking these concepts together and demonstrate
their relationship through a series of experiments. Using novel techniques for the
elicitation, capture, and analysis of keyboard and mouse behavior, we identify several
features that we found to consistently reflect changes in these cognitive states. Just
as importantly, as this is an emerging area of study, we also identify a number of
features and techniques that show less efficacy for this type of analysis, thus greatly
informing future research in the area.
In the first experiment, we found that digraph time is a noisy measure, as it
encompasses both dwell and transition times. By separating the two features we were
able to identify a more precise measure – standardized transition time – which was
significant for most of the experiments. While not directly hypothesized, dwell time
was subsequently tested in each experiment and, as expected, no significant difference
was found in any of the studies. In line with prior research that suggests deceivers
share fewer details than truth-tellers, we found that when behaving deceptively,
participants tended to give shorter responses, presumably as to not give away
too much information, to hide details of their actions, and to avoid potentially
contradicting themselves.
We found mixed support for hypotheses involving rollovers. We hypothesized
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that individuals experiencing negative affect, high cognitive load, or deception would
exhibit fewer rollovers. This did seem to hold for the cognitive load hypotheses
(with partial support in experiment 4, which with its short responses did not lend
itself particularly well to this analysis), but not for deception and only partially
for affect, as negative valence resulted in fewer rollovers but arousal did not. As
discussed in chapter five, while non-significant, there does appear to be a trend that
deceivers exhibit fewer rollovers. We believe this is a useful feature, but perhaps
the exact operationalization of how rollovers are analyzed needs to be adjusted. For
example, it may be necessary to control for digraphs that are commonly rollovers vs.
ones that seldom or never are (such as double letters) in a manner similar to the
standardization of the transition times. This feature deserves more examination in
future research.
As for KD features that provided less value in the current work, we discovered
that the rate of corrections is not a particularly useful feature. While in FTF
communication people often make and correct errors, we did not observe this in
typing. There are a few reasons this may be the case. First, since individuals in the
elevated conditions spend slightly more time typing their message (i.e., exhibit slower
transition times), it is possible that this leads to fewer mistakes. It may also be the
case that individuals did make more errors, but did not care to correct them. In the
current work the system is only designed to detect corrections, but not necessarily
errors. Future work should examine total number of errors – not just total number
of corrections – in order to more fully explore this possibility.
In the mouse analysis, we consistently found three features – response duration,
distance and number of direction changes – to be significant indicators of elevated
cognitive states. These findings are very similar to previous work in MD analysis
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(i.e., Hibbeln et al. (2014), Jenkins (2013), and Jenkins and Valacich (2015)), thus
there is a great deal of support for these features in this work and in prior work. We
found the features speed and number of clicks to have mixed results, however, we
believe that unlike distance, direction changes, and response duration, which seem
to be robust over many different types of scenarios, these features may be more
valuable in certain contexts. Future work should not discount these features, but
should thoughtfully examine how to best integrate them.

6.1 Contribution
This work makes a number of valuable contributions for both research and practice.
We have enhanced the current understanding of KD and MD analysis by identifying or validating features that are useful for inferring cognitive state. For KD,
we identified that some features that have been previously explored such as digraph
time, dwell time and rate of corrections are likely less valuable than measures such as
transition time (particularly when calculated in such a way as to control for typical
digraph behavior), and rollovers. We also found that, like in FTF communication,
people tend to provide less detail in deceptive text based communication. In our
MD analysis, we identified several features including number of direction changes,
distance, and total duration that seem to be very reliable. We found that speed and
clicks were less robust than other features, however, future research should continue
to explore these features as they had mixed results. These findings give direction
to future work in KD and MD and help to improve the selection and analysis of
features.
A particularly valuable contribution for KD analysis is the “global baseline”
developed using the large corpus of keystrokes that we captured over the course
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of this research. While in some situations it is indeed beneficial to compare an
individual against his or her own baseline typing behavior, this corpus facilitates the
calculation of standardized scores without the benefit of individual baselines. This
is useful in cases in which it is infeasible to collect large amounts of text, or when
baseline states are unknown. In some cases, this global baseline can also perform
better than individual baselines, as it provides a more consistent representation of
each digraph.

6.2 Next Steps
There are many next steps for this research, which will fill many years of research
efforts. These efforts broadly fall into the categories of improving analysis techniques,
applying the techniques to systems currently in use by businesses, and exploring new
applications of these techniques.
While the results discussed here are encouraging, analysis of KD and MD is
not a panacea. Just like other biometric or behavioral features, these measures
are susceptible to corruption, noise, and falsification. For example, it is likely that
typing and mouse movement behavior will change based on environmental factors
such as if the user has their laptop on their lap rather than sitting at a desk, or
behavioral factors such as if the user is watching television or listening to the radio
while working. Future work in KD and MD will take into account these scenarios in
a number of potential ways including, but not limited to, multiple profiles per user
depending on the user’s environment, similar to the profile per application approach
suggested by (Pusara and Brodley 2004). While beyond the scope of the current
work, there are a number of approaches one might take to collect this information for example, using GPS or network location to determine if the user is at home or at
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work, observing what applications a user has open or using the accelerometer (which
is common in tablets, and perhaps will be in laptops soon) to determine if the user
is sitting at a desk, is on a bus, or is sitting on the couch.
Beyond understanding the environment in which the KD or MD behavior is
being elicited, there are also many opportunities to enhance the analysis techniques
themselves. For example, it may be useful in KD research to create classes of
similar digraphs. We suspect that some digraphs may cluster closely together, thus
facilitating their analysis as a single unit rather than as separate digraphs. As a
hypothetical example, the digraphs ‘er’ and ‘rt’ might be found to exhibit similar
variance, and thus could be analyzed as a single unit. This would have the benefit of
reducing the search space for digraphs from 262 to some smaller and more manageable
number. This does provide some value to digraph analysis, where there are 676
combinations, however, of greater value is extending this concept to n-graphs of
arbitrary size, the search space of which grows at an exponential rate. This type
of analysis may have the potential to reduce the search space from hundreds of
thousands of elements to a few thousand. This analysis might also be helpful for
identifying n-graphs that are of particular diagnostic value – for example, digraphs
that use specific hand or finger combinations.
Future research will also investigate the use of dynamically sized n-graphs, rather
than relying solely on digraph analysis. As previously discussed, while larger n-graphs
provide more information, as the search space grows there will be fewer observations
of each n-graph, thus making the analysis less powerful. By dynamically adjusting
the n-graph size to match optimal sample sizes it may be possible to get the best of
both worlds. For example, there is a disproportionately high number of observations
for digraphs such as ‘th’, ‘he’, and ‘er’, so these digraphs could be made more granular
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by discarding the saturated digraphs and instead using the trigraphs that use these
digraphs, i.e. ‘the’, ‘ath’, ‘oth’, ‘her’, ‘hes’, ‘ert’, ‘ers’, and so on. This same concept
could dynamically be applied to create tetragraphs, pentagraphs and beyond.
Another area for future research is continuing to expand the “global baseline”
corpus and segregating it into different classes of baselines. In this way, instead of
one “global” baseline, there would be baselines for expert typists, novice typists,
individuals whose primary language is not English, etc. Not only would this assist
in making the analysis more precise, but it might also increase the ability to identify
people and domain expertise based on their typing behavior.
Future work in mouse dynamics will extend these concepts to emerging non-mouse
devices such as the Microsoft Kinect or LeapMotion. Research will also incorporate
touch screens and other sensors found in tablets and smart phones such as gyrometers
and accelerometers.
As these techniques continue to mature, we will investigate their integration into
systems that are currently used by companies and individuals. For example, by
integrating KD analysis into email or chat systems it may be possible to provide
some indication of the sender’s emotional state, thus improving the efficacy of the
communication. It may also be possible to identify fraud or deception in online
communications. As demonstrated in experiment five, this technology also has
interesting applications for improving the quality of data in crowdsourcing efforts by
helping to assess the level of expertise an individual has in a domain.
There are also interesting applications of these technologies for online learning.
While prior work has focused on using KD and MD for identification in an effort to
thwart cheating, as illustrated in chapter four, it may be possible to integrate this
technology to better understand when students are confused, guessing at answers, or
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are not paying attention. Future work might also extend these techniques to identify
when users are becoming frustrated, which is valuable both for improving the student
experience in an online class as well as for improving the customer experience in an
e-commerce setting.
Finally, there are a number of new areas to which these technologies could be
applied. For example, we believe it may be possible not only to infer states, but also
to influence attitudes and decisions by manipulating mouse and keyboard behavior.
For example, by making the mouse gravitate toward certain areas of the screen or
injecting errors into text that is typed. Future exploratory research will investigate
these topics.

6.3 Conclusion
The work presented in this dissertation represents almost four years of investigation of
HCI behavior under various cognitive states. At the onset of this journey, we believed
analysis of HCI behavior could be used to infer cognitive states. After substantial
literature review, while it was clear there had been a great deal of work using KD
and MD for I&A, it seemed evident that outside of a precious few investigations,
little work had been conducted using these techniques for assessment of cognitive
states. Therefore we set forth on this effort.
We have worked diligently to create new techniques for capture and analysis and
new scenarios to elicit input using the keyboard and mouse. The work presented in
these pages represents only first steps into the realm of better understanding users
through analysis of their HCI behavior and will fuel research for years to come.
Onward and upward.
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APPENDIX A

Justification “Talking Points” for Experiment 2

Since it is likely participants would have a difficult time coming up with justifications
of the “morally ambiguous” scenarios on their own under time constraints, we
provide a few “talking points” for them to use – however, they were free to use any
justifications they wanted.
• Eating the family dog:
– No one was hurt the dog was already dead from an accident
– Eating a dog is no different than eating a pig or cow people on farms do
this all the time
– The dog would go to waste otherwise
– Wouldn’t the dog want the family to be happy and well fed?
• Kissing siblings:
– It’s sweet that they love each other so much
– You can’t get pregnant or an STD from kissing
– It’s dangerous and exciting
– I bet they feel closer to one another now
• Intercourse with a dead chicken:
– It’s just a piece of meat
– It’s his chicken, and in his own home he can do what he wants
– Cooking the chicken before he eats it will kill any germs
– You can’t get salmonella or anything this way
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APPENDIX B

Full Question Analysis from Experiment Seven
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APPENDIX C

Overview of All Results
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Hamdy, Omar and Issa Traoré (2011). “Homogeneous physio-behavioral visual and
mouse-based biometric”. In: ACM Transactions on Computer-Human Interaction
18.3, pp. 1–30.
Hart, S. G. (2006). “NASA-Task Load Index (NASA-TLX); 20 Years Later”. In:
Proceedings of the Human Factors and Ergonomics Society Annual Meeting.
Vol. 50, pp. 904–908.
Hart & Staveland, L., S (1988). “Development of the NASA-TLX: Results of empirical
and theoretical research”. In: Human mental workload, pp. 139–183v.
Hashia, S et al. (2005). “On using mouse movements as a biometric”. In:
Hernandez, Javier et al. (2014). “Under Pressure: Sensing Stress of Computer Users
Javier”. In: Proceedings of the 32nd annual ACM conference on Human factors
in computing systems - CHI ’14, pp. 51–60.
Hibbeln, Martin et al. (2014). “Investigating the Effect of Insurance Fraud on
Mouse Usage in Human-Computer Interactions”. In: International Conference
on Information Systems. Dean 2004. Aukland, New Zealand, pp. 1–16.
Hick, W. E. (1952). “On the rate of gain of information”. In: Quarterly Journal of
Experimental Psychology 4.1, pp. 11–26.

BIBLIOGRAPHY

200

Hocquet, S, JY Ramel, and H Cardot (2004). “Users authentication by a study
of human computer interactions”. In: Proceedings of the 8th Annual (Doctoral)
Meeting on Health, Science and Technology.
Ives, Blake, Kenneth R. Walsh, and Helmut Schneider (2004). “The domino effect of
password reuse”. In: Communications of the ACM 47.4, pp. 75–78.
Jenkins, Jeffrey L. and Joseph S. Valacich (2015). “Objectively Measuring Ease-of-Use
by Analyzing Mouse Movements”. In: Working Paper.
Jenkins, Jeffrey L. et al. (2013). “Improving Password Cybersecurity Through
Inexpensive and Minimally Invasive Means: Detecting and Deterring Password
Reuse Through Keystroke-Dynamics Monitoring and Just-in-Time Fear Appeals”.
In: Information Technology for Development, pp. 1–18.
Jenkins, JL (2013). “Alleviating Insider Threats: Mitigation Strategies and Detection
Techniques”. PhD thesis. University of Arizona.
John, Bonnie (1996). “TYPIST: A Theory of Performance in Skilled Typing”. In:
Human-Computer Interaction 11.January 2015, pp. 321–355.
John, OP P and S Srivastava (1999). “The Big Five trait taxonomy: History, measurement, and theoretical perspectives”. In: Handbook of personality: Theory and
research 2, pp. 102–138.
Jorgensen, Zach and Ting Yu (2011). “On mouse dynamics as a behavioral biometric
for authentication”. In: Proceedings of the 6th ACM Symposium on Information,
Computer and Communications Security - ASIACCS ’11. New York, New York,
USA: ACM Press, p. 476.
Joyce, Rick and Gopal Gupta (1990). “Identity authentication based on keystroke
latencies”. In: Communications of the ACM 33.2, pp. 168–176.
Kaklauskas, a. et al. (2011). “Web-based Biometric Computer Mouse Advisory
System to Analyze a Users Emotions and Work Productivity”. In: Engineering
Applications of Artificial Intelligence 24.6, pp. 928–945.
Karatekin, Canan, David J Marcus, and Jane W Couperus (2007). “Regulation of
cognitive resources during sustained attention and working memory in 10-year-olds
and adults”. In: Psychophysiology 44.1, pp. 128–144.
Karatzouni, Sevasti and Nathan Clarke (2007). “Keystroke analysis for thumb-based
keyboards on mobile devices”. In: IFIP International Federation for Information
Processing. Vol. 232, pp. 253–263.
Kekre, H. B. et al. (2011). “Keystroke dynamic analysis using relative entropy
& timing sequence Euclidian distance”. In: Proceedings of the International
Conference & Workshop on Emerging Trends in Technology - ICWET ’11. Icwet,
p. 220.
Kolakowska, A (2013). “A review of emotion recognition methods based on keystroke
dynamics and mouse movements”. In: 2013 6th International Conference on
Human System Interactions, HSI 2013, pp. 548–555.
Konorski, J (1967). “Integrative activity of the brain.” In:

BIBLIOGRAPHY

201

Krug, S (2000). Don’t make me think!: a common sense approach to Web usability.
Pearson Education India.
Lali, Pardis et al. (2014). “Your mouse can tell about your emotions”. In: 2014 4th
International Conference on Computer and Knowledge Engineering (ICCKE).
Ieee, pp. 47–51.
Lang, Peter J. (1995). “The Emotion Probe”. In: American Psychologist Association
50.5, pp. 372–385.
Lang, Peter J. et al. (1998). “Emotional arousal and activation of the visual cortex:
an fMRI analysis.” In: Psychophysiology 35.2, pp. 199–210.
Lang, PF, MM Bradley, and BN Cuthbert (1999). International Affective Picture
System (IAPS): Digitized Photographs, Instruction Manual and Affective Ratings.
Technical Report A-6. Tech. rep.
Lang, PJ, MM Bradley, and Bruce N. Cuthbert (1997). “Motivated attention: Affect,
activation, and action”. In: Attention and orienting: Sensory and motivational
processes.
Larochelle, Serge (1983). “A comparison of skilled and novice performance in discontinuous typing.” In: In W.E. Cooper (ed.), Cognitive Aspects of Skilled Typewriting
(pp.67-94). New York: Springer-Verlag . 1968.
Liu, Simon and Mark Silverman (2001). “Practical guide to biometric security
technology”. In: IT Professional 3, pp. 27–32.
Logan, Gordon D and Matthew J C Crump (2009). “The Left Hand Doesnt Know
What the Right Hand Is Doing: The Disruptive Effects of Attention to the Hands
in Skilled Typewriting”. In: Psychological Science 20.10, pp. 1296–1300.
Loy, CC, WK Lai, and CP Lim (2007). “Keystroke patterns classification using the
ARTMAP-FD neural network”. In: Third International Conference on Intelligent
Information Hiding and Multimedia Signal Processing, pp. 2–5.
Lucas, Heather D and Ken a Paller (2013). “Manipulating letter fluency for words
alters electrophysiological correlates of recognition memory”. In: NeuroImage 83,
pp. 849–861.
Lukyanenko, R, J Parsons, and Y Wiersma (2014). “The IQ of the Crowd: Understanding and Improving Information Quality in Structured User-Generated
Content”. In: Information Systems Research.
Lv, Hai Rong and Wen Yuan Wang (2006). “Biologic verification based on pressure
sensor keyboards and classifier fusion techniques”. In: IEEE Transactions on
Consumer Electronics 52.3, pp. 1057–1063.
Ma, Chunling, Helmut Prendinger, and Mitsuru Ishizuka (2005). “Emotion estimation
and reasoning based on affective textual interaction”. In: Affective Computing
and Intelligent Interaction Lecture Notes in Computer Science. Vol. 3784 LNCS,
pp. 622–628.
MacKenzie, IS and W Buxton (1992). “Extending Fitts’ law to two-dimensional
tasks”. In: Proceedings of the SIGCHI conference on Human factors in computing
systems, pp. 219–226.

BIBLIOGRAPHY

202

Maehr, W (2008). eMotion: Estimation of User’s Emotional State by Mouse Motions.
Marakas, George M, Richard D Johnson, and Paul F Clay (2007). “The Evolving
Nature of the Computer Self-Efficacy Construct: An Empirical Investigation of
Measurement Construction, Validity, Reliability and Stability Over Time”. In:
Journal of the Association for Information Systems 8.1, pp. 15–46.
Meyer, D E et al. (1988). “Optimality in human motor performance: ideal control of
rapid aimed movements.” In: Psychological review 95, pp. 340–370.
Meyer, David E. et al. (1990). “Speed-Accuracy Tradeoffs in Aimed Movements:
Toward a Theory of Rapid Voluntary Action”. In: Attention and Performance
XIII, pp. 173–226.
Miller, GA, E Galanter, and KH Pribram (1986). Plans and the structure of behavior.
Monrose, Fabian and Aviel Rubin (1997). “Authentication via keystroke dynamics”.
In: Proceedings of the 4th ACM Conference on Computer and Communications
Security. New York, New York, USA: ACM Press, pp. 48–56.
Monrose, Fabian and Aviel D. Rubin (2000). “Keystroke dynamics as a biometric
for authentication”. In: Future Generation Computer Systems 16.4, pp. 351–359.
Moore, Tyler, Richard Clayton, and Ross Anderson (2009). The Economics of Online
Crime.
Mueller, Florian and Andrea Lockerd (2001). “Cheese: tracking mouse movement
activity on websites, a tool for user modeling”. In: CHI’01 extended abstracts on
Human factors in computing systems, pp. 279–280.
Mullin, Darren S. et al. (2014). “Deception effects on standing center of pressure”.
In: Human Movement Science 38, pp. 106–115.
Nahin, AFM Nazmul Haque et al. (2014). “Identifying emotion by keystroke dynamics
and text pattern analysis”. In: Behaviour & Information Technology 33.July,
pp. 987–996.
Nass, Clifford Ivar, Jonathan Steuer, and Ellen R. Tauber (1994). “Computers are
social actors”. In: Computer-Human Interaction (CHI) Conference: Celebrating
Interdependence 1994. New York, New York, USA: ACM Press, pp. 72–78.
Neal, Alan S et al. (1978). Time intervals between keystrokes, records and fields in
data entry with skilled operators.
Niedenthal, Paula M et al. (2005). “Embodiment in Attitudes, Social Perception,
and Emotion”. In: Personality and Social Psychology Review 9.3, pp. 184–211.
Norman, D A and D E Rumelhart (1982). Studies of typing from the LNR research
group.
Notoatmodjo, Gilbert and Clark Thomborson (2009). “Passwords and perceptions”.
In: Conferences in Research and Practice in Information Technology Series.
Vol. 98. Aisc, pp. 71–78.
Oathes, Desmond J, Jared M Bruce, and Jack B Nitschke (2008). “Worry facilitates
corticospinal motor response to transcranial magnetic stimulation.” In: Depression
and anxiety 25.April 2007, pp. 969–976.

BIBLIOGRAPHY

203

Obaidat, M S and Balqies Sadoun (1997). “Verification of computer users using
keystroke dynamics”. In: IEEE Transactions on Systems, Man, and Cybernetics,
Part B: Cybernetics 27.2, pp. 261–269.
Olson, Ryan et al. (2004). “What We Teach Students About the Hawthorne Studies
: A Review of Content Within a Sample of Introductory I-O and OB Textbooks”.
In: The Industrial-Organizational Psychologist 41, pp. 23–39.
Osgood, CE (1957). The measurement of meaning.
Paas, Fred et al. (2003). Cognitive Load Measurement as a Means to Advance
Cognitive Load Theory.
Pal, Sankar K. and Sushmita Mitra (1992). “Multilayer perceptron, fuzzy sets, and
classification”. In: IEEE Transactions on Neural Networks 3, pp. 683–697.
Pantic, Maja et al. (2006). “Human computing and machine understanding of human
behavior”. In: Proceedings of the 8th international conference on Multimodal
interfaces - ICMI ’06, p. 239.
Partala, Timo, Veikko Surakka, and Toni Vanhala (2006). “Real-time estimation of
emotional experiences from facial expressions”. In: Interacting with Computers
18, pp. 208–226.
Pashler, Harold, Mark Carrier, and James Hoffman (1993). “Saccadic eye movements
and dual-task interference.” In: The Quarterly journal of experimental psychology.
46.1, pp. 51–82.
Phan, K Luan et al. (2002). “Functional neuroanatomy of emotion: a meta-analysis of
emotion activation studies in PET and fMRI.” In: NeuroImage 16.2, pp. 331–348.
Picard, RW (1997). Affective computing. 321. The MIT Press, Cambridge, Massachusetts.
Pittam, Jeffery and Klaus R Scherer (1993). “Vocal expression and communication
of emotion.” In: Handbook of emotions, pp. 185–197.
Plutchik, Robert (2001). “The nature of emotions”. In: American Scientist 89,
pp. 344–350.
Polemi, Despina (1997). Biometric techniques: review and evaluation of biometric
techniques for identification and authentication, including an appraisal of the
areas where they are most applicable. Tech. rep.
Pratt, T. C., K Holtfreter, and M. D. Reisig (2010). “Routine Online Activity and
Internet Fraud Targeting: Extending the Generality of Routine Activity Theory”.
In: Journal of Research in Crime and Delinquency 47, pp. 267–296.
Pusara, Maja and Carla E. Brodley (2004). “User re-authentication via mouse
movements”. In: Proceedings of the 2004 ACM workshop on Visualization and
data mining for computer security VizSECDMSEC 04, pp. 1–8.
Qi, Yuan, Carson Reynolds, and Rosalind W. Picard (2001). “The Bayes Point
Machine for Computer-User Frustration Detection via PressureMouse”. In: Proceeding of the Workshop on Perceptive user interfaces. Vol. 02139. 4, pp. 1–
5.

BIBLIOGRAPHY

204

R Core Development Team (2008). R: A language and environment for statistical
computing.
R. Stockton Gaines, William Lisowski, S. James Press, Norman Shapiro (1980).
Authentication by keystroke timing some preliminary results. Tech. rep., pp. 1–51.
Reaney, Patricia (2012). Most of world interconnected through email and social media.
Revett, Kenneth et al. (2008). “A survey of user authentication based on mouse
dynamics”. In: Global E-Security, pp. 210–219.
Roy, S, Utpal Roy, and DD Sinha (2015). “Password Recovery Mechanism Based on
Keystroke Dynamics”. In: Information Systems Design and Intelligent Applications. Advances in Intelligent Systems and Computing 339. Ed. by J. K. Mandal
et al., pp. 245–257.
Rundhaug, FEN (2007). “Keystroke dynamics-Can attackers learn someone’s typing
characteristics”. Master’s thesis. Gjovik University.
Rusche, Bryan and Erin Elofson (2007). The State of Communications Today. Tech.
rep. Microsoft Corporation.
Russell, James a. (1983). “Pancultural aspects of the human conceptual organization
of emotions.” In: Journal of Personality and Social Psychology 45.6, pp. 1281–
1288.
Saevanee, H. and P. Bhattarakosol (2009). “Authenticating user using keystroke
dynamics and finger pressure”. In: 2009 6th IEEE Consumer Communications
and Networking Conference, CCNC 2009, pp. 1–2.
Sagaspe, Patricia, Sophie Schwartz, and Patrik Vuilleumier (2011). “Fear and stop: A
role for the amygdala in motor inhibition by emotional signals”. In: NeuroImage
55.4, pp. 1825–1835.
Salthouse, TA (1984). “The skill of typing.” In: Scientific American.
Scheirer, Jocelyn et al. (2002). “Frustrating the user on purpose: a step toward
building an affective computer”. In: Interacting with Computers 14.2, pp. 93–118.
Scherer, K. R. (2005). “What are emotions? And how can they be measured?” In:
Social Science Information 44.4, pp. 695–729.
Schuetzler, R et al. (2014). “Facilitating Natural Conversational Agent Interactions: Lessons from a Deception Experiment”. In: International Conference on
Information Systems. Weizenbaum 1966, pp. 1–16.
Shaffer, L. H. and J. Hardwick (1968). “Typing performance as a function of text”.
In: Quarterly Journal of Experimental Psychology 20.4, pp. 360–369.
Shaffer, L. Henry (1976). “Intention and performance.” In: Psychological Review
83.5, pp. 375–393.
Shannon, Claude E (1948). “A mathematical theory of communication”. In: The Bell
System Technical Journal 27.July 1928, pp. 379–423. arXiv: 9411012 [chao-dyn].
Sharma, R (2011). “Stress and Anxiety in Sport”. In: International Referred Research
Journal 18, pp. 2009–2011.

BIBLIOGRAPHY

205

Shepherd, S J (1995). “Continuous Authentication by Analysis of Keyboard Typing
Characteristics”. In: European Convention on Security and Detection. 408, pp. 16–
18.
Silva, Vin de and Joshua B Tenenbau (2003). “Unsupervised learning of curved
manifolds”. In: Nonlinear Estimation and Classification, pp. 453–465.
Sim, Terence and Rajkumar Janakiraman (2007). “Are digraphs good for free-text
keystroke dynamics?” In: Proceedings of the IEEE Computer Society Conference
on Computer Vision and Pattern Recognition. Ieee, pp. 1–6.
Singh, Supriya and Anuja Cabraal (2007). “Password sharing: implications for security
design based on social practice”. In: Proceedings of the SIGCHI conference on
Human factors in computing systems, pp. 895–904.
Smith, Stephen D and Jennifer Kornelsen (2011). “Emotion-dependent responses in
spinal cord neurons: A spinal fMRI study”. In: NeuroImage 58.1, pp. 269–274.
Sokolov, E N (1963). “Higher nervous functions; the orienting reflex.” In: Annual
review of physiology 25.September, pp. 545–580.
Sweller, J (1994). “Cognitive load theory, learning difficulty, and instructional design”.
In: Learning and instruction 4, pp. 295–312.
Syukri, Agus Fanar, Eiji Okamoto, and Masahiro Mambo (1998). “A user identification system using signature written with mouse”. In: ACISP ’98 Proceedings of
the Third Australasian Conference on Information Security and Privacy, pp. 403
–414.
Tanaka, Yoshifumi et al. (2012). “Modulation of Corticospinal Motor Tract Excitability during a Fine Finger Movement under Psychological Pressure: A TMS Study”.
In: International Journal of Sport and Health Science 10, pp. 39–49.
Teh, Pin Shen et al. (2007). “Statistical fusion approach on keystroke dynamics”.
In: Proceedings - International Conference on Signal Image Technologies and
Internet Based Systems, SITIS 2007, pp. 918–923.
Teh, Pin Shen et al. (2010). “Keystroke dynamics in password authentication enhancement”. In: Expert Systems with Applications 37.12, pp. 8618–8627.
Tey, Chee Meng, Payas Gupta, and Debin Gao (2013). “I can be You : Questioning
the use of Keystroke Dynamics as Biometrics”. In: The 20th Annual Network
& Distributed System Security Symposium (NDSS 2013). Research Collection
School of Information Systems, Singapore Management University.
Tjan, Anthony K. (2011). Don’t Send That Email. Pick up the Phone!
Tong, Simon and Daphne Koller (2001). “Support Vector machine Active Learning
with Applications to Text Classification”. In: Journal of Machine Learning
Research, pp. 45–66.
Umphress, David and Glen Williams (1985). “Identity verification through keyboard
characteristics”. In: International Journal of Man-Machine Studies 23.3, pp. 263–
273.

BIBLIOGRAPHY

206

Valacich, J. S. et al. (1993). “Communication Concurrency and the New Media: A
New Dimension for Media Richness”. In: Communication Research 20.2, pp. 249–
276.
Valacich, J.S. et al. (2013). “Identifying Insider Threats through Monitoring Mouse
Movements in Concealed Information Tests”. In: HICSS-46 Symposium on Credibility Assessment and Information Quality in Government and Business.
Van Beers, Robert J, Patrick Haggard, and Daniel M Wolpert (2004). “The role of
execution noise in movement variability.” In: Journal of neurophysiology 91.2,
pp. 1050–1063.
Van Dillen, Lotte F, Dirk J Heslenfeld, and Sander L Koole (2009). “Tuning down the
emotional brain: An fMRI study of the effects of cognitive load on the processing
of affective images”. In: NeuroImage 45.4, pp. 1212–1219.
Van Loon, Anouk M et al. (2010). “Emotional stimuli modulate readiness for action:
a transcranial magnetic stimulation study.” In: Cognitive, affective & behavioral
neuroscience 10.2, pp. 174–181.
Venkatesh, V et al. (2003). “User acceptance of information technology: Toward a
unified view.” In: MIS quarterly 27.3, pp. 425–478.
Vizer, Lisa M. (2009). “Detecting cognitive and physical stress through typing
behavior”. In: Proceedings of the 27th international conference extended abstracts
on Human factors in computing systems CHI EA 09. New York, New York, USA:
ACM Press, p. 3113.
Vizer, Lisa M., Lina Zhou, and Andrew Sears (2009). “Automated stress detection
using keystroke and linguistic features: An exploratory study”. In: International
Journal of Human Computer Studies 67.10, pp. 870–886.
Wachowski, Andy Wachowski and Larry (1999). The Matrix.
Walther, J. B. and K. P. D’Addario (2001). “The Impacts of Emoticons on Message Interpretation in Computer-Mediated Communication”. In: Social Science
Computer Review 19, pp. 324–347.
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