
A Comparison of Compressive Sensing Approaches for
LIDAR Return Pulse Capture, Transmission, and Storage

Item Type text; Proceedings

Authors Castorena, Juan

Publisher International Foundation for Telemetering

Journal International Telemetering Conference Proceedings

Rights Copyright © held by the author; distribution rights International
Foundation for Telemetering

Download date 24/05/2023 20:41:23

Link to Item http://hdl.handle.net/10150/577483

http://hdl.handle.net/10150/577483


A COMPARISON OF COMPRESSIVE SENSING
APPROACHES FOR LIDAR RETURN PULSE CAPTURE,

TRANSMISSION, AND STORAGE

Juan Castorena (Graduate Student), Charles D. Creusere(Advisor)
Research supported by NGA Grant HM0177-13-1-0004
Klipsch School of Electrical and Computer Engineering

New Mexico State University
Las Cruces, NM

Email: jecastor@nmsu.edu, ccreuser@nmsu.edu

Abstract

Massive amounts of data are typically acquired in third generation full-waveform
(FW) LIDAR systems to generate image-like depthmaps of a scene of acceptable qual-
ity. The sampling systems acquiring this data, however, seldom take into account
the low information rate generally present in the FW signals and, consequently, they
sample very inefficiently. Our main goal here is to compare two efficient sampling
models and processes for the individual time-resolved FW signals collected by a LI-
DAR system. Specifically, we compare two approaches of sub-Nyquist sampling of the
continuous-time LIDAR FW return pulses: (i) modeling FW signals as short-duration
pulses with multiple bandlimited echoes, and (ii) modeling them as signals with finite
rates of innovation (FRI).
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1 Technology Overview

Light detection and ranging (LIDAR) is a remote sensing tool that provides excellent capa-
bilities for acquiring 3D images of real-world scenes. Many applications in agriculture, ar-
chaeology, biology, geology, meteorology, atmospheric environment, physics, robotics, space
flight, surveying, transportation, autonomous vehicles, and cartography [6] have taken ad-
vantage of the features provided by LIDAR systems for 3D imaging. The most popular
LIDAR systems to date operate using the time-of-flight (TOF) principle in which only the
flight time of a laser pulse is captured to determine depth. 3rd generation LIDAR systems,
on the other hand, store the full pulse return waveform and have gained popularity in the
last few years. This popularity is largely due to the improved depth estimation and scene
structure characterization capabilities (e.g, inclination, smoothness, vegetation type, urban
area) that such systems offer [11, 13, 8, 12] .
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Typically, third generation pulsed LIDAR systems project energy pulses from a single
laser source into a scene and capture the pulse return waveform which contains echoes
generated by the pulse’s interactions with the objects it encountered. Each of these reflected
pulses is sensed by a single photodetector or an avalanche photodiode and then sampled
using an A/D converter. By analyzing such signals, depth information about the objects
intercepted by the laser pulse along a specified direction can be inferred. An entire scene can
be imaged by successively moving the laser after each pulse emission so that it ultimately
scans the scene. From the resulting set of digitized return pulses (we name these full-
waveform (FW) signals here), a 2D depthmap can be created; by appropriately georeferencing
this depth map, a 3D (or partial 3D, at least) reconstruction of the scene can be formed.

2 Efficient Pulse Storage and Transmission

In a typical 3rd generation system, LIDAR return pulses would be sampled at the full
Nyquist rate and then compressed, if need be, for efficient storage or transmission. The
disadvantage of doing this is that a lot of redundant data is captured during the sampling
process, only to be discarded by subsequent compression. The idea of sub-Nyquist sampling,
on the other hand, is to directly sample the analog waveform at a reduced rate so that the
measurements themselves are already ‘compressed’. This can be accomplished using easily-
generated random sensing waveforms as long as the signal being compressively sampled is
sparse with respect to some known basis.

For application to 3rd generation LIDAR systems, we compare the performance of two dif-
ferent sub-Nyquist sampling architectures: one which considers FW signals as short-duration
bandlimited multiple echoes (SDBME) [3] and the second which models FW signals as signals
with finite-rate of innovation (FRI) [2]. Specifically, we compare the following characteristics
for these two approaches:

• practical implementation,

• sampling complexity,

• reconstruction complexity,

• compression performance.

3 Practical Implementation

In the following, we describe general implementations of the two sub-Nyquist sampling sys-
tems: one which samples FW signals modeled as short duration and bandlimited multiple
echoes and the second which models FW signals as signals with finite rate of innovation.

3.1 Short Duration Bandlimited Multiple Echoes

The approach we use to perform sub-Nyquist sampling for return pulses modeled as short
duration and bandlimited multiple echoes (SDBME) is similar in nature to the short-time
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Fourier transform in which finite-extent Fourier transforms are obtained from windowed sec-
tions of the signal. The practical implementation consists of a bank of samplers as illustrated
in Figure 1.

f(t) ×

Φ1(t)

nq ·Tb∫
(nq−1)·Tb

f(τ) · Φ1(τ)dτ S/H y1[nq]

f(t) ×

Φ2(t)

Ts+nq ·Tb∫
Ts+(nq−1)·Tb

f(τ) · Φ2(τ)dτ S/H y2[nq]

...
...

...

f(t) ×

Φq(t)

q·Ts+nq ·Tb∫
q·Ts+(nq−1)·Tb

f(τ) · Φq(τ)dτ S/H yq[nq]

Figure 1: Parallel implementation of random demodulators. This system splits the FW
signal f into q parallel channels whose outputs are sampled in an alternating manner. Each
of these channels first mixes the input FW signal with a random waveform, followed by
integration and uniform sampling by the sample and hold (S/H) operation.

In general, this system splits the FW signal f ∈ RN into q parallel channels that mix f(t)
with a random waveform Φ(j)(t), j ∈ (1, q) generated by independent random values that
change at rate fN = 1/TN . The resulting signal is then summed over interval Tb, starting
at an integer shift of Ts (Ts < Tb). Here, the integer shift depends on the time instant and
the channel j being considered. The output of each summing block is then sampled in an
alternating manner and concatenated to obtain the samples y ∈ RM .

A snapshot of this system at a given time can be modeled by a BRM Φ̃ ∈ RM×N

with parameters bh = Tb/TN ∈ Z+ and bs = Ts/TN ∈ Z+. Consider, for example, the
output y1[1]. This sample can be expressed as the inner product 〈f, Φ̃1〉 where Φ̃1(t) = 0
for t < 0 and t > Tb and constructed with random variables changing at rate 1/TN for
0 ≤ t ≤ Tb. The next sample y2[1] corresponding to channel 2 is generated as 〈f, Φ̃2〉 where
Φ̃2(t) = 0 for t < Ts and t > Ts + Tb and constructed with random variables again changing
at rate 1/TN for Ts ≤ t ≤ Ts + Tb. By continuing in this manner one collects samples that
can be modeled as y = Φ̃x where the structure of Φ̃ ∈ RM×N is banded and populated with
random entries. The entries of the vector x ∈ RN are given by

x[n] =

∫ n·TN

(n−1)·TN

f(τ)dτ. (1)

for n ∈ {1, .., N}.
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3.2 Sampling FW Signal as a Signal of Finite Rate of Innovation

The sampling strategy used to sample FW signals modeled as signals with finite rate of inno-
vation (FRI) can be implemented easily, as depicted in Figure 2. In general, the continuous-
time FW signal is input into a classical uniform sampler with rate B = 2L/T , the imple-
mentation of which consists of a lowpass filter with cut-off frequency B followed by a sample
and hold circuit.

f(t) h(t) = sinc (Bt) S/H y[n]

Figure 2: Implementation of the FRI based LIDAR A/D sampler

To compare the complexity of each of the corresponding practical implementations first,
we note that the system in Figure 1 is composed of a total of q channels. Each of these
channels contains a multiplier, and integrator and the sample and hold element. Thus,
the parallel implementation contains a total of 3q elements consisting of q multipliers, q
integrators and q sample and hold elements. In addition, the incorporation and generation
of a total of q independent random waveforms adds complexity to the system. Specifically,
the implementation requires a total of q random generators. In the case of the FRI sampler
illustrated in Figure 2, the system involves a single low pass filter and the sample and hold
element. Note that in terms of the number of system components, the complexity of the
system in Figure 1 is higher than the implementation described in Figure 2

4 Sampling and Reconstruction Complexity

In this section we evaluate the performance of both of the compared sensing architectures
with respect to their complexity. In particular, we are interested in describing the complexity
of the sampling and reconstruction mechanisms for each of the compared samplers.

To compare the sampling complexity of the two sub-Nyquist methods we refer to the
number of measurements each procedure requires. In the SDBME case, the number of sam-
ples required for the recovery of x ∈ RN in (1) with probability at least 1−4 exp(−cδ2bv/β))
for c > 0 is given by

M ≥ dCSβ[log(N/S) + 1] +N/bse − 1. (2)

for bs = Ts/TN ∈ Z, bh = Tb/TN ∈ Z, bv = bh/bs ∈ Z and N = T/TN ∈ Z [4]. Here, the
constant C > 0 is small and dependent upon the parameter δ ∈ (0, 1), on the sub-Gaussian
norm of its entries, and on c. Furthermore β ∈ (0, 1) is given by

β =


1 for S = 1 or S ≤ bs, bh
1− (S−bs)(S+bs)

3bh(S−1)
for bs ≤ S ≤ bh

b2s+3S(bh−1)−b2h
3S(S−1)

for S > bh.

The parameter S referred to as the sparsity of the signal is defined here as S = | supp(x)|. In
such sense, S measures the support of the present echoes caused by pulse reflections at the
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encountered objects. An alternative expression of this parameter can be posed relative to the
support of the emitted laser pulse as S = ne ·Se. Here, Se corresponds to the support of the
emitted pulse which can be measured prior to scanning and sampling a scene. The parameter
ne counts the number of objects intercepted by the laser pulse and can be estimated via the
scene complexity (more on scene complexity can be found in [5]). The usefulness of this
representation comes because the number of measurement requires knowledge of S prior to
sampling.

For the case when the FW signal is modeled as a signal with finite rate of innovation,
the signal can be sampled at, at least the rate of innovation given by

B = 2L/T (3)

for precise recovery. Here, the integer L corresponds to the number of innovations present in
the FW signal and T is a time interval (we assume all echoes occur within the interval T ).

In the FRI model we approximate the FW signal using linear splines as in [2]. Thus, the
number of innovations depends here on the number of knots used to approximate the FW
signal. Such number can be estimated as L = ne · Le where Le is the number of innovations
that yields a good linear spline representation of the emitted pulse whose characteristics
remain fixed throughout all pulse emissions. The number ne again counts the number of
objects intercepted by the laser pulse through its time of flight (TOF) and can be estimated
via the scene complexity.

From the aforementioned discussion we can infer that the number of measurements re-
quired in the SDBME case is larger than that of the FRI case. In particular this is because
Se is larger than Le (i.e., Se > Le). Such event can be best understood from the fact that Se

measures the support of the transmitted pulse while Le corresponds to the number of linear
splines which represent an accurate representation of the emitted pulse. Thus, the sampling
complexity of the SDBME method is higher than the complexity in the FRI method.

With regards to the reconstruction complexity. We measure such performance via their
computational complexity. In particular, the complexity involved in the recovery using the
FRI method is O{N} where N is the number of compressive FRI samples [9]. In contrast,
the computational complexity of the recovery involved in the SDBME using the basis pursuit
algorithm is O{N3} where N is again the number of required measurements [1, 7]. Therefore,
the reconstruction complexity of the FRI recovery process is much lower than that of the
SDBME recovery process.

5 Compression Performance

In this section, we compare the performance of the two sub-Nyquist techniques whose im-
plementations are described in Section 3. We first consider the error versus the compression
ratio as a function of the number of measurements collected for both the noisy and noiseless
cases. Having established this, we next consider the effects of coefficient quantization on the
performance tradeoff. Performance is assessed through Monte-Carlo experimentation with a
total of 500 real FW signals. Each of these signals has a sparsity S within an echo interval
between 17 and 25 ns.
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5.1 Performance metrics

To quantify the performance of our FW signal models, we consider only the temporal portion
of the waveform corresponding to the actual return pulse and disregard the rest (which is
entirely noise). In other words, we evaluate how accurately our low dimensional models
match the shapes of the temporal envelopes of the return pulse waveforms (i.e., the echoes).
We consider two related metrics for assessing the quality of the match, the first being the
normalized mean squared error (NMSE) as given by

NMSE =
1

γ1
‖xechoes − x̂echoes‖22 (4)

where xechoes ∈ RN is the signal component pertaining to the sampled echoes one would
get using Shannon/Nyquist sampling principle and N is the number of samples collected at
the Nyquist rate. The normalizing parameter is defined as γ1 = | supp(xechoes)| · ‖xechoes‖22.
The vector x̂echoes ∈ RN represents the signal reconstructed from samples collected using our
proposed sub-Nyquist sampling procedures. The second metric we consider is the normalized
maximum absolute error (NMAE) given by

NMAE =
1

γ2
max(|xechoes − x̂echoes|) (5)

with arguments as defined in (4). Here, the normalizing parameter is defined as γ2 =
max(|xechoes|). The normalizations applied in (4) and (5) have been selected so that the
highest possible values of the NMSE and NMAE are one. To quantify sampling efficiency,
we use the compression ratio (CR):

CR = (1− M

N
) · 100% (6)

where M and N denote the number of compressive samples and the number of Nyquist
samples, respectively.

5.2 Error as a Function of Measurements

5.2.1 Noiseless case

First, we consider the performance in the noiseless case. To do this using actual signals
(which inherently contain noise), the FW signal returns are first preprocessed to eliminate
the noise that is present in temporal segments of the signal which do not correspond to the
signal echoes (i.e., the signal sections corresponding to Γc

e). Both NMSE and NMAE are
computed and averaged over the 500 FW signals at each of the compression ratio considered.
The results are plotted in Figure 3 as a function of the compression ratio.
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Figure 3: Performance of noiseless FW signal recovery

5.2.2 Noisy case

Next, we measure the performance of the sampling procedures with signals containing noise.
The noise levels vary in the signals used here, but we have determined through analysis that
the approximate SNR is 26 dB. The performance is again quantified using the NMSE and
NMAE metrics over the support of the echoes (i.e., Γe). The results are shown in Figure 4.
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Figure 4: Performance of noisy FW signal recovery
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From Figures 3 and 4, we note that both of the sub-Nyquist modeling/recovery procedures
perform well—even at high CR’s—in the terms of the NMSE metric. With regards to the
NMAE metric (which is indicative of the precision with which the subpeaks in the echoes
are approximated), performance at high CR’s is relatively more degraded. This deficiency
is alleviated, of course, by decreasing the compression ratio and thus improving subpeak
preservation in the echo signal. It is also clear from these plots that the error is almost
always lower for the FRI modeling/recovery process in both noiseless and noisy scenarios.
The only exception occurs in the performance as measured by the NMAE metric in the noisy
case; here, at high compression ratios, the SDBME modeling/recovery process approximates
the peaks more efficiently than the FRI process.

5.3 Comparisons with Sample Quantization

In this section we evaluate the effect of the scalar sample quantization on the performance
of each of the proposed sub-sampling approaches. An excellent historical overview on quan-
tization can be found in [10]. Here, we model the quantization inherent in an A/D converter
using the operator z = Q(y). The objective in this section is to analyze the effect of varying
degrees of sample quantization on the FW signal recovery performance. Specifically, we per-
form recovery with varying degrees of quantization (as given by the number of quantization
bits/sample used) at a fixed CR of about 80%. For comparison purposes, the energies of
the pulses are all normalized to one and the reconstruction error is averaged over 500 FW
signals for each of the quantization levels. Figure 5 illustrates the effects of quantization in
the noisy case for bit rates ranging from 4 to 10 bits/sample.

(a) Average NMSE as a function of quantization bits.

(b) Average NMAE as a function of quantization bits.

Figure 5: Effect of quantization on the FW signal recovery performance.

From Figure 5, we clearly see that the performance of the FRI method is better than
that of SDBME regardless of the metric. This is in sharp contrast to Figure 4b where the
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SDBME approach was considerably better. In fact, for the range of bit rates considered, the
error induced by the FRI method using either metric is essentially constant. In contrast,
the reconstruction error of the SDBME approach begins to rise significantly as the quan-
tization rate drops to 4 bits/sample. Clearly, the FRI approach provides more robustness
to coefficient quantization and is therefore the preferred approach for achieving maximal
waveform storage and transmission efficiency. Nonetheless, the SDBME approach is also
very efficiently and it may still be preferable due to the ease with which its sampling can be
implemented in hardware (e.g., Figure 1).

6 Conclusion

In this paper, we compared two sub-Nyquist sampling approaches to sample the full-waveform
(FW) signals encountered in 3rd generation LIDAR systems. Specifically, we compare a
sampling mechanism which considers FW signals as signals consisting of short-duration and
bandlimited multiple echoes and a sampling mechanism which considers FW signals as sig-
nals with finite rate of innovation. Such comparison was made to evaluate the performance
of both methods in terms of its practical implementation, sampling and reconstruction com-
plexity and compression capabilities. In general, we found that the practical implementation
in the FRI case is much less complex than the SDBME case. In addition, the sampling
and reconstruction complexity is lower in the FRI case in comparison to the SDBME case.
Finally, the FRI approach provides more robustness to coefficient quantization and achieves
better error performance in general. Therefore we find the FRI FW signal model to be the
preferred approach for achieving maximal waveform storage and transmission efficiency.
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