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ABSTRACT 

The H.264/AVC standard, popular in commercial video recording and distribution, has also been widely adopted for 
high-definition video compression in Intelligence, Surveillance and Reconnaissance and for Flight Test applications.   
H.264/AVC is the most modern and bandwidth-efficient compression algorithm specified for video recording in the 
Digital Recording IRIG Standard 106-11, Chapter 10.  This bandwidth efficiency is largely derived from the inter-frame 
compression component of the standard.  Motion JPEG-2000 compression is often considered for cockpit display 
recording, due to the concern that details in the symbols and graphics suffer excessively from artifacts of inter-frame 
compression and that critical information might be lost.  In this paper, we report on a quantitative comparison of 
H.264/AVC and Motion JPEG-2000 encoding for HD video telemetry.  Actual encoder implementations in video 
recorder products are used for the comparison. 

INTRODUCTION 

The phenomenal advances in video compression over the last two decades have made it possible to compress the bit 
rate of a video stream of imagery acquired at 24-bits per pixel (8-bits for each of the red, green and blue components) 
with a rate of a fraction of a bit per pixel.  This makes it now possible to send even high definition (HD) video over 
digital modems at a data rate of a few megabits per second (Mbps).  Compression techniques first reduce the statistical 
redundancy in the imagery and then minimize the number of bits required to transmit the remaining information.  It is 
possible to reverse these processes completely, without loss of fidelity, when it comes time to reproduce and view the 
video, as long as the algorithms are chosen to avoid errors due to loss of numerical precision.  This type of lossless 
compression does not reduce the data rate sufficiently for most applications that require transmission of video over data 
links and networks.  To further reduce the data rate, compression algorithms discard information that is deemed 
“irrelevant” to human perception.  It then becomes important to consider what loss of fidelity is acceptable for a 
particular use case.  Video compression algorithms are optimized for human visual perception and aesthetics.  The 
analyst examining the flight test video requires a level of fidelity in each video frame that contains important 
measurement information. 

Unfortunately, there are a myriad of choices when it comes to compressing, streaming and archiving video, and it is not 
always clear what the best choice for a particular use case is.  In this paper we compare two prevalent state-of-the art 
encoding schemes that are good choices for military and flight and range test applications and contrast the compression 
schemes used by each encoding scheme.  

In consumer and enterprise markets a diverse range of protocols and formats exist for video transmission and storage.  
In an attempt to assure interoperability in products for the defense market, standardization bodies have narrowed the 
selection and specified implementation details for this selection.  The NATO standardization agency and the Motion 
Imagery Standards Board (MISB) in the United States have essentially all limited the choices for video encoding for 
forward-looking developments to  H.264/MPEG-4 AVC Part 10  and Motion JPEG-2000 encoding.  The Telemetry 
Group of the Range Commander Council IRIG 106-chapter 10 digital recording standard specifies MPEG-2 and H.264 
as video formats, JPEG-2000 as still image format.  For brevity, we will refer to the H.264/MPEG-4 AVC Part 10 and 
Motion JPEG-2000 simply as H.264 and MJ2K, respectively. Both are modern and mature encoders, built on 
improvements of previous generations of encoders.  However, these encoders differ substantially in the image 
compression algorithms that they employ.  Both encoding standards support a broad range of applications, ranging from 
medical imaging to mobile video.  Our comparison will focus how these encoding schemes perform at high 
compression rates, for the case when bandwidths are limited to the range from two to 20 Mbps.   
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VIDEO COMPRESSION 

A video stream is captured as a sequence of pictures.  Each picture is acquired as a frame of pixels (compressive 
sensing technologies notwithstanding).  In a typical image, neighboring pixels are often similar, and this provides an 
opportunity to compress the image.  Figure 1 shows the processing common to practical video encoding algorithms.  
The light incident on the image sensor is typically sensed as separated color components, so it is natural to represent the 
image as color components in the RGB color space. The RGB color space can be mapped, in a linear and reversible 
fashion, to the luminance-chrominance space (YCbCr), where the image is represented by intensity (luminance) and 
color (chrominance) components. The luminance and chrominance components are processed separately throughout the 
encoding/decoding chain.  The purpose of the transform is to concentrate as much of the visually essential information 
into as few coefficients as possible, so that in the subsequent quantization step coefficients of lesser importance can be 
truncated.  This is one of the essential operations in which the MJ2K and the H.264 schemes deviate substantially: 
MJ2K operates on large picture areas using the discrete wavelet transform; H.264 operates on (the prediction error of) 
16 pixel-by-16 pixel Macroblocks using an integer approximation to the DCT transform.  Entropy encoding then 
minimizes the number of bits required to transmit the transform coefficients and other information necessary to decode 
the image data.  The bit stream is then encapsulated into other protocols suitable for transmission over packet networks 
and/or file formats. The decoding process is a step-by-step inversion of the encoding process. 

 

 
 

Figure 1:  Video encoding and decoding steps 

Color Sub-sampling 
The representation of the image as luminance and chrominance components lends itself to reducing image data by 
color-sub sampling. While lowering the resolution of the intensity content of an image is readily discernible by human 
vision, reducing the color resolution is barely noticeable.  Therefore, a common first step in video compression is to use 
fewer samples to represent color – about half or a quarter as many samples are used to represent color as are used to 
represent intensity. Color sub-sampling reduces the amount of data that needs to be processed by the computationally 
intensive data compression algorithms.  The JPEG standard does not explicitly prescribe a sub-sampled YCbCr 
representation for color image compression [1], but it does allow for it and is often implemented with 4:2:2 color sub-
sampling. In this case, the chrominance components have half the horizontal resolution of the luminance while 
preserving the full vertical resolution.  The H.264 standard prescribes 4:2:0 color sub-sampling, meaning that each 
chrominance component is represented with one fourth the number of samples as the luminance. Fidelity Range 
Extensions (FRExt) of the H.264 standards do allow for higher-resolution color sampling, but these are not typically 
found in avionic hardware encoders. 

Motion JPEG-2000 Compression 
The MJ2K encoder is built on JPEG-2000 image compression, which has the distinctive feature that it uses the wavelet 
transform for image compression. Wavelet compression is highly efficient for imagery; a good overview is given in [2]. 
One of the remarkable properties of JPEG 2000 is its scalability in both resolution and quality.  The image is 
successively decomposed into low-frequency and high-frequency bands. Lower resolution images are then embedded in 
higher resolution images. A low resolution image can be accessed by only decoding part of the bit stream.  The JPIP 
protocol allows the client to ask the server for further components of the bit stream to support increasingly higher 
resolutions; no trans-coding is required to support reconstructing images at different resolutions. The protocol also 
supports region-of-interest viewing based on the scalability of the encoding scheme.  An airborne application taking 
advantage of the scalability of JPEG encoding is the DARPA funded ARGUS-IS project [3]. There, a 1.8 gigapixel 
sensor images several square miles with high resolution. The 425 Gbits/sec stream of image data is compressed using 
JPEG-2000 and sent over a 274 Mbps Common Data Link (CDL).  
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Another notable application of MJ2K is digital cinema.  The Digital Cinema Initiative Group has selected MJ2K as the 
means to distribute digital content for the large movie screens.  

In flight test applications, cockpit display video or natural video with synthetic overlays is recorded to validate avionic 
systems. When the Navy retrofitted the Ea-18G Growler with high resolution 8x10 inch displays, it commissioned a 
High Resolution Recorder with MJ2K video encoding for flight tests. The comparatively low compression rate 
produces good quality video, but the data rates are more suitable for on-board recording than for telemetering. 

MJ2K treats each frame in the video sequence as an independent picture. The lack of inter-frame compression 
eliminates the possibility of the associated artifacts.  It also provides a level of immunity to temporary losses in the 
transmission media – any frame is as good as another one to re-synchronize the video decoder.  Similarly, it is easier to 
create exploitation software which accesses individual frames.  However, the lack of inter-frame compression limits the 
opportunity to leverage temporal redundancy in the video stream to decimating the frame rate. 

H.264 Compression 

It is common in a video sequence for a portion of a frame to remain constant, or to only change in a minor way, 
between successive frames.  It is therefore possible to leverage information already received by the decoder to reduce 
the bit rate.  Motion-compensated prediction with multiple reference frames is a mechanism H.264 provides which 
allows a portion of an image to be predicted from one or more images already transmitted [4].  This use of inter-frame 
prediction is a fundamental difference between H.264 and MJ2K.  Motion estimation, a computationally intensive 
algorithm, is used to predict how the picture changes.  A construct of I-frames, P-frames and B-frames is used to reduce 
the temporal redundancy in the compressed video stream: I-frames encode a source frame independent of other frames; 
P-frames encode the differences between the forward-predicted frame and the source frame; bi-directional prediction in 
B-frames encodes the difference between the average of the forward-predicted frame and the backward-predicted frame 
from a future frame.   

H.264 does not have the built-in scalability for quality and resolution that MJ2K has, but it is still practical to build 
encoders with quality, resolution and bandwidth tradeoffs as outlined by the Engineering Guideline MISB EG 0904. An 
H.264-based encoder that allows interactive control of resolution and quality has been demonstrated in [5].  H.264 is 
widely used in consumer and professional markets.  It is readily accessible on a wide range of software and hardware 
products. It is used by Blu-ray Disc and for streaming video on the internet. Popular media players, such as Windows 
Media Player and the VLC Media Player, and popular web browsers have built-in H.264 codecs.  

For video transmission, the MPEG-2 transport stream (not to be confused with MPEG-2 video compression) is the most 
common way to encapsulate video that is encoded with H.264 in an IP protocol.  The transport stream also carries audio 
and sensor metadata packets with the video packets.  Since accurate time stamping is a requirement for test and mission 
acquisition that is not found in commercial applications, implementations for time stamping using mechanisms allowed 
by the commercial standard have been specified [6]. 

 

ENCODER PERFORMANCE ANALYSIS 

The following analysis is intended to provide some practical guidance for codec selection and configuration for 
transmitting HD video in a bandwidth budget in the range of 2 to 20 Mbps.  These date rates are typical for digital data 
links for telemetry and ISR use cases.  We encode an uncompressed test sequence at different compression rates, 
analyze the quality and look for artifacts particular to each compression scheme. 

The Test Sequence 

A test sequence for encoder evaluation should be relevant to the particular application, because different source material 
can favor different encoding schemes.  The test sequence chosen for the comparison here is from a video captured 
during a flight test with an E/O sensor.  The uncompressed video sequence was captured at 720p30.  A more typical 
frame rate would be 720p60, however the frame rate of 30 frames per second still captures full motion video and halves 
the data rate that the MJ2K encoder yields.  This test sequence contains a view of an urban landscape, with buildings, 
cars and trees.  A graphic overlay contains computer-generated symbols and characters.  This type of compound video 
is typical of ISR video, synthetic video and heads-up-display video.  The aerial view from the moving vantage point of 
the camera on the aircraft results in video in which large areas of the picture have a low common motion component.  
The camera has a long-focal length and occasionally pans, increasing the motion content.  The temporal redundancy in 
this type of video may favor the H.264 encoder.  The video overlay with the symbols and characters does not share the 
common motion of the physical background video.  One would expect the wavelet transform of the MJ2Kencoder to 
excel in rendering the symbol content.  The test sequence analyzed is 500 frames.  One frame of the video (274) is 
shown in Figure 2. 
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The Encoders 

To provide results indicative of practically attainable performance, encoders in actual products manufactured by Ampex 
that process and record HD video, in real time, were used for the analysis. 

The MJ2K encoder available on the miniR® was used in this study.  The miniR® is an IRIG chapter 10 instrumentation 
recorder that can be configured with any of 20 or so interface cards, including a range of video interfaces and H.264 and 
MJ2K encoders.  (The miniR® was the aforementioned High Resolution Display Recorder on the Ea-18G Growler). 
Video on the MJ2Kencoder is converted to the YUV color space using 4:2:2 sampling; that is, color is sampled at full 
vertical resolution and half the horizontal resolution before the JPEG2000 compression is applied.  

The H.264 analysis was done using the video encoder function in the TS 100v.  The TS 100v is a HD video recorder/ 
encoder, purpose-designed for airborne ISR applications.  This encoder supports Baseline Profile and up to level 4.0, i.e. 
the maximum data rate of the video stream is 20 Mbps; the largest format supported is 1080p30.  Per the H.264 
standard, 4:2:0 sampling is used in the YUV color space. Color information is sampled at half the rate of intensity 
information in both the vertical and horizontal dimensions. 

 

 
Figure 2:  Frame number 274 of the test sequence used for encoder evaluation 

 

 

Results 

A metric often used to assess encoder performance is Peak-Signal-to-Noise Ratio.  This metric is arrived at by first 
computing the mean of the squared error between the original source picture and the picture after it has been first 
encoded and then decoded.  For the 1280 x 720 picture, this is done for each component: 
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The ratio of the averaged mean squared  error of the luminance and chrominance components to the peak signal is the 

computed.  The peak signal to noise ratio is defined as the ratio of the peak signal squared to the mean squared error. 
For video where each component is presented by eight bits, this becomes: 
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Figure 3 shows the PSNR computed for each frame of the test sequence when processed with each of the encoders.  The 
H.264 encoder was set to produce a bit stream at a constant rate of 8 Mbps.  The Group-of-Pictures (GOP) was set to 30, 
meaning that video is encoded in a sequence where one I-frame, which uses only intra-frame encoding, is followed by 
29 P-frames, which also use motion prediction.  It can be seen that the PSNR of the H.264 stream varies more than the 
PSNR in the JPEG2000 stream, and that it is typically a couple dB better for the I-frame than for the following P-
frames.  Indeed, comparisons have shown that the I-frame only H.264 encoder makes a good intra-frame only encoder 
[7].  The average PSNR is 44 dB for the H.264 encoder at 8 Mbps.  

The Motion JPEG2000 encoder was set to encode the video stream with a rate of 0.3 bits per pixel, yielding an average 
bit rate of 8.29 Mbps.  The average PSNR is 38 dB.  The video quality is acceptable for both cases.  The H.264 encoder 
does better in this use case than the MJ2K encoder.  This is consistent with other comparisons of these codecs: the 
MJ2K excels at larger image frames and lower compression rates [8].  For this bandwidth constrained telemetry case, 
H.264 provides superior results at 720p30. 

 
Figure 3:  Peak Signal-to-Noise Ratio for each frame in the sequence compressed to  8 Mbps 

 

The average PSNR performance of the whole test sequence was calculated at several encoder settings, the results are 
plotted in Figure 4. The maximum bit rate for the profile that the H.264 encoder supports is 20 Mbps; Figure 4 indicates 
better performance of the H.264 encoder up to that rate. At lower compression rates, the MJ2K encoder further 
improves the PSNR, most likely due to the fact that the color resolution is preserved to a higher degree. 

 

 
Figure 4: Average PSNR vs. Data Rate 
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  H.264 JPEG2000 Performance 
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Figure 5: Two detail areas of frame 274 at various compression ratios 

 

A related metric for encoder performance is the Rate-Distortion curve, shown in Figure 6.  The rate of the encoder 
measures how many bits, on the average, are used to represent one pixel.  For the typical 8-bit depth video, each pixel 
starts out as a 24-bit RGB presentation.  Figure 6 shows that, using only 0.15 bits per pixel (bpp)  the H.264 encoder 
yields a better than 40 dB PSNR representation of the image. The MJ2K encoder has a rate of 0.4 bpp for the same 
distortion. 
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Figure 6:  Rate Distortion curve for the H.264 and MJ2K encoders. 

We relate the performance metrics to the quality of the encoded and decoded image by examining a part of one frame 
that has gone through the encoding and decoding process.  Figure 5  shows two details from the video frame in Figure 2, 
containing natural video and computer generated overlays.  The same details are shown at selected compression rates to 
give a qualitative indication of the image quality and its deterioration when compression is pushed too far.  The 
performance metrics – bitrate of the video stream, average PSNR of the sequence, rate (bit-per-pixel, i.e. how many bits 
the encoder uses on the average to encode one pixel) are summarized next to the image details. A PSNR above forty dB 
yields images that are perceptibly free of artifacts, as illustrated in the image details in Figure 5(a) and (b).  For the 
H.264 encoder this holds true for bit rates from 4 Mbps to 20 Mbps.   

Figure 5(c) and (d) illustrate what happens when compression is pushed too far. Obviously there is a point at which 
artifacts dominate the image. These settings are only of interest to learn how compression ultimately falls apart.  In the 
case of the MJ2K encoder, the transform de-correlates the image over a large area and compression artifacts affect the 
image accordingly. The video looked as though it were viewed through atmosphere with heat convection turbulence. 
Consider the image detail of the parking lot with the graphic overlay shown in Figure 5(c).  Surprisingly, the H.264 
encoder does better with rendering the text readable. Also unexpected was that, in the heavily compressed case, color is 
preserved better by the H.264 encoder. Comparing the yellow parking lot striping of the MJ2K encoder at a bit rate of 
1.9 Mbit/sec (Figure 5c) to the H.264 encoder at 1 Mbit/sec shows that the H.264 encoder still gets the color right 
(Figure 7).  Both images are at about the same PSNR, yet the MJ2K encoder, which started out with twice the vertical 
color resolution, ends up with a less faithful representation. 

 

 
Figure 7:  MJ2K color compression artifact at PSNR ~ 32dB; H.264 (middle) and MJ2K (right) 

 

Inter-frame compression artifacts in H.264 became noticeable at the 2 Mbps bit rate (.07 bpp) in sections of the test 
video where the camera panned. The artifacts are localized to Macroblocks.  Small features in the overlay sometimes 
had ghost trails that panned with the scenery (Figure 8).  A more severe inter-frame compression artifact can be seen in 
Figure 5(d), at 1 Mbps:  the cross hair on the group of cars begins to disintegrate, and the right section of the cross hair 
moves down.  On the MJ2K encoder, the crosshair is completely gone.  
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Figure 8: H.264 inter-frame compression artifact at 2 Mbps 

CONCLUSION 

We have shown that H.264 encoding makes it indeed possible to send good quality 720p HD video over telemetry 
modems operating in the range of 3 Mbps to 20 Mbps.  H.264 outperforms MJ2K at these bit rates due to the additional 
flexibility that inter-frame encoding affords. H.264 maintains a comparable PSNR at half the bit rate of MJ2K at rates 
20 Mbps and below for the flight test sequence.  Symbolics and natural video remain preserved faithfully at data rates 
down to 4 Mbps.  Inter-frame compression artifacts become pronounced at 2 Mbps, but are not noticeable at higher bit 
rates.   
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