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ABSTRACT
Properly managing the volumes of data that are sent from satellites to the ground is becoming
more important for a number of reasons. As more satellites are launched more data becomes
available and there is a wealth of information contained within the data sets; information
regarding the performance of the satellite subsystems, sensors, efficiency of autonomous
software, and the accuracy of models and simulations to name a few. Proper storage and archival
methods help ensure these data sets are available to scientists and engineers to discover
previously unknown and “never before thought of” relationships between systems or subsystems.
The most obvious “first step” in this process is to preserve the data for work that may lead
towards new discovery and future advances.
AFRL is committed to preserving these data sets for these and other stated reasons. This paper
describes one ongoing effort related to the Joint Warfighting Space Demonstration 1 (JWSD-1)
(aka RoadRunner) satellite program that archives all the data sent to the ground and makes that
data available via the Internet to concerned groups of users.
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INTRODUCTION
Early on the Simulation & Technology Assessment Branch management realized the need for an
information management system coupled to other branch assets and various flight experiment
programs. During early discussions with potential AFRL satellite customers, and analysis of their
requirements, it was discovered that each group of customers (mission software developers,
mission planners, payload analysts, modeling & simulation developers, and project managers)
had similar needs for information management services however, it was not previously
considered part of their core mission responsibilities. These services included data archiving, a
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means to search and retrieve assets, and systems to distribute data and provide data access to
users outside of AFRL via the Internet.
The success of a flight experiment program in meeting its objectives and satisfying the criteria
for the demonstrations is documented in the form of data. The term data is used in its broadest
possible application. Data includes the many components and elements that make up the flight
experiment mission software, the cluster control simulation, the models, plus the information and
knowledge derived from these results. Data also encompasses the analysis products generated by
processing satellite or payload telemetry, documentation that defines and describes the program,
reports and presentations that describe the performance and results of the simulations and flight
experiments, the software that is used to command the systems, the algorithms used to build the
simulations, and any other fact or information asset that provides a legacy for future programs to
build on.
If a data center is to be successful it also must be flexible, adaptable, and sensitive to customer
requirements. The most requested capability by scientists and engineers is to have access to data
sets 24/7, and the obvious conclusion was that data sets needed to be made available via the
Internet. Customers are spread throughout the United States and to meet the time zone variances
data sets needed to be placed such that scientists and engineers, on either coast, would have
access whenever they needed access.
The overarching mission of the data center is to ensure that irreplaceable data and valuable
information assets are captured, preserved, and made available to scientists and engineers. The
data center developed at AFRL/VSE captures, archives, and makes available to its customers
data sets sent to AFRL at Kirtland AFB. This paper focuses on the architecture behind this
system and the data retrieval aspect of the data center.

TELEMETRY DATA PATH
The latest AFRL satellite program to use the data center system at AFRL/VS is JWSD-1. This
satellite has a number of sensors on-board that transmit telemetry to AFSCN ground stations
where the data is sent back to the RSC (RDT&E Support Complex) at Kirtland AFB. In addition
to sensor data is satellite bus telemetry data that is also sent to the RSC.
Figure 1 (below) is a simplified flow of the data after it arrives at the RSC. It shows telemetry
passing from the decrypter to telemetry processing workstations then to the Kirtland AFB
internal LAN where it is stored to the unclassified data center (UDC).
As shown there are two paths to the Internet: via the TT&C client and the data center. The path
through the TT&C client is designed for “real-time” data while the path through the data center
is designed for “historical” data sets.
Some of the other workstations shown in the figure are Planning & Scheduling (UPLAN_02),
Telemetry, Tracking & Control (UMOC_TTC), and the AFRL Mail Server. All the workstations
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are linked, via the AFRL LAN, and have the ability to share data sets making them, in effect, a
distributed information sharing network operating at 1 gigabit per second.

Figure 1: JWSD-1 Telemetry Data Path
Although Figure 1 is specific to JWSD-1, the data path shown is a common data path shared by
any data sent to the RSC. Some of the specifics may change from program to program but the
generic data path is, or can be, the same for any satellite data. Given this, the data center can be
used to archive any data set sent to the RSC and therefore is in a position to expand accordingly
to meet the requirements of AFRL.

DATA RETRIEVAL ARCHITECTURE
AFRL is in the process of implementing the architecture necessary to satisfy Internet access
requirements as shown in Figure 2. At the top of the figure are the external clients, i.e., clients
outside of the AFRL LAN that require access to satellite data sets. These clients include *.gov,
*.mil, *.edu, and *.com domains which covers all of the expected users needing data access.
Some users require real-time access; others may require query/response (Q/R) access to data
records from the database, while others require access to whole files. It is also reasonable to
assume that some users will require all three access methods and it is for this reason that the
architecture was designed to be generic enough to meet these diverse requirements. With this
architecture all users within the *.gov, *.com, *.mil, and *.edu domains can connect to their data
sets using their normal Internet connection method such as through an ISP.
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Below the external clients (see Figure 2) is the “DMZ” area. This area can be considered a
firewall through which all data, incoming or outgoing, must pass. AFRL setup this DMZ to
protect all AFRL assets from vulnerabilities such as worms or viruses that are prevalent on the
Internet. Because the data center is a 2-way connection, i.e., files are sent to the data center from
external clients and records are sent from the data center to external clients, it was decided to
mirror the data center in the DMZ thereby reducing the probability of viruses infecting nonaffiliated AFRL assets. Implementing the DMZ approach means the data center workstation, that
lie below the “KAFB Network”, updates (mirrors) the database to the data center that lies within
the DMZ. Typically this update takes place once or twice a day. In this way AFRL assets are
protected while at the same time external users still have access to their data sets.
Vulnerabilities are less of a concern when it comes to the TT&C client since this communication
is one-way that is data flows to the external user and there is no reverse flow of data. This suits
external users since they use the TT&C client for on-line accessing of real-time data.
AFRL clients (Figure 2) are client workstations that lie behind the DMZ and within the AFRL
LAN. These clients have more leeway regarding data access. Because they are behind the
firewall they have access to the latest set of data stored in the data center database. They cannot
expect faster access times to real-time data sets however since they also access the TT&C client
via the Internet. In this respect they are treated identically to an external client.

Figure 2: Data Retrieval Architecture

DATA PRODUCTS
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Below is a summary table (Table 1) of all products, both payload and non-payload, produced by
various JWSD-1 components. The first item, Pass Plan, moves pass plans from the Mission
Planning (MP) workstation to the data center (DC) within 24-72 hours of the pass plan being
verified. The plans are sent via the data center FTP server, and the expected format of the file is
standard hierarchical XML. All products listed in Table 1 are archived for a period of 3–5 years.
Product
Pass plan
Payload
task
request
Activity list
S/C task request
CDL TLM

From

To

MP
MP
MP
MP
CDL
GS
RSC
RSC
TT&C

24 HR board
TLE
Integrated CMD
load
Contact summary TT&C
EU
converted TT&C
TLM
GPS
TT&C
SGLS
payload TT&C
SOH
SGLS
payload TT&C
SSOH
SGLS S/C SOH
TT&C
SGLS S/C SSOH
TT&C
SGLS
science TT&C
data
Out-Of-Limit
TT&C
report
TDRSS TLM
TT&C
Table 1: Data Products

Transfer
Medium
FTP
FTP

Form

Arch

DC
DC

AccessWithin
(hours)
24-72
24-72

XML
XML

Yes
Yes

DC
DC
DC

24-72
24-72
24-72

FTP
FTP
SIPRNet

XML
XML
XML

Yes
Yes
Yes

DC
DC
DC

24-72
24-72
24-72

FTP
FTP
FTP

XML
XML
XML

Yes
Yes
Yes

DC
DC

24-72
24-72

FTP
FTP

XML
XML

Yes
Yes

DC
DC

24-72
24-72

FTP
FTP

XML
XML

Yes
Yes

DC

24-72

FTP

XML

Yes

DC
DC
DC

24-72
24-72
24-72

FTP
FTP
FTP

XML
XML
XML

Yes
Yes
Yes

DC

24-72

FTP

XML

Yes

DC

24-72

FTP

XML

Yes

There are a number of ways to send data sets to the data center: via the data center FTP server,
US mail, email, etc. The data center FTP server is the default method of data transfer to the data
center, however, the actual method by which data transfer takes place is negotiable and
whichever means is more practical or convenient is used. The data center strives to be customer
oriented and so must be flexible enough to meet varying customer demands.
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Table 1 gives an overview of the variety of products the data center will archive and what will be
made available via an Internet connection to its customers. Over the life of the program overall
data volume is expected to fall between 1-2 Terabytes.

Figure 3: Data Products Data Flow Diagram

DATA RERIEVAL
Retrieving data from the data center involves different parts of the system (Figure 4) such as the
web page, DBMS, DVD archive, etc. Historical data, data greater then 30 days old, is stored on
DVD’s and a catalog is kept on line using the DBMS. Typically users will use the web page to
locate the file of interest. The web page is linked to the DBMS that has file information such as
date of the file, where it came from, and time stamp. Once the user is satisfied they drag the file
to the “check-out” box and choose to download the file or go to the data center FTP site to
complete the transaction.
Each of the products shown in Figure 3 that flow into the Unclassified DC such as pass plan,
contact summary, SGLS (Satellite Ground Link System) science, etc., are tables within the data
center DBMS. Most, not all, of this information is available immediately, on-line, to the user and
accessible using the web page(s). These data sets include SGLS Payload SOH, SGLS Payload
SSOH, SGLS Satellite SOH, SGLS Satellite SSOH, command loads, task requests, etc. For the
most part these are relatively small data sets that will be retrieved constantly. The cost of having
them immediately available outweighs the cost of moving them to the DVD storage system and
retrieving them as needed. After 30 days it is expected these data sets will not be in demand and
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will be archived to the DVD system. A data log table will be updated when they are moved so
that they are retrievable from the DVD system.

Figure 4: Data Center Storage System
Non-historical data sets are kept on-line in the DBMS. These data sets, normally satellite bus
telemetry data sets, are searched for the information they contain within the file. For example, an
engineer wants to know the battery charge for days 1 – 10. They would use the web page (see
Figure 5) to search the contents of the telemetry files to locate that information. The return to the
user will be that information in the form of database records. At that point the user can save the
records to their workstation using standard “cut-and-paste” methods.

Figure 5: Sample Telemetry Web Page
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A data set that is expected to take up most of the volume sent to the ground is the science data.
This is comprised of the sensor experiments that are a part of JWSD-1 and will occupy most of
the 1-2 Terabytes of data sent to the ground stations. These data sets will not be stored on-line
but will instead be kept near-line on the DVD system. In this case, near-line is defined as a file
being retrieved within a few seconds of being requested by the user.
Science data is a unique class of data. Because the format can vary from experiment to
experiment, and the usage of the data files also varies, these data sets are sent to the data center
and stored as files. Simply, they are treated as data “blobs” and all the information that the data
center knows is contained in the file name. The data center receives the files, logs them into the
database, and moves the files to the DVD system. Because the content of the file is unknown no
further entries are made to the database. All that the user is able to search on is the filename so
naming conventions become increasingly important.

CONCLUSION
Properly managed satellite data adds value to satellite programs. Programs spend millions of
dollars to launch satellites but the return on investment is contained within the data sets sent to
the ground once the satellite is on orbit. Managing these data sets, mining them for information,
and archiving them for future discovery help ensure future systems will not repeat the mistakes
from the past. This can be accomplished by investing in the resources, hardware, software, and
human resources necessary to implement viable solutions.
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