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Abstract
Traditionally the machine learning community has viewed the No Free Lunch (NFL)
theorems for search and optimization as a limitation. I review, analyze, and unify
the NFL theorem with the many frameworks to arrive at necessary conditions for
improving black-box optimization, model selection, and machine learning in general. I
review meta-learning literature to determine when and how meta-learning can benefit
machine learning. We generalize meta-learning, in context of the NFL theorems, to
arrive at a novel technique called Anti-Training with Sacrificial Data (ATSD). My
technique applies at the meta level to arrive at domain specific algorithms and models.
I also show how to generate sacrificial data. An extensive case study is presented along
with simulated annealing results to demonstrate the efficacy of the ATSD method.
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Chapter 1

Introduction
The major contribution of this work is the Anti-Training with Sacrificial Data
(ATSD) technique which incurs a one-time computational expense to produce superior
optimizers and machine learning algorithms. Nevertheless, this dissertation is also
about improving the use of optimization and machine learning algorithms. As such,
the early chapters are spent reviewing the fundamentals of optimization and machine
learning techniques. But before starting that, I feel that it is important for the reader
to understand what drove me to my research in the first place.

1.1

Personal Statement

I have always been drawn to optimization and artificial intelligence (AI). These
interests were spurred by my undergraduate research with professor Dr. Mark Neifeld
and his post-doctoral student Michael Stenner. This one project involved a multilens, multiplexing camera; a camera that exposes a single image sensor to light from
multiple apertures. That idea was to take six to nine multiplexed photographs using
all nine apertures and reconstructing each view with minimal error. One of my tasks
was to determine the optimal shutter timings. I was told that the simulated annealing
method was optimal for determining these timings, but after a month of running
simulated annealing the evidence was less than convincing. Thus, I experimented with
a gradient restart algorithm.1 It found a better solution in days, whereas the simulated
annealing had already run for over a month. That is better than an improvement of
an order of magnitude!
When I started pursuing my doctoral degree, I discovered the No Free Lunch for
Search and Optimization Theorems (NFL Theorems), which proved no computer
search technique is always optimal. Furthermore, its mathematical framework
provides the underpinnings of my research. Provided certain assumptions, all search,
optimization, or learning techniques perform the same on average. Because the
average is fixed, I started working on methods to make an AI smarter at one domain
by making it less intelligent at unrelated domains. I call the technique Anti-Training
with Sacrificial Data (ATSD).
1

A gradient restart algorithm follows the gradient to a local extrema, then restarts from a random
location while keeping track of the best solution.
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1.2

Motivation

If my personal statement is not motivation enough, consider for a moment the
following scenarios and determine if it is obvious what is the optimal choice of
algorithm and its hyper-parameters:
1. Suppose a hospital wants to determine good rules for deciding if patients need
to stay another night or if they would be better discharged. Should the hospital
use some form of generalized linear model, a Bayesian model, a decision tree, a
support vector machine, an artificial neural network, or something else?
2. Provided a series of crimes, where will the criminals strike next?
3. Throughout the cold war, governments needed to determine how to avoid a
nuclear war. How should they determine their optimal course of action?
4. Other researchers are studying protein folding, trying to determine the proteins’
lowest energy states. Should this be done with genetic algorithms or by making
it a video game for humans to play?2
5. Given some NP-Hard problem, what is a good heuristic solver?
The complication is that algorithm selection and tuning are considered a “black
art” [159, 158]. Some practitioners use what has worked for them in the past, others
select one at random, and some use some form of cross-validation. Chapter 4 discusses
why all of these techniques are flawed. A better answer is to use models, parameters,
and algorithms which match the objective. But this requires understanding both the
objective and how the plethora of algorithms operate! Clearly engineers and scientists
should understand their objective, but it is unrealistic to expect them to analyze how
a particular algorithm exploits the structure embedded in their problem.

1.3

A Pilot Problem

The growing problem of space debris is making launching future space missions more
dangerous. Consider multiple scenarios where the space debris is similarly distributed.
Perhaps our knowledge is wrong, space collisions will change their trajectory, or
someday the need to monitor space debris around a different planet will arise. How
should we optimally monitor and track the debris? How should a machine go about
finding the optimal trajectory?
Consider the pilot problem of monitoring space debris around a small, dense
artificial planet. Allow many such scenarios where each scenario has space debris in
a different configuration drawn from one of two distributions: a realistic distribution
2

The University of Washington created such a video game called ``Foldit.'' It is freely available
at http://fold.it/portal/
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Table 1.1: Pilot Problem Distributions
Data Set

Realistic

Semi-Major Axis \sim  \scrN  (400km, 30km)
Eccentricity
True Anomaly
Orientation

\sim  \scrN  (0.1, 0.1)
\sim  \scrU (0, 2\pi )
\sim  \scrU (0, 2\pi )

Nonsense
half from \sim  \scrN  (520km, 30km)
half from \sim  \scrN  (280km, 30km)
\sim  Exp(1/3), but \leq  1.0
\sim  \scrU (\pi /4, 7 \pi /4)
\sim  \scrU (\pi /2, 2 \pi )

and a distribution of utter nonsense. The realistic distribution will clearly be useful,
but the nonsense distribution can also be useful as will be shown in Chapter 5. More
details can be found in Table 1.1. The objective is to find an orbit for a satellite which
visits all debris within a specified distance and with minimal time between visits.
These two objectives are at odds with each other. By having a very similar orbit the
satellite can closely examine the space debris, but at the same time a similar orbit
means that the satellite will take a long time to view all the debris. On the other hand,
having a much lower orbit would allow the satellite to see all the debris very often,
but from a great distance. The orbital plane is fixed, reducing the orbital problem
to a two-dimensional problem. Each orbit’s degrees of freedom are its: eccentricity
(shape), orientation (angle of the ellipse), semi-major axis (size), and true anomaly
(phase of the orbit). Figure 1.1 illustrates these degrees of freedom.
This pilot problem will be revisited periodically throughout this dissertation. A
couple of questions to keep in mind are:
\bullet  Which of these four degrees of freedom are important?
\bullet  Should the problem be solved using an optimization algorithm, some sort of
look table, or something else?
\bullet  If an optimization algorithm is used, which one should be used and should its
hyper-parameters be?

Eccentricity

Semi-major axis

Orientation

True Anomally

Figure 1.1: The four orbital degrees of freedom
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Figure 1.2: A simple Perceptron model
\bullet  Would something like a decision and regression tree be valuable?

1.4

Brief History of Machine Learning

The history of machine learning shows cycles of growth and stagnation. By studying
the causes of and resolutions to the stagnation in machine learning, future researchers
can hopefully minimize the periods of stagnation. This is meant to provide only a
few milestones to see how far the field has come from its earliest days.
Before electronic computers, there were mechanical computers. Before mechanical
computers, the term computer referred to “one who calculates,” first appearing around
the 1640s [46]. In the 1640s, “computers,” often times a person working on parchment,
did not perform machine learning as we know it. It was not until 1806, when
Adrien-Marie Legendre published a book on determining the orbits of comets using
least squares regression [121], or 1809, when Karl Friedrich Gauss published the
method of least squares regression in his work Theoria Motus Corporum Coelestium
in sectionibus conicis solem ambientium 3 [60], that “computers” commonly fitted data
to models. Bayesian inference began to be used after Pierre-Simon Laplace published
his work Théorie analytique des probabilités. More advanced techniques, such a linear
programming, came about after 1940 [91]. A more comprehensive list of data fitting
techniques are reviewed in Section 3.3.1.
Neural network research can be traced back to the 1940s [111]. One of the earliest
useful machine learning models is the Perceptron from 1957 [144]. The Perceptron
takes a number of inputs, xi , multiples them all by weights to be learned, Wi , sums
them together along with a constant also to be learned, b, and then outputs a value
based on the simple function:
\left\{ 
1 if v > 0
f (v) =
(1.1)
0 otherwise.
Figure 1.2 illustrates this historical model. Its purpose was to serve as a binary
classifier, mapping an input vector into a binary value. It was limited to linearly
3

This translates to: Theory of the Motion of Heavenly Bodies Moving about the Sun in Conic
Sections.
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separable classification problems, could only effectively be trained in a single layer,
and failed to handle simple nonlinear problems such as mimicking the behavior of
XOR [114]. The inability of the Perceptron to solve this simple problem lead to
the stagnation of neural network research as applied to machine learning. Smooth
activation functions in place of (1.1) along with the Backpropagation algorithm [see
76, chap. 4.4] solved both the XOR problem and the stagnation of research.
Statistical machine learning became popular after the probably approximately
correct (PAC) learning framework was introduced in 1984 [172]. PAC learning allows
for learning to be imperfect in two ways: by approximation and in probability. One
common interpretation of PAC learning is
P (error \leq  \epsilon ) = \delta ,

(1.2)

where \epsilon  is the approximation error, which occurs with probability \delta  . Valiant [172]
points out how the famous examples of expert systems up to that point, DENDRAL
and MYCIN, were programmed using only propositional logic, yet humans do not
learn in the same fashion these systems were programmed. While the original
problem studied the learning of Boolean functions, the PAC framework has been
applied to virtually all forms of statistical learning. PAC learning has been used to
justify learning with decision trees (as an extension to Boolean logic) [89]. The PAC
framework was extended through the use of the Vapnik-Chervonenkis dimension (VCdimension) to cover spaces with an infinite number of functions [22], ergo justifying
artificial neural networks and all statistical learning models with finite VC-dimension.
We discuss more about the VC-dimension in Section 3.1.5.
Since then, machine learning has taken on many more roles including those of
multiclass classifiers, data mining, data representation, regression, inference, and
prediction. A plethora of algorithms is both a blessing and a curse. We have more
tools now than ever before. Consequently, deciding which tool to use can be as
large of a problem as the actual learning task. ML and cross-validation are a few
techniques that have tried to resolve this problem, and they have had some success.
The research presented in this dissertation will hopefully be instrumental in alleviating
this algorithm selection problem.

1.5

Philosophy of Machine Learning

This chapter closes with a discussion of the philosophy of machine learning. The
philosophy of machine learning elucidates the purpose of machine learning, laying
down a road map of its past and possible future routes. This section starts with
the definitions of “learning” and “useful knowledge.” It then proceeds to discuss the
parallels between the philosophy of science and the philosophy of machine learning.
The discussion then focuses on the crux of model selection, and then wraps up by
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showing that this philosophical discussion actually leads to future research in machine
learning.
Before discussing the philosophy of machine learning, let us start by defining
“learning.” Merriam-Webster defines learning as “to gain knowledge or understanding
of or skill in by study, instruction or experience” [179]. But not all knowledge is
useful. Useful knowledge, as defined in the work of Bialek et al. [21], is information
that has some predictive4 capabilities, and most information is useless. The difficulty
in learning is figuring out which information is useful and which information is a
random artifact of noise, the experimental setup, or human error. This happens to
sound similar to any scientific endeavor and perhaps for good reason.
Recent works have drawn several parallels between the philosophy of machine
learning and the philosophy of science [98, 189]. “Machine learning studies inductive
strategies as they might be carried out by algorithms. The philosophy of science
studies inductive strategies as they may appear in scientific practice” [98]. Korb [98]
further goes on to say that meta-learning in machine learning is the same as the
methodology in the philosophy of science. Continuing along these lines, Korb brings
up Occam’s razor and that even in science we must be careful to not overfit the data;
overfitting is a common problem in machine learning. The parallels continue. Science
generally concerns itself with testability and reproducibility. This leads to useful
(predictive) information. The most common form of machine learning concerns itself
with discovering predictive models. The predictive capabilities of both science and
machine learning depend on the reproducibility of the data.
In order to turn raw data into useful information (information that can make
predictions), science and machine learning must select a model. Wolpert [193]
describes supervised machine learning as the task of learning the hypothesis, which
most closely matches the true generating function of the evidence. Williamson [189]
emphasizes the relationship between the choice of hypothesis in science and that of
model selection in machine learning. Both use an iterative process of theorizing about
the problem, collecting evidence to test the theory, and then repeating. Williamson
[189] also discusses inductivism as the practice of first making observations then
finding a model which fits the observations and falsification as the practice of
first generating a model then testing to see if the model can be disproved. Both
inductivism and falsification are used in science. Falsification is exemplified by how
scientists are always testing the “Standard Model” of particle physics. Similarly,
John Alexander Reina Newlands’s ‘law of octaves,’ the first periodic pattern for the
elements, is an example of inductivism [165]. However, once science has established
a useful hypothesis, scientific progress has commonly been made through the use
of falsification. Typically, machine learning works in the opposite direction, based
on inductivism, but not always. Academic literature contains examples where the
4

In this dissertation, ``prediction'' should be interpreted more along the lines of a forecast or an
estimate performing better than a random guess.
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machine asks questions in an attempt to falsify its current model, especially along
decision boundaries [15] and other areas of uncertainty [154].
Is any of this philosophy useful? Well, it provides future research directions for
machine learning in general. Closing the gap between machine learning and the
scientific method can improve machine learning. One gap is that of model inspection.
Machine learning should have the ability to inspect where particularly useful models
break down. In science, the Standard Model breaks down in singularities, so scientists
have devised a number of alternatives and extensions to fix this. The breakdown
points might be impossible, so they can be safely ignored, or they might also occur
in normal operating conditions. Consider an interpolation model which uses rational
functions; any real zeros of the denominator occurring between two interpolating
points can be considered a problematic breakdown condition; complex poles can
usually be safely ignored. In this fashion, one future direction of research is for a
machine learning algorithm which symbolically inspects its models for problems.
Another approach which may bring machine learning closer to science is examining
where different models disagree. Humans have their own intuition about how the
universe works and they also have scientific models. The scenarios where models
make different predictions should be scrutinized, such as when Galileo dropped a
heavy ball and a light ball off of the Leaning Tower of Pisa; Galileo had a theory which
contradicted human intuition on motion. Thus, machine learning may also benefit
by querying where different useful models disagree. The list of scientific techniques
not yet commonly implemented in machine learning goes on, and I encourage future
researchers to close the gap between the scientific method and machine learning.
This discussion of philosophy also tells us what the ultimate goal of machine
learning should be. Considering that the philosophy of machine learning is equivalent
to that of the philosophy of science, scientists and AIs practicing machine learning
ought to accomplish the same goals. Scientists (1) learn what is currently known
or assumed, (2) propose hypotheses (typically explanations or models) that can be
tested, (3) propose experiments to test theories, (4) carry out those experiments, (5)
analyze the data from the experiments, and (6) share results for the scrutiny of peers.
Machine learning should do the same. Correspondingly, the ultimate form of machine
learning would be an artificial scientist.
1.5.1

A Note on Analog Computing

Now and then, people like to ask whether computers will ever replace/emulate a
human mind. This question comes up often for those of us in the field of AI. So, is
there something special about our minds? Ultimately, the answer may depend on the
definition of a computer.
Before starting this discussion, we want to distinguish two similar concepts in computing: expressiveness and computational complexity. Expressiveness is understood
as whether one machine and emulate another. Computational complexity refers to
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the time required to complete a task. A quantum computer and a classical computer
can emulate each other perfectly. They are equally expressive. Nevertheless, the
quantum computer can solve some problems quadratically or exponentially faster
than the classical computer. To replace or emulate a human mind, a machine must
be at least as expressive as a human mind and preferably have similar or better
computational complexity than the human mind.
So, could a classical digital computer emulate a human mind? The answer is definitively “no.” A digital computer will never be able to fully replace an analog neural
network. Many computational laws are based on the assumption that computers
work with (potentially infinite) countable sets in discrete time. Actually, computing
with uncountably infinite sets (i.e., real numbers) is strictly more expressive5 than
digital computers [32]. Moreover, this still assumes discrete time. We are unaware if
continuous time buys even more expressiveness. Even the No Free Lunch theorems,
which this dissertation references repeatedly, are invalidated by uncountably infinite
sets of problems Auger and Teytaud [11]. Thus, a digital computer will never perfectly
emulate a human mind. Perhaps it is time for a renewed interest in analog computing?
A quick Google search shows an ongoing debate about the effects of quantum
mechanics on the human brain and consciousness. Even if the human brain harvests
quantum mechanics, what is to keep a quantum computer from doing the same thing?
This of course requires us to expand our definition of a computer once again. Interestingly enough, non-determinism combined with uncountable sets produces something
even more expressive than the deterministic analog recurrent neural network. Cabessa
and Villa [32] show that non-deterministic real-valued computation is strictly more
expressive than deterministic real-valued computation. This may come as a surprise
to some computer scientists since non-deterministic Turing machines are equivalent
(in expressiveness) to deterministic Turing machines.
The question this leaves us with is “will analog quantum computers or analog nondeterministic computers ever replace a human mind?” Maybe. Further discussion is
left for another time.

5

A Turing machine cannot emulate it perfectly.
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Chapter 2

Nomenclature \& Abbreviations
Please allow for the following notation regarding the NFL theorems for search and
optimization:
\bullet  \scrF  to be the set of all functions under consideration,
\bullet  \scrF + to be the set of all likely functions,
\bullet  \scrF  -  to be the set of all improbable or impossible functions,
\bullet  \scrF 0 to be the set of all other functions,
\bullet  f \in  \scrF  be a function to be optimized,
\bullet  P (f ) be a probability mass function, describing the probability of f occurring,
\bullet  P\^ (f ) be an estimate of P (f ),
\bullet  a be a black box algorithm that samples f and uses the input-output data to
generate the next input into f ,
\bullet  m \in  \{ 1, . . . , | \scrX  | \}  be the number of unique inputs,
\bullet  x to be an input,
\bullet  y to be an output,
\bullet  dxm be a set of the first m unique inputs,1
\bullet  dym be a set of the corresponding outputs,
\bigl\{ 
\bigr\} 
\bullet  dm be shorthand for dym and dxm combined: (x1 , y1 ), (x2 , y2 ), . . . , (xm , ym )
\bigl( 
\bigr) 
\bullet  P dym | f, m, a be the conditional probability of finding dym given an algorithm
a iterated m times on a fitness function f , and
\bigl(  \bigr) 
\bullet  \Phi  dym be a function that converts the output to some performance metric.
Allow for the following notation regarding the NFL theorems for supervised
learning:
1

Algorithms are considered to never reevaluate a previously investigated input; allow previous
function evaluations to be recalled without incrementing m.
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\bullet  f is the true function mapping inputs to outputs,
\bullet  h is the hypothesized (learned) function that maps inputs to outputs,
\bullet  d is the data,
\bullet  P (f ) the prior probability of the true function,
\bullet  P (h) the prior probability of the hypothesized function,
\bullet  P (f | d) the posterior probability of the true function,
\bullet  P (h| d) the posterior probability of the hypothesized function and the mathematical definition of a learner,
\bullet  C is the cost or loss over off-training set data (commonly the classification
error),
\bigl[ 
\bigr] 
\bullet  \mathrm{E}1 C |  d is the expected off-training set loss given the data/evidence with
respect to the first learning algorithm, and
\bigl[ 
\bigr] 
\bullet  \mathrm{E}2 C |  d is the expected off-training set loss given the data/evidence with
respect to the second learning algorithm.
To avoid conflating definitions, we use the following definitions:
\bullet  Algorithm: To be distinguish from “Program”
-- In context of the search and optimization NFL theorems: P (x| dm ). Optimization algorithms decide which input, x, to try next given the history
dm of input-output pairs. If two “algorithms” (or simply optimization algorithms) statistically produce matching input sequences per each function,
then the optimization algorithms are considered identical.
-- In context of the supervised learning NFL theorems: P (h| d). Learning
algorithm decide on a hypothesis given the data. If two models produce the
matching predictions over all data sets, then they are considered identical.
\bullet  Program:
-- In context of any NFL theorem: The implementation of an algorithm.
Two implementations may be different for the same algorithm. One
implementation can be a priori superior to another.
-- In context of optimization mathematics: A linear, quadratic, or nonlinear
program is an optimization problem where the objective and constraints
are correspondingly linear, quadratic, or nonlinear.
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For brevity, we provide the following terms:
\bullet  Artificial Neural Network is shortened to ANN,
\bullet  Deep Belief Networks as DBN (a specialized ANN),
\bullet  Genetic Algorithm is shortened to GA,
\bullet  Gradient Descent is shortened to GD,
\bullet  Expectation Maximization to shortened to EM,
\bullet  Restricted Boltzmann Machine as RBM,
\bullet  Simulated Annealing is shortened to SA,
\bullet  Support Vector Machine is shortened to SVM,
\bullet  Anti-Training with Sacrificial Data is shortened to ATSD,
\bullet  Anti-Training with Sacrificial Data combined with Meta-Learning is abbreviated
as ATSD+ML,
\bullet  Meta-Learning is abbreviated as ML,
\bullet  No Free Lunch to be abbreviated as NFL,
\bullet  Independent Identically Distributed as i.i.d., and
\bullet  Vapnik's and Chervonenkis's theory as VC-theory.
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Chapter 3

Machine Learning
Machine learning is a very broad topic. Some people call regression analysis machine
learning, while other people think of artificial neural networks, Bayesian networks, and
hidden Markov processes when machine learning is mentioned. Wikipedia [186] states
“machine learning, a branch of artificial intelligence, concerns the construction and
study of systems that can learn from data.” This begs the question what does it mean
to “learn?” A similar word to “learn” is to “memorize,” with the primary difference
being that memorization provides no predictive value. So we define “learning” as
being able to use observations to make predictions about novel scenarios.1 Combining
the definitions of learning and machine learning produces our working definition of
machine learning: “a branch of artificial intelligence concerned with the construction
and study of systems that make predictions about novel scenarios from data.” As such,
research into machine learning typically attempts to improve predictive accuracy.
Since many machine learning methods exist, we will introduce an abstraction to
cover virtually all forms of machine learning. This dissertation’s working abstraction
for machine learning is three pronged: the meta-model, the optimization/encoding
algorithm, and the environment. However, theories of learning are also important
as they make assumptions and predictions about these facets. We will thoroughly
investigate these components and learning theories as sections in this chapter, but we
will briefly introduce these concepts here. But first, we will discuss the importance
learning theories.
The meta-model describes the set of possible models. Examples of meta-models
include algebraic expressions, artificial neural networks, Bayesian networks, cluster
shapes (e.g., k-means, k-medoids, bounding spheres, etc.), decision trees, genes,
hidden Markov processes, and support vector machines. Meta-models must allow
information to be encoded. They must also provide a means of inference. A well
designed meta-model makes it easy to produce useful predictive models that make
tractable inferences. While meta-models provide a means to hold information and
to make predictions from this information, they may be trained with any number of
algorithms; that is job of the second prong.
The second prong is the encoding algorithm.2 It translates observations into
a specific model from those permitted by the meta-model. This is done through
creating, selecting, or modifying a model. Often times the encoding algorithm is reg1

These predictions may be abstract concepts, instructions, numbers, movements, etc.
An encoding algorithm is a training algorithm. However, we prefer the term ``encoding
algorithm,'' as it has more obviously connections to information theory.
2
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ularized optimization, reducing discrepancies between observations and predictions.
Alternatively, the encoding algorithm may directly build the model (e.g., directly
building decision trees). Any black-box optimization algorithm may be used to search
for a model. Examples of black-box optimization algorithms are thoroughly analyzed
in Section 3.3.1. Nevertheless, many meta-models include a recommended class of
encoding algorithm. For instance, while genetic algorithms can train any Artificial
Neural Network (ANN), it is commonly recommended to use the backpropagation
algorithm (using any form of gradient descent on the error) for ANNs with smooth
activation functions.
The third facet of our machine learning abstraction is that of the environment.
The environment is everything that is outside of the learning algorithm. It is
just as important as the other two facets. The environment specifies the random
process which the data comes from. Yet, it may also contain other learners or be
interactive. For example, in reinforcement learning the data is discovered during
the learning process and may involve multiple agents. Moreover, the environment
also provides the learning objective: supervised learning tries to predict an output
based on inputs; unsupervised learning’s objective is to find patterns in the data as
whole, ignoring what is an input and what is an output; semi-supervised learning first
aims to find interesting patterns, then use those patterns for classification purposes;
and reinforcement learning is a form of optimization under uncertainty. This three
pronged machine learning abstraction covers virtually all forms of machine learning.
Our three pronged abstraction allows machine learning to be decomposed into a
number of subfields: supervised, reinforcement, unsupervised, and semi-supervised.
Wolpert [193] describes supervised machine learning as learning the function that
transforms the input data into the output data. Examples include regression analysis,
building classifiers, and building decision trees. Unsupervised learning simultaneously
treats the data (or functions of the data) as input and output. Examples of this
includes learning the probability distributions, clustering, blind signal separation, dimensionality reduction, and prediction using hidden Markov models. Semi-supervised
learning is a combination of supervised and unsupervised where only some of the
data has associated outputs. It allows one to estimate the quality of the solutions
found using unsupervised methods. Reinforcement is nothing more than learning how
actions or a policy affect the environment, usually for potential gain.
The related disciplines introduced in Section 1.1—search, optimization, prediction,
and game theory—reduce back to these three prongs. Figure 3.1 shows how all these
topics are related. Search is perhaps the most general and easiest to explain. It
is exploration with some stopping criteria. Optimization can be seen as a special
type of search where the stopping criteria typically involves: a maximum number of
function evaluations, the discovery of a local extrema, encountering a good enough
solution, or some combination thereof. When the objective is to minimize model error,
search and optimization reduce to an information encoding process. Prediction can be
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Unsupervised

Figure 3.1: Relationships between related fields
seen as a special type of optimization where the objective function to be optimized
involves future or unseen data. We already defined machine learning, showing its
underpinnings are in prediction. Game theory can be seen as optimization involving
multiple decision makers. When the environment is interactive and contain multiple
learners, game theory can be applied to multi-agent reinforcement learning.
Theories of learning put forth assumptions about these three aspects and their
consequences. Statistical learning theory imposes statistical assumptions on the
data, the consequences of which can be used for designing encoding/optimization
algorithms. Vapnik’s and Chervonenkis’s theory (VC-theory) extends the statistical
assumptions to those of models. A resulting consequence states that a model’s
complexity should be considered during the encoding/optimization process. Other
theories measure complexity, offering a method to decide when certain tasks are
learnable (i.e., what can and cannot be predicted about the environment). While
theories of learning are less fundamental than the three components of machine
learning, Vladimir N. Vapnik said it best: “Nothing is more practical than a good
theory” [174, preface].
The first section of this chapter covers relevant frameworks for the theory of
machine learning, including theories and models for model-selection, meta-learning,
and learning. Section 3.2 discusses meta-models for machine learning. The following
section covers optimization/encoding algorithms. A terse dialogue on the environment
and its connection between game theory and optimization are discussed in the
fourth section. The chapter closes with a discussion of how meta-models, encoding
algorithms, and the environment can be modified to exploit different assumptions.
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3.1

Frameworks

Machine learning can be approached from many different perspectives. Each perspective presents a framework from which learning can be viewed. A few of these
frameworks (listed in alphabetical order) include:
\bullet  the algorithm selection problem,
\bullet  computational complexity,
\bullet  feature selection/extraction,
\bullet  information theory,
\bullet  learning in the limit,
\bullet  ML,
\bullet  NFL theorems,
\bullet  online learning,
\bullet  probably approximately correct (PAC) framework,
\bullet  reinforcement learning,
\bullet  social learning theory, and
\bullet  statistical learning theory.
\bullet  Vapnik-Chervonenkis (VC) theory,
We will only review some of these frameworks and theories in depth. Nevertheless,
we will at least provide a cursory overview of most of these frameworks and theories.
We reserve a thorough discussion of the theories most relevant to this dissertation’s
primary topic: ATSD.
3.1.1

Learning in the Limit

Learning in the limit was first introduced by Gold [64], where he developed learning
in the limit to model how an AI may learn a language.
At time t the learner is presented with a unit of information it ,
concerning the unknown language L. In any language learnability model,
the method of information presentation consists of assigning to each L a
set of allowable training sequences, i1 , i2 , . . ..
Learnability. At each time t the learner is to make a guess gt
of a name of L based on the information it has received through time
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t. Therefore, the learner is a function G which takes strings of units of
information into names:
gt = G(i1 , . . . , it ).
L is said to be identified in the limit if, after some finite time, the guesses
are all the same and are of the name L.
Unlike in statistical frameworks, “in the limit the learner does not necessarily know
when his guess is correct” [64].3 Gold extends this analysis to encompass time-variant
black-boxes where the “name” of a black-box is taken to be the Turing-machine which
computes the black-box outputs.
3.1.2

Feature Selection and Extraction

In terms of the three basic components of machine learning, feature selection and
extraction concerns itself with discovering the information from the environment
which is most useful for prediction. These generally aim to either reduce the
problem complexity or transform the data into a more “natural” representation, albeit
sometimes in a higher dimensional space. Feature extraction calculates new, better
features. Feature selection selects the most relevant inputs, preserving their meaning.
Machine learning benefits from these more “natural” representations of data, especially
in the domain of natural images.
One primary concern of feature selection and extraction is dimensionality reduction. Dimensionality reduction plays three important roles. First, it helps ameliorate
the curse of dimensionality with respect to the sample space. As the number of
dimensions increase, the number of points required to maintain the same density
increases exponentially; ergo dimensionality reduction helps effectively sample the
space. Second, higher dimensional space makes statistical estimates less reliable; this
is known as the Hughes Effect [123, 82]. Effectively, dimensionality reduction allows
one to improve a model’s predictive power when working with small data. Third,
lower-dimensional spaces require fewer computing resources (e.g., RAM). Typical
methods for dimensionality reduction include: principal component analysis (PCA),
functional PCA [88], kernel PCA [152], probabilistic PCA [168], exploratory factor
analysis (EFA) [163], sparse coding [76, chap. 10.13], Auto-encoders [76, chap. 8.11],
independent component analysis (ICA) [83], non-negative matrix factorization [104],
canonical correlation [73], and latent semantic analysis [101]. .
Not all feature extraction is based purely on dimensionality reduction. A primitive
version of feature extraction is described in Normalizing the inputs in Haykin [76,
chap. 4.6]. This includes removing the mean along each dimension of the data,
3

In statistical frameworks, one can typically generate probabilistic bounds on the correctness of
the model.
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decorrelating4 dimensions from each other, and equalizing the variances of each
dimension. This does nothing to reduce the dimensionality, but it is still a useful
heuristic in machine learning. Deep belief networks (DBN) take this heuristic one
step further. While preserving the mutual information between the input and hidden
layers (by ensuring the input can be generated by the hidden layer), they transform
the data to a more generative model [77]. Similarly, Bell and Sejnowski [18] maximizes
mutual information between layers, consequently maximizing the entropy of the
output/hidden layer; this produces an output vector where each component is mostly
independent from each other. This is essentially ICA.
Sparse coding may be used as another step in preprocessing. Sparse coding
may be used to generate over-complete basis sets, increasing the dimensionality.
However, there are nonlinear and information theoretic reasons why this is sometimes
useful [see 122]. Since natural images are sparse in terms of features (edges) and
sparse coding exploits this structure, sparse coding is justified for use on natural
image data. Alternatively, self organizing maps (SOM) form topologically correct
feature maps [97]. SOMs have been used to visualize features (\approx  modes) from lowdimensional data. This is beneficial since SOMs identify to which feature a particular
input most strongly belongs. Again, this typically increases dimensionality rather
than decreasing it. Nevertheless feature extraction converts the input into more
“natural” representations, upon which further machine learning may be applied.
Wolpert [193] states that few things invalidate the NFL for supervised learning,
feature selection not withstanding.5 Since the feature extraction does not modify the
error function, it is still subject to the NFL theorems for supervised learning. Thus, in
order for feature extraction to provide benefit, it must exploit structure inherent to the
problem. Wolpert and Macready [194] say, with regards to the NFL theorems, “that
structure must be known and reflected directly in the choice of algorithm to serve
as such a justification” [194]. Olshausen and Field [122] mention that if the data
comes from “multimodal distributions with heavy peaks around non-zero values, then
seeking a sparse coding would constitute an inappropriate strategy.”Generally feature
extraction techniques which attempt to solve the blind-source-separation problem6
(e.g., ICA and sparse coding) assume the data comes from peaked distributions and
that all dimensions are statistically independent.
3.1.3

The Algorithm Selection Problem

The algorithm selection problem is directly related to ML and ATSD. This framework
was first presented in the work of Rice [136]. Rice’s framework directly leads to ML
4

Uncorrelatedness is a weaker condition than independence.
Certain error functions may allow some machine learning algorithms to perform better a priori.
An average of generalizers reduces variance without modifying bias when working with quadratic
error functions [192].
6
The blind-source-separation problem tries to separate out individual signals from a mix of signals.
5
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Figure 3.2: Rice’s algorithm selection problem framework
algorithms. Second, the algorithm selection problem parallels many lessons from the
NFL theorems (cf. Ch:Background:Frameworks:NFL), except these implications are
cast in broader, albeit looser framework. However, first we will summarize Rice’s
framework.
Rice [136] formalized the problem of selecting an effective or best algorithm.
Specifically, the algorithm selection problem is to select “a specific class of algorithms
. . . with free parameters and these parameters are then chosen to satisfy (as well as
they can) the objectives of the selection problem” [136]. Rice’s framework is modeled
by Figure 3.2, where:
\bullet  P is the problem space,
\bullet  x is a problem to be solved,
\bullet  A is the algorithm space,
\bullet  A is an algorithm which may solve problems in P,
\bullet  S is a mapping which P \mapsto \rightarrow  A ,
\bullet  R n is an n-dimensional real vector space,
\bullet  p is a mapping which A \times  P \mapsto \rightarrow  R n , and
\bullet  | |  is a norm.
The algorithm selection problem seeks to find a mapping S(x) which maximizes
performance. Rice considers four scenarios ranging from no restrictions on the
mapping to the mapping being fully constrained to a constant algorithm. Some
of these mappings lead to different approaches to ML. The unrestricted mapping
produces an ideal version of ML using case-based reasoning. Based on what has been
observed in the past, which algorithm should be used this time for this problem.
However, realistic case-based reasoning selects an algorithm from a set of available
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algorithms. Furthermore, only features of problems are commonly used in casebased reasoning. Selecting just a single best algorithm leads to form of ML where
an algorithm is selected from a set which minimizes some desirable attribute (often
cross-validation error).
Rice’s algorithm selection framework nearly parallels the NFL theorems except
that it is built upon a broader framework. Continuing along the lines of maximizing
performance, the algorithm selection problem is actually “an essential extension
and generalization of approximation theory” [136]. The idea is that the selection
algorithm should approximate the performance of the best algorithm (unknown). In
the infamous NFL theorems for supervised learning, Wolpert [193] casts supervised
learning as the task of learning (or approximating) the function which generated the
data. Wolpert’s and Rice’s views are nearly identical.
Rice prophesied one of the consequences of the NFL theorems, in that the best
algorithm “will always require exploitation of the specific nature of the situation at
hand” [136]. This parallels what Wolpert and Macready [194]stated, that “if the
practitioner has knowledge of problem characteristics but does not incorporate them
into the optimization algorithm . . . [then] there are no formal assurances that the
algorithm chosen will be at all effective.” The key point is that the algorithm must
exploit the problem structure. The importance of Rice’s contribution is that it is
based on a much broader framework than the NFL theorems. However, the limiting
factor of Rice’s algorithm selection framework is that it lacks any specific equalities
upon which ATSD may be built.
One of the most important lessons from Rice’s algorithm selection framework is
“roughly, that the crucial ingredients for success are proper choices of the subclasses
P0 , A0 , and S0 ” [136]. Basically, a practitioner should intelligently choose a subset
of problems to efficiently solve using a subset of algorithms and selection methods.
ML and ATSD are both sensitive to these parameters. For a further discussion on the
effects of P see the discussion of transform locality in Section 3.3.1, the comment on
how tasks must be compressible in Section 5.5.2, and how the generation of sacrificial
data affects its compressibility Section 5.6.
3.1.4

Statistical Learning Theory

Most of research into machine learning has been in the realm of statistical learning.
In fact, Sections 3.1.5 and 3.1.6 are extensions built upon this framework. Statistical
learning theory is the foundation of modern machine learning for good reason.
Most problems in reality contain some element of uncertainty, either epistemological
(from lack of complete information) or aleatory (true randomness) [2, chap. 9.3]
. Epistemological uncertainty can be modeled as randomness, since that is how
the observations will appear. Consider a deterministic function of two variables,
f (x, y) = x + y. Supposing we are unaware of the variable y, we can still model
the same function with probabilistic model using noise: f\^(z) = z+ \sim  \scrN  (0, \sigma  2 ).
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Although the noise could be non-additive and non-Gaussian. Statistical learning
theory gives us a framework to handle both forms of uncertainty by treating them
both as randomness.
Statistical learning primarily concerns itself with learning in the presence of
unbiased noise. Mathematically speaking, statistical learning is the fitting of some
model (e.g., function, random process) M (\alpha ) to an empirical/environmental model
optionally containing uncertainty: E = f (M \prime  (\alpha \prime  ), n), where M \prime  is the model to learn,
n is noise (or more generally uncertainty), and \alpha  and \alpha \prime  are the parameters of M and
M \prime  . We use a function to describe how noise influences the environment, since the
noise need not be additive.
Statistical learning relies heavily on the law of large numbers (the average of
i.i.d. random variables converges to the expected value) and to a lesser extent on the
central limit theorem (the mean of many independent random variables with finite
variance converge to the normal distribution). The more advanced statistical learning
algorithms tend to use the normality assumption. Therefore, under relatively relaxed
conditions (the above conditions, those discussed in Section 3.1.6 and 3.1.5, and if M
can represent M \prime  ), then the parameters \alpha  will converge to the true parameters \alpha \prime  as
the number of observations grows towards infinity. If M cannot represent M \prime  then
a best fit may be attained.7 However, selecting an M that can represent much more
than M \prime  will result in much slower learning due to the increased complexity. Worse,
with a limited amount of data and a powerful M , we run the risk of overfitting the
data. Overfitting occurs when M models details in the noise.
One difficulty in statistical learning is figuring out which information is useful and
which information is a random artifact of noise. Computers are capable of figuring
this out, but require excessive data and time. Ron Alterovitz and his team have been
training robots to do tasks [25, 26]. Their approach assumes multivariate Gaussian
distributions, which generally follows from the central limit theorem. They use the
covariance matrix to determine when and which features are important. The problem
is that the covariance matrix contains the square of the number of random variables.
To reduce the number of samples needed, they use a block-diagonal covariance matrix
to assume some groups of variables are independent of other. So in order to learn
which information is important, one must use tricks like these, a superlinear amount
of data, or sometimes both.
In statistical machine learning there are three types of risk: risk, empirical risk,
and structural risk. Empirical risk and structural risk are approximations of risk. The
risk is the true generalization error, which may be calculated via the risk functional.
It is the expected value of the loss function over the probability of input-output
pairs:[173, chap. 1.8]
\int 
\bigl( 
\bigr) 
R (\alpha ) = L y, h (x, \alpha ) dF (y, x) .
7

A best fit may still be poor.
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In the above equation, h is a model, \alpha  is its parameterization, y is an output, x is an
input, and F (y, x) is the cumulative distribution function of the input-output pairs.
L(y, h(x, \alpha )) is the loss function, which quantifies error such as the 0-1 loss function,
hinge loss function, L1 error, L2 error, etc. The empirical risk function is the average
of the loss function:[173, chap. 1.8]
n
\bigr) 
1 \sum  \bigl( 
L y, h (xi , \alpha ) .
Remp (\alpha ) =
n i

The empirical risk function converges almost surely to the risk functional by the strong
law of large numbers. The Glivenko-Cantelli theorem strengthens this convergence to
include uniform convergence [see 173, chaps. 1.11 and 4]. Thus, given unlimited
data, minimizing the empirical risk function minimizes the generalization error.
However, with finite data, the empirical risk function may poorly approximate the
generalization error. When empirical risk poorly approximates the real risk, it is of
little use to minimize the empirical error.
The structural risk models the real risk better than empirical risk when the data
is finite. The risk is probabilistically bounded by a function of the empirical risk and
VC-entropy (cf. Section 3.1.5). Vapnik recommends using the structural risk when
the ratio of data samples to VC-dimension is less than 20 Vapnik [173, chap. 6]. The
next section talks more about this theory.
3.1.5

Vapnik-Chervonenkis Theory and Dimension

The Vapnik-Chervonenkis dimensions (VC-dimension) of a meta-model is a measure
of how powerful a classifier it can be [see 76, chap. 4.19]. In order to understand the
VC-dimension, one must first understand the concept of shattering a set. A model
can shatter a set of points if and only if it can partition the set into all complementary
subsets. The VC-dimension is the largest set of points in general position8 , avoiding
special cases such as overlap or all points forming a line in a plane, that can be
shattered by the model. In a two-dimensional space, a line can shatter any set of
three points in general position (cf. Figure 3.3). However, if four points are in
general position, sometimes it is impossible to shatter using just one line. Therefore,
the VC-dimension of a line in a plane that can rotate and move is three. Nevertheless,
VC-theory offers other relevant concepts.
The VC-entropy and annealed VC-entropy are also crucial concepts in VC theory.
Recall the definition of the Shannon entropy of a random variable (see Section 3.1.6 for
the definition). The VC-entropy is the entropy of the random variable N \Lambda  (z1 , . . . , z\ell  ),
the number of ways a model parameterized by \Lambda  can partition the i.i.d. data
8

General position may also be described as any configuration of points having nonzero probability
measure.
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Figure 3.3: A line shatters a set of three points, but not a set of four points
z1 , . . . , z\ell  [174, chap. 2.6.1]
\Bigl[ 
\Bigr] 
H \Lambda  = \mathrm{E}z1 ,...,z\ell  \mathrm{l}\mathrm{n} N \Lambda  (z1 , . . . , z\ell  ) .

(3.1)

This is a similar concept to shattering a set, but in a probabilistic sense. The annealed
VC-entropy is [174, chap. 2.7]
\Bigl[ 
\Bigr] 
\Lambda 
Hann
= \mathrm{l}\mathrm{n} \mathrm{E}z1 ,...,z\ell  N \Lambda  (z1 , . . . , z\ell  ) .
(3.2)
The annealed VC-entropy moves the logarithm from inside the expectation to outside
\Lambda 
. The annealed VC-entropy
of it. One can use Jensen’s inequality to show H \Lambda  \leq  Hann
is bounded from above by the growth function
\Bigl[ 
\Bigr] 
G\Lambda ann = \mathrm{l}\mathrm{n} \mathrm{s}\mathrm{u}\mathrm{p} N \Lambda  (z1 , . . . , z\ell  ) .
(3.3)
z1 ,...,z\ell 

The growth function replaces the expected value with the supremium. If we let h be
the VC-dimension, then by Sauer’s lemma [147, 175]
\Biggl\{ \sum  \bigl(  \bigr) 
h
\ell 
if \ell  > h
k=0 k
N \Lambda  (z1 , . . . , z\ell  ) \leq 
(3.4)
\ell 
2
otherwise
\biggl(  \biggr) h
e \ell 
\leq 
h
implying the growth function is bounded by [174, chap. 3.5]
\Biggl(  \biggl(  \biggr) 
\Biggr) 
\ell 
G\Lambda ann \leq  h \mathrm{l}\mathrm{n}
+1 .
h
Vapnik [173, chap. 5.2] ultimately derives the following bounds,
\bigl( 
\bigr) 
\Lambda 
H \Lambda  \leq  Hann
\leq  G\Lambda ann \leq  h \mathrm{l}\mathrm{n} (\ell /h) + 1 .

(3.5)

(3.6)
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Assuming a statistical framework, the annealed VC-entropy, VC-growth function,
and VC-dimension provide bounds on the difference between the true error (risk) and
the empirical error (empirical risk). Vapnik [173, chap. 5.3] states that for bounded
real-valued problems, ranging from A to B, the true risk (R) is bounded by
\surd 
(3.7)
R(\alpha ) \leq  Remp (\alpha ) + (B  -  A) \scrE 
where
\scrE  =

\Lambda 
Hann
(2\ell ) + 1  -  \mathrm{l}\mathrm{n}

\Bigl(  \Bigr) 

\ell 

\eta 
4

+

1
\ell 

(3.8)

with probability at least 1  -  \eta , where \ell  is the number of samples, and \alpha  \in  \Lambda  is a set
of parameters from a parameter space.
The main problem with (3.7) is that the annealed entropy can be difficult to
estimate. Fortunately the annealed entropy is bounded from above by (3.6). Using
this relationship one can replace (3.8) with [173, chap. 5.3]
\Bigl( 
\Bigr) 
\Bigl(  \Bigr) 
\eta 
h \mathrm{l}\mathrm{n} 2\ell 
+
1
 - 
\mathrm{l}
\mathrm{n}
h
4
.
(3.9)
\scrE  =
\ell 
Rewriting (3.7) in terms of VC-dimension makes it easier to estimate, but loosens the
bounds [174, chap. 3.4–3.5].9 When rewritten, it takes the following form
\sqrt{}  \Bigl( 
\Bigr) 
+1  - \mathrm{l}\mathrm{n}(\eta /4)
h \mathrm{l}\mathrm{n}( 2\ell 
h )
.
(3.10)
R(\alpha ) \leq  Remp (\alpha ) + (B  -  A)
\ell 
Equation 3.10 also holds with a probability greater than 1  -  \eta  when \ell  > h.
Vapnik [174, 173] also provide more probabilistic bounds. According to Vapnik
[174, chap. 3.7], when the loss function is non-negative and bounded from above by
B, then
\biggl( 
\biggr) 
\sqrt{} 
B\scrE 
4Remp (\alpha )
R(\alpha ) \leq  Remp (\alpha ) +
1 + 1 + B\scrE 
,
(3.11)
2
holds with at least probability 1  -  \eta . When the error is non-negative and unbounded,
then
R(\alpha ) \leq 

9

R
\biggl\{  \Bigl(  emp
\biggr\} 
\surd  \Bigr)  ,
\mathrm{m}\mathrm{a}\mathrm{x} 0, 1  -  a(p)\tau  \scrE 

Vapnik [173] does not explain where the +1/\ell  term goes.

(3.12)
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where
a(p) =

\sqrt{}  \Bigl( 
p

1
2

p - 1
p - 2

\bigl( \int 
\infty  > \tau  \geq  \mathrm{s}\mathrm{u}\mathrm{p}
\alpha \in \Lambda 

\Bigr) p - 1

\bigr) 1/p
Qp (z, \alpha ) dF (z)
\int 
Qp (z, \alpha ) dF (z)

p > 1,
holds with at least probability 1  -  \eta . \scrE  may be defined by (3.8) for a bound based
on annealed VC-entropy or (3.9) for a bound based on VC-dimension.
Vapnik [174, chap. 3.7] also have several bounds on the best case scenarios (where
the parameters minimize empirical risk). When the loss function is totally bounded
between A and B, then for the function defined by the parameters \alpha \ell  which minimizes
the empirical risk
\sqrt{} 
\surd 
\mathrm{l}\mathrm{n} \eta 
+ (B  -  A) \scrE  ,
(3.13)
R(\alpha \ell  )  -  \mathrm{i}\mathrm{n}\mathrm{f} R(\alpha ) \leq  (B  -  A)  - 2\ell 
a\in \Lambda 

when the error function is non-negative and bounded from above by B
\biggr) 
\biggl( 
\sqrt{} 
\sqrt{} 
B\scrE 
 -  \mathrm{l}\mathrm{n} \eta 
R(\alpha \ell  )  -  \mathrm{i}\mathrm{n}\mathrm{f} R(\alpha ) \leq  B
+
1 + 1 + \scrE 4 ,
2\ell 
a\in \Lambda 
2
and when the error function is non-negative and unbounded
\surd 
\biggl(  \biggr) 
\tau  a(p) \scrE 
1
R(\alpha \ell  )  -  \mathrm{i}\mathrm{n}\mathrm{f} a\in \Lambda  R(\alpha )
\Bigl\{ 
\Bigr\}  + O
\leq 
\surd 
\mathrm{i}\mathrm{n}\mathrm{f} a\in \Lambda  R(\alpha )
\ell 
\mathrm{m}\mathrm{a}\mathrm{x} 0, 1  -  \tau  a(p) \scrE 

(3.14)

(3.15)

hold with a probability of at least 1  -  2\eta .
When models may learn While information theory provides criteria for when a process
may be learned, VC-theory provides criteria for when a model may learn. Let us look
at the following example from Bialek et al. [21],
\biggl[ 
\biggr] 
1
2
Q(x| \alpha ) = \mathrm{e}\mathrm{x}\mathrm{p}  -  (x  -  \alpha ) , x \in  ( - \infty , \infty )
(3.16)
2
\bigl[ 
\bigr] 
Q(x| \alpha ) = \mathrm{e}\mathrm{x}\mathrm{p}  -  \mathrm{s}\mathrm{i}\mathrm{n}(\alpha  x) , x \in  [0, 2\pi )),
(3.17)
we will see that the model described in (3.16) is far less likely to be fooled by noise into
overfitting. Likewise, the model in (3.17) will almost certainly overfit, providing very
poor generalization. The reason behind this is that the VC-dimension of the model
described by (3.16) is one, while the VC-dimension of the model given by (3.17)
has an infinite VC-dimension. For this reason Vapnik [173, chap. 6.1] recommends
minimizing both the empirical error and VC-dimension jointly.
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So what happens if the model has an infinite VC-dimension? Blumer et al.
[23] prove that if the VC-dimension is infinite, then the model is not “uniformly
learnable.”Uniformly learnable means that with a large enough sample size, the error
is arbitrarily small with arbitrarily large probability. However, there is one notable
example where learning is possible with a countably infinite VC-dimension [see 173,
chap. 6.3 for a proof]; Learning is possible with a countably infinite VC-dimension
when the goal is to minimize the structural risk (cf. Section 3.1.4). Generally however,
uncountably infinite VC-dimensional models cannot learn.
3.1.6

Information Theoretic Perspective

Information theory is a useful tool for studying learning [21, 138, 139, 140, 141]
and analyzing the NFL theory [153]. Information theory is commonly used in both
channel coding (ensuring information survives being transmitted) and source coding
(compression). It is very logical to investigate compression due to its close relationship
to prediction. The better one can predict the data, the fewer bits are needed to
represent the data and vice-versa. In fact, the minimum description length (MDL)
principle says one ought to minimize the number of bits needed to reconstruct the
data: this includes the bits needed for a codebook (the model to learn) and bits to
describe corrections where the codebook is imperfect (error) [174, chap. 4.6].
Information theory has two measures of the number of bits needed to represent
the data: “entropy” and “Kolmogorov complexity.” Entropy is more commonly used
in statistics. This is because entropy, also known as a random variable’s uncertainty,
is precisely defined by the mathematical quantity:
\sum 
H (X) =
 - P (x) \mathrm{l}\mathrm{o}\mathrm{g} P (x) ,
(3.18)
x\in \scrX 

where X is a discrete random variable and \scrX  is the support of X. Hence, the
entropy can be calculated. This is not the case with Kolmogorov complexity.
Kolmogorov complexity, sometimes called algorithmic entropy or complexity under
analysis, cannot be specified so concisely. Essentially Kolmogorov complexity describes the size of the smallest program needed to reproduce a specified sequence
(e.g., bits, characters, numbers, etc.). Since there are multiple languages and machine
architectures, Kolmogorov complexity is an incomputable function [38, 107].
In this paper, when we say something is compressible or incompressible, we mean
this in the sense of Kolmogorov complexity. Information theory shows most functions
are incompressible [see 38, for a proof]. One should be careful to avoid conflating
the ideas of a function being compressible versus fitting in polynomial space. If
the number of bits needed to represent a sequence can be halved, there are still an
exponential number of such bit sequences.
Culberson [39] indirectly uses entropy when discussing the NFL theorems from
different degrees of “blindness.” The degrees of “blindness” range from complete
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information (the objective function is known) to no information. When these degrees
of “blindness” are recast in a probabilistic framework, one can see that the random
variable describing the objective function has zero entropy in the case of complete information and maximal entropy when nothing is known. Consequently, optimization
performance degrades as the problem distribution becomes more entropic.
Complexity of Learning This section provides information describing when learning
a process is impossible. Primarily, learning is impossible when the process is purely
random. Furthermore, it shows that statistical learning is pointless on noiseless data.
While these results are rather intuitive, sometimes they are overlooked.
Information theory provides a perspective on what kinds of tasks are learnable.
Many competing definitions of learning complexity have been proposed/studied.
Grassberger studied how entropy approaches the entropy rate for random processes.
He also proposed using the minimum number of observations needed for optimal
prediction as a measure of complexity [67, 68]. Shalizi and Crutchfield [155] studied
the mutual information between the past and future (the subextensive entropy) of
random processes, but focused on constants. This is almost the same as the “predictive
information” by Bialek et al. [21].
We will investigate both subextensive entropy and predictive information. However, first we need more definitions. The conditional entropy for X given Y is:
\Bigl(  \bigl( 
\bigl( 
\bigr)  \sum  \sum  \bigl( 
\bigr) 
\bigr) \Bigr) 
H X |  Y =
P x |  y P (y) \mathrm{l}\mathrm{o}\mathrm{g} P x |  y .
y\in \scrY  x\in \scrX 

The joint entropy for two random variables, X and Y , is:
\bigl( 
\bigr)  \sum  \sum 
\bigl( 
\bigr) 
H (X, Y ) = H (X) + H Y |  X =
P (x, y) \mathrm{l}\mathrm{o}\mathrm{g} P (x, y) .

(3.19)

y\in \scrY  x\in \scrX 

This can be extended through the use of a chain-rule:
H(X1 , X2 , . . . , Xn ) =

n
\sum 

H(Xi | Xi - 1 , . . . , X1 ).

i=1

The Küllback-Leibler (KL) divergence measures how much extra information is
needed to compress a distribution P (X) assuming P (Y ) instead:
\Biggr) 
\Biggl( 
n
\bigl( 
\bigr)  \sum 
P (X = i)
.
DKL P (X) | |  P (Y ) =
P (X = i) \mathrm{l}\mathrm{o}\mathrm{g}
P
(Y
=
i)
i=1
Mutual information between two random variables, X and Y , is the KL divergence
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of the joint distribution P (X, Y ) assuming they are independent:
\bigl( 
\bigr) 
I (X; Y ) = DKL P (X, Y ) | |  P (X) P (Y )
\bigl( 
\bigr) 
= H (X)  -  H X |  Y
\bigl( 
\bigr) 
= H (Y )  -  H Y |  X
= H (X) + H (Y )  -  H (X, Y )
\Biggr) 
\Biggl( 
\sum  \sum 
P (x, y)
.
=
P (x, y) \mathrm{l}\mathrm{o}\mathrm{g}
P (x) P (y)
y\in \scrY  x\in \scrX 
Conditional mutual information between two random variables, X and Y , given Z is:
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
I X; Y |  Z = H X |  Z  -  H X |  Y, Z
\bigl( 
\bigr) 
\bigl( 
\bigr) 
= H Y |  Z  -  H Y |  X, Z
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
= H X |  Z + H Y |  Z  -  H X, Y |  Z .
Mutual information can be extended via the use of a chain rule as well:
n
\sum 
\bigl( 
\bigr) 
I (X1 , . . . , Xn ; Z) =
I Xi ; Z |  Xi - 1 , . . . , X1 .
i=1

The entropy rate for a process X is:
H (X) = \mathrm{l}\mathrm{i}\mathrm{m}

n\rightarrow \infty 

1
H (X1 , X2 , . . . , Xn ) = S0 .
n

(3.20)

Subextensive entropy is defined as the sublinear component of the predictive
information (mutual information between the past and future) [21]. The predictive
information is defined as:
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
I past; future(n) = H (past) + H future(n)  -  H past, future(n) ,
P (past) = P (X1 , . . . , Xm )
\bigl( 
\bigr) 
P (future(n)) = P Xm+1 , . . . , Xm+n .
Now consider what happens if we take the limit as the future proceeds indefinitely. If
the entropy rate of the future converges, then this can be rewritten in terms of (3.20)
and subextensive entropy:
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\mathrm{l}\mathrm{i}\mathrm{m} I past; future(n) = H (past) + S0 n + S1 (n) .
n\rightarrow \infty 
\underbrace{}  \Bigr)  \Bigl( \underbrace{} 
\Bigl( 
\Bigr) 
H future(n)  - H past, future(n)
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S0 is the entropy rate and S1 (n) is the subextensive entropy [21]. Therefore, this
leads to the following conclusion:
\mathrm{l}\mathrm{i}\mathrm{m}

n\rightarrow \infty 

S1 (n)
=0
n

Note that as a process becomes increasingly random, the subextensive entropy
increases until a process becomes perfectly random, whereupon it promptly drops
to zero. This is because a perfectly random process’s entropy grows linearly.
subextensive entropy may be further broken down into convergent and divergent
components. The divergent component of the subextensive entropy has the following
properties of a complexity measure for learning a process [21]:
\bullet  it assigns zero complexity (no learning is possible!) to purely regular and purely
random environments,
\bullet  has coordinate invariance,
\bullet  only reflects information having predictive properties,
\bullet  is a global measure, characterizing the whole behavior of the system, rather
than just a sample of its behavior,
\bullet  with n equally likely measurements, it is monotonic in n,
\bullet  when the observations are decomposable into independent components, these
components are additive, and
\bullet  if an observation can be described by a leaf on a tree of independent observations, then it reflects a weighted sum of measures at each branch.
The last three are borrowed from Claude Shannon, the father of information theory.
Predictive information says no learning is possible if the past cannot be used to
predict the future (the future is purely random). Alternatively if the future is purely
deterministic, no learning is possible either. Therefore, predictive information is a
tool strictly for statistical learning, but subextensive entropy still applies to noiseless
processes.
3.1.7

NFL Theorems

The No Free Lunch (NFL) theorems for search, optimization, and supervised machine
learning all state, in a very general sense, on average all algorithms perform the
same [62, 153, 183, 194, 193]. This statement is a vast simplification of the actual
truth. However, we only introduce the NFL theorems here. For a more thorough
discussion please refer to Chapter 4. This dissertation’s novel contribution is the
method we use to exploit these theorems (cf. Chapter 5).
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Equation (4.1) is the basis for the time-invariant NFL theorems for search and
optimization algorithms:
\sum  \bigl( 
\bigr)  \sum  \bigl(  y
\bigr) 
P dym | f, m, a1 =
P dm | f, m, a2 .
f \in \scrF 

f \in \scrF 

\scrF  is the set of bit-limited functions (i.e., functions according to a computer), f is a
function to optimize or search, dym is a collection of the first m output values from the
first m unique inputs, a1 and a2 are any two algorithms. Unless something is known
about the problem probability distribution, one should assume the maximal entropy
distribution: a uniform distribution. This leads to (4.2),
\sum 
\bigl( 
\bigr)  \sum 
\bigl( 
\bigr) 
P (f ) P dym | f, m, a1 =
P (f ) P dym | f, m, a2 ,
f \in \scrF 

f \in \scrF 

which states the probability of a particular set of outputs is independent of the
algorithm selected. As a corollary, the probability of any function of dym is independent
of the algorithm used. Therefore, any performance metric (e.g., minimum, maximum,
cumulative minimum, etc.) is independent of the algorithm selected, when averaged
over all possible bit-limited functions.
Wolpert [193] extended the NFL theorems to supervised machine learning. To
understand these theorems, one must understand Wolpert’s philosophy. His philosophy is that supervised machine learning is the attempt to guess at a function h (h
for hypothesis), which matches the true input-output mapping function f . Let C
represent the classification error, “cost,” or “loss” between h and f . Then Wolpert
[193] states that for the given data d, and any two learning algorithms P1 (h| d) and
P2 (h| d):
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
\bullet  Uniformly averaged over all f , \mathrm{E}1 C |  f, m  -  \mathrm{E}2 C |  f, m = 0,
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
\bullet  Uniformly averaged over all f for any training set d, \mathrm{E}1 C |  f, d  - \mathrm{E}2 C |  f, d =
0,
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
\bullet  Uniformly averaged over all P (f ), \mathrm{E}1 C |  m  -  \mathrm{E}2 C |  m = 0, and
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
\bullet  Uniformly averaged over all P (f ) for any training set d, \mathrm{E}1 C |  d  - \mathrm{E}2 C |  d =
0.
The notation \mathrm{E}1 and \mathrm{E}2 refer to taking the expected value using either the first or
second learning algorithm. This basically states that any measure of classification is
expected to be the same regardless the learning algorithm applied. However, Wolpert
[193] also states that these theorems do not hold for other forms of error such as L2
error; the average of several models are expected to perform better for quadratic error
functions [192].
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The NFL theorems can be viewed as laws of conservation of performance. No
universal learner (or optimizer) may exist. One practical lesson from the NFL
theorems is that algorithms must match the learning or optimization problems in
order to expect good results. For example, when making absolutely no assumptions,
there is no reason to favor learners with low VC-dimension over those with high VCdimension [193]. Even if we make correct assumptions, but the algorithms neglect
to exploit this information, these laws of conservation of performance apply [194].
Effectively, these NFL theorems restate what Rice [136] said about selecting the best
algorithm, albeit in a much more mathematical framework; the best algorithms “will
always require exploitation of the specific nature of the situation at hand.”
Another lesson from the NFL theorems is a number of ways to avoid the NFL
theorem. Wolpert and Macready [194] give advice for avoiding the NFL theorems by
using: (1) information from partial solutions or (2) using algorithms that provably
exploit problem structure. An example of the first method would be to use a branchand-bound algorithm on a graph search. The second method exploits structure in the
“cost” function. If the learning “cost” function or optimization objective function is
known to be quadratic, then there are ways to exploit this information [192]. However,
there are other methods to invalidate the NFL theorems not mentioned in Wolpert
and Macready [194].
This marks the beginning of this dissertation’s creative contribution. The NFL
theorems are invalidated when using multiple related problems from a static, limited
domain. The algorithms are no longer “blind” as they know something about
the problem distribution. Thus, meta-learning using multiple objective functions,
provided some additional regularity conditions discussed in more detail in Chapter 5,
allows algorithms to perform better on average over the limited domain of problems.
However, we can do even better than circumvent the NFL theorems for some limited,
unchanging domain of problems. The equalities in the NFL theorems may be
exploited using the novel approach Anti-Training with Sacrificial Data (ATSD),
further discussed in Chapter 5.
3.1.8

Meta-Learning

Meta-learning (ML) is highly relevant to this dissertation. ML refers to the optimization of the meta-model, the encoding/training algorithm, the environment, or any
combination thereof. Vilalta and Drissi [176] conduct a survey of ML. We will only
provide a cursory overview here.
First, we introduce a dichotomy between two types of ML: those that adapt over
a single problem and those that adapt over multiple problems. ML that occurs
over a single problem makes an unstated assumption: the learning or optimization
task’s behavior remains constant across time and inputs. “Adaptive” algorithms fail
miserably when they try to learn properties that lack predictive information for
the given problem. This is the case when learned assumptions about the problem
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change frequently or unpredictably. In fact, the NFL theorems say any gains an
algorithm makes by being “adaptive” over a single problem must be lost over other
problems [194]. That is fine if those other problems are known to not occur. However,
it is impossible to learn what problems are likely to occur if the algorithm only
adapts over a single problem. To avoid this potential problem and to overcome the
NFL theorems, we focus primarily on ML that improves over several learning or
optimization tasks.
Vilalta and Drissi [176] present the concept of algorithm bias, that some algorithms
are better at certain tasks. All learning algorithms have initial biases expressed as
restrictions and rankings of the potential hypotheses. A distinction is made between
base-learning algorithms, that have fixed-biases, and self-adaptive algorithms, that
change their biases with experience. Of those that learn over several problems
there are algorithms that: use past data to configure an algorithm’s bias (hyperparameters), learn to predict a good algorithm based on the data’s meta-features,
learn multiple related tasks at once, or learn important features or invariance
transforms [176]. Another approach, which we feel is most correct and justifiable,
is to use multiple learning problems to learn the problem distribution [62].

3.2

Meta-Models

The meta-model describes a set of models, with each model corresponding to a
particular set of learned information. Each model is also responsible for making
predictions. Hence, learning is the process of progressively selecting a particular
model to make better predictions about the environment (unseen data). In this way,
a single model cannot learn, as it is a single instantiation of the meta-model. For
example, ANNs are a meta-model. An ANN with exactly two neurons and a single
weight value to learn is still a meta-model, but contains significantly fewer models.
The resulting ANN after it has finished training is simply a model.
Generally, meta-models either target supervised learning, reinforcement learning,
or unsupervised learning. Supervised learning is concerned with learning a function
that maps from the input space to the output; regression and classification are examples of supervised learning. Reinforcement learning is about finding an optimal policy
for interacting with the environment; Q-learning and temporal-difference learning
are reinforcement learning techniques to “solve” Markov Decision Processes (MDP)
and Partially Observable Markov Decision Processes (POMDP) when the rewards
are unknown. Unsupervised learning learns about properties of the input, output,
or both; examples of unsupervised learning include feature extraction, probability
distribution learning, and clustering.
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3.2.1

Survey of Supervised Learning Meta-Models

One of the most primitive and perhaps earliest meta-models are those of equations
with variables to be fitted to data. The classical example of this is finding a best
fit logistic curve to model the growth of a population. Equation based meta-models
are naturally useful for learning continuous functions, but they can also be used for
classification. The trick is to introduce a decision rule such as taking the sign or
rounding the output. Equation-based models generally have a low VC-dimension
(cf. Chapter 3.1.5), which offers several trade-offs. This means that the data
analyst can impose strong prior assumptions about the data and reduce the risk of
overfitting. However, if the data analyst imposes the wrong prior assumptions, even
the meta-model’s best model will perform poorly. These equations may be algebraic,
differential, or stochastic.
Probability distributions may also serve as useful meta-models. Typically, the
goal is to maximize the likelihood or log likelihood of a distribution so it fits the data.
Probability distributions are one of the meta-models which come with recommended
encoding algorithms. One such algorithm is the Expectation-Maximization (EM)
algorithm [45]. This iteratively (1) evaluates the probability of all the data given
a distribution, then (2) the distribution parameters are adjusted to maximize the
sum of log likelihoods. Multivariate distributions may be used to learn about the
dependence between random variables. These random variables may be the input
data (a form of unsupervised learning) or may include the output data (supervised
learning). To use it as a form of supervised learning, one looks up the most probable
output given the input.
While the use and study of multivariate distributions may be used to study
the dependencies in data, the dependencies can be studied independently of the
marginal distributions. Copulas describe nonlinear dependencies between random
variables [118]. To better understand this, first recall that \sim  \scrU (0, 1) = \mathrm{F}X (X) [126,
chap. 5.2]. A copula describes the joint distribution of the random variables once they
have been transformed to the uniform distribution. By transforming each random
variable into a uniform distribution first, the copulas directly. Alternatively, one may
use a Gaussian copula to still learn about dependencies between random variables
via the covariance matrix, but then learn the marginal distributions independently.
It would be a novel research direction to use copulas to decouple the analysis of
dependencies from the analysis of the distributions.
Distributions are sometimes unusual. Mixture distributions may arise when
multiple subpopulations are combined into a single population. The Gaussian Mixture
Model (GMM) is commonly a multimodal distribution where each mode corresponds
to a Gaussian distribution. One need not confine themselves to just GMMs, as other
distributions may be useful as well. Low dimensional distributions may be visualized
using self organizing maps. Self organizing maps (SOM) have been proven to be
topologically correct maps of features [97]. This property of SOMs may be used to
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map from inputs into subpopulations.
K-nearest neighbors (KNN), linear interpolation, and cubic interpolation are all
examples of geometric meta-models. K-nearest neighbors assumes information is
embedded in the geometric locations of the data. K-nearest neighbors may be used
in any domain where a distance is defined. For instance Hamming distance permits
KNN to operate over bit sequences or similar discrete spaces. See Sections 7.1.1
and 7.2.2 for more similarity and distance metrics. Interpolation techniques also
make a geometric assumption. Generally the closer the input to a previously input,
the more similar the output.
Bayesian networks and their generalizations (Markov networks) are discussed in
Russell and Norvig [145, chaps. 14, 15.5, and 20] and Hastie et al. [75, chap. 17]. In a
Bayesian network, nodes represent variables (sometimes latent variables), directed
connections mean the source variable influences the probability of the successor
variable. For simple networks of binary variables, each variable has a conditional
probability table or a prior if the variable is not conditioned on any other variable.
Given complete data, learning is accomplished by maximizing the log likelihood.
Incomplete data means that the missing variables must be estimated first, meaning
the EM algorithm needs to be used. Continuous variables are harder unless assuming
linear Gaussian Models, whereupon conditional distributions are Gaussian. Then the
resulting learning algorithm reduces to minimizing the squared error while adjusting
a linear model. Markov networks are a generalization of Bayesian networks that are
undirected and allow for cycles. This often means that exact inference is intractable,
through approximate inference is still feasible.
ANN behave similarly to Bayesian networks, except that inference and learning
follow non-Bayesian rules. Haykin [76], Russell and Norvig [145, chap. 18.7], and
Hastie et al. [75, chap. 11] all provide an introduction to ANN. Effectively an ANN
has several input neurons, which communicate the inputs to all the neurons in the
next layer. These connections may be inhibitory or excitatory. If a neuron receives
more excitatory than inhibitory messages, then it fires. This behavior is called a
spiking neuron. Spiking networks are notoriously difficult to train. So typically ANN
use smoother activation functions (e.g., hyperbolic tangent) than merely spiking,
allowing the backpropagation algorithm to derive efficient encoding algorithms. ANN
naturally generalize to Radial Basis Networks (RBN) by replacing the activation
functions with radial basis functions, such as \mathrm{e}\mathrm{x}\mathrm{p}( - \gamma \| \theta   -  x\| ) [75, chap. 5.7 and
6.7][145, chap. 18.12][76, chap. 5]. There exist many other variants of ANN including:
recurrent ANN (having feedback from their output), restricted Boltzmann machines
(RBMs), auto encoders, convolutional neural networks, deep networks, DBN, and self
organizing maps (SOM).
Support Vector Machines (SVMs) resolve major issues with ANNs: (1) if used
blindly, ANNs usually overfit the data and (2) ANN offer no guarantee of optimality.
See Haykin [76, chap. 6], Russell and Norvig [145, chap. 18.9], and [75, chap.
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12] for more on support vector machines. The problem with ANNs is that their
encoding algorithm is an ill-posed optimization problem; there exist nearly an infinite
number of solutions. Tikhonov regularization fixes this problem by including an
additional objective: simplicity. In this way, SVMs are formulated to minimize error
and complexity. SVMs produce quadratic programming problems or in some cases
linear programming problems [166]. Given a positive definite kernel, the quadratic
programming problem is convex, meaning a global optimal solution may be found.
Typically, only a subset of the training data is used to train the SVM as a consequence
of the simplicity objective.
SVMs are commonly used for classification, but may also be used for regression.
Support Vector Regression (SVR) minimizes the complexity while maintaining a
maximum bound on error. The simplicity objective results in an encoding algorithm
which ignores accurately predicted outcomes. This allows the SVR to ignore small
inaccuracies when training. Least Square SVMs are similar to SVRs, except they
minimize the squared error and square of the weights [166]. This reduces to a
technique known as ridge regression with kernels. Least Square SVMs produce linear
programs of kernel expressions. Alternatively, SVMs when cast within a Bayesian
framework lead to Relevance Vector Machines (RVMs) [167, 169]. RVMs enforce
simplicity by using prior distributions and learning their hyper-parameters instead of
maximizing the classifier margin. The encoding process for RVMs are slower since
they rely on an EM-like algorithm.
Structured SVMs are yet another generalization of SVMs supporting ever greater
meta-models. Set kernels allows SVMs to operate over sets, such as a “bag of words,”
rational kernels extend SVMs to operate over sets of sequences to account for order,
convolution kernels allows structured objects to be decomposed into parts, graph
kernels are somewhat efficient for comparing how similar two acyclic graphs are, and
there are even kernels for probability density estimates [13, chap. 1.4]. For efficient
encoding algorithms of these advanced structured SVMs see Bakır et al. [13, chap.
6].
Decision trees offer many attractive properties for learning. First, they can be built
in a “divide-and-conquer” fashion to handle large data. Second, while they have a
high VC-dimension, there are many tricks to avoid overfitting decision trees (pruning,
random forests, etc.). Third, if the number of rules are constrained, decision trees are
human-readable and understandable. A decision tree can grow branches testing which
input features produce the larger information gain, the reduction in expected entropy
(cf. Section 3.1.6 for a review on information theory). While this rule is common,
there are alternative rules for branching. Kohavi [96] uses significant decreases in
cross-validation error as the rule for creating branches for a naïve Bayes decision
trees. Neither cross-validation nor information gain is clearly superior [96]. For more
on decision trees see Hastie et al. [75, chaps. 9.2 and 10] and Russell and Norvig [145,
chap. 18.3].
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3.2.2

Survey of Unsupervised Learning Meta-Models

Unsupervised learning effectively means that one is interested in learning something
about the problem rather than how to directly make a prediction. This includes
learning the input distribution, already mentioned in Section 3.2.1. Learning the
distribution of inputs is strictly an unsupervised learning task, whereas learning the
distribution of both input and output may be considered supervised learning. Other
forms of unsupervised learning include learning features inherent in the inputs. See
Section 3.1.2 for more on feature extraction and selection.
Markov models are simple probabilistic models where a system is in one of several
states. The probability of transitioning to another (or the same) state depends solely
on the current state. Generalizing Markov models to depend on the last n states,
results in another Markov model where the generalized state is a collection of the last
n states. To illustrate this consider a model with the states A and B; the second order
model has the states AA, AB, BA, and BB where some transitions between states are
restricted (e.g., it is not possible to go from AA to BB or BA). Markov models may
be calculated or estimated directly, providing little to no need for machine learning.
However, Hidden Markov Models (HMM) provide the possibility for unsupervised
learning.
HMM are similar to Markov models except that the state is not directly observable.
See Russell and Norvig [145, chaps. 15.3, 20.3.3, and 22.4.2] for more on HMM. HMM
are quite powerful as a temporal model. They allow one to estimate states in the past,
future, the most probable sequence (Viterbi algorithm), and the sequence with the
expected largest number of correct states. Note that the most probable sequence is
not necessarily the same as the sequence with the most expected number of correct
states [161]. HMM are also noteworthy models as they generalize to Kalman filters
when working with continuous states and the observable variables follow a Gaussian
distribution.
We mentioned auto-encoders and Self Organizing Maps (SOMs) in passing, in
Section 3.2.1, as a type of ANN. SOMs were described in Section 3.1.2. Essentially
they are neural networks which attempt to learn the topology of the input space.
SOMs expand the input, to “demultiplex” features. Auto-encoders are a type of ANN
where the input is the targeted output. Auto-encoders compress the inputs into a
smaller space, from which it can still recover approximations to the original signals.
In this way, one may see auto-encoders as a form of nonlinear principal component
analysis (dimensionality reduction technique) [76, chap. 8.11].
RBMs may be trained in an unsupervised manner to create generative models. A
RBM is a two-layer ANN, forming a bipartite graph: one part visible and one part
hidden. Commonly symmetric weights are used to produce the state of the hidden
nodes and those same weights are used to reconstruct the original input. In this way,
the hidden nodes represent features which can be used to statistically reproduce the
input. These features can be stacked to form features of features. In fact, that is the
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basic idea of DBN (although they are trained in a supervised fashion at the end) [77].
3.2.3

Survey of Reinforcement Learning Meta-Models

Reinforcement learning primarily target finding an optimal policy for interacting
with the environment. The environment may be modeled as a Markov decision
process (MDP) or a Partially Observable Markov Decision Process (POMDP). When
everything is known a priori, dynamic programming finds an optimal policies for
MDPs and in some cases may be tractable for POMDP. However, if either the rewards
are not known or an approximation solution is sought, then reinforcement learning is
apropos.
MDP and POMDP may be set up to have a reward either at a state or at a
state \times  action. Solutions to these problems reduce, in both cases, to determining the
best action given a history of observables. In the case of MDP, the state is directly
observable. In the case of POMDP an estimate of the state may be made. Q-learning
and SARSA are very similar in how they learn the value of actions at a particular
state, except that Q-learning is more greedy. Modified versions of these algorithms use
a T D(\lambda ) with eligibility traces to update states further back in time [184]. However,
research in reinforcement learning has lead to hierarchical reinforcement learning
models [47].
3.2.4

Paired Meta-Models and Encoders

Some meta-models come with recommended encoding algorithms, while others rely
on any generic sort of optimization:
\bullet  SVMs use quadratic programming or sequential quadratic programming,
\bullet  ANN use some form of gradient decent, using either first or second order,
\bullet  Decision trees typically use information gain, normalized information gain, or
cross-validation,
\bullet  Symbolic equations can often be optimized symbolically,
\bullet  Bayesian networks follow Bayesian update rules and the EM algorithm when
missing information,
\bullet  Fitting probability distributions to data often use the EM algorithm,
\bullet  HMM use the Baum-Welch algorithm, forward-backward algorithm, and Viterbi
algorithm, and
\bullet  State-Action tables or trees typically use SARSA(\lambda ) or Q(\lambda ).
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3.3

Encoding and Optimization

Here we describe background information pertaining to learning and optimization.
These two concepts are closely tied. One type of learning we focus on is learning
from data. This form of learning usually involves some sort optimization problem.
The task might be to describe the data, whereupon one simply minimizes the
training error. Another task might be to predict or forecast, in which case one
takes extra precautions in an effort to minimize generalization error (empirical risk
minimization). Alternatively, one might be interested in model selection which follows
the minimum description length (MDL) principle. A different task might to be learn
what is important, where features are extracted that maximize the mutual information
between the original data and the reconstructed data. Yet another approach might be
to cluster data, which either heuristically or exactly maximizes intra-cluster distances
while minimizing inter-cluster distances. Sometimes heuristic rules are used to data
mine interesting information, but the processes is usually iterated to optimize some
measure of “interestingness” [146, 116]. All of these objectives use some form of
optimization.
The rest of this section discusses learning and optimization algorithms and their
assumptions. When the problem exhibits some of these assumptions, exploiting these
assumptions invalid the premises of the NFL theorems. This in turn implies one may
replace ML and ATSD with the proper selection of the correct learning or optimization
algorithm. Nevertheless, some performance improvement may still be possible from
using ML and ATSD. We will start by reviewing and differentiating many classes of
algorithms. Then we proceed to discussing types of assumptions a table mapping
algorithms and assumptions. We conclude with some other considerations when
choosing an algorithm.
3.3.1

Types of Black-Box Algorithms

Many learning, optimization, and search algorithms exist. Here we present algorithms
by classes of thought. The algorithms reviewed here typically belong to multiple
families of optimization, but we will discuss each algorithm only once. One may
group algorithms by derivative free descent methods, derivative methods, random
variable methods, evolutionary methods, swarm methods, and physics based methods.
Tables 3.2 and 3.1 list the reviewed black-box search and optimization algorithms by
school of thought and respectively alphabetically.
One of the most appealing aspects of derivative free descent methods is the
fact that they scale well to high dimensional problems because they avoid directly
calculating a gradient. Michael J. D. Powell is responsible for many derivative free
techniques [133], including the constrained optimization by linear approximation
(COBYLA) algorithm [131], the NEWUOA10 algorithm [132], Powell’s method [134],
10

Powell never explained the acronym.
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Table 3.1: Black-Box Algorithm Abbreviations (by Category)
Abbreviation

Full Algorithm Name

COBYLA
NEWUOA
Powell
NM
Pattern

Constrained By Linear Approximation
?
Powell’s Conjugate Direction Method
Nelder-Mead Method
Pattern Search

GD
CGD
Newton
Q-Newton
L-BFGS
LM-A

Steepest Descent or Gradient Descent
Conjugate Gradient Descent
Newton’s method
Quasi-Newton method
Limited-memory Broyden-Fletcher-Goldfarb-Shannon
Levenberg-Marquardt algorithm or damped least squares

FDA
EMNA
CE
CMA-ES
NES

Factorized Distribution Algorithm
Estimation of Multivariate Normal Algorithm
Cross Entropy
Covariance Matrix Adaptation Evolutionary Strategy
Natural Evolution Strategies

ES
EA
GA
AIS
DE

Evolutionary Strategies
Evolutionary Algorithms
Genetic Algorithm
Artificial Immune System
Differential evolution

Particle
AC
Bees

Particle Swarm
Ant Colony
Bees Algorithm

SA
QA

Simulated Annealing
Quantum Annealing

RS

Random search

and others. COBYLA works by iteratively solving approximating linear programs.
NEWUOA assumes a quadratic model, but avoids requiring \scrO (n2 ) function evaluations by approximating the quadratic model with a least Frobenius norm approximation requiring \scrO (n) function evaluations. Powell’s method takes n search directions
and replaces one of them with the average search direction. Eventually these search
directions converge. To fix this, one can reorthogonalize [27, chap. 7] the search
directions to preserve quadratic convergence, or one can follow Powell’s heuristic and
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Table 3.2: Black-Box Algorithm Abbreviations (Alphabetical)
Abbreviation

Full Algorithm Name

AC
AIS
Bees
CE
CGD
CMA-ES
COBYLA
DE
EA
EMNA
ES
FDA
GA
GD
L-BFGS
LM-A
NES
Newton
NEWUOA
NM
Powell’s method
Pat. search
Part. Swarm
Q-Newton
QA
RS
SA

Ant Colony
Artificial Immune System
Bees Algorithm
Cross Entropy
Conjugate Gradient Descent
Covariance Matrix Adaptation Evolutionary Strategy
Constrained By Linear Approximation
Differential evolution
Evolutionary Algorithms
Estimation of Multivariate Normal Algorithm
Evolutionary Strategies
Factorized Distribution Algorithm
Genetic Algorithm
Steepest Descent or Gradient Descent
Limited-memory Broyden-Fletcher-Goldfarb-Shannon
Levenberg-Marquardt algorithm or damped least squares
Natural Evolution Strategies
Newton’s method
?
Nelder-Mead Method
Powell’s Conjugate Direction Method
Pattern Search
Particle Swarm
Quasi-Newton method
Quantum Annealing
Random search
Simulated Annealing

assume “long, twisty valleys” by discarding the direction of most improvement [134,
chap. 10.7]. Other direct methods include Nelder’s and Mead’s downhill simplex
method (a.k.a. amoeba method) [134, chap. 10.5] and pattern search. The NelderMead method can be described as a triangle which “rolls down” the objective function,
stretching or compressing as it goes. Pattern search tests all cardinal directions for
the maximum decrease; if all directions results in an increase the step size is reduced.
Assuming the function is smooth, then one can exploit derivatives. Newton’s
method generalized to multiple dimensions uses the inverse Hessian matrix to solve
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for the point where all components of the gradient are zero. Quasi-Newton methods
approximate the Hessian from past function evaluations, saving many function
evaluations when the Hessian must be numerically estimated. The limited memory
variant of a quasi-Newton method (L-BFGS) avoids storing the estimated Hessian (or
its inverse) by instead storing an estimate of the inverse Hessian multiplied by the
gradient. This reduces the memory usage from \scrO (n2 ) to \scrO (n). An alternative method
which does not assume a Hessian exists is the method of steepest descent. It iteratively
calculates the gradient and follows it until the gradient is sufficiently small. Conjugate
gradient descent is similar to the method of steepest descent but ensures the steps are
conjugate to each other (implicitly assuming the function is approximately quadratic).
However, unlike methods based off of Newton’s method, conjugate gradient descent
never makes use of the Hessian [134]. A hybrid method of steepest descent and
Newton’s method (including it variants) is the Levenberg-Marquardt (LM) method.
The LM method has an adjustable parameter which interpolates between the behavior
of Newton’s method and steepest descent.
Another class of algorithms use random variables to facilitate the search. Rather
than moving along a point, as in the aforementioned methods, the location of the
search is described by a distribution. Larrañaga and Lozano [102, 103]provide
many methods known as estimation of distribution algorithms (EDA), including
Estimation of Multivariate Normal Algorithm (EMNA) for continuous domains,
and Factorized Distribution Algorithm (FDA) for combinatorial domains. Other
techniques introduce random variables into the black-box objective function. They
do this by replacing the decision variables with random variables according to a
distribution, and the distribution’s parameters become the new decision variables.
This has the advantage of being able to introduce smooth derivatives even when
the original objective function has no derivatives and is discontinuous. Examples of
these algorithms include cross entropy [29, chap. 5.6], covariance matrix adaptation
evolutionary strategies (CMA-ES) [71, 72, 148], and natural evolution strategies
(NES) [63, 149, 185]. The cross entropy method uses the mean and respectively
the variance of the elite samples (e.g. top performing 10\%) to update the mean
and respectively the variance of the sampling distribution. CMA-ES uses a more
sophisticated strategy by assuming a multivariate normal distribution. Allowing \theta  to
be the parameters of the distribution, CMA-ES uses the trick
\right) 
\left( 
\biggl(  \Bigl( 
\biggr) 
\int \infty 
\int \infty 
\bigl( 
\bigr)  \bigl( 
\bigr)  \partial 
\bigl( 
\bigr)  \bigl( 
\bigr) 
\bigl( 
\bigr) \Bigr) 
\partial 
g f (x) P x |  \theta  dx =
g f (x) P x |  \theta 
\mathrm{l}\mathrm{o}\mathrm{g} P x |  \theta 
dx,
\partial \theta 
\partial \theta 
 - \infty 

 - \infty 

and matrix calculus to find the gradient of the mean and variance to derive the update
rules for the distribution. Furthermore, the natural gradient is followed. The natural
gradient is the gradient left-multiplied by the inverse Fisher information matrix, which
makes the search independent of the actual distribution used. Lastly, rather than
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using the objective function directly, the samples are sorted and their rank is used
instead. This makes CMA-ES invariant to monotone distortions of the objective
function. NES is nearly identical to CMA-ES, except that it extends CMA-ES to
other distributions. Schaul et al. [149] show there is some evidence that heavy tailed
distributions increase the probability of finding the global optimum. Exponential NES
(xNES) also avoids left-multiplying the gradient by the inverse Fisher information
matrix by using a coordinate system for which the Fisher information matrix is the
identity matrix [63].
Many evolutionary algorithms are often confused. The basic evolutionary algorithms include genetic programming (GP), genetic algorithms (GA), evolutionary
algorithms (EA), evolutionary strategies (ES), differential evolution (DE), and artificial immune system (AIS). EAs are the most general of all these, and all of these
share the basics of EAs. EAs use a population of candidate solutions where the “best”
candidates create the next generation of candidates through recombination and mutation. GAs encode each candidate solution by an array of genes (symbols) [150, 151],
whereas GP encodes genes in a tree data structure rather than an array to allow for
variable length expressions [99]. The two differences between ESs and EAs is that ESs
operate on real numbers and reuse the mutations which produced the best candidate
solutions [20]. DEs are a specialization of ESs; DEs obtain a donor vector from one
previous point and the difference between two points [56, 43, 162] . AISs can use
genes or numbers equally; they operate solely by using mutations proportional to the
error [29, chap. 7.5].
Some methods try to exploit swarm intelligence. Examples include particle swarm
optimization (PSO) [128, 127, 196, 130], ant colony [35, 52, 51], bee [29, chap. 6.5],
and pretty much any other social insect (e.g. glow worms, fireflies, etc.) based
method. In canonical PSO, each particle typically experiences two forces: one pushing
the particle toward its personal best optimum and one pushing the particle toward the
optimum found by neighboring particles. Each particle has a position and velocity.
Ant colony optimization encode solutions as the ants’ pheromone trail; each ant
probabilistically chooses to follow the pheromone trail. Ant colony optimization
makes sense when variables have strong dependency amongst “adjacent” variables,
as in the case of an actual path. Bee optimization is very similar to ant colony
optimization except the solutions are encoded as dances.
Physics based methods include simulated annealing (SA), quantum annealing
(QA), and stochastic tunneling (ST). SA is based off of atoms cooling in a metal.
A solution is treated as the particle’s position. A random vector is added to the
current position to generate a new position. If the energy (error) at a new location is
less than the error at the current location, it moves to the new location [94].11 When
the energy of the particle is larger, it probabilistically moves there depending on the
11

Sometimes the new position is probabilistically rejected based on the amount of improvement
and temperature.
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temperature and how much worse the solution is. In adaptive SA the temperature also
controls the step size. An alternative to using the step size is to use the MetropolisHastings algorithm to generate new candidate solutions.12 SA has many parameters
from a step size function, initial temperature, cooling schedule, bounds, and when
to reanneal (repeat the process again). ST is an objective modification trick for
SA, where the objective function is modified so that any output greater than the
current best is exponentially squashed, allowing simulated annealing to escape any
local minima worse than the best found so far. ST techniques typically replace the
function to be minimized with something like
\Bigl(  \bigl( 
\bigl( 
\bigr) 
\bigr) \Bigr) 
g f (x) , f (xbest ) = 1  -  \mathrm{e}\mathrm{x}\mathrm{p} \gamma  f (xbest )  -  f (x) ,
where \gamma  is an adjustable parameter that controls the level of squashing [182]. On a
different note, in physics particles may relax not only using thermal fluctuations, but
also with quantum fluctuations. QA, also known as Quantum Stochastic Optimization, in its purist form requires a quantum computer, but a classical algorithm may
be derived by using several approximations. The resulting algorithm is remarkably
similar to SA, except that QA uses a more complicated measure to tunnel through
barriers in the objective function [7, 42, 44]. In QA the initial step size should be
large enough to test all possible configurations from any point, keeping those which
are better than the current state, and the step size slowly decreases. In other words,
SA uses a probability of accepting worse states to overcome local extrema and QA
uses larger steps to accomplish the same; this is an oversimplification though.
3.3.2

Algorithm Assumptions

Almost all search, optimization, and machine learning algorithms make some assumptions. This section is dedicated to analyzing and pointing out these assumptions.
While many other works review a vast number of algorithm [134, 29, 180, 137, 2],
they do not analyze the algorithm assumptions in the same detail presented here . We
recommend the reader review these works to complement this dissertation’s overview
of black-box search, optimization, and machine learning algorithms.
Some of algorithm assumptions are straightforward and the algorithm is built upon
them. This is the case for most algorithms making use of descent directions. Other
assumptions are implicit or hidden; such is the case for nature inspired algorithms.
Most classes of assumptions mentioned here are common categories. We created new
terms for a few classes of assumptions to describe the algorithm behavior. Tables 3.3
summarizes our best efforts to explain each algorithm’s assumptions. This table
reflects the canonical algorithms, as many easily implemented tweaks can change
12
The Metropolis-Hastings algorithm is useful when there are more solutions performing worse,
rather than better, than the current solution.
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these properties. Hence, Table 3.3 should be used as a rule of thumb, rather than as
a strict guideline, for selecting black-box algorithms.
The most straightforward assumption which people have been making for centuries
is that of smoothness. Smoothness can be defined multiple ways. Commonly,
smoothness is interpreted to mean that functions have some number of bounded
derivatives. This allows for the common linear or quadratic approximations that lead
to optimization by gradient descent, Newton’s method, and their variants. Another
take on smoothness is that of frequency domain characteristics. Let f (x) be an
arbitrary function and f (\omega ) its Fourier transform, then consider smoothness as defined
by [174, chap. 4.3]
\int \infty 
| \omega | d | f (\omega )| d\omega  < \infty , d \geq  0.
 - \infty 

A function’s smoothness in the frequency domain allows for a high asymptotic rate of
global convergence to the function. When d = 0, the target function f (x) may be any
function representable by a bounded sum of sinusoids. When d = 1, f (x) may be any
function representable by a bounded sum of sigmoid functions. If d = 2, then f (x)
may be any function representable by a finite piecewise linear function [174, chap.
4.3].
Alternatively, a less straightforward, but nearly universal assumption most algorithms make is that of locality. By locality we mean that “similar” inputs by some
regard generate “similar” outputs. Algorithms use this when they look for better
solutions “near” the best solutions found so far. Locality may take any number of
forms depending on the definition of “similar inputs.” We will discuss three types of
locality: numerical locality, symbol locality, and transform locality.
In numerical locality, the input is treated as a vector of numbers and any norm may
be used as a measure of dissimilarity. Numerical locality requires three conditions.
First, one must be able to treat the input as one or more numbers and their bit
boundaries are known. Second, small changes to these numbers produce small changes
on the output. Unlike the assumption of functions with smoothness properties, this
assumption does not assume a direction of decent to have predictive properties. Last,
large changes to these numbers imply probably larger changes to the output. To
illustrate this, consider functions which are Hölder continuous. Hölder continuous
means that
\bigm\| 
\bigm\| 
\bigm\| f (x1 )  -  f (x2 )\bigm\|  \leq  K \cdot  \| x1  -  x2 \| \alpha  ,
(3.21)
with K as a constant, f as the function evaluated at any points x1 and x2 in
the function’s domain. This extends to multiple-input multiple-output functions by
replacing the absolute values with norms. \alpha  = 1 implies a bounded derivative and
is also known as Lipschitz continuous. However, numerical locality does not require
Lipschitz continuity. \alpha  = 0 implies the function is bounded. Neither of these really
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describe numerical locality, but a combination of both does. We will derive this using
a probabilistic noisy extension to Hölder continuity:
\Bigl( \bigm\| 
\Bigr) 
\bigm\| 
P \bigm\| f (x1 )  -  f (x2 )\bigm\|  \leq  \| \scrN  (0, \sigma  2 )\|  + K \cdot  \| x1  -  x2 \| \alpha  \approx  1.
We have added Gaussian noise and made this true the majority of the time. By
bounding the noise with by a sufficient number of standard deviations and setting
\alpha  = 1 we arrive at the assumption:
\bigm\| 
\bigm\| 
\bigm\| f (x1 )  -  f (x2 )\bigm\|  \leq  K1 + K2 \cdot  \| x1  -  x2 \| \alpha 
(3.22)
In other words, numerical locality is a stochastic generalization of smoothness. This
is the kind of assumption that many derivative-free searches assume, including the
Nelder-Mead method [117], particle swarm [93], pattern search [81], and simulated
annealing [94].
A different from of locality often assumed by genetic algorithms is that of symbol
locality. Here the input is treated as an array of symbols or in the case of genetic
algorithms, genes [150, 151]. Distance can then be defined as the number of symbols
which are different. Similar symbol sequences are expected to perform similarly. In
the case of genetic algorithms, evolutionary improvement is primarily expected to
occur from the selection and crossover operators; the mutation operator “generally
has a background role” for creating and preserving diversity [80]. A special case of
symbol locality is where each symbol is simply a bit. We will call this bitwise locality.
Transform locality is the last type of locality we shall discuss. Transform locality
is the idea that any set of inputs, even if they all appear very different, are local in a
transformed space. Schumacher et al. [153] point out that any “algorithm” (algorithm
in the NFL theorem sense) is some other “algorithm” operating in a transformed space.
To exploit this, one uses an algorithm which visits inputs in order (if using bits, 0000,
0001, 0010, etc.) and one seeks a permutation of the input space which approximately
ranks inputs by the output of the objective function. This permutation of the input
space is guaranteed to exist provided the inputs are discrete. Transform locality
may be exploited when the transformation can be learned efficiently (sufficiently low
Kolmogorov complexity). The transformation may be learned directly. Alternatively,
one may learn an approximate inverse relation of the objective function. Additionally,
consider a set of similar functions derived from a parent function: fi = f + \eta , where \eta 
is sufficiently low multidimensional noise such that the parent function, f , is a useful
approximation of the derived functions, fi . Given enough similar functions it would
be possible to approximate the parent function. Approximating the parent function
would be sufficient for any of the other aforementioned approaches. Even though
approximating f is a one time cost, the problem may be intractable for sufficiently
large function spaces. The primary subject of this paper, ATSD, exploits transform
locality.
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A different assumption is the number and spacing of extrema. Some algorithms
go so far as assuming convexity,
\bigl( 
\bigr) 
f \lambda  \cdot  x1 + (1  -  \lambda ) \cdot  x2 \geq  \lambda  \cdot  f (x1 ) + (1  -  \lambda ) \cdot  f (x2 ) ,
Where \lambda  \in  [0, 1], x1 \in  S, x2 \in  S, and S is the convex set of the function’s domain.
Convexity implies any minima is a global minima. Algorithms making this assumption
include gradient descent, linear programming, and quadratic programming. To cast
these algorithms in the NFL theorems, which require an arbitrary number of unique
function evaluations, these algorithms must restart from a different initial point after
they terminate. These modified versions assume relatively few minima. Alternatively,
other algorithms assume there are several local minima. Algorithms such as simulated
annealing [94], particle swarm [93], and genetic algorithms [150, 151] have mechanisms
to escape local minima. Some modifications (cf. the next subsection) allow traditional
algorithms to assume multiple extrema as well. For example, gradient descent with
momentum allows the algorithm to easily escape shallow local minima.
Another property, often assumed to be false, is whether the problem is separable.
Separable means that
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n} f (x1 , x2 , . . . , xn ) =\mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n} f (x1 , . . . ) + \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n} f (. . . , x2 , . . . ) +
x1 ,x2 ,...,xn
x1
x2
\bigl( 
\bigr) 
. . . + \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n} f (. . . , xn ) .
xn

In other words, separable means that the optimum point may be reached by optimizing variables sequentially and in any order. An axis- aligned paraboloid, (a2 (x - h)2 +
b2 (y  -  k)2 , is separable; while a general paraboloid a2 (x  -  h)2 + b2 (y  -  k)2 + c x y is
not separable for c \not = 0. Separable problems are much easier to solve because they can
be solved with a linear search for each variable, avoiding the curse of dimensionality.
The standard pattern search algorithm [81] and differential evolution [135] assume
the problems are approximately separable within a single update; each dimension
is treated individually. While steepest descent with a line search can move in
non-cardinal directions, it still assumes (performs best when) subsequent search
directions are orthogonal to all previous search directions. Therefore, steepest descent
assumes the problem is rotationally separable. Newton’s method and most nonlinear
approximations (e.g., quadratic approximation with products of variables) expend
function evaluations to check the separability of problems. Other methods, such as
conjugate gradient descent, assume the objective function is non-separable without
explicitly expending function evaluations to check. The ant colony method models
the solution as a path, implying each variable has dependency on adjacent variables.
Table 3.3 also lists linearly separability and no assumption. A linearly separable
problem may be transformed into a separable problem by applying a general purpose
linear transform of the input space.
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Most searches use a guiding mechanism. In pattern search it is simply the function
value at a point, in steepest descent it is the gradient, and for variants of Newton’s
methods it is the Hessian matrix. These algorithms operate best when these guiding
mechanisms are valid and well scaled or well conditioned. By well scaled, we mean
all the variables are roughly of the same scale, and by well conditioned we mean
the condition number of some matrix is close to 1.0. Pattern search performs best
when all variables are roughly on the same scale. Steepest descent works best
when the Hessian, assuming it exists, is well conditioned; preconditioning corrects
steepest descent’s assumption that level sets are circular. When this is not the case,
variable scaling and respectively preconditioning may help. Even Newton’s method
may benefit from preconditioning, but more so for numerical stability rather than
underlying algorithmic assumptions.
Additional properties may complicate matters. The function may have constant
properties, meaning the above properties hold globally for the function, or may have
dynamic properties, meaning if these properties change over time or over different
regions of the function. Even when the properties are constant within the region of
investigation, the underlying function may be stochastic, obscuring any of the above
properties. The stochastic nature makes it more difficult (requiring more function
evaluations) to estimate something as simple as whether a solution is better than an
old solution, much less a property such as derivatives or convexity. The more variance
in the noise, the harder it becomes to exploit any of the aforementioned assumptions.
3.3.3

Other Considerations

Other considerations for algorithm selection should include memory considerations
and computational overhead. Population based methods require memory for each
member of the population. Gradient based methods require additional memory
for the gradient, which grows linearly in the dimensionality of the search space.
Similarly, methods that make use of the Hessian need additional memory that grows
quadratically in the dimensionality of the search space.
The search algorithm overhead may not always be worth it either. Even when
more advanced models effectively reduce the number of function evaluations to find
a solution, the overhead from the more advanced models may be wasted. When
the function is quick to evaluate, more advanced search techniques may take longer.
To compound the problem, one needs to consider the trade-off between algorithm
complexity, time, and number of function evaluations. The more one doubts whether
an algorithm’s assumptions are correct, the more valuable the number of function
evaluations become. Given any uncertainty in a search algorithm’s assumptions, one
13

Powell's method's search directions tend to become highly correlated. Powell's heuristic to
avoid this assumes ``long, twisty valleys.'' One may assume a quadratic surface and obtain quadratic
convergence by reorthogonalizing instead.
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should sacrifice the absolute minimal time solution for additional function evaluations
to improve confidence in the optimality of the solution.
3.3.4

Non-Black-Box Algorithms

Whenever it is feasible, one should seek to avoid black-box algorithms. Black-box
algorithms are not only subject to the NFL theorems, but are also subject to several
computational laws [39]. In order to guarantee optimality, every possible bit sequence
must be tested, a problem of exponential complexity. Worse, black-box algorithms
offer no way to estimate the quality of the current solution. Any knowledge about
the problem must already be integrated into the algorithm in order to exploit it.
Information from partial solutions is discarded. All three of these problems may be
circumvented by using a non black-box algorithm.
Some algorithms examine a problem symbolically and reducing the solution space
to just a handful of potential solutions. Given a symbolic representation of the
problem (e.g., an equation), sometimes one can extract potential solutions with
mathematical manipulations (e.g., setting the derivative to zero). Generalizing this
basic calculus technique of finding potential extrema, the first-order and second-order
Karush-Kuhn-Tucker (KKT) necessary conditions take into account equality and
inequality constraints [16, chap. 4]. This means that the KKT conditions expand the
class of problems where symbolic analysis is applicable. These approaches may return
multiple solutions, but the optimal solution will be among them. Linear programming
likewise will either return an optimal solution or indicate that the optimal solution is
unreachable at some infinity. Nevertheless, some problems are too big to solve with
these symbolic approaches.
Symbolic approaches can provide optimality guarantees and bounds on the optimal
solution. Due to the duality principle in linear programming, the primal and dual
problems provide upper and lower bounds on the optimal solution. When the duality
gap equals zero, it is certain an optimal feasible solution has been found. Furthermore,
there are efficient interior point algorithms to find the optimal solutions in polynomial
time, when a solution exists [16, chap. 9.5]. Even if the objective function is
nonlinear, the second-order sufficient and necessary KKT conditions can be used “to
formulate a duality theory for nonlinear programming problems, akin to that for linear
programming” [16, chap. 4.4]. The nonlinear program and its dual may exhibit strong
duality (the upper and lower bound equal each other at optimality) or at least weak
duality (the bounds do not necessarily meet) allowing one to bound the quality of the
solution found so far [16, chap 6.2]. On the other hand, problems rarely formulated as
programs may still have easily calculable lower bounds. Consider the cost matrix for a
traveling salesperson problem (TSP). One may use a simple heuristic such as the sum
of the minimum value from each column to provide a lower bound. Alternatively, one
may reformulate the TSP as an integer programming problem with several constraints
excluded [41, 115]. In fact, any admissible A\ast  heuristic (by definition) provides lower
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bounds for problems.
Given a problem specification, one may be able to choose a black-box optimizer
that works a priori better than others. For instance, if the problem induces a gradient,
this can be used to find locally optimal solutions. If the problem is convex, a
local optimal solution is a global optimal solution, meaning the search may stop
with the guarantee of optimality. Knowing a problem is from the combinatoric
domain will allow for the selection of an algorithm which uses a discrete measure
of distance between solutions. Therefore, a non black-box algorithm that use this
kind of meta-data may outperform black-box algorithms on average since it violates
the prerequisites of the NFL theorems [194].
Using information from partial solutions means that the algorithm uses additional
information than just previous inputs and previous outputs. This also invalidates the
NFL theorems [194]. Recasting problems with partial information as a graph search
allows one to exploit the A\ast  (A star) algorithm [145]. For instance one can use the
A\ast  algorithm on the TSP by using the admissible heuristic of the sum of the minimal
costs to arrive at unvisited cities.14 Other problems containing conditional structure
may be reformulated as acyclic hyper-graph searches, in which case the AO* algorithm
with an admissible heuristic ought to be used [120, chap. 3.2]. When the problem
inherently has cycles, such as Markov decision processes, then the LAO* algorithm
may be used [70].

3.4

Environment

The environment refers to everything else, but most notably the data. The environment may also include multiple learners or actors. Structure for a problem
often also comes from the environment. The environment may even change. A
changing environment means that the learning task is subject to change. The learner
may interact with the environment as in the case of learning partially observable
Markov decision processes. The environment is also responsible for the probability
distribution of all optimization and learning tasks. Exploiting the environment is an
important method for overcoming the NFL theorems. Environmental knowledge is
just as important as the meta-model and encoding algorithm.
By analyzing the environment we may make better assumptions about the learning
task. When the environment is static, machine learning need not account for concept
drift. The function mapping inputs to outputs does not change over time. Handling
concept drift and non-stationary environments are active machine learning research
fields [50, 48, 49, 24, 30, 177]. Common methods of dealing with concept drift include:
detecting then correcting for drift, online learning, and learning the drift dynamics.
Learning the drift dynamics is akin to learning a non-stationary random process,
14

Better admissible heuristics exist, such the cost of a minimum spanning tree for all remaining
nodes.
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but as such it requires the dynamics to have a predictable pattern. The other two
methods require no such pattern.
Properties such features and sparseness are also defined by the environment. As
discussed in Section 3.1.2, features can improve machine learning. Sparseness justifies
sparse coding, a method to detect features. Highly dependent and redundant inputs
from the environment may be compressed well, without much loss of information. In
this case, multiple inputs may be used to estimate noisy or unobserved features.
The environment also determines the noise, which is useful if known. Knowing
the noise distribution is key to minimizing the risk (cf. Section 3.1.4). Noise can
be extracted and analyzed. To isolate the noise, commonly one first fits a model
to the data to remove all periodic and aperiodic trends, leaving behind only the
error/noise [156, chap. 1]. One may test the remaining noise to determine if it is i.i.d.
or follows a specific distribution [28, chap. 1.6]. If the noise exhibits dependencies,
then a more complicated model may be needed to describe the pattern. Even when
the noise is unknown, learning about the noise may provide insight into processes
happening in the environment.
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Chapter 4

The No Free Lunch Problem
Prior to the NFL theorems, some researchers believed it was possible for some
optimization and learning algorithms to be “better” than others. For instance, early
research into genetic algorithms (GAs) studied which genetic operators performed
“better” [39]. The NFL theorems mean no black-box algorithm is universally optimal,
and all are universally optimal. If performance is better than average over some
subset of problems, then performance must be worse than average over for the
complementary set [194]. If one tries to improve performance over some subset of
problems, performance must be lost over the remaining subset of problems.
The NFL theorems can be viewed as an application of the principle of maximum
entropy. The principle of maximum entropy states that of all distributions satisfying
the problem constraints, the distribution with the largest entropy ought to be
assumed. Given no prior knowledge and a countable set of events (in our case
algorithms), that distribution ought to be uniform, implying all events are to be
considered equally. Thus, lacking the information of how well an algorithm matches
a problem or problem distribution, all algorithms are equal.
The NFL theorems also serve as laws of conservation of performance. No universal
learner (or optimizer) may exist. One practical lesson from the NFL theorems is that
algorithms must match the learning or optimization problems in order to expect good
results. For example, when making absolutely no assumptions, there is no reason to
favor learners with low VC-dimension over those with high VC-dimension [193]. Even
if we make correct assumptions, but the algorithms neglect to exploit this information,
these laws of conservation of performance apply [194]. Effectively, these NFL theorems
restate what Rice [136] said about selecting the best algorithm, albeit in a much more
mathematical framework; the best algorithms “will always require exploitation of the
specific nature of the situation at hand.”
The NFL theorems are important to understand ATSD, as ATSD is derived
directly from the NFL theorems. Section 4.1 reviews and analyzes the NFL theorems.
Section 4.2 discusses the NFL theorems for supervised machine learning. This chapter
concludes with Section 4.3, stating preconditions needed in order for an algorithm to
perform better than average.
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4.1

The No Free Lunch Theorems for Search and Optimization

Briefly, the NFL theorems state that for both static and time-varying optimization
problems, all algorithms perform the same when averaged across all problems [194].
We will focus on static problems. The NFL theorems are cast in a probabilistic
framework:
Theorem 1.
\sum 
f \in \scrF 

\bigl( 
\bigr)  \sum  \bigl(  y
\bigr) 
P dym | f, m, a1 =
P dm | f, m, a2 .

(4.1)

f \in \scrF 

In the words of the authors, “this means in particular that if some algorithm’s
performance is superior to that of another algorithm over some set of optimization
problems, then the reverse must be true over the set of all other optimization
problems.” The above equation is true regardless of the problem distribution, P (f ).
This is different from saying all algorithms are equal. For all algorithms to be equal
we require:
Theorem 2.
\sum 
f \in \scrF 

\bigl( 
\bigr)  \sum 
\bigl( 
\bigr) 
P (f ) P dym | f, m, a1 =
P (f ) P dym | f, m, a2 .

(4.2)

f \in \scrF 

This explicitly depends on P (f ). Following the proof provided in Wolpert and
Macready [194], (4.2) requires
\Bigl( 
\sum 
\bigl( 
\bigr)  \sum 
\bigl(  \bigr) \Bigr) 
P (f ) P dy1 | f, m = 1, a =
P (f ) \delta  dy1 , f dx1
(4.3)
f \in \scrF 

f \in \scrF 

to be independent of dx1 and hence a. This sum is used in the base case for the inductive
proof in Wolpert and Macready [194], where for information theoretic reasons,
they
\prod  assume a P (f ) to be uniform. P (f ) could also be any distribution following
x\in \scrX  P (y = f (x)), or certain distributions with specific correlations between costs
and inputs [194].
The NFL theorems treat the definition of “algorithms” differently than the typical
definition of algorithm implies. In the NFL theorems, the “algorithms” are more about
exploring the search space (points) in some order than about the actual instructions
carried out by the computer. Two “algorithms” are considered identical if they always
visit points in the same order, even if the underlying programming code is different.
Likewise, the NFL theorems call two “algorithms” different even if they share the same
code, but run with different hyper-parameters (e.g., step-size, branching preference,
etc.) so long as points are visited in a different order.
Even though all NFL “algorithms” are equal, some real world programs are a
prior better than others. Other characteristics besides number of function evaluations
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are of interest to the practitioner. Of programs implementing the same “algorithm”
(according the NFL definition), a program which uses less memory, less computational
overhead, less network bandwidth, less power, etc. will be considered the superior
program.
4.1.1

Extensions

The NFL theorems have been extended to include additional priors and results.
Schumacher et al. [153] extend these theorems to include sets of functions closed under
permutations of the input-space. Thus, all algorithms sum to the same performance
and generate the same collection of dm when all functions are considered [153]. A set
of functions is called “closed under permutation” if the inputs can be scrambled and
still produce a function
\bigl[  in the set. More precisely,
\bigr]  a set of functions \scrF  is closed under
permutation if, \forall \pi  \forall f (f \in  \scrF ) \rightarrow  (f \circ  \pi  \in  \scrF ) , where \pi  is a bijective mapping from
and to the domain of f . When \scrF  is closed under permutation,
\prod  (4.2) holds with all
the same conditions as before: P (f ) being normal, following x\in \BbbX  P (y = f (x)), or
having specific correlations [153, 53, 183, 11].
Some extensions to the NFL theorems show “free lunches” can exist. The original
authors of the NFL theorems, Wolpert and Macready [195], showed that the No Free
Lunch theorems fail to hold for coevolutionary algorithms. Some coevolutionary
algorithms may be a priori better than others due the nature of minimax optimization. The NFL theorems cease to apply to multiobjective optimization. In
multiobjective optimization, due to memory considerations, part of the Pareto front
is forgotten. This leads to differences in performance between algorithms; but there
is no “ideal” algorithm in multiobjective optimization [36, 37]. Auger and Teytaud
[10, 11] show that a weaker version of the NFL theorems apply to countably infinite
sets of functions and the NFL theorems fail to apply for uncountably infinite sets
of functions.1 Actually, computing with uncountably infinite sets (i.e., real numbers)
is strictly more expressive than digital computers [32]. While these extensions have
“free lunch/appetizers,” this is achieved by increasing the difficulty of the problem.
The research community has debated the usefulness and applicability of the No
Free Lunch theorems. Culberson [39] notes that black-box problems are much harder
than the NFL theorems state. Without any prior knowledge, black-box optimization
is harder than some NP-hard optimization tasks. Another criticism is that not all
functions are equally likely to occur in real life [62, 53]. Some consider the NFL
theorems unsound because sets of functions which are closed under permutation are
rare [84, 85]. However, even assuming the scarcity of sets of functions where the NFL
applies, there are still only “free appetizers” [53, 85].
1

Auger and Teytaud [11] claim they have invented an algorithm which is a priori better for
uncountably infinite sets of functions. However, their method requires additional information,
immediately invalidating the NFL theorems.
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Whitley and Watson [183] state, that despite all the extensions and debate, “there
are no specific methods or algorithms that directly follow from NFL.” We introduce
ATSD as a direct derivation from the NFL theorems! What happens to ATSD when
the NFL theorems fail to hold, as is the case when authors claim the existence of “free
lunches” or “free appetizers?” Chapter 5 discusses how, while ATSD is derived from
the NFL theorems, the NFL theorems are only a sufficient condition.
Here we introduce a new extension to the NFL theorems for search and optimization. While Wolpert and Macready [194] discuss why the uniform distribution ought
to be assumed. In a separate work for a similar topic, Wolpert [192] average uniformly
over all probability distributions. We use nearly identical logic to prove that the NFL
theorems for search and optimization hold when averaged uniformly over all problem
distributions:
Theorem 3.
\int 
\int 
\bigl(  y
\bigr) 
P (f ) P dm |  P (f ), m, a1 =
P (f )

\bigl( 
\bigr) 
P (f ) P dym |  P (f ), m, a2 .

(4.4)

P (f )

First note Lemma 1:
Lemma 1.
\sum 

\bigl( 
\bigr) 
P a |  b, c, d \bot 
\bot  b,

(4.5)

\bigl( 
\bigr) 
P a |  b, \alpha , d d\alpha  \bot 
\bot  b,

(4.6)

c\in \scrC 

then

\int 
\Delta 

where a is a placeholder for an event whose conditional probability we wish to
calculate, b is a placeholder for a variable which becomes independent after summing
over all c, d is an additional condition placeholder, and \scrC  is a set of vectors.
See Appendix B for a proof. Substituting dym into a, a1 into b, f into c, m into d,
and \scrF  into \scrC  allows us to apply Lemma 1. Equation (4.2) fulfills (4.5), producing the
desired result. This extension means that even if the uniform distribution is known to
poorly approximate the actual problem distribution, lacking further knowledge about
the problem distribution means that NFL theorems still hold.

4.2

The No Free Lunch Theorems for Supervised Learning

The NFL theorems for supervised learning is similar to the NFL theorems for search
and optimization. Again, it says that unless it known that the learning algorithm
matches the problem or problem distribution, all learning algorithms are to be
considered equal [193]. This is unsurprising. The NFL theorems for search and
optimization applies to all black-box optimization algorithms including those that
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use a “reactive” search to “learn” how to optimize a single problem better. In other
words, it is difficult to learn a function without exploiting correct assumptions.
According to the NFL theorems for supervised learning, a learner may be viewed
as P (h| d) [193]. Here h is the hypothesized function mapping from the inputs to the
outputs and d is the data. We posit the following idea: P (h| d) may be described by
a meta-model and an encoding algorithm. These supervised learning NFL theorems
are all over off-training set error not i.i.d. error.
Then Wolpert [193] states that for any two learning algorithms P1 (h| d) and
P2 (h| d):
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P C |  f, m, P1 (h| d)  - 
P C |  f, m, P2 (h| d) = 0,
(4.7)
f \in \scrF 

\sum 

f \in \scrF 

\bigr)  \sum  \bigl( 
\bigr) 
P C |  f, d, P1 (h| d)  - 
P C |  f, d, P2 (h| d) = 0,
\bigl( 

f \in \scrF 

\int 

f \in \scrF 

\bigl( 
\bigr) 
P C |  P (f ), m, P1 (h| d)  - 

\int 

P (f )

\bigl( 
\bigr) 
P C |  P (f ), m, P2 (h| d) dP (f ) = 0,

(4.9)

P (f )

P (f )

and
\int 

(4.8)

\bigl( 
\bigr) 
P C |  P (f ), d, P1 (h| d)  - 

\int 

\bigl( 
\bigr) 
P C |  P (f ), d, P2 (h| d) dP (f ) = 0.

(4.10)

P (f )

In words this means, uniformly averaging over all f , uniformly averaging over all
f given any training data set d, uniformly averaging over any P (f ), and uniformly
averaging over any P (f ) given any training data set d, the expected off-training set
classification error is independent of the learning algorithm. In summary, any measure
of classification is expected to be the same regardless the learning algorithm applied.
However, Wolpert [193] also states that these theorems do not hold for other forms of
error such as L2 error; the average of several models are expected to perform better
for quadratic loss functions [192]. In fact, this is why bagging and boosting are a
priori expected to reduce mean squared error.
Wolpert [193] has further notes about these theorems. Just because a learning
algorithm worked well in the past, there is no reason to expect it to continue to work
well, at least without assumptions. Wolpert also notes that the behavior on i.i.d.
error is different from that of off-training set error; i.i.d. error is expected to reduce
monotonically as further data is added. Off-training set error may increase as the
training set grows, at least without any assumptions. Wolpert states that if we treat
a human as a P (h| d) we may be fooled where d represents the net experiences we
have had since birth, essentially reiteration induction is unjustified. This has been
demonstrated according to the white swan conjecture (all swans are white). On the
contrary, we believe humans may outperform digital learners since the mathematics
behind Wolpert’s derivation fall apart when analog (uncountably infinite data) is
encountered. Wolpert [193] asserts that the mathematics respond identically when
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raising the question of how do the NFL theorems respond when averaging over all
P (P (f )), but does not back his math up with careful considerations for measure
theory in infinite dimensional spaces. See Appendix B for where the mathematics
break down.

4.3

Mitigating the Effects of No Free Lunch

In the case of search and optimization, the NFL theorems are based on the fact
that the next input xm+1 is generated based on only the algorithm a and previous
(complete) input-output pairs dm . Anything extra information used to choose either
a or xm+1 invalidates the NFL theorems. Some basic ways to circumvent the NFL
theorems including: choosing an algorithm good at the particular problem distribution, using information from partial solutions, and exploiting the ‘free lunches.” A
few “free lunches” mentioned previously include co-evolutionary algorithms [195]and
multiobjective optimization [36, 37]. See Section 4.1.1 for more NFL extensions.
Wolpert [193] and Wolpert and Macready [194] both recommend using algorithms
which “align” with the problem. Recall that the NFL theorems define “aligned” as
having a relatively large inner product between the problem distribution and the
probability of a particular desired outcome.2 The larger the inner product, the more
aligned the algorithm is to the class of problems. For example, perhaps it is known
that the problem is combinatoric in nature (e.g., Traveling Salesperson), then choosing
an algorithm designed to work well on these discrete problems will perform better
on average for these discrete problems than an algorithm which uses a gradient or
guesses randomly.
Wolpert and Macready [194] also mention that information from partial solutions
allows algorithms to perform a prior better. When possible, use results from partial
solutions. This is the basic idea behind dynamic programming and the A\ast  search
algorithm [145].

2

To include multiple outcomes, just sum over the inner product over all desired outcomes.
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Chapter 5

Theory of Anti-Training with Sacrificial Data
Nothing is more practical than a
good theory.
Vapnik, Vladimir Naumovich

5.1

Introduction

Most types of machine learning involve fitting a model to data. These models
may be artificial neural networks, Bayesian networks, cluster centers, decision trees,
etc. The fitting process uses objective/fitness functions to determine how well the
learned model represent the training data. While many models (e.g., Artificial Neural
Networks) have training algorithms (e.g., backpropagation), it is not always clear
which algorithm is best to use for a particular data set. This is the problem John
Rice describes as the algorithm selection problem [136].
Knowledge about a problem must be used to solve it efficiently [194]. It is a
poor choice to use an algorithm that ignores derivatives or convex properties when
an optimization problem exhibits these features. Similarly, it is a poor choice to
use such features when they are absent. It may even be that the features change
as the problem’s parameters change. For instance, the number of local minima
for a single neuron grows exponentially in the dimensionality of the input [9]. The
standard learning algorithm may not remain the most efficient as the dimensionality
grows. Worse yet, some learning depends upon black-box optimizers such as simulated
annealing [65], genetic algorithms [178], particle swarm [197], and random search [19].
The same virtue that makes black-box optimizers so widely used is also their
inherent weakness—black-box optimizers use only a history of inputs into, and
outputs from an objective function. This allows black-box optimizers to function
on symbolic representations, experimental data, or results from simulations. The
black-box optimizer does not use any knowledge about the symbolic function, data,
or simulation. The No Free Lunch (NFL) theorems for search and optimization state
that any such black-box optimization is expected to perform on average as well as
a random guesser [194]. If the objective function comes from a slow simulation or a
physical experiment, then every function evaluation is precious. Thus, an algorithm
tailored toward a particular problem distribution can make better use of the function
evaluations.
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The NFL theorems for supervised learning state a similar problem for machine
learning, even if it uses a non-black-box optimizer [193]. For 0/1 classification error,
without exploiting valid assumptions, all supervised learning algorithms have the
same predictive accuracy over off-training data on average. This means that no
universally optimal machine learning algorithm can exist. Luckily for us, that is not
our goal.
Here, we introduce the theory behind the completely novel concept: anti-training
with sacrificial data, for tailoring learning and optimization algorithms to problem
distributions. At its base, anti-training is an extension to meta-learning. We take
advantage of the fact that all optimization algorithms and meta-models perform the
same on average. Essentially, anti-training worsens the performance over problems
suspected to be impossible or exceedingly unlikely to occur. Since the average
performance remains constant, the performance elsewhere must increase.
Unlike many forms of meta-learning, anti-training inherently adheres to the NFL
theorems since it is derived through the manipulation of the NFL theorems. Antitraining is expected to benefit learning performance whenever the objective functions
are compressible. Moreover, because the sacrificial data used by anti-training is
inexpensive to generate, it is possible to use anti-training where meta-learning cannot
be applied. It can also be applied in conjunction with meta-learning and can prevent
overtraining.
Following preliminaries and assumptions in Section 5.2, we rewrite an NFL
theorem to derive ATSD and ATSD+ML in Section 5.3. We prove the sufficient
and necessary conditions for ATSD to work in Section 5.4. Next, Section 5.5 analyzes
the behavior of ATSD, including the relative efficacy of ATSD compared to ML.
Section 5.6 discusses how to generate the sacrificial data required for anti-training.

5.2

Preliminaries and Assumptions

The original NFL theorems apply to arbitrarily large finite domains (e.g., combinatorial optimization problems). Wolpert and Macready [194] argue that this makes
sense since computers only have a finite number of bits; the search space \scrX  and
output space \scrY  are typically bit sequences. Continuing with their notation, let f
be a function representing an optimization problem (e.g., error function, distance,
etc.) and \scrF  be the set of all functions having an input x \in  \scrX  and an output y \in  \scrY .
If | \scrX  |  is the size of the search space and | \scrY |  is the size of the output space, then
the size of the function space is | \scrF |  = | \scrY | | \scrX  |  [194]. (Just to realize the order of
magnitude of | \scrF | , consider a function with a 16-bit input and an 8-bit output; then
19
| \scrF |  = 22 \approx  2.6 \cdot  10157826 . This are a large number of possible functions, but it is still
finite.)
For a thorough discussion of the NFL theorems see Section 4.1. We will primarily
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be using (4.1):
\sum 

\bigr)  \sum  \bigl(  y
\bigr) 
\bigl( 
P dym | f, m, a1 =
P dm | f, m, a2 .

f \in \scrF 

f \in \scrF 

In the following sections, when we say a set of problems is compressible or incompressible, we mean this in the sense of Kolmogorov complexity (cf. Section3.1.6).
Compression and prediction are closely related. The more accurate the predictions,
the fewer bits are needed to correct the predictions (hence compression), and the
fewer bits needed to correct predictions, the better the predictions. The algorithms
are not directly trying to compress the problems, but rather make predictions about
the problems. For this reason we do not care about the results from run-length coding,
Huffman coding, arithmetic coding, Lempel-Ziv-Markov chains, etc. Rather, we care
about how well an algorithm can represent the black-box function; the better the
representation, the fewer function evaluations needed to find a desired output.
5.2.1

Connection to Meta-learning

Before we begin our formulation of ATSD, due to the strong ties between ML and
ATSD, it is important to address questions pertaining to the NFL theorems and ML.
The first and probably most important question is: “can ML successfully improve
performance in light of the NFL theorems?” If so, when does ML help? How can one
judge the quality of an algorithm’s learning biases?
ML is generally concerned with learning to learn better. Nevertheless, it can
be applied to learning to optimize better. One perspective of ML is the algorithm
selection problem [136]. That is, given a specific instance of a problem, which
algorithm solves the problem best? Giraud-Carrier and Provost [62] address whether
ML can escape the limitations imposed by the NFL theorems. Their ultimate
conclusion is that only techniques that learn about the problem distribution P (f )
can overcome the NFL theorems. Hence, ML can be useful in light of the NFL
theorems.
Vilalta and Drissi [176] introduce two important ML concepts. One is that of
structured versus random problems. Structured problems have lower Kolmogorov
complexity than random problems. This structure can be exploited by algorithms to
solve these problems more efficiently. By this definition, random problems have no
such structure that ML can exploit. Consequently, ML is limited (with respect to its
effectiveness) to structured problems. In terms of entropy, structured problems may
still require exponential space to represent. To see this let there be | \scrF |  functions
represented by 2n bits, then there are about 2\alpha  n compressible functions with a
Kolmogorov complexity of 2\alpha  n , for \alpha  < 1. The more structured the problem domain,
the more quickly the percentage of structured problems approaches zero. Therefore,
the percentage of structured problems decays geometrically with the size of | \scrF | . In
other words, ML applies as long as most problems are considered irrelevant.
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One may like to know how to measure one’s success in selecting an algorithm.
To do so, we first need a definition of success. Vilalta and Drissi [176] introduce
the concept of algorithm biases expressed as restrictions and rankings of potential
hypotheses (the true f ). In our formal notation, this means that each algorithm
assumes some P (f ). Then successfully selecting an algorithm means that the selected
algorithm’s assumed problem distribution matches the actual problem distribution.
Both a theoretical and realistic measure exist to judge how well these match. Wolpert
and Macready [194] propose using the inner product between P (f ) and P (dym | f, m, a)
over f \in  \scrF  for a desired dym . However, this method is only theoretical as computing
the inner product is difficult due to the size of \scrF . A much more realistic measure is
the off-training-set error [193].
We can use the answers to these three questions to lead us down a path of
investigation. When ML samples from the problem distribution, the distributions are
compressible (most problems are irrelevant), and the current method is suboptimal,
then ML may operate within the NFL framework. Therefore, we will investigate
how ML may manifest itself in the NFL framework. Second, due to the similarities
between ML and ATSD, we will derive ATSD by applying an opposite goal to the
opposite data. This in effect forms a “dual problem,” which leads to our formulation
of ATSD.

5.3

Derivation of Anti-training

Section 5.2.1 gives us a research direction: derive ML from the NFL theorems, and
subsequently, ATSD from that. To ensure our technique follows from (4.1), we begin
by rewriting one side. First, we split \scrF  into three partitions (non-overlapping sets
that cover the whole set):
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P dym | f, m, a = P dym | f, m, a + P dym | f, m, a + P dym | f, m, a .
f \in \scrF 

f \in \scrF +

f \in \scrF 0

f \in \scrF  - 

(5.1)
Here \scrF + , is the partition of problems already encountered, considered likely, or
relevant; \scrF  -  represents the partition of problems that cannot occur (in the given
context) or are considered unlikely to occur; and \scrF 0 consists of problems that are
borderline likely or undefined. Equation 5.1 explicitly shows that we can trade-off
performance between problem sets. Performance gained over f \in  \scrF + must be lost
over f \in  \scrF 0 \cup  \scrF  -  .
The inquisitive reader may wonder why we use three partitions and particularly
why we include the \scrF 0 partition. We include \scrF 0 for three reasons: first, an objective
function does not always cleanly lie in either \scrF + or \scrF  -  . This is because we avoid strict
mathematical definitions of \scrF + , \scrF 0 , and \scrF  -  . One may choose, for example, \scrF + =
\{ f | P (f ) > 100/| \scrF  | \}  and \scrF  -  = \{ f | P (f ) < 0.01/| \scrF  | \} . This flexibility necessitates \scrF 0 .
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Second, \scrF 0 is useful for describing an important difference between ML and ATSD:
the difference between the forthcoming (5.3) and (5.4). Third, when approximating
\scrF + and \scrF  -  , \scrF 0 is a catch-all for the remaining cases. Thus, three partitions are the
minimum number needed to capture these degrees of freedom.
Equation 4.1 implies (5.1) is independent of a. However, each sum over a partition
of \scrF  is generally allowed to change provided one important condition: \scrF + , \scrF 0 , and \scrF  - 
are sets of functions not closed under permutation.1 Schumacher et al. [153] show in
their Lemmas 1 and 2 that the NFL theorems apply if and only if the set of functions
is closed under permutation. Since the fraction of sets closed under permutation is
exceedingly rare [84], the NFL theorems fail to apply, with high probability, to each
partitioning of \scrF . In turn, this means that each sum is generally allowed to change,
implying generally it is possible to improve the performance over
\bigl(  y\scrF \bigr) + .
Let us extend (5.1) in two ways. First, multiply by \Phi  dm (a performance
metric
such
error)
\bigr)  and bring it inside the sum. y Second, sum several
\bigl(  y \bigr)  as \bigl( final
\sum 
y
f \in \scrF  \Phi  dm P dm | f, m, a together for different values of dm . Then we have
\right) 
\left( 
\sum  \sum 
\sum  \sum 
\sum 
\sum 
u ,
(5.2)
u=
u+
u+
dym f \in \scrF 

dym

f \in \scrF +

f \in \scrF 0

f \in \scrF  - 

where
\bigl(  \bigr)  \bigl( 
\bigr) 
u = \Phi  dym P dym | f, m, a .
5.3.1

Anti-training as Meta-learning

Recall that a type of ML taking into account the NFL theorems is the one that
attempts to learn P (f ) directly [62]. However, this is often infeasible due to the
cardinality of \scrF . A simple alternative to approximate this method is to learn an
optimizer that performs well on the empirically common functions. This is a metaoptimization problem to improve the performance over \scrF + . More \bigl( accurately,
the
\bigr) 
y
meta-optimization will improve the conditional expected value of \Phi  dm . Without
loss of generality, hence forth assume \Phi  is a performance metric to be minimized
(e.g., an error function). Then, improving (minimizing) the conditional expected
value means:
\sum  \sum  \bigl(  \bigr) 
\bigl( 
\bigr) 
a \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
\Phi  dym P\^+ (f )P dym | f, m, a .
a

dym f \in \scrF +

However, the above equation is neither governed by nor does it follow from the
NFL theorems! The introduction of a function dependent on f , in this case the
1

A set of functions being closed under permutation means that no new functions may be generated
when the input space is bijectively remapped into itself (i.e., a random permutation of the input
space).
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approximation P\^+ (f ), generally voids the NFL requirement that (4.3) is independent
of a. Nevertheless, if we consider the typical approximation of P\^+ (f ) used in practice,
we realize that rarely does an identical objective function occur twice. See Appendix A
\^
for further justification of this assertion.
This
\bigm| 
\bigm|  - 1 means that P+ (f ) is practically going
\bigm| 
\bigm| 
to be a two-valued function: 0 and \bigm| P\^+ (f )\bigm|  . Thus, in practice we drop the term
P\^+ (f ). This recovers the first term on the right-hand-side of (5.2), which follows from
the NFL theorems:
\sum  \sum  \bigl(  \bigr)  \bigl( 
\bigr) 
\Phi  dym P dym | f, m, a .
(5.3)
a \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

dym f \in \scrF +

We make several more notes about the above equation. First,
\bigr)  a
\bigl(  ywhen using
deterministic a (or a random algorithm with a fixed random seed) P dm | f, m, a will
be either 0 or 1; only\bigl(  a single
dym will be produced. This makes it easier to optimize in
\bigr) 
practice. Second, \Phi  dym determines the behavior of a \star  ; a \star  could produce a low final
error, low cumulative error, etc. While it is also possible to modify (5.3) to optimize
over the cross-validation error, care must be taken as cross-validation alone is subject
to the NFL theorem [193]. Typically, \scrF + will be approximated using samples from
a problem distribution P (f ) arising from a limited domain. Additionally, (5.3) says
nothing about the search for a \star  . Unless a is being modified intelligently, the metaoptimization problem will be subject to the NFL theorems itself. This means that
finding better algorithms will be possible, but costly.
The NFL theorems say that any performance gained over a set of functions must
be lost over the set’s complement. Equation 5.1 must remain constant. In this way,
ML improves the performance over \scrF + at the cost of performance over \scrF 0 \cup  \scrF  -  . This
is potentially detrimental for prediction, generalization, and avoiding overfitting. To
help mitigate this issue we introduce anti-training with sacrificial data (ATSD). This
means ATSD is about the optimization of one of the terms from (5.2):
\sum  \sum  \bigl(  \bigr)  \bigl( 
\bigr) 
a \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{a}\mathrm{x}
\Phi  dym P dym | f, m, a .
(5.4)
a

dym f \in \scrF  - 

This translates into
a \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

\sum 

\sum 

\bigl(  \bigr)  \bigl( 
\bigr) 
\Phi  dym P dym | f, m, a .

dym f \in \scrF 0 \cup \scrF +

Again, without loss of generality, we treat \Phi  as an error function to be minimized. As
one can see, ATSD is an approximate dual of ML. ATSD achieves an improvement
in the sum of performance over \scrF + \cup  \scrF 0 by directly worsening the performance over
\scrF  -  . If the performance over \scrF  -  decreases, then by (5.1), the sum over \scrF 0 \cup  \scrF + must
improve. Despite ATSD being less efficient than ML, it has other benefits. For a
more complete discussion, please see Sections 5.5.2 and 5.5.1.
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It is critical to note that the performance improvement is over \scrF 0 \cup  \scrF + . Without
additional care, ATSD could drop the performance over \scrF + , but improve the performance over \scrF 0 . To help avoid this, ATSD should be combined with ML (ATSD+ML).
Combining (5.3) and (5.4), we have
\left( 
\sum  \bigl(  \bigr)  \bigl( 
\sum 
\bigr) 
\Phi  dym P dym | f, m, a
a \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

dym

f \in \scrF +

\right) 
\sum  \bigl(  \bigr)  \bigl( 
\bigr) 
 - \beta 
\Phi  dym P dym | f, m, a ,

(5.5)

f \in \scrF  - 

where \beta  \geq  0 determines the relative strength of anti-training. The above optimization technique is just one straightforward approach to combining ML and ATSD.
ATSD+ML can be achieved by using a meta-optimization technique similar to the
aforementioned process for ML. According to Bergstra and Bengio [19], a random
search for a \star  is in some sense optimal. Although, preliminary tests suggest that local
searches find locally optimal continuous hyper-parameters on continuous domains.
We
to note that ATSD+ML is not strictly limited to operating
\sum feel it is important
\sum 
over
and
.
Other statistics can be used, too. For instance, the
f \in \scrF +
f \in \scrF  - 
mean reduces to simply using (5.5) with an adjusted \beta . The median is another
statistic that could be used. Meta-optimizing using the medians would be the same
as dynamically selecting one or two f to improve or worsen their performance. For the
same reason, percentiles are valid statistics to improve or degrade. Since percentiles
could be used, one may wonder if the interquartile-range (IQR) is a valid statistic
for ATSD+ML. ATSD+ML should avoid using the IQR statistic over \scrF  -  , as this
amounts to improving the performance over some f \in  \scrF  -  .
Algorithm 1 demonstrates the basic approach. The parameter metaSearch is
a search algorithm for finding black-box search/optimization/learning algorithms;
metaM etric is the metric for
one black-box algorithm over another, such
\bigl(  y preferring
\bigr) 
as (5.5); and pM etric is \Phi  dm , which rates the quality of outputs. The subroutine
Optimize is a black-box search/optimization algorithm that runs the searchAlg to
generate the input dxm into the black-box objective function objF unc.
Algorithm 1 starts by selecting, generating, or modifying a search, optimization,
or learning algorithm. For simplicity, let us assume the goal is optimization. The
optimization subroutine generates the next input x from the history of inputs and
outputs. The objective function (from \scrF \^ -  or \scrF \^+ ) is evaluated at x. This process is
repeated, building up the \bigl( dm vector.
After enough iterations the subroutine returns
\bigr) 
y
the performance metric, \Phi  dm . The performance over each f \in  \scrF \^+ \cup  \scrF \^ -  is computed
and stored using this subroutine. The meta-fitness function evaluates the optimization
algorithm using ATSD+ML. This whole process is repeated for enough iterations or
until an algorithm’s performance is good enough.
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5.3.2

Alternative Forms of ATSD

Recall the NFL theorems for supervised learning, (4.7), (4.8), (4.9), (4.10):
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P C |  f, m, P1 (h| d)  - 
P C |  f, m, P2 (h| d) = 0,
f \in \scrF 

\sum 
f \in \scrF 

f \in \scrF 

\bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P C |  f, d, P1 (h| d)  - 
P C |  f, d, P2 (h| d) = 0,
f \in \scrF 

Algorithm 1 Anti-Training Combined with Meta-Learning
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
1:
2:
3:
4:
5:
6:
7:
8:
9:

Procedure Anti-Meta-Search(
metaSearch, metaM etric, pM etric, \scrF \^+ , \scrF \^ -  , m)
metaOut \leftarrow  empty
repeat
searchAlg \leftarrow  metaSearch(metaOut)
listP osP erf s \leftarrow  empty
for all objF unc \in  \scrF \^+ do
optResults \leftarrow  Optimize(searchAlg, pM etric, objF unc, m)
Append optResults \rightarrow  listP osP erf s {Accumulate results from \scrF \^+ }
end for
listN egP erf s \leftarrow  empty
for all objF unc \in  \scrF \^ -  do
optResults \leftarrow  Optimize(searchAlg, pM etric, objF unc, m)
Append optResults \rightarrow  listN egP erf s {Accumulate results from \scrF \^ -  }
end for
algP erf ormance \leftarrow  metaMetric (listP osP erf s, listN egP erf s) {e.g., (5.5)}
Append (searchAlg, algP erf ormance) \rightarrow  metaOut
until algP erf ormance is good enough
Return Argmin(metaOut)
Procedure Optimize(searchAlg, perf ormanceM etric, objF unc, m)
dm \leftarrow  empty
for itr = 1 to itr = m do
dmx \leftarrow  searchAlg(dm)
dmy \leftarrow  objF unc(dmx)
Append (dmx, dmy) \rightarrow  dm
perf ormance \leftarrow  perf ormanceM etric(dm)
end for{Alternatively end when performance is good enough}
return perf ormance {If ending when performance is good enough return number
of iterations}
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\int 

\bigl( 

\bigr) 
P C |  P (f ), m, P1 (h| d)  - 

\int 

P (f )

\bigl( 
\bigr) 
P C |  P (f ), m, P2 (h| d) dP (f ) = 0,

P (f )

and
\int 

\bigl( 
\bigr) 
P C |  P (f ), d, P1 (h| d)  - 

\int 

P (f )

\bigl( 
\bigr) 
P C |  P (f ), d, P2 (h| d) dP (f ) = 0.

P (f )

All of these can be partitioned and treated the same as in Sections 5.3 and 5.3.1.
This produces these alternative forms of ATSD:
\left( 
\sum 
\sum 
\bigl( 
\bigr) 
Pa (h| d) \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
\Phi  (C) P C |  f, m, Pa (h| d)
a

f \in \scrF +

C

 - \beta 

\sum 

\right) 
\bigl( 
\bigr) 
\Phi  (C) P C |  f, m, Pa (h| d) ,

(5.6)

f \in \scrF  - 

\left( 
Pa (h| d) \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

\sum 

\sum 

C

f \in \scrF +

\bigl( 
\bigr) 
\Phi  (C) P C |  f, d, Pa (h| d)
\right) 

 - \beta 

\sum 

\bigl( 

\bigr) 
\Phi  (C) P C |  f, d, Pa (h| d)

,

(5.7)

f \in \scrF  - 

Pa (h| d) \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

\sum 

\Biggl(  \int 

\bigl( 
\bigr) 
\Phi  (C) P C |  f, m, Pa (h| d)

P+ (f )

C

\int 
 - \beta 

\Biggr) 
\bigl( 
\bigr) 
\Phi  (C) P C |  f, m, Pa (h| d) ,

(5.8)

P -  (f )

Pa (h| d) \star  = \mathrm{a}\mathrm{r}\mathrm{g} \mathrm{m}\mathrm{i}\mathrm{n}
a

\sum 

\Biggl(  \int 

\bigl( 
\bigr) 
\Phi  (C) P C |  f, d, Pa (h| d)

P+ (f )

C

\int 
 - \beta 

\Biggr) 
\bigr) 
\Phi  (C) P C |  f, d, Pa (h| d) ,
\bigl( 

(5.9)

P -  (f )

where P+ (f ) and P -  (f ) are the probability distribution analogues of \scrF + and \scrF  -  ;
P+ (f ) is the set of likely probability distributions. Whereas (5.5) is ATSD+ML
applied to an optimization algorithm, (5.6)-(5.9) are ATSD+ML applied to machine
learning.

5.4

Sufficient and Necessary Conditions

ATSD may be applied even without the NFL theorems being true, for the NFL
theorems are sufficient, but not necessary. In fact, many frameworks are sufficient.

Dimension 1

Dimension 1
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Dimension 2

(a) A Pareto front in black ``X''s.

Dimension 2

(b) Trading off error between dimensions.

Figure 5.1: Pareto fronts before and after discarding a dimension
Here we present the sufficient and necessary conditions for the principle of ATSD.
First we provide an overview of the sufficient and necessary conditions, easily
understandable in words and figures. Then we continue on to the proof of the sufficient
and necessary conditions for the ATSD principle. Next, we cover when the conditions
when the ATSD principle is expected to provide a benefit. Lastly, we show how
several frameworks and assumptions imply the ATSD principle holds.
5.4.1

Overview of the Sufficient and Necessary Conditions

ATSD worsens the performance of solution objects (i.e., algorithms in the case of
NFL theorems) over some problems to gain an improvement in performance over
other problems. Here we present in words and figures a heuristic argument for the
sufficient and necessary conditions of ATSD.
For the sake of this heuristic argument, consider just two possible problems so we
may visualize what is required. The performance of a solution object is represented
as a point in two dimensions. Figure 5.1a plots the error (or some other objective to
be minimized). Each “X” is a solution object and its position determines the error on
the problems. The dark “X”s lie on a Pareto front. The light gray “X”s correspond to
dominated solution objects.
If a solution object is dominated, there is no reason to choose it. Solutions may
be weakly or strictly dominated. A weakly dominated solution means that another
solution performs better than the weakly dominated solution along some dimensions
and ties with one or more other dimensions. A strongly dominated solution means
that another solution always performs better. For example consider three solutions
producing the errors (1,1), (1,2), and (2,2) on two problems. The first number is
the error on the first problem, and the second number is the error on the second
problem. The solution producing the errors (2,2) is strongly dominated since (1,1) is
always better. Likewise, the solution producing the errors (1,2) is weakly dominated
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\mathrm{E}[A| B = b]

b

Figure 5.2: Non-monotone negatively dependent dimensions may cause further
performance degradation to harm performance.
by (1,1). The Pareto front is the set of non-dominated solutions. In this example, the
Pareto front is \{ (1, 1)\} . Unless we say otherwise, a Pareto front contains no weakly
dominated solutions nor any strictly dominated solutions.
Now consider a Pareto front and some dimensions (problems) of the Pareto front
to drop. Figure 5.1b demonstrates dropping dimensions from the Pareto front. By
dropping the second problem from the set of criteria to optimize, we can reduce
the error on the first problem. We do this by worsening performance on the second
problem. Because we have a Pareto front, the remaining problems/dimensions must
get better, otherwise those solutions would have been dominated.
Pareto fronts like the one in Figure 5.1a are typical, in that the dimensions
are monotonically negatively dependent. If there are three or more dimensions,
errors are independent, non-degenerate, and enough solutions exist, then the Pareto
front will typically impose a monotone negative correlation between solutions on
the Pareto front. We will show this with more mathematical rigor in Section 5.4.4.
The monotone decreasing dependence means that worsening the performance on any
problem or dimension will, on average, improve the performance everywhere else.
If the dimensions are not monotonically negatively dependent, it is easy to show a
counter example where worsening performance on a sacrificial problem is detrimental.
In Figure 5.2, continuing to degrade performance on dimension b eventually harms
performance on dimension a.
The intuition behind ATSD having stochastic improvement follows from that of
level sets (cf. Figure 5.3). If all dimensions are independent, the joint cumulative
distribution function is a product of each dimension’s cumulative distribution func-
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Dim 1
P=0.6
P=0.7
P=0.8
P=0.9
Dim 2
Figure 5.3: Level sets of a joint probability distribution, with independent dimensions.
tion. Thus, if one dimension decreases, other dimensions must increase to preserve
the same level of probability.
5.4.2

Sufficient and Necessary Conditions for the ATSD Principle

ATSD can be generalized to work on any sort solution object (optimization algorithms, learning algorithms, search algorithms, variables). The ATSD principle
simply states that performance lost on some problem or dimension is regained
elsewhere. This is equivalent to all performance vectors lying on a Pareto front.
Here, “performance” may be predicative accuracy, probability of a desired outcome,
cumulative optimization error, error after a fixed number of iterations, or anything
of interest.
Define the following objects and notation:
\bullet  n \in  \BbbN 1 represents the number of dimensions, equivalently the cardinality of \scrF ,
\bullet  A : \BbbN 1 \rightarrow  is a bijective mapping from an algorithm index to an algorithm,
\bullet  i \in  \BbbN 1 is an algorithm index,
\bullet  j \in  \BbbN 1 is an algorithm index,
\bullet  k \in  \{ 1, 2, . . . , n\}  is a problem/dimension index,
\bullet  V\vec{}i \in  \BbbR n describes the ith performance vector, equivalently the performance
vector of A(i),
\bullet  vi,k \in  \BbbR  to be the kth element of V\vec{}i , equivalently A(i)’s performance on problem
k,
\bullet  LT I : \BbbR n \times  \BbbR n \rightarrow  \{ 1, 2, . . . , n\} , be a function that returns the first (problem/dimension) index where one vector is less than another,
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\bullet  GT I : \BbbR n \times  \BbbR n \rightarrow  \{ 1, 2, . . . , n\} , be a function that returns the first (problem/dimension) index where one vector is greater than another,
\bullet  W eakDom : \BbbR n \rightarrow  \BbbR n , is a function that returns a vector which weakly
dominates its argument, and
\bullet  P F is an n-dimensional Pareto front.
Note all vectors have the same length because we are working with a single set of
problems. Since computers only have a finite number of bits and to avoid problems
with infinity, assume n is finite.
Using these definitions, the ATSD principle (performance lost somewhere is gained
elsewhere) is
Definition 1 (ATSD principal).
vi,k < vj,k =\Rightarrow  LT I(V\vec{}j , V\vec{}i ) is valid \wedge  LT I(V\vec{}j , V\vec{}i ) \not = k.

(5.10)

The statement LT I(V\vec{}j , V\vec{}i ) \not = k comes for free since a number cannot be both less
and greater than itself. When we say all vectors lie on the Pareto front we mean
V\vec{}i \in  P F for all V\vec{}i . The equivalence is expressed by:
Theorem 4.
\Bigl[ 
\Bigr] 
\vec{}
\vec{}
\vec{}
\vec{}
vi,k < vj,k =\Rightarrow  LT I(Vj , Vi ) is valid \wedge  LT I(Vj , Vi ) \not = k \Leftarrow \Rightarrow  V\vec{}i \in  P F.
We will use the following axioms and easily provable lemmas. For any index
k \in  \{ 1, 2, . . . , n\}  and any two vectors V\vec{}i and V\vec{}j :
\bullet  definition of LT I function:
LT I(V\vec{}i , V\vec{}j ) is valid \Leftarrow \Rightarrow  v

\vec{}j )
\vec{}i ,V
i,LT I(V

< vj,LT I(V\vec{}i ,V\vec{}j ) ,

\bullet  LT I sufficient conditions:
vi,k < vj,k =\Rightarrow  LT I(V\vec{}i , V\vec{}j ) is valid,
\bullet  GT I and LT I relation:
LT I(V\vec{}i , V\vec{}j ) is valid \Leftarrow \Rightarrow  GT I(V\vec{}j , V\vec{}i ) is valid,
\bullet  definition of ATSD principle:
vi,k < vj,k =\Rightarrow  LT I(V\vec{}j , V\vec{}i ) is valid and LT I(V\vec{}j , V\vec{}i ) \not = k,
\bullet  definition of Weakly dominates:
W eakDom(V\vec{}i ) existing =\Rightarrow  LT I(V\vec{}i , W eakDom(V\vec{}i )) is invalid,
W eakDom(V\vec{}i ) existing =\Rightarrow  GT I(V\vec{}i , W eakDom(V\vec{}i )) is valid,
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\bullet  definition of Pareto front:
W eakDom(V\vec{}i ) not existing \Leftarrow \Rightarrow  V\vec{}i \in  P F ,
\bullet  A vector cannot dominate itself:
W eakDom(V\vec{}i ) \not = V\vec{}i .
Proof the ATSD principle =\Rightarrow  all vectors lie on a Pareto front.
Assume only one vector exists (a single algorithm). Since a vector cannot dominate
itself, that performance vector lies on a Pareto front.
Assume two or more performance vectors exist. Then
1. Assume W eakDom(V\vec{}i ) exists for some vector V\vec{}i .
2. Using the definition of weak dominance, then LT I(V\vec{}i , W eakDom(V\vec{}i )) is invalid
and
3. GT I(V\vec{}i , W eakDom(V\vec{}i )) is valid.
4. Rewriting statement 3, LT I(W eakDom(V\vec{}i ), V\vec{}i ) is valid.
5. Allowing k = LT I(W eakDom(V\vec{}i ), V\vec{}i ), the ATSD principle states there exists
a better performing dimension: LT I(V\vec{}i , W eakDom(V\vec{}i )) is valid.
6. Statement 5 contradicts statement 2, therefore W eakDom(V\vec{}i ) must not exist
for any vector.
7. Statement 6 is equivalent to V\vec{}i \in  P F for all performance vectors.

The other direction will use these additional axioms and easily provable lemmas.
For any index k \in  \{ 1, 2, . . . , n\}  and any two vectors V\vec{}i and V\vec{}j :
\bullet  unique vectors differ somewhere: (LT I(V\vec{}i , V\vec{}j ) \vee  GT I(V\vec{}i , V\vec{}j )) \Leftarrow \Rightarrow  V\vec{}i =
\not  V\vec{}j ,
\bullet  Pareto optimal vectors must be optimal somehow: V\vec{}i =
\not  V\vec{}j \wedge  V\vec{}i \in  P F =\Rightarrow 
LT I(V\vec{}i , V\vec{}j ) is valid.
Proof the ATSD principle \Leftarrow = all vectors lie on a Pareto front.
Assume only one performance vector exists (a single algorithm). Then the ATSD
principle is vacuously true, as vi,k \nless  vi,k . Assume two or more performance vectors
exist. Then
1. Assume all vectors are Pareto optimal (lying on the Pareto front) (given),
2. Assume vi,k < vj,k , the left hand side of the implication of the ATSD principle,
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Table 5.1: An example Pareto front where ATSD fails to produce performance gains
on the third dimension.
Algorithm

Error 1

Error 2

Error 3

a1
a2
a3
a4

1
2
3
4

4
3
2
1

4
3
2
1

3. Since unique vectors must differ somewhere, statement 2 implies V\vec{}i \not = V\vec{}j
4. By statement 1 and that Pareto optimal vectors must be optimal somehow,
V\vec{}i \not = V\vec{}j =\Rightarrow  LT I(V\vec{}j , V\vec{}i ) is valid,
5. Statement 2, 3, and 4 when combined produce: vi,k < vj,k =\Rightarrow  LT I(V\vec{}j , V\vec{}i ) is
valid,
6. Clearly LT I(V\vec{}j , V\vec{}i ) \not = k otherwise both vi,k < vj,k (by assumption) and vj,k <
vi,k (by LTI definition),
7. Statement 5 and statement 6 imply LT I(V\vec{}j , V\vec{}i ) \not = k,
8. Statements 5 and 7 produces the definition of the ATSD principle: vi,k <
vj,k =\Rightarrow  LT I(V\vec{}j , V\vec{}i ) is valid and LT I(V\vec{}j , V\vec{}i ) \not = k.

5.4.3

Expected Benefit

The ATSD principle alone does not imply a performance benefit to a specific
dimension or problem. It only states that performance elsewhere improves as a result
of degrading performance over some problems. First, we open with an example where
ATSD will fail to provide any benefit. Then we show the sufficient and necessary for
the ATSD principle to provide expected benefits to a desired dimension or problem.
Table 5.1 demonstrates a pathological Pareto front where ATSD is not expected
to produce a benefit for the third dimension. Increasing the error on the second
dimension cannot reduce the error in the third dimension. This happens because the
second and third dimensions vary jointly, which could happen if the second and third
dimensions represent similar problems.
Probability theory gives many tools to allow ATSD to work in a probabilistic sense.
By “expected” improvement, we could mean the expected value of an error decreases
monotonically as a different error increases. Performance might be “expected” to
improve on a problem with high probability as sacrificial performance decreases.
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Bounds or probabilistic bounds on performance might even be used. For the sake
of this dissertation, we will focus on the expected value definition.
Before continuing, we will model uncertainty using random variables. We will
reuse and extend the notation in Section 5.4.2. For this discussion we define:
Vi,k : \BbbR  \rightarrow  \BbbR 
to be a random variable representing the performance of algorithm A(i) on the
kth problem/dimension, having the probability density function fVi,k . Using similar
notation to the ATSD principle,
Definition 2 (ATSD Expected Benefit).
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
vi,k1 < vj,k1 =\Rightarrow  \mathrm{E} Vi,k2 |  Vi,k1 = vi,k1 > \mathrm{E} Vj,k2 |  Vj,k1 = vj,k1 ,

(5.11)

with k1 representing any index of a function f \in  \scrF  -  and k2 representing any index
of a function f \in  \scrF + .
This is equivalent to \mathrm{E}[Vj,k1 | Vj,k2 = vj,k2 ] strictly decreasing in vj,k2 . Strictly
decreasing means that \forall x\forall y x < y =\Rightarrow  f (x) > f (y). Allowing x = xi = vi,k1 ,
y = xj = vj,k1 , both (5.11) and the definition for strictly decreasing have\bigl[  the same
\bigr] 
expression left of the implication. If we make the substitution f (xi ) = \mathrm{E} Vi,k2 |  xi ,
then the right sides of the implication become identical. One may be concerned that
we defined f in terms of two variables, x and i, instead of a single variable as used in
the definition of strictly decreasing. Nevertheless, the proof remains valid since i is a
function of x.
It is also common to work with bounds instead of the actual values of interest.2
There exist two approaches to accommodate bounds. The first is to replace the
definition of the performance vector from the values of interest with bounds on those
values and apply Definition 2. The second approach is to incorporate those bounds
directly into the ATSD framework. We call that Bounded ATSD Expected Benefit.
Definition 3 (Bounded ATSD Expected Benefit).
\bigl[ 
\bigr] 
\bigl[ 
\bigr] 
vi,k1 < vj,k1 =\Rightarrow  \mathrm{E} Vi,k2 |  Vi,k1 \leq  vi,k1 > \mathrm{E} Vj,k2 |  Vj,k1 \leq  vj,k1 ,

(5.12)

with k1 representing any index of a function f \in  \scrF  -  and k2 representing any index
of a function f \in  \scrF + .
This is equivalent to \mathrm{E}[Vj,k1 | Vj,k2 \leq  vj,k2 ] strictly decreasing in vj,k2 . This follows
the same reasoning as why Definition 2 is equivalent to \mathrm{E}[Vj,k1 | Vj,k2 = vj,k2 ] strictly
decreasing in vj,k2 .
Definition 2 and Definition 3 are similar with a few key differences. Definition 2
describes the behavior of the expected performance on a specific problem/dimension
2

Recall, the VC-dimension is an upper bound on the annealed VC-entropy.
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given a known value on another problem/dimension. Whereas Definition 2 describes
the behavior of the expected performance on a specific problem/dimension given a
bound on another problem/dimension.
5.4.4

Sufficient Conditions

Several theories and frameworks are sufficient for ATSD to provide an expected
benefit. If the Pareto front is composed of independent random vectors where
each dimension (problem) is independent, then both ATSD and its bounded variant
have expected benefits. Given three3 or more random independent performance
vectors where each dimension is independently distributed, \mathrm{E}[Vj,k1 | Vj,k2 ] is nonincreasing in vj,k2 for all distributions. If constrained to continuous distributions,
it is monotonically decreasing in vj,k2 . See Appendix D for a proof.
Not only do independent dimensions imply expected benefit, but so do certain
negative dependencies imply an expected benefit for using ATSD. Whenever the sum
of the performance along all dimensions is constant and the dimensions are uniformly
distributed subject to this constraint, then expected benefit applies. For instance,
when the performance vectors are probabilities, they must all sum to one. If the
performance vectors are ranks, then the sum is also constant. If these probabilities
or ranks are uniformly distributed on a n-simplex, then one should expect ATSD to
provide a benefit. See Appendix E for a proof.
If one only has a Pareto front, it is still possible to achieve an expected benefit
with ATSD. When \scrF 0 = \varnothing  and \scrF  -  = \scrF \^ -  (the sacrificial data encompasses all
impossible/implausible functions) then decreasing performance on the sacrificial data
must improve the performance on the relevant problems (otherwise one would not
have a Pareto front). It is however, difficult to specify all problems in \scrF  -  for even
| 
modest input/output space as | \scrF |  = \bigm| | \scrY | | \scrX 
\bigm|  . If we assume that more often than not, a
random problem will not occur then \bigm| \scrF  -  \bigm|  > 0.5 | \scrF | . Still, for small problems/models,
this is one possible way to force deterministic ATSD benefit. Naturally the better \scrF \^ - 
approximates \scrF  -  , the better the chance ATSD (without ML) will be beneficial.
Many frameworks imply one or the other of these three generally sufficient
conditions. NFL theorems are derived from a probabilistic framework, assigning
probabilities to outcomes [194]. Since the NFL framework attempts to assume as
little as possible, all probabilities assume a uniform prior. Hence, the NFL framework
implies ATSD expected benefit because it implies the uniform distribution on a
constant sum. Similarly, we can say that the PAC framework implies ATSD imparts
an expected benefit (cf. equation 1.2).
The principle of maximum entropy says we should assume whatever maximizes
entropy when we know nothing.4 It is for this reason Wolpert and Macready [194]
3

At least three independent performance vectors (algorithms) are required since one serves as the
baseline and at least two choices remaining in an attempt to improve over the baseline.
4
If something is known, use the distribution that maximizes the entropy subject to those
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argue all functions ought to be uniformly distributed (lacking further evidence). Independent random vectors with independent dimensions maximize entropy. Therefore,
when one knows nothing, both ATSD and its bounded variant have expected benefits.
5.4.5

Insufficient Conditions

Not all frameworks imply ATSD is expected to produce a benefit in terms of
Definitions 2 and 3. VC-theory resists some benefits from ATSD. VC-theory presents
a trade-off between training error and probabilistic bounds on the difference between
the training and test error (cf. Section 3.1.5). This naturally presents a Pareto
frontier for all meta-models, ergo is sufficient for the ATSD Principle (cf. Definition
1). However, this is insufficient for ATSD to imply an expected benefit without further
assumptions (cf. Section Ch:TheoryATSD:SufficientNecessary:Sufficient).
What if one tries to use ATSD to push down the VC-dimension? Recall the
probabilistic bounds: (3.7), (3.10), and (3.11). These are originally based on annealed
VC-entropy (bounded by VC-dimension), which depends on both the model and the
data distribution. Anti-training on impossible/implausible data will have little to no
beneficial effect since (3.2) is based on the probability of the data. So ATSD is not
particularly effective at improving test accuracy by lowering annealed VC-entropy.
However, ATSD still has its place when assuming VC-theory.
ATSD and ATSD+ML may still be useful in the context of VC-theory (and other
insufficient conditions). ATSD is still useful for learning a better encoding algorithm
(optimization algorithm); one may be able to lower the training error for a metamodel of fixed VC-dimension, probabilistically lowering the test error. Alternatively,
if one cannot accurately estimate the VC-dimension or VC-entropy, ATSD+ML can
still be used to select a meta-model of appropriate complexity, by maximizing the
training error gap between realistic problems and overly complex sacrificial data. In
this way, ATSD+ML becomes regularized meta-model optimization.

5.5

Analysis

In this section, we discuss ATSD’s behavior and effectiveness. We start with the
behavior of ATSD, since one should be acquainted with their behavior before deciding
whether to use ATSD (or ATSD+ML). Then we move on to analyzing how effective
ATSD is compared to ML.
5.5.1

Behavior of ATSD

Here, we consider several questions about how ATSD and ATSD+ML behave. Can
performance over some elements in \scrF  -  decrease, only to increase performance on
constraints.
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other elements in \scrF  -  ? What happens if \scrF  -  is specified incorrectly? What benefits
does ATSD+ML have over traditional ML?
Even though performance over the sacrificial data \scrF  -  is minimized, there is no
reason to believe that all f \in  \scrF  -  always perform worse after optimization. Yes,
performance on some elements in \scrF  -  may increase. However, ATSD+ML only
requires the net performance over f \in  \scrF  -  to decrease. There are three things
that can make the net performance over \scrF  -  improve during the meta-optimization
procedure (5.5). First, \scrF \^ -  may be too “similar” to \scrF + , meaning the sacrificial data
approximates the common problems too. Second, the algorithms being investigated
treat both sets of problems similarly, imposing a positive correlation between the
performances over \scrF \^ -  and \scrF \^+ . This can occur when the search for a \star  is incomplete,
such as when searching only for an optimizer’s hyper-parameters instead of program
code. The fixed program code may be biased toward treating both sets similarly.
Last, the \beta  value in (5.5) needs to be greater. A small \beta  value will cause ATSD+ML
to operate similarly to traditional ML or meta-optimization.
ATSD’s behavior is similar to ML’s behavior when the data sets are specified
incorrectly. To the contrary, ATSD+ML is more robust than ML when \scrF \^ -  is specified
correctly. Consider when \scrF \^+ poorly approximates \scrF + . In standard ML, if the
approximation is sufficiently poor, performance over \scrF + will decrease and performance
over \scrF  -  \cup  \scrF 0 will change randomly. ATSD+ML helps ensure a drop in performance
over \scrF  -  , regardless. This is assuming \scrF \^ -  is specified correctly, which is generally
easy. Section 5.6 addresses this issue. Alternatively, consider the scenario where
\scrF \^+ = \scrF \^ -  . One of three things may happen according to (5.5). If \beta  < 1, then the
behavior defaults back to traditional ML. If \beta  = 1, all algorithms appear equal and
\^
nothing happens. And when \beta  > 1, the performance
\bigm|  \bigm|  \bigm|  \bigm|  \scrF + worsens. In general, even
\bigm|  \bigm|  \bigm|  \bigm| 
when \scrF \^+ \not = \scrF \^ -  , a safe value for \beta  is \beta  < \bigm| \scrF \^+ \bigm|  / \bigm| \scrF \^ -  \bigm| , as this ensures the traditional
ML term dominates the meta-optimization
However, to strictly follow
\bigm|  \bigm| 
\bigm|  \bigm|  procedure.
\bigm|  \^ \bigm|  \bigm|  \^ \bigm| 
the NFL derivation one should set \beta  = \bigm| \scrF + \bigm|  / \bigm| \scrF  -  \bigm|  so that each objective function is
weighted equally. Determining the ideal value of \beta  is still an open question.
ATSD’s use of \scrF  -  helps define where the learning/optimization algorithm will
fail. Specifying acceptable failure cases removes some unknown failure cases. This
follows from, as shown by Schumacher et al. [153], that all algorithms produce the
same collection of dym when all functions are considered. Also, in theory when \scrF  - 
includes a model of noise, then the algorithm learns to fail at fitting the noise. This
is entirely different from using a less powerful meta-model that cannot represent the
noise. The meta-model could still represent noise, but ATSD would make it more
difficult for the algorithm to find models that do so.
ATSD also helps when data is hard to come by. When real problems or data are
scarce or expensive, ML is limited. Just like normal data fitting, if few data points
are provided then overfitting is problematic. However, \scrF  -  can be easy and cheap to
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generate (for more on this see Section 5.6). As long as there is a balance between
preserving/maximizing performance over a small \scrF + and minimizing the performance
over a large \scrF  -  , then it should help avoid overfitting \scrF + .
5.5.2

Efficacy Analysis

We now present how effective the ATSD is from a theoretical perspective. An
extensive, empirical study follows in Chapter 6. It is difficult to analyze ATSD
without making strong assumptions. Thus, we make the following assumptions as
general as possible and defend them using logic similar to that used in the original
NFL theorems [194]. This analysis is based on the NFL framework.
Allow an algorithm to be represented by its learning biases as discussed by Vilalta
and Drissi [176]. We choose to interpret these biases as an a priori rank ordering
of functions. This is consistent with the result that all algorithms, in the NFL
sense, generate the same set of input-output pairs when considering all problems
closed under permutation [153]. To help illustrate this point, imagine an algorithm
represented by a deck of cards, \bigl\{ 
where each card
\bigr\}  represents an objective function f to
be optimized. Denote Ra (f ) \in  1, 2, . . . , | \scrF |  as algorithm a’s ranking (i.e., position
in the deck) of f . A lower ranking means that the algorithm is more biased toward
finding the optimal solution in fewer iterations. The function with rank one will have
its optimum input guessed first. Then all f \in  \scrF  in violation of the first input-output
pair, d1 , are removed from the deck of hypotheses and the process is repeated.
Allow \scrF \^+ and \scrF \^ -  to be samples from \scrF + and \scrF  -  respectively. Furthermore,
since we are working with domain specific optimizers, we may assume the majority
of problems are not highly relevant:
\bigm|  \bigm| 
\bigm| \scrF + \bigm|  \ll  | \scrF 0 | 
\bigm|  \bigm| 
\bigm|  \bigm| 
\bigm| \scrF + \bigm|  \ll  \bigm| \scrF  -  \bigm|  .
Rather than debate the percent f \in  \scrF  -  , allow
\bigm|  \bigm| 
| \scrF |  = c \bigm| \scrF  -  \bigm|  ,
\bigm|  \bigm| 
for a constant c. For example, if \bigm| \scrF  -  \bigm|  \approx  | \scrF 0 |  then c \approx  2.0. Nevertheless, we will
continue to use c symbolically to remain more flexible and general, allowing the reader
to impose their own assumptions.
We will assume that the learning tasks are compressible, as this is necessary
for meta-learning to work [176]. We will interpret compressibility as implying a
correlation between rankings of functions. Particularly, if through meta-optimization
some f \in  \scrF \^+ lowers in rank, then on average allow all g \in  \scrF + to lower proportionally
by a factor of \rho + .5 This will provide the average behavior for describing why ML
5

Since the effects of correlation are deterministically modeled, this model can only be used to
assess the expected values and not higher moments such as variance.
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works. To capture the corresponding effects of ATSD, when some f \prime  \in  \scrF \^ -  rises in
rank due to meta-optimization, allow all g \prime  \in  \scrF  -  to rise proportionally by a factor
of \rho  -  . We use the symbols g and g \prime  to denote objective functions that are “dragged”
along due to correlations in rankings. The two factors, \rho + and \rho  -  , are functions of
the compressibility of \scrF \^+ and \scrF \^ -  respectively.
Assume that the meta-optimization task improves/degrades the rankings by pc
(percent change). That is, for f \in  \scrF \^+ and f \in  \scrF \^ -  the ranking changes from Ra (f )
to
Ra (f ) (1  -  pc ) + pc , and
| \scrF |  pc + Ra (f ) (1  -  pc )
respectively. This implies the differences in rank after ML and subsequently ATSD
are approximately
\bigl( 
\bigr) 
Ra (f )  -  1 pc , and
\bigl( 
\bigr) 
| \scrF |   -  Ra (f ) pc .
If we assume the starting algorithm is chosen at random,
\bigl( 
\bigr) then we can assume
the rankings are uniformly distributed: P (Ra (f )) \sim  U 1, | \scrF |  . This follows from
the same reasoning Wolpert and Macready [194] used to argue that P (f ) ought to
assume a uniform distribution when lacking further information. Then
\bigl[ 
\bigr]  | \scrF |  + 1
E Ra (f ) =
2
Now, we will proceed to show that the expected rank improvements from ML and
ATSD are comparable. After accounting for rank correlations, improving a single
f \in  \scrF \^+ produces on average
\left( 
\right) 
\bigl( 
\bigr)  \sum \bigl( 
\bigr) 
\mu + (f ) = pc Ra (f )  -  1  -  Ra (f )  -  1 \rho +
Ra (g)  -  1 \rho +
g\in \scrF +

\bigl( 
\bigr) 
rank improvements. The term Ra (f )  -  1 \rho + is subtracted to avoid double counting
f as f \in  \scrF + , and the term Ra (g)| g \in  \scrF + is any function that may have its rank
improved due to correlations between problems. Substituting in the expected values
of Ra (f ) and Ra (g) produces
\Biggr) 
\Biggl( 
\bigr)  | \scrF |   -  1 \bigm|  \bigm| 
\bigl[ 
\bigr] 
| \scrF |   -  1 \bigl( 
\bigm| \scrF + \bigm|  \rho +
1  -  \rho + +
E \mu + (f ) = pc
2
2
\Biggl( 
\Biggr)  \biggl( 
\Bigl( \bigm|  \bigm| 
\Bigr)  \biggr) 
| \scrF |   -  1
\bigm| 
\bigm| 
1 + \scrF +  -  1 \rho + .
= pc
(5.13)
2
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Next we will compute the number of ranks degraded during ATSD. After
accounting for correlations, but being careful to avoid double counting f \prime  , the number
of ranks degraded on average for anti-training a single f \prime  \in  \scrF \^ -  is
\left( 
\right) 
\Bigl( 
\sum \Bigl( 
\bigl(  \prime  \bigr) 
\bigl(  \prime  \bigr) \Bigr)  \bigl( 
\bigr) 
\bigl(  \prime  \bigr) \Bigr) 
\mu  -  f = pc
| \scrF |   -  Ra f
1  -  \rho  -  +
| \scrF |   -  Ra g \rho  -  .
g \prime  \in \scrF  - 

Substituting in the expected values of Ra (f \prime  ) and Ra (g \prime  ) produces
\Biggl( 
\Biggr)  \biggl( 
\Bigl( \bigm|  \bigm| 
\Bigr)  \biggr) 
\Bigl[  \bigl(  \bigr) \Bigr] 
| \scrF | 
 - 
1
\prime 
\bigm| 
\bigm| 
= pc
1 + \scrF  -   -  1 \rho  -  .
E \mu  -  f
2

(5.14)

We cannot directly compare (5.13) and (5.14) yet. Equation 5.14 is in terms of
ranks degraded for f \prime  \in  \scrF  -  , not ranks improved for f \in  \scrF + . We can calculate the
expected number of f \in  \scrF + promotions
as a result of anti-training
demotions by
\bigm|  \bigm| 
\bigm|  \bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
multiplying (5.14) by the ratio \scrF + / | \scrF | . Recalling | \scrF |  = c \scrF  -  , we have
\Biggl( 
\Biggr) \left( 
\Biggl(  \bigm|  \bigm| 
\Biggr)  \right) 
\Bigl[ 
\Bigr] 
\bigm| 
\bigm| 
\scrF +
| \scrF |   -  1
E \mu \prime  -  (f ) = pc
\zeta  +
 -  \zeta  \rho  - 
2
c
where \zeta  =

| \scrF + | 
. Thus, the relative power of ATSD versus ML is given by
c| \scrF  -  | 
\Biggl( 
\biggl( 
\biggr)  \Biggr) 
| \scrF + | 
\Bigl[ 
\Bigr] 
\zeta  +
 -  \zeta  \rho  - 
c
E \mu \prime  -  (f )
\bigl[ 
\bigr]  = \biggl( 
\Bigl( \bigm|  \bigm| 
\Bigr)  \biggr)  .
E \mu + (f )
\bigm| 
\bigm| 
1 + \scrF +  -  1 \rho +

(5.15)

\bigm|  \bigm| 
| \scrF + | 
Note \zeta  = | \scrF  |  \approx  0 by assumption. Provided a sufficiently large \bigm| \scrF + \bigm| , we are justified
in dropping additive terms on the order of 1 or less. Then (5.15) becomes
\Bigl[  \Bigr] 
E \mu \prime  - 
\rho 
\bigl[  \bigr]  \approx   -  .
(5.16)
c \rho +
E \mu +
If we allow \rho  -  and \rho + to be on the same order of magnitude and let c \approx  2.0, then
ATSD will be roughly half as powerful per training sample as ML. This is a bonus
for ATSD when ML problem samples are difficult or expensive to obtain. Again, \rho  - 
and \rho + depend on the relative compressibility of \scrF \^+ and \scrF \^ -  .
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5.6

Generation of Sacrificial Data

In this section, we present five methods for generating sacrificial data (i.e., f \in  \scrF  -  ).
We classify these methods into three categories: randomized, empirical, and theoretical. First, we discuss the possibility and consequences of generating the sacrificial
data purely randomly. Yet randomly generated sacrificial data may still lie in \scrF + ,
so next we discuss rejecting randomly generated sacrificial data that is too similar to
\scrF \^+ (using confidence intervals or other measures of similarity). A similar approach
starts with functions in \scrF + and “destroys” patterns that are initially present. A
different approach is to use empirical “pure” noise. Last, we analyze the efficacy of
using a model similar to the source for f \in  \scrF + , but changing the model to violate
logical/physical laws, use unlikely distributions, etc. Since \scrF  -  will usually be large,
\scrF \^ -  may be generated with any combination of these techniques.
One technique is to randomly generate functions. Surprisingly, this method works
with a high probability of success given a sufficiently large | \scrF | . Vilalta and Drissi
[176] conjecture that failing to learn unstructured tasks (i.e., tasks with a large
relative Kolmogorov complexity) carries no negative consequences. As discussed
in Section 5.2.1, the percentage of structured problems decays geometrically with
the size of | \scrF | . Thus, for a sufficiently large problem space, randomly generated
objective functions will be, with high probability, unstructured.6 Therefore, we can
exploit structure present in learning tasks with high probability, even without knowing
the structure. Ergo, sacrificial data can be randomly generated for problems with
sufficiently large input and output spaces. While randomly generated functions may
work with high probability, they may be a poor choice for the sacrificial data. Consider
the result given by (5.16). Due to the nature of randomly generated functions, they
will probably have larger Kolmogorov complexity and hence a smaller \rho  -  than other
methods.
If randomly generated sacrificial data is too similar to a problem in \scrF \^+ , it may
be rejected. This can be accomplished with confidence intervals or other measures of
similarity. Suppose the objective function’s output is suspected to follow an unknown
ergodic process. Since ergodic processes have estimable statistical properties (by
definition), confidence intervals can be constructed on these statistics. New random
functions can be generated to have their output lie outside these confidence intervals.
One could analyze other metrics besides the functions’ outputs, such as correlations,
covariance, and mutual information between the input and output. By appropriately
selecting the confidence intervals, the randomly generated functions can be in \scrF  -  with
arbitrary confidence. However, randomly generating functions will (probabilistically)
have a small \rho  -  .
To improve \rho  -  , one approach would be to take problems from \scrF \^+ and modify the
6

Hardware random generators make it easier to generate functions with high Kolmogorov
complexity.
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functions with a few simple steps. This will barely alter the Kolmogorov complexity,
by its very definition (i.e., minimally sized program to generate the data). Yet,
this approach may be ineffective unless these modifications are “natural.” Since
the Kolmogorov complexity is dependent on the description language [107] and the
description language is dependent on the optimizer, the types of modifications should
somehow match the possible optimizers. This is what we mean when we say “natural.”
For instance, consider an attempt to determine an optimal step-size for a local search
over a set of smooth objective functions. Generating \scrF \^ -  using simple pseudo-randoms
would be “unnatural,” and possibly result in a minuscule \rho  -  in (5.16). Whereas,
scaling the smooth functions may be more useful for generating \scrF \^ -  . Again, to ensure
the modified functions belong to \scrF  -  , the modifications should destroy any patterns
originally present, modify correlations, and alter other metrics.
For objective functions that are data-based, another technique is to generate
objective functions f \in  \scrF  -  from signal-less empirical noise. Most would agree that a
learner failing to see patterns in empirical noise is a positive quality. If it is expensive
to collect large quantities of empirical noise, then pseudo-random noise could be
generated from a random process modeling the empirical noise. If the empirical
noise cannot be measured directly, time-series analysis offers standard procedures for
isolating noise from data carrying trends [61, chap. 16.1][28, 156].
The last procedure for generating \scrF \^ -  makes use of models, simulations, or subject
matter experts (SMEs). The models or simulations can be altered to contradict
logical or physical laws. Replacing typical distributions with unlikely or impossible
distributions can likewise lead to f \in  \scrF \^ -  . Those f \in  \scrF  -  that come from models and
simulations will tend to have lower Kolmogorov complexity than randomly generated
functions. We conjecture that this translates into a larger \rho  -  . Even without a
simulation, SMEs can help provide high quality \scrF  -  due to their knowledge of what is
likely, unlikely, and impossible. Furthermore, models, simulations, and SMEs provide
an implicit distribution of P (f ). Yet, the downside to this approach is that it takes
a significant amount of knowledge about the domain from which the problems come,
so it might be impractical. This approach is most useful when much is known about
the problems, but little is known about which optimizer or learner to use.
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Chapter 6

Experiments and Results
In theory, theory and practice are
the same. In practice, they are not.
Albert Einstein

To help verify the theory and investigate the possible interactions between
traditional ML and ATSD, we conducted four, very extensive experiments mimicking
how meta-optimization procedures are used in practice. The first experiment focuses
on finding an efficient algorithm for optimizing a satellite’s trajectory to monitor
space debris. In the second experiment, we search for an algorithm that performs
well on highly random traveling salesperson problems (TSP). The third experiment
also focuses on a TSP, but this time the cities occur on a ring and their distances are
calculated from that. The last experiment tries to maximize the predictive accuracy
on a classification problem. We summarize these experiments, their objectives, size,
and purpose in Table 6.1.
In Table 6.1 “objective type” shows what the meta-optimization process was optimizing. The column titled “meta-iterations” describes how many unique algorithms
were tried in the search for the best algorithm for the task. “Trials \times  subtrials”
describes how many ML and ATSD trials were conducted. Specifically, a trial refers to
a specific configuration with a fixed \scrF \^+ and \scrF \^ -  . Subtrials were conducted to capture
the variability of the meta-optimized algorithms found after the specified number of
meta-iterations. Each resulting algorithm produced by the meta-optimization process
was then tested across the number of tests listed in the “tests” column. Lastly, the
column titled “hypothesis,” describes our hypothesized outcomes according to theory.
Throughout the course of conducting the experiments, we discovered multiple
possible ways the meta-optimization process may fail, for both ML and ATSD. When
the search for optimizer algorithms or supervised learning algorithms is constrained
(e.g., only adjusting hyper-parameters), the algorithms may fail to exploit structure,
which is embedded in the problem. This was demonstrated with the high-dimensional
TSP; it has structure that the investigated optimizers have no capabilities to exploit.
Another way for the process to fail is when the number of unique function evaluations
is not fixed. Unless the number of unique function evaluations is fixed, some
algorithms will use fewer unique function evaluations on problems from \scrF  -  . The
next problem is two fold: (1) the meta-optimization may fail to return a near
optimal algorithm for the approximate problem distribution (\scrF \^+ and \scrF \^ -  ), and (2) this
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Table 6.1: Experiment summary

Name
Satellite Trajectory

Objective
type

Continuous
optimization
High-dimensional TSP Discrete
optimization
Low-dimensional TSP Discrete
optimization
$50k Classification
Learning
with a SVM

Metaiterations

Trials
\times 
subtrials

Tests

\approx  900

4 \times  4

100

10,000
2,000
3,500

Hypothesis

ATSD
works
5 \times  4 10,000 ATSD
fails
4 \times  200
400 ATSD
works
10 \times  1
1 ATSD
works

approximation of the problem distribution may be poor. Thus, the accuracy of the
approximation and the quality of the meta-optimization solution must be balanced;1
the optimal algorithm for a poor approximation is undesirable. These problems affect
both ML and ATSD alike.
Below we describe each experiment in more detail, including the domain where
the objective functions come from, the meta-optimization procedure, which common
ML practices we follow, individual tests within the experiment, and the computer
setup. Results for each experiment are presented in Section 6.5. Just a quick note
before delving into the first experiment. Whenever we say something is “low-level,”
we are referring to the base optimization or learning problem. Similarly, if we mention
something is “meta-level” we are referring to the meta-optimization required for ML
and ATSD that optimizes the “low-level” algorithm.

6.1

Satellite Trajectory Problem

For the first experiment we use a physics based domain where the pilot problems
involve monitoring space debris around a small artificial planet. Monitoring space
debris presents a trade-off between the quality of observations and the time until
revisiting the same debris. If the satellite were to have nearly the same orbit as a
single piece of debris, then the satellite would pass by the debris slower and closer,
resulting in higher quality observations. Similarly, a different orbit that is closer to
or further from the planet would result in seeing the debris more frequently, but from
further away. The low-level optimization objective is to find an orbit for a satellite
that visits all debris within a specified distance and with minimal mean-time between
visits.
1

One may liken this scenario to the processing inequality in information theory.

95
Table 6.2: Comparison of Pilot Problem Distributions
Data Set

\scrF +

Semi-Major Axis \sim  N (400km, 30km)
Eccentricity
True Anomaly
Orientation

\sim  N (0.1, 0.1)
\sim  U (0, 2\pi )
\sim  U (0, 2\pi )

\scrF  - 
half from \sim  N (520km, 30km)
half from \sim  N (280km, 30km)
\sim  Exp(1/3), but \leq  1.0
\sim  U (\pi /4, 7 \pi /4)
\sim  U (\pi /2, 2 \pi )

We simplify the domain for the experiment in the following ways. Gravity of
the planet is assumed to be uniform. Space debris are treated as points, meaning
they have no physical size. Collisions are ignored. We use only 10 pieces of space
debris to minimize simulation time. All orbits are in a two-dimensional space. Thus,
an orbit’s degrees of freedom are its: eccentricity (shape), orientation (angle of the
ellipse), semi-major axis (size), and true anomaly (phase of the orbit). In spite of
these simplifications and the fact all the variables are continuous, the multiple pieces
of space debris introduce many local extrema.
Recall that our methods discussed in Section 5.3.1 require multiple objective
functions. We create several instantiations of problems from this domain. Each
problem has space debris in a different configuration, but drawn from one of two
distributions. These distributions correspond to \scrF + and \scrF  -  . More details can be
found in Table 6.2. To ensure there were no large gaps, we used Latin hypercube
sampling [112].
6.1.1

Meta-Optimization Procedure

The meta-level problem that we investigate is the meta-optimization of an optimizer.
We chose to use Matlab’s simulated annealing (SA) procedure as our low-level
optimizer. SA was chosen for this experiment due to its large number of hyperparameters and behavior dependent upon these hyper-parameters [86, 87]. The hyperparameters we investigate are:
\bullet  step length function (two choices),
\bullet  initial temperatures (four real numbers),
\bullet  cooling function (three choices),
\bullet  reannealing time (one integer),
\bullet  upper bounds (four real numbers), and
\bullet  lower bounds (four real numbers).
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The meta-optimization procedure is designed to find an optimizer that quickly
minimizes the mean-time between the satellite visiting debris and the satellite’s closest
approach to each piece of debris. It does this by searching for good values for the above
hyper-parameters. We searched for hyper-parameters that produce a low cumulative
objective
meaning finding a lower objective value sooner was preferred (i.e.,
\bigl(  \bigr)  value,
\sum 
\mathrm{m}
\mathrm{i}\mathrm{n}\{ dyi \} ).
\Phi  dym = m
i=1
The meta-optimization consisted of three phases: differentiation, SA optimization,
and a local search. The starting hyper-parameters were differentiated using SA for
35 iterations. While we recorded only the best solution during these 35 iterations,
all remaining optimization iterations were recorded. Then, SA was used to further
investigate the hyper-parameters, due to its global search properties.2 Last, a
gradient descent method (Matlab’s fmincon) was used to finish the search process.
We discovered that gradient descent worked well to search for real-valued hyperparameters on this particular problem. The meta-optimization problem was setup
to minimize the median of \scrF \^+ and maximize the median of \scrF \^ -  . We used \beta  = 1/3,
because our ATSD+ML test uses three times as many sacrificial functions as probable
functions.
6.1.2

Input, Output, and Objective Functions

Here we clearly define the objective function, the meta-objective function, both their
inputs, and both their outputs. Starting with the low-level objective function, the
fitness of the satellite’s trajectory is given by
J = \mathrm{m}\mathrm{a}\mathrm{x}(M T BV ) + 100 \cdot  \mathrm{m}\mathrm{a}\mathrm{x}(CA)  -  N V,
D

D

(6.1)

where D is the set of space debris, M T BV is the mean time between visits, CA is
the closest approach, and N V is the total number of visitations. Here, by “visit” we
mean the satellite comes within 50 \mathrm{k}\mathrm{m} of a piece of space debris. This distance was
chosen arbitrarily. The factor of 100 was chosen to put each term roughly on the same
scale. M T BV , CA, and N V come from a simulation, which runs for 5,000 simulated
seconds. This may seem like a short simulation\sqrt{} time, but all the orbital periods
were short. Using Kepler’s Third Law, T = 2\pi  a3 /(M G) , the orbital period is
approximately 79.62 \mathrm{s}. This period is for debris with a semi-major axis of a = 400 \mathrm{k}\mathrm{m}
orbiting a small dense object weighing as much as the Earth, M = 5.972 \cdot  1024 \mathrm{k}\mathrm{g},
with the standard gravitational constant, G = 6.674 \cdot  10 - 20 \mathrm{k}\mathrm{m}3 \mathrm{s} - 2 \mathrm{k}\mathrm{g} - 1 .
The input into the simulation (and output of the optimization problem) is a
trajectory specified by four degrees of freedom: the semi-major axis, eccentricity, true
anomaly, and orientation. For example, the input could look like: x = [400, 0, \pi , 2\pi ].
This would correspond to a circular orbit with a radius of 400km with a true anomaly
of \pi  (the orbit “starts” at 180 degree phase). The orientation is meaningless when
2

We acknowledge the NFL-theorems apply to meta-search.
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Figure 6.1: \Phi (dym ) is visualized by the sum of gray rectangles.
the orbit is a perfect circle. With this example input, (6.1) says the example output
would be huge because it takes a long time to see all the space debris (its orbit is too
similar), making the M T BV huge.
The meta-optimization problem, described in the previous section, evaluates an
algorithm by its cumulative error function. In terms of the NFL language, this is
\Phi (dym )

=

m
\sum 

\mathrm{m}\mathrm{i}\mathrm{n}(dyl ).

(6.2)

l=1

Equation 6.2 is visualized in Figure 6.1. The meta-objective function in terms of this
is
\Bigl(  \bigl(  \bigr)  \bigl( 
\Bigl(  \bigl(  \bigr)  \bigl( 
\bigr) \Bigr) 
\bigr) \Bigr) 
(6.3)
\mathrm{m}\mathrm{e}\mathrm{d}\mathrm{i}\mathrm{a}\mathrm{n} \Phi  dym P dym |  f, m, a  -  \beta  \mathrm{m}\mathrm{e}\mathrm{d}\mathrm{i}\mathrm{a}\mathrm{n} \Phi  dym P dym |  f, m, a ,
f \in \scrF +

f \in \scrF  - 

where we only consider \beta  = 1. While this is not identically (5.5), it should still work.
As discussed in Chapter 5.3.1, the median amounts to dynamically selecting one or
two low-level objective functions to meta-optimize.
The input into (6.3), and the result of the meta-optimization problem, is an
optimization algorithm. For this experiment, it is a SA algorithm (including all
its hyper-parameters). An example input is a SA algorithm, with:
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\bullet  the Boltzman step-size function, the step length is equal to the square root of
the temperature,
\bullet  initial annealing temperature of 0.1 for all four degrees of freedom,
\bullet  Boltzman cooling, where temp(time) = temp(0) / \mathrm{l}\mathrm{n}(time),
\bullet  Reanneal after 100 iterations,
\bullet  lower-bounds = [0,0,0,0], and
\bullet  upper-bounds = [1000, 1, 6, 6].
This SA algorithm would probably perform terribly due in part to the low initial
temperature for the semi-major axis.
6.1.3

Practices Followed

One common practice involves searching for hyper-parameters (e.g., model selection)
to minimize the bootstrap- or cross-validation error [95, 8]. Following these practices,
we tested ATSD+ML according to (5.5), to search for good hyper-parameters for an
optimization procedure on a collection of pilot problems. However, our experiment
differs in three key aspects from common practice. First, we only test (i.e., judge the
final performance) against data the optimizer has never seen, as stipulated by Wolpert
[193], Giraud-Carrier and Provost [62]. Second, the meta-optimization occurs across
multiple objective functions from a limited domain, as advised by Giraud-Carrier
and Provost [62]. Another common practice we purposefully chose to ignore is the
partitioning of the data into training, probe/validation, and test partitions; we only
use training and test partitions. The reason for this is the need to test if ATSD+ML
limits the effects of overtraining. We test the algorithms from only the final iteration
for the same reason.
6.1.4

Trials

We conduct four types of trials, summarized in Table 6.3: ATSD+ML3, ML with
three samples (ML3), ML with nine samples (ML9), and a control where no ML
nor ATSD are applied. ML9’s \scrF \^+ consisted of nine sample problems. ML3 and
ATSD+ML3 share a subset of ML9’s \scrF \^+ . The control uses one problem from the set
ATSD+ML3 and ML3 share. We chose these trials to demonstrate how performance
can be improved. The ML3 performance could be improved by either increasing the
number of samples from \scrF + (ML9) or by introducing ATSD (ATSD+ML3). Both
these alternatives are tested four times. Each algorithm generated from the table is
then tested against 100 samples of never seen before data from the \scrF + distribution.
We leave the analysis over \scrF 0 for another experiment.
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Table 6.3: Four Types of Trials
Methods ATSD+ML3 ML9 ML3
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
3
9
3
\bigm| \scrF + \bigm| 
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
9
0
0
\bigm| \scrF  -  \bigm| 
Subtrials 4
4
1
Control? No
No
Yes
6.1.5

Control
1
0
1
Yes

Experiment Computer Setup

We ran the experiments using a cluster of three standard-grade (as of the year 2008)
computers. One computer is a Gateway E6610Q model, using the Intel QX6700
quad-core processor. Two other computers are custom built, one using the Intel
Q6600 quad-core processor and the third using the Intel i7-3770K quad-core processor.
All computers have 4GB of RAM (DDR2 800, DDR3 1033, DDR3 1600). All file
I/O is carried out using a virtual drive hosted over the Internet. Both results and
computations that could be reused are saved to the virtual drive. Two of the three
computers run Matlab on Windows 7. The third computer runs Matlab in Ubuntu.
We acknowledge that this hardware is now dated and that there are better suited
environments that should, and will, be used in the future. However, due to the lengthy
process to gain access to high performance computing clusters, we only use a small
cluster here. Anyone wishing to reproduce the results or to extend them will easily be
able to use the coarse-grain parallelism that we built into our code to exploit larger
clusters.
The meta-optimization code is written to exploit coarse-grain parallelism, to
take advantage of each core available, while avoiding the need to use Matlab’s
parallel computing toolbox. Each computer performs meta-optimization for one of
the ATSD+ML3, ML9, and ML3 trials. To keep one computer responsive for daily
tasks, only one trial was performed on ML3. The control case did not use any metaoptimization.
The meta-optimization process takes about 1.5 months to finish for the ML3
experiment, about 4.5 months to finish the ML9 experiment, and approximately 6.0
months to complete the ATSD+ML3 experiment. After six months, we collect about
1.7 GB of data.3 After the meta-optimization, we run the algorithms over 100 different
problems from the \scrF + to collect statistical performance data. Each algorithm takes
about 10 hours to run over this set of 100 problems. Due to how relatively quick it is
3

Most of the data was saved computation to avoid resimulating space debris trajectories and
check-pointing to prevent loss of data in advent of system crashes. Unfortunately some of the earlier
data was lost, as the check-pointing system was implemented after the first system crash.
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to test an algorithm over 100 problems, we did not need to partition the trials over
the cluster. This generates another 1.4 GB of data over the course of a week. All 3.1
GB of the data is available, but we also offer just the Matlab scripts (only 100KB)
that can generate statistically similar data.
Because the meta-optimization run times were deemed too slow to reproduce
statistically similar results, we found ways to improve the execution speed. Since the
core kernel of the simulation is already optimized and Matlab’s ODE45 was still the
bottleneck (taking over 98% of the time), we copied the ODE45 code and removed
all the code for options. Further improvements were made by turning off Matlab’s
ODE45’s interpolation, as we were already interpolating ODE45 results at specific
points.
These changes give us approximately a 2x speedup in total. Trimming the ODE45
code improves the speed by about 50%. We are surprised how much this helps; we
attribute it to avoiding the majority of the ODE45’s if-branches, removing its switch
statement, and reduction in code size. Turning off Matlab’s ODE45’s interpolation
provides another 30% speed up. With modern hardware and these revisions, it should
take only approximately two months to produce statistically similar results.

6.2

High Dimensional Traveling Salesperson Problems

In this experiment we try to demonstrate that theory correctly predicts when ATSD
should fail. Theory predicts that if ML fails, then so should ATSD. We believe
this is an important experiment as it tries to disprove the theory from the opposite
direction; we would be surprised to find that ATSD works where ML fails. ML and
ATSD require structure in the input-output pairs. Structure, only in the problem
itself but not the input-output pairs, is of little use for an optimizer or learner unless
one is attempting to discover the underlying problem (e.g., the TSP cost matrix)
and then solve it with a non-black-box solver. This is actually one method discussed
in [39].
For all TSP problems in this experiment, we limit the input to only valid sequences
of cities. Thus, the entire input space is valid. Only total distance traveled is
analyzed. No information from partial solutions is used. The problem distributions
are generated with the following technique:
\bullet  For each row of the cost matrix, sample a 20 dimensional multivariate normal
distribution.
\bullet  Compose a cost matrix from 20 such samples.
\bullet  Make the cost matrix symmetric by adding it to its own transpose.
\bullet  The minimum value is set to zero.
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Table 6.4: Correlation Matrix by Problem Distribution

\Sigma i,j =

\scrF +

\scrF 0

\scrF  - 

2.82
(1+| i - j| )2

0.5
| i - j| 2

\delta  (i, j)

The covariance matrix is defined in Table 6.4. \scrF + has a nearly singular covariance
matrix, producing 20 random numbers, which approximately follow a random walk.4
Before making the cost matrix symmetric, each row is an independent sample. This
structure is not readily exploitable by the low-level optimizer. The low-level optimizer
avoids analyzing trends in these random walks. \scrF  -  produces a random cost matrix
where each element is independently normally distributed. We will assume this is
sufficient to make\prod the probability of particular outputs independent of the inputs,
implying P (f ) = x P (y = f (x)).
6.2.1

Meta-Optimization Procedure

The meta-optimization problem is to find the hyper-parameters for a custom genetic
algorithm. These hyper-parameters include five initial paths, a mutation rate, a
max swap-size schedule, and a swap-size parameter. The initial paths and mutation
rate should be self-explanatory. The swap-size parameter defines a random variable
distributed according to the exponential distribution, but this value is clamped to
never exceed the max swap-size. The max swap-size schedule provides 10 maximum
values, each one valid for 10% of the low-level optimization procedure. Lastly, the
clamped exponentially distributed swap-size determines how many cities are swapped
at once.
The custom genetic algorithm primarily differs from a traditional genetic algorithm in that it only generates valid inputs for the TSP problems. Random mutations
are implemented as random swaps. The crossover operation uses the differences in
the paths of the two top performing individuals to guide which cities to swap. We use
a population size of five. At the time the experiment was run, the implementation
permitted duplicate individuals. This means that it is probable that the number of
unique function evaluations differ for all trials; this is significant since any subtrial may
be put at a disadvantage by exploring fewer possible solutions. However, considering
the cost to rerun the experiment, we still present the results. A future experiment
should retest this experiment with the number of unique function evaluations fixed.
The number of unique function evaluations is made more consistent for the ring-based
TSP experiment.
We chose to use Matlab’s SA algorithm to perform the meta-optimization,
primarily due to its global search property. Any global search meta-optimization
4

It is not technically a random walk, but when plotted the values resemble a random walk.

102

routine could be used instead. Instead of
(5.5)
we replace the sums
\bigm|  using
\bigm| 
\bigm|  verbatim,
\bigm| 
\bigm|  \^ \bigm| 
\bigm|  \^ \bigm| 
with averages. This allows us to vary \bigm| \scrF + \bigm|  and \bigm| \scrF  -  \bigm|  while continuing to give the
same relative importance \beta .
6.2.2

Input, Output, and Objective Functions

Here we define the objective function, the meta-objective function, both their inputs,
and both their outputs. Starting with the TSP objective function (the low-level
objective function), the fitness is the total distance traveled
\sum 
J=
xi,j dist(i, j),
(6.4)
i,j

where xi,j = 1 if the salesperson visits leaves city i to visit city j and zero otherwise.
dist(i, j) is the distance or cost between city i and city j. Moreover, we require every
city to be entered once and departed once. The following conditions capture this
mathematically:
\sum 
xi,j = 1 j = 0, . . . , n
i=0,i\not =j

\sum 

xi,j = 1 i = 0, . . . , n.

j=0,j\not =i

In all of these conditions, n is the total number of unvisited cities to visit, as city zero
is the starting/ending city. Lastly, we require a single tour. This is usually captured
with the following conditions:

ui  -  uj + nxi,j

ui \in  \BbbZ  i = 0, . . . , n
\leq  n  -  1 1 \leq  i \not = j \leq  n.

The ui dummy variables tend to have uj = ui + 1 when xi,j = 1. This works perfectly
when there is exactly one cycle. However, this trick of setting uj = ui + 1 fails when
there exist multiple cycles.
The input is a vector of city indices. The order of the indices encodes the order of
the cities visited. For example the input could be [1, 2, . . . , 19] to visit City 1, then
City 2, and so on until City 19, whereupon the traveling salesperson returns to City
0. This path might have a total distance (output) of 100. The goal is to find the
shortest path.
The meta-optimization problem, described in the previous section, evaluates an
algorithm by its cumulative error function. In terms of the NFL language, this is
\Phi (dym ) =

m
\sum 
l=1

\mathrm{m}\mathrm{i}\mathrm{n}(dyl ).
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Table 6.5: Five Types of Trials
Methods ML5
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
5
\bigm| \scrF + \bigm| 
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
0
\bigm| \scrF  -  \bigm| 
Subtrials
4
\beta 
0

ML10

ML15

ATSD250+ML5

ATSD250+ML5 Weak

10

15

5

5

0
4
0

0
4
0

250
4
1

300
4
0.2

Then the meta-objective function in terms of this is
\bigr) 
\bigr) 
1 \sum  \bigl(  y \bigr)  \bigl(  y
1 \sum  \bigl(  y \bigr)  \bigl(  y
\bigm|  \bigm| 
\bigm|  \bigm| 
\Phi 
d
\Phi 
d
P
d
| 
f,
m,
a
 - 
\beta 
P
d
| 
f,
m,
a
,
m
m
m
m
\bigm| F+ \bigm| 
\bigm| F -  \bigm| 
f \in \scrF +

(6.5)

f \in \scrF  - 

where we only consider three values of \beta  = \{ 1, 0.2, 0\} , corresponding to ATSD+ML,
ATSD+ML weak, and ML. While this is not identically (5.5), it is a normalized
version that should still work.
The input into (6.5), and the result of the meta-optimization problem, is an
optimization algorithm. For this experiment, it is a GA algorithm (including all
its hyper-parameters). An example input is a GA algorithm, with:
\bigl[ 
\bullet  initial paths = [2, 3, . . . , 20] , [3, 4, . . . , 20,\bigr]  2] , [4, 5, . . . , 20, 2, 3] ,
[5, 6, . . . , 20, 2, 3, 4] , [6, 7, . . . , 20, 2, 3, 4, 5]
\bullet  mutation rate = 0.15,
\bullet  max swap-size schedule = [19, 16, 13, 11, 9, 7, 5, 4, 3, 2], and
\bullet  swap-size parameter = 2.
Most of these should be self explanatory, except for a couple. We provide five initial
paths, one for each member of the GA’s population. The max swap-size schedule
allows 19 cities to swapped in the first several iterations, then at most 16 cities may
be swapped, and so on until just two cities may be swapped.
6.2.3

Practices Followed

We followed the same practices as discussed in Section 6.1.3.
6.2.4

Trials

We conduct five types of trials outlined in Table 6.5, namely ML5, ML10, ML15,
ATSD250+ML5, and ATSD250+ML5 Weak. ML5 can be viewed as the control.\bigm|  We\bigm| 
\bigm|  \bigm| 
chose the trials ML5, ML10, and ML15 to demonstrate the effects of increasing \bigm| \scrF \^+ \bigm| 
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on a domain where little to no patterns should be exploitable. The ATSD+ML trials,
ATSD250+ML5 and ATSD250+ML5 Weak, demonstrate the effects of using random
TSP problems for sacrificial data at differing weights of ML compared to ATSD.
Four subtrials are conducted per trial, all using the same \scrF \^+ , \scrF \^ -  , or both. The
subtrials only differ in the random seed used in the meta-optimization process (i.e.,
the simulated annealing random seed). This is designed to roughly estimate the
variability of the quality of the algorithms returned from the meta-optimization
process. Since we hypothesize ATSD and ML should fail, we want to give every
chance for ML and ATSD to work. So we use 10,000 simulated annealing iterations
to have a greater chance to exploit structure that only works on \scrF \^+ .
We test each resulting algorithm (a total of 20 algorithms) against 10,000 samples
of never seen before data from the \scrF + , \scrF 0 , and \scrF  -  distributions.
6.2.5

Computer setup

The computer setup is very similar to that described in Section ??. We only use
the first two computers as this experiment ran faster, taking only about three days
to complete. We use the same Internet based virtual drive for all I/O. The metaoptimization process generates about 963 MB of data including checkpointing every
50 iterations. The code is written to exploit coarse-grain parallelism, scaling up to
about 20 instances of Matlab (avoids using the Matlab parallel computing toolbox).

6.3

Traveling Salesperson on a Ring

In this experiment we investigate ATSD and ML over a discrete optimization problem
where multiple properties from the domain should be exploitable. This experiment is
in contrast to the high dimensional TSP. As in the previous experiment, we limit
the input to only valid sequences of cities. Thus, all input is valid. Only the
total distance traveled is analyzed. No information from partial solutions is used.
However, rather than generate a correlated cost matrix from random values directly,
the cities are randomly placed on a ring and their cost values are computed as the
Euclidean distance between cities (cf. Figure 6.2). As the ring’s inner and outer
diameter become the same, the optimal path converges to traveling in a circular loop.
Furthermore, cities are labeled in a clockwise direction.
The problem distribution comes from the following. \scrF + comes from a narrow ring
(cf. Figure 6.2b). \scrF 0 comes from a wide ring (cf. Figure 6.2a). \scrF  -  are TSP problems
with randomly generated cost matrices, similar to the \scrF  -  in the previous experiment
(the high dimensional TSP experiment).
6.3.1

Meta-Optimization Procedure

The meta-optimization operation is analogous to the high dimensional TSP’s metaoptimization case. We investigate the same hyper-parameters as before: initial paths,
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Figure 6.2: City distributions by problem distribution
mutation rate, max swap-size schedule, and swap-size parameter. We use the same
custom genetic algorithm as before, with two exceptions. First, we modify the lowlevel algorithm to force all individuals in the population to represent unique paths.
Duplicate paths are replaced with random paths. Because this slows down the
low-level algorithm to about half its original speed, we further optimize the lowlevel algorithm to nearly restore its original performance. We still use Matlab’s SA
algorithm to find the hyper-parameters. The sums are still replaced with averages in
(5.5).
6.3.2

Input, Output, and Objective Functions

All objective functions and examples are identical to those in Section 6.2.2.
6.3.3

Practices Followed

We follow the same practices as discussed in Section 6.1.3.
6.3.4

Trials

Table 6.6 summarizes four types of trials we conducted. These are ML5, ML10,
ATSD15+ML5, and ATSD50+ML5. ML5 can be viewed as the control. Everything
uses at least five problems
\bigm|  \bigm|  from \scrF + . We chose the trial ML10 to demonstrate the
\bigm|  \bigm| 
effects of increasing \bigm| \scrF \^+ \bigm| . The ATSD15+ML5 and ATSD50+ML5 trials demonstrate
the effects of increasing the number of random TSP problems.
200 subtrials are conducted per trial, all using the same \scrF \^+ , \scrF \^ -  , or both. The
subtrials only differ in the random seed used in the meta-optimization process (i.e.,
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Table 6.6: Four Types of Trials
Methods
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
\bigm| \scrF + \bigm| 
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
\bigm| \scrF  -  \bigm| 
Subtrials
\beta 

ML5

ML10

ATSD15+ML5

ATSD50+ML5

5

10

5

5

0
200
0

0
200
0

20
200
0.2

50
200
0.2

the simulated annealing random seed). This is designed to accurately estimate the
variability of the quality of the algorithms returned from the meta-optimization
process. Because we are using a total of 800 subtrials, we limit the meta-optimization
search to 2,000 simulated annealing iterations for time considerations.
We test each resulting algorithm (a total of 800 algorithms) against 400 samples
of never seen before data from the \scrF + , \scrF 0 , and \scrF  -  distributions.
6.3.5

Computer setup

The computer setup is very similar to that described in Section 6.1.5. We only use
the first two computers as this experiment took only about one week to complete. We
use the same Internet based virtual drive for all I/O. The meta-optimization process
generates about 1020 MB of data including checkpointing every 100 iterations. The
code is written to exploit coarse-grain parallelism, scaling up to about 800 instances
of Matlab. Our parallelism techniques avoid the need for Matlab’s parallel computing
toolbox.

6.4

Classification Problem

This experiment tests ATSD+ML against a supervised machine learning problem.
Specifically, the task is to learn to classify whether an individual makes more than
$50K per year based on 14 attributes such as the sector in which the person works
(private, local government, state government, etc.), job type, level of education, sex,
age, hours per week, native-country, etc. This data, referred to as the “adult” data, is
made publicly available and can be found in the UCI Machine Learning Repository
[12].
This experiment’s goal is to demonstrate how ATSD can be used to boost machine
learning performance, not to beat previous classification performance. We compare
the classification accuracy of support vector machines (SVMs). The kernel and its
parameters are meta-optimized using differing numbers of cross-validation samples
and sacrificial problems. Cross-validations are used for \scrF \^+ , which is arguably insufficient [193]. This is not so much a drawback for the experiment as it demonstrates
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how quality \scrF \^+ may be difficult to obtain, further motivating the use of ATSD.
We use three types of sacrificial data. One third of \scrF \^ -  uses real tuples of the
attributes, but with random classification results. Another third of \scrF \^ -  uses both
random tuples of attributes and classification results. The last third of \scrF \^ -  uses real
tuples of attributes, but with a very simple classification problem where the result is
wholly determined by a logical conjunction based on the sex, age, and number of years
of education. This third set of sacrificial data exhibits several properties absent in the
actual data: it is noise free, it depends only on three parameters (ignoring important
information such as the job type) and has very low Kolmogorov complexity.
6.4.1

Meta-Optimization Procedure

The meta-optimize objective is to find a good set of SVM hyper-parameters. Specifically, the SVM’s kernel, kernel parameters (e.g. Gaussian kernel width), and the box
constraint5 . We investigate seven SVM kernels including:
\bullet  Linear: u\intercal  v
\bullet  Gaussian: \mathrm{e}\mathrm{x}\mathrm{p}( -  | u  -  v| 2 /(2\sigma  2 ))
\bullet  Laplace: \mathrm{e}\mathrm{x}\mathrm{p}( -  | u  -  v|  /\sigma )
\bullet  Cauchy: (1 + | u  -  v| 2 /\sigma  2 ) - 1
\bullet  Tanh (Multilayer Perception): \mathrm{t}\mathrm{a}\mathrm{n}\mathrm{h}(\alpha u\intercal  v + c)
\bullet  Inhomogeneous polynomial: (\alpha u\intercal  v + c)p
\bullet  Logarithmic kernel:  -  \mathrm{l}\mathrm{o}\mathrm{g}(c + | x  -  y| p ).6
\sigma , \alpha , c, and p in this context are kernel parameters. u and v are data. Note that
some of these kernels are only conditionally positive definite. Meaning, if used, the
SVM may fail to converge to globally optimal results.
The meta-optimization procedure is conducted differently in this experiment than
in the other experiments. Unlike the other experiments’ meta-optimization procedure,
we first sample the algorithm space blindly, then optimize after sampling. This
ensures each trial gets the same quality search since they all evaluate the same hyperparameters. For each kernel, we sample 500 hyper-parameter configurations using
low discrepancy Halton sequences [100, 90]. This samples the hyper-parameters in a
roughly uniform manner. All \scrF \^+ and \scrF \^ -  are evaluated and their results are stored.
5

The box constraint specifies how hard the SVM should try to obtain zero training error. Low
values of the box constraint produce parsimonious models, while large values produce low training
error.
6
Less common kernels were adopted from Cesar Souza's blog http://crsouza.com/2010/03/
kernel-functions-for-machine-learning-applications/
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To evaluate each ML or ATSD trial, we calculate the meta-objective function from
the stored results. The hyper-parameters that optimize the meta-objective function
for each trial are selected for testing. This makes the search for the optimal algorithm
less dependent on a random search (the other experiments used SA). All trials get the
same quality search. This also removes the need to test hundreds of different seeds
in the meta-optimization process.
When meta-optimizing to select the kernel and kernel parameters that work best
for a particular trial, we use a slightly modified (5.5). Instead of\bigm| using
\bigm|  (5.5)\bigm|  verbatim,
\bigm| 
\bigm|  \^ \bigm| 
\bigm|  \bigm| 
we replace the sums with averages. This allows us to vary \bigm| \scrF + \bigm|  and \bigm| \scrF \^ -  \bigm|  while
continuing to give the same relative importance \beta .
6.4.2

Input, Output, and Objective Functions

Here we define the objective function, the meta-objective function, both their inputs,
and both their outputs. Starting with the $50k classification error (the low-level
objective function), is defined as:
\sum 
1  -  \delta  (h(xi ), yi )
\sum 
.
(6.6)
C= i
i1
h(\cdot ) is the predictive model, h(xi ) is the predicted output, yi is the actual output,
\delta  (\cdot , \cdot ) is the delta function (returning 1 when both inputs are the same, and zero
otherwise), and i may range over one of three sets of data. These sets are the training,
validation, and test data sets. The training data set is used to find a predictive model
that minimizes (6.6), or some approximation thereof. When investigating multiple
hyper-parameters (such as different kernels or box constraints), the validation data
set is used to estimate the test error. Lastly, the test data is used to determine the
accuracy of the predictive model.
Next we discuss the input into and output from the low-level machine learning
problem. It takes an assumed form (the kernel), options for the kernel, box constraint,
and training data. The output is a predictive model of the assumed form minimizing
(6.6). For example, assuming a linear
\sum form and allowing xi to be a vector having
elements xij , then h(xi ) = \mathrm{s}\mathrm{i}\mathrm{g}\mathrm{n}(a0 + j aj xij ), where the aj values are determined
from the training data. It should be obvious the predictive model itself has inputs
and outputs too.
The predictive model will output +1 when the individual makes $50k or more
a year and -1 otherwise. It takes as input a list of 14 features. For example, let
an individual be described by the feature vector xi = [3, 0, 0, 0, . . . , 0], and let the
predictive model be h(xi ) = \mathrm{s}\mathrm{i}\mathrm{g}\mathrm{n}(1  -  xi1 ). The classifier would say the individual
described by xi makes less than $50k per year.
The meta-optimization problem uses the cost function C described by (6.6) with
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the validation data. The meta-objective function is
\bigl( 
\bigr) 
\bigl( 
\bigr) 
1 \sum 
1 \sum 
\bigm|  \bigm| 
\bigm| 
C
P
C
| 
f,
d,
P
C
P
C
| 
f,
d,
P
a (h| d)  -  \beta  \bigm| 
a (h| d) .
\bigm| F+ \bigm| 
\bigm| F -  \bigm| 
f \in \scrF +

(6.7)

f \in \scrF  - 

This is (5.7), where we do not further modify the cost function. The meta-level
now compares the different classes of models (linear, sum of sigmoid functions, etc.),
whereas the low-level learning would assume a form, such as linear, then solve for
the coefficients. We are assuming exactly one form (kernel) is always best in this
classification experiment.7
Now we provide examples of inputs and outputs to the meta-optimization problem.
The output is a collection of hyper-parameters for a SVM minimizing the validation
error. The input is a set of predictive models covering a variety of hyper-parameters.
For instance, the meta-optimization compares SVMs assuming a linear model, a third
order polynomial model, a weighted sum of sigmoid functions, and others. The output
could be, for example, a linear model with a box-constraint of 1.0.
6.4.3

Practices Followed

We mostly follow the same practices as discussed in Section 6.1.3, with one exception.
Because we are working with real
\bigm|  data
\bigm|  in this experiment, we only have a single
\bigm|  \^ \bigm| 
f \in  \scrF + . So in order to make \bigm| \scrF + \bigm|  larger than one, we partition the data into
training, validation, and test partitions. We partitioned the data as follows. For
the test partition, we used the official test data, adult\]test.csv, from the UCI
Machine Learning Repository [12]. After removing incomplete data and NaNs, the
adult\]test.csv contains 30162 records. We partition the adult\]data.csv data into
1/4 for training and 3/4 for validation for each f \in  \scrF  . By making the training data
+
smaller than the validation data, we decreas the time the meta-optimization process
uses.
We take the following additional steps to decrease SVM training time. We allowed
the SVM decision boundary to violate up to 15\% of the Karush-Kuhn-Tucker (KKT)
conditions [17]. This means that the result of training the SVM may not be a globally
optimal solution, but should in no way invalidate the effects of ATSD. Moreover, we
increase the KKT tolerance from 0.001 to 0.05. This means that the KKT conditions
close to being satisfied will count as satisfied. This should not invalidate the effects
of ATSD, either.
It is trivial to show that relaxing the KKT constraints translates to testing
different learning algorithms, other than SVMs. In the NFL framework for supervised
learning, each learner is trying to guess the function generating the data [193]. SVMs
7

Nevertheless, it is possible to learn a rule for dynamically selecting the best form. To do,
instead of learning which hyper-parameters work, learn a function that produces hyper-parameters
that work.
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trained with relaxed constraints may produce different predictions (i.e., guesses at the
function generating the data). This translates as using different learning algorithms
than the canonical SVM algorithm. Using a different learning algorithm other than
SVMs would have the same consequence. Hence, relaxing the constraints does not
invalidate the experiment.
6.4.4

Trials

Because we are meta-optimizing differently, reusing the
function
\bigm|  same
\bigm| 
\bigm|  \bigm|  evaluations for
\bigm|  \^ \bigm| 
\bigm|  \bigm| 
each trial, we can test more trials quickly. We vary \bigm| \scrF + \bigm|  and \bigm| \scrF \^ -  \bigm|  with \beta  = 0.1774
\bigm| to get
\bigm|  20 trials.
\bigm|  We
\bigm|  also vary \beta  over zero and 13 logarithmically spaced levels with
\bigm|  \^ \bigm| 
\bigm|  \^ \bigm| 
\bigm| \scrF + \bigm|  = 2 and \bigm| \scrF  -  \bigm|  = 4. Similarly, we vary \beta  over zero and 13 logarithmically spaced
\bigm|  \bigm| 
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
\bigm|  \bigm| 
levels with \bigm| \scrF + \bigm|  = 4 and \bigm| \scrF \^ -  \bigm|  = 4. In total, there are 46 unique trials each denoted
\bigm|  \bigm| 
\bigm|  \bigm| 
\bigm|  \^ \bigm| 
\bigm|  \bigm| 
using the notation ATSD+X-Y @B. Here X = \bigm| \scrF + \bigm| , Y = \bigm| \scrF \^ -  \bigm| , and B = \beta . Trial
ATSD+2-12@0.1774 corresponds to the trial with two cross-validations, 12 sacrificial
problems, and using \beta  = 0.1774. When \beta  = 0 the sacrificial data is given no weight
and ATSD+ML degenerates to ML.
6.4.5

Computer setup

The computer setup is very similar to that described in Section 6.1.5. We only use
the first two computers as this experiment takes only about two weeks to complete.
We use the same Internet based virtual drive for all I/O. The meta-optimization
process generates about 11.9 GB of data, saving all function evaluations (required for
optimization after sampling). The code is written to exploit coarse-grain parallelism,
scaling up to about 3500 instances of Matlab. Our parallelism techniques avoid the
need for Matlab’s parallel computing toolbox.

6.5

Results

We present the results of the four experiments here. An overview of the result go as
follows. The satellite trajectory experiment showed ATSD helped, but to lesser extent
than ML, as predicted in (5.16). ATSD also had two of four subtrials drop degrees
of freedom in their search. The high dimensional traveling salesperson experiment
showed that neither ATSD nor ML have any benefit when no problem knowledge is
exploitable. The traveling salesperson on a ring experiment is inconclusive due to an
NFL artifact. While the classification problem lacks statistical backing—due to there
being a single test problem—some general trends suggest, but are inconclusive, that
in
it may be best to limit the sum
\bigm|  the
\bigm|  case
\bigm|  \bigm| of a limited search for
\bigm|  a\bigm|  better
\bigm|  learner,
\bigm| 
\bigm|  \^ \bigm|  \bigm|  \^ \bigm| 
\bigm|  \^ \bigm| 
\bigm|  \^ \bigm| 
\bigm| \scrF + \bigm|  + \bigm| \scrF  -  \bigm| . Increasing either \bigm| \scrF + \bigm|  or \bigm| \scrF  -  \bigm|  after a certain degree produced worse
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Figure 6.3: Depictions of the cumulative error distribution
\bigm|  \bigm| 
\bigm|  \bigm| 
results. A single cross-validation combined with nine sacrificial problems (\bigm| \scrF \^+ \bigm|  =
\bigm|  \bigm| 
\bigm|  \bigm| 
1, \bigm| \scrF \^ -  \bigm|  = 9) outperformed any ML alone.
6.5.1

Satellite Trajectory Results

We analyze the median performance of our algorithms for two primary reasons. First,
we optimized over the median performance. Second, after we collected the data
from our experiments, it became evident that the performance distributions of the
algorithms are highly skewed (see Figure 6.3a). Thereupon, we follow the advice of
Luke [108] and Wineberg [190] and analyze our results using the median rather than
the mean.
While we do not analyze the performance over time, we still present the data in
Figure 6.4a and Figure 6.4b. Notice that while all the trials in Figure 6.4a start at
the same value, the same cannot be said about the trials in Figure 6.4b (this is due to
an unexpected system crash). Thus, the optimization number of function evaluations
are incorrect on the ATSD+ML3 trials. This did not influence the final analysis,
just the temporal performance seen in Figure 6.4b. Meta-optimization stopped when
Matlab determined insufficient progress was being made.
Table 6.7 summarizes the median cumulative error of each technique, meaning
lower is better. Since there were four trials for each ATSD+ML3 and ML9, to make
their analysis easier, we introduced the terms “ATSD+ML3-1,” “ATSD+ML3-2,” etc.
to indicate particular trials. “ATSD+ML3” and “ML9” are 100 median samples, where
the median was taken over the corresponding four trials. Thus, the table reflects the
median of medians for ATSD+ML3 and ML9. This table shows that the control
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Figure 6.4: Depictions of the cumulative error over time
Table 6.7: Summary of Median Performance between Methods
Median Cumulative Error
Initial
ML3
ATSD+ML3
ML9

7.461 \cdot  105
7.026 \cdot  105
6.637 \cdot  105
5.249 \cdot  105

performed worst, ML3 was third, ATSD+ML3 was second, and ML9 performed best.
We discuss these results after making sure they are statistically significant.
We must analyze the data further to determine if the differences in medians are
statistically significant. Due to the great asymmetry, possible dependencies in the
data, and multimodal nature of the ATSD+ML3 performance distributions, we avoid
using the standard T-tests to compare performance between algorithms. While the
Wilcoxon signed rank test is more robust, it is usually employed in the context
of symmetric distributions, especially for paired (one-sample) tests [105]. For this
reason, we use the paired sign-test. It usually lacks the power of the other tests but
makes fewer assumptions about the data [105]. Due to the lack of power of the paired
sign test, we may permit a lower significance [106].
Table 6.8 shows the results of the paired sign-tests comparing ATSD+ML3 with
ML9. We present the results from the algorithms at the final iteration to reflect
the possible effects of overtraining. This table confirms that ML9 outperforms
ATSD+ML3: this actually agrees with theory derived in Section 5.5.2. According
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Table 6.8: Sign Test (Ha : ATSD+ML3 > ML9)

ATSD+ML3-1
ATSD+ML3-2
ATSD+ML3-3
ATSD+ML3-4
ATSD+ML3

ML9-1

ML9-2

ML9-3

ML9-4

ML9

1.30 \cdot  10 - 12
7.97 \cdot  10 - 29
1.32 \cdot  10 - 25
1.27 \cdot  10 - 16
1.32 \cdot  10 - 25

0.972
6.55 \cdot  10 - 12
9.05 \cdot  10 - 8
2.04 \cdot  10 - 4
1.35 \cdot  10 - 10

0.00602
1.60 \cdot  10 - 19
6.26 \cdot  10 - 23
5.58 \cdot  10 - 10
1.32 \cdot  10 - 25

0.903
1.35 \cdot  10 - 10
9.05 \cdot  10 - 8
2.04 \cdot  10 - 4
2.41 \cdot  10 - 13

0.382
1.53 \cdot  10 - 17
1.00 \cdot  10 - 21
2.76 \cdot  10 - 8
6.26 \cdot  10 - 23

Table 6.9: Sign Test (Ha : ATSD+ML3 < ML3)
ML3
ATSD+ML3-1
ATSD+ML3-2
ATSD+ML3-3
ATSD+ML3-4

9.050 \cdot  10 - 8
0.9334
0.001759
0.2421

ATSD+ML3

0.04431

to (5.16), with equal compressibility of the meta data and sacrificial data (\rho  -  = \rho + )
and half of all problems being irrelevant, the samples for \scrF \^ -  are expected to be half
as efficient.8 Since ATSD+ML3 uses three samples for \scrF \^+ and nine samples for \scrF \^ -  ,
according to theory this should perform on par with ML using 7.5 (3 + 9/2) samples
for \scrF \^+ .
Table 6.9 shows the results of the paired sign-tests comparing ATSD+ML3 with
ML3. This shows that ATSD appears to improve performance, at least on the
median. The paired-sign test shows p = 0.04431, indicating that the null hypothesis
(ATSD+ML3 = ML3) is unlikely. Again, the paired-sign test lacks statistical power
in general, so p = 0.04431 is statistically significant.
We also calculated a Bayes factor to directly compare the two hypotheses:
median(ML3  -  ATSD+ML3) > 0 and median(ML3  -  ATSD+ML3) < 0. The
difference between ML3 and ATSD+ML3 is distributed approximately as an extremevalue distribution (cf. Figure 6.5).9 Matlab’s extreme-value distribution has its
median at \mu  + \sigma  \mathrm{l}\mathrm{o}\mathrm{g}(\mathrm{l}\mathrm{o}\mathrm{g}(2)). Thus, for our first hypothesis, we integrated over the
range of parameters where \mu  >  -  \mathrm{l}\mathrm{o}\mathrm{g}(\mathrm{l}\mathrm{o}\mathrm{g}(2))\sigma  and for the second hypothesis we used
\mu  <  -  \mathrm{l}\mathrm{o}\mathrm{g}(\mathrm{l}\mathrm{o}\mathrm{g}(2))\sigma . Since Bayes factors use a prior distribution, we chose \mu  to be
distributed normally about \sigma  with a standard deviation corresponding to the range
Our \scrF \^ -  comes from a more complicated distribution, so we expect a lower \rho  -  than \rho + . This is
supported by the fact that ATSD+ML3 performs more similarly to ML3 than ML9.
9
We have no reason to believe the data should be distributed as such, but extreme-value
distributions provided the best fit.
8
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Figure 6.5: ML3  -  ATSD+ML3 and its best fit distribution
of Matlab’s evfit’s 95\% confidence interval. \sigma  is distributed half-normal with a
standard deviation corresponding to the range of its 95\% confidence interval. The
resulting Bayes factor, k = 5.571, means that it is more than five times as likely that
ATSD+ML3 has a lower (better) median than ML3. According to Robert et al. [143],
this is substantial evidence.
There were two surprising, unanticipated results that only occurred for the
experiments using anti-training with sacrificial data combined with meta-learning
(ATSD+ML3). Two out of the four ATSD+ML3 meta-optimization runs (trials 2
and 3) halted early with the message “distance between lower and upper bounds,
in dimension 4 is too small to compute finite-difference approximation of derivative.”
This corresponds to the two runs limiting their search by dropping a degree of freedom
corresponding to the elliptical orientation of the satellite’s orbit.10 This is plausible:
the debris in \scrF + have no large angular gaps, but the debris in \scrF  -  did have angular
gaps. Thus, on average no orientation is to be preferred on \scrF + , but some orientations
are significantly worse for \scrF  -  . Recall that in general ATSD+ML maximizes the
performance difference between \scrF + and \scrF  -  . As such, we suspect that ATSD+ML3
extracted this information from this difference. It seems unlikely that this result
occurred due to random chance as two trials from ATSD+ML3 dropped this degree
of freedom, but none of the five ML did so.
Another surprise is that the second ATSD+ML3 subtrial also dropped a second
degree of freedom from its search: the initial true-anomaly. Dropping this variable
appears to be a valid choice for speeding the search for good solutions, albeit less
obvious. Provided that the ratio of orbital periods are irrational (or requiring very
large rational numbers) and ignoring highly eccentric orbits, the equidistribution
10

Meta-optimization was allowed to continue with the variable replaced by the average of the lower
and upper bounds.
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Table 6.10: Mean and Standard Deviation of Means
\scrF  - 

Trial

ML5
ML10
ML15
ATSD250+ML5
ATSD250+ML5 Weak

\scrF 0
\mu 

\sigma 

\scrF +

\mu 

\sigma 

\mu 

\sigma 

47.20
47.12
47.13
49.83
48.35

0.4175 47.37 0.3774 47.12 0.3710
0.3888 47.28 0.3629 47.07 0.3642
0.5617 47.31 0.5370 47.07 0.5196
1.981 49.90 1.870 49.56 1.811
1.043 48.47 0.9683 48.18 0.9645

theorem can be applied to show that the difference in orbital-phases will be uniform
(or nearly uniform). Thus, provided enough time, the initial true-anomaly may also
be ignored. How can we reconcile this with the fact that the second ATSD+ML3 trial
performed the worst out of all the ATSD+ML trials? We do not know the answer,
but speculate it is because we only tested the performance over \scrF \^+ . It is possible
that this reduced degree of freedom would be beneficial in the more general \scrF + \cup  \scrF 0 .
Further testing is required.
6.5.2

Random TSP Results

As expected, neither ML nor ATSD produce optimization algorithms that reduce
error when no problem structure may be exploited. Table 6.10 shows the mean and
standard deviation (taken across the four subtrials) of the mean cumulative error
across 10000 tests. Notice that the cumulative error for ML15 over \scrF + is worse than
ML10’s error, although by a statistically insignificant amount. ML10’s improvement
over ML5’s error is also statistically insignificant (p = 0.4315). The evidence
suggests that increasing the number of meta-learning samples has an insignificant
effect on algorithm performance. Similarly, the two ATSD tests (ATSD250+ML5
and ATSD250+ML5 Weak) show no improvement over ML5 alone. They actually
show higher mean error over \scrF + . This could be due to random chance or by the fact
that this version of the GA optimizer permits duplicate function evaluations, putting
those trials at a disadvantage.11
Another issue of concern is whether the meta-optimization procedure succeeded
in optimizing (5.5). Note that we replaced the sums with averages, so \beta  reflects
the relative weight of ATSD compared to ML. This is used in Table 6.11 for the
meta-fitness column. It shows how well the discovered algorithms perform according
to their meta-optimization criteria. The ATSD250+ML5 trial has the most negative
meta-fitness when \beta  = 1.0, meaning it provides the better solution to (5.5) than any
11

The following experiment, the TSP problem on a ring, forces the GA optimizer to use unique
function evaluations within each iteration.
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Table 6.11: Meta Objective Function Values
Trial

mean meta-fitness
(\beta  = 1.0)

mean meta-fitness
(\beta  = 0.2)

ML5
ML10
ML15
ATSD250+ML5
ATSD250+ML5 Weak

 - 0.07972
 - 0.04700
 - 0.05931
 - 0.2708
 - 0.1695

37.68
37.65
37.65
39.59
38.51

other algorithms investigated. However, ATSD250+ML5 Weak which was optimized
with respect to \beta  = 0.2, fails to have the lowest meta-fitness for that column. This
means that the algorithms discovered in ATSD250+ML5 Weak are, even according
to theory, inferior to the algorithms from the ML15 trials. This is a side effect of the
NFL theorems: it may be better to search for something else rather than the desired
objective function.
6.5.3

TSP Ring Results

Because this experiment uses numerous subtrials, we can illustrate the differential
error distributions. Figure 6.6 shows how the ATSD15+ML5 and ATSD50+ML5
trials compare to the ML5 and ML10 trials. Since these distributions are symmetric
with few outliers, it makes sense to use the standard T-test to compare means.
Furthermore, since the individual test problems are the same for each algorithm,
we are permitted to use the paired T-test. Negative values favor ATSD and positive
values favor ML.
Contrary to what we anticipated, all the distributions in Figure 6.6 have a positive
average, meaning the algorithms found from the ML trials are to be preferred. The
mean error and its standard deviation for each trial over each problem distribution
\scrF  -  , \scrF 0 , \scrF + are shown in Table 6.12. Table 6.13 shows the results of the T-tests,
where the alternative hypotheses are that ATSD15+ML5 and ATSD50+ML5 have
greater means than ML5 and ML10.12 Since all the p values are sufficiently small, the
null hypotheses should be rejected in favor of the alternatives. The algorithms found
in the ATSD15+ML5 and ATSD50+ML5 trials perform worse than the algorithms
found in the ML5 and ML10 trials.
Even though the algorithms found in the ATSD trials perform statistically
significantly worse than the algorithms found in the ML trials, these results do not
contradict our theory. To see why these results do not contradict our theory, we
12

The significances in Table 6.13 were so small, arbitrary precision arithmetic was required to
compute them.
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Figure 6.6: Error differences as a distribution
Table 6.12: Mean and Standard Deviation of Means
\scrF  - 

Trial
\mu 
ML5
ML10
ATSD15+ML5
ATSD50+ML5

8

6000

2000

0
−10

6

Differential Performance Distribution
(ATSD50+ML5 vs ML10)

10000

Number of occurances

Number of occurances

Differential Performance Distribution
(ATSD50+ML5 vs ML5)

4

\scrF 0

\sigma 

\mu 

\sigma 

\scrF +
\mu 

\sigma 

17.29 1.210 15.57 1.309 16.96 1.438
17.19 1.216 15.39 1.309 16.74 1.448
17.37 1.212 15.65 1.304 17.05 1.427
17.35 1.221 15.62 1.323 17.02 1.453

Table 6.13: Significance of Differential Performance
Distribution
ATSD15+ML5
ATSD15+ML5
ATSD50+ML5
ATSD50+ML5

Significance
-

ML5
ML10
ML5
ML10

3.783 \cdot  10 - 63
1.150 \cdot  10 - 642
9.566 \cdot  10 - 30
7.845 \cdot  10 - 508

4

6

8

10
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Table 6.14: Meta Objective Function Values when \beta  = 0.2
Trial

mean meta-fitness

ML5
ML10
ATSD15+ML5
ATSD50+ML5

13.50
13.30
13.58
13.55

need to investigate the meta-objective function values. These values are shown in
Table 6.14. The meta-optimization for ML5 and ML10 found better solutions for
the ATSD+ML meta-objective function than the ATSD15+ML5 and ATSD50+ML5
trials! This is a side effect of the NFL theorems. Without knowing anything about
the search for optimization algorithms, we naïvely used a SA search. Using SA to
reduce the meta-objective function with \beta  = 0.2 actually performed worse at reducing
it than when trying to reduce meta-objective function with \beta  = 0.0 (ML alone). To
better understand what happened consider the following analogy. When a dog (an
algorithm) was told to find (optimize) the yellow ball (the ATSD objective function), it
found nothing. However, when told to find the violet ball (the ML objective function),
it found both the yellow and violet balls (good solutions to both meta-optimization
functions).
So while this experiment does not confirm our theory, neither does the experiment
deny it. Instead, it provided meaningful feedback. Matlab’s SA algorithm performs
better on ML than ATSD+ML for the small set of problems investigated in this experiment. We can prevent this problem from occurring by ensuring all trials evaluate
an identical set of algorithms. This effectively amounts to sampling algorithms first,
recording their performance, then optimizing after all algorithms have been tested on
all problems. Thus, it is impossible for ML to find an algorithm that outperforms
ATSD+ML on ATSD+ML’s own objective function. If ML were to find such an
algorithm, because ATSD+ML would test it too, ATSD+ML must at least match it
(assuming the function values are deterministic). The following experiment uses this
adjustment.
6.5.4

Classification Results

The results from this experiment lack statistical backing since we use only a single
test problem. We considered using bootstrapping to estimate the variance of the
error rates presented in this experiment but ultimately avoided it due to time
considerations—the experiment already took two weeks to complete. A ten-fold crossvalidation would take much longer than an additional two weeks.13 Future work will
13

Although, it should take less than twenty weeks to complete a ten-fold cross validation study.
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include bootstrapping to estimate the variance in this experiment.
Despite this, some general trends are still evident. We modified (5.5) by replacing
the sums with averages so \beta  reflects the relative weight of ATSD. Figures 6.7a
and 6.7b show that large values of \beta  cause more harm than good. Figure 6.7a shows
2 \times  10 - 2 < \beta  < 10 - 1 as being ideal, whereas Figure 6.7b shows that ATSD should be
avoided. Since this difference in behavior could be noise, we further investigated the
error rate’s behavior.
Table 6.15 shows several patterns. First, in terms of error, ATSD+1-9@0.1778
and ATSD+1-12@0.1778 perform best. These two trials even outperform the best
performing ML (ATSD+3-0@0).
point is that the best performing trials have
\bigm|  \bigm| 
\bigm| Another
\bigm| 
\bigm|  \^ \bigm| 
\bigm|  \^ \bigm| 
a negatively correlated \bigm| \scrF  -  \bigm|  and \bigm| \scrF + \bigm| . The bold diagonal highlights this. This pattern
lacks statistical significance, thus one should not read into it too much. Figure 6.8
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also visualizes these results.
While we are not trying to beat historical classification performance on this data
set, it is worthwhile to note preexisting performance on this data set. Kohavi [96] used
naïve Bayes classification trees to produce predictions with errors ranging from about
15.7% to 16.7%, and the C4.5 algorithm produced predictions with errors ranging
from about 13.7% to 14.8%.
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Chapter 7

Algorithm modifications and adaptations
Having a library of algorithm adaptations and tweaks is essential to better utilize ML
and ATSD. At the core of ML and ATSD is a meta-optimization process. According
to the NFL theorems for supervised learning, a learner may be viewed as P (h| d) [193].
Here h is the hypothesized function mapping from the inputs to the outputs and d
is the data. We posit the following idea: P (h| d) may be described by jointly a
meta-model and an encoding algorithm. Therefore, collections of meta-models and
encoding algorithms provide a useful and searchable subspace of P (h| d).
Searching the space of P (h| d) is a difficult task, partially due to the number
of possible functions. Unless working with trivial input-output spaces, an exhaustive
search is infeasible. This leaves several options for the meta-optimization process: (1)
sample randomly from the entire space of P (h| d), (2) sample exhaustively/randomly
from a subspace of P (h| d). The first option presents the further difficulty that it
lacks a method of computing the h’s image. If we cannot find a model to efficiently
calculate h’s image, then the second option must be used. To do so, we must restrict
ourselves to the subspaces of P (h| d) that have methods to use h to make predictions.
Thus, we restrict ourselves to creating/selecting/adjusting meta-models and encoding
algorithms.
Creating, selecting, or adjusting meta-models and encoding algorithms requires
methods to create new algorithms, a collection of existing algorithms, or adaptations
for modifying existing algorithms. For selecting algorithms we recommend the reader
refer back to Chapter 3, specifically on the Sections 3.3.1 and 3.2. If one regards
these previous sections as recipes, then this chapter is a list of alternative ingredients,
effectively adaptations. These adaptations can be applied to existing algorithms,
which can then be tested during the meta-optimization process. We will only briefly
discuss the creation of entirely new “flavors” of meta-models, as it is a creative process.
This chapter as two primary sections. Section 7.1 concerns itself with making
adjustments to optimization/encoding algorithms. Meta-models adjustments are
discussed in Section 7.2. Some adaptation will be discussed twice as they may be
applied to either an encoding algorithm or the meta-model, although the adaptations
may be implemented differently.

7.1

Encoding Algorithm Adaptations

We refer the reader back to Table 3.3 for a list of algorithm’s and their assumptions.
These can serve as a starting point for black-box encoding algorithms. Virtually all practitioners have made minor modifications to these algorithms to make
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them more suited to their particular problem. Modifications includes replacing
distance metrics, replacing the assumed shape/model, dynamically approximating
the unknown function with surrogate models, making stochastic estimates, using (or
abandoning) a population, replacing deterministic decision variables with random
variables, simulating momentum, automatically adjusting search parameters during
the search, using constraints, preconditioning the search space, using multiple start
locations, fitness shaping, and using cross-validation. Many more modifications exist,
but for brevity we cannot review them all.
7.1.1

Replacing Similarity Metrics

Replacing the definition of similarity between candidate solutions has many practical
applications. This is commonly used to swap an algorithm assuming numerical
locality or symbol locality with the other. To swap numerical and symbol locality,
one swaps a continuous and discrete metric. Table 7.1 lists common distance metrics
(first 11 entries) and similarity metrics (last 3 entries) along with their domain
most commonly used. For example, the canonical forms of SA and QA operate
on real numbers (locations in space), but can be modified to work on combinatorial
problems by using a discrete distance metric. The Damerau-Levenshtein distance is
an appropriate choice for the traveling salesperson (TSP) problem. New candidate
solutions would be generated by swapping a number of symbols proportional to
the temperature or annealing field strength. Replacing the similarity metric is
applicable for any algorithm generating samples constrained by distance, rather than
deterministically following a gradient or descent direction.
Distance metrics and similarity metrics are generally only loosely connected.
Minimizing distance is akin to maximizing similarity and vice-versa. One may wonder
whether distance behaves like a multiplicative or additive inverse of a similarity
metric. We are unable to answer this question in general. However, in the Euclidean
case we may derive the relationship between distance and the cosine similarity.
 - 
 - 
Allow \rightarrow 
x1 and \rightarrow 
x2 to be two vectors with the components x11 , x12 , . . . and x21 , x22 , . . .
respectively. Then the distance squared is:
\bigm\| \rightarrow 
\bigm\| 2
 - 
\bigm\|  - 
x1  -  \rightarrow 
x2 \bigm\|  = (x11  -  x21 )2 + (x12  -  x22 )2 + . . .
\sum 
=
x1i 2  -  2 x1i x2i + x2i 2
i=1

\bigm\|  -  \bigm\| 2
= \bigm\| \rightarrow 
x1 \bigm\|   -  2
\bigm\| \rightarrow 
\bigm\| 2
= \bigm\|  - 
x1 \bigm\|   -  2

\bigl\langle \rightarrow 
\bigr\rangle  \bigm\|  -  \bigm\| 2
 - 
 - 
x1 , \rightarrow 
x2 + \bigm\| \rightarrow 
x2 \bigm\| 
\bigm\| \rightarrow 
\bigm\| 
\bigm\|  -  \bigm\|  \bigm\| \rightarrow 
\bigm\| 2
\mathrm{c}\mathrm{o}\mathrm{s} (\theta ) \bigm\|  - 
x \bigm\|  \bigm\| \rightarrow 
x \bigm\|  + \bigm\|  - 
x \bigm\|  .
1

2

2

Distance in terms of similarity is
\bigm\| 2
\bigm\|  -  \bigm\|  \bigm\| \rightarrow 
\bigm\| 
\bigm\| \rightarrow 
\bigm\|  \sqrt{} \bigm\|  -  \bigm\| 2 \bigm\| \rightarrow 
 - 
\bigm\|  - 
x1 \bigm\|  + \bigm\|  - 
x2 \bigm\|   -  2 \mathrm{c}\mathrm{o}\mathrm{s} (\theta ) \bigm\| \rightarrow 
x1 \bigm\|  \bigm\|  - 
x2 \bigm\|  .
x1  -  \rightarrow 
x2 \bigm\|  = \bigm\| \rightarrow 
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Table 7.1: Similarity and Distance Metrics
Metric name

domain

notes

Manhattan distance (L1 )

continuous

sum of absolute
differences

Euclidean distance (L2 )
Mahalanobis distance (L2 )
Chebyshev distance (L\infty  )

continuous
continuous
continuous

Hamming distance (L0 )

discrete & string

Levenshtein distance

discrete & string

Damerau-Levenshtein distance
longest common subsequence
geodesic distance
Küllback-Leibler divergence

discrete & string
discrete & string
discrete & graphs
stochastic

Cross Entropy
F-divergence

stochastic
stochastic

mutual information

stochastic

cosine similarity

agnostic

kernel functions

agnostic

generalizes Euclidean
maximum absolute
difference
number of differing
symbols
also known as edit
distance
similar to above
shortest path length
“distance” between
distributions
can replace quadratic
generalization of
KL-divergence
dependence between
two variables
normalized inner
product
generalizes cosine
similarity

Similarity in terms of distance is
\bigm\| \rightarrow 
\bigm\| 2 \bigm\|  -  \bigm\| 2 \bigm\| \rightarrow 
\bigm\| 2
 - 
\bigm\|  - 
x1 \bigm\|  + \bigm\| \rightarrow 
x2 \bigm\|   -  \bigm\|  - 
x1  -  \rightarrow 
x2 \bigm\| 
\bigm\|  -  \bigm\|  \bigm\| \rightarrow 
\bigm\| 
\mathrm{c}\mathrm{o}\mathrm{s} (\theta ) =
.
2 \bigm\| \rightarrow 
x1 \bigm\|  \bigm\|  - 
x2 \bigm\| 
It is common knowledge that any norm (measure of length) can be used to generate
a distance metric and many distance metrics can be used to generate a norm. Any
norm may be converted into a distance using:
\bigm\|  -  \rightarrow 
\bigm\| 
 - 
 - 
d(\rightarrow 
x1 , \rightarrow 
x2 ) = \bigm\| \rightarrow 
x1  -   - 
x2 \bigm\|  .
Given a translation invariant, first degree homogeneous metric, a norm is recovered
using:
\bigm\| \rightarrow 
\bigm\| 
 - 
\bigm\|  - 
x1 \bigm\|  = d(\rightarrow 
x1 , 0).
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The last entry in Table 7.1, kernel functions, corresponds to the kernel trick.
What is particularly nice about the kernel trick, is that it allows linear algebra to
operate over functions of the input. Hence, the kernel trick allows one to introduce
a nonlinearity where ever inner products may be used (e.g., principal component
analysis, support vector machines, etc.). So while kernel functions are listed only as
a single entry in the table, it actually corresponds to an infinite number of functions.
7.1.2

Hybrid Methods

Combining two or more methods into a hybrid method is a popular technique. For
R
instance, MATLAB\bigcirc 
offers hybrid SA where the algorithm will use a user-specified
search function after some user-defined number of iterations. Nevertheless, a common
misconception that hybrid methods benefit from the best of all algorithms combined.
The NFL theorems ensure that the hybrid algorithm will be no better on average than
a random guesser. A hybrid SA-GD algorithm would perform poorer on combinatoric
problems, especially on those where each symbol is to appear exactly once. This is not
to say that hybrid methods are without merit. Combining SA with GD provides an
efficient method of finding valleys when the gradient provides predictive information
and escaping small valleys with SA. The lesson here is that hybrid algorithms must be
used intelligently. To effectively use hybrid algorithms, the developer or practitioner
must ensure each algorithm combined must contribute correct assumptions.
7.1.3

Constraints

Constraints are more important for efficient search, optimization, and machine
learning. Constraints reduce the problem space. Constraints directly reduce the
search space, | \scrX  | , and hence make any exhaustive search more efficient. But according
to the NFL theorems, all search algorithms are exhaustive; if a search terminates, start
it over with a previously unexplored candidate solution. Any time the algorithm must
randomly generate a new candidate solution, even if it is just a restarting algorithm,
it may benefit from constraints. Thus, constraints can improve the efficiency of all
black-box search algorithms. The difficulty is in finding valid constraints.
The practitioner should ask him- or herself some questions to check whether
certain solutions would be valid. The most basic questions for generating upper and
lower bounds is: “realistically, what is the greatest/least value this parameter can
take?” Other questions include, “what if a ratio/difference goes to zero” and “what if
a ratio/difference goes to infinity?” These questions lead to good pairwise constraints.
If the optimization problem involves a physical system, “what is the maximum energy,
maximum force, maximum torque, etc.” These help discover constraints between
many variables. Combinatorial problems are more difficult and often leads one to ask
if anything is impossible. After having a list of constraints, the algorithm needs to
efficiently use them.
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Algorithms tend to handle constraints in one of two ways. They may generate
a new input according to arbitrary rules then check the feasibility or they generate
feasible inputs directly. The generate-then-check paradigm may fail any number of
times before succeeding, but is the primary mechanism for deterministic searches.
To maximize the efficacy, the constraints must be conducive for generating feasible
candidate solutions. For instance, upper and lower bounds directly lead to efficient
sampling, so does the requirement that each symbol appear exactly once. However,
for more general cases one may consider using the following method: (1) approximate
the feasible set with a polygon, (2) break the polygon into triangles [33], (3)
generate samples for each triangle [181], and (4) to generate points in the interior
of convex polygons, use weighted averages of the generated points. The latter three
steps have been proven to be computationally efficient. Depending on how the
constraints are specified, the polygon may already be given as is the case with linear
constraints. If this is the case, then an algorithm may efficiently generate feasible
points. Alternatively, a worst case constraint may involve an NP-complete problem
where guess-and-check may fair better.
7.1.4

Preconditioning and Scaling

According to Table 3.3, many algorithms need correct scaling or conditioning. For
example, SA benefits from either all variables being on the same scale or having a
separate temperature scaled for each variable. Scaling variables is a straightforward
process. Once typical values for the variables have been determined (preferably based
on knowledge outside of black-box evaluations), start generating input vector of all
ones, and multiply each input values by the typical values before feeding it to the
objective function. This ensures all the variables in the search space are roughly on
the same scale.
Preconditioning is similar to the scaling of variables. The primary difference
lies in what is scaled. Preconditioning lowers a matrix’s condition number (ratio
of the largest eigenvalue to the smallest eigenvalue). Commonly the matrix to
be preconditioned is a Jacobian, Hessian, or identity matrix. In the case of GD,
preconditioning approximates the inverse Hessian so that GD performs more like
Newton’s method. Preconditioning and scaling primarily apply to non-combinatorial
optimization problems.
7.1.5

Step-Size Control

When working with an algorithm that uses a descent direction (e.g., Newton, GD,
NM, Powell’s, NES, or CMA-ES), several methods may be used to find an appropriate
step size: fixed step size, annealing, momentum, learning rate adaptation, secondorder methods, linear search, or trust-region. Other considerations include whether
each parameter should have its own learning rate, the effects of noise on descent
directions, and whether the objective function is varying in time. Many of methods
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for step size control have been contributed by neural network research [76, chap.
4][124].
The first approach is to use a fixed step size, not caring if the objective value
worsens. Let a quadratic system be represented by its Hessian matrix. Optimization
always converges when a fixed step size is less than the reciprocal of the system’s
largest eigenvalue, even for stochastic (on-line) learning [76, chap. 4.9]. This approach
uses additional function evaluations in place of more advanced mechanisms.1 While
larger step sizes may learn quicker at first, they may fluctuate around optimal
solutions. If one wishes to avoid the objective value worsening, then an annealing
schedule for the step size may be used.
Step size annealing monotonically decreases the step size. Roughly quadratic
functions may be optimized more efficiently using an annealed step size. The larger
steps at first will move the solution quickly and typically toward the optimal. Should
the steps move away from the optimal solution, implying the step size is too large, the
subsequent steps will be smaller, but remain in the area. Given enough time the step
size will shrink below the inverse of the largest eigenvalue. In general, for learning
stochastic processes one must use a learning rate that satisfies [142]
\infty 
\sum 

\eta (k) \rightarrow  \infty 

k=1

and
\infty 
\sum 

\eta (k)2 < \infty .

k=1

One set of possible annealing functions satisfying this is
\eta (k) = k  - s \eta 0
0.5 < s \leq  1, a tunning parameter
where \eta 0 is a positive constant. Haykin [76, chap. 3.13 and chap. 4.10] reviews and
recommends the search-then-converge schedule:
\eta (k) =

\tau 
\eta 0 .
\tau  + k

\tau  is a tuning parameter similar to s.
An alternative approach, which has been successfully applied to artificial neural
networks, uses momentum [76, chap. 4.4]. The basic idea is that if the descent
direction changes slowly, the step size increases, and if the step direction reverses, the
1

If the gradient changes rapidly at fixed intervals or does not exist, then a fixed step size may
save function evaluations.
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step size decreases. The momentum adds a fraction, \alpha , of the last search direction,
 - \rightarrow 
 - 
\Delta wk , to the current descent direction, \rightarrow 
g k , to construct the next search direction,
 - \rightarrow 
 - \rightarrow 
 - 
\Delta wk+1 = \Delta wk \alpha  + \rightarrow 
g k,
or damped and bounded,
 - \rightarrow 
 - \rightarrow 
 - 
\Delta wk+1 = \Delta wk \alpha  + (1  -  \alpha ) \rightarrow 
g k,
Momentum also has the added side effect of allowing the algorithm to escape from
shallow minima provided enough momentum has already built up.
Applying gradient descent to the step size parameter (i.e., learning the step size) is
closely related to using momentum. To demonstrate how this scheme can be applied
to separate learning rates, we will work with a single update weight \Delta wk , instead of
an update vector. When applied to a general updating scheme such as,
\partial J
= \Delta wk
\partial wk
wk+1 = wk  -  \eta  \Delta wk ,
where J is the objective function, \eta  is the step size, wk is the weight/optimization
value at the kth time, one uses a descent direction on \eta . Allowing \alpha  to be the learning
rate for the step size, this produces
\partial J
\partial J \partial wk
=
\partial \eta k
\partial wk \partial \eta k
\bigl( 
\bigr) 
\partial  wk - 1  -  \eta k \Delta wk - 1
= \Delta wk
\partial \eta k
=  - \Delta wk \Delta wk - 1
\eta k+1 = \eta k + \alpha  \Delta wk \Delta wk - 1 .
When the last two search directions (\Delta wk and \Delta wk - 1 ) are of the same sign the step
size increases, when their signs differ, the step size decrease. This functions similarly
to momentum, except there are several issues to worry about: \eta  can become negative,
the gradient may be noisy, the gradient may be ill conditioned, and more problems
discussed by Orr [124]. To prevent \eta  from becoming negative, take the derivative of
\mathrm{l}\mathrm{n}(\eta ) to get [124]
\mathrm{l}\mathrm{n}(\eta k+1 ) = \mathrm{l}\mathrm{n}(\eta k ) + \alpha  \Delta wk \Delta wk - 1
\bigl( 
\bigr) 
\eta k+1 = \eta k \mathrm{e}\mathrm{x}\mathrm{p} \alpha  \Delta wk \Delta wk - 1
\approx  \eta k \mathrm{m}\mathrm{a}\mathrm{x}(0.5, 1 + \alpha  \Delta wk \Delta wk - 1 ).
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To ameliorate the effects of a noisy gradient, replace the gradient at the previous time
step with an exponential average of past gradients: [124]
\Delta wk - 1 = m \Delta wk - 2 + (1  -  m)(\Delta wk - 1 ), 0 < m < 1.
If the gradient is ill-conditioned, consider using \mathrm{s}\mathrm{i}\mathrm{g}\mathrm{n}(\Delta wk \Delta wk - 1 ) [124]:
\Biggl\{ 
e\alpha  \eta k
if \Delta wk \Delta wk - 1 > 0
\eta k =
e - \alpha  \eta k otherwise.
Alternatively, improve the condition of the gradient by normalizing by an exponential
average of the square of the gradient:
\Biggr) 
\Biggl( 
\Delta wk - 1
\eta k = \eta k - 1 \ast  \mathrm{m}\mathrm{a}\mathrm{x} 0.5, 1 + \alpha  \Delta wk
\Delta wk2
2
\Delta wk2 = m \Delta wk - 1
+ (1  -  m) (\Delta wk )2 .

Again, assuming an objective function that is approximately quadratic, one may
make use of the Hessian matrix to guide the search. The Hessian matrix can be
used in conjunction with the current gradient to solve for where the gradient becomes
zero. The second order information not only provides a step size, but also helps
correct ill-conditioned descent directions. This is effectively preconditioning, ergo
preconditioning is one method to improve step size. However, the Hessian grows
with the square of the number of decision variable. To mitigate this effect on larger
problems one may use a low rank approximation. Methods that use the Hessian or
an approximation of it should use additional checks to avoid oscillations. The local
Hessian of non-quadratic objective functions may cause the step to overshoot and
lead to oscillations.
A line search removes the need for the above heuristic approaches, but may require
many function evaluations. Line searches typically proceed in two phases. The
minimum is bracketed then searched. Both phases may make assumptions about
the problem. The bracketing may assume nothing and start searching in the descent
direction with progressively bigger steps or it may use parabolic extrapolation [134,
chap. 10.1]. The search may use the well known golden section search [134, chap.
10.2], or Brent’s parabolic interpolation [134, chap. 10.3]. If the objective function
may be assumed to be approximately locally quadratic, then parabolic extrapolation
and Brent’s method typically use fewer function evaluations. Otherwise, exponential
steps may be more efficient for bracketing and golden section search may prove more
robust. Although, the NFL theorems ensure there is a class of problems where it would
be more efficient to bracket assuming nothing and to search assuming a parabolic
function, or vice-versa.
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Another popular technique for controlling the step size is to use a method known
as the trust-region technique. The earliest gradient based methods calculate a descent
direction and then find a step length. Rather than find a search direction first then
attempt to find the step-length, trust-region starts with a step-length and then finds
the search direction. Trust-regions assume the function locally follows some specific
model (often quadratic, but this need not be the case). The size of the trustregion (where the model is trusted) becomes the maximum step size. Then, the
minimum value within the trust-region becomes the next candidate solution. The
trust-region is expanded when the predicted improvement is sufficiently close to the
actual improvement; similarly the maximum step size decreases when the prediction
is poor.
7.1.6

Surrogate Models

Surrogate models are used in search, optimization, and machine learning in an
attempt to reduce function evaluations. Tools such as the freely available Dakota
Project include a host of “inexpensive approximate models that are intended to
capture the salient features of an expensive high-fidelity model” [2, chap. 1] . When
applied to optimization, the “surrogate or approximate model is constructed based
on a limited number of simulation runs” [2, chap. 6.2]. The surrogate may be local,
only approximating a small region of the function. On the contrary, the model may
be global, attempting to approximate the whole function. The search algorithm
then performs searches on the surrogate model rather than evaluating the black-box
objective function. Typically, a trust-region approach is combined with surrogate
models because “the surrogate will generally have a limited range of accuracy” [2,
chap. 14.5.1].
Adams et al. [2, chap. 8.4] review more than eight surrogate models. Commonly
a Taylor Series Expansion (linear or quadratic) is used to provide local model. The
Two Point Adaptive Nonlinearity Approximation (TANA-3) method also uses a linear
or quadratic function, but instead of using derivative information it fits the current
and previous expansion points. Alternatively any degree polynomial may be used
with least squares to approximate the coefficients. Kriging/Gaussian-Process Spatial
Interpolation treats the response surface as stochastic field, following some specified
trend (e.g., polynomial); depending on the trend used, the interpolation may be as
simple as a generalized least squares curve fit. Artificial Neural Networks (ANN) may
also be fitted against the data then used for surrogate purposes. The Multivariate
Adaptive Regression Spline (MARS) effectively combines a decision tree and splines
to produce a piecewise C 2 continuous response surface; each path in the decision tree
represents a subregion with its own approximating function that smoothly joins with
all the other subregions. A sum of Radial Basis Functions (RBF) may be used to
approximate the response surface; a RBF is a function whose value depends only
on the distance from a point. Alternatively, a model may be fit using moving least
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squares, a generalization of weighted least squares where the residuals near the new
point are more heavily weighted.
We feel as if the Dakota Project missed a one important class of models.
Rational functions generalize polynomial functions. They may be used locally
(Padé approximant), over an interval (Chebyshev rational functions) as described
in Burden and Faires [31, chap. 8.4], or over multiple points using a best-fit. Unlike
polynomials, rational functions typically have better asymptotic behavior. Rational
functions model a larger variety of functions, including singularities. If one wishes
to avoid singularities, the denominator should be strictly positive (positive definite if
multivariate).
7.1.7

Replacing the Assumed Shape/Model

Even when a surrogate model is not being used, algorithms may assume an underlying
shape. The best example of replacing one underlying assumed shape with another is
Powell’s method of conjugate search directions. This method searches for a minimum
in n directions, then along the average search direction. For quadratic convergence,
one replaces the oldest search direction with the direction of greatest improvement,
often the average of the last n search directions. This causes these directions to
become highly correlated and may result in premature convergence. Brent suggests
the search directions can be reorthogonalized using the singular value decomposition
of the search direction matrix [27, chap. 7]. Powell had his own heuristic to fix this.
It is to discard the direction of greatest improvement rather than the oldest. The
average search direction is still used, but it is often discarded [134, chap. 10.7.3].2 .
This sacrifices quadratic convergence, but keeps the algorithm from extrapolating the
minimum of a nonexistent parabola.
Minka [113] Shows that for some optimization problems, there exist better
approximating shapes than the quadratic shape. A Taylor series expansion says
f (x) \approx  f (x0 ) + f \prime  (x0 ) x/1! + f \prime \prime  (x0 ) x2 /2!,
which is one reason the quadratic model is so popular. This leads the standard
Newton’s method for finding the maximum/minimum:
\bigl( 
\bigr) 
xk+1 = xk  -  f \prime  (xk ) / 2 f \prime \prime  (xk ) .
Minka’s insight says to forgo the quadratic model in favor of a more appropriate
model. To find the maximum-likelihood estimation of a Dirichlet distribution faster,
2

Sometimes even when the average search direction does not result in the largest decrease, it is
advisable to not add it as a new direction[1]
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Minka uses the approximating form,
f (x) \approx  c + a \mathrm{l}\mathrm{o}\mathrm{g} (x) + b x
f \prime  (x) \approx  a/x + b
f \prime \prime  (x) \approx   - a/x2
where a and b are solved for at xk
a =  - x2k f \prime \prime  (xk )
b = f \prime  (xk )  -  a/xk
This derives the following update rule,
1
xk+1

=

1
f \prime  (xk )
+ 2 \prime \prime 
.
xk xk f (xk )

Minka also suggests for the maximum-likelihood for certain Gaussian models resulting
in the non-convex form
f (x) =  - 

n
\sum 

\mathrm{l}\mathrm{o}\mathrm{g} (x + vi )  - 

i=1

si
x \geq  0
x + vi

to use the approximating form
f (x) \approx  c  -  n \mathrm{l}\mathrm{o}\mathrm{g} (x + a)  - 

b
x+a

b
n
+
x + a (x + a)2
2b
n
f \prime \prime  (x) \approx 
2  - 
(x + a)
(x + a)3
f \prime  (x) \approx   - 

where a and b are solved for at xk
b = n (xk + a) + f \prime  (xk ) (x + a)2
\left\{  \sqrt{} 
f \prime  (xk )2  -  n f \prime \prime  (xk ) +f \prime  (xk )
 -  xk
a =  - 
f \prime \prime  (xk )

if f \prime \prime  (xk ) = 0.

 -  2 f \prime n(xk )  -  xk
Solving for the stationary point produces the update rule
xk+1 = xk +

if f \prime \prime  (xk ) \not = 0

f \prime  (xk )
(xk + a)2 .
n
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See Minka [113] for a robust Cauchy-type approximation in both single and multivariate cases. For brevity we only include the update rule for the multivariate case
xk+1 = xk  - 

\bfH  (xk ) - 1  -  \nabla f (xk )
,
1  -  \nabla f (xk )\intercal  \bfH  (xk ) - 1 \nabla f (xk )

where \bfH  (xk ) is the Hessian matrix and \nabla f (xk ) is the gradient at xk . It may be used
as a general replacement for Newton’s method.
7.1.8

Non-Newtonian Derivations

For algorithms designed to operate on non-combinatorial problems, derivatives or
second order assumptions are often exploited. However, both the derivatives and
definition of second order depends on which calculus is used. Commonly classical
additive calculus is used resulting in the common quadratic model and the derivative
of the form:
df (x)
f (x + h)  -  f (x  -  h)
=
.
\mathrm{l}\mathrm{i}\mathrm{m}
h\rightarrow 0
2h
dx
This need not be the case [69, 171, 125, 57, 58]. Grossman and Katz [69] mention several alternative calculi including: geometric, ana-geometric, bi-geometric,
quadratic, ana-quadratic, bi-quadratic, harmonic, ana-harmonic, and bi-harmonic.
Each calculus uses a different definition of distance in the preimage (input) and in
the image (output) of functions. The geometric calculus uses additive differences
for function arguments but a ratio difference between function values, whereas bigeometric calculus uses ratio differences for both. Table 7.2 summarizes the simpler
calculi. A side effect of using ratios of function arguments requires the domain to be
limited to positive values, and a ratio of functions requires the range to be positive.
Filip and Piatecki [58] cite Coco [34] about how multiplicative calculus can be
extended through the use of a bijective function \varphi ,
\Biggl(  \bigl( 
\bigr)  \Biggr) 
d
\varphi 
\circ 
f
(x)
f \S  (x) = \varphi  - 1
dx
\Biggl( 
\Biggr) 
\int  b
\int  b
f (x) d\S  x = \varphi  - 1
\varphi  \circ  f (x) dx .
a

a

However, this extension fails to cover an infinite number of calculi. Grossman
and Katz [69] propose in their sixth chapter, the idea of \alpha -arithmetics. Briefly,
an \alpha -arithmetic uses a bijective function to transform values before applying the
traditional operators (+,  - , \ast , \div ). After the operation, the bijective function is used
to immediately transform back. For example, addition in an \alpha -arithmetic would
be \alpha (\alpha  - 1 (a) + \alpha  - 1 (b)). Using two \alpha -arithmetics, one for the function’s image and
another for the function’s arguments, covers infinitely more calculi than the extension
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Table 7.2: Alternative calculi
Calculi

variable
difference

function
difference

Classical

additive

additive

dy/dx
f (x+h) - f (x)
h

\biggl[ 
Geometric

additive

multiplicative

Ana-geometric

multiplicative

additive

multiplicative

f (x+h) - f (x)

multiplicative

f (x+h)
f (x)

\Biggl[ 
Quadratic3

additive

quadratic

Ana-quadratic

quadratic

additive

4

quadratic

2

f (x+h)  - f (x)2
h

2

harmonic

2

(x+h)

Ana-harmonic

harmonic

additive

Bi-harmonic

harmonic

harmonic

h/

2

f (x+h)  - f (x)2

\biggl( 
additive

1
\mathrm{l}\mathrm{n}(x+h) - \mathrm{l}\mathrm{n}(x)

(x+h)

quadratic

Harmonic

\biggr] 

\Biggr] 1/2

f (x+h) - f (x)

\Biggl[ 
Bi-quadratic

\biggr]  h1

\mathrm{l}\mathrm{n}(x+h) - \mathrm{l}\mathrm{n}(x)

\biggl[ 
Bi-geometric

f (x+h)
f (x)

 - x2

\Biggr] 1/2

 - x2

1
f (x+h)

 - 

1
f (x)

\biggr) 

\Bigr) 
\bigr)  \Bigl(  1
f (x+h) - f (x) / x+h
 -  x1
\biggr) 
\Bigr)  \biggl( 
\Bigl( 
1
1
1
1
 -  x / f x+h  -  f (x)
x+h
( )

\bigl( 

proposed by Filip and Piatecki [58]. While useful for describing the basic operations
such as average, gradient, sequences, and integration, \alpha -arithmetics lead to incorrect
generalizations of other calculus based tools. We will show how the \alpha -arithmetics not
only produce unnecessary work, but also fail to derive the generalized Taylor series.
Transforming, operating, and transforming back (TOT) To resolve the above problems we propose a similar framework to the two \alpha -arithmetics: the transform, operate,
and transform back (TOT) framework. In the TOT framework, first the preimage
and image are transformed into alternative domains using two bijective functions \varphi 
3

Grossman and Katz [69] use a special sign preserving square and square-root method for all
quadratic calculi.
4
Grossman and Katz [69] allow 1/0 = 0 for all harmonic calculi.
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and \tau  . These functions can be seen as similar to the functions used in \alpha -arithmetics.
The calculus based operations are carried out in this transformed domain. Lastly the
preimage and image are transformed back. This is identical to the method proposed
in Grossman and Katz [69], except there is a delay in transforming back. This not
only rederives all the formulae in Grossman and Katz [69], but can further be used
to derive the generalized Taylor series (useful for optimization algorithms or learning
models). Using two bijective functions, \varphi  and \tau  , we generalize the derivative and
integral.
\Biggr) 
\Biggl( 
\varphi 
\circ 
f
(x
+
h)
 - 
\varphi 
\circ 
f
(x)
f \S  (x) \equiv  \mathrm{l}\mathrm{i}\mathrm{m} \varphi  - 1
h\rightarrow 0
\tau   - 1 (x + h)  -  \tau   - 1 (x)
\bigm| 
\left(  \Bigl( 
\bigl(  \bigr) \Bigr)  \right) \bigm| \bigm| 
d \varphi  \circ  f \circ  \tau  x
\widetilde 
\bigm| 
\bigm| 
(7.1)
f \S  (x) = \varphi  - 1
\bigm| 
d\widetilde 
x
\bigm| 
\bigm|   - 1
x=\tau 
\widetilde 
(x)
\Biggl( \int 
\Biggr) 
\int 
 - 1
g2 \circ  b

f (x) d\S  x = \varphi  - 1

g2 \circ  \tau 

\circ  b

\varphi  \circ  f \circ  \tau  (x) dx .

(7.2)

g1 \circ  \tau   - 1 \circ  a

g1 \circ  a

This can be used to emulate the bi-geometric calculus with classical calculus using
\varphi  = \mathrm{l}\mathrm{n}, \varphi  - 1 = \mathrm{e}\mathrm{x}\mathrm{p}, \tau  = \mathrm{e}\mathrm{x}\mathrm{p}, \tau   - 1 = \mathrm{l}\mathrm{n},
\bigm| 
\left(  \Bigl( 
\bigl(  \bigr) \Bigr)  \right) \bigm| \bigm| 
d \mathrm{l}\mathrm{n} \circ f \circ  \mathrm{e}\mathrm{x}\mathrm{p} x
\widetilde 
\bigm| 
\bigm| 
f \pi  (x) = \mathrm{e}\mathrm{x}\mathrm{p}
\bigm| 
d\widetilde 
x
\bigm| 
\bigm| 
x=\mathrm{l}
\widetilde  \mathrm{n}(x)
\bigm| 
\left( 
\Bigl( 
\Bigr)  \right) \bigm| 
\bigl( 
\bigr) 
\bigl(  \bigr) 
\bigm| 
d f \circ  \mathrm{e}\mathrm{x}\mathrm{p} x
\widetilde 
\bigm| 
\mathrm{e}\mathrm{x}\mathrm{p} x
\widetilde 
\bigm| 
\bigl(  \bigr) 
= \mathrm{e}\mathrm{x}\mathrm{p}
\bigm| 
f \circ  \mathrm{e}\mathrm{x}\mathrm{p} \circ (x)
\widetilde 
d \mathrm{e}\mathrm{x}\mathrm{p} x
\widetilde 
\bigm| 
\bigm| 
x=\mathrm{l}
\widetilde  \mathrm{n}(x)
\Biggl( 
\bigl( 
\bigr)  \Biggr) 
x d f (x)
= \mathrm{e}\mathrm{x}\mathrm{p}
f (x)
dx
\Biggl( 
\Biggr) 
f \prime  (x)
= \mathrm{e}\mathrm{x}\mathrm{p} x
f (x)
\left( 
\right) 
\int  b
\int  \mathrm{l}\mathrm{n}(b)
f (x) d\S  x = \mathrm{e}\mathrm{x}\mathrm{p}
\mathrm{l}\mathrm{n} \circ f \circ  \mathrm{e}\mathrm{x}\mathrm{p} (x) dx ,
a

\mathrm{l}\mathrm{n}(a)

which rederives the formulae in Grossman and Katz [69]. In general all the traditional
calculus-based tools can be extended using this TOT framework. First transform into
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the modified space f = \varphi  \circ  f \circ  \tau  (x) then perform all classic calculus operations. After
this restore the preimage with x = \tau   - 1 (x) and transform back the image with \varphi  - 1 .
Our TOT framework also saves much work. Using (7.1) twice produces the second
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derivative in the TOT framework.
\bigm| 
\left(  \Bigl( 
\Bigr)  \right) \bigm| 
\bigm| 
d \varphi  \circ  f \S  \circ  \tau  (x1 )
\bigm| 
\S \S 
 - 1
\bigm| 
f (x) = \varphi 
\bigm| 
dx1
\bigm| 
\bigm| 
x1 =\tau   - 1 (x)
\left(  \left( 
\left[ 
\biggr) \bigm| \bigm| 
\biggl( 
d
\varphi 
\circ 
f
\circ 
\tau 
(x
)
(
)
2
\bigm| 
d \varphi  \circ  \varphi  - 1
\bigm| 
dx2
\bigm| 
= \varphi 

x2 =\tau   - 1 (x1 )

 - 1

dx1

\right] 

\bigm| 
\right)  \right) \bigm| 
\bigm| 
\bigm| 
\bigm| 
\circ  \tau  (x1 )
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 

\right) \bigm| \bigm| 
\biggr) \bigm| \bigm| 
\bigm| 
d(\varphi \circ f \circ \tau  (x2 )) \bigm| 
\bigm| 
\circ 
\tau 
(x
)
d
\bigm| 
\bigm| 
1
dx2
\bigm| 
\bigm| 
 - 1
x2 =\tau  (x1 )
\bigm| 
\varphi  - 1
\bigm| 
\bigm| 
dx1
\bigm| 
\bigm| 
\bigm| 
\bigm| 
x1 =\tau   - 1 (x)
\bigm| 
\left(  \Biggl( 
\right) 
\bigm| 
\biggr) \bigm| \bigm| 
\bigm| 
d(\varphi \circ f \circ \tau  (x2 )) \bigm| 
\bigm| 
d
\bigm| 
\bigm| 
dx2
\bigm| 
\bigm| 
 - 1
x2 =\tau  \circ \tau  (x1 )
\bigm| 
\varphi  - 1
\bigm| 
\bigm| 
dx1
\bigm| 
\bigm| 
\bigm| 
\bigm| 
x1 =\tau   - 1 (x)
\bigm| 
\left(  \Biggl( 
\right) 
\bigm| 
\biggr) \bigm| \bigm| 
\bigm| 
d(\varphi \circ f \circ \tau  (x2 )) \bigm| 
\bigm| 
d
\bigm| 
\bigm| 
dx2
\bigm| 
\bigm| 
\bigm| 
x2 =x1
\varphi  - 1
\bigm| 
\bigm| 
dx1
\bigm| 
\bigm| 
\bigm| 
\bigm| 
x1 =\tau   - 1 (x)
\left(  \biggl( 
\biggr)  \right) \bigm| \bigm| 
\bigm| 
d(\varphi \circ f \circ \tau  (x1 ))
\bigm| 
d
dx1
\bigm| 
 - 1
\bigm| 
\varphi 
\bigm| 
dx1
\bigm| 
\bigm| 
\bigm| 
x1 =\tau   - 1 (x)
\bigm| 
\Biggr) 
\Biggl(  \bigl( 
\bigr)  \bigm| 
2
d \varphi  \circ  f \circ  \tau  (x1 ) \bigm| \bigm| 
\varphi  - 1
\bigm| 
dx21
\bigm| 
 - 1

x1 =\tau   - 1 (x)

\left(  \Biggl( 

=

=

=

=

=

x1 =\tau 

(x)

(7.3)
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It is trivial to prove by induction that the nth order derivative may be taken by
transforming into f , differentiating n times, converting back with \phi  - 1 and evaluating
at \tau   - 1 (x); the steps are the same except we increment the derivative count. This
is exactly what the TOT framework is about. A similar property holds for nonNewtonian integrals
\right) 
\left( 
g2 \circ \int \tau   - 1 \circ  y
\int b g\int 2 \circ  y
\int b
f (z) d\S  zd\S  y = \varphi  - 1
\varphi  \circ  f \circ  \tau  (z) dz d\S  y
a g1 \circ  y

g1 \circ  \tau   - 1 \circ  y

a

\left( 

 - 1 \circ  b
\tau \int 

= \varphi  - 1 \circ 

\varphi  \circ  \varphi  - 1

\varphi  \circ  f \circ  \tau  (z) dz

\tau   - 1 \circ  a

 - 1 \circ  b
\tau \int 

\right) 

g2 \circ \int \tau   - 1 \circ  y

\circ  \tau  (y) dy

g1 \circ  \tau   - 1 \circ  y

\left( 

 - 1 \circ  b
\tau \int 

\right) 

g2 \circ  \tau \int  - 1 \circ  \tau  \circ  y

\varphi  \circ  f \circ  \tau  (z) dz
\tau   - 1 \circ  a
 - 1 \circ  b
\tau \int 

g\int 2 \circ  y

\varphi  \circ  f \circ  \tau  (z) dz
\tau   - 1 \circ  a

dy

g1 \circ  \tau   - 1 \circ  \tau  \circ  y

\left( 

= \varphi  - 1 \circ 

\underbrace{} 

f2

\varphi  \circ  f \circ  \tau  (z) dz
\tau   - 1 \circ  a

= \varphi  - 1 \circ 

\circ \tau  (y) dy

g1 \circ  \tau   - 1 \circ  y

\underbrace{} 
\left( 

= \varphi  - 1 \circ 

\right) 

g2 \circ \int \tau   - 1 \circ  y

\right) 
dy.

(7.4)

g1 \circ  y

Equation (7.4) shows the inner integral’s limits are untransformed, preserving the
transformation brought on by \tau  . The outer integral operates directly on the inner
integral without further transforming it. At the end, \tau   - 1 is applied to the limits and
\varphi  - 1 transforms the result. Hence, nested integrals in an alternative calculi may be
carried out by first transforming to f integrating as normal for each integral, then
transforming back with \varphi  - 1 and applying \tau   - 1 inside the limits. This also applies to
indefinite integrals, as they can be seen as using an arbitrary lower limit. Although
both (7.3) and (7.4) were derived using delayed5 \alpha -arithmetics, simplifying iterated
operations leads to the TOT framework, saving work. Moreover, the TOT framework
derives the correct generalized Taylor expansion whereas \alpha -arithmetics fail.
5

By delayed, we mean the preimage is transformed back at the end of the standard calculus
operation.
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Figure 7.1: Generalized Taylor series using TOT and \alpha -arithmetics.
Generalized Taylor Series While Filip and Piatecki [58] extend the Taylor series to a
Taylor product using the geometric calculus, none of the reviewed works have done
this with the bi-geometric calculus. The geometric Taylor product looks like
\biggl( 
\biggr) 
\Bigl(  \bigl( 
\bigr) \Bigr) 
\mathrm{e}\mathrm{x}\mathrm{p} Taylor Series \mathrm{l}\mathrm{n} f (x)
.
The bi-geometric Taylor product is more difficult to carry out because one
must remember the transformed preimage. Let us first show how \alpha -arithmetics
produce an incorrect answer. First, derivatives are calculated directly or using \alpha arithmetics (\varphi  for functions, \tau  for the arguments). Then each term is multiplied by
\tau  (\tau   - 1 (x)  -  \tau   - 1 (x0 ))n /n!, in accordance to the \alpha -arithmetic for the arguments.6 Since
the multiplication is between a functional of f (\cdot ) and a function of x, \alpha -arithmetics
do not define which arithmetic should be used. We will use regular arithmetic, as
this rederives the geometric Taylor product. Then all these mixed terms are summed
together. Again the \alpha -arithmetic framework is ambiguous. To rederive the geometric
Taylor product using \alpha -arithmetics, \varphi  must be used. This rederives the geometric
6

This is where \alpha -arithmetics cause problems. Notice the difference when we derive the generalized
Taylor series using TOT.
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Taylor product, but fails to produce the bi-geometric Taylor expansion:
\Bigl( 
\bigl( 
\bigr) 1
 - 1
\varphi 
\varphi  \circ  f \circ  \tau  \circ  \tau   - 1 (x0 ) + \varphi  \circ  f \S  (x0 ) \cdot  \tau   - 1 \tau  (x)  -  \tau  (x0 ) /1!
\Biggr) 
\biggl(  \Bigl( 
\Bigr) 2 \biggr) 
\S \S 
 - 1
 - 1
+\varphi  \circ  f (x0 ) \cdot  \tau  \tau  (x)  -  \tau  (x0 ) /2! + . . . .

(7.5)

A quick numerical experiment shows that this generalization fails. Figure 7.1 shows
a third order bi-geometric Taylor expansion of the gamma function about x = 3.
Clearly \alpha -arithmetics fail to generate a correct approximation.
We will derive the general Taylor expansion using the TOT framework, then
substitute in \varphi  and \tau  to derive the bi-geometric Taylor approximation. Before we
start, denote \varphi  \circ  f \S  = f \S  to indicate a generalized derivative still in transformed
space and the second transformed generalized derivative similarly \varphi  \circ  f \S \S  = f \S \S  . This
makes it easy to take higher derivatives as well as condenses our expression. The first
step is to transform using \varphi  and \tau  . Now each f \S  , f \S \S  , . . . may be calculated efficiently
due to (7.3). The third step in creating a generalized Taylor expansion is to multiply
each term by (x  -  x0 )n /n!, where n equals each term’s order. Lastly we transform
back producing the generalized Taylor expansion:
\biggl( 
\Bigl( 
\Bigr) 1
 - 1
 - 1
 - 1
 - 1
\S 
\varphi 
\varphi  \circ  f \circ  \tau  \circ  \tau  (x0 ) + f (x0 ) \cdot  \tau  (x)  -  \tau  (x0 ) /1!
\biggr) 
\Bigl( 
\Bigr) 2
 - 1
 - 1
\S \S 
+f (x0 ) \cdot  \tau  (x)  -  \tau  (x0 ) /2! + . . . .
The first term simplifies, producing:
\biggl( 
\Bigl( 
\Bigr) 1
 - 1
\varphi 
\varphi  \circ  f (x0 ) + f \S  (x0 ) \cdot  \tau   - 1 (x)  -  \tau   - 1 (x0 ) /1!
\biggr) 
\Bigl( 
\Bigr) 2
 - 1
 - 1
\S \S 
+f (x0 ) \cdot  \tau  (x)  -  \tau  (x0 ) /2! + . . . .

(7.6)

Notice the difference between (7.5) and (7.6). In the incorrect version each generalized
derivative is multiplied by \tau  (\tau   - 1 (x)  -  \tau   - 1 (x0 ))n /n!. Our TOT framework multiplies
by (\tau   - 1 (x)  -  \tau   - 1 (x0 ))n /n!. Our method amounts to taking a Taylor expansion of
a transformed function, then transforming back. Furthermore, our TOT framework
shows when the generalized Taylor series converged, namely whenever the classic
Taylor series converges for the transformed function.
To derive the bi-geometric Taylor series expansion, substitute in \varphi  = \mathrm{l}\mathrm{n} and
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\tau  = \mathrm{e}\mathrm{x}\mathrm{p} into (7.6) to produce
\left( 
\bigl( 
\bigr) 
\mathrm{e}\mathrm{x}\mathrm{p} \mathrm{l}\mathrm{n} f (x0 ) +
\Biggr) 
\bigl( 
\bigr) 1
f \prime  (x0 )
\cdot  \mathrm{l}\mathrm{n} (x)  -  \mathrm{l}\mathrm{n} (x0 ) /1!+
\mathrm{e}\mathrm{x}\mathrm{p} x0
f (x0 )
\right) 
\Biggl( 
\Biggr) 
2
2 \prime \prime 
\prime 
2 \prime 
\bigl( 
\bigr) 2
x0 f (x0 ) + x0 f (x0 ) x0 f (x0 )
\mathrm{e}\mathrm{x}\mathrm{p}
\cdot  \mathrm{l}\mathrm{n} (x)  -  \mathrm{l}\mathrm{n} (x0 ) /2! + . . . .
 - 
2
f (x0 )
f (x0 )
\Biggl( 

(7.7)
Figure 7.1 shows our TOT bi-geometric working well to approximate the gamma
function.
Figure 7.2 demonstrates three different types of first order Taylor approximations
of the gamma function about x = 3. The first order classic Taylor approximation provides a linear fit, the geometric first order Taylor product provides an exponential fit,
and the bi-geometric first order Taylor approximation fits with a power law. Further
note the bi-geometric approximation is restricted to x \geq  0 and the approximation is
non-negative. The geometric approximation is simply non-negative, and the linear fit
has no constraints. Figure 7.3 demonstrates that the third order generalized Taylor
expansions provide better local approximations.
Consider Table 7.2, again. All these calculi and more can be emulated with
traditional calculus operating within the TOT framework. The Geometric Calculus
is nothing more than transforming into a logarithmic space, applying the calculus
operation, and transforming back. Similarly, the Ana-geometric calculus operates
over a transformed input, the calculus operations are applied, and the input space
is transformed back. Thus, the TOT framework gives a method to operate over
transforms of both a function’s preimage and image.
There are a few restrictions on the transforms used in the TOT framework. If
a transform is discontinuous, derivatives may fail to exist. If a transform is noninvertible, then there may be no way to transform back. The quadratic calculus
only operates on the magnitude of the numbers; this allows the transformation to
be invertible. This trick may be used to generate an “anti-geometric calculus” by
using \varphi (z) = \mathrm{l}\mathrm{o}\mathrm{g}(| z| ) \mathrm{e}\mathrm{x}\mathrm{p}(\mathrm{a}\mathrm{r}\mathrm{g}(z)). This modification even works for complex valued
functions. Yet for this “anti-geometric calculus,” zero is an invalid input. The solution
Grossman and Katz [69] used for the geometric calculus is to constrain the domain
and for the harmonic calculi to use 1/0 = 0 since 1/x \not = 0 (zero was unused) [69].
Applications of Non-Newtonian Calculus Non-Newtonian calculus has been used to
derive optimization algorithms that perform better than traditional Newton based
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Figure 7.2: First order generalized Taylor approximations of the gamma function.
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methods for Expectation-Maximization algorithms [125]. However, Non-Newtonian
calculus goes beyond simply being useful for optimization, it is useful for the other
half of learning: modeling. The second \bigl( order approximation
using geometric calculus
\bigr) 
may produce the Gaussian curve \mathrm{e}\mathrm{x}\mathrm{p} a + b x + c x2 , when the first order term b
is zero. The nth order approximation using bi-geometric calculus produces an nth
polynomial on a log-log plot. Since there are an infinite number of Non-Newtonian
calculi, it comes down to determining which (if any) definition of differences makes
sense in the given context.
Overall Non-Newtonian calculi still assume derivatives exist, but make different
assumptions about fundamental differences. Non-Newtonian generalized Taylor
expansions produce nth order models, which are rarely polynomials. The same TOT
framework introduced here may similarly be used for generalized Padé approximates,
leading to an even richer collection of models. Similarly, as mentioned previously,
these methods may also be used to generate new optimization routines.
7.1.9

Stochastic Adaptation

Not all black-box functions are deterministic. If one suspects a function to be either
constantly deterministic or constantly stochastic, then one can test for the stochastic
nature. Assuming certain regulatory conditions, finite variance and independence,
then the law of large numbers ensures an estimate of the mean exists and converges
to the true mean. The central limit theorem ensures the estimate of the distribution
of the mean will converge to the normal distribution. In this fashion, one may naïvely
adapt algorithms meant for deterministic objective functions to stochastic objective
functions by operating on the estimated mean. The number of function evaluations
needed to adapt a deterministic algorithm to operate on a stochastic function typically
scales with the variance of the stochastic samples.
If facing a smooth random field, consider using Kriging/Gaussian-Process spatial
interpolation. By using known function values and prior covariances, Kriging predicts
function values and can even been used to generate confidence intervals. Thus,
Kriging may be used to predict a descent direction with a certain degree of confidence,
potentially saving function evaluations.
Alternatively, one may assume stochastic model parameters. This is accomplished
by replacing the model parameters with random variables, which are further parameterized.
J (x) = f (x)
with
\int 
J(\theta ) =

\bigl( 
\bigr) 
f (x) \pi  x |  \theta  dx
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whereupon one may take the derivative with respect to \theta 
\int 
\bigl( 
\bigr) \Bigr) 
\partial  \Bigl( 
\partial J(\theta )
=
f (x) \pi  x |  \theta  dx
\partial \theta 
\partial \theta 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
\int 
\pi  x |  \theta  \partial  \pi  x |  \theta 
\bigr) 
= f (x) \bigl( 
dx
\partial \theta 
\pi  x |  \theta 
This likelihood trick allows us to write
\int 
=

\bigl( 
f (x) \pi  x |  \theta 

\Bigl(  \bigl( 
\bigr) \Bigr) 
\partial 
\mathrm{l}
\mathrm{o}
\mathrm{g}
\pi 
x
| 
\theta 
\bigr) 
\partial \theta 

dx,

(7.8)

\bigl( 
\bigr) 
\bigl( 
\bigr) 
where \pi  x |  \theta  is the model parameter distribution, parameterized by \theta . \pi  x |  \theta 
may be a multivariate normal distribution where \theta  includes means and a covariance
matrix. To recover the original parameters, one uses the values of the means in \theta ,
once some measure (e.g., determinate) of the covariance matrix is sufficiently small.
When this approach is combined with the natural gradient (cf. Section 7.1.12), it
rederives the NES, CMA-ES, and CE optimization algorithms.
Adapting an algorithm to make use of a search for stochastic model parameter may
be implemented with some care. When (7.8) contains multiple parameters, one often
faces multivariate distributions. In order to take the derivative of the distribution’s
parameters, one will need to use matrix calculus. We refer the reader to Petersen
and Pedersen [129] for an introduction to matrix calculus and a few quick recipes for
multivariate distributions.
Another stochastic adaptation is to simply add noise to some preexisting algorithm. Take for example gradient descent. One can add noise to perturb the gradient.
Clearly, for linear or quadratic functions this perturbation will slow the minimization
process. So by the NFL theorems, such an algorithm must actually perform better
elsewhere. For instance, this noisy gradient descent would be capable of missing small
shallow local minima. If an algorithm is building up a model from previous function
evaluations, adding noise to the algorithm may result in peculiar behavior. If such
behavior turns a matrix singular or has similar effects, a poorly written algorithm
may crash.
Noise may also be used to replace some other costly operation, which may take
many function evaluations. Again using gradient descent as an example, one could
replace the procedure that calculates the derivative (costing function evaluations)
with a random direction. The algorithm still descends if it can. Using this approach
and assuming the function is locally quadratic, when the descent direction ceases to
provide any further improvement we know the algorithm is either at a local minima
or there exist descent directions perpendicular to the original random direction. The
algorithm may then pick a random direction orthogonal to the previous random
direction.
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Alternative Distributions For algorithms that are already stochastic in nature, one
may modify the assumed distributions. Instead of assuming parameters are normally
distributed, one can assume they take on Student-T distributions. Schaul et al. [149]
replace the Gaussian distribution in NES with the Cauchy distribution. This work
suggests that heavy tailed distributions tend to produce better optima and are more
likely to find global optima.
To employee this kind of adaptation, one may need to carry out considerable
mathematics to derive the correct algorithm. As in Schaul et al. [149], Glasmachers
et al. [63], and Wierstra et al. [185], the derivation of the algorithm requires the use
of matrix calculus. We refer the reader to Petersen and Pedersen [129] for more on
matrix calculus and specifically its chapters on multivariate distributions (for Cauchy,
Dirichlet, multinomial, Student’s T, Wishart, and inverse Wishart) and Gaussian
distributions (for mixture of Gaussians).
Instead of assuming a particular distribution, the Metropolis-Hastings algorithm
can be used to sample from an empirical distribution. For instance, if an algorithm
were to take the last few points that resulted in an improvement, the MetropolisHastings algorithm could generate similar points. This has an expected benefit when
the majority of surrounding points perform worse than the current solution, as it will
be less likely to generate a bad candidate point.
7.1.10

Multistart

Canonically, a multistart algorithm uses multiple starting points. In this sense,
multistart algorithms assume multiple local extrema. However, any hyper-parameter
may be adjusted rather. To make an algorithm multistart, one must make the
following modifications to the vanilla algorithm. First, introduce some sampling
method to generate as many start points as desired. Second, an instance of the
vanilla algorithm for each starting point. Be sure to record the best solution found
from each instance of the algorithm must be recorded. Last, once all instances of the
vanilla algorithm has stopped, find the best solution of the individual best solutions.
If implemented sequentially, multistart algorithms may perform one or more iterations at each start point, updating each point in succession. Alternatively, a multistart
algorithm may just restart from a random, unvisited point once the algorithm reaches
a standard termination condition (e.g., zero derivative). However, from a practical
standpoint, multistart does not lend itself to a sequential implementation.
The multistart modification is embarrassingly parallel, requiring synchronization
only at the end to find the best solution. Due to this low overhead, a multistart
algorithm may run as several threads on a single machine, or rather it may be
distributed across a cluster of machines. While this may sound like a silver bullet,
caution is advised. Different starting points may converge upon the same search
path or otherwise reevaluate the function with the same input, reducing the overall
speedup.
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Naturally, one may try to avoid reevaluate the function with the same input by
periodically synchronizing each instance of the algorithm. Alternatively, one may
wish to replace the least promising points with points similar to the most promising.
This leads to the next modification for encoding/optimization algorithms: population
based methods.
7.1.11

Population Based Methods

Population based methods are similar to multistart. They both use multiple starting
solutions (called individuals in population methods). Each individual is used as input
into the objective function. However, in population methods the entire population
reconvene periodically to share information from all individuals. Many population algorithms such EAs, GA, and particle swarm will reconvene every iteration. Typically,
the best individuals are used to generate the next population, which are somehow
similar to the best individuals. Thus, in population methods, a single individual is
based on the whole population’s history, whereas in multistart each individual is only
dependent on its own history.
The additional overhead of reconvening all the individuals reduces how well these
algorithms parallelize across multiple machines. To keep the overhead low, two sets
of update rules are required. The individual update rules use only the individual’s
own history, and the reconvening rules use information from the entire population to
generate the update for the individual. The individual update rules may come from
the vanilla algorithm before it is converted into a population based algorithm.
To modify an algorithm to include population dynamics one should take the
following steps. First, create a pool of candidate solutions. Then for each candidate,
possibly in parallel, evaluate the objective function. For algorithms with lower
synchronization overhead, have each individual update according to the vanilla
algorithm. After some number of iterations, have the population reconvene. Select
the most promising candidates (there are dozens of ways to do this). Generate new a
population of individuals that are somehow similar to the most promising candidates
(e.g., using GA’s crossover or adding a small random value to a solution’s parameters).
Repeat from evaluating the objective function, possibly in parallel.
7.1.12

Natural Gradient

If an algorithm already uses a gradient, it may perform better using the natural
gradient [6]. The natural gradient is best understood from the perspective of tensor
calculus. The natural gradient is an invariant, meaning it must be the same in all
coordinate systems. For this section, we will use the following notation. Allow gij to
represent the metric tensor (which can be thought of as a matrix), an object which
defines infinitesimal distance according to the coordinate system. That is d2 = u\intercal  gij u,
where d is the distance and u a displacement vector. Denote \vec{}bi as the ith basis vector
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in the coordinate system and qi as the ith coordinate variable. When one attempts
to define the gradient as
\sum  \partial f
\vec{}bi
\partial q
i
i
the result is not invariant nor is it a tensor. To fix this, we must not use the basis
vectors, but the contravariant basis vectors \vec{}bi . \vec{}bi come from the columns of the inverse
metric tensor. When combined we get:
\sum  \partial f
\vec{}bi = \partial f \vec{}bi = \partial f \vec{}bj g ij
\partial qi
\partial qi
\partial qi
i
where g ij is the inverse metric tensor. The result is a zeroth order tensor, also called
an invariant.
The inverse metric tensor is calculated by taking the matrix inverse of the metric
tensor, which is in turn calculated by taking the inner product of the Jacobian with
itself:
\partial \vec{}bi
\partial qj
gij = J \intercal  J
J=

\bigl(  \bigr) 
g ij = \mathrm{i}\mathrm{n}\mathrm{v}\mathrm{e}\mathrm{r}\mathrm{s}\mathrm{e} gij .
To use the natural gradient, one must multiply by the inverse metric tensor.
Allowing w(t + 1) to be a weight or variable value at the next iteration and \alpha (t) to
be a step size, one replaces the typical update rule
\bigl( 
\bigr) 
\partial  \mathrm{f} w (t)
w(t + 1) = w(t)  -  \alpha (t)
\partial w(t)
with the version where distance has been corrected
w(t
\vec{} + 1) = w(t)
\vec{}  -  \alpha (t)g ij \nabla  \mathrm{f} .
When working with probability spaces, the natural gradient uses the Fisher
information matrix. Specifically, the metric tensor of log probabilities is the Fisher
information matrix [5]. The multivariate normal distribution’s Fisher information
matrix has an analytic expression derived in Mardia and Marshall [110].7 This makes
using the natural gradient easy for multivariate normal distributions. The Fisher
information matrix from other multivariate distributions may derived analytically
by applying the rules of matrix calculus [129]to the equations for the multivariate
distributions. See Section 7.1.9 for where the natural gradient made be applied in
stochastic algorithms.
7

The analytic expression can also be found on Wikipedia [188]
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7.1.13

Momentum

Although we discussed momentum in the case of dynamic step sizes (cf. Section 7.1.5),
it is useful outside of gradient based methods. One may choose to apply momentum to
another method such as SA. This biases the search in directions that have historically
improved the objective function. It may also be used to help escape from shallow
minima.
To implement momentum outside of gradient descent, an algorithm should have
a concept of its current position. Then the algorithm should track the direction
of each candidate solution (this may have random influences as in the case of SA).
If this direction improves the objective function, then it should be added to the
current momentum vector. If the direction worsens the objective function, it should
be subtracted from the current momentum vector. For a minimization algorithm,
it may make sense to subtract the search direction multiplied by the change in the
objective function. The algorithm may use some sort of momentum decay to prevent
it from building too high.
7.1.14

Self Tuning Parameters

Battiti et al. [14]proposed several “reactive search” methods. They discuss intelligently
selecting neighborhoods, escaping local optima, modifying the objective function,
learning a simplified model of the objective function, regularization, feature selection,
restart strategies, algorithm portfolios (run many at once), interactive solvers (hybrid
algorithms), and others. Each of these techniques in themselves are not reactive (self
tuning). However, each of these techniques have hyper-parameters, which in turn
may be learned. The generic idea is to refine an algorithm’s hyper-parameters as
further function evaluations are accrued. For example, performing gradient descent
on a gradient descent’s learning rate, as discussed in Section 7.1.5, can be seen as a
form of self-tuning.
There are many ways to create self tuning algorithms. The most generic approach
is to optimize over the hyper-parameters while optimizing over the current objective
function. If a new configuration of hyper-parameters results in larger objective
function improvements, then that configuration is to be preferred. Obviously this
process becomes more complex the more issues the algorithm considers. If the
objective function is noisy or changing, the algorithm needs some level of confidence
that the hyper-parameter selection is responsible for the increased progress over the
objective function. However, other self tuning approaches exist too. One may choose
to introduce a mechanism to learn whether the algorithm appears stuck in a basin of
attraction and invoke an escape strategy until it appears free of that basin.
Self tuning algorithms are not a panacea, but neither are they worthless. Without
using multiple problems all from a related problem distribution, the NFL theorems
hold. This means that any self tuning algorithm must be fooled by some problems.
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However, this also means that there must be problems where self-tuning algorithms
perform better. Thus, even though self tuning algorithms are subject to the NFL
theorems, they are still worth investigating.
7.1.15

Accruing and Reusing Information

Accruing and reusing information is both a blessing and a curse. Many of the simplest
algorithms do not build up information from function evaluations; canonical SA
annealing ignores previous function evaluations. Several other algorithms build up an
internal approximate model, or surrogate, of the objective function. A general rule
of thumb is if the particular information, being accrued and used, remains relatively
constant across the entire objective function then this adaptation might be worth
investigating.
There are several methods to build up information and use it. The first approach
is to use a surrogate model. Another approach is to use some sort of self-tuning
algorithm.
7.1.16

Fitness Shaping

Fitness shaping is a nonlinear, commonly monotonically increasing, transformation
of the objective function. This transformation may provide or preserve certain
desirable properties. Wierstra et al. [185] found that a ranking-based worked well
in combination with the CMA-ES algorithm. A ranking-based shaping function
preserves descent/ascent directions, but ignores the magnitude of the change. In the
case of CMA-ES, which stochastically samples to estimate the gradient, operating
on the rankings prevents extreme values from distorting the gradient [185].Therefore,
ranking-based shaping functions may be of interest to any algorithm using a gradient.
To implement a ranking-based shaping function, one must first perform all the
function evaluations as normal. Then sort the values, using their sorted index for the
subsequent step. Optionally, to preserve the sign of changes (increasing or decreasing),
subtract the index corresponding to the current position; anything lower than the
function evaluation at the current position will be negative and anything greater will
be positive. Note, that this has no effect when calculating the derivative, as the
current position gets subtracted away anyways. However, it may be useful in some
other algorithms.
Other algorithms such as SA may benefit from fitness shaping to allow the
algorithm to escape from local minima. One may consider the shaping function
g(f (x), f0 ) = 1  -  \mathrm{e}\mathrm{x}\mathrm{p}( - \gamma (f (x)  -  f0 )) [182]. Here f (x) is the function evaluated
at x, f0 is the current minimum found so far, and \gamma  is the strength of this effect.
This preserves the location of minima while flattening hills, allowing SA to escape
from suboptimal local minima. However, this shaping function does not interact
well with the momentum modification (cf. Ch:Adaptations:Encoding:Momentum).
This is however trivially fixed. Taking the derivative with respect to x gives,
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\gamma  \mathrm{e}\mathrm{x}\mathrm{p}( - \gamma (f (x)  -  f0 ))df (x)/dx. When f (x) \approx  f0 then \mathrm{e}\mathrm{x}\mathrm{p}( - \gamma (f (x)  -  f0 )) \approx  1,
implying the derivative is approximately \gamma df (x)/dx. Concordantly, to recover a
locally correct derivative around the best minimum found, the shaping functions
becomes 1  -  \mathrm{e}\mathrm{x}\mathrm{p}( - \gamma (f (x)  -  f0 ))/\gamma .
The shaping functions for SA are more easily implemented than the ranking-based
shaping function. Since the shaping function only depends on the best solution found
so far, the algorithm avoids sorting function evaluations. This means that g(f (x), f0 )
can directly replace all calls to f (x) in the algorithm.
7.1.17

Branching Decisions (Trees)

One key part of the encoding algorithm for decision trees is to test whether branching
on a particular property is ideal. All branching decision rules are based on some
estimate of how useful a branch is. For example a branch may be considered if it
results in large a decrease in: entropy, cross-validation error, training error, Gini
index, or variance.
The information gain and information gain ratio are commonly used, but exhibit
problems. These reflect the reduction in expected entropy (cf. Section 3.1.6 for
a review on information theory). These measures may be calculated using all
values of an attribute or all branches over the attribute.8 Some sources avoid this
distinction [145, chap. 18.3]. We feel it is more appropriate to consider the branches
rather than the values. So we introduce a variation where the information gain of a
branch is evaluated:
\sum 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
IG(D, a) = HY (D)  - 
P d \in  D |  dx = v HY d \in  D |  dx = v
v\in branches(a)

approximating P (d \in  D| dx = v) as | d \in  D |  dx = v| /| D| 
\bigm| \bigl( 
\bigr) \bigm| \bigm| 
\bigm| 
\bigm|  d \in  D |  dx = v \bigm| 
\sum 
\bigl( 
\bigr) 
HY d \in  D |  dx = v ,
= HY (D)  - 
| D| 

(7.9)

v\in branches(a)

where D is the set of input-output data, a is an attribute (part of the input data)
to branch over, v is one specific possible branch, and HY is the entropy function
taken only over the output data. The rather complicated looking (d \in  D |  dx = v)
is the subset of data whose attributes match branch v. Information gain effectively
measures the amount of randomness removed by branching on the attribute. This is
fine if the only trees considered are binary decision tree. Otherwise, we must correct
for the number of branches used.
8
The wikipedia entry calculates over all values: http://en.wikipedia.org/wiki/Information\]
gain\]ratio.
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The information gain ratio is simply (7.9) divided by the “entropy” of the split, to
account for the number of | branches(a)| :
\sum  \bigl( 
\bigr) 
\bigl( 
\bigr) 
HY (D)  - 
P d \in  D |  dx = v HY d \in  D |  dx = v
IGratio (D, a) =

v\in branches(a)

 - 

\sum 

\bigl( 
\bigr) 
\bigl( 
\bigr) 
P d \in  D |  dx = v \mathrm{l}\mathrm{o}\mathrm{g} P d \in  D |  dx = v

,

(7.10)

v\in branches(a)

where one may approximate P (d \in  D| dx = v) as | d \in  D |  dx = v| /| D| . Equation 7.10
is normalized by the entropy of the ratio of the data going into each branch. The
normalizing term tends to grow the more splits are made. As the normalizing term
grows, it hence penalizes branching rules which divide the data evenly. To avoid
this last behavior while retaining a similar branching penalty, we introduce a variant
which we simply call the normalized information gain.
Our normalized information gain is (7.9) divided by the information (logarithm)
of the number of splits:
\sum  \bigl( 
\bigr) 
\bigl( 
\bigr) 
HY (D)  - 
P d \in  D |  dx = v HY d \in  D |  dx = v
IGnormalized (D, a) =

v\in branches(a)

\Bigl( \bigm| 
\bigm| \Bigr) 
\mathrm{l}\mathrm{o}\mathrm{g} \bigm| branches(a)\bigm| 

. (7.11)

For example, if a single node in the decision tree produces eight branches, it is
considered three times worse than a binary branch. Equation 7.11 will produce the
same penalty for a 2n way split as n levels of binary splits. As always, we must
suggest that both (7.11) and (7.10) be investigated.
Instead of using information gain or normalized information gain, Kohavi [96] uses
significant decreases in cross-validation error as the rule for creating branches for a
naïve Bayes decision trees. This requires “completing” the tree with some sort of
final model, such as a naïve Bayesian classifier. These Naïve Bayesian classifiers
are trained on the training data that makes it down the branch and the crossvalidation error is reported. Depending on computational abilities this may be done
by immediately building the classifiers immediately or include some level of recursion
to allow additional branches to be explored first. In this way, the cross-validation
method estimates how well the entire tree performs given the branch.
Hastie et al. [75, chap 9.2.3] mention a similar branching rule: misclassification
error. The misclassification error is given as the complement of the probability of
the most dominate class. Then the misclassification error is 1  -  \mathrm{m}\mathrm{a}\mathrm{x}\{ p\^i \} i . This is
similar to the cross-validation error technique used in Kohavi [96]. The two primary
differences are that this model assumes a simple decision rule based on the most
common class and avoids cross-validating. As always, it is a good idea to weight the
misclassification error by the number of samples in the corresponding branch.

151

Another branching alternative is to use the improvement of the Gini index (Gini
impurity) [75, chap. 9.2.3]. Denote p\^i to be the estimated probability of outcome i
with k different outcomes, then:
Gini Index =

k
\sum 

p\^i (1  -  p\^i )

(7.12)

i=1

Improvements in the Gini index are used in classification and regression trees (CART).
By inspection we can see the Gini index approaches zero as all the examples fall into
a single outcome. Again, just as in information gain, each branch should be weighted
by the ratio of samples that fall into it.
Other methods of measuring the goodness of a split are not reviewed in detail, but
we still list them. CARTs and other similar trees dealing with continuous data may
also work to minimize the variance of the data given a branch. Another idea used
in the C5.0 algorithm is to forgo the tree structure once the tree has been trained;
simplifying the conditions of each terminal node to produce simpler rules [75, chap.
9.2.4]. Just as important as growing decision trees is also the pruning of graph/tree
structures, which we discuss next.
7.1.18

Tree and Graph Pruning

When working with ANN or decision trees the resulting network may be overly
complex. This tends to produce models with poor generalization. Fortunately many
methods simplify networks once they have been built. We cover four methods in this
section: optimal brain damage, \chi 2 pruning, cost complexity pruning, reduce error
pruning, post-rule pruning.
Optimal brain damage, and the optimal brain surgeon revision, remove connections from an ANN that have little effect on the output. Cun et al. [40] introduced
optimal brain damage and Hassibi and Stork [74] introduced optimal brain surgeon.
These methods calculate the saliency of each synapse, removing those synapses with
a saliency much smaller than the error. The saliency is a measure of the change to the
network from removing a connection: wi2 /(2 [\BbbH  - 1 ]i,i ), where wi is a synaptic weight
and \BbbH  is the Hessian [76, chap. 4.15]. Then all synaptic weights are updated in a way
to reduce the effects of removing the connection (using \BbbH ). The difference between
the optimal brain surgeon and optimal brain damage methods is that optimal brain
damage approximates \BbbH  as diagonal, resulting in suboptimal corrections once the
connection has been removed. This process is repeated until deleting connections
significantly increases the error.
The \chi 2 pruning technique performs a statistical test to determine whether a branch
changes the data distribution. The null hypothesis is that the branch is irrelevant.
Assuming a branch is irrelevant, one can estimate the expected number of positive
and negative samples. This is compared against the actual number of positive and
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negative samples in each branch. The total variance is calculated. Under the null
hypothesis the total variance follows the \chi 2 distribution [145, chap. 18.3.5]. If the
statistic is sufficiently large, then the branch should be kept.
Reduced error pruning is straightforward and simple. Recursively replace leaves
with the most common classification. Validate the pruning with a validation data
set. Prune the node that improved validation accuracy the most. Repeat until
validation accuracy stops improving. Unlike the other methods mentioned in this
section, reduced error pruning requires a validation data set.
Cost complexity pruning balances a trade-off between the number leaves and
average error reduced by each leaf. The idea is to calculate the mean squared error
(MSE) of the predictions and the average output from a subtree. This MSE reduction,
by having the leafs of the subtree, is scaled by the number of samples. One then
optimizes the sum of the scaled MSE reduction and the number of leaves. A tuning
parameter allows one to trade-off between tree complexity and training error [75,
chap. 9.2].
Post-rule pruning is the technique used in the C5.0 algorithm. After the tree is
trained, the conditions to reach each leaf node are simplified, possibly breaking the
tree structure. This may produce fewer and simpler rules [75, chap. 9.2.4].

7.2

Meta-Model Adaptations

The meta-model describes the set of concepts (hypotheses of how the input maps
to the output). This section opens with a brief discussion of how to create entirely
new “flavors” of meta-models, which one may be forced to do when no existing metamodel seems to work. After that we move on to suggest replacing distance and
similarity metrics in meta-models (e.g., k-nearest neighbors), hybrid models, ensemble
methods, constraints, alternative shapes/models, non-Newtonian models, making a
model stochastic, replacing stochastic distributions, regularization techniques, and
reducing from regression to classification.
7.2.1

Creation of Novel Meta-Models

There are a few methods for creating new “flavors” of meta-models. One method is to
work backwards from how to make predictions. This may be, but not limited to: an
equation, a lookup table, a decision tree, the firing of neurons, a finite state transducer,
animal entrails, or any combination thereof. The predictions should at least be
statistically reproducible, otherwise the model is scientifically useless. This would
probably rule out prediction methods such as extispicy.9 Once the method/model
for making predictions has been determined, the meta-model is the collection of all
such models. Alternatively, one may wish to look to nature, history, or society to see
how they operate. Any “intelligent” system may be used. ANNs are an example of a
9

Extispicy, the making predictions from animal entrails, was used in ancient Rome.

153

nature inspired meta-model. However, one may wish to abstract how plants respond
to their environment or how a government makes decisions.
We will demonstrate the creation of a new meta-model “flavor” based on the
intelligence of plants. Since the purpose of this dissertation is machine learning, we
refer the reader to documentaries on plant behavior.10 One possible abstraction are
chains of pseudo-chemical reactions. In this abstraction the inputs are chemicals (e.g.,
bug saliva, heat breaking down other chemicals, etc.) which trigger a chain reaction of
chemical reactions (the processing) to release another chemical which produces some
effect (the output). Each model is a specific set of chemicals and their interactions.
The meta-model could be seen as the chemicals and their interactions.
7.2.2

Replacing Similarity Metrics

When a meta-model uses distance or a similarity metric, changing the metric will
generally change the predictions made by the models. K-nearest neighbors is one such
meta-model that uses a distance metric. Please refer back to Table 7.1 in Section 7.1.1
for a list of distance and similarity metrics.
Of particular interest is the cross-entropy measure and log-likelihood cost functions
for ANNs. It is now common knowledge in the machine learning community that
for ANN, the quadratic loss function can experience a learning slow down when
neurons are near saturation. Fortunately, certain lost functions can perfectly cancel
out saturation from the output layer. The cross-entropy loss function and loglikelihood loss function perfectly cancel saturation effects occurring in the output
layer of ANN using an activation function of (1 + \mathrm{e}\mathrm{x}\mathrm{p}( - z)) and exponential softmax
respectively [119, chap. 3].
7.2.3

Hybrid Models

Just as in hybrid encoding algorithms, hybrid meta-models use two or more existing
models to make a new model. Abstractly, one might take the structure from one
meta-model and use the computational components from another model.
We provide several examples that we have never seen. Take a tree structure but
replace each node an ANN. The leaves are trained on the data that makes it to them
and the branches are trained to direct data to whichever leaf would perform better.
One nïave training algorithm would be to iteratively train each ANN with some
variant of the back propagation algorithm. Alternatively one may want to “invert”
that meta-model and use an ANN structure, but replace the neurons with decision
trees.
10

At the time of this writing the documentary ``Mind of Plants'' can be found at https://www.
youtube.com/watch?v=W2zyOpv\]SHo and PBS's ``What Plants Talk About'' at http://www.pbs.
org/wnet/nature/what-plants-talk-about-video-full-episode/8243/.
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Ensemble Methods Ensemble learning uses multiple meta-models, training them all
on the data or subsets of the data, and combines their answers to produce a new
answer. For reviews of these methods see Maclin and Opitz [109], Russell and Norvig
[145, chap. 18.10], and Hastie et al. [see 75, chaps. 8.7, 10, 15, 16]. A few techniques
include bagging, using a weighted average of trained models, random forests, boosting,
stacked generalization, stacked regression, voting. We will review only a few of these.
Wolpert [191] discusses the idea of stacked generalization. The primary idea is
create one or more generalizers (learned models) on one partition of the training data,
observing the behavior on another partition, and correcting for biases in these learners.
Stacked generalization is related to cross-validation and bootstrapping, except that it
is not a winner-takes-all strategy [191]. Stacked generalization has layers of learners.
The “level 0 space” operates on the raw inputs to produce outputs that become the
inputs for “level 1 space,” and so on.
How the layers communicate, what they answer, and how it is all used to produce
a final answer is a “black art” [191]. How the answers from each layer are combined
depends on the higher layers. What each layer is trained to do may differ. The level
zero layer may be trained to answer a sub-question related to the final question. In
this way, each layer is building up higher level knowledge. Alternatively the level zero
layer may consist of multiple generalizers and the next layer is to decide which one, or
weighted combination of, produces the lowest error. Yet another approach is to train
the bottom layer to minimize error and all higher layers to correct for errors. This
kind of stacked generalization is similar to the boosting described in Freund et al.
[59].
Ensemble methods also work as a form of regularization (cf. Section 7.2.8). A
common theory behind ensemble predictions is that the if all the errors between
models are independent, then they will cancel out. According to this theory,
individual models should be overtrained as long as each model overfits in its own
way.
7.2.4

Constraints

According to VC-Theory (cf. Section 3.1.5), limiting the VC-dimension (or more
exactly VC-entropy) produces better generalization results. Applying constants to
meta-models reduce the number of unexpected fluctuations in the trained model.
Furthermore, if the constraints are made in such a way to make the problem convex,
then non-black-box solvers may be applied to efficiently encode the data into a model.
7.2.5

Replacing the Assumed Shape/Model

One quick way to modify a meta-model is to replace some assumed shape or model
with another. We will discuss four such sources of shapes/models to consider. The
cumulative distribution functions and probability density functions of distributions
may be used to replace a wide variety of models. Polynomials are another generic
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method to replace models/shapes. Generalizing polynomials are rational functions.
Generalizing both polynomials and rational functions are non-Newtonian models.
Functions describing stochastic distributions may be used in a wide variety of
replacements. A negative definite quadratic expressions represent downward highdimensional parabolas. Rather than using the parabolic shape, the probability
density function (PDF) from several stochastic distributions may be used instead.
In the realm of optimization, Minka [113] used Cauchy as a replacement for the
quadratic form associated with Newton’s method. Any unimodal PDF may serve
as a replacement for quadratic shapes. Consider the activation function commonly
used in ANN: (1 + \mathrm{e}\mathrm{x}\mathrm{p}( - x)) - 1 . This is a sigmoid curve. Many cumulative density
functions (CDFs) also have sigmoid curves. The arctangent function is the Cauchy
distribution’s CDF scaled and shifted. The Gaussian CDF, while not very efficient
to compute, may also be used as a replacement for the activation functions in ANNs.
When a meta-model use overly complicated shapes, sometimes polynomials are
a suitable replacement. Polynomials are general, easy to work with, and efficient to
compute. However, polynomials are often overlooked due to ringing \bigl( artifacts
and the
\bigr) 
n+d
large number of coefficients to learn. The number of coefficients is d , where n is
the number of dimensions and d is the degree.11 These artifacts can be overcome by
reducing the degrees of freedom available to the polynomial, where the lost degrees
of freedom are used to reduce ringing or enforce other structure (e.g., symmetry).
Rational functions generalize polynomials and offer even greater modeling capabilities. Real roots in the denominator model singularities. Complex roots in the
denominator allow the rational function to model local disturbances in data with
reduced ringing in the rest of the function. The leading terms of the rational function
also specify how the model’s asymptotic behavior. Yet rational functions have several
drawbacks. They share a problem with polynomials, having too many degrees of
freedom unless constrained. Also without proper constraints, a rational function may
develop unwanted singularities.
Sometimes a transformed space produces more natural models. When building
these models with the tools from calculus, one arrives at non-Newtonian Taylor series
and Padé approximants. These produce polynomials and rational functions in a
transformed space that may be more natural. The following section discusses these
in more detail.
7.2.6

Non-Newtonian Models

Please refer back to Section 7.1.8 during this section as needed. Non-Newtonian
models sometimes makes sense to use. Non-Newtonian models follow from NonNewtonian calculi. By using the transform, operate, and transform back (TOT)
framework, approximations such as interpolation, Taylor series, Padé approximant,
11

This is common knowledge and follows from the stars and bars theorems from combinatorics.
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and generalized Fourier series can be generalized to operate in over non-additive
calculus. For the derivation of the Non-Newtonian Taylor series see Section 7.1.8.
The resulting expressions from the generalized approximations may be used as the
basis for any meta-model requiring some sort of expression.
Here are a few rules of thumb for non-Newtonian models. If a meta-model
is primarily concerned with learning probabilities, non-parametric distributions, or
anything else where the multiplication is the primary operation, then the geometric
calculi may be of interest. If working in a domain where the squares are additive, as
is common the case when estimating the variance of a sum of independent random
variables, then the quadratic calculi may produce meaningful models.
7.2.7

Stochastic Adaptation

Before discussing stochastic meta-model adaptations, we ask the reader to consider
two similar methods for processing data. In the first method, inputs are combined
using a weighted sum. The second method combines all inputs probabilistically; each
input is added to the sum if a random number is greater than the weight. Do these
two method’s output average to the same value? If the entire process is linear, then
the average output will be the same. However, the answer is generally no, in the
nonlinear case.
We will demonstrate this with two simple examples. In the first example we will
be taking the minimum of two intermediate values. These intermediate values come
from either a deterministic or stochastic function on two inputs. Consider two positive
inputs, a and b, and one weight 0 \leq  w \leq  1. The deterministic function weights the
inputs by w. The stochastic function passes the values through with probability w:
A = a with probability w and 0 with probability 1  -  w. Allow B to be similarly
defined. Then for the given output functions the expected value is:
Deterministic Stochastic
Output
\mathrm{m}\mathrm{i}\mathrm{n}(w a, w b) \mathrm{m}\mathrm{i}\mathrm{n}(A, B)
Expected Value w \mathrm{m}\mathrm{i}\mathrm{n}(a, b) w2 \mathrm{m}\mathrm{i}\mathrm{n}(a, b)
Assuming A and B are independent, P (\mathrm{m}\mathrm{i}\mathrm{n}(A, B) = 0) = 1  -  w2 and P (\mathrm{m}\mathrm{i}\mathrm{n}(A, B) =
\mathrm{m}\mathrm{i}\mathrm{n}(a, b)) = w2 .
Consider the following alternative example as well. A fixed value of 1.52 = 2.25.
Let X be a\bigl[  random
variable where P (X = 1) = 0.5 and P (X = 2) = 0.5 ergo \mathrm{E} [X] =
\bigr] 
2
1.5, but \mathrm{E} X = 2.5. By and large, the behavior, the output, and the expected value
of the output are different between deterministic and stochastic systems.
Stochastic models have a justifiable alternative behavior. Consider stochastic
binary values in place of real-valued numbers in [0, 1], such as the outputs of individual
units in ANN and Bayesian networks. The binary value takes on a 1.0 with the
probability of the real-valued number and a value of 0.0 otherwise. Hinton [77] has
the following to say about using stochastic binary states in RBMs:
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It is very important to make these hidden states binary, rather than
using the probabilities themselves. If the probabilities are used, each
hidden unit can communicate a real-value to the visible units during the
reconstruction. This seriously violates the information bottleneck created
by the fact that a hidden unit can convey at most one bit (on average).
This information bottleneck acts as a strong regularizer.
Immediately one can see the behavior is different and Hinton defends this behavior.
However, this alternative behavior also makes training the model more difficult.
Generating unbiased samples of intermediate elements’ posterior probabilities
(used to train those probabilities) is problematic due to a phenomenon known as
“explaining away” [78]; given an unlikely event happened and two possible causes (also
unlikely), the unlikely event is most likely explained by exactly one cause, explaining
away the other cause. This induces a negative correlation between the output of
intermediate elements. This complicates directly maximizing the likelihood of desired
outcomes. One trick is to maximize a lower bound on the log likelihood [78, 164].
Once a stochastic model has been trained, it is straightforward how to generate
a prediction from the model. Stochastic models tend to produce noisy predictions.
This is only rarely a desired characteristic. The stochastic model’s prediction may
be wrong by chance or because the model is poor. When a less noisy prediction is
needed the model is run multiple times to estimate an “average” output. Several cases
need to be considered:
\bullet  If the output is continuous, then enough samples are taken until the standard
error of the average is small enough for the user (assuming the law of large
numbers).
\bullet  If the output is ordinal (integer), the average output may be “rounded” to
recover an ordinal number. Special care may be needed, as minimum/maximum
numbers only have a range of 0.5 which rounds to their values, but intermediate
values have a range of 1.0.
\bullet  If the output is binary (a special case of ordinal), then the average output may
be “rounded.”
\bullet  If the output is discrete but not ordinal (categorical), then the most common
output may be used.
Confidence intervals may be used to provide probabilistic guarantees on the aggregated output. In the case of continuous output, the confidence interval can estimate
the probability the average output is within a certain range. In the case of ordinal
numbers, the confidence of the interval which first causes a different “rounding” may
be used to judge whether more stochastic samples are needed. Confidence intervals
on the categorical data may also be used, but it is more involving.
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In order to determine the confidence of the aggregated output on categorical data,
we must model the output and its parameters. In the case of k dimensional categorical
data, the output distribution may
\sum  be modeled using the categorical distribution with
the parameters pi , subject to ki pi = 1. Assuming a uniform prior, each pi may be
estimated as the average of Bernoulli random variables (i.e., whether the outcome was
the ith outcome). Provided enough samples, each pi will be approximately normally
distributed, according to the central limit theorem.12 Thus, a standard T-test may be
used to determine the probability some pi > pj , \forall j \not = i. If we assume pi is independent
of pj , \forall j \not = i (not true, as seen in the degenerate case where there
\prod  are only two
outcomes), then the probability pi is the most likely outcome is j\not =i 1  -  (1  -  Tij )
where Tij is the significance of the T-test determining whether pi > pj .
Alternative Distributions One may always try replacing the distributions used to drive
a stochastic model. A model might add Gaussian white noise to part of its processing.
Heavy tailed distributions, such as the Student T distribution, may have interesting
effects from an increased number of outliers. A uniform distribution would produce
fewer outliers. Skewed distributions introduce asymmetries. Whether asymmetries
are useful is problem dependent.
When working with binary randomness, as in the case of stochastic neural
networks, a uniform distribution is commonly compared against a probability to
determine if an action happens. Changing the uniform distribution directly may
have opaque consequences. However, the effects can be transparent when modifying
a uniform random variable by using a function of it. When a stochastic model is
performing a test, p > u where p is a probability and u comes from a uniform
distribution, it is clearer
\surd  what is happening when using functions of u or p. The
2
test, p > u \equiv  p > u , actually tests against a triangular distribution, but we
see this is nothing more than squaring the probability of the action. Alternatively,
\surd 
p\surd  > u \equiv  p > u2 tests against a distribution with the cumulative density function
of u , 0 \leq  u \leq  1. Again, it is more straightforward to see how this modifies p.
7.2.8

Regularization

Often times in machine learning, the meta-model presents multiple models that
minimize training error. This means that the encoding algorithm faces an ill-posed
optimization problem. To provide a unique solution, the objective function must be
modified. Regularization usually introduces additional objectives. Common forms of
regularization include:
\sum 
\bullet  minimizing the sum of the square of the decision variables, i wi2 ,
\sum 
\bullet  minimizing the sum of the absolute value of the decision variables, i | wi | ,
12

Small sums of independent Bernoulli random variables are distributed according to the Binomial
distribution. The Binomial distribution may be used to generate a test instead of the T-test.
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\bullet  minimizing the number of non-zero decision variable,
\sum 
\bullet  minimizing  -  i \mathrm{l}\mathrm{o}\mathrm{g}(1 + wi2 ),

\sum 

i

wi0 ,

\bullet  imposing prior probabilities on the decision variables,
\bullet  training using “soft targets” and “hard targets” Hinton et al. [79],
\bullet  randomly “dropout” neurons (or other element) for each training sample [160],
\bullet  using an ensemble of models, and
\bullet  replacing real-valued outputs with stochastic binary values.
The first four items in the above list are all closely related. These four can be
seen as the logarithm of standard/central probability distributions. The first item
corresponds to the log of the Gaussian distribution and the second item corresponds
to the Laplace distribution. The third item corresponds to an almost surely constant
(degenerate) probability distribution with \%100 probability of the value zero; this one
is better known as the Bayesian or Akaike information criterion [3]. Olshausen and
Field [122] uses the logarithm of the Cauchy distribution to exploit image sparseness,
leading to the fourth item. One may choose to be creative and use a generalized
normal distribution or a generalized hyperbolic distribution.
The fifth item in the list follows from the work of Tipping [167]. He replaced the
regularization of SVMs by using prior probabilities over the decision variables and
solving for the prior distributions’ hyper-parameters. This is similar to the adaptation
of (7.8) in Section 7.1.9. The primary difference is that Tipping [167] uses a full
Bayesian approach to maximize the probability of the data given the model, whereas
(7.8) is used to minimize the expected error. While Michael Tipping improved
the learning performance over his sample problems, it also required switching from
optimizing an objective directly to using an EM-like algorithm. The problem is
exacerbated when calculating P (d| \alpha , \sigma ), the probability of the data given the hyperparameters; certain probability distributions exclude closed form expressions for
P (d| \alpha , \sigma ). Tipping and Faul [169] provide a fast sequential learning method for
solving these kinds of problems. The faster method is still 10 to 15 times slower than
traditional regularization techniques like that in SVMs [169].
Hinton et al. [79] discuss the sixth item, sometimes called dark knowledge. Dark
knowledge refers to the often overlooked probabilities. Consider three classes where
one is the obvious winner. Even though a runner-up may have a small probability, it
could be a thousand times more likely than the third class. It preserves the ranking of
outcomes while emphasizing the runner-up solutions. It does this by training against
“soft targets” and “hard targets.” “Soft targets” are the softmax of the outputs from
giant well-trained DBN. It is this “softness” that emphasizes the rankings of outcomes.
“Hard targets” use a stricter softmax function (i.e., a lower temperature) to make the
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model more discriminative (and provides a steeper gradient). The primary purpose of
this technique was to train a simpler model to reproduce a more complex model [79].
The seventh item generalizes the idea presented in Srivastava et al. [160]. Srivastava et al. [160] randomly “dropout” neurons from an ANN for each training sample, to
train many different architectures in parallel. Still only a single network is trained, but
some neurons are ignored at random. If there were H neurons in a layer, removing half
of them at random produces 2H possible architectures all sharing the same weights.
Then during testing, they use all neurons, but reduce their outgoing signal strength
in half. This produces an average of 2H dependent models. Srivastava et al. [160]
state that the dropout technique makes each neuron more independent and robust
by encouraging each unit to create its own useful features. We posit using a similar
technique for other meta-models beside ANN. Any intermediate processing units can
be stochastically ignored. Perhaps randomly “dropping out” branches of a decision
tree can lead to a similar robustness.
The last two items we have previously explored. Similar to the seventh item,
the eighth item also combines several models. Unlike the previous technique which
averages over many dependent models, ensemble techniques typically use maximally
different and independent models, so that their errors cancel out. Please refer back
to Section 7.2.3 for more on ensemble techniques. Replacing deterministic real-values
with stochastic binary values is an information theoretic regularizer, ensuring that no
more than one bit is transmitted on average. See Section 7.2.7 for more information
on this.
7.2.9

Reducing from Regression to Classification

A recent discovery shows that regression of linear models using elastic nets may be
reduced to using a linear SVM [198]. Elastic nets minimize an objective function of
the form: error2 +\lambda 1 \| w\| 1 +\lambda 2 \| w\| 2 . Here w are the weights, \lambda 1 decides the importance
of the L1 norm, \lambda 2 decides the importance of the L2 norm. The trick is to create a
dual data set where the inputs, X, are transformed to X \prime  = X \pm  y/t. Here y is the
target value and t is a constraint on the L1 norm. Let y \prime  = \pm 1, aligning with the same
plus-minus sign in X \prime  . Then solve the primal or dual SVM problem using (X \prime  , y \prime  )
with a box constraint (penalty associated with non-separable data) equal to 1/(2\lambda 2 ).
Lastly normalize by the L1 norm of support vector \alpha  values. We conjecture that as
long as the squared error is minimized, the kernel trick can be used to get similar
results for nonlinear model regression.
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Chapter 8

ATSD+ML Reinterpreted as Regularized ML
Interpreting ATSD+ML for supervised learning as regularized ML allows us to fit
ATSD+ML into existing learning theories. In regularization theory, usually the
objective function is composed of at least two terms. One term is dedicated to
the error and one or more terms are dedicated to a measure of complexity (e.g., L1
norm of weights).1 Recall (5.5) and (5.6)–(5.9). The ATSD term can be considered
a form of regularization, introducing additional information to avoid overfitting the
ML component.
Regularization is already commonly used in traditional machine learning. Hinton
et al. [79] use “soft targets,” the softmax of the outputs from giant well-trained DBN
as a strong regularizer for simpler models. [160] randomly “dropout” neurons from an
ANN for each training sample, to train many different architectures in parallel. At
test time, they use all neurons, but reduce their outgoing signal strength. Yet another
form of regularization is to use to an ensemble of models. A common theory behind
ensemble predictions is that the if all the errors between models are independent,
then they will cancel out. These techniques all work well for training a meta-model
with better predictive accuracy, but none of these techniques consider the problem
of preferring one training algorithm or meta-model (ANN, SVM, decision trees, etc.)
over another. If a fast and efficient model is required, then ATSD+ML provides
regularized ML to help accomplish this.
We consider two theories that have had a profound impact on machine learning:
the PAC framework and VC-theory. We show ATSD+ML is compatible with the
PAC framework, but the PAC framework provides little additional insight as to how
ATSD+ML ought to be used. Namely, it states that to use ATSD+ML one should
fix the acceptable level of error and use meta-optimization to improve the probability
of that small error. VC-Theory suggests what the sacrificial data ought to be.

8.1

A version of Probability Approximately Correct

In this section we will show how ATSD is justified on the grounds of PAC learning.
The PAC framework is about learning the underlying function approximately with
some probability of failing to learn. Recall the equations for the meaning of PAC
(1.2),
P (error \leq  \epsilon ) = \delta ,
1

Elastic net regularization is an example of a regularization technique using three terms.
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and the split NFL equation (5.1),
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P dym | f, m, a = P dym | f, m, a + P dym | f, m, a + P dym | f, m, a .
f \in \scrF 

f \in \scrF +

f \in \scrF 0

f \in \scrF  - 

The split NFL equations lead to a PAC-like equation. Since the above equation states
that dym is independent of a, so are functions of dym that do not directly introduce a
dependence on a. Assuming we are training a model, we can calculate the error
between the output and our model. This error is only dependent on our model,
dym , m, and \scrF . Unless our model inspects the function or function space at some
fundamental level (e.g., symbolically or using information from partial solutions), the
error function is independent of the algorithm. This means
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P error(dym )| f, m, a =
P error(dym )| f, m, a +
f \in \scrF 

f \in \scrF +

\sum 

\bigl( 
\bigr) 
P error(dym )| f, m, a +

f \in \scrF 0

\sum 

\bigl( 
\bigr) 
P error(dym )| f, m, a .

f \in \scrF  - 

Furthermore, we may insert a threshold that is independent of a to arrive at a PAC
sumation (PACS) equation:
\sum  \bigl( 
\bigr)  \sum  \bigl( 
\bigr) 
P error(dym ) \leq  \epsilon | f, m, a =
P error(dym ) \leq  \epsilon | f, m, a +
f \in \scrF 

f \in \scrF +

\sum 

\bigl( 
\bigr) 
P error(dym ) \leq  \epsilon | f, m, a +

(8.1)

f \in \scrF 0

\sum 

\bigl( 
\bigr) 
P error(dym ) \leq  \epsilon | f, m, a = 1  -  \delta .

f \in \scrF  - 

Just as we introduced a meta-optimization problem to exploit the NFL equality, we
can exploit this specialization of that equality. The ATSD principle says that minimizing the probability over \scrF  -  maximizes the probability over \scrF + \cup  \scrF 0 . Specifically,
the ATSD principle applied to PACS says to choose a small enough \epsilon  and then metaoptimize over a or the model to optimize the probability of the small enough \epsilon .

8.2

VC-Theory

The ATSD principle when analyzed from the lens of VC-theory yields some profound
results. We open with VC-dimension’s problems, primarily its lack of its descriptive
capabilities and its looser probabilistic bounds. Furthermore, we show that the VCentropy is free from these drawbacks. We also show that the ATSD principle can be
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used to decrease the annealed entropy, regardless whether the NFL theorems hold!
Last, VC-theory actually suggests the sacrificial data should be used to reduce the
annealed entropy.
8.2.1

Problems with the VC-dimension

Before continuing recall the definitions of annealed VC-entropy (3.2),
\Bigl[ 
\Bigr] 
\Lambda 
\Lambda 
Hann = \mathrm{l}\mathrm{n} \mathrm{E}z1 ,...,z\ell  N (z1 , . . . , z\ell  ) ,
and VC-dimension. The VC-dimension is the cardinality of the largest set, in general
position, that the model may shatter [174, chap. 3]. The primary reason the VCdimension was created was to be “constructive,” allowing one to estimate a good
model which minimizes the structured risk, independent of the problem [174, chap.
4][173, chap. 6]. Nevertheless, the VC-dimension has problems.
The VC-dimension has three major drawbacks compared to the annealed VCentropy. One of these problems is that it loosens the bounds in (3.7) and (3.11)–
(3.15). These equations are originally written in terms of annealed VC-entropy, not
VC-dimension. To better control these error bounds, one should seek to control the
VC-entropy directly. Second, the VC-dimension provides a problem independent,
upper bound on the annealed VC-entropy. If one cares about targeting a specific
domain of problems, then one should take into account problem specific details. Last,
the VC-dimension lacks the descriptiveness of the VC-entropy; two meta-models may
have different VC-entropy but identical VC-dimension.
To help demonstrate the severity of the above issues consider two meta-model
with a VC-dimension of three. An affine line in two dimensions has a VC-dimension
of three. A constrained ellipse that only opens upward also has a VC-dimension of
three.
sign (a1 x + a2 y + b) ,
(8.2)
the constrained ellipse as
\Bigl( 
\Bigr) 
sign a (x  -  h)2 + b (y  -  k)2 + c x y  -  1

(8.3)

s.t.
a \geq  0
b \geq  0
\surd 
2 a b \geq  | c| ,
In general, ellipsoids2 have a VC-dimension greater than or equal to (d2 + 3 d)/2,
where d is the dimensionality of the ellipsoid [4]. However, we constrain our ellipsoid
2

defined as (x  -  \mu )\intercal  A(x  -  \mu ) < 1 where \mu  \in  \BbbR d and A \in  \BbbR d\times d
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Figure 8.1: The constrained ellipse can only shatter sets of four points when all the
points lie on the convex hull.
to open upward, effectively reducing the VC-dimension to three; it fails to shatter set
of four points with non-zero measure as shown in Figure 8.1. We will investigate the
VC-entropy of these models and how poorly the VC-dimension bounds it.
In order to calculate the annealed VC-entropy we need to determine when the
models can partition the set arbitrary. It turns out that is this closely related to the
shape the four points make. If all four points lie on the boundary of their convex hull
(e.g., a trapezoid) a line cannot select opposite corners. If a single point lies inside the
convex hull, then the line cannot select just the interior point, nor all points except
the interior point. In contrast, the constrained ellipse can select anything except all
points excluding the interior point. In order to calculate the annealed VC-entropy we
need to know how often four points lie on the boundary of their convex hull.
The set of four points all lie on the boundary of their convex hull 100/144 \approx  \%69.4
of the time, assuming a uniform distribution. To see this, allow the first three points
to be chosen according to the distribution. Generally the points will form a triangle.
The probability a fourth point will be inside this triangle is
\biggl(  \biggr) 
\int 
\bigl( 
\bigr) 
4
P (arb. part.) = 1  - 
P z4 \in  convex hull(z1 , z2 , z3 ) .
1
\underbrace{}  \underbrace{}  z1 ,z2 ,z3 ,z4
choose one point to leave out

Essentially we are picking one point to test to see if it is inside the triangle formed by
the other three points. We cannot do much more without making assumptions. So
assume the points are i.i.d. from a uniform distribution over a square. This reduces the
problem to determining the expected area of a random triangle. A random triangle
over the unit square has the expected area of 11/144 \approx  \%7.639 [170]. This is the
probability the fourth point lies inside the first three. Therefore, the probability four
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points lie on the boundary of their convex hull is
\biggl(  \biggr) 
4 11
P (arb. part.) = 1  - 
1 144
100
=
.
144
We confirmed this value within five decimals with numerical experiments.
Assume a set of four data points uniformly distributed across the unit square, the
VC-entropy of the line is
\right) 
\left( 
\mathrm{l}\mathrm{n}

\biggl(  \biggr) 
\biggl(  \biggr) 
44
100
44
100
44
4
4
100
+3
+4
+6
+4
+3
+
+4
4
0
\underbrace{}  144 \underbrace{}  144 \underbrace{}  144 \underbrace{}  144 \underbrace{}  144 \underbrace{}  144
Isolating one point

\approx  2.639.

Isolating two points Isolating three points

To understand this calculation consider the two cases where (1) the four points form
a four-point convex hull and (2) three points form a triangle with one point inside it.
44
The probability one point is inside a convex hull is 144
. A line cannot isolate a single
point inside a three-point convex hull (either to include or exclude). This reduces
100
the possible number of partitions from four to three in those cases. In the other 144
fraction of the time, a line cannot isolate opposite corners of a four-point convex hull,
reducing the number of partitions from six to four. The line’s annealed VC-entropy
is significantly lower than the bound imposed by its VC-dimension, as described in
(3.6):
\bigl( 
\bigr) 
\Lambda 
Hann
\leq  h \mathrm{l}\mathrm{n} (\ell /h) + 1
\Biggl(  \biggl(  \biggr) 
\Biggr) 
4
= 3 \mathrm{l}\mathrm{n}
+ 1 \approx  3.863.
3
The bound on the annealed VC-entropy is more than 46% larger.
Similarly, the VC-entropy of our constrained ellipse is
\left( 
\mathrm{l}\mathrm{n}

\biggl(  \biggr) 
4
+
0

\biggl(  \biggr) 
4
1
\underbrace{}  \underbrace{} 

Isolating one point

+

\biggl(  \biggr) 
4
2
\underbrace{}  \underbrace{} 

\right) 

\biggl(  \biggr) 
100
44
4
+4
+3
+
4
\underbrace{}  144 \underbrace{}  144

\approx  2.7533.

Isolating two points Isolating three points

Only when a point lies in the convex hull of the other three points is it impossible to
shatter the set with the constrained ellipse. Because of this, the constrained ellipse
has the same VC-dimension as the line, but we showed its annealed VC-entropy is
different.
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8.2.2

The ATSD Principle Decreases Annealed Entropy

The ATSD principle leads to a method of decreasing the annealed VC-entropy
and improving generalization performance. First recall the sufficient and necessary
conditions for ATSD in Section 5.4.2. All we need is a Pareto front to trade-off
dimensions. According to VC-theory, we trade-off empirical risk and the confidence
interval [174, chap 4.1][173, chap 6.1]. Thus, we will use ATSD to push down the
confidence interval by increasing the empirical risk on sacrificial data. The sacrificial
data will be learning problems with more fluctuations than the data the environment
normally produces. This reproduces (5.6)–(5.9) except \scrF  -  are problems requiring
higher annealed VC-entropy.
ATSD selects an algorithm or model without explicitly evaluating the annealed
VC-entropy. This is nice since the VC-dimension is often difficult to estimate.
Ironically, the primary reason the VC-dimension was created was to be “constructive,”
allowing one to estimate a good model which minimizes the structured risk [174,
chap. 4][173, chap. 6]. Yet estimating the VC-dimension is often so difficult,
researchers provide upper bounds on the VC-dimension [92]. These bounds on the VCdimension are often at best polynomial, but common methods to bound compositions
of functions usually results in exponential bounds.3 While Vapnik and Chervonenkis
tried to make choosing a class of functions for learning easier, in practice we are
left with bounds-of-bounds: polynomial or exponential bounds on the VC-dimension,
which is in turn is a bound on annealed VC-entropy.
It is an open question whether the machine learning community would be better
off with these bounds-of-bounds or using ATSD to optimize (without even approximating) VC-entropy directly. Naturally the answer depends on the sacrificial data.
Given real (or realistic) data, the difficulty of memorizing the data with a particular
model can be increased by adding noise. Alternatively, one could purposefully distort
the data, perhaps by embedding a sinusoidal pattern, to increase the number of
fluctuations (e.g., number of sign changes). This leads to two new questions: “how
much noise/distortion should be added” and “how heavily do we penalize the sacrificial
data?” These two questions seem dependent on each other. We conjecture that the
more similar the sacrificial data, the less it ought to be penalized. Likewise, a model
should be heavily penalized if it shatters high-dimensional random noise.

3

Sham Kakade and Ambuj Tewari posted class notes deriving an exponential bound for multilayer
sgn-based ANN. See http://ttic.uchicago.edu/\textasciitilde tewari/lectures/lecture12.pdf.
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Chapter 9

Conclusions
The more I read, the more I
acquire, the more certain I am that
I know nothing.
Voltaire

Here we wrap up this dissertation with: a summary of this dissertation; future
work and conjectures; and some concluding remarks.

9.1

Summary

At the core of this dissertation, is a result in decision theory. Anti-Training with
Sacrificial Data (ATSD) originally started as a consequence of the No Free Lunch
(NFL) Theorems. Originally, ATSD was designed to help decide which machine
learning, optimization, and search algorithm to use. Yet it is more than that, as
showed in the sufficient and necessary conditions, in Chapter 5. With nothing more
than a Pareto front, ATSD says that worsening one dimension results in improvements
elsewhere. In fact, all other dimensions are expected to improve as a result of ATSD
provided: (1) the Pareto front comes performance vectors that are independently
distributed, (2) solutions’ performance vectors are independently distributed on a
simplex (e.g., when working with probabilities that sum to one), (3) or anything else
than implies a monotone negative correlation between performance vector dimensions.
As long as these conditions are fulfilled, ATSD may be used to help solve John Rice’s
Algorithm Selection Problem or even to decide which vehicle to purchase.
This dissertation opens with my personal statement, showing how mistaken
researchers can be when they select an optimization (or learning) algorithm. The
fallacy the researcher fell victim to was mistaking an algorithm optimal convergence
properties for an algorithm with optimal search properties. With all the machine
learning, optimization, and search tools provided to scientists and engineers we need a
better way to select which is most appropriate. That is where ATSD comes in. ATSD
is another step in aligning the philosophy of machine learning with the philosophy of
science.
Chapter 3 introduces a new machine learning abstraction by breaking it down
into three components: the meta-model, encoding/training algorithm, and environment. Various frameworks have different emphasizes for each component. Statistical
learning theory is the foundation of much of modern machine learning, allowing
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the community at large to view the environment as producing data from random
variables/processes. This was later extended to include the meta-models in annealed
VC-entropy. Eventually VC-entropy was abstracted and bounded by the VCdimension, focusing on only the complexity of meta-models. Information theory gave
us new objectives and tools for each of these components. The recent surge in deep
learning, namely DBN, focuses on greedily preserving information between successive
transforms. Feature selection and extraction are heavily focused on the data and
the environment. For example, the sparseness discovered in natural imagery was
a fundamental discovery about a particular environment. Thus, the meta-model,
encoding/training algorithm, and environment abstraction encompass all of these
frameworks.
We reviewed many meta-models, encoding algorithms, how they work, and their
assumptions. In an effort to make explicit how different all the black-box optimization
algorithm are, we delve deeply into their assumptions. In future work we will do
similarly for meta-models. Sometimes meta-models come paired with a class of
optimization algorithm, as is the case for artificial neural networks commonly being
trained with some variant of gradient descent. Most any meta-model or encoding
algorithm we missed can be recreated using the adaptations we discuss in Chapter 7.
The NFL theorems for search, optimization, and supervised machine learning
were discussed in Chapter 4. Some extensions to the NFL produce some interesting
limitations only present to digital computers; computing with uncountable sets (e.g.,
real numbers) invalidates the NFL-theorems and produces super-Turing computation.
But, until we use analog machine learning processes, the NFL theorems will continue
to apply. Regardless, we built ATSD from an NFL equality which assumes the only
decision making mechanism comes from the algorithm and a single problem’s data.
To derive ATSD+ML for search, optimization, or machine learning, we start
by partitioning the problem space into common, borderline, and rare/impossible
problems. We convert from a set of outputs to a performance metric and sum over
several outcomes. This produces a form of meta-optimization that respects the NFL
theorems. ML and ATSD are both derived in this framework, with ATSD being an
approximate dual of ML. Then we combine both to form ATSD+ML.
Building upon ML theory, we built up the theory of ATSD. Due to its close
connection to ML, we originally conjectured that ATSD is expected to work only
where ML is expected to work, namely when the problems exhibit structure. However,
our efficacy analysis shows ATSD’s effectiveness depends on the compressibility of
the likely problems and the sacrificial data. Meaning that highly compressible
sacrificial data may allow ATSD to outperform ML in certain scenarios. We also
review numerous methods of generating sacrificial data, qualitatively estimating their
compressibility.
To test ATSD+ML and the theory of ATSD, we conducted four experiments.
Three of the experiments tried to get ATSD+ML to provide a benefit over ML. The
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Satellite Trajectory optimization problem showed ATSD+ML produced a benefit over
ML. Moreover, in two subtrials ATSD+ML dropped degrees of freedom from the
search space. The Traveling Salesperson on a Ring experiment also had unexpected
results. Theory suggests that the algorithm with the best ATSD+ML objective would
have the best predictive performance, and it did, but it came from the regular ML
meta-optimization. Regular ML found an algorithm that optimized both the ML
and ATSD+ML objective functions simultaneously. The $50k Classification problem
provides suggestive, but inconclusive trends. The experimental results indicate
ATSD+ML is most beneficial when realistic problems are scarce.
One experiment was designed so that ML and ATSD should both fail. In this experiment, there were no clear trends in ML nor ATSD+ML. Nevertheless, ATSD+ML
performed markedly poorer than ML. We conjectured this was due to the fact that
the algorithm permitted duplicate function evaluations. This experiment should be
repeated with the latest custom genetic algorithm we wrote for the experiment.
Chapter 8 reinterprets ATSD in other frameworks other than the NFL framework.
We briefly view ATSD+ML as regularized meta-learning. We derive the probably
approximately correct sum (PACS), showing that ATSD can be used to improve
the probability of an error bound. Yet, this provided little insight into what the
sacrificial data ought to be. Integrating ATSD with VC-theory, we arrive at a more
meaningful use for sacrificial data. ATSD+ML can be used to approximate structural
risk minimization. The key is use sacrificial data that is more complex (having more
noise or oscillations) than the real data.

9.2

Future Work

The theoretical efficacy given in (5.16) is obviously wrong for small problem spaces.
Consider a problem space consisting of just two possible functions. One is in \scrF + and
the other is in \scrF  -  . Obviously, ATSD and ML perfectly equivalent. We think this
could be rectified by changing how \scrF + promotions are calculated from \scrF  -  .
We hope to conduct additional experiments, with statistical estimates of the
performance. This will help ensure patterns seen the in $50k classification problem
are statistically significant. We would also be able to repeat the second experiment
with the fixed custom GA, ensuring a fixed number of unique function evaluations.
It would be interesting to try ATSD+ML as regularized meta-learning according the
theory in Chapter 8.
Some proofs in this dissertation are rather lengthy. More elegant proofs would
make them more understandable and likely to be accepted by journals. So before
publishing common sufficient conditions for ATSD Expected Benefit and Bounded
ATSD Expected Benefit, the proofs in Appendix D and Appendix E need to be
condensed. Moreover, a more general proof may cover even more sufficient conditions.
We conjecture it is sufficient for performance vectors to be independently dis-
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Figure 9.1: Examples of manifolds having negatively correlated bounds

tributed on any manifold having negatively correlated bounds. Consider Figure 9.1.
If the derivative of the minimum boundary of the manifold plus the derivative of
the maximum boundary of the manifold is always negative for all variables, as is
the case for the probability simplex, then performance vectors being independently
distributed on the manifold is sufficient to induce a monotone negative correlation
between dimensions. If true, the proof given in Appendix E could be reduced to the
special case where the manifold is the probability simplex.
Is there a connection between Expected Benefit and Bounded Expected Benefit? Is
there a connection between level sets exhibiting monotone negative correlations between dimensions and Expected Benefit or Bounded Expected Benefit? We conjecture
that if all level sets impose a monotone negative correlation between all dimensions,
then something like Expected Benefit or Bounded Expected Benefit follows.
We need better meta-optimization techniques. The first three experiments used
simulated annealing to perform meta-optimization. Yet, as the second and third
experiments explicitly illustrated, these asymmetric incomplete searches can cause
ML (or ATSD) to optimize both the ML and ATSD meta-objective functions. In the
fourth experiment we forced symmetric evaluations by using a purely sample-based
approach to evaluate all algorithms for all meta-objective functions. This prevented
ML or ATSD from outperforming each other on their own meta-objective functions.
Ultimately, meta-optimization boils down to an issue of exploration vs exploitation.
For stochastic outcomes, we might get better results using other algorithms designed
for the multiarmed bandit problem (exploration versus exploitation) and force all
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meta-objective functions to be always be evaluated.
A convex space of search, optimization, or machine learning algorithms may lead to
better meta-optimization algorithms. The results from the third experiment motivate
a convex meta-optimization framework to ensure algorithms actually optimize their
meta-objective function. This is the issue when extending ATSD to work with
support-vector machines, support-vector regression, or any other optimization that
depends on convex optimization problems. Two issues present itself before we will be
able to meta-optimize using convex optimization techniques. First, we will require a
kernel that measures the “distance” between two algorithms. The other issue is that
it is possible for the global minimum to occur whenever the sacrificial performance
approaches positive infinity; this drives the meta-objective function to negative
infinity. This in turn causes the traditional objective function to be largely ignored.
The most natural approach would be to apply some convex non-decreasing saturating
function (e.g., exp( - x)) to the sacrificial term. The effects of this saturating ATSD
on convex optimization techniques should be studied as well as other techniques to
extend ATSD to a convex optimization framework.
Much work remains on accurately estimating how much and what kind of sacrificial
data ATSD+ML needs. ATSD+ML as regularized meta-learning suggests sacrificial
data should be more complex than realistic data, due to VC-theory. Yet, this does
not address how much more complex nor the tuning parameter that determines the
relative strengths of ML and ATSD. ATSD+ML for search and optimization lacks
a corresponding complexity theory. Are some other metrics justified for selecting
sacrificial data?
It would also be interesting to see if ATSD+ML can be used for feature selection.
As demonstrated in the first experiment, half of the ATSD+ML subtrials dropped at
least one degree of freedom. The dropped variables could be justified after the fact,
leading us to believe that ATSD+ML could be used for feature selection. This would
require further experimentation and additional applications.
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Appendix A

Proof of the two-valued nature of P\^+(f ) in
practice
The estimate of P+ (f ) is denoted P\^+ (f \bigm| ). We argue
that P\^+ (f ) is practically going
\bigm| 
\bigm| 
\bigm| 
to be a two-valued function: 0 and 1/\bigm| \scrF \^+ (f )\bigm| . This is demonstrated by showing
that when independently sampling from \scrF + , the probability that any two functions
are identical is exceedingly small in practice. If one stops to ponder for a moment
about similar problems, one realizes this problem reduces to the well known birthday
problem in probability theory.
The birthday problem asks “what is the probability that out of n people (samples),
some pair of them will have the same birthday (function).” The answer is 100% if
the number of people exceed the number of days in a year, but otherwise it is:
\bigl(  \bigr) 
n! 365
n
1  - 
.
365n
When replacing days with functions and people with samples this becomes
\biggl( \bigm| \bigm|  \bigm| \bigm| \biggr) 
\scrF +
n!
n
1  -  \bigm|  \bigm| n .
\bigm| \scrF + \bigm| 

(A.1)

(A.1) is exact, it must be used iteratively to figure out how much larger
\bigm|  While
\bigm| 
\bigm| \scrF + \bigm|  must be than n to ensure a small probability of failure (that two functions will
be identical). We provide an approximate n which limits the probability of failure to
\epsilon . Consider the probability of two samples having different functions,
\Biggr) 
\Biggl( 
1
1  -  \bigm| \bigm|  \bigm| \bigm|  .
\scrF +
If there are n samples, then there exist n(n  -  1)/2 pairs of samples.
\bigm|  \bigm|  Assuming
each comparison is independent (this is approximately true if n \ll  \bigm| \scrF + \bigm| ), then the
probability that all samples are unique is
\Biggl( 

1
1  -  \bigm| \bigm|  \bigm| \bigm| 
\scrF +

\Biggr) n(n - 1)/2
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Using the binomial theorem, this expands to
\biggl(  n2  - n \biggr) 
\biggl(  n2  - n \biggr) 
\biggl(  n2  - n \biggr) 
\biggl(  n2  - n \biggr) 
1
1
1
1
2
2
2
2
\bigm|  \bigm|  +
 - 
+
1  - 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm| 
\bigm|   -  . . . .
2
3
\bigm| \scrF + \bigm| 
\bigm| \scrF + \bigm| 
\bigm| \scrF + \bigm| 
\bigm| \scrF + \bigm| 4
1
2
3
4
We will bound the lth term of (A.2) using the well known inequality

\bigl( n\bigr) 
l

(A.2)
\leq 

nl
l!

to

get
\biggl(  n2  - n \biggr) 
2

l

\Bigl( 
1
\bigm|  \bigm| l \leq 
\bigm| \scrF + \bigm| 

\Bigr) l

l!
\Biggl( 

n2  -  n
2

\Biggl( 

n2  -  n
\bigm|  \bigm| 
2 \bigm| \scrF + \bigm| 

\leq 

=

n2  - n
2

1
\bigm|  \bigm| l
\bigm| \scrF + \bigm| 
\Biggr) l

1
\bigm|  \bigm| l
\bigm| \scrF + \bigm| 

\Biggr) l
.

Thus, all higher order terms are negligible so long as
n2  -  n
\bigm|  \bigm|  \ll  1
2 \bigm| \scrF + \bigm| 
The first two terms are kept and set equal to the desired level of probability
\biggl(  n2  - n \biggr) 
1
2
\bigm|  \bigm|  \geq  1  -  \epsilon 
1  - 
\bigm| \scrF + \bigm| 
1
\biggl(  n2  - n \biggr) 
1
2
\bigm|  \bigm|  \leq  \epsilon 
\bigm| \scrF + \bigm| 
1
n2  -  n
\bigm|  \bigm|  \leq  \epsilon 
2 \bigm| \scrF + \bigm| 
\bigm|  \bigm| 
n2  -  n \leq  2 \bigm| \scrF + \bigm|  \epsilon 
\sqrt{}  \bigm|  \bigm| 
8 \bigm| \scrF + \bigm|  \epsilon  + 1 + 1
n \leq 
(A.3)
2
\bigm|  \bigm| 
where \epsilon  is the probability that two functions will be the same. When \bigm| \scrF + \bigm|  \cdot  \epsilon  is much
larger than one, then this is well approximated by:
\sqrt{}  \bigm|  \bigm| 
n \leq  2 \bigm| \scrF + \bigm|  \epsilon  .
(A.4)
For example, problems as small as those with a 16-bit\bigm|  input
an 8-bit output
\bigm|  and100
157,826
12
\bigm| 
\bigm| 
have | \scrF |  \approx  2.596 \cdot  10
. Assuming n = 10 and \scrF + = 10
(hundreds of
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thousands of orders of magnitude smaller), (A.1) states the probability that any two
samples will have the same function is approximately 5.000 \cdot  10 - 77 . Thus, in sampling
the problem domain to build P\^+ (f ), it is extremely likely that a particular function
will be sampled once or not at all. This leads to the two-valued nature of P\^+ (f ) in
practice. Equation (A.4) shows how many samples are permitted while maintaining
the two-valued nature with approximately 1  -  \epsilon  confidence. Continuing the above
example, when setting the probability of failure \epsilon  \approx  e - 100 , we see n may be as large
as 2.728 \cdot  1028 .
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Appendix B

Averaging Uniformly over All Probability
Distributions
Here we cover the proof of Lemma 1. This lemma closely follows the proof of Theorem
7 in Wolpert [192].
If
\sum  \bigl( 
\bigr) 
P a |  b, c, d \bot 
\bot  b,
c\in \scrC 

then

\int 

\bigl( 
\bigr) 
P a |  b, \alpha , d d\alpha  \bot 
\bot  b,

\Delta 

where a is a placeholder for an event whose conditional probability we wish to
calculate, b is a placeholder for a variable which becomes independent after summing
over all indices c, d is an additional condition placeholder, and \scrC  is a set of vectors.
Allow \alpha  to represent the probability distribution of c, with \alpha  being a vector in \BbbR | \scrC | 
lying on the standard simplex \Delta . Denote a single component of \alpha , corresponding
to the probability of c, as \alpha c = P (c| \alpha ). For \alpha  and \Delta  to be valid, assume set \scrC  is
countable.
When set \scrC  is countable, we average uniformly over all \alpha 
\int  \sum 
\int 
\bigl( 
\bigr)  \bigl( 
\bigr) 
\bigl( 
\bigr) 
P a |  b, \alpha , c, d P c |  b, \alpha , d d\alpha 
P a |  b, \alpha , d d\alpha  =
\Delta  c\in \scrC 

\Delta 

where the right side follows from the law of total probability. Since P (c) only depends
on \alpha ,
\int  \sum 
\bigl( 
\bigr)  \bigl( 
\bigr) 
=
P a |  b, \alpha , c, d P c |  \alpha  d\alpha 
\Delta 

=

c\in \scrC 
\int  \sum 

\bigl( 
\bigr) 
P a |  b, \alpha , c, d \alpha c d\alpha .

\Delta  c\in \scrC 

P (a| b, \alpha , c) = P (a| b, c) since \alpha  only parameterizes c, then
\int  \sum 
\bigl( 
\bigr) 
=
P a |  b, c, d \alpha c d\alpha .
\Delta  c\in \scrC 
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According to the Fubini-Tonelli theorem, we may switch the order of the summation
and integration provided (1) \Delta  and \scrC  have \sigma -finite measure spaces, (2) P (a| b, c) \alpha c is
a measurable function, and (3) and the sum of the integral of the absolute value of
P (a| b, c) \alpha c is finite. The first condition is satisfied because \Delta  is a unit simplex having
a Lebesgue-measure of 1.0 and \scrC  is countable, having zero measure. The second
condition is fulfilled since we start in a probability space and end in a probability
space. The third condition is fulfilled when the original expression is finite. This
provides
\sum  \int 
\bigl( 
\bigr) 
=
P a |  b, c, d \alpha c d\alpha ,
\Delta 

c\in \scrC 

\biggr) 
\int 
\sum  \biggl(  \bigl( 
\bigr) 
=
P a |  b, c, d
\alpha c d\alpha  .
\Delta 

c\in \scrC 

\underbrace{} 

\underbrace{} 

\bot 
\bot b

\underbrace{} 

\underbrace{} 

\bot 
\bot c,b

The first term is independent
of b by assumption. The second term is constant under
\int 
the sum because \Delta  \alpha c is symmetric in all \BbbR | \scrC |  dimensions, so it does not depend on
c. Therefore, Lemma 1 holds.

B.1

First Iteration

What if we were to try to iterate this, averaging uniformly over all P (\alpha )? Wolpert
[193] asserts “the math responds the same way,” without being rigorous to address all
the problems which arise when one tries to repeat the math when averaging over all
probability distributions. We admit that we do not know the answer, but we discuss
potential problems and some potential solutions.
If we reduce the iterated problem to the previous problem with the substitutions
in Table B.1, we immediately have some problems. First, the new \Delta \prime  space has
infinite dimensionality, as it now describes the possible P (\alpha ). Second, without
simplifying assumptions \Delta \prime  has a cardinality of \beth 2 , a cardinality greater than that of
the continuum.1 This means that there exists no bijective mapping from \Delta \prime  to the
real numbers.
In the first iteration, averaging over all P (P (c)) looks similar to the original
problem. From now on we will use the substitutions in Table B.1. Using these
substitutions to perform the first iteration we have:
\int 
\int  \int 
\bigl( 
\bigr) 
\bigl( 
\bigr)  \bigl( 
\bigr) 
P a |  b, \alpha , d d\alpha  =
P a |  b, \alpha , c, d P c |  b, \alpha , d dc d\alpha 
\Delta 
\int \Delta  \int \scrC 
\bigl( 
\bigr)  \bigl( 
\bigr) 
=
P a |  b, c, d P c |  \alpha  dc d\alpha .
\Delta 
1

\scrC 

See https://en.wikipedia.org/wiki/Beth\]number for a review of beth numbers.
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Table B.1: Substitutions
Replace Variable

With Variable

c \in  \scrC 
\alpha  \in  \Delta 
\scrC  = \{ 1, 2, . . . , n\} 
\Delta  = n-simplex

\alpha  \in  \Delta 
P (\alpha ) \in  \Delta \prime 
\Delta  = n-simplex
\Delta \prime  = \infty -simplex

Again, in this iteration, \Delta  is now an \infty -simplex on \BbbR \infty  , \scrC  is an n-simplex on \BbbR n , \alpha  is
still the hyper-parameterization of c, but now c represents a probability distribution
described by n real numbers.
The math becomes complicated due to \Delta  \in  \BbbR \infty  . \Delta  having uncountably infinite
dimensions. Infinite-dimensional spaces lack Lebesgue measures [55]! Fortunately,
probability spaces are equipped with a Borel measure and a Borel \sigma -algebra [55].
However even the Lebesgue-Stieltjes integral requires regular Borel measures, i.e.
having a countable base. So we need an integral which works with this non-regular
Borel measure, use an approximation resulting in a meaningful space, or to declare
further iterations meaningless.
Eldredge [55] recommends only examining continuous processes that result in
Banach spaces. If model \Delta  as a continuous random process (e.g., Gaussian random
process), then \Delta  fits in a Banach space [55]. The resulting cardinality would be \beth 1 ,
or the cardinality of the continuum. This is fine if we wish to only approximate \Delta .
Note that since Banach spaces have metrics, then they have inner products even in
infinite dimensional spaces. In this way, the integration can be viewed as an inner
product between functions. Combining the symmetry of the metric with this inner
product between functions, the rest of the proof follows the same as the original after
that. However, modeling \Delta  as a continuous random process only approximates the
space of all \BbbR n probability density functions.
In order to move over the entire uncountably infinite-dimensional simplex, we
require a larger cardinality than \beth 1 : \beth 2 . Sets of cardinality of \beth 2 make math difficult
since singletons or “diagonal” entries of the product topology (\sigma (A \times  B) are not
included in, (\sigma (A) \times  \sigma (B)) the product \sigma -algebra [54, problem. 4.1.11][55]. Thus, to
cover the entire uncountably infinite-dimensional simplex we must worry about the
pathological functions which arise. Considering the simplex is symmetric in all dimensions, for any pathological distribution favoring one probability distribution there
will be other pathological distributions favoring all other probability distribution. We
are unsure whether the symmetry of the simplex is sufficient to let all pathological
distributions balance each other out.
What if we must worry about all probability distributions described by \Delta ? The
biggest problem with \Delta  having \beth 2 cardinality is its affects on the Fubini-Tonelli
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theorem. In the proof of Lemma 1, we were able to use the Fubini-Tonelli theorem to
move the integral inside the sum. The Fubini-Tonelli theorem uses \sigma -finite measure
spaces to justify swapping the order of two integrals. Typically, a \sigma -finite measure
space requires the space to be representable by a countable union of measurable sets.
\Delta  has an uncountable number of dimensions, violating this condition of the FubiniTonelli theorem. Note that the Fubini-Tonelli theorem only uses this condition as
part of a set of sufficient conditions, meaning this alone is too weak to invalidate the
assertion that “the math responds the same way,” [193].
We see three possible reasons to justify continuing to change the order of integration. First, Fubini-Tonelli theorem may still apply to symmetric sets. Alternatively,
we may be able to accept the loss of the singleton/diagonals if their measure is
zero. Last, the symmetry of the simplex may allow us to ignore all pathological
functions without ruining the result. Honestly, this problem is beyond our knowledge.
Furthermore, ATSD is independent of this result, so further dwelling on this subject
is left up to the reader.
If at least one of the above justifications are true, then
\int  \int 
\int 
\bigl( 
\bigr)  \bigl( 
\bigr) 
\bigl( 
\bigr) 
P a |  b, c, d P c |  \alpha  dc d\alpha 
P a |  b, \alpha , d d\alpha  =
\Delta 
\int \Delta  \scrC \int 
\bigl( 
\bigr)  \bigl( 
\bigr) 
=
P a |  b, c, d P c |  \alpha  dc d\alpha 
\int 
\int c\in \scrC  \Delta 
\bigl( 
\bigr) 
\bigl( 
\bigr) 
P c |  \alpha  d\alpha  dc.
=
P a |  b, c, d
\underbrace{} 
\underbrace{} \Delta 
\underbrace{} 
\underbrace{} c\in \scrC 
\bot 
\bot b

\bot 
\bot c,b

Due to the symmetry of \Delta , the second integral is independent of c, making the
integral independent from the first integral. The first integral is independent of b by
assumption. The second integral is independent of b since it is free of both b and
independent of the first integral. If the aforementioned problem can be resolved, this
completes the proof of the first iteration.

B.2

Two or More Iterations

What if we iterate a further? The beth number increases each time. The original
function indices \scrC  is a finite set. A single P (c) has \beth 1 elements to hold the real
numbers describing a probability distribution over c. Any finite number of P (c) will
also have a cardinality of \beth 1 , since all \BbbR k spaces have the same cardinality for finite
k [66]. Now the set of all P (c) functions is in \beth 2 .2 A single P (P (c)) is a probability
One bijective map between \BbbR k and \BbbR  is to interleave chunks of decimals from each of the k
numbers. Credit for this goes to the top answer on http://math.stackexchange.com/questions/
183361/examples-of-bijective-map-from-mathbbr3-rightarrow-mathbbr. Yet, this method
of bijection fails when k becomes infinite, implying \BbbR \infty  has a different cardinality from \BbbR k .
2
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distribution over all \beth 2 P (c) functions.
The question is, what is the cardinality of the set of all P (P (c))? Assuming
its cardinality is greater than that of the real numbers, this is equivalent to asking
what is the cardinality of a single P (P (P (c))). Using the same approach as the NFL
theorems, the total number of functions is | \scrY | | \scrX  |  , where now \scrY  represents the space
of function images and \scrX  represents the space of function preimages. P (P (P (c)))
uses a P (P (c)) as a preimage, having cardinality \scrX  = \beth 2 . Since P (P (P (c))) is a
probability, \scrY  = \beth 1 . Therefore:
| \scrY | | \scrX  |  = \beth \beth 1 2
\Bigl(  \Bigr) (2\beth 1 )
= 2\beth 0
\Bigl( 

= 2\beth 0
\biggl( 

\Bigr) 

\biggl( 
\biggr) 
\beth 
22 0

\beth 0 \times 22

\beth 0

\biggr) 

=2
= \beth 3

Where we use the recursive definition of \beth k+1 = 2\beth k . While the answer does not
fit the definition of \beth 3 perfectly, the \beth  numbers are about orders of magnitude of
2\beth 0
infinity; 22
is the dominant term. Using the same logic, each iteration increases
the \beth  number.
It is not clear if symmetry of \Delta  can be used to ignore all pathological cases for
further iterations. While it might be justifiable to ignore the pathological functions
in the first iteration of this proof, further iterations assign probability “vapors” 3 to
these pathological functions. Furthermore, what does a uniform distribution mean
on \BbbR \infty  ? What does the uniform distribution mean on even larger spaces?
For the aforementioned reasons, we are unconvinced that “the math responds the
same way” [193]. This does not mean the “iterated”—iterated over ever more abstract
probability distributions—NFL theorem is false. It means that the proof given in
Wolpert [192] is insufficient. We admit our own limitations and leave the question of
the “iterated” NFL theorems to future work.

Probability masses make sense when working with \BbbN n and probability densities make sense when
working with \BbbR n . For the lack of a better term, probabilities on sets with cardinality \beth 2 we call
``probability vapors.''
3
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Appendix C

Thorough proof of (D.2)
In order to prove (D.2),
\left( 
P

m
\bigvee 

\right) 
Ei

i=1

m
\prod 
\bigl( 
\bigr) 
= 1  - 
1  -  P (Ei )

indp

i=1

first we are going to need a simple lemma, which we have not been able to find in any
textbook.
Lemma 2. If a set of events, \{ El \} l are mutually independent, then their complements
are mutually independent.
Proof. We will prove the above lemma using induction.
For the base case of two events,
\Bigl( 
\Bigr) 
\Bigl( 
\Bigr) 
P E1 \cap  E2 = P E1 \cup  E2
Applying the addition rule, P (E1 \cup  E2 ) = P (E1 ) + P (E2 )  -  P (E1 \cap  E2 ), we have:
= 1  -  P (E1 )  -  P (E2 ) + P (E1 \cap  E2 ) .
Using the property of independence produces
= 1  -  P (E1 )  -  P (E2 ) + P (E1 ) P (E2 ) .
Take the complements of the probabilities on the right side
\biggl( 
\Bigl(  \Bigr) \biggr)  \biggl( 
\Bigl(  \Bigr) \biggr)  \biggl( 
\Bigl(  \Bigr) \biggr)  \biggl( 
\Bigl(  \Bigr) \biggr) 
= 1  -  1  -  P E1  -  1  -  P E2 + 1  -  P E1
1  -  P E2
\Bigl(  \Bigr)  \Bigl(  \Bigr) 
= P E1 P E2 .
Now for the inductive case, we will assume the inductive hypothesis that
\left( 
\right) 
l
l
\Bigl(  \Bigr) 
\bigcap 
\prod 
P
Ei =
P Ei ,
i=1

i=1
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\bigcap 
\prod l+1
and prove that P ( l+1
i=1 Ei ) =
i=1 P (Ei ).
\right) 
\left( 
\right) 
\left( 
l
l+1
\bigcap 
\bigcap 
Ei = P El+1 \cap 
Ei
P
i=1

i=1

\bigcap 
Because all events are mutually independent, (i.e., El+1 \bot 
\bot  li=1 Ei )
\left( 
\right) 
l
\Bigl( 
\Bigr) 
\bigcap 
= P El+1 P
Ei
i=1

Using the inductive hypothesis
\Bigl( 

= P El+1

l
\Bigr)  \prod 

\Bigl( 

P Ei

\Bigr) 

i=1

=

l+1
\prod 

\Bigl( 

\Bigr) 

P Ei .

i=1

We now prove (D.2).
Proof of (D.2). Consider a finite number of mutually exclusive events. By the
definition of mutually exclusive events:
\left( 
\right) 
m
m
\bigwedge 
\prod 
P
Ei =
P (Ei )
i=1

i=1

by Lemma 2, we have:
\left( 
P

m
\bigwedge 
i=1

\right) 
Ei

=

m
\prod 

\Bigl(  \Bigr) 
P Ei .

i=1

Taking the complement of events, we get
\left( 
\right) 
m
m
\bigwedge 
\prod 
\bigl( 
\bigr) 
1  -  P
Ei =
1  -  P (Ei ) .
i=1

i=1
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Recursively applying De Morgan’s law, (A \wedge  B) \equiv  A \vee  B, produces
\left( 
\right) 
m
m
\bigvee 
\prod 
\bigl( 
\bigr) 
1  -  P
Ei =
1  -  P (Ei )
i=1

\left( 
P

m
\bigvee 
i=1

i=1

\right) 
Ei

= 1  - 

m
\prod 
\bigl( 
i=1

\bigr) 
1  -  P (Ei )
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Appendix D

Stochastic Pareto Front Implies Stochastic
Benefit
We will first address the front generated from random variables. Consider an
n-dimensional Pareto front. Each point (representing a particular algorithm) is
generated from sampling n random variables (dimensions). Allow there to be m
mutually independent such vectors. We will show that given m \geq  3, the conditional
expected value is non-increasing (and usually decreasing) in the given dimension.
An outline of this proof proceeds as follows. First, we derive the Pareto front’s
cumulative distribution function (CDF) and show it fulfills all properties of a CDF.
Then we marginalize out all but one and two dimensions, from which we calculate the
conditional CDFs.1 From there we prove these conditional CDF are non-decreasing
with respect to the given dimension, which changes to strictly increasing with
additional relaxation on the constraints. Lastly, we use a frequentist’s interpretation
of a CDF to show the expected value is decreasing with respect to the given dimension.
This is reproduces Definition 2.
We reuse the notation from Section 5.4.3. V\vec{}i is a vector of performances (or
rather errors since we are minimizing) and Vi,k is a random variable representing the
ith vector’s kth dimension. Now vi,k may also be interpreted as the outcome of Vi,k .
Because all vectors are mutually independent of each other, Vi,k = Vk with the CDF
FVk (vi,k ). Early on we retain i for tracking which vector we are talking about. V\widetilde k is a
random variable representing the kth dimension along the Pareto front. Specifically
FV\widetilde k is the probability a point is rejected based on its kth dimension. We derive the
V\widetilde k random variables next.

D.1

Deriving the Stochastic Pareto Front

A point is on the Pareto front if no other point dominates it. The probability a point
V\vec{}i is rejected from the Pareto front is
\left( 
\right) 
\bigl( 

\bigr) 

P vi,k \geq  Vj,k \exists j \not = i, \forall k = P

m \bigwedge 
n
\bigvee 

vi,k \geq  Vj,k

.

j=1 k=1
j\not =i

In words, this is the probability a vector (algorithm) exists which is better than
vector i in all dimensions. If we assume all dimensions and all vectors are mutually
1

Both P (X \leq  x| Y \leq  y) and P (X \leq  x| Y = y)
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independent, then we can use (D.1) and (D.2) to calculate P (vi,k \geq  Vj,k \exists j =
\not  i \forall k )
directly.
\left( 
\right) 
m
m
\bigwedge 
\prod 
indp
P
El =
P (El ) = P (E1 )P (E2 ) . . .
(D.1)
l=1

\left( 
P

m
\bigvee 
l=1

l=1

\right) 
El

indp

= 1  - 

m
\prod 
(1  -  P (El )) = 1  -  (1  -  P (E1 ))(1  -  P (E2 )) . . .

(D.2)

l=1

for any mutually independent events El . Equation D.1 directly follows from the
definition of independent events. Equation D.2 follows from (D.1); see Appendix C
for a proof. Assuming mutual independence between dimensions and samples
FV\widetilde 1 ,V\widetilde 2 ,... (V\vec{}i ) = P (vi,k \geq  Vj,k \exists j \not = i \forall k )
\left( 
\right) 
=P

m \bigwedge 
n
\bigvee 

vi,k \geq  Vj,k

j=1 k=1
j\not =i

= 1  - 

m
\prod 

\left( 

\left( 
1  -  P

j=1
j\not =i

= 1  - 

m
\prod 

vi,k \geq  Vj,k

k=1

\left( 
1  - 

j=1
j\not =i

\left( 
= 1  - 

n
\bigwedge 

\right) \right) 

1  - 

n
\prod 

\right) 
\bigl( 
\bigr) 
P vi,k \geq  Vj,k

k=1
n
\prod 

\right) m - 1
FVk (vi,k )

.

(D.3)

k=1

Mathematically this is the probability all the dimensions of the given V\vec{}i meet or
exceed that of another random vector. In short, this is the probability V\vec{}i is rejected
from the Pareto front.

D.2

Equation D.3 is a CDF

Not only is (D.3) the probability a point is rejected, it is also a CDF describing
the points on the Pareto front. Again, while it is the probability the given V\vec{}i
will be rejected from the Pareto front, mathematically (D.3) is the probability all
dimensions of the given V\vec{}i equal or exceed that of another vector. The PDF describes
the probability of generating V\vec{}i as part of the Pareto front.
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The following four properties are all that are necessary for the function to behave
like a CDF (cf. Papoulis and Pillai [126, chap. 4.2] for the proofs).
\bullet  \mathrm{l}\mathrm{i}\mathrm{m}v1 ,...,vn \rightarrow \infty  F (v1 , . . . , vn ) = 1,
\bullet  \mathrm{l}\mathrm{i}\mathrm{m}v1 ,...,vn \rightarrow  - \infty  F (v1 , . . . , vn ) = 0,
\bullet  F (v1 , . . . , vn ) is non-decreasing in all n variables, and
\bullet  F (v1 , . . . , vn ) is right-continuous,
Proof (D.3) is a CDF.
We start by showing something a little stronger than the first two conditions.
Equation D.3 approaches its extreme values at V\vec{}0 and V\vec{}\infty  defined element-wise as
v0,k = \mathrm{l}\mathrm{i}\mathrm{m} FV - 1
(u)
k
u\rightarrow 0

v\infty ,k = \mathrm{l}\mathrm{i}\mathrm{m} FV - 1
(u)
k
u\rightarrow 1

where
\bigl\{ 
\bigr\} 
(u) = \mathrm{i}\mathrm{n}\mathrm{f} x |  FVk (x) \geq  u
FV - 1
k

(0 < u < 1)

Equation D.3 goes to the value 0.0 as V\vec{}0 approaches the vector which dominates all
other vectors. Equation D.3 goes to the value 1.0 as V\vec{}\infty  goes to the vector which is
dominated by all other vectors. In the most extreme case, V\vec{}0 approaches a vector of
all negative infinities and V\vec{}\infty  approaches a vector of all positive infinities.
Next we show (D.3) is non-decreasing in all n dimensions and is right-continuous.
\bullet  FVk (vi,k ) is non-decreasing in the kth dimension, is right-continuous, and only
takes values in [0, 1]. These are requirements for any CDF.
\prod 
\bullet  nk=1 FVk (vi,k ) is non-decreasing in all n dimensions, since it is a product of
non-decreasing functions, and only takes values in [0, 1]. The product of rightcontinuous functions is right-continuous.
\prod 
\bullet  1  -  nk=1 FVk (vi,k ) is non-increasing in all n dimensions and only takes values in
[0, 1]. The complement of the probability does not affect the right-continuous
nature.
\bigl( 
\bigr) m - 1
\prod 
\bullet  1  -  nk=1 FVk (vi,k )
is non-increasing (non-negative values raised to positive
powers preserves ordering) in all n dimensions for m > 1. Values in [0, 1] are
closed when being raised to finite positive powers. Moreover, raising a function
to a finite power preserves the right-continuous nature.
\bigl( 
\bigr) m - 1
\prod 
\bullet  1  -  1  -  nk=1 FVk (vi,k )
is non-decreasing and in [0, 1], since it is the
complement of the previous statement. Again, reflecting the image of the
function preserves the right-continuous nature of the function.
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For the most part, we are done indexing which vector we are talking about. We
will abbreviate FV1 (vi,1 ) and FV2 (vi,2 ) as FV1 and FV2 respectively. This should not
cause any problems for the rest of the proof since FV1 (vi,1 ) and FV2 (vi,2 ) are both
non-decreasing in their respective terms for all distributions (a property of CDFs).
Moreover, for smooth continuous distributions such as the Gaussian distribution,
FV1 (vi,1 ) and FV2 (vi,2 ) are strictly increasing in their respective arguments. An even
stronger case to say that FV1 (vi,1 ) and FV2 (vi,2 ) increase in their arguments is to
do away with infinitesimal adjustments to their arguments; the Cantor distribution
has zero derivative almost everywhere (with probability 1, when selecting a point at
random), but given a sufficiently large increment to its argument, it increases.

D.3

FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 = vi,2 ) and FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 \leq  vi,2 )

Since we have established (D.3) is a CDF, we may now derive some useful properties
about it. A CDF can be marginalized directly using F (x) = F (x, \infty ) [126, chap. 6.1].
Since we already have the CDF, its marginal CDF is F (\infty , . . . , \infty , vk , \infty  . . .). In the
case of independent dimensions, marginalizing out Vk amounts to replacing FVk (vi,k )
with 1.
We can calculate the conditional CDF for any dimension, given another dimension.
Without loss of generality, we will use the first two dimensions:
\bigl( 
\bigr) m - 1
FV\widetilde 1 ,V\widetilde 2 (V\vec{}i ) = 1  -  1  -  FV1 (vi,1 )FV2 (vi,2 )
\bigl( 
\bigr) m - 1
FV\widetilde 2 (V\vec{}i ) = 1  -  1  -  FV2 (vi,2 )
\bigl( 
\bigr) m - 1
1
 - 
1
 - 
F
V1 (vi,1 )FV2 (vi,2 )
.
(D.4)
FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 \leq  vi,2 ) =
\bigl( 
\bigr) m - 1
1  -  1  -  FV2 (vi,2 )
Next we derive FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 = vi,2 ). We could directly use Bayes’ theorem, but we
must be careful because we might be working with probability densities. In general,
for any two random variables X and Y
\bigl( 
\bigr) 
FX,Y (x, y + \Delta y)  -  FX,Y (x, y)
P X \leq  x |  Y = y = \mathrm{l}\mathrm{i}\mathrm{m}
\Delta y\rightarrow 0
FY (y + \Delta y)  -  FY (y)
\Delta y \partial FX,Y (x, y) /\partial y
\simeq 
\Delta y fY (y)
\partial FX,Y (x, y) /\partial y
=
.
fY (y)
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This is what we would expect with Bayes’ theorem. Substituting X = V\widetilde 1 and Y = V\widetilde 2
we get
\partial FV\widetilde 1 ,V\widetilde 2 (V\vec{}i )
\partial vi,2

\bigl( 
\bigr) m - 2
= (m  -  1) FV1 fV2 1  -  FV1 FV2

\bigl( 
\bigr) m - 2
fV\widetilde 2 (V\vec{}i ) = (m  -  1) fV2 1  -  FV2
\bigl( 
\bigr) m - 2
FV1 1  -  FV1 FV2
\vec{}
\widetilde 
.
FV\widetilde 1 ,V\widetilde 2 (Vi | V2 = vi,2 ) =
\bigl( 
\bigr) m - 2
1  -  FV2

(D.5)

FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 = vi,2 ) and FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 \leq  vi,2 ) will be shown to be non-decreasing
and usually increasing in vi, 2. This in turn will be used to show ATSD Stochastic
Benefit and ATSD With Bounds Stochastic Benefit.

D.4

Proving FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 = vi,2 ) is Non-decreasing in vi,2

To prove (D.5) is non-decreasing (and usually increasing) in vi,2 , we show that the
derivative of the logarithm of (D.5) is non-negative (and usually positive). The logarithm is a monotonically increasing function, so it preserves the increasing/decreasing
nature of the function; if a function were increasing in an interval, the logarithm of the
function will remain increasing over the same interval. When a function’s derivative
is well defined and positive, then the function is an increasing function.
\Bigl( 
\Bigr) 
\partial  \mathrm{l}\mathrm{n} FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 = vi,2 )
m  -  2
FV (m  -  2)
=
 -  1
\partial FV2
1  -  FV2
1  -  FV1 FV2
Combining and reordering we have
\bigl( 
\bigr) 
1  -  FV1 (m  -  2)
\bigr)  \bigl( 
\bigr) 
= \bigl( 
1  -  FV2 1  -  FV1 FV2

(D.6)

Equation D.6 can be shown to be non-negative through interval arithmetic. FV1
and FV2 are in the interval [0, 1]. The interval [0, 1] is reproduced via reflecting about
1 (taking the complement probability) or by multiplying by the interval [0, 1]. These
are the only operations of the numerator and denominator in (D.6). A non-negative
number divided by another non-negative number is non-negative, ergo (D.6) is nonnegative. Further inspection shows (D.6) only obtains a value of zero at FV1 = 1 or
m = 2. This means that (D.6) is always non-negative and usually positive for m \geq  3.
We may now propagate what this means to (D.5). Recall that (D.6) is the
derivative of the logarithm of (D.5) and (D.6) is almost always positive. This means
that (D.5) is increasing with respect to FV2 when FV1 \not = 1 and m \geq  3. Given a few
relaxations (cf. Section D.7), (D.5) is increasing in vi,2 .
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D.5

Proving FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 \leq  vi,2 ) is Non-decreasing in vi,2

Proof (D.4) is non-decreasing (usually increasing) in FV2 and hence vi,2 .
It is common sense that (D.4) is non-decreasing in vi,2 . Recall that (D.4) is the
conditional probably of rejecting a vector from a minimizing Pareto front. If we make
one of the dimensions larger, the probability that vector is dominated should never
decrease and typically increase. However, common sense is no proof.2 If the reader
wants a proof, continue on; If the reader is convinced and wishes to skip this part of
the proof, please skip to Section D.6.
Equation D.4 and its derivatives are non-algebraic. This makes the proof difficult,
as there exist no algebraic techniques to find zeros. Moreover, most inequalities ruin
the non-negative nature of (D.4). This makes the proof difficult, so we provide an
outline of the proof.
The proof proceeds as follows. We take the derivative of the logarithm of (D.4)
with respect to FV2 . This produces an expression where FV1 only appears in one
term. Finding all Karush-Kuhn-Tucker (KKT) points, we minimize the first term
with respect to FV1 . Since this derivative contains a non-algebraic subexpression
we use the binomial theorem and Budan’s theorem to show there are no roots in
the open interval (0, 1). This proves all extrema may only occur at the corners
FV1 = 1, FV1 \rightarrow  0, or FV2 \rightarrow  0. When FV1 = 1, everything vanishes leaving 0. When
FV1 \rightarrow  0, we use Bernoulli’s inequality and interval arithmetic to show the resulting
expression is non-negative. Lastly, when FV2 \rightarrow  0, we use interval arithmetic to show
the expression is non-negative.
D.5.1

Derivative of the Logarithm

To prove (D.4) is non-decreasing (usually increasing) in vi,2 , we show that the
derivative of the logarithm of (D.4) is non-negative (usually positive). The logarithm
is a monotonically increasing function, so it preserves the increasing/decreasing nature
of the function; if a function were increasing in an interval, the logarithm of the
function will remain increasing over the same interval. When a function’s derivative
is well defined and positive, then the function is an increasing function.
Since (D.4) is never negative and only zero for FV1 = 0, we may take the logarithm
of (D.4). Because the logarithm is a monotonically increasing function, it preserves
the sign of its derivatives;
\Bigl( 
\Bigr) 
\Bigl( 
\Bigl( 
\bigl( 
\bigr) m - 1 \Bigr) 
\bigl( 
\bigr) m - 1 \Bigr) 
\mathrm{l}\mathrm{n} FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 ) = \mathrm{l}\mathrm{n} 1  -  1  -  FV1 FV2
 -  \mathrm{l}\mathrm{n} 1  -  1  -  FV2
.
2

Proofs are also useful in finding exceptions, additional requirements, or both.
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Taking the derivative with respect to FV2 and normalizing by (m  -  1) produces,
\right) 
\left( 
\Bigl( 
\Bigr) 
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2
\partial  \mathrm{l}\mathrm{n} FV\widetilde 1 ,V\widetilde 2 (V\vec{}i | V\widetilde 2 \leq  vi,2 )
1  -  FV2
FV1 1  -  FV1 FV2
=
\bigl( 
\bigr) m - 1  - 
\bigl( 
\bigr) m - 1 . (D.7)
(m  -  1) \partial FV2
1  -  1  -  FV1 FV2
1  -  1  -  FV2
\underbrace{} 
\underbrace{} 
\underbrace{} 
\underbrace{} 
Term 1

Term 2

All operations so far have consisted of non-decreasing transforms of vi,2 , meaning if
we show (D.7) is non-negative, we show (D.4) is non-decreasing in vi,2 .
D.5.2

Minimizing the Result

Proving (D.7) is non-negative is a difficult task due to the symbolic power m.
Compounding this difficulty, the expression takes on the value zero making most
inequalities ruin the non-negative property. However, we can show (D.7) is nonnegative (usually positive) by treating it as a constrained optimization problem.
We begin the minimization process by first noticing two things. First, each term
in (D.7) is non-negative. Second, only the first term contains FV1 . If we minimize the
first term with respect to FV1 , then we will be left with a minimized expression in
only FV2 . Since the derivative vanishes where the constraints (0 \leq  FV1 \leq  1) become
active and we are working with only a single variable, the KKT primal feasibility, dual
feasibility, and complementary slackness conditions are redundant.3 These conditions
are redundant as we must already check the boundary conditions.
\Biggr) 
\Biggl( 
m - 2
FV1 (1 - FV1 FV2 )
\partial 
\bigl( 
\bigr) 
m - 1
1 - (1 - FV1 FV2 )
(1  -  V )m  - (1  -  V )m + (m  -  1) V 2  -  mV + 1
\bigl( 
\bigr) 
=
,
\partial FV1
(1  -  V )2 V + (1  -  V )m  -  1
V = FV1 FV2 .
Solving for where this equation becomes zero,
\Bigl( 
\Bigr) 
m
m
2
(1  -  V )  - (1  -  V ) + (m  -  1) V  -  mV + 1 = 0.

(D.8)

(D.9)

By inspection, we see V = 0 and V = 1 are two roots. This means that FV1 = 0 or
FV2 = 0 or FV1 = FV2 = 1. However, we need to know if there are any other roots for
valid values of FV1 .
3

Typically, the additional KKT conditions catch solutions with non-zero derivative, but are on
the feasibility boundary.
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D.5.3

Proving There Exist No Other Zeros

We apply Budan’s theorem to the non-algebraic factor
\Bigl( 
\Bigr) 
 - (1  -  V )m + (m  -  1) V 2  -  mV + 1 .
This will prove there exist no zeros in the open interval (0, 1  -  \epsilon ) for a positive
infinitesimal \epsilon . Budan’s theorem states that given an expression in V of positive
degree, p(V ), scl and scr are the sign changes (ignoring zeros) in the sequences of
coefficients p(V + l) and p(V + r) respectively, then an upper bound on the number
of roots in the open interval (l, r) is given by scl  -  scr [187].
We use l = 0 and r = 1  -  \epsilon  to avoid p(r) = 0 so Budan’s theorem applies. Also,
we require m \geq  3 to apply Budan’s theorem since (D.9) vanishes for m = 2. Now we
have two expressions:
P (V ) =  -  (1  -  V )m + (m  -  1) V 2  -  mV + 1
\bigl( 
\bigr) 
P (V + 1  -  \epsilon ) =  -  (\epsilon   -  V )m + (m  -  1) V 2 + m  -  2  -  2\epsilon  (m  -  1) V
\bigl( 
\bigr) 
 -  \epsilon  m  -  2  -  \epsilon  (m  -  1) .
Using the binomial theorem to rewrite the terms (1  -  V )m and (\epsilon   -  V )m to get
\left( 
\right) 
m \biggl(  \biggr) 
\sum 
m
P (V ) =  - 
( - V )j + (m  -  1) V 2  -  mV + 1
j
j=0
\left( 
\right) 
m \biggl(  \biggr) 
\sum 
m
P (V + 1  -  \epsilon ) =  - 
( - V )j \epsilon (m - j) + (m  -  1) V 2
j
j=0
\bigl( 
\bigr) 
\bigl( 
\bigr) 
+ m  -  2  -  2\epsilon  (m  -  1) V  -  \epsilon  m  -  2  -  \epsilon  (m  -  1) .
Expanding the sums from j = 0 through j = 2 we have
\right) 
\left( 
m \biggl(  \biggr) 
\sum 
m
(m  -  1) (m  -  2) 2
V
P (V ) =  - 
( - V )j  - 
2
j
j=3
\left( 
\right)  \Biggl( 
\bigl(  2
\bigr)  \Biggr) 
\biggl( 
\biggr) 
m
m - 2
\sum  m
\epsilon 
m
 - 
m
P (V + 1  -  \epsilon ) =  - 
( - V )j \epsilon (m - j) + m  -  1  - 
V2
j
2
j=3
\Bigl( 
\Bigr) 
\bigl( 
\bigr) 
m - 1
+ m  -  2  -  2\epsilon  (m  -  1) + m \epsilon 
V  -  \epsilon  m  -  2  -  \epsilon  (m  -  1)  -  \epsilon m .
Now we replace all \epsilon  with zero, unless we need it for the sign information. In such
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cases, we will still make all higher orders of \epsilon  vanish.
\right) 
\left( 
\biggl( 
\biggr) 
m
\sum  m
(m  -  1) (m  -  2) 2
P (V ) =  - 
( - V )j  - 
V
j
2
j=3
\right) 
\left( 
m \biggl(  \biggr) 
\sum 
m
P (V + 1  -  \epsilon ) =  - 
( - V )j \epsilon (m - j) + (m  -  1) V 2 + (m  -  2) V
j
j=3
 - \epsilon  (m  -  2) .
So the signs for the coefficients are (assuming m \geq  3):
V 0, V 1, V 2, V 3, V 4, V 5, V 6, V 7, V 8, V 9, . . .
0,
0,
–,
+, –,
+, –,
+, –,
+, . . .
–,
+, +, +, –,
+, –,
+, –,
+, . . . .
The first and second sequence have the same number of sign changes: scl = scr =
m  -  2 assuming m \geq  3. Thus, according to Budan’s theorem, when m \geq  3 there are
no roots in the open interval (0, 1  -  \epsilon ). We have a degenerate case when m = 2, as
the original conditional CDF is free of FV2 . This KKT analysis means that the only
potential extrema for (D.7) occur as FV1 \rightarrow  0, FV2 \rightarrow  0, or at FV1 = 1.
D.5.4

Evaluating the KKT Points

Analyzing the key elements in (D.7) as FV1 \rightarrow  0, the first of the three KKT points,
produces the following results.
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2
1  -  FV2
FV1 1  -  FV1 FV2
\mathrm{l}\mathrm{i}\mathrm{m}
\bigl( 
\bigl( 
\bigr) m - 1
\bigr) m - 1  - 
FV1 \rightarrow 0 1  -  1  -  F F
1  -  1  -  FV2
V1 V2
\bigm| 
\bigl( 
\bigr) m - 2
\bigm| 
1  -  FV2
FV1 FV2 (m  -  1)  -  1
\bigm| 
\bigl( 
\bigr) 
 - 
=
\bigm| 
\bigl( 
\bigr) m - 1
 - FV2 1  -  FV1 FV2 (m  -  1) \bigm| 
1
 - 
1
 - 
F
V
2
FV1 =0
\bigl( 
\bigr) m - 2
1  -  FV2
1
.
=
 - 
\bigl( 
\bigr) 
FV2 (m  -  1) 1  -  1  -  FV2 m - 1
\bigl( 
\bigr) m - 1
Substituting m  -  2 = m,
\widetilde  combining both terms, and noting that 1  -  FV2
=
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2
1  -  FV2
 -  FV2 1  -  FV2
we have
\bigl( 
\bigr) m
\bigl( 
\bigr) m
\bigl( 
\bigr) m
\bigl( 
\bigr) m
\widetilde 
\widetilde 
\widetilde 
\widetilde 
1  -  1  -  FV2 + FV2 1  -  FV2  -  FV2 m
\widetilde  1  -  FV2  -  FV2 1  -  FV2
\Bigl( 
\Bigr) 
=
\bigl( 
\bigr) m+1
\bigl( 
\bigr) 
\widetilde 
1  -  1  -  FV2
F V2 m
\widetilde  + 1
\bigl( 
\bigr) m
\bigr) 
\widetilde  \bigl( 
1  -  1  -  FV2
FV2 m
\widetilde  + 1
\Bigr) 
= \Bigl( 
\bigl( 
\bigr) m+1
\bigl( 
\bigr)  .
\widetilde 
1  -  1  -  FV2
FV2 m
\widetilde  + 1
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Bernoulli’s inequality states that (1 + x)r \geq  1 + r x for non-negative integers r and
\widetilde 
all x \geq   - 1. Using x = FV2 , r = m
\widetilde  we have (1 + FV2 )m
\geq  FV2 m
\widetilde  + 1. While our
substitution is larger, we are subtracting it to produce a lower bound:
\bigl( 
\bigr) m
\bigr) m
\widetilde  \bigl( 
\widetilde 
1  -  1  -  FV2
1 + F V2
\Bigr) 
\geq  \Bigl( 
\bigl( 
\bigr) m+1
\bigl( 
\bigr) 
\widetilde 
1  -  1  -  FV2
F V2 m
\widetilde  + 1
\Bigl( 
\Bigr) m - 2
1  -  1  -  FV2 2
= \Bigl( 
.
\bigl( 
\bigr) m - 1 \Bigr) 
1  -  1  -  FV2
FV2 (m  -  1)
Now we apply interval arithmetic to show the numerator and denominator are
both non-negative, resulting in a non-negative expression. FV2 \in  [0, 1], since FV2 is
a CDF. Notice that taking the complement 1  -  [0, 1] reproduces the [0, 1] interval.
Also, notice that raising the interval [0, 1] to any finite positive power reproduces
the interval. Since the numerator is composed only of finite positive powers and
complements, the numerator is in the interval [0, 1] which is non-negative. Looking
at the denominator, FV2 (m  -  1) is non-negative since we already require m \geq  3. The
other term 1 - (1 - FV2 )m - 1 is non-negative for the same reasons the numerator is nonnegative. Thus, (D.7) is non-negative at this KKT point. Moreover, the numerator is
only zero for FV2 = 0, but the denominator also goes to zero. Taking the limit shows
(D.7) is strictly positive.
Next we analyze the key elements in (D.7) as FV2 \rightarrow  0, the second of the KKT
points. Even though we are optimizing with respect to FV1 , we take FV2 \rightarrow  0 because
then all FV1 potentially produce potential extreme values. Taking the limit of (D.7)
as FV2 \rightarrow  0 produces:
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2
1  -  FV2
FV1 1  -  FV1 FV2
\mathrm{l}\mathrm{i}\mathrm{m}
\bigl( 
\bigr) m - 1  - 
\bigl( 
\bigr) m - 1
FV2 \rightarrow 0 1  -  1  -  F F
1  -  1  -  FV2
V1 V2
After combining both terms and applying L’Hôpital’s rule twice, we arrive at
\bigl( 
\bigr) 
1  -  FV1 (m  -  2)
.
=
2 (m  -  1)
The numerator is positive for all values of FV1 , except FV1 = 1 where it becomes zero.
The denominator is positive since we have already assumed m \geq  3. This means that
(D.7) is non-decreasing in this case, and usually increasing.
The last step to proving (D.7) is non-decreasing and usually increasing is to
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analyze it at the last KKT point, when FV1 = 1. Then we have complete cancellation
\bigm| 
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2 \bigm| 
\bigm| 
FV1 1  -  FV1 FV2
1  -  FV2
\bigl( 
\bigr) m - 1  - 
\bigl( 
\bigr) m - 1 \bigm| \bigm| 
1  -  1  -  FV1 FV2
1  -  1  -  FV2
\bigm| 
FV1 =1
\bigl( 
\bigr) m - 2
\bigl( 
\bigr) m - 2
1  -  FV2
1  -  FV2
=
\bigl( 
\bigr) m - 1  - 
\bigl( 
\bigr) m - 1
1  -  1  -  FV2
1  -  1  -  FV2
= 0.
This shows all potential extreme values of (D.7) are always non-negative and are
positive except at FV1 = 1. Therefore, (D.7) is non-negative, implying (D.4) is nondecreasing and usually increasing. Next we relax the problem
\Bigl[ 
\Bigr]  to make (D.4) strictly
increasing. Then we use this result to calculate \mathrm{E}V\widetilde 1 ,V\widetilde 2 V\vec{}i | V\widetilde 2 .

D.6

Calculating the Conditional Expected Value

We use a frequentist’s interpretation of the CDF to show the expected value is
decreasing with respect to the given dimension. In this interpretation, the CDF
describes the relative frequency of the outcomes. The area below the CDF and left
of the origin describes how often and how negative is the random variable. The area
above the CDF and to the right of the origin describes how often and how positive is
the outcome. Therefore [126, chap. 5.3]:
\int  \infty 
\int  0
\bigl[ 
\bigr] 
FX (x) dx.
x\= =
1  -  FX (x) dx  - 
0

 - \infty 

Replacing FX (x) with either (D.5) or (D.4)
\int 
\Bigl[ 
\Bigr]  \int  \infty  \Bigl[ 
\bigl( 
\bigr) \Bigr] 
\vec{}
\widetilde 
\mathrm{E}V\widetilde 1 ,V\widetilde 2 Vi | V2 =
1  -  FV\widetilde 1 ,V\widetilde 2 vi,1 | vi,2 dvi,1  - 
0

0

 - \infty 

\bigl( 
\bigr) 
FV\widetilde 1 ,V\widetilde 2 vi,1 | vi,2 dvi,1 . (D.10)

Since (D.5) or (D.4) is subtracted in each half-plane; the expected value is decreasing
everywhere except at FV1 = 1, where the derivative with respect to FV2 goes to zero.
The
that
\Bigl(  final\Bigr) step is to realize
\Bigl( 
\Bigr)  since we were working in two arbitrary dimensions,
FV\widetilde 1 ,V\widetilde 2 V\vec{}i | V\widetilde 2 = FV\widetilde 1 ,V\widetilde 2 vi,1 | V\widetilde 2 . Thus, \mathrm{E}[vi,1 | vi,2 ] is non-increasing with respect to
vi,2 . When using the CDF (D.5), this approximately fulfills the ATSD Expected
Benefit (cf. Definition 2). When using the CDF (D.4), this approximately fulfills
Bounded ATSD Expected Benefit (cf. Definition 3). If we relax the problem by either
allowing it to fail with probability 0 or using only smooth continuous distributions,
then we have ATSD Expected Benefit and Bounded ATSD Expected Benefit.
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D.7

Relaxing the Problem

We just proved the conditional expected value is decreasing (with respect to FV2 )
everywhere except at FV1 = 1, where it becomes non-decreasing. This section
discusses relaxations which allow (D.5) and (D.4) to strictly increase in their given
argument: vi,2 . Generally, a CDF may have a plateau, making (D.5) and (D.4) nonincreasing in vi,2 . First, we introduce a relaxation on the CDFs. Second, we argue that
even when a CDF has plateaus, (D.5) and (D.4) are increasing in vi,2 with probability
1 for FV1 \not = 1.
Equations D.5 and D.4 are increasing (except at FV1 = 1) and never decreasing
with respect to FV2 , assuming m \geq  3. Again, this is common sense; increasing any
dimension on a minimizing Pareto front should increase the probability of rejection.
However, the proof has shown us that we require m \geq  3; two vectors/algorithms
are insufficient. The proof also shows that CDFs which are only non-decreasing (not
strictly increasing) may result in a CDF which is only non-decreasing and not strictly
increasing with respect to vi,2 .
If we relax the problem by requiring distributions with certain properties, (D.5)
and (D.4) becomes strictly increasing in the given variable, vi,2 . All the issues vanish if
the distributions are smooth continuous distributions. This relaxation is justified since
smooth continuous distributions are common, especially the Gaussian distribution.
For such distributions, the degenerate cases (e.g., FV1 = 1) will only happen with
probability 0. Thus, given continuous distributions, m \geq  3, (D.5) and (D.4) are
increasing in vi,2 . Even discontinuous, non-smooth distributions are strictly increasing
in their argument so long as they have no plateaus. Therefore, (D.5) and (D.4) are
strictly increasing for FV1 \not = 1. However, FV1 = 1 in general is a possibility.
What does FV1 = 1 mean and is it a problem when it occurs? FV1 = 1 means that
vi,1 is equal to or exceeds the maximum value for that distribution. When a vector
has a maximum value on one of its dimensions, those dimensions become worthless
as far as the minimizing Pareto front is concerned. When the maximum occurs
for FV1 , then FV\widetilde 1 ,V\widetilde 2 (V\vec{}i ) = FV\widetilde 2 (V\vec{}i ). This simply causes the conditional probabilities
to go to unity and hence the derivative goes to zero. However, this is not as big
of a problem as it appears. This is an artifact of only one dimension remaining.
One can see that FV\widetilde 1 ,V\widetilde 2 ,V\widetilde 3 remains distinct from FV\widetilde 3 unless FV1 = FV2 = 1. For all
non-degenerate distributions, the probability all dimensions except one are at their
maximum shrinks as the number of dimensions increase. If all but a single dimension
has been marginalized, then the Pareto front consists of exactly a single element
having the minimum of that dimension. In this case, m \not \geq  3, so ATSD cannot be
expected to provide a benefit.
FV (V ) is increasing in V with probability one, even when the CDF is discontinuous
and non-smooth. When the distribution is continuous, the proof is just the inverse
transform theorem [126, chap. 5.2]. This produces the uniform distribution’s CDF,
which increases over the entire range of probability. Now consider a discrete random
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variable and two values x1 , x2 , x1 > x2 . If these two values share the same CDF
value, then P (x1 \geq  X > x2 ) = 0:
P (x1 \geq  X > x2 ) = FX (x1 )  -  FX (x2 ).
If x1 and x2 share the same CDF value, meaning FX (x1 ) = FX (x2 ), then
P (x1 \geq  X > x2 ) = 0.
Logically this is a consequence of CDFs being right-continuous and non-decreasing.
The CDF value must increase if the value occurs with non-zero probability (or nonzero probability density).
Consequently, even non-smooth discontinuous distributions still results in (D.5)
and (D.4) strictly increasing in their given argument, vi,2 , with probability 1. This
fulfills the definitions of ATSD Expected Benefit and Bounded ATSD Expected
Benefit (cf. Definitions 2 and 3).
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Appendix E

Uniform Distributions on a Simplex Implies
Expected Benefit
Here we show how non-independent dimensions (such that their sum is a constant)
produces stochastic benefit (cf. Definition 2). Without loss of generality we will use
the unit simplex, as this simplifies the math and applies most directly to probability
spaces. We show that this produces a negative linear correlation between dimensions.
We reuse the notation from Appendix D and Section 5.4.3. V\vec{}i is a vector of
performances (or probabilities) and Vi,k is a random variable representing the ith
vector’s kth dimension. Now vi,k may also be interpreted as the outcome of Vi,k .
Because all vectors are mutually independent of each other, Vi,k = Vk with the CDF
FVk (vi,k ).

E.1

Uniformly Distributed Points on the Unit Simplex

There exist many ways to describe the uniform distribution over a unit n-simplex. The
flat Dirichlet distribution (all concentration parameters are equal to one) describes the
probability as uniform over the simplex. Alternatively one may take a constructive
approach by defining the area of slices of a n-simplex. These two approaches are
equivalent and can be shown by marginalizing the flat Dirichlet distribution. This
will be of use for analyzing the conditional expected value. On the other hand, if
the reader is interested in merely sampling from this distribution, there exist better
techniques [157].
The flat Dirichlet distribution has PDF given by:
\Biggl\{ 
\sum n
n! if
i xi = 1
fX1 ,...,Xn =
.
(E.1)
0
otherwise
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Integrating out one variable at a time produce the following joint distributions:
\bigr) 
\bigl( 
\bigr)  n! \bigl( 
1  -  X1  -  X2  -  . . .  -  Xn - 1
fX1 ,...,Xn - 1 x1 , . . . , xn - 1 =
1!
\bigl( 
\bigr)  n! \bigl( 
\bigr) 2
fX1 ,...,Xn - 2 x1 , . . . , xn - 2 =
1  -  X1  -  X2  -  . . .  -  Xn - 2
2!
...
\left( 
\right) n - k
k
\sum 
n!
1  - 
xi
(1 \leq  k \leq  n)
fX1 ,...,Xk (x1 , . . . , xk ) =
(n  -  k)!
i

(E.2)

...
fX1 (x1 ) = n (1  -  X1 )n - 1 ,
\sum 
subject to all xi \geq  0 and for all k \in  \{ 1, 2, . . . , n\}  ki xi \leq  1. The conditional PDF,
describing the probability of the next dimension given the previous dimensions is:
\bigl( 
\bigr) 
\bigl( 
\bigr)  fX1 ,...,Xk+1 x1 , . . . , xk+1
fX1 ,...,Xk+1 xk+1 |  X1 = x1 , . . . , Xk = xk =
fX1 ,...,Xk (x1 , . . . , xk )
\Bigl( 
\sum k+1 \Bigr) n - k - 1
n!
xi
1
 - 
i
(n - k - 1)!
=
\Bigl( 
\sum k \Bigr) n - k
n!
1
 - 
i xi
(n - k)!
\Bigl( 
\sum k+1 \Bigr) n - k - 1
1  -  i xi
(E.3)
= (n  -  k) \Bigl( 
\sum k \Bigr) n - k .
1  -  i xi
We found no references for the CDF of the Dirichlet distribution and we could
not find a convenient closed form expression. We were however, able to find a way to
calculate a conditional CDF (conditioned on the sum of values in other dimensions).
The conditional CDF follows from the hyper-volume of the n-simplex (corresponding
to n + 1 variables). A non-degenerate n-dimensional object’s hyper-volume grows
in the nth power. So for a n-simplex with side length \ell , the volume is \ell n/n!. We
normalize to make this a probability space when \ell  = 1. Assume we start with \ell  = 1
and unit hyper-volume. We partition this space by fixing xi ; imagine a horizontal cut
through a pyramid (a unit tetrahedron) at a height of h. The two hyper-volumes will
be (\ell   -  h)n and 1  -  (\ell   -  h)n . The first hyper-volume is the remaining probability for
the n  -  1 dimensions and the second one corresponds to the probability X1 \leq  h. The
cut itself will form a new (n  -  1)-simplex with a side length of 1  -  h = \ell , having a
hyper-volume of (1  -  h)n - 1 . We may iterate this process on the remaining probability
for the n  -  1 dimensions by normalizing by the hyper-volume (1  -  h)n - 1 . Carrying
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this out iteratively and plugging in the corresponding \ell  produces:
FX1 (x1 ) =1  -  (1  -  x1 )n
\Biggl( 
\Biggr) n - 1
\bigl( 
\bigr) 
(1  -  x1  -  x2 )
FX1 ,X2 x2 |  X1 = x1 =1  - 
(1  -  x1 )
...
\left(  \Bigl( 

\sum k+1

\Bigr)  \right) n - k

1  -  i xi
\Bigl( 
\sum k \Bigr) 
1  -  i xi

\bigl( 
\bigr) 
FX1 ,...,Xk+1 xk+1 |  X1 = x1 , . . . , Xk = xk =1  - 

(E.4)

...
\right) 

\left( 
\bigl( 
\bigr) 
FX1 ,...,Xn xn |  X1 = x1 , . . . , Xn - 1 = xn - 1 =1  - 

\bigl( 
\sum  \bigr) 
1  -  ni xi
\Bigr) 
\Bigl( 
\sum 
1  -  in - 1 xi

.

A quick check shows that the PDFs and conditional CDFs agree. First recall,
\bigl( 
\bigr) 
FX,Y (x, y + \Delta y)  -  FX,Y (x, y)
P X \leq  x |  Y = y = \mathrm{l}\mathrm{i}\mathrm{m}
\Delta y\rightarrow 0
FY (y + \Delta y)  -  FY (y)
\Delta y \partial FX,Y (x, y) /\partial y
\simeq 
\Delta y fY (y)
\partial FX,Y (x, y) /\partial y
=
.
fY (y)
The conditional PDF in terms of the conditional CDF is
\partial  k FX1 ,...,Xk+1 (x1 ,...,xk+1 )

\bigl( 

\bigr) 

FX1 ,...,Xk+1 xk+1 |  X1 = x1 , . . . , Xk = xk =
\bigl( 
\bigr) 
\partial FX1 ,...,Xk+1 xk+1 |  X1 = x1 , . . . , Xk = xk
=
\partial xk+1

\partial x1 ... \partial xk

fX1 ,...,Xk (x1 , . . . , xk )
\partial  k+1 FX1 ,...,Xk+1 (x1 ,...,xk+1 )
\partial x1 ... \partial xk+1

fX1 ,...,Xk (x1 , . . . , xk )
\bigl( 
\bigr) 
fX1 ,...,Xk+1 x1 , . . . , xk+1
=
.
fX1 ,...,Xk (x1 , . . . , xk )

Thus, if the partial derivative of the conditional CDF produces the conditional PDF,
and the conditional CDF ranges from 0 to 1, then they agree. \sum 
By inspection, we can
see (E.4) has extrema of zero and one when k \not = n  -  1 and k+1
xi = 0 or when
i
k \not = n  -  1 and xk+1 = 1. When k = n  -  1, we have a degenerate distribution since
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\sum n
i

xi = 1 is a requirement. Taking the partial derivative of (E.4) produces:
\left( 
\right) 
\Biggl(  \Bigl(  \sum 
\Bigr)  \Biggr) n - k
\partial 

1 -  k+1
xi
i
\Bigl(  \sum 
\Bigr) 
k
1 -  i xi

1  - 

\bigl( 
\bigr) 
\partial FX1 ,...,Xk+1 xk+1 |  X1 = x1 , . . . , Xk = xk
=
\partial xk+1

\partial xk+1
\sum k+1 \Bigr) n - k - 1
1  -  i xi
= (n  -  k) \Bigl( 
\sum k \Bigr) n - k .
1  -  i xi
\Bigl( 

This is identical to (E.3), so they agree.

E.2

Conditional Mean

We can directly integrate
(E.3) to get the conditional mean. First, for brevity and
\sum k
insight allow \Sigma  = i xi , then (E.3) transforms to:
\bigl( 
\bigr) n - k - 1
\bigl( 
\bigr) 
1  -  xk+1  -  \Sigma 
f\Sigma ,Xk+1 xk+1 |  \Sigma  = (n  -  k)
(1  -  \Sigma )n - k
Calculating the conditional mean, we have
\int  1 - \Sigma 
\bigl[ 
\bigr] 
\bigl( 
\bigr) 
\mathrm{E}\Sigma ,Xk+1 xk+1 |  \Sigma  =
xk+1 f\Sigma ,Xk+1 xk+1 |  \Sigma  dxk+1
0
\bigl( 
\bigr) n - k - 1
\int  1 - \Sigma 
1  -  xk+1  -  \Sigma 
dxk+1
xk+1 (n  -  k)
=
(1  -  \Sigma )n - k
0
Performing integration by parts we get
\bigm| 1 - \Sigma 
\left( 
\bigl( 
\bigr) n - k \bigl( 
\bigr) n - k+1 \right) \bigm| \bigm| 
xk+1 1  -  xk+1  -  \Sigma 
1  -  xk+1  -  \Sigma 
(n  -  k)
\bigm| 
 - 
\bigm| 
n - k
n  -  k
(n  -  k) (n  -  k + 1) \bigm| 
(1  -  \Sigma )
\bigm| 

xk+1 =0

Notice when xk+1 = 0 only the first term vanishes. When xk+1 = 1  -  \Sigma , both terms
vanish. Therefore,
(1  -  \Sigma )n - k - 1
(1  -  \Sigma )n - k (n  -  k) (n  -  k + 1)
1  -  \Sigma 
=
.
(n  -  k + 1)

\bigl[ 
\bigr] 
\mathrm{E}\Sigma ,Xk+1 xk+1 |  \Sigma  =

(n  -  k)

(E.5)

Basically, the mean conditioned on the sum (of any number) of other dimensions is
decreasing linearly with respect to the sum of the other dimensions. This fulfills the
definitions of ATSD Expected Benefit (cf. Definitions 2).
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