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THE FUTURE OF DATA ACQUISITION

Marty Wexler
L-3 Communications
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San Diego, CA

ABSTRACT

The necessity to acquire and analyze data dates back to the beginning of science itself.
Long ago, a scientist may have run experiments and noted the results on a piece of paper.
These notes became the data. The method was crude, but effective. As experiments got
more complex, the need for better methodologies arose. Scientists began using computers
to gather, analyze, and store the data. This method worked well for most types of data
acquisition. As the amount of data being collected increased, larger computers, faster
processors, and faster storage devices were used in order to keep up with the demand.
This method was more refined, but still did not meet the needs of the scientific
community.

Requirements began to change in the data acquisition arena. More people wanted access
to the data in real time. Companies producing large data acquisition systems began to
move toward a network-based solution. This architecture featured a specialized computer
called the server, which contained all of the data acquisition hardware. The server handled
requests from multiple clients and handled the data flow to the network, data displays, and
the archive medium. While this solution worked well to satisfy most requirements, it fell
short in meeting others. The ability to have multiple computers working together across a
local or wide area network (LAN or WAN) was not addressed. In addition, this
architecture inherently had a single point of failure. If the server machine went down, all
data from all sources was lost.

Today, we see that the requirements for data acquisition systems include features only
dreamed of five years ago. These new systems are linked around the world by wide area
networks. They may include code to command satellites or handle 250 Mbps download
rates. They must produce data for dozens of users at once, be customizable by the end
user, and they must run on personal computers (PCs)! Systems like these cannot work
using the traditional client/server model of the past. The data acquisition industry demands
systems with far more features than were traditionally available. These systems must
provide more reliability and interoperability, and be available at a fraction of the cost. To



this end, we must use commercial-off-the-shelf (COTS) computers that operate faster
than the mainframe computers of only a decade ago. These computers must run software
that is smart, reliable, scalable, and easy to use. All of these requirements can be met by a
network of PCs running the Windows NT operating system.
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INTRODUCTION

The revolution has begun. The tendency for products to move from monolithic
mainframes and mini-computers to the PC has been going on for years. Only the most
demanding products have not made the switch to the PC. These applications are typically
real time in nature. In the past, a PC was not able to operate in a near real-time mode.
Now, with the newer releases of Windows NT and specialized hardware, we can write
real-time code that runs well on the PC.

Back in 1993, L-3 Communications Telemetry & Instrumentation (then Loral Test &
Information Systems) announced the Visual Telemetry System (VTS) at the ITC show in
Las Vegas, Nevada. It was the first telemetry system to be hosted entirely under Microsoft
Windows. Back then, the product was regarded as a toy that could not possibly handle
anything but the slowest data rates. While this was not the case, the data acquisition
community was not ready to accept a PC running Windows as a viable solution. The VTS
was a product before its time.

Over the next two years, the VTS was joined by other products from other companies.
These products were not as fast or easy to use but were hosted under Microsoft
Windows. Most of these systems were a port of a DOS product and not a full Windows
product. This added to the illusion that Windows was not a viable platform for data
acquisition.

The VTS was moved to the Windows NT platform in 1995. That was when the concepts
of Distributed Network Architecture (DNA) and breaking out of the box were first
introduced. At that time, the client/server model was working, but its scalability was poor.
The need for a data acquisition system using distributed processing became clear.
Breaking out of the box was another important concept, though ahead of its time.

In recent years, the collaboration of people and companies has given rise to the sharing of
data. Technological advances have given rise to much higher data rates and more complex



algorithms that must be run on the data. In order to provide a system that can handle all of
the collection, distribution, processing, displaying, and archiving of data, multiple
computers must be used. It is time to break out of the box!

WHAT IS A DISTRIBUTED SYSTEM?

To understand what a distributed system is, it is helpful to understand what a distributed
system is not. A distributed system is not a system in which multiple clients talk to one
specific server in order to get a task done. In addition, it is not a system where a single
machine is in charge of other machines that may do processing. Figure 1 shows a typical
client/server model network environment. In this type of environment, one machine is
denoted as the server that handles all of the data input, processing, distribution, archiving,
etc. If the server machine goes down, all data stops and collected data could be lost. The
server is the only machine with hardware to acquire data.
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Figure 1. A Typical Client/Server Network

In contrast, a distributed system is a group of computers hooked up via a network (LAN,
WAN, or both) that cooperate with each other. Each computer can act as a client or as a
server at any time. Any piece of software can run on any system on behalf of any other
system. Each computer can accept or deny the running of software on it from other
computers. A scheme like this allows the system to be predictable and reliable. It also lets
the system balance the load of processes running. If one system is having trouble keeping
up with its demands, it may offload some of its processing to an idle or less busy system.
The busy system does this by making a request within the distribution group for a
machine with spare CPU cycles. Such a configuration has no single computer that can be



the single point of failure. Systems that go down can be replaced with new ones and be
brought up dynamically.

In 1995, L-3 Communications Telemetry & Instrumentation (then Loral Test &
Information Systems) introduced the Distributed Network Architecture (DNA) approach.
DNA is the fundamental building block of the network version of the VTS. With this
system, any computer can act as the source of the data, the destination for the data, or
both. Conceivably, any machine within the distributed environment can go down at a given
time and be replaced dynamically without shutting down the rest of the system. Any
computer within the network can be used as an archive node, a data receiving node, a
display node, or any combination of the above (see Figure 2).
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Figure 2. The DNA Architecture



THE WINDOWS NT OPERATING SYSTEM

Why Use Windows NT?

Windows NT is the operating system (OS) of choice for several reasons:

Windows NT is a multi-platform product. It runs on various machines from low-cost
single processor PCs to high-end multi-processor Alpha workstations. The correct
machine platform is chosen based on how demanding the data acquisition requirement is.
If requirements change in the future, the machine can be swapped out for a new one with
no software changes. The operation is seamless and painless. In a distributed system,
another option would be to add another machine to the network. This machine would
handle the new requirements, while letting the old machine handle the tasks for which it
was designed.

Windows NT is internationalized. Windows NT supports more than a dozen
languages. Applications can easily be designed to use the native language spoken by the
user or to provide a heterogeneous mix of languages within a particular distributed system.

Windows NT is state of the art. The NT operating system supports the Symmetric
Multi-Processor (SMP) specification. It has built-in networking, provides distributed
processing support, and is scalable. The product is widely available and is produced by a
stable company. Many of today’s data acquisition systems are based on low volume or
proprietary solutions. These systems can be difficult to use or maintain. Companies that
provide these solutions may go under or be slow to implement cutting-edge features that
are necessary to maintain a state-of-the-art system. With NT, the path is clear. Implement
all state-of-the-art functionality. Support all new PC platforms out of the box.

IS WINDOWS NT REAL TIME?

Windows NT is not a real-time operating system. This means that the operating system
provides no guarantee as to when events will happen or when applications will be run.
Microsoft states that NT is soft real time. What this means is that although NT does not
guarantee when a process will be run, it does assign priorities to each running thread in a
system.

Simply stated, a thread is a subprocess that can have its own priority. An application may
have many threads, each running at its own independent priority. The priorities have four
classes: IDLE, NORMAL, HIGH, and REAL-TIME. Processes executing within the
REAL-TIME class will preempt all operating system threads and thus be scheduled to run
ahead of the operating system itself. Within each of these priority classes is a priority



level. The priority level is a number between zero and thirty-one, providing thirty-two
levels of priority. All of the priority information goes into a set of priority queues that
maps the four levels of thirty-two priorities into a single list of one-hundred-twenty-eight
levels. Using these priorities wisely, an application can dictate what will be running at a
given time. Does this mean that a programmer can safely state that an interrupt will be
serviced within a particular time delta? No, it does not. It does state, however, that the
programmer can expect a reasonable response rate to the interrupt. As a result, the data
acquisition hardware must be designed to be smart enough to handle the latencies inherent
within the operating system. For this reason, hardware should be capable of buffering
some amount of data between interrupts in order to provide a reliable connection between
the hardware that acquires the data and the software that processes it. Although this is not
a true real-time system, the results are the same. All data is processed in a timely manner
and no data is lost.

IS WINDOWS NT SECURE?

NT is secure. Versions of NT are available with C2 security levels. Access to files and
data can be granted to a single user or a user group. This protects the data acquisition
system from being accessed by unauthorized persons. In addition, one can accommodate
certain groups of users who need access to classified materials and other groups of users
who need to access only unclassified materials.

SMP: DOING PROCESSING IN PARALLEL

What Is SMP?

When the PC was first designed, it was imagined that a single user would run software
programs such as word processors that did not require a powerful processor. As the
operating system became more complex and software more sophisticated, more powerful
machines were developed. Users could now use a graphical user interface (GUI) to do
their work. They could make spreadsheets, edit simple graphics, and run simple
calculations, all at the same time. For more complex work, users could hook their PCs to
a mainframe computer or perhaps a supercomputer. This machine was determined to be a
host or server. The more users that used a particular server, the slower the server got. In
order to keep up with faster processing demands, some computer companies developed
faster processors. But developing a new processor was slow and expensive. Other
companies took a different approach. Instead of designing a new processor to handle
more processes per second, they designed systems that could execute processes within
the same second. Such was the basis of SMP — take an array of lower cost processors,
assign processes to each processor, and let them all execute in parallel (see Figure 3).



Although the overall throughput of a system with two processors is not the sum of each
individual processor, it is close.
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Figure 3. SMP at Work

Does SMP Help with Data Acquisition?

SMP is a natural fit for demanding real-time applications like data acquisition. Data
acquisition products all do the same sort of processing. First, the data must be collected.
Second, the data is processed in some way. Third, the data is distributed to interested
clients. Finally, the data is archived to a long-term storage device.

Traditionally, data acquisition products ran in two modes. Mode 1 was to gather the data
and store it to disk. Mode 2 was to analyze the data after the test was run. For short tests,
this methodology worked well. For long tests, such as a probe traveling to another planet,
it was unacceptable.

With the introduction of SMP and process priorities, a modern data acquisition system
can attempt to accomplish all of these tasks at the same time without data compromise.
The system administrator or software designer may decide that the highest priority
process is reading the data off the hardware before it is overwritten. The next highest
priority is to get the data to the storage medium. These two tasks are critical and may thus
be considered real-time tasks. Lower in priority would be the tasks of distributing the data



to clients, processing the data (algorithms), or displaying the data. Note that the system
can decide which processes are handled dynamically. For systems designed around the
distributed system model, processes may be moved off the host system entirely.

What Does the Future Hold for SMP Processors?

Both Microsoft and Intel are committed to supporting SMP. Currently, Intel handles
clusters of up to four processors (soon to be eight) operating quickly under SMP. For
SMP computer systems with more than four processors, groups of four processors are
connected via a high-speed bus that helps synchronize each processor group. Future Intel
processors will have more pipelining and multiple execution units within them. This will
help each processor within an SMP machine to be parallel in nature. In 1999, we will see a
1.2 GHz processor with far superior pipelining. A machine with four of these processors
would be very powerful. Now, imagine a distributed network of ten of these machines
working together to accomplish a single task.

THE INDUSTRY-STANDARD PCI BUS

Why PCI?

As the PC platform made advances in processor technology, the need for faster
peripherals was apparent. System designers came up with proprietary buses, and cards
for these buses, that would let data flow in the system. Later, the industry standardized
with the VESA Local Bus (VLB.) The VLB was hooked up directly to the system
processor and was very fast. While VLB solved some of the data problems, it had its
shortcomings. The bus could only handle two slots, was not plug-and-play, and was not
able to share resources such as interrupts. Intel then introduced the PCI bus. The PCI bus
solved the data flow problems in the PC. The bus was not tied to any specific
architecture. It was fast (133 MB/sec). It was plug-and-play. And, you could hook up four
devices on a single bus. For more demanding systems, multiple PCI buses can be bridged
together. It did not take the computer industry long to make the move to PCI.

Today, PCI buses can be found on standard PC, DEC Alpha, Sun, SGI, and many other
platforms. The data rates are high enough for nearly all data acquisition requirements.

Plug-and-Play: A Double-Edged Sword!

Critics of plug-and-play have dubbed it plug-and-pray. In other words, plug it in and hope
it works! If the hardware does not work, you are out of luck.



Since PCI devices may share interrupts, problems can arise when two boards do not play
nicely together. The drivers for PCI boards must be able to handle the fact that an
interrupt may not be for them. In this case, the driver passes the interrupt along and the
next PCI board using the interrupt gets a chance to service its hardware. A problem arises
when one or more of the driver writers do not play by the rules. When this happens, one
or both of the hardware devices will not function correctly. To avoid this problem, care
must be taken in selecting which hardware boards should reside in a data acquisition
system. Newer PCI Basic Input/Output Systems (BIOS) allow users to select the Interrupt
Request (IRQ) that a board in a particular PCI slot should use. This helps avoid the
problems mentioned above. A system designer can also try to avoid sharing an interrupt
between two boards with high interrupt rates. This will allow an SMP machine to handle
the interrupt requests in parallel (see Figure 4).
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A typical PCI bus configuration.  Two PCI buses are connected via a bridge. 
The manufacturer has decided to number the slots from the inside out.  This
numbering is arbitrary and left up to the manufacturer.  Usually boards in the
same slot number will share interrupts.  It is important that the boards that
share interrupts have drivers that work well together.  Well written drivers will
always share interrupts correctly.  

Figure 4. Plug-and-Play PCI Devices

Another problem arises when multiple boards of the same type are inserted into a single
PC. There is no requirement to number the slots in a PCI bus from left to right, right to
left, etc. For this reason, it is not possible to know which board the software thinks is
Board 1 and which board the software thinks is Board 2.

There are two approaches to solving this problem in a non-proprietary manner. First, the
data acquisition device could have an LED on it stating its instance in the system. This
way the user could be sure to hook cables up to the correct board. The PCI bus would
still decide which is Board 1, Board 2, etc. The major problem with this method is that
PCI is plug-and-play. Suppose that there are three decom boards on a PCI bus, numbered
1, 2, and 3. The user cables up the three boards and runs a test. Suppose that later the
user tries to run the same test and discovers that Decom 1 failed. At this point, the user



removes Decom 1 and sends it back to the factory. The user then runs the test suite using
the other two decoms, only to find that the cabling is incorrect. Since PCI is plug-and-
play Decom 2 became Decom 1 and Decom 3 became Decom 2. As can be seen, this
approach has some shortcomings.

The second approach is to provide a switch on each data acquisition board. This switch
would allow the user to dial in an instance number to the new hardware. That way, it does
not matter if a board is pulled out or which direction the PCI slots are numbered.
Everything always works.

DISTRIBUTING THE DATA (LANs AND WANs)

In the 1980s, networks for PCs were slow. Most were 10 Mb networks with slow ISA-
based network cards. With the advent of PCI and faster network products, the typical
new network system is now 100 Mb. For most data acquisition products, 100 Mb is fast
enough to take all of the data and distribute it to multiple machines. For data transfer
streams that must receive all of the acquired data (such as an archiving node), a reliable
transport such as TCP is used. For other streams, such as Current Value Table (CVT)
display data, a less reliable method such as UDP may be used. The advantage of TCP is
that all of the data is guaranteed to be received in the proper order. UDP, however, makes
no guarantees at all. The data may arrive in the wrong order or never arrive at all. For
some applications, this is acceptable; for others, it is not.

The primary advantage of using UDP over TCP is that many clients may request large
chunks of data. This data will eventually fill all available bandwidth. For example, suppose
we have a single machine collecting and distributing data at a rate of 5 Mbps. Also,
suppose that this machine is on a 100 Mb network. If there is a single client requesting the
data, then the network usage for this client, using TCP or UDP, is about 5%. Now,
suppose that nine more clients join in and all want access to all of the data. For TCP, the
usage on the server goes up by about 50% and the bandwidth usage on the network goes
up to about 50%. Now, suppose that another ten clients join in. At this point, the machine
collecting the data may not be able to handle the distribution of 100 Mbps data. What is
worse is that the network will not be able to handle all 100 Mbps.

UDP, on the other hand, can be used to broadcast messages to multiple clients at the
same time. All twenty clients would receive the broadcast message. The network
bandwidth would remain at 5% and the server’s processor usage would not increase.
Clearly, it is important to choose the correct protocol for each specific application. This
choice should be dynamic in nature.



Recently, there have been several advances in network technology. These advances
provide a much higher data throughput rate than was previously available. Among these
advances are multicast, which is like UDP except that clients who do not care about the
data do not have to read the packet in order to determine that the data is to be discarded.
This protocol saves the host CPU from having to process all data for all streams through
the protocol stack. Thus, machines that do not care about specific data do not use any
CPU time to decide to discard the data.

FDDI, another networking advance, is a high-speed fiber network that works like a
standard twisted-pair network except that it uses fiber cable to communicate. Other
advances, including gigabit network technologies, provide multiple streams of multicast
data. Surely, in the future, the network will not be the bottleneck in most data acquisition
systems. Moving the data over the network so that multiple machines can process the data
will be an easy task.

SCALABILITY: RUNNING EVERYWHERE

Over the years, scalability has meant different things to different people. The definition
used here is as follows: A software application requiring a low amount of processing
can run on a low-end, inexpensive processor. As processing demands increase, this
same application can be run, unmodified, on a more powerful, more expensive system.
In addition, the system can be used in a distributed environment to provide more
processing power than would be available within a single computer using the
technology available today.

What does this mean? First, if the requirement is simple and the bandwidth requirement
low, the application should run on an inexpensive standalone PC. If the requirements for
the data acquisition system increase, then the user can get a new, more powerful PC and
run the application unmodified (hardware independence.) Now, suppose that the
requirements further increase to the point where current PC technology cannot support the
amount of data received. At this point, we must operate in a distributed environment,
allowing multiple systems to access each part of the overall task. It is time to break out of
the box!

COOPERATION: "HEY, COULD YOU RUN THIS CODE FOR ME?"

In a true distributed system, each computer within the distribution group communicates
with all other computers within the group. The computers ask each other things like "Are
you alive?", "What is your current processor load?", and "Could you run this task for
me?". Load balancing is the focal point of the system. In a real-time product, it may not
be wise to let each computer be treated in the same way. For example, an archiving node



is a critical node. The processor may be idle at a given time. Since the processor is idle,
some other machine may offload its single-most CPU-intensive process off to the archive
machine. Later, some process may want to start archiving to the archive node. The archive
node may be too busy to do archiving — its sole purpose for being in the distribution
group.

There are a number of ways to solve this problem. First, critical machines in the group can
always answer "Sorry, I cannot run that process for you." Another solution may be to
take on the process and answer "OK, but I may have to give this process back to you
later." This way, the processor may be used to its maximum potential. By distributing the
tasks among a group of PCs, the data acquisition system is completely dynamic and
expandable.

CONCLUSION

The days of the traditional client/server data acquisition model are drawing to a close.
Inexpensive PCs can be used to achieve far superior performance over many of the
mainframe computers available only a decade ago. The PC can provide more reliability
and higher processing power using distributed systems technology than a client/server
system can. There are no proprietary processors, buses, or vendor products. All
components of the system are commercial-off-the-shelf (COTS) products. The system is
scalable, upgradable, and has a secure future. The system has broken out of the box!
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