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ABSTRACT
ASW-II (Advanced Satellite Workstation, Version II) has been developed and delivered as
an operational prototype in support of the Ultra High Frequency (UHF) Follow-On
satellite. It provides unified and coordinated real time reception and storage of satellite
telemetry, display of both real time and stored telemetry, expert-system analysis of
spacecraft status, and an information navigator system that stores and presents information
about the spacecraft. The architecture is modular and reconfigurable, and it provides
support for multiple analyst workstations. There are several unusual aspects of the design.
The entire telemetry history of the satellite is regarded as a continuum by the user, with
ASW-II automatically tracking and displaying contact periods. A “streams” mechanism
organizes the telemetry in such a way that the user can interactively define new derived
parameters and have them presented graphically. Both real time and archived data can be
displayed simultaneously. The user has very flexible controls for all display interfaces
using mouse and window technologies.
INTRODUCTION
ASW-II has been developed as part of a program of experimental and prototype satellite
workstations developed by the Information Technology Department (ITD) of the
Aerospace Corporation. The first version of the Advanced Satellite Workstation (ASW-I)
developed by ITD was the subject of a previous report [1]. The capabilities of ASW-II
represent a significant evolution from ASW-I. ASW-II adds a capability to collect, store,

and display data directly from the real time downlink. ASW-II also implements a
client-server model for telemetry data, has reduced run-time software licensing
requirements, and represents a significant advance in display technology and operator
interface. A few of the capabilities of ASW-I have not yet been provided in ASW-II: the
Automated Pass Plan Generator, and the Vehicle Subsystem Hierarchical Modeler.
ASW-II has been delivered as an “operational prototype” to the Air Force Mission Control
Center (MCC) which will support the UHF Follow-On satellite. It will be used in an
advisory role, in parallel with the present MCC mainframe-based system responsible for
satellite operations support.
This paper first discusses the overall ASW-II system architecture. We then present the
ASW-II hardware and software architecture. Finally, we address implementation, security
considerations, and the role of electronic deliverables.
SYSTEM ARCHITECTURE
Figures 1 and 2 show the ASW-II architecture. In overview, the components and their
interactions are as follows:
TELEMETRY SERVER
The Telemetry Server (TS) provides telemetry data, both real time and stored, to “clients”.
The TS accepts the telemetry stream, in decrypted Pulse Code Modulation (PCM) format,
and a standard Inter-Range Instrumentation Group (IRIG) time signal. Telemetry
subframes are buffered into memory, time tagged, and stored to disk. The data provided to
clients is decommutated, time tagged, converted into engineering units, and “derived”
measurands are formed.
DISPLAY MANAGER
The Display Manager (DM) acts as a client of the TS, in that the DM requests and accepts
telemetry data. The DM displays this data to the user in a wide variety of formats. In
addition, the DM provides control and status for the system-wide functions of the TS. (For
example, commands to control the telemetry hardware are made at the DM screen, and are
sent from the DM to the TS, which in turn actually operates the hardware.)
As shown in Figure 1, the DM provides a facility to prepare formatted files of measurands
which can in turn be submitted to the IDL™ data visualization tool, or used as input by a
number of other Aerospace developed mission support tools which are resident on
ASW-II.

EXPERT SYSTEM
The Expert System (ES) aids the user by examining a large portion of the incoming
telemetry for anomalous conditions. This examination occurs in the background, and the
user is only informed when a problem is detected. The ES is a client of the TS. As it
receives data from the TS, the ES uses this data to update its rule base. If the rule base
indicates that there is a problem, the ES sends a “diagnostic” to the DM. A diagnostic
consists of the following fields:
Severity Level:
Descriptive Text:
Time:
Measurand list:

Advisory (Blue) Cautionary (Yellow) Warning (Red)
“Foo exceeds Goo”
92:200:14:35:22.235 (year, day, time of day)
<identifier of Foo measurand>,<Identifier of Goo measurand>

As such diagnostics arrive at the DM, the text and time fields appear in a scrollable
window. The text is color coded according to the diagnostic severity level. If the operator
clicks his mouse on the text field of a diagnostic message, he gets a display of the
identified measurands in a small interval of time around the named time.
The “control” flow from DM to ES allows the user to provide the ES with contextual
information which is not available in the telemetry, such as information about recent
commands made to the spacecraft. (This control has not yet been implemented.)
INFORMATION NAVIGATOR
The Information Navigator (iN) provides a highly integrated library of information about
the satellite, including text, graphics, sound, and video. The ASW architecture supports a
close coupling between the iN and DM in the form of “orientation command” and “display
request” messages. “Orientation commands” allow the ES to control documentation
displayed by the iN, while “display requests” allow the iN user to easily cause the DM to
show telemetry relevant to the parts of the documentation he is reading. “Display request”
messages are a planned ASW-II enhancement.
ADDITIONAL CLIENTS
The ASW-II client-server architecture permits additional TS “clients” to be added to the
system. Figure 1 and 2 show how additional “clients” would interface to the TS. As an
example: if IDL™ (commercial data visualization software) were to be more tightly
integrated into ASW-II, this might be done by creating a separate client to translate IDL™
data requests for the TS, and to convert TS responses into IDL™ form. Such a client

would very likely also have a control and status interface to the DM, which serves as the
central control point for the entire system.
HARDWARE ARCHITECTURE
Figure 3 is a block diagram of ASW-II showing its logical configuration. Figure 5 shows
the physical configuration of the hardware.
The ASW-II Front End consists of a VME™ back-plane, SPARC-1E™ CPU, disk
controller, two 660MB SCSI disks, a “Decommutation” board from Berg Systems, and a
“Time Code Board” from Bancomm. The Decommutation board accepts bit-synched
decrypted data on an RS-422 connection and delivers subframes to the CPU. Each
subframe arrival triggers a processor interrupt which reads the Time Code Board and time
stamps the newly arrived subframe.
The front end is connected by Ethernet to the Analyst Workstation, which is a Sun
SPARCsystem 2, with a total of 2.4 GB of disk, a CD ROM drive, cartridge tape, and a 5
GB Exabyte™ tape drive. Note that the Front End does not have a tape drive; backup and
archival of data from the Front End is done over the Ethernet to the Exabyte™
tape drive on the Analyst’s Workstation.
The Analyst’s Workstation is connected by a second Ethernet to a Macintosh with SCSI
disks and CD ROM, as well as to a laser printer and a high quality postscript color printer.
Note that the two Ethernets are completely separate; the one between the Front End and
the Analyst’s Workstation is referred to as the “real-time” Ethernet, while the other is the
“non-real-time” Ethernet. The separation was a design decision to ensure real-time
telemetry data does not contend with non-real time traffic such as print jobs.
SOFTWARE ARCHITECTURE
Figure 4 shows how software functions are allocated to the hardware. As indicated, the iN
is resident on the Macintosh computer and is described in [2]. This section describes the
most important features of the software architecture for the TS, DM, and ES.
TELEMETRY SERVER ALLOCATION
The “Telemetry Server” function is divided between the Front End (FE) and the Analyst’s
Workstation (AW). The FE operates the telemetry hardware, accepts subframes and time
stamps them, stores them in a disk archive, and also sends them over the real-time
Ethernet. The FE also maintains a “contact directory” of all stored data. This is used to

quickly locate data, and to help the user associate contact periods with time intervals. The
contact directory distinguishes test data from actual satellite pass data.
A request for previously stored data specifies a time interval or a set of contact periods.
The FE portion of the TS is responsible for locating and recovering stored subframes
whose time stamp falls into the specified interval.
Data, both real-time and archived, is sent from the FE to the AW over the real-time
Ethernet, in the form of time tagged subframes.
The portion of the Telemetry Server in the AW accepts these time tagged frames and
manages a cache of such frames. In response to requests from clients, this portion of the
telemetry server decommutates frames, converts data to engineering units, inspects for
out-of-bounds conditions if needed, and operates the “stream” mechanism described in
more detail below. In addition to the stream mechanism, the AW portion of the TS
maintains a “current value table” of the most recent values of the real-time downlink,
available to all of its clients.
The FE has three ways to send data over the real-time Ethernet:
1. During a pass, the real-time telemetry is sent using the UDP protocol, with a
broadcast address.
2. Data previously written to disk is sent using the TCP protocol, when requested.
3. A “replay” mode allows data previously written to disk to be played back and sent
over the Ethernet as though it were being received in real-time, using UDP and at
the normal downlink rate.
These choices are carefully made for a number of reasons, including operations with more
than one AW per system. (See Figure 6.) Using the UDP protocol for the real-time data
allows the FE to service multiple AWs without additional load on either the FE or the
Ethernet. Broadcast is appropriate, since during a pass each Analyst at an AW will very
likely be looking at some part of the real-time telemetry, and will want to receive the
real-time data.
Consider telemetry data previously written to disk. An analyst will want to see this, for
example, to compare current behavior with previous behavior, or to look at long-term
trends. Even if there are multiple analysts, only one will be likely to ask for some
particular data at a given time. Furthermore, if the data is being read off disk, there is the
danger that the reader in the FE may be able to read it faster than the receiver in AW can

process it. In this case, the TCP protocol is appropriate. The TCP flow control takes care
of the problem of the reader overrunning the processor. Since there is only a single
receiver, the non-broadcast nature of TCP is not a problem.
The “replay” mode allows for testing or demonstration of the system when a pass is not
actually in progress.
WHERE TO DECOMMUTATE
In this framework, there is a choice of where to perform decommutation:
1. Perform decommutation in the FE, and send individual measurands over the
network, or
2. Send subframes over the network and let each AW perform decommutation.
We have taken the second choice, for the following reasons:
a. The process of decommutating, converting to engineering units, labeling and
time-tagging individual measurands expands the number of bits of data by a very
large factor. This expanded data would have to be sent over the network, if we took
the first choice.
b. If we took the first choice, then the FE would have to decommutate all the
measurands or at least all measurands needed by all of the AWs in the system. If the
front end has the power to do this, then surely each AW has the power to
decommutate the (perhaps fewer) measurands which it needs. Since the AWs in our
present system have more power than the FEs (SPARC 2 vs SPARC 1), the second
choice is appropriate.
c. As more AWs are added to the system, each AW provides the processing power
needed to service its requests, reducing the incremental additional demand on both
the FE and the network and contributing to the overall scalability of the architecture.
Trades like the above can be re-opened for future implementations. For example, it would
be possible to develop an ASW-II implementation where the FE and AW CPUs co-existed
in a single VME cardcage, with backplane based interprocessor communications. This
might lead to a different partitioning of responsibility between FE and AW. Since the FE
and AW CPUs are binary compatible, software modules may be migrated with minimal
development effort. This ability to rearchitect the HW and SW configuration from a very

small single VME cardcage to a system with many analyst positions is a key ASW-II
feature.
STREAMS
The ASW-II architecture employs a we have termed “streams” to allow clients to access
telemetry. An example will describe the concepts most easily. Figure 7 and the
accompanying text illustrate the concepts of streams and derived measurands. Streams
provide a simple yet powerful abstraction for the TS and its clients. Use of streams
provides a clear client interface and insulates clients from telemetry detail.
The “streams” description should be understood as the conceptual basis for the client
interface to the Telemetry Server, not as describing what is actually “inside” the TS. The
TS does not actually build internally each of the stream structures described above.
Instead, as the client calls are made defining new streams, the TS builds up data structures
defining the relations between the old and the new streams. Then, as basic telemetry
measurands arrive, each arrival flows through the TS data structures, finally “kicking off”
the delivery of some measurand or derived measurand to a client.
The streams mechanism is extended up to the (human) user interface at the Display
Manager, in the sense that the user is allowed to define new derived measurands and
display them while the system is running. The user selects basic measurands and
operations (out of a large repertoire), to define new derived measurands. In response, the
Display Manager makes the corresponding calls to the Telemetry Server to define the
necessary derived streams. As discussed later, mechanisms are available to permit the user
to save configurations thus defined, including derived measurands.
The detection of Limit-Breached conditions (measurands which are outside of their
expected limits) is integrated into the Streams concept. In addition to the “basic” stream
defined for each measurand, the Telemetry Server also makes available a “Limits
Breached” stream which consists of precisely those occurrences of measurands which are
outside of their expected limits. Note that the “basic” streams are homogeneous, in the
sense that each item in a basic stream is an instance of the same measurand, while the
Limits Breached stream is heterogeneous, in that different measurands will occur in this
stream as they move outside their expected limits.
THE TELEMETRY RECORD
In the satellite world, a “contact” or “pass” is a period during which an antenna is pointed
at the satellite, and data is being received more or less continuously, with the exception of
temporary dropouts and interruptions. (There are also analogous test and training periods.)

It is common to organize the stored satellite telemetry data in terms of these distinct
passes.
ASW-II uses a different method of organization. The stored data from one satellite is
viewed as a single continuum, extending from the earliest to the most recent data, with
gaps of various sizes where data is not available. As a result, the user can ask to see the
graph of the satellite frammis temperature over the whole lifetime of the satellite, a large
time interval, or a small time interval, all with the same commands, and without specific
preknowledge of pass times. See Figure 8.
The user need not explicitly deal with beginning, ending or labeling pass records The
behavior is simply this: when telemetry comes in and archiving is enabled, the telemetry
data is stored. There is a facility to allow test or training data to be stored in a different
location from “real” data, so that test or training data is not displayed intermingled with
real data.
Internally, the telemetry is stored (using the FE file system) in files whose organization is
resource efficient and convenient to the programmer, without reference to any notion of
“pass”. The FE maintains a contact directory containing time periods for which real or test
data is stored on the real time disk. When the user requests data and specifies a time
period of interest, DM uses the directory to display data availability periods to the user.
The directory also contains file system pointers, allowing the FE to quickly satisfy
archived data requests. Figure 10 shows the user “calendar” interface used to select data
periods, associate these with passes. and allow the user to select specific passes within the
time period of interest.
THE DISPLAY MANAGER
The Display Manager has been designed to maximize the available bandwidth of
information to the operator, while providing very flexible control. Most operations can be
performed via mouse selection, with “pop-up” windows or text widgets for situations in
which text input is needed.
Them are five primary display types:
1. Graphs, including strip charts (measurands vs. time) and scatter plots (measurand vs.
measurand)
2. Tables (measurand current value tables)
3. Limits-breached messages

4. Reasoner messages (expert system output)
5. Spacecraft Processor Memory dumps
Figure, 9 shows the general layout of the display. The left column of the display provides
“global” status and control. This includes data acquisition status and control, satellite
subsystem health, choice of main display type, access to tools, and global graph control.
The main display area uses most of the available area, while the left and right secondary
display areas are smaller.
Figure 11 shows a typical display. In this display, the operator has chosen to use the main
display area for graphs, while the left and right secondary displays show a tabular display
for the power subsystem. Reasoner messages may also be shown in either the main or
secondary displays. The configuration can be changed by the operator in real time. Each of
the available displays is discussed below.
Graphs
One to four separate graphs can be displayed at once, each showing multiple measurands,
with color distinguishing “normal”, “yellow” and “red” conditions. The usual graph shows
time on the horizontal axis and one to eight measurands on the vertical axis (strip chart). In
addition, the user can ask for a graph with one measurand on one axis and another on the
other axis, with changing time indicated by color (scatter plot). Figure 11 shows both strip
charts and scatter plots.
Independent controls are provided for each graph. These controls allow the user to specify
a time period, scroll rate, and time window width separately for each graph. In addition,
the user can change the measurands being displayed, their color, and the vertical scaling.
The user can also define new derived measurands to be added to a graph.
Time can move forward at the real-time rate, for real-time displays. The time motion can
also be paused, scrolled forwards and backwards, and the scale enlarged. Since each graph
has independent controls, both real-time and archived data may be viewed simultaneously
on adjacent graphs. The time controls of the separate graphs can also be locked together to
synchronize the displays.
Tables
Tabular displays provide a view of the Current Values Table maintained by the TS. Entries
are color-coded to distinguish “normal”, “yellow” and “red” conditions. The user can

select a subsystem for display, and can customize his displays by adding and deleting
measurands as desired.
Limits Breached
This is a display of the “Limits Breached” messages, which inform the operator of the
occurrence of out-of-limits conditions of measurands. It is color coded to distinguish
“yellow” from “red” conditions. An acknowledge feature is used to permit the user to
control the amount of repetition of these messages and prevent new out of limits conditions
from being overlooked.
Reasoner Messages
This display shows messages from the Expert System. The descriptive text of the message
is shown, color coded according to severity. These messages can be selected to control
data displayed by the DM and iN.
Spacecraft Processor Memory Dump
This display shows the most recently known values of memory locations for the two
processors on board the spacecraft.
Measurand Index
The UHF Follow-On satellite telemetry comprises thousands of measurands. In order to
allow the user to conveniently specify individual measurands, the Display Manager
provides a tree-structured index into the measurands, as shown in Figure 12. The tree is
structured by satellite subsystem, and the user is able to traverse this tree via mouse clicks.
This mechanism allows easy selection of measurands to be added to displays. A search
facility is also available permitting the user to find all measurands whose identifier contains
a given text string. This interface is used as the single mechanism for all measurand
selection in ASW-II, simplifying the user interface.
Custom Displays
As has been described, ASW-II provides the user with the ability to configure new
displays in a very flexible way. Once the user has configured a display to his liking,
ASW-II a name to be assigned to this display and its definition to be saved. Later on, the
display is restored simply by loading in the definition file. As an example, this allows a
power subsystem analyst to build up libraries of predefined displays, while an attitude
control specialist can build up separate sets of displays.

THE EXPERT SYSTEM
The expert system (ES) module in ASW-II serves as an intelligent telemetry assistant to
the user. In this capacity, it is able to request and monitor telemetry data without user
intervention, sending diagnostic messages to the DM as necessary (see Figure 1). Creation
of expert systems is a labor intensive task due to satellite system complexity and the
difficulties of knowledge acquisition. For the initial ASW-II implementation, we have
created a very general, architecturally integrated ES structure. In addition, we have
implemented knowledge bases focusing on the spacecraft Fault Protection hardware and
the attitude control system. The initial ASW-II rule base is approximately 200 rules. The
following sections discuss the expert system software, the Fault Protection checking
system, and the attitude control expert system.
Expert System Software
ASW-II uses the CLIPS™ expert system shell developed by NASA, version 5.0. We have
been very satisfied with this system, which is significantly more capable than previous
versions. In particular, the object-oriented data structures in 5.0 provide a substantial
improvement in data representation. For ASW-II, an important factor in the choice of
expert system software is programming and interface flexibility. In ASW-II, the ES plays a
cooperative peer role in a real time environment, and CLIPS™ with our interface
extensions has worked well in this role. The level of integration we have achieved in
ASW-II is due in part to the extensibility of CLIPS™ and the availability of source code,
permitting a more complete integration than if we had been limited to the object code of a
commercial expert system shell. In the ASW-II environment, resource usage is also a
concern, and CLIPS™ provides good efficiency. For ASW-II, a C language interface to
CLIPS™ provides mediation between the ES, TS, and DM. This interface contains
primitives which are callable from the right-hand-side of CLIPS™ rules. It currently
performs two functions. When the ES requests telemetry data, the interface coordinates the
request with the TS, converts received data into facts, and injects these facts into the
working memory of the ES. When the ES wishes to send a message to the DM, the
interface places the relevant data into a data structure recognized by the DM, and sends
this information to the DM using Unix sockets.
Fault Protection Checker
The UHF Follow-on satellite has an extended autonomy requirement. To meet this
requirement, the satellite design employs a Spacecraft Control Processor (SCP) which
monitors, reports on, and commands subsystems with the help of dedicated onboard Fault
Protection (FP) hardware able to conduct subsystem checks and report results to the SCP.
To help the operator understand and verify operation of the SCP, the ASW-II ES includes

a Fault Protection Checker (FCP). The FPC is an implementation of rules extracted from
the spacecraft Orbital Operations Handbook for the Attitude Control, Power, and
Spacecraft Processor subsystems. It operates during both normal on-orbit and autonomous
operations modes. This module notifies the user whenever the SCP (through telemetry)
reports an anomaly. In addition, the FPC uses telemetry values to independently verify
anomaly reports (hence the name, as the FPC is “checking the checker”). Both Type I
(error hypothesis accepted when no error in fact exists) and Type II (error hypothesis
rejected when an error condition exists) errors are addressed.
Attitude Control Expert System
The Attitude Control System (ACS) portion of the ASW-II expert system checks for 7
anomalies: earth sensor sanity; north and south wind drive position error, momentum
wheel speed error; body rate errors, attitude errors, and Earth not in Earth sensor. These
checks are implemented as sets of CLIPS™ rules. The rules are logically grouped to
correspond to tests the operator would be instructed to perform when following Orbital
Operations Handbook procedures.
THE INFORMATION NAVIGATOR
The Information Navigator (iN) provides online documentation to the user, with
documentation understood to include multimedia information. The iN is implemented on a
Macintosh computer using Hypercard™. In addition to allowing online information to be
browsed by the user and providing manual search capabilities, communication mechanisms
are provided which connect the iN, DM, and ES. The “orientation command” from DM to
iN allows the DM to signal the iN by sending a message in the form of “system,
subsystem, unit, component.” The iN processes this message by generating a list of all
sections in the documentation where this sequence is referenced. The user can then orient
the iN display by selecting an item from this list, causing the corresponding document
section to be displayed. Orientation commands were supported in a more limited fashion in
ASW-I. Orientation mechanisms are in place in ASW-II, and will be used as expert system
pointers are tied to the documentation. This will be done by adding to the ES diagnostic
message to DM an indication of the relevant “system, subsystem, unit, component”. The
DM will then pass this to the iN in an orientation command. In the case of the “Foo
exceeds Goo” diagnostic, the iN would then automatically display the portions of the
online documentation explaining why it is bad for Foo to exceed Goo.
See [2] for a more detailed description of the ASW-II Information Navigator and the
Timeliner planning tool.

IMPLEMENTATION
The SUN SPARCsystem 2 and the Macintosh run their manufacturer’s standard operating
systems. The Front End runs the the VxWorks™ real-time operating system from Wind
River Systems.
The ASW-II software is written in C, C++, and Ada. The Display Manager is built using
the TeleUse™ Graphical Interface tool. The Expert System uses the CLIPS tool,
version 5, from NASA. Interprocess communications are built on Unix System V
mechanisms.
ASW-II has been a rapid prototyping implementation by The Aerospace Corporation. The
initial configuration was developed and delivered in an 11 month period, and was
approximately a 3.5 man-year effort.
SECURITY
One of the features of the ASW-II system is its real time flexibility. The user can easily
define new measurands and displays, request archived data, and so on. This capability for
information access and control has been designed to maximize the delivery to the user of
relevant information. However, the very ability to respond to users’ changing information
needs also raises configuration management concerns.
There are many aspects to the maintenance of configuration. When a user calls up a
predefined display, the user should be assured that he will get the expected display, and
not a slightly different display as modified by some previous user. Similarly, definitions of
agreed-upon derived variables should be protected against being changed without
authorization. Files of telemetry data should be protected against deletion or modification.
ASW-II program files must be configuration managed.
The ASW-II approach to reconciling the abilities of individual users with control of system
configuration is to provide sufficient configuration controls to enable operational
management to implement any desired security policy. The configuration controls are
primarily based upon the access controls provided with the Unix operating system. Unix
provides for individual user identifies, protected by passwords, and for membership of
users in groups. Data of all kinds, including data defining the system configuration, is
stored in files. The Unix operating system provides for different accesses (read, modify,
execute, or a combination) to a file for individual users and groups.
Specifically, in ASW-II each user logs on with a different identity (user id). All users
belong to the ASW_user group. A small number of users will in addition belong the

ASW_master group. Files defining system configuration will be readable to all users, but
modifiable only by users in the ASW_master group. Files defining personal variations on
the system, such as derived measurands defined only by a single user, are kept in the
private directory of that user. Source and executable files for programs are controlled via a
formal configuration management system (RCS) with checkout and version control.
In the Macintosh environment, the commercial AME™ access control package is used to
provide configuration and security controls.
OBSERVATIONS
We have two observations to make, both having to do with different aspects of the
electronic delivery of documents.
DOCUMENTS
The first observation has to do with delivery of documentation such as satellite handbooks,
design descriptions, and so forth. In the Information Navigator, documents must be
available not merely as scanned images, but as real character representations. (For
example, text must be searchable for key words.) Our previous experience in ASW-I
showed us that the process of scanning in electronic documents and converting them to
correct character representations is in practice extremely slow and error prone. In addition,
documentation must be kept up to date, to reflect the “as-built” satellite. Therefore it is
necessary to follow along as multiple revisions of the documentation are released. This is a
laborious task in any case, and becomes extremely difficult if scanning must be used for
input. In ASW-II we therefore restricted ourselves to documents which we were able to
obtain from the satellite manufacturer in electronic form. Unfortunately, this excluded
some of the most important documents, which were available only on paper. This
definitely limited the usefulness of the Information Navigator as initially delivered for this
program.
There now exist format standards for electronic delivery of complete documents, including
drawings. However, it is probably some years before we can expect to see this kind of
complete, standards based electronic delivery as a normal requirement placed on a
manufacturer. However, we believe that at this time it would be reasonable to require that
all documents, excluding perhaps some diagrams, be delivered in some electronic form in
addition to the paper delivery. While non-standard formats may require some conversion
effort, this requirement would be sufficient for our needs.
While we are thinking about the future, it is worth looking farther ahead. At some point in
the future, it may become normal to require a manufacturer to deliver his product

information not as a “document”, whether paper or electronic, but as some form of
hyper-information. After all, it is common now that the contract for the manufacture of a
high-technology product like a satellite requires the manufacturer to supply the
informational material needed to operate and maintain the product. If it becomes normal
for this kind of information to be presented to users in a hyper-information form, then it
will be natural to expect the manufacturer to produce his deliverable information in such a
form.
TABLES
The tables describing the satellite telemetry -- how the individual measurands are found in
the downlink stream -- stretch over literally hundreds of pages of numbers and symbols.
These table were also delivered on paper. In this case, Aerospace was fortunate enough to
obtain electronic copies of most of the information. However, we found that although these
tables looked very computer-ready, they in fact had numerous small irregularities that had
to be discovered and resolved by human inspection. We spent a considerable amount of
time discovering these inconsistencies and removing them, to prepare the data for
incorporation in ASW-II.
We believe that it is entirely reasonable today to require all major tabular information to be
delivered by the manufacturer in a “consistent electronic form”. We believe this would
save a considerable amount of wasted effort and would greatly reduce the number of
problems which are presently resolved during expensive rehearsals.
SUMMARY
ASW-II represents the latest in a series of operational prototypes developed by the
Aerospace Corporation. In the course of these developments, we have matured our
concept of a Decision Support Environment for satellite control. Our early work focused
on expert systems. ASW-I and ASW-II have broadened that focus to create an integrated
environment for the user. The underlying software architecture includes a sophisticated
telemetry server, expert systems, advanced data displays and user interface mechanisms,
and integrated media information systems. These components are tied together using Unix
interprocess communication facilities. The resultant architecture augments the capabilities
of the human operator rather than attempting to replace him.
ASW-II illustrates the power of the rapid prototyping paradigm as well as the value of
operational prototypes. ASW-II was developed in less than a year to provide very
ambitious capabilities. By deploying such low cost operational prototypes in a user
environment, we are able to provide new capabilities in a non mission critical mode while
simultaneously obtaining valuable operational feedback. This feedback will guide the

evolution of future advances in workstation architectures. In addition, lessons learned from
systems such as ASW-II reduce the difficulty in specifying requirements for advanced
operator consoles. By reducing errors in specification and communication of requirements,
operational prototypes am playing a valuable role in the acquisition of new ground
systems.
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Figure 1. ASW-II Architecture

Figure 2. Client Interface with Telemetry Server

Figure 3. ASW-II Hardware Configuration
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Figure 5. ASW-II Hardware

Figure 6. Multiple Analyst Workstations

Suppose that Foo and Goo are two measurands. We suppose that Foo and Goo are
“primary” measurands, in the sense that they are actually found in the downlinked
telemetry from the satellite. The basic Foo stream as seen by clients consists of a sequence
of time-tagged values of Foo:
(tf1,f1) (tf2,f2) (tf3,f3) ...
with a similar stream for Goo. Such streams are shown conceptually in a, b.
We suppose that some client (e.g., the display manager) is interested in a “derived”
measurand FGR (“Foo/Goo Ratio”) defined by
FGR = Foo/Goo
To get the derived measurand FGR, the client first makes a call to the Telemetry Server
which defines a merge of these two streams (c). Since we do not have values of Foo and
Goo at the same times, some form of interpolation is necessary. In the figure, g1' is the
value of Goo interpolated at the time tf1, and so forth. The interpolation process must also
decide when the nearest actually observed values of the measurand are too far away to
allow interpolation to be done. Having defined the merged stream, the client then makes a
further call to the telemetry server to define a new stream, which is the result of applying
the division operation to the Merged stream (d).
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