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ABSTRACT

The Test and Evaluation Data Center (TEDC) was originally developed at Lockheed
Missiles and Space Company with the objective of providing a data processing facility to
support major systems test evaluation. This data center was responsible for the acquisition,
reduction (to engineering units), analysis, protection, and management of all (telemetered)
test data produced during system integration and test activities.

The TEDC was developed as a local area network, consisting of several VAX-11
computers and other commercial off-the-shelf hardware, which could acquire telemetry
data at rates greater than 1 Mbps (potentially 4-5 Mbps) and, with rapid turnaround, make
it available to a large number of engineering analysts via interactive graphics terminals.

This paper discusses the engineering, design, and development of the TEDC, including
descriptions of the major algorithms, data structures, and techniques used to optimize its
overall performance. Discussion of plans for the evolutionary growth of the system are
also included.

1.0  INTRODUCTION

This paper is primarily an architectural description of the TEDC and its major hardware
and software subsystems. In addition to describing work actually accomplished, it includes
some discussion of development plans and potential.

The Test and Evaluation Data Center (TEDC) was originally developed at Lockheed
Missiles and Space Company with the objective of providing a data processing facility to



support test and evaluation of major systems in full scale engineering development. This
data center was responsible for the acquisition, reduction (to engineering units), analysis,
protection, and management of all test data produced during system level testing. The
TEDC was developed as a local area network with the potential of linking all the major
remote engineering and test sites involved in developing a deliverable product system. This
network was referred to as the T&E Network (TEnet). The TEnet concept expanded the
functionality of the TEDC by making other related, off-site data processing facilites
available to the test analysis team, and by allowing interactive access to non-redundant
system test data bases between program sites.

In general, the TEDC’s requirements were satisfied by selecting a homogeneous multiple
computer architecture interconnected by remote and local networking, multi-ported shared
memory, and dual-ported disk systems. The configuration was alterable as necessary to
accomodate equipment failures and workload changes with no modifications to the system
or applications software, and with minor changes to system configuration control files.
Due to budgetary limitations and workload growth considerations, the TEDC grew in
several stages to its latest configuration which consisted of one VAX-11/750, three
VAX-11-780s, approximately 5000 Megabytes of fixed and removable media disk drives,
a variety of graphics display terminals, and a PCM telemetry front end. This configuration
concurrently supported high speed data acquisition, 15-20 engineer/analysts, and 10-12
software development users. The functions of the four computers were:

1. Acquisition (VAX-11/750) – data acquisition from telemetry tapes or real-time sources
via specialized (commercial) peripheral hardware; formatting of output disk files at
greater than real-time speeds; reformatting (transposition) of acquisition disk files to
enhance subsequent data retrieval and reduction processing.

2. Data Server (VAX-11/780) – retrieval of data from transposed acquisition files in
response to requests from interactive user processes; data compression to reduce the
bandwidth required to transmit the data to the user workstation; reduction of the raw
data to engineering units; formatting and storage of reduced data files for subsequent
retrieval; delivery (serving) of data in the requested form to user processes.

3. User Support (VAX-11/780) – provide personal workstation support to interactive
engineer users; support interactive graphics terminal subsystems; provide local
(temporary) storage of active data and programs.

4. Development Support (VAX-11/780) – provide facilities representative of the
remainder of the system to support on-going development (and provide “overflow”
analysis support capacity); interconnect with other program sites via data link to
facilitate remote software development, transfer of data, and remote data analysis.



2.0  SYSTEM DESCRIPTION

The following major objectives were established for the TEDC/TEnet:

• Acquire, process, manage, and support analysis of telemetered test data.

• Support interactive graphics as the primary data access and analysis mode.

• Minimize turnaround time between completion of a test and initiation of its analysis,

• Maximize system availability to insure that data center difficulties would have minimal
impact on system test schedules.

• Minimize system (hardware and software) development and maintenance costs.

• Support evolutionary expansion (or contraction, of the computer configuration with
minimal software impact.

• Provide functional programming facilities for the system test community.

Spacific additional requirements included:

• Rapid on-line access to all system level test data. Sufficient magnetic disk storage
should be provided to keep tests actively under analysis on-line. Test data old enough
to be referenced only occasionaly should be archived in such a way that it can be
retrieved and utilized on-line on short notice (one hour?).

• Test data generated by all involved program participants should be made readily
available to any analyst requiring it, without generating redundant databases requiring
herculean efforts to maintain consistency.

As implied earlier and shown in Figure 1, the system requirements were decomposed into
three major subsystems: (1) a Data Acquisition Subsystem (DAS) which had stringent real-
time characteristics, (2) a Data Management Subsystem (DMS) which was to implement
strong “information hiding” characteristics, and (3) a User Support Subsystem (USS)
which was to provide all the computational services interactive users required. These
subsystems mapped into the hardware identified above as shown in Figure 2.



2.1  Data Acquisition Subsystem

The DAS portion of the TEDC was designed to support PCM telemetry acquisition to
magnetic disk at rates up to about 5 Mbps. The bulk of the TEDC’s workload consisted of
post-test detailed analysis, so that it was feasible to implement a multi-pass approach to
acquisition. In addition, early concerns about the reliability of various hardware
components in the system made it desirable to do as little computational work during the
initial (tape) input pass as possible to insure that it could run as fast as possible.
Accordingly, DAS was split into two passes; (1) a high speed read from tape and write to
disk pass that essentially created an on-disk image of the input tape (.ACQ files), and (2) a
lower speed file reformatting pass that created a file with optimal characteristics for
interactive retrieval (.AFL files). The “.AFL” format also contained the “holes”
representing missing data so that tapes from multiple telemetry recording sites could be
merged on a frame by frame basis to provide analysts with the best possible data.

Analysis of the overall set of requirements for DAS indicated that 5 Mbps acquisition rates
were both adequate (less than 1/2-hour acquisition time for the gigabyte data sets
expected) and achievable with commercially available equipment. Simplistically, the
acquisition problem required a PCM front end and formatter, a disk controller, buffer
memory (to accomodate data rate differences and fluctuations), and a “housekeeping”
processor to keep all the devices operating properly. It was soon determined that the most
cost effective solution to the system requirements was the purchase of a VAX-11/750 (the
best real-time machine of the VAX lineup) and a PCM front end from EMR, shown in the
block diagram of Figure 3. This combination was nicely balanced in the sense that all the
hardware had (average) throughput rate limits of 5-6 Mbps. The configuration also had the
nice feature of allowing one of the VAX-11/780s to easily serve as a backup for the -
11/750 through the simple addition of a Unibus switch.

The PCM front end hardware (EMR 720 bit synchronizer and 710 frame synchronizer)
was responsible for reading the (base band recorded) data from instrumentation tape and
blocking it into minor frames. An EMR 743 time code translator converted the IRIG time
recorded on the tape to a 32-bit binary integer representing “milliseconds since midnight”.
These two data streams were then combined by an EMR 760 Unibus interface device
which filled buffers in VAX memory, under the control of software using EMR’s BDC
Device Driver. These buffers (consisting of data, time, and synchronization status) were
then picked up by the VAX Massbus disk controller and written to magnetic disk drives in
the “.ACQ” file format. Since essentially all the activity during this pass was “direct
memory access” (DMA) using very large buffers, the VAX-11 processor had very little to
do, permitting the desired high speeds.



Once the data had been laid out on disk, the reformatting of the acquisition file could be
accomplished as a “batch” process by the computer, without concern for the variety of
real-time problems associated with input from instrumentation tape drives or live systems
under test. The primary requirement placed on the reformatted files was that they minimize
the amount of disk I/O activity required to supply data to analysts working interactively
with the data. Simplistically, an analyst works with a single (or small number of) data
parameters) over an (extended) period of test time, so that it is desirable to retrieve a
reasonable chunk of each data item with each disk read operation. Accordingly, the PCM
data must be demultiplexed either by hardware or software in the acquisition subsystem.
The choice in the TEDC was to avoid the complexities of hardware demultiplexing and
computer interfacing, and instead use the VAX to demultiplex the data.

The TEDC “demultiplexor” algorithm considered the incoming serial data stream (as
replicated in the “.ACQ” file) as a rectangular matrix which had 512 rows, each of which
consisted of a minor frame of the data. As shown in Figure 4, simple transposition of this
matrix produces a new rectangular matrix which has rows consisting of 512 occurences of
a single (8-bit) data item; these 512 byte “records” match the sector sizes on the output
disk and permit a single retrieval operation to obtain a substantial number of occurences of
a single data item. Throughput rates achieved for this “transposition pass” were about 200
Kbytes per second, resulting in overall DAS throughput rates (both passes) on the order of
100 Kbytes per second, or 1 Mbps. Following production of the transposed “.AFL” file,
ownership of it is passed to the DMS for incorporation in the test data base. (This
description is substantially simplified; the actual software can accomodate data item word
lengths up to 16 bits, rearranges the 32-bit time words to insure that they will be read by
the VAX as proper integers, and leaves space in the output “.AFL” file for merging data
from other sources.)

2.2  Data Management Subsystem

A major design feature of the DMS is the incorporation of “information hiding” strategies.
In particular, DMS was designed to insure that restructuring of the intervals of the
database would not require modification of any analytical software which utilized the
database. In addition, to facilitate the development of applications by engineer/analysts, it
was desired that analytical applications be able to access the database with I/O facilities as
easy to use as FORTRAN reads and writes, and that those applications not be required to
provide “extra” data buffering to maintain overall high performance. The data server
functions defined here are contained in a TEDC software package called “GIO”, which
also contained the support for the inter-computer local network (using the multi-ported
MA780 shared memory).



A second major feature of DMS has more to do with computer system sizing. The data
processing strategy used by the TEDC’s predecessors was one of acquiring and converting
to engineering units ALL input data, in an effort to reduce the amount of interactive data
processing, and with the assumption that all the input data would be accessed at some time
during the analysis process. The TEDC, however, was expected to handle very large
databases for which the assumption that all the data would be inspected was a poor one. In
fact, the TEDC was sized on the assumption that only 10% of the aggregate database for
each test would be inspected by an angineer/analyst. Accordingly, it made little sense to
process an order of magnitude more data than necessary. It was further noted that the
requirement for minimizing turnaround time of incoming test data could potentially drive
the peak processing loads of the TEDC well into the supercomputer range. As shown in
Figure 5, spreading the DMS processing of input data over a reasonable analysis period
(say a week) allows a single VAX to support the load, whereas requiring that same amount
of processing over a period of 2 hours would require the equivalent of a large number of
VAXs. The total processing workload is further reduced by the fact that not all the data is
processed (beyond the minimal work done by DAS).

DMS was designed to “serve” data in any reasonable format requested by a user, and to
cache “excess” data retrieved from disk on the assumption that the user would probably be
back with another request for more of the same data item. This subsystem is also
responsible for the demultiplexing of subcommutated data, data compression (only the
ZFA algorithm has been implemented), conversion of data to engineering units, and any
necessary interpolation of data to a common time frame. An ancillary function of DMS is
to provide maintenance utilities for the calibrations database. These functions are shown in
data flow form in Figure 6. The nominal output of the GIO “data server” is a compressed,
floating point record format designated as “D-file” (.DFL), which was optimized for
FORTRAN analysis applications, and which is coincidentally easily optimized for network
transmission.

2.3  User Support Subsystem

USS is the face of the TEDC that the engineer/analyst sees. It is the collection of software
tools and special purpose analytical programs used to evaluate the specific system under
test. The major thrust of the TEDC development in this area was the provision of generally
useful, high performance specific tools and “toolkits” (very high level languages) which
supported engineers in getting answers from data expediently. A variety of special purpose
analysis programs were written using these tools and the GIO data server facilities.

The TEDC supported several graphics data access capabilities. Interactive graphics
terminals were divided into two categories: (1) “super graphics” implemented on Megatek
7200 display systems which had powerful 3-D hardware capabilities necessary to generate



“movies” of dynamic system evolutions, and (2) “cheap graphics” implemented on
VT-100 terminals modified by the addition of Digital Engineering’s Retro-Graphics
boards. Versatec electrostatic plotters were installed as hardcopy devices for the
interactive terminals and as separate direct computer output devices. The TEDC
experience seems to have validated the assumption that “cheap graphics” supporting “soft
graph paper” plotting programs can support the majority of generalized analysis activity.

In addition to simple plotting programs, the TEDC developed its first “toolkit” to satisfy a
requirement for digital signal processing. The toolkit consisted of a number of signal
processing modules (data input and output, “windows”, fourier transforms, spectral
plotting, etc.) which could be assembled by an engineer/analyst user to accomplish a wide
variety of tasks.

3.0  FUTURE DEVELOPMENT POTENTIAL

3.1  Telemetry Data Server

The initial implementation of the TEDC DMS function was structured as a “pipeline”
consisting of the DAS processor, linked to the DMS (data server) processor by a dual-
ported disk system, which in turn was linked to a user oriented computational support
processor (USS) by a multi-ported memory. This configuration had the advantage of very
effectively sharing a workload too large for one VAX to handle, but it had the
disadvantage of being able to support a limited number of processors (4 port limit on the
shared memory), and of requiring that the processors be physically adjacent (maximum
cable length of 15 feet).

With the availability of fast local area networks (LAN), it becomes appropriate to
eliminate the multi-ported memory and permit support of more widely dispersed user
processors. This modification allows the elimination of dual workstations (a desk and a
terminal room) for a number of people, and reduces program costs by eliminating the lost
time and annoyance experienced by analysis personnel required to walk between their
desks and their terminal room whenever they need access to some data. In general, users
are much more effective if they can instantly gain access to data as the need occurs during
the analysis thought process. This improvement is even more pronounced if the resources
in the terminal room are scarce enough to require scheduling or queueing of users.

Since the initial TEDC was implemented by including a data server, a relatively straight-
forward conversion is anticipated for the portion of the software system responsible for the
delivery of data to an analysis process (GIO). GIO is presently split between the data
server machine and the user support machine, and uses the multi-ported memory to hold a
shared global section used as a set of communications buffers. This package can be



reworked to allocate the data reduction and data communications functions to minimize
network bandwidth and to maximize performance in local area and wide area network
environments (significant processing may be appropriate in a gateway between the two
environments).

The requirement for performance monitoring also needs to be analyzed to determine what
features should be included in GIO to permit a system manager to determine what is
happening in the system when it does not perform as expected. In particular, it is
anticipated that the user community will evolve with time in ways that will require the
restructuring of the file/databases that GIO draws upon.

A specific scenario which might be expected is the following: During initial development
testing, test durations are short enough (and enough things go wrong) that
engineer/analysts can and must examine virtually all data produced by a unit under test
(UUT). This situation is generally maintained as full scale engineering development testing
progresses into system testing. Now, however, the volume of data becomes so large (due
to extended test durations) that it is physically impossible to examine all the data.
Accordingly, the analysts use various “tricks” to radically reduce the amount of data they
must look at. In particular, they make use of their observations during the real-time
evaluation of the test, and of certain key “indicator” functions. Typically, they need to
evaluate the indicator functions for the full duration of the test, and they could use some
help in the form of adjustable compression algorithms to rapidly extract the critical
information in these indicator functions. At this stage of the test program, software
implementations of the compression functions are most appropriate due to the need to
change them on short notice as the analysts learn which techniques are useful. Fortunately,
the volume of data to be processed in this way is relatively small, so it is feasible to use
software implementations (which are relatively slow compared to hardware aided
implementations). During this phase of a test program, it is still essential that ALL the
telemetered data be randomly accessible to support detailed analysis when an anomoly is
found using the indicator functions.

As the product (UUT) matures, and the transition to operational testing occurs, the
resolution of anomalies is reduced (because the “bugs” have been fixed). In this phase, it
becomes more important to “hardwire” the techniques developed during FSED into the
data evaluation system so as to reduce the amount of analyst activity to a minimum (to
reduce OT support costs). This phase in particular is likely to require a change in the
database format to optimize computer utilization, and also to require the addition of
hardware compression aids to create the new database formats. The TEDC data server
functions were designed with this evolution in mind.



3.2  Optical Disk System

A requirement for reasonably rapid access to “old” data causes some difficulty in the case
of databases as large as were expected in the TEDC. Some test programs can produce
2000 Megabytes of data per test. In order to acquire and process that data (assuming more
than one recording site, hence a requirement for merging data from multiple tapes), a
minimum of 4000 Megabytes of magnetic disk storage is required, and, of course,
something over 2000 Megabytes is subsequently required to maintain the data on-line for
analyst access. Clearly, the amount of disk storage space rapidly becomes unreasonable if
a typical production “pipeline” is implemented for the systems being produced for the test
program.

Classically, “old” test data has been archived to magnetic tape. However, it has been noted
that the assumption that archived data can be readily restored on-line when needed does
not work effectively in the real world. In particular, restoring data from tape requires that
disk space be made available for it, which usually requires that something else be taken
off-line. The scheduling problems rapidly become intractable. Removable media disk
drives do not improve the situation; there is always a shortage of drives. A better solution
is to purchase a more cost effective storage mechanism, specifically, optical disk systems
at effective costs of less than $25 per on-line Megabyte, and less than $2-3 per Megabyte
amortized over the duration of a typical FSED program.

A telemetry database has a very interesting attribute which makes it an ideal candidate for
optical disk storage technology (which is presently a write once, read many times kind of a
system): the data is written to some storage media during the acquisition phase and
thereafter is only read from – it is rarely modified after the initial acquisition. Practically, a
number of intermediate files are typically created and modified during the acquisition and
merging of multiple data sources, so that a practical telemetry data processing facility
should have a reasonable amount of magnetic disk storage to be used as scratch space
during the initial phases of the processing. Once the processing is complete, and the data
integrity has been verified, it is practical and appropriate to transfer the final database to a
read-only type of media. Since magnetic disk access times are still more rapid than would
be the case in a typical optical disk system, it is also desirable to maintain a copy of the
most active data on-line on magnetic disk systems, but only the data from the most recent
tests need be handled in this manner. Resquests for older data can be rapidly satisfied by
mounting an archived optical disk in a playback unit. Since the optical disk systems being
developed for this kind of application are non-contact systems (the data is read by a low
power laser beam), the reliability and lifetime of the disks is excellent.



3.3  Migration Of Graphics Into Personal Computers

In the initial implementation of the TEDC, a substantial number of “cheap” graphics
terminals were installed. These terminals emulated Tektronix 4012 terminals, cost a total
of about $3200 (discounted), and seemed to satisfy a large percentage of the data display
requirement. The major constraint on the devices seemed to be that data had to be passed
across a terminal line at 9600 bps and that the host VAX had to do a lot of format
conversion/translation for each terminal.

It was noted when DIGITAL’s personal computers (PROs) were announced that a minimal
configuration of the machine was priced within 10% of the “cheap” graphics terminals that
were in use. This opened an interesting avenue for adding “cheap” graphics capacity,
offloading a substantial portion of the graphics workload from the host VAXs, and
providing a growth path for further offloading of the VAXs by adding peripherals to the
PROs, all at an initial cost essentially equal to what dumb terminals would have cost.

Several reallocations of functions between VAX “servers” and PRO “clients” are possible
in the TEDC environment. One specific task that is strongly indicated is the development
of a stand-alone, optimized time history plot capability that runs entirely in the PRO,
supported solely by the telemetry server function of DMS via Ethernet (using the
PRO/DECnet facilities). Since a large portion of the TEDC workload has been in the form
of time history plots, a substantial offloading of the VAXs would result.

3.4  Plot Server

Hardcopy capabilities in the initial phase of the TEDC development were crude. A few
Versatec plotters were interfaced to the VAX computers, and could he driven by a
graphics software package supplied by Versatec. A particular problem was the
rasterization process required to convert typical picture descriptions to the line by line
plotting process of the Versatec; this rasterization process was very expensive in terms of
computer time.

One of the key software development projects supporting TEDC upgrade is the
development of a special rasterization routine that is optimized for time history plots and
their associated “graph paper”. Graph-paper is very simple to make on a raster plotter: it
consists of perpendicular lines either parallel or perpendicular to the direction of paper
travel. Accordingly, the rasterization of the vectors used to draw the grid reduces to
deciding when to turn on the whole set of plotting nibs (for the perpendicular time lines)
and which nibs to leave (more or less) permanently on (to draw the parallel data value
lines). This problem is very much less compute intensive than the generalized process
implemented in Versatec’s software. A straight-forward extension of this idea allows for



fast plotting of time history data on the resulting grid. As long as the variable being
represented on the plot axis parallel to the paper motion (time) is monotonically increasing
(as time normally is in a time history plot), the process of sorting the plot input file
becomes trivial; it can be assumed (decreed) that each vector (representing a new data
point) has its start point at the end of the preceeding vector, and that it will not require the
paper motion to reverse to reach the time value associated with its end point. All that
remains is to figure out which plotting nibs to turn on to plot the vector. It is anticipated
that a very small VAX would be able to drive a Versatec at maximum paper speed forever
if it were only creating time history plots in this way. By comparison, the current software
in the TEDC can easily require many minutes of VAX time trying to rasterize relatively
simple, but dense, plots.

3.5  Local And Wide Area Network

The initial TEDC configuration utilized point-to-point data links to move control and status
messages between the several computers in the system, and utilized the multi-ported
memory to move the larger volume of data. This configuration has severely limited
expansion potential, and can impose substantial overhead and loss of useful computing
capacity in the network. In the l983-84 time frame, a new style of networking hardware
and supporting software became available: this is the so-called broadcast network –
Ethernet is the specific example available from DIGITAL. This concept allows every
machine in the local network to have a single connection to a common bus (a length of
coaxial cable). Ethernet has the advantages of relatively low cost and much higher data
bandwidth than was practical with the point-to-point links used earlier, and makes feasible
the connection of smart engineering workstations (personal computers) to the system, at a
reasonable cost and system complexity.

It is presently conjectural that an Ethernet can adequately replace the shared memory
which has an effective bandwidth of about 90 Mbps (although it is limited by the capacity
of the CPUs to run the software trying to communicate through it). An Ethernet has a
bandwidth of 10 Mbps. If the original assumptions regarding inter-processor bandwidth
requirements were sufficiently conservative, and certain functions are properly reallocated
between physical machines, the Ethernet will probably have more than sufficient capacity.
If this does not prove to be the case, the several VAXs clustered together in the TEDC can
be interconnected with a higher speed “Computer Interconnect” (CI) now available. The
CI has a raw bandwidth of 70 Mbps, theoretically approaching that of the shared memory.
The resulting configuration is shown in block diagram form in Figure 7.



Access to the TEDC LAN from external data systems must be via a “gateway” function
which could be installed in one of the existing VAXs on the LAN or in a new, dedicated
machine. The allocation of this function is dependent on a variety of loading and security
considerations which must be evaluated for each program to be supported.

4.0  CONCLUSION

The TEDC provided a full range of telemetry data processing capabilities to Lockheed. It
was designed with a variety of evolutionary growth options in mind, including substantial
increases and reductions in size. Significant design features included: the idea of defering
processing as long as possible, taking advantage of the slowness of the “man in the loop”;
matrix transposition as a decomutation technique; high speed data acquisition via VAX
computers; and information hiding techniques in the data management subsystem. One of
the system’s most interesting capabilities is the potential for installing the entire software
system in a single VAX (as small as a VAX-11/750) or a subset in even smaller machines
for use as a “single user flight line” system which might be integrated with larger remote
facilities.
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FIGURE 1 - FUNCTIONAL DECOMPOSITION



FIGURE 2 - TEDC HARDWARE, LATEST CONFIGURATION







FIGURE 5 - EFFECT OF DEFERRED DATA REDUCTION



FIGURE 6 - DMS PROCESSING



FIGURE 7 - TEDC HARDWARE, FUTURE


