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ABSTRACT

There is a large gap between the visual capabilities of biological organisms and visual

capabilities of autonomous robots. Even the most simple of flying insects is able to fly

within complex environments, locate food, avoid obstacles and elude predators with

seeming ease. This stands in stark contrast to even the most advanced of modern

ground based or flying autonomous robots, which are only capable of autonomous

navigation within simple environments and will fail spectacularly if the expected

environment is modified even slightly.

This dissertation provides a narrative of the author’s graduate research into bio-

logically inspired algorithms for visual perception and navigation with autonomous

robotics applications. This research led to several novel algorithms and neural net-

work implementations, which provide improved capabilities of visual sensation with

exceedingly light computational requirements. A new computationally-minimal ap-

proach to visual motion detection was developed and demonstrated to provide obsta-

cle avoidance without the need for directional specificity. In addition, a novel method

of calculating sparse range estimates to visual object boundaries was demonstrated

for localization, navigation and mapping using one-dimensional image arrays. Lastly,

an assembly of recurrent inhibitory neural networks was developed to provide multiple

concurrent object detection, visual feature binding, and internal neural representation

of visual objects.

These algorithms are promising avenues for future research and are likely to lead to

more general, robust and computationally minimal systems of passive visual sensation

for a wide variety of autonomous robotics applications.
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1 INTRODUCTION

Biologically inspired design and the field of autonomous robotics are inextricably

intertwined. Robots have been attempts to reproduce biological, usually human, be-

haviors from the outset. It is important to bear in mind that biologically inspired

designs are not compulsory for functional design, and they should not be followed au-

tomatically for risk of committing a fallacious appeal to nature. Many fields of science

investigate the relationship between form and function. The question of biological

inspiration is: how does a particular biological form produce a desired function? Sim-

ply because a solution is found in nature does not indicate it is necessarily superior to

one developed without biological inspiration. Indeed, many engineered solutions far

exceed biology in simplicity and performance—consider the wheel or the rocket. It

is, however, natural (forgive the pun) to seek biological inspiration when an example

organism accomplishes a desired task or behavior better than any known engineered

solution.

Vision is utilized by many animals to perform a host of complex tasks, including

odometry, range estimation, object detection, object segregation and object recogni-

tion. The use of “passive” (non-energy emitting) visual systems to provide spatial

navigation or general purpose object recognition capabilities to autonomous machines

are still largely unsolved problems, and it is easy to understand why, given the com-

plex relationships of scene geometry and material properties to pixel intensities. The

behaviors of navigation, exploration and object detection based exclusively upon pas-
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sive visual sensation are the central subjects of this dissertation.

1.1 A Brief History of Autonomous Robots

In order to interact meaningfully with the surrounding environment, organisms and

autonomous machines alike must be able to sense that environment and perform some

computation on this sensory information. Biological organisms can get spatial infor-

mation about their environment through a number of sensory modalities, including

mechanosensory, chemosensory, auditory and visual sensation. Among these sensory

modalities, vision stands out as the primary means of spatial awareness in animals

with eyes exhibiting high spatial resolution.

William Grey Walter engineered some of the first attempts at visual navigation

in mobile robotics with his “tortoises,” which he described in his 1953 book “The

Living Brain” (Walter, 1953). Grey Walter’s wheeled mobile robots were equipped

with a single rotating phototube for light sensation and mechanical switches to detect

physical contact. They used these sensors to react to contact with obstacles and could

even return to a lighted charging station by light-seeking behavior. He described

them as behaving as if they had simple two cell nervous systems, and he claimed the

addition of cells would produce more complex behaviors. This has proved to be a

non-trivial extension because autonomous behaviors for mobile robots are not greatly

improved 62 years later even with millions of transistors onboard.

Thirty-three years later, Valentino Braitenberg wrote “Vehicles: Experiments in

Synthetic Psychology” (Braitenberg, 1986) where he presented a series of thought

experiments for simple visually guided mobile robots. These vehicles coupled light

sensors directly to wheel drive mechanisms, and by varying the connections among

sensor and drive circuits, seemingly complex visual navigation behaviors would be

produced—a notion clearly supported by Walter’s experiments 33 years earlier. Many
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(a) (b)

Figure 1: Examples of Braitenberg Vehicles. Photoreceptors with same-side exci-
tatory connections to motor drive circuits (a) will produce a vehicle avoiding light
sources, while a vehicle with opposite side excitatory connections (b) will seek light
sources.

robotics researchers have since built Braitenberg vehicles and verified that several be-

haviors based upon some combination of photophobia, Figure 1(a), or photophilia,

Figure 1(b) were produced. These visually guided automatons were capable of per-

forming crude navigation and exploration in environments satisfying assumptions of

lighting and smooth flooring. Walter’s tortoises and Braitenberg type vehicles demon-

strated that simple sensors could lead to complex interactions with the environment.

These early visually guided automatons had few photodetectors and consequently

lacked the detailed spatial resolution necessary for object discrimination, spatially

localized visual motion detection, or stereo vision. This level of visual navigation is

comparable to the arrangement of photosensitive cells found in some planarian flat-

worms, which have a pair of ocelli (a grouping of light-sensitive cells with no apparent

internal spatial specificity) (Press, 1959).

Organisms with more highly developed visual navigation behaviors typically pos-

sess eyes with much higher spatial resolution, which range in complexity from the

compound eyes of insects up to the high-acuity eyes of eagles (Land and Nilsson,

2002; Schwab, 2012). Starting in the late 1960s, researchers at the Stanford Re-
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search Institute (SRI International) were performing visual navigation experiments

with Shakey the robot. This robot was equipped with a closed-circuit television cam-

era and could telemeter this image data to a large main-frame computer in another

room. The mainframe was capable of creating a line-based representation of boxes

and walls, but little use was made of this visual information for spatial awareness.

Path planning from the Shakey robot spawned the development of the A* algorithm

for path planning (Nilsson, 1984).

The Stanford Cart, developed in the 1970s, was also equipped with a closed-

circuit television camera, and was able to demonstrate line-following and rough object

recognition using image data (Moravec, 1990). Having only a single camera, stereo

images were generated by means of shifting a single camera to another location.

Image acquisition and the offboard data processing were quite slow, taking hours for

a typical course navigation experiment. While Shakey and the The Stanford Cart

made little progress for visual navigation by modern standards, they marked the first

computer-controlled mobile robots, which was a huge leap forward in autonomous

robotics.

Roughly twenty years later, a vast improvement in autonomous mobile robots

was in progress as a collaboration between the University of Bonn and Carnegie

Mellon University in the form of the MINERVA tour guide robot. MINERVA was

able to provide automaton guided tours of the Smithsonian museum (Thrun et al.,

1999). This tour guide robot combined image processing techniques with Markov and

Bayesian statistical techniques to localize the robot based upon light detection and

ranging (LIDAR) and a ceiling-facing camera. Quite a lot of theory and hardware

was required to produce a behavior that any teenager could do, but this was a leap

forward for mobile robotics.

Not long afterwards, autonomous robotics improved markedly due to the Defense
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Advanced Research Projects Agency (DARPA) Grand Challenge. Several fields of re-

search were finally fused—in no small part due to the increased investment and com-

petitive spirit infused by DARPA—into a cohesive set of useful technologies for au-

tonomous vehicle navigation. Ultimately this led to Stanford’s “Stanley” autonomous

vehicle winning the Grand Challenge in 2006 (Thrun et al., 2006). Many of the tech-

niques utilized by Stanley are now continued by Google in their self-driving car tech-

nologies (Guizzo, 2011). While these autonomous passenger vehicle technologies were

significant steps forward in the field of autonomous robotics, their primary sensing

technologies, radio detection and ranging (RADAR) and LIDAR, are active (energy

emitting). Such active sensing techniques are not appropriate for small, power-limited

systems, or for systems required to operate in densely populated areas. Consider rush

hour traffic in a densely-populated modern city: if the cars are autonomous and all ac-

tively painting their environments with LIDAR and RADAR, significant interference

could be expected. Developing a method of avoiding interference between these active

range-finding technologies would be no small undertaking. A more elegant solution is

right before our eyes, or more accurately inside of them, in the form of passive visual

sensation. Though, efficient and accurate algorithms are needed in order to extract

spatial information about the environment from these images.

Small airborne machines are the current trend in autonomous robotics, and global

marketing of consumer devices like the “Parrot AR Drone” (parrot.com) are making

these systems available to research labs and hobbyists alike. Visual range estimation

algorithms developed on ground based systems are now being put to new challenges

on nimble airborne systems; which require higher image processing rates because of

their increased speed, while simultaneously having the contradictory requirements

of being extremely light and yet equipped with robust autonomous navigation. For

small platforms, LIDAR and RADAR are simply not an option due to weight and
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power requirements. Fortunately, cameras measuring as little as tens of millimeters

per side, like the CameraCube line of chips from OmniVision (ovt.com), are available

in today’s market with minuscule power requirements and cost. For these reasons,

the biologically relevant question of how meaningful navigation may be performed

with passive visual sensation alone on small yet fast systems is becoming much more

important to current and future research in robotics.

Small, highly mobile airborne autonomous robots are soon to become a part of

everyday life. Amazon.com is conducting autonomous package delivery experiments

with several aerial robots known as the Amazon Prime Air service. Professors Dario

Floreano and Robert J. Wood discussed this turning point away from ground based

robotics research to flying autonomous vehicles earlier this year in Science (Floreano

and Wood, 2015). Rapidly advancing camera technology, miniaturized computational

hardware and slowly increasing battery energy density, have made drones—which

used to be prohibitively expensive to all but military and robotics researchers—into

videography tools, hobbyist platforms and even children’s toys.

It is a common theme in robotics that mechanical technologies advance at a much

faster rate than the intelligent algorithms required to imbue them with useful au-

tonomous capabilities. The fixed wing flyer from Zufferey and Floreano (2005) made

a compelling argument for the use of one-dimensional imaging devices to perform

real-time on-board visual obstacle avoidance.

Another noteworthy project was the Robobee and Centeye collaboration (Duhamel

et al., 2013) which demonstrated a one-dimensional application-specific integrated cir-

cuit (ASIC) vision sensor on a 60 mg tethered micro-flyer. One of the most capable

passive vision autonomous micro-air vehicles (MAV) to date was the DelFly Explorer

from the Delft University of Technology, which demonstrated stereo vision based

closed-loop flight (Wagter et al., 2014), obstacle avoidance, and landing algorithms
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(Ho et al., 2015) on a 20-gram flapping wing MAV.

In summary, there are many highly mobile commercially available platforms on

the market today, but there is an immediate need for robust autonomous visual

navigation algorithms capable of working in general environments using only passive

image data.

1.2 Visual Motion

Motion is one type of higher-level visual information processing known to occur in

the first stages of biological visual processing. While sound, touch, and smell provide

some spatial cues, vision is the primary source of spatial information in the majority

of animals possessing sophisticated eyes. There is very little latency between when

changes occur in the immediate environment and when these changes are reflected

in visual images. Other sensory modalities introduce potentially dangerous delays in

spatial information or require close proximity. Low latency of information is partic-

ularly important for behaviors like predator avoidance, prey capture, and obstacle

avoidance during rapid movement. The information provided through visual sensa-

tion can be used to estimate egomotion (self-motion) by using changes in the retinal

image to estimate changes in the position of the observer.

Cells which respond to image motion have been observed in the visual pathway

of numerous organisms including the rabbit (Barlow et al., 1964; Barlow and Levick,

1965; Oyster, 1968), Calliphorid fly, (Douglass and Strausfeld, 2003; Maisak et al.,

2013), house mouse (Helmstaedter et al., 2013), tiger salamander (Werblin et al.,

1988), and Macaque monkey (Dowling and Boycott, 1966). It is natural to assume

that motion sensitivity is a common feature to all visual systems.

A behavior known as the optomotor response is observed in many organisms in
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which the head or whole body is moved during free locomotion in order to maintain

a perceived orientation or course. The typical experiment involves placing an animal

inside of a rotating drum with a grating printed on its inner surface. The drum can

then be rotated at controlled rates while the animal is observed. The optomotor

response has been observed in many organisms including fish (Rádl, 1903; Arnold,

1974), insects (Hassenstein and Reichardt, 1956; McCann and MacGinitie, 1965),

mice (Prusky et al., 2004), and humans (Tauber and Koffler, 1966), and is likely a

feature of nearly all biological visual systems.

In the mid 1950s, Bernhard Hassenstein and Werner Reichardt developed a correlation-

type motion detection model while attempting to describe the optomotor response

of the beetle Cholorphanus (Hassenstein and Reichardt, 1956; Reichardt and Hassen-

stein, 1961). The simplicity of this model model of motion detection has led to its

widespread use in the computation of motion in models of biological motion detec-

tion, it is often referred to as an elementary motion detector (EMD). Many variations

of this type of motion detector have been proposed, and are well accepted as models

of visual motion (Borst and Egelhaaf, 1989; Harrison and Koch, 1999; Higgins et al.,

2004).

Visual motion can be described as orientation in space-time. Consider an image

from a conventional camera: the units along the horizontal and vertical axes are spa-

tial. Now consider a sequence of images from this camera as being stacked along

a third dimension, each image taken at a different time. Any motion in the scene

will cause changes in these images, and these changes will have a particular shape

in space-time. Adelson and Bergen (1985) made a purely mathematical descrip-

tion of this space-time orientation and demonstrated a method of detecting motion

by convolution of input images with spatiotemporal filter kernels. This spatiotem-

poral convolution method requires much more memory and computation than the
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correlation-type EMDs, but allow significantly more control over regions of spatial

and temporal frequency domains in which do detect motion.

1.2.1 Optical Flow

James Gibson (1950) used the term optical flow to describe a type of visual informa-

tion resulting from egomotion. Optical flow is commonly defined in terms of vectors

describing local image motion—image changes that occurred between two moments

in time. Optical flow vectors are related to the motion detection algorithms above

with the additional requirement that the magnitude of the two-dimensional motion

vector matches the magnitude of the local image displacement. Egomotion produces

patterns of optical flow which reflect both the path of motion and the structure of the

scene. For example, when a camera translates forward, optical flow vectors will all

be oriented away from the focus of expansion: the point in the visual field that the

camera has moved towards. For translational motion, the magnitude of optical flow

vectors will be greatest on surfaces nearest the camera and furthest from the focus of

expansion.

Visual odometry is the process of using visual motion estimates or optical flow

fields to calculate the distance traveled. Optical flow based visual odometry is likely

utilized by vertebrates and invertebrates alike (Warren Jr. et al., 2001; Srinivasan and

Zhang, 2004). Cells which respond to optical flow, and may subserve visual odometry,

have been found in the blowfly (Krapp et al., 1996).

Many methods of computing optical flow based upon image sequences have been

proposed. The most common methods can be broken into two classes: region match-

ing methods and differential methods. Region matching methods attempt to deter-

mine the optical flow vector for a subregion of an image by shifting that subregion to
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find its best match in the next image of the image sequence. Differential techniques,

on the other hand, compute flow vectors from spatiotemporal derivatives of the image

intensity, or from high- or low-pass filtered versions of image intensity. The Lucas-

Kanade method (Lucas and Kanade, 1981) is an often-used differential method, which

provides local optical flow vector estimates by minimizing the squared difference be-

tween partial derivatives of sequentially captured images. Horn and Schunck (1981)

developed a differential flow estimation algorithm which prefers global smoothness:

flow estimates that are similar to adjacent flow estimates are preferred. Both of these

methods seek to estimate a flow vector indicating the image motion in each dimen-

sion between the last image frame and the current which minimize some cost function

between subregions of the sequential images, or their spatiotemporal derivatives.

Srinivasan (1994) demonstrated an image subregion matching method which used

interpolation with respect to precomputed reference images in order to estimate the

optical flow vector. Four reference images were needed to estimate a two-dimensional

flow vector [∆x,∆y]. These four reference images were generated by shifting the

current image up, down, left and right by a small amount. By assuming that the image

had simply shifted between between frames, the algorithm used linear interpolation

to calculate the optical flow vector [∆x,∆y] that minimized the mean squared error

between a subregion of a newly sampled image and the reference images from the

previous time-step.

Using Srinivasan’s method of calculating optical flow, Zufferey and Floreano (2005)

demonstrated a 30-gram fixed-wing flyer capable of several minutes of closed-loop

flight using 102 pixel one-dimensional cameras. The Srinivasan algorithm was reduced

to a simple formula for one-dimensional cameras by using one pixel shifted versions

of the last image as reference images. While performance of this flyer was impressive

for the time, its operation was made computationally feasible due to its very limited
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one-dimensional visual resolution, making avoidance of small obstacles impossible, as

well as making the cameras useless for any kind of visual recognition. In this disser-

tation, we present advancements to simple motion estimation and one-dimensional

camera range estimation appropriate for fast and light-weight autonomous systems.

The DelFly Explorer (Wagter et al., 2014) fitted a MAV with a small micropro-

cessor board equipped with two tiny cameras. They overcame the computational

limitations of the microcontroller and calculated depth by considering each pixel

row separately and performing limited search depth cost function minimization to

match pixel regions. This method of calculating range by considering pixel rows

(one-dimensional images) bears similarities to the original research presented in this

dissertation, but our method computed range to sparse features extracted from mo-

tion computation rather than operating on raw image data.

1.3 Depth Estimation

Accurate depth or range estimation, i.e. calculating the range from the camera to a

specific feature in the scene, is another type of visual information facilitating higher-

level behaviors like environment mapping, path planning, and estimating future target

positions. Despite the fact that insects and many other organisms survive without

stereoscopic depth perception, perhaps because humans have excellent depth percep-

tion, such a sense has been strongly pursued in artificial visual systems. However,

a robust general purpose passive visual range estimation system has proved difficult

to field, as evidenced by thousands of papers published on the subject over the past

century and continuing research in the field. In part, the difficulty arises from a het-

erogeneous set of visual depth cues. Depth estimation can be accomplished either

from monocular cues, as seems to be the case in insects (Wicklein and Strausfeld,
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2000), or stereoscopic clues as in humans (Marr and Poggio, 1979). A short list of

monocular depth cues include depth by defocus (Subbarao and Surya, 1994), motion

parallax (Rogers et al., 1979), object size, and lighting cues (Koppal and Narasimhan,

2007). A system with binocular vision can make use of monocular depth cues in each

eye alone, but can also estimate depth by binocular disparity, the difference in the

image location of an object between the left and right eye views resulting from their

spatial separation (a phenomenon known as parallax). The stereo disparity of an

object changes as its distance from the observer is varied. One of the most successful

examples of calculating depth by stereo disparity in mobile robotics is NASA’s Mars

Exploration Rover (Goldberg et al., 2002), where accurate stereo range estimation,

despite slow computation times, allows these rovers to continue their exploration of

Mars.

Range estimation by stereo disparity is mathematically equivalent to triangula-

tion. The first description of triangulation for the calculation of distance was de-

scribed by Chinese mathematician Liu Hui in his 263 CE work “The Sea Island

Mathematical Manual,” where details are given for calculation of distance to the top

of a sea island from two spatially separated observations at sea-level, shown in Figure

2. In stereo depth estimation, as in triangulation for surveying, two angular mea-

surements to the same distant point are made from observation points with a known

separation distance, and these measurements are then used to calculate the distance

of the remote point. This method of range calculation has been available from the

outset of machine vision research and has several mathematical formulations. The

difficulty of calculating depth from binocular vision lies in solving the correspondence

problem, illustrated by Figure 3. This figure presents a scene containing four identical

balls, and the visual system has to determine which of the identical images formed on

the retinae of each eye correspond to the same object in the scene. There are several
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Figure 2: (a) An illustration of triangulation from “The Sea Island Mathematical
Manual” by Chinese mathematician Liu Hui (263 CE) used to calculate the hight of
a sea island. (b) An illustration showing the relationship of stereo vision to triangu-
lation.
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possible combinations shown in Figure 3, and solving this problem of correspondence

can be non-trivial. While the human visual system seems to match corresponding

objects effortlessly, developing a robust and fast computer algorithm for solving this

problem is non-trivial. Many methods of computing image correspondence are similar

Figure 3: The correspondence problem. This diagram presents two eyes viewing a
scene where four black balls are visible. Rays are drawn through the balls to the
nodal points of the eyes and to points on the retinae where images of the balls will be
focused. The true ball locations are indicated by solid black circles, and the shaded
circles at ray intersections correspond to possible locations of the balls. There are
several possible locations for each ball depending on how the visual system matches
the balls.

to methods of computing optical flow image displacement: sub-image cross-correlation

or cost function minimization (Hirschmüller et al., 2002), either of which can be quite

computationally expensive in large two-dimensional images.

Stereo range estimation algorithms can be divided into dense and sparse formula-

tions. Dense algorithms attempt to determine a range estimate for every pixel in the
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input image pair, and sparse algorithms pick a subset of “good features” to range (Shi

and Tomasi, 1994). Clearly, sparse formulations require drastically less computation

than dense formulations, but produce less complete depth maps. Sparse algorithms

are more appropriate for the work presented here, as minimal computation that will

allow meaningful navigation was our focus.

Vertebrates with binocular vision are known to use stereo range estimation tech-

niques, though the neural mechanisms underlying these behaviors are not well un-

derstood. Hubel and Wiesel have shown arrangements of orientation sensitive cor-

tical columns (layers of cortical neurons perpendicular to the surface of the cortex

observed to share a computational purpose), which are interleaved with ocular dom-

inance columns (strips of cortex that receive information from opposite eyes) (Hubel

and Wiesel, 1968). This arrangement of cortical neurons which respond to image

orientation from one eye in close proximity to cells which respond to similar informa-

tion from the opposite eye, indicates the information necessary for stereo disparity

detection is in close proximity on the cortex of many mammals (including humans).

Neurons which respond to binocular disparity have be observed in the visual cor-

tices of several animals (Barlow et al., 1967; Hubel and Wiesel, 1970; Pettigrew and

Konishi, 1976). This disparity calculation is thought to estimate range to low-level

visual features like luminance edges (Julesz, 1964, 1971). Drawing on this biologi-

cal inspiration, the method for stereo range calculation presented in this dissertation

computes range by stereo disparity to low-level visual features with high-spatial fre-

quency edges, which are efficiently located by a novel method of detecting image

locations containing large motion values.
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1.4 Artificial Neural Networks

Artificial neural networks are computational network models inspired by biological

neuronal networks. A common hypothesis for artificial and biological neural net-

works is that their interconnections give rise to their function (Hopfield and Tank,

1985; Arbib, 2003). There are a number of behaviors produced by biological neural

networks that researchers would like to reproduce with artificial neural networks, to

name just a few: speech comprehension, speech generation, handwriting analysis and

visual navigation. While it is agreed that neurons perform computation, it is not

clear which of the physical aspects of biological neurons are necessary for this compu-

tation, or how biological neural networks assemble these computations into the larger

algorithms that produce behavior. In order to simulate artificial neural networks, it

is necessary to choose a level of abstraction. Are the outputs simply weighted sums

of the inputs, or is it necessary to model artificial neurons by electrical differential

equations (Hodgkin and Huxley, 1952) with many details of membrane capacitance

and leak resistance? Should artificial neurons behave in a linear manner, or is a non-

linear representation necessary? There are a great number of such questions ranging

from the dynamics of sub-atomic particles (Penrose, 1994) up to the dynamics of vast

interconnected networks of neurons. There is no definitive agreement as to where the

line of abstraction can be drawn, but it seems appropriate to assert that the least

complex level of abstraction that will produce the desired results is the appropriate

one.
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1.4.1 Simulated Neuron

Neurons are a biological cell type which are specialized for the transmission of infor-

mation. At least in mammalian brains, the biological quanta of this information seems

to be short duration electrochemical pulses called action potentials or spikes, but it is

not clear whether these action potentials are necessary for neural computation—i.e.

insect brains contain many non-spiking graded potential neurons—or if they are a

method of sending information over long distances. In order to keep the simulations

of artificial neural networks presented in this dissertation as simple as possible, while

still producing the desired results, the biophysical details of neurons were abstracted

away and only their time-averaged activities were modeled.

There are a number of different biological neuron morphologies but a simplified

diagram containing common elements is shown in Figure 4a. There are typically a

large number of branches called dendrites which spread out from the cell body to

form connections called synapses with other (pre-synaptic) neurons. These synaptic

connections along the dendrites are considered input signals, and can have either an

excitatory or inhibitory effect (post-synaptic) on the neuron. These inputs are inte-

grated over the entire dendritic structure and if the sum of their activity is sufficient,

an action potential is generated which travels down the axon, a projection from the

cell body which carries output signals over long distances to stimulate other neurons.

A diagram of a common method used to model a neuron, at this information

integration level of abstraction, is shown in Figure 4b. This neuron model is described
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mathematically as

sn(t) =
N∑

k=1

Wn,k ik(t) (1)

on(t) =f
(
sn(t)

)
(2)

where sn(t) contains the summation of all inputs in(t) with corresponding synaptic

weights Wn,k. Wn,k is a scalar weight indicating the strength of the synaptic con-

nection describing the effect of neuron input signal, indexed k, onto output neuron,

indexed n. Positive synaptic weights will cause excitation and negative weights will

cause inhibition. k and n are counting number indices of the input and output neu-

rons. The artificial neuron output on(t) is then produced using the activation function

f(·).

1.4.2 Activation Functions

Three activation functions are commonly used to describe the output of a neuron

at this simplified time-averaged firing rate level of abstraction: linear, step and sig-

moidal. These simulated neuron activation functions are graphed in Figure 5. A linear

activation function makes the neuron output linearly proportional to the summed in-

put values. The identity function, shown in Equation (3), is perhaps the most simple

linear activation function.

f(sn(t)) = sn(t) (3)

This class of linear activation function is important to artificial neural network solu-

tions to the problem of blind-source separation (BSS), described in detail in Chapter

1.4.7.

A simulated neuron with a step activation function will transition between two
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Input Integration Output
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Axon Terminals
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(a)

Input Integration Output

f(·)
o1(t)

i1(t)

i2(t)

iN(t)

··
· W1,2

∑

W1,1

W1,N

s1(t)

(b)

Figure 4: An information integration approximation of neurons. (a) A simplified
drawing of a biological neuron. Structures which receive input called dendrites extend
to the left with many input synapses indicated as black dots. The activity present at
these inputs are integrated and if the cell body (soma) reaches a critical threshold, an
action potential travels down the output structure (axon) to stimulate other neurons
by means of communication points on the cell membrane called synapses. (b) A
schematic data flow diagram of an algorithm for producing an artificial neuron at a
high level of abstraction. The input signals ik(t) have multiplicative scalar synaptic
weights W1, k (associated with each edge in the graph) applied before being summed
at the

∑
junction. The resulting summation s1(t) is then mapped to an output value

o1(t) by the activation function f(·). k is a counting number index, {1, 2, . . . , N}, of
the input neurons.
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states ({0, 1} or {−1, 1} are common) instantaneously when the summed inputs pass

a set threshold.

f(sn(t)) =





1, if sn(t) >= Th

0, otherwise

(4)

This type of binary activation function is important to the binary logic computations

described in Chapter 1.4.3 and 1.4.4, and is also important to Hopfield autoassociative

memory models (Hopfield, 1982).

A sigmoidal activation function provides smoothed nonlinear transition between

two values.

f(sn(t)) =
1

1 + e

(
−a
(
sn(t)−Th

)) (5)

The function in Equation (5) is known as the Logistic function and is said to be

sigmoidal because of its characteristic “s” shape. The transition will be centered at

Th, and the rate of transition is controlled with the factor a. Sigmoidal activation

functions are important to many feed-forward image classification algorithms used

today (Hinton et al., 2006; Krizhevsky et al., 2012).

1.4.3 The Perceptron

A neural network with a single binary-state output neuron is known as a perceptron

(Rosenblatt, 1958), and is diagrammed in Figure 6a. The equations governing the

output of a perceptron are given in Equations (1) and (2) with the step activation

function (4). When the sum of the weighted inputs exceeded the threshold Th, the

output on(t) was set to 1, otherwise it remained at 0. This simple neural network

was shown to have the capability, with appropriate weights W1,k, of classifying in-

puts into any two linearly separable sets of input vectors. In order to demonstrate
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Figure 5: Common artificial neuron activation functions. The linear activation func-
tion described in Equation (3) is plotted versus s(t) with the dashed line. The step
activation function described in Equation (4) is plotted as a dashed green line, and
the sigmoidal activation function from Equation (5) with a = 30 and Th = 0.5 is
plotted in blue.
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the computational abilities of these artificial neural networks, familiar binary logic

operations were implemented. The NOT, OR and AND binary logic functions could

be implemented using a single perceptron, as shown with the linear classifications in

Figures 7a-7c. However, it was not possible to produce an exclusive or (XOR) func-

tion, Figure 7d, with a single perceptron because at least two linear classifications are

necessary.

1.4.4 Multi-layered Perceptrons

Several Perceptrons arranged in parallel are known as feed-forward neural networks

because information does not feed back or form a cycle in any direction. A fully-

connected one-layer feed-forward network with N Perceptrons is shown in Figure 6c.

Feed-forward networks can be extended to as many inputs and layers as desired and

used with other activation functions. Layers that are between the input and output

layers are called hidden layers, and one such hidden layer was required to to produce a

XOR binary logic operation. A multi-layered Perceptron implementation of a binary

XOR function (Rumelhart et al., 1985) is shown in Figure 6b. This structure provided

the two linear classifications needed for an XOR operation shown in Figure 7d. Feed-

forward networks containing many hidden layers are called deep learning networks

and are widely used today for the automated classification of images (Hinton et al.,

2006; Krizhevsky et al., 2012).

1.4.5 The Recurrent Neural Network

In recent decades it has become apparent that living brains rely heavily on recurrent

connections (Morishima and Kawaguchi, 2006; van Kerkoerle et al., 2014). Unlike

feed-forward neural networks, recurrent neural networks, diagrammed in Figure 6d,
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Figure 6: These graphs depict a few of the basic forms of artificial neural networks.
The nodes of these graphs represent input and output signals, and the edges (lines con-
necting nodes) define the connectivity, signal flow and synaptic weights Wn,kapplied
between nodes. (a) A single-output neural network known as a “Perceptron”. (b) An
assembly of three perceptrons capable of implementing the logical XOR operation.
(c) A fully-connected feed-forward neural network with N Perceptrons. (d) A recur-
rent neural network where output signals are affected not only by weighted sums of
input signals, but also by weighted sums of the other output signals.
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Figure 7: A demonstration of how linear classification can be used for binary compu-
tation. It is possible to choose weights W1,k and a threshold Th such that the binary
operations NOT, AND and OR can be implemented with a single Perceptron, with
the linear classification shown in panels a, b and c respectively. Panel d shows how
two linear classifications can be used to produce an XOR operation.
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contain cyclic connections where information can travel in loops, laterally or back-

wards in the network. However, unsurprisingly, the analysis of these recurrent net-

works has proven difficult.

1.4.6 Learning

Learning in artificial neural networks describes how the weights connecting the neu-

rons are changed over time, and there are many proposed methods for doing this.

Supervised learning algorithms require an external agent to evaluate the correctness

of a given system output, and unsupervised learning proceeds without external eval-

uation.

One method of unsupervised learning was described by Donald Hebb (1949) in or-

der to describe how biological synaptic connections between neurons may be strength-

ened by simultaneous activity. This type of learning, now known as Hebbian learning,

is broadly used to update synaptic weights in artificial neural networks. Equation

(6) is probably the most basic method of implementing Hebbian learning to change

synaptic weights.

dWn,k

dt
= γ on(t) ok(t) (6)

When the neuronal signals ok(t) and on(t) are both non-zero and of the same sign,

dWn,k

dt
will strengthen synaptic weight Wn,k between them proportional to their values

and the gain factor γ. When the signals ok(t) and on(t) are non-zero and of opposite

sign,
dWn,k

dt
will weaken synaptic weight Wn,k between them.

1.4.7 Blind Source Separation

Herault and Jutten (1986) used the recurrent network form shown in Figure 6d and

a Hebbian learning rule to perform blind-source separation (BSS), recovering source
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signals mixed in unknown ratios. The output signals were defined as

on(t) = in(t)−
N∑

k=1

Wn,k ok(t)

n = {1, 2, . . . , N}
(7)

where in(t) were unknown mixtures of source signals, tnk were the synaptic weights

of inhibitory connections between the outputs on(t). This system of equations can be

written more compactly in matrix notation

o(t) = i(t)−Wo(t) (8)

where o(t) and i(t) are N element column vectors and T is an N × N synaptic

connection strength matrix. The negative sign in Equation (8) indicates exclusively

inhibitory connections in the T matrix, which are strictly positive. They used a

Hebbian learning rule

dWn,k

dt
= γ f

(
on(t)

)
g
(
ok(t)

)
(9)

with nonlinear activation functions f(x) = x3 and g(x) = tanh(10 · x) which pro-

moted stable convergence of the network. This network was shown to be capable

of separating unknown mixtures of unknown source signals by learning a stable set

of inhibitory weights. Two assumptions restricting these signals typically invoked

in order to prove convergence of to a BSS solution are that they be zero-mean and

statistically independent. Zero-mean inputs to the learning rule are certainly a hard

requirement to prevent the weights from increasing unbounded. We will, however,

demonstrate that statistical independence of signals is not a strict requirement for

convergence. This BSS property of the recurrent neural network when paired with a

Hebbian learning rule was important to our proposed networks in Appendices B and
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C.

1.4.8 Internal Representation

Many neurons have been observed to carry sensory information into the brains of

organisms, yet it is unknown how even the most basic organisms form internal rep-

resentations of the external world. It is believed that new sensory information, com-

bined with already-stored patterns of memory, are used to alter synaptic pathways

and neuronal morphology, resulting in new memories of the world that are stored in

a widely distributed pattern among many neurons in the brain.

Although the full set of fundamental sensory features is difficult to define for

complex and poorly-understood biological sensory systems, the term feature vector is

used in the field of artificial neural networks to indicate a vector containing weights of

various scalar feature strengths, which together represent an object or dataset. The

set of all possible feature vectors defines a feature space in which objects of interest

can be distinguished. The choice of appropriate features to extract from raw sensory

data dictates what types of objects may be represented. Further, it seems that a wide

range of organisms are capable of maintaining knowledge about individual objects in

the world. How might neural networks support an internal object-level representation

of the world?

A well-accepted method for how the value of any particular feature might be

represented in a neural network is the concept of the distributed code or population

code (McClelland et al., 1986; Georgopoulos et al., 1986). The idea is that, unlike a

value code in which the activation of a neuron might represent the value of a feature

directly, instead the activity of a population of neurons taken together encodes the

value of any given feature. For example, although most visual systems contain sets of
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photoreceptors that have their peak sensitivities at different wavelengths of light, the

response of each individual photoreceptor spans a roughly Gaussian-shaped range of

wavelengths, so that the actual wavelength being seen at any point (within the visible

range) can be read out by looking at the population activity of the photoreceptors

sampling that point.

Population codes are observed in virtually every sensory modality: for example,

audition (Smith and Lewicki, 2006), olfaction (Malnic et al., 1999), and vision (Butts

et al., 2007). The results presented in Appendices B and C describe a method of

using artificial neural networks to generate population codes representing objects

based upon their visual features.

1.5 Guide to This Dissertation

The research contained within this dissertation has led to three journal articles, which

are included as appendices. Each of these manuscripts provides unique yet comple-

mentary results. The first manuscript, included as Appendix A and titled A Minimal

Computational Architecture for Range Estimation and Mapping, contains an array

of demonstrations which have reduced the tasks of visual navigation to highly sim-

plified yet surprisingly capable algorithms. The second manuscript, included as Ap-

pendix B and titled An Insect-Inspired Model for Visual Binding I: Learning Objects

and Their Characteristics, introduces a novel assembly of neural networks capable

of rudimentary visual feature binding and internal object level representation. This

manuscript also demonstrates how homologous neural networks can serve different

computational purposes dependent on their placement in a larger network. The third

and final manuscript, included as Appendix C and titled An Insect-Inspired Model for

Visual Binding II: Functional Analysis and Visual Attention, builds upon the work of
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the second paper by demonstrating how object detection and active visual attention

may be accomplished with this network. Appendix C also explores the theoretical

function and limitations of this type of neural network.

The next chapter, entitled Present Study, enumerates the major results of each

manuscript in the appendices and identifies the author’s contributions. The relevance

of the presented work is summarized in the Conclusions and Future Work chapter,

and planned future work to follow on this research is discussed. The reader will be

referred to the three journal articles included as Appendices A-C containing original

research wherever possible, but complementary data and discussion will be presented

where appropriate.
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2 PRESENT STUDY

The methods, results and conclusions of the research presented here are contained

in the papers appended to this dissertation. The following are summaries of the major

findings of those papers.

2.1 A Minimal Computational Architecture for Range Esti-

mation and Mapping

The first of the manuscripts included in the appendices describes novel, computationally-

minimal algorithms for visual motion detection, obstacle avoidance, and range esti-

mation.

2.1.1 Simplified Motion Estimation

The motion detection algorithms discussed in Chapter 1.2 required significant compu-

tation in the form of image filtering (Hassenstein and Reichardt, 1956) or performing

three-dimensional space-time convolution in order to detect motion as space-time

orientation (Adelson and Bergen, 1985).

The first contribution of the paper included as Appendix A came from the de-

termination that the optical flow vectors, and even the direction of motion, were

not necessary for visual obstacle avoidance. This resulted in the development of a

significantly simplified method of local image motion estimation that still provided

sufficient information for visual obstacle avoidance. This novel image motion detec-

tor was nothing more than the absolute value of a temporal high-pass filtered version

of input images, and was simplified from previously studied non-directional motion

detection circuits (Higgins, 2004; Dyhr and Higgins, 2010). As shown in detail in the
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manuscript, the high-pass filter operation produces zero output for image sequences

that are unchanging but produces a monotonically increasing output for local image

motion in the range of −2 to 2 pixels per time step.

2.1.2 Simple Obstacle Avoidance

Obstacle avoidance was accomplished by computing the maximum local image mo-

tions, measured using these novel algorithms, in image subregions of the left and right

cameras. These image subregions were chosen to correspond to mobile robot wheel

positions 1 meter in front of the robot on its current path. When the difference of

these estimates went above a threshold, a saccadic turn was initiated away from the

direction of largest image motion. Closed-loop visual navigation was demonstrated

for several minutes at a time on a wheeled mobile robot fitted with a pair of cameras

in our office hallways without colliding with walls or obstacles; see detailed results in

Appendix A.

2.1.3 One-dimensional Camera Approximation

The next novel contribution of this paper was in the use of a pair of one-dimensional

images to perform range estimation and two-dimensional mapping. One-dimensional

images were extracted from two-dimensional images captured on the mobile robot

by extracting the center row of pixels from each camera, which sampled a horizontal

plane through the cameras parallel to the ground. Figures 8a and 8b show a series of

one-dimensional images taken from a front-facing stereo pair of cameras mounted to

a mobile robot translating down a hallway, see Appendix A for details of the hallway

and mobile platform. Image features move away from the image centers in these se-

quences because the mobile platform is translating forward. One-dimensional images
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greatly reduced the amount of computation necessary for stereo range estimation and

provided easily-interpreted two-dimensional range estimates for mapping.

2.1.4 One-dimensional Motion as Visual Features

Next, we demonstrated that local absolute maxima of image motion estimates made

sufficient visual “features” for range estimation. Figures 9a and 9a show the same

experimental results as Figures 8a and 8b with the three largest magnitude motion

features highlighted in red, green, and blue respectively. Our simplified motion esti-

mator produced maximum outputs in areas of high contrast, high spatial frequency,

and high image motion. These locations typically corresponded with visual object

boundaries nearest to the mobile platform, and these are highlighted in Figures 9a

and 9b. These highlighted features were then matched, by a method described in

detail in Appendix A, between the left and right cameras and the range to these

matched points was calculated by triangulation. It can also be seen in Figures 9a

and 9b that these motion maxima visual features did not always find the same object

boundaries in subsequent frames, but so long as correspondence was solved, this was

an asset allowing more object boundaries to be tracked. This method of locating vi-

sual features preferentially tracked object boundaries that were moving most quickly

in the scene, which also tended to be the objects most relevant for obstacle avoidance,

and made good landmarks for mapping with very low computational cost.

We also experimented with predicting feature locations by using the last two

locations of a particular feature as a linear approximator of its next location. This

method resulted in features “preferring” a single object boundary over the experiment,

as shown in Figures 10a and 10b. This prediction method reduced overall computation

because the search regions for new feature location were reduced to ±3 pixels of the
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(a) (b)

Figure 8: One-dimensional image sequences. (a) 34 seconds of sequential one-
dimensional images are plotted with positive time on the vertical axis and space
on the horizontal. Each one-dimensional image was 1 pixel high and 640 pixels wide.
The horizontal pixels range from −72◦ on the left to 72◦ on the right, which gave
approximately 0.1◦ per horizontal pixel. Each row is separated by 0.033 seconds. (b)
The corresponding one-dimensional image sequence from the right camera of the mo-
bile robot. During this experiment, the robot was translating down a hallway passing
doors and columns on each side. The last image frame was sampled near the end of
the hallway facing a light-grey wall.
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(a) (b)

Figure 9: Visual features from motion calculated in Figures 8a and 8b. The three
highest-value motion locations are marked as red, green, and blue respectively in
descending order. (a) This image shows the top three motion features located in
Figure 8a, panel b shows the top there motion features found in Figure 8b.
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predicted locations rather than the full one-dimensional image. However, we did not

use this prediction method in the paper results because the more stochastic, features

would hop from one object edge to another between frames, non-prediction method

led to more dense object location mappings.

(a) (b)

Figure 10: Motion visual features from Figures 8a and 8b as calculated by linear
interpolation from past feature locations. The three highest-value motion locations
are marked as red, green, and blue respectively in descending order. (a) This image
shows the top three motion features located in Figure 8a, panel b shows the top there
motion features found in Figure 8b.
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2.1.5 Range Uncertainty and Mapping

We computed the uncertainty of range estimates by using a novel algorithm based on

the convergence of angular Gaussian beams to estimate the probability distribution

of ranged feature locations. The details of these calculations are given in Appendix A

and shown graphically in Figure 11. As the mobile robot explored our office hallways,

points which had been observed multiple times were added to a map. This map was

compiled over time and the mobile robot position and orientation relative to the start-

ing location was calculated by dead reckoning based upon known speed and steering

angles. While dead reckoning error degraded the map quality over time, this error was

relatively small given the slow speed of our mobile platform. The optimum number of

motion features to range simultaneously for mapping was determined experimentally

to be between 3 and 12. Diminishing improvement of correct obstacle locations was

observed as well as increases in erroneous obstacles as the number of features was

increased beyond this range. Maps generated by this method were shown to pro-

vide an accurate sparse two-dimensional representation of our office environment: see

Appendix A Figures 6 and 9.

2.1.6 Mobile Robot

The author built a wheeled mobile robot in order to verify these algorithms for au-

tonomous navigation in real-world experiments, and this robot is shown in Figure

11. This mobile robot was an Exceed RC (http://exceedrc.com) 1/8th scale radio-

controlled car modified for autonomous robotic experimentation. The chassis of this

robot was extended and reinforced in order to hold a small computer and a pair of

high-quality consumer Universal Serial Bus (USB) cameras from Logitech (see Ap-

pendix A for more details). The drive system was modified such that the front and
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rear sets of wheels could be turned independently, which enabled a much smaller

turning radius. Custom C programming language firmware was written for an Atmel

UC3 microcontroller in order to generate the real-time control signals sent to the

four motor drive controllers. Custom C programming language software was written

to run on the Linux operating system that was running on the mobile platform’s

onboard computer in order to capture images, communicate with the motor control

board and run the presented visual navigation algorithms.

Figure 11: An image of the mobile robot constructed for these experiments. The
onboard computer is visible in the top-center of the robot. Just forward of the onboard
computer are three USB cameras, which in this photo are angled with the outer two
convergent and the center camera front-facing. Photo by Jacob Chinn, University of
Arizona Alumni Magazine.
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2.1.7 Contributions

This work presents novel motion estimation, obstacle avoidance and range estima-

tion algorithms with very low computational requirements. These algorithms are

appropriate for embedded on-board real-time visual navigation calculations on mi-

crocontrollers, and these algorithms are simple enough to be built into custom silicon

devices.

The simplified motion estimation algorithm was conceived by Professor Higgins.

The author designed, assembled, programmed and ran experiments with the mobile

robot used to verify these visual navigation algorithms. Professor Higgins and the

author collaborated on the determination of one-dimensional visual features based

upon motion magnitude. The author developed the methods of multiple feature range

estimation, tracking and mapping, as well as the range uncertainty method. The text

of Appendix A was a collaboration between the author and Professor Higgins.

2.2 An Insect-Inspired Model for Visual Binding I: Learning

Objects and Their Characteristics

Approximately spherical structures termed glomeruli are observed in the olfactory

bulb of vertebrates (Leveteau and MacLeod, 1966) and invertebrates alike (Hildebrand

and Shepherd, 1997). These structures are typified by a convergence of like-typed

olfactory receptors. Their role in sensory processing is not well understood, but

mutual inhibition among glomeruli is observed (Urban and Sakmann, 2002), which

could be represented via recurrent inhibitory neural networks.

Hopfield (1991) demonstrated a simulated olfactory system based on a recurrent

neural network model which was capable of de-mixing time-varying mixtures of sim-
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ulated scent components. Glomerulus-like structures have also been found in the

visual systems of flies (Strausfeld and Okamura, 2007). Perhaps inhibitory patterns

among like-typed visual glomeruli might constitute a population code for representing

objects by their visual features.

The manuscript attached as Appendix B introduces a novel assembly of recur-

rent neural networks capable of separating visual features of objects within the visual

scene. The assembly of networks autonomously learned to represent the features of

distinct objects internally in terms of a pattern of inhibitory weights, which repre-

sented the relative visual feature strengths corresponding to each object.

2.2.1 Calculation of Visual Features

The visual feature space of these object representations was created by first using

the full two-dimensional visual image to compute local “feature images” containing

local estimates of visual feature content. Visual feature circuits were implemented at

full spatial resolution to produce local scalar estimate feature images of image color,

orientation and motion. These three visual submodalities were further subdivided

into four directions of motion (up, down, left, and right), three orientations (0◦, 60◦,

and 120◦) and three colors (red, green, and blue), for a total of ten feature images

representing local image visual feature content for every input image. These ten full

spatial resolution time-varying signals were then summed over all spatial positions in

order to produce ten scalar wide-field features encoding the motion, orientation and

color of the image as a whole. In the presented model, these summed signals were

intended to correspond roughly to the inputs of the optic glomeruli in flies where

inputs from different visual submodalities converge.
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2.2.2 Visual Feature Refinement

The four scalar motion feature summations were input to a four-neuron inhibitory

recurrent neural network with equal mutual inhibition among the four directions of

motion. Similarly the three scalar orientation features were input to a three-neuron

network of equal mutual inhibition, as were the three scalar color features. These

three independent mutually inhibitory networks processing motion, orientation, and

color made up the first stage of the network: see “Layer I” in Appendix B Figure

1. The mutual inhibition among signals in each visual feature class caused a “local

winner” phenomenon in each first-stage network. The signal that was largest in each

group suppressed the values of the other signals in the same visual submodality in a

”winner-take-all” manner, and as a result the strongest signal in each group became

emphasized, while all others were weakened.

2.2.3 Visual Feature Binding

The second and final stage of this model was a ten-neuron recurrent inhibitory net-

work which used a sophisticated version of the Hebbian learning rule that increased

inhibitory weights due to common temporal fluctuations of the feature inputs. This

network was capable of performing visual binding on the input signals by using com-

mon temporal fluctuations. A major contribution of this work was in recognizing

that the problem of visual binding could be made equivalent to the problem of blind

source separation through posing a mixture of “sources” in the form of wide-field

summations of visual feature detectors. A consequence of this formulation was that

the pattern of learned inhibitory weights was proportional to the mixture of visual

features corresponding to de-mixed, distinctly varying individual objects in the visual

scene.
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The result of the winner-take-all behavior first-stage sensory refinement networks

after second stage processing was a form of automatic “attention” to the most vi-

sually salient object, as defined in our feature space. This work demonstrated that

automatically-learned object detection and separation, visual feature binding (implic-

itly indicating the number of objects and the features of each distinct object), and

internal object level representation can be produced by the unsupervised computa-

tion of a relatively simple inhibitory neural network—given proper learning rule to

produce inhibitory interconnection weights and a well-chosen and properly scaled set

of visual feature inputs.

2.2.4 Contribution

This work presented a novel use of existing blind-source separation neural network

techniques to solve the problems of visual object detection, visual feature binding,

and internal object representation. The same recurrent inhibitory neural network

structure was also shown to provide wide-field sensory refinement and a form of

automatic visual attention by preprocessing wide-field visual information before the

binding network.

The original analogy between olfactory neural sensory processing and optic glomeru-

lar visual processing was conceived by Professor Higgins. The author invented the

method of producing global scalar visual feature signals and presenting them to the

optic glomerulus model in the two-stage network formulation presented. The au-

thor also implemented the computational models and computer simulations which

produced the data presented in Appendix B. Professor Higgins and the author col-

laborated to produce the manuscript in Appendix B, and had early input as to the

biological relevance from Professor Dyhr.
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2.3 An Insect-Inspired Model for Visual Binding II: Func-

tional Analysis and Visual Attention

The final manuscript attached as Appendix C reiterates the model from Appendix B,

and demonstrates novel algorithms for interpreting the learned connection weights to

explicitly count the number of objects in the current scene and to use these learned

visual binding representations to highlight the “winning” object in the source image

stream. The manuscript concludes with a detailed analysis of the function, conditions

for stability and limitations on the number of objects which can be separated by the

visual binding network.

2.3.1 Enumerating Visual Objects

Within its limitations, the number of independent objects presented concurrently in

the visual image from which features are extracted to become input to the two-stage

visual binding network can be counted as the number of significantly non-zero out-

puts of the second stage visual binding network. Each second-stage output with a

relatively large output signal will at some time become the current “winner” of the

competition, and at that time have the largest output value. Any outputs that never

come to represent objects are strongly inhibited by outputs that do, resulting in a

subset of outputs which represent the number of objects in the image. Due to the

structure of our input visual stimulus, the strength of the outputs corresponding to

each object was seen to cycle between one object and another when their respective

signals became dominant according to the local winner condition set up by the first

stage sensory refinement networks. An important use of this “winner-take-all” prop-

erty was shown by using the features of the current winning object along with the
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two-dimensional feature images to reconstruct an enhanced image, which emphasized

the winning object and deemphasized all others. This feedback served to empha-

size the characteristics of the current winning object, which also had the effect of

highlighting the location of the “winning” object in the enhanced images.

2.3.2 Visual Binding through Blind Signal Separation

Although the dimensionality reduction used to produce scalar feature inputs and the

extreme nonlinearity of the first-stage networks add significant complexity, once the

scalar inputs are created, the visual binding property of the second stage networks

was equivalent in function to the blind source separation applied to these inputs. Sta-

tistical independence of signals was helpful, but not strictly necessary as is regularly

claimed in BSS literature, for a stable solution of inhibitory weights to develop. The

phase space of the inhibitory weight matrix was a useful tool in understanding the

function and stability of the network.

2.3.3 Function and Limitations of Separation

It was demonstrated for a two-neuron network that there existed a predictable and

stable state for the inhibitory weight matrix that solved the visual binding problem

for the completely determined case of two distinct signals. It was shown that there

also existed a predictable and stable solution in the over-determined case of one input

signal. It was also experimentally demonstrated that the second-stage network could

in fact learn the solutions which were predicted theoretically. Theory was then given

which allowed the unknown mixture of object visual features to be extracted from

the inhibitory matrix learned.

The nonlinear compressive function in the learning rule was seen to be essential for
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allowing the system to develop the asymmetric weight matrices, which were important

in order to find solutions to asymmetric mixes of input features. When a strictly linear

Hebbian learning rule was used, the system could only find solutions to problems with

symmetric mixing matrices.

Finally, a theoretical formulation was given for the upper and lower bounds for

the number of objects which could be concurrently represented.

2.3.4 Contributions

The paper in Appendix C demonstrated a novel method counting the number of ob-

jects in a visual scene, and a novel method of highlighting those objects in the image

stream through feedback of the learned visual features. A novel method of predict-

ing stable solutions was given and the network was shown to learn these predicted

solutions.

The author and Professor Higgins made equal contributions to the theory of requi-

site assumptions and functional limitations presented in the manuscript. The author

produced simulations and results for the phase and state space analysis and con-

tributed equally to the writing of this manuscript with Professor Higgins. The method

of highlighting dominant objects in the input images was developed and simulated

by Professor Higgins.
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3 CONCLUSIONS AND FUTURE WORK

The computationally minimal motion estimation results have demonstrated that

even relatively simplistic estimates of local image motion and thus the magnitude of

local optic flow are sufficient for reasonably robust obstacle avoidance, range estima-

tion and mapping. These algorithms are of sufficiently low computational complexity

that they may be implemented in microcontrollers or even directly into custom in-

tegrated circuits for a completely integrated, hyper real-time solution. The next

step with these navigation algorithms is to implement them on a flying platform and

determine their practical efficacy for high-speed visual navigation. Analysis is also

forthcoming to determine their sensitivity to image structure, in particular, natural

versus man-made visual environments. It should also be immediately possible to use

the described motion features and stereo range calculations as landmarks to correct

for dead-reckoning position estimates.

Internal representation of objects in the external world could be a step in the right

direction for artificial intelligence. Detecting the features of an object based upon

their concurrent temporal fluctuations was demonstrated using visual information

in this work and had been previously demonstrated for a model of insect olfaction

(Hopfield, 1991). It is possible that this method can also be extended to the auditory

and tactile sensory modalities as well. This internal representation model requires no

a priori information about objects in the world, and yet is capable of representing

them in terms of their visual features. The applicability to general object detection

seems to only be limited by the selection of the features themselves.

The neural network object detection and visual binding results are encouraging.

Now that a reasonable exploration of this model’s performance using simulated visual
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imagery has been performed, it is a natural next step to evaluate such a system on real

image sequences. What visual features will be appropriate for detecting real-world

objects via this method? How many visual features will be necessary to provide object

classification?

While a nonlinear function was shown to be necessary, no optimal nonlinear func-

tion has been described. Using the state space and expected input signals, it should be

possible to determine an optimal nonlinear function for learning of inhibitory weights.

The visual binding network has also shown that the function of these recurrent

neural structures is greatly altered based upon what types of information are provided

to them and how many neurons are involved. Recurrent neural networks are also

known to provide associative memory structures (McEliece et al., 1987). How might

third, fourth and fifth layers of recurrent neural networks be attached to the current

model and what might be the interpretation of the resulting computation?
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Abstract

Visual navigation on small modern airborne autono-mous robots is a challenging problem due to the contradictory requirements of
simultaneously being lightweight and performing visual navigation algorithms in real time at high frame rates. Both optical flow
and stereoscopic depth calculations using high-resolution images severely tax available lightweight microcontrollers. Insects are
highly successful at visual navigation with neither high-resolution imagery nor stereoscopic depth measurements, largely relying
on heuristics that have served well for millennia in real environments, and so it is unclear exactly how much of this computation is
really necessary. Inspired by highly efficient motion detection circuitry and algorithms derived from the optic lobes of insects, we
here propose an extremely minimal visual motion estimation algorithm and demonstrate how it may be used to avoid collisions and
compute range to boundaries of nearby objects in a robotic implementation. We show how these range estimates, compiled over
time and coupled with a simple dead-reckoning estimate of the robot’s position, can be used to build a sparse yet reliable map of
the world. The combined computational architecture for obstacle avoidance, object boundary detection and ranging estimation is
sufficiently simple to be fabricated entirely on a single integrated circuit also incorporating the imaging focal plane, thus reducing
the complexity, power consumption, and cost of small airborne vehicles.

Keywords: visual navigation, motion detection, biomimetic, robotics
2010 MSC: 68T40, 68T45

1. Introduction

Robotic visual navigation has a history going back many
decades, and includes robots from older large ground-based
systems to newer micro air vehicles (MAVs), which must clearly
employ different computational strategies due to differences in
available electrical power and computational resources. In this
paper, we focus on computationally minimal algorithms that
will be appropriate for future MAVs. A number of researchers
have successfully implemented MAVs driven by visual input
[1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11], largely using biologically-
inspired algorithms. This focus on biologically-inspired algo-
rithms is likely due to the plethora of such algorithms that have
been published to support computationally-lightweight visual
navigation [12, 13, 14, 15, 16, 17, 18]. Most of these algo-
rithms are based on modeling of visual navigation in flies and
honeybees.

In addition, a great deal of research in recent years has been
focused on small biologically-inspired ornithopters (e.g., the
“Microbat” [19], “BATMAV” [20], “DelFly” [21, 22], “Nano
Hummingbird” [23], and “RoboBee” [24]). With the excep-
tion of the DelFly, these projects were focused on open-loop
flight with no feedback control or environment mapping. Only
the DelFly and RoboBee had any visual navigation capabilities,
due to the difficulty of adding battery and computing hardware
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to these already complex, tiny airborne vehicles. The DelFly
20-gram MAV was fitted with both a stereo vision system and
an optical flow odometry system in various incarnations, and
achieved interesting closed-loop flight control using only on-
board computation and cameras. If a computationally minimal
visual navigation system could be developed capable of robust
visual navigation, a truly novel system would be made possible
for even the smallest of MAVs.

Most visual navigation algorithms are based on patterns of
optical flow [25, 13, 26, 27, 28], which is defined as a vector
field describing the visual motion of each local area of the im-
age seen by one or more cameras [29], and on larger robots—
such as the highly successful Mars Exploration Rovers [30]—
navigation sometimes employs stereoscopic range maps [31],
which can be prohibitively expensive to compute in real time.

There are many computational algorithms for determining
optical flow patterns, some of which are based on mathematical
approaches [32, 33], and some of which are based on biological
models of motion-detecting circuits in living brains [34, 35, 36,
37].

It is clear that in the general case, a wide-field optical flow
pattern and a stereoscopic range map are highly useful for deter-
mining the true three-dimensional structure of the visual scene,
and it is very likely that higher mammals, including humans,
have almost all of this information at their disposal [38, 39, 40,
41]. However, in the special case of airborne visual navigation,
how much of this information is really necessary? Insects use
nearly panoramic patterns of optical flow to navigate and esti-
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mate their self-motion [13, 42], although their compound eyes
are likely too closely-spaced to allow stereoscopic vision. To
emulate the efficiency of insect vision, we focus on visual mo-
tion estimation and obstacle avoidance methods which do not
require full stereoscopic depth estimation.

How sophisticated does a motion estimation algorithm for
visual navigation need to be? While a few motion detection
algorithms are designed to minimize computation by estimat-
ing the overall scalar optical flow (or more precisely the im-
age speed) seen by a one-dimensional camera [33], most al-
gorithms require iteration of two-dimensional arrays of small-
field elementary motion detectors which, taken together, create
an optical flow field [32, 36, 37]. Patterns of flow in this two-
dimensional vector field may then be used to determine self-
motion and make navigational decisions.

An elementary motion detector measures the speed and di-
rection of motion of a small portion of the image and requires at
least two points in space and a time delay, as well as a nonlinear-
ity [43]. Such a detector should be sensitive to image motion,
but not to static images or flicker. The Hassenstein-Reichardt
correlation algorithm [34], the well-accepted model of insect
elementary motion detection, is a canonical example, believed
to be iterated horizontally and vertically in the insect optic lobes
to make a roughly hexagonal two-dimensional array of motion
detectors [44].

We have previously proposed another class of motion de-
tection algorithms that we call non-directional motion detectors
(ND) [45, 46], which can measure image speed but are insen-
sitive to the direction of motion. Even non-directional motion
detectors, ideally, should be sensitive to motion but not to static
images or flicker. Motion detection circuitry of this kind has
been identified in the optic lobes of flying insects [47], suggest-
ing that insects may make use of this kind of circuit to detect
visual motion where directional information is unnecessary—
for example, in estimating the range to an object using motion
parallax[48].

In airborne flight scenarios, one expects an expansive pat-
tern of optical flow to be present in a forward-looking camera
viewing a wide visual field [29], since the camera is moving
toward the visual scene. Due to motion parallax, closer sta-
tionary objects will move across the image at higher speeds,
and thus can be ordered in depth by the relative speed of their
motion, providing a substitute for steroscopic vision [49, 50].
As long as all objects are static in the environment, and the
direction of flight and control signals to the flight system are
known, the sign of optical flow in each portion of the image is
completely predictable, making non-directional motion detec-
tors perfectly suitable for measuring optical flow, and thus self-
motion, in this case. The sign of optical flow is not relevant
at all in the measurement of depth from motion parallax, since
relative depth depends only upon absolute image speed, and so
a non-directional motion detector is also appropriate here.

In the present work, inspired by algorithms derived from
neural circuits in the optic lobes of insects, we show a computa-
tional analysis exploring the absolute minimum necessary com-
putational unit required to measure image speed for the specific
purposes of visual navigation and range estimation by motion
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Figure 2: Algorithm for spatial integration of non-directional motion sensors
for speed estimation in a simple scenario inspired by insect vision. A spatial
array of non-directional sensors (ND) covers the field of view of each of two
compound eyes. The absolute value (abs) of each individual sensor output is
taken to make the mean response proportional to speed and to remove depen-
dence on the sign of contrast of the image. The maximum (max) response over
all sensors from a given eye is taken as an instantaneous scalar estimate of the
overall image speed currently seen by that eye

parallax. We show how arrays of these simple units may be used
on a real robotic platform to perform speed estimation, visual
navigation, and mapping. The goal of this work is to advance
the visual navigation capabilities available to extremely small
and light MAVs.

2. Results

To avoid distracting from the results of our work, the full
details of our implementation of each of the experiments de-
scribed below are provided in the Methods section at the end
of this paper. Sufficient detail to understand the experiments is
given in this section, but the reader may wish to refer to Meth-
ods if more specifics are required.

2.1. Visual Motion Estimation Algorithm
To serve as a substrate for our work on obstacle avoidance,

range estimation, and mapping, we first performed a compu-
tational analysis of the one-dimensional non-directional visual
motion sensor algorithms shown in Fig. 1 using a one-dimensional
image that moved left or right at speeds ranging from zero to
more than 2 pixels per timestep. The speed of image features
“jumping” more than 2 pixels per timestep relative to the sen-
sor platform cannot be reliably measured using biologically-
inspired visual speed estimation techniques which rely on com-
parison of neighboring photoreceptors such as those presented
here, but rather must use feature-tracking algorithms [51].

Each of the sensors shown in Fig. 1 clearly has a zero-mean
output as shown, and so to make it clear how these can be used
to estimate absolute image speed, Fig. 2 shows the computa-
tional technique used to spatially integrate a retinotopic array of
such sensors: the maximum of the absolute value of each sen-
sor was taken, providing a rough image speed estimate. Taking
the absolute value of each sensor output provides information
about the amplitude of the sensor’s signal, and the spatial maxi-
mum operation has the effect of both temporally smoothing the
speed estimate and focusing on the largest visual speeds.
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Figure 1: Non-directional motion sensors. (a) The NDS sensor, as fully analyzed in Dyhr and Higgins (2010). (b) The ND-minus sensor, a variant of the NDS
introduced here to reduce flicker response. (c) The ND-min sensor, an absolutely minimal speed estimator, also introduced here. PR indicates a photoreceptor, HPF
a first-order temporal high-pass filter, and LPF a first-order temporal low-pass filter. ∑ indicates a sum, with signs given by plus and minus signs. 1/2 indicates
division by two. Note that the absolute value of the output of each sensor shown is taken during spatial integration, making each sensor’s mean response proportional
to speed and insensitive to the sign of stimulus contrast

Fig. 1a shows the NDS sensor, a model of neural circuitry
in the optic lobes of the insect that was previously described,
analyzed, and used successfully in simulation to mimic the cen-
tering response of a honeybee [46]. To evaluate this sensor as
a speed estimator, we performed a parametric optimization, de-
tailed below (see Methods for details of parameter ranges and
optimization criteria), measuring its speed-estimation perfor-
mance over all combinations of filter parameters for the speeds
of interest specified above.

This optimization uncovered a flaw that makes the NDS
sensor potentially problematic as a speed estimator for collision
avoidance: with many combinations of parameters, its speed
response saturates at high speeds. In collision avoidance sce-
narios, the speed estimates at the high end of the speed range
are critically important. It is usually these highest speeds that
trigger a crucial collision avoidance maneuver, so a speed esti-
mator that becomes insensitive at high speeds is highly undesir-
able. For this reason, we experimented with variations on the
biological model NDS sensor.

Another flaw of the original NDS sensor as a speed esti-
mator was its strong response to flicker, so we introduced the
ND-minus sensor (shown in Fig. 1b), which is designed to be
less sensitive to flicker than the NDS sensor due to the weighted
subtraction of two neighboring pixels. By design, the ND-
minus sensor’s response to flicker of a uniform image is exactly
zero because all three photoreceptors involved get exactly the
same signal. However, its response to flicker of an arbitrary

image is not zero in general because of the amplitude differ-
ences between neighboring sensors. We performed a similar
parametric optimization on this sensor to that described for the
NDS sensor over the full range of its single parameter.

Finally, to test the capabilities at the far extreme of non-
directional motion computation, a special case of the NDS sen-
sor was introduced in which the LPF time constant was set to
infinity, resulting in zero signal from the low-pass filtered path-
ways. We call this the ND-min sensor, shown in Fig. 1c. This
sensor simply increases its response as the temporal frequency
of the stimulus increases, which of course trivially happens as
image speed increases, and cannot truly even be called a visual
motion detector since it only takes input from one visual sam-
pling point. A similar parametric optimization of speed estima-
tion performance was done using this sensor’s single parameter:
the time constant of the HPF.

For comparison with our unconventional biologically-inspired
sensors, we used the well-known theoretically-derived speed
estimator of Chahl and Srinivasan [33], as modified by Zuf-
ferey and Floreano [4] (which we will refer to as the Chahl-
Srinivasan sensor) both because it explicitly estimates image
speed, and because it was so successfully used by Zufferey and
Floreano in a practical physical airborne vehicle. This sensor
uses two one-dimensional images taken at consecutive timesteps
to compute a scalar global image speed estimate by assuming
a sub-pixel shift of the image, and thus does not require any
explicit spatial integration.
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Figure 3: Speed estimation sensor characterization. Actual speed of a bar grat-
ing visual stimulus is plotted in black, varied from −2 to 2 pixels/timestep.
Since the response of all sensors to a static grating was zero, at zero speed in the
graph we plotted the response to a full-field flickering static bar grating stimu-
lus at 14.9 Hz (the worst-case response: refer to Methods). The optimized time
constants of all HPFs was τh = 5 ms, and all low-pass filters were effectively
removed (i.e. inputs signals simply passed through to the output unchanged)
by setting τl = 0 s. For display purposes, the ND sensor plots (the outputs of
which are unitless) were multiplied by a constant scale factor of 20 to allow
comparison of their shape with the Chahl-Srinivasan sensor, which provides
speed estimates in units of pixels per timestep

To compare the responses of these sensors, Fig. 3 shows the
speed responses of each sensor with optimized parameters (see
Methods for details). In these graphs, we have plotted the re-
sponse of each sensor to a stimulus whose speed varies from
negative to positive (e.g. left to right), highlighting a clear dis-
tinction between directional (signed) and non-directional mo-
tion sensors. Since all sensors respond with zero to a stationary
stimulus, each sensor’s response to a worst-case full-field flick-
ering stimulus is shown at center (zero image speed). While
all non-directional sensors respond to flicker as expected, the
ND-minus sensor’s response to flicker is notably less than the
other two. The worst-case flicker response is shown to com-
pare the various sensors’ response, but the temporal frequency
required to create this worst-case response is unlikely to ever be
encountered in any practical scenario.

The NDS sensor’s optimum parameters were τh = 5 ms
(the lowest non-zero τh that was tried) and τl = 0 s, the lat-
ter of which simply passes signals through the LPF pathways
unchanged. This combination of parameters reduces the NDS
sensor to the sum of three neighboring ND-min sensors! Per-
haps unsurprisingly, the same τh = 5 ms was optimum for the
ND-minus and ND-min sensors.

Note that the Chahl-Srinivasan sensor measures the speed
of the image fairly precisely, but saturates rather quickly after

image translation exceeds one pixel per timestep; this is due
to the fundamental theoretical assumption underlying this im-
plementation of the Chahl-Srinivasan sensor that the image has
shifted less than one pixel in a timestep.

The NDS sensor performed best of the non-directional speed
estimation sensors proposed because its monotonically increas-
ing response showed the least saturation and most closely matched
the desired response. Despite the ND-minus sensor’s decreased
response to flicker relative to the other sensors, its output de-
clines unacceptably at high speeds, making it undesirable as
a speed estimator. The ND-min sensor, despite its extreme
simplicity, performs remarkably well. However, it does have
a speed limitation: when image speed exceeds 2 pixels per
timestep, the ND-min sensor’s output must saturate because
there will always be at least one pixel which has undergone a
maximal intensity change. Because it spans three photorecep-
tors, the NDS sensor’s limit is higher. Despite this limitation,
the extremely simple ND-min sensor is quite suitable as a near-
trivial speed estimator between -2 and 2 pixels per timestep.

The nonlinear spatial integration technique presented in Fig. 2
has the effect of making the speed output proportional to the
amplitude of the raw sensor output. For all of the non-directional
sensors, the speed-dependent responses observed are in direct
proportion to the temporal frequency of the stimulus, as a di-
rect result of the attenuation of a high-pass filter on a signal
with fundamental frequency below its cutoff frequency. The
optimal HPF time constant τh of 5 ms corresponds to a cutoff
frequency fc =

1
2πτh

= 31.8 Hz. The fastest-moving bar grat-
ing presented moved at 2 pixels per timestep using a grating
with spatial period 20 pixels, so with a timestep of 1/30 sec the
highest fundamental temporal frequency presented was ft,max =

2
(1/30)·20 = 3 Hz, which is well below the HPF cutoff frequency,
ensuring the desired signal attenuation.

This optimization study revealed that the delay caused by
the LPF in the NDS pathway was not beneficial for speed esti-
mation, and effectively eliminated it. Although a specific HPF
time constant was chosen as optimum, in truth, the HPF time
constant can be as small as desired as long as it is nonzero:
the smaller the time constant, the more linear the speed (re-
ally, temporal frequency) response due to being farther from
the HPF cutoff frequency, but the more attenuated that response
becomes. We chose τh = 5 ms as a happy medium between lin-
earity and output magnitude for our speeds of interest.

All of the ND sensors represent speed over some range, but
do not measure calibrated speed, and thus required a scale fac-
tor to be compared to the Chahl-Srinivasan sensor. It is also
important to note that the Chahl-Srinivasan sensor is insensi-
tive to contrast, whereas the response of all of the ND sen-
sors is linearly dependent on contrast. However, the Chahl-
Srinivasan sensor’s independence from contrast leads directly
to a computational divide-by-zero problem at low image inten-
sities, which can make practical implementation of the Chahl-
Srinivasan sensor more complicated than a simple character-
ization might predict. Further, since visual navigation often
involves comparison of speeds based on imagery with similar
contrast, a linear dependence on contrast may not present a crit-
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Figure 4: The mobile robot built for this project. This mobile robot was
an extensively modified version of a commercially available 1/8 scale radio-
controlled car. The steering was modified to greatly reduce the turn radius
(see Methods). The black box mounted at the top center of the robot was a
“nettop” computer that was running a Linux operating system. This computer
communicated with an Atmel microcontroller (under the computer in this im-
age) via USB in order to communicate with the motors controlling drive speed
and wheel turn angles. There were two commercially available USB cameras
mounted at the left and right ends of the top horizontal bar nearer to the viewer
in this image

ical problem.
These characterization results motivated us to investigate

whether the utterly simple ND-min sensor would be sufficient
for estimating local image speed in visual navigation. Flicker-
ing visual stimuli are uncommon in natural scenes, and a high-
pass temporal filter may easily be implemented in a hardware
focal plane array. Even if flicker were present, the ND-min sen-
sor’s response to flicker at most frequencies is far less than its
response to high image speeds, which typically set off colli-
sion avoidance turns. Does the ND-min sensor’s dependence
on contrast affect its usefulness in visual navigation? These
questions were worth exploring because if such a simple opera-
tion could be used as a motion sensor to subserve both obstacle
avoidance and range estimation, the computation required for
visual navigation would be greatly reduced.

2.2. Obstacle Avoidance

We began by testing these algorithms on a simulated air-
borne robot modeled on that of Zufferey and Floreano [4]. Us-
ing the ND-min motion sensor, we were able to accomplish
very successful obstacle avoidance in a simplistic 2D world
(data not shown). However, given the neo-truism “Simulation is
doomed to succeed” [52] – because we are in complete control
of the simulated world—we immediately moved on to imple-
mentation of these algorithms on a real robotic platform.

We built the ground-based robotic platform shown in Fig. 4,
incorporating an onboard computer and a pair of spatially-separated
640×480-pixel cameras on which, to provide a real-world plat-
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Figure 5: Diagram of the obstacle avoidance algorithm. The difference of lo-
cal visual speed estimates from subregions of the left and right cameras were
used to trigger saccadic turns away from the direction of greatest motion. The
image subregions are shown in Figs. 6a and 6b. The ND boxes indicate 2D ar-
rays of ND-min motion sensors. Σ indicates a difference operation which was
smoothed via a first-order LPF before a threshold was used to make the final
saccadic turn decision

form to test obstacle avoidance using these novel speed sensors.
Refer to Methods for full details of implementation.

ND-min sensors were implemented in two-dimensional (2D)
arrays at full spatial resolution in each of the two cameras. The
algorithm used for spatial integration of these sensors to cre-
ate image speed estimates is a generalization of that shown in
Fig. 2, which is a special case of the maximum subfield spa-
tial integration algorithm introduced and analyzed in a previous
publication [46]. Spatial integration for the robot is obviously
far more complicated than in the trivial case of Fig. 2, since
the sensor subfields used to compute left and right image speed
estimates had to be chosen from two 2D sensor arrays.

These subfields were strategically chosen by projecting the
outer edges of the left and right tires of the mobile robot for-
ward approximately one meter from each camera (refer to the
highlighted rectangles in Figs. 6a and 6b). The maximum ab-
solute value of all ND-min sensor outputs in each of these two
subfields provided measures of local image speed on the left
and right sides of the robot.

These left and right image speed estimates were used to ini-
tiate obstacle avoidance maneuvers as shown in Fig. 5. This al-
gorithm is an elaboration of the Tammero-Dickinson biological
model of saccadic turns in fruit flies [15]. The difference of left
and right speed estimates was smoothed with a first-order LPF
in order to avoid making control decisions based upon momen-
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(a) (b)

Figure 6: A stereo pair of 640× 480 pixel images captured simultaneously on the mobile robot used for obstacle avoidance experiments. (a) An image captured
from the left camera. (b) An image captured from the right camera. Each image contains a small outlined rectangular subregion indicating the subfield used for
motion estimation in the obstacle avoidance algorithm. The black regions at the bottom of each image are the left and right tires of the mobile robot. Horizontal
lines at the centers of both panels indicate the row of pixels extracted for 1D camera approximation (see Range Estimation and Mapping)

tary deviations in speed measurements. The absolute value of
this difference was compared to a fixed empirically-determined
threshold, and if the threshold was exceeded, a saccadic turn
was triggered. Although only the magnitude of the speed dif-
ference was used to initiate a turn, the direction of this turn was
determined by the sign of the difference between the motion
estimates of the left and right cameras such that the turn was
always away from the side where the greatest motion was seen.
Fig. 7 shows experimental results of this algorithm in opera-
tion on the mobile robot as the robot undergoes two saccadic
turns. Note that the difference in left and right speed estimates
increased well beyond the threshold during the turns due to the
rotational motion of the robot while turning close to an obstacle.
Such an increase in motion would tend to set off another turn.
This problem was solved by prohibiting the robot from initiat-
ing another turn while turning, and for some short period after
the turn, implementing a form of saccadic suppression [53] (see
Methods for full details).

Although this algorithm succeeded in avoiding most colli-
sions, two special cases were also included to prevent collisions
not avoidable by the above algorithm.

The first special case occurred when both left and right speed
estimates went simultaneously above a fixed threshold, indicat-
ing a direct, balanced approach to an obstacle such as a wall.
This relatively rare situation would not result in a significant
difference of left and right image speeds. When this occurred, a
very tight turn was initiated away from the side with the largest
estimated image speed to avoid an obstacle near the front of the
robot. This tight turn had a smaller radius than the standard
saccadic turn.

The second special case occurred when both left and right
speed estimates went simultaneously below a fixed threshold,
indicating either extremely distant objects on both left and right
sides, or (more commonly in our restricted indoor environment)
an inability to estimate speed, probably due to a lack of texture
(a blank wall) on both sides. When this second case occurred,
to be conservative the mobile robot was simply stopped.

Typical results of using this algorithm on the robot for closed-
loop obstacle avoidance can be seen in Fig. 8. The robot was
consistently able to avoid collisions with walls, pillars and doors.
The layout of the experimental arena navigated (the hallway
outside our laboratory) is presented as a computer-rendered scale
model in Fig. 9. Note that the first special case mentioned above
corresponds to the tighter turns shown in Fig. 8, and the sec-
ond special case explains the terminal point of the mobile robot
path. Based on these results, it does appear that, despite its ex-
treme simplicity, the ND-min sensor is quite capable as a speed
estimator in a real-world scenario.

Our robot moved at a relatively slow speed, and so dead
reckoning provided a relatively accurate method for updating
position. At higher speeds, and certainly on a small flying robot
lacking or denied GPS, dead-reckoning position error would
need to be accounted for. One method for addressing this is
discussed in the next section.

2.3. Range Estimation and Mapping
The method of visual obstacle avoidance presented in the

previous section required very little computation and enabled a
mobile robot to avoid obstacles in our office hallways. How-
ever, some method of range estimation is needed for higher-
level navigation tasks such as path planning, localization, or
mapping.

Traditional dense stereoscopic range estimation of full two-
dimensional camera images is clearly too computationally ex-
pensive for small mobile robots. However, instead of using the
camera images, might stereoscopic depth be calculated based
on a selected array of speed estimator outputs? Our ND-min
motion detectors respond monotonically to increasing image
speed, a computation that is also dependent on image spatial
frequency content and contrast. Most of these speed estimates
are zero for all practical purposes, and thus the stereoscopic
depth computation time would be greatly reduced. For motion
in a plane—whether driving or flying at a fixed altitude—a one-
dimensional array of such speed estimators might provide suf-
ficient information for stereo range estimation.
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Figure 8: Mobile robot path using obstacle avoidance algorithm. This figure shows the path taken by the mobile robot as calculated by dead reckoning during a
typical experiment. The layout of the experimental arena (the hallway outside our laboratory) is shown in Fig. 9. The path is overlaid on a computer-generated
orthographic top view of the experimental arena for clarity. A one square meter box is shown at bottom left for scale

In fact, it might be possible to reduce this computation even
further. The location of the largest ND-min output in each cam-
era is most likely to correspond to the fastest moving visual
object boundary. The single largest speed output in each of the
left and right cameras likely corresponds to the same object, al-
lowing a range calculation. This might be termed a “range-to-
nearest-target” algorithm; due to changes in contrast and mo-
tion of the robot, the target detected at each timestep is not nec-
essarily the same as in the previous frame, but these ranges can
be compiled over time into a map so that certainty about a tar-
get seen multiple times can increase. Generalizing this idea by
looking at not just the single largest ND-min output, but at the
group of the largest speed sensor outputs, provided very useful
features for sparse stereo range calculations.

We extracted one-dimensional (1D) images from the 2D im-
ages provided by the cameras on our robot by extracting the
center row from the left and right camera images, as highlighted
in the center of Figs. 6a and 6b. These lines represent a pair of
1D images that are spatially sampled along a horizontal plane
parallel to the floor and passing through the center of each cam-
era. Because the cameras are mounted parallel to one another,
their fields of view overlap except for large angles to the left or
right, corresponding to objects very close to the robot. Range
was estimated using ND-min sensors computed from these 1D
images.

Fig. 10 shows a block diagram of our stereo range estima-
tion algorithm together with sequences of actual 1D input im-
ages and motion detector outputs from our robotic platform.
Figs. 10a and 10b show space-time plots of input 1D images
over a 6.67-second period (200 timesteps) of a representative
experiment. Forward translational movement is evident in these
images because object boundaries move away from the focus of
expansion at image center. Outputs of the ND-min motion de-
tectors are shown in Figs. 10c and 10d, which respond more

strongly to quickly moving edges (i.e. areas of high spatial fre-
quency) with high contrast relative to the background.

“Features” were defined as the highest magnitude outputs
in each set of speed sensor outputs. Features were identified in
each 1D speed sensor array simply by locating the largest out-
puts. In the data presented, we used a maximum of 5 features.
These features had to be stereo-matched between cameras (de-
tails in Methods), after which range could be calculated from
stereo disparity.

The current dead reckoning position and orientation of the
robot together with the range and angle to each feature were
used to estimate the allocentric position of each feature. These
position estimates were accumulated over the duration of each
experiment in an allocentric map implemented as a 2D array
with a spatial resolution of 1 cm2.

Rather than simply adding a “dot” to the map for each fea-
ture range estimate, we devised a measure of certainty incorpo-
rating both our angular certainty about precise object position
due to discrete spatial sampling of the image and our inevitable
uncertainty about range resulting from the disparity calculation.
Our certainty about the exact angle from either camera to a par-
ticular object was modeled with a “Gaussian beam” as shown
in Fig. 11a (refer to Equation A.12 in Methods), indicating our
increasing uncertainty about object position as range increases,
and the declining likelihood of detecting an object at very long
range. The product of the Gaussian beams from the camera pair
for any given feature, shown in Fig. 11b (refer to Equation A.13
in Methods), resulted in a shape indicating our certainty that an
object was in that position. The shape of this product is not a
2D Gaussian, distinguishing our technique from conventional
methods used to propagate uncertainty through a function[54].

This Gaussian beam product was calculated for each fea-
ture, offset and rotated by the robot’s estimated position and
orientation, and then numerically summed into the 2D allocen-
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Figure 10: Diagram of range estimation algorithm, with embedded experimental results from the robotic platform. At top is shown the 73◦ fields of view for the pair
of one-dimensional cameras. The principal rays for each lens are drawn, passing through the nodal points onto a pair of photodetector arrays. The binocular overlap
zone is indicated, as well as the areas to the far left and right which may only be seen by one of the two cameras. The data embedded in panels a and b represents a
one-dimensional image on the horizontal axis, and (as in all other data shown here) time on the vertical axis, where time progresses forward from bottom to top in
1/30-second intervals for a total of 200 frames (6.67 sec). As the simulated robot moved through the world, features diverged in the camera image as they became
closer, leading to the expansive curves in panels (a) and (b). The blocks labeled ND indicate arrays of ND-min speed sensors using these 1D images, and panels (c)
and (d) show the magnitude of speed sensor responses, again with space on the horizontal axis and time progressing forward from bottom to top. Comparing the
images with the speed responses, speed responses are clearly stronger at image features such as edges. Features based upon absolute image speed were extracted
from each camera, and then matched between cameras, followed by calculation of range from binocular disparity
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Figure 11: “Gaussian beam” certainty in stereoscopic range estimation. (a) Additive superposition of the angular certainty estimates for the left and right cameras,
each corresponding to an instance of Equation A.12. (b) The product of angular certainty estimates resulting in the final location certainty of Equation A.13. Note
that the shape of this product is not a 2D Gaussian, but rather is distinctly more extended at longer ranges than at shorter ones

tric map array. As these products resulting from multiple views
of the same object from different positions are added into the
map, object locations that are the most certain are enhanced
because they are common to multiple certainty estimates. The
final map is normalized by its maximum value to allow com-
parison of multiple maps.

This method of map update is computationally trivial when
compared to the standard Bayesian update method [55], and
resulted in very low-latency map updates. Despite the simplic-
ity of this method, because we were able to compile multiple
views of each image feature as the robot passed it, and thou-
sands of individual features over the whole experiment, this
method allowed a stable set of high-confidence points to be de-
veloped based on multiple observations and refinement of lo-
cation certainty. However, if more computational power were
available, the probability distributions detailed in Methods also
lend themselves easily to a Bayesian update approach.

A sample of the results of one such sparse feature range
calculation and map accumulation experiment carried out on
the robot is presented in Fig. 12. These mapping results can
be seen to precisely reflect the environment geometry created
by the vertical object boundaries created by doors, pillars and
walls.

The map entries for each object are elongated and oriented
at angles corresponding to the robot’s line of sight to that ob-
stacle as it passed. Despite the simplicity of this algorithm, the
map is very accurate. The allocentric map’s estimation of inter-
door spacing (determined by comparing peaks of estimated lo-

cations to measured locations) for the bottom-right set of doors
in Fig. 12 was 1.324 meters, which was only 1.2% error when
compared to the 1.308 meters as measured by measuring tape
in the hallway.

3. Discussion

We have demonstrated that a simple first-order temporal
high-pass filter (our “ND-min sensor”) can be used as a local es-
timator of non-directional image speed, similar to optical flow
magnitude, and that these speed estimates are sufficient for real-
world passive obstacle avoidance for a wheeled mobile robot
in an unaltered indoor office environment. We have showed
how to use these local speed estimates, derived from 1D cam-
era subarrays of our 2D cameras, as features for stereoscopic
range estimation, resulting in reliable “range-to-nearest-target”
estimates to a small number of features at each timestep with
very low computational cost. By compiling these range esti-
mates over time, we have shown how to create an allocentric
map. A novel method for representing our certainty about ob-
ject position was presented and used to refine the allocentric
map over time. The presented algorithms could easily be run at
thousands of frames per second on a modern microcontroller,
making them ideal for small airborne vehicles with minimal
computational power.

Thus far, we have only tested the presented algorithms in an
environment with static objects, in which our assumption that
we know the sign of optical flow is almost entirely correct. This
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Figure 12: Map produced from compiled range estimates. This image shows detail of the final allocentric map of object boundaries (shown in red) computed during
the real-world range robotic estimation experiment that produced the path shown in Fig. 8, overlaid on a top view of the experimental arena. The map has a spatial
resolution of 1 cm2. A one square meter box is shown at top for scale

would no longer be true in an environment with dynamically-
moving objects. Although it is unlikely that a small number of
dynamically-moving objects would significantly interfere with
the navigation or mapping performance demonstrated, it should
not be difficult to identify moving objects and track them sepa-
rately from the static environment. There are at least two meth-
ods readily apparent to accomplish this.

Firstly, the non-directional sensors presented provide an ideal
substrate for the computation of directionally-selective elemen-
tary motion detectors such as the Hassenstein-Reichardt cor-
relation algorithm [56, 34], and in fact, this may be the strat-
egy used by flying insects. In the fly, non-directional motion
detecting circuits precede direction-selective correlation-based
sensors in the visual pathway, bifurcate off to subserve visual
pathways in the lobula which do not appear to require direc-
tional motion, and operate at higher temporal frequencies than
directional motion circuits in the lobula plate [45, 57]. Thus the
biologically-inspired approach for a small airborne vehicles to
address dynamically-moving objects would be to compute di-
rectional motion information from the non-directional inputs at
a much lower frame rate than that used for navigation, thus al-
lowing detection of dynamic objects without greatly increasing
the computational load.

A second more engineering-based approach to detecting dynamically-
moving objects would be to add a tracking system. The range-
to-nearest-target algorithm we have presented works well on
moving objects as well as static objects. We have performed
preliminary experiments with a simple linear tracker (an alpha-
beta filter [58], data not shown). The tracks of static objects are,
of course, completely predictable given the motion of the vehi-
cle. Any object that moves in a way inconsistent with an ob-
ject fixed in the environment could be marked as dynamic and
tracked as such. One significant advantage of such a tracking
system is that it can provide an estimate of the future position

of such dynamic objects.
It is our uncertainty about range computed from binocular

disparity of motion estimates that leads to the range-elongated
blobs (formalized as the product of two Gaussian beams) shown
in Fig. 12. If our robot had passed along the hallway again, but
facing in the opposite direction, its estimates of the positions
of each feature would have been dramatically improved, sim-
ply because the two elongated certainty terms would be at quite
different angles, and thus overlap only very nearby the true fea-
ture location. Although it was our intent here to demonstrate
how our mapping system performs on a single pass, it should be
clear that repeated passes through any area will refine the map,
and our certainty about the position of objects passed multi-
ple times, particularly from different perspectives, will be quite
high.

In the data presented here, our map is represented as 2D ar-
ray with a spatial resolution of 1 cm2. This results in a rather
large array which consumes memory but requires little compu-
tation to update. Another possible technique would be to keep
a list of estimated object locations along with the robot posi-
tion and orientation from which they were seen, never creating
an explicit map, but rather using the list of objects to compute,
for example, whether open space exists in the path of the robot.
These two alternatives are on opposite ends of the classic engi-
neering tradeoff of memory for computation, and the methods
presented here may be used in either fashion depending on the
resources available.

Due to their light computational load, the algorithms pre-
sented here will allow even the smallest airborne vehicles, per-
haps even including some of the ornithopter MAVs discussed
earlier, to have more sophisticated visual navigation, mapping,
and tracking systems. These algorithms are also so simple, es-
pecially as compared to traditional elementary motion detec-
tion algorithms [59, 60], that hardware implementation is nearly
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Figure 7: Experimental data from the robotic platform showing how speed dif-
ferences result in obstacle avoidance turns. The plot shows the difference of
the left and right speed estimates over time, taken from the left and right sen-
sor subfields marked in Figs. 6a and 6b. The absolute value of this difference
was compared to a fixed threshold, shown as positive and negative dashed black
lines, and saccadic turns were initiated when the threshold was exceeded. The
sign of the difference was used to decide the direction of the turn. The down-
pointing arrow at time 0.45 s indicates the time of a right turn, and the arrow at
2.48 s a left turn

trivial, making the likelihood of a custom hardware implemen-
tation of such sensors, even in the focal plane, a viable possibil-
ity.
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. Methods

. Characterization of Motion Estimation Algorithms
Each of the non-directional motion sensors in Fig. 1 was

tested by simulating in C++ software a single one-dimensional
camera 640 pixels wide with the motion detectors to be evalu-
ated implemented at full spatial resolution. Image values were
double precision floating point numbers constrained without
loss of generality to be between 0.0 and 1.0. The output for
a particular timestep was calculated as the maximum absolute
motion detector output (corresponding to the speed estimate
from a single eye in Fig. 2), resulting in a scalar image speed
estimate for each time in the simulation. Due to the absolute
value operation, motion sensor estimates were dependent only
upon the absolute value of contrast (a difference in contrast sign
distinguishes dark-to-light from light-to-dark transitions), cal-
culated as the Michelson contrast

C = (I f g− Ibg)/(I f g + Ibg) (A.1)
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where I f g was the image value of the foreground, and Ibg was
the image value of the background. The simulation timestep,
and thus camera frame rate, was 30 frames per second.

The stimulus used to characterize these motion sensors was
a 50% contrast bar grating with bars 10 pixels wide separated
by 10 pixels (a square-wave grating with a 20-pixel spatial pe-
riod) which moved horizontally across the array at a variable
speed. This image sequence was anti-aliased to prevent stimu-
lus artifacts due to sudden movement of an edge from one pixel
to the next by shading edge pixels proportional to the sub-pixel
location of each edge. Image speed was varied between -2 and
2 pixels per timestep, where zero represented a static image.
Response to a flickering image was generated by multiplying a
static bar grating with a sinusoidally varying factor between 0
and 1. We used 14.9 Hz (slightly less than the Nyquist rate at
our frame rate) for this flicker frequency because it generated
the maximum possible response from our sensors, thus display-
ing worst-case flicker results.

Linear filters were allowed to settle for 5 time constants be-
fore each simulation began. For each image speed simulated,
the scalar speed estimates plotted in Fig. 3 were computed as
the average sensor output over 200 timesteps (6.67 simulated
seconds).

In order to determine whether the NDS, ND-minus, and
ND-min sensors could be used as estimators of image speed in
the range from -2 to 2 pixels per timestep, we performed a full
parametric optimization of each sensor. The two parameters of
the NDS sensor (refer to Fig. 1a) are the time constants of the
high-pass filters τh (all three of which are the same) and the low-
pass filters τl (both of which are the same). For the ND-minus
sensor (Fig. 1b) the single parameter is the HPF time constant
(all three of which are the same). Similarly for the ND-min
sensor (Fig. 1c) the single parameter is the HPF time constant.

To optimize the parameters of each sensor, we varied each
time constant between zero and infinity inclusive, experimen-
tally picking a reasonable set of values in this range. Above
zero, the smallest time constant tested was 5 ms because HPF
outputs became vanishingly small at very low time constants
(and thus very high cutoff frequencies). Parameter values were
varied logarithmically higher until a trend was evident, but never
higher than 0.5 s with the exception of τ = ∞. For the NDS sen-
sor, the two time constants were varied in every possible com-
bination, resulting in a two-dimensional matrix of results from
which an optimum was chosen.

Our optimization was designed to select filter time con-
stants that maximized the range over which motion estimates
increased monotonically, while simultaneously minimizing high-
speed saturation and rejecting responses that dipped in value
at high image speeds. Under these conditions, the NDS sen-
sor’s optimum parameters were τh = 5 ms and τl = 0 s. The
ND-minus and ND-min sensor’s optimum parameter was also
τh = 5 ms.

See Results for a full discussion of this optimization.

. Robotic Implementation
A wheeled mobile robot was assembled in order to evalu-

ate these visual navigation algorithms on a real-world system.

An Exceed RC Maxstone 8 (http://exceedrc.com) radio-
controlled (RC) car was extensively modified to incorporate
cameras, computational hardware and independent front and
rear wheel motor control. Our robot is shown in Fig. 4.

Two Logitech C910 cameras were fitted to the front of the
robot above each tire to provide images over USB. These cam-
eras have a back focal length (at which the image is formed) of
4.3 mm and a focal plane pixel spacing of 10 µm.

A Lenovo Q150 small form-factor computer running a Fe-
dora Linux operating system was mounted to the mobile robot
to enable onboard processing and closed-loop control. Images
were captured using our own C++ frame-grabbing software that
interfaced with the Video for Linux Two API (http:linuxtv.
org).

The motors were controlled by our C++ software running
on the onboard computer by communicating with an Atmel
UC3B microcontroller over USB. This microcontroller was pro-
grammed with our own C++ motor control firmware developed
for this project.

The mobile robot was powered by a custom built battery
pack consisting of 18 Sony 18650 lithium ion cells, which pro-
vided approximately 30 amp-hours of capacity.

The wheels of this RC car were modified so that both front
and rear wheel pairs could be steered independently, and were
rotated in opposite directions during a turn. This steering mod-
ification provided a greatly reduced turn radius, which allowed
better close-quarters navigation and reduced dead-reckoning er-
ror.

. Obstacle Avoidance
For our obstacle avoidance experiments, we started by emu-

lating the computational architecture of one of the impressively
successful flying robots of Zufferey and Floreano [4], and then
built upon its capabilities.

Our mobile robot was equipped with two front-facing parallel-
axis cameras with 73◦ horizontal fields of view, as shown in
Fig. 4. The mobile robot moved at the relatively slow speed of
0.5 meters-per-second.

The maxima of the absolute value of ND-min sensors in the
image subregions highlighted by rectangles in Figs. 6a and 6b
were used to compute scalar left and right speed estimates at
each timestep. These subfield locations correspond to a regions
just outside of the tire paths about 1 meter in front of the robot.

The algorithm shown in Fig. 5 was used to generate sac-
cadic turns away from detected obstacles. As is common in
control systems, our control signal—in this case, based on the
difference between left and right speed estimates—was low-
pass filtered so as to avoid making control decisions based on
transient speed estimation errors. The control system LPF time
constant used here was τC = 33.3 ms. When the filtered speed
difference went above an empirically-determined fixed thresh-
old of Tturn = 0.15, the robot would turn away from the larger
signal with a turn radius of Rturn = 1 meter.

All saccadic turns lasted for 1 second. Because the visual
motion caused by the turn itself would tend to set off another
turn (observe the sharp increase in motion difference right af-
ter the turn is initiated in Fig. 5), and because even after the
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robot is physically done turning, the various temporal filters in
the motion detectors and the control system LPF required time
to settle, a “saccadic suppression” time of 2 seconds was im-
plemented during which the robot was not allowed to initiate
another turn. After this period, the robot resumed navigation
using the algorithm of Fig. 5.

In the two special cases mentioned in Results, when both
left and right speed estimates went simultaneously above a thresh-
old Tturn,H = 2.0, a tighter saccadic turn was initiated with a
radius of Rturn,H = 0.5 meters. The second special case oc-
curred when both left and right speed estimates went simulta-
neously below a threshold Tturn,L = 0.08, and the mobile robot
was stopped.

. Range Estimation and Mapping

In this section we extended the use of our minimal non-
directional speed sensors to create a novel method of estimating
range to visual object boundaries and compiling these over time
into an allocentric map.

1D images were extracted from the center horizontal row
of pixels in our 2D cameras (indicated by the lines shown in
Figs. 6a and 6b). These 1D images provided stereo visual in-
formation in a plane parallel to the floor at a camera height of
20 cm.

We defined a visual “feature” in each array of speed sen-
sors as the spatial location of one of the largest motion out-
puts. While it is possible to create a map using only a single
feature per timestep, better performance was obtained by us-
ing multiple features. Multiple features can be supported at any
given timestep by defining some minimum spatial separation,
for which we used Dmin = 3 pixels. Any desired number of fea-
tures can be extracting by starting with the largest speed sensor
output, and picking the next feature as the next largest output
excluding pixels within Dmin pixels of the location of any ex-
isting feature. We determined experimentally that tracking 3 -
7 features concurrently provided the best results for mapping.
A feature from the left sensor array at any given index did not
always correspond to the same index in the right sensor array,
which made some method of solving feature correspondence
between cameras necessary.

In order to solve the correspondence problem in a compu-
tationally efficient way, we computed the squared error of a 3-
pixel section of the images from the two 1D cameras centered at
each of the feature locations as a measure of the match between
two features. This measure of the potential match between a
feature at spatial position pL in the left sensor array and spatial
position pR in the right sensor array was computed as

E(pL, pR) = (IL(pL−1)− IR(pR−1))2

+(IL(pL)− IR(pR))
2

+(IL(pL +1)− IR(pR +1))2

(A.2)

where IL and IR are the left and right 1D images and lower val-
ues of E(pL, pR) indicate better matches. By simplistically as-
suming that the features in the left sensor array corresponded

to the same objects as those in the right array, but in a dif-
ferent order, for each feature at position pL from the left ar-
ray we picked the feature pR from the right array that mini-
mized E(pL, pR), and thus rearranged the order of features in
the right array to match those in the left. Defining disparity as
the distance d = |pL− pR| between images of the same feature
in the two cameras, matches were only considered in the range
60 < d < 200 to help eliminate false matches.

This method was quite effective in solving the stereo cor-
respondence problem, but we used the following two heuristic
filters to further improve matches. A feature in a given sensor
array at position pL1 was invalidated if the error E(pL1, pL2)
for any pL2 6= pL1 in the same sensor array was below a fixed
threshold Tsim = 0.008, because this indicated that, despite be-
ing spatially separated, the local areas of the image at positions
pL1 and pL2 were virtually indistinguishable by this metric. A
feature was also invalidated if the speed sensor value at the fea-
ture location was below a threshold Tmin = 0.01, because this
indicated very small image motion, low contrast, or low spatial
frequency content, any of which make feature matching very
problematic.

The angles θL and θR to the object from the two cameras
may be calculated from the two focal pixel positions pL and pR
using the camera geometry by projecting these angles through
the nodal point of the lens onto the imaging plane as

θ(p) = tan−1
(

p ·Sp

di

)
(A.3)

where p is the integral pixel index relative to the central pixel
(thus p = 0 corresponds to θ = 0), Sp = 10 µm is the pixel
spacing, and di = 4.3 mm is the perpendicular distance from
the nodal point of the lens to the focal plane of the imager. The
distortion from this nonlinear projection becomes extreme at
angles close to 90◦, but due to the small angular extent of our
cameras (±36.5◦), we were able to use a simple best-fit linear
approximation to Equation A.3

θ(p) = p ·θpix (A.4)

which incorporated an angular range for each pixel θpix = 0.1212◦,
resulting in an RMS error of only 0.875◦ over the full angular
range of the camera.

Having solved the correspondence problem and calculated
the angles θL and θR from each camera corresponding to pixel
positions pL and pR, the range RL from the nodal point of the
left camera to each matched pair of features can be calculated
from geometry (referring to Fig. A.13a) as

RL =
dcam cos(θR)

sin(θR−θL)
(A.5)

where dcam = 30 cm is the lateral distance between the two cam-
eras.

Note that, due to the parallel orientation of the cameras, zero
disparity can only be obtained by an object at infinite distance.
Further, given that the disparity d = |pL− pR| is necessarily in-
tegral, objects at long range have small disparities and increase
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Figure A.13: Geometry for stereoscopic range estimation. (a) Range calculation by stereo disparity (Equation A.5). The blue ovals indicate the locations of
camera lenses forming a stereo pair. (b) Projection of the Gaussian estimation of angular certainty of feature location out into world coordinates, used to derive
Equations A.7-A.11
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Figure A.14: Our model of angular certainty of feature position. The top of this
figure shows a diagram of a small portion of a 1D image sensor row surrounding
a feature estimated to reside at θe. The pixel corresponding to θe is shaded
and its center has been marked with a dot. A true angle to the feature is θt ,
which has been marked with a vertical line. We have modeled the angular
certainty between the estimated angle θe and the true angle θt as an angular
Gaussian probability distribution with mean µ f = θe and standard deviation
σ f = θpix = 0.1212◦, corresponding to 1 pixel.The probability of θt falling
within multiples of σ f of the estimated location θe is labeled within ±3σ f
along the bottom of this figure

slowly in disparity as the robot moves toward them, whereas
objects at short range have larger disparities and change dis-
parity more quickly as the robot moves. The result of this is
that our uncertainty about the actual range to any given object
is higher when the distance to the object is larger, and thus the
disparity smaller. This uncertainty is addressed directly in the
next section.

. Uncertainty in Stereo Range Estimation

To address this range uncertainty in creating our allocentric
map, we developed a novel method for estimating stereo range
certainty that has several advantages over the conventional par-
tial derivatives method for propagation of uncertainty through a
function[54], the primary advantage being that our final range
certainty need not be represented by a Gaussian probability dis-
tribution. Fig. A.14 presents the angular certainty assumption
on which this method is based.

We assume that our uncertainty about the difference be-
tween the true angular location θt of a feature in a camera’s
field of view and the feature location θe estimated by any al-
gorithm may be modeled with an angular Gaussian probability
distribution. There are a number of sources of error combining
to produce this uncertainty. One source of error comes from
the quantization that results from spatial sampling of the im-
age. Some of the error is produced by the constantly changing
location of the true edge—at times a feature passes from one
pixel to another between frames, and at other times it trans-
lates entirely within the boundaries of a single pixel. Another
source of error is the imperfect temporal synchronization of the
two cameras. In order to avoid explicitly measuring each of
these errors, we have chosen a standard deviation of this an-
gular Gaussian certainty corresponding to the angular extent of
one pixel.

Using our linear angular approximation to convert pixel po-
sition to angle (Equation A.4), this Gaussian distribution is cen-
tered at the estimated feature angle µ f = θe, and has a standard
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deviation σ f = θpix = 0.1212◦, resulting in a feature certainty
distribution

g f (θ) = e−(θ−θe)
2/(2θ 2

pix) (A.6)

This Gaussian angular certainty distribution is overlaid with a
diagram of the 1D pixel array in Fig. A.14, and could be nor-
malized over all angles to become a formal probability distribu-
tion. With σ f equal to the angular measure of one pixel, there is
a 68.2% probability of the true location being within ±1 pixel,
and a 95.4% probability of it being within ±2 pixels.

Fig. A.13b shows the geometry used to project this 1D Gaus-
sian certainty about each feature’s angular location into a 2D
certainty about the position of the object that led to this visual
feature. An object is located at position Pob ject , corresponding
to an angle θob ject from the nodal point of the observing camera
located without loss of generality at Pcamera = (0,0). Our Gaus-
sian uncertainty about the feature position as observed in the
camera is constant in angular extent, but expands to cover more
points in space as the distance from the camera increases, with
the probability of the object location decreasing exponentially
with orthogonal distance from the line between the camera and
the object.

Due both to the limited light collection ability of each pixel
and the lower limit d = 60 we place on binocular disparity (re-
sulting in a maximum possible range RL = dcam/sin(60 ·θpix) =
2.4 m), our certainty about the position of an object declines
with range, which we model as an exponential decay with space
constant Rb.

Referring to Fig. A.13b, our expression gb(x,y,θob j) for the
value of this “Gaussian certainty beam” at any Cartesian point
P = (x,y) with corresponding polar coordinates r =

√
x2 + y2

and θ = tan−1(y/x) can be derived using basic geometry as

θdi f f =θob j−θ (A.7)

rperp =r · cos
(
θdi f f

)
(A.8)

dperp =r · sin
(
θdi f f

)
(A.9)

σperp =rperp · tan(θpix) (A.10)

gb(x,y,θob j) =e−rperp/Rb · e−d2
perp/(2σ2

perp) (A.11)

where the first term corresponds to the exponential decay with
range to the object, and the second term to the decay as the
considered angle deviates from the center of the beam. These
equations can be reduced by a few substitutions to

gb(r,θ ,θob j) = e
−
(

r·cos(θob j−θ)
Rb

)

· e
−
(

tan2(θob j−θ)

2tan2(θpix)

)

(A.12)

This equation represents the 2D Gaussian certainty beam at any
polar position (r,θ) in a coordinate system centered at a given
camera from which an object was observed at angle θob j. An
example of the evaluation of this expression for each of our two
cameras is shown in Fig. 11a. This equation decays to zero with
increasing range and angle, and could be normalized by its inte-
gral over all space to represent a formal probability distribution.

To combine the two observations from left and right cam-
eras, we multiply the two Gaussian certainty beams to create a

quantity proportional to the probability of these two observa-
tions being made simultaneously. Assuming that the cameras
are both located at an x position of zero and separated in the
y dimension by a distance dcam, for any pair of observations
θL and θR, the probability gobs of this observation may be ex-
pressed at any Cartesian point (x,y) by using Equation A.12 as

gobs (x,y,θL,θR) = gb(rcamL,θcamL,θL) ·gb(rcamR,θcamR,θR)
(A.13)

where (rcamL,θcamL) and (rcamR,θcamR) represent represent the
polar coordinates of point (x,y) offset by the respective camera
positions (x,y− dcam/2) and (x,y+ dcam/2). This probability
of this combined observation, representing the overlap of two
Gaussian beams, is shown in Fig. 11b and was used to generate
each entry in the map shown in Fig. 12. The function gobs tends
to be relatively narrow in the angular dimension and long in the
range dimension, but is not Gaussian in shape, instead increas-
ing quickly as range from the cameras approaches the estimated
position of the object, and falling off much more gradually with
increasing range. Like the Gaussian beams, the function gobs
could be normalized by its integral over all space to represent a
formal probability distribution.

Refer to Results for the way these equations were used to
represent and update certainty of object position in 2D allocen-
tric maps.
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Abstract Visual binding is the process of associating
the responses of visual interneurons in different visual
submodalities all of which are responding to the same

object in the visual field. Recently identified neuropils
in the insect brain termed optic glomeruli reside just
downstream of the optic lobes and have an internal or-
ganization that could support visual binding. Working

from anatomical similarities between optic and olfac-
tory glomeruli, we have developed a model of visual
binding based on common temporal fluctuations among

signals of independent visual submodalities. Here we
describe and demonstrate a neural network model ca-
pable both of refining selectivity of visual information

in a given visual submodality, and of associating visual
signals produced by different objects in the visual field
by developing inhibitory neural synaptic weights repre-
senting the visual scene. We also show that this model

is consistent with initial physiological data from optic
glomeruli. Further, we discuss how this neural network
model may be implemented in optic glomeruli at a neu-

ronal level.
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1 Introduction

Visual binding refers to the process of grouping neu-
ronal responses produced by one object while differenti-

ating them from responses produced by others (von der
Malsburg 1999). This process has been long studied
and modeled with reference to vertebrate brains, but

it is currently unknown whether insects make use of
visual binding, and if so what neuronal mechanisms
may be used. The presence of recently identified struc-
tures termed optic glomeruli (Strausfeld and Okamura

2007) in the insect brain suggest one method by which
rudimentary visual binding may be performed. These
structures have been identified in the lateral protocere-

bra of both flies (Strausfeld and Okamura 2007) and
bees (Paulk et al 2009), and it probable that they are
present in many other insect species. Optic glomeruli

receive retinotopic input from the visual system, and
these signals are likely to consist of visual “submodali-
ties,” including motion, orientation and color (Okamura
and Strausfeld 2007; Mu et al 2012). Output of the op-

tic glomeruli are far fewer than their inputs, and this
reduction suggests optic glomeruli are involved in pro-
cessing visual information into higher level represen-

tations — possibly coding for features and/or objects
(Okamura and Strausfeld 2007; Strausfeld and Oka-
mura 2007; Strausfeld et al 2007; Mu et al 2012).

Detailed anatomical studies of optic glomeruli have
been carried out (Strausfeld and Okamura 2007) but
their physiology is still under active investigation, and

only a very limited set of experiments have been con-
ducted (Okamura and Strausfeld 2007; Mu et al 2012).
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Initial electrophysiological experiments have shown op-
tic glomeruli to receive broadly orientation-tuned in-
puts from the optic lobes, and that neurons project-
ing from optic glomeruli have a narrower orientation

tuning, presumably due to computations within the
glomeruli. Perhaps the best route to model these struc-
tures is to leverage their anatomical similarity to anten-

nal lobe olfactory glomeruli (Strausfeld and Okamura
2007), which are well mapped and modeled in flies (Jef-
feris 2005), honeybees (Linster and Smith 1997), locusts

(Bazhenov et al 2001), and moths (Hildebrand 1996).

In the antennal lobes, all olfactory receptor neu-
rons expressing a given receptor type converge to the

same glomerulus (Jefferis 2005). Each glomerulus serves
to process incoming information from olfactory recep-
tor neurons using local inhibitory interneurons, and to

provide processed information via projection neurons
to higher-level neural circuits in the mushroom bodies
and the lateral protocerebrum (Ng et al 2002). Local

interneurons are thought to get synaptic input from
only one glomerulus (Fonta et al 1993). In models of
the antennal lobe (Linster and Masson 1996; Bazhenov
et al 2001), olfactory receptor neurons excite both lo-

cal interneurons and projection neurons, and local in-
terneurons inhibit other local interneurons, projection
neurons, and the receptor neurons themselves.

Given the apparent anatomical homology between
optic and olfactory glomeruli, what would be the most

likely correspondence of elements between their neu-
ronal circuits? Columnar neurons observed projecting
from the lobula complex to optic glomeruli would un-
doubtedly take the place of olfactory receptor neurons.

Recent studies (Okamura and Strausfeld 2007; Mu et al
2012) have described neurons which might well be mor-
phologically homologous to antennal lobe local inhibitory

interneurons. Projections from optic glomeruli to higher
brain areas likely correspond to olfactory projection
neurons. It is reasonable to assume that similar in-

terconnections may exist between these populations of
neurons to those known for the antennal lobe.

What visual inputs might optic glomeruli receive?
A number of visual submodalities are available from
the lobula complex, including coarsely retinotopic mo-
tion, orientation, and likely color information. However,

there are only 27 optic glomeruli in the large blowfly
Calliphora, many fewer than the number of retinotopic
visual sampling points, even when compared to the eye

of the tiny fruit fly Drosophila that has only 900 om-
matidia. Perhaps in rough correspondence to the num-
ber of optic glomeruli, there are 23 types of columnar
neurons projecting from the lobula complex to the op-

tic glomeruli (Okamura and Strausfeld 2007). From this

information, we conclude that visual information is spa-

tially integrated before processing by optic glomeruli.

The functional significance of insect antennal lobes
is still a subject of debate. These structures may pro-

vide a degree of concentration invariance, provide a spa-
tial code for complex odor mixtures, and perhaps even
synchronize firing of projection neurons to make a tem-

poral code (Heisenberg 2003). Models of the antennal
lobe have demonstrated short-term memory (Linster
and Masson 1996), synchronization of output neurons
(Bazhenov et al 2001), overshadowing, blocking, and

unblocking (Linster and Smith 1997). Strong similari-
ties exist between insect antennal lobes and the verte-
brate olfactory bulb (Hildebrand 1996); in fact, a num-

ber of existing models may apply to both vertebrate and
insect systems. The common theme behind all of these
possible functions seems to be that the antennal lobes

encode the identity of the odor, but abstract away the
details such as spatial concentration and the detailed
time course of receptor responses.

It has been hypothesized (Hopfield 1991) that the
olfactory bulb may be solving the olfactory binding
problem; that is, the olfactory bulb may be able to use

information about the fluctuation of individual receptor
responses to bind together those responses that encode
a single scent. Hopfield proposed a recurrent neural net-
work for modeling vertebrate olfactory glomeruli. Olfac-

tory glomeruli are presumed to group similar chemical
features together into an “odor space” where unique
odors, composed of chemical mixtures having unique

structures, are identified based on their unique pat-
terns of glomerular activation (Hildebrand and Shep-
herd 1997). Hopfield’s model utilized a Hebbian-style
learning rule to separate time-varying components of

unknown scent mixtures, thus solving an olfactory ver-
sion of the well-studied blind source separation problem,
an area well addressed in the neural network literature

(Herault and Jutten 1986; Cichocki et al 1997).

If optic glomeruli are homologous to olfactory glomeruli,
what might their function be, translated into visual

terms? If they encode the identity of what is seen, ab-
stracting away the details — in particular, the spatial
location of visual features — they might be encoding

for visual features corresponding to a given object with-
out regard to where it is in the visual field, and thus
addressing the visual binding problem.

We have developed a model of optic glomeruli which
extends the work of Hopfield (Hopfield 1991) and Her-
ault and Jutten (Herault and Jutten 1986), thus relat-

ing optic glomeruli to previous work on olfactory pro-
cessing and blind source separation. This model, de-
scribed below, uses first-stage recurrent inhibitory neu-
ral networks to model the sensory refinement observed
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in fly optic glomeruli (Okamura and Strausfeld 2007) by
sharpening the selectivity of very broadly tuned inputs.
We demonstrate below how this sensory refinement net-
work can be used to improve visual information coding

in the orientation, color and motion visual submodali-
ties. The outputs of these first-stage networks are then
provided to a second-stage recurrent inhibitory neural

network layer to demonstrate rudimentary visual bind-
ing. Each of these recurrent inhibitory networks may
correspond to an optic glomerulus.

2 The Visual Binding Network

Since visual information is almost certainly spatially in-

tegrated before projecting to optic glomeruli, but the
exact pattern of this integration is unknown, in our
initial model of this neuronal circuit we spatially in-

tegrated all visual submodalities across the entire vi-
sual field. This leads to an initial model with far less
“glomeruli” than observed in the fly brain, but which
(as will be shortly shown) has properties that make it

worthy of deeper investigation.
The input to our model consists of a two-dimensional

cartesian spatial array of visual sampling points, each

of which has red, green, and blue (RGB) photorecep-
tors. Although a strict model of insect compound eye
color vision would be based on a hexagonal array of
green, blue, and ultraviolet (UV) photoreceptors (Sny-

der 1979), we use a standard RGB image for simplicity
of human visualization and computer representation,
and without loss of generality, since neither the spatial

sampling pattern nor the particular spectral content of
the input image are integral to the model.

As diagrammed in Fig. 1, this spatial array of pho-

toreceptors is processed to produce local measures of
three visual submodalities: motion, orientation, and color.
This processing results in two dimensional (2D) “fea-
ture images” indicating local image motion in four car-

dinal directions, orientation at three different angles,
and each of the three colors. Details of each of these
computations are given below.

Each of these 10 local 2D “feature images” was then
spatially summed and group-normalized so that differ-
ent submodalities were comparable in magnitude, re-

sulting in 10 wide-field scalar signals which became in-
put to the model. We refer to these inputs analytically
as

i(t) =
[
i1(t) i2(t) . . . i10(t)

]ᵀ
(1)

This 10-element column vector represents motion, ori-
entation, and color across the entire visual scene with-

out regard to spatial position, and was provided as in-
put to the three first-stage networks of Fig. 2, which
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Fig. 1: Computational diagram of visual inputs to binding
model. See text for details. The input RGB image was con-
verted to grayscale (G) for motion and orientation process-
ing. Local image motion was computed using the Hassenstein-
Reichardt model (HR) in both the horizontal (IH) and ver-
tical (IV ) directions, and then separated into four strictly
positive 2D “feature images” indicating upward, downward,
leftward, and rightward motion. Similarly, 2D orientation fea-
ture images were computed from the grayscale image using
three difference-of-Gaussian filters oriented at 0◦, 60◦ and
120◦. Finally, each of the red, green, and blue color planes
was taken as a feature image, for a total of 10. Each feature
image was then spatially summed and group-normalized (Σ,
see text), resulting in 10 scalars which became input to the
neural network model
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Fig. 2: Diagram of the two-stage neural network model of
visual binding. Large circles represent units in the neural
network. Unshaded half-circles at connections indicate ex-
citation, and filled half-circles indicate inhibition. The sys-
tem input consisted of a vector of 10 time-varying inputs i(t)
representing spatially summed motion, orientation, and color
information. Three first-stage recurrent inhibitory networks
refined the selectivity of each visual submodality separately,
producing signals j(t) which were then input to an identically-
organized second-stage network, resulting in outputs o(t)

refined the selectivity of visual information in each sub-
modality. For future reference, it will be convenient to

define subsets of these inputs

iM (t) =
[
i1(t) i2(t) i3(t) i4(t)

]ᵀ
(2)

iO(t) =
[
i5(t) i6(t) i7(t)

]ᵀ
(3)

iC(t) =
[
i8(t) i9(t) i10(t)

]ᵀ
(4)

corresponding respectively to the inputs to the first-
stage motion, orientation, and color networks shown in

Fig. 3: Computational diagram of one elaborated Reichardt
detector (ERD) unit at spatial position n. 2D arrays of such
units were computed in both horizontal and vertical orienta-
tions to compose motion feature images. Each ERD required
the grayscale photoreceptor input P (n) along with a neigh-
boring input P (n + 1), and passed these signals through a
set of high-pass (HP) and low-pass (LP) temporal filters as
shown. After the final multiplication (Π) and difference (Σ),
the magnitude and sign of the output signal IM (n) reflect
the speed and direction of visual motion along the orienta-
tion from pixel n to pixel n+ 1

Figure 2. Similarly, we refer to the outputs of the first-
stage networks as

j(t) =
[
j1(t) j2(t) . . . j10(t)

]ᵀ
(5)

where it will again be convenient to define subsets for

each submodality jM (t), jO(t), and jC(t) with the same
indices as in Equations 2-4.

The full set of first-stage output signals j(t) com-

prised the input to the larger second-stage neural net-
work shown in Fig. 2. The set of outputs from second-
stage neurons will be referred to as

o(t) =
[
o1(t) o2(t) . . . o10(t)

]ᵀ
(6)

which represent the signals projecting from optic glomeru-
lus processing to the central brain.

2.1 Processing of Visual Inputs

Inputs to the model were sequences of RGB images,
each of which had to be converted to grayscale to model
biological achromatic motion and orientation process-
ing. We chose the simplest possible algorithm for this

conversion by taking the average of the red, green, and
blue color values for each individual pixel.

Details of motion, orientation, and color processing

are given below.

2.1.1 Motion

Hassenstein and Reichardt (1956) proposed a cyber-
netic model of the insect optomotor response, which has
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since been elaborated (van Santen and Sperling 1985)
to become the best-accepted model of insect small-field
motion detection (Borst and Egelhaaf 1989), and which
is mathematically equivalent to models of primate mo-

tion detection (Adelson and Bergen 1985). We used
a simple version of the elaborated Reichardt detector
(ERD) to emulate retinotopic motion processing in the

insect compound eye.

Despite the roughly hexagonal organization of the

compound eye (which may also be viewed as a distorted
rectangular lattice), retinotopic motion computing cir-
cuits are organized along the “vertical” and “horizon-

tal” axes of the lattice (Stavenga 1979).

Referring to Fig. 3, horizontal and vertical motion

feature images IH(x, y, t) and IV (x, y, t) were calculated
from the grayscale input image P (x, y, t) at each time
t as

IH(x, y) = PH(x+ 1, y) · PHL(x, y) (7)

−PH(x, y) · PHL(x+ 1, y)

IV (x, y) = PH(x, y + 1) · PHL(x, y) (8)

−PH(x, y) · PHL(x, y + 1)

where PH(x, y, t) was P (x, y, t) after being processed at
each point (x, y) by a first-order temporal high-pass fil-
ter with a time constant of 0.5s, the intent of which was

simply to remove any sustained component of the input
signal. PHL(x, y, t) was PH(x, y, t) after being further
processed at each point (x, y) by a first-order temporal
low-pass filter with a time constant of 50 ms, used to in-

troduce phase delay. After cross-multiplication and sub-
traction, these computations provide signed feature im-
ages IH and IV representing the spatiotemporal “mo-

tion energy” (Adelson and Bergen 1985) at each pixel
in both horizontal and vertical directions.

To compute the four motion feature images, we elim-
inated negative signs by computing outputs represent-
ing each of the four cardinal directions separately

Ileft(x, y) = pos(−IH(x, y)) (9)

Iright(x, y) = pos(IH(x, y)) (10)

Idown(x, y) = pos(−IV (x, y)) (11)

Iup(x, y) = pos(IV (x, y)) (12)

where

pos
(
s
)

=

{
s s ≥ 0

0 s < 0
(13)

The four scalar motion signals î1(t), î2(t), î3(t), and
î4(t), comprising the vector îM (t), were computed by

spatial sums over all x and y of the four motion fea-
ture images of Equations 9-12 above, and respectively

provide wide-field scalar measurements of global im-

age motion in the leftward, rightward, downward and
upward directions. The hat notation is used to denote
“raw” input signals prior to adaptive group normaliza-

tion (see Section 2.1.4).

2.1.2 Orientation

Cells that respond preferentially to orientation of vi-

sual stimuli have been observed in a plethora of organ-
isms, including felines (Hubel and Wiesel 1959), pri-
mates (Hubel and Wiesel 1968) and honeybees (Srini-
vasan et al 1994). “Center-surround” orientation selec-

tivity has been mathematically modeled in numerous
ways, including Gabor wavelets (Adelson and Bergen
1985) and by using a difference of Gaussians (DoG)

function (Rodieck 1965).
The leading model of orientation selectivity in in-

sects supports a direct neuronal implementation of the

DoG model (Rivera-Alvidrez et al 2011). This model,
based on both electrophysiological and neuroanatomi-
cal evidence, makes use of spatial spreading of photore-
ceptor inputs by two distinct types of amacrine cells

that results in two Gaussian-blurred versions of the in-
put image. Subtraction of these two blurred images can
produce a literal difference of Gaussians.

In contrast to visual motion, which is computed
along two axes of the compound eye and thus four di-
rections, behavioral data on orientation selectivity in
honeybees (Yang and Maddess 1997; Srinivasan et al

1994) suggests that insects are maximally sensitive to
three orientations, which may seem more natural given
the hexagonal shape of the compound eye.

For these reasons, we have chosen to model orien-
tation selectivity with DoG functions at three orienta-
tions: θs1 = 0◦, θs2 = 60◦ and θs3 = 120◦. The shape of

these functions was chosen to approximate electrophys-
iological data on narrowing of orientation selectivity by
optic glomeruli (Strausfeld et al 2007).

DoG filter kernels G(x, y, θs) with orientation pref-

erence θs were computed as

xr(x, y, θs) = −x · sin (θs)− y · cos (θs) (14)

yr(x, y, θs) = x · cos (θs)− y · sin (θs) (15)

G (xr, yr, θs) =
e−(x2

r/(2σ
2
x1)+y

2
r/(2σ

2
y1))

2π σx1 σy1
(16)

− e−(x2
r/(2σ

2
x2)+2 y2r/(2σ

2
y2))

2π σx2 σy2

in which Equations 14 and 15 serve to rotate the coor-
dinate system to the desired angle θs, and in Equation

16, σx1 and σy1 are constants dictating the x and y size
and shape of the “center” Gaussian, just as σx2 and
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σy2 do for the “surround” Gaussian. The kernel G(θs)
is formulated to have zero spatial sum and therefore re-
ject the mean spatial intensity. In our simulations, we
used σx1 = 19, σy1 = 6, σx2 = 22, and σy2 = 9, all

in units of pixels. For convenience in referring to visual
stimuli later, we have adopted the angular convention
that a bar with 0◦ orientation had its long axis perfectly

vertical.

At each time t, 2D spatial convolution of the dy-

namic grayscale image P (t) with each of the three static
filter kernels G(θs1), G(θs2), and G(θs3) produced three
orientation feature images I0◦(t), I60◦(t), and I120◦(t).
Each of the three kernels was computed at full image

resolution and convolution was accomplished by multi-
plication in the frequency domain. Spatial sums over all
x and y of the absolute value (so that both signs of con-

trast are represented) of each of these three feature im-
ages respectively produced scalar orientation features
î5(t), î6(t), and î7(t), which together comprise the vec-
tor îO(t).

2.1.3 Color

A multitude of organisms, including flies, honeybees,

and humans, have trichromatic visual systems (Land
and Nilsson 2002). As mentioned earlier, despite the
well-known spectral shift between human and insect

photoreceptor tunings, for convenience of human vi-
sualization and internal representation we have made
use of the three colors commonly used in computer im-
age formats: red, green and blue (RGB). If input im-

ages were provided instead with “color planes” of green,
blue, and UV, as if viewed by fly photoreceptors (Sny-
der 1979), the model would produce similar results to

what is shown here for RGB images.

Since color is explicitly represented in the image, the

color “feature images” Ired(t), Igreen(t), and Iblue(t)
were taken simply as the red, green, and blue “color
planes” of the image (that is, the 2D array of pixels of
a given color). Spatial sums over all x and y produced

three scalar color features î8(t), î9(t), and î10(t), which
together comprise the vector îC(t).

2.1.4 Adaptive Group Normalization

Due to the vast differences in the algorithms presented
above for computing motion, orientation, and color in-

puts, the “raw” features îM (t), îO(t), and îC(t) differ
by orders of magnitude. In order to make these signals
comparable to one another, and to simultaneously ac-

count for the dynamic nature of visual imagery, each
of these raw input vectors was normalized by a scalar

adaptive factor computed as the maximum value of any

element of the vector in the recent past.
Specifically, at each time t each of the three vectors

of inputs to the first-stage network was computed as

i(t) = î(t)/M(t) (17)

where M(t) was a scalar group normalization factor
computed as the maximum value of any element of vec-

tor î(t) over the prior two seconds. If the normalization
factor M(t) was zero, indicating that all components of
any given input vector were zero in the recent past, i(t)

was set to zero.
This operation, repeated independently for vectors

representing each of the three visual submodalities, pro-
vided input vectors iM (t), iO(t), and iC(t), all elements

of which remained comparable in magnitude even as
the image changed, with each group of signals sustain-
ing a maximum value of approximately unity. Despite

the simplicity of this technique, it can be viewed as im-
plementing a form of adaptation quite similar to that
seen at multiple levels in biological vision systems.

2.2 Network Dynamics

The neural network model shown in Fig. 2 employs two

stages of processing. The first stage incorporates three
independent networks which refine inputs iM (t), iO(t),
and iC(t) from each of the visual submodalities into

intermediate outputs jM (t), jO(t), and jC(t). The sec-
ond stage uses a fourth larger network to combine all
outputs j(t) from the first-stage networks, and learn

an internal representation of common temporal fluctu-
ations within this group of inputs, resulting in a vector
of outputs o(t).

We have chosen to use a two-stage network not only

because optic glomeruli have been observed to refine the
representation in one specific submodality (specifically,
orientation: see Strausfeld et al 2007), but because the

sensory refinement from the first stage greatly improves
learning of the second stage (see Results).

Despite the apparently dissimilar purposes of the
two stages in our network, all four neural networks em-

ployed have identical structure and differ only in the
number of inputs and thus neurons used, and in pa-
rameters of the learning rule. For each, we have used

a fully-connected recurrent inhibitory network which
learns by changing a weight matrix which represents the
inhibition between each pair of neurons. In this section

we describe all networks generically, providing the time
evolution equations and learning rule for a network of
N neurons with a generalized column vector of inputs
i(t), an N × N inhibitory weight matrix W , and the

corresponding column vector of outputs o(t).
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All inputs to each of the four networks were pro-
cessed through a high-pass filter, since neurons rarely
pass on information about unchanging signals. The out-
puts of each network were also processed through a

high-pass filter as part of the learning rule. In this sec-
tion we use the compact notation i′(t) to represent a
first-order high-pass filtered version of the signal i(t),

and o′(t) to represent a first-order high-pass filtered
version of the signal o(t). The time constant of the
high-pass filter used on network inputs, the purpose

of which is to prevent long-term sustained inputs (such
as the color of a static background) from ever entering
the network, was τHI = 1.0s. The time constant of the
high-pass filter used on network outputs in the learning

rule described below was τHO = 0.5s.
Our network was inspired by the seminal work of

Herault and Jutten (1986) on blind source separation,

and by that of Hopfield (1991), who modeled olfactory
perception using temporal fluctuations in the mammalian
olfactory bulb, but is distinct from both prior networks
as detailed below.

2.2.1 Temporal Evolution

Early vision in the insect optic lobes is dominated by

cells that represent signals with graded potentials (Ar-
nett 1972) rather than trains of action potentials as is
the case in mammals (Albrecht and Geisler 1991). How-

ever, our model is equally applicable to graded poten-
tial or “spiking” neurons. Direct input from presynaptic
graded potential cells in insects leads to similar postsy-
naptic potentials (Douglass and Strausfeld 2005). For a

spiking neuron, over some limited range of integrated
upstream current inputs, the firing rate is roughly pro-
portional to the current input (Koch 1999).

Therefore, we can model the activation on(t) of graded
potential neuron n in the model relative to its resting
potential (or, if modeling a mammalian brain, the firing

rate of spiking neuron n) as

on(t) = i′n(t)−
N∑

k=1

Wn,k · ok(t− τi) (18)

where i′n(t) represents a high-pass filtered excitatory
input, Wn,k represents the strength of the inhibitory
synaptic pathway from neuron k to neuron n, ok(t)

is the activation (or firing rate, if using spiking neu-
rons) of a different neuron k in the network, and τi
represents the delay in creating inhibition. Inhibition

between model neurons is likely accomplished — in in-
sects or in mammals — indirectly through an inhibitory
interneuron, and thus necessarily results in some delay,
represented by the term τi. In the case when this inhi-

bition delay τi is much smaller than the time course of

changes in the high-pass filtered inputs i′n(t), Equation

18 may be approximated as

on(t) = i′n(t)−
N∑

k=1

Wn,k · ok(t) (19)

and written in matrix form as

o(t) = i′(t)−W · o(t) (20)

Equation 20, apart from the high-pass filtering of
the inputs, is a common formulation for a fully-connected

inhibitory neural network used in blind source sepa-
ration (Herault and Jutten 1986; Jutten and Herault
1991; Cichocki et al 1997).

However, Equation 20 is an idealized mathematical
model, linear and well suited for analysis, but not a
realistic model of any physical system because the out-
puts have absolutely no time-dependence on their own

history or that of any other signal. In fact, directly from
this equation the outputs o(t) can be computed instan-
taneously as

o(t) = [I + W ]−1 · i′(t) (21)

where I is the identity matrix, so long as the deter-
minant of [I + W ] is non-zero. Thus if the input i′(t)
changes drastically in a femtosecond, so will the output.
This cannot be true for any realistic neuronal model.
Further, since the outputs can be computed instanta-

neously without any history dependence, this system
can be singular and thus impossible to evaluate, but
cannot be temporally unstable.

Rather than using this idealized equation, our model

incorporates a very similar dynamical system of equa-
tions that does not assume instantaneous neuronal re-
sponses, and which implicitly models the delay in inhi-

bition τi. We formulate this system as

o(t+∆t) = i′(t)−W · o(t) (22)

where ∆t is the simulation time step. While still sim-

plistic, this is a reasonable model of a network of neu-
rons, and has the advantage that it can be approxi-
mated using Equation 20 when the time scale of changes

to network inputs and outputs is much larger than the
simulation time step ∆t.

This seemingly minor alteration has significant con-

sequences. Unlike the idealized equation, the recurrent
network of Equation 22 contains closed loops through
which a signal could pass over time, growing larger with
each pass if any ‘loop gain’ were greater than one, thus

leading to the possibility of temporal instability under
certain conditions of the inhibitory weight matrix W .

The stability of systems of equations such as these

has long been studied in the theory of linear control
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systems (Trentelman et al 2012), and the condition for
temporal stability is most simply stated by requiring
that the magnitude of all eigenvalues of the weight ma-
trix W be strictly less than unity. This condition is

equivalent to guaranteeing that the loop gain around
all loops in the network is less than one. The closer the
magnitude of the eigenvalues of W are to unity, the

more the system is prone to oscillation in response to
high temporal frequency inputs.

To distinguish between the specific weight matrices
of our four networks, the generic symbol W used above
will be replaced for the first-stage motion, orientation,

and color networks respectively with M (4×4), O (3×
3), and C (3 × 3), and for the second-stage network
with T (10× 10).

2.2.2 Learning Rule

The learning rule for each of our four networks, used to
generate the inhibitory weight matrices generically de-
scribed as W based on common temporal fluctuations

of the network inputs, is described by an altered version
of the learning rule of Cichocki et al (1997), which itself
is a refinement of Hebb’s rule (Hebb 1949).

Weight matrices W were initialized to zero so that
the initial state of the system was o(t) = i′(t), and

thus before learning began, network outputs were ex-
actly equal to the high-pass filtered inputs. Each ele-
ment Wn,k (n 6= k) of the weight matrix was learned

based on high-pass filtered versions of network outputs
on(t) and ok(t) as

dWn,k

dt
= γ · µ(t) · g(o′n) · f(o′k) (23)

where γ is a scalar learning rate. The learning onset
function µ(t) was used to prevent sudden weight changes
at the time ttrain at which learning began

µ(t) =
(
1− e−(t−ttrain)/τl

)
· u(t− ttrain) (24)

where τl = 2s is the time constant used to gradually ac-

tivate the learning rule, and u(t) is the unit step func-
tion. Weights were updated by numerical integration of
Equation 23. Diagonal elements of W were held at zero,

thus preventing self-inhibition. Any element of W that
became negative from a learning rule update was set to
zero to avoid unintentional excitation.

The high-pass filters used on outputs on(t) and ok(t)
caused learning of the weight matrix to be dependent on

temporal fluctuations of the input, rather than simply
on input values. This was true despite the fact that
inputs were already high-pass filtered, because the time

constant τHO = 0.5s of the high-pass filter used on the
outputs was smaller than the one previously used on

the inputs with time constant τHI = 1.0s, resulting in a

higher cutoff frequency that attenuated lower-frequency
signals.

Key to the learning rule are the nonlinear “activa-

tion functions” f() and g() through which the high-pass
outputs were processed before being used for learning,
and without which the learning rule is simply Hebbian,

and may only develop symmetric weight matrices W .
We used f(x) = x3 and g(x) = tanh(πx) to improve
separation of signals, similar to the activation functions
long-used for blind source separation networks (Her-

ault and Jutten 1986; Jutten and Herault 1991; Ci-
chocki et al 1997). However, in our learning rule, the
positions of the activation functions f() and g() are

exchanged with one another as compared to previous
work on blind source separation, with f() applying to
column elements k and g() to row elements n.

This exchange has the effect of optimizing our net-

work’s learning for the “overdetermined case” (Joho
et al 2000) in which the number of hidden sources to
be separated is less than the number of neurons. The

overdetermined case has rarely been considered cru-
cial in blind source separation, since in most cases the
number of network inputs (for example, microphones in

an auditory case) may be easily changed to match the
number of hidden sources present. For this reason, the
overdetermined case is less well addressed in the liter-
ature. However, given the fixed size (10 units) of our

second-stage network, and the unknown number of dis-
tinct objects in the input image sequence, this is always
the case for our second-stage visual binding network.

This case is addressed in detail in a companion paper
(Northcutt and Higgins 2016).

2.3 Training of First-Stage Networks

The purpose of the first stage of our model is to sharpen
the representation of each sensory modality by learning

lateral inhibition, a well-known technique for sensory
refinement (Linster and Smith 1997) that has been pro-
posed as a method by which redundant information is
removed from photoreceptor signals in the fly visual

system (Laughlin 1983).
Because we consider the first-stage network to rep-

resent long-term learning from visual experience rather

than developing a representation of the current visual
scene as in the second stage, all three first-stage net-
works (color, motion, and orientation) were trained si-
multaneously using a visual stimulus specifically de-

signed to elicit equal response from all visual submodal-
ities. This visual stimulus is a radially-symmetric con-
tracting pattern of concentric rings with slowly flicker-

ing overall brightness, and is described mathematically
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at each point (x, y) and time t by

Θ(t) = 2π · ff · t (25)

Ψ(r, t) = 2π · fR · r + 2π · fm · t (26)

S (r,Θ, Ψ) = e
− r2

2σ2
S

(
1 + sin(Θ)

2

)(
1 + cos(Ψ)

2

)
(27)

where r =
√
x2 + y2 is the radial distance from the

stimulus image center. The first term of Equation 27 is

a radial Gaussian envelope with spatial standard devia-
tion σS = 25 pixels. The second term provides a tempo-
ral flicker with frequency ff = 0.5 Hz. The third term
describes a pattern of contracting radial rings with spa-

tial frequency fR = 0.2 cycles per pixel and temporal
frequency fm = 0.5 Hz.

The visual stimulus of Equation 27 was provided be-

fore training of the first-stage networks began for a time
ttrain,1 = 4s sufficient for all temporal filters and the in-
put adaptation algorithm described in Section 2.1.4 to

stabilize.

Unless otherwise specified below, all image sequences
were presented at 100 frames per second. The learn-

ing rates used for first-stage motion, orientation, and
color networks respectively were γM = 5, γO = 5, and
γC = 5. Because the visual stimulus of Equation 27 pro-

vides identical signals to all inputs of each of the three
submodalities, it functionally reduces the learning rule
of Equation 23 to a purely Hebbian rule, a situation
in which all network weights will increase uniformly so

long as the network continues to be trained. Therefore,
to guarantee temporal stability of the final network, we
continued training each first-stage network only until

the magnitude of the largest eigenvalue of each weight
matrix reached a value of V1,max = 0.9, after which
the corresponding learning rate γ for that network was

set to zero, terminating training. First-stage training
was considered complete when all three networks had
reached this state.

The second stage was not trained (γ2 was set to
zero) until all three first-stage networks had finished
training, after which the weight matrices of the three
first-stage networks were fixed. It would certainly be

possible to train both first and second stages simul-
taneously, thus using a meaningful image sequence to
train the first stage rather than the contrived stimulus

of Equation 27, and after a longer training period than
that shown in Results, quite similar results to those
shown would be obtained. However, to most clearly

demonstrate the function of each stage, we have trained
each independently.

2.4 Training of Second-Stage Networks

As with the first stage, the visual stimulus was provided
before training for a time ttrain,2 = 4s sufficient for all

temporal filters, the input adaptation algorithm, and
the first-stage networks to stabilize, after which training
began.

Unless otherwise specified below, the learning rate
used for the second-stage network was γ2 = 0.5. Since
the second-stage network model is intended to learn

continually in order to reflect changing objects in the
visual scene, no condition for stopping its training was
required. However, during training we ensured network
stability by limiting the maximum magnitude of any

eigenvalue of the connection matrix T to V2,max = 0.95.
If, after any update of the connection matrix, the max-
imum eigenvalue magnitude V exceeded V2,max, the

matrix T was multiplied by a scalar factor V2,max/V ,
which had the effect of reducing the maximum eigen-
value to exactly V2,max.

3 Results

All experiments were performed in Matlab (The Math-
Works, Natick, MA). For all but the last of the exper-

iments shown below, the fundamental visual stimulus
element was a 50×12 pixel bar on a black background.
To characterize the first-stage networks, a single bar

was presented in a sequence of 100 × 100 images as it
varied in direction of motion, orientation, or color.

For all second-stage visual binding experiments but

the last shown below, one, two, or three bars were pre-
sented in sequences of 500 × 500 images as different
parameters of the stimulus were varied as described be-

low.

3.1 Motion Refinement

The motion refinement network was trained as described
in Section 2.3, and the resulting 4 × 4 connection ma-
trix M was nearly uniform with all off-diagonal values

approximately equal to 0.3.

To demonstrate the effect of the trained motion re-
finement network, an image sequence containing a bar

moving orthogonal to its orientation was first presented
to the network. A vector of 4 inputs iM was computed
from this input image sequence and processed through
the first-stage motion network to produce refined out-

puts jM . Outputs were allowed time to stabilize, after
which their value was recorded. The orientation of this
bar was varied over all possible angles, and the results

are shown in Fig. 4. Due to the operation of the HR
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Fig. 4: First-stage motion refinement. On this polar plot, in-
puts iM (t) are visible as thin-outlined nearly circular lobes in
each of the four cardinal directions plotted against the direc-
tion of visual stimulus motion. Outputs jM (t) are outlined in
bold, and are clearly narrowed in angular extent with respect
to the inputs, although this effect is not pronounced

motion detector, inputs on this polar plot appear as

near-circular lobes oriented in each of the four cardi-
nal directions. Outputs are outlined in bold, and are
clearly narrower in angular extent than the inputs, but
this narrowing is not exaggerated due to the excellent

angular separation of the inputs.

Because the motion inputs were already well sepa-

rated in angle, does that mean that the first-stage mo-
tion network has little or no effect? To show that this is
not the case, we presented image sequences in which the

bar always moved to the right (0◦), but varied in orien-
tation from −85◦ (leaning to the far left) to 85◦ (lean-
ing to the far right), with an orientation of 0◦ meaning
that it moved orthogonal to its longest dimension. This

stimulus demonstrates the well-known aperture problem
(Nakayama and Silverman 1988), due to which an an-
gled bar moving strictly to the right generates signals

from small-field motion detectors in vertical directions
as well.

Fig. 5 shows the output of the the motion refinement
network in response to these stimuli. Note that across
the entire angular extent, in cases where more than two
motion inputs were simultaneously active, the weakest

output is almost completely suppressed. The undesired
upward and downward responses are reduced in both
magnitude and angular extent in the outputs relative

to the inputs, resulting in a reduction of the ambiguity
in the direction of bar motion.
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(b) Network outputs

Fig. 5: First-stage motion processing in the presence of the
aperture problem. (a) Motion inputs to the first-stage net-
work as the orientation of a bar that always moved to the
right (0◦) was varied from −85◦ to 85◦ (plotted on the hori-
zontal axis). The large central lobe peaking at 0◦ corresponds
to the desired response (rightward motion), whereas the two
smaller lobes that peak at −45◦ and 45◦ respectively cor-
respond to motion in the upward and downward directions,
and result from local motion detector responses to the verti-
cal components of motion from all four edges of the bar. (b)
Corresponding motion outputs from the first-stage network,
showing significant reduction of the undesired upward and
downward responses

3.2 Orientation Refinement

The first-stage orientation network, which processed a
vector of three inputs iO computed from the input im-
age sequence to produce refined outputs jO, was trained
as described in Section 2.3, and the resulting 3 × 3

connection matrix O was nearly uniform with all off-
diagonal values approximately equal to 0.45.

93



Insect-Inspired Visual Binding I: Objects and Their Characteristics 11

  0.2

  0.4

  0.6

  0.8

  1

30

210

60

240

90

270

120

300

150

330

180 0

(a) Network inputs
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(b) Network outputs

Fig. 6: First-stage orientation refinement. (a) Inputs to the
orientation network plotted against bar angle in degrees show-
ing three elliptical responses oriented at 0◦, 60◦, and 120◦,
directly resulting from the DoG filter of Equation 16 with pa-
rameters given in Section 2.1.2 operating on a rectangular bar
stimulus. (b) Outputs from the orientation refinement net-
work, with the narrower “peanut shapes” indicating a clear
reduction of angular overlap between outputs as compared
to inputs. Note that we have adopted the angular conven-
tion that a bar with 0◦ orientation had its long axis perfectly
vertical

The orientation network was tested by presenting a
centered stationary bar and recording inputs and out-
puts as the orientation of the bar was varied. Fig. 6

shows the results of this experiment.

The elliptical shape of each of the three input ori-
entation responses in Fig. 6a is due to the mix of the

small-field responses from the long edges at the sides of
the rectangular bar with the shorter orthogonal edges at
the top and bottom. Note that, since each filter is tuned
for stimulus orientation rather than direction, each is

equally sensitive to the angle θs used in Equation 16
and to θs + 180◦. Fig. 6b shows the output responses,
which exhibit a distinct angular narrowing in orienta-

tion relative to the inputs due to the lateral inhibition
of this network.

3.3 Color Refinement

The first-stage color network, which processed an RGB
vector of inputs iC computed from the input image se-

quence to produce refined outputs jC , was trained as
described in Section 2.3, and the resulting 3×3 connec-
tion matrix C was nearly uniform with all off-diagonal

values approximately equal to 0.45.

The color network was tested by presenting a sta-
tionary bar which varied only in color. To demonstrate

the improvement in color separation provided by this
network, we varied input color using a standard HSL
(hue, saturation, lightness) model of color, an alterna-
tive to RGB that is effectively a cartesian-to-cylindrical

coordinate transformation. Each HSL triplet has a unique
corresponding RGB triplet, and vice versa.

We fixed the saturation of all input image colors

at 0.2 (20%), intentionally making them very weak in
comparison to one another, as we varied the hue and
lightness of the color over their entire range as shown in

Fig. 7a. Each point in this panel corresponds to an HSL
triplet which was converted to RGB and then used as
the color of a bar stimulus to the first-stage color net-
work. Fig. 7b shows the corresponding output colors at

the position of the hue and lightness of the input. Note
the marked increase in the distinction between colors:
this is effectively an increase in color saturation. Fig. 7c

shows a cross-section through the center of Fig. 7b at a
lightness of 0.5. As hue is varied on the horizontal axis,
the corresponding red, green, and blue input color com-

ponents trade off with one another as dictated by the
HSL color model. The output colors are clearly much
better distinguished from one another than the inputs
due to color network lateral inhibition. Note that this

effect could not be achieved by simply rescaling the in-
puts.

3.4 Visual Binding

The second and final stage of the model shown in Fig.

2 took as input the vector j(t), the combined output
of the three first-stage networks, which contained ten
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Fig. 7: First-stage color refinement. In all panels, the hue of
the input is varied on the horizontal axis. Saturation of all
colors was fixed at 0.2. The vertical axis of panels (a) and
(b) corresponds to lightness. (a) Input colors. Each point in
this image represents a color that was input to the network.
(b) Output colors. Each point in this image corresponds to
the output that was obtained by passing an input of that
color through the color refinement network. (c) Output colors
plotted as RGB values. Hue is varied on the horizontal axis
with saturation fixed at 0.2 and lightness at 0.5, and the
corresponding red, green, and blue input color components
are shown (bold lines at center). The corresponding outputs
(larger lobes in the background) show the clear increase in
the difference between color responses at the output of the
network

scalar values representing refined measures of motion,
orientation, and color in the input visual image se-
quence. After learning of the connection matrix T was

complete, the second stage produced an output vector
o(t) in which a small number of outputs representing
the unique common temporal fluctuations found in the
visual input became dominant, while all other outputs

were inhibited.

Due to the fact that the second stage can process
any sequence of visual images, it is simply impossible

to present an exhaustive set of visual stimuli. Instead,
we present below results based on sets of artificial stim-
uli composed of 50 × 12-pixel bars demonstrating the
capabilities of the model with controlled variations and

increasing complexity, and finish with a single demon-
stration of network operation using a real-world image
sequence collected with a camera.

3.4.1 Response to the Reference Stimulus

Our reference stimulus, which we will use as a basis

for comparison as we vary stimulus parameters, was
composed of two bars moving on a black background.
Bars moved in a direction orthogonal to their long axis,

which means — due to the convention we have adopted
for bar orientation — that their orientation angle and
direction of motion were the same. A “red” bar (RGB =
[0.75 0.1 0.1]) started near the upper left corner of the

image and moved down and right at an angle of −30◦.
Simultaneously, a “green” bar (RGB = [0.1 0.75 0.1])
started near the upper right corner and moved down

and left at an angle of 210◦. Bars moved at a speed of
50 pixels per second. Both bars moved through the same
pattern of multiplicative horizontal sinusoidal shadow-
ing, which was used to provide predictable temporal

fluctuations. This shadowing had a spatial period of 50
pixels per cycle, a mean value of 0.5, and an amplitude
of 0.25. The relative phase of the temporal fluctuations

generated by these two bars as they moved through the
shadow was not chosen to be any particular value, but
bar fluctuations were never perfectly in phase, nor pre-

cisely quadrature- or counter-phase. So that we could
use a small image resolution and still experiment with
training the network over long periods of time, bars
wrapped around toroidally to reenter on the opposite

side as they left the image, thus creating an arbitrarily
long image sequence. The results of training the second-
stage network with this two-bar stimulus are detailed

in Fig. 8.

Fig. 8a shows the time evolution of network outputs
for the first ten seconds of training. Since the two bars

presented were red and green, it is not surprising that
the red and green outputs came to dominate all oth-
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(a) Network outputs during learning
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(b) Inhibitory weights from neuron 8 (red) (c) Inhibitory weights from neuron 9 (green)

Left Right Down Up Red Green Blue
Each column: weights FROM this neuron

Left

Right

Down

Up

Red

Green

Blue

Ea
ch

 ro
w

: w
ei

gh
ts

 T
O

 th
is

 n
eu

ro
n

Left Right Down Up Red Green Blue

Left

Right

Down

Up

Red

Green

Blue

0

60

120

o

o

o

0 60 120o o o

0

60

120

o

o

o

0 60 120o o o

(d) Raw weight matrix (e) Thresholded weight matrix

Fig. 8: Measures of the second-stage network, as it trained with a visual stimulus comprised of two bars moving through
sinusoidal shadow. The legend at top left identifies traces throughout this and subsequent figures. (a) All ten network outputs
over time. Training began at time zero. As training progressed, the red and green outputs remained largely unchanged, while
all other outputs were inhibited. (b) Evolution of inhibitory weights from column 8 of the weight matrix T as the network
trained, representing inhibition from the “red” neuron to all other neurons. During training, these weights grew and stabilized,
learning to inhibit other neurons that had similar temporal fluctuations. (c) Evolution of inhibitory weights from column 9 of
the weight matrix T as the network trained, representing inhibition from the “green” neuron to all other neurons. (d) Final
state of the weight matrix T after 15 seconds of training. Brighter colors represent larger values, and darker colors smaller
values (maximum value shown is 0.85). It is clear that the strongest weights are in columns 8 and 9. (e) The final weight
matrix T , after normalization to its maximum value and removal of weights less than 1/3 of the maximum. Here the patterns
of inhibition are quite clear
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Fig. 9: Outputs of the second-stage network, as it trained with the same visual stimulus used in Fig. 8, but with the first-stage
network only trained to a maximum eigenvalue of 0.1. Compared with Fig. 8a, while the network may be gradually learning
the correct solution, its progress is much slowed by weak inhibition in the first stage

ers, and by the end of the period shown had come to
inhibit all other outputs. The number of outputs which
are not inhibited corresponds to the number of objects
present in the image, whereas the sinusoidal patterns re-

vealed by the output neurons are the patterns of shadow
through which the two bars moved.

Fig. 8b and 8c show the time evolution of inhibitory
weights from columns 8 (red) and 9 (green) of the weight
matrix T , representing inhibition from neurons 8 and 9

to all other neurons. Note that connection weights have
not precisely stabilized; rather, the temporal mean of
each weight over the period of input fluctuation has
come to a stable value. The other neurons to which

each neuron developed inhibition are those with which
that neuron had common temporal fluctuations. Thus
the pattern of inhibitory weights in each column repre-

sents the visual features of each object. This is clarified
in Fig. 8d and 8e, which respectively show the final raw
and thresholded weight matrix T . The fact that this

weight matrix is asymmetric, showing clear patterns of
column rather than row inhibition, is due to the asym-
metric activation functions described in Section 2.2.2.
Since small weights have little effect on the network

output, further figures only show thresholded weight
matrices.

The number of objects and their characteristics can
be clearly discerned from Fig. 8e. Based on this matrix,
two objects were present. The first was red, got a mod-
erate, roughly equal response from both 0◦ and 120◦ ori-

entation filters, and movement to the right was strongly
indicated with a less prominent downward component.
Referring to Fig. 6, this orientation response indicates

a bar orientation either between 0◦ and −60◦ or equiva-
lently between 120◦ and 180◦, either of which is correct.
From the weight matrix, the second object was green,

at an orientation between 0◦ and 60◦ (or equivalently
between 180◦ and 240◦), and moving to the left with

a less prominent downward component. Owing to the

direction of motion of both bars being less than 45◦

from horizontal, the downward component of motion
from each bar was weaker in the inputs than the left-

ward and rightward motion components, and is thus
properly represented by the weight matrix.

Although we show results with the learning rate γ2
set to a small value of 0.5 to allow detailed scrutiny of
the development of network weights, a weight matrix
correctly representing the objects in the input imagery

can be stably learned with values of γ2 more than 10
times larger (data not shown). The disadvantage that
accompanies the higher speed of this learning is an in-

crease in the amplitude of the oscillation of weights
shown in Fig. 8b, which nonetheless stabilize in tem-
poral average to the same value shown.

One might reasonably question if the first-stage net-
works are contributing anything to the operation of the
model, and so to test this question, we trained the first-

stage networks only to a maximum eigenvalue of 0.1, as
compared to our usual standard of 0.9 (refer to Section
2.3). This resulted in very weak inhibition in the first-

stage connection matrices, and thus first-stage outputs
j(t) were very nearly equal to inputs i′(t). Fig. 9 shows
the time course of second-stage network outputs in re-

sponse to exactly the same stimulus used to generate
the data shown in Fig. 8. Comparing Figs. 8a and 9,
second-stage network learning is clearly retarded by a
lack of sensory refinement in the first stage, and thus

the first-stage networks do indeed provide an essential
computation to the model.

3.4.2 Varying the Number of Objects

To demonstrate that the second-stage connection ma-
trix and the number of uninhibited outputs represent

the number of unique objects in the visual input, we
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(a) Network outputs for one-bar stimulus (b) One-bar weight matrix
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(c) Network outputs for two-bar stimulus (d) Two-bar weight matrix

0 1 2 3 4 5 6 7 8 9 10
Time since start of stage 2 training (s)

-2

-1

0

1

2

S
ta

ge
 2

 o
ut

pu
ts

Left Right Down Up Red Green Blue

Left

Right

Down

Up

Red

Green

Blue

0o

60o

120o

0o 60o 120o

(e) Network outputs for three-bar stimulus (f) Three-bar weight matrix

Fig. 10: Second-stage outputs and weight matrices as the number of bars in the visual stimulus was varied (top to bottom),
with all other stimulus parameters held constant. The left column (panels a, c, and e) shows all ten network outputs as they
developed over time. Refer to the upper left corner of Fig. 8 for a legend to identify each trace. The right column (panels b,
d, and f) shows the thresholded weight matrices at the end of training. In all three cases, both network outputs and weight
matrices learn to correctly represent the visual stimulus

varied the number of bars in the stimulus of Fig. 8.
Fig. 10 shows a comparison of network outputs and fi-
nal weight matrices with one, two, and three-bar visual
stimuli.

Fig. 10a and 10b show the results of removing the
green bar from the reference stimulus, leaving only the
red moving bar. The red output clearly dominates, and

weights in the “red” column of the weight matrix cor-
rectly indicate an orientation between 0◦ and −60◦,
rightward motion, and a smaller component of down-
ward motion. For comparison, Fig. 10c and 10d are the

corresponding data from the reference stimulus, as were
shown in more detail in Fig. 8, and provide qualitatively

the same data about the red moving bar. Fig. 10e and
10f and show the results of adding a blue bar (RGB =
[0.75 0.1 0.1], moving directly to the left) to the refer-
ence stimulus for a total of three moving bars. Learning

of this stimulus was slightly more difficult, but with no
changes to parameters, in the end three distinct outputs
came to dominate all others: those outputs correspond-

ing to red, blue, and green color. The weight matrix in
the red and green columns is qualitatively very simi-
lar to that for the two-bar reference stimulus, with the

only significant difference being a missing representa-
tion of orientation 0◦ for the red bar; this visual feature
was common to all three bars presented, and because
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the corresponding output was already inhibited by the
green and blue neurons, no inhibition was learned from
the red neuron. The weight matrix column correspond-
ing to blue correctly shows a 0◦ orientation (equivalent

to 180◦) and motion to the left with no other compo-
nent. Thus the number of bars in the visual stimulus is
evident, along with the unique characteristics of each.

3.4.3 Varying the Mechanism of Fluctuations

All visual stimuli shown up to this point have used
a multiplicative sinusoidal shadow pattern to generate

common temporal fluctuations used to bind the char-
acteristics of each bar together. This has made it easy
to discern when the outputs have come to represent the

hidden fluctuations, but one might reasonably ask if si-
nusoidal shadowing is required for network operation.
To address this question, we have varied the method
by which temporal fluctuations are generated, and the

results of these experiments are shown in Fig. 11. For
comparison purposes, Fig. 11a and 11b again show the
network outputs and final weight matrix for the refer-

ence stimulus.

Fig. 11c and 11d show network outputs and the
weight matrix for the same pair of red and green mov-
ing bars as in the reference stimulus, but without any

pattern of shadows at all. Rather, each bar oscillated in
distance from the observer at a rate of 1 cycle per sec-
ond, contracting from the reference width of 12 pixels as
it got farther away to a minimum width of 9 pixels at its

greatest distance, with a proportional change in length.
This regular change in bar size caused a corresponding
fluctuation in all visual submodalities, and the features

of the moving bars are learned even more quickly by the
network than while using sinusoidal shadowing. Despite
some minor differences, Fig. 11d shows qualitatively the

same pattern of weights as weight matrix of Fig. 11b
learned from the reference stimulus. Relative to the ref-
erence stimulus, weights for this stimulus to the 60◦

and 120◦ orientations are somewhat stronger, and this

is evident in Fig. 11c in the stronger inhibition of those
outputs.

Fig. 11e and 11f show network outputs and the weight
matrix for the same pair of red and green moving bars

as in the reference stimulus, but in this instance the bars
were overlaid with a randomly-generated multiplicative
shadow pattern. Prior to the beginning of the simula-

tion, a 500 × 500 matrix of uniformly distributed ran-
dom numbers was generated and then convolved twice
with a circular 2D Gaussian spatial low-pass filter with
standard deviation σn = 6 pixels. The resulting dap-

pled unoriented shadow pattern was then scaled and

offset so that, like the sinusoidal shadow patterns, it

had a minimum value of 0.25 and a maximum of 0.75.

The subtle, low-amplitude random temporal fluctu-
ations caused by the random shadowing made the bind-

ing problem more difficult to solve, and it was necessary
to increase the learning rate to γ2 to 4 from its stan-
dard value of 0.5. However, after training for the same
15-second duration used for the other stimuli, the red

and green outputs had virtually suppressed all others
as shown in Fig. 11e, and the network had reached a fi-
nal connection matrix state, shown in Fig. 11f, which is

qualitatively identical to the weights learned from the
reference stimulus shown in Fig. 11b.

Taken as a whole, the results of Fig. 11 show that
neither sinusoidal fluctuations nor even shadowing are

required for meaningful second-stage visual binding net-
work operation. Rather, the network learns based on
temporal fluctuations of any kind that may be avail-

able.

3.4.4 Visual Binding with Real-World Video

Given the infinite number of possible visual stimuli and
the limited space of any publication, we conclude our
experimental evaluation of the model by using a se-

quence of images captured from a video camera. Here
we take the opportunity not only to show that the sys-
tem works with a natural visual stimulus, but also to
demonstrate yet another manner by which temporal

fluctuations may be generated for use in learning by the
visual binding model: appearance and disappearance of
an object.

Fig. 12 shows the results of the network when trained
with a video of a red car passing at moderate speed
horizontally from right to left through a brightly sunlit

parking lot. The video was taken with 500×500 frames
at 120 frames per second (FPS) to most closely match
our artificially-generated stimuli, all of which were at
same image size but generated at 100 FPS. To better

accommodate the higher temporal frequencies in this
video, the input high-pass filter time constant τHI was
increased from 1.0s to 1.5s. Similarly, the output high-

pass filter time constant τHO was increased from 0.5s
to 0.75s (thus maintaining the same ratio of the two
time constants as used for previous experiments). The
learning rate γ2 was increased to 10 in order to learn

more quickly.

Although the red car goes behind occluding palm
trees as well as their shadows during the video, its ap-

pearance and disappearance in the visual scene are by
far the strongest cues. Unlike our artificial stimuli, this
video was not looped, but of fixed duration. The video

began with 5s of the parking lot with no movement
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(a) Network outputs with sinusoidal shadow (b) Sine shadow weight matrix
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(c) Network outputs with distance variation (d) Distance variation weight matrix

0 5 10 15
Time since start of stage 2 training (s)

-1.5

-1

-0.5

0

0.5

1

1.5

S
ta

ge
 2

 o
ut

pu
ts

Left Right Down Up Red Green Blue

Left

Right

Down

Up

Red

Green

Blue

0o

60o

120o

0o 60o 120o

(e) Network outputs with random shadow (f) Random shadow weight matrix

Fig. 11: Second-stage outputs and weight matrices for a two-bar visual stimulus as the manner of generating temporal fluctu-
ations was varied, with all other stimulus parameters held constant. The left column of panels shows all ten network outputs
as they developed over time. Refer to the upper left corner of Fig. 8 for a legend to identify each trace. The right column of
panels shows the thresholded weight matrices at 15 seconds, the time at which training was concluded for each experiment.
The top row (panels a and b) is data from the reference stimulus, which used sinusoidal shadowing. In the second row (panels
c and d), no shadowing was used, but rather the distance of the bars from the observer (and thus their size) was varied over
time. In the bottom row (panels e and f), a pattern of multiplicative random shadow was used. In this case, network outputs
are shown for 15 seconds due to the increased complexity of the stimulus. However, in all three cases, the final weight matrix
develops a very similar representation of the visual stimulus

other than that of the background (which included palm
tree movement due to wind, minor camera movements,

and minor overall brightness adjustments by the cam-
era), during which time the visual binding network was
allowed to adapt to the visual input. During the follow-

ing 3.4s of video, the red car passed completely across
the scene, entering and leaving the scene in approxi-
mately 3s; this was the only opportunity for the net-
work to gather information about the object.

Fig. 12a shows an example frame from this video.
Note that the car is not only behind a palm tree, but

also in its shadow. Fig. 12b shows how network weights
from the “left” column developed over time, primar-
ily changing during appearance and disappearance of

the car. Fig. 12c shows all network outputs, with the
“left” neuron generating the largest positive output as
the car entered the scene and the largest negative out-
put as the car left. The car was the only consistently

moving object in the scene, and so its motion created
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(d) Raw weight matrix (e) Thresholded weight matrix

Fig. 12: Measures of the second-stage network as it trained with a 120 FPS video of a red car moving right to left through
the scene. (a) A sample 500 × 500 video frame at 1.8s after the beginning of second-stage training. (b) Time evolution of
inhibitory weights from column 1 of the weight matrix T as the network trained, representing inhibition from the “left” neuron
to all other neurons. Translucent gray boxes in this panel and the next indicate when the car was entering the frame from
approximately 0.1-0.6s after the start of training, and when the car was leaving the frame at approximtely 2.8-3.2s. Note that
most of the changes in connection weights occurred as the car entered and left the scene. (c) Network outputs over the 3.4s
duration of training with this stimulus. A positive leftward motion output clearly dominates early in training, and becomes
the largest negative output as the car leaves. (d) Final state of the weight matrix T after 3.4 seconds of training. Brighter
colors represent larger values, and darker colors smaller values. The maximum value in this matrix is 0.53. (e) The weight
matrix T after normalization to its maximum value and removal of weights less than 10% of the maximum. Only one column
has nonzero weights, representing a single object
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a strong output. In contrast, there were a huge variety
of orientations and colors already present in the back-
ground, and the car covered very few pixels relative to
the image size, and thus generated weak orientation and

color responses. Fig. 12d and 12e respectively show the
raw and normalized connection weight matrices, reveal-
ing that the network has associated the leftward mo-

tion output strongly with both upward and downward
motion, weakly with orientations of 60◦ and 120◦, and
weakly with the color red. The strong weights to upward

and downward motion were generated primarily during
exit of the car from the scene. Both upward and down-
ward motion signals were relatively weak as the car
passed through the frame, and resulted from the aper-

ture problem. However, both signals decreased simul-
taneously with the strong leftward motion component,
leading to their association. The nearly-vertical orien-

tation learned by the network corresponds to strong
vertical components in the windows and edges of the
car.

4 Discussion

We have presented a novel neural network model based

on an initial hypothesis of the computations that may
be performed in insect optic glomeruli (Strausfeld and
Okamura 2007), a newly-discovered visual processing
area just beyond the optic lobes in insects. This model

merges and extends prior work by Hopfield (1991) on
modeling of olfactory glomeruli (which anatomically re-
semble optic glomeruli) and by Herault and Jutten (1986)

on blind source separation. The basic function of this
model is to create a non-spatial representation of ob-
jects based a wide-field mixture of their time-varying
visual features. This representation implicitly allows a

determination of how many objects are present in a vi-
sual image sequence, and identifies — in the form of an
inhibitory connection matrix — the unique visual fea-

tures of each object based on common temporal fluctu-
ations.

The present model is organized into two stages con-

taining four individual recurrent networks, three of which
use lateral inhibition to refine inputs from a single vi-
sual submodality (motion, orientation, and color) and
together comprise the first stage of visual processing,

and the last of which combines refined inputs across all
visual submodalities to perform visual binding.

We have demonstrated that the first-stage networks

refine the representation of each submodality individ-
ually, that this refinement has some subtle side-effects
(in particular, we showed that refinement of visual mo-

tion provides a partial solution to the aperture prob-
lem), and that first-stage processing greatly enhances

second-stage learning. The reduction of redundant in-

formation provided by each network — often intepreted
as information maximization — has been proposed as a
possible goal of all neural computation (Barlow 2001).

We have shown that the second-stage network is ca-
pable of learning the number of objects in an image
sequence and identifying their individual characteris-

tics using controlled artificially-generated visual stimuli
composed of moving bars, verified that network func-
tion is maintained as the number of bars is varied, and

that network function is not dependent on any partic-
ular method of generating temporal fluctuations. Fi-
nally, we have demonstrated successful performance of
the visual binding network on a sequence of real-world

images.

The functional limits of this model in representing

concurrently presented objects is related to existing lit-
erature on the limits of blind-source separation models,
and we explore these limits in detail in a companion
paper (Northcutt and Higgins 2016), where we also ad-

dress the consequences of our alterations to the tem-
poral evolution equation and learning rule relative to
previous work on blind source separation.

Perhaps the most interesting aspect of the current
model is that the three first-stage networks, which have
been characterized as performing sensory refinement,

have identical temporal evolution and learning rules to
the second-stage network that performs the apparently
dissimilar task of visual binding. The common function

of all four networks is to “orthogonalize” inputs that
have significant overlap, thus reducing the ambiguity
of the inputs. This computation also makes network
outputs more robust to the detailed selectivity of the

inputs: for example, the output of the orientation re-
finement network would be little changed if the input
orientation filters grew moderately more or less selec-

tive.

The present model is comprised of only four net-
works, each of which is hypothesized to represent a

single optic glomerulus. This number was arrived at
by using three visual submodalities, and providing to
each first-stage network a vector of inputs created by

a full-field spatial sum of all local detectors for that
submodality. While it is fascinating that the network
can learn a high-level representation of objects in the
image even after having completely thrown away all

spatial information, given that optic glomeruli num-
ber more than two dozen in blowflies (Okamura and
Strausfeld 2007) it is more likely that inputs to each

glomerulus are not full-field spatial sums, but rather
are integrated over a number of large, distinct spatial
receptive fields so that not all retinotopic information is

discarded. Such a model could easily incorporate dozens
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of glomeruli, some of which would refine wide-field in-
puts from different submodalities, and others of which
would combine these refined inputs across submodali-
ties to provide object-level information about each local

region of the visual field to higher-level visual process-
ing areas, maintaining a coarse retinotopy.

Our visual binding network makes use of subtractive
inhibition, which makes it analytically tractable and
ties it to the well-known literature on blind source sep-

aration. However, it should be noted that more biophys-
ically realistic divisive inhibition methods have been
proposed in color, orientation and motion models which
have been shown to provide self-normalization of sig-

nals, improve coding efficiency, and compensate for non-
linearity of input signals (Schwartz and Simoncelli 2001;
Simoncelli and Olshausen 2001). Divisive normalization

has been proposed as a canonical neural computation
(Carandini and Heeger 2012) and such neural circuitry
could be key to adaptation and normalization. Divi-
sive inhibition is an alternative model of inhibition that

should be explored in our recurrent inhibitory networks.

Despite distinct differences in network structure and

learning rules, the present model is related to many
neural network models of visual binding and attention
(Eckhorn et al 1990; Engel et al 1992; Schillen and

König 1994; Itti et al 1998), and even models of con-
sciousness (Crick and Koch 1990; Engel and Singer 2001)
in that these models all make use of temporal cor-
relations of elementary features to solve the binding

problem. Many neural network models have been pro-
posed (Hummel and Biederman 1992; von der Malsburg
1994), which make use of temporal synchrony of neu-

ronal firings to represent the binding of visual features.
While this mechanism is unlikely to be used in the in-
sect optic lobes where spiking neurons are relatively
rare, support for the idea of neuronal spike synchrony

as a representation for visual binding in mammalian
brains has gathered increasing biological evidence in re-
cent years (Martin and von der Heydt 2015).

The notion that there may exist a canonical neu-
ronal circuit which is repeated across many sensory

modalities is an attractive one, and seems quite plau-
sible in the context of the present model. Given the
strong anatomical resemblance between olfactory and
optic glomeruli, and the close relationship of our model

of optic glomeruli to models of olfaction (Hopfield 1991)
— and more generally to blind source separation (Her-
ault and Jutten 1986) — the recurrent inhibitory neural

network, which exhibits lateral inhibition in its simplest
form, could well be one such canonical neuronal circuit.
It has been demonstrated in a large number of sensory
modalities that this type of network is useful in sen-

sory refinement, and the present work extends prior

work on olfactory visual binding to include vision as

well. Whether such a neuronal circuit is used in similar
ways in other sensory modalities remains to be seen,
but the present results definitively indicate that neu-

ronal organizations based around the “simple” recur-
rent inhibitory network, in the presence of appropriate
learning rules, can give rise to surprisingly high-level
implicit representations of sensory information.
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Abstract We have developed a neural network model
capable of performing visual binding inspired by neu-
ronal circuitry in the optic glomeruli of flies: a brain

area that lies just downstream of the optic lobes where
early visual processing is performed. This visual bind-
ing model is able to detect objects in dynamic image se-
quences and bind together their respective characteris-

tic visual features — such as color, motion, and orienta-
tion — by taking advantage of their common temporal
fluctuations. Visual binding is represented in the form

of an inhibitory weight matrix which learns over time
which features originate from a given visual object. In
the present work, we show that information represented

implicitly in this weight matrix can be used to explicitly
count the number of objects present in the visual im-
age, to enumerate their specific visual characteristics,
and even to create an enhanced image in which one

particular object is emphasized over others, thus im-
plementing a simple form of visual attention. Further,
we present a detailed analysis which reveals the func-

tion and theoretical limitations of the visual binding
network, and in this context describe a novel network
learning rule which is optimized for visual binding.
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1 Introduction

Visual binding is the process of grouping together the
visual characteristics of one object while differentiating
them from the characteristics of other objects (von der
Malsburg 1999), without regard to the spatial position

of the objects. Based on recently identified structures
termed optic glomeruli in the brains of flies and bees
(Strausfeld et al 2007; Strausfeld and Okamura 2007;

Okamura and Strausfeld 2007; Paulk et al 2009; Mu
et al 2012), we have developed a neural network model
of visual binding (Northcutt et al 2016), which encodes

the visual binding in a pattern of inhibitory weights.
This model’s genesis was in the anatomical similarity
of insect olfactory and optic glomeruli, and was in-
spired by the work of Hopfield (1991), who modeled

olfactory binding based on temporal fluctuations in the
mammalian olfactory bulb, and by the seminal work of
Herault and Jutten (1986) on blind source separation

(BSS).

A pattern of inhibitory weights is learned by the

binding network from visual experience based upon com-
mon temporal fluctuations of spatially global visual char-
acteristics, with the underlying suppositions being that
the visual characteristics of any given object fluctuate

together, and differently from other objects. An exam-
ple would be when an automobile passes behind an oc-
cluding tree: its color, motion, form, and orientation

disappear and then reappear together, thus undergoing
a common temporal fluctuation.
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A detailed description and demonstration of the func-
tion of this model is given in a companion paper (North-
cutt et al 2016). In the present work, we describe the es-
sentials of the model, present one representative demon-

stration of its function in visual binding, and then show
how to explicitly interpret the binding output, which
the network encodes only implicitly in the pattern of

inhibitory weights. We show how to count the num-
ber of objects present in the input image sequence and
enumerate their characteristics and relative strength.

Further, we show how to use this information to create
an enhanced image, emphasizing one particular object
while de-emphasizing all others, thereby implementing
a form of visual attention. Finally, we present a theo-

retical analysis of the functional limitations and capa-
bilities of this neural network model to provide a better
understanding of the network and its potential.

2 The Visual Binding Model

Model simulations were performed in Matlab (The Math-
Works, Natick, MA) using a simulation time step of
∆t = 1/100 seconds and image sizes of 500 × 500 pix-
els.

Fig. 1 shows a diagram of the full two-stage neural
network used. This network begins with a first stage
comprised of of three separate, fully-connected recur-

rent inhibitory neural networks used for refining the
representation of motion, orientation, and color. The
outputs of the first stage are fed into a second stage, a

fully-connected ten-unit inhibitory neural network which
performs visual binding. Despite their apparently dis-
parate purposes, all four neural networks comprising
the overall model operate using exactly the same tem-

poral evolution and learning rules, which are given be-
low.

Each of the four recurrent neural networks used in

the model (three in the first stage processing individual
visual submodalities, and one in the second stage per-
forming visual binding) learned, by using common tem-

poral fluctuations, an inhibitory weight matrix that in-
dicated the degree of inhibition between neurons within
each network. We describe the essentials of the opera-
tion and training of these networks below; see Northcutt

et al (2016) for full details.

2.1 Computation of Inputs to the Network

Despite the fact that fly color vision is based on green,
blue, and ultraviolet photoreceptors (Snyder 1979), for

ease of human visualization and computer representa-
tion — and without loss of generality — our color im-

Motion

Orientation

Color

First stage Second stage

o1

o2

o3

o4

o5

o6

o7

o8

o9

o10

i1(left)

i2(right)

i3(up)

i4(down)

i5(0°)

i6(60°)

i7(120°)

i8(red)

i9(green)

i10(blue)

Fig. 1: The two-stage network for visual submodality refine-
ment and visual binding. Large circles represent units in the
neural network. Unshaded half-circles at connections indicate
excitation, and filled half-circles indicate inhibition. During
the first phase of training, neurons in the three first-stage
networks learn to mutually inhibit one another, thus refining
the representation of motion, orientation, and color and re-
sulting in more selective tunings in each submodality. In the
second phase of training with a stimulus comprised of mov-
ing bars, the second-stage visual binding network learns the
relative strengths of visual object features based on common
temporal fluctuations and develops an inhibitory weight ma-
trix to produce outputs that reflect the temporal fluctuations
unique to each object
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ages had red, green, and blue (RGB) color planes. Since
this network is based on a model of the insect brain, an
elaborated version of the Hassenstein-Reichardt motion
detection algorithm (Hassenstein and Reichardt 1956;

van Santen and Sperling 1985) — the standard model
of insect elementary motion computation — was used
to compute motion inputs, and difference-of-Gaussian

(DoG) filters — the best existing model of early insect
orientation processing (Rivera-Alvidrez et al 2011) —
were convolved with the image to compute orientation.

Inputs to the neural network were computed as di-
agrammed in Fig. 2. For achromatic motion and orien-
tation processing, each RGB image was first converted
to grayscale by taking the average of the 3 color com-

ponents.
The Hassenstein-Reichart motion algorithm was it-

erated across rows and columns of the grayscale image,

resulting in vertical and horizontal “motion images”
containing signed local motion outputs. These were fur-
ther subdivided into non-negative leftward, rightward,
downward, and upward motion “feature images” by se-

lecting components of each motion image with a par-
ticular sign. DoG filters selective for three orientations
(0◦, 60◦, and 120◦) were convolved with the grayscale

images to create three orientation feature images. Fi-
nally, the red, green, and blue color planes were used
as color feature images.

Each of these ten two-dimensional (2D) feature im-
ages was spatially summed over both dimensions to pro-
duce ten scalar measures of full-image feature content.
Each group of scalar signals corresponding to a given

visual submodality (motion, orientation, or color) was
then normalized to a maximum value of unity, allow-
ing features from different submodalities to be com-

parable while preserving ratios of features within each
group. This normalization divided each group of sig-
nals by scalar factors nm(t), no(t), and nc(t) computed
as the maximum value of any signal in the group dur-

ing the last two seconds, thereby automatically scaling
inputs from different submodalities to become compa-
rable with one another and simultaneously adapting the

signals to changing visual conditions. The ten normal-
ized scalar values were provided at each simulation time
step as inputs i1(t) through i10(t) to the neural network

of Fig. 1.

2.2 Network Temporal Evolution

All inputs to each of the four recurrent networks in the
model were high-pass filtered before being processed.
This ensured that static features of the visual scene
such as an unchanging background never became input

to the network.

G

HR
H

I

RGB
image

Input
Images

Feature
Processing

2D Feature
Images

Wide-field
scalar

outputs

i1

i2

i3

i4

i5

i6

i7

i8

i9

i10

I

V

downI

upI

leftI

rightI

I0°

60°I

120°I

P

redI

grnI

bluI

H>0

V<0

V>0

H<0

DOG
0°

DOG
60°

DOG
120°

Fig. 2: Diagram of wide-field visual input computation from
input images. Each input RGB image was converted to
grayscale (G) for orientation and motion processing. Image
motion was computed by the Hassenstein-Reichardt (HR) el-
ementary motion detection model in the horizontal (IH) and
vertical (IV ) directions, and then separated into four feature
images Ileft, Iright, Idown, and Iup respectively contain-
ing strictly positive leftward (H < 0), rightward (H > 0),
downward (V < 0), and upward (V > 0) components. Three
orientation-selective DoG filter kernels were convolved with
the grayscale image to produce three orientation feature im-
ages I0◦ , I60◦ , and I120◦ . The individual red, green, and blue
color planes were taken as the final three feature images Ired,
Igrn, and Iblu. Each of these ten 2D feature images was then
spatially summed to create a scalar value representing wide-
field image feature content. The inputs i1(t) through i10(t)
became input to the neural network model of Fig. 1
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The activation on(t) of neuron n in a recurrent in-
hibitory neural network (representing the graded po-
tential of a neuron in an insect) may be modeled as

on(t) = i′n(t)−
N∑

k=1

Wn,k · ok(t) (1)

where i′n(t) represents a first-order temporal high-pass
filtered version of the input in(t) using time constant
τHI = 1.0s, Wn,k represents the strength of the in-

hibitory synaptic pathway from neuron k to neuron n,
and ok(t) represents the activation of a different neuron
k in the network. This set of equations can be expressed
in matrix form as

o(t) = i′(t)−W · o(t) (2)

where lowercase bold symbols indicate N -element col-
umn vectors and uppercase bold symbols represent N×
N matrices.

Except for the use of high-pass filtered inputs, Equa-

tion 2 is a common formulation for a fully-connected
recurrent inhibitory neural network used in BSS (Her-
ault and Jutten 1986; Jutten and Herault 1991; Ci-
chocki et al 1997). However, Equation 2 is an ideal-

ized system, for which the outputs may be instanta-
neously computed from the inputs so long as the ma-
trix [I + W ]−1 exists (I being the identity matrix).

This system of equations can be singular, but, quite
unlike any realistic recurrent neuronal network, cannot
be temporally unstable.

Our model instead incorporates a more realistic equa-
tion that does not assume instantaneous responses and

which we formulate as

o(t+∆t) = i′(t)−W · o(t) (3)

where ∆t is the simulation time step. This seemingly
insignificant variation allows modeling of the temporal

instability of recurrent neuronal networks — which, as
will be shown, is crucial to understanding their function
— while still allowing network temporal evolution to

be approximated by Equation 2 when the time scale
of input and output changes is much larger than the
simulation time step ∆t.

As detailed in a companion paper (Northcutt et al
2016), the temporal stability of linear systems such as

the one described by Equation 3 has long been well un-
derstood (Trentelman et al 2012), and stability of such
a network may be maintained by simply requiring that
the magnitude of all eigenvalues of the weight matrix

W be less than unity.

2.3 Network Learning Rule

Weight matrices W were initialized to zero so that the
initial state of the network was o(t) = i′(t) and thus
network outputs were identical to high-pass filtered in-
puts. The network learning rule used to generate the

inhibitory weight matrices based on common tempo-
ral fluctuations was inspired by that of Cichocki et al
(1997) and is described by

dWn,k

dt
= γ · µ(t) · g(o′n) · f(o′k) (4)

where n 6= k are neuron indices and γ is a scalar learn-
ing rate. Diagonal elements of the weight matrix always
remained at zero, preventing self-inhibition. Any ele-

ment of W that became negative after a learning rule
update was set to zero, thereby enforcing that network
weights were strictly inhibitory.

µ(t) is a learning onset function that has a value of

zero at the start of training and rises asymptotically
to unity with a time constant of 2 seconds. Our for-
mulation of µ(t) — quite unlike the identically-named

function used by Cichocki et al — is used to gradu-
ally turn on the learning rule at the start of training
to avoid a powerful transient in weights based solely on

the initial phase of the inputs.

o′n(t) and o′k(t) respectively indicate first-order tem-
poral high-pass filtered versions of network outputs n
and k with time constant τHO = 0.5s. Note that use

of high-pass filtered outputs in the learning rule, rather
that simply the outputs, makes the network’s learn-
ing dependent on temporal fluctuations of the inputs:
specifically those fluctuations with temporal frequencies

greater than the cutoff frequency of the output high-
pass filter.

We used network “activation functions” f(x) = x3

and g(x) = tanh(πx) similar to those used by previous
authors (Jutten and Herault 1991; Cichocki et al 1997),
although the positions of these two functions with re-
spect to rows n and columns k of the weight matrix

are reversed in Equation 4 as compared to the conven-
tional BSS learning rule. This reversal is crucial to the
function of our model, and both the purpose of these

activation functions and the requirement that they be
reversed for our model are addressed in detail in Section
5.3.5.

For reasons that will become apparent later, we will

refer to the learning rule with activation functions in
their conventional positions as the cooperative learning
rule. In contrast, we will refer to the learning rule of

Equation 4 with reversed activation functions as the
competitive learning rule.
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2.4 Training of the Model

Before training of any network began, a visual input was
presented and all linear filters and the input adaptive
scaling algorithm were allowed to reach steady state to

eliminate artifactual startup transients.

Training began with each of the three first-stage net-
works using a learning rate of γ1 = 50. This training
resulted in the first-stage motion, orientation, and color

networks respectively learning weight matrices M , O,
and C. To rapidly give the first-stage networks suffi-
cient experience to refine each visual submodality, an
artificial visual stimulus (detailed in Northcutt et al

2016) was presented that provided simultaneous tem-
poral fluctuations in all colors, orientations, and direc-
tions of motion. This stimulus provided near-identical

signals to each input of every network, effectively reduc-
ing the learning rule of Equation 4 to a purely Hebbian
one (Hebb 1949).

This input resulted in uniform symmetric (zero di-
agonal) weight matrices, indicating uniform lateral in-

hibition: a well-known technique for sensory refinement
(Linster and Smith 1997). However, with this symmet-
ric stimulus weight matrices never converge to a stable

state, but rather increase in value as long as training
continues. For this reason, learning for each first-stage
network was terminated by setting its respective learn-

ing rate γ1 to zero when the maximum magnitude of
any eigenvalue of the network weight matrix reached
a value of V1,max = 0.9. This procedure allowed us to
rapidly learn strong lateral inhibition in the first stage

while avoiding temporally unstable recurrent networks.

During this first-stage training period, the learning
rate γ2 for the second stage was set to zero. While not
strictly necessary, this isolation of the two stages al-

lowed for rapid training of the first-stage network and
a clear demonstration of second-stage function.

After first-stage learning was complete, the second-
stage learning rate was set to γ2 = 0.5, after which vi-

sual stimuli composed of multiple objects and intended
to demonstrate visual binding were presented, as shown
in the next section. In this second phase of training,
the second-stage network learned an inhibitory connec-

tion matrix T indicating the binding among visual sub-
modalities.

To avoid temporal instability of the second stage
network, if any weight matrix update resulted in T

having an eigenvalue with a magnitude V greater than
V2,max = 0.95, the weight matrix was multiplied by
a scalar factor V2,max/V , thus holding the maximum

eigenvalue at V2,max and maintaining network tempo-
ral stability.

3 An Example of Visual Binding

To demonstrate the operation of the visual binding net-
work, an artificial visual stimulus composed of moving

50×12-pixel bars on a black background was presented.
This stimulus consisted of a red bar that started near
the upper left corner of the image and moved down and
right at −30◦, and a green bar that started near the up-

per right and moved down and left at 210◦. Both bars
were oriented with their longest axis orthogonal to the
direction of motion, and moved at 50 pixels per second.

The bars moved through a fixed pattern of mul-
tiplicative horizontal sinusoidal shadow with a spatial
period of 50 pixels, a mean value of 0.5, and an ampli-

tude of 0.25. As the bars moved independently through
this pattern of shadows, the features of each bar fluc-
tuated together, allowing the model to learn their indi-

vidual characteristics. Bars wrapped around toroidally
to re-enter the image, thus putting no time limitation
on network training.

Figure 3a and 3c respectively show the time course
of network outputs and the final weight matrix when
the network was trained for 15 seconds with this visual

stimulus using the competitive learning rule of Equa-
tion 4. For comparison, Figure 3b and 3d show the
same data using the cooperative learning rule, in which
the activation functions f() and g() of Equation 4 are

placed in their conventional position in the BSS litera-
ture (Cichocki et al 1997), with the expansive function
then f() applying to row elements, and the compressive

function g() to column elements.

The results of Figure 3a and 3c using the compet-
itive learning rule correspond to desired operation of

the visual binding network. The red and green output
neurons clearly come to dominate all others, and (ne-
glecting very small weights) the columns of the final

weight matrix correctly indicate the characteristics of
the individual objects which comprised the stimulus.
Reading the weights from the “red” column, the bar
moved to the right, and down to a lesser extent, and

got a roughly equal response from the 0◦ and 120◦ ori-
entation filters, indicating an approximate orientation
of −30◦ or equivalently 150◦. From the “green” column,

the bar moved to the left, downward to a lesser extent,
and had an orientation of approximately 30◦ or equiv-
alently 210◦.

In stark contrast, the results shown in Figure 3b and
3d reveal clearly that the cooperative learning rule is
not applicable to the visual binding model. The reasons

for this are detailed in Section 5.3.5.

This single example suffices to illustrate the meth-
ods of weight matrix interpretation and network func-

tional analysis presented below, but many further ex-
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(c) Weights using competitive learning (d) Weights using cooperative learning

Fig. 3: Outputs and weights of the second-stage network as it trained with a visual stimulus comprised of two bars moving
through sinusoidal shadow. A legend to identify each trace in panels a and b is shown at upper left. (a) Network outputs
when using the competitive learning rule of Equation 4, in which the activation functions f() and g() are switched in position
relative to conventional learning rules for BSS, and thus emphasize patterns of column over row weights. Note that over the
time of training, the red and green outputs come to inhibit all others. (b) Network outputs when using the conventional
cooperative learning rule, which emphasizes patterns of row over column weights. No pattern of outputs is evident apart from
nearly uniform inhibition. (c) Final weight matrix T using the competitive learning rule of Equation 4. Brighter colors indicate
stronger inhibition. The strongest weights are in the red and green columns, and clearly indicate the features of each bar. (d)
Final weight matrix T using the cooperative learning rule
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periments are described and full details given in a com-
panion paper (Northcutt et al 2016).

4 Extracting Object-Level Information

While we have presented and discussed the second-stage
network so far as if it learned the features of a static set
of objects and then stabilized, the temporal dynamics

of learning are in general far more complicated. After
initial training of the first stage, the learning of the
second stage never stops. This is desirable because it
allows the network to continuously adapt to dynamic

visual scenery.
However, should a set of objects in the visual scene

persist sufficiently long, the matrix T will converge to a

particular set of weights representing the characteristics
of the objects, and the number of outputs o(t) that are
significantly non-zero will come to correspond to the

number of objects.
The convergence of second-stage learning for a given

visual stimulus — and thus the validity of what has
been learned — may most simply be determined at the

current time t by requiring that the sum of all absolute
weight matrix changes over a recent period of time τs
declines below a threshold Sthr

∫ t

t−τs

(
N∑

n=1

N∑

k=1

∣∣∣∣
dTn,k

dt

∣∣∣∣

)
dt < Sthr (5)

Once the weight matrix has stabilized, the represen-
tation of objects in the image developed by the visual
binding network is implicit in the activity of the outputs
o(t) and the connection matrix T .

4.1 The Number of Objects and their Features

This representation may easily be made more explicit

for human interpretation, both making network opera-
tion easier to understand and giving practical utility to
the model.

The weight matrix T may be simplified by normal-

izing it to its maximum value over all rows and columns
and then removing weights less than a given threshold,
which may be expressed as

T norm = T / max
n,k=1,N

(
T n,k

)
(6)

T simpn,k =

{
Tnormn,k Tnormn,k >= vmin

0 Tnormn,k < vmin
(7)

We used a threshold value of vmin = 0.33 (1/3 of the

maximum weight value). An example of this simplified
weight matrix, generated from the raw weight matrix
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Fig. 4: Extraction of object-level information. (a) Simplified
visual binding matrix T simp, from which object features can
clearly be read. (b) Feature matrix O extracted from T simp

using Equation 9. Each row of the object matrix corresponds
to a unique object. The associated vector r = [ 8 9 ] indicates
that the first row of the object matrix corresponds to output
8 (red), and the second row to output 9 (green)

shown in Fig. 3c, is shown in Fig. 4a. Here the column-
oriented pattern of weights is even more evident, and
the relative strength of each feature may be read out

directly from the matrix.

In fact, it is possible to make the representation of

objects and their features even more explicit. By sum-
ming T simp vertically, a ten-element row vector tsum

results

tsumk =
N∑

n=1

T simpn,k k = 1...10 (8)

Each element tsumk represents the sum of all inhibitory

weights to other neurons from any neuron k.

Using this information, we can create an object ma-
trix O that explicitly describes the number of objects

and their features. Every neuron k for which the entry
tsumk is above a threshold value (for which we used 0.6)
is concluded to have accumulated sufficient inhibitory

weight to represent an object. For each such neuron k,
the weights from T simp for column k may be used to

113
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create a new row i of the object matrix O as

Oi,j =

{
T simpj,k j 6= k

1 j = k
j = 1...10 (9)

ri = k (10)

where the vector r is used to store the index of the out-
put neuron corresponding to each object matrix row i,
and the zero diagonal element of T simp is replaced with
unity to represent the fact that this row of weights in

the object matrix originated from neuron k (see Section
5.5.1 for a theoretical justification). An example of the
resulting object matrix O is shown in Fig. 4b: the num-

ber of rows of O corresponds to the number of objects,
the columns to each individual visual feature, and the
weights in each column to the learned strength of each

characteristic feature. In this case, the object matrix O
accurately represents the motion, orientation, and color
of the two objects in the example visual stimulus.

4.2 Elementary Visual Attention

As can be seen from the example data shown in Fig.
3a, the mutually inhibitory second-stage outputs corre-

sponding to objects in the visual scene fluctuate over
time, with each having greater value in proportion to
fluctuations of the characteristics of the represented
object, measured in terms of the visual features in-

put to the network. This overall measure of feature
strength is closely related to computational models of
visual saliency (Itti and Koch 2001), and so the model

might reasonably be said to be switching its visual at-
tention (Itti et al 1998) from one object to another
as their relative saliency changes. In fact, visual atten-

tion is often modeled as a winner-take-all phenomenon
(Lee et al 1999), which is quite akin to the mutually-
inhibitory competition of the second-stage network.

The neuron that has the largest output value at any

given time corresponds to the most salient object. This
movement of this “attentional spotlight” from one ob-
ject to another can be used to emphasize the currently

attended object in the visual image and simultaneously
de-emphasize unattended objects. We may synthesize
such an “enhanced image” by recombining the feature
matrices created in Fig. 2 for every input image using

the row of weights from the object matrix O corre-
sponding to the currently winning neuron.

At any given time, let network output ok(t) cur-

rently be the largest. Row i such that ri = k of the
object matrix O represents the visual features of this
output. To make the raw feature matrices comparable

in magnitude to one another, we make use of the input
adaptive group normalization factors already computed

f
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Fig. 5: Computational diagram for creating an enhanced im-
age. Thin lines indicate scalar quantities; thick lines represent
matrices. Starting at figure left, each of the ten 2D feature
images created in Fig. 2 is first processed through a first-order
high-pass filter (HPF) using the same time constant τHI as
was used for network inputs, and the absolute value of each
matrix taken (ABS) so that both increases and decreases in
features are represented in the output. Each of the resulting
filtered matrices is then multiplied (Π) by the corresponding
scalar weight fj from Equation 11. These weighted feature
images are summed point-by-point (Σ) into a single RGB im-
age, after which this image is normalized (NORM) by a scalar
value corresponding to its maximum over all pixels and color
planes. This results in an RGB “mask” that identifies where
salient features of the input image exist. This mask is then
multiplied point-by-point (Π) with the input RGB image, re-
sulting in a 2D RGB enhanced image that emphasizes the
most salient object. Note that motion and orientation fea-
ture images contribute equally to red, green, and blue color
planes, but red, green, and blue feature images contribute
only to their own color plane
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and described in Section 2.1, which may be composed
into a single ten-element vector

n(t) = [nm nm nm nm no no no nc nc nc]

We may then combine this vector of normalization fac-

tors with the feature weights associated with this object
and the neuron output to create a vector f(t) of weights
to be applied to each feature matrix

fj(t) =
|ok(t)| ·Oi,j

nj(t)
j = 1...10 (11)

where the absolute value is used so that large values

of the output ok(t), regardless of sign, result in large
contributions to the enhanced image. The vector f(t)
may then be used to create a linear recombination of

the feature matrices computed from the current input
image as shown in Fig. 5, resulting in a normalized
RGB mask identifying where salient features exist in

the current image. By multiplying this mask with the
current input image, an enhanced image is created in
which the characteristics associated with the object rep-
resented by output k are emphasized while effectively

de-emphasizing other objects.

Fig. 6 presents a demonstration of the algorithm to

enhance the most salient object in input images using
our example two-bar visual stimulus, the network out-
puts and final weight matrix of which are shown in Fig.
3a and 3c. Comparing the input and enhanced images

Fig. 6a and 6b taken at 6.5 seconds into training, the
red bar is clearly stronger relative to the green in the en-
hanced image than in the input. To quantify this effect,

the ratio of the maximum red value to the maximum
green value in the input image is approximately unity,
but in the enhanced image, the maximum red value is

6.2 times stronger than that of green. In contrast, com-
paring the input and enhanced images shown in Fig.
6c and 6d taken at 7.2 seconds into training, the green
bar is enhanced relative to the red, and again red and

green have nearly the same maximum value in the input
image, but green is 4.1 times stronger in the enhanced
image.

Looking more closely at Fig. 6, the effect is not that
the characteristics associated with the largest neuron
output, representing the most salient object, are greatly

increased in the enhanced image; rather, the character-
istics of all other objects, even background objects (due
to the high-pass filtering of the feature matrices), are

weakened. It is notable that this is very reminiscent
of attentional effects observed in primate visual cor-
tex (Moran and Desimone 1985): responses to attended

objects are not increased by attention, but rather re-
sponses to unattended objects are relatively weakened.

(a) Input image at 6.5s (b) Enhanced image at 6.5s

(c) Input image at 7.2s (d) Enhanced image at 7.2s

Fig. 6: Demonstration of enhancement of the most salient
object. Each of the four panels shows a 160×160-pixel region
cropped from the center of a 500× 500 image, taken at times
when the two moving bars passed near one another. (a) The
input image at 6.5 seconds after the beginning of second-
stage training, a time at which the red bar was the most
salient (refer to red and green neuron outputs in Fig. 3a).
The role of shadowing in saliency is evident here: the red
bar is strongly visible in the image, almost maximally out of
shadow, whereas the green bar is almost half shadowed. (b)
The enhanced image resulting from the algorithm of Fig. 5,
emphasizing the red bar while the green bar is barely visible.
(c) The input image at 7.2 seconds into second-stage training,
a time at which the green object was most salient (refer to
Fig. 3a). (b) The resulting enhanced image, emphasizing the
green bar while the red bar is barely visible

This algorithm provides a bottom-up method for
automatically attending to the most salient object in
an image sequence over time without needing any prior

information about objects or their features.

5 Function and Limitations of the Model

We have presented one example set of experimental re-

sults above and a variety of experiments in a companion
paper (Northcutt et al 2016) practically demonstrating
the utility of this two-stage neural network model for

sensory refinement, visual binding, internal object-level
representation, and even rudimentary visual attention.
However, it is impossible to present an exhaustive set of
visual stimuli. Under what conditions does this subtly

complex neural network model actually perform visual
binding, how is this accomplished, and what are its limi-
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tations? Intriguingly, the same recurrent neural network
subunit is used four times for two distinct purposes in
this model.

The first-stage networks (refer to Fig. 1) take as
their input feature sensors which may have significant

overlap in their particular visual submodality, and the
output signals show a significant reduction in overlap of
the input sensors: for example, one of the first-stage net-
works takes inputs which are broadly orientation-tuned

and refines them using lateral inhibition into outputs
with narrower orientation tuning.

In the first stage, we have applied this same re-
current network to three specific visual submodalities:

color, orientation and motion. Balanced mutual inhi-
bition is a naturally stable state of a fully-connected
recurrent inhibitory neural network, reached automati-
cally by the learning rule when given an appropriately

balanced set of visual stimuli. In fact, our training of
the first stage is specifically designed to elicit lateral
inhibition.

Lateral inhibition has long been understood to pro-
vide refinement of sensory inputs at many levels, its

effects having been studied as early as the mid-19th
century (Mach 1866), and a number of sensory sys-
tems have been proposed to function using this mech-

anism, including vision (Blakemore and Tobin 1972),
audition (Shamma 1985), and olfaction (Linster and
Smith 1997).

While sensory refinement via lateral inhibition may
well be a useful function in many neural systems, does

the first stage contribute anything to the operation of
the visual binding network? In fact, we have shown ex-
perimentally in a companion paper (Northcutt et al

2016) that strong mutual inhibition in the first stage
is essential to the rapid learning demonstrated in Fig.
3a. Without strong first-stage inhibition, second-stage
learning proceeded very slowly, and network weights

are very unlikely to ever have reached the stable state
shown in Fig. 3c.

While first-stage refinement of selectivity in motion
direction, orientation, and color inputs undoubtedly aids
the visual binding network in distinguishing objects,

the first stage’s most essential function for second-stage
learning arises from a more subtle effect. The strong in-
hibition between first-stage outputs creates a tendency

for them to become mutually exclusive, much like a
weak winner-take-all function. Thus when an object
passes out of shadow and becomes more salient, the

first-stage network aids in causing all of its visual at-
tributes to increase simultaneously by inhibiting weaker
attributes in each visual submodality. Since the learning
rule of Equation 4 develops inhibitory weights based on

simultaneous increases or decreases of visual attributes,

the synchronization of visual features from the same ob-

ject caused by first-stage inhibition greatly speeds the
learning of second-stage network weights.

Although the network structure, temporal evolu-
tion, and learning rule of the second-stage network (re-

fer to Fig. 1) are the same as the three first-stage net-
works, the operation of the second stage is much more
obscure. The second-stage network learns by associat-

ing input signals which are temporally correlated, just
as the first-stage networks do. However, as has been
proposed for mammalian cortex (Douglas et al 1989),
it is the variety of dissimilar inputs to this network, not

its internal structure, that makes its function differ from
the first stage. In the present work these signals are full-
field spatial summations of elementary visual features.

Based on the results we have shown, the empirical re-
sult of this stage’s operation is to detect signals which
originate from each independently-fluctuating object in

the input and to quantify how strongly that object ex-
presses each visual feature, thereby providing a solution
to the visual binding problem.

5.1 Visual Binding as Blind Source Separation

The problem that the second-stage network must solve
is really that of blind source separation. The canonical
example of BSS is typically a linear mixture of audi-

tory sources. Several spatially-separated microphones
listening to a mixture of spatially-distinct independent
audio sources can be used to recover the individual au-
dio sources. The use of recurrent neural networks for

BSS is a very well studied area, with much of the re-
search stemming from the seminal work of Herault and
Jutten (1986).

Mathematically, the problem of BSS can be stated
as follows. Consider a column vector of N time-varying
sources s(t). These sources are combined in an unknown
(but static) linear mixture described by an N ×N mix-

ing matrix M to provide a vector of N mixed inputs

i(t) = M · s(t) (12)

The challenge of BSS, as it is generally considered, is to
recover the “hidden” sources s(t) given only the mixed
observations i(t). The mixing matrix M is recovered

implicitly in this process, but often is of little interest:
for example, in the auditory case, M would describe the
relative microphone locations, which are usually known.
Rather, it is most commonly the hidden source signals

s(t) that contain the desired information.

Given the inputs i(t), the fully-connected inhibitory
neural network used in this paper — as described by the

instantaneous update rule of Equation 2, and neglecting
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the high-pass filter on the inputs — has been shown
to converge (given a proper learning rule, and under
certain conditions, addressed below) to a state in which
the outputs o(t) become scaled versions of the hidden

sources s(t) (Jutten and Herault 1991), thus revealing
each source separately.

The technique we have developed for processing 2D

images into a small number of highly meaningful scalar
signals, shown in Fig. 2, allows the problem of visual
binding to be reduced to one of BSS. Each of the full-
resolution visual feature images is summed into a single

time-varying signal which is a linear instantaneous sum-
mation of the visual feature contributions of all objects
in the scene.

In the case of visual binding — quite opposite to

that of auditory BSS — we are not particularly in-
terested in recovering the hidden sources s(t). These
“sources” correspond to temporal fluctuations of the

visual feature signals from a given object caused, for
example, by changes in lighting, movement through oc-
clusions, or changes in distance, and are of little prac-

tical value. Rather, we are interested in determining
how many independent sources exist in the scene and
with which visual features they correspond. This im-
plies that, in visual binding, the mixing matrix M is of

primary interest because it reveals the features of ob-
jects in the scene, and can be used to enumerate them.

5.2 Assumptions of the Visual Binding Model

For any BSS problem, the number of distinct hidden
sources and inputs and the details of their mixture de-
termines whether that problem can be solved. After all,

solving the BSS problem is not possible in every case:
consider separating many auditory sources given micro-
phones all located at the same spatial location! An anal-
ysis of the requirements for the isolated second-stage

BSS network to function properly is given in the next
section. However, due to the vastly greater complexity
of the visual binding problem — which takes a sequence

of 2D RGB images rather than a time-varying vector
of scalar signals as input — the additional assumptions
required for our model to perform properly include the

following, all of which we assert are reasonable in vir-
tually any practical situation.

1. The visual scene is dynamic. In order for the

visual binding model to detect and differentiate objects
from the background and other objects, the visual scene
must change, as observed in the feature space measured

by the inputs to the network. This is in direct con-
trast to visual BSS models proposed by other authors

that are designed for separating mixtures of static im-

ages (Jutten and Herault 1991; Guo and Garland 2006).
Instead, our model takes as input global spatial sum-
mations of local feature detector circuits and relies on

changes over time in the scene to produce temporal
fluctuations in these signals.

Due to the temporal high-pass filters in the input
pathway (Equation 3) and in the learning rule (Equa-
tion 4), there would be no input to the network and

no changes to the weight matrix of this system in re-
sponse to static images, and thus no learning. This as-
sumption implies an inherent interest in novelty detec-
tion, ignoring static background features and making

the network “prefer” objects which are more “active”
in the visual scene. The assumption of a dynamic visual
scene is hardly restrictive; in fact, this is unavoidable

in almost every practical situation.

Specifically, to be useful for binding, the temporal
frequency of fluctuations in the features of an object
must not be lower than the cutoff frequency set by the
high-pass filter time constant τHO used in the learning

rule (Equation 4) or they will be filtered out. This time
constant, of course, can be adjusted to fit the rate of
change of the features of an object of interest.

Related to this assumption is a subtle dependence
on spatial image resolution. Since the inputs to our net-

work are scalar global spatial sums, it is not obvious
what 2D spatial resolution of input images is required to
support visual binding. In the limit of very tiny images,

no matter what the visual features are, they will have
little or no temporal fluctuation due to the fact that
there are not enough image pixels. As image size in-

creases, feature fluctuations will become smoother, and
thus the quality of features provided to the network
will increase. However, this quality will saturate as the
image resolution becomes sufficient to clearly visualize

objects in a given scene. The optimal spatial resolution
will be highly dependent on the scene in which objects
are to be observed.

2. Visual features of an object are correlated.

For the visual binding network to function properly, vi-
sual features originating from the same object, which
then become inputs to the network, must have tempo-

ral correlation with each other. This requirement simply
means that visual features of any given object measured
by the network (in our case, motion, color, and orien-

tation) must vary together over time, as they would in
any natural situation.

A wide variety of common scene changes satisfy this
assumption. Occlusion of an object by another visual
scene element causes a rapid decrease in all local visual

features of the occluded object, and therefore a reduc-
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tion in the wide-field summation of these signals; there
is a corresponding increase if the object then reappears.
Similarly, when an object passes in and out of shad-
ows, or becomes nearer to or more distant from a light

source, the visual measures of the object will vary to-
gether in proportion to the resulting brightness fluctu-
ations. Also, as an object draws nearer to the camera,

the object size increases in the visual image. Since a
closer object stimulates a greater number of local fea-
ture detection circuits, its wide field signals grow in

inverse proportion to its distance.

3. Fluctuations from different objects are dis-
tinct. Herault and Jutten’s original work on BSS (Her-
ault and Jutten 1986) inspired many related methods:

independent component analysis (Comon 1994), infor-
mation maximization (Bell and Sejnowski 1995), and
mutual information minimization (Yang and Amari 1997).
The majority of these methods require statistical inde-

pendence for sources to be separated.

However, we observe that while statistically inde-
pendent sources can be guaranteed to separate, this
assumption is not strictly necessary. For example, as

we have shown in Fig. 3, two sinusoidal “hidden sour-
ces” with the same frequency but different phase can
be separated, despite not being statistically indepen-
dent. However, these sources are sufficiently distinct to

be separable.

Implicit in the requirement of statistical indepen-
dence is that visual feature fluctuations are stochas-
tic. This will generally be true in practical situations,
due to the fact that these fluctuations derive from ob-

jects moving through shadows, past occlusions, or mov-
ing unpredictably with respect to the camera. The as-
sumption that fluctuations from different objects will

be statistically independent is also reasonable in prac-
tical cases: visual features from different objects will be
independent simply because they result from indepen-

dent physical processes in the world.

However, the network does not simply fail if this

assumption is not satisfied. If features of two objects
are not statistically independent, nor even distinct, the
visual binding network will bind these signals together

to represent a single object, which in perspective is not
an unreasonable conclusion given a set of visual features
that are highly correlated with one another.

4. Object features are persistent. If a given vi-

sual feature (the color of an object, for example) is to
be used in binding, an object must retain that feature
over a period of time sufficient for the network to learn a

pattern of weights based upon it. While the network re-
lies on temporal fluctuations of these features for learn-

ing, we must assume that at least some subset of an

object’s features (chosen from the color, motion, and
orientation submodalities for the present network) are
relatively persistent.

For example, the motion feature inputs from a car

driving rapidly in a circle, and thus constantly chang-
ing direction, would not be useful in solving the visual
binding problem, although its color would likely remain

constant as it turned, and would be useful in binding.

The upper limit on the speed that visual features
of an object may change is set by the learning rate γ
in the learning rule of Equation 4. Features of a given

object that appear and disappear so quickly that the
integration of their effect over time never creates a sig-
nificant change in the weight matrix T will not affect

the output. Within the bounds of numerical stability,
the learning rate can be adjusted to fit the time course
of feature changes for a given visual stimulus.

5. Measured visual features must be diverse. In
order to separate out a variety of different objects, the
visual features measured by the model must be diverse,

and span a range of visual submodalities. Preferably,
the feature inputs should span the full space of interest
in each visual submodality. An example of this diversity
is the feature set we have shown in Fig. 2, fully spanning

motion, color, and orientation.

If the visual features measured are not sufficient to
separate the objects of interest (for an extreme exam-

ple, imagine that all ten feature detectors were only
sensitive to the amount of red color in the image), in
general, visual binding will not be possible.

5.3 Analysis of a Two-Neuron BSS Network

Given the assumptions of the previous section, we can
reduce the visual binding problem solved by the model

as a whole to one of blind source separation in the sec-
ond stage. The network output and inhibitory weight
temporal dynamics of the second-stage network that we
have used for visual binding in the model are surpris-

ingly complex, once equipped with the time-stepping
neuron update rule of Equation 3 and the learning rule
of Equation 4, both of which are potentially unstable.

Outside the context of visual binding, the generalized
analysis of an N -neuron BSS network with N(N−1) in-
hibitory weights is highly formalized and unrevealing,

and has already been well addressed in the literature
(Jutten and Herault 1991; Sorouchyari 1991; Joho et al
2000).

However, the second stage is sufficiently complex

that even a two-neuron network with only two inhibitory
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weights can generate extremely unexpected results, and
an analysis of this minimal network better serves to
clarify how the second stage of our model works, and
how our novel changes to the network update and learn-

ing rule affect the model’s performance. For this reason,
we base our theoretical analysis of the second stage
around a two-neuron network for which all solutions

can be simply enumerated, and generalize our results
to the full network wherever possible. We follow with
demonstrations of the function of this two-neuron net-

work that can be clearly understood in terms of the
analysis shown, and make conclusions about the full
ten-neuron second-stage network thereafter.

Our analysis begins by enumerating the possible
“correct” solutions to the BSS problem for a two-neuron
network without any learning using the instantaneous

network update rule of Equation 2, which for very small
simulation time steps approximates the far less analyti-
cally tractable time-stepping update rule actually used
in the model. For simplicity, in this section we assume

that all sources (and thus inputs) have temporal fre-
quencies sufficiently higher than the cutoff frequency of
the input high-pass filter so that i′(t) = i(t).

5.3.1 The Typical Case

The “typical case” in BSS is one in which the number
of distinct, nonzero hidden sources is the same as the
number of network inputs and outputs. In this case, as
will be shown, there is no single correct solution but

rather a family of closely-related solutions.

For the two-neuron network, the set of scalar equa-

tions described by Equation 12 is

i1(t) = M1,1 · s1(t) +M1,2 · s2(t) (13)

i2(t) = M2,1 · s1(t) +M2,2 · s2(t) (14)

The temporal evolution equation of Equation 2 becomes

o1(t) = i1(t)− T1,2 · o2(t) (15)

o2(t) = i2(t)− T2,1 · o1(t) (16)

into which we can substitute Eqs. 13 and 14 to get

o1(t) = M1,1 · s1(t) +M1,2 · s2(t)− T1,2 · o2(t) (17)

o2(t) = M2,1 · s1(t) +M2,2 · s2(t)− T2,1 · o1(t) (18)

For the blind source separation problem to be solved,
the outputs o(t) must become equal to scaled versions
of the hidden inputs s(t) (Jutten and Herault 1991).

As long as the weight matrix M is nonsingular, there
are exactly two possible solutions that can be learned
in the inhibitory connection matrix T .

As previous authors have shown (and may be easily
derived from the equations above), the first situation in

which correct source separation occurs is when source
indices are not permuted with respect to the outputs

o1(t) = M1,1 · s1(t) (19)

o2(t) = M2,2 · s2(t) (20)

which results in the connection matrix

T =

[
0

M1,2

M2,2
M2,1

M1,1
0

]
(21)

The only other possible solution occurs when the source
indices have exchanged with respect to the outputs

o1(t) = M1,2 · s2(t) (22)

o2(t) = M2,1 · s1(t) (23)

and results in the connection matrix

T =

[
0

M1,1

M2,1
M2,2

M1,2
0

]
(24)

In general, for an N -element BSS network in this
case, there are N ! possible solutions differing only in the
permutation of the outputs o(t) relative to the hidden

sources s(t). Note that, even for our modest ten-neuron
second-stage network, this still allows for 3,628,800 pos-
sible solutions!

5.3.2 The Overdetermined Case

A more unusual situation in the BSS literature is the
“overdetermined case” (Joho et al 2000), in which less
than N distinct sources are mixed to provide inputs to

an N -element network. There are far fewer solutions in
this case, and they differ from the typical case.

In our simplified two-neuron example, when s2(t) =

0 (or equivalently M1,2 = M2,2 = 0) while s1(t) is
nonzero, achieving the nonpermuted solution of Equa-
tions 19 and 20 can be accomplished by setting o2(t) =
0. From Equation 18, this requires

T2,1 · o1(t) = M2,1 · s1(t) +M2,2 · s2(t) (25)

and given that s2(t) = 0 and that our goal is to make
o1(t) = M1,1 · st(t), T2,1 can be written directly as

T2,1 =
M2,1

M1,1
(26)

However, this leaves us with no constraint on T1,2,
since in the network temporal evolution rule it multi-
plies a signal that is zero. Therefore our only require-

ment is that T1,2 ≥ 0 to prevent unintentional excita-
tion, and the resulting connection matrix is

T =

[
0 T1,2

M2,1

M1,1
0

]
(27)
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where T1,2 ≥ 0 (we will be able to place further con-
straints on T1,2 in the next section). Another possible
solution with this same source condition is to permute
the sources with respect to the outputs as in Equations

22 and 23 which results in connection matrix

T =

[
0

M1,1

M2,1

T2,1 0

]
(28)

where T2,1 ≥ 0 is largely unconstrained.

By symmetry, if instead the sources switched and
s1(t) = 0 (or equivalently M1,1 = M2,1 = 0) while s2(t)
were non-zero, the required connection matrix for the
nonpermuted case would be

T =

[
0

M1,2

M2,2

T2,1 0

]
(29)

where T2,1 ≥ 0, and for the permuted case

T =

[
0 T1,2

M2,2

M1,2
0

]
(30)

where T1,2 ≥ 0.

In general, ignoring the indeterminate (and irrel-
evant) matrix values, for an N -element BSS network
in the overdetermined case with only m < N nonzero

sources, there are
(

N !
(N−m)!

)2
possible solutions, corre-

sponding to all possible permutations of the m nonzero
outputs with any given pattern of m sources, and all
permutations of those m sources with respect to the

inputs.

While still not trivially small, this is vastly fewer so-

lutions than for the typical case by a factor of (N−m)!2

N ! .
For our ten-neuron second-stage network, if only two
distinct sources are presented, the number of possible

solutions is reduced to a mere 8100.

5.3.3 Stability of Network Temporal Evolution

The values of the connection matrix T given above rep-
resent solutions to the BSS problem in a two-neuron
network, but were derived using an approximate tem-
poral evolution rule. Will a recurrent network with this

connection matrix using the time-stepping update rule
of Equation 3 be stable? We have earlier addressed con-
ditions for stability of this temporal evolution rule, and

concluded that stability simply requires that all eigen-
values of the connection matrix T have magnitude less
than unity.

For the specific values of T given in the “typical

case” above, it is possible to compute the eigenvalues
directly from the characteristic polynomial, and thus

the conditions for stability of the connection matrices
of Equation 21 and 24 can be shown respectively to be

M1,2 ·M2,1 < M1,1 ·M2,2 (31)

M1,2 ·M2,1 > M1,1 ·M2,2 (32)

These two conditions are mutually exclusive, meaning
that for any given nonsingular mixing matrix M , only

one of the two connection matrices given in the typi-
cal case for the two-neuron network can be temporally
stable.

The computation of eigenvalues may also be carried
out for the connection matrices derived for the overde-
termined case. For each matrix in Equations 27 through

30, this computation results respectively in conditions
for stability

M1,1

M2,1
> T1,2 ≥ 0 (33)

M2,1

M1,1
> T1,2 ≥ 0 (34)

M2,2

M1,2
> T2,1 ≥ 0 (35)

M1,2

M2,2
> T1,2 ≥ 0 (36)

Under its respective condition, each of the matrices de-

rived for the overdetermined case is a stable state of the
network.

Thus, only in the typical case, the requirement for
stability of the time evolution rule eliminates half of the
potential solutions for the two-neuron network, and in
the general N -neuron situation a potentially large num-

ber of theN ! theoretically possible connection matrices.
In the overdetermined case, where less solutions exist
already, the requirement for stability places an upper

bound on the unconstrained weight, but eliminates no
potential solutions.

This reduction in the number of valid solutions to
the BSS problem could be a crucially important con-
sequence of using the time-stepping network evolution

rule of Equation 3 rather than the conventional approx-
imation of Equation 2.

5.3.4 Stability of the Network Learning Rule

Assuming a given connection matrix T does represent

a solution to the BSS problem and has eigenvalue mag-
nitudes less than unity, thus allowing network temporal
evolution to be stable, do these solutions represent sta-

ble states of the learning rule of Equation 4? If not, they
could never be learned by our neural network model.

For a given inhibitory connection matrix T to be a
stable state of the learning rule, updates to T made by
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the learning rule of Equation 4 must be zero-mean over
time. This can be expressed as

E

[
dT1,2

dt

]
= E

[
γ · g

(
o′1(t)

)
· f
(
o′2(t)

)]
= 0 (37)

E

[
dT2,1

dt

]
= E

[
γ · g

(
o′2(t)

)
· f
(
o′1(t)

)]
= 0 (38)

where E[x] formally represents the expected value of
random variable x, but may also be interpreted for de-

terminstic time variables as the average value of x(t)
over some fixed period of time. The fundamental BSS
assumption that hidden sources are statistically inde-
pendent is a requirement for stability of the learning

rule, but as discussed previously, the rule may also sta-
bilize for distinctly-varying deterministic sources.

Assuming that the network does indeed solve the

BSS problem, resulting in one of the connection matri-
ces shown above, we may substitute in high-pass filtered
versions of Eqs. 19 and 20 (both of which are satisfied in

all typical and overdetermined cases presented above)
and factoring out the constant γ, Equations 37 and 38
become

E
[
g
(
M1,1 · s′1(t)

)
· f
(
M2,2 · s′2(t)

)]
= 0 (39)

E
[
g
(
M2,2 · s′2(t)

)
· f
(
M1,1 · s′1(t)

)]
= 0 (40)

The constants from the mixing matrix M in these
equations may be factored out without changing the re-

quired conditions to make the equations true, so let us
look more closely at the effect of the expected value op-
erator on the high-pass filtered sources and the learning
rule activation functions f(x) and g(x).

Let x1(t) = s′1(t) and x2(t) = s′2(t). The function
of the high-pass filter is to remove low frequencies (the
mean, or expected value, being the lowest possible fre-

quency), so due to the operation of the filter

E [x1(t)] = E [x2(t)] = 0 (41)

Thus both x1(t) and x2(t) are zero-mean random vari-
ables due to the action of the high-pass filter, and re-

tain the statistical independence of the sources s1(t)
and s2(t) after the linear filtering operation.

In our learning rule, the nonlinear functions g(x) =

tanh(πx) and f(x) = x3 are applied respectively to the
statistically independent zero-mean random variables
x1(t) and x2(t). The conditions for stability of learning

rules of this form has been studied in detail by Sorouch-
yari (1991). By approximating the hyperbolic tangent
function with a Taylor series to the third-order term
— a good approximation for our model’s normalized

inputs — it can be shown that this stability is condi-
tioned on the third moment about zero (the skewness,
a measure of the asymmetry of the probability density

function) of one or both of the random variables x1(t)

and x2(t) being zero. This directly requires that, for sta-
bility of the learning rule, the skewness of one or both

of the hidden sources s1(t) and s2(t) must be zero.

Note that, unlike network temporal stability, this

condition for stability of the learning rule requires only
that the connection matrices T solve the visual bind-
ing problem. The conditions for learning stability are
primarily placed on the statistics of the hidden sources

s(t).

For distinctly-varying deterministic sources, this re-

quirement would imply that the mean value over some
period of time of each cubed hidden source signal s3(t)
be zero, which is true of many functions including the
sinusoidal sources used in the experiment of Fig. 3 and

in the examples given below.

In the more general case of visual binding, these

hidden sources represent temporal fluctuations of vi-
sual features caused by unpredictable changes in light-
ing, occlusion, distance, or similar effects. Small or zero
skewness of these visual fluctuations is extremely plau-

sible, and thus in this case stability of the learning rule
is very likely as well.

5.3.5 Role of the Activation Functions in Learning

If linear weighting functions g(x) = x and f(x) = x
were used in the learning rule, changes to diagonal el-

ements in the weight matrix dTn,k/dt and dTk,n/dt
would necessarily be equal, resulting in equal values
of Tn,k and Tk,n and thus a purely Hebbian diagonally-
symmetric connection matrix T .

Based on the BSS theory presented above, this learn-
ing rule could never solve the overdetermined case, in

which all correct weight matrices are asymmetric, and
could only solve the typical BSS problem if the ratio
of weights in the required weight matrix of Equations
21 and 24 were symmetric, which in both cases requires

the ratios M1,2/M2,2 and M2,1/M1,1 to be the same.
This implies that, using linear weighting functions, the
network could only learn to solve the problem for a very

limited set of cases. It is for this reason that nonlinear-
ities have long been used in BSS learning rules.

In the conventional BSS learning rule (Jutten and

Herault 1991; Cichocki et al 1997), an odd expansive
nonlinearity f(x) is applied to row elements of the weight
matrix, and an odd compressive nonlinearity g(x) to

column elements. The fact that the expansive function
is applied to row elements, which describe the inhibi-
tion from all other neurons to a given neuron, results

in development of a pattern of row-oriented weights.
In this case, each neuron learns how to subtract from
its own output a scaled version of every other neuron’s
output in order to compensate for the effects of the
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mixing matrix. Thus neurons cooperate to “de-mix” the
inputs, thereby revealing the hidden sources. This coop-
erative learning rule works well in the typical BSS case
for which it was developed. However, this learning rule

makes it difficult for any neuron to develop sufficient in-
hibition to completely suppress the output of another
neuron, making it less appropriate for the overdeter-

mined case in which some outputs should ideally be
completely inhibited.

If instead the position of the nonlinearities is re-
versed in the learning rule, such that the expansive
nonlinearity f(x) applies to column elements and the

compressive nonlinearity g(x) to row elements, the re-
sulting weight matrix is column-oriented, thus focus-
ing learning on the weights to all other neurons from

a given neuron. In this case, each neuron must com-
pete with other neurons to grow its inhibitory weights
in order to avoid being suppressed. This competitive
learning rule is well suited to the overdetermined case,

since it encourages suppression of weak outputs. The
learning rule of Equation 4 used for our visual binding
network is of this competitive type, which is appropri-

ate because the number of distinct objects in any visual
scene is unknown, but in general is less than the num-
ber of neurons in the second-stage network, and thus

presents an overdetermined BSS problem, for which the
competitive learning rule is well suited.

Using the two-neuron case as an example, we com-
pare the difference in results when using these two learn-
ing rules in the next section.

5.4 Examples for the Two-Neuron BSS Network

To understand the operation of the isolated second-
stage network and the relative usefulness of the com-
petitive and cooperative learning rules, in this section
we show a set of simulation results for a two-neuron

network with mixed sinusoidal inputs.

For all experiments, the simulation time step was set
to a very small value of 1 ms to avoid any simulation
artifacts. The time-stepping temporal update rule of
Equation 3 was used. The learning rate was γ = 5, and

the high-pass filter time constant used on outputs in
the learning rule was τHO = 2 s and thus had little
effect since all sources and inputs were zero-mean and

at significantly higher frequencies than the HPF cutoff
frequency. The hidden sources were

s1(t) = sin(2πf1t) (42)

s2(t) = sin(2πf2t) (43)

where f1 = 2 Hz and f2 = 1 Hz.

We wish to compare the effect of the two learning

rules in the overdetermined case, and so the mixing
matrix was

M =

[
0 0.7
0 0.6

]
(44)

which effectively set s1(t) = 0. Using Equation 12, this
led to nearly identical network inputs

i1(t) = 0.7 · s2(t) (45)

i2(t) = 0.6 · s2(t) (46)

and made for what appeared to be a very difficult overde-

termined BSS problem. According to our earlier deriva-
tions, this problem would be solved either by the weight
matrix of Equation 29 or 30 depending on the permuta-
tion of the outputs, but in either case temporal stability

places limits on the connection matrix values:

T1,2 <= M1,2/M2,2 = 1.17 (47)

T2,1 <= M2,2/M1,2 = 0.86 (48)

where only one equality would be allowed, depending

on the permutation.

To contrast the effects of the two learning rules, for

this simulation we did not require that the connection
matrix T have eigenvalues less than unity as we did
while training our second-stage visual binding network,

and thus networks were allowed to become temporally
unstable.

The results of this experiment are shown in Fig. 7.

We start by using the conventional cooperative learn-
ing rule, which is ill-suited for the overdetermined case.
Figs. 7a, 7b, and 7c respectively show the time course

of the outputs, the connection weights, and the eigen-
values of the connection matrix as the network learned
over a 60-second period. During learning, the weights

and outputs went through several distinctly different
phases.

For about the first 9 seconds, network weights in-

creased together and each output increasingly inhibited
the other. This continued until the connection matrix
eigenvalues exceeded unity, indicating a temporally un-

stable network. A rapid transient caused by this insta-
bility led to a sudden decrease in the weight T1,2, caus-
ing output o2(t) to become dominant, and output o1(t)

to become moderately suppressed. Due to the resid-
ual temporal correlation of the two outputs, weight
T1,2 slowly increased until approximately 25 seconds,
at which time the network became temporally unstable

a second time, and again fell back into the same pat-
tern of weights. As before, continued training again in-
creased T1,2 until at approximately 45 seconds the net-

work became temporally unstable for a third time. In
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Fig. 7: Comparison of cooperative and competitive learning rules for second-stage blind source separation with only one
independent source, using a two-neuron network. (a) Network outputs over a 60-second period using the cooperative learning
rule. The network goes through a number of transient states before reaching a stable state. (b) Corresponding network weights
using the cooperative learning rule. (c) Corresonding eigenvalues of the 2 × 2 connection matrix T developed using the
cooperative learning rule. Note that the eigenvalues exceed unity (dotted line) several times, indicating that the network has
become temporally unstable. (d) Trajectory of network in weight space using the cooperative learning rule. The green lines
indicate the theoretical limits on each of the two weights. The red circle indicates the weights of the network after 90 seconds
of training. (e) Trajectory of network in weight space using the competitive learning rule. The red circle indicates the weights
of the network after 15 seconds of training, although this value was stable at less than 5 seconds. (f) Network outputs using
the competitive learning rule. Comparing to panel a, note the much shorter timescale
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this case, the sharp oscillations due to instability led to
a “flipping” of network weights in which T1,2 remained
approximately constant and T2,1 began to consistently
decrease. This change also flipped the dominant output,

so that over the remainder of the simulation output
o1(t) was dominant while o2(t) was increasingly sup-
pressed. Eigenvalues of the connection matrix declined

markedly after this last state change, and the network
never again became unstable.

Fig. 7d shows the trajectory of the two connection
weights plotted against one another over a 90-second

period (longer than shown in the previous three panels),
with the green lines indicating the maximum weights
allowed for temporally stable operation, given above.

The network’s repeated instability is evident, as is its
inevitable progression as T2,1 declines to a final weight
matrix of

T =

[
0 0

0.86 0

]
(49)

which is an instance of the solution to the overdeter-

mined BSS problem given in Equation 30. Thus, when
allowed to become temporally unstable, the coopera-
tive learning rule was finally able to solve the overde-

termined BSS problem.

In contrast, Fig. 7e shows the trajectory of learn-
ing in weight space using the competitive learning rule,
which is well-suited to this overdetermined problem.

Connection weights progressed smoothly within 5 sec-
onds to a final value of

T =

[
0 0.2

0.86 0

]
(50)

which is another instance of the solution to the overde-

termined BSS problem given in Equation 30. Fig. 7f
shows the time course of network outputs using the
competitive learning rule. Without ever becoming un-

stable, network outputs rapidly converged so that o1(t)
dominated and o2(t) was almost completely inhibited.
This permutation was completely predictable, given that
the initial input i1(t) was larger than i2(t). Using this

learning rule, the value of the indeterminate weight T1,2
is dependent on the ratio of the two nonzero mixing ma-
trix weights: the larger this ratio, the smaller the final

value of T1,2.

It is clear that the competitive learning rule has
an easier time solving this problem. In fact, these re-
sults are directly related to the full visual binding net-

work outputs shown in Fig. 3. Fig. 3a shows the ten-
unit second-stage network using the competitive learn-
ing rule as it rapidly converges to the correct solution

with only two distinct sinusoidal inputs, an overdeter-
mined case for that larger network.

Further, note the similarity between the network

outputs of Fig. 3b using the ill-suited cooperative learn-
ing rule and the first 9 seconds of Fig.7a: in both cases,
roughly mutual inhibition was developed, which did not

progress the network toward a solution to the prob-
lem. However, unlike the simulation of Fig. 7, the visual
binding network using cooperative learning was not al-
lowed to become temporally unstable, and so never ar-

rived at a correct solution.

It must also be mentioned that in the typical case
the cooperative learning rule works very well, but the

competitive rule does not converge to a proper solu-
tion. With all other parameters unchanged, if we use a
mixing matrix of

M =

[
0.6 0.7
0.7 0.6

]
(51)

then we expect a connection matrix described by Equa-

tion 24

T =

[
0 0.86

0.86 0

]
(52)

a solution to which the cooperative learning rule rapidly
converges. Competitive learning fails to solve the prob-
lem in this case, instead ending up almost completely

suppressing o2(t) due to its slightly weaker input.

5.5 The Full Visual Binding Network

In the context of visual binding, the hidden sources s(t)
in Equation 12 correspond to temporal fluctuations of

measured features produced by objects in the visual
scene. In a successful solution to the visual binding
problem, the outputs o(t) are meant to provide esti-
mates of these fluctuations. Based on a comparison of

the full-network results shown in Fig. 3 and the isolated
second-stage simulations of Fig. 7, it is clear that the
second-stage network does indeed solve an overdeter-

mined BSS problem to reach a solution to the visual
binding problem. How do the results we have derived
for the two-neuron second-stage network generalize to

the full visual binding network?

5.5.1 Interpretation of the Connection Matrix

Based on decades of previous research in BSS (Herault
and Jutten 1986; Jutten and Herault 1991; Cichocki
et al 1997; Joho et al 2000), we expect that if the net-

work reaches a successful solution to the visual binding
problem, the result will be that the outputs o(t) will be-
come scaled, permuted versions of the hidden sources

s(t).
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Specifically, assuming the second-stage network reaches
a stable state and solves the BSS problem, we can ex-
pect

o(t) = G · P · s(t) (53)

where G is a diagonal matrix with N elements (any of
which may be zero, indicating an overdetermined case)
that provides a scale factor on each individual output,

and P is a permutation matrix (an identity matrix
with the rows rearranged) that reorders the outputs
o(t) with respect to the sources s(t).

Inverting Equation 12 and substituting it into Equa-
tion 53, we can write

o(t) = G · P ·D · i(t) (54)

where D is a de-mixing matrix. Specifically, D is the

inverse of the mixing matrix

D = M−1 (55)

which exists by definition in any solvable typical case

of BSS. For the overdetermined case, we may insert
nonzero values into any columns of the mixing matrix
that multiply zero-valued sources to make this inversion

possible without changing the equation.
Making use of the approximate network evolution

rule of Equation 2, and assuming for simplicity that
the input high-pass filter has negligible effect on i(t),

we can rearrange terms to write

o(t) = [I + T ]
−1 · i(t) (56)

where I is the identity matrix. Given that the two linear

equations 54 and 56 both describe how to compute o(t)
from i(t), it must be true that

[I + T ]
−1

= G · P ·D (57)

Rearranging terms and inverting D to recover M , an
expression for the mixing matrix can be written as

M = G · P · [I + T ] (58)

This result shows that the mixing coefficients in M ,

aside from an unknown scale and permutation, can be
read out directly from the learned connection matrix T .
Equation 58 shows theoretically what we have already

shown experimentally in Fig. 4: the learned weight ma-
trix T contains the crucial information about visual
binding: specifically, the mix of features associated with

each distinct object.
In the overdetermined case, some of the hidden sour-

ces s(t) are effectively zero. In this case, the columns
of the mixing matrix of Equation 58 that correspond to

nonexistent sources (and thus strongly inhibited out-
puts) may simply be removed, resulting in a matrix

of weights corresponding only to objects that exist. In
fact, this is exactly the procedure we have described
in Equation 9 and demonstrated in Fig. 4: columns of
T corresponding to active outputs are extracted after

placing a value of unity in the diagonal position, as re-
quired by the term [I + T ] in Equation 58 above.

5.5.2 Limits on Concurrent Object Detection

Given the analysis above, we may now ask: what are the
limitations of the visual binding network? Specifically,
how many objects may be represented by the visual

binding network at one time? How distinct must these
objects be, and in what ways, to be considered different
objects?

It is well established in the theory of BSS that the

number of sensors must be greater than or equal to
the number of sources (Herault and Jutten 1986). This
upper limit seems obvious in the case of de-mixing au-

dio sources in that, for example, at least three micro-
phones are required to reproduce three auditory signals.
This is clearly a consequence of the mathematical fact
that the same number of equations as unknowns is re-

quired when solving a linear system. Each feature input
adds an equation, and the capacity for an additional un-
known source. Certainly the upper limit on the number

of distinct objects that could be separated by our net-
work at any given time is the number of output neurons
(ten in the present case). However, it is worth noting

that over time the visual binding network will “forget”
objects are no longer present, after temporal correla-
tions in the input features corresponding to that object
disappear, and learn new objects as they show up in

the visual scene. By reusing its capacity over time, the
network can represent more than this theoretical max-
imum number of objects over a longer time span.

Although the absolute upper bound on the instan-

taneous number of objects that can be represented is
clearly the number of neurons, the practical limit is
less obvious in our system because of the hybrid mix of

visual submodalities represented in the inhibitory ma-
trix. The network will automatically degenerate if some
visual features are not present, effectively reducing its
capacity. For example, if the color blue is not present

in the visual scene, or if it is present but fluctuates in
multiple objects in the same fashion, the weight matrix
updates dT 10,k/dt and dT j,10/dt will average to zero,

resulting in zeros in the weight matrix T in row and
column ten, which correspond to the color blue. Thus
the upper bound on the number of objects represented

by the network could only be reached with objects all
of which are distinct in the visual feature space used.
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However, as many as three objects may be simulta-
neously represented even if they are not distinct in the
feature space of the network. Given that we use three
visual submodalities and that each first-stage network

effectively has a “winner” at any given time, as long
as objects have distinct fluctuations in all three visual
submodalities, even if their individual responses apart

from fluctuations are identical in each submodality, the
network can separate them. This case is very similar
to the case of auditory BSS, in which three sensors

of the same type (microphones) are used to separate
three sources. A visual example would be three green
bars moving in the same direction with the same ori-
entation (thus having identical responses to all three

visual submodalities), but undergoing distinct patterns
of light and shadow: these bars could all be simultane-
ously represented by the network.

A consequence of our understanding of these lim-
its is that we can now clarify what would be required
to increase the capacity of the visual binding network.
Unlike microphones in the case of audition or cameras

in stereo vision, the number of neurons in our network
— corresponding directly to input visual features —
can’t simply be increased without bound. Adding more

outputs requires adding more independent inputs. For
example, since the full space of visual motion is already
spanned, adding more motion channels with different

preferred directions than the four we have already em-
ployed adds nothing to the capacity of the network. In-
creasing the capacity of the network means adding more
independent features, which in the case of the present

network might include adding polarization sensitivity,
as well as higher-level feature detectors such as edge,
line, and contour detectors.

The rather low bound on the number of objects that
can be simultaneously represented by the visual binding
network does not obviously present a problem, particu-
larly given that the network can rapidly switch its “at-

tention” to a newly appeared object. It is certainly not
true that humans are separately aware of every object
in a complex visual scene, which on a busy street in a

large city might include dozens of independent objects.
Rather, we seem to have a rather limited capacity for
object representation (Scholl 2001), and to maintain an

awareness of the most salient objects (Itti et al 1998)
and switch our attention as necessary.

6 Discussion

We have described a neural network model that accom-
plishes a rudimentary form of visual binding inspired by
the organization of neurons in a brain area known as

optic glomeruli, which is just downstream of the optic

lobes in the brains of insects. We have presented one

example of successful visual binding using an image se-
quence containing two objects with distinct features,
and detailed experimental results for this model are

shown in a companion paper (Northcutt et al 2016).
We used the example results to illustrate both the ex-
traction of explicit information about objects in the im-
age from information implicit in the connection matrix,

and a theoretical formulation that shows how the model
reduces the problem of visual binding to one of blind
source separation.

As the visual input changes, outputs of the visual
binding network alternate in value according to the rel-

ative saliency of each object, and one might reasonably
say that its “attention” is changing focus. We have de-
scribed an algorithm to resynthesize elements of the in-

put image so as to create an “enhanced image” that em-
phasizes the most salient object and de-emphasizes all
others, and this image shares many characteristics with
features of visual attention observed in living brains.

This model clearly implements a simple form of visual
attention, and the enhanced image makes it explicit the
object upon which attention is focused.

We have also presented a thorough theoretical anal-
ysis of the model. This analysis reveals the function of

the first- and second- stage networks, how they interact
to produce the visual binding demonstrated, and how
this network relates to existing models of blind source

separation. This analysis shows the precise form of out-
put that may be expected from the two-stage visual
binding network. Further, this analysis provides upper

and lower bounds on the number of objects that can
be represented by the described network, and explains
how the upper limit might be increased.

A novel contribution of this model is the distinc-
tion we make here between cooperative and competi-

tive learning rules, optimized respectively for the typ-
ical blind source separation case in which the number
of hidden sources is the same as the network size, and
for the overdetermined case in which there are fewer

hidden sources, the usual case in visual binding.

An interesting characteristic of this network is that
object perception, feature binding and attention all oc-
cur in a low-dimensional feature space in which all spa-
tial information has been removed. This suggests an

organization in which object detection, characteriza-
tion and attention occur in a processing pathway dis-
tinct from that used for spatial localization and motion

perception, consistent with what is known about vi-
sual processing in primates (DiCarlo et al 2012), avians
(Nguyen et al 2004) and likely insects as well (Paulk

et al 2008).
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The function of the second stage of the visual bind-
ing network as we have described it depends on the as-
sumption that the hidden sources s(t), corresponding
to fluctuations of independent visual objects, are lin-

early combined to produce summed image features i(t)
as inputs to the network. Despite the fact that many
image features themselves (in our case, particularly the

visual motion computation) result from nonlinear com-
putations, the summations of these feature images rep-
resent at least roughly linear functions of the hidden

source fluctuations. Further, precise linearity of each
visual feature is not a strict requirement for proper net-
work operation.

Despite the fact that we have devised algorithms to

explicitly reveal the number of objects detected by the
visual binding network and their characteristics, these
data are for human interpretation and not required by

the network. The visual binding network itself implic-
itly “knows” the number of objects in the visual scene
and their characteristics without ever even explicitly

representing objects. This emergent low-level form of
“intelligence” and “knowledge” — without explicit in-
clusion of either — brings to mind the seminal work
of Brooks (1991; 1995) and, particularly because it is a

model of a real neuronal system with complex dynamics
perhaps best analyzed with the same techniques being
applied to real neuronal systems (Werner 2012), may

provide an interesting pathway to developing systems
from which intelligence emerges without being explic-
itly built in.
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räumlich vertheilter Lichtreize (On the physiological
effects of spatially distributed light stimuli). Akad der

Wiss, Wien, Sitzber, Math-Nat K 54(2):393
von der Malsburg C (1999) The what and why of bind-

ing: The modeler’s perspective. Neuron 24(1):95–104

Moran J, Desimone R (1985) Selective attention gates
visual processing in the extrastriate cortex. Science
229(4715):782–784

Mu L, Ito K, Bacon JP, Strausfeld NJ (2012) Optic
glomeruli and their inputs in drosophila share an or-
ganizational ground pattern with the antennal lobes.
J Neurosci 32(18):6061–6071

Nguyen AP, Spetch ML, Crowder NA, Winship IR,
Hurd PL, Wylie DR (2004) A dissociation of motion
and spatial-pattern vision in the avian telencephalon:

implications for the evolution of visual streams. J
Neurosci 24(21):4962–4970

Northcutt BD, Dyhr JP, Higgins CM (2016) An insect-
inspired model for visual binding I: Learning objects

and their characteristics. In Review, Biol Cybern
Okamura JY, Strausfeld NJ (2007) Visual system of

Calliphorid flies: Motion- and orientation-sensitive

visual interneurons supplying dorsal optic glomeruli.
J Comp Neurol 500(1):189–208

Paulk AC, Phillips-Portillo J, Dacks AM, Fellous

JM, Gronenberg W (2008) The processing of
color, motion, and stimulus timing are anatomi-
cally segregated in the bumblebee brain. J Neurosci
28(25):6319–6332

Paulk AC, Dacks AM, Phillips-Portillo J, Fellous JM,
Gronenberg W (2009) Visual processing in the cen-
tral bee brain. J Neurosci 29(32):9987–9999

Rivera-Alvidrez Z, Lin I, Higgins CM (2011) A neu-
ronally based model of contrast gain adaptation in
fly motion vision. Visual Neurosci 28(5):419–431

Scholl BJ (2001) Objects and attention: The state of
the art. Cognition 80(1):1–46

Shamma SA (1985) Speech processing in the auditory
system II: Lateral inhibition and the central process-

ing of speech evoked activity in the auditory nerve.
J Acoust Soc Am 78(5):1622–1632

Snyder AW (1979) Physics of vision in compound eyes.

In: Autrum H (ed) Comparative Physiology and evo-
lution of vision in invertebrates: Invertebrate pho-
toreceptors, Volume VII/6A of Handbook of sensory
physiology, Springer-Verlag, chap 5, pp 225–313

Sorouchyari E (1991) Blind separation of sources, Part
III: Stability analysis. Signal Process 24(1):21–29

Strausfeld NJ, Okamura JY (2007) Visual system of

Calliphorid flies: Organization of optic glomeruli
and their lobula complex efferents. J Comp Neurol

500(1):166–188

Strausfeld NJ, Sinakevitch I, Okamura JY (2007) Or-
ganization of local interneurons in optic glomeruli of
the Dipterous visual system and comparisons with

the antennal lobes. Dev Neurobiol 67(10):1267–1288
Trentelman H, Stoorvogel AA, Hautus M (2012) Con-

trol theory for linear systems. Springer Science &
Business Media

van Santen JPH, Sperling G (1985) Elaborated Re-
ichardt detectors. J Opt Soc Am A 2(5):300–320

Werner G (2012) From brain states to mental phe-

nomena via phase space transitions and renormal-
ization group transformation: proposal of a theory.
Cogn Neurodyn 6(2):199–202

Yang HH, Amari Si (1997) Adaptive online learning

algorithms for blind separation: Maximum entropy
and minimum mutual information. Neural Comput
9(7):1457–1482

128


	LIST OF FIGURES
	ABSTRACT
	INTRODUCTION
	A Brief History of Autonomous Robots
	Visual Motion
	Optical Flow

	Depth Estimation
	Artificial Neural Networks
	Simulated Neuron
	Activation Functions
	The Perceptron
	Multi-layered Perceptrons
	The Recurrent Neural Network
	Learning
	Blind Source Separation
	Internal Representation

	Guide to This Dissertation

	PRESENT STUDY
	A Minimal Computational Architecture for Range Estimation and Mapping
	Simplified Motion Estimation
	Simple Obstacle Avoidance
	One-dimensional Camera Approximation
	One-dimensional Motion as Visual Features
	Range Uncertainty and Mapping
	Mobile Robot
	Contributions

	An Insect-Inspired Model for Visual Binding I: Learning Objects and Their Characteristics
	Calculation of Visual Features
	Visual Feature Refinement
	Visual Feature Binding
	Contribution

	An Insect-Inspired Model for Visual Binding II: Functional Analysis and Visual Attention
	Enumerating Visual Objects
	Visual Binding through Blind Signal Separation
	Function and Limitations of Separation
	Contributions


	CONCLUSIONS AND FUTURE WORK
	REFERENCES
	APPENDICES
	A Minimal Computational Architecture for Range Estimation and Mapping
	An Insect-Inspired Model for Visual Binding I: Learning Objects and Their Characteristics
	An Insect-Inspired Model for Visual Binding II: Functional Analysis and Visual Attention

